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Preface

The purpose of this book is to provide in a single volume a comprehensive reference work covering the
broad spectrum of feedback amplifier design; analysis, synthesis, and design of nonlinear circuits; their
representation, approximation, identification, and simulation; cellular neural networks; multiconductor
transmission lines; and analysis and synthesis of distributed circuits. It also includes the design of
multiple-loop feedback amplifiers. This book is written and developed for the practicing electrical
engineers and computer scientists in industry, government, and academia. The goal is to provide the
most up-to-date information in the field.
Over the years, the fundamentals of the field have evolved to include a wide range of topics and a broad

range of practice. To encompass such a wide range of knowledge, this book focuses on the key concepts,
models, and equations that enable the design engineer to analyze, design, and predict the behavior of
feedback amplifiers, nonlinear and distributed systems. While design formulas and tables are listed,
emphasis is placed on the key concepts and theories underlying the processes.
This book stresses fundamental theories behind professional applications and uses several examples to

reinforce this point. Extensive development of theory and details of proofs have been omitted. The reader
is assumed to have a certain degree of sophistication and experience. However, brief reviews of theories,
principles, and mathematics of some subject areas are given. These reviews have been done concisely with
perception.
The compilation of this book would not have been possible without the dedication and efforts of

Professors Leon O. Chua and Thomas Koryu Ishii, and most of all the contributing authors. I wish to
thank them all.

Wai-Kai Chen
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1.1 Introduction

Feedback, whether intentional or parasitic, is pervasive of all electronic circuits and systems. In general,
feedback is comprised of a subcircuit that allows a fraction of the output signal of an overall network to
modify the effective input signal in such a way as to produce a circuit response that can differ sub-
stantially from the response produced in the absence of such feedback. If the magnitude and relative
phase angle of the fed back signal decreases the magnitude of the signal applied to the input port of an
amplifier, the feedback is said to be negative or degenerative. On the other hand, positive (or regenerative)
feedback, which gives rise to oscillatory circuit responses, is the upshot of a feedback signal that increases
the magnitude of the effective input signal. Because negative feedback produces stable circuit responses,
the majority of all intentional feedback architectures is degenerative [1,2]. However, parasitic feedback
incurred by the energy storage elements associated with circuit layout, circuit packaging, and second-
order high-frequency device phenomena often degrades an otherwise degenerative feedback circuit into
either a potentially regenerative or severely underdamped network.
Intentional degenerative feedback applied around an analog network produces four circuit perform-

ance benefits. First, negative feedback desensitizes the gain of an open-loop amplifier (an amplifier
implemented without feedback) with respect to variations in circuit element and active device model
parameters. This desensitization property is crucial in view of parametric uncertainties caused by aging
phenomena, temperature variations, biasing perturbations, and nonzero fabrication and manufacturing
tolerances. Second, and principally because of the foregoing desensitization property, degenerative
feedback reduces the dependence of circuit responses on the parameters of inherently nonlinear active
devices, thereby reducing the total harmonic distortion evidenced in open loops. Third, negative feedback
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broadbands the dominant pole of an open-loop amplifier, thereby affording at least the possibility of a
closed-loop network with improved high-frequency performance. Finally, by modifying the driving-point
input and output impedances of the open-loop circuit, negative feedback provides a convenient vehicle
for implementing voltage buffers, current buffers, and matched interstage impedances.
The disadvantages of negative feedback include gain attenuation, a closed-loop configuration that is

disposed to potential instability, and, in the absence of suitable frequency compensation, a reduction in
the open-loop gain-bandwidth product (GBP). In uncompensated feedback networks, open-loop amp-
lifier gains are reduced in almost direct proportion to the amount by which closed-loop amplifier gains
are desensitized with respect to open-loop gains. Although the 3 dB bandwidth of the open-loop circuit is
increased by a factor comparable to that by which the open-loop gain is decreased, the closed-loop GBP
resulting from uncompensated degenerative feedback is never greater than that of the open-loop
configuration [3]. Finally, if feedback is incorporated around an open-loop amplifier that does not
have a dominant pole [4], complex conjugate closed-loop poles yielding nonmonotonic frequency
responses are likely. Even positive feedback is possible if substantive negative feedback is applied around
an open-loop amplifier for which more than two poles significantly influence its frequency response.

Although the foregoing detail is common knowledge deriving from Bode’s pathfinding disclosures [5],
most circuit designers remain uncomfortable with analytical procedures for estimating the frequency
responses, I=O impedances, and other performance indices of practical feedback circuits. The purposes of
this section are to formulate systematic feedback circuit analysis procedures and ultimately, to demon-
strate their applicability to six specific types of commonly used feedback architectures. Four of these
feedback types, the series–shunt, shunt–series, shunt–shunt, and series–series configurations, are single-
loop architectures, while the remaining two types are the series–series=shunt–shunt and series–shunt=
shunt–series dual-loop configurations.

1.2 Methods of Analysis

Several standard techniques are used for analyzing linear feedback circuits [6]. The most straightforward
of these entails writing the Kirchhoff equilibrium equations for the small-signal model of the entire
feedback system. This analytical tack presumably leads to the idealized feedback circuit block diagram
abstracted in Figure 1.1. In this model, the circuit voltage or current response, XR, is related to the source
current or voltage excitation, XS, by

Gcl ¼D XR

XS
¼ Go

1þ fGo
� Go

1þ T
(1:1)

XS XR(Go)

( f )

Open-loop
amplifier

Feedback
factor

Feedback amplifier

+

–

FIGURE 1.1 Block diagram model of a feedback network.
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where
Gcl is the closed-loop gain of the feedback circuit
f, the feedback factor, is the proportion of circuit response fed back for antiphase superposition with
the source signal

Go represents the open-loop gain

The product fGo is termed the loop gain T.
Equation 1.1 demonstrates that, for loop gains with magnitudes that are much larger than one, the

closed-loop gain collapses to 1=f, which is independent of the open-loop gain. To the extent that the
open-loop amplifier, and not the feedback subcircuit, contains circuit elements and other parameters that
are susceptible to modeling uncertainties, variations in the fabrication of active and passive elements, and
nonzero manufacturing tolerances, large loop gain achieves a desirable parametric desensitization.
Unfortunately, the determination of Go and f directly from the Kirchhoff relationships is a nontrivial
task, especially because Go is rarely independent of f in practical electronics. Moreover, Equation 1.1 does
not illuminate the manner in which the loop gain modifies the driving-point input and output imped-
ances of the open-loop amplifier.
A second approach to feedback network analysis involves modeling the open loop, feedback, and

overall closed-loop networks by a homogeneous set of two-port parameters [7]. When the two-port
parameter model is selected judiciously, the two-port parameters for the closed-loop network derive from
a superposition of the respective two-port parameters of the open loop and feedback subcircuits. Given
the resultant parameters of the closed-loop circuit, standard formulas can then be exploited to evaluate
closed-loop values of the circuit gain and the driving-point input and output impedances.
Unfortunately, several limitations plague the utility of feedback network analysis predicated on two-

port parameters. First, the computation of closed-loop two-port parameters is tedious if the open-loop
configuration is a multistage amplifier, or if multiloop feedback is utilized. Second, the two-loop method
of feedback circuit analysis is straightforwardly applicable to only those circuits that implement global
feedback (feedback applied from output port to input port). Many single-ended feedback amplifiers
exploit only local feedback, wherein a fraction of the signal developed at the output port is fed back to
a terminal pair other than that associated with the input port. Finally, the appropriate two-port
parameters of the open-loop amplifier can be superimposed with the corresponding parameter set of
the feedback subcircuit if and only if the Brune condition is satisfied [8]. This requirement mandates
equality between the pre- and postconnection values of the two-port parameters of open loop and
feedback cells, respectively. The subject condition is often not satisfied when the open-loop amplifier is
not a simple three-terminal two-port configuration.
The third method of feedback circuit analysis exploits Mason’s signal flow theory [9–11]. The circuit

level application of this theory suffers few of the shortcomings indigenous to block diagram and two-port
methods of feedback circuit analysis [12]. Signal flow analyses applied to feedback networks efficiently
express I=O transfer functions, driving-point input impedances, and driving-point output impedances in
terms of an arbitrarily selected critical or reference circuit parameters, say P.

An implicit drawback of signal flowmethods is the fact that unless P is selected to be the feedback factor
f, which is not always transparent in feedback architectures, expressions for the loop gain and the open-
loop gain of feedback amplifiers are obscure. However, by applying signal flow theory to a feedback circuit
model engineered from insights that derive from the results of two-port network analyses, the feedback
factor can be isolated. The payoff of this hybrid analytical approach includes a conventional block diagram
model of the I=O transfer function, as well as convenient mathematical models for evaluating the closed-
loop driving-point input and output impedances. Yet, another attribute of hybrid methods of feedback
circuit analysis is its ability to delineate the cause, nature, and magnitude of the feedforward transmittance
produced by interconnecting a certain feedback subcircuit to a given open-loop amplifier. This information
is crucial in feedback network design because feedforward invariably decreases gain and often causes
undesirable phase shifts that can lead to significantly underdamped or unstable closed-loop responses.
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1.3 Signal Flow Analysis

Guidelines for feedback circuit analysis by hybrid signal flow methods can be established with the aid of
Figure 1.2 [13]. Figure 1.2a depicts a linear network whose output port is terminated in a resistance, RL.
The output signal variable is the voltage VO, which is generated in response to an input port signal whose
Thévenin voltage and resistance are respectively, VS and RS. Implicit to the linear network is a current-
controlled voltage source (CCVS) Pib, with a value that is directly proportional to the indicated network
branch current ib. The problem at hand is the deduction of the voltage gain Gv(RS, RL)¼VO=VS, the
driving-point input resistance (or impedance) Rin, and the driving-point output resistance (or impedance)
Rout, as explicit functions of the critical transimpedance parameter P. Although the following systematic
procedure is developed in conjunction with the diagram in Figure 1.2, with obvious changes in notation, it
is applicable to determine any type of transfer relationship for any linear network in terms of any type of
reference parameter [14].

1. Set P¼ 0, as depicted in Figure 1.2b, and compute the resultant voltage gain Gvo(RS, RL), where the
indicated notation suggests an anticipated dependence of gain on source and load resistances.
Also, compute the corresponding driving-point input and output resistances Rin, and Rout,
respectively. In this case, the ‘‘critical’’ parameter P is associated with a controlled voltage source.
Accordingly, P¼ 0 requires that the branch containing the controlled source be supplanted by a

Linear
network

Linear
network

Linear
network

Linear
network

+

+

+

+ +

+

+

+

+

+

+

+

– ––

–

–

–

– –

–

–

–

–

Rin RinoRout Routo

RS RS

VSVS

VO VORL RL

ib ib

Pib

RS

VS

RS
VO

RL

vx vx

RL

iy

P = 0

0
0

iy

= Gv (RS, RL)VO
VS(a) (b)

(c) (d)

= Gvo (RS, RL)VO
VS

= Qs (RS, RL)
iy
vx

= Qr (RS, RL)
iy
vx

FIGURE 1.2 (a) Linear network with an identified critical parameter P. (b) Model for calculating the P¼ 0 value
of voltage gain. (c) The return ratio with respect to P is PQs(RS, RL). (d) The null return ratio with respect to P is
PQr(RS, RL).
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short circuit. If, for example, P is associated with a controlled current source, P¼ 0 mandates the
replacement of the controlled source by an open circuit.

2. Set the Thévenin source voltage VS to zero, and replace the original controlled voltage source Pib by
an independent voltage source of symbolic value, vx. Then, calculate the ratio, iy=vx, where, as
illustrated in Figure 1.2c, iy flows in the branch that originally conducts the controlling current ib.
Note, however, that the reference polarity of iy is opposite to that of ib. The computed transfer
function iy=vx is denoted by Qs(RS, RL). This transfer relationship, which is a function of the source
and load resistances, is used to determine the return ratio Ts(P, RS, RL) with respect to parameter P
of the original network. In particular,

Ts(P, RS, RL) ¼ PQs(RS, RL) (1:2)

3. If P is associated with a controlled current source, the controlled generator Pib is replaced by a
current source of value ix. If the controlling variable is a voltage, instead of a current, the ratio vy=vx,
is computed, where vy is the voltage developed across the controlling branch and the polarity is
opposite to that of the original controlling voltage.

4. The preceding computational step is repeated, but instead of setting VS to zero, the output variable,
which is the voltage VO in the present case, is nulled, as indicated in Figure 1.2d. Let the computed
ratio iy=vx, be symbolized as Qr(RS, RL). In turn, the null return ratio Tr(P, RS, RL), with respect to
parameter P is

Tr(P, RS, RL) ¼ PQr(RS, RL) (1:3)

5. Desired voltage gain Gv(RS, RL), of the linear network undergoing study can be shown to be [5,12]

Gv(RS, RL) ¼ VO

VS
¼ Gvo(RS, RL)

1þ PQr(RS, RL)
1þ PQs(RS, RL)

� �
(1:4)

6. Given the function Qs(RS, RL), the driving-point input and output resistances follow straightfor-
wardly from [12]

Rin ¼ Rino
1þ PQs(0, RL)
1þ PQs(1, RL)

� �
(1:5)

Rout ¼ Routo
1þ PQs(RS, 0)
1þ PQs(RS, 1)

� �
(1:6)

An important special case entails a controlling electrical variable ib associated with the selected parameter
P that is coincidentally the voltage or current output of the circuit under investigation. In this situation, a
factor P of the circuit response is fed back to the port (not necessarily the input port) defined by the
terminal pair across which the controlled source is incident. When the controlling variable ib is the
output voltage or current of the subject circuit Qr(RS, RL), which is evaluated under the condition of a
nulled network response, is necessarily zero. With Qr(RS, RL)¼ 0, the algebraic form of Equation 1.4 is
identical to that of Equation 1.1, where the loop gain T is the return ratio with respect to parameter P;
that is,

PQs(RS, RL)jQr(RS, RL)¼ 0 ¼ T (1:7)
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Moreover, a comparison of Equation 1.4 to Equation 1.1 suggests that Gv(RS, RL) symbolizes the closed-
loop gain of the circuit, Gvo(RS,RL) represents the corresponding open-loop gain, and the circuit feedback
factor f is

f ¼ PQs(RS, RL)
Gvo(RS, RL)

(1:8)

1.4 Global Single-Loop Feedback

Consider the global feedback scenario illustrated in Figure 1.3a, in which a fraction P of the output voltage
VO is fed back to the voltage-driven input port. Figure 1.3b depicts the model used to calculate the return
ratio Qs(RS, RL), where, in terms of the branch variables in the schematic diagram, Qs(RS, RL)¼ vy=vx. An
inspection of this diagram confirms that the transfer function vy=vx, is identical to the P¼ 0 value of the
gainVO=VS, which derives from an analysis of the structure in Figure 1.3a. Thus, for global voltage feedback
in which a fraction of the output voltage is fed back to a voltage-driven input port, Qs(RS, RL) is the open-
loop voltage gain; that is,Qs(RS, RL)þGvo(RS, RL). It follows from Equation 1.8 that the feedback factor f is
identical to the selected critical parameter P. Similarly, for the global current feedback architecture of
Figure 1.4a, a fraction P of the output current, IO, is fed back to the current-driven input port f¼P.
As implied by the model of Figure 1.4b, Qs(RS, RL) � Gio(RS, RL), the open-loop current gain.

RL

RS

Rin Rout

RS

VS

VO

RoutRin

RL

PVO

vy

vx

+

+

+

+

+

+

–

–
–

–

–

–

(a) (b)

0

Linear
network

Linear
network

FIGURE 1.3 (a) Voltage-driven linear network with global voltage feedback. (b) Model for the calculation of
loop gain.

RL RLRS RS

Rin Rout

IO

PIOIS ix

iy

(a) (b)

0 Linear
network

Linear
network

FIGURE 1.4 (a) Current-driven linear network with global current feedback. (b) Model for the calculation
of loop gain.
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1.4.1 Driving-Point I=O Resistances

Each of the two foregoing circuit architectures has a closed-loop gain where the algebraic form mirrors
(Equation 1.1). It follows that for sufficiently large loop gain (equal to either PGvo(RS, RL) or PGio

(RS, RL)), the closed-loop gain approaches (1=P) and is therefore desensitized with respect to open-loop
gain parameters. However, such a desensitization with respect to the driving-point input and output
resistances (or impedances) cannot be achieved. For the voltage feedback circuit in Figure 1.3a,
Qs(1, RL), is the RS¼1 value, Gvo(RS, RL), of the open-loop voltage gain. This particular open-loop
gain is zero, because RS¼1 decouples the source voltage from the input port of the amplifier. On the
other hand, Qs(0, RL) is the RS¼ 0 value, Gvo(0, RL), of the open-loop voltage gain. This gain is at least as
large as Gvo(RS, RL), since a short-circuited Thévenin source resistance implies lossless coupling of the
Thévenin signal to the amplifier input port. Recalling Equation 1.5, the resultant driving-point input
resistance of the voltage feedback amplifier is

Rin ¼ Rino 1þ PGvo(0, RL)½ � � Rino 1þ PGvo(RS, RL)½ � (1:9)

which shows that the closed-loop driving-point input resistance is larger than its open-loop counterpart
and is dependent on open-loop voltage gain parameters.
Conversely, the corresponding driving-point output resistance in Figure 1.3a is smaller than the open-

loop output resistance and approximately inversely proportional to the open-loop voltage gain. These
assertions derive from the facts thatQs(RS, 0) is the RL¼ 0 value of the open-loop voltage gain Gvo(RS, RL).
Because RL¼ 0 corresponds to the short-circuited load resistance, Gvo(RS, 0)¼ 0. In contrast, Qs(RS, 1),
is the RL¼1 value, Gvo(RS, 1), of the open-loop gain, which is a least as large as Gvo(RS, RL). By
Equation 1.6,

Rout ¼ Routo

1þ PGvo(RS, 1)
� Routo

1þ PGvo(RS, RL)
(1:10)

Similarly, the driving-point input and output resistances of the global current feedback configuration of
Figure 1.4a are sensitive to open-loop gain parameters. In contrast to the voltage amplifier of Figure 1.3a,
the closed loop, driving-point input resistance of current amplifier is smaller than its open-loop value,
while the driving-point output resistance is larger than its open-loop counterpart. Noting that the open-
loop current gain Gio(RS, RL) is zero for both RS¼ 0 (which short circuits the input port), and RL¼1
(which open circuits the load port), Equations 1.5 and 1.6 give

Rin ¼ Rino

1þ PGio(1, RL)
(1:11)

Rout ¼ Routo 1þ PGio (RS, 0)½ � (1:12)

1.4.2 Diminished Closed-Loop Damping Factor

In addition to illuminating the driving-point and forward transfer characteristics of single-loop feed-
back architectures, the special case of global single-loop feedback illustrates the potential instability
problems pervasive of almost all feedback circuits. An examination of these problems begins by returning
to Equation 1.1 and letting the open-loop gain, Go, be replaced by the two-pole frequency-domain
function,
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Go(s) ¼ Go(0)

1þ s
p1

� �
1þ s

p2

� � (1:13)

where Go(0) symbolizes the zero-frequency open-loop gain. The pole frequencies p1 and p2 in Equation
1.13 are either real numbers or complex conjugate pairs. Alternatively, Equation 1.13 is expressible as

Gs(s) ¼ Go(0)

1þ 2zol
vnol

sþ s2
v2
nol

(1:14)

where

vnol ¼ ffiffiffiffiffiffiffiffiffi
p1p2

p
(1:15)

represents the undamped natural frequency of oscillation of the open-loop configuration, and

zol ¼
1
2

ffiffiffiffiffi
p2
p1

r
þ

ffiffiffiffiffi
p1
p2

r� �
(1:16)

is the damping factor of the open-loop circuit.
In Equation 1.1, let the feedback factor f be the single left-half-plane zero function,

f (s) ¼ fo 1þ s
z

� �
(1:17)

where
z is the frequency of the real zero introduced by feedback
fo is the zero-frequency value of the feedback factor

The resultant loop gain is

T(s) ¼ fo 1þ s
z

� �
Go(s) (1:18)

the zero-frequency value of the loop gain is

T(0) ¼ foGo(0) (1:19)

and the zero-frequency closed-loop gain Gcl(0), is

Gcl(0) ¼ Go(0)
1þ foGo(0)

¼ Go(0)
1þ T(0)

(1:20)

Upon inserting Equations 1.14 and 1.17 into Equation 1.1, the closed-loop transfer function is deter-
mined to be

Gcl(s) ¼ Gcl(0)

1þ 2zcl
vncl

sþ s2
v2
ncl

(1:21)

where the closed-loop undamped natural frequency of oscillation vncl relates to its open-loop counter-
part vnol, in accordance with

vncl ¼ vnol

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ T(0)

p
(1:22)
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Moreover, the closed-loop damping factor zcl is

zcl ¼
zolffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1þ T(0)
p þ T(0)

1þ T(0)

� �
vncl

2z
¼ zolffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1þ T(0)
p þ T(0)ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1þ T(0)
p

� �
vnol

2z
(1:23)

A frequency invariant feedback factor f(s) applied to the open-loop configuration whose transfer function
is given by Equation 1.13 implies an infinitely large frequency, z, of the feedback zero. For this case,
Equation 1.23 confirms a closed-loop damping factor that is always less than the open-loop damping
factor. Indeed, for a smaller than unity open-loop damping factor (which corresponds to complex
conjugate open-loop poles) and reasonable values of the zero-frequency loop gain T(0), zcl� 1. Thus,
constant feedback applied around an underdamped two-pole open-loop amplifier yields a severely
underdamped closed-loop configuration. It follows that the closed-loop circuit has a transient step
response plagued by overshoot and a frequency response that displays response peaking within the
closed-loop passband. Observe that underdamping is likely to occur even in critically damped (identical
real open-loop poles) or overdamped (distinct real poles) open-loop amplifiers, which correspond to
zol¼ 1 and zol> 1, respectively, when a large zero-frequency loop gain is exploited.

Underdamped closed-loop amplifiers are not unstable systems, but they are nonetheless unacceptable.
From a practical design perspective, closed-loop underdamping predicted by relatively simple mathe-
matical models of the loop gain portend undesirable amplifier responses or even closed-loop instability.
The problem is that simple transfer function models invoked in a manual circuit analysis are oblivious to
presumably second-order parasitic circuit layout and device model energy storage elements with effects
that include a deterioration of phase and gain margins.

1.4.3 Frequency Invariant Feedback Factor

Let the open-loop amplifier be overdamped, such that its real satisfy the relationship

p2 ¼ k2p1 (1:24)

If the open-loop amplifier pole p1 is dominant, k2 is a real number that is greater than the magnitude,
jGo(0)j, of the open-loop zero-frequency gain, which is presumed to be much larger than one. As a result,
the open-loop damping factor in Equation 1.16 reduces to zo1�k=2. With k2> jGo(0)j� 1, which
formally reflects the dominant pole approximation, the 3 dB bandwidth Bol of the open-loop amplifier is
given approximately by [15]

Bol � vnol

2zol
¼ 1

1
p1
þ 1

p2

¼ k2

k2 þ 1

� �
p1 (1:25)

As expected, Equation 1.25 predicts an open-loop 3 dB bandwidth that is only slightly smaller than the
frequency of the open-loop dominant pole.
The frequency, z, in Equation 1.23 is infinitely large if frequency invariant degenerative feedback is

applied around an open-loop amplifier. For a critically damped or overdamped closed-loop amplifier,
zcl> 1. Assuming open-loop pole dominance, this constraint imposes the open-loop pole requirement,

p2
p1

� 4 1þ T(0)½ � (1:26)

Thus, for large zero-frequency loop gain, T(0), an underdamped closed-loop response is avoided if and
only if the frequency of the nondominant open-loop pole is substantially larger than that of the dominant
open-loop pole. Unless frequency compensation measures are exploited in the open loop, Equation 1.26
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is difficult to satisfy, especially if feedback is implemented expressly to realize a substantive desensitiza-
tion of response with respect to open-loop parameters. On the chance that Equation 1.26 can be satisfied,
and if the closed-loop amplifier emulates a dominant pole response, the closed-loop bandwidth is, using
Equations 1.22, 1.23, and 1.25,

Bcl � vncl

2zcl
� 1þ T(0)½ �Bol � 1þ T(0)½ �p1 (1:27)

Observe from Equations 1.26 and 1.27 that the maximum possible closed-loop 3 dB bandwidth is 2
octaves below the minimum acceptable frequency of the nondominant open-loop pole.
Although Equation 1.27 theoretically confirms the broadbanding property of negative feedback

amplifiers, the attainment of very large closed-loop 3 dB bandwidths is nevertheless a challenging
undertaking. The problem is that Equation 1.26 is rarely satisfied. As a result, the open-loop configur-
ation must be suitably compensated, usually by pole splitting methodology [16–18], to force the validity
of Equation 1.26. However, the open-loop poles are not mutually independent, so any compensation that
increases p2 is accompanied by decreases in p1. The pragmatic upshot of the matter is that the closed-loop
3 dB bandwidth is not directly proportional to the uncompensated value of p1 but instead, it is
proportional to the smaller, compensated value of p1.

1.4.4 Frequency Variant Feedback Factor (Compensation)

Consider now the case where the frequency, z, of the compensating feedback zero is finite and positive.
Equation 1.23 underscores the stabilizing property of a left-half-plane feedback zero in that a sufficiently
small positive z renders a closed-loop damping factor zcl that can be made acceptably large, regardless of
the value of the open-loop damping factor zol. To this end, zcl > 1=

ffiffiffi
2

p
is a desirable design objective in

that it ensures a monotonically decreasing closed-loop frequency response. If, as is usually a design goal,
the open-loop amplifier subscribes to pole dominance, Equation 1.23 translates the objective, zcl > 1=

ffiffiffi
2

p
,

into the design constraint

z �
T(0)

1þT(0)

h i
vnclffiffiffi

2
p 	 vncl

1þT(0)½ �Bol

(1:28)

where use is made of Equation 1.25 to cast z in terms of the open-loop bandwidth Bol. When the closed-
loop damping factor is precisely equal to 1=

ffiffiffi
2

p
a maximally flat magnitude closed-loop response results

for which the 3 dB bandwidth is vncl. Equation 1.28 can then be cast into the more useful form

zGcl(0) ¼ GBPolffiffiffi
2

p GBPol
GBPcl

� �
	 1

(1:29)

where Equation 1.20 is exploited, GBPol is the gain-bandwidth product of the open-loop circuit, and
GBPcl is the gain-bandwidth product of the resultant closed-loop network.

For a given open-loop gain-bandwidth product GBPol, a desired low-frequency closed-loop gain,
Gcl(0), and a desired closed-loop gain-bandwidth product, GBPcl, Equation 1.29 provides a first-order
estimate of the requisite feedback compensation zero. Additionally, note that Equation 1.29 imposes an
upper limit on the achievable high-frequency performance of the closed-loop configuration. In particular,
because z must be positive to ensure acceptable closed-loop damping, Equation 1.29 implies

GBPol >
GBPclffiffiffi

2
p (1:30)
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In effect, Equation 1.30 imposes a lower limit on the required open-loop GBP commensurate with
feedback compensation implemented to achieve a maximally flat, closed-loop frequency response.

1.5 Pole Splitting Open-Loop Compensation

Equation 1.26 underscores the desirability of achieving an open-loop dominant pole frequency response
in the design of a feedback network. In particular, Equation 1.26 shows that if the ultimate design goal is a
closed-loop dominant pole frequency response, the frequency, p2, of the nondominant open-loop
amplifier pole must be substantially larger than its dominant pole counterpart, p1. Even if closed-loop
pole dominance is sacrificed as a trade-off for other performance merits, open-loop pole dominance is
nonetheless a laudable design objective. This contention follows from Equations 1.16 and 1.23, which
combine to suggest that the larger p2 is in comparison to p1, the larger is the open-loop damping
factor. In turn, the unacceptably underdamped closed-loop responses that are indicative of small, closed-
loop damping factors are thereby eliminated. Moreover, Equation 1.23 indicates that larger, open-loop
damping factors impose progressively less demanding restrictions on the feedback compensation zero
that may be required to achieve acceptable closed-loop damping. This observation is important because
in an actual circuit design setting, small z in Equation 1.23 generally translates into a requirement of a
correspondingly large RC time constant, where implementation may prove difficult in monolithic circuit
applications.
Unfortunately, many amplifiers, and particularly broadbanded amplifiers, earmarked for use as open-

loop cells in degenerative feedback networks, are not characterized by dominant pole frequency
responses. The frequency response of these amplifiers is therefore optimized in accordance with a
standard design practice known as pole splitting compensation. Such compensation entails the connec-
tion of a small capacitor between two high impedance, phase-inverting nodes of the open-loop topology
[17,19–21]. Pole splitting techniques increase the frequency p2 of the uncompensated nondominant
open-loop pole to a compensated value, say p2c. The frequency, p1, of the uncompensated dominant open-
loop pole is simultaneously reduced to a smaller frequency, say plc. Although these pole frequency
translations complement the design requirement implicit to Equations 1.23 and 1.26, they do serve to
limit the resultant closed-loop bandwidth, as discussed earlier. As highlighted next, they also impose
other performance limitations on the open loop.

1.5.1 Open-Loop Amplifier

The engineering methods, associated mathematics, and engineering trade-offs underlying pole splitting
compensation are best revealed in terms of the generalized, phase-inverting linear network abstracted in
Figure 1.5. Although this amplifier may comprise the entire open-loop configuration, in the most general
case, it is an interstage of the open loop. Accordingly, Rst in this diagram is viewed as the Thévenin
equivalent resistance of either an input signal source or a preceding amplification stage. The response to
the Thévenin driver, Vst, is the indicated output voltage, Vl, which is developed across the Thévenin load
resistance, Rlt, seen by the stage under investigation. Note that the input current conducted by the
amplifier is Is, while the current flowing into the output port of the unit is denoted as Il. The dashed
branch containing the capacitor Cc, which is addressed later, is the pole splitting compensation element.

Because the amplifier under consideration is linear, any convenient set of two-port parameters can be
used to model its terminal volt–ampere characteristics. Assuming the existence of the short-circuit
admittance, or y parameters,

Is
Il

� �
¼ y11 y12

y21 y2

� �
Vi

Vl

� �
(1:31)
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Defining

yo ¼D y11 þ y12

yo ¼D y22 þ y12

yf ¼D y21 þ y12

yr ¼D 	y12

(1:32)

Equation 1.31 implies

Is ¼ yiVi þ yr(Vi 	 Vl) (1:33)

Il ¼ yfVi þ yoV1 þ yr(Vl 	 Vi) (1:34)

The last two expressions produce the y-parameter model depicted in Figure 1.6a, in which yi represents
an effective shunt input admittance, yo is a shunt output admittance, yf is a forward transadmittance, and
yr reflects voltage feedback intrinsic to the amplifier.

Amplifiers amenable to pole splitting compensation have capacitive input and output admittances;
that is, yi and yo are of the form

Rst
Rlt

Vst

Vi

Is Il

Vl

Cc

+

–

Phase-
inverting

linear
amplifier

FIGURE 1.5 Linear amplifier for which a pole splitting compensation capacitance Cc is incorporated.

(a)

Rlt

Rst

Vst

Ri

Vi Is Il VlCr

Ci GfVi Ro Co

(b)

+

–

Rlt

Rst

Vst

Vi Is Il Vl

yf Vi+

–

yr

yoyi

FIGURE 1.6 y-Parameter equivalent circuit of the phase-inverting linear amplifier in Figure 1.5. (b) Approximate
form of the model in (a).
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yi ¼ 1
Ri

þ sCi

yo ¼ 1
Ro

þ sCo

(1:35)

Similarly,

yf ¼ Gf 	 sCf

yr ¼ 1
Rr

þ sCr
(1:36)

In Equation 1.36, the conductance component Gf of the forward transadmittance yf positive in a phase-
inverting amplifier. Moreover, the reactive component –sCf of yf produces an excess phase angle, and
hence, a group delay, in the forward gain function. This component, which deteriorates phase margin,
can be ignored to first order if the signal frequencies of interest are not excessive in comparison to the
upper-frequency limit of performance of the amplifier. Finally, the feedback internal to many practical
amplifiers is predominantly capacitive so that the feedback resistance Rr can be ignored. These approxi-
mations allow the model in Figure 1.6a to be drawn in the form offered in Figure 1.6b.
It is worthwhile interjecting that the six parameters indigenous to the model in Figure 1.6b need not be

deduced analytically from the small-signal models of the active elements embedded in the subject
interstage. Instead, SPICE can be exploited to evaluate the y parameters in Equation 1.31 at the pertinent
biasing level. Because these y parameters display dependencies on signal frequency, care should be
exercised to evaluate their real and imaginary components in the neighborhood of the open loop, 3 dB
bandwidth to ensure acceptable computational accuracy at high frequencies. Once the y parameters in
Equation 1.31 are deduced by computer-aided analysis, the alternate admittance parameters in Equation
1.23, as well as numerical estimates for the parameters, Ri, Ci, Ro, Co, Cr, and Gf, in Equations 1.35 and
1.36 follow straightforwardly.

1.5.2 Pole Splitting Analysis

An analysis of the circuit in Figure 1.6b produces a voltage transfer function Av(s) of the form

Av(s) ¼ Vl(s)
Vst(s)

¼ Av(0)
1	 s

zr

1þ s
p1

� �
1þ s

p2

� �
2
4

3
5 (1:37)

Letting

Rll ¼ RltkRo (1:38)

an inspection of the circuit in Figure 1.6b confirms that

Av(0) ¼ 	GfRll
Ri

Ri þ Rst

� �
(1:39)

is the zero-frequency voltage gain. Moreover, the frequency, zr, of the right-half-plane zero is

zr ¼ Gf

Cr
(1:40)
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The lower pole frequency, p1, and the higher pole frequency, p2, derive implicitly from

1
p1

þ 1
p2

¼ Rll(Co þ Cr)þ Rss Ci þ (1þ GfRll)Cr½ � (1:41)

and

1
p1p2

¼ RssRllCo Ci þ Co þ Ci

Co

� �
Cr

� �
(1:42)

where

Rss ¼ Rst ¼D Ri (1:43)

Most practical amplifiers, and particularly amplifiers realized in bipolar junction transistor technology,
have very large forward transconductance, Gf, and small internal feedback capacitance, Cr. The combin-
ation of large Gf and small Cr renders the frequency in Equation 1.40 so large as to be inconsequential to
the passband of interest. When utilized in a high-gain application, such as the open-loop signal path of a
feedback amplifier, these amplifiers also operate with a large effective load resistance, Rll. Accordingly,
Equation 1.41 can be used to approximate the pole frequency p1 as

p1 � 1
Rss Ci þ (1þ GfRll)Cr½ � (1:44)

Substituting this result into Equation 1.42, the approximate frequency p2 of the high-frequency pole is

p2 � Ci þ (1þ GfRll)Cr

RllCo Ci þ CoþCi
Co

� �
Cr

h i (1:45)

Figure 1.7 illustrates asymptotic frequency responses corresponding to pole dominance and to a two-pole
response. Figure 1.7a depicts the frequency response of a dominant pole amplifier, which does not

ωu

|Av( jω)|

|Av(0)|

P1

P2

|Av( jω)|

|Av(0)|

P1 P2 ωu
1 ωω1

(a) (b)

Slope: –20 dB/dec

Slope: –20 dB/dec

–40 dB/dec

–40 dB/dec

FIGURE 1.7 (a) Asymptotic frequency response for a dominant pole amplifier. Such an amplifier does not require
pole splitting compensation because the two lowest frequency amplifier poles, p1 and p2, are already widely separated.
(b) Frequency response of an amplifier with high-frequency response that is strongly influenced by both of its lowest
frequency poles. The basic objective of pole splitting compensation is to transform the indicated frequency response
to a form that emulates that depicted in (a).

1-14 Feedback, Nonlinear, and Distributed Circuits



require pole splitting compensation. Observe that its high-frequency response is determined by a single
pole (p1 in this case) through the signal frequency at which the gain ultimately degrades to unity. In this
interpretation of a dominant pole amplifier, p2 is not only much larger than p1, but is in fact larger than
the unity gain frequency, which is indicated as vu in the figure. This unity gain frequency, which can be
viewed as an upper limit to the useful passband of the amplifier, is approximately, jAv(0)jp1. To the extent
that p1 is essentially the 3 dB bandwidth when p2 � p1, the unity gain frequency is also the GBP of the
subject amplifier. In short, with jAv(jvu)j ¼D 1, p2 � p1 in Equation 1.37 implies

vu � jAv(0)jp1 � GBP (1:46)

The contrasting situation of a response indigenous to the presence of two significant open-loop poles is
illustrated in Figure 1.7b. In this case, the higher pole frequency p2 is smaller than vu and hence, the
amplifier does not emulate a single-pole response throughout its theoretically useful frequency range. The
two critical frequencies, p1 and p2, remain real numbers, and as long as p2 6¼ p1, the corresponding
damping factor, is greater than 1. However, the damping factor of the two-pole amplifier (its response is
plotted in Figure 1.7b) is nonetheless smaller than that of the dominant pole amplifier. It follows that, for
reasonable loop gains, unacceptable underdamping is more likely when feedback is invoked around the
two-pole amplifier, as opposed to the same amount of feedback applied around a dominant pole
amplifier. Pole splitting attempts to circumvent this problem by transforming the pole conglomeration
of the two-pole amplifier into one that emulates the dominant pole situation inferred by Figure 1.7a.
To the foregoing end, append the compensation capacitance Cc between the input and the output ports

of the phase-inverting linear amplifier, as suggested in Figure 1.5. With reference to the equivalent circuit
in Figure 1.6b, the electrical impact of this additional element is the effective replacement of the internal
feedback capacitance Cr by the capacitance sum (CrþCc). Letting

Cp ¼D Cr þ Cc (1:47)

it is apparent that Equations 1.40 through 1.42 remain applicable, provided that Cr in these relationships
is supplanted by Cp. Because Cp is conceivably significantly larger than Cc, however, the approximate
expressions for the resultant pole locations differ from those of Equations 1.44 and 1.45. In particular, a
reasonable approximation for the compensated value, say P1c, of the lower pole frequency is now

p1c � 1
Rll þ (1þ GfRll)Rss½ �Cp

(1:48)

while the higher pole frequency, p2c, becomes

p2c � 1

RsskRllk 1
Gf

� �
(Co þ Ci)

(1:49)

Clearly, p1c< p1 and p2c> p2. Moreover, for large Gf, p2c is potentially much larger than p1c. It should also
be noted that the compensated value, say, zrc, of the right-half-plane zero is smaller than its uncompen-
sated value, zr, because Equation 1.40 demonstrates that

zrc ¼ Gf

Cp
¼ zr

Cr

Cr þ Cc

� �
(1:50)

Although zrc can conceivably exert a significant influence on the high-frequency response of the
compensated amplifier, the following discussion presumes tacitly that zrc> p2c [2].
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Assuming a dominant pole frequency response, the compensated unity gain frequency, vuc, is, using
Equations 1.39, 1.46, and 1.48,

vuc � jAv(0)jp1c � 1
RstCp

� �
Gf RsskRllk 1

Gf

� �� �
(1:51)

It is interesting to note that

vuc <
1

RstCp

� �
(1:52)

that is, the unity gain frequency is limited by the inverse of the RC time constant formed by the Thévenin
source resistance Rst and the net capacitance Cp appearing between the input port and the phase inverted
output port. The subject inequality comprises a significant performance limitation, for if p2c is indeed
much larger than pic, vuc is approximately the GBP of the compensated cell. Accordingly, for a given
source resistance, a required open-loop gain, and a desired open-loop bandwidth, Equation 1.52 imposes
an upper limit on the compensation capacitance that can be exploited for pole splitting purposes.
In order for the compensated amplifier to behave as a dominant pole configuration, p2c must exceed

vuc, as defined by Equation 1.51. Recalling Equation 1.49, the requisite constraint is found to be

RstCp > Gf RsskRllk 1
Gf

� �2

(Co þ Ci) (1:53)

Assuming Gf (Rss=Rll) � 1, Equation 1.53 reduces to the useful simple form

CfRst >
Co þ Ci

Cp
(1:54)

which confirms the need for large forward transconductance Gf if pole splitting is to be an effective
compensation technique.

1.6 Summary

The use of negative feedback is fundamental to the design of reliable and reproducible analog electronic
networks. Accordingly, this chapter documents the salient features of the theory that underlies the
efficient analysis and design of commonly used feedback networks. Four especially significant points
are postulated in this section.

1. By judiciously exploiting signal flow theory, the classical expression, Equation 1.1, for the I=O
transfer relationship of a linear feedback system is rendered applicable to a broad range of
electronic feedback circuits. This expression is convenient for design-oriented analysis because it
clearly identifies the open-loop gain, Go, and the loop gain, T. The successful application of signal
flow theory is predicated on the requirement that the feedback factor, to which T is proportional
and that appears in the signal flow literature as a ‘‘critical’’ or ‘‘reference’’ parameter, can be
identified in a given feedback circuit.

2. Signal flow theory, as applied to electronic feedback architectures, proves to be an especially
expedient analytical tool because once the loop gain T is identified, the driving-point input and
output impedances follow with minimal additional calculations. Moreover, the functional depend-
ence of T on the Thévenin source and terminating load impedances unambiguously brackets the
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magnitudes of the driving point I=O impedances attainable in particular types of feedback arrange-
ments.

3. Damping factor concept is advanced herewith as a simple way of assessing the relative stability of
both the open and closed loops of a feedback circuit. The open-loop damping factor derives
directly from the critical frequencies of the open-loop gain, while these frequencies and any zeros
appearing in the loop gain unambiguously define the corresponding closed-loop damping factor.
Signal flow theory is once again used to confirm the propensity of closed loops toward instability
unless the open-loop subcircuit functions as a dominant pole network. Also confirmed is the
propriety of the common practice of implementing a feedback zero as a means of stabilizing an
otherwise potentially unstable closed loop.

4. Pole splitting as a means to achieve dominant pole open-loop responses is definitively discussed.
Generalized design criteria are formulated for this compensation scheme, and limits of perform-
ance are established. Of particular interest is the fact that pole splitting limits the GBP of the
compensated amplifier to a value that is determined by a source resistance–compensation capaci-
tance time constant.
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2.1 Introduction

Four basic types of single-loop feedback amplifiers are available: the series–shunt, shunt–series, shunt–
shunt, and series–series architectures [1]. Each of these cells is capable of a significant reduction of the
dependence of forward transfer characteristics on the ill-defined or ill-controlled parameters implicit to
the open-loop gain; but none of these architectures can simultaneously offer controlled driving-point
input and output impedances. Such additional control is afforded only by dual global loops comprised of
series and=or shunt feedback signal paths appended to an open-loop amplifier [2,3]. Only two types of
global dual-loop feedback architectures are used: the series–series=shunt–shunt feedback amplifier and
the series–shunt=shunt–series feedback amplifier.

Although only bipolar technology is exploited in the analysis of the aforementioned four single-loop
and two dual-loop feedback cells, all disclosures are generally applicable to metal-oxide-silicon (MOS),
heterostructure bipolar transistor (HBT), and III–V compound metal-semiconductor field-effect tran-
sistor (MESFET) technologies. All analytical results derive from an application of a hybrid, signal
flow=two-port parameter analytical tack. Because the thought processes underlying this technical
approach apply to all feedback circuits, the subject analytical procedure is developed in detail for only
the series–shunt feedback amplifier.
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2.2 Series–Shunt Feedback Amplifier

2.2.1 Circuit Modeling and Analysis

Figure 2.1a depicts the ac schematic diagram (a circuit diagram divorced of biasing details) of a series–
shunt feedback amplifier. In this circuit, the output voltage VO, which is established in response to a
single source represented by the Thévenin voltage VST, and the Thévenin resistance, RST, is sampled by
the feedback network composed of the resistances, REE and RF. The sampled voltage is fed back in such a
way that the closed-loop input voltage, VI, is the sum of the voltage, V1A, across the input port of the
amplifier and the voltage V1F, developed across REE in the feedback subcircuit. Because VI¼V1AþV1F,
the output port of the feedback configuration can be viewed as connected in series with the amplifier
input port. On the other hand, output voltage sampling constrains the net load current, IO, to be the
algebraic sum of the amplifier output port current, I2A, and the feedback network input current, I2F.
Accordingly, the output topology is indicative of a shunt connection between the feedback subcircuit and
the amplifier output port. The fact that voltage is fed back to a voltage-driven input port renders the
driving-point input resistance, Rin, of the closed-loop amplifier large, whereas the driving-point output
resistance, Rout, seen by the terminating load resistance, RLT, is small. The resultant closed-loop amplifier
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FIGURE 2.1 (a) AC schematic diagram of a bipolar series–shunt feedback amplifier. (b) Low-frequency small-
signal equivalent circuit of the feedback amplifier.
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is therefore best suited for voltage amplification, in the sense that the closed-loop voltage gain, VO=VST,
can be made approximately independent of source and load resistances. For large loop gain, this voltage
transfer function is also nominally independent of transistor parameters.
Assuming that transistors Q1 and Q2 are identical devices that are biased identically, Figure 2.1b is the

applicable low-frequency equivalent circuit. This equivalent circuit exploits the hybrid-p model [4] of a
bipolar junction transistor, subject to the proviso that the forward Early resistance [5] used to emulate
base conductivity modulation is sufficiently large to warrant its neglect. Because an infinitely large
forward Early resistance places the internal collector resistance (not shown in the figure) of a bipolar
junction transistor in series with the current-controlled current source, this collector resistance can be
ignored as well.
The equivalent circuit of Figure 2.1b can be reduced to a manageable topology by noting that the ratio

of the signal current, IV, flowing into the base of transistor Q2 to the signal current, I1A, flowing into the
base of transistor Q1 is

IV
I1A

¼D �Kb ¼ � bR
Rþ rb þ rp þ (bþ 1)re

¼ � aR
rib þ (1� a)R

(2:1)

where

a ¼ b

bþ 1
(2:2)

is the small-signal, short-circuit common base current gain, and

rib ¼ re þ rp þ rb
bþ 1

(2:3)

symbolizes the short-circuit input resistance of a common base amplifier. It follows that the current
source bIv in Figure 2.1b can be replaced by the equivalent current (�bKbI1A).
A second reduction of the equivalent circuit in Figure 2.1b results when the feedback subcircuit is

replaced by a model that reflects the h-parameter relationships

V1F

I2F

� �
¼ hif hrf

hff hof

� �
I1F
VO

� �
(2:4)

where
V1F(VO) represents the signal voltage developed across the output (input) port of the feedback
subcircuit

I1F(I2F) symbolizes the corresponding current flowing into the feedback output (input) port

Although any homogeneous set of two-port parameters can be used to model the feedback subcircuit,
h-parameters are the most convenient selection herewith. In particular, the feedback amplifier undergo-
ing study is a series–shunt configuration. The h-parameter equivalent circuit represents its input port as a
Thévenin circuit and its input port as a Norton configuration, therefore, the h-parameter equivalent
circuit is likewise a series–shunt structure.
For the feedback network at hand, which is redrawn for convenience in Figure 2.2a, the h-parameter

equivalent circuit is as depicted in Figure 2.2b. The latter diagram exploits the facts that the short-circuit
input resistance hif is a parallel combination of the resistance REE and RF, and the open-circuit output
conductance hof, is 1=(REEþRF). The open-circuit reverse voltage gain hrf is

hrf ¼ REE

REE þ RF
(2:5)
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while the short-circuit forward current gain hff is

hff ¼ REE

REE þ RF
¼ �hrf (2:6)

Figure 2.2c modifies the equivalent circuit in Figure 2.2b in accordance with the following two argu-
ments. First, hrf in Equation 2.5 is recognized as the fraction of the feedback subcircuit input signal that is
fed back as a component of the feedback subcircuit output voltage, V1F. But this subcircuit input voltage
is identical to the closed-loop amplifier output signal VO. Moreover, V1F superimposes with the Thévenin
input signal applied to the feedback amplifier to establish the amplifier input port voltage, V1A. It follows
that hrf is logically referenced as a feedback factor, say f, of the amplifier under consideration; that is,

hrf ¼ REE

REE þ RF
¼D f (2:7)

and by Equation 2.6,

hff ¼ � REE

REE þ RF
¼ �f (2:8)

Second, the feedback subcircuit output current, I1F, is, as indicated in Figure 2.1b, the signal current,
(bþ 1)I1A. Thus, in the model of Figure 2.2b,

hff I1F ¼ �f (bþ 1)I1A (2:9)
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+
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FIGURE 2.2 (a) Feedback subcircuit in the series–shunt feedback amplifier of Figure 2.1a. (b) h-Parameter
equivalent circuit of the feedback subcircuit. (c) Alternative form of the h-parameter equivalent circuit.
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If the model in Figure 2.2c is used to replace the feedback network in Figure 2.1b the equivalent circuit
of the series–shunt feedback amplifier becomes the alternative structure offered in Figure 2.3. In arriving
at this model, care has been exercised to ensure that the current flowing through the emitter of transistor
Q1 is (bþ 1)I1A. It is important to note that the modified equivalent circuit delivers transfer and driving-
point impedance characteristics that are identical to those implicit to the equivalent circuit of Figure 2.1b.
In particular, the traditional analytical approach to analyzing a series–shunt feedback amplifier tacitly
presumes the satisfaction of the Brune condition [6] to formulate a composite structure where the
h-parameter matrix is the sum of the respective h-parameter matrices for the open loop and feedback
circuits. In contrast, the model of Figure 2.3 derives from Figure 2.1b without invoking the Brune
requirement, which is often not satisfied. It merely exploits the substitution theorem; that is, the feedback
network in Figure 2.1b is substituted by its h-parameter representation.

In addition to modeling accuracy, the equivalent circuit in Figure 2.3 boasts at least three other
advantages. The first is an illumination of the vehicle by which feedback is implemented in the series–
shunt configuration. This vehicle is the voltage-controlled voltage source, fVO, which feeds back a
fraction of the output signal to produce a branch voltage that algebraically superimposes with, and
thus modifies, the applied source voltage effectively seen by the input port of the open-loop amplifier.
Thus, with f¼ 0, no feedback is evidenced, and the model at hand emulates an open-loop configuration.
But even with f¼ 0, the transfer and driving-point impedance characteristics of the resultant open-loop
circuit are functionally dependent on the feedback elements, REE and RF, because appending the feedback
network to the open-loop amplifier incurs additional impedance loads at both the input and the output
ports of the amplifier.
The second advantage of the subject model is its revelation of the magnitude and nature of feed-

forward through the closed loop. In particular, note that the signal current, IN, driven into the effective
load resistance comprised of the parallel combination of (REEþRF) and RLT, is the sum of two current
components. One of these currents, bKbI1A, materializes from the transfer properties of the two
transistors utilized in the amplifier. The other current, f(bþ 1)I1A, is the feed-forward current resulting
from the bilateral nature of the passive feedback network. In general, negligible feed-forward through the
feedback subcircuit is advantageous, particularly in high-frequency signal-processing applications. To
this end, the model in Figure 2.3 suggests the design requirement,

f � aKb (2:10)

f (β + 1)I1A Kβ β I1A 

REE//RF

REE + RF

(β + 1)I1A 

RLT
RST

VST

f VO

β I1A 

I1A 

VI

Rin

IN VO

Rout

rb

re

rπ

+

+

–

–

FIGURE 2.3 Modified small-signal model of the series–shunt feedback amplifier.
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When the resistance, R, in Figure 2.1a is the resistance associated with the output port of a PNP current
source used to supply biasing current to the collector of transistor Q1 and the base of transistor Q2, Kb

approaches b, and Equation 2.10 is easily satisfied; however, PNP current sources are undesirable in
broadband low-noise amplifiers. In these applications, the requisite biasing current must be supplied by a
passive resistance, R, connected between the positive supply voltage and the junction of theQ1 collector and
theQ2 base. Unfortunately, the corresponding value ofKb can be considerably smaller than b, with the result
that Equation 2.10 may be difficult to satisfy. Circumvention schemes for this situation are addressed later.
A third attribute of the model in Figure 2.3 is its disposition to an application of signal flow theory. For

example, with the feedback factor f selected as the reference parameter for signal flow analysis, the open-
loop voltage gain Gvo(RST, RLT), of the series–shunt feedback amplifier is computed by setting f to zero.
Assuming that Equation 2.10 is satisfied, circuit analysis reveals this gain as

Gvo(RST, RLT) ¼ aKb
(REE þ RF)kRLT

rib þ (1� a)RST þ (REEkRF)

� �
(2:11)

The corresponding input and output driving-point resistances, Rino and Routo, respectively, are

Rino ¼ rB þ rp þ (bþ 1)(rE þ REEkRF) (2:12)

and

Routo ¼ REE þ RF (2:13)

It follows that the closed-loop gain Gv(RST, RLT) of the series–shunt feedback amplifier is

Gv(RST, RLT) ¼ Gvo(RST, RLT)
1þ T

(2:14)

where the loop gain T is

T ¼ fGvo(RST, RLT) ¼ REE

REE þ RF

� �
Gvo(RST, RLT)

¼ aKb
REE

REE þ RF þ RLT

� �
RLT

rib þ (1� a)RST þ (REEkRF)

� �
(2:15)

For T � 1, which mandates a sufficiently large Kb in Equation 2.11, the closed-loop gain collapses to

Gv(RST, RLT) � 1
f
¼ 1þ RF

REE
(2:16)

which is independent of active element parameters. Moreover, to the extent that T � 1 the series–shunt
feedback amplifier behaves as an ideal voltage-controlled voltage source in the sense that its closed-loop
voltage gain is independent of source and load terminations. The fact that the series–shunt feedback
network behaves approximately as an ideal voltage amplifier implies that its closed-loop driving-point
input resistance is very large and its closed-loop driving-point output resistance is very small. These facts
are confirmed analytically by noting that

Rin ¼ Rino 1þ fGvo(0, RL)½ � � fRinoGvo(0, RL)

¼ bKb
REE

REE þ RF þ RLT

� �
RLT (2:17)
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and

Rout ¼ Routo

1þ fGvo(RS, 1)
� Routo

fGvo(RS, 1)

¼ 1þ RF

REE

� �
rib þ (1� a)RST þ REEkRF

aKb

� �
(2:18)

To the extent that the interstage biasing resistance, R, is sufficiently large to allow Kb to approach b,
observe that Rin in Equation 2.17 is nominally proportional to b2, while Rout in Equation 2.18 is inversely
proportional to b.

2.2.2 Feed-Forward Compensation

When practical design restrictions render the satisfaction of Equation 2.10 difficult, feed-forward problems
can be circumvented by inserting an emitter follower between the output port of transistor Q2 in the circuit
diagram of Figure 2.1a and the node to which the load termination and the input terminal of the feedback
subcircuit are incident [2]. The resultant circuit diagram, inclusive nowof simple biasing subcircuits, is shown
in Figure 2.4. The buffer transistor Q3 increases the original short-circuit forward current gain, Kbb, of the
open-loop amplifier by a factor approaching (bþ 1), while not altering the feed-forward factor implied by the
feedback network in Figure 2.1a. In effect, Kb is increased by a factor of almost (bþ 1), thereby making
Equation 2.10 easy to satisfy. Because of the inherently low output resistance of an emitter follower, the buffer
also reduces the driving-point output resistance achievable by the original configuration.
The foregoing contentions can be confirmed through an analysis of the small-signal model for the

modified amplifier in Figure 2.4. Such an analysis is expedited by noting that the circuit to the left of the
current-controlled current source, KbbI1A, in Figure 2.3 remains applicable. For zero feedback, it follows
that the small-signal current I1A flowing into the base of transistor Q1 derives from

I1A
VST

����
f¼0

¼ 1� a

rib þ (1� a)RST þ (REEkRF)
(2:19)

The pertinent small-signal model for the buffered series–shunt feedback amplifier is resultantly the
configuration offered in Figure 2.5.
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FIGURE 2.4 Series–shunt feedback amplifier that incorporates an emitter follower output stage to reduce the
effects of feed-forward through the feedback network.
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Letting

R0 ¼ R2k(REE þ RF)kRLT (2:20)

an analysis of the structure in Figure 2.5 reveals

VO

I1A
¼ (bþ 1)

R0

R0 þ rib þ (1� a)R1

� �
aKbR1 þ f rib þ (1� a)R1½ �� �

(2:21)

which suggests negligible feed-forward for

f � aKbR1

rib þ (1� a)R1
(2:22)

Note that for large R1, Equation 2.22 implies the requirement f � bKb, which is easier to satisfy than is
Equation 2.10. Assuming the validity of Equations 2.19, 2.21, and 2.22 deliver an open-loop voltage gain,
Gvo(RST, RLT), of

Gvo(RST, RLT) ¼ aKb
R0

rib þ (1� a)RST þ REEkRF

� �
R1

R0 þ rib þ (1� a)R1

� �
(2:23)
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FIGURE 2.5 Small-signal model of the buffered series–shunt feedback amplifier.
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Recalling Equation 2.1, which demonstrates that Kb approaches b for large R, Equation 2.23 suggests an
open-loop gain that is nominally proportional to b2 if R1 is also large.
Using the concepts evoked by Equations 2.17 and 2.18, the driving-point input and output impedances

can now be determined. In a typical realization of the buffered series–shunt feedback amplifier, the
resistance, R2, in Figure 2.4 is very large because it is manifested as the output resistance of a common
base current sink that is employed to stabilize the operating point of transistor Q3. For this situation, and
assuming the resistance R1 is large, the resultant driving-point input resistance is larger than its
predecessor input resistance by a factor of approximately (bþ 1). Similarly, it is easy to show that for
large R1 and large R2, the driving-point output resistance is smaller than that predicted by Equation 2.18
by a factor approaching (bþ 1).
Although the emitter follower output stage in Figure 2.4 all but eliminates feed-forward signal

transmission through the feedback network and increases both the driving-point input resistance and
output conductance, a potential bandwidth penalty is paid by its incorporation into the basic series–
shunt feedback cell. The fundamental problem is that if R1 is too large, potentially significant Miller
multiplication of the base–collector transition capacitance of transistor Q2 materializes. The resultant
capacitive loading at the collector of transistor Q1 is exacerbated by large R, which may produce a
dominant pole at a frequency that is too low to satisfy closed-loop bandwidth requirements. The
bandwidth problem may be mitigated by coupling resistance R1 to the collector of Q2 through a common
base cascode. This stage appears as transistor Q4 in Figure 2.6.
Unfortunately, the use of the common base cascode indicated in Figure 2.6 may produce an open-loop

amplifier with transfer characteristics that do not emulate a dominant pole response. In other words, the
frequency of the compensated pole established by capacitive loading at the collector of transistor Q1 may
be comparable to the frequencies of poles established elsewhere in the circuit, and particularly at the base
node of transistor Q1. In this event, frequency compensation aimed toward achieving acceptable closed-
loop damping can be implemented by replacing the feedback resistor RF with the parallel combination of
RF and a feedback capacitance, say CF, as indicated by the dashed branch in Figure 2.6. The resultant
frequency-domain feedback factor f(s) is

Rout

Rin
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VST

REE
RLTRF

Vbias

R2

R1

R

VO
CF

–VEE

+VOC

+

–

Q2

Q3

Q4

Q1

FIGURE 2.6 Buffered series–shunt feedback amplifier with common base cascode compensation of the common
emitter amplifier formed by transistor Q2. A feedback zero is introduced by the capacitance CF to achieve acceptable
closed-loop damping.
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f (s) ¼ f
1þ s

z

1þ fs
z

" #
(2:24)

where
f is the feedback factor given by Equation 2.7
z is the frequency of the introduced compensating zero

z ¼ 1
RFCF

(2:25)

The pole in Equation 2.24 is inconsequential if the closed-loop amplifier bandwidth Bcl satisfies the
restriction, f BclRFCF¼Bcl(REEjjRF)CF � 1.

2.3 Shunt–Series Feedback Amplifier

Although the series–shunt circuit functions as a voltage amplifier, the shunt–series configuration (see the
ac schematic diagram depicted in Figure 2.7a) is best suited as a current amplifier. In the subject circuit,
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FIGURE 2.7 (a) AC schematic diagram of a bipolar shunt–series feedback amplifier. (b) Low-frequency small-
signal equivalent circuit of the feedback amplifier.

2-10 Feedback, Nonlinear, and Distributed Circuits



the Q2 emitter current, which is a factor of (1=a) of the output signal current, IO, is sampled by the
feedback network formed of the resistances, REE and RF. The sampled current is fed back as a current in
shunt with the amplifier input port. Because output current is fed back as a current to a current-driven
input port, the resultant driving-point output resistance is large, and the driving-point input resistance is
small. These characteristics allow for a closed-loop current gain, G1(RST, RLT)¼ IO=IST, that is relatively
independent of source and load resistances and insensitive to transistor parameters.
In the series–shunt amplifier, h-parameters were selected to model the feedback network because the

topology of an h-parameter equivalent circuit is, similar to the amplifier in which the feedback network is
embedded, a series shunt, or Thévenin–Norton, topology. In analogous train of thought compels the use
of g-parameters to represent the feedback network in Figure 2.7a. With reference to the branch variables
defined in the schematic diagram,

I1F

V2F

" #
¼

1
REEþRF

� REE
REEþRF

REE
REEþRF

REFkRF

" #
V1F

I2F

" #
(2:26)

Noting that the feedback network current, I2F, relates to the amplifier output current, IO, in accordance
with

I2F ¼ � IO
a

(2:27)

and letting the feedback factor, f, be

f ¼ 1
a

REE

REE þ RF

� �
(2:28)

the small-signal equivalent circuit of shunt–series feedback amplifier becomes the network diagrammed
in Figure 2.7b. Note that the voltage-controlled voltage source, afV1F, models the feed-forward transfer
mechanism of the feedback network, where the controlling voltage, V1F, is

V1F ¼ rb þ rp þ (bþ 1)rc½ �IV ¼ (bþ 1)ribIV (2:29)

An analysis of the model in Figure 2.7b confirms that the second-stage, signal-base current IW relates
to the first-stage, signal-base current Iv as

IW
IV

¼ � a(Rþ frib)
rib þ REEkRF þ (1� a)R

(2:30)

For

f � R
rib

(2:31)

which offsets feed-forward effects,

IW
IV

� � aR
rib þ REEkRF þ (1� a)R

¼D �Kr (2:32)

Observe that the constant Kr tends toward b for large R, as can be verified by an inspection of Figure 2.7b.

Feedback Amplifier Configurations 2-11



Using Equation 2.32, the open-loop current gain, found by setting f to zero, is

GIO(RST, RLT) ¼ IO
IST

				
f¼0

¼ aKr
RSTk(REE þ RF)

rib þ (1� a) RSTk(REE þ RF)½ �

 �

(2:33)

and recalling Equation 2.28, the loop gain T is

T ¼ fGIO(RST, RLT) ¼ 1
a

REE

REE þ RF

� �
GIO(RST, RLT)

¼ Kr
REE

REE þ RF þ RST

� �
RST

rib þ (1� a) RSTk(REE þ RF)½ �

 � (2:34)

By inspection of the model in Figure 2.7b, the open-loop input resistance, Rino, is

Rino ¼ (REE þ RF)k (bþ 1)rib½ � (2:35)

and, within the context of an infinitely large Early resistance, the open-loop output resistance, Routo, is
infinitely large.

The closed-loop current gain of the shunt–series feedback amplifier is now found to be

G1(RST, RLT) ¼ GIO(RST, RLT)
1þ T

� a 1þ RF

REE

� �
(2:36)

where the indicated approximation exploits the presumption that the loop gain T is much larger than
one. As a result of the large loop-gain assumption, note that the closed-loop gain is independent of the
source and load resistances and is invulnerable to uncertainties and perturbations in transistor param-
eters. The closed-loop output resistance, which exceeds its open-loop counterpart, remains infinitely
large. Finally, the closed-loop driving-point input resistance of the shunt–series amplifier is

Rin ¼ Rino

1þ fGIO(1, RLT)
� 1þ RF

REE

� �
rib
Kr

(2:37)

2.4 Shunt–Shunt Feedback Amplifier

2.4.1 Circuit Modeling and Analysis

The ac schematic diagram of the third type of single-loop feedback amplifier, the shunt–shunt triple, is
drawn in Figure 2.8a. A cascade interconnection of three transistors Q1, Q2, and Q3, forms the open
loop, while the feedback subcircuit is the single resistance, RF. This resistance samples the output voltage,
VO, as a current fed back to the input port. Output voltage is fed back as a current to a current-driven
input port, so both the driving-point input and output resistances are very small. Accordingly, the circuit
operates best as a transresistance amplifier in that its closed-loop transresistance, RM(RST, RLT)¼VO=IST,
is nominally invariant with source resistance, load resistance, and transistor parameters.
The shunt–shunt nature of the subject amplifier suggests the propriety of y-parameter modeling of the

feedback network. For the electrical variables indicated in Figure 2.8a,

I1F
I2F

� �
¼

1
RF

� 1
RF

� 1
RF

1
RF

" #
V1F

VO

� �
(2:38)
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which implies that a resistance, RF, loads both the input and the output ports of the open-loop three-stage
cascade. The short-circuit admittance relationship in Equation 2.38 also suggests a feedback factor,
f, given by

f ¼ 1
RF

(2:39)

The foregoing observations and the small-signal modeling experience gained with the preceding two
feedback amplifiers lead to the equivalent circuit submitted in Figure 2.8b. For analytical simplicity, the
model reflects the assumption that all three transistors in the open loop have identical small-signal
parameters. Moreover, the constant, Ke, which symbolizes the ratio of the signal-base current flowing
into transistor Q3 to the signal-base current conducted by transistor Q1, is given by

Ke ¼ aR1

rib þ (1� a)R1

� �
aR2

rib þ (1� a)R2

� �
(2:40)

Finally, the voltage-controlled current source, fV1F, accounts for feed-forward signal transmission
through the feedback network. If such feed-forward is to be negligible, the magnitude of this controlled
current must be significantly smaller than KebIv, a current that emulates feed-forward through the open-
loop amplifier. Noting that the input port voltage, V1F, in the present case remains the same as that
specified by Equation 2.29, negligible feed-forward through the feedback network mandates

RF � rib
aKe

(2:41)

RLTRST

Rin

RF
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Rin

RST

VO

I2FI1F

V1F

R2R1

Q1 Q2 Q3
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V1F

IST

I1F IV

Rout

VO

I2F

RLTRFRFf VO f V1F

KεβIV

(β + 1)rib

(b)

(a)

Feedback
network

FIGURE 2.8 (a) AC schematic diagram of a bipolar shunt–shunt feedback amplifier. (b) Low-frequency small-
signal equivalent circuit of the feedback amplifier.
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Because the constant Ke in Equation 2.40 tends toward b2 if R1 and R2 are large resistances, Equation 2.41
is relatively easy to satisfy.
With feed-forward through the feedback network ignored, an analysis of the model in Figure 2.8b

provides an open-loop transresistance, RMO(RST, RLT), of

RMO(RST, RLT) ¼ �aKe
RFkRST

rib(1� a)(RFkRST)

� �
(RFkRLT) (2:42)

while the loop gain is

T ¼ fRMO(RST, RLT) ¼ �RMO(RST, RLT)
RF

¼ aKe
RST

RST þ RF

� �
RFkRST

rib(1� a)(RFkRST)

� �
(2:43)

For T � 1, the corresponding closed-loop transresistance RM(RST, RLT) is

RM(RST, RLT) ¼ RMO(RST, RLT)
1þ T

� �RF (2:44)

Finally, the approximate driving-point input and output resistances are, respectively,

Rin � rib
aKe

� �
1þ RF

RLT

� �
(2:45)

Rout � rib þ (1� a)(RFkRST)
aKe

� �
1þ RF

RST

� �
(2:46)

2.4.2 Design Considerations

Because the shunt–shunt triple uses three gain stages in the open-loop amplifier, its loop gain is
significantly larger than the loop gains provided by either of the previously considered feedback cells.
Accordingly, the feedback triple affords superior desensitization of the closed-loop gain with respect to
transistor parameters and source and load resistances; but the presence of a cascade of three common
emitter gain stages in the open loop of the amplifier complicates frequency compensation and limits
the 3 dB bandwidth. The problem is that, although each common emitter stage approximates a dominant
pole amplifier, none of the critical frequencies in the cluster of poles established by the cascade inter-
connection of these units is likely to be dominant. The uncompensated closed loop is therefore predisposed
to unacceptable underdamping, thereby making compensation via an introduced feedback zero difficult.

At least three compensation techniques can be exploited to optimize the performance of the shunt–
shunt feedback amplifier [3,7–9]. The first of these techniques entail pole splitting of the open-loop
interstage through the introduction of a capacitance, Cc, between the base and the collector terminals of
transistor Q2, as depicted in the ac schematic diagram of Figure 2.9. In principle, pole splitting can be
invoked on any one of the three stages of the open loop; but pole splitting of the interstage is most
desirable because such compensation of the first stage proves effective only for large source resistance.
Moreover, the resultant dominant pole becomes dependent on the source termination. On the other
hand, pole splitting of the third stage produces a dominant pole that is sensitive to load termination.
In conjunction with pole splitting, a feedback zero can be introduced, if necessary, to increase closed-loop
damping by replacing the feedback resistance, RF, by the parallel combination of RF and a feedback
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capacitance, CF, as illustrated in Figure 2.9. This compensation produces left-half-plane zero in the
feedback factor at s¼�(1=RF).
A second compensation method broadbands the interstage of the open-loop amplifier through local

current feedback introduced by the resistance, RX, in Figure 2.10. Simultaneously, the third stage is
broadbanded by way of a common base cascode transistor Q4. Because emitter degeneration of the
interstage reduces the open-loop gain, an emitter follower (transistor Q5) is embedded between the
feedback network and the output port of the open-loop third stage. As in the case of the series–shunt
feedback amplifier, the first-order effect of this emitter follower is to increase feed-forward signal
transmission through the open-loop amplifier by a factor that approaches (bþ 1).

IST RST RLT

Rout

Rin

RF

CF

CC

R1 R2

VO

Q1 Q2 Q3

FIGURE 2.9 AC schematic diagram of a frequency-compensated shunt–shunt triple. The capacitance, Cc, achieves
open-loop pole splitting, while the capacitance, CF, implements a compensating feedback network zero.

Rout

Rin

RSTIST

RF

CF

RLT

VO

RX R2R1

Q1 Q2 Q3

Q4

Q5

FIGURE 2.10 AC schematic diagram of an alternative compensation scheme for the shunt–shunt triple. Transistor
Q2 is broadbanded by the emitter degeneration resistance RX and transistor Q3 is broadbanded by the common base
cascode transistor Q4. The emitter follower transistor, Q5, minimizes feed-forward signal transmission through the
feedback network.
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A final compensation method is available if shunt–shunt feedback is implemented as the balanced
differential architecture (see the ac schematic diagram offered in Figure 2.11). By exploiting the antiphase
nature of opposite collectors in a balanced common emitter topology, a shunt–shunt feedback amplifier
can be realized with only two gain stages in the open loop. The resultant closed-loop 3 dB bandwidth is
invariably larger than that of its three-stage single-ended counterpart, because the open loop is now
characterized by only two, as opposed to three, fundamental critical frequencies. Because the forward
gain implicit to two amplifier stages is smaller than the gain afforded by three stages of amplification, a
balanced emitter follower (transistors Q3A and Q3B) is incorporated to circumvent the deleterious
relative effects of feed-forward signal transmission through the feedback network.

2.5 Series–Series Feedback Amplifier

Figure 2.12a is the ac schematic diagram of the series–series feedback amplifier. Three transistors, Q1, Q2,
and Q3, are embedded in the open-loop amplifier, while the feedback subcircuit is the wye configuration
formed of the resistances RX, RY, and RZ. Although it is possible to realize series–series feedback via
emitter degeneration of a single-stage amplifier, the series–series triple offers substantially more loop gain
and thus better desensitization of the forward gain with respect to both transistor parameters and source
and load terminations.
In Figure 2.12a, the feedback wye senses the Q3 emitter current, which is a factor of (1=a) of the output

signal current IO. This sampled current is fed back as a voltage in series with the emitter of Q1. Because
output current is fed back as a voltage to a voltage-driven input port, both the driving-point input and

Q2A

Q3A

Q1A

Q1B

Q2B

Q3B

R1

R2

R1

R2

IST RST RLT

Rout

Rin

RF

CF

VO

CF

RF

–

+

FIGURE 2.11 AC schematic diagram of a differential realization of the compensated shunt–shunt feedback
amplifier. The balanced stage boasts improved bandwidth over its single-ended counterpart because of its use of
only two high-gain stages in the open loop. The emitter follower pair Q3A and Q3B diminishes feed-forward
transmission through the feedback network composed of the shunt interconnection of resistor RF with capacitor CF.
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output resistances are large. The circuit is therefore best suited as a transconductance amplifier in the
sense that for large loop gain, its closed-loop transconductance, GM(RST, RLT)¼ IO=VST, is almost
independent of the source and load resistances.
The series–series topology of the subject amplifier conduces z-parameter modeling of the feedback

network. Noting the electrical variables delineated in the diagram of Figure 2.12a,

V1F

V2F

� �
¼ RX þ RZ RZ

RZ RY þ RZ

� �
I1F
I2F

� �
(2:47)

Equation 2.47 suggests that the open-circuit feedback network resistances loading the emitters of
transistors Q1 and Q3 are (RXþRZ) and (RYþRZ), respectively, and the voltage fed back to the emitter
of transistor Q1 is RZI2F. Because the indicated feedback network current I2F is (�IO=a), this fed back
voltage is equivalent to (�RZIO=a), which suggests a feedback factor, f, of

f ¼ RZ

a
(2:48)

Finally, the feed-forward through the feedback network if RZI1F. Because I1F relates to the signal-base
current IV flowing into transistor Q1 by I1F¼ (bþ 1)IV, this feed-forward voltage is also expressible

–
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FIGURE 2.12 (a) AC schematic diagram of a bipolar series–series feedback amplifier. (b) Low-frequency, small-
signal equivalent circuit of the feedback amplifier.
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as (�fbIV). The foregoing observations and the hybrid-p method of a bipolar junction transistor
produce the small-signal model depicted in Figure 2.12b. In this model, all transistors are presumed to
have identical corresponding small-signal parameters, and the constant, K1, is

K1 ¼ aR1

rib þ (1� a)R1
(2:49)

An analysis of the model of Figure 2.12b confirms that the ratio of the signal current, IW, flowing into the
base of transistor Q3 to the signal-base current, IV, of transistor Q1 is

IW
IV

¼
aK1R2 1þ f

K1R2

� 
rib þ RY þ RZ þ (1� a)R2

(2:50)

This result suggests that feed-forward effects through the feedback network are negligible if jfj � K1R2,
which requires

RZ � aK1R2 (2:51)

In view of the fact that the constant, K1, approaches b for large values of the resistance, R1, Equation 2.51
is not a troublesome inequality. Introducing a second constant, K2, such that

K2 ¼D aR2

rib þ RY þ RZ þ (1� a)R2
(2:52)

the ratio IW=IV in Equation 2.50 becomes

IW
IV

� K1K2 (2:53)

assuming Equation 2.51 is satisfied.
Given the propriety of Equation 2.50 and using Equation 2.53 the open-loop transconductance,

GMO(RST, RLT) is found to be

GMO(RST, RLT) ¼ � aK1K2

rib þ RX þ RZ þ (1� a)RST


 �
(2:54)

and recalling Equation 2.48, the loop gain T is

T ¼ � RZ

a

� �
GMO(RST, RLT) ¼ K1K2RZ

rib þ RX þ RZ þ (1� a)RST
(2:55)

It follows that for T � 1, the closed-loop transconductance is

GM(RST, RLT) ¼ GMO(RST, RLT)
1þ T

� � a

RZ
(2:56)

The Early resistance is large enough to justify its neglect, so the open loop, and thus the closed-loop,
driving-point output resistances are infinitely large. On the other hand, the closed-loop driving-point
input resistance Rin can be shown to be

Rin ¼ Rino 1þ fGMO(0, RLT)½ � � (bþ 1)K1K2RZ (2:57)
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Similar to its shunt–shunt counterpart, the series–series feedback amplifier uses three open-loop gain
stages to produce large loop gain. However, also similar to the shunt–shunt triple, frequency compen-
sation via an introduced feedback zero is difficult unless design care is exercised to realize a dominant
pole open-loop response. To this end, the most commonly used compensation is pole splitting in the
open loop, combined, if required, with the introduction of a zero in the feedback factor. The relevant ac
schematic diagram appears in Figure 2.13 where the indicated capacitance, Cc, inserted across the base–
collector terminals of transistor Q3 achieves the aforementioned pole splitting compensation. The
capacitance, CF, in Figure 2.13 delivers a frequency-dependent feedback factor, f(s) of

f (s) ¼ f
1þ s

z

1þ s
z

RZ
RZþRXkRY

� 
2
4

3
5 (2:58)

where the frequency z of the introduced zero derives from

1
z
¼ (RX þ RY) 1þ RXkRY

RZ

� �
CF (2:59)

The corresponding pole in Equation 2.58 is insignificant if the closed-loop amplifier is designed for a
bandwidth, Bcl that satisfies the inequality, Bc1(RXþRY)CF � 1.

As is the case with shunt–shunt feedback, an alternative frequency compensation scheme is available if
series–series feedback is implemented as a balanced differential architecture. The pertinent ac schematic
diagram, inclusive of feedback compensation, appears in Figure 2.14. This diagram exploits the fact that
the feedback wye consisting of the resistances, RX, RY, and RZ as utilized in the single-ended configur-
ations of Figures 2.12a and 2.13 can be transformed into the feedback delta of Figure 2.15. The terminal
volt–ampere characteristics of the two networks in Figure 2.15 are identical, provided that the delta
subcircuit elements, RF, RU, and RV, are chosen in accordance with

RX RY

RZ

CF

RLTRST

VST

Rin

Rout

IO

Cc

R1 R2

Q1 Q2 Q3

+

–

FIGURE 2.13 AC schematic diagram of a frequency-compensated series–series feedback triple. The capacitance,
Cc, achieves pole splitting in the open-loop configuration, while the capacitance, CF, introduces a zero in the feedback
factor of the closed-loop amplifier.
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RF ¼ (RX þ RY) 1þ RXkRY

RZ

� �
(2:60)

RU

RF
¼ RZ

RY
(2:61)

RV

RF
¼ RZ

RX
(2:62)

2.6 Dual-Loop Feedback

As mentioned previously, a simultaneous control of the driving-point I=O resistances, as well as the
closed-loop gain, mandates the use of dual global loops comprised of series and shunt feedback signal
paths. The two global dual-loop feedback architectures are the series–series=shunt–shunt feedback
amplifier and the series–shunt=shunt–series feedback amplifier. In Sections 2.6.1 and 2.6.2, both of
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FIGURE 2.14 AC schematic diagram of a balanced differential version of the series–series feedback amplifier.
The circuit utilizes only two, as opposed to three, gain stages in the open loop.
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FIGURE 2.15 Transformation of the wye feedback subcircuit used in the amplifier of Figure 2.13 to the delta
subcircuit exploited in Figure 2.14. The resistance transformation equations are given by Equations 2.60 through 2.62.
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these units are studied by judiciously applying the relevant analytical results established earlier for
pertinent single-loop feedback architectures. The ac schematic diagrams of these respective circuit
realizations are provided, and engineering design considerations are offered.

2.6.1 Series–Series=Shunt–Shunt Feedback Amplifier

Figure 2.16 is a behavioral abstraction of the series–series=shunt–shunt feedback amplifier. Two port
z parameters are used to model the series–series feedback subcircuit, for which feed-forward is tacitly
ignored and the feedback factor associated with its current-controlled voltage source is fss. On the other
hand, y parameters model the shunt–shunt feedback network, where the feedback factor relative to its
voltage-controlled current source is fpp. As in the series–series network, feed-forward in the shunt–shunt
subcircuit is presumed negligible. The four-terminal amplifier around which the two feedback units are
connected has an open loop (meaning fss¼ 0 and fpp¼ 0, but with the loading effects of both feedback
circuits considered) transconductance of GMO(RST, RLT).
With fpp set to zero to deactivate shunt–shunt feedback, the resultant series–series feedback network is

a transconductance amplifier with a closed-loop transconductance, GMS(RST, RLT), is

GMS(RST, RLT) ¼ IO
VST

¼ GMO(RST, RLT)
1þ fssGMO(RST, RLT)

� 1
fss

(2:63)

where the loop gain, fssGMO(RST, RLT), is presumed much larger than one, and the loading effects of both
the series–series feedback subcircuit and the deactivated shunt–shunt feedback network are incorporated
into GMO(RST, RLT). The transresistance, RMS(RST, RLT), implied by Equation 2.63, which expedites the
study of the shunt–shunt component of the feedback configuration, is

RMS(RST, RLT) ¼ VO

IST
¼ RSTRLT

IO
VST

� RSTRLT

fss
(2:64)
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+

+
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–

fss IO

Amplifier

Shunt–shunt feedback

Series–series feedback

FIGURE 2.16 System-level diagram of a series–series=shunt–shunt dual-loop feedback amplifier. Note that
feed-forward signal transmission through either feedback network is ignored.
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The series–series feedback input and output resistances Rins and Routs, respectively, are large and given by

Rins ¼ Rino 1þ fssGMO(0, RLT)½ � (2:65)

and

Routs ¼ Routo 1þ fssGMO(RST, 0)½ � (2:66)

where the zero feedback ( fss¼ 0 and fpp¼ 0) values, Rino and Routo, of these driving-point quantities are
computed with due consideration given to the loading effects imposed on the amplifier by both feedback
subcircuits.
When shunt–shunt feedback is applied around the series–series feedback cell, the configuration

becomes a transresistance amplifier. The effective open-loop transresistance is RMS(RST, RLT), as defined
by Equation 2.64. Noting a feedback of fpp, the corresponding closed-loop transresistance is

RM(RST, RLT) �
RSTRLT

fss

1þ fpp
RSTRLT

fss

�  (2:67)

which is independent of amplifier model parameters, despite the unlikely condition of an effective loop
gain fppRSTRLT=fss that is much larger than 1. It should be interjected, however, that Equation 2.67
presumes negligible feed-forward through the shunt–shunt feedback network. This presumption may be
inappropriate owing to the relatively low closed-loop gain afforded by the series–series feedback
subcircuit. Ignoring this potential problem temporarily, Equation 2.67 suggests a closed-loop voltage
gain AV(RST, RLT) of

AV(RST, RLT) ¼ VO

VS
¼ RM(RST, RLT)

RST
� RLT

fss þ fppRSTRLT
(2:68)

The closed-loop, driving-point output resistance Rout, can be straightforwardly calculated by noting
that the open circuit (RLT ! 1) voltage gain, AVO, predicted by Equation 2.68 is AVO¼ 1=fpp RST.
Accordingly, Equation 2.68 is alternatively expressible as

AV(RST, RLT) � AVO
RLT

RLT þ fss
fppRST

0
@

1
A (2:69)

Because Equation 2.69 is a voltage divider relationship stemming from a Thévenin model of the output
port of the dual-loop feedback amplifier, as delineated in Figure 2.17, it follows that the driving-point
output resistance is

Rout � fss
fppRST

(2:70)

Observe that, similar to the forward gain characteristics, the driving-point output resistance is nominally
insensitive to changes and other uncertainties in open-loop amplifier parameters. Moreover, this output
resistance is directly proportional to the ratio fss=fpp of feedback factors. As illustrated in preceding
sections, the individual feedback factors, and thus the ratio of feedback factors, is likely to be proportional
to a ratio of resistances. In view of the fact that resistance ratios can be tightly controlled in a monolithic
fabrication process, Rout in Equation 2.70 is accurately prescribed for a given source termination.
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The driving-point input resistance Rin can be determined from a consideration of the input port
component of the system-level equivalent circuit depicted in Figure 2.17. This resistance is the ratio of
VST to I, under the condition of RS¼ 0. With RS¼ 0, Equation 2.68 yields VO¼RLTVST=fss and thus,
Kirchhoff’s voltage law (KVL) applied around the input port of the model at hand yields

Rin ¼ Rins

1þ fppRLTRins

fss

� fss
fppRLT

(2:71)

where the ‘‘open-loop’’ input resistance Rins, defined by Equation 2.65, is presumed large. Similar to the
driving-point output resistance of the series–series=shunt–shunt feedback amplifier, the driving-point
input resistance is nominally independent of open-loop amplifier parameters.
It is interesting to observe that the input resistance in Equation 2.71 is inversely proportional to the

load resistance by the same factor ( fss=fpp) that the driving-point output resistance in Equation 2.70 is
inversely proportional to the source resistance. As a result,

fss
fpp

� RinRLT � RoutRST (2:72)

Thus, in addition to being stable performance indices for well-defined source and load terminations,
the driving-point input and output resistances track one another, despite manufacturing uncertainties
and changes in operating temperature that might perturb the individual values of the two feedback
factors fss and fpp.
The circuit property stipulated by Equation 2.72 has immediate utility in the design of wideband

communication transceivers and other high-speed signal-processing systems [10–14]. In these and
related applications, a cascade of several stages is generally required to satisfy frequency response,
distortion, and noise specifications. A convenient way of implementing a cascade interconnection
is to force each member of the cascade to operate under the match terminated case of
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FIGURE 2.17 Norton equivalent input and Thévenin equivalent output circuits for the series–series=shunt–shunt
dual-loop feedback amplifier.
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RST ¼ Rin ¼ RLT ¼ Rout ¼D R. From Equation 2.72 match terminated operation demands feedback
factors selected so that

R ¼
ffiffiffiffiffiffi
fss
fpp

s
(2:73)

which forces a match terminated closed-loop voltage gain A�
V of

A�
V � 1

2fppR
¼ 1

2
ffiffiffiffiffiffiffiffiffiffi
fppfss

p (2:74)

The ac schematic diagram of a practical, single-ended series–series=shunt–shunt amplifier is submitted in
Figure 2.18. An inspection of this diagram reveals a topology that coalesces the series–series and shunt–
shunt triples studied earlier. In particular, the wye network formed of the three resistances, RXx, RY, and
RZ, comprises the series–series component of the dual-loop feedback amplifier. The capacitor, Cc,
narrowbands the open-loop amplifier to facilitate frequency compensation of the series–series loop
through the capacitance, CF1. Compensated shunt feedback of the network is achieved by the parallel
combination of the resistance, RF and the capacitance, CF2. If CF1 and Cc combine to deliver a dominant
pole series–series feedback amplifier, CF2 is not necessary. Conversely, CF1 is superfluous if CF2 and Cc

interact to provide a dominant pole shunt–shunt feedback amplifier. As in the single-ended series–series
configuration, transistor Q3 can be broadbanded via a common base cascode. Moreover, if feedback
through the feedback networks poses a problem, an emitter follower can be inserted at the port to which
the shunt feedback path and the load termination are incident.
A low-frequency analysis of the circuit in Figure 2.18 is expedited by assuming high-b transistors

having identical corresponding small-signal model parameters. This analysis, which in contrast to the
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FIGURE 2.18 AC schematic diagram of a frequency-compensated, series–series=shunt–shunt, dual-loop feedback
amplifier. The compensation is affected by the capacitances CF1 and CF2, while Cc achieves pole splitting in the open-
loop amplifier.
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simplified behavioral analysis, does not ignore the electrical effects of the aforementioned feed-forward
through the shunt–shunt feedback network, yields a voltage gain AV(RST, RLT), of

AV(RST, RLT) � � Rin

Rin þ RST

� �
RLT

RLT þ RF

� �
aRF

RZ
� 1

� �
(2:75)

where the driving-point input resistance of the amplifier Rin is

Rin � RF þ RLT

1þ aRLT
RZ

(2:76)

The driving-point output resistance Rout is

Rout � RF þ RST

1þ aRST
Rz

(2:77)

As predicted by the behavioral analysis Rin, Rout, and AV(RST, RLT), are nominally independent of
transistor parameters. Observe that the functional dependence of Rin on the load resistance, RLT, is
identical to the manner in which Rout is related to the source resistance RST. In particular, Rin � Rout if
RST � RLT. For the match terminated case in which RST ¼ Rin ¼ RLT ¼ Rout ¼D R,

R �
ffiffiffiffiffiffiffiffiffiffi
RFRZ

a

r
(2:78)

The corresponding match terminated voltage gain in Equation 2.75 collapses to

A�
V � � RF � R

2R

� �
(2:79)

Similar to the series–series and shunt–shunt triples, many of the frequency compensation problems
implicit to the presence of three open-loop stages can be circumvented by realizing the series–series=
shunt–shunt amplifier as a two-stage differential configuration. Figure 2.19 is the ac schematic diagram of
a compensated differential series–series=shunt–shunt feedback dual.

2.6.2 Series–Shunt=Shunt–Series Feedback Amplifier

The only other type of global dual-loop architecture is the series–shunt=shunt–series feedback amplifier;
the behavioral diagram appears in Figure 2.20. The series–shunt component of this system, which is
modeled by h-parameters, has a negligibly small feed-forward factor and a feedback factor of fsp. Hybrid
g-parameters model the shunt–series feedback structure, which has a feedback factor of fps and a
presumably negligible feed-forward factor. The four-terminal amplifier around which the two feedback
units are connected has an open loop (meaning fsp¼ 0 and fps¼ 0, but with the loading effects of both
feedback circuits considered) voltage gain of AVO(RST, RLT).

For fps¼ 0, the series–shunt feedback circuit voltage gain AVS(RST, RLT), is

AVS(RST, RLT) ¼ VO

VST
¼ AVO(RST, RLT)

1þ fspAVO(RST, RLT)
� 1

fsp
(2:80)
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FIGURE 2.19 AC schematic diagram of the differential realization of a compensated series–series=shunt–shunt
feedback amplifier.
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FIGURE 2.20 System-level diagram of a series–shunt=shunt–series, dual-loop feedback amplifier. Note that feed-
forward signal transmission through either feedback network is ignored.
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where the approximation reflects an assumption of a large loop gain. When the shunt–series component
of the feedback amplifier is activated, the dual-loop configuration functions as a current amplifier. Its
effective open-loop transfer function is the current gain, AIS(RST, RLT), established by the series–shunt
amplifier; namely,

AIS(RST, RLT) ¼ IO
IST

¼ RST

RLT

� �
VO

VST
� RST

fspRLT
(2:81)

It follows that the current gain, AI(RST, RLT), of the closed loop is

AI(RST, RLT) �
RST

fspRLT

1þ fps
RST

fspRLT

�  ¼ RST

fspRLT þ fpsRST
(2:82)

while the corresponding voltage gain, AV(RST, RLT), assuming negligible feed-forward through the shunt–
series feedback network, is

AV(RST, RLT) ¼ RLT

RST
AI(RST, RLT) � RLT

fspRLT þ fpsRST
(2:83)

Repeating the analytical strategy employed to determine the input and output resistances of the series–
series=shunt–shunt configuration, Equation 2.83 delivers a driving-point input resistance of

Rin � fspRLT

fps
(2:84)

and a driving-point output resistance of

Rout � fpsRST

fsp
(2:85)

Similar to the forward voltage gain, the driving-point input and output resistances of the series–
shunt=shunt–series feedback amplifier are nominally independent of active element parameters. Note,
however, that the input resistance is directly proportional to the load resistance by a factor ( fsp=fps),
which is the inverse of the proportionality constant that links the output resistance to the source
resistance. Specifically,

fsp
fps

¼ Rin

RLT
¼ RST

Rout
(2:86)

Thus, although Rin and Rout are reliably determined for well-defined load and source terminations, they
do not track one another as well as they do in the series–series=shunt–shunt amplifier. Using Equation
2.86, the voltage gain in Equation 2.83 is expressible as

AV(RST, RLT) � 1

fsp 1þ
ffiffiffiffiffiffiffiffiffiffiffi
RoutRST
RinRLT

q�  (2:87)

The simplified ac schematic diagram of a practical series–shunt=shunt–series feedback amplifier appears
in Figure 2.21. In this circuit, series–shunt feedback derives from the resistances, REE1 and RF1, and
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shunt–series feedback is determined by the resistances, REE2 and RF2. Because this circuit topology
merges the series–shunt and shunt–series pairs, requisite frequency compensation, which is not shown
in the subject figure, mirrors the relevant compensation schemes studied earlier. Note, however, that a
cascade of only two open-loop gain stages renders compensation easier to implement and larger 3 dB
bandwidths easier to achieve in the series–series=shunt–shunt circuit, which requires three open-loop
gain stages for a single-ended application.
For high-b transistors having identical corresponding small-signal model parameters, a low-frequency

analysis of the circuit in Figure 2.21 gives a voltage gain of

AV(RST, RLT) � aRin

Rin þ aRS

� �
1þ RF1

REE1

� �
(2:88)

where the driving-point input resistance, Rin, of the subject amplifier is

Rin � aRLT

1þ RF2
REE2

1þ RF1
REE1

þ RLT
REE1kREE2

 !
(2:89)

The driving-point output resistance, Rout, is

Rout � RST

1þ RF1
REE1

1þ RF2
REE2

þ RST
REE1kREE2

 !
(2:90)

2.7 Summary

This section documents small-signal performance equations, general operating characteristics, and
engineering design guidelines for the six most commonly used global feedback circuits. These observa-
tions derive from analyses based on the judicious application of signal flow theory to the small-signal
model that results when the subject feedback network is supplanted by an appropriate two-port
parameter equivalent circuit.

–

+

Rin

RST

VST

RLT

Rout

VO

R

RF2

RF1

REE1 REE2

Q1

Q2

FIGURE 2.21 AC schematic diagram of a series–shunt=shunt–series, dual-loop feedback amplifier.
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Four of the six fundamental feedback circuits are single-loop architectures.

1. Series–shunt feedback amplifier functions best as a voltage amplifier in that its input resistance is
large, and its output resistance is small. Because only two gain stages are required in the open loop,
the amplifier is relatively easy to compensate for acceptable closed-loop damping and features
potentially large 3 dB bandwidth. A computationally efficient analysis aimed toward determining
loop gain, closed-loop gain, I=O resistances, and the condition that renders feed-forward through
the feedback network inconsequential is predicated on replacing the feedback subcircuit with its h-
parameter model.

2. Shunt–series feedback amplifier is a current amplifier in that its input resistance is small, and its
output resistance is large. Similar to its series–shunt dual, only two gain stages are required in the
open loop. Computationally efficient analyses are conducted by replacing the feedback subcircuit
with its g-parameter model.

3. Shunt–shunt feedback amplifier is a transresistance signal processor in that both its input and output
resistances are small. Although this amplifier can be realized theoretically with only a single open-loop
stage, a sufficiently large loop gain generally requires a cascade of three open-loop stages. As a result,
pole splitting is invariably required to ensure an open-loop dominant pole response, thereby limiting
the achievable closed-loop bandwidth. In addition compensation of the feedback loopmay be required
for acceptable closed-loop damping. The bandwidth and stability problems implicit to the use of three
open-loop gain stages can be circumvented by a balanced differential realization, which requires a
cascade of only two open-loop gain stages. Computationally efficient analyses are conducted by
replacing the feedback subcircuit with its y-parameter model.

4. Series–series feedback amplifier is a transconductance signal processor in that both its input and
output resistances are large. Similar to its shunt–shunt counterpart, its implementation generally
requires a cascade of three open-loop gain stages. Computationally efficient analyses are conducted
by replacing the feedback subcircuit with its z-parameter model.

The two remaining feedback circuits are dual-loop topologies that can stabilize the driving-point input
and output resistances, as well as the forward gain characteristics, with respect to shifts in active element
parameters. One of these latter architectures, the series–series=shunt–shunt feedback amplifier, is par-
ticularly well suited to electronic applications that require a multistage cascade.

1. Series–series=shunt–shunt feedback amplifier coalesces the series–series architecture with its
shunt–shunt dual. It is particularly well suited to applications, such as wideband communication
networks, which require match terminated source and load resistances. Requisite frequency
compensation and broadbanding criteria mirror those incorporated in the series–series and
shunt–shunt single-loop feedback topologies.

2. Series–shunt=shunt–series feedback amplifier coalesces the series–shunt architecture with its
shunt–series dual. Although its input resistance can be designed to match the source resistance
seen by the input port of the amplifier, and its output resistance can be matched to the load
resistance driven by the amplifier, match terminated operating (Rin¼RST¼RLT¼Rout) is not
feasible. Requisite frequency compensation and broadbanding criteria mirror those incorporated
in the series–shunt and shunt–series single-loop feedback topologies.
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3.1 Introduction

In Section 1.2, we used the ideal feedback model to study the properties of feedback amplifiers. The model is
useful only if we can separate a feedback amplifier into the basic amplifierm(s) and the feedback networkb(s).
The procedure is difficult and sometimes virtually impossible, because the forward path may not be strictly
unilateral, the feedback path is usually bilateral, and the input and output coupling networks are often
complicated. Thus, the ideal feedbackmodel is not an adequate representation of a practical amplifier. In the
remainder of this section, we shall develop Bode’s feedback theory, which is applicable to the general network
configuration and avoids the necessity of identifying the transfer functions m(s) and b(s).

Bode’s feedback theory [1] is based on the concept of return difference, which is defined in terms of
network determinants. We show that the return difference is a generalization of the concept of the
feedback factor of the ideal feedback model, and can be measured physically from the amplifier itself. We
then introduce the notion of null return difference and discuss its physical significance. Because the
feedback theory will be formulated in terms of the first- and second-order cofactors of the elements of
the indefinite-admittance matrix of a feedback circuit, we first review briefly the formulation of the
indefinite-admittance matrix.

3.2 Indefinite-Admittance Matrix

Figure 3.1 is an n-terminal network N composed of an arbitrary number of active and passive network
elements connected in any way whatsoever. Let V1,V2, . . . ,Vn be the Laplace-transformed potentials
measured between terminals 1, 2, . . . ,n and some arbitrary but unspecified reference point, and let
I1, I2, . . . , In be the Laplace-transformed currents entering the terminals 1, 2, . . . ,n from outside the network.
The networkN together with its load is linear, so the terminal current and voltages are related by the equation

I1
I2
..
.

In

2
6664

3
7775 ¼

y11 y12 � � � y1n
y21 y22 � � � y2n
..
. ..

. ..
. ..

.

yn1 yn2 � � � ynn

2
6664

3
7775

V1

V2

..

.

Vn

2
6664

3
7775þ

J1
J2
..
.

Jn

2
6664

3
7775 (3:1)
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or more succinctly as

I(s) ¼ Y(s)V(s)þ J(s) (3:2)

where Jk (k¼ 1, 2, . . . , n) denotes the current flowing into the kth terminal when all terminals of N are
grounded to the reference point. The coefficient matrix Y(s) is called the indefinite-admittance matrix
because the reference point for the potentials is some arbitrary but unspecified point outside the network.
Notice that the symbol Y(s) is used to denote either the admittance matrix or the indefinite-admittance
matrix. This should not create any confusion because the context will tell. In the remainder of this
section, we shall deal exclusively with the indefinite-admittance matrix.

We remark that the short-circuit currents Jk result from the independent sources and=or initial
conditions in the interior of N. For our purposes, we shall consider all independent sources outside the
network and set all initial conditions to zero. Hence, J(s) is considered to be zero, and Equation 3.2
becomes

I(s) ¼ Y(s)V(s) (3:3)

where the elements yij of Y(s) can be obtained as

yij ¼ Ii
Vj

����
vx¼0, x 6¼j

(3:4)

As an illustration, consider a small-signal equivalent model of a transistor in Figure 3.2. Its indefinite-
admittance matrix is found to be

V1

V2
I2

I1

Vn
In

n

1

2

+

+

+

–––
Reference-potential point

n-Terminal
network N

FIGURE 3.1 General symbolic representation of an n-terminal network.

C1

C2

g2g1 V gmV

1 2

3 3

+

–

FIGURE 3.2 Small-signal equivalent network of a transistor.
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Y(s) ¼
g1 þ sC1 þ sC2 �sC2 �g1 � sC1

gm � sC2 g2 þ sC2 �g2 � gm
�g1 � sC1 � gm �g2 g1 þ g2 þ gm þ sC1

2
4

3
5 (3:5)

Observe that the sum of elements of each row or column is equal to zero. The fact that these properties
are valid in general for the indefinite-admittance matrix will now be demonstrated.
To see that the sum of the elements in each column of Y(s) equals zero, we add all n equations of

Equation 3.1 to yield

Xn
i¼1

Xn
j¼1

yjiVi ¼
Xn
m¼1

Im �
Xn
m¼1

Jm ¼ 0 (3:6)

The last equation is obtained by appealing to Kirchhoff’s current law for the node corresponding to the
reference point. Setting all the terminal voltages to zero except the kth one, which is nonzero, gives

Vk

Xn
j¼1

yjk ¼ 0 (3:7)

Because Vk 6¼ 0, it follows that the sum of the elements of each column of Y(s) equals zero. Thus, the
indefinite-admittance matrix is always singular.
To demonstrate that each row sum of Y(s) is also zero, we recognize that because the point of zero

potential may be chosen arbitrarily, the currents Jk and Ik remain invariant when all the terminal voltages
Vk are changed by the same but arbitrary constant amount. Thus, if V0 is an n-vector, each element of
which is v0 6¼ 0, then

I(s)� J(s) ¼ Y(s) V(s)þ V0½ � ¼ Y(s)V(s)þ Y(s)V0 (3:8)

which after invoking Equation 3.2 yields that

Y(s)V0 ¼ 0 (3:9)

or

Xn
j¼1

yij ¼ 0, i ¼ 1, 2, . . . , n (3:10)

showing that each row sum of Y(s) equals zero.
Thus, if Yuv denotes the submatrix obtained from an indefinite-admittance matrix Y(s) by deleting the

uth row and vth column, then the (first order) cofactor, denoted by the symbol Yuv, of the element yuv of
Y(s), is defined by

Yuv ¼ (� 1)uþvdetYuv (3:11)

As a consequence of the zero-row-sum and zero-column-sum properties, all the cofactors of the elements
of the indefinite-admittance matrix are equal. Such a matrix is also referred to as the equicofactor matrix.
If Yuv and Yij are any two cofactors of the elements of Y(s), then

Yuv ¼ Yij (3:12)
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for all u, v, i, and j. For the indefinite-admittance matrix Y(s) of Equation 3.5 it is straightforward to
verify that all of its nine cofactors are equal to

Yuv ¼ s2C1C2 þ s C1g2 þ C2g1 þ C2g2 þ gmC2ð Þ þ g1g2 (3:13)

for u, v¼ 1, 2, 3.
Denote by Yrp,sq the submatrix obtained from Y(s) by striking out rows r and s and columns p and q.

Then the second-order cofactor, denoted by the symbol Yrp,sq of the elements yrp, and ysq of Y(s) is a
scalar quantity defined by the relation

Yrp,sq ¼ sgn(r � s)sgn(p� q)(�1)rþpþsþq detYrp,sq (3:14)

where r 6¼ s and p 6¼ q, and

sgn u ¼ þ1 if u > 0 (3:15a)

sgn u ¼ �1 if u < 0 (3:15b)

The symbols Yuv and Yuv or Yrp,sq and Yrp,sq should not create any confusion because one is in boldface
whereas the other is italic. Also, for our purposes, it is convenient to define

Yrp,sq ¼ 0, r ¼ s or p ¼ q (3:16a)

or

sgn 0 ¼ 0 (3:16b)

This convention will be followed throughout the remainder of this section.
As an example, consider the hybrid-pi equivalent network of a transistor in Figure 3.3. Assume that

each node is an accessible terminal of a four-terminal network. Its indefinite-admittance matrix is

Y(s) ¼
0:02 0 �0:02 0
0 5� 10�12s 0:2� 5� 10�12s �0:2

�0:02 �5� 10�12s 0:024þ 105� 10�12s �0:004� 10�10s
0 0 �0:204� 10�10s 0:204þ 10�10s

2
664

3
775 (3:17)

The second-order cofactor Y31,42 and Y11,34 of the elements of Y(s) of Equation 3.17 are computed
as follows:

100 pF

5 pF

0.2 VV

50 Ω

250 Ω

3

+

–

1 2

4 4

FIGURE 3.3 Hybrid-pi equivalent network of a transistor.
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Y31,42 ¼ sgn(3� 4)sgn(1� 2)(�1)3þ1þ4þ2 det
�0:02 0

0:2� 5� 10�12s �0:2

� �

¼ 0:004 (3:18a)

Y11,34 ¼ sgn(1� 3)sgn(1� 4)(�1)1þ1þ3þ4 det
5� 10�12s 0:2� 5� 10�12s

0 �0:204� 10�10s

� �

¼ 5� 10�12s 0:204þ 10�10s
� �

(3:18b)

The usefulness of the indefinite-admittance matrix lies in the fact that it facilitates the computation of the
driving-point or transfer functions between any pair of nodes or from any pair of nodes to any other pair.
In the following, we present elegant, compact, and explicit formulas that express the network functions in
terms of the ratios of the first- and=or second-order cofactors of the elements of the indefinite-admittance
matrix.
Assume that a current source is connected between any two nodes r and s so that a current Isr is

injected into the rth node and at the same time is extracted from the sth node. Suppose that an ideal
voltmeter is connected from node p to node q so that it indicates the potential rise from q to p, as depicted
symbolically in Figure 3.4. Then the transfer impedance, denoted by the symbol zrp,sq, between the node
pairs rs and pq of the network of Figure 3.4 is defined by the relation

zrp,sq ¼ Vpq

Isr
(3:19)

with all initial conditions and independent sources inside N set to zero. The representation is, of course,
quite general. When r¼ p and s¼ q, the transfer impedance zrp,sq, becomes the driving-point impedance
zrr,ss between the terminal pair rs.

In Figure 3.4, set all initial conditions and independent sources in N to zero and choose terminal q to
be the reference-potential point for all other terminals. In terms of Equation 3.1, these operations are
equivalent to setting J¼ 0, Vq¼ 0, Ix¼ 0 for x 6¼ r, s and Ir¼�Is¼ Isr. Because Y(s) is an equicofactor
matrix, the equations of Equation 3.1 are not linearly independent and one of them is superfluous. Let us
suppress the sth equation from Equation 3.1, which then reduces to

I�s ¼ YsqV�q (3:20)

where I�s and V�q denote the subvectors obtained from I and V of Equation 3.3 by deleting the sth row
and qth row, respectively. Applying Cramer’s rule to solve for Vp yields

Vp ¼ det~Ysq

detYsq
(3:21)
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FIGURE 3.4 Symbolic representation for the measurement of the transfer impedance.
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where ~Ysq is the matrix derived from Ysq by replacing the column corresponding to Vp by I�s. We
recognize that I�s is in the pth column if p< q but in the (p� 1)th column if p> q. Furthermore, the row
in which Isr appears is the rth row if r< s, but is the (r – 1)th row if r> s. Thus, we obtain

(�1)sþq det~Ysq ¼ IsrYrp,sq (3:22)

In addition, we have

detYsq ¼ (�1)sþqYsq (3:23)

Substituting these in Equation 3.21 in conjunction with Equation 3.19, we obtain

zrp,sq ¼
Yrp,sq

Yuv
(3:24)

zrr,ss ¼ Yrr,ss

Yuv
(3:25)

in which we have invoked the fact that Ysq¼Yuv.
The voltage gain, denoted by grp,sq, between the node pairs rs and pq of the network of Figure 3.4 is

defined by

grp,sq ¼ Vpq

Vrs
(3:26)

again with all initial conditions and independent sources in N being set to zero. Thus, from Equations
3.24 and 3.25 we obtain

grp,sq ¼ zrp,sq
zrr,ss

¼ Yrp,sq

Yrr,ss
(3:27)

The symbols have been chosen to help us remember. In the numerators of Equations 3.24, 3.25, and 3.27,
the order of the subscripts is as follows: r, the current injecting node; p, the voltage measurement node;
s, the current extracting node; and q, the voltage reference node. Nodes r and p designate the input and
output transfer measurement, and nodes s and q form a sort of double datum.

As an illustration, we consider the hybrid-pi transistor equivalent network of Figure 3.3. For this
transistor, suppose that we connect a 100 V load resistor between nodes 2 and 4, and excite the resulting
circuit by a voltage source V14, as depicted in Figure 3.5. To simplify our notation, let p¼ 10�9s. The
indefinite-admittance matrix of the amplifier is

V240.2 V

5 pF

100 pF 100 Ω250 Ω

50 ΩI41

V14

I 24
3

44

1 2
+

–

V

+

–
–

+

FIGURE 3.5 Transistor amplifier used to illustrate the computation of grp,sq.
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Y(s) ¼
0:02 0 �0:02 0
0 0:01þ 0:005p 0:2� 0:005p �0:21

�0:02 �0:005p 0:024þ 0:105p �0:004� 0:1p
0 �0:01 �0:204� 0:1p 0:214þ 0:1p

2
664

3
775 (3:28)

To compute the voltage gain g12,44, we appeal to Equation 3.27 and obtain

g12,44 ¼ V24

V14
¼ Y12,44

Y11,44
¼ p� 40

5p2 þ 21:7pþ 2:4
(3:29)

The input impedance facing the voltage source V14 is determined by

z11,44 ¼ V14

I41
¼ Y11,44

Yuv
¼ Y11,44

Y44
¼ 50p2 þ 217pþ 24

p2 þ 4:14pþ 0:08
(3:30)

To compute the current gain defined as the ratio of the current I24 in the 100 V resistor to the input
current I41, we apply Equation 3.24 and obtain

I24
I41

¼ 0:01
V24

I41
¼ 0:01z12,44 ¼ 0:01

Y12,44

Y44
¼ 0:1p� 4

p2 þ 4:14pþ 0:08
(3:31)

Finally, to compute the transfer admittance defined as the ratio of the load current I24 to the input voltage
V14, we appeal to Equation 3.27 and obtain

I24
V14

¼ 0:01
V24

V14
¼ 0:01g12,44 ¼ 0:01

Y12,44

Y11,44
¼ p� 40

500p2 þ 2170pþ 240
(3:32)

3.3 Return Difference

In the study of feedback amplifier response, we are usually interested in how a particular element of the
amplifier affects that response. This element is either crucial in terms of its effect on the entire system or
of primary concern to the designer. It may be the transfer function of an active device, the gain of an
amplifier, or the immittance of a one-port network. For our purposes, we assume that this element x is
the controlling parameter of a voltage-controlled current source defined by the equation

I ¼ xV (3:33)

To focus our attention on the element x, Figure 3.6 is the general configuration of a feedback amplifier in
which the controlled source is brought out as a two-port network connected to a general four-port
network, along with the input source combination of Is and admittance Y1 and the load admittance Y2.
We remark that the two-port representation of a controlled source Equation 3.33 is quite general. It

includes the special situation where a one-port element is characterized by its immittance. In this case,
the controlling voltage V is the terminal voltage of the controlled current source I, and x become the one-
port admittance.
The return difference F(x) of a feedback amplifier with respect to an element x is defined as the ratio of

the two functional values assumed by the first-order cofactor of an element of its indefinite-admittance
matrix under the condition that the element x assumes its nominal value and the condition that the
element x assumes the value zero. To emphasize the importance of the feedback element x, we express the

General Feedback Theory 3-7



indefinite-admittance matrix Y of the amplifier as a function of x, even though it is also a function of the
complex-frequency variable s, and write Y¼Y(x). Then, we have [2]

F(x) � Yuv(x)
Yuv(0)

(3:34)

where

Yuv(0) ¼ Yuv(x)jx¼0 (3:35)

The physical significance of the return difference will now be considered. In the network of Figure 3.6, the
input, the output, the controlling branch, and the controlled source are labeled as indicated. Then, the
element x enters the indefinite-admittance matrix Y(x) in a rectangular pattern as shown next:

a b c d

Y(x) ¼

a

b

c

d

x �x

�x x

2
6664

3
7775

(3:36)

If in Figure 3.6 we replace the controlled current source xV by an independent current source of xA and
set the excitation current source Is to zero, the indefinite-admittance matrix of the resulting network is
simply Y(0). By appealing to Equation 3.24, the new voltage V 0

ab appearing at terminals a and b of the
controlling branch is

V 0
ab ¼ x

Yda,cb(0)
Yuv(0)

¼ �x
Yca,db(0)
Yuv(0)

(3:37)

Notice that the current injecting point is terminal d, not c.
The preceding operation of replacing the controlled current source by an independent current source

and setting the excitation Is to zero can be represented symbolically as in Figure 3.7. Observe that the
controlling branch is broken off as marked and a 1 V voltage source is applied to the right of the breaking
mark. This 1 V sinusoidal voltage of a fixed angular frequency produces a current of x A at the controlled

+

+

+

+

––

–

–

r a b d c p

qs

Vrs

Vab

Vpq

Ipq

Y1 Y2

V xV

Is

FIGURE 3.6 General configuration of a feedback amplifier.
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current source. The voltage appearing at the left of the breaking mark caused by this 1 V excitation is
then V 0

ab as indicated. This returned voltage V 0
ab has the same physical significance as the loop

transmission mb defined for the ideal feedback model in Chapter 1. To see this, we set the input
excitation to the ideal feedback model to zero, break the forward path, and apply a unit input to the
right of the break, as depicted in Figure 3.8. The signal appearing at the left of the break is precisely the
loop transmission.
For this reason, we introduce the concept of return ratio T, which is defined as the negative of the

voltage appearing at the controlling branch when the controlled current source is replaced by an
independent current source of x A and the input excitation is set to zero. Thus, the return ratio T is
simply the negative of the returned voltage V 0

ab, or T ¼ �V 0
ab. With this in mind, we next compute the

difference between the 1 V excitation and the returned voltage V 0
ab obtaining

1� V 0
ab ¼ 1þ x

Yca,db

Yuv(0)
¼ Yuv(0)þ xYca,db

Yuv(0)
¼ Ydb(0)þ xYca,db

Ydb(0)

¼ Ydb(x)
Ydb(0)

¼ Yuv(x)
Yuv(0)

¼ F(x) (3:38)

in which we have invoked the identities Yuv¼Yij and

Ydb(x) ¼ Ydb(0)þ xYca,db (3:39)

V 'ab

Y1 Y2

r a b d c p

qs

V

T

xV

F(x)

1 V

––
–

–

+
+++

+

–

FIGURE 3.7 Physical interpretation of the return difference with respect to the controlling parameter of a voltage-
controlled current source.

+

+

μβ

β(s)

μ(s)0 ∑ 1

FIGURE 3.8 Physical interpretation of the loop transmission.
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We remark that we write Yca,db(x) as Yca,db because it is independent of x. In other words, the return
difference F(x) is simply the difference of the 1 V excitation and the returned voltage V 0

ab as illustrated in
Figure 3.7, and hence its name. Because

F(x) ¼ 1þ T ¼ 1� mb (3:40)

we conclude that the return difference has the same physical significance as the feedback factor of the
ideal feedback model. The significance of the previous physical interpretations is that it permits us to
determine the return ratio T or �mb by measurement. Once the return ratio is measured, the other
quantities such as return difference and loop transmission are known.
To illustrate, consider the voltage-series or the series-parallel feedback amplifier of Figure 3.9. Assume

that the two transistors are identical with the following hybrid parameters:

hie ¼ 1:1 kV, hfe ¼ 50, hre ¼ hoe ¼ 0 (3:41)

After the biasing and coupling circuitry have been removed, the equivalent network is presented in Figure
3.10. The effective load of the first transistor is composed of the parallel combination of the 10, 33, 47,
and 1.1 kV resistors. The effect of the 150 and 47 kV resistors can be ignored; they are included in the
equivalent network to show their insignificance in the computation.
To simplify our notation, let

~ak ¼ ak � 10�4 ¼ hfe
hie

¼ 455� 10�4, k ¼ 1, 2 (3:42)

150 kΩ 10 kΩ 47 kΩ 4.7 kΩ

47 kΩ

4.7 kΩ

33 kΩ

5 μF
5 μF

5 μF

10 μF

V2

+ 25 V

+

–
+

–

Vs

100 Ω

50
 μ

F

4.7
 kΩ

50
 μ

F

4.7
 kΩ

FIGURE 3.9 Voltage-series feedback amplifier together with its biasing and coupling circuitry.
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The subscript k is used to distinguish the transconductances of the first and the second transistors.
The indefinite-admittance matrix of the feedback amplifier of Figure 3.9 is

Y ¼ 10�4

9:37 0 �9:09 0 �0:28
0 4:256 �2:128 a2 �2:128� a2

�9:09� a1 �2:128 111:218þ a1 0 �100
a1 0 �a1 10:61 �10:61

�0:28 �2:128 �100 �10:61� a1 113:018þ a1

2
66664

3
77775 (3:43)

By applying Equation 3.27, the amplifier voltage gain is computed as

g12,25 ¼ V25

Vs
¼ V12,25

V11,25
¼ 211:54� 10�7

4:66� 10�7
¼ 45:39 (3:44)

To calculate the return differences with respect to the transconductances ~ak of the transistors, we short
circuit the voltage sourceVs. The resulting indefinite-admittance matrix is obtained from Equation 3.43 by
adding the first row to the fifth row and the first column to the fifth column and then deleting the first row
and column. Its first-order cofactor is simply Y11,55. Thus, the return differences with respect to ~ak are

F ~a1ð Þ ¼ Y11,55 ~a1ð Þ
Y11,55(0)

¼ 466:1� 10�9

4:97� 10�9
¼ 93:70 (3:45a)

F ~a2ð Þ ¼ Y11,55 ~a2ð Þ
Y11,55(0)

¼ 466:1� 10�9

25:52� 10�9
¼ 18:26 (3:45b)

3.4 Null Return Difference

In this section, we introduce the notion of null return difference, which is found to be very useful in
measurement situations and in the computation of the sensitivity for the feedback amplifiers.
The null return difference F̂(x) of a feedback amplifier with respect to an element x is defined to be the

ratio of the two functional values assumed by the second-order cofactor Yrp,sq of the elements of its

212.8 μmho

909 μmho

V13

V45 V25

I25

α~2V45

α~1V13

Vs

+

+
+

+

–

–

–

–1

5

3 4 2

10
61

 μ
m

ho

0.0
1 m

ho

28
 μ

m
ho

21
2.8

 μ
m

ho

FIGURE 3.10 Equivalent network of the feedback amplifier of Figure 3.9.
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indefinite-admittance matrix Y under the condition that the element x assumes its nominal value and the
condition that the element x assumes the value zero where r and s are input terminals, and p and q are the
output terminals of the amplifier, or

F̂(x) ¼ Yrp,sq(x)

Yrp,sq(0)
(3:46)

Likewise, the null return ratio T̂ , with respect to a voltage-controlled current source I¼ xV, is the
negative of the voltage appearing at the controlling branch when the controlled current source is replaced
by an independent current source of xA and when the input excitation is adjusted so that the output of
the amplifier is identically zero.

Now, we demonstrate that the null return difference is simply the return difference in the network
under the situation that the input excitation Is has been adjusted so that the output is identically zero. In
the network of Figure 3.6, suppose that we replace the controlled current source by an independent
current source of xA. Then by applying Equation 3.24 and the superposition principle, the output current
Ipq at the load is

Ipq ¼ Y2 Is
Yrp,sq(0)

Yuv(0)
þ x

Ydp,cq(0)

Yuv(0)

� �
(3:47)

Setting Ipq¼ 0 or Vpq¼ 0 yields

Is � I0 ¼ �x
Ydp,cq(0)

Yrp,sq(0)

� �
(3:48)

in which Ydp,cq is independent of x. This adjustment is possible only if a direct transmission occurs from
the input to the output when x is set to zero. Thus, in the network of Figure 3.7, if we connect an
independent current source of strength I0 at its input port, the voltage V 0

ab is the negative of the null
return ratio T̂ . Using Equation 3.24, we obtain [3]

T̂ ¼ �V 0
ab ¼ �x

Yda,cb(0)
Yuv(0)

� I0
Yra,sb(0)
Yuv(0)

¼ � x Yda,cb(0)Yrp,sq(0)� Yra,sb(0)Ydp,cq(0)
� �

Yuv(0)Yrp,sq(0)

¼ x _Yrp,sq

Yrp,sq(0)
¼ Yrp,sq(x)

Yrp,sq(0)
� 1 (3:49)

where

_Yrp,sq � dYrp,sq(x)

dx
(3:50)

This leads to

F̂(x) ¼ 1þ T̂ ¼ 1� V 0
ab (3:51)

which demonstrates that the null return difference F̂(x) is simply the difference of the 1 V excitation
applied to the right of the breaking mark of the broken controlling branch of the controlled source and
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the returned voltage V 0
ab appearing at the left of the breaking mark under the situation that the input

signal Is is adjusted so that the output is identically zero.
As an illustration, consider the voltage-series feedback amplifier of Figure 3.9, an equivalent network of

which is presented in Figure 3.10. Using the indefinite-admittance matrix of Equation 3.43 in conjunc-
tion with Equation 3.42, the null return differences with respect to ~ak are

F̂ ~a1ð Þ ¼ Y12,55 ~a1ð Þ
Y12,55(0)

¼ 211:54� 10�7

205:24� 10�12
¼ 103:07� 103 (3:52a)

F̂ ~a2ð Þ ¼ Y12,55 ~a2ð Þ
Y12,55(0)

¼ 211:54� 10�7

104:79� 10�10
¼ 2018:70 (3:52b)

Alternatively, F̂ ~a1ð Þ can be computed by using its physical interpretation as follows. Replace the
controlled source ~a1V13 in Figure 3.10 by an independent current source of ~a1 A. We then adjust the
voltage source Vs so that the output current I25 is identically zero. Let I0 be the input current resulting
from this source. The corresponding network is presented in Figure 3.11. From this network, we obtain

F̂ ~a1ð Þ ¼ 1þ T̂ ¼ 1� V 0
13 ¼ 1� 100V 0

35 þ a2V 0
45 � a1

9:09
¼ 103:07� 103 (3:53)

Likewise, we can use the same procedure to compute the return difference F̂ ~a2ð Þ.
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We now study the effects of feedback on amplifier impedance and gain and obtain some useful relations
among the return difference, the null return difference, and impedance functions in general.
Refer to the general feedback configuration of Figure 3.6. Let w be a transfer function. As before, to

emphasize the importance of the feedback element x, we write w¼w(x). To be definite, let w(x) for the
time being be the current gain between the output and input ports. Then, from Equation 3.24 we obtain

w(x) ¼ Ipq
Is

¼ Y2Vpq

Is
¼ Yrp,sq(x)

Yuv(x)
Y2 (4:1)

yielding

w(x)
w(0)

¼ Yrp,sq(x)

Yuv(x)
Yuv(0)
Yrp,sq(0)

¼ F̂(x)
F(x)

(4:2)

provided that w(0) 6¼ 0. This gives a very useful formula for computing the current gain:

w(x) ¼ w(0)
F̂(x)
F(x)

(4:3)

Equation 4.3 remains valid if w(x) represents the transfer impedance zrp,sq¼Vpq=Is instead of the
current gain.

4.1 Blackman’s Formula

In particular, when r¼ p and s¼ q, w(x) represents the driving-point impedance zrr,ss(x) looking into the
terminals r and s, and we have a somewhat different interpretation. In this case, F(x) is the return
difference with respect to the element x under the condition Is¼ 0. Thus, F(x) is the return difference for
the situation when the port where the input impedance is defined is left open without a source and we
write F(x)¼ F(input open circuited). Likewise, from Figure 3.6, F̂(x) is the return difference with respect
to x for the input excitation Is and output response Vrs under the condition Is is adjusted so that Vrs is
identically zero. Thus, F̂(x) is the return difference for the situation when the port where the input
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impedance is defined is short circuited, and we write F̂(x)¼ F (input short circuited). Consequently, the
input impedance Z(x) looking into a terminal pair can be conveniently expressed as

Z(x) ¼ Z(0)
F(input short circuited)
F(input open circuited)

(4:4)

This is the well-known Blackman’s formula for computing an active impedance. The formula is
extremely useful because the right-hand side can usually be determined rather easily. If x represents
the controlling parameter of a controlled source in a single-loop feedback amplifier, then setting x¼ 0
opens the feedback loop and Z(0) is simply a passive impedance. The return difference for x when the
input port is short circuited or open circuited is relatively simple to compute because shorting out or
opening a terminal pair frequently breaks the feedback loop. In addition, Blackman’s formula can be used
to determine the return difference by measurements. Because it involves two return differences, only one
of them can be identified and the other must be known in advance. In the case of a single-loop feedback
amplifier, it is usually possible to choose a terminal pair so that either the numerator or the denominator
on the right-hand side of Equation 4.4 is unity. If F(input short circuited)¼ 1, F(input open circuited)
becomes the return difference under normal operating condition and we have

F(x) ¼ Z(0)
Z(x)

(4:5)

On the other hand, if F(input open circuited)¼ 1, F(input short circuited) becomes the return difference
under normal operating condition and we obtain

F(x) ¼ Z(x)
Z(0)

(4:6)

Example 4.1

The network of Figure 4.1 is a general active RC one-port realization of a rational impedance. We use
Blackman’s formula to verify that its input admittance is given by

Y ¼ 1þ Z3 � Z4
Z1 � Z2

(4:7)

1 Ω

1 Ω

Z2

Z3Z1

Z4

2V3
Z3

V3

I

IY

–

+

FIGURE 4.1 General active RC one-port realization of a rational function.

4-2 Feedback, Nonlinear, and Distributed Circuits



Appealing to Equation 4.4, the input admittance written as Y¼ Y(x) can be written as

Y(x) ¼ Y(0)
F(input open circuited)
F(input short circuited)

(4:8)

where x¼ 2=Z3. By setting x to zero, the network used to compute Y(0) is shown in Figure 4.2. Its input
admittance is

Y(0) ¼ Z1 þ Z2 þ Z3 þ Z4 þ 2
Z1 þ Z2

(4:9)

When the input port is open circuited, the network of Figure 4.1 degenerates to that depicted in
Figure 4.3. The return difference with respect to x is

F(input open circuited) ¼ 1� V 0
3 ¼

Z1 þ Z3 � Z2 � Z4
2þ Z1 þ Z2 þ Z3 þ Z4

(4:10)

where the returned voltage V 0
3 at the controlling branch is given by

V 0
3 ¼

2(1þ Z2 þ Z4)
2þ Z1 þ Z2 þ Z3 þ Z4

(4:11)

Y(0)

I

I

1 Ω

Z1 + Z2 1+Z3 + Z4

FIGURE 4.2 Network used to compute Y(0).

1 Ω

Z2

Z4

Z1 Z3

1 Ω +

–

V ́3

2
Z3

FIGURE 4.3 Network used to compute F(input open circuited).
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To compute the return difference when the input port is short circuited, we use the network of
Figure 4.4 and obtain

F(input short circuited) ¼ 1� V 00
3 ¼ Z1 � Z2

Z1 þ Z2
(4:12)

where the return voltage V 00
3 at the controlling branch is found to be

V 00
3 ¼ 2Z2

Z1 þ Z2
(4:13)

Substituting Equations 4.9, 4.10, and 4.12 in Equation 4.8 yields the desired result.

Y ¼ 1þ Z3 � Z4
Z1 � Z2

(4:14)

To determine the effect of feedback on the input and output impedances, we choose the series-parallel
feedback configuration of Figure 4.5. By shorting the terminals of Y2, we interrupt the feedback loop,

1 Ω

1 Ω

Z2

Z1 Z3

Z4

V 3̋

2/Z3

I

I

+

–

FIGURE 4.4 Network used to compute F(input short circuited).

Z1

Vs

Y2

Na

Nf

FIGURE 4.5 Series-parallel feedback configuration.
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therefore, formula (Equation 4.5) applies and the output impedance across the load admittance
Y2 becomes

Zout(x) ¼ Zout(0)
F(x)

(4:15)

demonstrating that the impedance measured across the path of the feedback is reduced by the factor that
is the normal value of the return difference with respect to the element x, where x is an arbitrary element
of interest. For the input impedance of the amplifier looking into the voltage source Vs of Figure 4.5, by
open circuiting or removing the voltage source Vs, we break the feedback loop. Thus, formula (Equation
4.6) applies and the input impedance becomes

Zin(x) ¼ F(x)Zin(0) (4:16)

meaning that the impedance measured in series lines is increased by the same factor F(x). Similar
conclusions can be reached for other types of configurations discussed in Chapter 2 by applying Black-
man’s formula.

Again, refer to the general feedback configuration of Figure 3.6. If w(x) represents the voltage gain
Vpq=Vrs or the transfer admittance Ipq=Vrs. Then, from Equation 4.27 we can write

w(x)
w(0)

¼ Yrp,sq(x)

Yrp,sq(0)
Yrr,ss(0)
Yrr,ss(x)

(4:17)

The first term in the product on the right-hand side is the null return difference F̂(x) with respect to x for
the input terminals r and s and output terminals p and q. The second term is the reciprocal of the null
return difference with respect to x for the same input and output port at terminals r and s. This reciprocal
can then be interpreted as the return difference with respect to x when the input port of the amplifier is
short circuited. Thus, the voltage gain or the transfer admittance can be expressed as

w(x) ¼ w(0)
F̂(x)

F(input short circuited)
(4:18)

Finally, if w(x) denotes the short circuit current gain Ipq=Is as Y2 approaches infinity, we obtain

w(x)
w(0)

¼ Yrp,sq(x)

Yrp,sq(0)

Ypp,qq(0)

Ypp,qq(x)
(4:19)

The second term in the product on the right-hand side is the reciprocal of the return difference with
respect to x when the output port of the amplifier is short circuited, giving a formula for the short circuit
current gain as

w(x) ¼ w(0)
F̂(x)

F(output short circuited)
(4:20)

Again, consider the voltage-series or series-parallel feedback amplifier of Figure 3.9 an equivalent network
of which is given in Figure 3.10. The return differences F(~ak), the null return differences F̂(~ak) and the
voltage gain w were computed earlier in Equations 3.45, 3.52, and 3.44, and are repeated next:

F(~a1) ¼ 93:70, F(~a2) ¼ 18:26 (4:21a)

F̂(~a1) ¼ 103:07� 103, F̂(~a2) ¼ 2018:70 (4:21b)

w ¼ V25

Vs
¼ w(~a1) ¼ w(~a2) ¼ 45:39 (4:21c)
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We apply Equation 4.18 to calculate the voltage gain w, as follows:

w(~a1) ¼ w(0)
F̂(~a1)

F(input short circuited)
¼ 0:04126

103:07� 103

93:699
¼ 45:39 (4:22)

where

w(0) ¼ Y12,55(~a1)
Y11,55(~a1)

����
~a1¼0

¼ 205:24� 10�12

497:41� 10�11
¼ 0:04126 (4:23a)

F(input short circuited) ¼ Y11,55(~a1)
Y11,55(0)

¼ 466:07� 10�9

4:9741� 10�9
¼ 93:699 (4:23b)

and

w(~a2) ¼ w(0)
F̂(~a2)

F(input short circuited)
¼ 0:41058

2018:70
18:26

¼ 45:39 (4:24)

where

w(0) ¼ Y12,55(~a2)
Y11,55(~a2)

j~a2¼0 ¼
104:79� 10�10

255:22� 10�10
¼ 0:41058 (4:25a)

F(input short circuited) ¼ Y11,55(~a2)
Y11,55(0)

¼ 466:07� 10�9

25:52� 10�9
¼ 18:26 (4:25b)

4.2 Sensitivity Function

One of the most important effects of negative feedback is its ability to make an amplifier less sensitive to
the variations of its parameters because of aging, temperature variations, or other environment changes.
A useful quantitative measure for the degree of dependence of an amplifier on a particular parameter is
known as the sensitivity. The sensitivity function, written as 6(x), for a given transfer function with
respect to an element x is defined as the ratio of the fractional change in a transfer function to the
fractional change in x for the situation when all changes concerned are differentially small. Thus, if w(x)
is the transfer function, the sensitivity function can be written as

6(x) ¼ lim
Dx!0

Dw=w
Dx=x

¼ x
w

@w
@x

¼ x
@ lnw
@x

(4:26)

Refer to the general feedback configuration of Figure 3.6, and let w(x) represent either the current gain
Ipq=Is or the transfer impedance Vpq=Is for the time being. Then, we obtain from Equation 3.24

w(x) ¼ Y2
Yrp,sq(x)

Yuv(x)
or

Yrp,sq(x)

Yuv(x)
(4:27)

As before, we write

_Yuv(x) ¼ @Yuv(x)
@x

(4:28a)
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_Yrp,sq(x) ¼ @Yrp,sq(x)

@x
(4:28b)

obtaining

Yuv(x) ¼ Yuv(0)þ x _Yuv(x) (4:29a)

Yrp,sq(x) ¼ Yrp,sq(0)þ x _Yrp,sq(x) (4:29b)

Substituting Equation 4.27 in Equation 4.26, in conjunction with Equation 4.29, yields

6(x) ¼ x
_Yrp,sq(x)

Yrp,sq(x)
� x

_Yuv(x)
Yuv(x)

¼ Yrp,sq(x)� Yrp,sq(0)

Yrp,sq(x)
� Yuv(x)� Yuv(0)

Yuv(x)

¼ Yuv(0)
Yuv(x)

� Yrp,sq(0)

Yrp,sq(x)
¼ 1

F(x)
� 1

F̂(x)
(4:30)

Combining this with Equation 4.3, we obtain

6(x) ¼ 1
F(x)

1� w(0)
w(x)

� �
(4:31)

Observe that if w(0)¼ 0, Equation 4.31 becomes

6(x) ¼ 1
F(x)

(4:32)

meaning that sensitivity is equal to the reciprocal of the return difference. For the ideal feedback model,
the feedback path is unilateral. Hence, w(0)¼ 0 and

6 ¼ 1
F
¼ 1

1þ T
¼ 1

1� mb
(4:33)

For a practical amplifier, w(0) is usually very much smaller than w(x) in the passband, and F� 1=6 may
be used as a good estimate of the reciprocal of the sensitivity in the same frequency band. A single-loop
feedback amplifier composed of a cascade of common-emitter stages with a passive network providing
the desired feedback fulfills this requirements. If in such a structure any one of the transistors fails, the
forward transmission is nearly zero and w(0) is practically zero. Our conclusion is that if the failure of
any element will interrupt the transmission through the amplifier as a whole to nearly zero, the sensitivity
is approximately equal to the reciprocal of the return difference with respect to that element. In the case
of driving-point impedance, w(0) is not usually smaller than w(x), and the reciprocity relation is not
generally valid.
Now assume that w(x) represents the voltage gain. Substituting Equation 4.27 in Equation 4.26

results in

6(x) ¼ x
_Yrp,sq(x)

Yrp,sq(x)
� x

_Yrr,ss(x)
Yrr,ss(x)

¼ Yrp,sq(x)� Yrp,sq(0)

Yrp,sq(x)
� Yrr,ss(x)� Yrr,ss(0)

Yrr,ss(x)

¼ Yrr,ss(0)
Yrr,ss(x)

� Yrp,sq(0)

Yrp,sq(x)
¼ 1

F(input short circuited)
� 1

F̂(x)
(4:34)
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Combining this with Equation 4.18 gives

6(x) ¼ 1
F(input short circuited)

1� w(0)
w(x)

� �
(4:35)

Finally, if w(x) denotes the short circuit current gain Ipq=Is as Y2 approaches infinity, the sensitivity
function can be written as

6(x) ¼ Ypp,qq(0)

Ypp,qq(x)
� Yrp,sq(0)

Yrp,sq(x)
¼ 1

F(output short circuited)
� 1

F̂(x)
(4:36)

which when combined with Equation 4.20 yields

6(x) ¼ 1
F(output short circuited)

1� w(0)
w(x)

� �
(4:37)

We remark that Equations 4.31, 4.35, and 4.39 are quite similar. If the return difference F(x) is
interpreted properly, they can all be represented by the single relation Equation 4.31. As before, if
w(0)¼ 0, the sensitivity for the voltage gain function is equal to the reciprocal of the return difference
under the situation that the input port of the amplifier is short circuited, whereas the sensitivity for the
short circuit current gain is the reciprocal of the return difference when the output port is short circuited.

Example 4.2

The network of Figure 4.6 is a common-emitter transistor amplifier. After removing the biasing circuit
and using the common-emitter hybrid model for the transistor at low frequencies, an equivalent
network of the amplifier is presented in Figure 4.7 with

I0s ¼
Vs

R1 þ rx
(4:38a)

G0
1 ¼

1
R01

¼ 1
R1 þ rx

þ 1
rp

(4:38b)

G0
2 ¼

1
R02

¼ 1
R2

þ 1
Rc

(4:38c)

RB1

RB2
R2

R1

C2C1

VCC

Rc

RE CEVs

+

–

FIGURE 4.6 Common-emitter transistor feedback amplifier.
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The indefinite admittance matrix of the amplifier is

Y ¼
G0
1 þ sCp þ sCm �sCm �G0

1 � sCp
gm � sCm G0

2 þ sCm �G0
2 � gm

�G0
1 � sCp � gm �G0

2 G0
1 þ G0

2 þ sCp þ gm

2
4

3
5 (4:39)

Assume that the controlling parameter gm is the element of interest. The return difference and the null
return difference with respect to gm in Figure 4.7 with I0s as the input port and R02, as the output port, are

F(gm) ¼ Y33(gm)
Y33(0)

¼ G0
1 þ sCp

� �
G0
2 þ sCm

� �þ sCm G0
2 þ gm

� �
G0
1 þ sCpð Þ G0

2 þ sCm
� �þ sCmG0

2

(4:40)

F̂(gm) ¼ Y12,33(gm)
Y12,33(0)

¼ sCm � gm
sCm

¼ 1� gm
sCm

(4:41)

The current gain I23=I0s as defined in Figure 4.7, is computed as

w(gm) ¼ Y12,33(gm)
R02Y33(gm)

¼ sCm � gm
R02 G0

1 þ sCpð Þ G0
2 þ sCm

� �þ sCm G0
2 þ gmð Þ� � (4:42)

Substituting these in Equations 4.30 or 4.31 gives

6(gm) ¼ � gm G0
1 þ sCp þ sCm

� �
G0
2 þ sCm

� �
sCm � gm
� �

G0
1 þ sCpð Þ G0

2 þ sCm
� �þ sCm G0

2 þ gmð Þ� � (4:43)

Finally, we compute the sensitivity for the driving-point impedance facing the current source I0s. From
Equation 4.31, we obtain

6(gm) ¼ 1
F(gm)

1� Z(0)
Z(gm)

� �
¼ � sCmgm

G0
1 þ sCpð Þ G0

2 þ sCm
� �þ sCm G0

2 þ gmð Þ (4:44)

where

Z(gm) ¼ Y11,33(gm)
Y33(gm)

¼ G0
2 þ sCm

G0
1 þ sCpð Þ G0

2 þ sCm
� �þ sCm G0

2 þ gmð Þ (4:45)

++

– –

1 2

3

V23V gmVCπ

Cμ

I ś

R 2́
 =

 R
2 |

| R
c

R 1́
 =

 (R
1 +

 r x
)||

r π

I23

FIGURE 4.7 Equivalent network of the feedback amplifier of Figure 4.6.
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The zeros of the network determinant are called the natural frequencies. Their locations in the complex-
frequency plane are extremely important in that they determine the stability of the network. A network is
said to be stable if all of its natural frequencies are restricted to the open left-half side of the complex-
frequency plane. If a network determinant is known, its roots can readily be computed explicitly with the
aid of a computer if necessary, and the stability problem can then be settled directly. However, for a
physical network there remains the difficulty of getting an accurate formulation of the network deter-
minant itself, because every equivalent network is, to a greater or lesser extent, an idealization of the
physical reality. As frequency is increased, parasitic effects of the physical elements must be taken into
account. What is really needed is some kind of experimental verification that the network is stable and
will remain so under certain prescribed conditions. The measurement of the return difference provides
an elegant solution to this problem.
The return difference with respect to an element x in a feedback amplifier is defined by

F(x) ¼ Yuv(x)
Yuv(0)

(5:1)

Because Yuv(x) denotes the nodal determinant, the zeros of the return difference are exactly the same as
the zeros of the nodal determinant provided that there is no cancellation of common factors between
Yuv(x) and Yuv(0). Therefore, if Yuv(0) is known to have no zeros in the closed right-half side of the
complex-frequency plane, which is usually the case in a single-loop feedback amplifier when x is set to
zero, F(x) gives precisely the same information about the stability of a feedback amplifier as does the
nodal determinant itself. The difficulty inherent in the measurement of the return difference with respect
to the controlling parameter of a controlled source is that, in a physical system, the controlling branch
and the controlled source both form part of a single device such as a transistor, and cannot be physically
separated. In the following, we present a scheme that does not require the physical decomposition of a
device.
Let a device of interest be brought out as a two-port network connected to a general four-port network

as shown in Figure 5.1. For our purposes, assume that this device is characterized by its y parameters, and
represented by its y-parameter equivalent two-port network as indicated in Figure 5.2, in which the
parameter y21 controls signal transmission in the forward direction through the device, whereas y12 gives
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the reverse transmission, accounting for the internal feedback within the device. Our objective is to
measure the return difference with respect to the forward short circuit transfer admittance y21.

5.1 Blecher’s Procedure [1]

Let the two-port device be a transistor operated in the common-emitter configuration with terminals a,
b¼ d, and c representing, respectively, the base, emitter, and collector terminals. To simplify our
notation, let a¼ 1, b¼ d¼ 3, and c¼ 2, as exhibited explicitly in Figure 5.3.
To measure F(y21), we break the base terminal of the transistor and apply a 1 V excitation at its input

as exhibited in Figure 5.3. To ensure that the controlled current source y21V13 drives a replica of what it
sees during normal operation, we connect an active one-port network composed of a parallel combin-
ation of the admittance y11 and a controlled current source y12V23 at terminals 1 and 3. The returned
voltage V13 is precisely the negative of the return ratio with respect to the element y21. If, in the frequency
band of interest, the externally applied feedback is large compared with the internal feedback of the
transistor, the controlled source y12V23 can be ignored. If, however, we find that this internal feedback
cannot be ignored, we can simulate it by using an additional transistor, connected as shown in Figure 5.4.
This additional transistor must be matched as closely as possible to the one in question. The one-port

Y1 Y2Is

r
a b d c p

qs

Four-port network

Two-port network

FIGURE 5.1 The general configuration of a feedback amplifier with a two-port device.

y11 y22
y12V2 y21V1

V2V1

V 'ab
Vcd

Is Y1 Y2

s q

r
a b d c p

+ +

+

+ –
–

––

Four-port network

FIGURE 5.2 The representation of a two-port device in Figure 5.1 by its y parameters.
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admittance yo denotes the admittance presented to the output port of the transistor under consideration
as indicated in Figures 5.3 and 5.4. For a common-emitter state, it is perfectly reasonable to assume that
jy0j � jy12j and jy11j � jy12j. Under these assumptions, it is straightforward to show that the Norton
equivalent network looking into the two-port network at terminals 1 and 3 of Figure 5.4 can be
approximated by the parallel combination of y11 and y12V23, as indicated in Figure 5.3. In Figure 5.4, if
the voltage sources have very low internal impedances, we can join together the two base terminals of the
transistors and feed them both from a single voltage source of very low internal impedance. In this way,
we avoid the need of using two separate sources. For the procedure to be feasible, we must demonstrate
the admittances y11 and �y12 can be realized as the input admittances of one-port RC networks.

Consider the hybrid-pi equivalent network of a common-emitter transistor of Figure 5.5, the short
circuit admittance matrix of which is found to be

Ysc ¼ 1
gx þ gp þ sCp þ sCm

gx(gp þ sCp þ sCm) �gxsCm

gx(gm � sCm) sCm(gx þ gp þ sCp þ gm)

� �
(5:2)

y12V23
y11

V13

V23

Y1

y0

+
+

+ –
1 V

1 2
3r

s

Y2

q

p

–
–

Four-port network

FIGURE 5.3 A physical interpretation of the return difference F(y21) for a transistor operated in the common-
emitter configuration and represented by its y parameters yij.

y11 V23

Y1 Y2

–y12

yo

yo

1 V

r

s

p

q

1 2
3

++

–
–

–
+

Four-port network

FIGURE 5.4 The measurement of return difference F(y21) for a transistor operated in the common-emitter
configuration and represented by its y parameters yij.
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It is easy to confirm that the admittance y11 and �y12 can be realized by the one-port networks of
Figure 5.6.

5.2 Impedance Measurements

In this section, we show that the return difference can be evaluated by measuring two driving-point
impedances at a convenient port in the feedback amplifier [2].
Refer again to the general feedback configuration of Figure 5.2. Suppose that we wish to evaluate the

return difference with respect to the forward short circuit transfer admittance y21. The controlling
parameters y12 and y21 enter the indefinite-admittance matrix Y in the rectangular patterns as
shown next:

a b c d

Y(x) ¼

a

b

c

d

y12 �y12
�y12 y12

y21 �y21
�y21 y21

2
6664

3
7775

(5:3)

To emphasize the importance of y12 and y21, we again write Yuv(x) as Yuv(y12, y21) and zaa,bb(x) as
zaa,bb(y12, y21). By appealing to Equation 3.25, the impedance looking into terminals a and b of
Figure 5.2 is

rx = 1/gx

rπ = 1/gπ Cπ

CμB'

gmVV

E E

CB 1

3

24

+

–

FIGURE 5.5 The hybrid-pi equivalent network of a common-emitter transistor.

rx (1 + Cπ/Cμ)

rπ

rx

–y12y11

(a) (b)

r π
C μ

/(r
x+

r π
)

C π
 +

 C
μ

FIGURE 5.6 (a) The realization of y11 and (b) the realization of �y12.
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zaa,bb(y12, y21) ¼ Yaa,bb(y12, y21)
Ydd(y12, y21)

(5:4)

The return difference with respect to y21 is given by

F(y21) ¼ Ydd(y12, y21)
Ydd(y12, 0)

(5:5)

Combining these yields

F(y21)zaa,bb(y12, y21) ¼ Yaa,bb(y12, y21)
Ydd(y12, 0)

¼ Yaa,bb(0, 0)
Ydd(y12, 0)

¼ Yaa,bb(0, 0)
Ydd(0, 0)

Ydd(0, 0)
Ydd(y12, 0)

¼ zaa,bb(0, 0)
F(y12)jy21¼0

(5:6)

obtaining a relation

F(y12)jy21¼0F(y21) ¼
zaa,bb(0, 0)

zaa,bb(y12, y21)
(5:7)

among the return differences and the driving-point impedances. F(y12)jy21¼ 0 is the return difference
with respect to y12 when y21 is set to zero. This quantity can be measured by the arrangement of
Figure 5.7. zaa,bb(y12, y21) is the driving-point impedance looking into terminals a and b of the network
of Figure 5.2. Finally, zaa,bb(0, 0) is the impedance to which zaa,bb(y12, y21) reduces when the controlling
parameters y12 and y21 are both set to zero. This impedance can be measured by the arrangement of
Figure 5.8. Note that, in all three measurements, the independent current source Is is removed.

Suppose that we wish to measure the return difference F(y21) with respect to the forward transfer
admittance y21 of a common-emitter transistor shown in Figure 5.2. Then, the return difference F(y12)
when y21 is set to zero, for all practical purposes, is indistinguishable from unity. Therefore, Equation 5.7
reduces to the following simpler form:

F(y21) � z11, 33(0, 0)
z11, 33(y12, y21)

(5:8)

y22

Y2Y1

F (y12)

1 V

r a b d c p

qs

+
+

–

–

Four-port network

Two-port device

FIGURE 5.7 The measurement of the return difference F(y12) with y21 set to zero.
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showing that the return difference F(y21) effectively equals the ratio of two functional values assumed by
the driving-point impedance looking into terminals 1 and 3 of Figure 5.2 under the condition that the
controlling parameters y12 and y21 are both set to zero and the condition that they assume their nominal
values. These two impedances can be measured by the network arrangements of Figures 5.9 and 5.10.

r a b d c p

qs

y11

Y1 Y2

zaa,bb(0,0)

Four-port network

Two-port device

FIGURE 5.8 The measurement of the driving-point impedance zaa,bb(0, 0).

z11,33 (y12, y21)

Y1 Y2

r p

qs

1 3 2

Four-port network

FIGURE 5.9 The measurement of the driving-point impedance z11,33(y12, y21).

z11,33 (0,0)

Y1 Y2

r p

q

1 3 2

s

y11

Four-port network

FIGURE 5.10 The measurement of the driving-point impedance z11,33(0, 0).
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So far, we have studied the single-loop feedback amplifiers. The concept of feedback was introduced in
terms of return difference. We found that return difference is the difference between the unit applied
signal and the returned signal. The returned signal has the same physical meaning as the loop trans-
mission in the ideal feedback mode. It plays an important role in the study of amplifier stability, its
sensitivity to the variations of the parameters, and the determination of its transfer and driving point
impedances. The fact that return difference can be measured experimentally for many practical amplifiers
indicates that we can include all the parasitic effects in the stability study, and that stability problem can
be reduced to a Nyquist plot.
In this section, we study amplifiers that contain a multiplicity of inputs, outputs, and feedback loops.

They are referred to as the multiple-loop feedback amplifiers. As might be expected, the notion of return
difference with respect to an element is no longer applicable, because we are dealing with a group of
elements. For this, we generalize the concept of return difference for a controlled source to the notion of
return difference matrix for a multiplicity of controlled sources. For measurement situations, we
introduce the null return difference matrix and discuss its physical significance. We demonstrate that
the determinant of the overall transfer function matrix can be expressed explicitly in terms of the
determinants of the return difference and the null return difference matrices, thereby allowing us to
generalize Blackman’s formula for the input impedance.

6.1 Multiple-Loop Feedback Amplifier Theory

The general configuration of a multiple-input, multiple-output, and multiple-loop feedback amplifier is
presented in Figure 6.1, in which the input, output, and feedback variables may be either currents or
voltages. For the specific arrangement of Figure 6.1, the input and output variables are represented by an
n-dimensional vector u and an m-dimensional vector y as
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u(s) ¼

u1
u2
..
.

uk
ukþ1

ukþ2

..

.

un

2
6666666666664

3
7777777777775

¼

Is1
Is2
..
.

Isk
Vs1

Vs2

..

.

Vs(n�k)

2
6666666666664

3
7777777777775

, y(s) ¼

y1
y2
..
.

yr
yrþ1

yrþ2

..

.

ym

2
6666666666664

3
7777777777775

¼

I1
I2
..
.

Ir
Vrþ1

Vrþ2

..

.

Vm

2
6666666666664

3
7777777777775

(6:1)

respectively. The elements of interest can be represented by a rectangular matrix X of order q3 p relating
the controlled and controlling variables by the matrix equation

Q ¼
u1
u2
..
.

uq

2
6664

3
7775 ¼

x11 x12 � � � x1p
x21 x22 � � � x2p
..
. ..

. ..
. ..

.

xq1 xq2 � � � xqp

2
6664

3
7775

f1
f2

..

.

fp

2
6664

3
7775 ¼ XF (6:2)

where the p-dimensional vector F is called the controlling vector, and the q-dimensional vector Q is the
controlled vector. The controlled variables uk and the controlling variables Fk can either be currents or
voltages. The matrix X can represent either a transfer-function matrix or a driving-point function matrix.
If X represents a driving-point function matrix, the vectors Q and F are of the same dimension (q¼ p)
and their components are the currents and voltages of a p-port network.

The general configuration of Figure 6.1 can be represented equivalently by the block diagram of
Figure 6.2 in which N is a (pþ qþmþ n)-port network and the elements of interest are exhibited

φ1 θ1φp θq

Is1

Isk

Vs1

Zl1

Zlr

Zl(r +1)Vr +1

I1

Ir

k +1

k

n

1

Vs(n–k) Vm Zlm

X

+

+

+ ++ –+ –– –

–

––

+

–

+

N

FIGURE 6.1 The general configuration of a multiple-input, multiple-output, and multiple-loop feedback amplifier.
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explicitly by the block X. For the
(pþ qþmþ n)-port network
N, the vectors u and are Q are
its inputs, and the vectorsF and
y its outputs. Since N is linear,
the input and output vectors are
related by the matrix equations

F ¼ AQþ Bu (6:3a)

y ¼ CQþDu (6:3b)

whereA,B,C, andD are transfer-
function matrices of orders p3 q, p3 n, m3 q, and m3 n, respectively. The vectors Q and F are
not independent and are related by

Q ¼ XF (6:3c)

The relationships among the above three linear matrix equations can also be represented by a matrix
signal-flow graph as shown in Figure 6.3 known as the fundamental matrix feedback-flow graph. The
overall closed-loop transfer-function matrix of the multiple-loop feedback amplifier is defined by
the equation

y ¼ W(X)u (6:4)

where W(X) is of order m3 n. As before, to emphasize the importance of X, the matrix W is written as
W(X) for the present discussion, even though it is also a function of the complex-frequency variable s.
Combining the previous matrix equations, the transfer-function matrix is

W(X) ¼ Dþ CX(1p � AX)�1B (6:5a)

or

W(X) ¼ Dþ C(1q � XA)�1XB (6:5b)

where 1p denotes the identity matrix of order p. Clearly, we have

W(0) ¼ D (6:6)

In particular, when X is square and nonsingular, Equation
6.5 can be written as

W(X) ¼ Dþ C(X�1 � A)�1B (6:7)

Example 6.1

Consider the voltage-series feedback amplifier of
Figure 3.9. An equivalent network is shown in Figure
6.4 in which we have assumed that the two transistors

u y

Φ ΘX

N

FIGURE 6.2 The block diagram of the general feedback configuration of
Figure 6.1.

Φ Θ

A

B C

D

X

u y

FIGURE 6.3 The fundamental matrix feed-
back-flow graph.
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are identical with hie¼ 1.1 kV, hfe¼ 50, hre¼ hoe¼ 0. Let the controlling parameters of the two
controlled sources be the elements of interest. Then we have

Q ¼ Ia
Ib

� �
¼ 10�4 455 0

0 455

� �
V13
V45

� �
¼ XF (6:8)

Assume that the output voltage V25 and input current I51 are the output variables. Then the seven-port
network N defined by the variables V13, V45, V25, I51, Ia, Ib, and Vs can be characterized by the matrix
equations

F ¼ V13
V45

� �
¼ �90:782 45:391

�942:507 0

� �
Ia
Ib

� �
þ 0:91748

0

� �
[Vs]

¼ AQþ Bu (6:9a)

y ¼ V25
I51

� �
¼ 45:391 �2372:32

�0:08252 0:04126

� �
Ia
Ib

� �
þ 0:041260

0:000862

� �
[Vs]

¼ CQþ Du (6:9b)

According to Equation 6.4, the transfer-function matrix of the amplifier is defined by the matrix
equation

y ¼ V25
I51

� �
¼ w11

w21

� �
[Vs] ¼ W(X)u (6:10)

Because X is square and nonsingular, we can use Equation 6.7 to calculate W(X):

W(X) ¼ Dþ C(X�1 � A)�1 B ¼ 45:387
0:369� 10�4

� �
¼ w11

w21

� �
(6:11)

where

(X�1 � A)�1 ¼ 10�4 4:856 10:029
�208:245 24:914

� �
(6:12)
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FIGURE 6.4 An equivalent network of the voltage-series feedback amplifier of Figure 3.9.
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obtaining the closed-loop voltage gain w11

and input impedance Zin facing the voltage
source Vs as

w11 ¼ V25
Vs

¼ 45:387, Zin ¼ Vs
I51

¼ 1
w21

¼ 27:1 kV (6:13)

6.2 Return Different Matrix

In this section, we extend the concept of return
difference with respect to an element to the
notion of return difference matrix with respect to a group of elements.
In the fundamental matrix feedback-flow graph of Figure 6.3, suppose that we break the input of

the branch with transmittance X, set the input excitation vector u to zero, and apply a signal p-vector g
to the right of the breaking mark, as depicted in Figure 6.5. Then the returned signal p-vector h to the
left of the breaking mark is found to be

h ¼ AXg (6:14)

The square matrix AX is called the loop-transmission matrix and its negative is referred to as the return
ratio matrix denoted by

T(X) ¼ �AX (6:15)

The difference between the applied signal vector g and the returned signal vector h is given by

g� h ¼ (1p � AX)g (6:16)

The square matrix 1p�AX relating the applied signal vector g to the difference of the applied signal
vector g and the returned signal vector h is called the return difference matrix with respect to X and is
denoted by

F(X) ¼ 1p � AX (6:17)

Combining this with Equation 6.15 gives

F(X) ¼ 1p þ T(X) (6:18)

For the voltage-series feedback amplifier of Figure 6.4, let the controlling parameters of the two
controlled current sources be the elements of interest. Then the return ratio matrix is found from
Equations 6.8 and 6.9a

T(X) ¼ �AX ¼ � �90:782 45:391

�942:507 0

� �
455� 10�4 0

0 455� 10�4

� �

¼ 4:131 �2:065

42:884 0

� �
(6:19)

Φ Θ

A

B C

D
yu = 0

1p h g X

FIGURE 6.5 The physical interpretation of the loop-
transmission matrix.
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obtaining the return difference matrix as

F(X) ¼ 12 þ T(X) ¼ 5:131 �2:065
42:884 1

� �
(6:20)

6.3 Null Return Difference Matrix

A direct extension of the null return difference for the single-loop feedback amplifier is the null return
difference matrix for the multiple-loop feedback networks.
Refer again to the fundamental matrix feedback-flow graph of Figure 6.3. As before, we break the

branch with transmittance X and apply a signal p-vector g to the right of the breaking mark, as illustrated
in Figure 6.6. We then adjust the input excitation n-vector u so that the total output m-vector y resulting
from the inputs g and u is zero. From Figure 6.6, the desired input excitation u is found:

Duþ CXg ¼ 0 (6:21)

or

u ¼ �D�1CXg (6:22)

provided that the matrix D is square and nonsingular. This requires that the output y be of the same
dimension as the input u or m¼ n. Physically, this requirement is reasonable because the effects at the
output caused by g can be neutralized by a unique input excitation u only when u and y are of the same
dimension. With these inputs u and g, the returned signal h to the left of the breaking mark in Figure 6.6
is computed as

h ¼ Buþ AXg ¼ (�BD�1CX þ AX)g (6:23)

obtaining

g� h ¼ (1p � AX þ BD�1CX)g (6:24)

The square matrix

F̂(X) ¼ 1p þ T̂(X)

¼ 1p � AX þ BD�1CX ¼ 1p �ÂX (6:25)

relating the input signal vector g to the difference
of the input signal vector g, and the returned
signal vector h is called the null return difference
matrix with respect to X, where

T̂(X) ¼ �AX þ BD�1CX ¼ �̂AX (6:26a)

Â ¼ A� BD�1C (6:26b)

The square matrix T̂(X) is known as the null
return ratio matrix.

Φ Θ

A

B

1p h g

C

D
y = 0

X

u

FIGURE 6.6 The physical interpretation of the null
return difference matrix.
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Example 6.2

Consider again the voltage-series feedback amplifier of Figure 3.9, an equivalent network of which is
illustrated in Figure 6.4. Assume that the voltage V25 is the output variable. Then from Equation 6.9

F ¼ V13
V45

� �
¼ �90:782 45:391

�942:507 0

� �
Ia
Ib

� �
þ 0:91748

0

� �
[Vs]

¼ AQþ Bu (6:27a)

y ¼ [V25] ¼ [45:391 � 2372:32]
Ia
Ib

� �
þ [0:04126] [Vs]

¼ CQþ Du (6:27b)

Substituting the coefficient matrices in Equation 6.26b, we obtain

Â ¼ A� BD�1C ¼ �1, 100:12 52, 797:6
�942:507 0

� �
(6:28)

giving the null return difference matrix with respect to X as

F̂(X) ¼ 12 � ÂX ¼ 51:055 �2402:29
42:884 1

� �
(6:29)

Suppose that the input current I51 is chosen as the output variable. Then, from Equation 6.9b we have

y ¼ [I51] ¼ [�0:08252 0:04126]
Ia
Ib

� �
þ [0:000862] [Vs] ¼ CQþ Du (6:30)

The corresponding null return difference matrix becomes

F̂(X) ¼ 12 � ÂX ¼ 1:13426 �0:06713
42:8841 1

� �
(6:31)

where

Â ¼ �2:95085 1:47543
�942:507 0

� �
(6:32)

6.4 Transfer-Function Matrix and Feedback

In this section, we show the effect of feedback on the transfer-function matrix W(X). Specifically, we
express det W(X) in terms of the det X(0) and the determinants of the return difference and null return
difference matrices, thereby generalizing Blackman’s impedance formula for a single input to a multi-
plicity of inputs.
Before we proceed to develop the desired relation, we state the following determinant identity for two

arbitrary matrices M and N of order m3 n and n3m:

det(1m þMN) ¼ det(1n þ NM) (6:33)
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a proof of which may be found in [1,2]. Using this, we next establish the following generalization of
Blackman’s formula for input impedance.

THEOREM 6.1

In a multiple-loop feedback amplifier, if W(0)¼D is nonsingular, then the determinant of the transfer-
function matrix W(X) is related to the determinants of the return difference matrix F(X) and the null
return difference matrix F̂(X) by

det W(X) ¼ det W(0)
det F̂(X)
det F(X)

(6:34)

PROOF: From Equation 6.5a, we obtain

W(X) ¼ D 1n þD�1CX(1p � AX)�1B
� �

(6:35)

yielding

det W(X) ¼ detW(0)½ �det 1n þD�1CX(1p � AX)�1B
� �

¼ detW(0)½ �det 1p þ BD�1CX(1p � AX)�1� �
¼ detW(0)½ �det 1p � AX þ BD�1CX

� �
(1p � AX)�1

¼ detW(0)det F̂(X)
det F(X)

(6:36)

The second line follows directly from Equation 6.33. This completes the proof of the theorem.
As indicated in Equation 4.4, the input impedance Z(x) looking into a terminal pair can be conveni-

ently expressed as

Z(x) ¼ Z(0)
F(input short ciruited)
F(input open circuited)

(6:37)

A similar expression can be derived from Equation 6.34 if W(X) denotes the impedance matrix of an
n-port network of Figure 6.1. In this case, F(X) is the return difference matrix with respect to X for the
situation when the n ports where the impedance matrix are defined are left open without any sources, and
we write F(X)¼F(input open-circuited). Likewise, F̂(X) is the return difference matrix with respect to X
for the input port-current vector Is and the output port-voltage vector V under the condition that Is is
adjusted so that the port-voltage vector V is identically zero. In other words, F̂(X) is the return difference
matrix for the situation when the n ports, where the impedance matrix is defined, are short-circuited, and
we write F̂(X)¼F (input short-circuited). Consequently, the determinant of the impedance matrix Z(X)
of an n-port network can be expressed from Equation 6.34 as

detZ(X) ¼ detZ(0)
det F (input short circuited)
det F (input open circuited)

(6:38) &
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Example 6.3

Refer again to the voltage-series feedback amplifier of Figure 3.9, an equivalent network of which is
illustrated in Figure 6.4. As computed in Equation 6.20, the return difference matrix with respect to the
two controlling parameters is given by

F(X) ¼ 12 þ T(X) ¼ 5:131 �2:065
42:884 1

� �
(6:39)

the determinant of which is

det F(X) ¼ 93:68646 (6:40)

If V25 of Figure 6.4 is chosen as the output and Vs as the input, the null return difference matrix is, from
Equation 6.29,

F̂(X) ¼ 12 � ÂX ¼ 51:055 �2402:29
42:884 1

� �
(6:41)

the determinant of which is

det F̂(X) ¼ 103, 071 (6:42)

By appealing to Equation 6.34, the feedback amplifier voltage gain V25=Vs can be written as

w(X) ¼ V25
Vs

¼ w(0)
det F̂(X)
det F(X)

¼ 0:04126
103, 071
93:68646

¼ 45:39 (6:43)

confirming Equation 3.44, where w(0)¼ 0.04126, as given in Equation 6.27b.
Suppose, instead, that the input current I51 is chosen as the output and Vs as the input. Then, from

Equation 6.31, the null return difference matrix becomes

F̂(X) ¼ 12 �Â(X) ¼ 1:13426 �0:06713
42:8841 1

� �
(6:44)

the determinant of which is

det F̂(X) ¼ 4:01307 (6:45)

By applying Equation 6.34, the amplifier input admittance is obtained as

w(X) ¼ I51
Vs

¼ w(0)
det F̂(X)
det F(X)

¼ 8:62� 10�4 4:01307
93:68646

¼ 36:92 mmho (6:46)

or 27.1 kV, confirming Equation 6.13, where w(0)¼ 862 mmho is found from Equation 6.30.

Another useful application of the generalized Blackman’s formula (Equation 6.38) is that it provides
the basis of a procedure for the indirect measurement of return difference. Refer to the general feedback
network of Figure 6.2. Suppose that we wish to measure the return difference F(y21) with respect to the
forward short circuit transfer admittance y21 of a two-port device characterized by its y parameters yij.
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Choose the two controlling parameters y21 and y12 to be the elements of interest. Then, from Figure 5.2
we obtain

Q ¼ Ia
Ib

� �
¼ y21 0

0 y12

� �
V1

V2

� �
¼ XF (6:47)

where Ia and Ib are the currents of the voltage-controlled current sources. By appealing to Equation 6.38,
the impedance looking into terminals a and b of Figure 5.2 can be written as

zaa,bb(y12, y21) ¼ zaa,bb(0, 0)
det F (input short circuited)
det F (input open circuited)

(6:48)

When the input terminals a and b are open-circuited, the resulting return difference matrix is exactly the
same as that found under normal operating conditions, and we have

F (input open circuited) ¼ F(X) ¼ F11 F12
F21 F22

� �
(6:49)

Because

F(X) ¼ 12 � AX (6:50)

the elements F11 and F21 are calculated with y12¼ 0, whereas F12 and F22 are evaluated with y21¼ 0.
When the input terminals a and b are short circuited, the feedback loop is interrupted and only the
second row and first column element of the matrix A is nonzero, and we obtain

det F (input short circuited) ¼ 1 (6:51)

Because X is diagonal, the return difference function F(y21) can be expressed in terms of det F(X) and the
cofactor of the first row and first column element of F(X):

F(y21) ¼ det F(X)
F22

(6:52)

Substituting these in Equation 6.48 yields

F(y12)jy21¼0 F(y21) ¼ zaa,bb(0, 0)
zaa,bb(y12, y21)

(6:53)

where

F22 ¼ 1� a22y12jy21¼0 ¼ F(y12)jy21¼0 (6:54)

and a22 is the second row and second column element of A. Formula (Equation 6.53) was derived earlier
in Equation 5.7 using the network arrangements of Figures 5.7 and 5.8 to measure the elements
F(y12)jy21¼ 0 and zaa,bb(0,0), respectively.

6.5 Sensitivity Matrix

We have studied the sensitivity of a transfer function with respect to the change of a particular element in
the network. In a multiple-loop feedback network, we are usually interested in the sensitivity of a transfer
function with respect to the variation of a set of elements in the network. This set may include either
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elements that are inherently sensitive to variation or elements where the effect on the overall amplifier
performance is of paramount importance to the designers. For this, we introduce a sensitivity matrix and
develop formulas for computing multiparameter sensitivity function for a multiple-loop feedback
amplifier [3].
Figure 6.7 is the block diagram of a multivariable open-loop control system with n inputs and

m outputs, whereas Figure 6.8 is the general feedback structure. If all feedback signals are obtainable
from the output and if the controllers are linear, no loss of generality occurs by assuming the controller to
be of the form given in Figure 6.9.
Denote the set of Laplace-transformed input signals by the n-vector u, the set of inputs to the

network X in the open-loop configuration of Figure 6.7 by the p-vector Fo, and the set of outputs of
the network X of Figure 6.7 by the m-vector yo. Let the corresponding signals for the closed-loop
configuration of Figure 6.9 be denoted by the n-vector u, the p-vector Fc, and the m-vector yc,
respectively. Then, from Figures 6.7 and 6.9, we obtain the following relations:

yo ¼ XFo (6:55a)

Fo ¼ H1u (6:55b)

yc ¼ XFc (6:55c)

Fc ¼ H2(uþH3yc) (6:55d)

Φo you H1 X

FIGURE 6.7 The block diagram of a multivariable open-loop control system.

Φc yc

u

X

H

FIGURE 6.8 The general feedback structure.

Φc

H

∑ yc
+

+u H2

H3

X

FIGURE 6.9 The general feedback configuration.
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where the transfer-function matrices X, H1, H2, and H3 are of order m3 p, p3 n, p3 n, and n3m,
respectively. Combining Equation 6.55c and d yields

(1m � XH2H3)yc ¼ XH2u (6:56)

or

yc ¼ (1m � XH2H3)
�1XH2u (6:57)

The closed-loop transfer function matrix W(X) that relates the input vector u to the output vector yc is
defined by the equation

yc ¼ W(X)u (6:58)

identifying from Equation 6.57 the m3 n matrix

W(X) ¼ (1m � XH2H3)
�1XH2 (6:59)

Now, suppose that X is perturbed from X to XþdX. The outputs of the open-loop and closed-loop
systems of Figures 6.7 and 6.9 will no longer be the same as before. Distinguishing the new from the old
variables by the superscript þ, we have

yþo ¼ XþFo (6:60a)

yþc ¼ XþFþ
c (6:60b)

Fþ
c ¼ H2 uþH3y

þ
c

� �
(6:60c)

where Fo remains the same.
We next proceed to compare the relative effects of the variations of X on the performance of the open-

loop and the closed-loop systems. For a meaningful comparison, we assume that H1, H2, and H3 are such
that when there is no variation of X, yo¼ yc. Define the error vectors resulting from perturbation of X as

Eo ¼ yo � yþo (6:61a)

Ec ¼ yc � yþc (6:61b)

A square matrix relating Eo to Ec is called the sensitivity matrix 6(X) for the transfer function matrix
W(X) with respect to the variations of X:

Ec ¼ 6(X)Eo (6:62)

In the following, we express the sensitivity matrix 6(X) in terms of the system matrices X, H2, and H3.
The input and output relation similar to that given in Equation 6.57 for the perturbed system can be

written as

yþc ¼ (1m � XþH2H3)
�1XþH2u (6:63)
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Substituting Equations 6.57 and 6.63 in Equation 6.61b gives

Ec ¼ yc � yþc ¼ (1m � XH2H3)
�1XH2 � (1m � XþH2H3)

�1XþH2
� �

u

¼ (1m � XþH2H3)
�1 1m � (X þ dX)H2H3½ �(1m � XH2H3)

�1XH2 � (X þ dX)H2
� 	

u

¼ (1m � XþH2H3)
�1 XH2 � dXH2H3(1m � XH2H3)

�1XH2 � XH2 � dXH2
� �

u

¼ �(1m � XþH2H3)
�1dXH2 1n þH3W(X)½ �u (6:64)

From Equations 6.55d and 6.58, we obtain

Fc ¼ H2 1n þH3W(X)½ �u (6:65)

Because by assuming that yo¼ yc, we have

Fo ¼ Fc ¼ H2 1n þH3W(X)½ �u (6:66)

yielding

Eo ¼ yo � yþo ¼ (X � Xþ)Fo ¼ �dXH2 1n þH3W(X)½ �u (6:67)

Combining Equations 6.64 and 6.67 yields an expression relating the error vectors Ec and Eo of the
closed-loop and open-loop systems by

Ec ¼ (1m � XþH2H3)
�1Eo (6:68)

obtaining the sensitivity matrix as

6(X) ¼ (1m � XþH2H3)
�1 (6:69)

For small variations of X, Xþ is approximately equal to X. Thus, in Figure 6.9, if the matrix triple product
XH2H3 is regarded as the loop-transmission matrix and �XH2H3 as the return ratio matrix, then the
difference between the unit matrix and the loop-transmission matrix,

1m � XH2H3 (6:70)

can be defined as the return difference matrix. Therefore, Equation 6.69 is a direct extension of the
sensitivity function defined for a single-input, single-output system and for a single parameter. Recall
that in Equation 4.33 we demonstrated that, using the ideal feedback model, the sensitivity function of
the closed-loop transfer function with respect to the forward amplifier gain is equal to the reciprocal of its
return difference with respect to the same parameter.
In particular, when W(X), dX, and X are square and nonsingular, from Equations 6.55a, 6.55b, and

6.58, 6.61 can be rewritten as

Ec ¼ yc � yþc ¼ W(X)�Wþ(X)½ �u ¼ �dW(X)u (6:71a)

Eo ¼ yo � yþo ¼ XH1 � XþH1½ �u ¼ �dXH1u (6:71b)

Multiple-Loop Feedback Amplifiers 6-13



If H1 is nonsingular, u in Equation 6.71b can be solved for and substituted in Equation 6.71a to give

Ec ¼ dW(X)H�1
1 (dX)�1Eo (6:72)

As before, for meaningful comparison, we require that yo¼ yc or

XH1 ¼ W(X) (6:73)

From Equation 6.72, we obtain

Ec ¼ dW(X)W�1(X)X(dX)�1Eo (6:74)

identifying that

6(X) ¼ dW(X)W�1(X)X(dX)�1 (6:75)

This result is to be compared with the scalar sensitivity function defined in Equation 4.26, which can be
put in the form

6(x) ¼ (dw)w�1x(dx)�1 (6:76)

6.6 Multiparameter Sensitivity

In this section, we derive formulas for the effect of change of X on a scalar transfer function w(X).
Let xk, k¼ 1, 2, . . . , pq, be the elements of X. The multivariable Taylor series expansion of w(X) with

respect to xk is given by

dw ¼
Xpq
k¼1

@w
@xk

dxk þ
Xpq
j¼1

Xpq
k¼1

@2w
@xj@xk

dxjdxk
2!

þ � � � (6:77)

The first-order perturbation can then be written as

dw �
Xpq
k¼1

@w
@xk

dxk (6:78)

Using Equation 4.26, we obtain

dw
w

�
Xpq
k¼1

6(xk)
dxk
xk

(6:79)

This expression gives the fractional change of the transfer function w in terms of the scalar sensitivity
functions 6(xk).
Refer to the fundamental matrix feedback-flow graph of Figure 6.3. If the amplifier has a single input

and a single output from Equation 6.35, the overall transfer function w(X) of the multiple-loop feedback
amplifier becomes
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w(X) ¼ Dþ CX(1p � AX)�1B (6:80)

When X is perturbed to Xþ¼XþdX, the corresponding expression of Equation 6.80 is given by

w(X)þ dw(X) ¼ Dþ C(X þ dX)(1p � AX � AdX)�1B (6:81)

or

dw(X) ¼ C (X þ dX)(1p � AX � AdX)�1 � X(1p � AX)�1� �
B (6:82)

As dX approaches zero, we obtain

dw(X) ¼ C (X þ dX)� X(1p � AX)�1(1p � AX � AdX)
� �

(1p � AX � AdX)�1B

¼ C dX þ X(1p � AX)�1AdX
� �

(1p � AX � AdX)�1B

¼ C(1q � XA)�1(dX)(1p � AX � AdX)�1B

� C(1q � XA)�1(dX)(1p � AX)�1B (6:83)

where C is a row q vector and B is a column p vector. Write

C ¼ [c1 c2 � � � cq] (6:84a)

B0 ¼ [b1 b2 � � � bp] (6:84b)

~W ¼ X(1p � AX)�1 ¼ (1q � XA)�1X ¼ [~wij] (6:84c)

The increment dw(X) can be expressed in terms of the elements of Equation 6.84 and those of X. In the
case where X is diagonal with

X ¼ diag[x1 x2 � � � xp] (6:85)

where p¼ q, the expression for dw(X) can be succinctly written as

dw(X) ¼
Xp
i¼1

Xp
k¼1

Xp
j¼1

ci
~wik

xk


 �
(dxk)

~wkj

xk


 �
bj

¼
Xp
i¼1

Xp
k¼1

Xp
j¼1

ci~wik~wkjbj
xk

dxk
xk

(6:86)

Comparing this with Equation 6.79, we obtain an explicit form for the single-parameter sensitivity
function as

6(xk) ¼
Xp
i¼1

Xp
j¼1

ci~wik~wkjbj
xkw(X)

(6:87)

Thus, knowing Equations 6.84 and 6.85, we can calculate the multiparameter sensitivity function for the
scalar transfer function w(X) immediately.
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Example 6.4

Consider again the voltage-series feedback amplifier of Figure 3.9, an equivalent network of which is
shown in Figure 6.4. Assume that Vs is the input and V25 the output. The transfer function of interest is
the amplifier voltage gain V25=Vs. The elements of main concern are the two controlling parameters of
the controlled sources. Thus, we let

X ¼ ~a1 0
0 ~a2

� �
¼ 0:0455 0

0 0:0455

� �
(6:88)

From Equation 6.27 we have

A ¼ �90:782 45:391
�942:507 0

� �
(6:89a)

B0 ¼ [0:91748 0] (6:89b)

C ¼ [45:391 � 2372:32] (6:89c)

yielding

~W ¼ X(12 � AX)�1 ¼ 10�4 4:85600 10:02904
�208:245 24:91407

� �
(6:90)

Also, from Equation 6.13 we have

w(X) ¼ V25
Vs

¼ 45:387 (6:91)

To compute the sensitivity functions with respect to ~a1 and ~a2, we apply Equation 6.87 and obtain

6(~a1) ¼
X2
i¼1

X2
j¼1

ci ~wi1 ~w1jbj
~a1w(X)

¼ c1 ~w11 ~w11b1 þ c1 ~w11 ~w12b2 þ c2 ~w21 ~w11b1 þ c2 ~w21 ~w12b2
~a1w

¼ 0:01066 (6:92a)

6(~a2) ¼ c1 ~w12 ~w21b1 þ c1 ~w12 ~w22b2 þ c2 ~w22 ~w21b1 þ c2 ~w22 ~w22b2
~a2w

¼ 0:05426 (6:92b)

As a check, we use Equation 4.30 to compute these sensitivities. From Equations 3.45 and 3.52, we have

F(~a1) ¼ 93:70 (6:93a)

F(~a2) ¼ 18:26 (6:93b)

F
_

(~a1) ¼ 103:07� 103 (6:93c)

F
_

(~a2) ¼ 2018:70 (6:93d)

Substituting these in Equation 4.30 the sensitivity functions are

6(~a1) ¼ 1
F(~a1)

� 1

F̂(~a1)
¼ 0:01066 (6:94a)
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6(~a2) ¼ 1
F(~a2)

� 1

F̂(~a2)
¼ 0:05427 (6:94b)

confirming Equation 6.92.
Suppose that ~a1 is changed by 4% and ~a2 by 6%. The fractional change of the voltage gain w(X) is

found from Equation 6.79 as

dw
w

� 6(~a1)
d~a1

~a1
þ 6(~a2)

d~a2

~a2
¼ 0:003683 (6:95)

or 0.37%.
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7.1 Introduction

Themain goal of circuit analysis is to determine the solution of the circuit, i.e., the voltages and the currents
in the circuit, usually as functions of time. The advent of powerful computers and circuit analysis software
has greatly simplified this task. Basically, the circuit to be analyzed is fed to the computer through
some circuit description language, or it is analyzed graphically, and the software will produce the desired
voltage or current waveforms. Progress has rendered the traditional paper-and-pencil methods obsolete, in
which the engineer’s skill and intuition led the way through series of clever approximations, until the
circuits equations can be solved analytically.
A closer comparison of the numerical and the approximate analytical solution reveals, however, that

the two are not quite equivalent. Although the former is precise, it only provides the solution of the
circuit with given parameters, whereas the latter is an approximation, but the approximate solutions most
often is given explicitly as a function of some circuit parameters. Therefore, it allows us to assess the
influence of these parameters on the solution.
If we rely entirely on the numerical solution of a circuit, we never get a global picture of its behavior,

unless we carry out a huge number of analyses. Thus, the numerical analysis should be complemented by
a qualitative analysis, one that concentrates on general properties of the circuit, properties that do not
depend on the particular set of circuit parameters.

7.2 Resistive Circuits

The term ‘‘resistive circuits’’ is not used, as one would imagine, for circuits that are composed solely of
resistors. It admits all circuit elements that are not dynamic, i.e., whose constitutive relations do not involve
time derivatives, integrals over time, or time delays, etc. Expressed positively, resistive circuit elements are
described by constitutive relations that involve only currents and voltages at the same time instants.
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Physical circuits can never be modeled in a
satisfactory way by resistive circuits, but
resistive circuits appear in many contexts as
auxiliary constructs. The most important
problem that leads to a resistive circuit is
the determination of the equilibrium points,
or, as is current use in electronics, the DC-operating points, of a dynamic circuit. The DC-operating
points of a circuit correspond in a one-to-one fashion to the solutions of the resistive circuit obtained by
removing the capacitors and by short circuiting the inductors. The resistive circuit associated with the
state equations of a dynamic circuit in discussed in Ref. [1].
Among the resistive circuit elements we find, of course, the resistors. For the purposes of this

introduction, we distinguish between, linear resistors, V-resistors, and I-resistors. V-resistors are voltage
controlled, i.e., defined by constitutive relations of the form

i ¼ g(v) (7:1)

In addition, we require that g is a continuous, increasing function of v, defined for all real v. Dually,
an I-resistor is current controlled, i.e., defined by a constitutive relation of the form

v ¼ h(i) (7:2)

In addition, we require that h is a continuous, increasing function of i, defined for all real i. We use the
symbols of Figure 7.1 for V- and I-resistor. Linear resistors are examples of both I- and V-resistors. An
example of a V-resistor that is not an I-resistor is the junction diode, modeled by its usual exponential
constitutive relation

i ¼ Is(e
v=nVT � 1) (7:3)

Although Equation 7.3 could be solved for v and thus the constitutive relation could be written in the
form of Equation 7.2, the resulting function h would be defined only for currents between �Is and þ1,
which is not enough to qualify for an I-resistor. For the same reason, the static model for a Zener diode
would be an I-resistor, but not a V-resistor. Indeed, the very nature of the Zener diode limits its voltages
on the negative side.
A somewhat strange by-product of our definition of V- and I-resistors is that independent voltage

sources are I-resistors and independent current sources are V-resistors. Indeed, a voltage source of value
E has the constitutive relation

v ¼ E (7:4)

which clearly is of the form (Equation 7.2), with a constant function h, and a current source of value I has
the form

i ¼ I (7:5)

which is of the form (Equation 7.1) with a constant function g. Despite this, we shall treat the
independent sources as a different type of element.
Another class of resistive elements is the controlled sources. We consider them to be two-ports, e.g., a

voltage-controlled voltage source (VCVS). A VCVS is the two-port of Figure 7.2, where the constitutive
relations are

v1 ¼ av2 (7:6)

i1 ¼ 0 (7:7)

IV

FIGURE 7.1 Symbols of the V- and the I-resistor.
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The other controlled sources have similar forms.
Another useful resistive circuit element is the ideal
operational amplifier. It is a two-port defined by the
two constitutive relations

v1 ¼ 0 (7:8)

i1 ¼ 0 (7:9)

This two-port can be decomposed into the juxtaposition
of two singular one-ports, the nullator and the norator, as shown in Figure 7.3. The nullator has two
constitutive relations:

v ¼ 0, i ¼ 0 (7:10)

whereas the norator has no constitutive relation.
For all practical purposes, the resistive circuit elements mentioned thus far are sufficient. By this we

mean that all nonlinear resistive circuits encountered in practice possess an equivalent circuit composed of
nonlinear resistors, independent and controlled sources, and nullator–norator pairs. Figure 7.4 illustrates
this fact. Here, the equivalent circuit of the bipolar transistor is modeled by the Ebers–Moll equations:

i1
i2

� �
¼ 1þ 1

bF
�1

�1 1þ 1
bR

 !
g(v1)
g(v2)

� �
(7:11)

The function g is given by the right-hand side of Equation 7.3.
Actually, the list of basic resistive circuit elements given so far is redundant, and the nullator–norator

pairs render the controlled sources superfluous. An example of a substitution of controlled sources by
nullator–norator pairs is given in Figure 7.4. Equivalent circuits exist for all four types of controlled
sources with nullator–norator pairs. Figure 7.5 gives an equivalent circuit for a voltage-controlled current
source (VCCS), where the input port is floating with respect to the output port.

V1 V2

i1 i2
+ +

– –

+

–

FIGURE 7.2 VCVS as a two-port.

i1 i2

V1 V2

V2

i1
i2

V1 +

+
+ +

–––––

+

∞

FIGURE 7.3 Operational amplifier as a juxtaposition of a nullator and a norator.

i

βRi΄

βFi
i΄

FIGURE 7.4 Equivalent circuit of a bipolar npn transistor.
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The system of equations that describes a resistive circuit is the collection of Kirchhoff equations and
the constitutive relations of the circuit elements. It has the following form (if we limit ourselves to
resistors, independent sources, nullators, and norators):

Ai ¼ 0 (Kirchhoff ’s voltage law) (7:12)

Bv ¼ 0 (Kirchhoff ’s voltage law) (7:13)

ik ¼ g(vk) (V-resistor) (7:14)

vk ¼ h(ik) (I-resistor) (7:15)

vk ¼ Ek (independent voltage source) (7:16)

ik ¼ Ik (independent current source) (7:17)

vk ¼ 0
ik ¼ 0

(nullators) (7:18)

In this system of equations, the unknowns are the branch voltages and the branch currents

v ¼
v1
v2
..
.

vb

0
BBB@

1
CCCA, i ¼

i1
i2
..
.

ib

0
BBB@

1
CCCA (7:19)

where the b is the number of branches. Because we have b linearly independent Kirchhoff equations [2],
the system contains 2b equations and 2b unknowns. A solution j ¼

� v
i

�
of the system is called a

solution of the circuit. It is a collection of branch voltages and currents that satisfy Equations 7.12
through 7.19.

7.2.1 Number of Solutions of a Resistive Circuit

As we found earlier, the number of equations of a resistive circuit equals the number of unknowns. One
may therefore expect a unique solution. This may be the norm, but it is far from being generally true. It is
not even true for linear resistive circuits. In fact, the equations for a linear resistive circuit are of the form

Hj ¼ e (7:20)

where the 2b3 2b matrix H contains the resistances and elements of value 0, �1, whereas the vector e
contains the source values and zeroes. The solution of Equation 7.20 is unique if the determinant of H
differs from zero. If it is zero, then the circuit has either infinitely many solutions or no solution at all.
Is such a case realistic? The answer is yes and no. Consider two voltages sources connected as shown
in Figure 7.6.

V1

V1/R

R

+

–

FIGURE 7.5 Equivalent circuit for a floating VCCS.
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If E1 6¼ E2, the constitutive relations of the sources are in
contradiction with Kirchhoff’s voltage law (KVL), and thus the
circuit has no solution, whereas when E1¼ E2, the current i in
Figure 7.6 is not determined by the circuit equations, and thus
the circuit has infinitely many solutions. One may object that the
problem is purely academic, because in practice wires as connec-
tions have a small, but positive, resistance, and therefore one
should instead consider the circuit of Figure 7.7, which has
exactly one solution.
Examples of singular linear resistive circuits exist that are much

more complicated. However, the introduction of parasitic elem-
ents always permits us to obtain a circuit with a single solution,
and thus the special case in which the matrix H in Equation 7.9 is
singular can be disregarded. Within the framework of linear
circuits, this attitude is perfectly justified. When a nonlinear
circuit model is chosen, however, the situation changes. An
example clarifies this point.
Consider the linear circuit of Figure 7.8. It is not difficult to see

that it has exactly one solution, except when

R1R3 ¼ R2R4 (7:21)

In this case, the matrix H in Equation 7.29 is singular and the
circuit of Figure 7.8 has zero or infinitely many solutions, depend-
ing on whether E differs from zero. From the point of view of linear
circuits, we can disregard this singular case because it arises only
when Equation 7.21 is exactly satisfied with infinite precision.
Now, replace resistor R4 by a nonlinear resistor, where the

characteristic is represented by the bold line in Figure 7.9. The
resulting circuit is equivalent to the connection of a voltage source, a linear resistor, and the nonlinear
resistor, as shown in Figure 7.10. Its solutions correspond to the intersections of the nonlinear resistor
characteristic and the load line (Figure 7.9). Depending on the value of E, either one, two, or three
solutions are available. Although we still need infinite precision to obtain two solutions, this is not the
case for one or three solutions. Thus, more than one DC-operating point may be observed in electronic
circuits. Indeed, for static memories, and multivibrators in general, multiple DC-operating points are an
essential feature.

E1 E2

i

–

+

–

+

FIGURE 7.6 Circuit with zero or
infinite solutions.

E1 E2

i

–

+

–

+

FIGURE 7.7 Circuit with exactly one
solution.

E

R1

R2 R3

R4

+–

–
+

FIGURE 7.8 Circuit with one, zero, or infinite solutions.
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The example of Figure 7.10 shows an important aspect of the problem. The number of solutions
depends on the parameter values of the circuit. In the example the value of E determines whether one,
two, or three solutions are available. This is not always the case. An important class of nonlinear resistive
circuits always has exactly one solutions, irrespective of circuit parameters. In fact, for many applications,
e.g., amplification, signal shaping, logic operations, etc., it is necessary that a circuit has exactly one
DC-operating point. Circuits that are designed for these functionalities should thus have a unique DC-
operating point for any choice of element values.
If a resistive circuit contains only two-terminal resistors with increasing characteristics and sources,

but no nonreciprocal element such as controlled sources, operational amplifiers, or transistors, the
solution is usually unique. The following theorem gives a precise statement.

THEOREM 7.1

A circuit composed of independent voltage and current sources and strictly increasing resistors without loop
of voltage sources and without cutset of current sources has at most one solution.

The interconnection condition concerning the sources is necessary. The circuit of Figure 7.6 is an
illustration of this statement. Its solution is not unique because of the loop of voltage sources. The loop is

i

E
v

Load line

Nonlinear
resistor characteristic

FIGURE 7.9 Characteristic of the nonlinear resistor and solutions of the circuit of Figure 7.10.

R1

R2 R3

E

E v

i

+
+–

–
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R2

–

–
+

–
+

FIGURE 7.10 Circuit with one, two, or three solutions.
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no longer present in the circuit of Figure 7.7, which satisfies the conditions of Theorem 7.1, and which
indeed has a unique solution.
If the resistor characteristics are not strictly increasing but only increasing (i.e., if the v–i curves have

horizontal or vertical portions), the theorem still holds, if we exclude loops of voltage sources and
I-resistors, and cutsets of current sources and V-resistors.
Theorem 7.1 guarantees the uniqueness of the solution, but it cannot assure its existence. On the other

hand, we do not need increasing resistor characteristics for the existence.

THEOREM 7.2

Let a circuit be composed of independent voltage and current sources and resistors whose characteristics are
continuous and satisfy the following passivity condition at infinity:

v ! þ1 , i ! þ1 and v ! �1 , i ! �1 (7:22)

If no loop of voltage sources and no cutset of current sources exist, then we have at least one solution of the
circuit.

For refinements of this theorem, refer to Refs. [1,3].
If we admit nonreciprocal elements, neither Theorem 7.1 nor Theorem 7.2 remain valid. Indeed, the

solution of the circuit of Figure 7.10 may be nonunique, even though the nonlinear resistor has a strictly
increasing characteristic. In order to ensure the existence and uniqueness of a nonreciprocal nonlinear
resistive circuit, nontrivial constraints on the interconnection of the elements must be observed. The
theorems below give different, but basically equivalent, ways to formulate these constraints.
The first result is the culminating point of a series of papers by Sandberg and Wilson [3]. It is based on

the following notion.

Definition 7.1:

. The connection of the two bipolar transistors shown in Figure 7.11 is called a feedback structure. The
type of the transistors and the location of the collectors and emitters are arbitrary.

. A circuit composed of bipolar transistors, resistors, and independent sources contains a feedback
structure, if it can be reduced to the circuit of Figure 7.11 by replacing each voltage source by a
short circuit, each current source by an open circuit, each resistor and diode by an open or a short
circuit, and each transistor by one of the five short–open circuit combinations represented in
Figure 7.12.

FIGURE 7.11 Feedback structure.
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THEOREM 7.3

Let a circuit be composed of bipolar transistors, described by the Ebers–Moll model, positive linear resistors,
and independent sources. Suppose we have no loop of voltage sources and no cutset of current sources. If the
circuit contains no feedback structure, it has exactly one solution.

This theorem [4] is extended in Ref. [5] to MOS transistors.
The second approach was developed by Nishi and Chua [6]. Instead of transistors, it admits controlled

sources. In order to formulate the theorem, two notions must be introduced.

Definition 7.2: A circuit composed of controlled sources, resistors, and independent sources satisfies
the interconnection condition, if the following conditions are satisfied:

. No loop is composed of voltage sources, output ports of (voltage or current) controlled voltage
sources, and input ports of current-controlled (voltage or current) sources.

. No cutset is composed of current sources, outputs ports of (voltage or current) controlled current
sources, and input ports of voltage-controlled (voltage or current) sources.

Definition 7.3: A circuit composed exclusively of controlled sources has a complementary tree
structure if both the input and output ports each form a tree. The fundamental loop matrix of the input
port tree has the form

B ¼ [BTj1] (7:23)

The circuit is said to have a positive (negative) complementary tree structure, if the determinant of BT is
positive (negative).

THEOREM 7.4

Suppose a circuit composed of controlled sources, strictly increasing resistors satisfying (Equation 7.22), and
independent sources satisfies the interconnection condition. If, by replacing each resistor either by a short
circuit or an open circuit, all independent and some dependent voltage sources by short circuits, and all
independent and some dependent current sources by open circuits, one never obtains a negative comple-
mentary tree structure, the circuit has exactly one solution [6].

FIGURE 7.12 Short-open-circuit combinations for replacing the transistors.
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A similar theorem for circuits with operational amplifiers instead of controlled sources is proved
in Ref. [7].
The third approach is that of Hasler [1,8]. The nonreciprocal elements here are nullator–norator pairs.

Instead of reducing the circuit by some operations in order to obtain a certain structure, we must orient
the resistors in certain way. Again, we must first introduce a new concept.

Definition 7.4: Let a circuit be composed of nullator–norator pairs, resistors, and independent
voltage and current sources. A partial orientation of the resistors is uniform, if the following two
conditions are satisfied:

. Every oriented resistor is part of an evenly directed loop composed only of oriented resistors and
voltages sources.

. Every oriented resistor is part of an evenly directed cutset composed only of norators, oriented
resistors, and voltage sources.

THEOREM 7.5

Let a circuit be composed of nullator–norator pairs, V- and I-resistors, and independent voltage and
current sources. If the following conditions are satisfied, the circuit has exactly one solutions:

. Norators, I-resistors, and voltage sources together form a tree.

. Nullators, I-resistors, and voltage sources together form a tree.

. Resistors have no uniform partial orientation, except for the trivial case, in which no resistor is
oriented.

We illustrate the conditions of this theorem with the example of Figure 7.10. In Figure 7.13 the resistors
are specified as V- and I-resistors and a uniform orientation of the resistors is indicated. Note that the
nonlinear resistor is a V-resistor, but not an I-resistor, because its current saturates. The linear resistors,
however, are both V- and I-resistors. The choice in Figure 7.13 is made in order to satisfy the first two
conditions of Theorem 7.5. Correspondingly, in Figures 7.14 and 7.15 the norator–I-resistor–voltage
source tree and the nullator–I-resistor–voltage source tree are represented. Because the third condition is
not satisfied, Theorem 7.5 cannot guarantee a unique solution. Indeed, as explained earlier, this circuit
may have three solutions.
Theorem 7.5 has been generalized to controlled sources, to resistors that are increasing but neither voltage

nor current controlled (e.g., the ideal diode), and to resistors that are decreasing instead of increasing [9].

V

V

I

I

FIGURE 7.13 Circuit of Figure 7.10 with nullator and norator.
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Theorems 7.3, 7.4, and 7.5 have common features.
Their conditions concern the circuit structure—the
circuit graph that expresses the interconnection of
the elements and the type of elements that occupy
the branches of the graph, but not the element
values. Therefore, the theorems guarantee the exist-
ence and uniqueness of the solution for whole
classes of circuits, in which the individual circuits
differ by their element values and parameters. In
this sense the conditions are not only sufficient, but
also necessary. This means, for example, in the case
of Theorem 7.5 if all circuits with the same struc-
ture have exactly one solution, then the three con-
ditions must be satisfied. However, by logical

contraposition, if one of the three conditions is not satisfied for a given circuit structure, a circuit with
this structure exists which has either no solution or more than one solutions.
On the other hand, if we consider a specific circuit, the conditions are only sufficient. They permit us to

prove that the solution exists and is unique, but some circuits do not satisfy the conditions and still have
exactly one solution. However, if the parameters of such a circuit are varied, one eventually falls onto a
circuit with no solution or more than one solution.
The main conditions of Theorems 7.3 and 7.4 have an evident intuitive meaning. The orientations to

look for in Theorem 7.5 are linked to the sign of the currents and the voltages of the difference of two
solutions. Because the resistors are increasing, these signs are the same for the voltage and current
differences. If we extend the analysis of the signs of solutions or solution differences to other elements, we
must differentiate between voltages and currents. This approach, in which two orientations for all
branches are considered, one corresponding to the currents and one corresponding to the voltages, is
pursued in Ref. [10].
The conditions of Theorems 7.3 through 7.5 can be verified by inspection for small circuits. For larger

circuits, one must resort to combinatorial algorithms. Such algorithms are proposed in Refs. [11,12]. As
can be expected from the nature of conditions, the algorithms grow exponentially with the number of
resistors. It is not known whether algorithms of polynomial complexity exist.
Some circuits always have either no solution or an infinite number of solutions, irrespective of the

element and parameter values. Figure 7.6 gives the simplest example. Such circuits clearly are not very
useful in practice. The remaining circuits are those that may have a finite number n> 1 of solutions if the
circuit parameters are chosen suitably. These are the circuits that are useful for static memories and for
multivibrators in general. This class is characterized by the following theorem.

I

I

+
–

FIGURE 7.14 Norator–I-resistor–voltage source tree.

I

I

+
–

FIGURE 7.15 Nullator–I-resistor–voltage source tree.
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THEOREM 7.6

Let circuit be composed of nullator–norator pairs, V- and I-resistors, and independent voltage and current
sources. If the following three conditions are satisfied, the circuit has more than one, but a finite number of
solutions for a suitable choice of circuit parameters:

. Norators, I-resistors, and voltage sources together form a tree.

. Nullators, I-resistors, and voltage sources together form a tree.

. A nontrivial, uniform partial orientation of the resistors occurs.

Can we be more precise and formulate conditions on the circuit structure that guarantee four solutions,
for example? This is not possible because changing the parameters of the circuit will lead to another
number of solutions. Particularly with a circuit structure that satisfies the conditions of Theorem 7.6,
there is a linear circuit that always has an infinite number of solutions. If we are more restrictive on the
resistor characteristics, e.g., imposing convex or concave characteristics for certain resistors, it is possible to
determine the maximum number of solutions. A method to determine an upper bound is given in Ref. [14],
whereas the results of Ref. [15] allow us to determine the actual maximum number under certain
conditions. Despite these results, however, the maximum number of solutions is still an open problem.

7.2.2 Bounds on Voltages and Currents

It is common sense for electrical engineers that in an electronic circuit all node voltages lie between zero
and the power supply voltage, or between the positive and the negative power supply voltages, if both are
present. Actually, this is only true for the DC-operating point, but can we prove it in this case? The
following theorems give the answer. They are based on the notion of passivity.

Definition 7.5: A resistor is passive if it can only absorb, but never produce power. This means that
for any point (v, i) on its characteristic we have

v � i � 0 (7:24)

A resistor is strictly passive, if in addition to Equation 7.24 it satisfies the condition

v � i ¼ 0 ! v ¼ i ¼ 0 (7:25)

THEOREM 7.7

Let a circuit be composed of strictly passive resistors and independent voltage and current sources. Then, for
every branch k of the circuit the following bounds can be given:

jvkj �
X

source branches j

jvjj (7:26)

jikj �
X

source branches j

jijj (7:27)

If, in addition, the circuit is connected and all sources have a common node, the ground node, then the
maximum and the minimum node voltage are at a source terminal.
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The theorem implies in particular that in a
circuit with a single voltage source, all branch
voltages are bounded by the source voltage in
magnitude, and all node voltages lie between
zero and the source voltage. Similarly, if a circuit
has a single current source, all branch currents are
bounded by the source current in magnitude.
Finally, if several voltage sources are present that
are all connected to ground and have positive
value, then the node voltages lie between zero
and the maximum source voltage. If some sources
have positive values and others have negative
values, then all node voltages lie between the maximum and the minimum source values.
This theorem and various generalizations can be found in Ref. [1]. The main drawback is that it does

not admit nonreciprocal elements. A simple counterexample is the voltage amplifier of Figure 7.16. The
voltage of the output node of the operational amplifier is

v ¼ R1 þ R2

R1
E (7:28)

Thus, the output node voltage is higher than the source voltage. Of course, the reason is that the
operational amplifier is an active element. It is realized by transistors and needs a positive and a negative
voltage source as the power supply. The output voltage of the operational amplifier cannot exceed these
supply voltages. This fact is not contained in the model of the ideal operational amplifier, but follows
from the extension of Theorem 7.7 to bipolar transistors [1,16].

THEOREM 7.8

Let a circuit be composed of bipolar transistors modeled by the Ebers–Moll equations, of strictly passive
resistors, and of independent voltage and current sources. Then, the conclusion of Theorem 7.7 hold.

At first glance, Theorem 7.8 appears to imply that it is impossible to build an amplifier with bipolar
transistors. Indeed, it is impossible to build such an amplifier with a single source, the input signal. We
need at least one power supply source that sets the limits of dynamic range of the voltages according to
Theorem 7.8. The signal source necessarily has a smaller amplitude and the signal can be amplified
roughly up to the limit set by the power supply source.
Theorem 7.8 can be extended to MOS transistors. The difficulty is that the nonlinear characteristics of

the simplest model is not strictly increasing, and therefore some interconnection condition must be
added to avoid parts with undetermined node voltages.

7.2.3 Monotonic Dependence

Instead of looking at single solutions of resistive circuits, as done earlier in the chapter, we consider here a
solution as a function of a parameter. The simplest and at the same time the most important case is the
dependence of a solution on the value of a voltage or current source. To have a well-defined situation, we
suppose that the circuit satisfies the hypotheses of Theorem 7.5. In this case [1,8], the solution is a
continuous function of the source values.
As an example, let us consider the circuit of Figure 7.17. We are interested in the dependence of the

various currents on the source voltage E. Because the circuit contains only strictly increasing resistors, we

E

R1
R2 v

+

+
+

–

–

–

FIGURE 7.16 Voltage amplifier.
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expect all currents to be strictly monotonic functions of E. This is not true. In Figure 7.18, the current i5(E)
is represented for R1¼R2¼ R3¼ 2R4¼R5¼ 1 V and for standard diode model parameters. Clearly, it is
nonmonotonic.

7.3 Autonomous Dynamic Circuits

7.3.1 Introduction

This section adds to the resistive elements of Section 7.2—the capacitors and the inductors. A nonlinear
capacitor is defined by the constitutive relation

v ¼ h(q) (7:29)

where the auxiliary variable q is the charge of the capacitor, which is linked to the current by

i ¼ dq
dt

(7:30)

The dual element, the nonlinear inductor, is defined by

i ¼ g(w) (7:31)

where the auxiliary variable w, the flux, is linked to the voltage by

v ¼ dw
dt

(7:32)

The symbols of these two elements are represented in Figure 7.19.
The system of equations that describes an autonomous dynamic circuit is composed of Equations 7.12

through 7.17, completed with Equations 7.29 and 7.30 for capacitor branches and Equations 7.31 and 7.32
for inductor branches. Hence, it becomes a mixed differential–nondifferential system of equations. Its
solutions are the voltages, currents, charges, and fluxes as functions of time. Because it contains differential
equations, we have infinitely many solutions, each one determined by some set of initial conditions.

R1

R2

R3

R4

R5 i5

i1

E

FIGURE 7.17 Circuit example for source dependence.

E

i5
[A]

[V]100–10

1

FIGURE 7.18 Nonmonotonic dependence.

FIGURE 7.19 Symbols of the nonlinear capacitor and the nonlinear inductor.
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If all variables except the charges and fluxes are eliminated from the system of equations, one obtains a
reduced, purely differential system of equations

dq
dt

¼ f(q,w) (7:33)

dw
dt

¼ g(q,w) (7:34)

where q and w are the vectors composed of, respectively, the capacitor charges and the inductor fluxes.
These are the state equations of the circuit. Under mild assumptions on the characteristics of the
nonlinear elements (local Lipschitz continuity and eventual passivity), it can be shown that the solutions
are uniquely determined by the initial values of the charges and fluxes at some time t0, q(t0), and w(t0),
and that they exist for all times t0 � t<1 [1,17].
It cannot be taken for granted, however, that the circuit equations actually can be reduced to that state

Equations 7.33 and 7.34. On the one hand, the charges and fluxes may be dependent and thus their initial
values cannot be chosen freely. However, the state equations may still exist, in terms of a subset of charges
and fluxes. This means that only these charges and fluxes can be chosen independently as initial
conditions. On the other hand, the reduction, even to some alternative set of state variables, may be
simply impossible. This situation is likely to lead to impasse points, i.e., nonexistence of the solution at a
finite time. We refer the reader to the discussion in Ref. [1]. In the sequel we suppose that the solutions
exist from the initial time t0 to þ1 and that they are determined by the charges and fluxes at t0.
We are interested in the asymptotic behavior, i.e., the behavior of the solutions when the time t goes to

infinity. If the dynamic circuit is linear and strictly stable, i.e., if all its natural frequencies are in the open
left half of the complex plane, then all solutions converge to one and the same DC-operating (equili-
brium) point. This property still holds for many nonlinear circuits, but not for all by far. In particular, the
solutions may converge to different DC-operating points, depending on the initial conditions (static
memories), they may converge to periodic solutions (free-running oscillators), or they may even show
chaotic behavior (e.g., Chua’s circuit). Here, we give conditions that guarantee the solutions converge to a
unique solution or one among several DC-operating points.

7.3.2 Convergence to DC-Operating Points

The methods to prove convergence to one or more DC-operating points is based on Lyapunov functions.
A Lyapunov function is a continuously differentiable function W(j), where j is the vector composed of
the circuit variables (the voltages, currents, charges, and fluxes). In the case of autonomous circuits, a
Lyapunov function must have the following properties:

1. W is bounded below, i.e., there exists a constant W0 such that

W(j) � W0 for all j (7:35)

2. The set of voltages, currents, charges, and fluxes of the circuit such that W(j) � E is bounded for
any real E.

3. For any solution j(t) of the circuit

d
dt

W(j(t)) � 0 (7:36)

4. If

d
dt

W(j(t)) ¼ 0 (7:37)

then j(t) is a DC-operating point.
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If an autonomous circuit has a Lyapunov function and if it has at least one, but a finite number of
DC-operating points, then every solution converges to a DC-operating point. The reason is that the
Lyapunov function must decrease along each solution, and thus must result in a local minimum, a stable
DC-operating point. If more than one DC-operating point exists, it may, as a mathematical exception
that cannot occur in practice, end up in a saddle point, i.e., an unstable DC-operating point.
The problem with the Lyapunov function method is that it gives no indication as to how to find such a

function. Basically, three methods are available to deal with this problem:

1. Some standard candidates for Lyapunov functions, e.g., the stored energy.
2. Use a certain kind of function and adjust the parameters in order to satisfy points 2 and 3 in the

previous list. Often, quadratic functions are used.
3. Use an algorithm to generate Lyapunov functions [18–20].

The following theorems were obtained via approach 1, and we indicate which Lyapunov function was
used to prove them. At first glance, this may seem irrelevant from an engineering point of view. However,
if we are interested in designing circuits to solve optimization problems, we are likely to be interested in
Lyapunov functions. Indeed, as mentioned previously, along any solution of the circuit, the Lyapunov
function decreases and approaches a minimum of the function. Thus, the dynamics of the circuit solve a
minimization problem. In this case, we look for a circuit with a given Lyapunov function, however,
usually we look for a Lyapunov function for a given circuit.

THEOREM 7.9

Let a circuit be composed of capacitors and inductors with a strictly increasing characteristic, resistors with
a strictly increasing characteristic, and independent voltage and current sources. Suppose the circuit has a
DC-operating point �j. By Theorem 7.1, this DC-operating point is unique. Finally, suppose the circuit has
no loop composed of capacitors, inductors, and voltage sources and no cutset composed of capacitors,
inductors, and current sources. Then, all solutions of the circuit converge to �j.

The Lyapunov function of this circuit is given by a variant of the stored energy in the capacitors and
the resistors, the stored energy with respect to �j [1,17]. If the constitutive relations of the capacitors
and the inductors are given by vk¼ hk(qk) and ik¼ gk(vk), respectively, then this Lyapunov function
becomes

W(j) ¼
X
capacitor
branches k

ðqk

�qk

(hk(q)� hk(�qk))dqþ
X
inductor
branches k

ðwk

�wk

(gk(w)� gk(�wk))dw (7:38)

The main condition (Equation 7.36) for a Lyapunov function follows from the fact that the derivative of
the stored energy is the absorbed power, here in incremental form:

d
dt

W(j) ¼
X
capacitor

and inductor
branches k

DvkDik ¼ �
X
resistor

branches k

DvkDik � 0 (7:39)

Various generalizations of Theorem 7.9 have been given. The condition ‘‘strictly increasing resistor
characteristic’’ has been relaxed to a condition that depends on �j in Refs. [1,17] and mutual inductances
and capacitances have been admitted in Ref. [17].
Theorem 7.10 admits resistors with nonmonotonic characteristics. However, it does not allow for both

inductors and capacitors.
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THEOREM 7.10

Let a circuit be composed of capacitors with a strictly increasing characteristic, voltage-controlled resistors
such that

v ! þ1 ) i > Iþ > 0 and v ! �1 ) i < I� < 0 (7:40)

and independent voltage sources. Furthermore, suppose that the circuit has a finite number of
DC-operating points. Then every solution of the circuit converges toward a DC-operating point.

This theorem is based on the then following Lyapunov function, called cocontent:

W(j(t)) ¼
X
resistor

branches k

ðvk
o

gk(v)dv (7:41)

where ik¼ gk(vk) is the constitutive relation of the resistor on branch k. The function W is decreasing
along a solution of the circuit because

d
dt

W(j(t)) ¼
X
resistor

branches k

dvk
dt

ik ¼ �
X
capacitor
branches k

dvk
dt

ik

¼�
X
capacitor
branches k

dhk
dq

i2k � 0 (7:42)

where hk(qk) is the constitutive relation of the capacitor on branch k.
Theorem 7.10 has a dual version. It admits inductors instead of capacitors, current-controlled resistors,

and current sources. The corresponding Lyapunov function is the content:

W(j) ¼
X
resistor

branches k

ðik
o

hk(i)di (7:43)

where vk¼ hk(ik) is the constitutive relation of the resistor on branch k.
The main drawback of the two preceding theorems is that they do not admit nonreciprocal elements

such as controlled sources, operational amplifiers, etc. In other words, no statement about the analog
neural network of Figure 7.20 can be made. In this network the nonreciprocal element is the VCVS with
the nonlinear characteristics v2¼s(v1). However, Theorem 7.10 can be generalized to a reciprocal
voltage-controlled N-port resistor closed on capacitors and voltage sources. Such an N-port (Figure
7.21) is described by a constitutive relation of the form

ik ¼ gk(v1, . . . , vN ) (7:44)

and it is reciprocal, if for all v, and all k, j we have

@gk
@vj

(v) ¼ @gj
@vk

(v) (7:45)
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THEOREM 7.11

Let a circuit be composed of charge-controlled capacitors with a strictly increasing characteristic and
independent voltage sources that terminate a reciprocal voltage-controlled N-port with constitutive relation
(Equation 7.42) so that we find constants V and P> 0 such that

kvk�V ) g � v ¼
XN
k¼1

gk(v)vk � P (7:46)

If the number of DC-operating points is finite, then all solutions converge toward a DC-operating point.

The proof of this theorem is based on the Lyapunov function W(v) that satisfies

@W
@vk

(v) ¼ gk(v) (7:47)
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Thanks to Equation 7.45, function W exists. The first two conditions for a Lyapunov function are a
consequence of Equation 7.46. Finally

d
dt

W(j(t)) ¼
X
resistor

branchesk

gk(v)
dvk
dt

¼
X
resistor

branches k

ik
dvk
dt

¼�
X
capacitor
branches k

dhk
dq

i2k � 0 (7:48)

where hk(qk) is the constitutive relation of the capacitor on branch k.
To illustrate how Theorem 7.11 can be applied when Theorem 7.10 fails, consider the analog neural

network of Figure 7.20. If the capacitor voltages are denoted by ui and the voltages at the output of the
voltage sources by vi, the state equations for the network of Figure 7.1 become

�Ci
dui
dt

¼ ui
Ri

þ
XN
j¼1

ui � vj
Rij

þ Ii (7:49)

Suppose that the nonlinear characteristic s(u) is invertible. The state equations can be written in terms of
the voltages vi:

�C
ds�1

dv
(vi)

dvi
dt

¼ Gis
�1(vi)�

XN
j¼1

vj
Rij

þ Ii (7:50)

where

Gi ¼ 1
Ri

þ
XN
j¼1

1
Rij

(7:51)

Equations 7.40 can be reinterpreted as the equations of a resistive N-port with the constitutive relations

gi(v) ¼ Gis
�1(vi)�

XN
j¼1

vj
Rij

þ Ii (7:52)

closed on nonlinear capacitors with the constitutive relation

v ¼ s
q
C

� �
(7:53)

If s is a sigmoidal function, as is most often supposed in this context (i.e., a strictly increasing function
with s(u)!�1 for u!�1), then the capacitors have a strictly increasing characteristic, as required by
Theorem 7.11. Furthermore, the resistive N-port is reciprocal if for i 6¼ j

@gi
@vj

¼ � 1
Rij

¼ @gj
@vi

¼ � 1
Rji

(7:54)

In other words, if for all i, j

Rij ¼ Rji (7:55)
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On the other hand, inequality Equation 7.46 must be modified because the sigmoids have values only
in the interval [�1, þ1] and thus Equation 7.50 are defined only on the invariant bounded set
S¼ {vj �1< vi<þ1}. Therefore, inequality Equation 7.50 must be satisfied for vectors v sufficiently
close to the boundary of S. This is indeed the case, because s�1(v) ! �1 as v ! �1, whereas the
other terms of the right-hand side of Equation 7.52 remain bounded.
It follows that all solutions of the analog neural network of Figure 7.20 converge to a DC-operating

point as t ! 1, provided s is a sigmoid function and the connection matrix Rij (synaptic matrix) is
symmetrical. The Lyapunov function can be given explicitly:

W(v) ¼
XN
i¼1

Gi

ðvi
0

s�1(v)dv � 1
2

XN
i,j¼1

vivj
Rij

þ
XN
i¼1

viIi (7:56)

7.4 Nonautonomous Dynamic Circuits

7.4.1 Introduction

This section is a consideration of circuits that contain elements where constitutive relations depend
explicitly on time. However, we limit time dependence to the independent sources. For most practical
purposes, this is sufficient. A time-dependent voltage source has a constitutive relation

v ¼ e(t) (7:57)

and a time-dependent current source

i ¼ e(t) (7:58)

where e(t) is a given function of time which we suppose here to be continuous. In information processing
circuits, e(t) represents a signal that is injected into the circuit, whereas in energy transmission circuits
e(t) usually is a sinusoidal or nearly sinusoidal function related to a generator.

The time-dependent sources may drive the voltages and the currents to infinity, even if they only inject
bounded signals into the circuit. Therefore, the discussion begins with the conditions that guarantee the
boundedness of the solutions.

7.4.2 Boundedness of the Solutions

In electronic circuits, even active elements become passive when the voltages and currents grow large.
This is the reason that solutions remain bounded.

Definition 7.6: A resistor is eventually passive if, for sufficiently large voltages and=or currents, it
can only absorb power. More precisely, eventual passivity means that constants V and I exist such that,
for all points (v, i) on the resistor characteristic with jvj>V or jij> I, we have

v � i � 0 (7:59)

Note that sources are not eventually passive, but as soon as an internal resistance of a source is taken into
account, the source becomes eventually passive. The notion of eventual passivity can be extended to time-
varying resistors.

Qualitative Analysis 7-19



Definition 7.7: A time-varying resistor is eventually passive if constants V and I are independent of
time and are such that all points (v, i), with jvj>V or jij> I that at some time lie on the characteristic of
the resistor, satisfy the passivity condition (Equation 7.59). According to this definition, time-dependent
sources with internal resistance are eventually passive if the source signal remains bounded.
Eventual passivity allows us to deduce bounds for the solutions. These bounds are uniform in the sense

that they do not depend on the particular solution. To be precise, this is true only asymptotically, as t!1.

Definition 7.8: The solutions of a circuit are eventually uniformly bounded if there exist constants
V, I, Q, and F such that, for any solution there exists a time T such that for any t>T, the voltages vk(t)
are bounded by V, the currents ik(t) are bounded by I, the charges qk(t) are bounded by Q, and the fluxes
wk(t) are bounded by F.
Another manner of expressing the same property is to say that an attracting domain exists in state

space [1].

THEOREM 7.12

A circuit composed of eventually passive resistors with v � i!þ1 as jvj !1 or jij !1, capacitors with
v!�1 as q!6¼1, and inductors with i!�1 as w!1 has eventually uniformly bounded solutions
if no loop or cutset exists without a resistor [1,17].

Again, this theorem is proved by using a Lyapunov function, namely the stored energy

W(j) ¼
X
capacitor
branches k

ðqk
0

hk(q)dqþ
X
capacitor

branches k

ðwk

0

gk(w)dw (7:60)

Inequality Equation 7.36 holds only outside of a bounded domain.

7.4.3 Unique Asymptotic Behavior

In the presence of signals with complicated waveforms that are injected into a circuit, we cannot expect
simple waveforms for the voltages and the currents, not even asymptotically, as t!1. However, we can
hope that two solutions, starting from different initial conditions, but subject to the same source, have the
same steady-state behavior. The latter term needs a more formal definition.

Definition 7.9: A circuit has unique asymptotic behavior if the following two conditions are
satisfied:

1. All solutions are bounded.
2. For any two solutions j1(t) and j2(t)

kj1(t)� j2(t)k !t!1 0 (7:61)

In order to prove unique asymptotic behavior, it is necessary to extend the notion of the Lyapunov
function [1]. This does not lead very far, but at least it permits us to prove the following theorem.
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THEOREM 7.13

Suppose a circuit is composed of resistors with a strictly increasing characteristic such that v � i ! 1 as
jvj ! 1 or jij ! 1, positive linear capacitors, positive linear inductors, time-depending voltage (current)
sources with bounded voltage (current) and a positive resistor in series (parallel). If no loop or cutset is
composed exclusively of capacitors and inductors, the circuit has unique asymptotic behavior [1,17].

This theorem is unsatisfactory because linear reactances are required and real devices are never exactly
linear. It has been shown that slight nonlinearities can be tolerated without losing the unique asymptotic
behavior [21]. On the other hand, we cannot expect to get much stronger general results because
nonautonomous nonlinear circuits may easily have multiple steady-state regimes and even more com-
plicated dynamics, such as chaos, even if the characteristics of the nonlinear elements are all strictly
increasing.
Another variant of Theorem 7.13 considers linear resistors and nonlinear reactances [17].
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8.1 Introduction

Nonlinear synthesis and design can be informally defined as a constructive procedure to interconnect
components from a catalog of available primitives, and to assign values to their constitutive parameters to
meet a specific nonlinear relationship among electrical variables. This relationship is represented as an
implicit integrodifferential operator, although we primarily focus on the synthesis of explicit algebraic
functions,

y ¼ f (x) (8:1)
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where
y is voltage or current
f (�) is a nonlinear real-valued function
x is a vector with components that include voltages and currents

This synthesis problem is found in two different circuit-related areas: device modeling [8,76] and analog
computation [26]. The former uses ideal circuit elements as primitives to build computer models of real
circuits and devices (see Chapter 7). The latter uses real circuit components, available either off the shelf
or integrable in a given fabrication technology, to realize hardware for nonlinear signal processing tasks.
We focus on this second area, and intend to outline systematic approaches to devise electronic function
generators. Synthesis relies upon hierarchical decomposition, conceptually shown in Figure 8.1, which
encompasses several subproblems listed from top to bottom:

. Realization of nonlinear operators (multiplication, division, squaring, square rooting, logarithms,
exponentials, sign, absolute value, etc.) through the interconnection of primitive components
(transistors, diodes, operational amplifiers, etc.)

. Realization of elementary functions (polynomials, truncated polynomials, Gaussian functions, etc.)
as the interconnection of the circuit blocks devised to build nonlinear operators

. Approximation of the target as a combination of elementary functions and its realization as the
interconnection of the circuit blocks associated with these functions

Figure 8.1 illustrates this hierarchical decomposition of the synthesis problem through an example in
which the function is approximated as a linear combination of truncated polynomials [30], where
realization involves analog multipliers, built by exploiting the nonlinearities of bipolar junction transistors
(BJTs) [63]. Also note that the subproblems cited above are closely interrelated and, depending on the
availability of primitives and the nature of the nonlinear function, some of these phases can be bypassed.
For instance, a logarithmic function can be realized exactly using BJTs [63], but requires approximation
if our catalog includes only field-effect transistors whose nonlinearities are polynomic [44].

Primitives
for synthesis

vbc

vbe

ic
ic = Is (e

vbe / vt – evbe / vt
 )

Nonlinear
circuit

Nonlinear
task

Φ(x) = (x–E )r sgn(x–E )

f (x) ≈ g(x) =
j = 1

Q

ΣWj Φj (x)

Interconnection
law

Approximation
procedureElementary

functions

Nonlinear operators

FIGURE 8.1 Hierarchical decomposition of the synthesis problem.
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The technical literature contains excellent contributions to the solution of all these problems. These
contributions can hardly be summarized or even quoted in just one section. Many authors follow a block-
based approach which relies on the pervasive voltage operational amplifier (or op-amp), the rectification
properties of junction diodes, and the availability of voltage multipliers, in the tradition of classical analog
computation (e.g., Refs. [7,59,80]). Remarkable contributions have been made which focus on qualitative
features such as negative resistance or hysteresis, rather than the realization of well-defined approximat-
ing functions [9,20,67]. Other contributions focus on the realization of nonlinear operators in the form of
IC units. Translinear circuits, BJTs [23,62], and MOSFETs [79] are particularly well suited to realize
algebraic functions in IC form. This IC orientation is shared by recent developments in analog VLSI
computational and signal processing systems for neural networks [75], fuzzy logic [81], and other
nonlinear signal processing paradigms [56,57,71].
This chapter is organized to fit the hierarchical approach in Figure 8.1. We review a wide range of

approximation techniques and circuit design styles, for both discrete and monolithic circuits. It is based
on the catalog of primitives shown in Appendix A. In addition to the classical op-amp-based continuous-
time circuits, we include current-mode circuitry because nonlinear operators are realized simply and
accurately by circuits that operate in current domain [23,57,62,79]. We also cover discrete-time circuits
realized using analog dynamic techniques based on charge transfer, which is very significant for mixed-
signal processing and computational microelectronic systems [27,72]. Section 8.2 is devoted to approxi-
mation issues and outlines different techniques for uni- and multidimensional functions, emphasizing
hardware-oriented approaches. These techniques involve several nonlinear operators and the linear
operations of scaling and aggregation (covered in Section 8.3, which also presents circuits to perform
transformations among different kinds of characteristics). Sections 8.4 and 8.5 present circuits for piece-
wise-linear (PWL) and piecewise-polynomial (PWP) functions, Section 8.6 covers neural and fuzzy
approximation techniques, and Section 8.7 outlines an extension to dynamic circuits.

8.2 Approximation Issues

8.2.1 Unidimensional Functions

Consider a target function, f(x), given analytically or as a collection of measured data at discrete values
of the independent variable. The approximation problem consists of finding a multiparameter function,
g(x, w), which yields proper fitting to the target, and implies solving two different subproblems: (1) which
approximating functions to use, and (2) how to adjust the parameter vector, w, to render optimum
fitting. We only outline some issues related to this first point. Detailed coverage of both problems can be
found in mathematics and optimization textbooks [73,78]. Other interesting views are found in circuit-
related works [6,11,30], and the literature on neural and fuzzy networks [12,21,33,43,51].
An extended technique to design nonlinear electronic hardware for both discrete [63,80] and mono-

lithic [35,62,79] design styles uses polynomial approximating functions,

g(x) ¼
XQ
j¼0

ajx
j (8:2)

obtained through expansion by either Taylor series or orthogonal polynomials (Chebyshev, Legendre,
or Laguerre) [26]. Other related approaches use rational functions,

g(x) ¼

P
j¼0,Q

ajx j

P
j¼0,R

bjx j
(8:3)
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to improve accuracy in the approximation of certain classes of functions [14]. These can be realized by
polynomial building blocks connected in feedback configuration [63]. In addition, Ref. [39] presents an
elegant synthesis technique relying on linearly controlled resistors and conductors to take advantage of
linear circuits synthesis methods (further extended in Ref. [28]).
From a more general point of view, hardware-oriented approximating functions can be classified into

two major groups:

1. Those involving the linear combination of basis functions

g(x) ¼
XQ
j¼1

wjFj(x) (8:4)

which include polynomial expansions. PWL and PWP interpolation and radial basis functions
(RBF). The hardware for these functions consists of two layers, as shown in Figure 8.2a. The
first layer contains Q nonlinear processing nodes to evaluate the basis functions; the second
layer scales the output of these nodes and aggregates these scaled signals in a summing node.

2. Those involving a multilayer of nested sigmoids [51]; for instance, in the case of two layers [82],

g(x) ¼ h
X
j¼1,Q

w2jh w1jx � d1j
� �( )

� d2

" #
(8:5)

with the sigmoid function given by

h(x) ¼ 2
1þ exp (�lx)

� 1 (8:6)

where l> 0 determines the steepness of the sigmoid. Figure 8.2b shows a hardware concept for
this approximating function, also consisting of two layers.

8.2.2 Piecewise-Linear and Piecewise-Polynomial Approximants

A drawback of polynomial and rational approximants is that their behavior in a small region determines
their behavior in the whole region of interest [78]. Consequently, they are not appropriate to fit functions
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+
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+
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FIGURE 8.2 Block diagram for approximating function hardware. (a) Using linear combination of basis functions;
(b) using two layers of nested sigmoids.
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that are uniform throughout the whole region (see Figure 8.3a). Another drawback is their lack of
modularity, a consequence of the complicated dependence of each fitting parameter on multiple target
data, which complicates the calculation of optimum parameter values. These drawbacks can be overcome
by splitting the target definition interval into Q subintervals, and then expressing approximating function
as a linear combination of basis functions, each having compact support over only one subinterval,
i.e., zero value outside this subinterval. For the limiting case in which Q!1, this corresponds to
interpolating the function by its samples associated to infinitely small subintervals (Figure 8.3b). Such
action is functionally equivalent to expressing a signal as its convolution with a delta of Dirac [10].
This splitting and subsequent approximation can be performed ad hoc, by using different functional

dependences to fit each subregion. However, to support the systematic design of electronic hardware it is
more convenient to rely on well-defined classes of approximating functions. In particular, Hermite PWPs
provide large modularity by focusing on the interpolation of measured data taken from the target function.
Any lack of flexibility as compared to the ad hoc approach may be absorbed in the splitting of the region.
Consider the more general case in which the function, y¼ f(x), is defined inside a real interval

[d0,dNþ 1] and described as a collection of data measured at knots of a given interval partition,
D¼ {d0, d1, d2, . . . , dN, dNþ 1}. These data may include the function values at these points, as well as
their derivatives, up to the (M� 1)th order,

f (k)(di) ¼ dk

dxk
f (x)

����
x¼di

i ¼ 0, 1, 2, . . . ,N ,N þ 1 (8:7)

where k denotes the order of the derivative and is zero for the function itself. These data can be
interpolated by a linear combination of basis polynomials of degree 2M� 1,

g(x) ¼
XNþ1

i¼0

XM�1

k¼0

f (k)(di)Fik(x) (8:8)

where the expressions for these polynomials are derived from the interpolation data and continuity
conditions [78]. Note that for a given basis function set and a given partition of the interval, each
coefficient in Equation 8.8 corresponds to a single interpolation kust.
The simplest case uses linear basis functions to interpolate only the function values,

g(x) ¼
XNþ1

i¼0

f (di)li(x) (8:9)

with no function derivatives interpolated. Figure 8.4 shows the shape of the inner jth linear basis
function, which equals 1 at di and decreases to 0 at di�1 and diþ1. Figure 8.5a illustrates the representation

Exponential Parabolic
f (x) f (x)

xx

(a) (b)Linear

FIGURE 8.3 Example of nonuniform function. (a) A functions that is uniform throughout the whole region.
(b) Interpolating the function by its samples associated to infinitely small subintervals.
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in Equation 8.9. By increasing the degree of the polynomials, the function derivatives also can be
interpolated. In particular, two sets of third-degree basis functions are needed to retain modularity in
the interpolation of the function and its first derivative at the knots

g(x) ¼
XNþ1

i¼0

f (di)vi(x)þ
XNþ1

i¼0

f (1)(di)si(x) (8:10)

where Appendix B shows the shapes and expressions of the value, vi(x), and slope, si(x), basis functions.
The modularity of Hermite polynomials is not free; their implementation is not cheapest in terms of

components and, consequently, may not be optimal for application in which the target function is fixed.
These applications are more conveniently handled by the so-called canonical representation of PWP
functions. A key concept is the extension operator introduced in Ref. [6]; the basic idea behind this
concept is to build the approximating function following an iterative procedure. At each iteration, the
procedure starts from a function that fits the data on a subinterval, enclosing several pieces of the
partition interval, and then adds new terms to also fit the data associated to the next piece. Generally,
some pieces are fit from left to right and others from right to left, to yield

g(x) ¼ g0(x)þ
XNþ

i¼1

Dþgi(x)þ
X�1

i¼�N�

D�gi(x) (8:11)

It is illustrated in Figure 8.5b. The functions in Equation 8.11 have the following general expressions

li(x)

δi–1
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0.0
xδi δi+1

FIGURE 8.4 Hermite linear basis function.

g(x) g(x)
y1

*

y2
*

(a)

x

(b)

x

FIGURE 8.5 Decomposition of a PWL function using the extension operator. (a) Illustrating the representation in
Equation 8.9. (b) Fitting some pieces from left to right and others from right to left.
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Dþg(x) ¼ wuþ(x � d) � w(x � d)sgn(x � d)

D�g(x) ¼ wu�(x � d) � w(x � d)sgn(d� x)

g0(x) ¼ ax þ b

(8:12)

where sgn(�) denotes the sign function, defined as an application of the real axis onto the discrete set {0,1}.
This representation, based on the extension operator, is elaborated in Ref. [6] to obtain the following

canonical representation for unidimensional PWL functions:

g(x) ¼ ax þ bþ
XN
i¼1

wi x � dij j (8:13)

which has the remarkable feature of involving only one nonlinearity: the absolute value function.
The extension operator concept was applied in Ref. [30] to obtain canonical representations for cubic

Hermite polynomials and B-splines. Consequently, it demonstrates that a PWP function admits a global
expression consisting of a linear combination of powers of the input variable, plus truncated powers of
shifted versions of this variable. For instance, the following expression is found for a cubic B-spline:

g(x) ¼
X3
r¼0

arx
r þ

XN
i¼1

bi(x � di)
3sgn(x � di) (8:14)

with ar and bi obtainable through involved operations using the interpolation data. Other canonical
PWP representations devised by these authors use

(x � di)
rsgn(x � di) ¼ 1

2
x � dij j þ x � dið Þf g(x � di)

r�1 (8:15)

to involve the absolute value, instead of the sign function, in the expression of the function.

8.2.3 Gaussian and Bell-Shaped Basis Functions

The Gaussian basis function belongs to the general class of RBF [51,52], and has the following expression:

F(x) ¼ exp � (x � d)2

2s2

� �
(8:16)

plotted in Figure 8.6. The function value is significant only for a small region of the real axis centered
around its center, d, and its shape is controlled by the variance parameter, s2. Thus, even though the

Φ(x)

δ

1.0

0.5

0.0
x

FIGURE 8.6 Guassian basis function.
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support of Gaussian functions is not exactly compact, they are negligible except for well-defined local
domains of the input values.
By linear combination of a proper number of Gaussians, and a proper choice of their centers and

variances, as well as the weighting coefficients, it is possible to approximate nonlinear functions to any
degree of accuracy [51]. Also, the local feature of these functions renders this adjustment process simpler
than for multilayer networks composed of nested sigmoids, whose components are global [43,50].
A similar interpolation strategy arises in the framework of fuzzy reasoning, which is based on local

membership functions whose shape resembles a Gaussian. For instance, in the ANFIS system proposed
by Jang [33]

F(x) ¼ 1

1þ x�d
s

� �2h ib (8:17)

as plotted in Figure 8.7a where the shape is controlled by b and s, and the position is controlled by d.
Other authors, for instance, Yamakawa [81], use the PWL membership function shape of Figure 8.7b,
which is similar to the Hermite linear basis function of Figure 8.4. From a more general point of view,
cubic B-splines [78] used to build hardware [59] and for device modeling [76] also can be considered to
be members of this class of functions.

8.2.4 Multidimensional Functions

Approximation techniques for multidimensional functions are informally classified into five groups:

1. Sectionwise PWP functions [6,30]
2. Canonical PWL representations [11]
3. Neurofuzzy interpolation [33,81]
4. Radial basis functions [51,52]
5. Multilayers of nested sigmoids [82]

8.2.4.1 Sectionwise Piecewise-Polynomial Functions

This technique reduces the multidimensional function to a sum of products of functions of only one
variable:

g(x) ¼
XM1

k1¼1

XM2

k2¼1

. . .
XMP

kP¼1

a(k1, k2, . . . , kP)
YP
j¼1

Fkj (xj) (8:18)

where a(k1, k2, . . . , kP) denotes a constant coefficient. These function representations were originally
proposed by Chua and Kang for the PWL case [6] where

Φ(x) Φ(x)

Slope = –β/2σ1.0

0.5

0.0

1.0

0.5

0.0

(a) (b)
δ x x

2σ
δ

Slope = –β

2σ

FIGURE 8.7 Fuzzy membership functions: (a) polynomial; (b) PWL.

8-8 Feedback, Nonlinear, and Distributed Circuits



F1(xj) ¼ 1 F2(xj) ¼ xj F3(xj) ¼ xj � dj1
�� �� � � �

FMP xj
� � ¼ xj � djMP�2

�� �� (8:19)

Similar to the unidimensional case, the only nonlinearity involved in these basis functions is the absolute
value. However, multidimensional functions not only require weighted summations, but also multipli-
cations. The extension of Equation 8.18 to PWP functions was covered in Ref. [30], and involves the same
kind of nonlinearities as Equations 8.14 and 8.15.

8.2.4.2 Canonical Piecewise Linear Representations

The canonical PWL representation of Equation 8.13 can be extended to the multidimensional case, based
on the following representation:

g(x) ¼ aTx þ bþ
XQ
i¼1

ci w
T
i x � di

�� �� (8:20)

where
a and wi are P-vectors
b, ci, and di are scalars

Q represents the number of hyperplanes that divide the whole space RP into a finite number of polyhedral
regions where g(�) can be expressed as an affine representation.
Note that Equation 8.20 avoids the use of multipliers. Thus, g(�) in Equation 8.20 can be realized

through the block diagram of Figure 8.8, consisting of Q absolute value nonlinearities and weighted
summers.
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+
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FIGURE 8.8 Canonical block diagram for a canonical PWL function.
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8.2.4.3 Radial Basis Functions

The idea behind RBF expansion is to represent the function at each point of the input space as a linear
combination of kernel functions whose arguments are the radial distance of the input point to a selected
number of centers

g(x) ¼
XQ
j¼1

wjFj(kx � djk) (8:21)

where jj�jj denotes a norm imposed on RP, usually assumed Euclidean. The most common basis function
is a Gaussian kernel similar to Equation 8.16,

F(x) ¼ exp �kx � dk2
2s2

� �
(8:22)

although many other alternatives are available [51], for instance,

F(r) ¼ (s2 þ r2)�a, F(r) ¼ r, a � �1 (8:23)

where r is the radial distance to the center of the basis function, r� jjx� djj. Micchelli [42] demonstrated
that any function where the first derivative is monotonic qualifies as a RBF. As an example, as Equation
8.23 displays, the identity function F(r)¼ r falls into this category, which enables connecting the
representation by RBF to the canonical PWL representation [40]. Figure 8.9 is a block diagram for the
hardware realization of the RBF model.

8.2.4.4 Neurofuzzy Interpolation

This technique exploits the interpolation capabilities of fuzzy inference, and can be viewed as the
multidimensional extension of the use of linear combination of bell-shaped basis functions to approximate
nonlinear functions of a single variable (see Equations 8.4 and 8.17). Apart from its connection to
approximate reasoning and artificial intelligence, this extension exhibits features similar to the sectionwise
PWP representation, namely, it relies on a well-defined class of unidimensional functions. However,
neurofuzzy interpolation may be advantageous for hardware implementation because it requires easy-
to-build collective computation operators instead of multiplications.
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δQ
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FIGURE 8.9 Concept of RBF hardware.
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Figure 8.10 depicts the block diagram of a neurofuzzy interpolator for the simplest case in which
inference is performed using the singleton algorithm [33] to obtain

g(x) ¼
XQ
j¼1

wj
sj(x)P

i¼1,Q
si(x)

(8:24)

where the functions si(x), called activities of the fuzzy rules, are given as

sj(x) ¼ G Fj1(x1),Fj2(x2), . . . ,FjP(xP)
� �

(8:25)

where
G(�) is any T-norm operator, for instance, the minimum
F(�) has a bell-like shape (see Figure 8.7)

8.2.4.5 Multilayer Perceptron

Similar to Equation 8.5, but consists of the more general case of several layers, with the input to each
nonlinear block given as a linear combination of the multidimensional input vector [82].

8.3 Aggregation, Scaling, and Transformation Circuits

The mathematical techniques presented in Section 8.2 require several nonlinear operators and the linear
operators of scaling and aggregation (covered for completeness in this section). This section also covers
transformation circuits. This is because in many practical situations we aim to exploit some nonlinear
mechanism which intrinsically involves a particular kind of characteristics. For instance, a MOS
transistor has inherent square-law transconductance, while a diode exhibits an exponential driving-
point. Similarly, many nonlinear operators are naturally realized in current-mode domain and involve
currents at both the input and the output. Thus, transformation circuits are needed to exploit these
mechanisms for other types of characteristics.

8.3.1 Transformation Circuits

Two basic problems encountered in the design of transformation circuits are how to convert a voltage
node into a current node and vice versa. We know no unique way to realize these functions. Instead, there
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FIGURE 8.10 Conceptual architecture of a neurofuzzy interpolator.
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are many alternatives which depend on which active component from Appendix A is used. The OTA can
be represented to a first-order model as a voltage-controlled current source (VCCS) with linear
transconductance parameter gm. Regarding the op-amp and CCII, it is convenient to represent them
by the first-order models of Figure 8.11, which contain nullators and norators.* A common appealing
feature of both models is the virtual ground created by the input nullator. It enables us to sense the
current drawn by nodes with fixed voltage—fully exploitable to design transformation circuits.

8.3.1.1 Voltage-to-Current Transformation

A straightforward technique for voltage-to-current conversion exploits the operation of the OTA as
a VCCS (see Figure 8.12a) to obtain i0¼ gmvi, where gm is the OTA transconductance parameter [22].
A drawback is that its operation is linear only over a limited range of the input voltage. Also, the
scaling factor is inaccurate and strongly dependent on temperature and technology. Consequently,

* A nullator simultaneously yields a short circuit and an open circuit, while the voltage and the current at a norator are
determined by the external circuitry. The use of a nullator to model the input port of an op amp is valid only if the
component is embedded in a negative feedback configuration. With regard to the CCII, the required feedback is created by
the internal circuitry.
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FIGURE 8.11 First-order models for voltage op-amps and CCIIs using nullators and norators.
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FIGURE 8.12 Voltage-to-current transformation: (a) using an OTA; (b) using voltage feedback; (c) using a current
conveyor; (d) using virtual ground of an op-amp; (e) same as Figure 8.12d, but with active resistors.
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voltage-to-current conversion using this approach requires circuit strategies to increase the OTA linear
operation range [17,70], and tuning circuits to render the scaling parameter accurate and stable [70]. As
counterparts, the value of the scaling factor is continuously adjustable through a bias voltage or current.
Also, because the OTA operates in open loop, its operation speed is not restricted by feedback-induced
pole displacements.
The use of feedback attenuates the linearity problem of Figure 8.12a by making the conversion rely on

the constitutive equation of a passive resistor. Figure 8.12b illustrates a concept commonly found in op-
amp-based voltage-mode circuits [29,59]. The idea is to make the voltage at node A of the resistor change
linearly with vo, v1¼ voþ avi, and thus render the output current independent of vo, to obtain io¼G
(voþ avi� vo)¼ aGvi. The summing node in Figure 8.12b is customarily realized using op-amps and
resistors, which is very costly in the more general case in which the summing inputs have high
impedance. The circuits of Figure 8.12c and d reduce this cost by direct exploitation of the virtual
ground at the input of current conveyors (Figure 8.12c) and op-amps (Figure 8.12d). For both circuits,
the virtual ground forces the input voltage vi across the resistor. The resulting current is then sensed
at the virtual ground node and routed to the output node of the conveyor, or made to circulate through
the feedback circuitry of the op-amp, to obtain io¼Gvi.

Those implementations of Figure 8.12b through d that use off-the-shelf passive resistors overcome the
accuracy problems of Figure 8.12a. However, the values of monolithic components are poorly controlled.
Also, resistors may be problematic for standard VLSI technologies, where high-resistivity layers are not
available and consequently, passive resistors occupy a large area. A common IC-oriented alternative uses
the ohmic region of the MOS transistor to realize an active resistor [69] (Figure 8.12e). Tuning and
linearity problems are similar to those for the OTA. Circuit strategies to overcome the latter are ground
in Refs. [13,32,66,69].

8.3.1.2 Current-to-Voltage Transformation

The most straightforward strategy consists of a single resistor to draw the input current. It may be passive
(Figure 8.13a) or active (Figure 8.13b). Its drawback is that the node impedance coincides with the
resistor value, and thus makes difficult impedance matching to driving and loading stages. These
matching problems are overcome by Figure 8.13c, which obtains low impedances at both the input
and the output ports. On the other hand, Figure 8.13d obtains low impedance at only the input terminal,
but maintains the output impedance equal to the resistor value. All circuits in Figure 8.13 obtain vo¼Rii,
where R¼ gm

�1 for the OTA.
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FIGURE 8.13 Current-to-voltage transformation: (a) using a resistor; (b) using a feedback OTA; (c) using op-amps;
(d) using current conveyors.
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8.3.1.3 Voltage=Charge Domain Transformations for Sampled-Data Circuits

The linearity and tuning problems of previous IC-related transformation approaches are overcome
through the use of dynamic circuit design techniques based on switched-capacitors [72]. The price is
that the operation is no longer asynchronous: relationships among variables are only valid for a discrete
set of time instants. Variables involved are voltage and charge, instead of current, and the circuits use
capacitors, switches, and op-amps.
Figure 8.14a is for voltage-to-charge transformation, while Figure 8.14b is for charge-to-voltage

transformation. The switches in Figure 8.14a are controlled by nonoverlapping clock signals, so that
the structure delivers the following incremental charge to the op-amp virtual ground node:

Dqe ¼ C viþ � vi�ð Þ ¼ �Dqo (8:26)

where the superscript denotes the clock phase during which the charge is delivered. Complementarily,
the structure of Figure 8.14b initializes the capacitor during the even clock phase, and senses the
incremental charge that circulates through the virtual ground of the op-amp during the odd clock
phase. Thus, it obtains

vo0 ¼ C(Dqo) (8:27)

References [45,46,68] contain alternative circuits for the realization of the scaling function. Such circuits
have superior performance in the presence of parasitics of actual monolithic op-amps and capacitors.

8.3.1.4 Transformation among Transfer Characteristics

Figure 8.15 depicts the general architecture needed to convert one kind of transfer characteristics,
e.g., voltage transfer, into another, e.g., current transfer. Variables x0 and y0 of the original characteristics
can be either voltage or current, and the same occurs for x and y of the converted characteristic. The
figure depicts the more general case, which also involves a linear transformation of the characteristics
themselves:

x
y

	 

¼ A

x 0

y 0

	 

¼ a11 a12

a21 a22

	 

x 0

y 0

	 

(8:28)

For example, Figure 8.15 encloses the matrices to rotate the characteristics by an angle u, and to reflect
the characteristics with respect to an edge with angle u. This concept of linear transformation converters
and its applications in the synthesis of nonlinear networks was proposed initially by Chua [5] for driving-
point characteristics, and further extended by Glover [24] and Huertas [29].
In the simplest case, in which the nondiagonal entries in Equation 8.28 are zero, the transformation

performed over the characteristics is scaling, and the circuits of Figures 8.12 and 8.13 can be used directly
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FIGURE 8.14 Transformations for sampled-data circuits: (a) voltage to charge; (b) charge to voltage.

8-14 Feedback, Nonlinear, and Distributed Circuits



to convert x into x 0 at the input front-end, and y 0 at the output front-end. Otherwise, aggregation
operation is also required, which can be realized using the circuits described elsewhere.

8.3.1.5 From Driving Point to Transfer and Vice Versa

Figure 8.16 illustrates circuits to transform driving-point characteristics into related transfer character-
istics. Figure 8.16a and b uses the same principle as Figure 8.12c and d to transform a voltage-controlled
driving-point characteristic, ii¼ f (vi), into a transconductance characteristics. On the other hand Figure
8.16c operates similarly to Figure 8.13c to transform a current-controlled driving-point characteristic,
vi¼ f (ii), into a transimpedance characteristic. If the resistance characteristics of the resistor in Figure
8.16a and b, or the conductance characteristic of the resistor in Figure 8.16c, is invertible, these circuits
serve to invert nonlinear functions [63]. For instance, using a common base BJT in Figure 8.16c obtains a
logarithmic function from the BJT exponential transconductance. Also, the use of a MOST operating in
the ohmic region serves to realize a division operation.
Lastly, let us consider how to obtain driving-point characteristics from related transfer characteristics.

Figure 8.17a and b corresponds to the common situation found in op-amp-based circuits, where the
transfer is between voltages. Figure 8.17a is for the voltage-controlled case and Figure 8.17b is for the
current-controlled case. They use feedback strategies similar to Figure 8.17b to render either the input
voltage or the input current independent of the linear contributions of the other port variable. A general
theory for this kind of transformation converter can be found in Ref. [29].
Note that these figures rely on a Thévenin representation. Similar concepts based on Norton repre-

sentations allow us to transform current transfer characteristics into driving-point characteristics.
However, careful design is needed to preserve the input current while sensing it.
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FIGURE 8.15 Concept of linear transformation converter for transfer characteristics: general architecture, and
transformation matrices for rotation (left) and reflection (right).
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Other interesting transformation circuits are depicted in Figure 8.17c and d. The block in Figure 8.17c
is a transconductor that obtains io¼�f (vi) with very large input impedance. Then, application of
feedback around it obtains a voltage-controlled resistor, io¼ f (vi). Figure 8.17d obtains a current-
controlled resistor, vi¼ f (ii), using a current conveyor to sense the input current and feedback the output
voltage of a transimpedance device with vo¼ f(ii).

8.3.2 Scaling and Aggregation Circuitry

8.3.2.1 Scaling Operation

Whenever the weights are larger than unity, or are negatives, the operation of scaling requires active
devices. Also, because any active device acts basically as a transconductor, the scaling of voltages is
performed usually through the transformation of the input voltage into an intermediate current and the
subsequent transformation of this current into the output voltage. Figure 8.18 illustrates this for an op-
amp-based amplifier and an OTA-based amplifier. The input voltage is first scaled and transformed in io,
and then this current is scaled again and transformed into the output voltage. Thus, the scaling factor
depends on two design parameters. Extra control is achieved by also scaling the intermediate current.
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FIGURE 8.17 From transfer to driving-point characteristics. (a) Voltage-controlled case. (b) The current-controlled
case. (c) A transconductor. (d) A current-controlled resistor.

io
iovo

vi

vi

R2

R1 vo

+
–

gm2
+
– gm1+

–

(a) (b)

vo = vi
gm2
gm1

vo = – vi
R2
R1

FIGURE 8.18 Mechanisms for voltage scaling. (a) An op-amp-based amplifier. (b) An OTA-based amplifier.

8-16 Feedback, Nonlinear, and Distributed Circuits



Let us now consider how to scale currents. The most convenient strategy uses a current mirror, whose
simplest structure consists of two matched transistors connected as shown in Figure 8.19a [25]. Its
operating principle relies on functional cancellation of the transistor nonlinearities to yield a linear
relationship

io ¼ p2f (vi) ¼ p2f f �1 ii
p1

� �	 

¼ p2

p1
ii (8:29)

where p1 and p2 are parameters with value that can be designer controlled; for instance, b of the MOST or
Is of the BJT (see Appendix A and Ref. [44]). The input and output currents in Figure 8.19a must be
positive. Driving the input and output nodes with bias currents IB and (p2=p1)IB, respectively, one obtains
ii¼ ii0 þ IB and io¼ I 0o þ (p2þ p1)IB, and this enables bilateral operation on ii0 and io0 .

In practical circuits, this simple design concept must be combined with circuit strategies to reduce
errors due to nonnegligible input current of BJTs, DC voltage mismatch between input and output
terminals, finite input resistance, and finite output resistance. Examples of these strategies can be found
in Refs. [25,56,77]. On the other hand, sizing and layout strategies for other problems related to random
mismatches between input and output devices are found in Ref. [41,48], which are applicable to most
matching problems in MOS IC design.
The current mirror concept is extensible to any pair of matched transconductors, provided their

transconductance characteristics are invertible and parameterized by a designer-controlled scale
factor p, and that the dependence of the output current with the output voltage is negligible. In particular,
the use of differential transconductors enables us to obtain bilateral operation simply, requiring no
current-shifted biasing at the input and output nodes. It also simplifies achieving noninverting ampli-
fication (that is, positive scale factors), as Figure 8.19b illustrates. This figure also serves to illustrate
the extension of the mirror concept to multiple current outputs. Note that except for loading consider-
ations, no other limitations exist on the number of output transconductors that can share the input
voltage. Also, because fan-out of a current source is strictly one, this replication capability is needed
to enable several nodes to be excited by a common current. On the other hand, the fact that the
different current output replicas can be scaled independently provides additional adjusting capability
for circuit design.
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FIGURE 8.19 Current scaling using current mirrors. (a) Two matched transistors. (b) Noninverting amplification.
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8.3.2.2 Signal Aggregation

As for the scaling operation, aggregation circuitry operates in current domain, based on Kirchhoff’s
current law (KCL). Thus, the aggregation of voltages requires that first they be transformed into currents
(equivalently, charge packets in the switched-capacitor circuitry) and then added through KCL, while
currents and incremental charges are added by routing all the components to a common node. If the
number of components is large, the output impedance of the driving nodes is not large enough, and=or
the input importance of the load is not small enough, this operation will encompass significant
loading errors due to variations of the voltage at the summing node. This is overcome by clamping the
voltage of this node using a virtual ground, which in practical circuits is realized by using either the
input port of an op-amp, or terminals X and Y of a current conveyor. Figure 8.20 illustrates the current
conveyor case.

8.4 Piecewise-Linear Circuitry

Consider the elementary PWL function that arise in connection with the different methods of represen-
tation covered in Section 8.2:

. Two-piece concave and convex characteristics (see Equation 8.12)

. Hermite linear basis function (see Figure 8.4 and Appendix B)

. Absolute value (see Equation 8.13)

where rectification is the only nonlinear operator involved. The circuit primitives in Appendix A exhibit
several mechanisms which are exploitable in order to realize rectification:

. Cutoff of diodes and transistors—specifically, current through a diode negligible for negative
voltage, output current of BJTs, and MOSTs negligible under proper biasing

. Very large resistance and zero offset voltage of an analog switch for negative biasing of the control
terminal

. Digital encoding of the sign of a differential voltage signal using a comparator

Similar to scaling and aggregation operations, rectification is performed in current domain, using the
mechanisms listed previously to make the current through a branch negligible under certain conditions.
Three techniques are presented, which use current transfer in a transistor-based circuit, current-
to-voltage transfer using diodes and op-amp, and charge transfer using switches and comparators,
respectively.

8.4.1 Current Transfer Piecewise-Linear Circuitry

Figure 8.21a and b presents the simplest technique to rectify the current transferred from node A to
node B. They exploit the feature of diodes and diode-connected transistors to support only positive
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FIGURE 8.20 Aggregation of voltages through intermediate currents and current conveyor.
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currents. Figure 8.21a operates by precluding negative currents to circulate from node A to node B, while
Figure 8.21b also involves the nonlinear transconductance of the output transistor Mo; negative currents
driving the node A force vi to become smaller than the cut-in voltage and, consequently, the output
current becomes negligible. A drawback to both circuits is that they do not provide a path for negative
input currents, which accumulates spurious charge at the input node and forces the driving stage to
operate outside its linear operating regime. Solutions to these problems can be found in Refs. [57,61].
Also, Figure 8.21a produces a voltage displacement equal to the cut-in voltage of the rectifying device,
which may be problematic for applications in which the voltage at node A bears information. A common
strategy to reduce the voltage displacements uses feedback to create superdiodes (shown in Figure 8.21c
for the grounded case and Figure 8.21d for the floating case), and where the reduction of the voltage
displacement is proportional to the DC gain of the amplifier.
Figure 8.22a, called a current switch, provides paths for positive and negative currents entering

node A, and obtains both kinds of elementary PWL characteristics exploiting cutoff of either BJTs or
MOSTs. It consists of two complementary devices: npn (top) and pnp BJTs, or n-channel (top) and
p-channel MOSTs. Its operation is very simple: any positive input current increases the input voltage,
turning the bottom device ON. Because both devices share the input voltage, the top device becomes
OFF. Similarly, the input voltage decreases for negative input currents, so that the top device becomes ON
and the bottom OFF. In sum, positive input currents are drawn to the bottom device, while negative
currents are drawn to the top device.
An inconvenience of Figure 8.22a is the dead zone exhibited by its input driving-point characteristics,

which is very wide for MOSTs. It may produce errors due to nonlinear loading of the circuitry that drives
the input node. Figure 8.22b overcomes this by using a circuit strategy similar to that of the superdiodes.
The virtual ground at the op-amp input renders the dead zone centered around the voltage level E, and its
amplitude is reduced by a factor proportional to the amplifier DC gain. Some considerations related to
the realization of this amplifier are found in Ref. [58].
Proper routing and scaling of the currents ip and in in Figure 8.22a gives us the concave and convex

basic characteristics with full control of the knot and position and the slope in the conducting region.
Figure 8.22c is the associated circuit, in which the input bias current controls the knot position, and the
slope in the conducting region is given by the gain of the current mirrors. Note that this circuit also
obtains the absolute value characteristics, while Figure 8.22d obtains the Hermite linear basis function.
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FIGURE 8.21 (a) and (b) Circuit techniques for current rectification; (c) and (d) superdiodes.
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The way to obtain the PWL fuzzy membership function from this latter circuit is straightforward, and
can be found in Ref. [58].

8.4.2 Transresistance Piecewise-Linear Circuitry

The circuit strategies involved in PWL current transfer can be combined in different ways with the
transformation circuits discussed previously to obtain transconductance and voltage-transfer PWL
circuits. In many cases design ingenuity enables optimum merging of the components and consequently,
simpler circuits. Figure 8.23a depicts what constitutes the most extended strategy to realize the elemen-
tary PWL functions using off-the-shelf components [63,80]. The input current is split by the feedback
circuitry around the op-amp to make negative currents circulate across Dn and positive currents circulate
across Dp. Consequently, this feedback renders the input node of the op-amp a virtual ground and thus
reduces errors due to finite diode cut-in voltage in the transresistance characteristics. Similar to Figure
8.22, the position of the knot in these elementary characteristics is directly controlled by an input bias
current. Also note that the virtual ground can be exploited to achieve voltage-to-current transformation
using the strategy of Figure 8.12d and thus, voltage-transfer operation.
Algebraic combination of the elementary curves provided by Figure 8.23a requires transforming the

voltages von and vop into currents and then aggregating these currents by KCL. For example, Figure 8.23b
is the circuit for the absolute value and Figure 8.23c presents a possible implementation of the Hermite
basis function.
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input driving-point characteristics. (b) A circuit strategy similar to that of the superdiodes. (c) The associated circuit
of (a). (d) A Hermite linear basis function circuit.
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Other related contributions found in the literature focus on the systematic realization of PWL driving-
point resistors, and can be found in Refs. [7,10].

8.4.3 Piecewise-Linear Shaping of Voltage-to-Charge
Transfer Characteristics

The realization of PWL relationships among sampled-data signals is based on nonlinear voltage-to-
charge transfer and uses analog switches and comparators. Figure 8.24a is a circuit structure, where one
of the capacitor terminals is connected to virtual ground and the other to a switching block. Assume that
nodes A and B are both grounded. Note that for (v� d)> 0 the switch arrangement set node D to d,
while node E is set to v. For (v� d)< 0, nodes D and E are both grounded. Consequently, voltage at
node C in this latter situation does not change from one clock phase to the next, and consequently, the
incremental charge becomes null for (v� d)< 0. On the other hand, for (v� d)> 0, the voltage at node
C changes from one clock phase to the next, and generates an incremental charge

Dqe ¼ C v � dð Þ ¼ �Dqo (8:30)
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FIGURE 8.23 PWL transimpedance circuits. (a) Circuit for algebraic combination of the elementary curves.
(b) Circuit for the absolute value. (c) Circuit for a possible implementation of the Hermite basis function.
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terminals is connected to virtual ground and the other to a switching block. (b) Circuitry using series rectification of
the circulating charge through a comparator-controlled switch.
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which enables us to obtain negative and positive slopes using the same circuit, as shown in Figure 8.24a.
To make the characteristics null for (v� d)> 0, it suffices to interchange the comparator inputs. Also,
the technique is easily extended to the absolute value operation by connecting terminal A to v, and
terminal B to d. The realization of the Hermite linear basis function is straightforward and can be found
in Ref. [55].
Other approaches to the realization of PWL switched-capacitor circuitry use series rectification of

the circulating charge through a comparator-controlled switch (Figure 8.24b), and can be found in
Refs. [16,31]. The latter also discusses exploitation of these switched-capacitor circuits to realize con-
tinuous-time driving-point characteristics, the associated transformation circuits, and the dynamic
problematics.

8.5 Polynomials, Rational, and Piecewise-Polynomial
Functions

These functions use rectification (required for truncation operation in the PWP case) and analog
multiplication,

z ¼ xy
a

(8:31)

as basic nonlinear operators.* Joining the two inputs of the multiplier realizes the square function.
Analog division is realized by applying feedback around a multiplier, illustrated at the conceptual level in
Figure 8.25a; the multiplier obtains e¼ (zy)=a, and for A ! 1, the feedback forces x¼ e. Thus, if y 6¼ 0,
the circuit obtains z¼a(x=y). Joining y and z terminals, the circuit realizes the square root, z¼ (ax)1=2.
This concept of division is applicable regardless of the physical nature of the variables involved. In the
special case in which e and x are current and z is a voltage, the division can be accomplished using KCL to
yield x¼ e. Figure 8.25b shows a circuit for the case in which the multiplication is in voltage domain, and
Figure 8.25c is for the case in which multiplication is performed in transconductance domain. The
transconductance gain for input z in the latter case must be negative to guarantee stability.
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FIGURE 8.25 Division operator using a feedback multiplier: (a) concept; (b) with voltage multiplier and op-amp;
(c) with transconductance multiplier and OTA.

* Scale factor a in Equation 1.31 must be chosen to guarantee linear operation in the full variation range of inputs
and outputs.
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8.5.1 Concepts and Techniques for Polynomic and Rational Functions

Figure 8.26 illustrates conceptual hardware for several polynomials up to the fifth degree. Any larger
degree is realized similarly. Figure 8.27 uses polynomials and analog division to realize rational
functions

g(x) ¼

P
i¼0,Q

ajx j

P
j¼0,R

bjx j
(8:32)

For simplicity, we have assumed that the internal scaling factors of the multipliers in Figures 8.26 and
8.27 equal one.
An alternative technique to realize rational functions is based on linearly controlled resistors, described

as v¼ (Lx)i, and linearly controlled conductors, i¼ (Cx)v, where L and C are real parameters. This
technique exploits the similarity between these characteristics and those which describe inductors and
capacitors in the frequency domain, to take advantage of the synthesis techniques for rational transfer
function in the s-plane through interconnection of these linear components [28,39] (Figure 8.28). As for
the previous cases, realization of linearly controlled resistors and conductors require only multipliers and,
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depending upon the nature of the variables involved in the multipliers, voltage-to-current and current-
to-voltage transformation circuits.

8.5.2 Multiplication Circuitry

Two basic strategies realize multiplication circuitry: using signal processing and exploiting some non-
linear mechanism of the primitive components. Signal processing multipliers rely on the generation of a
pulsed signal whose amplitude is determined by one of the multiplicands and its duty cycle by the other,
so that the area is proportional to the result of the multiplication operation. Figure 8.29a presents an
implementation concept based on averaging. This is performed by a low-pass filter where the input is a
pulse train with amplitude proportional to x and duty cycle proportional to y. The latter proportionality
is achieved through nonlinear sampling by comparing y with a time reference sawtooth signal. Thus, the
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area under each pulse in the train is the product of x3 y, extracted by the low-pass filter. This
implementation concept is discussed in further detail in classical texts on analog computation [63],
and applied more recently to analog VLSI signal processing [72].
Figure 8.29b is an alternative implementation concept based on signal shaping in the time domain.

It uses two linear blocks with normalized unit step response given as hz(t) and hy(t). The first is driven by
level x to obtain

z(t) ¼ xhz(t), 0 � t < t (8:33)

where t denotes the duration of the time interval during which the switch S remains closed. The other is
driven by a references level a, to render t given by

t ¼ h�1
y

y
a

� �
(8:34)

Assuming both linear blocks are identical and the time function invertible, one obtains the steady-state
value of z, z(t), as the product of levels x and y.
The simplest implementation of Figure 8.29 uses integrators, i.e., h(t)¼ t, as linear blocks (see Figure

8.41b). Also note that the principle can be extended to the generation of powers of an input signal
by higher-order shaping in time domain. In this case, both linear blocks are driven by reference levels.
The block hy(t) consists of a single integrator, t¼ y=a. The other consists of the cascade of P integrators,
and obtains z(t)¼btp. Thus, z(t)¼b(y=a)p. Realizations suitable for integrated circuits are found in
Refs. [34,55].

8.5.3 Multipliers Based on Nonlinear Devices

The primitives in Appendix A display several mechanisms that are exploitable to realize analog
multipliers:

. Exponential functionals associated to the large-signal transconductance of BJTS, and the possibility
of obtaining logarithmic dependencies using feedback inversion

. Square-law functionals associated to the large-signal transconductance of the MOS transistor
operating in saturation region

. Small-signal transconductance of a BJT in active region as a linear function of collector current

. Small-signal transconductance of a MOST in saturation as a linear function of gate voltage

. Small-signal self-conductance of a MOS transistor in ohmic region as a linear function of gate
voltage

These and related mechanisms have been explained in different ways and have resulted in a huge catalog
of practical circuits. To quote all the related published material is beyond the scope of this section. The
references listed at the end were selected because of their significance, and their cross-references contain a
complete view of the state of the art. Also, many of the reported structures can be grouped according to
the theory of translinear circuits, which provides a unified framework to realize nonlinear algebraic
functions through circuits [23,62,79].

8.5.3.1 Log–Antilog Multipliers

Based on the exponential large-signal transconductance of the BJT, and the following relationships,

z0 ¼ ln(x)þ ln(y) ¼ ln(xy)

z ¼ ez
0 ¼ eln(xy) ¼ xy

(8:35)
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which can be realized as illustrated in Figure 8.30a [65]. This circuit operates on positive terminal
currents to obtain i0¼ (i1i2)=i3, which can be understood from translinear circuit principles by noting
that the four base-to-emitter voltages define a translinear loop,

0 ¼vbe1 þ vbe2 � vbe3 � vbe4

¼ln
i1
Is

� �
þ ln

i2
Is

� �
�ln

i3
Is

� �
�ln

io
Is

� �
(8:36)

The circuit can be made to operate in four-quadrant mode, though restricted to currents larger than �IB,
by driving each terminal with a bias current source of value IB. Also, because all input terminals
are virtual ground the circuit can be made to operate on voltages by using the voltage-to-current
transformation concept of Figure 8.12d. Similarly, the output current can be transformed into a voltage
by using an extra op-amp and the current-to-voltage transformation concept of Figure 8.13c. Extension
of this circuit structure to generate arbitrary powers is discussed in Ref. [23]. Figure 8.30b [1] uses similar
techniques, based on introducing scaling factors in the translinear loop, to obtain

iy ¼ i1�k
a ikx (8:37)

8.5.3.2 Square-Law Multipliers

Square-law multipliers are based on the algebraic properties of the square function, most typically

z ¼ 1
4

(x þ y)2 � (x � y)2
 � ¼ xy (8:38)

shown conceptually in Figure 8.31a, and the possibility of obtaining the square of a signal using circuits,
typically consisting of a few MOS transistors operating in saturation region. Figure 8.31b through f depict
some squarer circuits reported in the literature.
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The completeness of square-law operators for the realization of nonlinear circuits was demonstrated
from a more general point of view in Ref. [47], and their exploitation has evolved into systematic circuit
design methodologies to perform both linear and nonlinear functions [3].

8.5.3.3 Transconductance Multipliers

A direct, straightforward technique to realize the multiplication function exploits the possibility of
controlling the transconductance of transistors through an electrical variable (current or voltage).
Although this feature is exhibited also by unilateral amplifiers, most practical realizations use differential
amplifiers to reduce offset problems and enhance linearity [25]. Figure 8.32 presents a generic schematic
for a differential amplifier, consisting of two identical three-terminal active devices with common bias
current. The expressions on the right display its associated transconductance characteristics for npn-BJTs
and n-channel MOSTs, respectively [25]. These characteristics are approximated to a first-order model as

izBJT � iy
4Ut

vx , izMOST � ffiffiffiffiffiffiffi
biy

p� �
vx (8:39)

which clearly displays the multiplication operation, although restricted to a rather small linearity
range. Practical circuits based on this idea focus mainly on increasing this range of linearity, and follow
different design strategies. Figure 8.33 gives an example known as the Gilbert cell or Gilbert multiplier
[23]. Corresponding realizations using MOS transistors are discussed in Refs. [2,53]. Sánchez-Sinencio
et al. [61] present circuits to realize this multiplication function using OTA blocks. On the other
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hand, Ref. [17] presents a tutorial discussion of different linearization techniques for MOS differential
amplifiers.

8.5.3.4 Multiple Based in the Ohmic Region of MOS Transistors

The ohmic region of JFETs has been used to realize amplifiers with controllable gain for automatic gain
control [54]. It is based on controlling the equivalent resistance of the JFET transistor in its ohmic region
through a bias voltage. More recently, MOS transistors operating in the ohmic region were used to realize
linear [69,70] and nonlinear [35] signal processing tasks in VLSI chips. There exist many ingenious
circuits to eliminate second and higher-order nonlinearities in the equivalent resistance characteristics.
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The circuit in Figure 8.34a achieves very good nonlinearity cancellation through cross-coupling and fully
differential operation, obtaining

izþ � iz� ¼ 2b(vxþ � vx�)(vyþ � vy�) (8:40)

and its use in multiplication circuits is discussed in Refs. [35,66]. A more general view is presented
in Figure 8.34b [35], where the conductance as well as the resistance of the MOS ohmic region are used
to obtain a versatile amplifier-divider building block. Enomoto and Yasumoto [18] report another
interesting multiplier that combines the ohmic region of the MOS transistor and sampled-data circuits.

8.6 Sigmoids, Bells, and Collective Computation Circuits

8.6.1 Sigmoidal Characteristics

As Equation 8.5 illustrates, approximating a nonlinear function through a multilayer perceptron requires
the realization of sigmoidal functions, with arguments given as linear combinations of several variables.
The exact shape of the sigmodial is not critical for the approximation itself, although it may play an
important role in fitting [82]. Figure 8.35 depicts two shapes used in practice. Figure 8.35a, the hard
limiter, has an inner piece of large (ideally infinite) slope, while for Figure 8.35b, the soft limiter, this
slope is smaller and can be used as a fitting parameter.

Most amplifiers have large-signal transfer characteristics whose shape is a sigmoid or an inverted
sigmoid. We present only those circuits whose inputs are currents because this simplifies the circuitry
needed to obtain these inputs as linear combinations of other variables. The op-amp circuit of
Figure 8.36a realizes the soft limiter characteristics in transimpedance form. The center is set by the
input bias current and the slope through the resistor (b¼R). If the branch composed of the two Zener
diodes is eliminated, the saturation levels Eþ and E� are determined through the internal op-amp
circuitry, inappropriate for accurate control. (Otherwise, they are determined through the Zener break-
down voltages.) On the other hand, Figure 8.36b also realizes the hard sigmoid in transimpedance
domain [58]. The output saturation levels for this structure are Eþ¼VTn and E�¼ jVTpj, where VTn and
VTp are the threshold voltages of the NMOS transistor and the PMOS transistor, respectively. To obtain
the output represented by a current, one can use voltage-to-current transformation circuits. References
[15,57,58] discuss simpler alternatives operating directly in current domain. For instance, Figure 8.36c
and d depicts circuits for the soft limiter characteristics and the hard limiter characteristics.
With regard to the calculation of the input to the sigmoid as a linear combination of variables, note

that the input node of all circuits in Figure 8.36 is virtual ground. Consequently, the input current can be
obtained as a linear combination of voltages or currents using the techniques for signal scaling and
aggregation presented in Section 8.3.

E+

–E–

y

xδ0.0

(a)
–E–

E+

y

xδ

Slope = β

0.0

(b)

FIGURE 8.35 Typical sigmoidal shapes: (a) hard limiter; (b) soft limiter.
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8.6.2 Bell-Like Shapes

The exact shapes of Equations 8.16 and 8.17 involve the interconnection of squarers, together with blocks
to elevate to power, and exponential blocks—all realizable using techniques previously discussed in this
chapter. However, these exact shapes are not required in many applications, and can be approximated
using simpler circuits. Thus, let us consider the differential amplifier of Figure 8.32, and define vi¼ vx,
IB¼ iy, and io¼ iz for convenience. The expressions for the large-signal transconductance displayed along
with the figures show that they are sigmoids with saturation levels at IB and �IB. They are centered at
vi¼ 0, with the slope at this center point given by Equation 8.39. The center can be shifted by making
vi¼ vxþ and d¼ vx�.

Similar to the differential amplifier, most OTAs exhibit sigmoid-like characteristics under large-signal
operation, exploitable to realize nonlinear functions [19,37,56,61,71]. This may rely on the mathematical
techniques behind multilayer perceptrons, or on those behind RBF and fuzzy interpolation.
Figure 8.37a obtains a bell-shaped transconductance through a linear, KCL combination of the two

sigmoidal characteristics, one of negative slope and the other of positive slope. The width and center of
the bell (see Figure 8.7) are given respectively by

2s ¼ d2 � d1, d ¼ d2 þ d1
2

(8:41)

controlled by the designer. The slope of the bell at the cross-over points is also controlled through the
transconductance of the OTAs.
For simpler circuit realizations, this technique can be used directly with differential amplifiers, as

shown in Figure 8.37b. The differential output current provided by the circuit can be transformed into a

ii
ii io

io

IB IBIBIB

IB

IB

A

(c) (d)

+
+ – –

δδ

ii ii

vo vo

R

++
– –

(a) (b)

FIGURE 8.36 Realization of sigmoidal characteristics with input current: (a) transimpedance soft limiter;
(b) transimpedance hard limiter; (c) and (d) soft and hard limiters in current transfer domain.
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unilateral one using a p-channel current mirror. Equation 8.41 also applies for this circuit, and the slope
at the cross-overs is

slopeMOST ¼ k
ffiffiffiffiffiffiffi
bIB

p
, slopeBJT ¼ kIB

4Ut
(8:42)

Note that the control of this slope through the bias current changes the height of the bell. It motivates the
use of a voltage gain block in Figure 8.37. Thus, the slope can be changed through its gain parameter k.
The slope can also be changed through b for the MOSTs. Practical realizations of this concept are found
in Refs. [4,71,74]. The voltage amplifier block can be realized using the techniques presented in this
chapter. Simpler circuits based on MOS transistors are found in Ref. [53].

8.6.3 Collective Computation Circuitry

RBF and fuzzy inference require multidimensional operators to calculate radial distances in the case of
RBF, and to normalize vectors and calculate T-norms in the case of fuzzy inference. These operators can
be expressed as the interconnection of the nonlinear blocks discussed previously, or realized in a simpler
manner through dedicated collective computation circuitry. Most of these circuits operate intrinsically in
current domain and are worth mentioning because of this simplicity and relevance for parallel informa-
tion processing systems.

8.6.3.1 Euclidean Distance

Figure 8.38 [38] presents a current-mode circuit to compute

iy ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiX
k¼1,P

i2xk

s
(8:43)

IBIB
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io+ io–

i1+ i2+ i2–i1–
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FIGURE 8.37 Transconductance circuits for bell-shaped function: (a) using OTAs; (b) using differential amplifiers.
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based on the square-law of MOS transistors in the saturation region. If the current ik at each terminal is
shifted through a bias current of value dk, the circuit serves to compute the Euclidean distance between
the vector of input currents and the vector d.

8.6.3.2 Normalization Operation

Figure 8.39 depicts circuits to normalize an input current vector, for the BJT [23] and the CMOS [74] cases,
respectively. Their operation is based on KCL and the current mirror principle. Kirchhoff’s circuit law
forces the sum of the output currents at node A to be constant. On the other hand, the current mirror
operation forces a functional dependency between each pair of input and output currents. Thus, they obtain

�ik � ikP
j¼1,P

ij
(8:44)

for each current component.

8.6.3.3 T-Norm Operator

The calculation of the minimum of an input vector x is functionally equivalent to obtaining the
complement of the maximum of the complements of its components. Figure 8.40a illustrates a classical
approach used in analog computation to calculate the maximum of an input vector x. It is based on the
following steady-state equation:

�y þ
X
k¼1,P

u�1(A(xk � y)) ¼ 0 (8:45)

ix1 ix2

(1) (4/P)(2(P + 1)/P)
iy

ixP

FIGURE 8.38 CMOS self-biased Euclidean distance circuit. (From Landolt, O., Vittoz, E., and Heim, P., Electr.
Lett., 28, 352, 1992. With permission.)

i1 i1i2i1 i2 i2 i2i1iP
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FIGURE 8.39 Current-mode normalization circuits: (a) BJT; (b) CMOS.
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where A is large. This concept can be realized in practice using OTAs, op-amps, or diodes. Both of these
have voltage input and output. Alternatively, Figure 8.40b shows a CMOS current-mode realization [74].
In this circuit the maximum current determines the value of the common gate voltage, vG. The only input
transistor operating in the saturation region is that which is driven by maximum input current; the rest
operate in the ohmic region.

8.7 Extension to Dynamic Systems

A dynamic system with state vector x and dynamics represented as

Tk
dxk
dt

¼ fk(X), 1 � k � P (8:46)

can be mapped on the block diagram of Figure 8.41a, and realized by the interconnection of nonlinear
resistive blocks and integrators. This approach is similar to that followed in classical analog computation

(a) (b)

ix1+IB ix2 + IB ixP + IB Vref
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xP iy + IBM12 M22
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+

+ –

–

–

–

yA

A u–1

u–1Σ
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FIGURE 8.40 Concept for maximum operator and current-mode realization. (a) A classical approach used in
analog computation to calculate the maximum of an input vector. (b) A CMOS current-mode realization.
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FIGURE 8.41 Conceptual state-variable block diagram of dynamic systems integrator circuits. (a) Block diagram
realized by the interconnection of nonlinear resistive blocks and integrators. (b) Several integrated circuits.
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[26] and has integrators as key components. Figure 8.41b illustrates several integrator circuits. Combin-
ing these circuits with the circuitry for nonlinear functions provides systematic approaches to synthesize
nonlinear dynamic systems based on the approximations presented in this chapter [56]. On the other
hand, Rodríguez-Vázquez and Delgado-Restituto [57] discuss related techniques to synthesize nonlinear
systems described by finite-difference equations.

Appendix A: Catalog of Primitives

Figure 8.42 outlines our catalog of primitive components, all of which are available off-the-shelf, and,
depending on the fabrication technology, can be realized on a common semiconductor substrate [44].
Generally, the catalog differs between individual technologies; for instance, no npn-BJTs are available in a
CMOS n-well technology. The use of linear capacitors may appear surprising because we constrain
ourselves to cover only static characteristics. However, we will not exploit their dynamic i–v relationship,
but instead their constitutive equation in the charge–voltage plane, which is algebraic.
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Appendix B: Value and Slope Hermite Basis Functions
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FIGURE 8.43 Hermite basis functions: (a) PWL case; (b) PWC case.
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9.1 Introduction

Representation, approximation, and identification of physical systems, linear or nonlinear, deterministic
or random, or even chaotic, are three fundamental issues in systems theory and engineering. To describe
a physical system, such as a circuit or a microprocessor, we need a mathematical formula or equation
that can represent the system both qualitatively and quantitatively. Such a formulation is what we call
a mathematical representation of the physical system. If the physical system is so simple that the
mathematical formula or equation, or the like, can describe it perfectly without error, then the repre-
sentation is ideal and ready to use for analysis, computation, and synthesis of the system. An ideal
representation of a real system is generally impossible, so that system approximation becomes necessary
in practice. Intuitively, approximation is always possible. However, the key issues are what kind of
approximation is good, where the sense of ‘‘goodness’’ must first be defined, of course, and how to find
such a good approximation. On the other hand, when looking for either an ideal or a approximate
mathematical representation for a physical system, one must know the system structure (the form of the
linearity or nonlinearity) and parameters (their values). If some of these are unknown, then one must
identify them, leading to the problem of system identification.
This chapter is devoted to a brief description of mathematical representation, approximation, and

identification of, in most cases, nonlinear systems. As usual, a linear system is considered to be a special
case of a nonlinear system, but we do not focus on linear systems in this chapter on nonlinear circuits. It is

9-1



known that a signal, continuous or discrete, is represented by a function of time. Hence, a signal can be
approximated by other functions and also may be identified using its sampled data. These are within the
context of ‘‘representation, approximation, and identification,’’ but at a lower level—one is dealing
with functions. A system, in contrast, transforms input signals to output signals, namely, maps functions
to functions, and is therefore at a higher level—it can only be represented by an operator (i.e., a mapping).
Hence, while talking about representation, approximation, and identification in this chapter, we essentially
refer to operators. However, we notice that two systems are considered to be equivalent over a set of input
signals if and only if (iff) they map the same input signal from the set to the same output signal, regardless
of the distinct structures of the two systems. From this point of view, one system is a good approximation
of the other if the same input produces outputs that are approximately the same under certain measure.
For this reason, we also briefly discuss the classical function approximation theory in this chapter.
The issue of system representation is addressed in Section 9.2, while approximation (for both operators

and functions) is discussed in Section 9.3, leaving the system identification problem to Section 9.4.
Limited by space, we can discuss only deterministic systems. Topics on stochastic systems are hence
referred to some standard textbooks [13,17].
It is impossible to cover all the important subjects and to mention many significant results in the field

in this short and sketchy chapter. The selections made only touch upon the very elementary theories,
commonly used methods, and basic results related to the central topics of the chapter, reflecting the
author’s personal preference. In order to simplify the presentation, we elected to cite only those closely
related references known to us, which may or may not be the original sources. From our citations, the
reader should be able to find more references for further reading.

9.2 Representation

The scientific term ‘‘representation’’ as used here refers to a mathematical description of a physical
system. The fundamental issue in representing a physical system by a mathematical formulation, called a
mathematical model, is its correct symbolization, accurate quantization, and strong ability to illustrate
and reproduce important properties of the original system.
A circuit consisting of some capacitor(s), inductor(s), and=or resistors(s), and possibly driven by a

voltage source or a current source, is a physical system. In order to describe this system mathematically
for the purpose of analysis, design, and=or synthesis, a mathematical model is needed. Any mathematical
model, which can correctly describe the physical behavior of the circuit, is considered a mathe-
matical representation of the circuit. A lower level mathematical representation of a circuit can, for
instance, be a signal flow chart or a circuit diagram like the nonlinear Chua’s circuit shown in Figure 9.1,
which is discussed next.
A circuit, such as that shown in Figure 9.1, can be used to describe a physical system, including its

components and its internal as well as external connections. However, it is not convenient for carrying
out theoretical analysis or numerical computations. This is because no qualitative or quantitative

description exists about the relations among the
circuit elements and their dynamic behavior.
Hence, a higher level mathematical model is needed
to provide a qualitative and quantitative represen-
tation of the real physical circuit.
Among several commonly used mathematical

modeling approaches for various physical systems,
differential equations, state-space formulations, I–O
mappings, and functional series (particularly, the
Volterra series) are the most important and useful,
which have been very popular in the field of circuits

+

––

+
R

L NC2 C1Vc1

iL

Vc2

FIGURE 9.1 Chua’s circuit.
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and systems engineering. In the following, we introduce these mathematical representation methods,
along with some brief discussions of other related issues. Limited by space, detailed derivations are
omitted.

9.2.1 Differential Equation and State-Space Representations

Mathematical modeling via differential equations and via state-space descriptions are the most basic
mathematical representation methods. We illustrate the concept of mathematical modeling and the two
representation methods by a simple, yet representative example: the nonlinear circuit in Figure 9.1. This
circuit consists of one inductor L, two capacitors C1 and C2, one linear resistor R, and one nonlinear
resistor, N, which is a nonlinear function of the voltage across its two terminals: N¼N(VC1

(t)). Let iL(t)
be the current through the inductor L, and Vc1(t) and Vc2(t) be the voltages across C1 and C2, respectively.
For the time being, let us remove the nonlinear resistor N from Figure 9.1 and consider the remaining
linear circuit. This nonlinear resistor N is readded to the circuit with detailed discussions in Equation 9.6.
For this linear circuit without the resistor N, it follows from Kirchhoff’s laws that

C1
d
dt

VC1 (t) ¼
1
R

VC2 (t)� VC1 (t)½ � (9:1)

C2
d
dt

VC2 (t) ¼
1
R

VC1 (t)� VC2 (t)½ � þ iL(t) (9:2)

L
d
dt

iL(t) ¼ �VC2 (t) (9:3)

By simple calculation we can eliminate both Vc2(t) and iL, leaving a single ordinary differential equation
on the unknown voltage Vc1(t) as follows:

d3

dt3
VC1 (t)þ

1
R

1
C1

þ 1
C2

� �
d2

dt2
VC1 (t)þ

1
C2L

d
dt

VC1 (t)þ
1

C1C2RL
VC1 (t) ¼ 0 (9:4)

Once Vc1(t) is obtained from Equation 9.4, based on certain initial conditions, the other two unknowns,
Vc2(t) and iL, can be obtained by using Equations 9.1 and 9.3, successively. Hence, this third-order
ordinary differential equation describes both qualitatively and quantitatively the circuit shown in
Figure 9.1 (without the nonlinear resistor N). For this reason, Equation 9.4 is considered to be a
mathematical representation, called a differential equation representation, of the physical linear circuit.
Very often, a higher-order, single-variable ordinary differential equation similar to Equation 9.4 is not

as convenient as a first-order multivariable system of ordinary differential equations as is the original
system of Equations 9.1 through 9.3, even when an analytic formulation of the solution is desired. Hence,
a more suitable way for modeling a physical system is to introduce the concept of system state variables,
which leads to a first-order higher dimensional system of ordinary differential equations.

If we introduce three state variables in Equations 9.1 through 9.3:

x1(t) ¼ VC1 (t), x2(t) ¼ VC2 (t), x3(t) ¼ iL(t)

then we can rewrite those equations in the following vector form:

_x(t) ¼ Ax(t)þ Bu(t), t � 0
x(0) ¼ x0

�
(9:5)
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with an initial value x0 (usually given), where

x(t) ¼
x1(t)
x2(t)
x3(t)

2
4

3
5 and A ¼

� 1
RC1

1
RC1

0

1
RC2

� 1
RC2

1
C2

0 � 1
L

0

2
6666664

3
7777775

in which x(t) is called the state vector of the system. Here, to be more general and for convenience in the
discussions following, we formally added the term Bu(t) to the system, in which B is a constant matrix
and u(t) is called the control input of the system. In the present case, of course, u¼ 0 and it is not
important to specify B. However, note that u can be a nonzero external input to the circuit [19], which is
discussed in more detail below.
This first-order, vector-valued linear ordinary differential equation is equivalent to the third-order

differential equation representation (Equation 9.4) of the same physical circuit. A special feature of this
state vector formulation is that with different initial state vectors and with zero control inputs, all the
possible system state vectors together constitute a linear space of the same dimension [31]. Hence,
Equation 9.5 is also called a linear state-space representation (or, a linear state-space description) for the
circuit.
A few important remarks are in order. First, if the circuit is nonlinear, its state vectors do not constitute

a linear space in general. Hence, its mathematical model in the state vector form should not be called a
‘‘state-space’’ representation. Note, however, that some of the linear system terminology such as state
variables and state vectors usually make physical sense for nonlinear systems. Therefore, we use the term
nonlinear state-variable representation to describe a first-order, vector-valued nonlinear ordinary differ-
ential equation of the form �x(t)¼ f(x(t), u(t), t), where f(�, �, t) is generally a vector-valued nonlinear
function. This is illustrated in more detail shortly.
Second, a linear state-space representation for a given physical system is not unique because one can

choose different state variables. For example, in Equations 9.1 through 9.3 if we instead define x1¼Vc2(t)
and x2¼Vc1(t), we arrive at a different linear state-space representation of the same circuit. However, we
should note that if a linear nonsingular transformation of state vectors can map one state-space
representation to another, then these two seemingly different representations are actually equivalent in
the sense that the same initial values and control inputs will generate the same outputs (perhaps in
different forms) through these two representations. Also worth noting is that not every circuit element
can be used as a state variable, particularly for nonlinear systems. A basic requirement is that all the
chosen state variables must be ‘‘linearly independent’’ in that the first-order, vector-valued ordinary
differential equation has a unique solution (in terms of the control input) for any given initial values of
the chosen state variables.
Finally, because A and B in the state-space representation (Equation 9.5) are both constant (inde-

pendent of time), the representation is called a linear time-invariant system. If A or B is a matrix-valued
function of time, then it will be called a linear time-varying system. Clearly, a time-invariant system is a
special case of a time-varying system.
Now, let us return to the nonlinear circuit, with the nonlinear resistor N being connected to the

circuit, as illustrated in Figure 9.1. Similar to Equations 9.1 through 9.3, we have the following circuit
equations:

C1
d
dt

VC1 (t) ¼
1
R

VC2 (t)� VC1 (t)½ � � N VC1 (t)ð Þ (9:6)
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C2
d
dt

VC2 (t) ¼
1
R

VC1 (t)� VC2 (t)½ � þ iL(t) (9:7)

L
d
dt

iL(t) ¼ �VC2 (t) (9:8)

Note that if the nonlinear resistor N is given by

N VC1 (t)ð Þ ¼ N VC1 (t);m0,m1ð Þ
¼ m0VC1 (t)þ

1
2

m1 �m0ð Þ
���VC1 (t)þ 1

���� ���VC1 (t)� 1
���� �

(9:9)

with m0< 0 and m1< 0 being two appropriately chosen constant parameters, then this nonlinear circuit
is the well-known Chua’s circuit [24].

It is clear that compared with the linear case, it would be rather difficult to eliminate two unknowns,
particularlyVc1(t), in order to obtain a simple third-order, nonlinear differential equation that describes the
nonlinear circuit. That is, it would often be inconvenient to use a higher-order, single-variable differential
equation representation for a nonlinear physical system in general. By introducing suitable state variables,
however, one can easily obtain a nonlinear state-variable representation in a first-order, vector-valued,
nonlinear differential equation form. For instance, we may choose the following state variables:

x tð Þ ¼ VC1 (t), y(t) ¼ VC2 (t), and z(t) ¼ RiL(t) with t ¼ t=RC2

where the new variable z(t)¼RiL(t) and the rescaled time variable t¼ t=RC2 are introduced to simplify
the resulting representation of this particular circuit. Under this nonsingular linear transform, the
previous circuit equations are converted to the following state-variable representation:

_x(t) ¼ p �x(t)þ y(t)� ~N(x(t))
� 	

_y(t) ¼ x(t)� y(t)þ z(t)

_z(t) ¼� qy(t)

8><
>: (9:10)

where
p¼C2=C1

q¼R2C2=L

and

~N(x(t)) ¼ N x(t); ~m0, ~m1ð Þ
¼ ~m0x(t)þ 1

2
(~m1 � ~m0)

��x(t)þ 1
��� ��x(t)� 1

��
 �
(9:11)

with ~m0¼Rm0 and ~m1¼Rm1.
It is easy to see that this state-variable representation can be written as a special case in the following

form, known as a canonical representation of Chua’s circuit family:

_x(t) ¼ aþ Ax(t)þ
Xk
i¼1

��hTi x tð Þ � bi

��ci þ Bu tð Þ (9:12)

namely, with a¼ 0, k¼ 2, h1¼ h2¼ [1 0 0]T, b1¼�b2¼�1, c1¼�c2¼H(~m1� ~m0), Bu(t) being a
possible control input to the circuit [19], and

A ¼
�~m0 � p p 0

1 �1 1
0 �q 0

2
4

3
5
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The canonical (piecewise-linear) representation
given by Equation 9.12 describes a large class of
circuits that have very rich nonlinear dynamics
[25,55].
Now, we return to Equations 9.6 through 9.8 and

Figure 9.1. If we replace the L�C2 part of Chua’s
circuit by a lossless transmission line (with the
spatial variable j) of length l terminated on its left-
hand side (at j¼ 0) by a short circuit, as depicted in
Figure 9.2, then we obtain a time-delayed Chua’s
circuit [89]. This circuit has a partial differential
equation representation of the form:

@v=@j ¼�L@i j, tð Þ=@t
@i(j, t)=@j ¼�C1@v j, tð Þ=@t

v 0, tð Þ ¼ 0

i l, tð Þ ¼N v l, tð Þ � e� Ri l, tð Þð Þ þ C1@ v l, tð Þ � Ri l, tð Þ½ �=@t

8>>><
>>>:

(9:13)

where v(j, t) and i(j, t) are the voltage and current, respectively, at the point j 2 [0, l] at time t, and
Vc1¼ e> 0 is a constant, with the nonlinear resistor N satisfying

N VC1 � eð Þ ¼ m0 VC1 � eð Þ ��VC1 � e
�� < 1

m1 VC1 � eð Þ � m1 �m0ð Þsgn VC1 � eð Þ ��VC1 � e
�� � 1

�

In general, systems that are described by (linear or nonlinear) partial differential equations, with initial-
boundary value conditions, are studied under a unified framework of (linear or nonlinear) operator
semigroup theory, and are considered to have an infinite-dimensional system representation [7].

9.2.2 Input–Output Representation

A state-variable representation of a nonlinear physical system generally can be written as

_x(t) ¼ f x(t), u(t), tð Þ, t � 0
x(0) ¼ x0

�
(9:14)

where
f(�, �, t) is a nonlinear, vector-valued function
x0 is a (given) initial value for the state vector x at t¼ 0
u is a control input to the system

Because not all state variables in the state vector x can be measured (observed) in a physical system, let
us suppose that what can be measured is only part of x, or a mixture of its components, expressed by a
vector-valued function of x in the form

y(t) ¼ g x(t), tð Þ, t � 0 (9:15)

where
y is called a (measurement or observation) output of the physical system
g is in general a lower dimensional vector-valued nonlinear function

+ R

NC1VC1

+

+
v (ξ , t)

ξ l0

i (ξ, t)

–

––

FIGURE 9.2 Time-delayed Chua’s circuit.
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As a particular case, g can be linear or, even more so, be g(x(t), t)¼ x(t) when all the components of the
state vector are directly measurable.
If both f¼ f(x(t), u(t)) and g¼ g(x(t)) are not explicit functions of the independent time variable t, the

corresponding state-variable representation (Equations 9.14 and 9.15) is said to be autonomous.
It is clear that with both the system input u and output y, one can simply represent the overall physical

system by its input-output (I–O) relationship, as illustrated in Figure 9.3.
Now, under certain mild conditions on the nonlinear function f, for a given control input u, and an

initial value x0, the state-variable representation (Equation 9.14) has a unique solution, x, which depends
on both u and x0. If we denote the solution as

x(t) ¼ ^(t; u(t), x0) (9:16)

where ^ is called an input-state mapping, then the overall I–O relationship shown in Figure 9.3 can be
formulated as

y(t) ¼ g(^(t; u(t), x0), t) (9:17)

This is an I–O representation of the physical system having the state-variable representation (Equations
9.14 and 9.15).
As a simple example, let us consider the linear state-space representation (Equation 9.5), with a

special linear measurement equation of the form y(t)¼Cx(t), where C is a constant matrix. It is well
known [31] that

y(t) ¼ C^(t; u(t), x0) ¼ C etAx0 þ
ðt

0

eðt�tÞABu(t)dt

8<
:

9=
;, t � 0 (9:18)

yielding an explicit representation formula for the I–O relationship of the linear circuit (together with the
assumed measurement equation).
Note that because the state-variable representation (Equation 9.14) is not unique, as mentioned

previously, this I–O representation is not unique in general. However, we note that if two state-variable
representations are equivalent, then their corresponding I–O relationships also will be equivalent.
It is also important to note that although the above I–O relationship is formulated for a finite-

dimensional open-loop system, it can also be applied to infinite-dimensional [7] and closed-loop systems
[39]. In particular, similar to linear systems, many finite-dimensional, closed-loop nonlinear systems
possess an elegant coprime factorization representation. The (left or right) coprime factorization repre-
sentation of a nonlinear feedback system is a general I–O relationship that can be used as a fundamental
framework, particularly suitable for studies of stabilization, tracking, and disturbance rejection. The
problem is briefly described as follows. Let a nonlinear system (mapping) P be given, not necessarily
stable, and assume that it has a right-coprime factorization P¼ND�1, where both N and D are stable
(D�1 usually has the same stability as P). One is looking for two stable, nonlinear subsystems (mappings),

u x yx.
g(·, t)∫f (·, ·, t)

FIGURE 9.3 System I–O relationship.
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A and B�1, representing feedback and feed-forward controllers, respectively, satisfying the Bezout
identity

AN þ BD ¼ I

which are connected as shown in Figure 9.4, where B is also stable. If two controllers, A and B, can be
found to satisfy such conditions, then even with an unstable P, the resulting closed-loop control system
will be I–O, as well as internally, stable. In this sense, A and B together stabilize P.
For the left-coprime factorization, one simply uses formulas P¼D�1N and NAþDB¼ I instead and

interchanges the two blocks of A and B�1 in Figure 9.4.
Taking into account causality and well-posedness of the overall closed-loop system, it is a technical

issue as to how to construct the four subsystems A, B, D, and N, such that the preceding requirements can
be satisfied. Some characterization results and construction methods are available in the literature
[38,45,51,95].

9.2.3 Volterra Series Representation

Recall from the fundamental theory of ordinary differential equations that an explicit I–O representation
of the overall system still can be found, even if the linear state-space representation (Equation 9.5) is time
varying, via the state transition matrix F(t, t) determined by

d
dt

F t, tð Þ ¼ A(t)F(t, t), t � t

F(t, t) ¼ I

8><
>: (9:19)

where I is the identity matrix. The formula, for the simple case y(t)¼C(t)x(t), is

y(t) ¼ C(t) F(t, 0)x0 þ
ðt

0

F(t, t)B(t)u(t)dt

8<
:

9=
;, t � 0 (9:20)

For linear time-invariant systems, we actually have F(t, t)¼ e(t�t)A, so that Equation 9.20 reduces to the
explicit formula (Equation 9.18).
For a nonlinear system, a simple explicit I–O representation with a single integral of the form

(Equation 9.18 or Equation 9.20) is generally impossible. A natural generalization of such an integral
formulation is the Volterra series representation. For simplicity, let us consider the one-dimensional case
in which y(t)¼ g(x(t), t)¼ x(t) below. A Volterra series representation for a nonlinear I–O relationship
^(�), convergent in some measure, is an infinite sum of integrals in the following form:

+
– B–1 P

A

FIGURE 9.4 Right-coprime factorization of a nonlinear feedback system.
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^(t,u(t)) ¼ f0(t; x0)þ
ðt

0

f1(t, t1)u(t1)dt1 þ � � � þ
ðt

0

� � �
ðt2
0

fn(t, t1, . . . , tn)u(t1) � � � u(tn)dt1 � � �dtn þ � � �

(9:21)

where {fn}n¼ 0
1 are called the Volterra kernels of the series. Here, we note that this Volterra series

representation can be extended easily to higher-dimensional systems.
For some representations ^, the corresponding Volterra series may have only finitely many nonzero

terms in the above infinite sum. In this case, it is called a Volterra polynomial, which does not have
convergence problem for bounded inputs, provided that all the integrals exist. In particular, when ^ is
affine (or linear, if initial conditions are zero, so that f0¼ 0), its Volterra series has at most two nonzero
terms, as given by Equations 9.18 and 9.20, and is called a first-order Volterra polynomial. In general,
however, the Volterra series (Equation 9.21) is an infinite sum. Hence, the convergence of a Volterra
series is a crucial issue in formulating such a representation for a given nonlinear I–O relationship
[5,12,59,85].
In order to state a fundamental result about the convergence of a Volterra series, we must first recall

that a mapping that takes a function to a (real or complex) value is called a functional and a mapping that
takes a function to another function is called an operator. A functional may be considered to be a special
operator if one views a value as a constant function in the image of the mapping. Clearly, the I–O
relationship (Equation 9.17) and the Volterra series (Equation 9.21), including Volterra polynomials, are
nonlinear operators. Recall also that an operator 7: X ! Y, where X and Y are normed linear spaces, is
said to be continuous at x 2 X if jjxn� xjjx ! 0 implies jj7(xn)�7(x)jjy ! 0 as n!1. Note that for a
linear operator, if it is continuous at a point, then it is also continuous on its entire domain [34], but this
is not necessarily true for nonlinear operators.
As usual, we denote by C[0,T] and Lp[0,T], respectively, the space of continuous functions

defined on [0,T] and the space of measurable functions f satisfying
Ð T
0 j f(t)jpdt<1 for 1� p<1 or

supt2[0,T]jf(t)j<1 for p¼1. The following result [5] is an extension of the classical Stone–Weierstrass
theorem [22,36,40].

THEOREM 9.1

Let X be either C[0, T] or Lp[0,T], with 1� p<1, and V be a compact subset in X. Then, for any
continuous operator ^: V ! Lq[0,T], where (1=p)þ (1=q)¼ 1, and for any e> 0, a Volterra polynomial
Pn(�) exists, with n determined by e, such that

sup
x2V

k^(x)� Pn(x)jLq < «

In other words, Pn ! ^ uniformly on the compact subset V � X as n ! 1.

In the literature, many variants of this fundamental convergence theorem exist under various condi-
tions in different forms, including the L1[0,T] case [45,59,84,85]. We may also find different methods
for constructing the Volterra kernels {fn}n¼ 0

1 for ^ [83]. In addition, specially structured Volterra series
representations abound for nonlinear systems, such as the Volterra series with finite memory [5],
approximately finite memory [86], and fading memory [10].
Finally, it should be mentioned that in a more general manner, a few abstract functional series

representations exist, including the generating power series representation for certain nonlinear systems
[48], from which the Volterra series can be derived. Briefly, an important result is the following theorem
[6,54,71,91].
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THEOREM 9.2

Consider a nonlinear control system of the form

_x(t) ¼ g0(x(t))þ
Pm
k¼ 1

gk(x(t))uk(t), t 2 [0,T]

y(t) ¼ h(x(t))

8<
:

where h(�) and {gi(�)}i¼ 0
m are sufficiently smooth functionals, with an initial state x0. If the control inputs

satisfy max0� t�T juk(t)j< 1, then the corresponding output of this nonlinear system has a convergent
functional series of the form

y(t) ¼ h(x0)þ
X1
i¼0

Xm
k0,...,k1¼0

Lgk0 � � � Lgki h(x0)
ðt

0

djki � � � djk0 (9:22)

where Lgh(x0):¼ [@h=@x]g(x)jx¼ x0 and jk are defined by

j0 tð Þ ¼ t jk tð Þ ¼
ðt

0

uk tð Þdt, k ¼ 1, . . . , m

with the notation

ðt

0

djki � � � djk0 :¼
ðt

0

djki (t)
ðt

0

djki�1
� � � djk0

Note that in order to guarantee the convergence of the functional series (Equation 9.22), in many cases it
may be necessary for T to be sufficiently small.
Analogous to the classical Taylor series of smooth functions, a fairly general series representation for

some nonlinear systems is still possible using polynomial operators, or the like [90]. As usual, however,
the more general the presentation is, the less concrete the results. Moreover, a very general series
expansion is likely to be very local, and its convergence is difficult to analyze.

9.3 Approximation

The mathematical term ‘‘approximation’’ used here refers to the theory and methodology of function
(functional or operator) approximation. Mathematical approximation theory and techniques are import-
ant in engineering when one seeks to represent a set of discrete data by a continuous function, to replace
a complicated signal by a simpler one, or to approximate an infinite-dimensional system by a finite-
dimensional model, etc., under certain optimality criteria.
Approximation is widely used in system modeling, reduction, and identification, as well as in many

other areas of control systems and signal processing [32]. A Volterra polynomial as a truncation of the
infinite Volterra series (discussed earlier) serves as a good example of system (or operator) approxima-
tion, where the question ‘‘In what sense is this approximation good?’’ must be addressed further.

9.3.1 Best Approximation of Systems (Operators)

Intuitively, approximation is always possible. However, two key issues are the quality of the approxima-
tion and the efficiency of its computation (or implementation). Whenever possible, one would like to
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have the best (or optimal) approximation, based on the available conditions and subject to all the
requirements.
A commonly used criterion for best (or optimal) approximations is to achieve a minimum norm

of the approximation error using a norm that is meaningful to the problem. Best approximations
of systems (operators) include the familiar least-squares technique, and various other uniform
approximations.

9.3.1.1 Least-Squares Approximation and Projections

Let us start with the most popular ‘‘best approximation’’ technique (the least-squares method), which can
also be thought of as a projection, and a special min–max approximation discussed in the Section 9.3.1.2.
Discrete data fitting by a continuous function is perhaps the best-known example of least-squares. The
special structure of Hilbert space, a complete inner-product space of functions, provides a general
and convenient framework for exploring the common feature of various least-squares approximation
techniques. Because we are concerned with approximation of nonlinear systems rather than functions, a
higher-level framework, the Hilbert space of operators, is needed. We illustrate such least-squares system
(or operator) approximations with the following two examples.
First, we consider the linear space, H, of certain nonlinear systems that have a convergent Volterra

series representation (Equation 9.21) mapping an input space X to an output space Y. Note that although
a nontrivial Volterra series is a nonlinear operator, together they constitute a linear space just like
nonlinear functions.
To form a Hilbert space, we first need an inner product between any two Volterra series. One way

to introduce an inner product structure into this space is as follows. Suppose that all the Volterra series,
^: X ! Y, where both X and Y are Hilbert spaces of real-valued functions, have bounded admissible
inputs from the set

V ¼ x 2 X
��kxkX� � g < 1g

For any two convergent Volterra series of the form (Equation 9.21), say ^ and &, with the corresponding
Volterra kernel sequences {fn} and {cn}, respectively, we can define an inner product between them via
the convergent series formulation

h ,̂&iH:¼
X1
n¼0

rn
n!

��fncn

��

with the induced norm jj^jjH¼h^,^iH1=2, where the weights {rn} satisfy

X1
n¼0

1
rn

g2n

n!
< 1

Recall also that a reproducing kernel Hilbert space ~H is a Hilbert space (of real-valued functions or
operators) defined on a set S, with a reproducing kernel K(x, y), which belongs to ~H for each fixed x or y
in S and has the property

hK(x, y), ^(y)i~H ¼ ^(x) 8^2 ~H and 8x, y 2 S

Using the notation defined above, the following useful result was established [43,45] and is useful for
nonlinear systems identification (see Theorem 9.23).
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THEOREM 9.3

The family of all the convergent Volterra series of the form (Equation 9.21) that maps the bounded input
set V to Y constitutes a reproducing kernel Hilbert space with the reproducing kernel

K(x, y) ¼
X1
n¼0

1
n!

1
rn

hx, yinX , x, y 2 V � X (9:23)

The reproducing kernel Hilbert space H defined above is called a generalized Fock space [46]. For the
special case in which rn � 1, its reproducing kernel has a nice closed-form formula as an exponential
operator K(x, y)¼ e(xy).
Now, suppose that a nonlinear system ^ is given, which has a convergent Volterra series represen-

tation (Equation 9.21) with infinitely many nonzero terms in the series. For a fixed integer n� 0, if we
want to find an nth-order Volterra polynomial, denoted Vn*, from the Hilbert space H such that

^� Vn*

H
¼ infVn2H

^� VnkH (9:24)

then we have a best approximation problem in the least-squares sense. To solve this optimization
problem is to find the best Volterra kernels {fk(t)}k¼ 0

n over all the possible kernels that define the
Volterra polynomial Vn, such that the minimization (Equation 9.24) is achieved.

Note that, if we view the optimal solution Vn* as the projection of ^ onto the (nþ 1)-dimensional
subspace of H, then this least-squares minimization is indeed a projection approximation. It is then clear,
even from the Hilbert space geometry (see Figure 9.5), that such an optimal solution, called a best
approximant, always exists due to the norm-completeness of Hilbert space and is unique by the convexity
of inner product space.
As a second example, let H be a Hilbert space consisting of all the linear and nonlinear systems that

have an nth-order Taylor series representation of the form

Pn( � ) ¼
Xn
k¼0

ak(t)Mk(�) ¼ a0(t)þ a1(t)(�)(t)þ � � � þ an(t)(�)n(t) (9:25)

where
Mk(�) :¼ (�)k is the monomial operator of degree k
{ak}k¼0

n are continuous real-valued functions satisfying certain conditions arising from some basic
properties of both the domain and the range of the operator

Suppose that the monomial operators {Mk}k¼0
1

are orthogonal under the inner product of H.
Given an lth-order polynomial operator Pl with
al(t) 6¼ 0 almost everywhere, if for a fixed integer
n< l we want to find an nth-order polynomial
operator Pn* of the form (Equation 9.25) from H,
such that

kPl � Pn*

H
¼ infPn2HkPl � Pn


H

(9:26)

then we have a best approximation problem
in the least-squares sense. To solve this opti-
mization problem is to find the best coefficient

H F

Vn

0

(n + 1)-dimensional subspace of H

*

FIGURE 9.5 Projection in a Hilbert space.

9-12 Feedback, Nonlinear, and Distributed Circuits



functions {ak(t)}k¼0
n over all possible functions that define the polynomial operator Pn. Again, because the

optimal solution is the projection of Pl onto the (nþ 1)-dimensional subspace H of a Hilbert space to
which Pl belongs, it always exists and is unique.

We now state a general result of least-squares approximation for systems, which is a straightforward
generalization of the classical result of least-squares approximation for functions [22,36].

THEOREM 9.4

Let H be a Hilbert space of nonlinear operators, and let Hn be its n-dimensional subspace. Then, given an
^ 2 H, the least-squares approximation problem

^�1n*

H
¼ inf1n2Hn

^�1n


H

is always uniquely solvable, with the optimal solution given by

1*(�) ¼
Xn
k¼1

h ,̂ hkiHhk(�)

where {hk)}k¼ 1
n is an orthonormal basis of Hn.

A more general setting is to replace the Hilber space H by a Banach space (a complete normed linear
space, such as L1 and L1, which may not have an inner product structure). This extension includes the
Hilbert space setting as a special case, but generally does not have so many special features. Even
the existence and uniqueness of best approximants cannot be taken for granted in general—not even
for the simpler case of best approximation of real-valued functions—if a Banach (non-Hilbert) space is
considered [73]. Nevertheless, the following result is still convenient to use [22].

THEOREM 9.5

Let B be a uniformly convex Banach space andV be a closed convex set in B. Then, for any given^ 2 B, the
optimal approximation problem

^� v*

B
¼ inf

v2V

^� v

B

has a unique solution.

Here, a space (or subset) B is said to be uniformly convex if, for any e> 0, there exists a
kf jjB¼ jjgjjB¼ 1 and jj1=2( fþ g)jjB> 1� d together imply k f� gjjB< e. Geometrically, a disk is uni-
formly convex while a triangle is only convex, but not uniformly so. It is then intuitively clear that for a
given point outside (or inside) a disk, only a single point exists in the disk that has the shortest distance to
the given point. However, this is not always true for a nonuniform case. In fact, a best approximation
problem in the general Banach space setting has either a unique solution or has infinitely many solutions
(if it is solvable), as can be seen from the next result [32].
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THEOREM 9.6

Let V be a closed convex set in a Banach space B, and v1* and v2* be two optimal solutions of the best
approximation problem

^� v*

B
¼ inf

v2V

^� v

B

Then, any convex combination of v1* and v2* in the form

v* ¼ av1*þ 1� að Þv2*, 0 � a � 1

is also an optimal solution of the problem.

Usually, a best approximant (if it exists) for an optimal approximation problem in a Banach space is
also called a (minimal) projection of the given operator from a higher-dimensional subspace onto a
lower-dimensional subspace. In this extension, the projection has no simple geometric meaning of
‘‘orthonormality’’ due to the lack of an inner product structure. However, a projection operator with a
unity norm in the Banach space setting is a natural generalization of the orthonormal projection in the
Hilbert space framework.

9.3.1.2 Min–Max (Uniform) Approximation

It is clear from the least-squares approximation formulation that if the given nonlinear representation
(operator) ^ and the lower-order approximant (used to approximate ^) do not have the same structure
(the same type of series), then the least-squares approximation cannot be applied directly or efficiently.
To introduce another approach, we first recall that for two given normed linear spaces X and Y and for

a given bounded subset V of X, with 0 2 V, the operator norm of a nonlinear operator 1: V ! Y
satisfying 1(0)¼ 0, can be defined as

���1��� ¼ supx,y2V
x 6¼y

1(x)�1(y)

yx � y


x

(9:27)

Thus, given a norm-bounded nonlinear operator ^, representing a given physical system, we may
consider the problem of finding another norm-bounded nonlinear operator 1* from a certain class 1
of desired nonlinear operators (systems), not necessarily having the same structure as ^, to best
approximate ^ in the sense that

���^�1*
��� ¼ inf12N

���^�1
��� (9:28)

For example, N can be the family of nth-order Volterra polynomilas or nth-order polynomial operators
discussed previously. Commonly used function spaces X and Y include the space of all continuous
functions, the standard Lp space (or lp for the discrete case), and the Hardy space Hp (for complex-
variable functions [32]), with 1� p�1.
Because the nonlinear operator norm defined by Equation 9.27 is a sup (max) norm and this

optimization is an inf (min) operation, the best approximation problem (Equation 9.28) is called a
min–max approximation. Note also that because the nonlinear operator norm (Equation 9.27) is defined
over all the bounded inputs in the set V, this approximation is uniform, and thus independent of each
individual input function of the set V. For this reason, this approximation is also called a uniform
approximation, indicating that the best approximant is the optimal solution over all input functions.
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It should be noted that both existence and uniqueness of best approximation solutions to the min–max
approximation problem (Equation 9.28) must be investigated according to the choice of the operator
family N and the I–O spaces X and Y, which generally cannot be taken for granted, as previously
discussed.
An important and useful class of nonlinear operators which can be put into a Banach space setting

with great potential in systems and control engineering is the family of generalized Lipschitz operators
[45]. To introduce this concept, we first need some notation. Let X be a Banach space of real-valued
functions defined on [0, 1) and, for any f 2 X and any T[0, 1), define

[f ]T(t) ¼ f (t), t < T
0, t > T

�

Then, form a normed linear space Xe, called the extended linear space associated with X, by

Xe ¼ f 2 X
��[ f ]T


X
< 1, 8T < 1

n o

For a subset D 	 Xe, any (linear or nonlinear) operator &: D ! Ye satisfying

[&(x1)]T � [&(x2)]T

Y
� L

[x1]T � [x2]T

X
, 8x1, x2 2 D, 8T 2 [0,1)

for some constant L<1, is called a generalized Lipschitz operator defined on D. The least of such
constants L is given by the seminorm of the operator &:

&: sup
T2[0,1)

sup
x1,x22D

[x1]T 6¼[x2]T

[&(x1)]T � [&(x2)]T

Y[x1]T � [x2]T


X

and the operator norm of & is defined via this seminorm by

&
Lip

¼ &(x0)Y þ &

for an arbitrarily chosen and fixed x0 2 D. The following result has been established [45].

THEOREM 9.7

The family of generalized Lipschitz operators

Lip(D,Ye) ¼ {&:D 	 Xe ! Ye
���&Lip < 1 on D}

is a Banach space.

Based on this theorem, a best approximation problem for generalized Lipschitz operators can be
similarly formulated, and many fundamental approximation results can be obtained. In addition,
generalized Lipschitz operators provide a self-unified framework for both left and right coprime
factorization representations of nonlinear feedback systems. Under this framework, the overall closed-
loop system shown in Figure 9.4 can have a causal, stable, and well-posed coprime factorization
representation, which can be applied to optimal designs such as tracking and disturbance rejection [45].
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We now discuss briefly a different kind of min–max (uniform) approximation: the best Hankel norm
approximation, where the norm (Equation 9.27) is replaced by the operator norm of a Hankel operator
defined as follows [32,77]. Consider, for instance, the transfer function

H zð Þ ¼ a0 þ a1z
�1 þ a2z

�2 þ � � �

of a discrete time linear time-invariant system. The Hankel operator associated with this series is defined
as the infinite matrix

Ga :¼
�
a��i�j

��
�
¼

a0 a1 a2 � � �
a1 a2 � � �
a2 � � �
..
.

2
6664

3
7775

which is a linear operator on a normed linear space of sequences. The operator norm of Ga over the l2
space is called the Hankel norm of Ga.

One important feature of the Hankel operators is reflected in the following theorem [32,77].

THEOREM 9.8

An infinite Hankel matrix has a finite rank iff its corresponding functional series is rational (it sums up to a
rational function); and this is true iff the rational series corresponds to a finite-dimensional bilinear system.

Another useful property of Hankel operators in system approximation is represented in the following
theorem [28].

THEOREM 9.9

The family of compact Hankel operators is an M-ideal in the space of Hankel operators that are defined on
a Hilbert space of real-valued functions.

Here, a compact operator is one that maps bounded sets to compact closures and anM-ideal is a closed
subspace X of a Banach space Z such that X?, the orthogonal complemental subspace of X in Z, is the
range of the projection P from the dual space Z* to X? that has the property

f  ¼ P(f )þ f � P(f )
 8f 2 Z*

The importance of the M-ideal is that it is a proximinal subspace with certain useful approximation
characteristics, where the proximinal property is defined as follows. Let L(X) and C(X) be the classes of
bounded linear operators and compact operators, respectively, both defined on a Banach space X. If every
+ 2 L(X) has at least one best approximant from C(X), then C(X) is said to be proximinal in L(X).
A typical result would be the following: for any 1< p<1, C(lp) is proximinal in L(lp). However, C(X) is
not proximinal in L(X) if X¼C [a, b], the space of continuous functions defined on [a, b], or X¼ Lp[a, b]
for all 1< p<1 except p¼ 2.
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9.3.2 Best (Uniform) Approximation of Signals (Functions)

Best approximations of signals for circuits and systems are also important. For example, two (different)
systems (e.g., circuits) are considered to be equivalent over a setV of admissible input signals iff the same
input from V yields the same outputs through the two systems. Thus, the problem of using a system to
best approximate another may be converted, in many cases, to the best approximation problem for their
output signals.
A signal is a function of time, usually real valued and one-dimensional. The most general formulation

for best approximation of functions can be stated as follows. Let X be a normed linear space of real-
valued functions and V be a subset of X. For a given f in X but not in V, find a g* 2 V such that

f � g*

X ¼ inf

g2V

 f � g

X (9:29)

In particular, if X¼ L1, l1, or H1, the optimal solution is the best result for the worst case.
If such a g* exists, then it is called a best approximant of f from the subset V. In particular, if

V1 � V2 �� � � is a sequence of subspaces in X, such that [Vn ¼ X, an important practical problem is
to find a sequence of best approximants gn* 2 Vn satisfying the requirement (Equation 9.29) for each
n¼ 1, 2, . . . , such that jjgn*� g*jjX ! 0 as n! 1. In this way, for each n, one may be able to construct a
simple approximant gn* for a complicated (even unknown) function f, which is optimal in the sense of the
min–max approximation (Equation 9.29).
Existence of a solution is the first question about this best approximation. The fundamental result is

the following [22,36].

THEOREM 9.10

For any f 2X, a best approximant g* of f in V always exists, if V is a compact subset of X; or V is a finite-
dimensional subspace of X.

Uniqueness of a solution is the second question in approximation theory, but it is not as important as
the existence issue in engineering applications. Instead, characterization of a best approximant for a
specific problem is significant in that it is often useful for constructing a best approximant.
As a special case, the preceding best approximation reduces to the least-squares approximation if X is a

Hilbert space. The basic result is the following (compare it with Theorem 9.4, and see Figure 9.5).

THEOREM 9.11

Let H be a Hilbert space of real-valued functions, and let Hn be its n-dimenstional subspace. Then, given an
f 2 H, the least-squares approximation problem

f � hn*

H
¼ infhn2Hn

f � hn

H

is always uniquely solvable, with the optimal solution given by

hn*(t) ¼
Xn
k¼1

hf , hkiHhk(t)

where {hk}k¼ 1
n is an orthonormal basis of Hn.
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Here, the orthonormal basis of Hn is a Chebyshev system, a system of functions which satisfy the Haar
condition that the determinant of thematrix [hi (tj)] is nonzero at n distinct points t1<� � �< nn in the domain.
Chebyshev systems includemanycommonlyused functions, suchas algebraicandtrigonometricpolynomials,
splines, and radial functions. Best approximation by these functions is discussed in more detail below.
We remark that the least-squares solution shown in Theorem 9.11 is very general, which includes the

familiar truncations of the Fourier series [36] and the wavelet series [29] as best approximation.

9.3.2.1 Polynomial and Rational Approximations

Let pn be the space of all algebraic polynomials pn(t) of degree not greater than n. For any continuous
function f(t) defined on [a, b], one is typically looking for a best approximant gn*pn* 2 pn for a fixed n,
such that

 f � pn*

L1[a,b]

¼ min
pn2pn

 f � pn

L1[a,b]

(9:30)

This is a best (min–max and uniform) algebraic polynomial approximation problem. Replacing the
algebraic polynomials by the nth-order trigonometrix polynomials of the form

P
k¼ 0
n (ak cos(kt)þ bk

sin(kt)) changes the problem to the best trigonometric polynomial approximation, in the same sense as
the best algebraic polynomial approximation, for a given function f2C[�p,p]. This can be much further
extended to any Chebyshev system, such as the radial basis functions and polynomial spline functions,
which are discussed later. According to the second part of Theorem 9.10, the best uniform polynomial
approximation problem (Equation 9.30) always has a solution that, in this case, is unique. Moreover, this
best approximant is characterized by the following important sign-alternation theorem. This theorem is
also valid for the best uniform approximation from any other Chebyshev system [22,36].

THEOREM 9.12

The algebraic polynomial pn* is a best uniform approximant of f2C[a, b] from pn iff there exist nþ 2 points
a� t0 <� � �< tnþ1� b such that

f (tk) ¼ pn*(tk ¼ c(�1)k
 f � pn*


L1[a,b], k ¼ 0, 1, . . . , nþ 1

where c¼ 1 or �1.

An efficient Remes (exchange) algorithm is available for constructing such a best approximant [79].
Another type of function is related to algebraic polynomials: the algebraic rational functions of the

form rn,m(t)¼ pn(t)=qm(t), which has finite values on [a, b] with coprime pn2pn and qm2pm. We denote
by Rn,m the family of all such rational functions, or a subset of them, with fixed integers n� 0 and m� 1.
Although Rn,m is not a compact set or a linear space, the following result can be established [22].

THEOREM 9.13

For any given function f2C [a, b], there exists a unique rn,m* (t)2Rn,m such that

 f � rn,m*

L1[a,b]

¼ inf rn,m«Rn,m

 f � rn,m

L1[a,b]

(9:31)

The optimal solution rn,m* (t) of Equation 9.31 is called the best uniform rational approximant of f(t) on
[a, b] from Rn,m.
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Note that the unique best rational approximant may have different expressions unless it is coprime, as
assumed previously. The following theorem [22] characterizes such a best approximant, in which we use
d(pn) to denote the actual degree of pn, 0� d(pn)� n.

THEOREM 9.14

A rational function rn,m* ¼ pn*=qm* is a best uniform approximant of f2C [a, b] from Rn,m iff there exist s
points a� t1 <� � �< ts� b, with s¼ 2þmin{nþ d(qm), mþ d(pn)}, such that

f (tk)� rn,m* (tk) ¼ c(�1)k
 f � rn,m*

L1[a,b], k ¼ 1, . . . , s

where c¼ 1 or �1.

The Remes (exchange) algorithm [79] also can be used for constructing a best rational approximant.
An important type of function approximation, which utilizes rational functions, is the Padé approxi-

mation. Given a formal power series of the form

f (t) ¼ c0 þ c1t þ c2t
2 þ � � � , t 2 [�1, 1]

not necessarily convergent, the question is to find a rational function pn(t)=qm(t), where n and m are both
fixed, to best approximate f(t) on [�1, 1], in the sense that

f (t)� pn(t)
qm(t)

����
���� � c

��t��l , t 2 [�1, 1] (9:32)

for a ‘‘largest possible’’ integer l. It turns out that normally the largest possible integer is l¼ nþmþ 1. If
such a rational function exists, it is called the [n, m]th-order Padé approximant of f(t) on [�1, 1]. The
following result is important [22].

THEOREM 9.15

If f(t) is (nþmþ 1) times continuously differentiable in a neighborhood of t¼ 0, then the [n, m]th-order
Padé approximant of f(t) exists, with l> n. If l� nþmþ 1, then the coefficients {ak}nk¼0 and {bk}mk¼0
of pn(t) and qm(t) are determined by the following linear system of algebraic equations:

Xi
j¼0

f j(0)
j!

bi�j ¼ ai, i ¼ 0, 1, . . . , l � 1

with anþj¼ bmþj¼ 0 for all j¼ 1, 2, . . . . Moreover, if pn=qm is the [n, m]th-order Padé approximant
of f(t)¼S1{ak}k¼ 0

n fkt
k, then the approximation error is given by

f (t)� pn(t)
qm(t)

����
���� ¼

X1
k¼nþ1

Xm
j¼0

fk�jbj

 !
tk

qm(t)
, t 2 [�1, 1]

Padé approximation can be extended from algebraic polynomials to any other Chebyshev sys-
tems [22].
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9.3.2.2 Approximation via Splines and Radial Functions

Roughly speaking, spline functions, or simply splines, are piecewise smooth functions that are structur-
ally connected and satisfy some special properties. The most elementary and useful splines are polyno-
mial splines, which are piecewise algebraic polynomials, usually continuous, with a certain degree of
smoothness at the connections. More precisely, let

a ¼ t0 < t1 < � � � < tn < tnþ1 ¼ b

be a partition of interval [a, b]. The polynomial spline of degree m with knots {tk}nk¼1 on [a, b] is defined
to be the piecewise polynomial gm(t) that is a regular algebraic polynomial of degree m on each
subinterval [tk, tkþ 1], k¼ 0, . . . , n, and is (m� 1) times continuously differentiable at all knots [41,88].
We denote the family of these algebraic polynomial splines by Sm(t1, . . . , tn), which is an (nþmþ 1)-
dimensional linear space.
Given a continuous function f(t) on [a, b], the best uniform spline approximation problem is to find a

gm* 2 Sm(t1, . . . , tn) such that

 f � gm*

L1[a,b] ¼ inf gm2Sm

 f � gm

L1[a,b] (9:33)

According to the second part of Theorem 9.10, this best uniform approximation problem always has a
solution. A best spline approximant can be characterized by the following sign-alteration theorem [72],
which is a generalization of Theorem 9.12, from polynomials to polynomial splines.

THEOREM 9.16

The polynomial spline gm*(t) is a best uniform approximant of f2C [a, b] from Sm(t1, . . . , tn) iff there
exists a subinterval [tr, trþs] � [a, b], with integers r and s� 1, such that the maximal number g of sign-
alteration points on this subinterval [tr, trþ s], namely,

f (tk)� gm(tk) ¼ c(�1)k
 f � gm


L1[a,b]

, tk 2 [tr ,trþs], k ¼ 1, . . . ,g

satisfies g�mþ sþ 1, where c¼ 1 or �1.

Polynomial splines can be used for least-squares approximation, just like regular polynomials, if the
L1-norm is replaced by the L2-norm in Equation 9.33. For example, B-splines, i.e., basic splines with a
compact support, are very efficient in least-squares approximation. The spline quasi-interpolant provides
another type of efficient approximation, which has the following structure

gm(t) ¼
X
k

f (tk)f
m
k (t) (9:34)

and can achieve the optimal approximation order, where {fm
k } is a certain linear combination of

B-splines of order m [18].
Spline functions have many variants and generalizations, including natural splines, perfect splines,

various multivariate splines, and some generalized splines defined by linear ordinary or partial differntial
operators with initial-boundary conditions [27,41,42,44,88].
Splines are essentially local, in the sense of having compact supports, perhaps with the exception

perhaps of the thin-plate splines [94], where the domains do not have a boundary.
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Radial functions are global, with the property f(r) ! 1 as r ! 1 and, normally, f(0)¼ 0. Well-
conditioned radial functions include jrj2mþ1, r2m log(r), (r2þ a2)
1=2, 0< a ! 1, etc. [80]. Many radial
functions are good candidates for modeling nonlinear circuits and systems [63,64]. For example, for l
distinct points t1, . . . , tl in Rn, the radial functions {f(jt� tkj)}lk¼ 1 are linearly independent, and thus the
minimization

min
{ck}

�����f (t)�
Xl
k¼1

ckf
��t� tk

��
 ������
2

(9:35)

at some scattered points can yield a best least-squares approximant for a given function f(t), with some
especially desirable features [81]. In particular, an affine plus radial function in the form

a � tþ bþ
Xl
k¼1

ckf(
��t� tk

��), t 2 Rn (9:36)

where a, b, {ck}
l
k¼ 1 are constants, provides a good modeling framework for the canonical piecewise linear

representation (Equation 9.12) of a nonlinear circuit [63].

9.3.2.3 Approximation by Means of Interpolation

Interpolation plays a central role in function approximation theory. The main theme of interpolation is
this: suppose that an unknown function exists for which we are given some measurement data such as its
function values, and perhaps some values of its derivatives, at some discrete points in the domain. How
can we use this information to construct a new function that interpolates these values at the given points
as an approximant of the unknown function, preferably in an optimal sense? Constructing such a
function, called an interpolant, is usually not a difficult problem, but the technical issue that remains is
what kind of functions should be used as the interpolant so that a certain meaningful and optimal
objective is attained?
Algebraic polynomial interpolation is the simplest approach for the following Lagrange interpolation

problem [22,36].

THEOREM 9.17

For arbitrarily given nþ 1 distinct points 0� t0< t1 <� � �< tn� 1 and nþ 1 real values v0, v1, . . . , vn, there
exists a unique polynomial pn(t) of degree n, which satisfies

pn(tk) ¼ vk, k ¼ 0, 1, . . . , n

This polynomial is given by

pn(t) ¼
Xn
k¼0

vkLk(t)

with the Lagrange basis polynomials

Lk(t) :¼ (t � t0) � � � (t � tk�1)(t � tkþ1)(t � tn)
(tk � t0) � � � (tk � tk�1)(tk � tkþ1)(tk � tn)

, k ¼ 0, . . . , n
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Moreover, if f(t) is l (�nþ 1) times continuously differentiable on [a, b], then the interpolation error is
bounded by

 f � pn

L1[0,1]

� 1
n!

f (l)
L1[0,1]

h
L1[0,1]

where h(t)¼Pk¼0
n�1 (t� tk), and jjhjjL1[0,[1]] attains its minimum at the Chebyshev points tk¼ cos (2kþ 1)

p=2(nþ 1)), k¼ 0, 1, . . . , n.

Note that the set {Lk(t)}k¼0
n is a Chebyshev system on the interval [t0, tn], which guarantees the

existence and uniqueness of the solution. This set of basis functions can be replaced by any other
Chebyshev system to obtain a unique interpolant.
If not only functional values, but also derivative values, are available and required to be interpolated by

the polynomial,

p(ik)n (tk) ¼ vk,ik ik ¼ 0, . . . ,mk, k ¼ 0, 1, . . . , n

then we have a Hermite interpolation problem. An algebraic polynomial of degree d¼ nþPk¼0
n mk

always exists as a Hermite interpolant. An explicit closed-form formula for the Hermite interpolant also
can be constructed. For example, if only the functional values {vk}

n
k¼0 and the first derivative values

{wk}
n
k¼0 are given and required to be interpolated, then the Hermite interpolant is given by

p2n(t) ¼
Xn
k¼0

vkAk(t)þ wkBk(t)f g

where, with notation L0k(tk) :¼ (d=dt)Lk(t)jt¼ tk,

Ak(t) ¼ 1� 2(t � tk)L
0
k(tk)

� 	
L2k(t) and Bk(t) ¼ (t � tk)L

2
k(t)

in which Lk(t) are Lagrange basis polynomials, k¼ 0, 1, . . . , n.
However, if those derivative values are not consecutively given, we have a Hermite–Birkhoff interpol-

ation problem, which is not always uniquely solvable [61].
The preceding discussions did not take into consideration any optimality. The unique algebraic

polynomial interpolant obtained previously may not be a good result in many cases. A well-known
example is provided by Runge, in interpolating the continuous and smooth function f(t)¼ 1=(1þ 25t2) at
nþ 1 equally spaced points on the interval �[1, 1]. The polynomial interpolant pn(t) shows extremely
high oscillations near the two end-points (jtj> 0.726, . . . ). Hence, it is important to impose an additional
optimality requirement (e.g., a uniform approximation requirement) on the interpolant. In this concern,
the following result is useful [36].

THEOREM 9.18

Given a continuous function f2C �[1, 1], let {tk}k¼ 1
n be the Chebyshev points on �[1, 1]; namely, tk¼ cos

((2k� 1)p=(2n)), k¼ 1, . . . , n. Let also P2n�1(t) be the polynomial of degree 2n� 1 that satisfies the
following special Hermite interpolation conditions: P2n�1(tk)¼ f(tk) and P2n�1(tk)¼ f(tk) and P0

2n�1(tk)
t(k)¼ 0, k¼ 1, . . . , n. Then, the interpolant P2n(t) has the uniform approximation property

 f � P2n�1


L1[�1,1]

! 0 as n ! 1
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Because polynomial splines are piecewise algebraic polynomials, similar uniform approximation results
for polynomial spline interpolants may be established [41,72,88].
Finally, a simultaneous interpolation and uniform approximation for a polynomial of a finite (and

fixed) degree may be very desirable in engineering applications. The problem is that given and f2C [a, b]
with nþ 1 points a� t0< t1 <� � �< tn� b and a given e> 0, find a polynomial p(t) of finite degree
(usually, larger than n) that satisfies both

 f � p

L1[a,b]

< e and p(tk) ¼ f (tk), k ¼ 0, 1, . . . , n

The answer to this question is the Walsh theorem, which states that this is always possible, even for
complex polynomials [36]. Note that natural splines can also solve this simultaneous interpolation and
uniform-approximation problem.

9.3.3 Best Approximation of Linear Functionals

As already mentioned, a functional is a mapping that maps functions to values. Definite integrals,
derivatives evaluated at some points, and interpolation formulas are good examples of linear functionals.
The best approximation problem for a given bounded linear functional, L, by a linear combination of

n independent and bounded linear functionals L1, . . . , Ln, all defined on the same normed linear space X
of functions, can be similarly stated as follows: determine n constant coefficients {ak*}

n
k¼1 such that

L�
Xn
k¼1

ak*Lk


X*

¼ min{ak}

L�
Xn
k¼1

akLk


X*

(9:37)

where X* is the dual space of X, which is also a normed linear space. A basic result is described by the
following theorem [36].

THEOREM 9.19

If X is a Hilbert space, then the best approximation problem (Equation 9.37) is uniquely solvable.
Moreover, if r and {rk}

n
k¼1, are the functional representors of L and {Lk}

n
k¼1, respectively, then

r �
Xn
k¼1

akrk


X*

¼ min )
L�

Xn
k¼1

akLk


X*

¼ min

It is important to note that for linear functionals, we have an interpolation problem: given bounded
linear functionals L and {Lk}k¼1

n , all defined on a normed linear space X, where the last n functionals are
linearly independent on X, and given also n points xk2X, k¼ 1, . . . , n, determine n constant coefficients
{ak}k¼1

n , such that

Xn
k¼1

akLk(xi) ¼ L(xi), i ¼ 1, . . . , n
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Obviously, this problem is uniquely solvable. Depending on the specific formulation of the linear
functionals, a bulk of the approximation formulas in the field of numerical analysis can be derived
from this general interpolation formulation.
Finally, convergence problems also can be formulated and discussed for bounded linear func-

tionals in a manner similar to interpolation and approximation of functions. The following result is
significant [36].

THEOREM 9.20

Let L and {Lk}
1
k¼1 be bounded linear functionals defined on a Banach space X. A necessary and sufficient

condition for

lim
k!1

Lk � L

X* ¼ 0

is that {Lk}
1
k¼1 are uniformly bounded:

LkX* � M < 1 8k ¼ 1, 2, . . .

and there is a convergent sequence {xi}
1
i¼1 2X, such that

lim
k!1

Lk(xi) ¼ L(xi) for each i ¼ 1, 2, . . .

9.3.4 Artificial Neural Network for Approximation

Artificial neural networks offer a useful framework for signal and system approximations, including
approximation of continuous and smooth functions of multivariables. Due to its usually mutilayered
structure with many weights, an artificial neural network can be ‘‘trained,’’ and hence has a certain
‘‘learning’’ capability in data processing. For this reason, artificial neural networks can be very efficient in
performing various approximations. The main concern with a large-scale artificial neural network is its
demand on computational speed and computer memory.
Both parametrized and nonparametrized approaches to approximations use artificial neural networks.

In the parametrized approach the activation function, basic function, and network topology are all
predetermined; hence, the entire network structure is fixed, leaving only a set of parameters (weights) to
be adjusted to best fit the available data. In this way, the network with optimal weights becomes a best
approximant, usually in the least-squares sense, to a nonlinear system. Determining the weights from the
data is called a training process. Back-propagation multilayered artificial neural networks are a typical
example of the parametrized framework. The nonparametrized approach requires that the activation
and=or basic functions also be determined, which turns out to be difficult in general.
To illustrate how an artificial neural network can be used as a system or signal approximant, we first

describe the structure of a network. The term neuron used here refers to an operator or processing unit,
which maps R00–R, with the mathematical expression

oi ¼ fa(fb(ii,wiÞÞ (9:38)

where ii¼ [il, . . . , in]
T is the input vector, wi¼ [wi1, . . . , win]

T is the weight vector associated with the
ith neuron, oi the output of the ith neuron, fa the activation function (usually sigmoidal or Gaussian), and
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fb the basic function (which can be linear, affine, or radial). For example, if an affine basic function is
used, Equation 9.38 takes on the form

oi ¼ fa(ii � wi þ biÞ (9:39)

where bi is a constant.
A fully connected feed-forward artificial neural network is generally a multi-input=multi-output

network, where the output from each neuron of each layer is an input to each neuron of the next
layer. Such a network, arranged in one input layer, multiple hidden layers, and one output layer, can be
constructed as follows (see Figure 9.6). Suppose we have n-inputs, nL-outputs and L� 1 hidden layers,
and a linear basic function is used with a sigmoidal activation function fa(t)¼s(t):

s(t) ! 1 as t ! þ1
0 as t ! �1

�

Also, let ol,i be the output of the ith neuron at the lth layer and wl,i¼ [wl,i,1 � � �wl,i,s]
T be the weight vector

associated with the same neuron connected to the neurons at the (l� 1)st layer. Then, we have

ol,i ¼ s
Xnl
j¼1

0l�1,jwl,i,j þ wl,i,0

 !
(9:40)

Inductively, the output of the ith neuron in the last (the Lth) layer is given by

oL,i ¼ s
XnL�1

j¼1

wL,i,j � � �s
Xni
q¼1

w1,p,qin0 þ w1,p,o

 !
þ w2,p,0

 !
þ � � � þ wL,i,o

 !
(9:41)

where i¼ 1, . . . , nL.
The following best uniform approximation property of an artificial neural network is a fundamental

result in neural-network approximation [35].

nL = n2 = 2

n2 = 2

n1= 3

n = 4

Layer 3 (output layer)

Layer 2 (second hidden layer)

Layer 1 (first hidden layer)

Input layer

FIGURE 9.6 A two-hidden layer, feed-forward artificial neural network.
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THEOREM 9.21

Let f(t) be a continuous function defined on a compact subset V � Rn. Then, for any 2> 0, there exists an
integer m� 1 and real parameters {ck, wki, bk}mk¼1 such that using any nonconstant, bounded, and
monotonically increasing continuous function fa as the activation function, the artificial neural network
can uniformly approximate f on V, in the sense that

 f � N

L1(V) < e

where the network has the form

N(t) ¼
Xm
k¼1

ckfa
Xn
i¼1

wk,iti þ bk

 !
, t ¼ t1 � � � tn½ �T 2 V

Neural networks can also provide approximation for a mapping together with its derivatives [52]. On the
other hand, neural networks can provide localized approximation, which is advantageous in that if a
certain portion of the data is perturbed, only a few weights in the network need to be retrained. It was
demonstrated that a single hidden layered network cannot provide localized approximation of continu-
ous functions on any compact set of a Euclidean space with dimension higher than one; however, two
hidden layers are sufficient for the purpose [33].
As mentioned previously, the basic function fb in a network need not be linear. An artificial neural

network, using a radial function for fb, can also give very good approximation results [76]. Also, as a
system approximation framework, stability of a network is very important [68]. Finally, a major issue that
must be addressed in designing a large-scale network is the computer memory, which requires some
special realization techniques [67].

9.4 Identification

System identification is a problem of finding a good mathematical model, preferably optimal in some
sense, for an unknown physical system, using some available measurement data. These data usually
include system outputs and sometimes also inputs. Very often, the available data are discrete, but the
system to be identified is continuous [97].
A general formulation of the system identification problem can be described as follows. Let S be the

family of systems under consideration (linear or nonlinear, deterministic or stochastic, or even chaotic),
with input u and output g, and let R(u,y) be the set of I–O data. Define a mapping M: S ! R(u,y). Then, a
system ^2 S is said to be (exactly) identifiable if the mapping M is invertible, and the problem is to find
the ^¼M�1(~u,~y) using the available data (~u, ~y)2R(u,y). Here, how to define the mapping M, linear or
not, is the key to the identification problem. Usually, we also want M�1 to be causal for the implemen-
tation purpose.
The first question about system identification is of course the identifiability [82]. Not all systems, not

even linear deterministic systems, are exactly identifiable [21]. Because many physical systems are not
exactly identifiable, system identification in a weaker sense is more realistic.
Suppose that some inputs and their corresponding outputs of an unknown system, 61, are given. We

want to identify this unknown system by an approximate model, 62, using the available I–O data, such
that the corresponding outputs produced by any input through 61 and 62, respectively, are ‘‘very close’’
under certain meaningful measure. If the structure of 61 (hence, 62) is known a priori, then what we
need is to identify some system parameters. If the structure of 61 is not clear, the task becomes much
more difficult because we must determine what kind of model to choose in approximating the unknown
system [50]. This includes many crucial issues such as the linearity and dimension (or order) of the
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model used. In particular, if the system is nonlinear and contains uncertainties, special techniques from
set-valued mapping and differential inclusion theories may be needed [58].
Usually, the basic requirement is that 62 should be a best approximant of 61 from a desired class of

simple and realizable models under a suitably chosen criterion. For example, the least-squares operator
approximation discussed previously can be thought of as an identification scheme. For this reason,
identification in the weak sense is traditionally considered to be one of the typical best approximation
problems in mathematics. If a minimal, worst-case model-matching error bound is required, the
approximation is known as the optimal recovery problem, for either functions or functionals [65,66],
or for operators [15,45]. In system engineering it usually refers to system identification or reconstruction,
with an emphasis on obtaining an identified model or a reconstruction scheme.

Generally speaking, system identification is a difficult problem, often leading to nonunique solutions
when it is solvable. This is typically true for nonlinear circuits and systems. In systems and control
engineering, an unknown system is identified by a desired model such that they can produce ‘‘close
enough’’ outputs from the same input, measured by a norm in the signal space, such as Lp, lp, or Hp

(1� p�1). For dynamic systems, however, this norm-measure is generally not a good choice because
one is concerned with nonlinear dynamics of the unknown system, such as limit cycles, attractors,
bifurcations, and chaos. Hence, it is preferable to have an identified model that preserves the same
dynamic behavior. This is a very challenging research topic; its fundamental theories and methodologies
are still open for further exploration.

9.4.1 Linear Systems Identification

Compared to nonlinear systems, linear systems, either autoregressive with moving-average (ARMA) or
state-space models, can be relatively easily identified, especially when the system dimension (order) is
fixed. The mainstream theory of linear system identification has the following characteristics [37]:

1. The model class consists of linear, causal, stable, finite-dimensional systems with constant param-
eters.

2. Both system inputs and their corresponding outputs are available as discrete or continuous data.
3. Noise, if any, is stationary and ergodic (usually with rational spectral densities), white and

uncorrelated with state vectors in the past.
4. Criteria for measuring the closeness in model-matching are of least-squares type (in the deter-

ministic case) or of maximum likelihood type (in the stochastic case).
5. Large-scale linear systems are decomposed into lower-dimensional subsystems, and nonlinear

systems are decomposed into linear and simple (e.g., memoryless) nonlinear subsystems.

Because for linear systems, ARMA models and state-space models are equivalent under a nonsingular
linear transformation [17,32], we discuss only ARMA models here.
An (n, m, l)th-order ARMAX model (an ARMA model with exogenous noisy inputs) has the general

form

a z�1

 �

y(t) ¼ b z�1

 �

u(t)c z�1

 �

e(t), t ¼ . . . ,�1, 0, 1, . . . (9:42)

in which z�1 is the time-delay operator defined by z�1f(t)¼ f(t� l), and

a z�1

 � ¼Xn

i¼0

Aiz
�i, b z�1


 � ¼Xm
j¼0

Bjz
�j, c z�1


 � ¼Xl
k¼1

Ckz
�k

with constant coefficient matrices {Ai}, {Bj}, {Ck} of appropriate dimensions, where A0¼ I (or, is
nonsingular). In the ARMAX model (Equation 9.42) u(t), y(t), and e(t) are considered to be system
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input, output, and noise vectors, respectively, where the input can be either deterministic or random. In
particular, if l¼ 0 and n¼ 0 (orm¼ 0), then Equation 9.42 reduces to a simple moving-average (MA) (or
autoregressive, AR) model. Kolmogorov [56] proved that every linear system can be represented by an
infinite-order AR model. It is also true that every nonlinear system with a Volterra series representation
can be represented by a nonlinear AR model of infinite order [53].
The system identification problem for the ARMAX model (Equation 9.42) can now be described as

follows. Given the system I–O data (u(t), y(t)) and the statistics of e(t), determine integers (n, m, l)
(system-order determination) and constant coefficient matrices {Ai}, {Bj}, {Ck} (system-parameter iden-
tification). While many successful methods exist for system parameter identification [3,23,49,60], system
order determination is a difficult problem [47].
As already mentioned, the identifiability of an unknown ARMAX model using the given I–O data is a

fundamental issue. We discuss the exact model identification problem here. The ARMAX model
(Equation 9.42) is said to be exactly identifiable if (ã(z�1), ~b(z�1), ~c(z�1)) is an ARMAX model with
ñ� n, ~m�m, and ~l� l, such that

~a z�1ð Þ½ ��1~b z�1ð Þ ¼ a z�1ð Þ½ ��1b z�1ð Þ
~a z�1ð Þ½ ��1

~c z�1ð Þ ¼ a z�1ð Þ½ ��1c z�1ð Þ

�

Note that not all ARMAX models are exactly identifiable in this sense. A basic result about this
identifiability is the following [21].

THEOREM 9.22

The ARMAX model (Equation 9.42) (with t� 0) is exactly identifiable iff a(z�1), b(z�1), and c(z�1) have
no common left factor and the rank of the constant matrix [An, Bm, Cl], consisting of the highest-order
coefficient terms in a(z�1), b(z�1), c(z�1), respectively, is equal to the dimension of the system output y.

Even if an unknown system is exactly identifiable and its identification is unique, how to find the
identified system is still a very technical issue. For simple AR models, the well-known Levinson–Durbin
algorithm is a good scheme for constructing the identified model; for MA models, one can use Trench–
Zohar and Berlekamp–Massey algorithms. There exist some generalizations of these algorithms in the
literature [23]. For stochastic models with significant exogenous noise inputs, various statistical criteria
and estimation techniques, under different conditions, are available [82]. Various recursive least-
squares schemes, such as the least-mean-square (LMS) algorithm [96], and various stochastic searching
methods, such as the stochastic gradient algorithm [49], are popular. Because of their simplicity and
efficiency, the successful (standard and extended) Kalman filtering algorithms [16,30] have also been
widely applied in parameters identification for stochastic systems [13,17,62], with many real-world
applications [92].
Finally, for linear systems, a new framework, called the behavioral approach, is proposed for mathe-

matical system modeling and some other related topics [2,98].

9.4.2 Nonlinear Systems Identification

Identifying a nonlinear system is much more difficult than identifying a linear system in general, whether
it is in the exact or in the weak sense, as is commonly known and can be seen from its information-based
complexity analysis [15,45].
For some nonlinear systems with simple Volterra series representations, the least-squares approxima-

tion technique can be employed for the purpose of identification in the weak sense [8]. As a simple
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illustrative example, consider the cascaded nonlinear system with noise input shown in Figure 9.7. In this
figure h1(t) and h2(t) are unit impulse responses of two linear subsystems, respectively, and Vn(�) is a
memoryless nonlinear subsystem which is assumed to have an nth-order Volterra polynomial in the
special form

y(t) ¼
Xn
k¼1

ck

ðt

0

. . .

ðt

0

fk t1, . . . , tkð Þx(t1) � � � x(tk)dt1 � � � dtk (9:43)

where all the Volterra kernels {fk}
n
k¼0 are assumed to be known, but the constant coefficients {ck}

n
k¼0

must be identified.
It is clear from Figure 9.7 that the output of the cascaded system can be expressed via convolution-type

integrals as

z(t) ¼ c1

ð
h2f1h1u

� �
(t)þ � � � þ cn

ð
� � �
ð
h2f1h1 � � � h2u � � � u

� �
(t)þ e(t) (9:44)

Now, because all the integrals can be computed if the input function u(t) is given, the standard least-
squares technique can be used to determine the unknown constant coefficients {ck}

n
k¼0, using the

measured system output z(t).
A neural network implementation of Volterra series model identification is described in Ref. [1].

Neural network for system identification has been used in many different cases, as can also be seen from
Ref. [70].
Finally, we consider one approach to nonlinear systems identification which combines the special

structure of the generalized Fock space of Volterra series (Theorem 9.3) and the ‘‘training’’ idea from
neural networks discussed previously (Theorem 9.21). For simplicity, consider the scalar nonlinear
system

y(t)þ f y(t � 1), y(t � 2), . . . , y(t � n)ð Þ ¼ u(t), t ¼ 0, 1, . . . (9:45)

where n is a fixed integer, with the given initial conditions y(�1)¼ y1, . . . , y(�n)¼ yn. Introducing a
simple notation

yt�1 ¼ y(t � 1), . . . , y(t � n)ð Þ (9:46)

we first rewrite this system as

g(t)þ f gt�1

 � ¼ u(t) (9:47)

Then, we denote by En as the n-dimensional Euclidean space of continuous functions and let u1, . . . ,
um 2 En, called the domain training samples, be given data vectors that are componentwise nonzero and

ε(t)

z(t)u(t) x(t) y(t)
h1(t) Vn(∙) h2(t)

FIGURE 9.7 A cascaded linear–nonlinear system with noise input.
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distinct, namely, uki 6¼ ukj if i 6¼ j for all k¼ 1, . . . , m, 1� i, j� n. Here, Equation 9.46 also has been used
for these domain training samples. Also, let r1, . . . , rm, be given real numbers, called the corresponding
range training samples. The identification problem is to find an approximate system, f *(�), among all
Volterra series representations from the generalized Fock space formulated in Theorem 9.3, such that f *
maps all the domain training samples to their corresponding range training samples:

f *(uk) ¼ rk, k ¼ 1, . . . , m (9:48)

and f * has the minimum operator-norm among all such candidates. The following theorem provides an
answer to this problem [45].

THEOREM 9.23

There is a unique element f * of minimum norm in the generalized Fock space defined in Theorem 9.3, with
the domain V¼ En therein, that satisfies the constraint (Equation 9.48). Moreover, f * has the following
expression:

f *(v) ¼
Xm
k¼1

akK uk,v

 � 8v 2 En

where K(�, �) is the reproducing kernel defined in Theorem 9.3, and the system parameters are deter-
mined by

a1
..
.

am

2
64

3
75 ¼

K u1, u1ð Þ � � � K u1, umð Þ
..
. ..

.

K um, u1ð Þ � � � K um, umð Þ

2
64

3
75
�1

r1
..
.

rm

2
64

3
75

Here, it should be noted that because K is a reproducing kernel, the set of functions {K(uk, �)}mk¼1 are
linearly independent, so that the above inverse matrix exists.
Also, note that this system identification method can be applied to higher-dimensional systems and the

continuous-time setting [45].

9.4.3 Nonlinear Dynamic Systems Identification from Time Series

Measurement (observation) data obtained from an unknown system are often available in the form
of time series. There are some successful techniques for identification of linear and nonlinear systems
from time series if the time series is generated from Gaussian white noise. For example, for linear
systems we have the Box–Jenkins scheme and for nonlinear systems, a statistical method using a
nonlinear filter [75].
Concerned with nonlinear dynamic systems, however, statistical methods and the commonly used

norm-measure criterion may not be capable of identifying the system dynamics in general. This is
because the main issue in this concern is the nonlinear dynamic behavior of the unknown system, such as
limit cycles, attractors, bifurcations, and chaos. Hence, it is preferable that the identified model can
preserve the nonlinear dynamics of the unknown system. This turns out to be a very challenging task;
many fundamental theories and methodologies for this task remain to be developed.

9-30 Feedback, Nonlinear, and Distributed Circuits



When an unknown nonlinear dynamic system is measured to produce a set of continuous or discrete
data (a time series), a natural approach for studying its dynamics from the available time series is to take
an integral transform of the series, so as to convert the problem from the time domain to the frequency
domain. Then, some well-developed engineering frequency domain methods can be applied to perform
analysis and computation of the nonlinear dynamics [69].
One common approach formulated in the time domain is the (delay-coordinate) embedding method

that can be applied to reconstruct (identify) an unknown nonlinear dynamic model from which only a set
of discrete measurement data (a time series) is available.
Let us consider the problem of identifying a periodic trajectory of an unknown, nonlinear dynamic

system using only an experimental time series measured from the system. Let {rk} be the available
data. The embedding theory guarantees this can be done in the space Rm with the embedding dimension
m� 2nþ 1, where n is the dimension of the dynamic system 93], or m� 2dA, where dA is the dimen-
sion of the attractor [87]. A way to achieve this is to use the delay-coordinate technique, which
approximates the unknown, nonlinear dynamics in Rm by introducing the embedding vector

rk ¼ rkrk�m � � � rk�(m�1)m
� 	T

(9:49)

where m is the time-delay step. This embedding vector provides enough information to characterize the
essence of the system dynamics and can be used to obtain an experimental Poincaré map, which helps in
understanding the dynamics. For example, one may let the map be the equation of the first component of
the vector being equal to a constant: rki¼ constant. This procedure yields the successive points

ji :¼ rki�m � � � rki�(m�1)m
� 	T

(9:50)

at the ith piercing of the map by the trajectory (or the vector rk), where ki is the time index at the ith
piercing. Then, one can locate the periodic trajectories of the unknown system using the experimental
data [4,14]. In this approach, however, determining a reasonably good time-delay step size, i.e., the real
number m in Equation 9.49, remains an open technical problem.
Finally, we note that the embedding method discussed previously has been applied to the control of

chaotic circuits and systems [19,20,74].
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10.1 Transformation of Nonlinear Dynamical Circuit Equations

One of the basic problems in studying linear and nonlinear dynamical electrical circuits is the analysis of
the underlying descriptive equations and their solution manifold. In the case of linear or affine circuits, the
constitutive relations of circuit elements are restricted to classes of linear or affine functions and, therefore,
possess rather restricted types of solutions. In contrast, the solution manifold of nonlinear networks may
consist of many different types. Naturally, it is useful to decompose nonlinear networks into classes that
possess certain similarities. One approach, for example, is to consider the solution manifold and to
decompose solutions into similar classes. Furthermore, if the descriptive differential equations of dynamic
networks are considered to be mathematical sets, their decompositions will be of interest.
The technique of equivalence relations is the preferred method used to decompose a set of mathemati-

cal objects into certain classes. A well-known approach to define equivalence relations uses transform-
ation groups. For example, real symmetric n3 n matrices Rn�n

s can be decomposed into equivalence
classes by using the general linear transformation group GL(n; R), and by applying the following
similarity transformation:

M ! U�1MU, (10:1)

where U 2 GL(n; R). By applying GL(n; R), the set Rn�n
s is decomposed into similarity classes that are

characterized by their eigenvalues. Furthermore, each class of Rn�n
s contains a diagonal matrix D with

these eigenvalues on the main diagonal [35]. These eigenvalues are invariants of the group and
characterize different classes. These and other related results can be applied to classify linear and affine
dynamical networks [20]. Thus, properties of the A-matrix of the state-space equations are used for the
classification. Note that each linear and affine dynamical network can be described in state-space form.
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We discuss the theory of equivalence of linear and affine dynamical networks only as special cases of
nonlinear networks. An interesting reformulation of the classical material of the decomposition of real
matrices by using similarity transformations in the framework of one-parameter groups in GL(n; R) is
given by Ref. [21].
A classification of the vector fields is needed in order to classify differential equations of the type

_x¼ f(x), where x 2 R
n and f: Rn ! R

n is a vector field on R
n. A first concept is established by a k-times

differentiable change of coordinates that transforms a differentiable equation _x¼ f(x) into _y¼ g(y) by
a function h 2 Ck. Ck is the set of k-times continuously differentiable functions h: Rn ! R

n. In other
words, two vector fields are called Ck-conjugate if there exists a Ck-diffeomorphism h (k� 1) such that
h s f¼ g s h. An equivalent formulation uses the concept of flows associated with differential equations
_x¼ f(x). A flow is a continuously differentiable function w: R3R

n ! R
n such that, for each t 2 R,

the restriction w(t, �) ¼ : wt(�) satisfies w0¼ idRn and wt s ws¼wtþs for all t, s 2 R
n. The relationship to a

associated differential equation is given by

f(x) :¼ dwt

dt
(x)

����
t¼0

¼ lim
e!0

w(e, x)� w(0, x)
e

� �
: (10:2)

For more details see, for example, Ref. [13]. Two flows wt andCt (associated with f and g, respectively)
are called Ck-conjugate, if there exists a Ck-diffeomorphism h (k� 1) such that h s wt¼Ct s h. In the
case that k¼ 0, the term Ck-conjugate needs to be replaced by C0 or topological conjugate and h is a
homeomorphism. Clearly, differential equations, vector fields, and flows are only alternative ways of
presenting the same dynamics.
By the previous definitions, equivalence relations can be generated and the set of differential equations

_x¼ f(x) (as well as vector fields and flows) can be decomposed in certain classes of inequivalent differential
equations and so on with different behavior (with respect to the equivalence relation). Although
Ck-conjugate seems to be a natural concept for classifying differential equations, vector fields, and flows,
this approach leads to a very refined classification (up to a diffeomorphism). In other words, too many
systems become inequivalent. We consider two examples for illustrating this statement. Consider the
nonlinear dynamical circuit (see Figure 10.1) with the descriptive equations (in a dimensionless form):

C
dvC
dt

¼ i(vC , iL)� iL, (10:3)

L
diL
dt

¼ vC þ v(vC , iL), (10:4)

where the nonlinear functions i: R2 ! R and v: R2 ! R characterize the nonlinear controlled sources.
If these controlled sources are given in the following form:

i ¼ i(vC , iL) :¼ � 1
2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2C þ i2L � 1

q� �
vC , (10:5)

C vC

i(vC , iL) V(ve, iL)

K

M
L

– +
iL

FIGURE 10.1 Circuit with nonlinear controlled sources.
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v ¼ v(vC , iL) ¼ � 1
2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2C þ i2L � 1

q� �
iL, (10:6)

we obtain the following concrete descriptive equations for the circuits

C
dvC
dt

¼ � 1
2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2C þ i2L � 1

q� �
vC � iL, (10:7)

L
diL
dt

¼ vC � 1
2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2C þ i2L � 1

q� �
iL: (10:8)

These equations can be transformed into the following form if we use polar coordinates (r, f) by nC :¼ r
cos(ft) and iL :¼ r sin(ft):

dr
dt

¼ 1
2
(1� r)r, _f ¼ 1, (10:9)

where C¼ 1 and L¼ 1. If we consider the same circuit with the parameters C¼ 1=2 and L¼ 1=2 we
obtain the slightly different descriptive equations:

dr
dt

¼ 1
2
(1� r)r, _f ¼ 2: (10:10)

Note that both differential equations differ only by a time rescaling t ! 2t. The question arises whether
these two sets of equations are C1 conjugate.

It can be demonstrated (see Refs. [2,29]) that if a diffeomorphism converts a singular point of a vector
field into a singular point of another vector field, then the derivative of the diffeomorphism converts the
Jacobian matrix of the first vector field at its singular point into the Jacobian matrix of the second field at
its singular point. Consequently, these two Jacobian matrices are in the same similarity class and
therefore, have the same eigenvalues. In other words, the eigenvalues of the Jacobian matrices are
invariants with respect to a diffeomorphism, and the corresponding decomposition of the set of vector
fields (differential equations and flows) is continuous rather than discrete. Obviously, the eigenvalues of
Equations 10.9 and 10.10 (l1¼ 1=2, l2¼ 1 and ~l1¼ 1, ~l2¼ 2, respectively) are different and, in
conclusion, the two vector fields are not C1 conjugate. Moreover, these two vector fields are not
topologically or C0 conjugate. A more ‘‘coarse’’ equivalence relation is needed in order to classify
these vector fields, differential equations, and flows. As mentioned above, a time rescaling transforms
the differential equations (Equations 10.9 and 10.10) into one another and therefore it should be no
essential difference between these two differential equations. This motivates the following definition.

Definition 10.1: Two flows wt and ct are called Ck equivalent (k� 1) if there exists a Ck

diffeomorphism h that takes each orbit of ct into an orbit of ct, preserving their orientation. In the case
of k¼ 0, the flows are called C0 or topologically equivalent.

Because Ck equivalence preserves the orientation of orbits, the relation h(wt(x))¼wty(y)
with y¼ h(x)

between wt and ct is allowed, where ty is an increasing function of t for every y.
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It can be demonstrated (see Ref. [29]) that the eigenvalues of the Jacobian matrices of the two vector
fields must be in the same ratio if a monotonic time rescaling is allowed. Therefore, the two vector fields
(Equations 10.9 and 10.10) are C1 equivalent. However, the two linear vector fields of the equations

_x
_y

� �
¼ 1 0

0 1

� �
x
y

� �
,

_x
_y

� �
¼ 1 0

0 1þ e

� �
x
y

� �
(10:11)

are not C1 equivalent for any e 6¼ 0, although the solutions of the differential equations are very close
for small e in a finite time interval. In conclusion, topological equivalence is the appropriate setting for
classifying differential equations, vector fields, and flows. Note, that the decomposition of the set of linear
vector fields into equivalence classes using the topological equivalence does not distinguish between
nodes, improper nodes, and foci, but does distinguish between sinks, saddles, and sources. This suggests
the following theorem [3]:

THEOREM 10.1

Let _x¼Ax (x 2 R
n and A 2 R

n3 n) define a hyperbolic flow on R
n, e.g., the eigenvalues of A have only

nonzero parts, with ns eigenvalues with a negative real part. Then, _x¼Ax is topological equivalent to the
system (nu :¼ n� ns):

_xs ¼ �xs, xs 2 Rns , (10:12)

_xu ¼ þxs, xu 2 Rnu : (10:13)

Therefore, it follows that hyperbolic linear flows can be classified in a finite number of types using
topological equivalence.

A local generalization of this theorem to nonlinear differential equations is known as the theorem of
Hartmann and Grobman; see, e.g., Ref. [3].

THEOREM 10.2

Let x* be a hyperbolic fixed point of _x¼ f(x) with the flow wt: U�R
n ! R

n, i.e., the eigenvalues of the
Jacobian matrix Jf (x*) have only nonzero real parts. Then, there is a neighborhood N of x* on which _x¼ f(x)
is topologically equivalent to _x¼ Jf (x*) x.

The combination of the two theorems implies that a very large set of differential equations can be
classified in an isolated hyperbolic fixed point by a finite number of types (namely, ns (or nu)). The reason
behind this interesting result is that the theorem of Hartman and Grobman, based on homeomorphisms,
leads to a coarse decomposition of the set of vector fields under consideration.
As a consequence of the preceding theorems, the behavior of nonlinear differential equations near

hyperbolic fixed points is equivalent up to a homeomorphism to the behavior of a simple system of linear
differential equations. In the theory of nonlinear circuits, these mathematical results can be interpreted in
the following way: The behavior of nonlinear circuits near an operational point where the Jacobian
matrix of the descriptive equations (in statespace form) has only eigenvalues with nonzero real parts is
‘‘similar’’ to that of a corresponding linear dynamical circuit. Therefore, the analysis of these nonlinear
circuits can be decomposed into two steps: (1) calculation of the operational points and the eigenvalues of
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their Jacobian matrix and (2) restricting to the hyperbolic operational points we consider the behavior of
the dynamics near these operational points; that is called small-signal behavior.
In the following section, we discuss more general methods for the analysis of vector fields that have at

least one nonhyperbolic fixed point.

10.2 Normal Forms of Nonlinear Dynamical Circuit Equations

In Section 10.1, we present theorems useful for classifying the ‘‘local’’ behavior of nonlinear differential
equations near hyperbolic fixed points by using ‘‘global’’ results from the theory of linear differential
equations. An essential remaining problem is to calculate a homeomorphic transformation h in concrete
cases. An alternative way to circumvent some of the difficulties is to apply the theory of normal forms
that goes back to the beginning of the twentieth century and is based on classical ideas of Poincaré and
Dulac. Detailed investigations of this subject are beyond the scope of this section and, therefore, an
interested reader should consult the monographs of Refs. [2,3,10] as well as Ref. [29], where also further
references of the theory of normal forms can be found. In this section, we present only the main ideas to
illustrate its areas of applications.
In contrast to the theory described in Section 10.1, which is dedicated to hyperbolic cases, the theory of

normal forms applies diffeomorphisms instead of homeomorphisms. This is necessary in order to
distinguish the dynamical behavior of differential equations in more detail. To classify the topological
types of fixed points of nonlinear differential equations _x¼ f(x) one proceeds in two steps:

1. Construction of a ‘‘normal form’’ in which the nonlinear terms of the vector field f take their
‘‘most simple’’ form

2. Determination of the topological type of the fixed point (under consideration) from the normal
form

We present the main aspects of this ‘‘algorithm’’ without a proof. First, we suppose that the vector field
f(x) of the nonlinear differential equation _x¼ f(x) satisfies f(0)¼ 0 (otherwise, using a suitable trans-
formation) and that it is represented by a formal Taylor expansion:

f(x) ¼ Ax þ ~f(x), (10:14)

where
A¼ Jf (x)
~f(x)¼O(kxk2) is of class Cr

Power (Taylor) series with no assumptions about convergence are called formal series. In practice, we
begin with the formal series and then we determine the corresponding region of convergence (if available).
Otherwise we use the framework of the theory of the so-called asymptotic series where a convergence in
a strict sense is not necessary. In perturbation theory of differential equations most of the power series
have to be considered as asymptotic series since a convergence in a strict sense is not available. More
details about asymptotic series and perturbation theory can be, e.g., found in Refs. [28,45,57].
If a power series representation is derived, we apply a diffeomorphic Cr change of coordinates

h: Rn ! R
n with y 7! x¼ h(y) (h(0)¼ 0) in the form of a near identity transformation:

h(y) :¼ y þ hk(y), (10:15)

where hk(y) is a homogeneous polynomial of order k in y (k� 2). The result of the transformation is

_y ¼ id þ Jh(y)f g�1A y þ hk(y)
� 	þ id þ Jh(y)f g�1~f y þ hk(y)

� 	
(10:16)

¼ Ay þ g(y) (10:17)
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where
Jh(y) is the Jacobian matrix of hk with respect to y
g(h)¼O(kyk2) is a class Cr

For the following discussion it is useful to define fkT of a sufficient differentiable function f: Rn ! R
n as

the ‘‘truncated’’ Taylor series in 0 expansion that have a degree less or equal k; the ith-order term of the
Taylor series of f is denoted by fi. In a more abstract setting these ‘‘truncated’’ Taylor series are called
k-jets; see Ref. [38] for more details. The set of fkT ’s forms a real vector space of functions and is denoted
by Hn

k where the components are homogeneous polynomials in n variables of degree k. Using the k-jet
notation and expanding g into a (formal) Taylor series, Equation 10.17 can be reformulated as

_y ¼ gk�1
T (y)þ gkR(y), (10:18)

where gkR contains all terms of degree k or higher.
Expanding ~f of Equation 10.14 into a Taylor series

~f ¼ ~f2 þ ~f3 þ � � � (10:19)

and using it to represent gkR of Equation 10.18 we can get

_y ¼ gk�1
T (y)þ fk � Ay, hk


 �� þ O kykkþ1
� �

, (10:20)

where in the sense of Equation 10.17 the so-called Lie bracket [Ay, hk] of the linear vector field Ay and
of hk(y) is introduced by

Ay, hk

 �

(y) :¼ Jh(y)Ay � Ahk(y): (10:21)

Now we define the linear operator LkA:H
n
k ! Hn

k by

LkAh
k: y ! Ay, hk


 �
(y) (10:22)

with the range R k, and let C k ba any complementary subspace to R k in Hn
k , i.e., H

n
k ¼ R k � C k(k � 2).

Then, the following theorem implies a simplification of a nonlinear differential equation _x¼ f(x), which
can be interpreted as an equivalent representation of the associated dynamical circuit equations.

THEOREM 10.3

Let f:Rn!R
n be a Cr vector field with f(0)¼ 0 andA 2R

n3 n, and let the decomposition R k � C k of Hn
k be

given. Then, there exists a series of near identity transformations x¼ yþ hk(y) 2V for k¼ 2, 3, . . . , r, where
V � Rn is a neighborhood of the origin and hk 2 Hn

k , such that the equation _x¼ f(x) is transformed to

_y ¼ Ay þ g2(y)þ g3(y)þ � � � þ gk(y)þ O(kykrþ1), y 2 V, (10:23)

where gk 2 C k for k¼ 2, 3, . . . .

A proof of this theorem and the following definition can be found in, e.g., Ref. [4].
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Definition 10.2: Let R k � C k be decompositions of Hn
k for k¼ 2, 3, . . . , r. The ‘‘truncated’’ equation

of (Equation 10.23)

_y ¼ Ay þ g2(y)þ g3(y)þ � � � þ gk(y), (10:24)

where gk 2 C k (k¼ 2, 3, . . . , r) is called normal form of _x¼Axþ~f(x) associated with matrix A up to order
r� 2 (with respect to the decomposition where gk 2 C k for k¼ 2, 3, . . . , R k � C k).

Theorem 10.3 suggests an equivalence relation in the set of vector fields f that decomposes the set into
equivalence classes. Each class can be represented by using the definition of normal forms. Because a
concrete normal form depends on the choice of complementary subspaces C k, it is not unique. In
practical problems a constructive method of finding these subspaces is needed. An elegant way to find
these subspaces is to start with the introduction of a suitable inner product h � j � in in Hn

k that is needed to
define the adjoint operator (LkA)* of L

k
A (in a sense of linear algebra) by

hhjLkA(j)in :¼ h(LkA)*(h)jjin, for all h, j 2 Hn
k : (10:25)

It can be shown that LkA
� 	

* ¼ Lk
A* where A*¼AT is the transposed matrix of the matrix A. The desired

construction is available as an application of the following theorem.

THEOREM 10.4

Vector space ker Lk
A*

n o
that is the solution space of the equation Lk

A*j ¼ 0 is a complementary subspace
of R k in Hn

k , i.e.,

Hn
k ¼ R k � ker Lk

A*

n o
: (10:26)

The interesting reader is referred to Ref. [4] for a detailed discussion of this subject. As a consequence,
finding a normal form in the above sense up to the order r requires solving the partial differential
equation Lk

A*j ¼ 0 with definition (Equation 10.22). From an algebraic point of view this means that a
base of ker {Lk

A*} has to be chosen, but this can be done, again, with some degrees of freedom. For
example, the two sets of differential equations are distinct normal form of _x¼Ax�~f(x) associated with
the same matrix A (see Ref. [4]):

d
dt

x1
x2

� �
¼ 0 1

0 0

� �
x1
x2

� �
þ ax21

bx22 þ ax1x2

� �
, (10:27)

d
dt

x1
x2

� �
¼ 0 1

0 0

� �
x1
x2

� �
þ 0

bx21 þ bx1x2

� �
: (10:28)

To reduce the number of nonlinear monomials in the normal forms, a more useful base of Ck must be
determined. If a nonlinear differential equation of the form _x¼Ax�~f(x) is given with an arbitrary
matrix A, several partial differential equations need to be solved. This, in general, is not an easy task.
If A is diagonal or has an upper triangular form, methods for constructing a base are available. For this
purpose we introduce the following definition:

Definition 10.3: Let A 2 R
n3 n possesses the eigenvalues l1, . . . , ln and let xa1

1 xa2
1 � � � xa1 xan

1 ej be a
monomial in n variables. It is called a resonant monomial if the so-called resonant condition:
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a � l� lj ¼ 0 (10:29)

is satisfied (aT :¼ (a1, . . . , an), l
T :¼ (l1, . . . , ln)). If the resonant condition holds for some

ffiffiffiffiffiffiffiffiffi
aTa

p
� 2

and some j 2 {1, . . . , n}, we say that A has a resonant set of eigenvalues.

The importance of this definition is that the following statement can be shown: a monomial
xa1
1 xa2

1 � � � xa1 xan
1 ej is an element of ker {Lk

A*} if and only if aT � l�lj¼ 0 [4]. The next theorem proves
that if A is diagonal, a minimal normal form exists (in certain sense).

THEOREM 10.5

Let A¼ diag(l1, . . . , ln). Then an A-normal form equation up to order r can be chosen to contain all
resonant monomials up to order r.
If some eigenvalues of A are complex, a linear change to complex coordinates is needed to apply this

theorem. Furthermore, theorems and definitions need to be modified to such complex cases. In the case of
differential equation:

d
dt

x1
x2

� �
¼ 0 �1

þ1 0

� �
x1
x2

� �
þ O kxk2� 	

(10:30)

that can be used to describe oscillator circuits, the coordinates are transformed to

_z1 :¼ x1 þ jx2, (10:31)

_z2 ¼ x1 � jx2 (10:32)

with the resonant set of eigenvalues {� j,þ j} that can be written in a complex normal form (z represents
z1 and z2, respectively):

_z ¼ jþ a1jzj2z þ � � � þ akjzj2kz : (10:33)

This normal form equation—Poincaré normal form—is used intensively in the theory of the Poincaré–
Andronov–Hopf bifurcation. The monograph of Hale and Ko�cak [30] is worth reading for the illustration
of this phenomenon in nonlinear dynamical systems. A detailed proof of the Poincaré–Andronov–Hopf
theorem can be found, e.g., in Ref. [32]. These authors emphasize that further preparation of the system of
differential equations is needed before the normal form theorem is applicable. In general, the linearized
part of _x¼Axþ~f(x) (in a certain fixed point of the vector field f) has two classes of eigenvalues: (a) central
eigenvalues li 2 j R � C and (b) noncentral eigenvalues li 2 C \ j R. The dynamic behavior of a system
associated with the noncentral eigenvalues is governed by the theorem of Grobman and Hartman
(see Section 10.1) and therefore it is oriented in generic sense at the exponential behavior of linear systems.
If a system has no central eigenvalues it is called a hyperbolic system. In circuit applications network,models
with a hyperbolic behavior are related to, e.g., amplifiers and active filters; see, e.g., Ref. [44].
A more complex behavior is only possible if the theorem of Grobman and Hartman cannot be

applied, i.e., we have systems with central eigenvalues see Ref. [49]. Therefore in the design of oscillator
circuits we have to derive conditions to get central eigenvalues, e.g., Barkhausen criterion. The noncentral
eigenvalues in these systems are related with the relaxation behavior and should be eliminated if we
are interested in the dominant asymptotic behavior. A systematic procedure to eliminate noncentral
eigenvalues from the system is based on the so-called center manifold theorem (see Ref. [11]) that is
used also in the paper of Hassard and Wan [32]. A numerical algorithm is presented by Hassard et al. [31].
A more detailed discussion of this essential theorem goes beyond the scope of this section; however,
more about the theory of normal forms of vector fields and its applications in circuit analysis can be found
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in Refs. [21,22]. Until now, we have discussed
differential equations of the type _x¼ f(x). Descrip-
tive equations of circuits consist, in general, of
linear and nonlinear algebraic equations, as well
as differential equations. Therefore, the so-called
constrained differential equations need to be con-
sidered for applications in circuit theory. A typical
example is the well-known circuit shown in Figure
10.2, containing a model of a tunnel diode (see
Refs. [9,53]). Circuit equations can be written as

C
dvC
dt

¼ iL � f (vC), (10:34)

L
diL
dt

¼ �vC � RiL þ V0, (10:35)

where iD¼ f (vD) is the characteristic of the tunnel diode (see Figure 10.3).
If the behavior of the circuit is considered with respect to the timescale t :¼ RC, then the differential

equations (Equations 10.34 and 10.35) can be reformulated as

dv
du

¼ i� F(v), (10:36)

e
di
du

¼ �v � iþ 1, (10:37)

where
u : t=t
i :¼ (R=V0) iL
v :¼ vC=V0

e : L=(CR2)
F(v) :¼ (R=V0) f(V0 � v)

The behavior of the idealized circuit, where «¼ 0 is often of interest. These types of descriptive equations
are called constrained equations or differential-algebraic equations (DAEs). The above discussed theory
of normal forms for vector fields cannot be applied directly to DAEs; however, a generalized theory is
available, as presented (with applications) in Refs. [24,25].

10.3 Dimensionless Forms of Circuit Equations

In Section 10.1, the problem of equivalence is considered in a rather complex manner by adopting the
mathematical point of view of dynamical systems. We use this approach in Section 10.6 to classify a

R

V0

L

VC C

i

f(V )

V

iL

FIGURE 10.2 Nonlinear circuit with tunnel diode.

i D

iD = f (vD)

vD

FIGURE 10.3 Characteristic of a tunnel diode.
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special class of nonlinear dynamical circuits. In
contrast to this approach, another kind of equiva-
lence of descriptive equations for linear time-
invariant circuits and for certain nonlinear cir-
cuits is well known. It is illustrated by means of
a simple example. The RLC parallel circuit in
Figure 10.4, analyzed in the frequency domain,
can be described by its impedance

Z( jv) ¼ 1
1=Rþ j(vC � 1

vL )
: (10:38)

In the case of small damping, this formula can be simplified using the so-called Q-factor that is
defined as the ratio of the current flowing through L (or C) to the current flowing through the
whole circuit in the case of resonance. The case of small damping is characterized by the condition
R=(2L) 	 v0, where v0 :¼ 1 =

ffiffiffiffiffiffi
LC

p
(Thompson’s formula for LC circuits with R¼ 0). The Q-factor

is given by Q :¼ 1=(v0

ffiffiffiffiffiffi
RC

p
). Simple calculations lead to a so-called normalized impedance

~Z :¼ Z
R
¼ 1� jQ�1 v

v0
� v0

v

� �� ��1

(10:39)

that contains only two instead of three parameters. By using this method, a whole class of RLC circuits
may be described by the same normalized impedance and which can be ‘‘de-normalized’’ at a certain
frequency if a special filter application is considered. Therefore, an equivalence relation is defined in this
manner. Handbooks of filter design written for practical electrical engineers contain diagrams of those
and similar frequency curves of normalized impedances as well as admittances. Nor that the formula
(Equation 10.39) is exact, although the interpretation of the parameters Q and v0 depends on the
condition R=(2L) 	 v0.
Methods for normalizing descriptive equations of circuits and for reducing the number of parameters

are known in linear and nonlinear circuit theory; see, e.g., Ref. [20]. Unfortunately, these methods are
stated without a presentation of their mathematisch reasoning. The main ideas for justification of
normalization procedures are based on the so-called dimensional analysis. Their first applications in
physics and the development of their mathematical foundations can be traced to the end of the
nineteenth century. In this section, we discuss only a few aspects of this subject. Interested readers
may find more details about the theory and applications of dimensional analysis as well as further
references in a paper of Mathis and Chua [50]. In this paper they demonstrated that for a complete
mathematical discussion of physical quantities, several algebraic concepts (e.g., Lie groups, etc.) are
needed. In this section, a concise introduction into dimensional analysis is preferred and therefore, an
intuitive introduction based on multiparameter Lie groups is presented. We use main ideas from the
monograph of Ovsiannikov [55].
For describing physical systems, suitable descriptive physical quantities are required that can be

measured. To perform a physical measurement of one of these quantities, we need at least one measuring
instrument that provides us with corresponding measuring values on its scale. This scale is calibrated
with respect to a standard cell. Therefore, an intuitive mathematical model of a physical quantity f

consists of two parts: a real number jfj that characterizes its value, and a symbol Ef that is due to the
standard cell. In general, a measuring instrument is composed of elementary measuring instruments to
evaluate, e.g., time or frequency, length, voltage, and charge. Each elementary instrument is calibrated
with a corresponding standard cell and, therefore, associated to the instrument. Entirely, an arbitrary
physical quantity f is defined by

C L R

FIGURE 10.4 LCR circuit.
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f :¼ jfjEl1
1 El2

2 � � � Elr
r , (10:40)

where
r is the number of elementary instruments for measuring f

lk determine how many times an elementary instrument have to be applied and whether the value on
the scale needs to multiplied or divided

The dimensionality of a physical quantity f is defined by

[f] :¼ El1
1 El2

2 � � � Elr
r , (10:41)

where r� n such that a physical quantities is fully described by f¼ j f j [f].
A physical quantity f is called dimensionless if its dimensionality is null, that is if l1¼ 0, l2¼ 0, . . . ,
lr¼ 0. Moreover, a set of n physical quantities f1, f2, . . . , fn is called dependent (in the sense of their
dimensionality) if there exist integers x1, x2, . . . , xn (not all equal zero) such that the product of these
quantities

f
x1
1 f

x2
2 � � �fxn

n (10:42)

is dimensionless. Otherwise f1 f2 � � � fn are called independent.
The main problem of (physical) dimension theory is to determine how many independent physical

quantities are included in a set of n describing quantities, to find them, and then express the other
quantities in the set in terms of these independent quantities. As an application, a systematic procedure
to normalize physical descriptive equations can be given—instead a intuitive manner as considered
above.
In order to solve the main problem, the change of measuring instruments and measuring scales needs

to be introduced and modeled in a mathematical manner. Obviously, in terms of modeling physical
quantities, the same f can be represented in different ways. Using two sets of measuring instruments,
denoted by E1, E2, . . . , Er and ~E1, ~E2, . . . , ~Er, respectively, f is given by

jfjEl1
1 El2

2 � � � Elr
r ¼ j~fj~E~l1

1
~E
~l2
2 � � � ~E~lr

r , (10:43)

where in general r 6¼ p. This suggests the so-called analogy transformation (see Ref. [50]):

Ek ¼ aa1
1 � � � aak

k
~Ea1
1 � � � ~Eak

k , k ¼ 1, . . . , r: (10:44)

Transformations of the scales of measuring instruments—in the following denoted as scale transform-
ations—are special analogy transformations:

Ek ¼ ak~Ek, k ¼ 1, . . . , r: (10:45)

It can be demonstrated that analogy transformations of dimension theory are special cases of the so-called
extension groups. These groups belong to the r-parameter Lie groups and, subsequently, all results of
dimension theory can be interpreted by theorems from this mathematical theory. Further details are
contained in Ref. [55]. To introduce the main ideas, we consider only scale transformations in this section.
Let Z :¼ R

n3R
m be the Cartesian product of the set of n-column vectors x and m-column vectors y,

and let {e1, . . . , en} and {f1, . . . , fm}, be, respectively, arbitrary (but fixed) bases of these vector spaces.
Endowing Z with the structure of a direct sum R

n � R
m, each z 2 Z can be represented by (with respect

to these bases)
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z ¼
Xn
i¼1

xiei þ
Xm
k¼1

ykfk: (10:46)

An extension of Z (with respect to these bases) is defined by the transformation:

h: z !
Xn
i¼1

cixiei þ
Xm
k¼1

dkykfk (ci > , dk > 0): (10:47)

Obviously, the set of all extensions generates an Abelian group of transformations on Z that is an
(nþm)-parameter Lie group. this group is denoted by diag{ei, fk}. Any subgroup H� diag{ei, fk} is called
an extension group of Z. We now consider extension groups Hr, with 0< r
 nþm.

Ovsiannikov [55] demonstrated that extensions of Hr can be represented, choosing a parametric
group, in the form:

~xi ¼ xi
Yr
a¼1

(aa)
lia , ~yk ¼ yk

Yr
a¼1

(aa)
mk
a , (10:48)

where
i¼ 1, . . . , n
k¼ 1, . . . , m

The main property of transformation groups is that they induce equivalence relations decomposing the
subjects on which the group acts into equivalence classes. If hp acts on elements x 2 X, and let p 2 R

p

the vector of parameters, an orbit U (x) of a point x 2 X is defined by the setU (x) :¼ {j 2 Xjj¼ hp (x, p), for
all p2R

p}. In this sense, the points of an orbit can be identified by a transformation group. A transformation
group acts transitive on X if there exists an orbit U(x) that is an open subset of X, with �U ¼X.
To study the so-called local Lie groups with actions that are defined near a null neighborhood of the

parameter space (including the vector 0), we can discuss the Lie algebra that characterizes the local
behavior of the associated local Lie group. In finite dimensional parameter spaces, a Lie algebra is
generated by certain partial differential operators. Using the representations (Equation 10.48) of Hr, the
operators are of the form:

Xn
i¼1

liax
i @

@xi
þ
Xm
i¼1

mk
ay

k @

@yk
, (10:49)

where
i¼ 1, . . . , n
k¼ 1, . . . , m

These operators can be represented in a matrix form:

M(z) :¼ M1 s diag{x1, . . . , xn; y1, . . . , ym}, (10:50)

where

M1 :¼
l11 � � � ln1 ,m

1
1 � � � mm

1

..

. � � � � � � ..
.

l1r � � � lnr ,m
1
r � � � mm

r

0
B@

1
CA: (10:51)

Obviously, Hr is not transitive if r< nþm.
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In order to solve the main problem of dimension theory, we need to introduce invariants of a Lie
group. Let F : X ! Y be a function on X and let transformations hp of a transformation group act on X,
then F is an invariant of the group if F(hp(x))¼ F(x) holds for any x 2 X and p 2 R

p. The invariant J :
X ! Y is called a universal invariant if there exists, for any invariant F : X ! Y of the group, a function
F such that F¼F s J. The following main theorem can be proved for the extension group [55].

THEOREM 10.6

For the extension group Hr on Z, there exists a universal invariant J : Z ! R
nþm� r if the condition

r< nþm is satisfied. The independent components of J have the monomial form:

Jt(Z) ¼
Yn
i¼1

xi
� 	utk �Ym

k¼1

yk
� 	st

k , (10:52)

where t¼ 1, . . . , nþm� r.

If dimensional analysis considers only scale transformations (Equation 10.45), this theorem contains the
essential result of the so-called Pi-theorem. For this purpose we present a connection between the
dimensionalities and the extension group Hr (see Ref. [55]). The group Hr of the space R

n, defined
only be the dimensions of the physical quantities fk with respect to the set of symbols {Ea}, has a one-to-
one correspondence with every finite set {fk} of n physical quantities, which can be measured in the
system of symbols {Ea} consisting of r independent measurement units; see Equation 10.43. The
transformations belonging to the group Hr give the rule of change in the form

j~fj ¼ jfj
Yr
a¼1

(aa)la (10:53)

of the numerical values jfkj as a result of the transition from the units {Ea} to {~Ea} by means of
Equation 10.45.
As a consequence of this relationship, a quantity f is dimensionless if and only if its numerical value

is an invariant of the group Hr. Thus, the problem to determine the independent physical quantities
of a given set of quantities is solved by the construction of a universal invariant of Hr stated by the
Pi-theorem; see also Ref. [7]. Normalization as well as the popular method of dimension comparison, are
consequences of the invariance of physical equations with respect to the group of analogy (scale)
transformations. In applications of dimensional theory, a normal form that has certain advantageous
properties is desired. For example, it is useful to reduce the number of parameters in physical equations.
Normal forms of this type are used very often in practical calculations, but with no clarification of their
mathematical foundations.
Circuit equations, similar to other physical equations, contain numberous parameters. In applications,

it is often desired to suppress some of these parameters and moreover, they should be replaced by the
numerical value 1.
For this purpose, Desloge [26] chooses a new system of units {Ea}. A theory of Desloge’s method,

based on analogy transformation (Equation 10.44) instead of scale transformation (Equation 10.45), was
presented by Mathis and Chua [50]. The main idea behind this method is that, beside the foundation
units time [T], voltage [E], and charge [Q] that are useful in circuit theory, the units of other parameters
are considered as foundational units. We denote the units by [Aa] instead of Ea. For example, in the case
of the tunnel-diode circuit (see Figure 10.2), [T], [E], and [Q], as well as [R], [C], and [L], need to be
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discussed. As a consequence of Desloge’s method, three of the four parameters can be suppressed and the
other variables will be normalized. The method works in the case of linear as well as nonlinear circuits.
The method is illustrated using the tunnel-diode circuit equations (Equations 10.34 and 10.35). At

first, the dimensional matrix is determined by

[T] [E] [Q]

[R]

[L]

[C]

1 1 �1

2 1 �1

0 �1 1

0
B@

1
CA (10:54)

that characterizes the relation between the dimensions of t, v, q, R, C, and L.
Now, Desloge considers another set of power independent dimensional scalars A1, A2, and A3 with

[Ai] ¼ [T]a
1
i [E]a

1
i 2[Q]a

3
i , i ¼ 1, 2, 3: (10:55)

These relations are interpreted as an analogy transformation (Equation 10.44). Applying the map L(�)
that has the same properties as the logarithmic function (see Ref. [50]) to Equation 10.55, the symbols L
([A1]), L([A2]), and L([A3]) are represented by linear combinations of L([T]), L([E]), L([Q]). The
coefficient matrix in Equation 10.55 is regular and contains the exponents. Solving these linear equations
using ‘‘antilog,’’ the [T], [E], and [Q] are products of powers of [A1], [A2], and [A3]. In this manner,
dimensionsless versions of differential equations of the tunnel-diode circuit can be derived.
By using the independent units A1 :¼ L, A2 :¼C, and A3 :¼V0 to replace their values jV0j, jLj, and jCj

by 1 (with respect to the new units), the following equation is derived by Desloge’s approach sketched
previously

[T] [E] [Q]

[V0]

[L]

[C]

0 1 0

2 1 �1

0 �1 1

0
B@

1
CA

ln [T]ð Þ
ln [E]ð Þ
ln [Q]ð Þ

0
B@

1
CA ¼

ln [V0]ð Þ
ln [L]ð Þ
ln [C]ð Þ

0
B@

1
CA:

(10:56)

Multiplying Equation 10.56 by the inverse of the dimensional matrix

[V0] [L] [C]

[T]

[E]

[Q]

0 1=2 1=2

1 0 0

1 0 1

0
B@

1
CA (10:57)

and applying ‘‘antilog’’ to the result, we obtain

[T] ¼ [L]1=2[C]�1=2, [E] ¼ [V0], [Q] ¼ [V0] [C]: (10:58)

From these equations, the relations between the old and new units can be derived; see Ref. [50]. T, E, and
Q are expressed by the new units L, C, and V0 and the parameters and variables in Equations 10.34 and
10.35 can be reformulated if the numerical values of V0, L, and C are added

T ¼ jLj�1=2jCj�1=2L1=2C1=2, E ¼ jV0j�1V0, Q ¼ jV0j�1jCj�1V0C: (10:59)
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These relations represent parameters and variables of the tunnel-diode circuit with respect to the new
quantities

R ¼ jRjjCj1=2
jLj1=2

L1=2C�1=2, V0 ¼ 1 � V0, L ¼ 1 � L, C ¼ 1 � C, (10:60)

iL ¼ jiLjjLj1=2
jV0jjCj1=2

V0L
�1=2C1=2, vC ¼ jvCj

jV0jV0, t ¼ jtj
jLj1=2jCj1=2

L1=2C1=2: (10:61)

The dimensional exponents for these quantities can be found by using the inverse dimensional matrix
(Equation 10.57):

1. T, E, Q: their exponents correspond the associated rows of Equation 10.57
2. V0, L, C, R: premultiply Equation 10.57 with the corresponding row of Equation 10.54

For example, taking [C] ¼D (0� 11) results in

[C]
[T] [E] [Q]

( 0 �1 1 )
[T]
[E]
[Q]

1
A

0
@

[V0] [L] [C]

0 1=2 1=2
1 0 0
1 0 1

¼ [C]
[V0] [L] [C]
( 0 0 1 ) (10:62)

or with the corresponding row [R] ¼D (11� 1) of Equation 10.54

[R]
[T] [E] [Q]

( 1 1 �1)
[T]
[E]
[Q]

1
A

0
@

[V0] [L] [C]

0 1=2 1=2
1 0 0
1 0 1

¼ [R]
[V0] [L] [C]
( 0 1=2 �1=2): (10:63)

With these representations of the dimensional quantities, we can obtain a dimensionless representation
of Equations 10.34 and 10.35

d�vC
d�t

¼ �iL � �f (�vC), (10:64)

d�iL
d�t

¼ 1� ffiffiffi
e

p
�iL � �vC , (10:65)

where

�vC :¼ jvCj
jV0j ,

�t :¼ jtjffiffiffiffiffiffiffiffiffiffiffijLjjCjp ,
ffiffiffi
e

p
:¼ jRjjCj1=2

jLj1=2
, �iL :¼ jiLjjLj1=2

jV0jjCj1=2
: (10:66)

Furthermore, the dimensionless tunnel-diode current �f is defined by

�f (�vC) :¼ V�1
0 L1=2C�1=2f (V0�vC): (10:67)

The associated dimensionless form of Equations 10.36 and 10.37 can be derived by another scaling of the
current îL :¼ ffiffiffi

e
p

�iL. Obviously, the dimensionless normal form is not unique.
The classical dimensional analysis shows that R2C=L is the only dimensionless constant of the

quantities in Equations 10.34 and 10.35. Because the describing equations of the parallel LCR circuit
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include the same variables constants, the results of the previous dimensional analysis of the tunnel-diode
circuit can be used to normalize Equation 10.38.
Further interesting applications of Desloge’s approach of suppressing superfluous parameters in the

describing equations can be found in the theory of singular perturbation analysis. The reader is referred,
e.g., to the monograph of Smith [57] for further details. Miranker [53] demonstrated that the differential
equations of the tunnel-diode circuit can be studied on three timescales t1 :¼ L=R, t2 :¼ RC, and
t3 :¼

ffiffiffiffiffiffi
LC

p
where different phenomena arise. If these phenomena are known, corresponding timescales

can be written down. However, since all dimensionless equations can be derived in a systematic manner
using Desloge’s approach also the corresponding timescales result. In this way, e.g., all normalized
differential equations describing Chua’s circuit (see Ref. [42]) can be obtained but other representations
of these differential are possible using dimensional analysis.

10.4 Equivalence of Nonlinear Resistive n-Ports

In this section, we only consider equivalence of nonlinear resistive n-ports; however, resistive circuits
without accessible ports will not be included in the discussion. Although the explanations that follow are
restricted to resistive n-ports, this theory can be easily extended to pure capacitive and inductive n-ports;
see Ref. [23]. In Section 10.5, we give a definition of those n-ports.

At first, we consider linear resistive 1-ports that contain Ohmic resistors described by vk¼Rkik
or=and ik¼Gkuk, and independent current and voltage sources vk ¼ Vk

0 and ik ¼ Ik0 . We can use
Helmholtz–Thevenin’s or Mayer–Norton’s theorem [40,51] to compare any two of those 1-ports and
reduce a complex 1-port to a more simple ‘‘normal’’ form. Therefore, two of those 1-ports are called
equivalent if they have the same Helmholtz–Thevenin or Mayer–Norton resistor-source 1-port repre-
sentation. Clearly, by this approach, an equivalence relation is defined in the set of linear resistive
1-ports and it is decomposed into ‘‘rich’’ classes of 1-ports. To calculate these normal forms,
D-Y and=or Y-D transformations are needed; see Refs. [20,51]. It is known that this approach is not
applicable to nonlinear resistive networks because, e.g., D-Y and=or Y-D transformations generally do
not exist for nonlinear networks. This was observed by Millar [52] for the first time. Certain circuits
where these transformations can be performed were presented by Chua [14]. More recently, Boyd and
Chua [5,6] clarified the reasons behind this difficulty from the point of view of Volterra series. As a
conclusion, the set of nonlinear resistive 1-ports can be decomposed into equivalence classes, but no
reasonable large classes of equivalent 1-ports exist. More general studies of this subject are based on the
well-known substitution theorem, which can be used successfully in a certain class of nonlinear
circuits. A detailed discussion of the classical substitution theorem can be found in Refs. [27,57] and
in an abstract setting in Refs. [33,56]. Some results applicable to 1-ports can be generalized to linear
resistive n-ports (extraction of independent sources), but this point of view is not suited for
nonlinear resistive n-ports.
Better understanding of nonlinear resistive n-ports and the problem of equivalence cannot be based on

the ‘‘operational’’ approach mentioned earlier. Instead, a geometrical approach that was developed by
Brayton and Moser [9] is more useful. These authors (see also Ref. [8]) characterize a resistive n-port in a
generic manner by n independent relations between the 2n port variables, n-port currents i1, . . . , in, and
n-port voltages u1, . . . , un. Geometrically, this means that in the 2n-dimensional space of port variables,
the external behavior of a resistive n-port can be represented generically by an n-dimensional surface.
The classical approach formulates a system of equations by

y1 � f1(x1, . . . , xn) ¼ 0,

..

.

yn � fn(x1, . . . , xn) ¼ 0,

(10:68)
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where x’s and y’s are the port variables. The zero set of equations (Equation 10.69) corresponds to the
n-dimensional surface. Therefore, two n-ports are called equivalent if they are different parametrizations
of the same n-port surface. As an application of this point of view, Brayton and Moser [9] demonstrated
that a 2-port consisting of a Y-circuit and a circuit consisting of a D-circuit cannot be equivalent, in
general. For example, they proved by means of Legendre transformations that a Y-circuit with two
Ohmic resistors and a third resistor can be equivalent to a D-circuit if and only if the third resistor is also
linear. Therefore, the operational approach is not a very useful equivalence concept for nonlinear n-ports.

The subject of synthesizing a prescribed input–output behavior of nonlinear resistive n-ports is closely
related to the problem of of equivalence. Several results were published in this area using ideal diodes,
resistors with a concave and convex characteristic, dc voltage and current sources, ideal op-amps, and
controlled sources. Therefore, we give a short review of some of these results. On the other hand we do
not consider the synthesis of resistive n-ports.
Although the synthesis of nonlinear resistive n-ports was of interest to many circuit designers since the

beginning of twentieth century, the first systematic studies of this subject based on previous studies of
Millar [52] were published by Chua [13,14]; see, e.g., Itoh [37] for more recent aspects of nonlinear
circuit synthesis. Chua’s synthesis approach based on the introduction of new linear 2-ports (R-rotators,
R-reflectors, and scalors) as well as their electronic realizations. Now, curves in the i–v space of port
current i and port voltage v that characterize a (nonlinear) resistive 1-port can be reflected and scaled in a
certain manner. Chua suggested that a prescribed behavior of an active or passive nonlinear resistive
1-port can be reduced essentially to the realization of passive i–v curves. Piecewise-linear approximations
of characteristics of different types of diodes, as well as the previously mentioned 2-ports, are used to
realize a piecewise-linear approximation of any prescribed passive i–v curve. In another article, Chua [15]
discussed a unified procedure to synthesize a nonlinear dc circuit mode that represents a prescribed
family of input and output curves of any strongly passive 3-terminal device (e.g., a transistor). It was
assumed that the desired curves are piecewise-linear. Since then, this research area has grown very
rapidly and piecewise-linear synthesis and modeling has become an essential tool in the simulation of
nonlinear circuits; see Refs. [19,34,39,41].

10.5 Equivalence of Nonlinear Dynamical n-Ports

In this section, we consider more general n-ports that can be used for device modeling; see Ref. [16].
Although many different lumpedmultiterminal and multiport circuits are used, a decomposition into two
mutually exclusive classes is possible: algebraic and dynamic multiterminal and multiports. Adopting the
definition of Chua [16], an (nþ 1)-terminal of n-port circuit is called an algebraic element if and only if
its constitutive relations can be expressed symbolically by algebraic relationships involving at most two
dynamically independent variables for each port. In the case of an 1-port, a so-called memristor is
described by flux and charge, a resistor by voltage and current, an inductor by flux and current, and a
capacitor by voltage and charge. An element is called a dynamic element if and only if it is not an
algebraic element.
Despite the fact that the class of all dynamic elements is much larger than that of algebraic ones, the

following theorem of Chua [16] suggests that resistive multiports are essential for dynamic elements, too.

THEOREM 10.7

Every lumped (nþ 1)-terminal or n-port element can be synthesized using only a finite number n of linear
2-terminal capacitors (or inductors) and one (generally nonlinear) (nþm)-port resistor with n accessible
ports and m ports for the capacitors.

Transformation and Equivalence 10-17



This theorem demonstrates that any n-port made of lumped multiterminal and=or multiport elements is
equivalent to a multiterminal network where all of its nonlinear elements are memoryless. This fact offers
a possibility to classify (nþ 1)-terminal and n-port elements in an operational manner.
The proof of this theorem provides the answer of a fundamental question: what constitutes a minimal

set of network elements from which all lumped elements can be synthesized?

THEOREM 10.8

The following set M of network elements constitutes the minimal basic building blocks in the senses that
any lumped multiterminal or multiport element described by a continuous constitutive relation on any
closed and bounded set can be synthesized using only a finite number of elements of M , and that this
statement is false if even one element is deleted from M :

1. Linear 2-terminal capacitors (or inductors)
2. Nonlinear 2-terminal resistors
3. Linear 2-port current-controlled voltage sources (CCVS) defined by v1¼ 0 and v2¼ ki1
4. Linear 2-port current-controlled current sources (CCCS) defined by i1¼ 0 and i2¼~kv1

The proof of Theorem 10.8 (see Ref. [16]) is based on a remarkable theorem of Kolmogoroff, which asserts
that a continuous function f:Rn!R can always be decomposed over the unit cube ofRn into a certain sum
of functions of a single variable. Although the proof of Theorem 10.8 is constructive, it is mainly of
theoretical interest since the number of controlled sources needed in the realization is often excessive.

10.6 Equivalence of Reciprocal Nonlinear Dynamic Circuits

As already mentioned in Section 10.1, a certain set of circuits can be decomposed into classes of
equivalent circuits by some type of equivalence relation. Such equivalence relations are introduced in a
direct manner with respect to the descriptive equations, using a transformation group of classifying the
behavior of the solution of the descriptive equations. In the last few sections, several useful ideas for
defining equivalence relations were discussed that can be suitable for circuit theory. In this section
equivalent dynamical circuits are considered in more detail. It should be emphasized again that
equivalence has a different meaning depending of the applied equivalence relation.
As the so-called state-space equations in circuit and system theory arose in the early 1960s, a first type

of equivalence was defined because various circuits can be described by the same state-space equations.
Of course, from this observation an equivalence relation is induced; see Ref. [61] for further references.
Although this approach is interesting, in some cases different choices of variables for describing non-
linear circuits exist that need not lead to equivalent state-space equations; see, e.g., Ref [17]. In other
words, the transformations of coordinates are not well conditioned. This approach was applied also to
nonlinear input–output systems.
If we consider nonlinear reciprocal circuits, the Brayton–Moser approach [9] to formulate the

describing equations for this class of circuits is very suitable; see also Ref. [48]. In order to formulate a
generalized type of state-space equations, Brayton and Moser used a so-called mixed-potential function
P. P depends on the capacitor voltages v and the inductor currents i where the vector field of the circuit
equations can be derived by partial derivatives. The Brayton–Moser equations can be formulated in the
following manner:

C(v)
dv
dt

¼ � @P
@v

(v, i), �L(i)
di
dt

¼ � @P
@i

(v, i): (10:69)
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A discussion of the Brayton–Moser equations from a point of view of constrained differential equation in
a differential geometric setting can be found in Ref. [46]. A very general concept of constructing mixed-
potential functions is presented by Weiss et al. [60]. In the following, we consider the equivalence concept
for reciprocal nonlinear dynamical circuits based in Brayton–Moser equations where Varaiya and Verma
[58] included external ports (input–output description). For this purpose they use a more compact form
of the Brayton–Moser where the generalized state vector x :¼ (v, i) and the coefficient matrix A :¼ diag
(C(v),�L(i)) is introduced. It should be noted that another geometric approach for nonlinear dynamical
input–output circuits is available based on Hamiltonian equations with external ports—the so-called port
Hamiltonian equations—where a so-called Dirac structure is used for energy preserving interconnec-
tions. With respect to this concept, the reader is referred to the literature; see recent publications of
Maschke [47] and can der Schaft [12]) and the cited older publications.
The input–output circuit description of Verma [59] is formulated in the following manner: Let x 2 R

n

the state-space vector, u 2 R
m the input vector, and e 2 R

m the output vector, then the Brayton–Moser
type state-space equations can be generated by a matrix-valued function A(x): Rn ! R

n3n and a real-
valued function P: Rn3R

m ! R

A(x)
dx
dt

¼ � @P
@x

(x, u), (10:70)

e ¼ @P
@u

(x, u): (10:71)

For two such circuits N1¼ {A1, P1} and N2¼ {A2, P2}, Varaiya and Verma [58] defined the following
equivalence concept.

Definition 10.4: Two Brayton–Moser type circuits N1 and N2 with the outputs e1¼ @P1=@u and
e2¼ @P2=@u are input–output equivalent if there exists a diffeomorphism Q with y¼Q(x), such that for
all x0 2 R

n, all input functions u, and all t� 0 the following assumptions are satisfied

1. Q(x(t, x0, u))¼ y(t, Q(x0), u)
2. e1(t, x0, u)¼ e2(t, Q (x0), u)

The diffeomorphism Q is called the equivalence map.

Thus, two circuits are equivalent if their external behavior is identical, i.e., if for the same input and
corresponding states they yield the same output. It is clear that this definition results an equivalence
relation on the set of all dynamical circuits under consideration. In their paper, Varaiya and Verma [58]
showed that, under the additional assumption of controllability, the diffeomorphism Q establishes an
isometry between the manifold with the (local) pseudo-Riemannian metric (dx, dx) :¼hdx, A1 dxi and
the manifold with the (local) pseudo-Riemannian metric (dy, dy) :¼hdy, A2 dyi in many interesting
cases of nonlinear reciprocal circuits. This statement has an interesting interpretation in the circuit
context. It can be proven thatQmust relate the reactive parts of the circuits N1 and N2 in such a way that,
if N1 is in the state x and N2 is in the state y¼Q(x), and if the input u is applied, then

di
dt

, L(i)
di
dt

� �
� dv

dt
, C(v)

dv
dt

� �
¼ d~i

dt
, ~L(~i)

d~i
dt

� �
� d~v

dt
, ~C(~v)

d~v
dt

� �
: (10:72)

The concept of equivalence defined in a certain subset of nonlinear dynamic circuits with input and
output terminals given by Varaiya and Verma [58] is based on diffeomorphic coordinate transformations
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(the transformation group of diffeomorphisms). Unfortunately, the authors present no ideas about the
kind of ‘‘coarse graining’’ produced in this set of circuits by their equivalence relation. However, a
comparison to Ck conjugacy or Ck equivalence of vector fields in Section 10.1 implies that input–output
equivalence leads to a ‘‘fine’’ decomposition in the set of Brayton–Moser input–output circuits. To
classify the main features of the dynamics of circuits, the concept of topological equivalence (the
transformation group of homeomorphisms) is useful. On the other hand, in the case of circuits with
nonhyperbolic fixed points, the group of diffeomorphisms is needed to distinguish the interesting
features. An interesting application of C1 equivalence of vector fields is given by Chua [18]. To compare
nonlinear circuits that generate chaotic signals, Chua applied the concept of equivalence relation and
concluded that the class of circuits and systems that are C1 equivalent to Chua’s circuit (see Figure 10.5)
is relative small. The nonlinearity in this circuit is described by a piecewise-linear i–v characteristic; see
Ref. [42] for further details. The equations describing Chua’s circuit are

dvC1

dt
¼ 1

C1
G(vC2 � vC1 )� f (vC1 )½ �, (10:73)

dvC2

dt
¼ 1

C2
G(vC1 � vC2 )þ iL)½ �, (10:74)

diL
dt

¼ 1
L
vC2 � R0iL)½ �, (10:75)

where R0¼ 0 and the piecewise-linear function is defined by (Ga, Gb, E suitable constants)

f (vC1 ) :¼ GbvC1 þ
1
2
(Ga � Gb) jvC1 þ Ej � jvC1 � Ejð Þ: (10:76)

Chua’s extended approach to study the set of the piecewise-linear circuits that includes Chua’s circuit
introduces the concept of global unfoldings. This concept can be considered as an analogy to the theory
of ‘‘local unfoldings’’ of nonhyperbolic systems in a small neighborhood of singularities [3,30].
Heuristically, a minimum number of parameters in a given nonhyperbolic system is obtained. Chua
demonstrated that Chua’s circuit with arbitrary R0 6¼ 0 can be considered as an ‘‘unfolding’’ of the
original circuit. Furthermore, he proved that a class of circuits that can be described without any loss of
generality by

_x ¼ Ax þ b, x1 
 �1 (10:77)

¼ Ax, �1 
 x1 
 þ1 (10:78)

¼ Ax þ b, x1 � þ1 (10:79)

R0

L
iL

C1 VC1
VC2

C2 VR

iR
1
RG =

FIGURE 10.5 Modified Chua’s circuit.
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is equivalent to the unfolded Chua’s circuit if certain conditions are satisfied. In the associated parameter
space, these conditions defined a set of measure zero. The proof of this theorem as well as some
applications are included in Ref. [18].
The ideas of normal forms presented in Section 10.2 can be applied to nonlinear circuits with

hyperbolic and nonhyperbolic fixed points. A similar theory of normal forms of maps can be used to
study limit cycles, but this subject is beyond our scope; see Ref. [3] for further details. In any case the
vector field has to be reduced to lower dimensions and that can be achieved by the application of the so-
called center manifold theorem. Altman [1] illustrated this approach by calculating the center manifold
of Chua’s circuit equations and its normal form in a tutorial style. To perform the analytical computa-
tions the piecewise nonlinearity (Equation 10.78) is replaced by a cubic function f(x)¼ c0xþ c1x

3. Based
on this normal form, Altman studied bifurcations of Chua’s circuits.

In the following, we describe applications of normal form theory from Section 10.2 to decompose
nonlinear dynamical circuits at an arbitrary fixed point into nondynamical and dynamical parts; a sketch
of this concept is presented by Keidies and Mathis [43]. In this section we restrict ourself to nonlinear
dynamical circuits with constant sources where the describing equations are formulated in a state-space
form:

_x ¼ f(x), f:Rn ! Rn, (10:80)

where all nonlinear reactances are replaced by linear reactances, nonlinear resistors, and linear controlled
sources; see, e.g., Ref. [20]. It is assumed that all nonlinearities are polynomial functions and can be
interpreted as nonlinear controlled sources. It can be assumed that the circuit is decomposed into a linear
part that consists of linear reactances and resistive elements, and the nonlinear controlled sources. In
other words, the RHS f of Equation 10.82 can be reformulated in the form f(x)¼Axþ~f(x); a block
diagram is shown in Figure 10.6. Now, the normal form theorem is applied to transform the nonlinear
controlled sources to the input. It is known from Section 10.2 that all nonresonant parts of ~f(x) can be
eliminated until a prescribed order k if the associated homological equation is satisfied. Therefore, after a
nearly identity transformation (Equation 10.15) the normal form of the nonresonant part can be
described by (see Figure 10.6)

_y ¼ Ay, x ¼ y þ h(y): (10:81)

For this decomposition we have to define the nonresonant and resonant terms of the vector field where
the eigenvalues of the linear part A of f and the degree of the polynomial nonlinearities must be studied.

Snl =
fnl (X1, ..., Xn)

Sres =
fnl (X1, ..., Xn)

Source Snl nonresonent
Normal form

transformation

Linear
dynamic
network

Linear
dynamic
network

Linear
dynamic
network

Source Snl resonant

Snl

Xi

XiXiYi
trafo

FIGURE 10.6 Decomposition of nonlinear dynamic circuits.
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Under certain conditions, a finite recursive process exists, such that all nonlinear controlled sources can
be transformed to the input of the linear part of the circuit under consideration. In these cases, the
circuits are described by Equation 10.83 and the corresponding block diagram is shown on the left-hand
side in Figure 10.6. If resonant terms occur, a number of additional sources are generated by means of a
recursive process. In these cases the controlled cannot transforme to the input what is shown on the
right-hand side of Figure 10.6. In order to illustrate these statements, a simple example is presented in
Figure 10.7. After a nearly identity transformation, a reduction of the nonresonant terms, and the
recursive process with respect to the resonant terms, the decomposed circuit is shown in Figure 10.8.
Therefore, this application of normal form theorems in circuit analysis can be interpreted as a kind
of extraction of nonlinear controlled sources from a nonlinear dynamic circuit. Finally it should be
mentioned that this decomposition based on the normal form theorem is related in a certain sense to
the so-called exact linearization that is studied in the theory of nonlinear control systems; see, e.g.,
Refs. [36,54].

iNL = vC1vC2 vC1

+

–

+

–

vC2

G1 C1

G2 C2

FIGURE 10.7 Decomposition of a simple nonlinear dynamic circuits.
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~
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FIGURE 10.8 Decomposition
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11.1 Introduction and Motivation

In this chapter, we present a comprehensive description of the use of piecewise-linear (PWL) methods in
modeling, analysis, and structural properties of nonlinear circuits. The main advantages of piecewise-
linear circuits are fourfold. (1) Piecewise-linear circuits are the easiest in the class of nonlinear circuits to
analyze exactly, because many methods for linear circuits can still be used. (2) The piecewise-linear
approximation is an adequate approximation for most applications. Moreover, certain operational
amplifier (op-amp), operational transconductance amplifier (OTA), diode and switch circuits are essen-
tially piecewise linear. (3) Quite a number of methods exist to analyze piecewise-linear circuits. (4) Last,
but not least, piecewise-linear circuits exhibit most of the phenomena of nonlinear circuits while still
being manageable. Hence, PWL circuits provide unique insight in nonlinear circuits.
This chapter is divided into six sections. First, the piecewise-linear models will be presented and

interrelated. A complete hierarchy of models and representations of models is presented. Rather than
proving many relations, simple examples are given. Second, the piecewise-linear models for several
important electronic components are presented. Third, since many PWL properties are preserved by
interconnection, a short discussion on the structural properties of piecewise-linear circuits is given in
Section 11.4. Fourth, analysis methods of PWL circuits are presented, ranging from the Katzenelson
algorithm to the linear complementarity methods and the homotopy methods. Fifth, we discuss PWL
dynamic circuits, such as the famous Chua circuit, which produces chaos. Finally, in Section 11.7, efficient
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computer-aided analysis of PWL circuits and the hierarchical mixed-mode PWL analysis are described.
A comprehensive reference list is included. For the synthesis of PWL circuits, we refer to Chapter 8.
In order to situate these subjects in the general framework of nonlinear circuits, it is instructive to

interrelate the PWL circuit analysis methods (Figure 11.1). In the horizontal direction of the diagrams,
one does the PWL approximation of the dc analysis from left to right. In the vertical direction, we show
the conversion from a circuit to a set of equations by network equation formulation and the conversion

DC analysisGeneral
dynamic

piecewise linear
circuits

General
resistive

piecewise linear
circuits

Network
equation

formulation

Network
equation

formulation

Set of piecewise
linear differential

equations

Set of piecewise
linear algebraic

equations

Solving Solving

Waveforms
One or more
equilibrium
or DC value

(b)

General
resistive

nonlinear
circuits

General
circuit with

resistive PWL
components

Circuit
with linear

resistors
and ideal diodes

Network
equation
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Network
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complementary
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Linear equations
in polyhedral
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Nonlinear
algebraic
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PWL modeling

FIGURE 11.1 Interrelation of PWL circuit analysis methods: (a) resistive and (b) dynamic nonlinear circuits.
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from equations to solutions (waveforms or dc values) by solution methods. The specific methods and
names used in the figure are described in detail in the different parts.

11.2 Hierarchy of Piecewise-Linear Models
and Their Representations

In the past 25 years, much progress has been achieved in the representations of piecewise-linear resistive
multiports and their relationships (see Refs. [1,2]). From a practical point of view, a clear trade-off exists
between the efficiency of a representation in terms of the number of parameters and the ease of
evaluation (explicit versus implicit models) on the one hand and the generality or accuracy on the
other hand. Here, we go from the easiest and most efficient to the most general representations.
We define here a resistive multiport (Figure 11.2) as an n-port whose port variables (the vector of port

currents i¼ [i1, . . . , in]
T and the vector of port voltages v¼ [v1, . . . , vn]

T) are related by m algebraic
equations called constitutive equations

w(i, v) ¼ 0 (11:1)

where i, v2R
n and f(.,.) maps R2n into R

m.
For example, for a bipolar transistor (Figure 11.3), one obtains the explicit form i1¼ f1 (v1, v2) and

i2¼ f2 (v1, v2), and i¼ [i1, i2]
T and v¼ [v1, v2]

T. These relations can be measured with a curve tracer as dc
characteristic curves. Clearly, here f(.,.) is a map from R

4 ! R
2 in the form

i1 � f1(v1, v2) ¼ 0 (11:2)

i2 � f2(v1, v2) ¼ 0 (11:3)

It is easy to see that a complete table of these relationships would require an excessive amount of
computer storage already for a transistor. Hence, it is quite natural to describe a resistive n-port with a
piecewise-linear map f over polyhedral regions Pk by

v ¼ f (i) ¼ ak þ Bki, i 2 Pk, k 2 {0, 1, . . . , 2l � 1} (11:4)

where the Jacobian Bk2R
n3 n and the offset vector ak2R

n are defined over the polyhedral region Pk,
separated by hyperplanes cTi x � di ¼ 0, i ¼ 1, . . . , l and defined by

Pk ¼ x 2 R
njcTj x � dj � 0, j 2 Ik, c

T
j x � dj � 0, j 62 Ik

n o
(11:5)

i1

v1

vn

in

+

–

+

–

FIGURE 11.2 Resistive n-port.

v1 v2

G

i1

+

–

+

–

i2

FIGURE 11.3 Two-port configuration of a
bipolar transistor.
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where
k ¼Sj2Ik 2

j�1

Ik � {1, 2, . . . , l}
cj 2R

n, dj 2Rn

In other words, the hyperplanes cTi x � di ¼ 0, i ¼ 1, . . . , l separate the space R
n into 2l polyhedral

regions Pk (see Figure 11.4) where the constitutive equations are linear.
The computer storage requirements for this representation is still quite large, especially for large

multiports. A more fundamental problem with this rather intuitive representation is that it is not
necessarily continuous at the boundaries between two polyhedral regions. In fact, the continuity of the
nonlinear map is usually desirable for physical reasons and also in order to avoid problems in the
analysis.
The canonical PWL representation [6] is a very simple, attractive, and explicit description for a

resistive multiport that solves both problems:

v ¼ f (i) ¼ aþ Biþ
Xl

j¼1

ej c
T
j i� dj

��� ��� (11:6)

One can easily understand this equation by looking at the
wedge form of the modulus map (see Figure 11.5). It has two
linear regions: in the first x� 0 and y¼ x, while in the
second x� 0 and y¼�x. At the boundary the function is
clearly continuous. Equation 11.6 is hence also continuous
and is linear in each of the polyhedral regions Pk described
by Equation 11.5. If l modulus terms are in Equation 11.6,
there are 2l polyhedral regions where the map Equation 11.6

FIGURE 11.4 PWL function defined in four polyhedral regions in R
n defined by cT1 i� d1 9 0 and cT2 i0 d2 > 0.

y = |x|

x

FIGURE 11.5 Absolute value function
y¼ jxj.
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is linear. Because the map is represented canonically with
nþ n2þ l(nþ 1) real parameters, this is a very compact
and explicit representation.
Several examples of canonical PWL models for compon-

ents are given in Section 11.3.
From Figure 11.5, it should be clear that the right and left

derivative of y¼ jxj at 0 are different, their difference being
2. Hence, the Jacobian Jþ and J� of Equation 11.6 will be
different on the boundary between the two neighboring
polyhedral regions where (cji� dj)� 0 and (cji� dj)� 0.

Jþ � J� ¼ 2ejc
T
j (11:7)

Observe that this difference is a rank 1 matrix, which is also called a dyadic or outer vector product of ej
and cj. Moreover, this difference is independent of the location of the independent variable i on the
boundary. This important observation is made in Ref. [24], and is called the consistent variation property
[10] and essentially says that the variation of the Jacobian of a canonical PWL representation is
independent of the place where the hyperplane cji� dj¼ 0 is crossed. Of course, this implies that the
canonical PWL representation (Equation 11.6) is not the most general description for a continuous
explicit PWL map. In Refs. [26,29] two more general representations, which include nested absolute
values, are presented. These are too complicated for our discussion.
Clearly, the canonical PWL representation (Equation 11.6) is valid only for single-valued functions. It

can clearly not be used for an important component: the ideal diode (Figure 11.6) characterized by the
multivalued (i, v) relation. It can be presented analytically by introducing a real scalar parameter r [31].

i ¼ 1
2

rþ jrjð Þ (11:8)

v ¼ 1
2

r� jrjð Þ (11:9)

This parametric description can easily be seen to correspond to Figure 11.6b because i¼ r and v¼ 0 for
r� 0, while i¼ 0 and v¼ r when r� 0. Such a parametric description i¼ f(r) and v¼ g(r) with f and g
PWL can be obtained for a whole class of unicursal curves [6].
When we allow implicit representations between v and i for a multiport, we obtain a linear comple-

mentarity problem (LCP) model Equations 5.10 through 5.12 with an interesting state space like form [55]:

v ¼ Aiþ Buþ f (11:10)

s ¼ Ciþ Duþ g (11:11)

u � 0, s � 0, uTs ¼ 0 (11:12)

where A2R
n3 n, B2R

n3 l, f2R
n3 n, c2R

l3 n, D2R
l3 l are the parameters that characterize the

relationship between v and i. In the model, u and s are called the state vectors and we say that u� 0
when all its components are nonnegative. Clearly, Equation 11.12 dictates that all components of u and s
should be nonnegative and that, whenever a component uj satisfies uj> 0, then sj¼ 0 and, vice versa,
when sj> 0, then uj¼ 0. This is called the linear complementarity property, which we have seen already
in the ideal diode equation (Equations 11.8 and 11.9) where i� 0, v� 0 and iv¼ 0. Hence, an implicit or
LCP model for the ideal diode equation (Equations 11.8 and 11.9) is

i

v

(a) (b)

0v

+

–

FIGURE 11.6 (a) The ideal diode and (b) the
(i�v) relation of an ideal diode.
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v ¼ u (11:13)

s ¼ i (11:14)

u � 0, s � 0, us ¼ 0 (11:15)

In order to understand that the general equations (Equations 11.10 through 11.12) describe a PWL
relation such as Equations 11.4 and 11.5 between i and v over polyhedral regions, one should observe first
that v¼Aiþ f is linear when u¼ 0 and s¼Ciþ g� 0. Hence, the relation is linear in the polyhedral
region determined by Ciþ g� 0. In general, one can consider 2l possibilities for u and s according to

(uj � 0 and sj ¼ 0) or (uj ¼ 0 and sj ¼ 0) for j ¼ 1, 2, . . . , l

Denote sets of indexes U and S for certain values of u and s satisfying Equation 11.12

U ¼ jjuj � 0 and sj ¼ 0
� �

(11:16)

S ¼ jjuj ¼ 0 and sj � 0
� �

(11:17)

then, clearly, U and S are complementary subsets of {1, 2, . . . , l} when for any j, uj, and sj cannot be both
zero. Clearly, each of these 2l possibilities corresponds to a polyhedral region PU in R

n, which can be
determined from

uj � 0 (Ciþ Duþ g)j ¼ 0 for j 2 U (11:18)

uj ¼ 0 (Ciþ Duþ g)j � 0 for j 2 S (11:19)

The PWL map in region PU is determined by solving the uj for j2U from Equation 11.18 and
substituting these along with uj¼ 0 for j2 S into Equation 11.10. This generates, of course, a map that
is linear in the region PU.

When Equation 11.11 is replaced by the implicit equation

Esþ Ciþ Duþ ga ¼ 0, a � 0

in Equations 11.10 through 11.13, we call the problem a generalized linear complementarity problem
(GLCP).
A nontrivial example of an implicit PWL relation (LCP model) is the hysteresis one port resistor

(see Figure 11.7). Its equations are

v ¼ �iþ [�1 1]
u1
u2

� �
þ 1 (11:20)

s1
s2

� �
¼ �1

1

� �
iþ �1 1

1 �1

� �
u1
u2

� �
þ 1

0

� �

(11:21)

s1 � 0, s2 � 0, u1 � 0, u2 � 0,

u1s1 þ u2s2 ¼ 0
(11:22)

In the first region P, we have

s1 ¼ �iþ 1 � 0, s2 ¼ i � 0, and

v ¼ �iþ 1
(11:23)

v

0

1

1 i

P{ }

P{2}

P{1}

FIGURE 11.7 Hysteresis nonlinear resistor.
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The region P{1,2}, on the other hand, is empty because the following set of equations are contradictory:

s1 ¼ s2 ¼ 0, � i� u1 þ u2 þ 1 ¼ 0,

iþ u1 � u2 ¼ 0
(11:24)

The region P[1] is

u1 � 0, s1 ¼ �i� u1 þ 1 ¼ 0, u2 ¼ 0, s2 ¼ iþ u1 � 0 (11:25)

Hence, u1¼�iþ 1 and s2¼ 1 and v¼�iþ i� 1þ 1¼ 0, while i� 1.
Finally, the region P[2] is

u1 � 0, s1 ¼ �iþ u2 þ 1 � 0, u2 � 0, s2 ¼ i� u2 ¼ 0

Hence

u2 ¼ i and s1 ¼ 1 and v ¼ �iþ iþ 1 ¼ 1, while i � 0 (11:26)

It is now easy to show in general that the canonical PWL representation is a special case of the LCP
model. Just choose uj� 0 and sj� 0 for all j as follows:

cTj i� dj
��� ��� ¼ 1

2
(uj þ sj) (11:27)

cTj i� dj ¼ 1
2
(uj � sj) (11:28)

then, u and s are complementary vectors, i.e.,

u � 0, s � 0, uTs ¼ 0

Observe that the moduli in Equation 11.6 can be eliminated with Equation 11.27 to produce an equation of
the form (Equation 11.10) and that (Equation 11.28) produces an equation of the form (Equation 11.11).
More generally, it has been proven [36] that the implicit model includes all explicit models. Because it

also includes the parametric models, one obtains the general hierarchy of models as depicted in Figure 11.8.

Explicit models
with nested moduli
[Güzelis, Göknar]
[Kahlert, Chua]

Implicit models
LCP

[van Bokhoven]
GLCP

[Vandenberghe e.a.]

Parametric
models

[Chua, Kang]

Canonical PWL
model

[Chua, Kang]
satisfies constant

variation property

FIGURE 11.8 Interrelation of the PWL models.
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A general remark should be made about all models that have been presented until now. Although the
models have been given for resistive multiports where the voltages v at the ports are expressed in terms
of the currents i, analogous equations can be given for the currents i in terms of the voltages, or hybrid
variables. It can even be adapted for piecewise-linear capacitors, inductors, or memristors, where
the variables are, respectively, q, v for capacitors, w, i for inductors, and q, w for memristors.

11.3 Piecewise-Linear Models for Electronic Components

In order to simulate nonlinear networks with a circuit or network simulator, the nonlinear behavior of
the components must be modeled fist. During this modeling phase, properties of the component that are
not considered important for the behavior of the system may be neglected. The nonlinear behavior is
often important, therefore, nonlinear models have to be used. In typical simulators such as SPICE,
nonlinear models often involve polynomials and transcendental functions for bipolar and MOS tran-
sistors. These consume a large part of the simulation time, so table lookup methods have been worked
out. However, the table lookup methods need much storage for an accurate description of multiports and
complex components.
The piecewise-linear models constitute an attractive alternative that is both efficient in memory use

and in computation time. We discuss here the most important components. The derivation of a model
usually requires two steps: first, the PWL approximation of constitutive equations, and second, the
algebraic representation.
Two PWL models for an ideal diode (Figure 11.6) have been derived, that is, a parametric model

(Equations 11.8 and 11.9) and an implicit model (Equations 11.13 through 11.15, while a canonical PWL
model does not exist.
The piecewise-linear models for op-amps and OTAs are also simple and frequently used. The

piecewise-line approximation of op-amps and OTAs of Figure 11.9 is quite accurate. It leads to the

i
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FIGURE 11.9 (a) Op-amp and PWL model and (b) OTA and PWL model.
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following representation for the op-amp, which is in the linear region for �Esat� v0�Esat with voltage
amplification Av and positive and negative saturation Esat and �Esat

v0 ¼ Av

2
vi þ Esat

Av

����
����� vi � Esat

Av

����
����

� �
(11:29)

i� ¼ iþ ¼ 0 (11:30)

This is called the op-amp finite-gain model. In each of the three regions, the op-amp can be replaced by a
linear circuit.
For the OTA, we have similarly in the linear region for� Isat� i0� Isat with transconductance gain gm

and positive and negative saturation Isat and �Isat

i0 ¼ gm
2

vi þ Isat
gm

����
����� vi � Isat

gm

����
����

� �
(11:31)

i� ¼ iþ ¼ 0 (11:32)

Next, for a tunnel diode, one can perform a piecewise-linear approximation for the tunnel-diode
characteristic as shown in Figure 11.10. It clearly has three regions with conductances g1, g2, and g3.
This PWL characteristic can be realized by three components (Figure 11.10b) with conductances, voltage
sources, and diodes. The three parameters G0, G1, and G2 of Figure 11.10b must satisfy

In Region 1: G0 ¼ g1 (11:33)

In Region 2: G0 þ G1 ¼ g2 (11:34)

In Region 3: G0 þ G1 þ G2 ¼ g3 (11:35)

Thus, G0¼ g1, G1¼�g1þ g2, and G2¼�g2þ g3. We can derive the canonical PWL representation as
follows:

i ¼ � 1
2
(G1E1 þ G2E2)þ G0 þ 1

2
G1 þ 1

2
G2

� �
v þ 1

2
G1jv � E1j þ 1

2
G2jv � E2j (11:36)

Next, we present a canonical piecewise-linear bipolar transistor model [12]. Assume a npn-bipolar
transistor is connected in the common base configuration with v1¼ vBE, v2¼ vBC, i1¼ iE, and i2¼ iC, as
shown in Figure 11.3. We consider data points in a square region defined by 0.4� v1� 0.7 and 0.4� v2
� 0.7, and assume the terminal behavior of the transistor follows the Ebers–Moll equation; namely,

i1 ¼ Is
af

ev1=VT � 1
	 


� Is ev2=VT � 1
	 


(11:37)

i2 ¼ Is
ar

ev2=VT � 1
	 


� Is ev1=VT � 1
	 


(11:38)

with Is¼ 10�14 A, VT¼ 26 mV, af¼ 0.99, and ar¼ 0.5. In Ref. [12], the following canonical piecewise-
linear model is obtained, which optimally fits the data points (Figure 11.11)

i1
i2

� �
¼ a1

a2

� �
þ b11 b21

b12 b22

� �
v1
v2

� �
þ c11

c21

� �
jm1v1 � v2 þ t1j

þ c12
c22

� �
jm2v1 � v2 þ t2j þ

c13
c23

� �
jm3v1 � v2 þ t3j (11:39)
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where

a1
a2

� �
¼ 5:8722� 10�3

�3:2652� 10�2

� �
b11
b21

� �
¼ 3:2392� 10�2

�3:2067� 10�2

� �

b12
b22

� �
¼ �4:0897� 10�2

8:1793� 10�2

� �
c11
c21

� �
¼ 3:1095� 10�6

�3:0784� 10�6

� �

c12
c22

� �
¼ �9:9342� 10�3

1:9868� 10�2

� �
c13
c23

� �
¼ �3:0471� 10�2

6:0943� 10�2

� �

m1

m2

m3

2
64

3
75 ¼

1:002� 104

�1:4� 10�4

1:574� 10�6

2
64

3
75

t1
t2
t3

2
64

3
75 ¼

�6472

0:61714

0:66355

2
64

3
75

v
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FIGURE 11.10 (a) Piecewise-linear approximation of the tunnel-diode characteristic. The three-segment approxi-
mation defines the three regions indicated. (b) Decomposition of the piecewise-linear characteristic (a) into three
components, and (c) the corresponding circuit.
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FIGURE 11.11 Three-dimensional plots for the emitter current in the Ebers–Moll model given by Equations 11.37
and 11.38. (b) Three-dimensional plot for the emitter current in the canonical piecewise-linear model given by
Ref. [10, (B.1)] (low-voltage version). (c) Three-dimensional plot for the collector current in the Ebers–Moll model
given by Equations 11.37 and 11.38. (d) Three-dimensional plot for the collector current in the canonical piecewise-
linear model given by Ref. [10, (B.1)] (low-voltage version). (e) Comparison between the family of collector currents
in the Ebers–Moll model (dashed line) and the canonical piecewise-linear model (solid line). (From Chua, L.O. and
Deng, A., IEEE Trans. Circuits Syst., CAS-33, 519, 1986. With permission.)
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Next, a canonical piecewise-linear MOS transistor model is
presented. Assume the MOS transistor is connected in the
common source configuration with v1¼ vGS, v2¼ vDS, i1¼ iG,
and i2¼ iD, as illustrated, in Figure 11.12, where both v1, v2 are
in volts, and i1, i2 are in microamperes. The data points are
uniformly spaced in a grid within a rectangular region defined
by 0� v1� 5, and 0� v2� 5. We assume the data points follow
the Shichman–Hodges model, namely,

i1 ¼ 0

i2 ¼ k (v1 � Vt)v2 � 0:5v22
� �

, if v1 � Vt � v2

or

i2 ¼ 0:5k(v1 � Vt)
2 1þ l(v2 � v1 þ Vt)½ �, if v1 � Vt < v2 (11:40)

with k¼ 50 mA=V2, Vt¼ 1 V, l¼ 0.02 V�1. Applying the optimization algorithm of Ref. [11], we obtain
the following canonical piecewise-linear model (see Figure 11.13):

i2 ¼ a2 þ b21v1 þ b22v2 þ c21jm1v1 � v2 þ t1j
þ c22jm2v1 � v2 þ t2j þ c23jm3v1 � v2 þ t3j (11:41)

where

a2 ¼ �61:167, b21 ¼ 30:242, b22 ¼ 72:7925

c21 ¼ �49:718, c22 ¼ �21:027, c23 ¼ 2:0348

m1 ¼ 0:8175, m2 ¼ 1:0171, m3 ¼ �23:406

t1 ¼ �2:1052, t2 ¼ �1:4652, t3 ¼ 69

Finally, a canonical piecewise-linear model of GaAs FET is presented. The GaAs FET has become
increasingly important in the development of microwave circuits and high-speed digital IC’s due to its
fast switching speed.

i2 ¼ a2 þ b21v1 þ b22v2 þ c21jm1v1 � v2 þ t2j
þ c22jm2v1 � v2 þ t2j þ c23jm3v1 � v2 þ t3j (11:42)

where v1¼ vGS (V), v2¼ vDS (V), i2� iD (mA), and

a2 ¼ 6:3645, b21 ¼ 2:4961, b22 ¼ 32:339

c21 ¼ 0:6008, c22 ¼ 0:9819, c23 ¼ �29:507

m1 ¼ �19:594, m2 ¼ �6:0736, m3 ¼ 0:6473

t1 ¼ �44:551, t2 ¼ �8:9962, t3 ¼ 1:3738

Observe that this model requires only three absolute-value functions and 12 numerical coefficients
and compares rather well to the analytical model (Figure 11.14).

i1

i2

v1

v2

G D

S

+

+

––

FIGURE 11.12 Two-port configuration
of the MOSFET.
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FIGURE 11.13 (a) Three-dimensional plot of drain current from the Shichman–Hodges model. (b) Three-
dimensional plot of the drain current from the canonical piecewise-linear model. (c) Family of drain currents
modeled by Equations 11.40 (dashed line) and 11.41 (solid line). (From Chua, L.O. and Deng, A., IEEE Trans.
Circuits Syst., CAS-33, 520, 1986. With permission.)
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FIGURE 11.14 Comparison of the canonical piecewise linear described by Equation 11.42 (solid line) and the
analytical model (dashed line) for the ion-implanted GaAs FET. (From Chua, L.O. and Deng, A., IEEE Trans. Circuits
Syst., CAS-33, 522, 1986. With permission.)
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More piecewise-linear models for timing analysis of logic circuits can be found in Ref. [21]. In the
context of analog computer design, even PWL models of other nonlinear relationships have been derived
in Ref. [51].

11.4 Structural Properties of Piecewise-Linear Resistive Circuits

When considering interconnections of PWL resistors (components), it follows from the linearity of KVL
and KCL that the resulting multiport is also a piecewise-linear resistor. However, if the components have
a canonical PWL representation, the resulting multiport may not have a canonical PWL representation.
This can be illustrated by graphically deriving the equivalent one port of the series connection of two
tunnel diodes [3] (Figure 11.15). Both resistors have the same current, so we have to add the correspond-
ing voltages v¼ v1þ v2 and obtain an i�v plot with two unconnected parts. Values of i correspond to
three values of v1 for R1 and three values of v2 for R2, and hence to nine values of the equivalent resistor
(Figure 11.15d). This illustrates once more that nonlinear circuits may have more solutions than expected
at first sight. Although the two tunnel diodes R1 and R2 have a canonical PWL representation, the
equivalent one port of their series connection has neither a canonical PWL voltage description, nor a
current one. It, however, has a GLCP description because KVL, KCL, and the LCP of R1 and R2 constitute
a GLCP. If the v–i PWL relation is monotonic, the inverse i–v function exists and then some uniqueness
properties hold.
These observations are, of course, also valid for the parallel connection of two PWL resistors and for

more complicated interconnections.
In Section 11.3, we illustrated with an example how a PWL one-port resistor can be realized with linear

resistors and ideal diodes. This can be proven in general. One essentially needs a diode for each
breakpoint in the PWL characteristic. Conversely, each one port with diodes and resistors is a PWL
one port resistor.
This brings us to an interesting class of circuits composed of linear resistors, independent sources,

linear controlled sources, and ideal diodes. These circuits belong to the general class of circuits with PWL
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v1

i

v

(a) (b)

+ +

+
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– –
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(c)
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v2
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4

1 2 3 40
(d)

v

i

FIGURE 11.15 (a) The series connection of two tunnel diodes, (b) and (c), their i�v characteristics, and
(d) the composite i�v plot, which consists of two unconnected parts.
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components (see Figure 11.1a) and can be described by GLCP equations. Such networks have not only
shown their importance in analysis but also in the topologic study of the number of solutions and more
general qualitative properties. When only short-circuit and open-circuit branches are present, one
independent voltage source with internal resistance and ideal diodes, an interesting loop cut set exclusion
property holds that is also called the colored branch theorem or the arc coloring theorem (see Section 1.7
of Fundamentals of Circuits and Filters). It says that the voltage source either forms a conducting loop
with forward-oriented diodes and some short circuits or there is a cut set of the voltage source, some
open circuits, and blocking diodes. Such arguments have been used to obtain [23] topologic criteria for
upper bounds of the number of solutions of PWL resistive circuits. In fact, diode resistor circuits have
been used extensively in PWL function generators for analog computers [51]. These electrical analogs can
also be used for mathematical programming problems (similar to linear programming) and have
reappeared in the neural network literature.

11.5 Analysis of Piecewise-Linear Resistive Circuits

It is first demonstrated that all conventional network formulation methods (nodal, cut, set, hybrid,
modified nodal, and tableau) can be used for PWL resistive circuits where the components are described
with canonical or with LCP equations. These network equations may have one or more solutions. In
order to find solutions, one can either search through all the polyhedral regions Pk by solving the linear
equations for that region or by checking whether its solution is located inside that region Pk.
Because many regions often exist, this is a time-consuming method, but several methods can be used

to reduce the search [28,61]. If one is interested in only one solution, one can use solution tracing methods,
also called continuation methods or homotopy methods, of which the Katzenelson method is best known. If
one is interested in all solutions, the problem is more complicated, but some algorithms exist.

11.5.1 Theorem Canonical PWL (Tableau Analysis)

Consider a connected resistive circuit N containing only linear two-terminal resistors, dc-independent
sources, current-controlled and voltage-controlled piecewise-linear two-terminal resistors, linear- and
piecewise-linear-controlled sources (all four types) and any linear multiterminal resistive elements.
A composite branch of this circuit is given in Figure 11.16. If each piecewise-linear function is represented
in the canonical form (Equation 11.6), then the tableau formulation also has the canonical PWL form

f (x) ¼ aþ Bx þ
Xp
iþ1

cijaT
i x � bij ¼ 0 (11:43)

where x ¼ iT, vT, vTn
� �T

and i, respectively v, is the
branch current voltage vector (Figure 11.16) and vn
is the node-to-datum voltage vector.

PROOF. Let A be the reduced incidence matrix of N
relative to some datum node, then KCL, KVL, and
element constitutive relations give

Ai ¼ AJ (11:44)

v ¼ ATvn þ E (11:45)

f1(i)þ fv(v) ¼ S (11:46)
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–

FIGURE 11.16 A composite branch.
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where we can express fI(�) and fv(�) in the canonical form (Equation 11.6)

fI(i) ¼ aI þ BIiþ CIabs DT
l e� e1

 �
(11:47)

fv(v) ¼ av þ Bvv þ Cvabs DT
v v � ev

 �
(11:48)

Substituting Equations 11.47 and 11.48 into Equation 11.46, we obtain

�AJ

�E

aI þ av � S

2
64

3
75þ

A 0 0

0 1 AT

BI Bv 0

2
64

3
75

i

v

vn

2
64

3
75 ¼

0 0 0

0 0 0

CI Cv 0

2
64

3
75

abs

DI 0 0

0 DV 0

0 0 0

2
64

3
75

i

v

vn

2
64

3
75�

eI
eV
0

2
64

3
75

2
64

3
75 ¼ 0 (11:49)

Clearly, Equation 11.49 is in the canonical form of Equation 11.43.
Of course, an analogous theorem can be given when the PWL resistors are given in LCP form. Then

the tableau constitute a GLCP. Moreover, completely in line with the section on circuit analysis (see
Chapter 23 of Fundamentals of Circuits and Filters), one can derive nodal, cut set, loop, hybrid, and
modified nodal analysis from the tableau analysis by eliminating certain variables. Alternatively, one can
also directly derive these equations.
Whatever the description for the PWL components may be, one can always formulate the network

equations as linear equations

0 ¼ f (x) ¼ ak þ Bkx, x 2 Pk (11:50)

in the polyhedral region Pk defined by Equation 11.50. The map f is a continuous PWL map. A solution x
of Equation 11.50 can then be computed in a finite number of steps with the Katzenelson algorithm
[4,33], by tracing the map f from an initial point (x(1), y(1)) to a value (x*, 0) (see Figure 11.18).

11.5.2 Algorithm

STEP 1. Choose an initial point x(1) and determine its polyhedral region P(1), and compute

y(1) ¼ f x(1)
 � ¼ a(1) þ B(1)x and set j ¼ 1

STEP 2. Compute

x̂ ¼ x(j) þ B(j)
 ��1

0� y(j)
 �

(11:51)

STEP 3. If x̂2 P(j), we have obtained a solution x̂ of f(x̂)¼ 0. Stop.

STEP 4. Otherwise, compute

x(jþ1) ¼ x(j) þ l(j) x̂ � x(j)
 �

(11:52)

where l(j) is the largest number such that x(jþ 1)2P(j), i.e., x(jþ 1) is on the boundary between P(j) and
P(jþ 1) (see Figure 11.17).
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STEP 5. Identify P(jþ1) and the linear map y¼ a(jþ1)þ
B(jþ1) x in the polyhedral region P(jþ1) and compute

y(jþ1) ¼ y(j) þ l(j) y*� y(j)
 �

(11:53)

Set j¼ jþ 1. Go to step 2.

This algorithm converges to a solution in a finite
number of steps if the determinants of all matrices B(j)

have the same sign. This condition is satisfied when the
i–v curves for the PWL one port resistors are mono-
tonic. The Katzenelson algorithm was extended in
Ref. [45] by taking the sign of the determinants into

account in Equations 11.52 and 11.53. This requires the PWL resistors to be globally coercive. If by
accident in the iteration the point x(jþ1) is not on a single boundary and instead is located on a corner, the
region P(jþ1) is not uniquely defined. However, with a small perturbation [1], one can avoid this corner
and still be guaranteed to converge.
This algorithm was adapted to the canonical PWL Equation 11.49 in Ref. [8]. It can also be adapted to

the GLCP. However, there exist circuits where this algorithm fails to converge. For the LCP problem, one
can then use other algorithms [20,40,56]. One can also use other homotopy methods [43,57,60], which
can be shown to converge based on eventual passivity arguments. In fact, this algorithm extends the
rather natural method of source stepping, where the PWL circuit is solved by first making all sources zero
and then tracing the solution for increasing (stepping up) the sources. It is instructive to observe here that
these methods can be used successfully in another sequence of the steps in Figure 11.1a. Until now, we
always first performed the horizontal step of PWL approximation or modeling and then the vertical step
of network equation formulation. With these methods, one can first perform the network equation
formulation and then the PWL approximation. The advantage is that one can use a coarser grid in the
simplicial subdivision far away from the solution, and hence dynamically adapt the accuracy of the PWL
approximation.
In any case, if all solutions are requested, all these homotopy-based methods are not adequate, because

not all solutions can be found even if the homotopy method is started with many different x(1). Hence,
special methods have been designed. It is beyond the scope of this text to give a complete algorithm
[39,59], but the solution of the GLCP basically involves two parts. First, calculate the solution set of all
nonnegative solutions to Equations 11.10 and 11.11. This is a polyhedral cone where extremal rays can be
easily determined [44,54]. Second, this solution set is intersected with a hyperplane and the comple-
mentarity condition uTs¼ 0 implies the elimination of vertices (respectively, convex combinations)
where these complementarity (respectively, cross complementarity) is not satisfied. This has allowed to
systematically obtain the complete solution set for the circuit of Figure 11.15 and for circuits with
infinitely many solutions.
A more recent method [46] covers the PWL i–v characteristic with a union of polyhedra and

hierarchically solves the circuit with finer and finer polyhedra.
An important improvement in efficiency for the methods is possible when the PWL function f(�) is

separable, i.e., there exist f i : R!
R
n i¼ 1, 2, . . . , n such that

f (x) ¼
Xn
i¼1

f i(xi) (11:54)

This happens when there are only two terminal PWL resistors, linear resistors, and independent sources,
and if the bipolar transistors are modeled by the Ebers–Moll model (see Equation 11.39). Then, the
subdivision for x is rectangular and each rectangle is subdivided into simplices (see Figure 11.18). This

x-space y-spacef
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p(3)

x(1)

x*

x(2)

x(3)

y(1)
y(2)

y(3)

0

FIGURE 11.17 Iteration in the Katzenelson algo-
rithm for solving y¼ f(x)¼ 0.
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property can be used to eliminate certain polyhedral
regions without solutions [62] and also to speed up the
Katzenelson-type algorithm [60,62]. If there are MOS
transistors, the map f is not separable but one can apply
the extended concept of pairwise separable map [62].

11.6 Piecewise-Linear Dynamic
Circuits

As mentioned at the end of Section 11.2, the piecewise-
linear descriptions of Section 11.2 can be used also for
PWL capacitors, respectively, inductors and memris-
tors, by replacing the port voltages v and currents i by
q, v, respectively, w, i and w, q. Whenever we have a
network obtained by interconnecting linear and=or
PWL resistors, inductors, capacitors, and memristors,
we have a dynamic piecewise-linear circuits. Of course, such networks are often encountered because it
includes the networks with linear R, L, C, and linear-dependent sources, diodes, switches, op-amps, and
components such as bipolar and MOS transistors, and GaAs FETs with PWL resistive models. This
includes several important and famous nonlinear circuits such as Chua’s circuit [18,19], and the cellular
neural networks (CNNs) [48], which are discussed in Chapter 13 and Section 14.2.
Of course, PWL dynamic circuits are much more interesting and much more complicated and can

exhibit a much more complex behavior than resistive circuits and hence this subject is much less
explored. It is clear from the definition of a PWL dynamic circuit that it can be described by linear
differential equations over polyhedral regions. Hence, it can exhibit many different types of behavior.
They may have many equilibria, which can essentially be determined by solving the resistive network (see
Section 11.5 and Figure 11.1) obtained by opening the capacitive ports and short circuiting the inductive
ports (dc analysis). When there is no input waveform, the circuit is said to be autonomous and has
transients. Some transients may be periodic and are called limit cycles but they may also show chaotic
behavior. Next, one may be interested in the behavior of the circuit for certain input waveforms (transient
analysis). This can be performed by using integration rules in simulations.
For the analysis of limit cycles, chaos, and transients, one can of course use the general methods for

nonlinear circuits, but some improvements can be made based on the PWL nature of the nonlinearities.
Here, we only describe the methods briefly. If one is interested in the periodic behavior of a PWL
dynamic circuit (autonomous or with a periodic input), then one can, for each PWL nonlinearity, make
some approximations.
First, consider the case that one is only interested in the dc and fundamental sinusoidal contributions

in all signals of the form i(t)¼A0þA1 cos vt. The widely used describing function method [6] for PWL
resistors v¼ f(i) consists of approximating this resistor by an approximate resistor where v̂(t)¼D0þD1

cos vt has only the dc and fundamental contribution of v(t). This is often a good approximation since the
remainder of the circuit often filters out all higher harmonics anyway. Using a Fourier series, one can
then find D0 and D1 as

D0(A0, A1) ¼ 1
2p

ð2p

0

f (A0 þ A1 cosf)df

D1(A0, A1) ¼ 1
pA1

ð2p

0

f (A0 þ A1 cosf)df

x2

x1

FIGURE 11.18 Simplicial subdivision.
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By replacing all PWL components by their describing functions, one can use linear methods to set up the
network equations in the Laplace–Fourier domain. When this approximation is not sufficient, one can
include more harmonics. Then, one obtains the famous harmonic balance method, because one is
balancing more harmonic components.
Alternatively, one can calculate the periodic solution by simulating the circuit with a certain initial

condition and considering the map F: x0 ! x1 from the initial condition x0 to the state x1 one period
later. Of course, a fixed point x*¼ F(x*) of the map corresponds to a periodic solution. It has been
demonstrated [27] that the map F is differentiable for PWL circuits. This is very useful in setting up an
efficient iterative search for a fixed point of F. This map is also useful in studying the eventual chaotic
behavior and is then called the Poincaré return map.
In transient analysis of PWL circuits, one is often interested in the sensitivity of the solution to certain

parameters in order to optimize the behavior. As a natural extension of the adjoint network for linear
circuits in Ref. [22], the adjoint PWL circuit is defined and used to determine simple sensitivity
calculations for transient analysis.
Another important issue is whether the PWL approximation of a nonlinear characteristic in a dynamic

circuit has a serious impact on the transient behavior. In Ref. [63], error bounds were obtained on the
differences of the waveforms.

11.7 Efficient Computer-Aided Analysis of PWL Circuits

Transient analysis and timing verification is an essential part of the VLSI system design process. The most
reliable way of analyzing the timing performance of a design is to use analog circuit analysis methods. Here as
well, a set of algebraic-differential equations has to be solved. This can be done by using implicit integration
formulas that convert these equations into a set of algebraic equations, which can be solved by iterative
techniques like Newton–Raphson (see Chapter 12). The computation time then becomes excessive for large
circuits. It mainly consists of linearizations of the nonlinear component models and the solution of the linear
equations. In addition, the design process can be facilitated substantially if this simulation tool can be used at
many different levels from the top level of specifications over the logic and switch level to the circuit level.
Such a hierarchical simulator can support the design from top to bottom and allow for mixtures of these
levels. In limited space, we describe here the main simulation methods for improving the efficiency and
supporting the hierarchy of models with piecewise-linear methods. We refer the reader to Chapter 8,
Computer Aided Design and Design Automation for general simulation of VLSI circuits and to the literature
for more details on the methods and for more descriptions on complete simulators.
It is clear from our previous discussion that PWL models and circuit descriptions can be used at many

different levels. An op-amp, for example, can be described by the finite gain model (see Figure 11.9 and
Equations 11.29 and 11.30), but when it is designed with a transistor circuit it can be described by PWL
circuit equations as in Section 11.5. Hence, it is attractive to use a simulator that can support this top-
down design process [35]. One can then even incorporate logic gates into the PWL models. One can
organize the topological equations of the network hierarchically, so that it is easy to change the network
topology. The separation between topological equations and model descriptions allows for an efficient
updating of the model when moving from one polyhedral region into another. Several other efficiency
issues can be built into a hierarchical PWL simulator.
An important reduction in computation time needed for solving the network equations can be

obtained by using the consistent variation property. In fact, only a rank one difference exists between
the matrices of two neighboring polyhedral regions, and hence, one inverse can be easily derived from the
other [8,35]. In the same spirit, one can at the circuit level take advantage of the PWL transistor models
(see Ref. [62] and separability discussion in Section 8.5). In Ref. [53], the circuit is partitioned dynam-
ically into subcircuits during the solution process, depending on the transistor region of operation. Then,
the subcircuits are dynamically ordered and solved with block Gauss–Seidel for minimal or no coupling
among them.
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Interesting savings can be obtained [34] by solving the linear differential equations in a polyhedral
region with Laplace transformations and by partitioning the equations. However, the computation of the
intersection between trajectories in neighboring polyhedral regions can be a disadvantage of this method.
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This chapter deals with the simulation or analysis of a nonlinear electrical circuit by means of a computer
program. The program creates and solves the differential-algebraic equations of a model of the circuit.
The basic tools in the solution process are linearization, difference approximation, and the solution of a set
of linear equations. The output of the analysis may consist of (1) all node and branch voltages and all
branch currents of a bias point (dc analysis), (2) a linear small-signal model of a bias point that may be
used for analysis in the frequency domain (ac analysis), or (3) all voltages and currents as functions of
time in a certain time range for a certain excitation (transient analysis). A model is satisfactory if there is
good agreement between measurements and simulation results. In this case, simulation may be used
instead of measurement for obtaining a better understanding of the nature and abilities of the circuit. The
crucial point is to set up a model that is as simple as possible, in order to obtain a fast and inexpensive
simulation, but sufficiently detailed to give the proper answer to the questions concerning the behavior of
the circuit under study. Modeling is the bottleneck of simulation.
The model is an equivalent scheme—‘‘schematics-capture’’—or a branch table—‘‘net-list’’—describing

the basic components (n-terminal elements) of the circuit and their connection. It is always possible to
model an n-terminal element by means of a number of 2-terminals (branches). These internal
2-terminals may be coupled. By pairing the terminals of an n-terminal element, a port description may
be obtained. The branches are either admittance branches or impedance branches. All branches may be
interpreted as controlled sources. An admittance branch is a current source primarily controlled by its
own voltage or primarily controlled by the voltage or current of another branch (transadmittance). An
impedance branch is a voltage source primarily controlled by its own current or primarily controlled by
the current or voltage of another branch (transimpedance). Control by signal (voltage or current) and
control by time-derivative of signal are allowed. Control by several variables is allowed. Examples of
admittance branches are (1) the conductor is a current source controlled by its own voltage, (2) the
capacitor is a current source controlled by the time-derivative of its own voltage, and (3) the open
circuit is a zero-valued current source (a conductor with value zero). Examples of impedance branches
are (1) the resistor is a voltage source controlled by its own current, (2) the inductor is a voltage source
controlled by the time-derivative of its own current, and (3) the short circuit is a zero-valued voltage
source (a resistor with value zero)
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A component may often be modeled in different ways. A diode, for example, is normally modeled as a
current source controlled by its own voltage such that the model can be linearized into a dynamic
conductor in parallel with a current source during the iterative process of finding the bias point of the
diode. The diode may also be modeled as (1) a voltage source controlled by its own current (a dynamic
resistor in series with a voltage source), (2) a static conductor being a function of the voltage across
the diode, or (3) a static resistor being a function of the current through the diode. Note that in the case
where a small-signal model is wanted, for frequency analysis, only the dynamic model is appropriate.
The primary variables of the model are the currents of the impedance branches and the node

potentials. The current law of Kirchhoff (the sum of all the currents leaving a node is zero) and the
current–voltage relations of the impedance branches are used for the creation of the equations describing
the relations between the primary variables of the model. The contributions to the equations from the
branches are taken one branch at a time based on the question: Will this branch add new primary
variables? If yes, then a new column (variables) and a new row (equations) must be created and updated,
or else the columns and rows corresponding to the existing primary variables of the branch must be
updated. This approach to equation formulation is called the extended nodal approach or the modified
nodal approach (MNA).
In the following, some algorithms for solving a set of nonlinear algebraic equations and nonlinear

differential equations are briefly described. Because we are dealing with physical systems and because we
are responsible for the models, we assume that at least one solution is possible. The zero solution is, of
course, always a solution. It might happen that our models become invalid if we, for example, increase the
amplitudes of the exciting signals, diminish the risetime of the exciting signals, or by mistake create
unstable models. It is important to define the range of validity for our models. What are the consequences
of our assumptions? Can we believe in our models?

12.1 Numerical Solution of Nonlinear Algebraic Equations

Let the equation system to be solved be f(x, u)¼ 0, where x is the vector of primary variables and u is
the excitation vector. Denote the solution by xs. Then, if we define a new function g(x)¼a( f(x, u))þ x,
where a may be some function of f(x, u), which is zero for f(x, u)¼ 0, then we can define an iterative
scheme where g(x) converges to the solution xs by means of the iteration: xkþ 1¼ g(xk)¼a( f(xk, u))þ xk
where k is the iteration counter.

If for all x in the interval [xa, xb] the condition kg(xa)� g(xb)k� L * kxa� xbk for some L< 1 is
satisfied, the iteration is called a contraction mapping. The condition is called a Lipschitz condition.
Note that a function is a contraction if it has a derivative less than 1.
For a¼�1, the iterative formula becomes xkþ1¼ g(xk)¼�f(xk, u)þ xk. This scheme is called the

Picard method, the functional method, or the contraction mapping algorithm. At each step, each
nonlinear component is replaced by a linear static component corresponding to the solution xk.
A nonlinear conductor, for example, is replaced by a linear conductor defined by the straight line
through the origin and the solution point. Each iterative solution is calculated by solving a set of linear
equations. All components are updated and the next iteration is made. When two consecutive solutions
are within a prescribed tolerance, the solution point is accepted.
For a¼�1=(df=dx), the iterative formula becomes xkþ 1¼ g(xk)¼�f(xk, u)=(df(xk, u)=dx)þ xk. This

scheme is called the Newton–Raphson method or the derivative method. At each step, each nonlinear
component is replaced by a linear dynamic component plus an independent source corresponding to the
solution xk. A nonlinear conductor, for example, is replaced by a linear conductor defined by the
derivative of the branch current with respect to the branch voltage (the slope of the nonlinearity) in
parallel with a current source corresponding to the branch voltage of the previous solution. A new
solution is then calculated by solving a set of linear equations. The components are updated and the next
iteration is made. When the solutions converge within a prescribed tolerance, the solution point is
accepted.
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It may, of course, happen that the previously mentioned iterative schemes do not converge before the
iteration limit kmax is reached. One reason may be that the nonlinearity f(x) changes very rapidly for a
small change in x. Another reason could be that f(x) possess some kind of symmetry that causes cycles in
the Newton–Raphson iteration scheme. If convergence problems are detected, the iteration scheme can
be modified by introducing a limiting of the actual step size. Another approach may be to change the
modeling of the nonlinear branches from voltage control to current control or vice versa. Often, the user
of a circuit analysis program may be able to solve convergence problems by means of proper modeling
and adjustment of the program options [1–5].

12.2 Numerical Integration of Nonlinear Differential Equations

The dynamics of a nonlinear electronic circuit may be described by a set of coupled first-order differential
equations–algebraic equations of the form: dx=dt¼ f(x, y, t) and g(x, y, t)¼ 0, where x is the vector of
primary variables (node potentials and impedance branch currents), y is the vector of variables that
cannot be explicitly eliminated, and f and g are nonlinear vector functions. It is always possible to express
y as a function of x and t by inverting the function g and inserting it into the differential equations such
that the general differential equation form dx=dt¼ f(x, t) is obtained. The task is then to obtain a solution
x(t) when an initial value of x is given. The usual methods for solving differential equations reduce to the
solution of difference equations, with either the derivatives or the integrals expressed approximately in
terms of finite differences.
Assume, at a given time t0, we have a known solution point x0¼ x(t0). At this point, the function f can

be expanded in Taylor series: dx=dt¼ f (x0, t)þA (x0) (x� x0) þ � � � where A(x0) is the Jacobian of
f evaluated at x0. Truncating the series, we obtain a linearization of the equations such that the small-
signal behavior of the circuit in the neighborhood of x0 is described by dx=dt¼A * xþ k, where A is a
constant matrix equal to the Jacobian and k is a constant vector.
The most simple scheme for the approximate solution of the differential equation dx=dt¼ f(x, t)¼

Axþ k is the forward Euler formula x(t)¼ x(t0)þ hA(t0) where h¼ t� t0 is the integration time
step. From the actual solution point at time t0, the next solution point at time t is found along the
tangent of the solution curve. It is obvious that we will rapidly leave the vicinity of the exact solution
curve if the integration step is too large. To guarantee stability of the computation, the time step h must
be smaller than 2=jlj where l is the largest eigenvalue of the Jacobian A. Typically, h must not
exceed 0.2=jlj.

The forward Euler formula is a linear explicit formula based on forward Taylor expansion
from t0. If we make backward Taylor expansion from t we arrive at the backward Euler formula:
x(t)¼ x(t0)þ hA(t). Because the unknown appears on both sides of the equation, it must in general be
found by iteration so the formula is a linear implicit formula. From a stability point of view, the backward
Euler formula has a much larger stability region than the forward Euler formula. The truncation error for
the Euler formulas is of order h2.
The two Euler formulas can be thought of as polynomials of degree 1 that approximate x(t) in

the interval [t0, t]. If we compute x(t) from a second-order polynomial p(t) that matches the
conditions that p(t0)¼ x(t0), dp=dt(t0)¼ dx=dt(t0) and dp=dt(t)¼ dx=dt(t), we arrive at the trapezoidal
rule: x(t)¼ x(t0)þ 0.5hA(t0)þ 0.5hA(t). In this case, the truncation error is of order h3.

At each integration step, the size of the local truncation error can be estimated. If it is too large, the step
size must be reduced. An explicit formula such as the forward Euler may be used as a predictor giving a
starting point for an implicit formula like the trapezoidal, which in turn is used as a corrector. The use of
a predictor–corrector pair provides the base for the estimate of the local truncation error. The trapezoidal
formula with varying integration step size is the main formula used in the Simulation Program with
Integrated Circuit Emphasis (SPICE) program.
The two Euler formulas and the trapezoidal formula are special cases of a general linear multistep

formula S(aixn�iþ bih(dx=dt)n�i), where i goes from �1 to m� 1 and m is the degree of the polynomial
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used for the approximation of the solution curve. The trapezoidal rule, for example, is obtained by setting
a�1¼�1, a0¼þ1, and b�1¼ b0¼ 0.5, all other coefficients being zero. The formula can be regarded as
being derived from a polynomial of degree r which matches rþ 1 of the solution points xn-i and their
derivatives (dx=dt)n�i.

Very fast transients often occur together with very slow transients in electronic circuits. We
observe widely different time constants. The large spread in component values, for example, from
large decoupling capacitors to small parasitic capacitors, implies a large spread in the modules of the
eigenvalues. We say that the circuits are stiff. A family of implicit multistep methods suitable for
stiff differential equations has been proposed by C.W. Gear. The methods are stable up to the polynomial
of order 6. For example, the second-order Gear formula for fixed integration step size h may be stated
as xnþ1¼�(1=3)xn�1þ (4=3)xnþ (2=3)h(dx=dt)nþ1.

By changing both the order of the approximating polynomial and the integration step size, the methods
adapt themselves dynamically to the performance of the solution curve. The family of Gear formulas is
modified into a ‘‘stiff-stable variable-order variable-step predictor–corrector’’ method based on implicit
approximation by means of backward difference formulas (BDFs). The resulting set of nonlinear
equations is solved by modified Newton–Raphson iteration. Note that numerical integration, in a
sense, is a kind of low-pass filtering defined by means of the minimum integration step [1–5].

12.3 Use of Simulation Programs

Since 1960, a large number of circuit-simulation programs have been developed by universities, industrial
companies, and commercial software companies. In particular, the SPICE program has become a
standard simulator both in the industry and in academia. Here, only a few programs, which together
cover a very large number of simulation possibilities, are presented. Due to competition, there is a
tendency to develop programs that are supposed to cover any kind of analysis so that only one program
should be sufficient (the Swiss Army Knife Approach). Unfortunately this implies that the programs
become very large and complex to use. Also, it may be difficult to judge the correctness and accuracy of
the results of the simulation having only one program at your disposal. If you try to make the same
analysis of the same model with different programs, you will frequently see that the results from
the programs may not agree completely. By comparing the results, you may obtain a better feel for the
correctness and accuracy of the simulation. The programs SPICE and Analysis Program for Linear Active
Circuits (APLAC) supplemented with the programs Nonlinear Analysis Program version 2 (NAP2),
Engineering System and Circuit Analysis (ESACAP), and DYNAmic Simulation Tool (DYNAST) have
proven to be a good choice in the case where a large number of different kinds of circuits and systems
are to be modeled and simulated (the Tool Box Approach). The programs are available in inexpensive
evaluation versions running on IBM compatible personal computers. The ‘‘net-list’’ input languages are
very close, making it possible to transfer input data easily between the programs. In order to make
the programs more ‘‘user-friendly’’ graphics interphase language ‘‘schematics-capture,’’ where you draw
the circuit on the screen, has been introduced. Unfortunately, this approach makes it a little more difficult
for the user to transfer data between the programs. In the following, short descriptions of the programs
are given and a small circuit is simulated in order to give the reader an idea of the capabilities of
the programs.

12.3.1 SPICE

The first versions of SPICE (Simulation Program with Integrated Circuit Emphasis version 2), based on
the MNA, were developed in 1975 at the Electronics Research Laboratory, College of Engineering,
University of California, Berkeley, CA.
SPICE is a general-purpose circuit analysis program. Circuit models may contain resistors, capacitors,

inductors, mutual inductors, independent sources, controlled sources, transmission lines, and the
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most common semiconductor devices: diodes, bipolar junction transistors, and field effect transistors.
SPICE has very detailed built-in models for the semiconductor devices, which may be described by
about 50 parameters. Besides the normal dc, ac, and transient analyses, the program can make sensitivity,
noise, and distortion analysis and analysis at different temperatures. In the various commercial versions
of the program many other possibilities have been added; for example, analog behavior modeling (poles
and zeros) and statistical analysis.
In order to give an impression of the ‘‘net-list’’ input language, the syntax of the statements describing

controlled sources is the following:

Voltage Controlled Current Source: Gxxx Nþ N� NCþ NC� VALUE
Voltage Controlled Voltage Source: Exxx Nþ N� NCþ NC� VALUE
Current Controlled Current Source: Fxxx Nþ N� VNAM VALUE
Current Controlled Voltage Source: Hxxx Nþ N� VNAM VALUE

where the initial characters of the branch name G, E, F, and H indicate the type of the branch;Nþ andN�
are integers (node numbers) indicating the placement and orientation of the branch, respectively; NCþ,
NC�, andVNAM indicate fromwhere the control comes (VNAM is a dummy dc voltage source with value
0 inserted as an ammeter!); and VALUE specifies the numerical value of the control, which may be a
constant or a polynomial expression in case of nonlinear dependent sources. Independent sources are
specified with Ixxx for current and Vxxx for voltage sources.

The following input file describes an analysis of the Chua oscillator circuit. It is a simple harmonic
oscillator with losses (C2, L2, and RL2) loaded with a linear resistor (R61) in series with a capacitor (C1)
in parallel with a nonlinear resistor. The circuit is influenced by a sinusoidal voltage source VRS through
a coil L1. Comments may be specified either as lines starting with an asterisk ‘‘*’’ or by means of a
semicolon ‘‘;’’ after the statement on a line. A statement may continue by means of a plus ‘‘þ ’’ as the first
character on the following line.

PSpice input file CRC-CHUA.CIR, first line, title line :
* *: The Chua Oscillator, sinusoidal excitation, F¼150mV > :
* : RL2¼1 ohm, RL1¼0 ohm f¼1286.336389 Hz :
* : ref. K. Murali and M. Lakshmanan, :
* : Effect of Sinusoidal Excitation on the Chua’s Circuit, :
* : IEEE Transactions on Circuits and Systems—1: :
* : Fundamental Theory and Applications, :
* : vol.39, No.4, April 1992, pp. 264–270 :
* : input source; :----------------------------------------:

VRS 7 0 sin(0 150m 1.2863363889332eþ3 0 0) :
* : choke :

L1 6 17 80e-3 ; mH :
VRL1 17 7 DC 0 ; ammeter for measure of IL1 :

* : harmonic oscillator; :----------------------------------:
L2 6 16 13m :
RL2 16 0 1 :
C2 6 0 1.250u :

* : load; :----------------------------------------------:
r61 6 10 1310 :
vrrC1 10 11 DC 0 :
C1 11 0 0.017u :

* i(vrr10)¼current of nonlinear resistor :
vrr10 10 1 DC 0 :
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* : non-linear circuit; :-----------------------------------:
.model n4148 d (is¼0.1p rs¼16 n¼1); vt¼n*k*T=q :
d13 1 3 n4148 :
d21 2 1 n4148 :
rm9 2 22 47k :
vrm9 22 0 DC �9 ; negative power supply :
rp9 3 33 47k :
vrp9 33 0 DC þ9 :
r20 2 0 3.3k :
r30 3 0 3.3k :

* : ideal op. amp.; :--------------------------------------:
evop 4 0 1 5 1eþ20 :
r14 1 4 290 :
r54 5 4 290 :
r50 5 0 1.2k :

* : ----------------------------------------------------:
.TRAN 0.05m 200m 0 0.018m UIC :
.plot tran v(11) :
.probe :
.options acct nopage opts gmin¼1e-15 reltol¼1e-3 :

þ abstol¼1e-12 vntol¼1e-12 tnom¼25 itl5¼0 :
þ limpts¼15000 :

.end :

The analysis is controlled by means of the statements: .TRAN, where, for example, the maximum
integration step is fixed to 18 ms, and .OPTIONS, where, for example, the relative truncation error is
set to 1e-3. The result of the analysis is presented in Figure 12.1. It is seen that transition from chaotic
behavior to a period 5 limit cycle takes place at about 100 ms. A very important observation is that the
result of the analysis may depend on (1) the choice of the control parameters and (2) the order of
the branches in the ‘‘net-list,’’ for example, if the truncation error is set to 1e-6 instead of 1e-3 previously,
the result becomes quite different. This observation is valid for all programs [5–11].
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–200 µA
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Time(a)

I(C1)

FIGURE 12.1 (a) PSPICE analysis. The current of C1: I(C1) as function of time in the interval 0–200 ms.
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FIGURE 12.1 (continued) (b) The current of C1: I(C1) as function of the voltage of C1: V(11). (c) The current of
C1: I(C1) as function of the voltage of C1: V(11) in the time interval 100–200 ms. (d) The voltage of C2: V(6) as
function of the voltage of C1: V(11) in the time interval 100–200 ms.
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12.3.2 APLAC

The program APLAC [5] has been under constant development at the Helsinki University of
Technology, Finland, since 1972. Over time it has developed into an object-oriented analog circuits
and systems simulation and design tool. Inclusion of a new model into APLAC requires only the labor of
introducing the parameters and equations defining the model under the control of ‘‘C-macros.’’ The code
of APLAC itself remains untouched. The APLAC Interpreter immediately understands the syntax of the
new model. APLAC accepts SPICE ‘‘net-lists’’ by means of the program Spi2a (SPICE to APLAC net-list
converter).
APLAC is capable of carrying out dc, ac, transient, noise, oscillator, and multitone harmonic steady-

state analyses and measurements using IEEE-488 bus. Transient analysis correctly handles, through
convolution, components defined by frequency-dependent characteristics. Monte Carlo analysis
is available in all basic analysis modes and sensitivity analysis in dc and ac modes. N-port z, y, and
s parameters, as well as two-port h parameters, are available in ac analysis. In addition, APLAC includes
a versatile collection of system-level blocks for the simulation and design of analog and digital commu-
nication systems. APLAC includes seven different optimization methods. Any parameter in the design
problem can be used as a variable, and any user-defined function may act as an objective. Combined
time and frequency domain optimization is possible.
The file below is the APLAC ‘‘net-list’’ of the Chua oscillator circuit created by the Spi2a converter

program with the PSpice file CRC-CHUA.CIR above as input. Comments are indicated by means of
the dollar sign ‘‘$’’ or the asterisk ‘‘*.’’ Unfortunately, it is necessary to manually change the file.
Comments semicolon ‘‘;’’ and colon ‘‘:’’ must be replaced with ‘‘$;’’ and ‘‘$:’’. Also, Spi2a indicates a
few statements as ‘‘$ not implemented.’’

$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$
$$ $$
$$ Spi2a — SPICE to APLAC netlist converter, version 1.26 $$
$$ $$
$$ This file is created at Tue Jul 17 14:48:02 2001 $$
$$ with command: spi2a C:\WINDOWS\DESKTOP\crc-chua.cir $$
$$ $$
$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$$
$PSpice input file CRC-CHUA.CIR, first line, title line $:

Prepare gmin¼1e-15 ERR¼1e-3 ABS_ERR¼1e-12 TNOM¼(273.15þ(25))
$ .options acct nopage opts gmin¼1e-15 reltol¼1e-3 $:
$þ abstol¼1e-12 vntol¼1e-12 tnom¼25 itl5¼0 $:
$þ limpts¼15000 $:
$ .MODEL and .PARAM definitions $:

Model ‘‘n4148’’ is¼0.1p rs¼16 n¼1
þ $;¼vt n*k*T=q $:
$ Circuit definition $:
$ Not implemented $:
$ VRS 7 0 sin(0 150m 1.2863363889332eþ3 0 0) $:

Volt VRS 7 0 sin¼[0, 150m, 1.2863363889332eþ3, 0, 0]
* $: choke $:

Ind L1 6 17 80e-3 $; mH $:
Volt VRL1 17 7 DC¼{VRL1¼0} $ $; ammeter for measure of IL1 $:

* $: harmonic oscillator$; $:-------------------------------$:
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þ I¼I_VRL1
Ind L2 6 16 13m $:
Res RL2 16 0 1 $:
Cap C2 6 0 1.250u $:
Res r61 6 10 1310 $:

$ Not implemented $:
$ vrrC1 10 11 DC 0 $:

Volt vrrC1 10 11 DC¼{vrrC1¼0}
þ I¼IC1

Cap C1 11 0 0.017u
$ Not implemented $:
$ vrr10 10 1 DC 0 $:

Volt vrr10 10 1 DC¼{vrr10¼0} $:
þ I¼IRNL
* $: non-linear circuit$; $:-------------------------------$:

Diode d13 1 3 MODEL¼‘‘n4148’’ $:
Diode d21 2 1 MODEL¼‘‘n4148’’ $:
Res rm9 2 22 47k $:
Volt vrm9 22 0 DC¼{vrm9¼-9} $ $; negative power supply $:

þ I¼I_vrm9
Res rp9 3 33 47k $:

$ Not implemented $:
$ vrp9 33 0 DC þ9 $:

Volt vrp9 33 0 DC¼{vrp9¼9} $ þ9 must be 9
Res r20 2 0 3.3k $:
Res r30 3 0 3.3k $:
VCVS evop 4 0 1 1 5 [1eþ20] LINEAR $:
Res r14 1 4 290 $:
Res r54 5 4 290 $:
Res r50 5 0 1.2k $:

$$ Analysis commands $:
$$ .TRAN 0.05m 200m 0 0.018m UIC $:
$ Sweep ‘‘TRAN Analysis 1’’
$þ LOOP (1þ(200m-(0))=(0.05m)) TIME LIN 0 200m TMAX¼0.018m
$þ NW¼1 $ UIC $:
$$ .plot tran v(11) $:
$ Show Y Vtran(11) $ $:
$ EndSweep

$ the following lines are added and the sweep above is commented
Sweep ‘‘TRAN Analysis 2’’
þ LOOP (4001) TIME LIN 0 200m TMAX¼0.018m
$þ NW¼1 $ UIC $:
$ .plot tran v(11) $:
Show Y Itran(IC1) X Vtran(11) $ $:
EndSweep

$.probe $:

The result of the analysis is presented in Figure 12.2. It is observed that limit cycle behavior is not
obtained in the APLAC analysis in the time interval from 0 to 200 ms.
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12.3.3 NAP2

The first versions of NAP2 (Nonlinear Analysis Program version 2) [10], based on the extended nodal
equation formulation were developed in 1973 at the Institute of Circuit Theory and Telecommunication,
Technical University of Denmark, Lyngby, Denmark.
NAP2 is a general-purpose circuit analysis program. Circuit models may contain resistors, conductors,

capacitors, inductors, mutual inductors, ideal operational amplifiers, independent sources, controlled
sources, and the most common semiconductor devices: diodes, bipolar junction transistors, and field
effect transistors. NAP2 has only simple built-in models for the semiconductor devices, which require
about 15 parameters. Besides the normal dc, ac, and transient analyses, the program can make parameter
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TRAN Analysis 1
APLAC 7.60 student version for noncommercial use only2.00
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TRAN Analysis 2
APLAC 7.60 student version for noncommercial use only

(a)

(b)

Vtran (11)

Itran (IC1)

FIGURE 12.2 (a) The voltage of C1: V(11) as function of time in the interval 0–200 ms. (b) The current of C1: I(C1)
as function of the voltage of C1: V(11).
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variation analysis. Any parameter (e.g., component value or temperature) may be varied over a range in
an arbitrary way and dc, ac, or transient analysis may be performed for each value of the parameter.
Optimization of dc bias point (given: voltages, find: resistors) is possible. Event detection is included so
that it is possible to interrupt the analysis when a certain signal, for example, goes from a positive to a
negative value. The results may be combined into one output plot. It is also possible to calculate the poles
and zeros of driving point and transfer functions for the linearized model in a certain bias point.
Eigenvalue technique (based on the QR algorithm by J.G.F. Francis) is the method behind the calculation
of poles and zeros. Group delay (i.e., the derivative of the phase with respect to the angular frequency) is
calculated from the poles and zeros. This part of the program is available as an independent program
named ANP3 (Analytical Network Program version 3).
In order to give an impression of the ‘‘net-list’’ input language, the syntax of the statements describing

controlled sources is as follows:

Voltage Controlled Current Source: Ixxx Nþ N� VALUE VByyy
Voltage Controlled Voltage Source: Vxxx Nþ N� VALUE VByyy
Current Controlled Current Source: Ixxx Nþ N� VALUE IByyy
Current Controlled Voltage Source: Vxxx Nþ N� VALUE Ibyyy

where the initial characters of the branch name I and V indicate the type of the branch; Nþ and N� are
integers (node numbers) indicating the placement and orientation of the branch, respectively; and
VALUE specifies the numerical value of the control, which may be a constant or an arbitrary functional
expression in case of nonlinear control. IB and VB refer to the current or voltage of the branch,
respectively, from where the control comes. If the control is the time derivative of the branch signal, SI
or SV may be specified. Independent sources must be connected to a resistor R or a conductor G as
follows: Rxxx Nþ N� VALUE E¼VALUE and Gxxx Nþ N� VALUE J¼VALUE, where VALUE may
be any function of time, temperature, and components.
The input file ‘‘net-list’’ below describes the same analysis of the Chua oscillator circuit as performed

by means of SPICE and APLAC. The circuit is a simple harmonic oscillator with losses (C2, L2, and RL2)
loaded with a linear resistor (R61) in series with a capacitor (C1) in parallel with a nonlinear resistor. The
circuit is excited by a sinusoidal voltage source through a coil L1. The frequency is specified as angular
frequency in rps. It is possible to specify more than one statement on one line. Colon ‘‘:’’ indicate start of
a comment statement and semicolon ‘‘;’’ indicates end of a statement. The greater than character ‘‘>’’

indicates continuation of a statement on the following line. It is observed that most of the lines are
comment lines with the PSPICE input statements.

*circuit; *list 2, 9; : file CRC-CHUA.NAP
*: PSpice input file CRC-CHUA.CIR, first line, title line > :
: translated into NAP2 input file
: The Chua Oscillator, sinusoidal excitation, F¼150mV > :
: RL2¼1 ohm, RL1¼0 ohm f¼1286.336389 Hz :
: ref. K. Murali and M. Lakshmanan, :
: Effect of Sinusoidal Excitation on the Chua’s Circuit, :
: IEEE Transactions on Circuits and Systems — 1: :
: Fundamental Theory and Applications, :
: vol.39, No.4, April 1992, pp. 264-270 :
: input source; : ------------------------------------------ :
: VRS 7 0 sin(0 150m 1.2863363889332eþ3 0 0) :

sin=sin=; Rs 7 0 0 e¼150m*sin(8.0822898994674eþ3*time) :
:choke ; L1 6 17 80mH; RL1 17 7 0 :
: L1 6 17 80e-3 ;:mH :
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: VRL1 17 7 DC 0 ;:ammeter for measure of IL1 :
:-----------------------------------:

: harmonic oscillator; L2 6 16 13mH; RL2 16 0 1 :
C2 6 0 1.250uF :

: L2 6 16 13m :
: RL2 16 0 1 :
: C2 6 0 1.250u :

:--------------------------------------------------:
: load; r61 6 10 1310; rrc1 10 11 0; c1 11 0 0.017uF :

rr10 10 1 0: irr10¼current of nonlinear resistor :
: r61 6 10 1310 :
: vrrC1 10 11 DC 0 :
: C1 11 0 0.017u :
: i(vrr10)¼current of nonlinear resistor :
: vrr10 10 1 DC 0 :
: non-linear circuit; :---------------------------------:
: .model n4148 d (is¼0.1p rs¼16 n¼1); vt¼n*k*T=q :

n4148 =diode= is¼0.1p gs¼62.5m vt¼25mV; :
td13 1 3 n4148; td21 2 1 n4148; :

: d13 1 3 n4148 :
: d21 2 1 n4148 :

rm9 2 0 47k e¼�9; rp9 3 0 47k E¼þ9; :
: rm9 2 22 47k :
: vrm9 22 0 DC �9; negative power supply :
: rp9 3 33 47k :
: vrp9 33 0 DC þ9 :

r20 2 0 3.3k; r30 3 0 3.3k; :
: r20 2 0 3.3k :
: r30 3 0 3.3k :
: ideal op. amp.; :---------------------------------------:

gop 1 5 0; vop 4 0 vgop: no value means infinite value;:
: evop 4 0 1 5 1eþ20 :

r14 1 4 290; r54 5 4 290; r50 5 0 1.2k; :
: r14 1 4 290 :
: r54 5 4 290 :
: r50 5 0 1.2k :
: ----- ---------------------------------------------- - :

*time time 0 200m : variable order, variable step:
: .TRAN 0.05m 200m 0 0.018m UIC:

*tr vnall *plot(50 v6) v1 *probe:
: .plot tran v(11) :
: .probe :

*run cycle¼15000 minstep¼1e-20 > :
trunc¼1e-3 step¼50n:

: .options acct nopage opts gmin¼1e-15 reltol¼1e-3 :
:þ abstol¼1e-12 vntol¼1e-12 tnom¼25 itl5¼0 :
:þ limpts¼15000 :
: .end :

*end :
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The program options are set by means of the statement *RUN, where, for example, the minimum
integration step is set to 1e-20 s and the relative truncation error is set to 1e-6. The result of the analysis is
presented in Figure 12.3. It can be observed that transition from chaotic behavior to a period 5 limit cycle
takes place at about 50 ms. If we compare to the results obtained above by means of SPICE and APLAC,
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FIGURE 12.3 (a) NAP2 analysis. The current of C1: I(C1) as function of time in the interval 0–100 ms. (b) The
current of C1: I(C1) as function of the voltage of C1: V(11) in the time interval 0–100 ms. (c) The current of C1: I(C1)
as function of time in the interval 180–200 ms.

(continued)
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we see that although the three programs are ‘‘modeled and set’’ the same way, for example, with the same
relative tolerance 1e-3, the results are different due to the chaotic nature of the circuit and possibly
also due to the different strategies of equation formulation and solution used in the three programs.
For example, SPICE uses the trapezoidal integration method with variable step; APLAC and NAP2 use
the Gear integration methods with variable order and variable step.

12.3.4 ESACAP

The first versions of ESACAP program based on the extended nodal equation formulation were
developed in 1979 at Elektronik Centralen, Hoersholm, Denmark, for the European Space Agency as
a result of a strong need for a simulation language capable of handling interdisciplinary problems (e.g.,
coupled electrical and thermal phenomena). ESACAP was therefore born with facilities that have only
recently been implemented in other simulation programs (e.g., facilities referred to as behavioral or
functional modeling).
ESACAP carries out analyses on nonlinear systems in dc and in the time domain. The nonlinear

equations are solved by a hybrid method combining the robustness of the gradient method with the good
convergence properties of the Newton–Raphson method. The derivatives required by the Jacobian matrix
are symbolically evaluated from arbitrarily complex arithmetic expressions and are therefore exact. The
symbolic evaluation of derivatives was available in the very first version of ESACAP. It has now become a
general numerical discipline known as automatic differentiation. The time-domain solution is found by
numerical integration implemented as BDFs of variable step and orders 1 through 6 (modified Gear
method). An efficient extrapolation method (the epsilon algorithm) accelerates the asymptotic solution in
the periodic steady-state case.
Frequency-domain analyses may be carried out on linear or linearized systems (e.g., after a dc analysis).

Besides complex transfer functions, special outputs such as group delay and poles=zeros are available. The
group delay is computed as the sum of the frequency sensitivities of all the reactive components in the
system. Poles and zeros are found by a numerical interpolation of transfer functions evaluated on a circle in
the complex frequency plane. ESACAP also includes a complex number postprocessor by means of which
any function of the basic outputs can be generated (e.g., stability factor, s-parameters, complex ratios).
Sensitivities of all outputs with respect to all parameters are available in all analysis modes. The

automatic differentiation combined with the adjoint network provides exact partial derivatives in
the frequency domain. In the time domain, integration of a sensitivity network (using the already
LUfactorized Jacobian) provides the partial derivatives as functions of time.
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FIGURE 12.3 (continued) (d) The current of C1: I(C1) as function of the voltage of C1: V(11) in the time interval
100–200 ms.
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The ESACAP language combines procedural facilities, such as if-then-else, assignment statements, and
do-loops, with the usual description by structure (nodes=branches). Arbitrary expressions containing
system variables and their derivatives are allowed for specifying branch values thereby establishing any
type of nonlinearity. System variables of nonpotential and noncurrent type may be defined and used
everywhere in the description (e.g., for defining power, charge). The language also accepts the specification
of nonlinear differential equations. Besides all the standard functions known from high-level computer
languages, ESACAP provides a number of useful functions. One of themost important of these functions is
the delay function. The delay function returns one of its arguments delayed by a specified value, which in
turn may depend on system variables. Another important function is the threshold switch—the ZEROREF
function—used in if-then-else constructs for triggering discontinuities. The ZEROREF function interacts
with the integration algorithm that may be reinitialized at the exact threshold crossing. The ZEROREF
function is an efficient means for separating cause and action in physical models thereby eliminating many
types of causality problems. Causality problems are typical examples of bad modeling techniques and the
most frequent reason for divergence in the simulation of dynamic systems.
Typical ESACAP applications include electronics as well as thermal and hydraulic systems. The

frequency domain facilities have been a powerful tool for designing stable control systems including
nonelectronics engineering disciplines.
In order to give an idea of the input language, the syntax of the statements describing sources is as

follows:

Current Source: Jxxx(Nþ, N�)¼VALUE;
Voltage Source: Exxx(Nþ, N�)¼VALUE;

where the initial characters of the branch name: J and E indicate the type of the branch; Nþ and N� are
node identifiers (character strings), which, as a special case, may be integer numbers (node numbers).
The node identifiers indicate the placement and orientation of the branch. The VALUE specifies the
numerical value of the source, which may be an arbitrary function of time, temperature, and parameters
as well as system variables (including their time derivatives). Adding an apostrophe references the time
derivative of a system variable. V(N1,N2)0, for example, is the time derivative of the voltage drop from
node N1 to node N2.
The next input file—actually, a small program written in the ESACAP language—describes an analysis

of a tapered transmission line. The example shows some of the powerful tools available in the ESACAP
language such as (1) the delay function, (2) the do-loop, and (3) the sensitivity calculation. The
description language of ESACAP is a genuine simulation and modeling language. However, for describ-
ing simple systems, the input language is just slightly more complicated than the languages of SPICE,
APLAC, and NAP2. Data are specified in a number of blocks (‘‘chapters’’ and ‘‘sections’’) starting with $$
and $. Note how the line model is specified in a do-loop where ESACAP creates nodes and branches of a
ladder network [11].

Example.155 Tapered line in the time domain.
# Calculation of sensitivities.
# This example shows the use of a do-loop for the discretization of a
# tapered transmission line into a chain of short line segments. The
# example also demonstrates how to specify partial derivatives of any
# parameter for sensitivity calculations.
$$DESCRIPTION # chapter - - - - - - - - - - - - - - - - - - - - - - - - - - -
$CON: n_sections¼60; END; # section- - - - - - - - - - - - - - - - - - - -
# n_sections is defined as a globally available constant.
# Only this constant needs to be modified in order to change
# the resolution of discretization
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# Transmission line specified by characteristic impedance and length.
# Modelled by the ESACAP delay function (DEL).
$MODEL: LineCell(in,out): Z0,length;
delay¼length=3e8;
J_reverse(0,in)¼DEL(2*V(out)=Z0-I(J_forward), delay);
J_forward(0,out)¼DEL(2*V(in)=Z0-I(J_reverse), delay);
G1(in,0)¼1=Z0; G2(out,0)¼1=Z0;

END; # end of section-- - - - - - - - - - - - - - -- -
# Tapered line specified by input and output impedance and length
# This model calls LineCell n_sections times in a do-loop.
$MODEL: TaperedLine(in,out): Z1,Z2,length;
ALIAS_NODE(in,1); # Let node in and 1 be the same.
ALIAS_NODE(out,[n_sectionsþ1]); # Let node out and n_sectionsþ1 be

# the same.
# Notice that values in square brackets become part of an identifier
FOR (i¼1, n_sections) DO
X[i]([i],[iþ1])¼LineCell(Z1þi*(Z2-Z1)=n_sections, length=n_sections);
ENDDO;
END; # end of section - - - - - - - - - - - - - - - - - -
# Main network calls the model of the tapered line and terminates
# it by a 50 ohm source and 100 ohm load.
$NETWORK: # section- - - - - - - - - - - - - - - - - - --
IF(TIME.LT.1n) THEN
Esource(source,0)¼0;

ELSE
Esource(source,0)¼1;

ENDIF;
# Esource(source,0)¼TABLE(TIME,(0,0),(1n,0),(1.001n,1),(10n,1));
Rsource(source,in)¼50;
Rload(out,0)¼100;
Z1¼50; Z2¼100; length¼1;
X1(in,out)¼TaperedLine(Z1,Z2,length);

END; # end of section - - - - - - - - - - - - - - - - - - - - - -
# Time-domain analysis
$$TRANSIENT # chapter- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
# Analysis parameters
$PARAMETERS: # section- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
TIME¼0,20n; # Total time sweep
HMAX¼2p; # Max integration step

END; # end of section---- - - - - - - - - - - - - - - - - - --
# Specification of desired results. Adding an exclamation mark (!) to an
# output will show the value on the ESACAP real-time graphics display.
$DUMP: # section--- - - - - - - - - - - - - - - - - - - -
FILE¼<dump.155>; TIME¼0,20n,20p;
TIME; V(in)!; V(out)!;
(V(in),DER(Z1))!; # Partial derivatives with respect
(V(out),DER(Z1))!; # to Z1
END; # end of section - - - - - - - - - - - - - - - - - - -
$$STOP # chapter- - - - - - - - - - - - - - - - - - - - - - - - - -

The result of the analysis is presented in Figure 12.4.
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12.3.5 DYNAST

DYNAST [7] was developed in 1992 in a joint venture between the Czech Technical University, Prague,
the Czech Republic and Katholieke Universiteit Leuven, Heverlee, Belgium. The program was developed
as an interdisciplinary simulation and design tool in the field of ‘‘mechatronics’’ (mixed mechanical=
electrical systems).
The main purpose of DYNAST is to simulate dynamic systems decomposed into subsystems defined

independently of the system structure. The structure can be hierarchical. DYNAST is a versatile software
tool for modeling, simulation, and analysis of general linear as well as nonlinear dynamic systems, both in
time and frequency domain. Semisymbolic analysis is possible (poles and zeros of network functions,
inverse Laplace transformation using closed-form formulas).
Three types of subsystem models are available in DYNAST. The program admits systems descriptions

in the form of (1) a multipole diagram respecting physical laws, (2) a causal or an acausal block diagram,
(3) a set of equations, or (4) in a form combining the above approaches.

1. In DYNAST the physical-level modeling of dynamic systems is based on subsystem multipole
models or multiterminal models. These models respect the continuity and compatibility postulates
that apply to all physical energy-domains. (The former postulate corresponds to the laws of
conservation of energy, mass, electrical charge, etc.; the latter is a consequence of the system

0.0000 20.00
Time (ns)

0.0000

1.0000

V(out)

V (in)

0.0000 20.00
Time (ns)

0.0000

5.000 m

d(V (in))/d(Z1)

d(V (out))/d(Z1)

(a)

(b)

V(in)
V(out)

d(V(in))/d(Z1)
d(V(out))/d(Z1)

FIGURE 12.4 (a) ESACAP analysis. The input voltage of the tapered line: V(in) and the output voltage of the
tapered line: V(out) as functions of time in the interval from 0 to 20 ns. (b) The sensitivities of V(in) and V(out) with
respect to Z1.
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connectedness.) The multipole poles correspond directly to those subsystem locations in which the
actual energetic interactions between the subsystems take place (such as shafts, electrical terminals,
pipe inlets, etc.). The interactions are expressed in terms of products of complementary physical
quantity pairs: the through variables flowing into the multipoles via the individual terminals, and
the across variables identified between the terminals.

2. The causal blocks, specified by explicit functional expressions or transfer functions, are typical for
any simulation program. But the variety of basic blocks is very poor in DYNAST, as its language
permits definition of the block behavior in a very flexible way. Besides the built-in basic blocks,
user specified multi-input multi-output macroblocks are available as well. The causal block
interconnections are restricted by the rule that only one block output may be connected to one
or several block inputs. In the DYNAST block variety, however, causal blocks are also available
with no restrictions imposed on their interconnections, as they are defined by implicit-form
expressions.

3. DYNAST can also be used as an equation solver for systems of nonlinear first-order algebro-
differential and algebraic equations in the implicit form. The equations can be submitted in a
natural way (without converting them into block diagrams) using a rich variety of functions
including the Boolean, event-dependent, and tabular ones. The equations, as well as any other
input data, are directly interpreted by the program without any compilation.

The equation formulation approach used for both multipoles and block diagrams evolved from the
extended method of nodal voltages (MNA) developed for electrical systems. Because all the equations of
the diagrams are formulated simultaneously, no problems occur with the algebraic loops. As the
formulated equations are in the implicit form, it does not create any problems with the causality of
the physical models.
The integration method used to solve the nonlinear algebro-differential and algebraic equations is

based on a stiff-stable implicit backward-differentiation formula (a modified Gear method). During
the integration, the step length as well as the order of the method is varied continuously to minimize
the computational time while respecting the admissible computational error. Jacobians necessary for the
integration are computed by symbolic differentiation. Their evaluation as well as their LU decomposition,
however, is not performed at each iteration step if the convergence is fast enough. Considerable savings of
computational time and memory are achieved by a consistent matrix sparsity exploitation.
To accelerate the computation of periodic responses of weakly damped dynamic systems, the iterative

epsilon-algorithm is utilized. Also, fast-Fourier transformation is available for spectral analysis of the
periodic steady-state responses.
DYNAST runs under DOS- or WINDOWS-control on IBM-compatible PCs. Because it is coded in

FORTRAN 77 and C-languages, it is easily implemented on other platforms. It is accompanied by a
menu-driven graphical environment. The block and multiport diagrams can be submitted in a graphical
form by a schematic capture editor. DYNAST can be easily augmented by various pre- and postpro-
cessors because all its input and output data are available in the ASCII code. Free ‘‘net-list’’ access to
DYNAST is possible by means of e-mail or online over the Internet [7].
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13.1 Introduction: Definition and Classification

Current very-large-scale integration (VLSI) technologies provide for the fabrication of chips with several
million transistors. With these technologies a single chip may contain one powerful digital processor, a
huge memory containing millions of very simple units placed in a regular structure, and other complex
functions. A powerful combination of a simple logic processor placed in a regular structure is the cellular
automaton invented by John von Neumann. The cellular automaton is a highly parallel computer
architecture. Although many living neural circuits resemble this architecture, the neurons do not function
in a simple logical mode: they are analog ‘‘devices.’’ The cellular neural network architecture, invented by
Chua and his graduate student Yang [1], has both the properties: the cell units are nonlinear continuous-
time dynamic elements placed in a cellular array. Of course, the resulting nonlinear dynamics in space
could be extremely complex. The inventors, however, showed that these networks can be designed and
used for a variety of engineering purposes, while maintaining stability and keeping the dynamic range
within well-designed limits. Subsequent developments have uncovered the many inherent capabilities of
this architecture (IEEE conferences: CNNA-90, CNNA-92, CNNA-94, 96, 98, 00, 02; Special issues:
International Journal of Circuit Theory and Applications, 1993, 1996, 1998, 2002; and IEEE Transactions
on Circuits and Systems, I and II, 1993, 1999, etc.). In the circuit implementation, unlike analog computers
or general neural networks, the cellular neural=nonlinear network (CNN) cells are not the ubiquitous high-
gain operational amplifiers. In most practical cases, they are either simple unity-gain amplifiers or simple
second- or third-order simple dynamic circuits with one to two simple nonlinear components. Tractability
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in the design and the possibility for exploiting the complex nonlinear dynamic phenomena in space, as well
as the trillion operations per second (TeraOPS) computing speed in a single chip are but some of the many
attractive properties of cellular neural networks. The trade-off is in the accuracy; however, in many cases,
the accuracy achieved with current technologies is enough to solve a lot of real-life problems.
The CNN is a new paradigm for multidimensional, nonlinear, dynamic processor arrays [1,2]. The

mainly uniform processing elements, called cells or artificial neurons, are placed on a regular geometric
grid (with a square, hexagonal, or other pattern). This grid may consist of several two-dimensional (2-D)
layers packed upon each other (Figure 13.1). Each processing element or cell is an analog dynamical
system, the state (x), the input (u), and the output (y) signals are analog (real-valued) functions of time
(both continuous-time and discrete-time signals are allowed). The interconnection and interaction
pattern assumed at each cell is mainly local within a neighborhood Nr, where Nr denotes the first ‘‘r’’
circular layers of surrounding cells. Figure 13.2 shows a 2-D layer with a square grid of interconnection

FIGURE 13.1 CNN grid structure with the processing elements (cells) located at the vertices.

CNN array i – 1 j – 1

i + 1 j – 1

i – 1 j + 1i – 1j

i + 1j

ij – 1 ij + 1

i + 1 j + 1

Each cell has three time variables:Row i

Column j

1. State xij(t)
2. Input uij(t)
3. Output yij(t)
and a constant (threshold)

βij

FIGURE 13.2 A single, 2-D CNN layer and a magnified cell with its neighbor cells with the normal neighborhood
radius r¼ 1.
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radius of 1 (nearest neighborhood). Each vertex contains a cell and the edges represent the interconnec-
tions between the cells. The pattern of interaction strengths between each cell and its neighbors is the
‘‘program’’ of the CNN array. It is called a cloning template (or just template).
Depending on the types of grids, processors (cells), interactions, and modes of operation, several

classes of CNN architectures and models have been introduced. Although the summary below is not
complete, it gives an impression of vast diversities.

13.1.1 Typical CNN Models

1. Grid type
. Square
. Hexagonal
. Planar
. Circular
. Equidistant
. Logarithmic

2. Processor type
. Linear
. Sigmoid
. First-order
. Second-order
. Third-order

3. Interaction type
. Linear memoryless
. Nonlinear
. Dynamic
. Delay-type

4. Mode of operation
. Continuous-time
. Discrete-time
. Equilibrium
. Oscillating
. Chaotic

13.2 Simple CNN Circuit Structure

The simplest first-order dynamic CNN cell used in the seminal paper [1] is illustrated in Figure 13.3. It is
placed on the grid in the position ij (row i and column j). It consists of a single state capacitor with a
parallel resistor and an amplifier [ f(xij)]. This amplifier is a voltage-controlled current source (VCCS),
where the controlling voltage is the state capacitor voltage. To make the amplifier model self-contained, a
parallel resistor of unit value is assumed to be connected across the output port. Hence, the voltage
transfer characteristic of this amplifier is also equal to f(�). In its simplest form this amplifier has a unity-
gain saturation characteristic (see Figure 13.7 for more details).
The aggregate feedforward and feedback interactions are represented by the current sources iinput and

ioutput, respectively. Figure 13.4 shows these interactions in more detail. In fact, the feedforward
interaction term iinput is a weighted sum of the input voltages (ukl) of all cells in the neighborhood
(Nr). Hence, the feedforward template, the so-called B template, is a small matrix of size (2rþ 1)3 (2
rþ 1) containing the template elements bkl, which can be implemented by an array of linear VCCSs. The
controlling voltages of these controlled sources are the input voltages of the cells within the neighborhood
of radius r. This means, for example, that b12 is the VCCS controlled by the input voltage of the cell lying
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north from the cell ij. In most practical cases the B template is translation invariant, i.e., the interaction
pattern (the B template) is the same for all cells. Hence, the chip layout will be very regular (as in
memories or PLAs). The feedback interaction term ioutput is a weighted sum of the output voltages (ykl) of
all cells in the neighborhood (Nr). The weights are the elements of a small matrix A called the A template
(or feedback template). Similar arguments apply for the A template as for the B template discussed
previously. If the constant threshold term is translation invariant as denoted by the constant current
source I, then in the case of r¼ 1, the complete cloning template contains only 19 numbers (A and B and
I, i.e., 9þ 9þ 1 terms), irrespective of the size of the CNN array. These 19 numbers define the task which
the CNN array can solve.
What kind of tasks are we talking about? The simplest, and perhaps the most important, are image-

processing tasks. In the CNN array computer, the input and output images are coded as follows. For
each picture element (called pixel) in the image, a single cell is assigned in the CNN. This means that a
one-to-one correspondence exists between the pixels and the CNN cells. Voltages in the CNN cells code
the grayscale values of the pixels. Black is coded by þ1 V, white is �1 V, and the grayscale values are in
between. Two independent input images can be defined pixel-by-pixel: the input voltages uij and the
initial voltage values of the capacitors xij (0) (cell-by-cell). Placing these input images onto the cell array
and starting the transient, the steady-state outputs yij will encode the output image. The computing
time is equal to the settling time of the CNN array. This time is below 1 ms using a CNN chip made with a
1.0–1.5 mm technology containing thousands of CNN processing elements, i.e., pixels, in an area of
about 2 cm2. This translates to a computing power of several 100 billion operations per second (GXPS).
The first tested CNN chip [3] was followed by several others implementing a discrete-time CNN
model [4] and chips with on-chip photosensors in each cell [5].
For example, if we place the array of voltage values defined by the image shown in Figure 13.5b as

the input voltage and the initial state capacitor voltage values in the CNN array with the cloning template
shown in Figure 13.5a, then after the transients have settled down, the output voltages will encode
the output image of Figure 13.5c. Observe that the vertical line has been deleted. Since the image

Input OutputState

ioutputuij
xij yij = f(xij)f(xij)

RI
+ +

–

+

–

+
–

–
iinput

FIGURE 13.3 Simple first-order CNN cell.

iinput = Σbkl ukl ioutput  =  Σakl ykl

b11

b21

b31 b32

Coefficients bkl
specified by
Feedforward
template B

Coefficients akl
specified by

Feedback
template A

b33

b22 b23

b12 b13 a11 a12 a13

a21 a22 a23

a33a32a31

FIGURE 13.4 The 19 numbers (a program) that govern the CNN array (the 19th number is the constant bias term
I, but it is not shown in the figure) define the cloning template (A, B, and I).
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contains 403 40 pixels, the CNN array contains 403 40 cells. It is quite interesting that if we had more
than one vertical line, the computing time would be the same. Moreover, if we had an array of 1003 100
cells on the chip, the computing time would remain the same as well. This remarkable result is due to the
fully parallel nonlinear dynamics of the CNN computer. Some propagating-type templates induce
wavelike phenomena. Their settling times increase with the size of the array.
For other image-processing tasks, processing form, motion, color, and depth, more than 100 cloning

templates have been developed to date and the library of new templates is growing rapidly. Using the
Cellular Neural Network Workstation Tool Kit [6], they can be called in from a CNN template library
(CTL). New templates are being developed and published continually.
The dynamics of the CNN array is described by the following set of differential equations:

dxij=dt ¼ �xij þ I þ ioutput þ iinput
yij ¼ f (xij)

i ¼ 1, 2, . . . , N and j ¼ 1, 2, . . . ,M (the array has N �M cells)

where the last two terms in the state equation are given by the sums shown in Figure 13.4.
We can generalize the domain covered by the original CNN defined via linear and time-invariant

templates by introducing the ‘‘nonlinear’’ templates (denoted by ‘‘^’’) and the ‘‘delay’’ templates
(indicated by t in the superscript) as well, to obtain the generalized state equation shown below.
The unity-gain nonlinear sigmoid characteristics f are depicted in Figure 13.6.

dvxij
dt

¼ �vxij þ Iij þ
X

kl2Nr(ij)

Âij;kl (vykl(t), vyij(t))þ
X

kl2Nr(ij)

B̂ij;kl(vukl(t), vuij(t))

þ
X

kl2Nr(ij)

At
ij;klvykl(t � t)þ

X
kl2Nr(ij)

Bt
ij;klvukl(t � t)

Several strong results have been proved that assure stable and reliable operations. If the A template is
symmetric, then the CNN is stable. Several other results have extended this condition [4,7]. The sum of
the absolute values of all the 19 template elements plus 1 defines the dynamic range within which the

(b) (c)

(a)

0 0 0 
0 2 0 , ,A =
0 0 0 

0 –0.25 0
0     0    0B =
0 –0.25 0

I = – 1.5

FIGURE 13.5 An input and output image where the vertical line was deleted.
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state voltage remains bounded during the entire transient, if the input and initial state signals are<1 V in
absolute value [1].
In a broader sense, the CNN is defined [8] as shown in Figure 13.7, see also Ref. [32].

13.3 Stored Program CNN Universal Machine
and the Analogic Supercomputer Chip

For different tasks, say image-processing, we need different cloning templates. If we want to implement
them in hardware, we would need different chips. This is inefficient except for dedicated, mass-
production applications.
The invention of the CNN universal machine [9] has overcome the problem above. It is the first

stored-program array computer with analog nonlinear array dynamics. One CNN operation, for
example, solving thousands of nonlinear differential equations in a microsecond, is just one single
instruction. In addition, a single instruction is represented by just a few analog (real) values (numbers).
In the case when the nearest neighborhood is used, only 19 numbers are generated. When combining
several CNN templates, for example, extracting first contours in a grayscale image, then detecting
those areas where the contour has holes, etc., we have to design a flowchart logic that satisfies the
correct sequence of the different templates. The simple flowchart for the previous example is shown in
Figure 13.8. One key point is that, in order to exploit the high speed of the CNN chips, we have to store
the intermediate results cell-by-cell (pixel-by-pixel). Therefore, we need a local analog memory (LAM).
By combining several template actions we can write more complex flowcharts for implementing almost
any analogic algorithms. The name analogic is an acronym for ‘‘analog and logic.’’ It is important to
realize that analogic computation is completely different from hybrid computing. To cite just one point,
among others, no A=D or D=A conversions occur during the computation of an analogic program. As
with digital microprocessors, to control the execution of an analogic algorithm, we need a global
programming unit. The global architecture of the CNN universal machine is shown in Figure 13.9.

f (V)

1

1

–1

–1

V

FIGURE 13.6 The simple unity-gain sigmoid characteristics.

• 1-, 2-, 3-, or n-dimensional array of mainly identical dynamical systems, called cells or 
 processor units, which satisfies two properties: 
 • Most interactions are local within a finite radius r
 • All state variables are continuous valued signals

FIGURE 13.7 CNN definition.
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Contour detection template

Image with contour lines

Hole detection template

Input: grayscale image

Output image

FIGURE 13.8 Flowchart representing the logic sequence of two templates.
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Switch configuration register
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GACU

Global analogic
program unit

FIGURE 13.9 Global architecture of the CNN universal machine.
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As we can see from this figure, the CNN nucleus described in Section 13.2 has been generalized to include
several crucial functions depicted in the periphery. We have already discussed the role of the LAM that
provides the local (on-chip) storage of intermediate analog results. Because the results ofmanydetection tasks
in applications involve only black-and-white logic values, adding a local logic memory (LLM) in each cell is
crucial. After applying several templates in a sequence, it is often necessary to combine their results.
For example, to analyze motion, consecutive snapshots processed by CNN templates are compared. The
local analog output unit (LAOU) and the local logic unit (LLU) perform these tasks, both on the local
analog (gray scale) and the logical (black-and-white) values. The local communication and control unit
(LCCU) of each cell decodes the various instructions coming from the global analogic program unit (GAPU).
The global control of each cell is provided by the GAPU. It consists of four parts:

1. Analog program (instruction) register (APR) stores the CNN template values (19 values for each
CNN template instruction in the case of nearest interconnection). The templates stored here will be
used during the run of the prescribed analogical algorithm.

2. Global logic program register (LPR) stores the code for the LLUs.
3. Flexibility of the extended CNN cells is provided by embedding controllable switches in each cell.

By changing the switch configurations of each cell simultaneously, we can execute many tasks
using the same cell. For example, the CNN program starts by loading a given template, storing
the results of this template action in the LAM, placing this intermediate result back on the input
to prepare the cell, starting the action with another template, etc. The switch configurations of
the cells are coded in the switch configuration register (SCR).

4. Finally, the heart of the GAPU is the global analogic control unit (GACU), which contains the
physical machine code of the logic sequence of analogical algorithm. It is important to emphasize
that here the control code is digital; hence, although its internal operation is analog and logical, a
CNN universal chip can be programmed with the same flexibility and ease as a digital micropro-
cessor—except the language is much simpler. Indeed, a high-level language, a compiler, an
operating system, and an algorithm development system are available for CNN universal chip
architectures. Moreover, by fabricating optical sensors cell-by-cell on the chip [5], the image input
is directly interfaced.

The CNN universal chip is called supercomputer chip because the execution speed of an analogic
algorithm falls in the same range as the computing power of today’s average digital supercomputers
(a TeraOPS). Another reason for this enormous computing power is that the reprogramming time of
a new analog instruction (template) is of the same order, or less, than the analog array execution time
(less than a microsecond). This is about 1 million times faster than some fully interconnected
analog chips.
Based on the previously mentioned novel characteristics, the CNN universal chip can be considered to

be an analogic microprocessor.

13.4 Applications

In view of its flexibility and its very high speed in image-processing tasks, the CNN universal machine is
ideal for many applications. In the following, we briefly describe three areas. For more applications, the
reader should consult the references at the end of this chapter.

13.4.1 Image Processing—Form, Motion, Color, and Depth

Image processing is currently the most popular application of CNN. Of the more than 100 different
templates currently available, the vast majority are for image-processing tasks. Eventually, we will
have templates for almost all conceivable local image-processing operations. Form (shape), motion,
color, and depth can all be ideally processed via CNN. The interested reader can find many examples and
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applications in the references. CNN handles analog pixel values, so grayscale images are processed
directly.
Many templates detect simple features like different types of edges, convex or concave corners, lines

with a prescribed orientation, etc. Other templates detect semiglobal features like holes, groups of objects
within a given size of area, or delete objects smaller than a given size. There are also many CNN global
operations like calculating the shadow, histogram, etc. Halftoning is commonly used in fax machines,
laser printers, and newspapers. In this case, the local gray level is represented by black dots of identical
size, whose density varies in accordance with the gray level. CNN templates can do this job as well.
A simple example is shown in Figure 13.10. The original grayscale image is shown on the left-hand side,
the halftoned image is shown on the right-hand side. The ‘‘smoothing’’ function of our eye completes the
image-processing task.
More complex templates detect patterns defined within the neighborhood of interaction. In this case,

the patterns of the A and B templates somehow reflect the pattern of the object to be detected.
Because the simplest templates are translation invariant, the detection or pattern recognition is

translation invariant as well. By clever design, however, some rotationally invariant detection procedures
have been developed as well.
Combining several templates according to some prescribed logic sequence, more complex pattern

detection tasks can be performed, e.g., halftoning.
Color-processing CNN arrays represent the three basis colors by single layers via a multilayer CNN.

For example, using the red-green-blue (RGB) representation in a three-layer CNN, simple color-
processing operations can be performed. Combining them with logic, conversions between various
color representations are possible.
One of the most complex tasks that has been undertaken by an analogic CNN algorithm is the

recognition of bank notes. Recognition of bank notes in a few milliseconds is becoming more and more
important. Recent advances in the copy machine industry have made currency counterfeiting easier.
Therefore, automatic bank note detection is a pressing need. Figure 13.11 shows a part of this process
(which involves color processing as well). The dollar bill shown in the foreground is analyzed and the
circles of a given size are detected (colors are not shown). The ‘‘color cube’’ means that each color
intensity is within prescribed lower and upper limit values.
Motion detection can be achieved by CNN in many ways. One approach to process motion is to apply

two consecutive snapshots to the input and the initial state of the CNN cell. The CNN array calculates the
various combinations between the two snapshots. The simplest case is just taking the difference to detect

FIGURE 13.10 Halftoning: an original grayscale image (LHS) and its halftoned version (RHS). A low resolution is
deliberately chosen in (b) in order to reveal the differing dot densities at various regions of the image.
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motion. Detecting direction, shape, etc. of moving objects are only the simplest problems that can be
solved via CNN. In fact, even depth detection can be included as well.

13.4.2 Partial Differential Equations

As noted in the original paper [1], even the simple-cell CNN with the linear template

A ¼
0 1 0
1 �3 1
0 1 0

2
4

3
5, B ¼ 0, I ¼ 0

can approximate the solution of a diffusion-type partial differential equation (PDE) on a discrete spatial
grid. This solution maintains continuity in time, a nice property not possible in digital computers.
By adding just a simple capacitor to the output, i.e., by placing a parallel RC circuit across the output port

of the cell of Figure 13.3, the following wave equation will be represented in a discrete space grid:

d2p(t)=dt2 ¼ Dp

(a)

(c) (d)

(b)

FIGURE 13.11 Some intermediate steps in the dollar bill recognition process. An input image (a) shown here in
single color results in the ‘‘color cube’’ (b), the convex objects (c), and the size classification (d).* (From Zarándy, A.,
Werblin, F., Roska, T., Chua, L.O., and Novel type of analogical CNN algorithms for recognizing bank
notes, Memorandum UCB=ERL, M94=29 1994, Electronics Research Laboratory, University of California, Berkeley,
CA, 1994. With permission.)

* Figure 13.11 shows a part of this process [31] (which involves color processing as well). The dollar bill shown in the
foreground is analyzed and the circles of a given size are detected (colors are not shown).

13-10 Feedback, Nonlinear, and Distributed Circuits



where
p(t)¼P(x, y, t) is the state (intensity) variable on a 2-D plane (x, y)
D is the Laplacian operator (the sum of the second derivatives related to x and y)

In some cases, it is useful to use a cell circuit that is chaotic. Using the canonical Chua’s circuit, other
types of PDEs can be modeled, generating effects like autowaves, spiral waves, Turing patterns, and so on
(e.g., Perez-Munuzuri et al. in Ref. [7]).

13.4.3 Relation to Biology

Many topographical sensory organs have processing neural-cell structures very similar to the CNNmodel.
Local connectivity in a few sheets of regularly situated neurons is very typical. Vision, especially the
retina, reflects these properties strikingly. It is not surprising that, based on standard neurobiological
models, CNNmodels have been applied to the modeling of the subcortical visual pathway [10]. Moreover,
a newmethod has been devised to use the CNN universal machine for combining retinamodels of different
species in a programmed way. Modalities from other sensory organs can be modeled similarly and
combined with the retina models [11]. This has been called bionic eye.
Many of these models are neuromorphic. This means that there is a one-to-one correspondence

between the neuroanatomy and the CNN structure. Moreover, the CNN template reflects the intercon-
nection pattern of the neurons (called receptive field organizations). Length tuning is such an example.
A corresponding input and output picture of the neuromorphic length tuning model is shown in
Figure 13.12. Those bars that have lengths smaller than or equal to three pixels are detected.

13.5 Template Library: Analogical CNN Algorithms

During the last few years, after the invention of the cellular neural network paradigm and the CNN
universal machine, many new cloning templates have been discovered. In addition, the number of
innovative analogical CNN algorithms, combining both analog cloning templates and local as well as
global logic, is presently steadily increasing at a rapid rate.
As an illustration, let us choose a couple of cloning templates from the CNN library [1,12]. In

each case, a name, a short description of the function, the cloning templates, and a representative
input–output image pair are shown. With regard to the inputs, the default case means that the input
and initial state are the same. If B¼ 0, then the input picture is chosen as the initial state.

FIGURE 13.12 The length tuning effect. The input image on the LHS contains bars of different lengths. The out
image on the RHS contains only those that are smaller than a given length. (From Roska, T., Hámori, J., Lábos, E.,
Lotz, K., Takács, J., Venetianer, P., Vidnyánszki, Z., and Zarándy, A., IEEE Trans. Circuits Syst. I, 40, 182, 1993.
With permission.)
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Name: AVERAGE

Function. Spatial averaging of pixel intensities over the r¼ 1 convolutional window.

A ¼
0 1 0
1 2 1
0 1 0

2
4

3
5, B ¼

0 0 0
0 0 0
0 0 0

2
4

3
5, I ¼ 0

Example. Input and output picture.

Name: AND

Function. Logical ‘‘AND’’ function of the input and the initial state pictures.

A ¼
0 0 0
0 1:5 0
0 0 0

2
4

3
5, B ¼

0 0 0
0 1:5 0
0 0 0

2
4

3
5, I ¼ �1

Example. Input, initial state, and output picture.

Input 1 Input 2 Output 2

Name: CONTOUR

Function. Grayscale contour detector.

A ¼
0 0 0
0 2 0
0 0 0

2
4

3
5, B ¼

a a a
a a a
a a a

2
4

3
5, I ¼ 0:7
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a

0.5

–0.18 0.18

–1

vx1 j –vxk1

Example. Input and output picture.

Name: CORNER

Function. Convex corner detector.

A ¼
0 0 0
0 2 0
0 0 0

2
4

3
5, B ¼

�0:25 �0:25 �0:25
�0:25 2 �0:25
�0:25 �0:25 �0:25

2
4

3
5, I ¼ �3

Example. Input and output picture.

Input 1 Output 1

Name: DELDIAG1
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Function. Deletes one pixel wide diagonal lines (5).

A ¼
0 0 0
0 2 0
0 0 0

2
4

3
5, B ¼

�0:25 0 �0:25
0 0 0

�0:25 0 �0:25

2
4

3
5, I ¼ �2

Example. Input and output picture.

Input 1 Output 2

Name: DIAG

Function. Deletes the diagonal lines.

A ¼

0 0 0 0 0
0 0 0 0 0
0 0 2 0 0
0 0 0 0 0
0 0 0 0 0

2
66664

3
77775, B ¼

�1 �1 �0:5 0:5 1
�1 �0:5 1 1 0:5
�0:5 1 5 1 �0:5
0:5 1 1 �0:5 �1
1 0:5 �0:5 �1 �1

2
66664

3
77775, I ¼ �9

Example. Input and output picture.

Input 1 Output 1

Name: EDGE

Function. Black-and-white edge detector.

A ¼
0 0 0
0 2 0
0 0 0

2
4

3
5, B ¼

�0:25 �0:25 �0:25
�0:25 2 �0:25
�0:25 �0:25 �0:25

2
4

3
5, I ¼ �1:5
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Example. Input and output picture.

Input 1 Output 1

Name: MATCH

Function. Detects 33 3 patterns matching exactly the one prescribed by the template B, namely, having
a black=white pixel where the template value is �1, respectively.

A ¼
0 0 0
0 1 0
0 0 0

2
4

3
5, B ¼

v v v
v v v
v v v

2
4

3
5, I ¼ �N þ 0:5

where
v¼þ1, if corresponding pixel is required to be black
v¼ 0, if corresponding pixel is don’t care
v¼�1, if corresponding pixel is required to be white

N¼ number of pixels required to be either black or white, i.e., the number of nonzero values in the
B template

Example. Input and output picture, using the following values:

A ¼
0 0 0
0 1 0
0 0 0

2
4

3
5, B ¼

1 �1 1
0 1 0
1 �1 1

2
4

3
5, I ¼ �6:5

Input 1 Output 1

Name: OR
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Function. Logical ‘‘OR’’ function of the input and the initial state.

A ¼
0 0 0
0 3 0
0 0 0

2
4

3
5, B ¼

0 0 0
0 3 0
0 0 0

2
4

3
5, I ¼ 2

Example. Input, initial state, and output picture.

Input 1 Input 2 Output 2

Name: PEELIPIX

Function. Peels one pixel from all directions.

A ¼
0 0:4 0
0:4 1:4 0:4
0 0:4 0

2
4

3
5, B ¼

4:6 �2:8 4:6
�2:8 1 �2:8
4:6 �2:8 4:6

2
4

3
5, I ¼ �7:2

Example. Input and output picture.

Input 1 Output 1

13.6 Recent Advances

After the first few integrated circuit implementations of the basic CNN circuits, stored programmable
analogic CNN universal machine chips have been fabricated. Indeed, a full-fledged version of them [13]
is the first visual microprocessor, all the 4096 cell processors of it contain an optical sensor right on the
surface of the chip (a focal plane). This implementation represents, at the same time, the most complex
operational, stored programmable analog CMOS integrated circuit ever reported, in terms of the number
of transistors operating in analog mode (about 1 million). The equivalent digital computing power of this
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visual microprocessor is about a few TeraOPS. It processes grayscale input images and has a grayscale
output. A 1283 128 processor version has recently been fabricated. A binary input=output CNN
universal machine chip with 483 48 cell processors has a higher cell density [14], and another circuit
design strategy [15] is aiming to implement 53 5 or even higher neighborhood templates.
These chips are the first examples of a new, analogic, topographic (spatial-temporal) computing

technology. Its computational infrastructure (high-level language, called Alpha, compiler, operating
system, etc.) has also been developed [16], and the industrial applications have been started in a couple
of companies worldwide. Moreover, a key application area of this technology is sensor computing [17].
Integrating 2-D topographic sensor arrays with the CNN universal machine on a single chip, providing a
direct, dynamic interaction with tuning of the sensors, this is a capability no other technology offers with
comparable computational power.
Recently, it has been shown that PDE-based techniques, the most advanced methods for complex

image-processing problems, could solve tasks intractable with other methods. Their only drawback is the
excessive digital computing power they need. In our cellular computing technology, however, the
elementary instruction could be a solution of a PDE. It has been shown that, in addition to the simple
diffusion PDE implementation described previously, almost all PDEs can be implemented by CNN [18].
Indeed, active waves [2] have been successfully applied using operational analogic CNN universal
machine chips with 4096 cell processors, manifesting at least three orders of magnitude speed advantage
compared to fully digital chips of comparable IC technology feature size.
Following the first steps in modeling living sensory modalities, especially vision, motivated especially

by a breakthrough in understanding the neurobiological constructs of the mammalian retina [19], new
models and a modeling framework [20] have been developed based on CNNs. Their implementation in
complex cell CNN universal machines [21] is under construction.
Studies on complexity related to CNN models and implementations have been emerging recently.

Following the groundbreaking theoretical studies of Turing on the morphogenesis of CNN-like coupled
nonlinear units [22] and a few experimental case studies of the well-publicized ‘‘complex systems,’’ as
well as many exotic waves generated by coupled A template CNNs, the root of complexity in pattern
formation at the edge of chaos has been discovered [23]. As far as the computational complexity is
concerned, the study of a new quality of computational complexity has been explored [24], showing
qualitatively different properties compared to the classical digital complexity theory as well as the
complexity on reals [25].
To further explore the vast amount of literature on CNN technology and analogic cellular computing,

the interested reader could consult the bibliography at the website of the technical committee on Cellular
Neural Networks and Array Computing of the IEEE Circuits and Systems Society (http:==www.ieee-cas.
org=�cnnactc), some recent monographs [26–28], and an undergraduate textbook [29].

13.7 Recent Developments and Outlook

During the last few years, CNN technology, as well as its offsprings and generalizations, has generated
several significant results and the first few companies have entered into the market. The main events are
as follows.
The appearance of the first commercially available, stored programmable, visual microprocessor,

the Q-Eye (with 1763 144 cell processors and on-chip optical sensors, 10,000 frame per second,
and <300 mW), embedded in the self-contained Eye-RIS system, both are from AnaFocus Ltd., Seville
(www.anafocus.com). A new version of the Bi-i camera-computer, using emulated digital cellular array
architecture, has also been developed, and applied in some mission critical tasks (Eutecus Inc., Berkeley,
California, www.eutecus.com).
Several algorithmic and theoretical results as well as application case studies have been published.

A new type of algorithmic thinking is emerging that is based on spatial-temporal waves as elementary
instructions.
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The CNN universal machine, with some extensions and diverse physical implementations
became a general computational platform: the cellular wave computer. This has been happening in
parallel with a dramatic new trend in microprocessor architecture development, namely the multi- and
many core architectures on a single chip. The other side of the story is the cellular supercomputer
development.
The essence of this new trend is that processor arrays on a single chip are becoming the next main

direction in CMOS technology, when saturating the clock frequency due to the power dissipation
constraints. Today, products are already on the market with about 100 processors and the trend is
continuing, including the latest FPGAs. Hence, the cellular many-core processor arrays are becoming the
major trend in computing in general, and in sensory computing, in particular. Since the wire delay is
becoming greater than the gate delay, the communication speed is reduced dramatically far from a given
processor. Hence, the mainly (not exclusively) locally connected cellular processor array architectures on
a single chip become a physical necessity. Interestingly, the high-end supercomputers are also following
this lead (the highest speed Blue Gene of IBM has a 3-D toroidal cellular architecture).
This new development has made the cellular wave computer architecture a must in many applications.

As an example, a very efficient PDE implementation was made by using CNN models on an FPGA and
on a CELL Multiprocessor (IBM, Sony, Toshiba) developed for a game console, as well.
Interestingly, the circuit hardware implementation issues (now at a 45 nm CMOS technology) are

forcing the conversion of the computing architectures. The details can be found in a recent review article
[30]. It seems that the cellular wave computer might become a prototype architecture, although the cell
processors are of different forms and implementations (digital, analog, mixed mode, optical, etc.), and the
spatial-temporal, mainly locally and sparsely globally connected communication framework is necessary.
Interestingly, many different sensory organs, uncovered recently by neurobiologists, are following this
architecture.
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14.1 Introduction to Chaos

14.1.1 Electrical and Electronic Circuits as Dynamical Systems

A system is something having parts that may be perceived as a single entity. A dynamical system is one
that changes with time; what changes is the state of the system. Mathematically, a dynamical system
consists of a space of states (called the state space or phase space) and a rule, called the dynamic,
for determining which state corresponds at a given future time to a given present state [8]. A determin-
istic dynamical system is one where the state, at any time, is completely determined by its initial state and
dynamic. In this section, we consider only deterministic dynamical systems.
A deterministic dynamical system may have a continuous or discrete state space and a continuous-

time or discrete-time dynamic.
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A lumped* circuit containing resistive elements (resistors, voltage and current sources) and energy-
storage elements (capacitors and inductors) may be modeled as a continuous-time deterministic dynam-
ical system in R

n. The evolution of the state of the circuit is described by a system of ordinary differential
equations (ODEs) called state equations.
Discrete-time deterministic dynamical systems occur in electrical engineering as models of switched-

capacitor (SC) and digital filters, sampled phase-locked loops, and sigma–delta modulators. Discrete-time
dynamical systems also arise when analyzing the stability of steady-state solutions of continuous-
time systems. The evolution of a discrete-time dynamical system is described by a system of difference
equations.

14.1.1.1 Continuous-Time Dynamical Systems

THEOREM 14.1 (Existence and Uniqueness of Solution for a Differential Equation)

Consider a continuous-time deterministic dynamical system defined by a system of ordinary differential
equations of the form

_X(t) ¼ F X(t), tð Þ (14:1)

where X(t) 2 R
n is called the state, _X(t) denotes the derivative of X(t) with respect to time, X(t0)¼X0 is

called the initial condition, and the map F(�, �):Rn3Rþ ! R
n is (1) continuous almost everywherey on

R
n3Rþ and (2) globally Lipschitzz in X. Then, for each (X0, t0) 2 R

n3Rþ, there exists a continuous
function f(�; X0, t0): Rþ ! R

n such that

f(t0;X0, t0) ¼ X0

and

_f(t;X0, t0) ¼ F f(t;X0, t0), tð Þ (14:2)

Furthermore, this function is unique.
The function f(�; X0, t0) is called the solution or trajectory (X0, t0) of the differential Equation 14.1.

The image {f(t; X0, t0) 2 R
njt 2 Rþ} of the trajectory through (X0, t0) is a continuous curve in R

n

called the orbit through (X0, t0).
F(�, �) is called the vector field of Equation 14.1 because its image F(X, t) is a vector that defines the

direction and speed of the trajectory through X at time t.
The vector field F generates the flow f, where f(�; �, �): Rþ3R

n3Rþ ! R
n is a collection of

continuous maps {f(t; �, �): Rn3Rþ ! R
njt 2 Rþ}.

In particular, a point X0 2 R
n at t0 is mapped by the flow into X(t)¼ft(t; X0, t0) at time t.

* A lumped circuit is one with physical dimensions that are small compared with the wavelengths of its voltage and current
waveforms [2].

y By continuous almost everywhere, we mean the following: let D be a set in Rþ that contains a countable number of
discontinuities and for each X 2 R

n, assume that the function t 2 Rþ\D! F(X, t) 2 R
n is continuous and for any t 2 D the

left-hand and right-hand limits F(X, t) and F(X, tþ), respectively, are finite in R
n [1]. This condition includes circuits that

contain switches and=or squarewave voltage and current sources.
z There is a piecewise continuous function k(�): Rþ ! Rþ such that kF(X, t)�F(X0 , t)k� k(t) kX�X0k, 8t 2 Rþ, 8X,
X0 2 R

n.
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14.1.1.2 Autonomous Continuous-Time
Dynamical Systems

If the vector field of a continuous-time determin-
istic dynamical system depends only on the state
and is independent of time t, then the system is
said to be autonomous and may be written as

_X(t) ¼ F[X(t)]

or simply

_X ¼ F(X) (14:3)

If, in addition, the vector field F(�): Rn ! R
n is

Lipschitz,* then there is a unique continuous
function f(�, X0): Rþ ! R

n (called the trajectory
through X0), which satisfies,

_f(t, X0) ¼ F[f(t, X0)], f(t0, X0) ¼ X0 (14:4)

Because the vector field is independent of time, we choose t0� 0. For shorthand, we denote the flow by f
and the map f(t, �): Rn ! R

n by ft.
The t-advance map ft takes a state X0 2 R

n to state X(t)¼ft(X0) t seconds later. In particular, f0 is
the identity mapping. Furthermore, ftþs¼ftfs, because the state Y¼fs(X) to which X evolves after
time s evolves after an additional time t into the same state Z as that to which X evolves after time tþ s:

Z ¼ ft(Y) ¼ ft[fs(X)] ¼ ftþs(X)

A bundle of trajectories emanating from a ball Br(X0) of radius r centered at X0 is mapped by the flow
into some region ft[Br(X0)] after t seconds (see Figure 14.1). Consider a short segment of the trajectory
ft (X0) along which the flow is differentiable with respect to X: in a sufficiently small neighborhood of
this trajectory, the flow is almost linear, so the ball Be(X0) of radius e about X0 evolves into an ellipsoid
ft[Be(X0)], as shown.

An important consequence of Lipschitz continuity in an autonomous vector field and the resulting
uniqueness of solution of Equation 14.3 is that a trajectory of the dynamical system cannot go through
the same point twice in two different directions. In particular, no two trajectories may cross each other;
this is called the noncrossing property [18].

14.1.1.3 Nonautonomous Dynamical Systems

A nonautonomous, n-dimensional, continuous-time dynamical system may be transformed to an
(nþ 1)-dimensional autonomous system by appending time as an additional state variable and writing

_X(t) ¼ F X(t), Xnþ1(t)½ �
_Xnþ1(t) ¼ 1

(14:5)

* There exists a finite k 2 R
n such that kF(X)� F(X0)k� k kX�X0k, 8X, X0 2 R

n.

Br(X0)
φt(Br(X0))

φt(Bε(X0))

Bε(X0)

X0
φt(X0)

φt 

FIGURE 14.1 Vector field F of an autonomous con-
tinuous-time dynamical system generates a flow f that
maps a point X0 in the state space to its image ft(X0) t
seconds later. A volume of state space Br(X0) evolves
under the flow into a region ft[Br(X0)]. Sufficiently
close to the trajectory ft(X0), the linearized flow maps
a sphere of radius e into an ellipsoid.
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In the special case where the vector field is periodic with period T, as for example in the case of an
oscillator with sinusoidal forcing, the periodically forced system Equation 14.5 is equivalent to the (nþ 1)
th-order autonomous system

_X(t) ¼ F X(t), u(t)Tð Þ
_u(t) ¼ 1

T

(14:6)

where u(t)¼Xnþ1=T.
By identifying the n-dimensional hyperplanes corresponding to u¼ 0 and u¼ 1, the state space may be

transformed from R
n3Rþ into an equivalent cylindrical state space Rn3 S1, where S1 denotes the circle.

In the new coordinate system, the solution through (X0, t0) of Equation 14.6 is

X(t)
uS1 (t)

� �
¼ ft(X0, t0)

t=T mod 1

� �

where u(t) 2 Rþ is identified with a point on S1 (which has normalized angular coordinate uS1(t) 2 [0, 1))
via the transformation u1s (t)¼ u(t) mod 1. Using this technique, periodically forced nonautonomous
systems can be treated like autonomous systems.

14.1.1.4 Discrete-Time Dynamical Systems

Consider a discrete-time deterministic dynamical system defined by a system of difference equations
of the form

X(kþ 1) ¼ G X(k), kð Þ (14:7)

where
X(k) 2 R

n is called the state
X (k0)¼X0 is the initial condition
G(�, �): Rn3Zþ ! R

n maps the current state X(k) into the next state X(kþ 1), where k0 2 Zþ

By analogy with the continuous-time case, there exists a function f(�, X0, k0): Zþ ! R
n such that

f(k0; X0, k0) ¼ X0

and

f(kþ 1; X0, k0) ¼ G f(k; X0, k0), kð Þ

The function f(�; X0, k0): Zþ ! R
n is called the solution or trajectory through (X0, k0) of the difference

Equation 14.7.
The image {f(k; X0, k0) 2 R

n jk 2 Zþ} in R
n of the trajectory through (X0, k0) is called an orbit

through (X0, k0).
If the map G(�, �) of a discrete-time dynamical system depends only on the state X(k) and is

independent of k then the system is said to be autonomous and may be written more simply as

Xkþ1 ¼ G(Xk) (14:8)

where Xk is shorthand for X(k) and the initial iterate k0 is chosen, without loss of generality, to be zero.
Using this notation, Xk is the image X0 after k iterations of the map G(�): Rn ! R

n.
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Example: Nonlinear Parallel RLC Circuit

Consider the parallel RLC circuit in Figure 14.2. This circuit contains a linear inductor L, a linear capacitor
C2, and a nonlinear resistor N0

R, where the continuous piecewise-linear driving-point (DP) characteristic
(see Figure 14.3) has slope G0

a for jV 0
Rj � E and slope G0

b for jV 0
Rj > E. The DP characteristic of N0

R may be
written explicitly

I0R(V
0
R) ¼ G0

bV
0
R þ

1
2
(G0

a � G0
b) jV 0

R þ Ej � jV 0
R � Ej� �

This circuit may be described by a pair of ODEs and is therefore a second-order, continuous-time
dynamical system. Choosing I3 and V2 as state variables, we write

dI3
dt

¼ � 1
L
V2

dV2
dt

¼ 1
C2

I3 � 1
C2

I0R(V2)

with I3(0)¼ I30 and V2(0)¼ V20.
We illustrate the vector field by drawing vectors at uniformly spaced points in the two-dimensional

state space defined by (I3, V2). Starting from a given initial condition (I30, V20), a solution curve in state
space is the locus of points plotted out by the state as it moves through the vector field, following
the direction of the arrow at every point. Figure 14.4 illustrates typical vector fields and trajectories of the
circuit.

V2C2L

I3

+

–

+

–

IŔ

V Ŕ N Ŕ

FIGURE 14.2 Parallel RLC circuit where the nonlinear resistorN 0
R has aDP characteristic as illustrated in Figure 14.3.

By Kirchhoff’s voltage law, V 0
R ¼ V2.

EE–E

–E

Gb́

V Ŕ V Ŕ

Gá
Gá

G b́

Gb́

Gb́

IŔ IŔ

0́ 0'

(a) (b)

FIGURE 14.3 DP characteristic of N 0
R in Figure 14.2 when (a) G0

a < 0 and (b) G0
a > 0.
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If L, C2, and G0
b are positive, the steady-state behavior of the circuit depends on the sign of G0

a. When
G0
a > 0, the circuit is dissipative everywhere and all trajectories collapse toward the origin. The unique

steady-state solution of the circuit is the stable dc equilibrium condition I3¼ V2¼ 0.
If G0

a > 0, N0
R looks like a negative resistor close to the origin and injects energy into the circuit,

pushing trajectories away. Further out, where the characteristic has positive slope, trajectories are pulled
in by the dissipative vector field. The resulting balance of forces produces a steady-state orbit called a
limit cycle, which is approached asymptotically by all initial conditions of this circuit.
This limit cycle is said to be attracting because nearby trajectories move toward it and it is structurally

stable in the sense that, for almost all values of G0
a, a small change in the parameters of the circuit has

little effect on it. In the special case when G0
a � 0, a perturbation of G0

a causes the steady-state behavior
to change from an equilibrium point to a limit cycle; this is called a bifurcation.
In the following sections, we consider in detail steady-state behaviors, stability, structural stability, and

bifurcations.

14.1.2 Classification and Uniqueness of Steady-State Behaviors

A trajectory of a dynamical system from an initial state X0 settles, possibly after some transient, onto a
set of points called a limit set. The v-limit set corresponds to the asymptotic behavior of the system as
t ! þ1 and is called the steady-state response. We use the idea of recurrent states to determine when
the system has reached steady state.
A state X of a dynamical system is called recurrent under the flow f if, for every neighborhood Be(X)

of X and for every T> 0, there is a time t>T such that ft(X) \ Be(X) 6¼ Ø. Thus, a state X is recurrent if,
by waiting long enough, the trajectory through X repeatedly returns arbitrarily close to X [7].
Wandering points correspond to transient behavior, while steady-state or asymptotic behavior cor-

responds to orbits of recurrent states.
A point Xv is an v-limit point of X0 if and only if limk!þ1 ftk(X0) ¼ (Xv) for some sequence {tkjk 2

Zþ such that tk ! þ1. The set L(X0) of v-limit points of X0 is called v-limit set of X0.*
A limit set L is called attracting if there exists a neighborhood U of L such that L(X)0¼ L for all X0 2 U.

Thus, nearby trajectories converge toward an attracting limit set as t ! 1.

(a) (b)

FIGURE 14.4 Vector fields for the nonlinear RLC circuit in Figure 14.2. L¼ 18 mH, C2¼ 100 nF, E¼ 0.47 V.
(a) G0

a ¼ 242.424 mS, G0
b ¼ 1045.455 mS: all trajectories converge to the origin. (b) G0

a ¼�257.576 mS, G0
b ¼ 545.455

mS: the unique steady-state solution is a limit cycle. Horizontal axis: I3, 400 mA=div; vertical axis: V2, 200 mV=div.
(From Kennedy, M. P., IEEE Trans. Circuits Syst. I Fundam. Theory Appl., 40, 647, Oct. 1993. With permission.)

* The set of points to which trajectories converge from X0 as t ! �1 is called the a-limit set of X0. We consider only
positive time, therefore, by limit set, we mean the v-limit set.
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An attracting set ! that contains at least one orbit that comes arbitrarily close to every point in ! is
called an attractor [7].
In an asymptotically stable linear system the limit set is independent of the initial condition and

unique so it makes sense to talk of the steady-state behavior. By contrast, a nonlinear system may possess
several different limit sets and therefore may exhibit a variety of steady-state behaviors, depending on the
initial condition.
The set of all points in the state space that converge to a particular limit set L is called the basin of

attraction of L.
Because nonattracting limit sets cannot be observed in physical systems, the asymptotic or steady-state

behavior of a real electronic circuit corresponds to motion on an attracting limit set.

14.1.2.1 Equilibrium Point

The simplest steady-state behavior of a dynamical system is an equilibrium point. An equilibrium point
or stationary point of Equation 14.3 is a state XQ at which the vector field is zero. Thus, F(XQ)¼ 0 and
ft(XQ)¼XQ; a trajectory starting from an equilibrium point remains indefinitely at that point.

In state space, the limit set consists of a single nonwandering point XQ. A point is a zero-dimensional
object. Thus, an equilibrium point is said to have dimension zero.
In the time domain, an equilibrium point of an equilibrium circuit is simply a dc solution or operating

point.
An equilibrium point or fixed point of a discrete-time dynamical system is a point XQ that satisfies

G(XQ) ¼ XQ

Example: Nonlinear Parallel RLC Circuit

The nonlinear RLC circuit shown in Figure 14.2 has just one equilibrium point (I3Q, V2Q)¼ (0,0). When G0
a is

positive, a trajectory originating at any point in the state converges to this attracting dc steady-state
(as shown in Figure 14.4a). The basin of attraction of the origin is the entire state space.
All trajectories, and not just those that start close to it, converge to the origin, so this equilibrium point

is said to be a global attractor.
When G0

a < 0, the circuit possesses two steady-state solutions: the equilibrium point at the origin, and
the limit cycle G. The equilibrium point is unstable in this case. All trajectories, except that which starts at
the origin, are attracted to G.

14.1.2.2 Periodic Steady-State

A state X is called periodic if there exists T> 0 such that fT(X)¼X. A periodic orbit which is not a
stationary point is called a cycle.
A limit cycle G is an isolated periodic orbit of a dynamical system (see Figure 14.5b). The limit

cycle trajectory visits every point on the simple closed curve G with period T. Indeed, ft(X)¼ftþT(X) 8
X 2 G. Thus, every point on the limit cycle G is a nonwandering point.
A limit cycle is said to have dimension one because a small piece of it looks like a one-dimensional

object: a line. Then, n components Xi(t) of a limit cycle trajectory X(t)¼ [X1(t), X2(t), . . . , Xn(t)]
T in R

n

are periodic time waveforms with period T.
Every periodic signal X(t) may be decomposed into a Fourier series—a weighted sum of sinusoids at

integer multiples of a fundamental frequency. Thus, a periodic signal appears in the frequency domain as
a set of spikes at integer multiples (harmonics) of the fundamental frequency. The amplitudes of these
spikes correspond to the coefficient in the Fourier series expansion of X(t). The Fourier transform is an
extension of these ideas to aperiodic signals; one considers the distribution of the signal’s power over a
continuum of frequencies rather than on a discrete set of harmonics.
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The distribution of power in a signal X(t) is most commonly quantified by means of the power density
spectrum, often simply called the power spectrum. The simplest estimator of the power spectrum is the
periodogram [17] which, given N uniformly spaced samples X(k=fs), k¼ 0, 1, . . . , N� 1 of X(t), yields
N=2þ 1 numbers P(nfs=N), n¼ 0, 1, . . . , N=2, where fs is the sampling frequency.

If one considers the signal X(t) as being composed of sinusoidal components at discrete frequencies,
then P(nfs=N) is an estimate of the power in the component at frequency nfs=N. By Parseval’s theorem,
the sum of the power in each of these components equals the mean-squared amplitude of the N samples
of X(t) [17].
If X(t) is periodic with period T, then its power will be concentrated in a dc component, a fundamental

frequency component 1=T, and harmonics. In practice, the discrete nature of the sampling process causes
power to ‘‘leak’’ between adjacent frequency components; this leakage may be reduced by ‘‘windowing’’
the measured data before calculating the periodogram [17].

Example: Periodic Steady-State Solution

Figure 14.5b depicts a state-space orbit, time waveform, and power spectrum of a periodic steady-state
solution of a third-order, autonomous, continuous-time dynamical system.
The orbit in state space is an asymmetric closed curve consisting of four loops. In the time domain, the

waveform has four crests per period and a dc offset. In the power spectrum, the dc offset manifests itself
as a spike at zero frequency. The period of approximately 270 Hz produces a fundamental component at
that frequency. Notice that the fourth harmonic (arising from ‘‘four crests per period’’) has the largest
magnitude. This power spectrum is reminiscent of subharmonic mode locking in a forced oscillator.

14.1.2.3 Subharmonic Periodic Steady-State

A subharmonic periodic solution or period-K orbit of a discrete-time dynamical system is a set of K
points {X1, X2, . . . , Xk} that satisfy

X2 ¼ G(X1), X3 ¼ G(X2) � � � XK ¼ G(XK�1), X1 ¼ G(XK )

More succinctly, we may write Xi¼G(K)(Xi), where G
(K)¼G[G(� � �[G(�)]� � �)] denotes G applied K times

to the argument of the map; this is called the Kth iterate of G.
Subharmonic periodic solutions occur in systems that contain two or more competing frequencies,

such as forced oscillators or sampled-data circuits. Subharmonic solutions also arise following period-
doubling bifurcations (see Section 14.1.5).

14.1.2.4 Quasiperiodic Steady-State

The next most complicated form of steady-state behavior is called quasiperiodicity. In state space, this
corresponds to a torus (see Figure 14.5a). Although a small piece of a limit cycle in R

3 looks like a line, a
small section of two-torus looks like a plane; a two-torus has dimension two.
A quasiperiodic function is one that may be expressed as a countable sum of periodic functions

with incommensurate frequencies, i.e., frequencies that are not rationally related. For example, X(t)¼
sin(t)þ sin(2pt) is a quasiperiodic signal. In the time domain, a quasiperiodic signal may look like an
amplitude-or phase-modulated waveform.
Although the Fourier spectrum of a periodic signal consists of a discrete set of spikes at integer

multiples of a fundamental frequency, that of a quasiperiodic solution comprises a discrete set of spikes at
incommensurate frequencies, as presented in Figure 14.5a.
In principle, a quasiperiodic signal may be distinguished from a periodic one by determining whether

the frequency spikes in the Fourier spectrum are harmonically related. In practice, it is impossible to
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determine whether a measured number is rational or irrational; therefore, any spectrum that appears
to be quasiperiodic may simply be periodic with an extremely long period.
A two-torus in a three-dimensional state space looks like a doughnut. Quasiperiodic behavior on a

higher dimensional torus is more difficult to visualize in state space but appears in the power spectrum as
a set of discrete components at incommensurate frequencies. A K-torus has dimension K.
Quasiperiodic behavior occurs in discrete-time systems where two incommensurate frequencies

are present. A periodically forced or discrete-time dynamical system has a frequency associated with

(a)

(b)
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FIGURE 14.5 Quasiperiodicity (torus breakdown) route to chaos in Chua’s oscillator. Simulated state-space
trajectories, time waveforms V1(t), and power spectra of V2(t). (a) Quasiperiodic steady-state—the signal is charac-
terized by a discrete power spectrum with incommensurate frequency components; (b) periodic window—all
spikes in the power spectrum are harmonically related to the fundamental frequency; (c) chaotic steady-state
following breakdown of the torus—the waveform has a broadband power spectrum. Time plots; horizontal axis—t
(ms); vertical axis—V1 (V). Power spectra: horizontal axis—frequency (kHz); vertical axis—power (mean-squared
amplitude) of V2(t) (dB).
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the period of the forcing or sampling interval of the system; if a second frequency is introduced that is
not rationally related to the period of the forcing or the sampling interval, then quasiperiodicity
may occur.

Example: Discrete Torus

Consider a map from the circle S1 onto itself. In polar coordinates, a point on the circle is parameterized
by an angle u. Assume that u has been normalized so that one complete revolution of the circle
corresponds to a change in u of 1. The state of this system is determined by the normalized angle u and
the dynamics by

ukþ1 ¼ (uk þV) mod 1

If V is a rational number (of the form J=K where J, K 2 Zþ), then the steady-state solution is a period-K
(subharmonic) orbit. If V is irrational, we obtain quasiperiodic behavior.

14.1.2.5 Chaotic Steady-State

DC equilibrium periodic as well as quasiperiodic steady-state behaviors have been correctly identified
and classified since the pioneering days of electronics in the 1920s. By contrast, the existence of more
exotic steady-state behaviors in electronic circuits has been acknowledged only in the past 30 years.
Although the notion of chaotic behavior in dynamical systems has existed in the mathematics literature
since the turn of the century, unusual behaviors in the physical sciences as recently as the 1960s were
described as ‘‘strange.’’ Today, we classify as chaos the recurrent* motion in a deterministic dynamical
system, which is characterized by a positive Lyapunov exponent (LE).
From an experimentalist’s point of view, chaos may be defined as bounded steady-state behavior in a

deterministic dynamical system that is not an equilibrium point, nor periodic, and not quasiperiodic [15].
Chaos is characterized by repeated stretching and folding of bundles of trajectories in state space.

Two trajectories started from almost identical initial conditions diverge and soon become uncorrelated;
this is called sensitive dependence on initial conditions and gives rise to long-term unpredictability.
In the time domain, a chaotic trajectory is neither periodic nor quasiperiodic, but looks ‘‘random.’’

This ‘‘randomness’’manifests itself in the frequency domain as a broad ‘‘noise-like’’ Fourier spectrum, as
presented in Figure 14.5c.
Although an equilibrium point, a limit cycle, and a K-torus each have integer dimension, the repeated

stretching and folding of trajectories in a chaotic steady-state gives the limit set a more complicated
structure that, for three-dimensional continuous-time circuits, is something more than a surface but not
quite a volume.

14.1.2.6 Dimension

The structure of a limit set L � R
n of a dynamical system may be quantified using a generalized notion

of dimension that considers not just the geometrical structure of the set, but also the time evolution of
trajectories on L.

Capacity (D0 Dimension)

The simplest notion of dimension, called capacity (or D0 dimension), considers a limit set simply as set
of points, without reference to the dynamical system that produced it.

* Because a chaotic steady-state does not settle down onto a single well-defined trajectory, the definition of recurrent states
must be used to identify posttransient behavior.

14-10 Feedback, Nonlinear, and Distributed Circuits



To estimate the capacity of L, cover the set with n-dimensional cubes having side length e. If L is a
D0-dimensional object, then the minimum number N(e) of cubes required to cover L is proportional
to e�D0. Thus, N(e) / e�D0.

The D0 dimension is given by

D0 ¼ lim
e!0

� lnN(e)
ln e

When this definition is applied to a point, a limit cycle (or line), or a two-torus (or surface) R3, the
calculated dimensions are 0, 1, and 2, respectively, as expected. When applied to the set of nonwandering
points that comprise a chaotic steady-state, the D0 dimension is typically noninteger. An object that has
noninteger dimension is called a fractal.

Example: The Middle-Third Cantor Set

Consider the set of points that is obtained by repeatedly deleting the middle third of an interval, as
indicated in Figure 14.6a. At the first iteration, the unit interval is divided into 21 pieces of length 1=3
each; after k iterations, the set is covered by 2k pieces of length 1=3k. By contrast, the set that is obtained
by dividing the intervals into thirds but not throwing away the middle third each time (Figure 14.6b) is
covered at the kth step by 3k pieces of length 1=3k.
Applying the definition of capacity, the dimension of the unit interval is

lim
k!1

k ln 3
k ln 3

¼ 1:00

By contrast, the middle-third Cantor set has dimension

lim
k!1

k ln 2
k ln 3

� 0:63

The set is something more than a zero-dimensional object (a point) but not quite one-dimensional
(like a line segment); it is a fractal.

Correlation (D2) Dimension

The D2 dimension considers not just the geometry of a limit set, but also the time evolution of trajectories
on the set.

(a) (b)
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FIGURE 14.6 (a) The Middle-third Cantor set is obtained by recursively removing the central portion of an
interval. At the kth step, the set consists of N(e)¼ 2k pieces of length e¼ 3�k. The limit set has capacity 0.63. (b) By
contrast, the unit interval is covered by 3k pieces of length 3�k. The unit interval has dimension 1.00.
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Consider the two limit sets La and Lb in R
2 shown in Figure 14.7a and b, respectively. The D0

dimension of these sets may be determined by iteratively covering them with squares (two-dimensional
‘‘cubes’’) of side length e¼ e0=2

k, k¼ 0, 1, 2, . . . , counting the required number of squares N(e) for each e,
and evaluating the limit

D0 ¼ lim
k!1

� lnN(e)
ln(e)

For the smooth curve La, the number of squares required to cover the set grows linearly with 1=e; hence
D0¼ 1.0. By contrast, if the kinks and folds in set Lb are present at all scales, then the growth of N(e)
versus 1=e is superlinear and the object has a noninteger D0 dimension between 1.0 and 2.0.

Imagine now that La and Lb are not simply static geometrical objects but are orbits of discrete-time
dynamical systems. In this case, a steady-state trajectory corresponds to a sequence of points moving
around the limit set.
Cover the limit set with the minimum number N(e) of ‘‘cubes’’ with side length e, and label the

boxes 1, 2, . . . , i, . . . , N(e). Count the number of times ni(N, e) that a typical steady-state trajectory of
length N visits box i and define

pi ¼ lim
N!1

ni(N , e)
N

(a)

(b)

FIGURE 14.7 Coverings of two limit sets La (a) and Lb (b) with squares of side length e0 and e0=2, respectively.
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where pi is the relative frequency with which a trajectory visits the ith cube. The D2 dimension is
defined as

D2 ¼ lim
e!0

ln
PN(e)

i¼1 p2i
ln e

In general, D2�D0 with equality when a typical trajectory visits all N(e) cubes with the same relative
frequency p¼ 1=N(e). In this special case,

D2 ¼ lim
e!0

ln
PN(e)

i¼1
1

N(e)2

ln e

¼ lim
e!0

� lnN(e)
ln e

¼ D0

An efficient algorithm (developed by Grassberger and Procaccia) for estimating D2 is based on the
approximation

PN(e)
i¼1 p2i � C(e) [15], where C(e) ¼ limN!0

1
N2 (the number of pairs of points (Xi, Xj)

such that kXi�Xjk< e) is called the correlation. The D2 or correlation dimension is given by

D2 ¼ lim
e!0

lnC(e)
ln e

Example: Correlation (D2) Dimension

The correlation dimension of the chaotic attractor in Figure 14.5c, estimated using INSITE, is 2.1, while D2

for the uniformly covered torus in Figure 14.5a is 2.0.

14.1.3 Stability of Steady-State Trajectories

Consider once more the nonlinear RLC circuit in Figure 14.2. If G0
a is negative, this circuit settles to a

periodic steady-state from almost every initial condition. However, a trajectory started from the origin
will, in principle, remain indefinitely at the origin since this is an equilibrium point. The circuit has two
possible steady-state solutions. Experimentally, only the limit cycle will be observed. Why?
If trajectories starting from states close to a limit set converge to that steady state, the limit set is called

an attracting limit set. If, in addition, the attracting limit set contains at least one trajectory that comes
arbitrarily close to every point in the set, then it is an attractor. If nearby points diverge from the limit set,
it is called a repellor.
In the nonlinear RLC circuit with G0

a < 0, the equilibrium point is a repellor and the limit cycle is an
attractor.

14.1.3.1 Stability of Equilibrium Points

Qualitatively, an equilibrium point is said to be stable if trajectories starting close to it remain nearby for
all future time and unstable otherwise. Stability is a local concept, dealing with trajectories in a small
neighborhood of the equilibrium point.
To analyze the behavior of the vector field in the vicinity of an equilibrium point XQ, we write

X¼XQþ x and substitute into Equation 14.3 to obtain
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_XQ þ _x ¼ F(XQ þ x)

F(XQ)þ _x � F(XQ)þDxF(XQ)x
(14:9)

where we have kept just the first two terms of the Taylor series expansion of F(X) about XQ. The Jacobian
matrix DxF(X) is the matrix of partial derivatives of F(X) with respect to X:

DxF(X) ¼

@Fi(X)
@X1

@F1(X)
@X2

� � � @F1(X)
@Xn

@F2(X)
@X1

@F2(X)
@X2

� � � @F2(X)
@Xn

..

. ..
. . .

. ..
.

@Fn(X)
@X1

@Fn(X)
@X2

� � � @Fn(X)
@Xn

6666666664

7777777775

Subtracting F(XQ) from both sides of Equation 14.9 we obtain the linear system

_x ¼ DxF(XQ)x

where the Jacobian matrix is evaluated at XQ. This linearization describes the behavior of the circuit in
the vicinity of XQ; we call this the local behavior.

Note that the linearization is simply the small-signal equivalent circuit at the operating point XQ.
In general, the local behavior of a circuit depends explicitly on the operating point XQ. For example, a
pn-junction diode exhibits a small incremental resistance under forward bias, but a large small-signal
resistance under reverse bias.

14.1.3.2 Eigenvalues

If XQ is an equilibrium point of Equation 14.3, a complete description of its stability is contained in the
eigenvalues of the linearization of Equation 14.3 about XQ. These are defined as the roots l of the
characteristic equation

det[lI�DxF(XQ)] ¼ 0 (14:10)

where I is the identity matrix.
If the real parts of all of the eigenvalues DxF(XQ) are strictly negative, then the equilibrium point XQ is

asymptotically stable and is called a sink because all nearby trajectories converge toward it.
If any of the eigenvalues has a positive real part, the equilibrium point is unstable; if all of the

eigenvalues have positive real parts, the equilibrium point is called a source. An equilibrium point that
has eigenvalues with both negative and positive real parts is called a saddle. A saddle is unstable.
An equilibrium point is said to be hyperbolic if all the eigenvalues of DxF(XQ) have nonzero real parts.

All hyperbolic equilibrium points are either unstable or asymptotically stable.

14.1.3.3 Discrete-Time Systems

The stability of a fixed point XQ of a discrete-time dynamical system

Xkþ1 ¼ G(Xk)

is determined by the eigenvalues of the linearization DXG(XQ) of the vector field G, evaluated at XQ.
The equilibrium point is classified as stable if all of the eigenvalues of DXG(XQ) are strictly less than

unity in modulus, and unstable if any has modulus greater than unity.
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14.1.3.4 Eigenvectors, Eigenspaces, Stable and Unstable Manifolds

Associated with each distinct eigenvalue l of the Jacobian matrix DXF(XQ) is an eigenvector~v defined by

DXF(XQ)~n ¼ l~n

A real eigenvalue g has a real eigenvector ~h. Complex eigenvalues of a real matrix occur in pairs of the
form s	 jv. The real and imaginary parts of the associated eigenvectors ~hr	 j~hc span a plane called a
complex eigenplane.
The ns-dimensional subspace of Rn associated with the stable eigenvalues of the Jacobian matrix

is called the stable eigenspace, denoted Es(XQ). The nu-dimensional subspace corresponding to the
unstable eigenvalues is called the unstable eigenspace, denoted Eu(XQ).

The analogs of the stable and unstable eigenspaces for a general nonlinear system are called the local
stable and unstable manifolds* Ws(XQ) and Wu(XQ).

The stable manifold Ws(XQ) is defined as the set of all states from which trajectories remain in the
manifold and converge under the flow to XQ. The unstable manifold Wu(XQ) is defined as the set of all
states from which trajectories remain in the manifold and diverge under the flow from XQ.
By definition, the stable and unstable manifolds are invariant under the flow (if X 2 Ws, then

ft(X) 2 Ws). Furthermore, the ns- and nu-dimensional tangent spaces to Ws and Wu at XQ are Es and
Eu (as shown in Figure 14.8). In the special case of a linear or affine vector field F, the stable and unstable
manifolds are simply the eigenspaces Es and Eu.
Chaos is associated with two characteristic connections of the stable and unstable manifolds.

A homoclinic orbit (see Figure 14.9a) joins an isolated equilibrium point XQ to itself along its stable
and unstable manifolds. A heteroclinic orbit
(Figure 14.9b) joins two distinct equilibrium
points, XQ1 and XQ2, along the unstable manifold
of one and the stable manifold of the other.

14.1.3.5 Stability of Limit Cycles

Although the stability of an equilibrium point may
be determined by considering the eigenvalues of
the linearization of the vector field near the point,
how does one study the stability of a limit cycle,
torus, or chaotic steady-state trajectory?
The idea introduced by Poincaré is to convert a

continuous-time dynamical system into an
equivalent discrete-time dynamical system by tak-
ing a transverse slice through the flow. Intersec-
tions of trajectories with this so-called Poincaré
section define a Poincaré map from the section to
themselves. Since the limit cycle is a fixed point
XQ of the associated discrete-time dynamical sys-
tem, its stability may be determined by examining
the eigenvalues of the linearization of the Poincaré
map at XQ.

W s(XQ)

W u(XQ)

Es(XQ)

Eu(XQ)XQ

FIGURE 14.8 Stable and unstable manifolds Ws(XQ)
andWu(XQ) of an equilibrium point XQ. The stable and
unstable eigenspaces Es(XQ) and Eu(XQ) derived from
the linearization of the vector field at XQ are tangent to
the corresponding manifolds Ws and Wu at XQ. A
trajectory approaching the equilibrium point along the
stable manifold is tangential to Es(XQ) at XQ; a trajec-
tory leaving XQ along the unstable manifold is tangen-
tial to Eu(XQ) at XQ.

* An m-dimensional manifold is a geometrical object every small section of which looks like Rm. More precisely, M is an
m-dimensional manifold if, for every x 2 M, there exists an open neighborhood U of x and a smooth invertible map which
takes U to some open neighborhood of Rm. For example, a limit cycle of a continuous-time dynamical system is a one-
dimensional manifold.
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14.1.3.6 Poincaré Sections

A Poincaré section of an n-dimensional autonomous continu-
ous-time dynamical system is an (n� 1)-dimensional hyper-
plane S in the state space that is intersected transversally*
by the flow.
Let G be a closed orbit of the flow of a smooth vector field F,

and let XQ be a point of intersection of G with S. If T is the
period of G and X 2 S is sufficiently close to XQ, then the
trajectory ft(X) through X will return to S after a time
t(X)�T and intersect the hyperplane at a point ft(X)(X), as
illustrated in Figure 14.10.
This construction implicitly defines a function (called a

Poincaré map or first return map) G: U ! S

G(X) ¼ ft(X)(X)

where U is a small region of S close to XQ. The corresponding discrete-time dynamical system

Xkþ1 ¼ G(Xk)

has a fixed point at XQ.
The stability of the limit cycle is determined by the eigenvalues of the linearization DXG(XQ) of G at

XQ. If all of the eigenvalues of DXG(XQ) have modulus less than unity, the limit cycle is asymptotically
stable; if any has modulus greater than unity, the limit cycle is unstable.
Note that the stability of the limit cycle is independent of the position and orientation of the Poincaré

plane, provided that the intersection is chosen transverse to the flow. For a nonautonomous system with
periodic forcing, a natural choice for the hyperplane is at a fixed phase uo of the forcing.

WS(XQ)

WU(XQ)

WU(XQ1)

WS(XQ2) XQ2

XQ
XQ1

∑

FIGURE 14.9 (a) Homoclinic orbit joins an isolated equilibrium point XQ to itself along its stable and unstable
manifolds. (b) A heteroclinic orbit joins two distinct equilibrium points, XQ1 and XQ2, along the unstable manifolds
of one and the stable manifold of the other.

XQX

U

(X)

∑

Гφτ(x)

FIGURE 14.10 Transverse Poincaré
section S through the flow of a dynamical
system induces a discrete Poincaré map
from a neighborhood U of the point of
intersection XQ to S.

* A transverse intersection of manifolds in R
n is an intersection of manifolds such that, from any point in the intersection,

all directions in R
n can be generated by linear combinations of vectors tangent to the manifolds.
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In the Poincaré section, a limit cycle looks like a fixed point. A period-K subharmonic of a non-
autonomous system with periodic forcing appears as a period-K orbit of the corresponding map
(see Figure 14.11b).
The Poincaré section of a quasiperiodic attractor consisting of two incommensurate frequencies looks

like a closed curve—a transverse cut through a two-torus (Figure 14.11a).
The Poincaré section of chaotic attractor has fractal structure, as depicted in Figure 14.11c.

14.1.4 Horseshoes and Chaos

Chaotic behavior is characterized by sensitive dependence on initial conditions. This phrase emphasizes
the fact that small differences in initial conditions are persistently magnified by the dynamics of
the system so that trajectories starting from nearby initial conditions reach totally different states in a
finite time.
Trajectories of the nonlinear RLC circuit in Figure 14.2 that originate near the equilibrium point are

initially stretched apart exponentially by the locally negative resistance in the case G0
a < 0. Eventually,

however, they are squeezed together onto a limit cycle, so the stretching is not persistent. This is a
consequence of the noncrossing property and eventual passivity.
Although perhaps locally active, every physical resistor is eventually passive meaning that, for a large

enough voltage across its terminals, it dissipates power. This in turn limits the maximum values of the
voltages and currents in the circuit giving a bounded steady-state solution. All physical systems are
bounded, so how can small differences be magnified persistently in a real circuit?

14.1.4.1 Chaos in the Sense of Shil’nikov

Consider a flow f in R
3 that has an equilibrium point at the origin with a real eigenvalue g> 0 and a pair

of complex conjugate eigenvalues s	 jv with s< 0 and v 6¼ 0. Assume that the flow has a homoclinic
orbit G through the origin.
One may define a Poincaré map for this system by taking a transverse section through the homoclinic

orbit, as illustrated in Figure 14.9a.

THEOREM 14.2 (Shil’nikov)

If js=gj< 1, the flow f can be perturbed to f0 such that f0 has a homoclinic orbit G0 near G and the
Poincaré map of f0 defined in a neighborhood of G0 has a countable number of horseshoes in its discrete
dynamics.

(a) (b) (c)

FIGURE 14.11 Experimental Poincaré sections corresponding to a torus breakdown sequence in Chua’s oscillator.
(a) Torus, (b) period-four orbit, (c) chaotic attractor resulting from torus breakdown. (From Chua, L.O., Wu, C.W.,
Hung, A., and Zhong, G.-Q., IEEE Trans. Circuits Syst., 40, 738, Oct. 1993. With permission.)
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The characteristic horseshoe shape in the Poincaré map stretches and folds trajectories repeatedly
(see Figure 14.12). The resulting dynamics exhibit extreme sensitivity to initial conditions [7].
The presence of horseshoes in the flow of a continuous-time system that satisfies the assumptions of

Shil’nikov’s theorem implies the existence of countable numbers of unstable periodic orbits of arbitrarily
long period as well as an uncountable number of complicated bounded nonperiodic chaotic solutions [7].

Horseshoes

The action of the Smale horseshoe map is to take the unit square (Figure 14.12a), stretch it, fold it into a
horseshoe shape (Figure 14.12b), and lay it down on itself (Figure 14.12c). Under the action of this map,
only four regions of the unit square are returned to the square.
Successive iterations of the horseshoe map return smaller and smaller regions of square to itself, as

shown in Figure 14.12d through f. If the map is iterated ad infinitum, the unit square is ultimately
mapped onto a set of points. These points form an invariant (fractal) limit set L that contains a countable
set of periodic orbits of arbitrarily long periods, an uncountable set of bounded nonperiodic orbits, and at
least one orbit that comes arbitrarily close to every point in L.
The properties of the map still hold if the horseshoe is distorted by a perturbation of small size but

arbitrary shape. Thus, the dynamical behavior of the horseshoe map is structurally stable.*
Although the invariant limit set of a horseshoe map consists of nonwandering points, it is not

attracting. Therefore, the existence of a horseshoe in the flow of a third-order system does not imply

(a) (b) (c)

(d) (e) (f )

G(3)

G(5) G(1)

3

1
2

4
5

FIGURE 14.12 The Smale horseshoe map stretches the unit square (a), folds it into a horseshoe (b), and lays it back
on itself (c), so that only points lying in bands 2 and 4 of (a) are mapped into the square. At the next iteration, only
those points in (G(2)[G(4)) \ (2[ 4) (d) are mapped back to the square. Repeated iterations of the map (d)–(f)
remove all points from the square except an invariant (fractal) set of fixed points.

* Structural stability is discussed in more detail in Section 14.1.5.

14-18 Feedback, Nonlinear, and Distributed Circuits



that the system will exhibit chaotic steady-state behavior. However if a typical trajectory in the Poincaré
map remains in a neighborhood of the invariant set, then the system may exhibit chaos. Thus, although
Shil’nikov’s theorem is a strong indicator of choas, it does not provide definitive proof that a system
is chaotic.

Example: Chaos in a Piecewise-Linear System

Although we have stated it for the case s< 0, g> 0, Shil’nikov’s theorem also applies when the
equilibrium point at the origin has an unstable pair of complex conjugate eigenvalues and a stable
real eigenvalue. In that case, it is somewhat easier to visualize the stretching and folding of bundles of
trajectories close to a homoclinic orbit.
Consider the trajectory in a three-region piecewise-linear vector field in Figure 14.13. We assume that

the equilibrium point P� has a stable real eigenvalue g1 (where the eigenvector is E r(P�)) and an
unstable complex conjugate pair of eigenvalues s1	 jv1, the real and imaginary parts of whose
eigenvectors span the plane E c(P�) [2], as illustrated. A trajectory originating from a point X0 on
E c(P�) spirals away from the equilibrium point along Ec(P�) until it enters the D0 region, where it is
folded back into D�1. Upon reentering D�1, the trajectory is pulled toward P� roughly in the direction of
the real eigenvector E r(P�), as illustrated.
Now imagine what would happen if the trajectory entering D�1 from D0 were in precisely the

direction E r(P�). Such a trajectory would follow E r(P�) toward P�, reaching the equilibrium point
asymptotically as t ! 1. Similarly, if we were to follow this trajectory backward in time through D0

and back onto E c(P�) in D�1, it would then spiral toward P�, reaching it asymptotically as t ! �1.
The closed curve thus formed would be a homoclinic orbit, reaching the same equilibrium point P�
asymptotically in forward and reverse time.
Although the homoclinic orbit itself is not structurally stable, and therefore cannot be observed

experimentally, horseshoes are structurally stable. A flow f that satisfies the assumptions of Shil’nikov’s
theorem contains a countable infinity of horseshoes; for sufficiently small perturbations f0 of the flow,
finitely many of the horseshoes will persist. Thus, both the original flow and the perturbed flow exhibit
chaos in the sense of Shil’nikov.

D1

D0

D–1
X0

P–

Er(P–)

Ec(P–)

FIGURE 14.13 Stretching and folding mechanism of chaos generation in Chua’s circult. A trajectory spirals away
from the equilibrium point P� along the eigenplane Ec(P�) until it enters the D0 region, where it is folded back into
D�1 and returns to the unstable eigenplane Ec(P�) close to P�. (From Kennedy, M.P., IEEE Trans. Circuits Syst. I
Fundam. Theory Appl., 40, 657, Oct. 1993. With permission.)
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In Figure 14.13, we see that a trajectory lying close to a homoclinic orbit exhibits similar qualitative
behavior: it spirals away from P� along the unstable complex plane E c(P�), is folded in D0, reenters D�1

above E c(P�), and is pulled back toward E c(P�), only to be spun away from P� once more.
Thus, two trajectories starting from distinct initial states close to P� on E c(P�) are stretched apart

exponentially along the unstable eigenplane before being folded in D1 and reinjected close to P�; this
gives rise to sensitive dependence on initial conditions. The recurrent stretching and folding continues
ad infinitum, producing a chaotic steady-state solution.

14.1.4.2 Lyapunov Exponents

The notion of sensitive dependence on initial conditions may be made more precise through the
concept of LEs. LEs quantify the average exponential rates of separation of trajectories along
the flow.
The flow in a neighborhood of asympototically stable trajectory is contracting so the LEs are zero or

negative.* Sensitive dependence on initial conditions results from a positive LE.
To determine the stability of an equilibrium point, we consider the eigenvalues of the linearization of

the vector field in the vicinity of equilibrium trajectory. This idea can be generalized to any trajectory of
the flow.
The local behavior of the vector field along a trajectory ft(X0) of an autonomous continuous-time

dynamical system (Equation 14.3) is governed by the linearized dynamics

_x ¼ DXF(X)x, x(0) ¼ x0
¼ DXF[ft(X0)]x

This is a linear time-varying system where the state transition matrix, Ft(X0), maps a point x0 into
x(t). Thus

x(t) ¼ Ft(X0)x0

Note thatFt is a linear operator. Therefore, a ball Be(X0) of radius e about X0 is mapped into an ellipsoid,
as presented in Figure 14.1. The principal axes of the ellipsoid are determined by the singular values of
Ft.

The singular values s1(t), s2(t), . . . , sn(t) of Ft are defined as the square roots of the eigenvalues of
FH

t Ft , where FH
t is the complex conjugate transpose of Ft. The singular values are ordered so that

s1(t)> s2(t)>� � �> sn(t).
In particular, a ball of radius e is mapped by the linearized flow into an ellipsoid (see Figure 14.1), the

maximum and minimum radii of which are bounded by s1(t)e and sn(t)e, respectively.
The stability of a steady-state orbit is governed by the average local rates of expansion and contraction

of volumes of state space close to the orbit. The LEs li are defined by

li ¼ lim
t!1

1
t
lnsi(t)

whenever this limit exists. The LEs quantify the average exponential rates of separation of trajectories
along the flow.
The LEs are a property of a steady-state trajectory. Any transient effect is averaged out by taking the

limit as t ! 1. Furthermore, the LEs are global quantities of an attracting set that depend on the local
stability properties of a trajectory within the set.

* A continuous flow that has a bounded trajectory not tending to an equlibrium point has a zero LE (in the direction of flow).
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The set {li, i,¼ 1, 2, . . . , n} is called the Lyapunov spectrum. An attractor has the property that the sum
of its LEs is negative.

Lyapunov Exponents of Dicrete-Time Systems

The local behavior along an orbit of the autonomous discrete-time dynamical system (Equation 14.8) is
governed by the linearized dynamics

xkþ1 ¼ DxG(xk)xk, k ¼ 0, 1, 2, . . .

where the state transition matrix, Fk(X0), maps a point x0 into xk. Thus,

xk ¼ Fk(X0)x0

The LEs li for the discrete-time dynamical system (Equation 14.8) are defined by

li ¼ lim
t!1

1
k
lnsi(k)

whenever this limit exists. si(k) denotes the ith singular value of FH
k Fk.

Lyapunov Exponents of Steady-State Solutions

Consider once more the continuous-time dynamical system (Equation 14.3). If DxF were constant along
the flow, with n distinct eigenvalues ~li,
i¼ 1, 2, . . . , n, then

Ft ¼
exp(~l1t) 0 � � � 0

0 exp(~l2t) � � � 0

..

. ..
. . .

. ..
.

0 0 � � � exp(~lant)

0
BBB@

1
CCCA

and

FH
t Ft ¼

exp 2Re(~l1)t
� �

0 � � � 0
0 exp 2Re(~l2)t

� � � � � 0

..

. ..
. . .

. ..
.

0 0 � � � exp 2Re(~ln)t
� �

0
BBBB@

1
CCCCA

giving si(t)¼ exp(Re(~li)t) and

li ¼ lim
t!1

1
t
ln exp Re(~li)t

� �� �
¼ Re(~li)

In this case, the LEs are simply the real parts of the eigenvalues of DXF.
All the eigenvalues of a stable equilibrium point have negative real parts and therefore the largest LE of

an attracting equilibrium point is negative.
Trajectories close to a stable limit cycle converge onto the limit cycle. Therefore, the largest LE of a

periodic steady-state is zero (corresponding to motion along the limit cycle [15]), and all its other LEs
are negative.
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A quasiperiodic K-torus has K zero LEs because the flow is locally neither contracting nor expanding
along the surface of the K-torus.

A chaotic trajectory is locally unstable and therefore has a positive LE; this produces sensitive
dependence on initial conditions. Nevertheless, in the case of a chaotic attractor, this locally unstable
chaotic trajectory belongs to an attracting limit set to which nearby trajectories converge.
The steady-state behavior of a four-dimensional continuous-time dynamical system which has two

positive, one zero, and one negative LE is called hyperchaos.
The Lyapunov spectrum may be used to identify attractors, as summarized in Table 14.1.

14.1.5 Structural Stability and Bifurcations

Structural stability refers to the sensitivity of a phenomenon to small changes in the parameter of a
system. A structurally stable vector field F is one for which sufficiently close vector fields F0 have
equivalent* dynamics [18].
The behavior of a typical circuit depends on a set of parameters one or more of which may be varied in

order to optimize some performance criteria. In particular, one may think of a one-parameter family of
systems

_X ¼ Fm(X) (14:11)

where the vector field is parametrized by a control parameter m. A value m0 of Equation 14.11 for which
the flow of Equation 14.11 is not structurally stable is a bifurcation value of m [7].
The dynamics in the state space may be qualitatively very different from one value of m to another.

In the nonlinear RLC circuit example, the steady-state solution is a limit cycle if the control parameter
G0
a is negative and an equilibrium point if G0

a is positive. If G0
a is identically equal to zero,

trajectories starting from I30¼ 0, V20< E yield sinusoidal solutions. These sinusoidal solutions are
not structurally stable because the slightest perturbation of G0

a will cause the oscillation to decay
to zero or converge to the limit cycle, depending on whether G0

a is made slightly larger or smaller
than zero.
If we think of this circuit as being parametrized by G0

a, then its vector field is not structurally stable at
G0
a � 0. We say that the equilibrium point undergoes a bifurcation (from stability to instability) as the

value of the bifurcation parameter G0
a is reduced through the bifurcation point G0

a ¼ 0.

TABLE 14.1 Classification of Steady-State Behaviors according to Their Limit Sets,
Power Spectra, LEs, and Dimension

Steady State Limit Set Spectrum LEs Dimension

DC Fixed point Spike at DC 0> l1 
� � �
 ln 0

Periodic Closed curve Fundamental plus l1¼ 0 1

Integer harmonics 0> l2 
� � �
 ln

Quasiperiodic K-torus Incommensurate l1 ¼ � � � ¼ lK¼ 0 K

Frequencies 0> lKþ1 
� � �
 ln

Chaotic Fractal Broad spectrum l1> 0 NonintegerPn
i¼1 li < 0

* Equivalent means that there exists a continuous invertible function h that transforms F into F0 .
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14.1.5.1 Bifurcation Types

In this section, we consider three types of local bifurcation: the Hopf bifurcation, the saddle-node
bifurcation, and the period-doubling bifurcation [18]. These bifurcations are called local because they
may be understood by linearizing the system close to an equilibrium point or limit cycle.

Hopf Bifurcation

A Hopf bifurcation occurs in a continuous-time dynamical system (Equation 14.3) when a simple pair of
complex conjugate eigenvalues of the linearizationDxF(XQ) of the vector field at an equilibrium point XQ

crosses the imaginary axis.
Typically, the equilibrium point changes stability from stable to unstable and a stable limit cycle is

born. The bifurcation at G0
a � 0 in the nonlinear RLC circuit is Hopf-like.*

When an equilibrium point undergoes a Hopf bifurcation, a limit cycle is born. When a limit cycle
undergoes a Hopf bifurcation, motion on a two-torus results.

Saddle-Node Bifurcation

A saddle-node bifurcation occurs when a stable and an unstable equilibrium point merge and disappear;
this typically manifests itself as the abrupt disappearance of an attractor.
A common example of a saddle-node bifurcation in electronic circuits is switching between equilib-

rium states in a Schmitt trigger. At the threshold for switching, a stable equilibrium point corresponding
to the ‘‘high’’ saturated state merges with the high-gain region’s unstable saddle-type equilibrium point
and disappears. After a switching transient, the trajectory settles to the other stable equilibrium point,
which corresponds to the ‘‘low’’ state.
A saddle-node bifurcation may also manifest itself as a switch between periodic attractors of different

sizes between a periodic attractor and a chaotic attractor, or between a limit cycle at one frequency and a
limit cycle at another frequency.

Period-Doubling Bifurcation

A period-doubling bifurcation occurs in a discrete-time dynamical system (Equation 14.8) when a
real eigenvalue of the linearization DXG(XQ) of the map G at an equilibrium point crosses the unit
circle at �1 [7].
In a continuous-time system, a period-doubling bifurcation occurs only from a periodic solution

(an equilibrium point of the Poincaré map). At the bifurcation point, a periodic orbit with period T
changes smoothly into one with period 2T, as illustrated in Figure 14.14a and b.

Blue Sky Catastrophe

A blue sky catastrophe is a global bifurcation that occurs when an attractor disappears ‘‘into the blue,’’
usually because of a collision with a saddle-type limit set. Hysteresis involving a chaotic attractor is often
caused by a blue sky catastrophe [18].

14.1.5.2 Routes to Chaos

Each of the three local bifurcations may give rise to a distinct route to chaos, and all three have been
reported in electronic circuits. These routes are important because it is often difficult to conclude from
experimental data alone whether irregular behavior is due to measurement noise or to underlying chaotic
dynamics. If, upon adjusting a control parameter, one of the three prototype routes is observed, this
indicates that the dynamics might be chaotic.

* Note that the Hopf bifurcation theorem is proven for sufficiently smooth systems and does not strictly apply to piecewise-
linear systems. However, a physical implementation of a piecewise-linear characteristic, such as that of NR, is always
smooth.
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FIGURE 14.14 Period-doubling route to chaos in Chua’s oscillator. Simulated state-space trajectories, time
waveforms V1(t), and power spectra of V2(t) (a) G¼ 530 mS: periodic steady-state—the signal is characterized by a
discrete power spectrum with energy at integer multiples of the fundamental frequency f0; (b) G¼ 537 mS; period-
two—after a period-doubling bifurcation, the period of the signal is approximately twice that of (a). In the power
spectrum, a spike appears at the new fundamental frequency �f0=2. (c) G¼ 539 mS: period-four—a second period-
doubling bifurcation gives rise to a fundamental frequency of �f0=4; (d) G¼ 541 mS: spiral Chua’s attractor—a
cascade of period doublings results in a chaotic attractor that has a broadband power spectrum. Time plots:
horizontal axis—t (ms); vertical axis—V1 (V). Power spectra: horizontal axis—frequency (kHz); vertical axis—
power (mean-squared amplitude of V2(t)) (dB).
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Periodic-Doubling Route to Chaos

The period-doubling route to chaos is characterized by a cascade of period-doubling bifurcations. Each
period-doubling transforms a limit cycle into one at half the frequency, spreading the energy of the
system over a wider range of frequencies. An infinite cascade of such doublings results in a chaotic
trajectory of infinite period and a broad frequency spectrum that contains energy at all frequencies.
Figure 14.14 is a set of snapshots of the period-doubling route to chaos in Chua’s oscillator.

An infinite number of period-doubling bifurcations to chaos can occur over a finite range of the
bifurcation parameter because of a geometric relationship between the intervals over which the control
parameter must be moved to cause successive bifurcations. Period-doubling is governed by a universal
scaling law that holds in the vicinity of the bifurcation point to chaos m1.
Define the ratio dk of successive intervals m, in each of which there is a constant period of oscillation,

as follows,

dk ¼ m2k � m2k�1

m2kþ1 � m2k

where m2k is the bifurcation point for the period from 2kT to 2kþ1T. In the limit as k ! 1, a universal
constant called the Feigenbaum number d is obtained:

lim
k!1

dk ¼ d ¼ 4:6692 . . .

The period-doubling route to chaos is readily identified from a state-space plot, time series, power
spectrum, or a Poincaré map.

Intermittency Route to Chaos

The route to chaos caused by saddle-node bifurcations comes in different forms, the common feature of
which is direct transition from regular motion to chaos. The most common type is the intermittency
route and results from a single saddle-node bifurcation. This is a route and not just a jump because,
straight after the bifurcation, the trajectory is characterized by long intervals of almost regular motion
(called laminar phases) and short bursts of irregular motion. The period of the oscillations is approxi-
mately equal to that of the system just before the bifurcation. This is illustrated in Figure 14.15.
As the parameter passes through the critical value mc at the bifurcation point into the chaotic region,

the laminar phases become shorter and the bursts become more frequent, until the regular intervals
disappear altogether. The scaling law for the average interval of the laminar phases depends on jm – mcj,
so chaos is not fully developed until some distance from the bifurcation point [13].
Intermittency is best characterized in the time domain because its scaling law depends on the length of

the laminar phases.
Another type of bifurcation to chaos associated with saddle-nodes is the direct transition from a

regular attractor (fixed point or limit cycle) to a coexisting chaotic one, without the phenomenon of
intermittency.

Quasiperiodic (Torus Breakdown) Route to Chaos

The quasiperiodic route to chaos results from a sequence of Hopf bifurcations. Starting from a fixed
point, the three-torus generated after three Hopf bifurcations is not stable in the sense that there exists an
arbitrarily small perturbation of the system (in terms of parameters) for which the three-torus gives way
to chaos.
A quasiperiodic–periodic–chaotic sequence corresponding to torus breakdown in Chua’s oscillator is

given in Figure 14.5.
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Quasiperiodicity is difficult to detect from a time series; it is more readily identified by means of a
power spectrum or Poincaré map (see Figure 14.11).

14.1.5.3 Bifurcation Diagrams and Parameter Space Diagrams

Although state-space, time- and frequency-domain measurements are useful for characterizing steady-
state behaviors, nonlinear dynamics offers several other tools for summarizing qualitative information
concerning bifurcations.
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FIGURE 14.15 Intermittency route to chaos in Chua’s oscillator. Simulated state-space trajectories, time wave-
forms V1(t) and power spectra of V2(t) (a) Periodic steady-state—the signal is characterized by a discrete power
spectrum with energy at integer multiples of the fundamental frequency; (b) onset of intermittency—the time signal
contains long regular laminar phases and occasional bursts of irregular motion—in the frequency domain, intermit-
tency manifests itself as a raising of the noise floor; (c) fully developed chaos-laminar phases are infrequent and the
power spectrum is broad. Time plots: horizontal axis—t (ms); vertical axis—V1 (V). Power spectra: horizontal axis—
frequency (kHz); vertical axis—power (mean-squared amplitude of V2(t)) (dB).

14-26 Feedback, Nonlinear, and Distributed Circuits



A bifurcation diagram is a plot of the attracting sets of a system versus a control parameter. Typically,
one chooses a state variable and plots this against a single control parameter. In discrete systems, one
simply plots successive values of a state variable. In the continuous-time case, some type of discretization
is needed, typically by means of a Poincaré section.
Figure 14.16 is a bifurcation diagram of the logistic map Xkþ1¼mXk(1 – Xk) for m 2 [2.5, 4] and Xk 2

[0, 1]. Period doubling from period-one to period-two occurs at m2; the next two doublings in the period-
doubling cascade occur at m2 and m4, respectively. A periodic window in the chaotic region is indicated
by m3. The map becomes chaotic by the period-doubling route if m is increased from m3 and by the
intermittency route if m is reduced out of the window.
When more than one control parameter is present in a system, the steady-state behavior may be

summarized in a series of bifurcation diagrams, where one parameter is chosen as the control parameter,
with the others held fixed, and only changed from one diagram to the next. This provides a complete but
cumbersome representation of the dynamics [13].
A clearer picture of the global behavior is obtained by partitioning the parameter space by means of

bifurcation curves, and labeling the regions according to the observed steady-state behaviors within these
regions. Such a picture is called a parameter space diagram.

14.2 Chua’s Circuit: A Paradigm for Chaos

Chaos is characterized by a stretching and folding mechanism; nearby trajectories of a dynamical system
are repeatedly pulled apart exponentially and folded back together.
In order to exhibit chaos, as autonomous circuit consisting of resistors, capacitors, and inductors must

contain (1) at least one locally active resistor, (2) at least one nonlinear element, and (3) at least three
energy-storage elements. The active resistor supplies energy to separate trajectories, the nonlinearity
provides folding, and the three-dimensional state space permits persistent stretching and folding in a
bounded region without violating the noncrossing property of trajectories.
Chua’s circuit (see Figure 14.17) is the simplest electronic circuit that satisfies these criteria. It consists

of a linear inductor, a linear resistor, two linear capacitors, and a single nonlinear resistor NR. The circuit
is readily constructed at low cost using standard electronic components and exhibits a rich variety of
bifurcations and chaos [10].
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FIGURE 14.16 Bifurcation diagram for the logistic map: Xkþ1¼mXk(1�Xk). The first period-doubling bifurcation
occurs at m¼m1, the second at m2, and the third at m4. m3 corresponds to a period-three window. When m¼ 4, the
entire interval (0, 1) is visited by a chaotic orbit {Xk, k¼ 0, 1, . . . }. (From Wu, C.W. and Rul’kov, N.R., IEEE Trans.
Circuits Syst. I Fundam. Theory Appl., 40, 708, Oct. 1993. With permission.)
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14.2.1 Dynamics of Chua’s Circuit

14.2.1.1 State Equations

Chua’s circuit may be described by three ODEs. Choosing V1, V2, and I3 as state variables, we write

dV1

dt
¼ G

C1
(V2 � V1)� 1

C1
f (V1)

dV2

dt
¼ G

C2
(V1 � V2)þ 1

C2
I3

dI3
dt

¼ � 1
L
V2

(14:12)

where G¼ 1=R and f(VR)¼GbVRþ 1=2(GaþGb) (jVRþEj � jVR�Ej), as depicted in Figure 14.18.
Because of the piecewise-linear nature of NR, the vector field of Chua’s circuit may be decomposed into

three distinct affine regions: V1<�E, jV1j �E, and V1> E. We call these the D�1, D0, and D1 regions,
respectively. The global dynamics may be determined by considering separately the behavior in each of
the three regions (D�1, D0, and D1) and then gluing the pieces together along the boundary planes U�1

and U1.

14.2.1.2 Piecewise-Linear Dynamics

In each region, the circuit is governed by a three-dimensional autonomous affine dynamical system
of the form

V1V2 VR NR

IR

I3

L

R

C1C2

+ + +

– – –

FIGURE 14.17 Chua’s circuit consists of a linear inductor L, two linear capacitors (C2,C1), a linear resistor R,
and a voltage-controlled nonlinear resistor NR.
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FIGURE 14.18 The DP characteristic of the nonlinear resistor NR in Chua’s circuit has breakpoints at 	E and
slopes Ga and Gb in the inner and outer regions, respectively.

14-28 Feedback, Nonlinear, and Distributed Circuits



_X ¼ AX þ b (14:13)

where
A is the (constant) system matrix
b is a constant vector

The equilibrium points of the circuit may be determined graphically by intersecting the load line
IR¼�GVR with the DP characteristic IR¼ f(VR) of the nonlinear resistor NR, as presented in Figure
14.19 [2]. When G> jGaj or G> jGbj, the circuit has a unique equilibrium point at the origin (and two
virtual equilibria P� and Pþ); otherwise, it has three equilibrium points at P�, 0, and Pþ.
The dynamics close to an equilibrium point XQ are governed locally by the linear system

_x ¼ Ax (14:14)

If the eigenvalues l1, l2, and l3 of A are distinct, then every solution x(t) of Equation 14.14 may be
expressed in the form

x(t) ¼ c1 exp(l1t)~j1 þ c2 exp(l2t)~j2 þ c3 exp(l3t)~j3

where
~j1,~j2, and~j3 are the (possibly complex) eigenvectors associated with the eigenvalues l1, l2, and l3,

respectively
ck’s are (possibly complex) constants that depend on the initial state X0

In the special case when A has one real eigenvalue g and a complex conjugate pair of eigenvalues
s	 jv, the solution of Equation 14.14 has the form

x(t) ¼ cr exp(gt)~jg þ 2cc exp(st) cos(vt þ fc)~hr � sin(vt þ fc)~hi½ �

where
~hr and ~hi are the real and imaginary parts of the eigenvectors associated with the complex conjugate

pair of eigenvalues
~jg is the eigenvector defined by A~jg¼ g~jg
cr, cc, and fc are real constants that are determined by the initial conditions

Let us relabel the real eigenvector Er, and define Ec as the complex eigenplane spanned by ~hr and ~hi.
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FIGURE 14.19 DC equilibrium points of Figure 14.17 may be determined graphically by intersecting the load line
IR¼�GVR with the DP characteristic of NR. (a) If G> jGaj or G< jgbj, the circuit has a unique equilibrium point at
the origin (P� and Pþ are virtual equilibria in this case). (b) When jGbj<G<jGaj, the circuit has three equilibrium
points at P�, 0 and Pþ.
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We can think of the solution x(t) of Equation 14.14 as being the sum of two distinct components xr(t)
2 Er and xc(t) 2 Ec:

xr(t) ¼ cr exp(gt)~jg
xc(t) ¼ 2cc exp(st)[ cos(vt þ fc)~hr � sin(vt þ fc)~hi]

The complete solution X(t) of Equation 14.13 may be found by translating the origin of the linearized
coordinate system to the equilibrium point XQ. Thus,

X(t) ¼ XQ þ x(t)

¼ XQ þ xr(t)þ xc(t)

We can determine the qualitative behavior of the complete solution X(t) by considering separately the
components xr(t) and xc(t) along Er and Ec, respectively.

If g> 0, xr(t) grows exponentially in the direction of Er; if g< 0 the component xr(t) tends asymp-
totically to zero. When s> 0 and v 6¼ 0, xc(t) spirals away from XQ along the complex eigenplane Ec, and
if s< 0, xc(t) spirals toward XQ and Ec.

We remark that the vector E r and plane Ec are invariant under the flow of Equation 14.13: if X(0)2Er,
then X(t) 2 Er for all t; if X(0) 2 Ec then X(t) 2 Ec for all t. An important consequence of this is that a
trajectory X(t) cannot cross through the complex eigenspace Ec; suppose X(t0) 2 Ec at some time t0, then
X(t) 2 Ec for all t> t0.

14.2.2 Chaos in Chua’s Circuit

In the following discussion, we consider a fixed set of component values: L¼ 18 mH, C2¼ 100 nF,
C1¼ 10 nF, Ga ¼�50=66 mS¼�757.576 mS, Gb¼�9=22 mS¼�409.091 mS, and E¼ 1 V. When
G¼ 550 mS, three equilibrium points occur at Pþ, 0, and P�. The equilibrium point at the origin (0) has
one unstable real eigenvalue g0 and a stable complex pair s0	 jv0. The outer equilibria (P� and Pþ) each
have a stable real eigenvalue g1 and an unstable complex pair s0	 jv1.

14.2.2.1 Dynamics of D0

A trajectory starting from some initial state X0 in the D0 region may be decomposed into its components
along the complex eigenplane Ec(0) and along the eigenvector Er(0). When g0> 0 and s0< 0, the
component along Ec(0) spirals toward the origin along this plane while the component in the direction
Er(0) grows exponentially. Adding the two components, we see that a trajectory starting slightly above the
stable complex eigenplane Ec(0) spirals toward the origin along the Ec(0) direction, all the while being
pushing away from Ec(0) along the unstable direction Er(0). As the (stable) component along Ec(0)
shrinks in magnitude, the (unstable) component grows exponentially, and the trajectory follows a helix of
exponentially decreasing radius whose axis lies in the direction of Er(0); this is illustrated in Figure 14.20.

14.2.2.2 Dynamics of D�1 and D1

The eigenvector Er(Pþ) is associated with the stable real eigenvalue g1 in the D1 region. The real
and imaginary parts of the complex eigenvectors associated with s1	 jv1 define a complex eigen-
plane Ec(Pþ).

A trajectory starting from some initial state X0 in the D1 region may be decomposed into its
components along the complex eigenplane Ec(Pþ) and the eigenvector Er(Pþ). When g1< 0 and
s1> 0, the component on Ec(Pþ) spirals away from Pþ along this plane while the component in the
direction of Er(0) tends asymptotically toward Pþ. Adding the two components, we see that a trajectory
starting close to the stable real eigenvector Er(Pþ) above the complex eigenplane moves toward Ec(Pþ)

14-30 Feedback, Nonlinear, and Distributed Circuits



along a helix of exponentially increasing radius. Because the component along Er(Pþ) shrinks exponen-
tially in magnitude and the component on Ec(Pþ) grows exponentially, the trajectory is quickly
flattened onto Ec(Pþ), where it spirals away from Pþ along the complex eigenplane; this is illustrated
in Figure 14.21.
By symmetry, the equilibrium point P� in the D�1 region has three eigenvalues: g1 and s1	 jv1. The

eigenvector Er(P�) is associated with the stable real eigenvalue g1; the real and imaginary parts of the
eigenvectors associated with the unstable complex pair s1	 jv1 define an eigenplane Ec(P�), along which
trajectories spiral away from P�.

I3D0
V2

V1

Er(0)

Ec(0)

0

FIGURE 14.20 Dynamics of the D0 region. A trajectory starting slightly above the stable complex eigenplane Ec(0)
spirals toward the origin along this plane and is repelled close to 0 in the direction of the unstabe eigenvector Er(0).
(From Kennedy, M.P., IEEE Trans. Circuits Syst. I Fundam. Theory Appl., 40, 660, Oct. 1993. With permission.)
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FIGURE 14.21 Dynamics of the D1 region. A trajectory starting above the unstable complex eigenplane Ec(Pþ)
close to the eigenvector Er(Pþ) moves toward the plane and spirals away from Pþ along Ec(Pþ). By symmetry, the D�1

region has equivalent dynamics. (From Kennedy, M.P., IEEE Trans. Circuits Syst., 40, 662, Oct. 1993. With
permission.)
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14.2.2.3 Global Dynamics

With the given set of parameter values, the equilibrium point at the origin has an unstable real eigenvalue
and a stable pair of complex conjugate eigenvalues; the outer equilibrium point P� has a stable real
eigenvalue and an unstable complex pair.
In particular, P� has a pair of unstable complex conjugate eigenvalues s1	v1 (s1> 0, v1 6¼ 0) and a

stable real eigenvalue g1, where js1j< jv1j. In order to prove that the circuit is chaotic in the sense of
Shil’nikov, it is necessary to show that it possesses a homoclinic orbit for this set of parameter values.
A trajectory starting on the eigenvector Er(0) close to 0 moves away from the equilibrium point until it

crosses the boundary U1 and enters D1, as illustrated in Figure 14.20. If this trajectory is folded back into
D0 by the dynamics of the outer region, and reinjected toward 0 along the stable complex eigenplane
Ec(0) then a homoclinic orbit is produced.

That Chua’s circuit is chaotic in the sense of Shil’nikov was first proven by Chua et al. [21] in 1985.
Since then, there has been an intensive effort to understand every aspect of the dynamics of this circuit
with a view to developing it as a paradigm for learning, understanding, and teaching about nonlinear
dynamics and chaos [3].

14.2.3 Steady-States and Bifurcations in Chua’s Circuit

In the following discussion, we consider the global behavior of the circuit using our chosen set of
parameters with R in the range 0�R� 2000 V (500 mS�G<1S).
Figure 14.14 is a series of simulations of the equivalent circuit in Figure 14.26 with the follow-

ing parameter values: L¼ 18 mH, C2¼ 100 nF, C1¼ 10 nF, Ga¼�50=66 mS¼�757.576 mS,
Gb¼�9=22 mS¼�409.091 mS, and E¼ 1 V. R0¼ 12.5 V, the parasitic series resistance of a real
inductor. R is the bifurcation parameter.

14.2.3.1 Equilibrium Point and Hopf Bifurcation

When R is large (2000 V), the outer equilibrium points P� and Pþ are stable (g1< 0 and s1< 0, v1 6¼ 0);
the inner equilibrium point 0 is unstable (g0> 0 and s0< 0, v0 6¼ 0).

Depending on the initial state of the circuit, the system remains at one outer equilibrium point or the
other. Let us assume that we start at Pþ in the D1 region. This equilibrium point has one negative real
eigenvalue and a complex pair with negative real parts. The action of the negative real eigenvalue g1 is to
squeeze trajectories down onto the complex eigenplane Ec(Pþ), where they spiral toward the equilibrium
point Pþ.

As the resistance R is decreased, the real part of the complex pair of eigenvalues changes sign
and becomes positive. Correspondingly, the outer equilibrium points become unstable as s1 passes
through 0; this is a Hopf-like bifurcation.* The real eigenvalue of Pþ remains negative so trajectories in
the D1 region converge toward the complex eigenplane Ec(Pþ). However, they spiral away from the
equilibrium point Pþ along Ec(Pþ) until they reach the dividing plane U1 (defined by V1þE) and enter
the D0 region.

The equilibrium point at the origin in the D0 region has a stable complex pair of eigenvalues and an
unstable real eigenvalue. Trajectories that enter the D0 region on the complex eigenplane Ec(0) are
attracted to the origin along this plane. Trajectories that enter D0 from D1 below or above the eigenplane
either cross-over to D�1 or are turned back toward D1, respectively. For R sufficiently large, trajectories
that spiral away from Pþ along Ec(Pþ) and enter D0 above E

c(0) are returned to D1, producing a stable
period-one limit cycle. This is illustrated in Figure 14.14a.

* Recall that the Hopf bifurcation theorem strictly applies only for sufficiently smooth systems, but that physical implemen-
tations of piecewise-linear characteristics are typically smooth.
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14.2.3.2 Period-Doubling Cascade

As the resistance R is decreased further, a period-doubling bifurcation occurs. The limit cycle now closes
on itself after encircling Pþ twice; this is called a period-two cycle because a trajectory takes approxi-
mately twice the time to complete this closed orbit as to complete the preceding period-one orbit (see
Figure 14.14b).
Decreasing the resistance R still further produces a cascade of period-doubling bifurcations to period-

four (Figure 14.14c), period-eight, period-sixteen, and so on until an orbit of infinite period is reached,
beyond which we have chaos (see Figure 14.14d). This is a spiral Chua’s chaotic attractor.

The spiral Chua’s attractor in Figure 14.14d looks like a ribbon or band that is smoothly folded on
itself; this folded band is the simplest type of chaotic attractor [18]. A trajectory from an initial condition
X0 winds around the strip repeatedly, returning close to X0, but never closing on itself.

14.2.3.3 Periodic Windows

Between the chaotic regions in the parameter space of Chua’s circuit, there exist ranges of the bifurcation
parameter R over which stable periodic motion occurs. These regions of periodicity are called periodic
windows and are similar to those that exist in the bifurcation diagram of the logistic map (see
Figure 14.16).
Periodic windows of periods three and five are readily found in Chua’s circuit. These limit cycles

undergo period-doubling bifurcations to chaos as the resistance R is decreased.
For certain sets of parameters, Chua’s circuit follows the intermittency route to chaos as R is increased

out of the period-three window.

14.2.3.4 Spiral Chua’s Attractor

Figure 14.22 outlines three views of another simulated spiral Chua’s chaotic attractor. Figure 14.22b is a
view along the edge of the outer complex eigenplanes Ec(Pþ) and Ec(P�); notice how trajectories in the
D1 region are compressed toward the complex eigenplane Ec(Pþ) along the direction of the stable real
eigenvector Ec(Pþ) and they spiral away from the equilibrium point Pþ along Ec(Pþ).

When a trajectory enters the D0 region through U1 from D1, it is twisted around the unstable real
eigenvector Er(0) and returned to D1.

Figure 14.22c illustrates clearly that when the trajectory enters D0 from D1, it crosses U1 above the
eigenplace Ec(0). The trajectory cannot cross through this eigenplane and therefore it must return to the
D1 region.

14.2.3.5 Double-Scroll Chua’s Attractor

Because we chose a nonlinear resistor with a symmetric nonlinearity, every attractor that exists in the
D1 and D0 regions has a counterpart (mirror image) in the D�1 and D0 regions. As the coupling
resistance R is decreased further, the spiral Chua’s attractor ‘‘collides’’ with its mirror image and the
two merge to form a single compound attractor called a double-scroll Chua’s chaotic attractor [10], as
presented in Figure 14.23.
Once more, we show three views of this attractor in order to illustrate its geometrical structure.

Figure 14.23b is a view of the attractor along the edge of the outer complex eigenplanes Ec(Pþ) and
Ec(P�). Upon entering the D1 region form D0, the trajectory collapses onto E

c(Pþ) and spirals away from
Pþ along this plane.

Figure 14.23c is a view of the attractor along the edge of the complex eigenplane Ec(0) in the inner
region. Notice once more that when the trajectory crosses U1 into D0 above E

c(0), it must remain above
Ec(0) and so returns to D1. Similarly, if the trajectory crosses U1 below Ec(0), it must remain below Ec(0)
and therefore crosses over to the D�1 region. Thus, Ec(0) presents a knife-edge to the trajectory as it
crosses U1 into the D0 region, forcing it back toward D1 or across D0 to D�1.
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14.2.3.6 Boundary Crisis

Reducing the resistance R still further produces more regions of chaos, interspersed with periodic
windows. Eventually, for a sufficiently small value of R, the unstable saddle trajectory that normally
resides outside the stable steady-state solution collides with the double-scroll Chua’s attractor and a blue
sky catastrophe called a boundary crisis [10] occurs. After this, all trajectories become unbounded.

14.2.4 Manifestations of Chaos

14.2.4.1 Sensitive Dependence on Initial Conditions

Consider once more the double-scroll Chua’s attractor shown in Figure 14.23. Two trajectories starting
from distinct but almost identical initial states in D1 will remain ‘‘close together’’ until they reach the
separating plane U1. Imagine that the trajectories are still ‘‘close’’ at the knife-edge, but that one trajectory
crosses into D0 slightly above E

c(0) and the other slightly below Ec(0). The former trajectory returns to D1

and the latter crosses over to D1: their ‘‘closeness’’ is lost.
The time-domain waveforms V1(t) for two such trajectories are shown in Figure 14.24. These

are solutions of Chua’s oscillator with the same parameters as in Figure 14.23; the initial condi-
tions are (I3, V2, V1)¼ (1.810 mA, 222.014 mV, �2.286 V) [solid curve] and (I3, V2, V1)¼ (1.810 mA,
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FIGURE 14.22 Three views of a simulated spiral Chua’s attractor in Chua’s oscillator with G¼ 550 mS.
(a) Reference view (compare with Figure 14.14d). (b) View of the edge of the outer complex eigenplanes Ec(Pþ)
and Ec(P�); note how trajectory in D1 is flattened onto Ec(Pþ). (c) View along the edge of the complex eigenplane
Ec(0); trajectories cannot cross this plane. (From Kennedy, M.P., IEEE Trans. Circuits Syst. I Fundam. Theory Appl.,
40, 664, Oct. 1993. With permission.)
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222.000 mV, �2.286 V) [dashed curve]. Although the initial conditions differ by less than 0.01% in just
one component (V2), the trajectories diverge and become uncorrelated within 5 ms because one crosses
the knife-edge before the other.
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FIGURE 14.23 Three views of a simulated double-scroll Chua’s attractor in Chua’s oscillator with G¼ 565 mS.
(a) Reference view (compare with Figure 14.14d). (b) View along the edge of the outer complex eigenplanes Ec(Pþ)
and Ec(P�); note how the trajectory in D1 is flattened onto Ec(Pþ) and onto Ec(P�) in D�1. (c) View along the edge
of the complex eigenplane Ec(0); a trajectory entering D0 from D1 above this plane returns to D1 while one entering
D0 below Ec(0) crosses to D�1. (From Kennedy, M.P., IEEE Trans. Circuits Syst. I Fundam. Theory Appl., 40, 665,
Oct. 1993. With permission.)

6
4
2
0

0 1 2 3 4 5

–2
–4
–6

FIGURE 14.24 Sensitive dependence on initial conditions. Two time waveforms V1(t) from Chua’s oscillator with
G¼ 550 mS, starting from (I3, V2, V1)¼ (1.810 mA, 222.01 mV, �2.286 V) [solid line] and (I3, V2, V1)¼ (1.810 mA,
222.000 mV, �2.286 V) [dashed line]. Note that the trajectories diverge within 5 ms. Horizontal axis: t (ms); vertical
axis: V1 (V). Compare with Figure 14.23.
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This rapid decorrelation of trajectories that originate in nearby initial states, commonly called sensitive
dependence on initial conditions, is a generic property of chaotic systems. It gives rise to an apparent
randomness in the output of the system and long-term unpredictability of the state.

14.2.4.2 ‘‘Randomness’’ in the Time Domian

Figures 14.14a through d show the state-space trajectories of period-one, period-two, and period-four
periodic attractors, a spiral Chua’s chaotic attractor, respectively, and the corresponding voltage wave-
forms V1(t).
The ‘‘period-one’’ waveform is periodic; it looks like a slightly distorted sinusoid. The ‘‘period-two’’

waveform is also periodic. It differs qualitatively from the ‘‘period-one’’ in that the pattern of a large peak
followed by a small peak repeats approximately once every two cycles of the period-one signal; that is
why it is called period-two.
In contrast with these periodic time waveforms, V1(t) for the spiral Chua’s attractor is quite irregular

and does not appear to repeat itself in any observation period of finite length. Although it is produced by
a third-order deterministic differential equation, the solution looks ‘‘random.’’

14.2.4.3 Broadband ‘‘Noise-Like’’ Power Spectrum

In the following discussion, we consider 8192 samples of V2(t) recorded at 200 kHz; leakage in the power
spectrum is controlled by applying a Welch window [17] to the data.
We remarked earlier that the period-one time waveform corresponding to the attractor in Figure

14.14a, is almost sinusoidal; we expect, therefore, that most of its power should be concentrated at the
fundamental frequency. The power spectrum of the period-one waveform V2(t) shown in Figure 14.14a
consists of a sharp spike at approximately 3 kHz and higher harmonic components that are over 30 dB
below the fundamental.
Because the period-two waveform repeats roughly once every 0.67 ms, this periodic signal has a

fundamental frequency component at approximately 1.5 kHz (see Figure 14.14b). Notice, however, that
most of the power in the signal is concentrated close to 3 kHz.
The period-four waveform repeats roughly once every 1.34 ms, corresponding to a fundamental

frequency component at approximately 750 Hz (see Figure 14.14c). Note once more that most of the
power in the signal is still concentrated close to 3 kHz.
The spiral Chua’s attractor is qualitatively different from these periodic signals. The aperiodic nature

of its time-domain waveforms is reflected in the broadband noise-like power spectrum (Figure 14.14d).
No longer is the power of the signal concentrated in a small number of frequency components; rather, it
is distributed over a broad range of frequencies. This broadband structure of the power spectrum persists
even if the spectral resolution is increased by sampling at a higher frequency fs. Notice that the spectrum
still contains a peak at approximately 3 kHz that corresponds to the average frequency of rotation of the
trajectory about the fixed point.

14.2.5 Practical Realization of Chua’s Circuit

Chua’s circuit can be realized in a variety of ways using standard or custom-made electronic components.
All the linear elements (capacitor, resistor, and inductor) are readily available as two-terminal devices.
A nonlinear resistor NR with the prescribed DP characteristic (called a Chua diode [10]) may be
implemented by connecting two negative resistance converters in parallel as outlined in Figure 14.25.
A complete list of components is given in Table 14.2.
The op-amp subcircuit consisting of A1, A2, and R1–R6 functions as a negative resistance converter

NR with DP characteristic as shown in Figure 14.28b. Using two 9 V batteries to power the op-amps
gives Vþ¼ 9 V and V�¼�9 V. From measurements of the saturation levels of the AD712 outputs,
Esat� 8.3 V, giving E� 1 V. With R2¼R3 and R5¼R6, the nonlinear characteristic is defined by
Ga¼�1=R1–1=R4¼�50=66 mS, Gb¼ 1=R3�1=R4¼�9=22 mS, and E¼R1Esat=(R1 þ R2)� 1 V [10].
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The equivalent circuit of Figure 14.25 is presented in Figure 14.26, where the real inductor is modeled
as a series connection of an ideal linear inductor L and a linear resistor R0. When the inductor’s resistance
is modeled explicitly in this way, the circuit is called Chua’s oscillator [5].

14.2.6 Experimental Steady-State Solutions

A two-dimensional projection of the steady-state attractor in Chua’s circuit may be obtained by
connecting V2 and V1 to the X and Y channels, respectively, of an oscilloscope in X–Y mode.
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V1V2

I3

R1 2

C2 C1

R3
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R1
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R4

A1 A2

V+ V+

V– V–

3

4

5

6

0
NR

+

++

+

– –

––

+

–

L

FIGURE 14.25 Practical implementation of Chua’s circuit using two op-amps and six resistors to realize the Chua
diode. Component values are listed in Table 14.2. (From Kennedy, M.P., IEEE Trans. Circuits Syst. I Fundam. Theory
Appl., 40, 640–656, 657–674, Oct. 1993. With permission.)

TABLE 14.2 Component List for the Practical Implementation
of Chua’s Circuit, Depicted in Figure 14.25

Element Description Value Tolerance (%)

A1 Op-amp (12 AD712, TL082,
or equivalent)

— —

A2 Op-amp (12 AD712, TL082,
or equivalent)

— —

C1 Capacitor 10 nF 	5

C2 Capacitor 100 nF 	5

R Potentiometer 2 kV —

R1 1
4 W resistor 3.3 kV 	5

R2 1
4 W resistor 22 kV 	5

R3 1
4 W resistor 22 kV 	5

R4 1
4 W resistor 2.2 kV 	5

R5 1
4 W resistor 220 V 	5

R6 1
4 W resistor 220 V 	5

L Inductor (TOKO-type 10 RB,
or equivalent)

118 mH 	10
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14.2.6.1 Bifurcation Sequence with R as Control Parameter

By reducing the variable resistor R in Figure 14.25 from 2000 V to 0, Chua’s circuit exhibits a
Hopf bifurcation from dc equilibrium, a sequence of period-doubling bifurcations to a spiral Chua’s
attractor, periodic windows, a double-scroll Chua’s chaotic attractor, and a boundary crisis, as illustrated
in Figure 14.27.
Notice that varying R in this way causes the size of the attractors to change: the period-one orbit is

large, period-two is smaller, the spiral Chua’s attractor is smaller again, and the double-scroll Chua’s
attractor shrinks considerably before it dies. This shrinking is due to the equilibrium points Pþ and P�
moving closer toward the origin as R is decreased. Consider the load line in Figure 14.19b: as R is
decreased, the slope G increases, and the equilibrium points P� and Pþ move toward the origin. Compare
also the positions of Pþ in Figures 14.22a and 14.23a.

14.2.6.2 Outer Limit Cycle

No physical system can have unbounded trajectories. In particular, any physical realization of a Chua
diode is eventually passive, meaning simply that for a large enough voltage across its terminals, the
instantaneous power PR(t) [¼VR(t)IR(t)] consumed by the device is positive.

Hence, the DP characteristic of a real Chua diode must include at least two outer segments with
positive slopes which return the characteristic to the first and third quadrants (see Figure 14.28b). From a
practical point of view, as long as the voltages and currents on the attractor are restricted to the negative
resistance region of the characteristic, these outer segments will not affect the circuit’s behavior.

The DP characteristic of the op-amp-based Chua diode differs from the desired piecewise-linear
characteristic depicted in Figure 14.28a in that it has five segments, the outer two of which have positive
slopes Gc¼ 1=R5¼ 1=220 S.
The ‘‘unbounded’’ trajectories that follow the boundary crisis in the ideal three-region system are

limited in amplitude by these dissipative outer segments and a large limit cycle results, as illustrated in
Figure 14.27i. This effect could, of course, be simulated by using a five-segment DP characteristic for NR

as illustrated in Figure 14.28b.
The parameter value at which the double-scroll Chua’s attractor disappears and the outer limit cycle

appears is different from that at which the outer limit cycle disappears and the chaotic attractor
reappears. This ‘‘hysteresis’’ in parameter space is the characteristic of a blue sky catastrophe.

14.2.7 Simulation of Chua’s Circuit

Our experimental observations and qualitative descriptive description of the global dynamics of
Chua’s circuit may be confirmed by simulation using a general purpose ODE solver such as MATLAB1

[22] or by employing a customized simulator such as ‘‘ABCþþ’’ [23].

V1V2 VR NRI3

IR

R0

C1C2

R

L
+ ++

– – –

FIGURE 14.26 Chua’s oscillator.
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For electrical engineers who are familiar with the SPICE circuit simulator but perhaps not with chaos,
we present a net-list and simulation results for a robust op-amp-based implementation of Chua’s circuit.
The AD712 op-amps in this realization of the circuit are modeled using Analog Devices’ AD712
macromodel. The TOKO 10RB inductor has a nonzero series resistance that we have included in the

(a)

(d) (e) (f)

(i)(h)(g)

(b) (c)

FIGURE 14.27 Typical experimental bifurcation sequence in Chua’s circuit (component values as in Table 14.2)
recorded using a digital storage oscilloscope. Horizontal axis V2 (a)–(h) 200 mV=div, (i) 2 V=div; vertical axis V1

(a)–(h) 1 V=div, (i) 2 V=div. (a) R¼ 1.83 kV, period–one; (b) R¼ 1.82 kV, period-two; (c) R¼ 1.81 kV, period-four;
(d) R¼ 1.80 kV, spiral Chua’s attractor; (e) R¼ 1.797 kV, period-three window; (f) R¼ 1.76 kV, spiral Chua’s
attractor; (g) R¼ 1.73 kV, double-scroll Chua’s attractor; (h) R¼ 1.52 kV, double-scroll Chua’s attractor; (i)
R¼ 1.42 kV, large limit cycle corresponding to the outer segments of the Chua diode’s DP characteristic. (From
Kennedy, M.P., IEEE Trans. Circuits Syst. I Fundam. Theory Appl., 40, 669, Oct. 1993. With permission.)
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SPICE net-list; a typical value of RO for this inductor is 12.5 V. Node numbers are as Figure 14.25: the
power rails are 111 and 222; 10 is the ‘‘internal’’ node of the physical inductor, where its series inductance
is connected to its series resistance.
A double-scroll Chua’s attractor results from a PSPICE simulation using the input deck shown in

Figure 14.29; this attractor is plotted in Figure 14.30.

14.2.8 Dimensionless Coordinates and the a–b Parameter-Space Diagram

Thus far, we have discussed Chua’s circuit equations in terms of seven parameters: L, C2, G, C1, E, Ga, and
Gb. We can reduce the number of parameters by normalizing the nonlinear resistor such that its
breakpoints are at 	1 V instead of 	E V. Furthermore, we may write Chua’s circuit Equation 14.12 in
normalized dimensionless form by making the following change of variables: X1¼V1=E, X2¼V2=E,
X3¼ I3=(EG), and t¼ tG=C2. The resulting state equations are

dX1

dt
¼ a[X2 � X1 � f (X1)]

dX2

dt
¼ X1 � X2 þ X3

dX3

dt
¼ �bX2

(14:15)

where a¼C2=C1, b¼C2=(LG
2), and f(X)¼ bXþ 1=2(a� b)(jXþ 1j � jX� 1j); a¼Ga=G and b¼Gb=G.

Thus, each set of seven circuit parameters has an equivalent set of four normalized dimensionless
parameters {a, b, a, b}. If we fix the values of a and b (which correspond to the slopes Ga and Gb of
the Chua diode), we can summarize the steady-state dynamical behavior of Chua’s circuit by means of a
two-dimensional parameter-space diagram.
Figure 14.31 presents the (a,b) parameter-space diagramwith a¼�8=7 and b¼�5=7. In this diagram,

each region denotes a particular type of steady-state behavior: for example, an equilibrium point, period-
one orbit, period-two, spiral Chua’s attractor, double-scroll Chua’s attractor. Typical state-space behaviors
are shown in the insets. For clarity, we show chaotic regions in a single shade; it should be noted that these
chaotic regions are further partitioned by periodic windows and ‘‘islands’’ of periodic behavior.
To interpret the a–b diagram, imagine fixing the value of b¼C2=(LG2) and increasing a¼C2=C1

from a positive value to the left of the curve labeled ‘‘Hopf at P	’’; experimentally, this corresponds to
fixing the parameters L, C2, G, E, Ga, and Gb, and reducing the value of C1—this is called a ‘‘C1 bifurcation
sequence.’’

Gb

Gb

Gc

Gb

Gb Gc

GaGa Esat

–Esat –E–E E E

IR

VRVR

IR

(b)(a)

–É

É

FIGURE 14.28 (a) Required three-segment piecewise-linear DP characteristic for the Chua diode in Figure 14.17.
(b) Every physically realizable nonlinear resistor NR is eventually passive—the outermost segments (while not
necessarily linear as presented here) must lie completely within the first and third quadrants of the VR� IR place
for sufficiently large jVRj and jIRj.
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Initially, the steady-state solution is an equilibrium point. As the value of C1 is reduced, the circuit
undergoes a Hopf bifurcation when a crosses the ‘‘Hopf at P	’’ curve. Decreasing C1 still further,
the steady-state behavior bifurcates from period-one to period-two to period-four and so on to
chaos, periodic windows, and a double-scroll Chua’s attractor. The right-hand side edge of the chaotic
region is delimited by a curve corresponding to the boundary crisis and ‘‘death’’ of the attractor.

ROBUST OP-AMP REALIZATION OF CHUA’S CIRCUIT

V+ 111  0  DC  9
V– 0 222 DC 9
L 1 10 0.018
R0 10 0 12.5
R 1 2 1770
C2 1 0 100.0N
C1 2 0 10.0N
XA1 2 4 111 222   3    AD712
R1 2 3 220
R2 3 4 220
R3 4 0 2200
XA2 2 6 111  222  5 AD712
R4 2 5 22000
R5 5 6 22000
R6 6 0 3300

* AD712 SPICE Macro-model            1/91, Rev. A
* Copyright 1991 by Analog Devices, Inc. (reproduced with permission)
*
.SUBCKT AD 712 13  15  21 16  14
*
VOS 15   8   DC  0
EC  9   0 14   0   1
C1 6 7  .5P
RP  16 12  12K
GB 11  0 3  0  1.67K
RD1 6  16  16k
RD2 7  16  16k
ISS 12 1  DC  100U
CCI  3 11  150P
GCM 0  3  0  1   1.76N
GA 3  0  7  6   2.3M
RE 1  0  2.5MEG
RGM 3  0  1.69K
VC  12 2  DC  2.8
VE  10  16 DC  2.8
RO1  11  14  25
CE  1  0  2P
RO2  0  11 30
RS1  1 4  5.77K
RS2  1 5  5.77K
J1  6 13  4  FET
J2  7  8 5  FET
DC  14  2 DIODE
DE  10 14  DIODE
DP  16  12  DIODE
D1 9  11  DIODE
D2  11  9   DIODE
IOS  15  13  5E-12
.MODEL DIODE D
.MODEL FET PJF(VTO = –1 BETA = 1M IS = 25E–12)
.ENDS

.IC V(2) = 0.1 V(1) = 0

.TRAN 0.01MS 100MS 50MS

.OPTIONS RELTOL = 1.0E–4 ABSTOL = 1.0E–4

.PRINT TRAN V(2) V(1)

.END

FIGURE 14.29 SPICE deck to simulate the transient response of the dual op-amp implementation of Chua’s
circuit. Node numbers are as in Figure 14.25. The op-amps are modeled using the Analog Devices AD712 macro-
model. R0 models the series resistance of the real inductor L.
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4.0 V

2.0 V

0 V

–2.0 V

–4.0 V
–800 mV –600 mV –400 mV –200 mV 0 V 200 mV 400 mV 600 mV 800 mV

FIGURE 14.30 PSPICE (evaluation version 5.4, July 1993) simulation of Figure 14.25 using the input deck from
Figure 14.29 yields this double-scroll Chua’s attractor. Horizontal axis V2 (V) and vertical axis V1 (V).
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FIGURE 14.31 a–b parameter space diagram for the normalized dimensionless Chua’s circuit Equation 14.31 with
a¼�8=7 and b¼�5=7. (From Kennedy, M.P., IEEE Trans. Circuits Syst. I Fundam. Theory Appl., 40, 673, Oct. 1993.
With permission.)
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Beyond this curve, trajectories diverge toward infinity. Because of eventual passivity in a real circuit,
these divergent trajectories will of course converge to a limit cycle in any physical implementation of
Chua’s circuit.

14.3 Chua’s Oscillator

Chua’s oscillator [5] (see Figure 14.26) is derived from Chua’s circuit by adding a resistor R0 in series
with the inductor L. The oscillator contains a linear inductor, two linear resistors, two linear capacitors,
and a single Chua diode NR. NR is a voltage-controlled piecewise-linear resistor whose continuous odd-
symmetric three-segment DP characteristic (see Figure 14.18) is described explicitly by the relationship

IR ¼ GbVR þ 1
2
(Ga � Gb)(jVR þ Ej � jVR � Ej)

The primary motivation for studying this circuit is that the vector field of Chua’s oscillator is topologic-
ally conjugate to the vector field of a large class of three-dimensional, piecewise-linear vector fields. In
particular, the oscillator can exhibit every dynamical behavior known to be possible in an autonomous
three-dimensional, continuous-time dynamical system described by a continuous odd-symmetric three-
region piecewise-linear vector field. With appropriate choices of component values, the circuit follows the
period-doubling, intermittency, and quasiperiodic routes to chaos.

14.3.1 State Equations

Choosing V1, V2, V, and I3 as state variables, Chua’s oscillator may be described by three ODEs:

dV1

dt
¼ G

C1
(V2 � V1)� 1

C1
f (V1)

dV2

dt
¼ G

C2
(V1 � V2)þ 1

C2
I3

dI3
dt

¼ � 1
L
V2 � R0

L
I3

where
G¼ 1=R
f (VR)¼GbVRþ 1=2 (Ga�Gb) (jVRþEj � jVR�Ej)

The vector field is parameterized by eight constants: L, C2, G, C1, R0, E, Ga, and Gb. We can reduce the
number of parameters by normalizing the nonlinear resistor such that its breakpoints are at 	1 V instead
of 	EV, scaling the state variables, and scaling time.
By making the following change of variables: X1¼V1=E, X2¼V2=E, X3¼ I3=(EG), t¼ tjG=C2j, and

k¼ sgn(G=C2),* we can rewrite the state Equations 14.16 in normalized dimensionless form:

dX1

dt
¼ ka[X2 � X1 � f (X1)]

dX2

dt
¼ k(X1 � X2 þ X3)

dX3

dt
¼ �k(bX2 þ gX3)

* The signum function is defined by sgn(x)¼ x if x> 0, sgn(x)¼�x if x< 0, and sgn(0)¼ 0.
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where a¼C2=C1, b¼C2=(LG
2), g¼R0C2=(LG), and f(x)¼ bXþ 1=2(a� b)(jXþ 1j�jX�1j) with

a¼Ga=G and b¼Gb=G. Thus, each set of eight circuit parameters has an equivalent set of six normalized
dimensionless parameters {a, b, g, a, b, k}.

14.3.2 Topological Conjugacy

Two vector fields F and F0 are topologically conjugate if there exists a continuous map h (which has a
continuous inverse) such that h maps trajectories of F into trajectories of F0, preserving time orientation
and parametrization of time. If ft and f0

t are the flows of F and F0, respectively, then ft � h¼ h � f0
t for

all t. This means that the dynamics of F and F0 are qualitatively the same. If h is linear, then F and F0 are
said to be linearly conjugate.

14.3.2.1 Class #

The three-dimensional, autonomous, continuous-time dynamical system defined by the state equation

_X ¼ F(X), X 2 R
3

is said to belong to class # iff

1. F: R3 ! R
3 is continuous

2. F is odd-symmetric, i.e., F(�X)¼�F(X)
3. R3 is partitioned by two parallel boundary planes U1 and U�1 into an inner region D0, which

contains the origin, and two outer regions D1 and D�1, and F is affine in each region.

Without loss of generality, the boundary planes and the regions they separate can be chosen as follows:

D�1 ¼ {X:X1 � �1}

U�1 ¼ {X:X1 ¼ �1}

D0 ¼ {X: jX1j � 1}

U1 ¼ {X:X1 ¼ 1}

D1 ¼ {X:X1 
 1}

Any vector field in the family # can then be written in the form

_X ¼
A�1X � b X1 � �1

A0X �1 � X1 � 1

A1X þ b X1 
 1

8<
:

where

A�1 ¼ A1 ¼
a11 a12 a13
a21 a22 a23
a31 a32 a33

2
4

3
5 and b ¼

b1
b2
b3

2
4

3
5

By continuity of the vector field across the boundary planes,

A0 ¼
(a11 þ b1) a12 a13
(a21 þ b2) a22 a23
(a31 þ b3) a32 a33

2
64

3
75
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14.3.2.2 Equivalent Eigenvalue Parameters

Let (m1, m2, m3) denote the eigenvalues associated with the linear vector field in the D0 region and
let (n1, n2, n3) denote the eigenvalues associated with the affine vector fields in the outer regions D1 and
D�1. Define

p1 ¼ m1 þ m2 þ m3

p2 ¼ m1m2 þ m2m3 þ m3m1

p3 ¼ m1m2m3

q1 ¼ v1 þ v2 þ v3
q2 ¼ v1v2 þ v2v3 þ v3v1
q3 ¼ v1v2v3

9>>>>>>>>>>>=
>>>>>>>>>>>;

(14:16)

Because the six parameters {p1, p2, p3, q1, q2, q3} are uniquely determined by the eigenvalues {m1, m2, m3,
n1, n2, n3} and vice versa, the former are called the equivalent eigenvalue parameters. Note that the
equivalent eigenvalues are real; they are simply the coefficients of the characteristic polynomials:

(s� m1)(s� m2)(s� m3) ¼ s3 � p1s
2 þ p2s� p3

(s� n1)(s� n2)(s� n3) ¼ s3 � q1s
2 þ q2s� q3

THEOREM 14.3 (Chua et al.) [5]

Let {m1, m2, m3, n1, n2, n3} be the eigenvalues associated with a vector field F(X) 2 #=%0, where %0 is the set
of measure zero in the space of equivalent eigenvalue parameters where one of the five conditions in
Equation 14.17 is satisfied. Then, Chua’s oscillator with parameters defined by Equations 14.18 and 14.19
is linearly conjugate to this vector field.

p1 � q1 ¼ 0

p2 � p3 � q3
p1 � q1

� �
� p2 � q2

p1 � q1

� �
p1 � p2 � q2

p1 � q1

� �
¼ 0

� p2 � q2
p1 � q1

� �
� k1
k2

¼ 0

�k1k3 þ k2
p3 � q3
p1 � q1

� �
¼ 0

det K ¼ det

1 0 0

a11 a12 a13

K31 K32 K33

2
64

3
75 ¼ a12k33 � a13k32 ¼ 0

9>>>>>>>>>>>>>>>>>>>>=
>>>>>>>>>>>>>>>>>>>>;

(14:17)

where

K3i ¼
X3
j¼i

a1jaji, i ¼ 1, 2, 3

We denote by ~# the set of vector fields #=%0. Two vector fields in ~# are linearly conjugate if they have
the same eigenvalues in each region.
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14.3.3 Eigenvalues-to-Parameters Mapping Algorithm for Chua’s Oscillator

Every continuous, third-order, odd-symmetric, three-region, piecewise-linear vector field F0 in # may be
mapped onto a Chua’s oscillator (where the vector field F is topologically conjugate to F0) by means of the
following algorithm [5]:

1. Calculate the eigenvalues (m0
1, m

0
2, m

0
3) and (v01, v

0
2, v

0
3) associated with the linear and affine regions,

respectively, of the vector field F0 of the circuit or system whose attractor is to be reproduced (up to
linear conjugacy) by Chua’s oscillator.

2. Find a set of circuit parameters {C1, C2, L, R, R0, Ga, Gb, E} (or dimensionless parameters {a, b, g, a,
b, k}) so that the resulting eigenvalues mj and vj for Chua’s oscillator satisfy mj¼m0

j and
v ¼ v0j , j ¼ 1, 2, 3.

Let {p1, p2, p3, q1, q2, q3} be the equivalent eigenvalue parameters defined by Equation 14.16. Further-
more, let

k1 ¼ �p3 þ p3 � q3
p1 � q1

� �
p1 � p2 � q2

p1 � q1

� �

k2 ¼ p2 � p3 � q3
p1 � q1

� �
� p2 � q2

p1 � q1

� �
p1 � p2 � q2

p1 � q1

� �

k3 ¼ � p2 � q2
p1 � q1

� �
� k1
k2

k4 ¼ �k1k3 þ k2
p3 � q3
p1 � q1

� �

9>>>>>>>>>>>>>>=
>>>>>>>>>>>>>>;

(14:18)

The corresponding circuit parameters are given by

C1 ¼ 1

C2 ¼ � k2
k23

L ¼ � k23
k4

R ¼ � k3
k2

R0 ¼ � k1k23
k2k4

Ga ¼ �p1 þ p2 � q2
p1 � q1

� �
þ k2
k3

Gb ¼ �q1 þ p2 � q2
p1 � q1

� �
þ k2
k3

9>>>>>>>>>>>>>>>>>>>>>>>>>>=
>>>>>>>>>>>>>>>>>>>>>>>>>>;

(14:19)

The breakpoint E of the piecewise-linear Chua diode can be chosen arbitrarily because the choice of E
does not affect either the eigenvalues or the dynamics; it simply scales the circuit variables. In a practical
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realization of the circuit, one should scale the voltages and currents so that they lie within the inner three
segments of the nonlinear resistor NR.

The dimensionless parameters can be calculated as follows:

a ¼ � k2
k23

b ¼ k4
k2k23

g ¼ k1
k2k3

a ¼ �1þ k3
k2

p1 � p2 � q2
p1 � q1

� �

b ¼ �1þ k3
k2

q1 � p2 � q2
p1 � q1

� �

k ¼ sgn(k3)

9>>>>>>>>>>>>>>>>>>>>>=
>>>>>>>>>>>>>>>>>>>>>;

(14:20)

Example: Torus

Figure 14.32 shows a practical implementation of Chua’s oscillator that exhibits a transition to chaos by
torus breakdown. A complete list of components is given in Table 14.3.
A SPICE simulation of this circuit produces a quasiperiodic voltage n(2) (¼�V1), as expected (see

Figure 14.33). The resistor R0 is not explicitly added to the circuit, but models the dc resistance of the
inductor.

R6 R5 R1
R2

R3

R4

R

A2

VR

IR

NR

V1V2

I3

V+ V–

V+

V–
+

++
+

+

– – –

–C1C2L

1

A1

4

3

2

5
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FIGURE 14.32 Practical implementation of Chua’s oscillator using an op-amp and four resistors to realize the
Chua diode. (From Kennedy, M.P., IEEE Trans. Circuits Syst. I Fundam. Theory Appl., 40, 640, 657, Oct. 1993. With
permission.) The negative resistor G is realized by means of a negative resistance converter (A2, R5, R6, and positive
resistor R). If R2¼R3 and R5¼R6, and Ga¼ 1=R4� 1=R1, Gb¼ 1=R4þ 1=R2, and G¼�1=R. Component values are
listed in Table 14.3.
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14.4 van der Pol Neon Bulb Oscillator

In a paper titled ‘‘Frequency demultiplication,’’ the eminent
Dutch electrical engineer Balthazar van der Pol described an
experiment in which, by tuning the capacitor in a neon
bulb RC relaxation oscillator driven by a sinusoidal voltage
source (see Figure 14.34), ‘‘currents and voltages appear in
the system which are whole submultiples of the driving
frequency’’ [11].
The circuit consists of a high-voltage dc source E attached

via a large series resistance R to a neon bulb and capacitor C
that are connected in parallel; this forms the basic relaxation
oscillator. Initially, the capacitor is discharged and the neon
bulb is nonconducting. The dc source charges C with
time constant RC until the voltage across the neon bulb is

–6.0 V
50 ms 60 ms 70 ms 80 ms 90 ms 100 ms

–4.0 V

–2.0 V

0 V

2.0 V

FIGURE 14.33 PSPICE simulation (.TRAN 0.01ms 100ms 50ms) of Figure 14.32with initial conditions .ICV(2)¼�0.1
V(1)¼�0.1 and tolerances .OPTIONS RELTOL¼ 1 E� 4 ABSTOL¼ 1 E� 4 yields this quasiperiodic voltage waveform at
node 2.

TABLE 14.3 Component List for the Chua Oscillator in Figure 14.32

Element Description Value Tolerance (%)

A1 Op-amp (12 AD712, TL082,
or equivalent)

— —

A2 Op-amp (12 AD712, TL082,
or equivalent)

— —

C1 Capacitor 47 nF 	5

C2 Capacitor 820 nF 	5

R1
1
4 W resistor 6.8 kV 	5

R2
1
4 W resistor 47 kV 	5

R3
1
4 W resistor 47 kV 	5

R4 Potentiometer 2 kV —

R5 W resistor 220 V 	5

R6
1
4 W resistor 220 V 	5

R Potentiometer 2 kV —

L Inductor(TOKO-type 10 RB,
or equivalent)

18 mH 	10

Es

Rs

E

R

C

Ne

i

+
_

FIGURE 14.34 Sinusoidally driven neon
bulb relaxation oscillator. Ne is the neon bulb.
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sufficient to turn it on. Once lit, the bulb presents a shunt low resistance path to the capacitor. The
voltage across the capacitor falls exponentially until the neon arc is quenched, the bulb is returned to its
‘‘off’’ state, and the cycle repeats.
A sinusoidal voltage source Es¼E0 sin(2p fst) is inserted in series with the neon bulb. Its effect is to

perturb the ‘‘on’’ and ‘‘off’’ switching thresholds of the capacitor voltage.
Experimental results for this circuit are summarized in Figure 14.35, where the ratio of the system

period (time interval before the pattern of current pulses repeats itself) to the period T of the forcing is
plotted versus the capacitance C.
van der Pol noted that as the capacitance was increased from that value (C0) for which the

natural frequency f0 of the undriven relaxation oscillator equaled that of the sinusoidal source (system
period=T¼ 1), the system frequency made ‘‘discrete jumps from one whole submultiple of the driving
frequency to the next’’ (detected by means of ‘‘a telephone coupled loosely in some way to the system’’).
van der Pol noted that ‘‘often an irregular noise is heard in the telephone receiver before the frequency
jumps to the next lower value’’; van der Pol had observed chaos. Interested primarily in frequency
demultiplication, he dismissed the ‘‘noise’’ as ‘‘a subsidiary phenomenon.’’
Typical current waveforms, detected by means of a small current-sensing resistor Rs placed in series

with the bulb are shown in Figure 14.36. These consist of a series of sharp spikes, corresponding to
the periodic firing of the bulb. Figure 14.36c shows a nonperiodic ‘‘noisy’’ signal of the type noticed by
van der Pol.
The frequency locking behavior of the driven neon bulb oscillator circuit is characteristic of forced

oscillators that contain two competing frequencies: the natural frequency f0 of the undriven oscillator and
the driving frequency fs. If the amplitude of the forcing is small, either quasiperiodicity or mode-locking
occurs. For a sufficiently large amplitude of the forcing, the system may exhibit chaos.
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FIGURE 14.35 Normalized current pulse pattern repetition rate versus C for the sinusoidally driven neon
relaxation oscillator in Figure 14.34, showing a coarse staircase structure of mode-lockings. (From Kennedy, M.P.
and Chua, L.O., IEEE Trans. Circuits Syst., CAS-33, 975, Oct. 1986. With permission.)
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14.4.1 Winding Numbers

Subharmonic frequency locking in a forced oscillator containing two competing frequencies f1 and f2 may
be understood in terms of a winding number. The concept of a winding number was introduced by
Poincaré to describe periodic and quasiperiodic trajectories on a torus.
A trajectory on a torus that winds around the minor axis of the torus with frequency f1 revolutions

per second, and completes revolutions of the major axis with frequency f2, may be parametrized by two
angular coordinates u1� f1t and u2� f2t, as illustrated in Figure 14.37 [6]. The angles of rotation u1 and
u2 about the major and minor axes of the torus are normalized so that one revolution corresponds to a
change in u of 1.

A Poincaré map for this system can be defined by sampling the state u1 with period t¼ 1=f2.
Let uk¼ u1(kt). The Poincaré map has the form

ukþ1 ¼ G(uk), k ¼ 0, 1, 2, . . .

(a) (b)

(c)
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FIGURE 14.36 Periodic and chaotic neon bulb current waveforms. (a) One current pulse per cycle of Es: fs=fd¼ 1=1;
(b) one current pulse every two cycles of Es: fs=fd¼ 2=1; (c) ‘‘noisy’’ current waveform.
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If f1=f2¼ p=q is rational, then the trajectory is periodic, closing on itself after completing q revolutions
about the major axis of the torus. In this case, we say that the system is periodic with period q and
completes p cycles per period. If the ratio p=q is irrational then the system is quasiperiodic; a trajectory
covers the surface of the torus, coming arbitrarily close to every point on it, but does not close on itself.
The winding number w is defined by

w ¼ lim
k!1

G(k)(u0)
k

where G(k) denotes the k-fold iterate of G and u0 is the initial state.
The winding number counts the average number of revolutions in the Poincaré section per iteration.

Equivalently, w equals the average number of turns about the minor axis per revolution about the major
axis of the torus.* Periodic orbits possess rational winding numbers and are called resonant; quasiper-
iodic trajectories have irrational winding numbers.

14.4.2 Circle Map

A popular paradigm for explaining the behavior of coupled nonlinear oscillators with two competing
frequencies is the circle map:

ukþ1 ¼ uk þ K
2p

sin(2puk)þV

� �
mod 1, k ¼ 0, 1, 2, . . . (14:21)

so-called because it maps the circle into itself. The sinusoidal term represents the amplitude of
the forcing, and V is the ratio of the natural frequency of the unperturbed system and the forcing
frequency [18].
When K� 0, the steady state of the discrete-time dynamical system (Equation 14.22) is either periodic

or quasiperiodic, depending on whether V is rational or irrational.

G(θk)

θk

θ2

θ1

Σ

FIGURE 14.37 A trajectory on a torus is characterized by two normalized angular coordinates. u1¼ f1t is the angle
of rotation about the minor axis of the torus, while u2¼ f2t is the angle of rotation along the major axis, where f1 and
f2 are the frequencies of rotation about the corresponding axes. A Poincaré map ukþ1¼G(uk) is defined by sampling
the trajectory with frequency 1=f2. The winding number w counts the average number of revolutions in the Poincaré
section per iteration of the map.

* Either frequency may be chosen to correspond to the major axis of the torus, so the winding number and its reciprocal are
equivalent.

Bifurcation and Chaos 14-51



If the amplitude K of the forcing is nonzero but less than unity, the steady-state is q-periodic
when V¼ p=q is rational. In this case, a nonzero mode-locked window [Vmin(w), Vmax(w)] occurs,
over which w¼ p=q. A mode-locked region is delimited by saddle-node bifurcations at Vmin(w) and
Vmax(w) [18].
The function w(V) in Figure 14.38 is monotone increasing and forms a Devil’s staircase with plateaus

at every rational value of w—for example, the step with winding number 1=2 is centered at V¼ 0.5. An
experimental Devil’s staircase for the driven neon bulb circuit, with low-amplitude forcing, is shown in
Figure 14.39.
As the amplitude k is increased, the width of each locked interval in the circle map increases so that

mode-locking becomes more common and quasiperiodicity occurs over smaller ranges of driving
frequencies. The corresponding (K, V) parameter space diagram (see Figure 14.40) consists of a
series of distorted triangles, known as Arnold Tongues, with apexes that converge to rational values of
V at K¼ 0.
Within a tongue, the winding number is constant, yielding one step of the Devil’s staircase.

The winding numbers of adjacent tongues are related by a Farey tree structure. Given two periodic
windows with winding number w1¼ p=q and w2¼ r=s, another periodic window with winding number
w¼ (apþbr)=(aqþbs) can always be found, where p, q, r, and s are relatively prime and a and b are
strictly positive integers. Furthermore, the widest mode-locked window between w1 and w2 has winding
number (pþ r)=(qþ s). For example, the widest step between those with winding numbers 1=2 and 2=3 in
Figure 14.38 has w¼ 3=5.
The sum of the widths of the mode-locked states increases monotonically from zero at K¼ 1 to unity

at K¼ 1. Below the critical line K¼ 1, the tongues bend away from each other and do not overlap. At
K¼ 1, tongues begin to overlap, a kink appears in the Poincaré section and the Poincaré map develops a
horseshoe; this produces coexisting attractors and chaos.
The transition to chaos as K is increased through K¼ 1 may be by a period-doubling cascade within a

tongue, intermittency, or directly from a quasiperiodic trajectory by the abrupt disappearance of
that trajectory (a blue sky catastrophe). This qualitative behavior is observed in van der Pol’s neon
bulb circuit.
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FIGURE 14.38 Devil’s staircase for the circle map with K¼ 1. The steps indicate the regions in which w is constant.
The staircase is self-similar in the sense that its structure is reproduced qualitatively at smaller scales (see inset).
(From Glazier, J.A. and Libchaber, A., IEEE Trans. Circuits Syst., 35, 793, July 1988. With permission.)
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FIGURE 14.39 Experimentally measured staircase structure of lockings for a forced neon bulb relaxation oscillator.
The winding number is given by fs=fd, the ratio of the frequency of the sinusoidal driving signal to the average
frequency of current pulses through the bulb. (From Kennedy, M.P., Krieg, K.R., and Chua, L.O., IEEE Trans. Circuits
Syst., 36, 1137, Aug. 1989. With permission.)
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FIGURE 14.40 Parameter space diagram for the circle map showing Arnold tongue structure of lockings in the K–V
plane. The relative widths of the tongues decrease as the denominator of the winding number increases. Below the
critical line K¼ 1, the tongues bend away from each other and do not overlap; for K> 1, the Poincaré map develops
a fold and chaos can occur. (From Glazier, J.A. and Libchaber, A., IEEE Trans. Circuits Syst., 35, 793, July 1988.
With permission.)
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14.4.3 Experimental Observations of Mode-Locking and Chaos
in van der Pol’s Neon Bulb Circuit

With the signal source Es zeroed, the natural frequency of the undriven relaxation oscillator is set to
1 kHz by tuning capacitance C to C0. A sinusoidal signal with frequency 1 kHz and amplitude E0 is
applied as shown in Figure 14.34. The resulting frequency of the current pulses (detected by measuring
the voltage across Rs) is recorded with C as the bifurcation parameter.

14.4.3.1 C Bifurcation Sequence

If a fixed large-amplitude forcing Es is applied and C is increased slowly, the system at first continues to
oscillate at 1 kHz (Figure 14.36a) over a range of C, until the frequency ‘‘suddenly’’ drops to 1000=2 Hz
(Figure 14.36b), stays at that value over an additional range of capacitance, drops to 1000=3 Hz, then
1000=4, 1000=5, and so on as far as 1000=20 Hz. These results are summarized in Figure 14.35.
Between each two submultiples of the oscillator driving frequency, a further rich structure of

submultiples is found. At the macroscopic level (the coarse structure examined by van der Pol) increasing
the value of C causes the system periods to step from T (1 ms) to 2T, 3T, 4T, . . . , where the range of C for
which the period is fixed is much greater than that over which the transitions occur (Figure 14.35).

Examining the shaded transition regions more closely, one finds that between any two ‘‘macroscopic’’
regions where the period is fixed at (n� 1)T and nT (n> 1), respectively, there lies a narrower region
over which the system oscillates with stable period (2n� 1)T. Further, between (n� 1)T and (2n �1)T,
one finds a region of C for which the period is (3n� 2)T, and between (2n� 1)T and nT, a region with
period (3n� 1)T. Indeed, between any two stable regions with periods (n� 1)T and nT, respectively, a
region with period (2n �1)T can be found. Figure 14.41 depicts an enlargement of the C axis in the
region of the T to 2T macrotransition, showing the finer period-adding structure.
Between T and 2T is a region with stable period 3T. Between this and 2T, regions of periods 5T, 7T,

9T, . . . , 25T are detected. Current waveforms corresponding to period-three and period-five steps, with
winding numbers 3=2 and 5=3, respectively, are shown in Figure 14.42.
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FIGURE 14.41 Experimental pulse pattern repetition rate versus C for van der Pol’s forced neon bulb oscillator,
showing fine period-adding structure. (From Kennedy, M.P. and Chua, L.O., IEEE Trans. Circuits Syst., CAS-33, 975,
Oct. 1986. With permission.)
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A region of period 4T lies between T and 3T, with steps 7T, 10T, 13T, . . . , 25T between that and 3T.
In practice, it becomes difficult to observe cycles with longer periods because stochastic noise in the

experimental circuit can throw the solution out of the narrow window of existence of a high period orbit.

14.4.3.2 Experimental fs Bifurcation Sequence with Low-Amplitude Forcing

An experimental Devil’s staircase may be plotted for this circuit by fixing the parameters of the relaxation
oscillator and the amplitude of the sinusoidal forcing signal, and choosing the forcing frequency fs as the
bifurcation parameter. The quantity fs=fd is the equivalent winding number in this case, where fd is the
average frequency of the current pulses through the neon bulb.
Experimental results for the neon bulb circuit with low-amplitude forcing are presented in Figures

14.39 and 14.43. The monotone staircase of lockings is consistent with a forcing signal of small
amplitude. Note that the staircase is self-similar in the sense that its structure is reproduced qualitatively
at smaller scales of the bifurcation parameter. If the amplitude of the forcing is increased, the onset of
chaos is indicated by a nonmonotonicity in the staircase.

14.4.4 Circuit Model

The experimental behavior of van der Pol’s sinusoidally driven neon bulb circuit may be reproduced in
simulation by an equivalent circuit (see Figure 14.44) in which the only nonlinear element (the neon
bulb) is modeled by a nonmonotone current-controlled resistor with a series parasitic inductor Lp.
The corresponding state equations are

dVC

dt
¼ � 1

RC
VC � 1

C
IL þ E

RC

dIL
dt

¼ 1
Lp

VC � Rs

Lp
IL � f (IL)

Lp
� E0 sin(2pfst)

Lp

where V¼ f(I) is the DP characteristic of the current-controlled resistor (see Figure 14.45).
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FIGURE 14.42 Neon bulb current waveforms. (a) Two pulses every three cycles of fs: fs=fd¼ 3=2; (b) three pulses
every five cycles fs=fd¼ 5=3.
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14.5 Synchronization of Chaotic Circuits

Chaotic steady-state solutions are characterized by sensitive dependence on initial conditions; trajectories
of two identical autonomous continuous-time dynamical systems started from slightly different initial
conditions quickly become uncorrelated. Surprisingly perhaps, it is nevertheless possible to synchronize
these systems in the sense that a trajectory of one asymptotically approaches that of the other. Two
trajectories X1(t) and X2(t) are said to synchronize if
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FIGURE 14.43 Magnification of Figure 14.39 showing self-similarity. (From Kennedy, M.P., Krieg, K.R., and Chua,
L.O., IEEE Trans. Circuits Syst., 36, 1137, Aug. 1989. With permission.)
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FIGURE 14.44 van der Pol’s neon bulb circuit—computer model. The bulb is modeled by a nonmonotonic
current-controlled nonlinear resistor with parasitic transit inductance Lp.
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lim
t!1kX1(t)� X2(t)k ¼ 0

In this section, we describe two techniques for synchronizing chaotic trajectories.

14.5.1 Linear Mutual Coupling

The simplest technique for synchronizing two dynamical systems

_X1 ¼ F1(X1), X1(0) ¼ X10

_X2 ¼ F2(X2), X2(0) ¼ X20

is by linear mutual coupling of the form

_X1 ¼ F1(X1)þ K(X2 � X1), X1(0) ¼ X10

_X2 ¼ F2(X2)þ K(X2 � X1), X2(0) ¼ X20

(14:22)

where X1, X2 2 R
n and K¼ diag (K11, K22, . . . , Knn)

T.
Here, X1(t) is called the goal dynamics. The synchronization problem may be stated as follows:

find K such that

lim
t!1

kX1(t)� X2(t)k ¼ 0

that is, that the solution X2(t) synchronizes with the goal trajectory X1(t).
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FIGURE 14.45 Neon bulb DP characteristics: (a) measured and (b) simulated. (From Kennedy, M.P. and Chua, L.
O., IEEE Trans. Circuits Syst., CAS-33, 976, Oct. 1986. With permission.)
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In general, it is difficult to prove that synchronization occurs, unless an appropriate
Lyapunov function* of the error system E(t)¼X1(t)�X2(t) can be found. However, several examples
exist in the literature where mutually coupled chaotic systems synchronize over particular ranges of
parameters.

Example: Mutually Coupled Chua’s Circuits

Consider a linear mutual coupling of two Chua’s circuits. In dimensionless coordinates, the system under
consideration is

dX1
dt

¼ a[X2 � X1 � f (X1)]þ K11(X4 � X1)

dX2
dt

¼ X1 � X2 � X3 þ K22(X5 � X2)

dX3
dt

¼ �by þ K33(X6 � X3)

dX4
dt

¼ a X5 � X4 � f (X4)ð Þ þ K11(X1 � X4)

dX5
dt

¼ X4 � X5 � X6 þ K22(X2 � X5)

dX6
dt

¼ �bX5 þ K33(X3 � X6)

Two mutually coupled Chua’s circuits characterized by a¼ 10.0, b¼ 14.87, a¼�1.27, and b¼�0.68 will
synchronize (the solutions of the two systems will approach each other asymptotically) for the following
matrices K:

X1 – coupling K11> 0.5, K22¼ K33¼ 0
X2 – coupling K22> 5.5, K11¼ K33¼ 0
X3 – coupling 0.7< K33< 2, K11¼ K22¼ 0
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FIGURE 14.46 Synchronization of two Chua’s circuits by means of resistive coupling between VC1
and V 0

C1
.

* For a comprehensive exposition of Lyapunov stability theory, see Ref. [19].
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Coupling between states X1 and X4 may be realized experimentally by connecting a resistor between
the tops of the nonlinear resistors, as shown in Figure 14.46. States X2 and X5 may be coupled by
connecting the tops of capacitors C2 by means of a resistor.
A simulation of the system, which confirms synchronization of the two chaotic Chua’s circuits in the

case of linear mutual coupling between state VC1 and V 0
C1 is presented in Figure 14.47.

14.5.2 Pecora–Carroll Drive-Response Concept

The drive-response synchronization scheme proposed by Pecora and Carroll applies to systems that are
drive-decomposable [16]. A dynamical system is called drive-decomposable if it can be partitioned into
two subsystems that are coupled so that the behavior of the second (called the response subsystem)
depends on that of the first, but the behavior of the first (called the drive subsystem) is independent of
that of the second.
To construct a drive-decomposable system, an n-dimensional autonomous continuous-time dynam-

ical system

_X ¼ F(X), X(0) ¼ X0 (14:23)

where X¼ (X1, X2, . . . , Xn)
T and F(X)¼ [F1(X), F2(X), . . . , Fn(X)]

T, is first partitioned into two
subsystems

_X1 ¼ F1(X1, X2), X1(0) ¼ X10 (14:24)

_X2 ¼ F2(X1, X2), X2(0) ¼ X20 (14:25)

where X1¼ (X1, X2, . . . , Xm)
T, X2¼ (Xmþ1, Xmþ2, . . . , Xn)

T,
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FIGURE 14.47 Simulation of the normalized dimensionless form of Figure 14.46, illustrating synchronization by
mutual coupling of state variables. Identify {x[1], x[2], x[3]} with {VC1

VC2
IL} and {x[4], x[5], x[6]} with {V 0

C1
V 0
C2
I0L}

synchronizes with VC2
(t) and I0L(t) synchronizes with IL(t). (From Chua, L.O., Itoh, M., Kočarev, L., and Eckert, K.,

J. Circuits Syst. Comput., 3, 1, 99, Mar. 1993. With permission.)
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F1(X1, X2) ¼

F1(X1, X2)

F2(X1, X2)

..

.

Fm(X1, X2)

0
BBBB@

1
CCCCA

and

F2(X1, X2) ¼

Fmþ1(X1, X2)

Fmþ2(X1, X2)

..

.

Fn(X1, X2)

0
BBBB@

1
CCCCA

An identical (n � m)-dimensional copy of the second subsystem, with X3 as state variable and X1 as
input, is appended to form the following (2n � m)-dimensional coupled drive-response system:

_X1 ¼ F1(X1, X2), X1(0) ¼ X10 (14:26)

_X2 ¼ F2(X1, X2), X2(0) ¼ X20 (14:27)

_X3 ¼ F2(X1, X3), X3(0) ¼ X30 (14:28)

The n-dimensional dynamical system defined by Equations 14.26 and 14.27 is called the drive system and
Equation 14.28 is called the response subsystem.
Note that the second drive subsystem (Equation 14.27) and the response subsystem (Equation 14.28)

lie in state spaces of dimension R
(n–m) and have identical vector fields F2 and inputs X1.

Consider a trajectory X3(t) of Equation 14.29 that originates from an initial state X30 ‘‘close’’ to X20.
We may think of X2(t) as a perturbation of X3(t). In particular, define the error X3(t)¼X2(t) � X3(t).
The trajectory X2(t) approaches X3(t) asymptotically (synchronizes) if kX2k ! 0 as t!1. Equivalently,
the response subsystem (Equation 14.29) is asymptotically stable when driven with X1(t).

The stability of an orbit of a dynamical system may be determined by examining the linearization of
the vector field along the orbit. The linearized response subsystem is governed by

_x3 ¼ DX3F2 X1(t), X3ð Þx3, x3(0) ¼ x30

where Dx3F2(X1(t), X3) denotes the partial derivatives of the vector field F2 of the response subsystem
with respect to X3. This is a linear time-varying system whose state transition matrix Ft(X10, X30) maps a
point x30 into X3(t). Thus,

x3(t) ¼ Ft(X10 , X30 )x30

Note that Ft is a linear operator. Therefore, an (n � m)-dimensional ball Be(X30) of radius e about X30 is
mapped into an ellipsoid whose principal axes are determined by the singular values of Ft. In particular,
a ball of radius e is mapped by Ft into an ellipsoid, the maximum and minimum radii of which are
bounded by the largest and smallest singular values, respectively, of Ft.

The conditional LEs li(X10, X20) (hereafter denoted CLE) are defined by

li(X10 , X20 ) ¼ lim
t!1

1
t
lnsi ft(X10 , X20 )½ �, i ¼ 1, 2, . . . , (n�m)

whenever the limit exists.
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The term conditional refers to the fact that the exponents depend explicitly on the trajectory ft

(X10, X20) of the drive system.
Given that e remains infinitesimally small, one needs only to consider the local linearized dynamics

along the flow determined by ft(X10, X20) and to determine the average local exponential rates of
expansion and contraction along the principal axes of an ellipsoid. If all CLEs are negative, the
response subsystem is asymptotically stable. A subsystem, where all the CLEs are negative, is called a
stable subsystem.
A stable subsystem does not necessarily exhibit dc steady-state behavior. For example, while an

asymptotically stable linear parallel RLC circuit has all negative LEs, the system settles to a periodic
steady-state solution when driven with a sinusoidal current. Although the RLC subcircuit has negative
CLEs in this case, the complete forced circuit has one nonnegative LE corresponding to motion along the
direction of the flow.

THEOREM 14.4 (Pecora and Carroll)

The trajectories X2(t) and X3(t) will synchronize only if the CLEs of the response system (Equation 14.28)
are all negative.

Note that this is a necessary but not sufficient condition for synchronization. If the response and
second drive subsystems are identical and the initial conditions X20 and X30 are sufficiently close, and the
CLEs of Equation 14.28 are all negative, synchronization will occur. However, if the systems are not
identical or the initial conditions are not sufficiently close, synchronization might not occur, even if all of
the CLEs are negative.
Although we have described it only for an autonomous continuous-time system, the drive-response

technique may also be applied for synchronizing nonautonomous and discrete-time circuits.

14.5.2.1 Cascaded Drive-Response Systems

The drive-response concept may be extended to the case where a dynamical system can be partitioned
into more than two parts. A simple two-level drive-response cascade is constructed as follows. Divide the
dynamical system

_X ¼ F(X), X(0) ¼ X0 (14:29)

into three parts:

_X1 ¼ F1(X1,X2,X3), X1(0) ¼ X10 (14:30)

_X2 ¼ F2(X1,X2,X3), X2(0) ¼ X20 (14:31)

_X3 ¼ F3(X1,X2,X3), X3(0) ¼ X30 (14:32)

Now, construct an identical copy of the subsystems corresponding to Equations 14.31 and 14.32 with
X1(t) as input:

_X4 ¼ F2(X1,X4,X5), X4(0) ¼ X40 (14:33)

_X5 ¼ F3(X1,X4,X5), X5(0) ¼ X50 (14:34)
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If all the CLEs of the driven subsystem composed of Equations 14.33 and 14.34 are negative then, after
the transient decays, X4(t)¼X2(t) and X5(t)¼X3(t).

Note that Equations 14.30 through 14.34 together define one large coupled dynamical system. Hence,
the response subsystem can exhibit chaos even if all of its CLEs are negative.
Proceeding one step further, we reproduce subsystem (Equation 14.30):

_X6 ¼ F1(X6, X4, X5), X6(0) ¼ X60 (14:35)

As before, if all of the conditional LEs of Equation 14.35 are negative, then kX6(t)�X1(t) ! 0k.
If the original system could be partitioned so that Equation 14.30 is one-dimensional, then using

Equations 14.33 through 14.35 as a driven response system, all of the variables in the drive system could
be reproduced by driving with just one variable X1(t). It has been suggested that chaotic synchronization
might be useful in chaotic communications.

Example: Synchronization of Chua’s Circuits Using the Drive-Response Concept

Chua’s circuit may be partitioned in three distinct ways to form five-dimensional, drive-decomposable
systems:
X1-drive configuration:

dX1
dt

¼ a[X2 � X1 � f (X1)]

dX2
dt

¼ X1 � X2 � X3

dX3
dt

¼ �bX2

dX4
dt

¼ X1 � X4 � X5

dX5
dt

¼ �bX5

With a¼ 10.0, b¼ 14.87, a¼�1.27, and b¼�0.68, the CLEs for the (X2, X3) subsystem are (�0.5, �0.5).
X2-drive configuration:

dX2
dt

¼ X1 � X2 � X3

dX1
dt

¼ a[X2 � X1 � f (X1)]

dX2
dt

¼ �bX2

dX4
dt

¼ a[X2 � X4 � f (X4)]

dX5
dt

¼ �bX5
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This case is illustrated in Figure 14.48. The CLEs of the (X1, X3) subsystem are 0 and �2.5	 0.05.
Because of the zero CLE, states X5(t) and X3(t) remain a constant distance jX30� X50j apart, as depicted
in Figure 14.49.
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FIGURE 14.48 Synchronization of two Chua’s circuits using the Pecora–Carroll drive-response method with VC2

as the drive variable.
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FIGURE 14.49 Simulation of the normalized dimensionless form of Figure 14.48, illustrating synchronization of
state variables. Identify {x[1], x[2], x[3]} with {VC1

VC2
IL}, and {x[4], x[5]} with V 0

C1
I0L

n o
� V 0

C1
(t) synchronizes with

V 0
C1
(t), and I0L(t) synchronizes with IL(t). Because one of the CLEs of the response subsystem is zero, the difference in

the initial conditions IL0 � IL0 does not decay to zero. (From Chua, L.O., Itoh, M., Kočarev, L., and Eckert, K.,
J. Circuits Syst. Comput., 3, 1, 106, Mar. 1993. With permission.)
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X3-drive configuration:

dX3
dt

¼ �bX2

dX1
dt

¼ a[X2 � X1 � f (X1)]

dX2
dt

¼ X1 � X2 � X3

dX4
dt

¼ a[X5 � X4 � f (X4)]

dX5
dt

¼ X4 � X5 � X3

The CLEs in this case are 1.23	 0.03 and �5.42	 0.02. Because the (X1, X2) subsystem has a positive CLE,
the response subsystem does not synchronize.

14.6 Applications of Chaos

14.6.1 Pseudorandom Sequence Generation

One of the most widely used deterministic ‘‘random’’ number generators is the linear congruential
generator, which is a discrete-time dynamical system of the form

Xkþ1 ¼ (AXk þ B) mod M, k ¼ 0, 1, . . . (14:36)

where A, B, and M are called the multiplier, increment, and modulus, respectively.
If A> 1, then all equilibrium points of Equation 14.36 are unstable. With the appropriate choice of

constants, this system exhibits a chaotic solution with a positive LE equal to ln A. However, if the state
space is discrete, for example in the case of digital implementations of Equation 14.37, then every steady-
state orbit is periodic with a maximum period equal to the number of distinct states in the state space;
such orbits are termed pseudorandom.
By using an analog state space, a truly ‘‘random’’ chaotic sequence can be generated. A discrete-time

chaotic circuit with an analog state spacemay be realized in SC technology. Figure 14.50 is an SC realization of
the parabolic map
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FIGURE 14.50 SC realization of the parabolic map xkþ1¼V� 0.5X2
k . The switches labeled o and e are driven

by the odd and even phases, respectively, of a nonoverlapping two-phase clock.
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xkþ1 ¼ V � 0:5x2k (14:37)

which, by the change of variables

Xk ¼ Axk þ B

with m¼ 1=(2A), B¼ 0.5, and A ¼ (�1	 ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2V)

p
=(4V), is equivalent to the logistic map

Xkþ1 ¼ mXk(1� Xk) (14:38)

The logistic map is chaotic for m¼ 4 with LE ln 2 [18]. Figure 14.16 is a bifurcation diagram of Equation
14.38 with 0�m� 4.
For V< 1.5, the steady-state solution of the SC parabolic map described by Equation 14.37 is a fixed

point. As the bifurcation parameter V is increased from 1.5 to 3 V, the circuit undergoes a series of
period-doubling bifurcations to chaos. V¼ 4 corresponds to fully developed chaos on the open interval
(0<Xk< 1) in the logistic map with m¼ 4.

14.6.2 Communicating with Chaos

Modulation and coding techniques for mobile communication systems are driven by two fundamental
requirements: that the communication channel should be secure and the modulation scheme should be
tolerant of multipath effects. Security is ensured by coding and immunity from multipath degradation
may be achieved by using a spread-spectrum transmission.
With appropriate modulation and demodulation techniques, the ‘‘random’’ nature and ‘‘noise-like’’

spectral properties of chaotic circuits can be exploited to provide simultaneous coding and spreading of a
transmission.

14.6.2.1 Chaotic Masking

Chaotic masking is a method of hiding an information signal by adding it to a chaotic carrier at
the transmitter. The drive-response synchronization technique is used to recover the carrier at the receiver.
Figure 14.51 is a block diagram of a communication system using matched Chua’s circuits. The

receiver has the same two-layer structure as in the previous example. The first subcircuit, which has very
negative CLEs, synchronizes with the incoming signal, despite the perturbation s(t), and recovers VC2

.
The second subcircuit, when driven by VC2

, produces the receiver’s copy of VC1
. The information signal r

(t) is recovered by subtracting the local copy of VC1
from the incoming signal VC1

þ s(t).
Chaotic masking is not suitable for practical communications applications for two reasons:

. The signal is indistinguishable from additive noise in the channel; this results in a poor signal to
noise ratio in the received signal and therefore poor overall noise performance

. The received signal is corrupted not only by noise in the channel but by the message itself; this
makes synchronization of the receiver, and therefore coherent demodulation using synchronized
chaos, difficult

Another possibility is to use chaotic signals as the basis functions in a digital communications system.

14.6.2.2 Chaos Shift Keying

The simplest idea for data transmission (digital communications) using a chaotic circuit is use the data to
modulate some parameter(s) of the transmitter. This technique is called parameter modulation, chaotic
switching, or chaos shift keying (CSK).
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In the case of binary data, the information signal is encoded as a pair of circuit parameter sets which
produce distinct attractors in a dynamical system (the transmitter). In particular, a single control
parameter mmay be switched between two values m0, corresponding to attractor!0 and m1, correspond-
ing to !1. By analogy with frequency shift keying (FSK) and phase shift keying (PSK), this technique is
known as CSK.
The binary sequence to be transmitted is mapped into the appropriate control signal m(t) and the

corresponding trajectory switches, as required, between !1 and !0.
One of the state variables of the transmitter is conveyed to the receiver, where the remaining state

variables are recovered by drive-response synchronization. These states are then applied to the second
stage of a drive-response cascade.
At the second level, two matched receiver subsystems are constructed, one of which synchronizes with

the incoming signal if a ‘‘zero’’ was transmitted, the other of which synchronizes only if a ‘‘one’’ was
transmitted. The use of two receiver circuits with mutually exclusive synchronization properties improves
the reliability of the communication system.
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FIGURE 14.51 CSK communication system using Chua’s circuit. When a ‘‘one’’ is transmitted, switch S remains
open, VC21

(t) synchronizes with VC2
(t), VC12

(t) synchronizes with VC1
(t), and V 0

C12
(t) falls out of synchronization with

VC1 (t). When a ‘‘zero’’ is transmitted, switch S is closed, VC21
(t) synchronizes with VC2

(t), VC12
(t) falls out of

synchronization with VC1
(t), and V 0

C12
(t) synchronizes with VC1

(t).
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CSK has been demonstrated both theoretically and experimentally. Figure 14.52 depicts a CSK
transmitter and receiver based on Chua’s circuit. The control parameter is a resistor with conductance
DG whose effect is to modulate the slopes Ga and Gb of the Chua diode. Switch S is opened and closed
by the binary data sequence and VC1

is transmitted. At the receiver, the first subsystem (a copy of the
(VC2

, IL) subsystem of the transmitter) synchronizes with the incoming signal, recovering VC2
(t). Thus,

VC21
(t) ! VC2

(t).
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FIGURE 14.52 CSK waveforms. (a) Binary input signal bin; (b) transmitted signal s(t); (c) response D0¼VC12
�VC1

;
(d) response D0 ¼ V 0

C12
� VC1 ; (e) 40-point moving average of D0; (f) 40-point moving average of D1; (g) output

binary signal bout when e¼ 0.1. (FromOgorzalek, M., IEEE Trans. Circuits Syst. I, 40, 696, Oct. 1993.With permission.)
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The synchronized local copy of VC1
(t) is then used to synchronize two further subsystems correspond-

ing to the VC1
subsystem of the transmitter with and without the resistor DG.

If the switch is closed at the transmitter, V 0
C12

(but not VC12
) synchronizes with VC1

and if the switch is
open, VC12

(but not V 0
C12

) synchronizes with VC1
.

Figure 14.53 presents simulated results for a similar system consisting of two Chua’s circuits. At the
receiver, a decision must be made as to which bit has been transmitted. In this case, bout was derived
using the rule

bout ¼

0, bold ¼ 0 for a0 < e, a1 > e

1, bold ¼ 1 for a0 > e, a1 < e

bold for a0 < e, a1 < e

1� bold for a0 > e, a1 > e

0
BBBB@

1
CCCCA

where bold is the last bit received and bout is the current bit [14].
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FIGURE 14.53 Chaos masking using Chua’s circuits. At the transmitter, the information signal s(t) is added to the
chaotic carrier signal VC1

(t). Provided s(t) is sufficiently small and the first receiver subsystem is sufficiently
stable, VC12

(t) synchronizes with VC2
(t). This signal is applied to a second receiver subsystem, from which an estimate

VC12
(t) of the unmodulated carrier VC1

(t) is derived. VC12
is subtracted from the incoming signal VC1

þ s(t) to yield the
received signal r(t). The method works well only if s(t) is much smaller than VC1

(t).
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As with chaos masking, noise in the channel perturbs the transmitted signal, making coherent
demodulation using synchronized chaos difficult; this degrades the overall system performance.

An alternative to regenerating the chaotic basis functions at the receiver by means of synchronization
is to transmit a chaotic reference signal as part of the message and to recover the information by
correlating the received signal with the transmitted reference. An example of this is differential chaos
shift keying (DCSK).

14.6.2.3 Differential Chaos Shift Keying

In chaotic modulation schemes, the transmitted signal is a wideband signal. The objectives of using a
wideband signal as the carrier are twofold:

. To overcome the multipath propagation problem

. To reduce the transmitted power spectral density in order to reduce the interference caused in
adjacent radio communications channels

Of the chaotic modulation schemes published to date, DCSK with orthonormal basis functions, also
referred in the literature as to FM-DCSK [24] offers the best robustness against multipath and channel
imperfections. In an FM-DCSK signal, symbol ‘‘0’’ is represented by a piece of FM-modulated chaotic
waveform for time T=2, followed by a copy of itself; symbol ‘‘1’’ comprises a piece of FM-modulated
chaotic waveform for time T=2, followed by an inverted copy of itself, where T is the symbol duration.
Correlating the two halves of the waveform at the receiver yields þ1 in the case of ‘‘0’’ and �1 in the case
of ‘‘1.’’
It is frequently asked whether chaotic modulation schemes can offer any advantages over conventional

narrow band systems. If the propagation conditions are so good that the basis function(s) can be
regenerated at the receiver, then digital modulation schemes using conventional orthonormal (typically
periodic) basis functions and orthonormal chaotic basis functions can achieve similar levels of noise
performance.
The main question from an implementation perspective is the ease with which the basis functions can

be regenerated. It is fundamentally easier to regenerate a periodic basis function than a chaotic one.
Therefore, the noise performance of digital chaotic modulation with coherent correlation receivers will
always lag behind that of equivalent modulation schemes using periodic basis functions.
If the propagation conditions are such that coherent detection is impossible, then chaotic switching

with orthonormal DCSK basis functions and a differentially coherent receiver (DCSK, for short), offers
the best possible performance for a chaotic digital modulation scheme. In the limit, the noise perform-
ance of DCSK lags only 3 dB behind that of DPSK with autocorrelation demodulation [24].
In this case, the choice of periodic or chaotic basis functions is determined by the propagation

conditions. In particular, the multipath performance of a DCSK system can be improved by increasing
the transmission bandwidth.
Figure 14.54 shows the simulated best case noise performance for CSK, chaotic on–off keying

(COOK), and DCSK. The noise performance of binary phase shift keying (BPSK) and frequency
shift keying (FSK) are also shown, for comparison.
Another important issue is interference. If the operating environment is such that interference with

other narrow band radio systems working in the same frequency band should be minimized, then a
spread spectrum system must be used; this can be implemented using chaotic basis functions, where the
chaotic waveform is the spreading signal. For a fixed transmitted power, the wider the bandwidth of the
chaotic signal, the lower the interference caused.
While signal spreading in a chaotic communications scheme reduces the interfering signal level for

narrow band systems sharing the same frequency band, the converse is not necessarily true. Interference
to a chaotic communications system caused by other users in the same band can be suppressed only by
using coherent demodulation techniques.
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Although it performs worse than conventional narrowband modulation schemes in a simple additive
white Gaussian noise (AWGN) channel, the advantage of DCSK is that the fall off in its performance in a
multipath channel is more gradual than that of an equivalent narrow band modulation scheme.
This result is highlighted dramatically in Figure 14.55, where the performance degradation in a narrow

band DPSK system; (classical DPSK with the optimum receiver configuration, referred as to ‘‘optimum
DPSK’’) is compared with that of a wideband differentially coherent FM-DCSK system. The bit duration
T was set to 2 ms in both cases and the RF bandwidth of the DCSK signal was 17 MHz. The solid and
dashed curves give the noise performance of optimum DPSK and FM-DCSK, respectively, over a single-
ray AWGN channel.
The noise performance of these modulation schemes was evaluated over a two-ray multipath channel

with an excess delay of 100 ns that is typical of WLAN applications in large warehouses.
Although the single-ray performance of differentially coherent FM-DCSK is worse than that of DPSK,

its multipath performance is significantly better, despite the fact that the carrier recovery problem which
would accentuate the problem further does not appear in optimum DPSK.
In summary, FM-DCSK offers a performance advantage over conventional communications schemes

in multipath environments when the propagation conditions are so poor that coherent detection or
detection of DPSK with an optimum receiver configuration is not possible [24].

14.6.2.4 Miscellaneous

Chaotic circuits may also be used for suppressing spurious tones in SDmodulators, for modeling musical
instruments, fractal pattern generation, image processing, and pattern recognition [3].
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FIGURE 14.54 Simulated optimum noise performance of antipodal CSK modulation with coherent demodulation
(solid curve with ‘‘þ’’ marks [left]), COOK with noncoherent demodulation (dashed curve with ‘‘þ’’ marks [right]),
chaotic switching with orthonormal basis functions and coherent demodulation (dash-dot curve with ‘‘þ’’ marks
[center]), and chaotic switching with DCSK basis functions and a differentially coherent receiver (dotted curve with
‘‘o’’ marks [right]). The noise performance curves for BPSK (dashed curve with ‘‘o’’ marks [left]) and coherent FSK
(dotted curve with ‘‘3’’ marks [center]) are also shown, for comparison. (From Kolumban, G., Kennedy, M.P., Jako,
Z., and Kis, G., Proc. IEEE, 90(5), 711, May 2002. With permission.)
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A chaotic attractor contains an infinite number of unstable periodic trajectories of different periods.
Various control schemes for stabilizing particular orbits in chaotic circuits have been successfully
demonstrated [14].
There has also been significant interest in using chaos for cryptographic purposes. An analog chaotic

system with a continous state space has potentially greater complexity (in terms of crpytographic keys)
than a digital finite state machine. However, many practical difficulties aris in trying to implement
identical analog systems. An overview of the subject can be found in Ref. [25].
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Further Information

Current Research in Chaotic Circuits. The August 1987 issue of the Proceedings of the IEEE is devoted to
‘‘Chaotic Systems.’’ The IEEE Transactions on Circuits and Systems, July 1988, focuses on ‘‘Chaos
and Bifurcations of Circuits and Systems.’’

A three-part special issue of the IEEE Transactions on Circuits and Systems on ‘‘Chaos in Electronic
Circuits’’ appeared in October (Parts I and II) and November 1993 (Part I). This special issue
contains 42 papers on various aspects of bifurcations and chaos.

Two special issues (March and June 1993) of the Journal of Circuits, Systems and Computers are devoted
to ‘‘Chua’s Circuit: A Paradigm for Chaos.’’ These works, along with several additional papers, a
pictorial guide to 45 attractors in Chua’s oscillator, and the Adventures in Bifurcations and Chaos
(ABC) simulator, have been compiled into a book of the same name—Chua’s Circuit: A Paradigm
for Chaos, R.N. Madan, Ed. Singapore: World Scientific, Singapore, 1993.
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Developments in the field of bifurcations and chaos, with particular emphasis on the applied sciences and
engineering, are reported in International Journal of Bifurcation and Chaos, which is published
quarterly by World Scientific, Singapore.

Research in chaos in electronic circuits appears regularly in the IEEE Transactions on Circuits and
Systems.

Simulation of Chaotic Circuits. A variety of general-purpose and custom software tools has been
developed for studying bifurcations and chaos in nonlinear circuits systems.

ABCþþ is a graphical simulator of Chua’s oscillator. ABCþþ contains a database of component values
for all known attractors in Chua’s oscillator, initial conditions, and parameter sets corresponding to
homoclinic and heteroclinic trajectories, and bifurcation sequences for the period-doubling, inter-
mittency, and quasiperiodic routes to chaos.

In ‘‘Learning about Chaotic Circuits with SPICE,’’ IEEE Transactions on Education, Vol. 36, pp. 28–35,
Jan. 1993, David Hamill describes how to simulate a variety of smooth chaotic circuits using the
general-purpose circuit simulator SPICE. A commercial variant of SPICE, called PSpice, is available
from http:==www.cadence.com=orcad=index.html.

The free student evaluation version of this program is sufficiently powerful for studying simple chaotic
circuits. PSpice runs on both workstations and PCs.
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15.1 Generic Relations

15.1.1 Equivalent Circuit

The equivalent circuit of a generic transmission line in monochromatic single frequency operation is
shown in Figure 15.1 [1–3], where _Z is a series impedance per unit length of the transmission line (V=m)
and _Y is a shunt admittance per unit length of the transmission line (S=m). For a uniform, nonlinear
transmission line, either _Z or _Y or both _Z and _Y are functions of the transmission line voltage and
current, but both _Z and _Y are not functions of location on the transmission line. For a nonuniform, linear
transmission line, both _Z and _Y are functions of location, but not functions of voltage and current on the
transmission line. For a nonuniform and nonlinear transmission line, both _Z and _Y or _Z or _Y are
functions of the voltage, the current, and the location on the transmission line.
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15.1.2 Transmission Line Equations

Ohm’s law of a transmission line, which is the amount of voltage drop on a transmission line per unit
distance of voltage transmission is expressed as

d _V
dz

¼ �_I _Z (V m)= (15:1)

where
_V is the transmission line voltage (V)
_I is the transmission line current (A)
Z is the series impedance per unit length of the transmission line (V)
z is a one-dimensional coordinate placed in parallel to the transmission line (m)

The equation of current decrease per unit length is

d_I
dz

¼ � _Y _V (A m)= (15:2)

where _Y is the shunt admittance per unit distance of the transmission line (S=m).
Combining Equations 15.1 and 15.2, the Telegrapher’s equation or Helmholtz’s wave equation for

the transmission line voltage is [1–3]

d2 _V
dz2

� _Z _Y _V ¼ 0 (V m)2
�

(15:3)

The Telegrapher’s equation or Helmholtz’s wave equation for the transmission line current is [1–3]

d2 _I
dz2

� _Z _Y _I ¼ 0 (A m2)
�

(15:4)

15.1.3 General Solutions and Propagation Constant

The general solution of the Telegrapher’s equation for transmission line voltage is [1–3]

_V ¼ _VFe� _gz þ _VRe _gz (15:5)

where
j _VFj is the amplitude of the voltage waves propagating in þz-direction
j _VRj is the amplitude of the voltage waves propagating �z-direction
_g is the propagation constant of the transmission line [1]

Z

Y Y Y Y

Z Z Z

FIGURE 15.1 Equivalent circuit of a generic transmission line.
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_g ¼ �
ffiffiffiffiffiffiffi
_Z _Y

p
¼ aþ _gb (m�1) (15:6)

where
þ sign is for forward propagation or propagation in þz-direction
� sign is for the backward propagation or propagation in �z-direction
a is the attenuation constant and it is the real part of propagation constant _g

a ¼ < _g ¼ <
ffiffiffiffiffiffiffi
_Z _Y

p
(m�1) (15:7)

In Equation 15.6, b is the phase constant and it is the imaginary part of the propagation constant _g:

b ¼ I _g ¼ I
ffiffiffiffiffiffiffi
_Z _Y

p
(m�1) (15:8)

15.1.4 Characteristic Impedance

The characteristic impedance of the transmission line is [1–3]

Z0 ¼
ffiffiffiffi
_Z
_Y

s
(V) (15:9)

15.1.5 Wavelength

The wavelength of the transmission line voltage wave and transmission line current wave is

l ¼ 2p
b

¼ 2p

I
ffiffiffiffiffiffiffi
_Z _Y

p (m) (15:10)

15.1.6 Phase Velocity

The phase velocity of voltage wave propagation and current wave propagation is

yp ¼ f l ¼ v

b
(m s)= (15:11)

where f is the frequency of operation, and the phase constant is

b ¼ 2p
l

(m�1) (15:12)

15.1.7 Voltage Reflection Coefficient at the Load

If a transmission line of characteristic impedance Z0 is terminated by a mismatched load impedance _ZL,
as shown in Figure 15.2, a voltage wave reflection occurs at the load impedance _ZL. The voltage reflection
coefficient is [1–3]
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_r(l) ¼
_V r(l)
_V i(l)

¼
_ZL � Z0

_ZL þ Z0
¼

~_ZL � 1
~_ZL þ 1

(15:13)

where
_r(l) is the voltage reflection coefficient at z¼ l
~_Z¼ ~_ZL = Z0 is the normalized load impedance
_V i(l) is the incident voltage at the load at z¼ l

When Z0 is a complex quantity _Z0, then

_r(l) ¼
_ZL � Z0*
_ZL þ Z0*

(15:14)

where Z0* is a conjugate of _Z0.

15.1.8 Voltage Reflection Coefficient at the Input

Input Figure 15.2 _V i(l) is caused by _V i(0), which is the incident voltage at the input z¼ 0 of the
transmission line. _V r(l) produces, _V r(0), which is the reflected voltage at the input z¼ 0. The voltage
reflection coefficient at the input occurs, then, by omitting transmission line loss [1–3]

_r ¼
_V r(0)
_V i(0)

¼ _r(l)e�2jbl (15:15)

15.1.9 Input Impedance

At the load z¼ l, from Equation 15.13,

~_ZL ¼ 1þ _r(l)
1� _r(l)

(15:16)

or

_ZL ¼ Z0
1þ _r(l)
1� _r(l)

(15:17)

V
  i(0)

V
  r(l )

V
  i(l )

z = 0

Zo

z = l

Z
 
 L

V
  r(0)

FIGURE 15.2 Incident wave _V i and reflected wave _V r.
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At the input of the transmission line z¼ 0

~_Z(0) ¼ 1þ _r(0)
1� _r(0)

(15:18)

Using Equation 15.15,

~_Z(0) ¼ 1þ _r(l)e�2jbl

1� _r(l)e�2jbl
(15:19)

Inserting Equation 15.13 [1–3]

~_Z(0) ¼
~_Z þ j tanbl

1þ j~_ZL tanbl
(15:20)

or

~_Z(0) ¼
_ZL þ jZ0 tanbl

Z0 þ j _ZL tanbl
(15:21)

If the line is lossy and

_g ¼ aþ jb (15:22)

then [1]

_Z(0) ¼ _Z0*
_ZL þ _Z0* tanh _gl
_Z0*þ _ZL tanh _gl

(15:23)

where _Z0* is the complex conjugate of _Z0.

15.1.10 Input Admittance

The input admittance at z¼ 0 is

_Y(0) ¼ _Y0*
_YL þ _Y0* tanh _gl
_Y0*þ _YL tanh _gl

(15:24)

where
_Y(0) is the input admittance of the transmission line
_Y0 is the characteristic admittance of the transmission line, which is

_Y0 ¼ 1
_Z0

(15:25)
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and _Y0* is the conjugate of _Y0� _YL is the load admittance; i.e.,

_YL ¼ 1
_ZL

(15:26)

When the line is lossless,

_g ¼ jb (15:27)

then [1–3]

_Z(0) ¼
_ZL þ jZ0 tanbl
Z0 þ jZL tanbl

(15:28)

15.2 Two-Wire Lines

15.2.1 Geometric Structure

A structural diagram of the cross-sectional view of a commercial two-wire line is shown in Figure 15.3.
As observed in this figure, two parallel conductors, in most cases made of hard-drawn copper, are
positioned by a plastic dielectric cover.

15.2.2 Transmission Line Parameters

In a two-wire line

_Z ¼ Rþ jX ¼ Rþ jvL (V m)= (15:29)

where
_Z is the impedance per unit length of the two-wire line (V=m)
R is the resistance per unit length (V=m)
X is the reactance per unit length (V=m)
v¼ 2pf is the operating angular frequency (s�1)
L is the inductance per unit length (H=m)

For a two-wire line made of hard-drawn copper [4]

R ¼ 8:42

ffiffiffi
f

p
a

(mV m)= (15:30)

where f is the operating frequency and a is the radius of the conductor [4]:

L ¼ 0:4 ln
b
a
(mH m)= (15:31)

where b is the wire separation or the center-to-center distance of the two-wire line as illustrated in
Figure 15.3.
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_Y ¼ Gþ jB ¼ Gþ jvC (S=m) (15:32)

where
_Y is a shunt admittance per unit length of the two-wire line (S=m)
G is a shunt conductance per unit length of the two-wire line (S=m)
B is a shunt susceptance per unit length (S=m)
C is a shunt capacitance per unit length (F=m)

G ¼ 3:14sd

cosh�1 b
2a

� � (pS m)= (15:33)

where sd is the insulation conductivity of the plastic dielectric surrounding the two parallel conductors,
and

C ¼ 27:8er
cosh�1 b

2a

� � (pF=m) (15:34)

where er is the relative permittivity of the plastic insulating material [5].
If R and G are negligibly small, the characteristic impedance is [6]

Z0 ¼ 277 log10
b
a
(V) (15:35)

The attenuation constant of a generic two-wire line is, including both R and G [1],

a ¼ R
2Z0

þ GZ0

2
(m�1) (15:36)

and the phase constants is [1]

b ¼ (vLB� RG)þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RG� vLB)2 þ (vLGþ BR)2

p
2

( )1
2

(m�1) (15:37)

a

b Conductor

Conductor
Dielectric

a

FIGURE 15.3 Cross-sectional view of a two-wire line.
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15.2.3 Wavelength and Phase Velocity

The wavelength on a lossless two-wire line (R¼ 0, G¼ 0) is

l0 ¼ v

b0
¼ 1ffiffiffiffiffiffi

LC
p (m) (15:38)

where b0 is the phase constant of the lossless two-wire line

b0 ¼ v
ffiffiffiffiffiffi
LC

p
(m�1) (15:39)

The wavelength on a lossy two-wire line (R 6¼ 0, G 6¼ 0) is

l ¼ 2p
b

¼ 8p2

(vLB� RG)þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RG� vLB)2 þ (vLGþ BR)2

p
( )1

2

(m) (15:40)

The phase velocity of transverse electromagnetic (TEM) waves on a lossless two-wire line is

v0 ¼ f l0 ¼ v

b0
¼ 1ffiffiffiffiffiffi

LC
p (m=s) (15:41)

The phase velocity of TEM waves on a lossy two-wire line is

v ¼ f l ¼ v

b
¼ 2v2

(vLB� RG)þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RG� vLB)2 þ (vLGþ BR)2

p
( )1

2

(m=s) (15:42)

15.3 Coaxial Lines

15.3.1 Geometric Structure

A generic configuration of a coaxial line is shown in Figure 15.4. The center and outer conductors are
coaxially situated and separated by a coaxial insulator. Generally, coaxial lines are operated in the TEM
mode, in which both the electric and magnetic
fields are perpendicular to the direction of propa-
gation. The propagating electric fields are in the
radial direction and propagating magnetic fields
are circumferential to the cylindrical surfaces.
In Figure 15.4, a is the radius of the center

conductor, b is the inner radius of the outer con-
ductor, and c is the outer radius of the outer
conductor.

15.3.2 Transmission Line Parameters

The series resistance per unit length of the line for
copper is [7],

R ¼ 4:16
ffiffiffi
f

p 1
a
þ 1
b

� �
(mV m)= (15:43)

c
b

a

Center conductor Outer conductor

Insulator

FIGURE 15.4 Generic configuration of a coaxial line.
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The series inductance per unit length is

L ¼ 0:2 ln
b
a
(mH m)= (15:44)

The shunt conductance per unit length is

G ¼ 6:28si

ln(b=a)
(S=m) (15:45)

where si is the conductivity of the insulator between the conductors. The shunt capacitance per unit
length is

C ¼ 55:5er
ln(b=a)

(pF=m) (15:46)

where er is the relative permittivity of the insulator. When the loss of the line is small, the characteristic
impedance of the coaxial line is

Z0 ¼ 138ffiffiffiffi
er

p log10
b
a
(V) (15:47)

when the line is lossy [1]

_Z0 ¼
ffiffiffiffi
_Z
_Y

s
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Rþ jvL
Gþ jvC

s
¼ R0 þ jX0 (15:48)

R0 ¼
RGþ v2LC þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RGþ v2LC)2 þ (vLG� vRC)2

pn o1
2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
G2 þ v2C2

p (15:49)

X0 ¼ 1
2R0

� vLG� vCR
G2 þ v2C2

(15:50)

The propagation constant of the coaxial line is

_g ¼ aþ jb (15:51)

The attenuation constant is [1]

a ¼ vLGþ vCR
2b

(15:52)

where the phase constant is

b ¼ (v2LC � RG)þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RG� v2LC)2 þ (vLGþ vRC)2

p
2

( )1
2

(15:53)
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15.3.3 Wavelength and Phase Velocity

The phase velocity on the coaxial line is

yp ¼ v

b
(15:54)

The wavelength on the line is

l1 ¼ 2p
b

(15:55)

15.4 Waveguides

15.4.1 Rectangular Waveguides

15.4.1.1 Geometric Structure

A rectangular waveguide is a hollow conducting pipe of rectangular cross section as depicted in Figure
15.5. Electromagnetic microwaves are launched inside the waveguide through a coupling antenna at the
transmission site. The launched waves are received at the receiving end of the waveguide by a coupling
antenna. In this case, a rectangular coordinate system is set up on the rectangular waveguide (Figure 15.5).
The z-axis is parallel to the axis of the waveguide and is set coinciding with the lower left corner of the
waveguide. The wider dimension of the cross section of the waveguide a and the narrower dimension of
the cross section of the waveguide is b, as shown in the figure.

15.4.1.2 Modes of Operation

The waveguide can be operated in either H- or E-mode, depending on the excitation configuration. An
H-mode is a propagation mode in which the magnetic field, H, has a z-component, Hz, as referred to in

a

b
o

Y

X

Z

Conducting wall

FIGURE 15.5 A rectangular waveguide and rectangular coordinate system.
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Figure 15.5. In this mode, the electric field, E, is perpendicular to the direction of propagation, which is
the þz-direction. Therefore, an H-mode is also called a transverse electric (TE) mode. An E-mode is
a propagation mode in which the electric field, E, has a z-component, Ez, as referred to in Figure 15.5.
In this mode, the magnetic field, H, is perpendicular to the direction of propagation, which is the
þz-direction. Therefore, an E-mode is also called a transverse magnetic (TM) mode.
Solving Maxwell’s equations for H-modes [1],

_Hz ¼ _H0 cos
mpx
a

cos
npy
b

e� _gzþjvt (15:56)

where j _H0j is the amplitude of _Hz. Waveguide loss was neglected. Constants m and n are integral
numbers 0, 1, 2, 3, . . . and are called the mode number, and _g is the propagation constant. Both m and n
cannot equal 0 simultaneously. Solving Maxwell’s equations for E-modes [1],

_Ez ¼ _E0 sin
mpx
a

sin
npy
b

e� _gzþjvt (15:57)

where j _E0j is the amplitude of _Ez. Neither m nor n can equal 0. The waveguide loss was neglected.
An H-mode is expressed as the Hmn-mode or TEmn-mode. An E-mode is expressed as the Emn- or

TMmn-mode.

15.4.2 Waveguide Parameters

Propagation constant _g of a rectangular waveguide made of a good conductor [1]:

_g ¼ jb0

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� �2
s

(m�1) (15:58)

where b0 is the phase constant of free space, which is

b0 ¼
2p
l

(m�1) (15:59)

where
l is the wavelength in free space
lc is the cutoff wavelength of the waveguide

Electromagnetic waves with l>lc cannot propagate inside the waveguide. It is given for both Emn-mode
and Hmn-mode operation by [1]

lc ¼ 2ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m
a

� �2þ n
b

� �2q (m) (15:60)

This means that if the waveguide is made of a good conductor, the attenuation constant

a � 0 (m�1) (15:61)

and the phase constant is

bg ¼ b0

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� �2
s

(15:62)
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The wavelength in the waveguide, i.e., waveguide wavelength lg, is longer than the free-space wave-
length l:

lg ¼ lffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� 	2
r (15:63)

Then, the speed of propagation vp> c¼ f l.

vp ¼ f lg ¼ f lffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� �2q ¼ cffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� �2q (15:64)

For an Hmn-mode, the wave impedance is

hH ¼ � _Ey
_Hx

¼
_Ex
_Hy

¼
ffiffiffiffi
m0
e0

q
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� 	2
r (V) (15:65)

For an Emn-mode the wave impedance is

hE ¼ � _Ey
_Hx

¼
_Ex
_Hy

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� �2
s ffiffiffiffiffiffi

m0

e0

r
(V)



(15:66)

15.4.3 Circular Waveguides

15.4.3.1 Geometric Structure

A circular waveguide is a hollow conducting pipe of circular cross section, as depicted in Figure 15.6.
Electromagnetic microwaves are launched inside the waveguide through a coupling antenna at the
transmission site. The launched waves are received at the receiving end of the waveguide by a coupling

a

r

o

Y

X

Z

z

(r, φ, z)

φ

FIGURE 15.6 A circular waveguide and cylindrical coordinate system.
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antenna. In this case, a circular coordinate system (r, f, z) is set up in the circular waveguide, as depicted
in Figure 15.6. The z-axis is coincident with the axis of the cylindrical waveguide. The inside radius of the
circular waveguide is a.

15.4.3.2 Modes of Operation

The circular waveguide can be operated in either H- or E-mode, depending on the excitation configur-
ation. An H-mode is a propagation mode in which the magnetic field, H, has a z-component, Hz, as
referred to in Figure 15.6. In this mode the electric field, E, is perpendicular to the direction of
propagation, which is the þz-direction. Therefore, an H-mode is also called a TE mode. In the mode
Ez¼ 0. An E-mode is a propagation mode in which the electric field, E, has a z-component, Ez, as referred
to in Figure 15.6. In this mode the magnetic field, H, is perpendicular to the direction of propagation,
which is the þz-direction. Therefore, an E-mode is also called a TM mode.
Solving Maxwell’s equations [1],

_Hz ¼ _H0Jn k0cmr
� �

cos nfe� _gzþjvt (15:67)

where
j _H0j is the amplitude of _Hz

n and m are integral numbers 0, 1, 2, 3, . . . and are called the mode number
Jn(k0cmr) is the Bessel function of nth order, with the argument that k0cmr
k0cm is the mth root of J 0n(kcma)¼ 0, which is

k0cm ¼ u0nm
a

(15:68)

where u0nm is the mth root of the derivative of the Bessel function of order n, i.e., J 0n(x) ¼ 0, where x is a
generic real argument. The propagation constant is _g.

Solving Maxwell’s equations for E-modes,

_Ez ¼ _E0Jn(kcmr) cos nfe� _gzþjvt (15:69)

kcm is an mth root of Jn(kca)¼ 0, which is

kcm ¼ unm
a

(15:70)

where unm is the mth root of the Bessel function of order n, i.e., Jn(x)¼ 0, where x is a generic real
argument.
An H-mode in a circular waveguide is expressed as the Hnm-mode or the TMnm-mode. An E-mode is

expressed as the Enm-mode or the TMnm-mode.

15.4.3.3 Waveguide Parameters

The propagation constant _g of a circular waveguide made of a good conductor is [1]

_g ¼ jb0

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� �s
(m�1) (15:71)
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where b0 is the phase constant of free space, which is

b0 ¼
2p
l

(m�1) (15:72)

where
l is the wavelength in free space
lc is the cutoff wavelength of the waveguide

Electromagnetic waves with l>lc cannot propagate inside the waveguide. It is given for an Hnm-
mode [1]

lCH ¼ 2pa
u0nm

(m) (15:73)

For Enm-mode operation,

lCE ¼ 2pa
unm

(m) (15:74)

This means that if the waveguide is made of a good conductor, the attenuation constant is

a � 0 (m�1) (15:75)

and the phase constant is

bg ¼ b0

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� �2
s

(m�1) (15:76)

The waveguide wavelength is

lg ¼ lffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� 	2
r (m�1) (15:77)

The speed of propagation (phase velocity) is

vp ¼ f lg ¼ cffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� 	2
r (m=s) (15:78)

For an Hnm-mode, the wave impedence is

hH ¼
_Er
_Hf

¼ � _Ef
_Hr

¼ jvm0

_g

¼ vm0

b0

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� 	2
r (V)

(15:79)
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For an Enm-mode, the wave impedance is

hE ¼
_Er
_Hf

¼ � _Ef
_Hr

¼ _g

jve0

¼
b0

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� l

lc

� 	2
r

ve0
(V) (15:80)

15.5 Microstrip Lines

15.5.1 Geometric Structure

Figure 15.7 presents a general geometric structure of a microstrip line. A conducting strip of width, w,
and thickness, t, is laid on an insulating substrate of thickness, H, and permittivity, e¼ e0er. The dielectric
substrate has a groundplate underneath, as presented in Figure 15.7.

15.5.2 Transmission Line Parameters

The characteristic impedance, Z0, of a microstrip line, as shown in Figure 15.7, is given by [8–10]

Z0 ¼ 42:4ffiffiffiffiffiffiffiffiffiffiffi
erþ1

p ln 1þ 4H
w0

� �
14þ8=er

11

� �
4H
W 0

� �
þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
14þ8er

11

� �2 4H
w0

� �
þ1þ1=er

2
p2

s2
4

3
5

8<
:

9=
; (15:81)

where w0 is an effective width of the microstrip, which is given by

w0 ¼ wþ 1þ 1=er
2

� t
p
ln

10:87ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
t
H

� �2þ 1=p
w=tþ1:10

� 	2
r (15:82)

t
W

H

Insulating
substrate

ε = εo εr

Ground plate

Conducting
strip

FIGURE 15.7 Geometric structure of a microstrip line.
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The attenuation constant of a microstrip line is

a ¼ pþ p0

2
Z01

Z0

2p
l0

(Np m)= (15:83)

where

Z01 � 30 ln 1þ 1
2

8H
w0

� �
8H
w0 þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
8H
w0

� �2

þp2

s2
4

3
5

8<
:

9=
; (15:84)

and

p � 1� Z01

Z0d
(15:85)

where

Z0d � 30 ln 1þ 1
2

8(H þ d)
w0

� �
8H þ d)

w0 þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
8H þ d

w0

� �2

þp2

s2
4

3
5

8<
:

9=
; (15:86)

and

d ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffi
pfms

p (15:87)

is the skin depth of the conducting strip of conductivity s

p0 � Pk

1� 1=q�1
er

(15:88)

where

er ¼ e0r � je00r (15:89)

and

PK ¼ sin tan�1 e00r
e0r

� �
(15:90)

and

q ¼ 1
er � 1

Z01

Z0

� �2

�1

" #
(15:91)
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15.5.3 Wavelength and Phase Velocity

The transmission line wavelength is

l1 ¼ Z0

Z01
l0 (15:92)

The phase constant of the microstrip line is then

b ¼ 2p
l0

Z01

Z0
(15:93)

The phase velocity of electromagnetic waves on the microstrip line is

vp ¼ 3� 108
Z0

Z01
(15:94)

15.6 Coplanar Waveguide

15.6.1 Geometric Structure

A cross-sectional view of a coplanar waveguide (CPW) is given in Figure 15.8. The waveguide consists of
a narrow, central conducting strip of width s(m) and very wide conducting plates on both sides of the
central conducting strip, with gap widths w. These conductors are developed on a surface of dielectric
substrate of thickness d, as presented in Figure 15.8. The electromagnetic waves propagate in the gap
between the outer conducting plates and the center conducting strip.

15.6.2 Transmission Line Parameters

The attenuation constant of a CPW is given by [11]

a ¼ p

2

� 	5
�2 � 1�

eeff (f )
erffiffiffiffiffiffiffiffi

eeff (f )
er

q � (sþ 2w)2e3=2r

c3K 0(k)K(k)
(Np m)= (15:95)

ww

s

d

Outer
metal plate

Outer
metal plate

Center
metal plate

Substrate

FIGURE 15.8 Cross-sectional view of a CPW.
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where the effective dielectric constant is given by

ffiffiffiffiffiffiffiffiffiffiffiffi
eeff (f )

p
¼ ffiffiffiffi

eq
p þ

ffiffiffiffi
er

p � ffiffiffiffi
eq

p

1þ a f
fTE

� 	�b (15:96)

and

eq ¼ er þ 1
2

(15:97)

er is the relative permittivity of the substrate material,

fTE ¼ c

4d
ffiffiffiffiffiffiffiffiffiffiffiffi
er � 1

p (15:98)

is the TE mode cutoff frequency,

k � s (sþ 2w)= (15:99)

K(k) is the complete elliptic integral of the first kind of the argument k, and c is the speed of light in
vacuum, which is 33 108 m=s. The parameter a is [11]

a � log�1 u log
s
w
þ v

h i
(15:100)

u � 0:54� 0:64qþ 0:015q2 (15:101)

v � 0:43� 0:86qþ 0:54q2 (15:102)

q � log
s
d

(15:103)

The parameter b is an experimentally determined constant

b � 1:8 (15:104)

K 0(k) ¼ K
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� k2

p� 	
(15:105)

The phase constant of the CPW is

b( f ) ¼ 2p
f
c

ffiffiffiffiffiffiffiffiffiffiffiffiffi
eeff ( f )

p
(rad m)= (15:106)

The characteristic impedance of the CPW is [11]

Z0 ¼ 120pffiffiffiffiffiffiffiffiffiffiffiffiffi
eeff ( f )

p K 0(k)
4K(k)

(V) (15:107)
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15.6.3 Wavelength and Phase Velocity

The wavelength of electromagnetic waves propagating on a CPW is obtained from Equation 15.106:

ll ¼ 2p
b( f )

¼ c
f
� 1ffiffiffiffiffiffiffi

eeff
p

( f )
¼ lffiffiffiffiffiffiffiffiffiffiffiffiffi

eeff ( f )
p (m) (15:108)

The phase velocity of the waves on the CPW is, then,

vp ¼ f l1 ¼ cffiffiffiffiffiffiffiffiffiffiffiffiffi
eeff ( f )

p (m s)= (15:109)
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16.1 Introduction: Frequency versus Time Domain Analysis

Multiconductor transmission lines (MTL), or multiconductor buses as they are also often called, are
found in almost every electrical packaging technology and on every technology level from digital chips,
over MMICs (monolithic microwave integrated circuits) to MCMs (multichip modules), boards, and
backplanes. MTL are electrical conducting structures with a constant cross section (the x-, y-plane) which
propagates signals in the direction perpendicular to that cross section (the z-axis) (see also Figure 16.1).
Being restricted to a constant cross section we are in fact dealing with the so-called uniform MTL. The
more general case using a nonuniform cross section is much more difficult to handle and constitutes a
fully three-dimensional problem.
It is not the purpose of this chapter to give a detailed account of the physical properties and the use of

the different types of MTL. The literature on this subject is abundant and any particular reference is
bound to be both subjective and totally incomplete. Hence, we put forward only Refs. [1–3] as references
here, as they contain a wealth of information and additional references.
In the frequency domain, i.e., for harmonic signals, solution of Maxwell’s sourceless equations yields a

number of (evanescent and propagating) modes characterized by modal propagation factors exp (�j � bz)
and by a modal field distribution, which depends only upon the (x, y) coordinates of the cross
section. In the presence of losses and for evanescent modes b can take complex values, and jb is then
replaced by g¼aþ jb (see Equation 16.3). In the propagation direction, the modal field amplitudes
essentially behave as voltage and current along a transmission line. This immediately suggests that MTL
should be represented on the circuit level by a set of coupled circuit transmission lines. The relationship
between the typical circuit quantities, such as voltages, currents, coupling impedances, and signal
velocities, on the one hand, and the original field quantities (modal fields and modal propagation
factors) is not straightforward [4]. In general, the circuit quantities will be frequency dependent. The
frequency domain circuit model parameters can be used as the starting point for time domain analysis of
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networks, including multiconductor lines. This is, again, a vast research topic with important technical
applications.
Section 16.2 describes the circuit modeling in the frequency domain of uniform MTL based on the

Telegrapher’s equations. The meaning of the voltages and currents in these equations is explained
both at lower frequencies in which the quasi transverse electromagnetic (TEM) approach is valid as well
as in the so-called full-wave regime valid for any frequency. The notions TEM, quasi-TEM, and full
wave are elucidated. We introduce the capacitance, inductance, resistance, and conductance matrices
together with the characteristic impedance matrix of the coupled transmission line model. Finally,
for some simple MTL configurations analytical formulas are presented expressing the previous quan-
tities and the propagation factors as a function of the geometric and electrical parameters of these
configurations.

It would be a formidable task to give a comprehensive overview of all the methods that are actually
used for the time domain analysis of MTL. In the remaining part of this paragraph a very short
overview (both for uniform and nonuniform structures) is presented along with some references. In the
case of linear loads and drivers, frequency domain methods in combination with (fast) Fourier
transform techniques are certainly most effective [5–7]. In the presence of nonlinear loads and drivers
other approaches must be used. Simulations based on harmonic balance techniques [8,9] are, again,
mainly frequency domain methods. All signals are approximated by a finite sum of harmonics and the
nonlinear loads and drivers are taken into account by converting their time domain behavior to the
frequency domain. Kirchhoff laws are then imposed for each harmonic in an iterative way. Harmonic
balance techniques are not very well suited for transient analysis or in the presence of strong
nonlinearities, but are excellent for mixers, amplifiers, filters, etc. Many recent efforts were directed
toward the development of time domain simulation methods (for both uniform and nonuniform
interconnection structures) based on advanced convolution-type approaches. It is, of course, impossible
to picture all the ramifications in this research field. We refer the reader to a recent special issue of
IEEE Circuits and Systems Transactions [10], to the ‘‘Simulation techniques for passive devices and
structures’’ section of a special issue of IEEE Microwave Theory and Techniques Transactions [11], and
to a 1994 special issue of the Analog Integrated Circuits and Signal Processing Journal [12] and to the
wealth of references therein.
Both frequency and time domain experimental characterization techniques for uniform and nonuni-

form multiconductor structures can be found in Chapter 17.

Layered substrate

Ground plane

Dielectric

Shield

Air
1 32

(a) (b)

1 2

FIGURE 16.1 Two examples of cross sections of multiconductor lines.
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16.2 Telegrapher’s Equations for Uniform Multiconductor
Transmission Lines

16.2.1 Generalities

Figures 10.1a and b show the cross sections of two general coupled lossy MTLs consisting of Nþ 1
conductors. These conductors either can be perfectly conducting or exhibit finite conductivity. Their
cross section remains constant along the propagation or longitudinal direction z. The (N þ1)th
conductor is taken as reference conductor. In many practical cases, this will be the ground plane at the
top or bottom (Figure 16.1a) of the layered dielectric in which the conductors are embedded or is the
shielding surrounding the other conductors (Figure 16.1b). We restrict the analysis to the frequency
domain, i.e., all field components and all voltages and currents have a common time dependence, exp
(jvt), which is suppressed in the sequel. The generalized Telegrapher’s equations governing the circuit
representation of the MTL of Figure 16.1 in terms of a set of C-coupled circuit transmission lines is given
by Ref. [4]:

dV
dz

þ ZI ¼ 0

dI
dz

þ YV ¼ 0
(16:1)

where
V and I are column vectors, the C elements of which are the voltages and currents of the circuit model
Z and Y are the C3C impedance and admittance matrices

Equation 16.1 is a good circuit description of the wave phenomena along a MTL if only the fundamental
modes of the corresponding field problem are of importance. In that case C¼N (C¼ 3 in Figure 16.1a
and C¼ 2 in Figure 16.1b) if a ground plane is present, and C¼N � 1 in the absence of a ground plane.
For the relationship between the actual electromagnetic field description in terms of modes and the
circuit model (Equation 16.1), we refer the reader to Refs. [4,13]. The general solution to Equation 16.1 is
given by

V(z) ¼ 2 ITm
� ��1

e�jbzKþ þ 2 ITm
� ��1

ejbzK�

I(z) ¼ Ime
�jbzKþ � Ime

jbzK� (16:2)

where
Kþ and K� are column vectors with C elements
b is a diagonal C3C matrix with the propagation factors bf ( f¼ 1, 2, . . . , C) of the C fundamental
eigenmodes as diagonal elements

This matrix b reduces to a single propagation factor for a single transmission line (see Equation 15.6).
For the calculation of the fields and of the propagation constants many different methods can be found
in the literature [14]. Solution (Equation 16.2) of the differential equations (Equation 16.1) is the
extension of the corresponding Equation 15.5 for a single transmission line to the coupled line case. It
also consists of waves respectively traveling in positive and negative z-directions. The Im is a C3C
matrix, the columns of which are the current eigenvectors of the circuit model. The following relation-
ships hold:
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Z ¼ jvLþ R ¼ 2j ITm
� ��1

b Imð Þ�1

Y ¼ jvCþ G ¼ j
2
ImbI

T
m

(16:3)

L, R, C, and G are the C3C (frequency-dependent) inductance, resistance, capacitance, and conduct-
ance matrices. The C3C characteristic impedance matrix of the transmission line models is given by
Zchar ¼ 2 ITm

� ��1
(Im)

�1. The matrix Zchar replaces the simple characteristic impedance number of Equa-
tion 15.9. In general the mapping of the wave phenomenon onto the circuit model equations (Equations
16.1 through 16.3) depends on the choice of Im. We refer the reader to the detailed discussions in Ref. [4].
For MTLs the most adopted definition for the elements of Im is [15]

Im,jf ¼
þ
cj

Htr,f � dl, j, f ¼ 1, 2, . . . , C (16:4)

where
cj is the circumference of conductor j
Htr,f is the transversal component of the magnetic field of eigenmode f

This means that Im,jf is the total current through conductor j due to eigenmode f. This definition is used
in the power-current impedance definition for microstrip and stripline problems [9]. For slotline circuits,
a formulation that parallels the one given above must be used, but in this case it makes much more sense
to introduce the voltage eigenvectors and to define them as line integrals of the electric field (see
Appendix B of Ref. [16]).
As Z and Y in Equation 16.3 are frequency dependent, the time domain equivalent of Equation 16.1

involves convolution integrals between Z and I on the one hand and Y and V on the other hand.
The propagation factors bf are also frequency dependent, hence the signal propagation will show
dispersion, i.e., the signal waveform becomes distorted while propagating.

16.2.2 Low-Frequency or Quasitransverse Electromagnetic Description

In the previous section, the reader was given a very general picture of the MTL problem, valid for any
frequency. This analysis is the so-called full-wave analysis. The present section is restricted to the low-
frequency or quasistatic regime. Here, the cross section of the MTL is small with respect to the relevant
wavelengths, the longitudinal field components can be neglected and the transversal field components
can be found from the solution of an electrostatic or magnetostatic problem in the cross section of the
MTL. A detailed discussion of the theoretical background can be found in Ref. [17]. In the quasi-TEM
limit and in the absence of losses R and G are zero and L and C become frequency independent and take
their classical meaning. Both skin-effect losses and small dielectric losses can be accounted for by a
perturbation approach [18]. In that case a frequency dependent R and G must be reintroduced. If R and
G are zero and L and C are frequency independent, the following Telegrapher’s equations hold:

@v
@z

¼ �L � @i
@t

@i
@z

¼ �C � @v
@t

(16:5)

Equation 16.5 is the time domain counterpart of Equation 16.1. We have replaced the capital letters for
voltages and currents with lower case letters to distinguish between time and frequency domains. L and C
are related to the total charge Qi per unit length carried by each conductor and to the total magnetic flux
Fi between each conductor and the reference conductor:
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Q ¼ C � V
F ¼ L � I (16:6)

where Q and F are C3 1 column vectors with elements Qi and Fi, respectively. For a piecewise
homogeneous medium, one can prove that the inductance matrix L can be derived from an equivalent
so-called vacuum capacitance matrix Cv with L ¼ C�1

v and where Cv is calculated in the same way as C,
but with the piecewise constant e everywhere replaced by the corresponding value of 1=m. For non-
magnetic materials, this operation corresponds with taking away all dielectrics and working with vacuum,
thus explaining the name of the matrix Cv. Other properties of C and L are

C and L are symmetric, i.e., Cij¼Cji and Lij¼ Lji.
C is real, Cii> 0 and Cij< 0 (i 6¼ j).
l is real, Lii> 0 and Lij> 0.

The propagation factors bf which form the elements of b in Equation 16.2 are now given by the
eigenvalues of (LC)1=2 or equivalently of (CL)1=2. The current eigenvectors which form the columns of Im
are now solutions of the following eigenproblem (where v is the circular frequency):

v2(CL)I ¼ (bf )
2I (16:7)

The corresponding eigenvoltages are solutions of

v2(LC)V ¼ (bf )
2V (16:8)

Hence, corresponding voltage and current eigenmodes propagate with the same propagation factors and
as L, C, V, and I are frequency independent, bf is proportional with v and can be rewritten as bf ¼ vb0

f

proving that the propagation is nondispersive with velocity vf ¼ 1=b0
f . Remember that the subindex f

takes the values 1, 2, . . . , C, i.e., for a three-conductor problem above a ground plane (N¼C¼ 3, see
Figure 16.1a), three distinct propagation factors and corresponding eigenmode profiles exist for currents
and voltages. Note, however, that for the same bf the eigenvector for the currents differs from the
eigenvector of the voltages.
We conclude this section by remarking that, for MTL embedded in a homogeneous medium (such

as the simple stripline or the coaxial cable with homogeneous filling), (LC)¼ em1, where 1 is the
unity matrix. Thus, the eigenmodes are purely TEM, i.e., electric and magnetic fields have only
transversal components and the longitudinal ones are exactly zero. All propagation factors bf take the
same value [c=(e, mr)

1=2], where c is the velocity of light in vacuum. Note, however, that even for identical
bf different eigenmodes will be found.

Numerical calculation of L and C can be performed by many different numerical methods (see the
reference section of [18]), and for sufficiently simple configurations analytical formulas are available. For
a line with one conductor and a ground plane (N¼C¼ 1) the characteristic impedance Z0¼ (L=C)1=2

and the signal velocity vp is vp¼ (LC)�1=2.

16.2.3 Analytical Expressions for Some Simple Multiconductor
Transmission Line Configurations

16.2.3.1 Symmetric Stripline

Sections 15.3 through 15.6 presented a number of MTL consisting of a single conductor and a ground
plane (N¼C¼ 1). Here, we add another important practical example, the symmetric stripline configur-
ation of Figure 16.2. We restrict ourselves to the lossless case. A perfectly conducting strip of width w and
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thickness t is symmetrically placed between two perfectly conducting ground planes with spacing b.
The insulating substrate has a permittivity e¼ e0er, and is nonmagnetic. This case has a single funda-
mental mode. The characteristic impedance Z0 is given by Ref. [19]:

Z0
ffiffiffiffi
er

p ¼ 30 ln 1þ 4
p

b� t
W 0

8
p

b� t
W 0 þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
8
p

b� t
W 0

� �2

þ6:27

s2
4

3
5

8<
:

9=
; (16:9)

with

W 0

b� t
¼ W

b� t
þ DW
b� t

(16:10)

where

DW
b� t

¼ x
p(1� x)

1� 1
2
ln

x
2� x

� �2
þ 0:0796x

W=bþ 1:1x

� �m	 
)
m ¼ 2 1þ 2

3
x

1� x

	 
�1

, x ¼ t b=

(

ForW0=(b� t)< 10 (Equation 16.9) is 0.5% accurate. The signal velocity vp is given by c=(er)
1=2, where c is

the velocity of light in vacuum. The corresponding L and C are given by L¼Z0=vp and C¼ 1=(Z0vp).

16.2.3.2 Coupled Striplines

The configuration is depicted in Figure 16.3. It consists of the symmetric combination of the structure of
Figure 16.2. There are now two fundamental TEM modes (N¼C¼ 2). The even mode (index e)
corresponds to the situation in which both central conductors are placed at the same voltage (speaking
in low-frequency terms, of course). The odd mode (index o) corresponds to the situation where the

w

b t

FIGURE 16.2 Stripline configuration.

b t

w ws

FIGURE 16.3 Coupled, symmetric stripline configuration.
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central conductors are placed at opposite voltages. The impedances of the modes (respectively,
Z0,e and Z0,o) are given by

Z0e,o ¼ 30p(b� t)ffiffiffiffi
«r

p
W þ bCf

2p Ae,o
� � (16:11)

with

Ae ¼ 1þ ln (1þ tanh u)
ln 2

Ao ¼ 1þ ln (1þ coth u)
ln 2

u ¼ pS
2b

Cf (t=b) ¼ 2 ln
2b� t
b� t

� �
� t
b
ln

t(2b� t)

(b� t)2

	 


The signal velocity is the same for both modes (c=(er)
1=2), and the L and C of both modes can be found by

replacing Z0 in Section 16.2.3.1 by Z0,e and Z0,o, respectively.

16.2.3.3 Coupled Microstrip Lines

The configuration is depicted in Figure 16.4. It consists of the symmetric combination of the structure of
Figure 15.7. Again, we have two fundamental modes, but the modes are hybrid, i.e., not purely TEM.
Much work has been done on this configuration. The formulas proposed in the literature are quite
lengthy; and we refer the reader to Refs. [20,21]. Reference [20] gives a very good overview together with
some simple approximations, and Ref. [21] gives the most accurate formulas, taking into account the
frequency dependence. It is important to remark here that the two impedances, Z0,e and Z0,o, can be
found. They depend upon frequency. Both modes now have a different velocity. The data found in
literature are typically expressed in terms of the effective dielectric constant. The modal field lines are
both found in the air above the substrate and in the substrate itself. Hence, the field experiences an
effective dielectric constant that is smaller than the dielectric constant of the substrate. The effective
dielectric constant for the even mode (er,e) will be higher than for the odd mode (er,o), and are frequency
dependent. The corresponding modal velocities are given by c=(er,e)

1=2 and c=(er,o)
1=2.

16.2.3.4 Two-Wire Line

See Section 15.2.

t
w wsh

FIGURE 16.4 Coupled, symmetric microstrip configuration.
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17.1 Time-Domain Reflectometry

17.1.1 Principles

Time-domain reflectometry (TDR) is used to characterize interconnections in the time domain. The
setup essentially consists of a time domain step generator and a digital sampling oscilloscope (Figure
17.1) [1]. The generator produces a positive-going step signal with a well-defined rise time. The step is
applied to the device under test. The reflected and the transmitted signals are shown on the oscilloscope.
Measuring the reflected signal is called TDR; the transmitted signal is measured using the time-domain
transmission (TDT) option.
The characteristic impedance levels and delay through an interconnection structure can be derived

from the TDR measurements. The TDT measurement gives information about the losses (decrease of
magnitude) and degradation of the rise time (filtering of high-frequency components). The TDR=TDT
measurements also are used to extract an equivalent circuit consisting of transmission lines and lumped
elements.
The fundamentals of TDR are discussed in detail in Refs. [2,3]. Reference [4] describes the applications

of TDR in various environments including PCB=backplane, wafer=hybrids, IC packages, connectors,
and cables.

17.1.2 One-Port Time-Domain Reflectometry

Figure 17.2 demonstrates that the device under test is a simple resistor with impedance ZL. In this case, a
mismatch with respect to the reference or system impedance Z0 exists. A reflected voltage wave will
appear on the oscilloscope display algebraically added to the incident wave. The amplitude of the
reflected voltage wave, Er, is determined by the reflection coefficient of the load impedance, ZL, with
respect to the system impedance Z0:
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Er ¼ rEi ¼ ZL � Z0

ZL þ Z0
Ei (17:1)

Figure 17.2 also depicts the time-domain picture shown on the oscilloscope for a load, the impedance ZL
that is larger than Z0. From the measurement of the magnitude Er of the reflected voltage wave, the load
impedance ZL can be derived.

17.1.3 Time-Domain Reflectometry Pictures for Typical Loads

The simplest loads to be measured are the open circuit and the short circuit. For ideal open-circuit and
short-circuit loads the reflection coefficient is, respectively, 1 and �1. This means that the measured
voltage doubles in the first case and goes to zero in the second case, when the reflected voltage wave
arrives at the oscilloscope (Figure 17.3).
For any other real load impedance, the reflection coefficient lies between �1 and 1. If the real

load impedance is larger than the reference impedance, the reflected voltage wave is a positive-going
step signal. In this case the amplitude of the voltage is increased when the reflected wave is added to the
input step (Figure 17.4). The reverse happens when the load impedance is lower than the reference
impedance.

TDR
TDT

Trigger
Oscilloscope

Generator
Tee Two-port

DUT

FIGURE 17.1 Setup of TDR=TDT measurements. DUT¼ device under test.

Coaxial cable

Z0 = 50 Ω

Z0, τ
ZL

Vm(t) 

Vm(t)

2Ei 

Ei 

Ei + Er

2τ0

FIGURE 17.2 TDR measurement of an impedance ZL.
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For complex load impedances, the step response is more complicated. For example, in the case of a
series connection of a resistance and an inductance or a parallel connection of a resistance and a
capacitance, a first-order step response is obtained. From the two pictures in Figure 17.5, we learn that
a series inductance gives a positive dip, while the capacitance produces a negative dip.

17.1.4 Time-Domain Reflectometric Characterization
of an Interconnection Structure

One of the advantages of TDR is its ability to determine impedance levels and delays through an
interconnection structure with multiple discontinuities. An example is shown in Figure 17.6 for a
microstrip line connected to the measurement cable. We assume a perfect junction of the two transmis-
sion lines. The line is terminated in a load with impedance ZL. Observe that two mismatches produce
reflections that can be analyzed separately. The mismatch at the junction of the two transmission lines
generates a reflected wave Er1¼ rlEi. Similarly, the mismatch at the load creates a reflection due to its
reflection coefficient r2. Both reflection coefficients are defined as:

r1 ¼
Z0
0 � Z0

Z0
0 þ Z0

r2 ¼
ZL � Z0

0

ZL þ Z0
0

(17:2)

2τ
V m

(t)
 

2Ei 

Ei 

t 

Z0, τ ZL = ∞, ρ = +12Ei Vm(t) 

Z0

ZL  = Open circuit

Ei V m
(t)

 

t 
2τ

Z0

2Ei Vm(t) Z0, τ
ZL

ZL = 0, ρ = –1
 = Short circuit

FIGURE 17.3 TDR pictures of an open- and a short-circuit termination.

Time and Frequency Domain Responses 17-3



After a time t, the reflection at the junction of the transmission lines occurs. The voltage wave associated
with this reflection adds to the oscilloscope’s picture at the time instant 2t. The voltage wave that
propagates further in the microstrip line is (1þ r1) Ei and is incident on ZL. The reflection at ZL occurs at
the time tþ t0 and is given by

ErL ¼ r2(1þ r1)Ei (17:3)

After a time tþ 2t0, a second reflection is generated at the junction. The reflection is now determined
by the reflection coefficient r01 ¼ �r1. The voltage wave Er2 that is transmitted through the junction
and propagates in the direction of the generator adds to the time-domain picture at time instant 2tþ 2t0

and is given by

Er2 ¼ (1þ r1)ErL ¼ (1� r1)r2(1þ r1)Ei ¼ 1� r21
� �

r2Ei (17:4)

If r1 is small in comparison to 1, then

Er2 � r2Ei (17:5)

which means that r2 can be determined from the measurement of Er2.

Z0, τ

V m
(t)

 

2Ei 

2τ

Vm(t) 

Z0

ZL
2Z0

4/3Ei 
Ei 

t 
V m

(t)
 

2/3Ei 
Ei 

Z0

2τ

2Ei 

t 

Vm(t) 
ZL

Z0, τ Z0
2 ZL = Z0/2, ρ = –1/3

ZL = 2Z0, ρ = +1/3

FIGURE 17.4 TDR pictures of real impedance terminations (ZL¼ 2Z0 and ZL¼Z0=2).
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In this example, the measurement cable was perfectly matched to the generator impedance so that no
reflection occurred at the generator side, which simplifies the time-domain picture. In the case of an
interconnection with many important discontinuities (high reflection coefficient), multiple reflections
can prevent a straightforward interpretation of the oscilloscope’s display.

Z0, τ

Z0

ZL
2Ei Vm(t) 

R

L
ZL = R + jωL

Vm(t) 
2Ei 

2τ

Ei 

t 

Ei 1 +  R – Z0 
R + Z0

Vm(t) 

Ei 

2τ
t 

Ei 1 +  R – Z0 
R + Z0

Z0

Vm(t) Z0, τ
ZL

2Ei R C
ZL = R

1 + jωRC

FIGURE 17.5 TDR pictures of two complex impedance terminations.

Z0

Vm(t) 2Ei Z0, τ Z0́, τ΄

ρ1

ZL

V m
(t)

 

ρ1́

ρ2

Ei 
Er1 

Er2 

2τ + 2τ́2τ t 

Z0 > Z0́ < ZL

Coaxial cable Microstrip line

FIGURE 17.6 TDR measurement of a microstrip line terminated in an impedance ZL.
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17.2 Frequency-Domain Network
Analysis

17.2.1 Introduction

A distributed circuit can also be analyzed in the frequency
domain. At low frequencies the circuits are characterized by
their Z- or Y-parameters. At high frequencies, circuits are better
characterized by S-parameters. We focus only on S-parameter
characterization.
The network analyzer is an instrument that measures the

S-parameters of a two-port device (Figure 17.7) [5]. The refer-
ence impedance for the S-matrix is the system impedance,
which is the standard 50 V. A sinusoidal signal is fed to the
device under test and the reflected and transmitted signals are
measured. If the network analyzer is of the vectorial type, it
measures the magnitude as well as the phase of the signals.

17.2.2 Network Analyzer: Block Diagram

In operation, the source is usually set to sweep over a specified
bandwidth (maximally 45 MHz to 26.5 GHz for the HP8510B network analyzer). A four-port reflect-
ometer samples the incident, reflected, and transmitted waves, and a switch allows the network analyzer
to be driven from either port 1 or port 2.
A powerful internal computer is used to calculate and display the magnitude and phase of the

S-parameters or other quantities such as voltage standing wave radio, return loss, group delay, imped-
ance, etc. A useful feature is the capability of determining the time-domain response of the circuit by
calculating the inverse Fourier transform of the frequency-domain data.
Figure 17.8 depicts the network analyzer in the reflection measurement configuration. A sinusoidal

signal from a swept source is split by a directional coupler into a signal that is fed to a reference channel
and a signal that is used as input for the device under test. The reflected signal is fed back through the
directional coupler to the test channel. In the complex ratio measuring unit, the amplitude and phase of
the test and reference signals are compared.

1 2

NWA

Reference
port 1

Reference
port 2

DUT

FIGURE 17.7 Network analyzer (NWA)
setup.

Swept
signal
source

Ref
channel

Test
channel

Measurement
network

Display
Complex ratio
measuring unit

Device
under

testDual directional
coupler

A B

FIGURE 17.8 Block diagram for reflection measurements with the network analyzer.
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The principle of the transmission measurement is the same as for the reflection configuration
(Figure 17.9). In this setup the signal transmitted through the device under test is fed to the test channel.
The other part of the signal of the swept source is transmitted through the directional coupler and fed to
the reference channel. Again, amplitude and phase of the two signals are compared.
An important issue concerning the measurement of S-parameters is the calibration of the results. In

order to perform a good calibration, the nature of the measurement errors must be well understood.
These items are the subject of Section 17.2.3.

17.2.3 Measurement Errors and Calibration

17.2.3.1 Measurement Errors

The network analyzer measurement errors [6] can be classified in two categories:

1. Random errors—These are nonrepeatable measurement variations that occur due to noise, envir-
onmental changes, and other physical changes in the test setup. These are any errors that the
system itself may not be able to measure.

2. Systematic errors—These are repeatable errors. They include the mismatch and leakage terms in
the test setup, the isolation characteristic between the reference and test signal paths, and the
system frequency response.

In most S-parameters measurements, the systematic errors are those that produce the most significant
measurement uncertainty. Because each of these errors produces a predictable effect upon the measured
data, their effects can be removed to obtain a corrected value for the test device response. The procedure
of removing these systematic errors is called calibration. We illustrate here the calibration for one-port
measurements. The extension to two-ports is mathematically more involved, but the procedure is
fundamentally the same.

17.2.3.2 One-Port Calibration: Error Correction Network

In the configuration for one-port measurements, the real network analyzer can be considered as a
connection of a ‘‘perfect’’ network analyzer and a two-port whose parameters are determined by the
systematic errors. rm is the measured reflection coefficient, while ra is the actual one (Figure 17.10). The
three independent coefficients of the error correction network [7] are

Device
under

test

Swept
signal
source

Measurement
network

Display

Complex ratio
measuring unit

FIGURE 17.9 Block diagram for transmission measurements with the network analyzer.

Perfect
network
analyzer ρm ρa

ZLS = 
e00      e01
e10       e11

FIGURE 17.10 Error correction network for calibration of the S-parameter measurements.
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1. Directivity e00—The vector sum of all leakage signals appearing at the network analyzer test input
due to the inability of the signal separation device to absolutely separate incident and reflected
waves, as well as residual effects of cables and adapters between the signal separation device and the
measurement plane

2. Source impedance mismatch e11—The vector sum of the signals appearing at the network analyzer
test input due to the inability of the source to maintain absolute constant power at the test device
input as well as cable and adaptor mismatches and losses outside the source leveling loop

3. Tracking or frequency response e10e01—The vector sum of all test setup variations in the magnitude
and phase frequency response between the reference and test signal paths

The relations between rm and ra are given by

rm ¼ e00 þ e01e10ra
1� e11ra

(17:6)

ra ¼
rm � e00

e11(rm � e00)þ e10e01
(17:7)

The error coefficients are determined by measuring standard loads. In the case of the short-open-load
(SOL) calibration, a short-circuit, open-circuit, and matched load are measured [5]. The standards are
characterized over a specified frequency range (e.g., from 45 MHz to 26.5 GHz for the network analyzer
HP8510B). The best-specified standards are coaxial. The quality of the coaxial standards is determined by
the precision of the mechanical construction. The short circuit and the load are in most cases nearly perfect
(r1a ¼ �1 and r3a ¼ 0, respectively). The open circuit behaves as a frequency-dependent capacitance:

r2a ¼ e�j2 arctg(vCZ0) with C ¼ C0 þ f 2C2 (17:8)

where
Z0 is the characteristic impedance of the coaxial part of the standard
C0 and C2 are specified by the constructor of the hardware

Once the reflection coefficients of the standards are specified and the standards are measured, a set of
linear equations in the error coefficients is derived:

aria þ b� criar
i
m ¼ rim; i ¼ 1, 2, 3 (17:9)

where a¼ e01e10� e00e11, b¼ e00, and c¼�e11. This set is easily solved in the error coefficients which are
then used together with the measurement of rm to determine ra.

Other calibration methods (thru-reflect-line [TRL], line-reflect-match [LRM]) are described in
Refs. [8,9]. Analogous calibration techniques also were developed for time-domain measurements
(TDR=TDT) [10]. Applications of S-parameter measurements on circuits on PCBs are described in
Ref. [11].

17.2.3.3 Error Checking and Verification of the Calibration

Checking errors in the calibration is done by applying the calibration to a measured standard. The
specified reflection response of the standard must be found. In Figure 17.11, the uncalibrated measure-
ment of the open-circuit standard is shown. After calibration, we obtain the specified response (capaci-
tance model) of the standard (Figure 17.11). The calibration can be further verified on a standard
transmission line.
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In everyday practice, we often encounter RC networks that are inherently distributed (DRC lines). All the
resistors and the interconnection lines of an IC, the channel regions of the FET, and MOS transistors are
DRC lines. The electrical behavior of such networks is discussed in the current section.

18.1 Uniform Distributed RC Lines

First, let us consider the so-called lossless RC lines. The structure in Figure 18.1 has only serial resistance
and parallel capacitance. Both the resistance and the capacitance are distributed along the x axis. r and c
denote the resistance and the capacitance pro unit length, respectively. In this section, these values are
considered constants, which means that the RC line is uniform.
Consider a Dx length section of the structure. Using the notations of Figure 18.1, the following

relations can be given between the currents and voltages:

Dv ¼ �irDx, Di ¼ � @v
@t

cDx (18:1)

By taking the limit as Dx ! 0, we obtain a pair of differential equations

@v
@x

¼ �ri,
@i
@x

¼ �c
@v
@t

(18:2)
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which describe the behavior of the lossless RC line.
Substituting the first equation of Equation 18.2 after
derivation into the second equation of Equation 18.2
results in

@v
@t

¼ 1
rc

@2v
@x2

(18:3)

This shows that the time-dependent voltage along the
line v(x, t) is determined by a homogeneous, constant-
coefficient, second-order partial differential equation,
with the first time derivative on one side and the second
spatial derivative on the other side. This kind of equation
is called a ‘‘diffusion equation,’’ as diffusion processes are
described using such equations.

18.1.1 Solution in the Time Domain

The differential Equation 18.3 is fulfilled by the simple, spatially Gauss-like function

v(x, t) ¼ Q=c

2
ffiffiffiffiffiffiffiffiffiffiffi
pt=rc

p exp � x2

4t=rc

� �
(18:4)

This can be proved easily by substituting the function into Equation 18.3.
Equation 18.4 describes the physical situation in which the uniform RC structure is of infinite length

in both directions, and a short, impulse-like Q charge injection is applied at x¼ 0 in the t¼ 0 instant.
This means a Dirac-d excitation at x¼ 0 both in charge and voltage. As time elapses, the charge spreads
equally in both directions. The extension of the charge and voltage wave is ever increasing, but their
amplitude is decreasing (see Figure 18.2a).

i(x, t)

x

∆x

v(x, t)

0

FIGURE 18.1 Lossless DRC line.
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τ0  =  4H2rc
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FIGURE 18.2 Effect of an impulse-like charge injection at x¼ 0. (a) Voltage distribution in subsequent time
instants. (b) Voltage transients in different distances from the injection point.
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The same result is represented in a different way in Figure 18.2b. The time dependence of the voltage is
shown at the x¼H, x¼ 2H, etc., spatial positions. As we move away from the x¼ 0 point, the maximum
of the impulse appears increasingly later in time, and the originally sharp impulse is increasingly
extended. This means that the RC line delays the input pulse and at the same time strongly spreads it.
The RC line is dispersive.

18.1.1.1 Superposition

Equation 18.3 is homogeneous and linear. This means that any sum of the solutions is again a solution.
Based on this fact, the problem of Figure 18.3a can be solved. At t¼ 0, the voltage distribution of the RC
line is given by an arbitrary U(x) function. For t> 0, the distribution can be calculated by dividing the
U(x) function into Dj ! 0 elementary slices. These may be considered to be individual Dirac-d
excitations and the responses given to them can be summarized by integration:

v(x, t) ¼ 1

2
ffiffiffiffiffiffiffiffiffiffiffi
pt=rc

p
ð1

�1
U(j) exp � (x � j)2

4t=rc

� �
dj (18:5)

Evaluating this equation for the special case of having 2U0 voltage on the x< 0 side at t¼ 0, while x> 0 is
voltage less, results in

v(x, t) ¼ 2U0

2
ffiffiffiffiffiffiffiffiffiffiffi
pt=rc

p
ð0

�1
exp � (x � j)2

4t=rc

� �
dj ¼ U0 erfc

x

2
ffiffiffiffiffiffiffiffi
t=rc

p
 !

(18:6)

where the integral of the Gauss function is notated by erfc(x), the complementary error function.* The
originally abrupt voltage step is getting increasingly less steep with time (Figure 18.3b). In the middle at
x¼ 0, the voltage remains U0.

18.1.1.2 Semi-Infinite Line

Our next model is a bit closer to practice; the uniform RC line extends to x� 0 only. At x¼ 0 the port is
characterized by the V(t) voltage and the I(t) current (Figure 18.4). If the line is relaxed and a I(t)¼ d(t)
current (a Dirac-d current pulse) is forced to the port, a unit charge is introduced at x¼ 0. The result will

DRC line

v

(a) (b)

x

2U0

v(x, t)

U0 t1 t2
t3

x

∆ξ

U(x) = v(x, t = 0)

FIGURE 18.3 DRC line transients. (a) An arbitrary initial voltage distribution. (b) Solution for the initial
step-function case.

*
erfc(x) ¼ 1� 2ffiffiffi

p
p
Ðx
0
exp(�y2)dy ¼ 2ffiffiffi

p
p
Ð1
x

exp(�y2)dy:
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be similar to that of Figure 18.2a, but instead of symmetrical spreading the charge moves towards the
positive x direction only. This means that a unit charge generates a twice-larger voltage wave

v(x, t) ¼ 1=cffiffiffiffiffiffiffiffiffiffiffi
pt=rc

p exp � x2

4t=rc

� �
(18:7)

Let us consider the case in which step function excitation is given to the port of Figure 18.4. At t< 0, the
port and the whole line are voltage free; at t� 0 a constant U0 voltage is forced to the port. Comparing
this situation with the problem of Figure 18.3b, it can be observed that the boundary conditions for the
x> 0 semi-infinite line are the same as in our current example, so that the solution must to be similar as
well (see Figure 18.4b):

v(x, t) ¼ U0erfc
x

2
ffiffiffiffiffiffiffiffi
t=rc

p
 !

(18:8)

Applying at the t¼ 0 instant an arbitrary W(t) forced voltage excitation to the initially relaxed line, the
response is given by the Duhamel integral as follows:

w(x, t) ¼
ðt

0

dW(t)
dt

erfc
x

2
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(t � t)=rc

p
 !

dt (18:9)

18.1.1.3 Finite DRC Line

Let the DRC line of length L of Figure 18.5a be closed at x¼ L with a short circuit. Let the line at t< 0 be
relaxed and assume a W (t> 0) voltage excitation at the x¼ 0 port. Using the w(x, t) voltage response of
the semi-infinite line Equation 18.9, the response function for the short-terminated line of length L

v(x, t) ¼
X1
i¼0

(� 1)i � w 2iLþ (� 1)ix, t
� �

¼
X1
k¼0

w(2kLþ x, t)� w(2kLþ 2L� x, t)ð Þ (18:10)

I(t)

V(t)

0

x

∞

(b)(a)

U0

v(x, t)
τ0 = rcH2

t = 1.28τ0
0.64τ00.32τ00.16τ00.08τ00.04τ0

0.02τ00.01τ0

0 H
x

FIGURE 18.4 Semi-infinite uniform DRC line. (a) Notation. (b) Normalized solution for the initially relaxed line.
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This result is illustrated in Figure 18.5b. The v(x, t) function is given as the sum of the shifted, negated,
and mirrored replicas of the w(x, t) function, so that it is a valid solution as well. The x¼ L boundary
condition is the short circuit v(x¼ L, t)¼ 0. The i¼ 0 and i¼ 1 functions are the same size with different
signs at x¼ L, so they cancel each other. The same is true for i¼ 2 and 3, and so on. The x¼ 0 boundary
condition v¼W(t) is fulfilled by the i¼ 0 function, while the further functions cancel each other in pairs
(the i¼ 1 and 2, etc.).
The result can be interpreted as the response of the semi-infinite line being mirrored with negative

sign on the short termination. In the case of Figure 18.5a, the termination on both the x¼ 0 and x¼ L
ends is assured by zero impedance short circuit; the resultant voltage function comes from the
successive back and forth mirroring between these two ‘‘mirrors.’’

It is easy to understand that a termination with an open circuit results in mirroring without sign
change. (At this termination the current equals to zero so that the dv=dx derivative equals to zero as
well. This requirement is always fulfilled in the mirroring point summarizing the continuous incident
function with its mirrored version.) According to this, the voltage on the open-terminated line of
Figure 18.6a is

w(t)

0 L(a)
x

(b) 0 L

i = 2

i = 1

i = 0

w(x, t)

FIGURE 18.5 Finite-length uniform DRC line. (a) DRC line with short-circuit at x¼ L. (b) Visualization of the
mirroring procedure.

U0

v(t)

t

0 L

x

(b)
0

0.01τ0

U0

0.02τ0

0.04τ0 0.08τ0

0.16τ0

0.32τ0

0.64τ0

t = 1.28τ0

τ0 = rcL2

x
L

v

(a)

FIGURE 18.6 Finite-length uniform DRC line. (a) Open-circuit at the far end. (b) Normalized solution for the
initially relaxed line.
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v(x, t) ¼
X1
k¼0

(�1)k w(2kLþ x, t)þ w(2kLþ 2L� x, t)ð Þ (18:11)

which in the case of step function excitation with U0 amplitude is

v(x, t) ¼ U0

X1
k¼0

(� 1)k erfc
2kLþ x

2
ffiffiffiffiffiffiffiffi
t=rc

p
 !

þ erfc
2kLþ 2L� x

2
ffiffiffiffiffiffiffiffi
t=rc

p
 !" #

(18:12)

This function is given in Figure 18.6b for some time instants.

18.1.2 Solution in the Frequency Domain

To find the solution of the differential Equation 18.3, the following trial function can be used

v(x, t) ¼ v � exp( jvt) � exp(gx) (18:13)

Substituting this function into (18.3) results in the following so-called dispersion equation:

g ¼ ffiffiffiffiffiffiffiffiffi
jvrc

p ¼ (1þ j )
1ffiffiffi
2

p ffiffiffiffiffiffiffi
vrc

p
(18:14)

This means that a wavelike solution exists as well. However, it is strongly collapsing because the real
and imaginary parts of g are always equal, which means that the attenuation on a path of l wavelength is
exp(�2p)ffi 1=535.
The lossless DRC line can be considered to be a special telegraph line having neither serial induc-

tance nor shunt conductance. The telegraph line theory can be conveniently used at the calculation of
uniform DRC networks. The g propagation constant and the Z0 characteristic impedance for the present
case are

g ¼ ffiffiffiffiffiffi
src

p
, Z0 ¼

ffiffiffiffi
r
sc

r
(18:15)

With these the two-port impedance parameters and chain parameters of an RC line of length L can be
given as follows:

Zij ¼ Z0
cth gL 1=sh gL
1=sh gL cth gL

� �
,

A B
C D

� �
¼ ch gL Z0sh gL

1
Z0
sh gL ch gL

� �
(18:16)

If one of the ports is terminated by the impedance of Zt, the following impedance can be ‘‘seen’’ on the
opposite port

Zin ¼ Z0
Zt ch gLþ Z0 sh gL
Zt sh gLþ Z0 ch gL

(18:17)

18.1.3 Uniform, Lossy DRC Lines

In some cases, the DRC structure also has shunt conductance, which means that it is lossy. The value of
this conductance for the unit length is notated by g. In such a case, without giving the details of the
calculation, the v(x, t) line voltage can be determined by the solution of the equation
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@v
@t

¼ 1
rc

@2v
@x2

� g
c
v (18:18)

The following forms of the characteristic impedance and the propagation constant can be used now
in the frequency domain

g ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
r(g þ sc)

p
, Z0 ¼

ffiffiffiffiffiffiffiffiffiffiffiffi
r

g þ sc

r
(18:19)

It is an interesting fact that the charge carrier motion in the base region of homogeneously doped
bipolar transistors can be described by formally similar equations, so that the intrinsic transients of
the bipolar transistors can be exactly modeled by lossy DRC two-ports [5].

Example 18.1. Wiring delays

Neither the series resistance nor the stray capacitances of the interconnection leads of integrated circuits
are negligible. As an example, in the case of a polysilicon line of 1 mm width r ffi 50 kV=mm, c ffi 0.04
pF=mm. This means that these wires should be considered to be DRC lines. The input logical levels
appear on their output with a finite delay. Let us determine the delay of a wire of length L. From
Equation 18.12,

v(L, t) ¼ U0

X1
k¼0

2(� 1)kerfc (2kþ 1)qð Þ

where

q ¼ L

2
ffiffiffiffiffiffiffiffi
t=rc

p

The value of the summation over k will reach 0.9 at q¼ 0.5, so that the voltage at the end of the line will
reach the 90% of U0 after a time delay of

tdelay ffi rcL2 (18:20)

Note that the time delay increases with the square of the length of the wire. In the case of L¼ 1 mm
the time delay of this polysilicon wire is already 2 ns, which is more than the time delay of a CMOS
logical gate. For lengthy wires (>0.27 0.5 mm), metal wiring must be applied with its inherently small
resistivity.

Example 18.2. Parasitic effects of IC resistors

In an IC amplifier stage the transistor is loaded with, e.g., R¼ 10 kV (Figure 18.7a). This resistor has
been fabricated by the base diffusion, the sheet resistance is 200 V, and the parasitic capacitance is
125 pF=mm2. The width of the resistor is 4 mm. Let us determine the impedance of the resistor in the 1
to 1000 MHz range.

The resistance can be realized in 43 200 mm size. The total parasitic capacitance is Cp¼ 0.1 pF. The
impedance of the transistor-side port can be calculated according to Equation 18.17, considering that the
opposite port is short-terminated, as

Zport ¼ Z0 th gL ¼
ffiffiffiffi
r
sc

r
th

ffiffiffiffiffiffi
src

p
L

� � ¼
ffiffiffiffiffiffiffi
R
sCp

s
th

ffiffiffiffiffiffiffiffiffiffi
sRCp

p
(18:21)
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Using the s¼ jv substitution, along with the actual data, the amplitude and phase functions of
Figure 18.7b can be obtained for the impedance. At 10 MHz, the phase shift caused by the parasitic
capacitance is negligible, but at 100 MHz it is already considerable.
It is important to recognize that in the case of half size linewidths the size of the resistor will be only

23 100 mm, which results in one-fourth of the previous value in Cp. This means that the capacitance
becomes disturbing only at four times larger frequencies.
Note in Figure 18.7b that the amplitude function shows a 10 dB=decade decay and the phase keeps to

458, as if the load would be characterized by a ‘‘half pole.’’ This 10 dB=decade frequency dependence
often can be experienced at DRC lines.

18.2 Nonuniform Distributed RC Lines

In some cases, the capacitance and=or the resistance of the DRC line shows a spatial dependency.
This happens if the width of the lead strip is modulated in order to reach some special effects
(Figure 18.8a, tapered RC line). In case of a biased IC resistance, the capacitance changes along the
length of the structure as well because of the voltage dependency of the junction capacitance. These
structures are referred to as nonuniform DRC lines.
Let the spatially dependent resistance and capacitance pro unit length be notated by r(x) and c(x),

respectively. The following equations can be given for the structure:

(b)(a)

3.16 kΩ

RCp

+VCC

10 kΩ

Phase

107 108 109 1010
0°

–45°

–90°

abs Z 10 dB/decade

Frequency (Hz)

1 kΩ

FIGURE 18.7 A simple IC amplifier stage. (a) The load resistor is in fact a DRC line. (b) The amplitude and phase
plot of the load.

(b)

w = w0 eBx

(a) Ground plate

Resistive
sheet

Dielectric
layer

L0 x x

FIGURE 18.8 Nonuniform distributed RC lines. (a) Tapered line. (b) Exponentially tapered line.
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@v
@x

¼ �r(x)i,
@i
@x

¼ �c(x)
@v
@t

(18:22)

With these, the following differential equation can be written:

@v
@t

¼ 1
c(x)

@

@x
1

r(x)
@v
@x

� �
(18:23)

We can obtain a more convenient form if we consider as an independent variable (instead of the
x spatial co-ordinate) the total r resistance related to a given reference point (e.g., to the x¼ 0 point),
as follows:

r(x) ¼
ðx

0

r(j)dj, r(x) ¼ @r

@x
(18:24)

The variable defined this way can be considered as a kind of arc-length parameter. It has been introduced
by Protonotarious and Wing [2]. With this new variable

@v
@t

¼ 1
K(r)

@2v
@r2

(18:25)

where

K(r) ¼ K r(x)ð Þ ¼ c(x)
r(x)

(18:26)

The K(r) function describes well the spatial parameter changes of the RC line; that is, the structure
of the line. Therefore, the K(r) function is called the structure function. Those DRC structures for which
the K(r) functions are the same are considered to be electrically equivalent.
Reference [2] uses the s(r) integral or cumulative version of the structure function:

s(r) ¼
ðr

0

K(r)dr ¼
ðx(r)

0

c(x)
r(x)

dr
dx

dx ¼
ðx(r)

0

c(x)dx (18:27)

This is the total capacitance related to the x¼ 0 point. This means that the cumulative structure function
is the total capacitance versus total resistance map of the structure. An example of such a map is plotted
in Figure 18.9.
The differential Equation 18.25 is homogeneous and linear; therefore, superposition can be used.

Because this equation is of variable coefficient type, however, analytic solution can be expected only
rarely. Such a case is that of the K¼K0=r

4 structure function for which

v(r, t) ¼ const
1
t3=2

exp � K0

4r2t

� �
(18:28)

Another form of Equation 18.25 is also known. To obtain this form, we should turn to the
s domain with
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sv ¼ 1
K(r)

@2v
@r2

(18:29)

Let us introduce the following new variable:

Z(r) ¼ v(s, r)
i(s, r)

¼ v

� 1
r
@v
@x

¼ � v
@v
@r

(18:30)

This variable is in fact the impedance of the line at the location of r. After rearrangements, the

dZ
dr

¼ 1þ sK(r)Z2 (18:31)

equation can be obtained. This is called the Riccati differential equation. In the case of a known K(r)
structure function, the one-port impedance of the nonuniform line can be determined from it by
integration. In some cases, even the analytic solution is known. Such a case is the exponentially tapered
line of Figure 18.8b, for which

r(x) ¼ Rs

w0
exp (�Bx), c(x) ¼ Cpw0 exp (Bx), K(r) ¼ RsCp

B2

1
r2

(18:32)

where Rs is the sheet resistance of the structure, Cp is the capacitance per unit area, and r is related to the
point in the infinity. If the port in the infinity is shorted, the impedance of the location of r is

Z(s) ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 4sRsCp=B2

p � 1

2sRsCp=B2
r (18:33)

In other cases, numerical integration of Equation 18.31 leads to the solution.
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FIGURE 18.9 Cumulative structure function.
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18.2.1 Approximation with Concatenated Uniform Sections

The following model can be used for approximate calculation of nonuniform structures. We split the
structure function into sections (see Figure 18.10a) and use stepwise approximation. Inside the sections,
K¼ constant, so that they are uniform sections. Concatenating them according to Figure 18.10b an
approximate model is obtained.
In the frequency domain, the overall parameters of the resultant two-port can be easily calculated. The

chain parameter matrices of the concatenated sections have to be multiplied in the appropriate order.
The time domain behavior can be calculated by inverse Laplace transformation.

18.2.2 Asymptotic Approximation for Large ‘‘s’’

The chain parameters of a nonuniform DRC line can be approximately written as

A B
C D

� �
ffi 1

2
exp D

ffiffi
s

p� � l m=
ffiffi
s

pffiffi
s

p
=m 1=l

� �
(18:34)

where

D ¼
ðR0

0

ffiffiffiffiffiffiffiffiffiffi
K(r)

p
dr, R0 ¼ r(L), l ¼ K(R0)

K(0)

� �1=4
, m ¼ K(R0)K(0)ð Þ�1=4

This approximation is valid for large s values and for sufficiently smooth function K(r) [2].

18.2.3 Lumped Element Approximation

Distributed RC networks can be approximated by lumped element RC networks as well. The case of a
lossless line is depicted in Figure 18.11a. The element values can be determined in either of the following
two ways.

1. In the case of a known structure spatial discretization can be used. The nonuniform line must be
split into sections of width h (see Figure 18.11b). A node of the network is associated with the
middle of each section. The total capacitance of the section must be calculated, and this gives
the value of the lumped capacitance connected to the node of the section. The resistance between
the middle points of two adjacent sections must be calculated, and this has to be connected

(b)(a)

K

K1

K1, ρ1 K2, ρ2
K2

ρ2

ρ

ρ1

FIGURE 18.10 Approximation with concatenated uniform sections. (a) Stepwise approximation of the structure
function. (b) Approximate model.
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between the nodes of the appropriate sections. It is obvious that the accuracy can be increased by
decreasing h. The price is the increasing number of lumped elements. With h ! 0, we obtain the
exact model.

2. When we know the impedance function, we can build the model using the pole-zero pattern of the
network. For example, let us investigate a uniform RC line of finite length L, short-circuited at the
far end. The corresponding impedance expression, according to Equation 18.21, is

Z(s) ¼ 1ffiffiffiffiffiffiffi
sK0

p th R0
ffiffiffiffiffiffiffi
sK0

p
(18:35)

where K0¼ c=r, R0¼ r � L. This function has poles and zeroes on the negative real axis in an infinite
number. The zero and pole frequencies are

szi ¼ (2i)2
p2

4
1

R2
0K0

, spi ¼ (2iþ 1)2
p2

4
1

R2
0K0

(18:36)

where i¼ 1, 2, . . . , 1. Neglecting all the poles and zeroes situated well above the frequency range
of interest and eliminating successively the remainder poles and zeroes from Equation 18.37 impedance
function the element values of the ladder network in Figure 18.12 (Cauer equivalent) can be obtained
from

Z(s) ¼ R0

Qz
i¼1 (1þ s=szi)Qp
i¼1 (1þ s=spi)

(18:37)

18.3 Infinite-Length RC Lines

It was demonstrated earlier in the chapter that the DRC network can be described with the help of the
pole-zero set of its impedance, as in the case of lumped element circuits. However, the number of these

(b)

0 h

N1

N1
N2

N2

L x

(a)

FIGURE 18.11 Lumped element approximation. (a) Network model. (b) The line split into sections.

Z(s)

FIGURE 18.12 Cauer equivalent circuit (ladder structure).
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poles and zeroes is infinite. The infinite-length DRC lines generally do not have this property. For this
network category the exact description by discrete poles and zeroes is not possible.
For example, let us consider an infinitely long uniform DRC line. Its input impedance is the

characteristic impedance:

Z(s) ¼
ffiffiffiffi
r
sc

r
(18:38)

Evidently, this impedance function does not have poles and zeroes on the negative s axis. This is the
general case for a more complex, nonuniform distributed network if the length of the structure is infinite.
The characteristic feature of these impedance functions is that

ffiffiffiffiffi
jv

p
factors appear in them. This is why in

the logarithmic amplitude vs. frequency diagram (Bode plot) regions with 10 dB=decade slope appear, as
pointed out in Ref. [1].
This section provides a generalization of the pole and zero notions and the time-constant represen-

tation in order to make them suitable to describe infinitely long distributed one-ports as well.
Before developing new ideas let us summarize the normal, well-known descriptions of a lumped element

RC one-port. The port impedance of such a circuit is described by a rational function with real coefficients, as

Z(s) ¼ R0
(1þ s=sz1)(1þ s=sz2) � � � (1þ s=szn�1)
(1þ s=sp1)(1þ s=sp2) � � � (1þ s=spn)

(18:39)

where R0 is the overall resistance, sp are the poles, and sz are the zeroes (as absolute values). The pole
and zero values, together with the overall resistance value, hold all the information about the one-port
impedance. Thus, an unambiguous representation of this impedance is given by a set of pole and zero
values, and an overall resistance value. This will be called the ‘‘pole–zero representation.’’
Expression 18.39 can be rearranged as

Z(s) ¼
Xn
i¼1

Ri

1þ s=spi
¼
Xn
i¼1

Ri

1þ sti
(18:40)

where

ti ¼ 1 spi
	

(18:41)

which corresponds directly to the v(t) voltage response for a step-function current excitation:

v(t) ¼
Xn
i¼1

Ri 1� exp(�t=ti)ð Þ (18:42)

In this case, the impedance is described in terms of the ti time-constants of its response and of the Ri
magnitudes related to it. This will be called the time-constant representation.

18.3.1 Generalization of the Time Constant Representation*

A lumped element one-port can be represented by a finite number of t time-constants and Rmagnitudes.
A graphic representation of this is demonstrated in Figure 18.13. Each line of this plot represents a time
constant, and the height of the line is proportional to the magnitude. This figure can be regarded as some

* Portions reprinted with permission from Székely, V., IEEE Trans. Circuits Syst., 38, 711, 1991. � 1991 IEEE.
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kind of a spectrum, the spectrum of the time constants that appeared in the step-function response of the
network.
The port-impedance of a lumped element network has discrete ‘‘spectrum lines’’ in finite number. An

infinite distributed network has no discrete lines, but it can be described with the help of a continuous
time constant spectrum. The physical meaning of this idea is that in a general response any time constant
can occur in some amount, some density, so that a density spectrum may suitably represent it.
We define the spectrum function by first introducing a new, logarithmic variable for the time and the

time constants:

z ¼ ln t, z ¼ ln t (18:43)

Let us consider a DRC one-port, the response of which contains numerous exponentials having different
time constants and magnitudes. The ‘‘time constant density’’ is defined as

R(z) ¼ lim
Dz!0

sum of magnitudes between z and zþ Dz

Dz
(18:44)

From this definition directly follows the fact that the step-function response can be composed from the
time-constant density:

v(t) ¼
ð1

�1
R(z) 1� exp �t= exp (z)ð Þ½ �dz (18:45)

This integral is obviously the generalization of the summation in Equation 18.42. If the R(z) density
function consists of discrete lines (Dirac-d pulses), Equation 18.42 is given back.
Using the logarithmic time variable in the integral of Equation 18.45

v(z) ¼
ð1

�1
R(z) 1� exp � exp (z � z)ð Þ½ �dz (18:46)

a convolution-type differential equation is obtained. Differentiating both sides with respect to z, we
obtain

τ

R

FIGURE 18.13 A lumped element one-port can be represented with a discrete set of time constants.
(From Székely, V., IEEE Trans. Circuits Syst., 38, 711, 1991. With permission.)
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d
dz

v(z) ¼ R(z)�W(z) (18:47)

where

W(z) ¼ exp z � exp (z)ð Þ (18:48)

is a fixed weighting function with shape depicted in Figure 18.14, and � is the symbol of the convolution
operation [3].
It can be proved that the area under the function W(z) is equal to unity

ð1

�1
W(z)dz ¼ 1 (18:49)

This means that

ð1

�1
R(z)dz ¼ v(t ! 1) ¼ R0 (18:50)

where R0 is the zero-frequency value of the impedance. In other words, the finite step-function response
guarantees that the time-constant density has finite integral.

18.3.2 Generalization of the Pole-Zero Representation

The task is now to substitute the pole-zero pattern of the lumped network with a continuous (eventually
excepting some discrete points) function to describe the general distributed parameter network.
As emphasized above, the Bode plot of a distributed parameter network frequently shows regions with

a 10 dB=decade slope. Figure 18.15 presents such an amplitude diagram. Using poles and zeroes, we can
only approximate this behavior. If we place to point v1 a pole, the Bode plot turns to the decay of
20 dB=decade, which is too steep. If a zero is placed, the diagram returns to the zero-slope. However, if we
alternate poles and zeroes in a manner that the mean value of the slope should give the prescribed one,

0

0.1

0
z (octave)

W
 (z

)

2–2–4–6–8–10 4 6

0.2

0.3

0.4

FIGURE 18.14 The shape of the W(z) function. (From Székely, V., IEEE Trans. Circuits Syst., 38, 711, 1991. With
permission.)

Distributed RC Networks 18-15



then any slope can be approximated. (For the previously-mentioned case, if the zeroes are situated exactly
midway between the adjacent poles, then the mean slope is 10 dB=decade.) The suitability of the
approximation depends on the density of poles and zeroes and can be improved by increasing the
density. In this case, the network-specific information is not carried by the number of poles and zeroes
(their number tends to infinity), but by the relative position of the zeroes between the adjacent poles.
An alternative interpretation is also possible. The pair of a neighboring pole and zero constitutes a

dipole. The ‘‘intensity’’ of that dipole depends on the distance between the pole and the zero. If they
coincide and cancel each other, then the intensity is equal to zero. If the zero is situated at the maximal
distance from the pole (i.e., it is at the next pole), the intensity reaches its maximal value. We choose this
to be the unity.
For later convenience, we turn to a logarithmic variable on the negative s-axis:

S ¼ ln (�s) (18:51)

Let us investigate a DS interval of the logarithmic S-axis bounded by two adjacent poles. The distance
between the left-hand pole and the inner zero is dS. Now, suppose that the density of the poles tends to
infinity; i.e., DS becomes infinitely small. In this case the ‘‘dipole intensity function’’ is

Id(S) ¼ lim
DS!0

dS

DS
(18:52)

Considering that the poles and zeros of an RC port-impedance alternate, it follows that 0� Id� 1. For an
infinite, distributed RC two-pole the dipole intensity generally has regions in which the Id value is
between 0 and 1. For example, if the Bode plot shows a slope of 10 dB=decade, the value of Id equals 0.5.
This occurs in the case of an infinite, uniform RC line. For discrete circuits, the Id function has only two
possible values: 0 or 1.

18.3.3 Relations among R(z), Id(S), and the Impedance Function

Obviously, we needed one-to-one relations between the time constant density or the dipole intensity
representation and the impedance expression of the one-port. (For the lumped element case Equations
18.39 and 18.40 give these correspondences).
Rather simple relations exist among the R(z), Id(S), and the Z(s) impedance function (see below). An

interesting feature of these relations is a striking mathematical symmetry: the same expression couples

a(ω)

10 dB/decade

lg ωω1

FIGURE 18.15 The 10 dB=decade decay of a DRC line amplitude plot can be approximated with an alternative
sequence of poles and zeroes. (From Székely, V., IEEE Trans. Circuits Syst., 38, 711, 1991. With permission.)
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the time constant density to the impedance and the dipole intensity to the logarithmic impedance. The
detailed proofs of the relations presented here are given in Ref. [4].
If the Z(s) complex impedance function is known, R(z) or Id(S) can be calculated as*

R(z) ¼ 1
p

ImZ s ¼ �exp (�z)ð Þ (18:53)

Id(S) ¼ 1
p
Im lnZ s ¼ �exp (S)ð Þð Þ (18:54)

If the R(z) or Id(S) function is known

Z(S) ¼ R0 �
ð1

�1
R(�x)

exp (S� x)
1þ exp (S� x)

dx (18:55)

lnZ(S) ¼ lnR0 �
ð1

�1
Id(x)

exp (S� x)
1þ exp (S� x)

dx (18:56)

where S is the complex-valued logarithm of the complex frequency:

S ¼ ln s (18:57)

Using the integral Equations 18.55 and 18.56, however, we must keep at least one from the two
conditions:

1. s is not located on the negative real axis.
2. If s is located on the negative real axis then, at this point, and in a e ! 0 neighborhood, R(z) or

Id(S) must be equal to 0.

Note that Equations 18.53 through 18.56 are closely related to the Cauchy integral formula of the
complex function theory. Substituting Equation 18.53 into 18.55 and exploiting some inherent properties
of the RC impedance functions after some mathematics, the Cauchy integral results. The same is true for
Equations 18.54 and 18.56.
An important feature of the transformations of Equations 18.53 and 18.55 is that they are linear. This

means that the Z(s)3R(z) transformation and the summation are interchangeable.

18.3.4 Practical Calculation of the R(z) Functiony

Equation 18.53 suggests that only the jv imaginary frequency has to be replaced by the s¼�exp(�z)
complex frequency, and then the imaginary part of the calculated complex response multiplied by 1=p
provides the time-constant spectrum.
However, the procedure is not as simple as that because of the use of Equation 18.53. This equation

requires a great amount of caution. As the equation shows, the imaginary part of the Z impedance has to
be calculated along the negative real axis of the complex plane. Along this axis, singularities usually lie:
the poles of the network equation of lumped circuits or some singular lines in the case of distributed

* For Equation 12.53 Z(s ! 1)¼ 0 is supposed.
y Portions reprinted, with permission, from Székely, V. and Rencz, M., IEEE Trans. Compon. Pack. Technol., 23(3), 587, 2000.
� 2000 IEEE.
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systems. These singularities can prevent the use of Equation 18.53 for the calculation of the time-constant
spectrum.
We can overcome these difficulties by adapting an approximate solution. In order to walk around the

‘‘dangerous’’ area, we have to avoid following the negative real axis. A line that is appropriately close to
this axis might be used instead [9], like

s ¼ �( cos dþ j sin d) exp (�z) (18:58)

Obviously, the d angle has to be very small, not more than 28–58. Even if this angle is small, an error is
introduced into the calculation. It can be proven that the calculated RC(z) time-constant spectrum can be
expressed with the exact one by the following convolution equation:

RC(z) ¼ p� d

p
R(z)� er(z) (18:59)

where

er(z) ¼ 1
p� d

sin d exp (�z)
1� 2 cos d exp (�z)þ exp (�2z)

(18:60)

This function is a narrow pulse of unity area. The error of the calculation is represented by this function.
Diminishing d the er(z) function becomes narrower and narrower. Thus, any accuracy requirement can
be fulfilled by choosing an appropriately small d angle. The half-value width, which is a measure of the
resolution, is given by

De ¼ 2 ln 2� cos dþ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(2� cos d)2 � 1

q� �
ffi 2d (18:61)

If, for example, d¼ 28, then the resolution is 0.1 octave, which means that two poles can be distinguished
if the ratio between their frequencies is greater than 1.072.
Obviously, the calculated result has to be corrected with the factor of p=(p� d).

Example 18.3

A tight analogy exists between electrical conductance and heat flow. Heat-conducting media, which can
be characterized with distributed heat resistance and distributed heat capacitance, behave similarly to
the electrical DRC networks. The analogous quantities are as follows:

Voltage ! Temperature
Current ! Power flow
Resistance ! Thermal resistance
Capacitance ! Heat capacitance

In the simplest model law, 1 V voltage corresponds to 18C, 1 A current to 1 W power, etc., but different
mapping can be applied as well.
The described analogy means that the tool set that is used to treat DRC networks can be applied to the

calculation of heat-flow problems as well. This fact provides a direct way to calculate time-constant
spectra in thermal field solver programs. These are thermal simulation tools suitable to solve the model
equations in the s-domain. By using the substitution of Equation 18.58, some of these programs calculate
directly the thermal time-constant spectrum of different structures [9]. As an example, a transistor
package, presented in Figure 18.16a, was simulated. The time-constant spectrum calculated by the field
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solver is plotted in Figure 18.16b. It is clearly visible that besides the two dominant time-constants a large
number of further time-constants appear in the spectrum.

18.4 Inverse Problem for Distributed RC Circuits

Equation 18.47 offers a direct way to determine the time-constant density from the (measured or
calculated) response function, which means that it is a method for the identification of RC one-ports.
Using Equation 18.47 for a measured time domain response function, the time-constant density of the
one-port impedance can be determined. By using this method, equivalent circuits can be constructed
easily. This possibility is of considerable practical importance [8]; however, only approximate results can
be obtained because the calculation leads to the inverse operation of the convolution. This operation
can be done only approximately.
A possibility exists for identification in the frequency domain as well. Introducing the V¼ ln v

notation for the frequency axis, convolution-type equations can be found [8] between the R(z) time-
constant density and the Z(v) complex impedance:

� d
dV

ReZ(V) ¼ R(z ¼ �V)�WR(V) (18:62)

�ImZ(V) ¼ R(z ¼ �V)�WI(V) (18:63)

where the weight-functions are

WR(V) ¼ 2 � exp (2 V)

1þ exp (2 V)ð Þ2 (18:64)

WI(V) ¼ exp (V)
1þ exp (2 V)

(18:65)

Moreover, a direct convolution relation exists between the Bode diagram of the impedance and the
dipole intensity. Considering the Bode amplitude and phase diagrams, i.e., by using ln(Z(V))¼ ln abs
(Z(V))þ j�arcus(Z(V)), we obtain

� d
dV

ln abs Z(V)ð Þ ¼ Id(V)�WR(V) (18:66)
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FIGURE 18.16 A transistor package and its time-constant spectrum. (a) Simulated transistor package. (b) Time-
constant spectrum calculated by the field solver. (From Székely, V. and Rencz, M., IEEE Trans. Compon. Pack.
Technol., 23, 587, 2000. With permission.)
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�arcus Z(V)ð Þ ¼ Id(V)�WI(V) (18:67)

These equations may also be used for identification.

18.4.1 Network Identification by Deconvolution

All the relations between the R(z) time-constant spectrum and the different network responses are of
convolution type Equations 18.47, 18.62, and 18.63. Knowing some kind of network responses the inverse
operation of the convolution: the deconvolution leads to the R(z) function. The same is true for
Equations 18.66 and 18.67 of the Id(S) dipole intensity. This means that the problem of identification
of DRC networks is reduced to a deconvolution step. This method, called network identification by
deconvolution (NID), is discussed in detail in Ref. [8], together with the appropriate deconvolution
methods.
An important fact is that if we know the time response or only the real or the imaginary part of

the frequency response, the network can be completely identified. (Noise effects produce practical
limits—see later.)

1 kΩ 2 kΩ 1 kΩ 2 kΩ

5 nF31.6 nF50 nF316 nF

τ = 316 µs 10 µs31.6 µs100 µs

Z(s)

(a)

Imaginary part

7

6

5

4

3

2

1

0

–1

–2

–3
1e–1 1 1e+1 1e+2 1e+3 1e+4 1e+5 1e+6 1e+7 1e+8

Frequency (Hz)

Im
pe

da
nc

e (
kΩ

)

Real part

(b)

FIGURE 18.17 RC ladder and the frequency response of the Z(v) impedance. (a) Investigated RC network. (b) Real
and the imaginary parts of the impedence. (From Székely, V., IEEE Trans. Circuits Syst.—I. Theory Appl., 45,
244, 1998. With permission.)
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Example 18.4

For the sake of simplicity, a ‘‘lumped circuit problem’’ will be discussed first. The investigated
RC network is given in Figure 18.17a. We have calculated the frequency response of the
Z(s) port-impedance of this circuit by using a standard circuit-simulator program, with a 40
point=frequency-decade resolution. Both the real and the imaginary parts of this impedance are
plotted in Figure 18.17b.

In order to apply Equation 18.62, the derivative of the real part was calculated numerically. The
result is shown in Figure 18.18a. In the next step, this function was deconvolved by the WR(V)
function. The result is plotted in Figure 18.18b. This function is the approximate time-constant
density of the network. We expect that this function depicts the pole-pattern of the circuit. This is in
fact obtained: the four peaks of the function are lying at f¼ 497.7, 1,585, 4,908, and 15,850 Hz. These
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FIGURE 18.18 Identification steps. (a) Derivative of Real(Z). (b) The identified time-constant spectrum.
(From Székely, V., IEEE Trans. Circuits Syst.—I. Theory Appl., 45, 244, 1998. With permission.)
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values correspond to the time constants of 320, 100.4, 32.43, and 10.04 ms, respectively. The ratios of
the peak areas are about 1:2:1:2. These data agree well with the actual parameters of the circuit in
Figure 18.17a.*
Notice that the noise corrupting the Z(v) function considerably affects the result of the identi-

fication. In order to reach 1 octave resolution of R(z) along the frequency axis, about 68 dB noise
separation is needed in Z(v). Detailed discussion of the noise effects on the identification can be found in
Ref. [8].

Example 18.5

As a second example, let us discuss the thermal identification of a semiconductor packageþ heat sink
structure. The analogy between electrical current and heat flow introduced in Example 18.3 will be
applied again.

Between a semiconductor chip and its ambient a complex distributed thermal structure exists consisting
of many elements. The main parts of it are the chip itself, the soldering, the package, mounting to the heat
sink, the heat sink itself, and the ambience. This is obviously a distributed thermal RC network, the input-
port of which is the top surface of the chip and the far end is the ambience (the world). Thus, the structure
can be considered practically infinite. This means that we have to examine a nonuniform infinite-length
DRC network.
Investigations in the time domain require recording the thermal step-response of the system.

A thermal test chip can be used for this purpose, containing appropriate heating elements that can
assure step-function power excitation. The temperature rise is measured by the forward voltage change of
a pn junction integrated into the test chip as well. This is the thermal response function. Such a thermal
response is plotted in Figure 18.19a. The time range of the measurement is strikingly wide: 9 decades,
from 10 ms to some thousand s. This is indispensable since the thermal time constants of the heat-flow
structure vary over a wide range.
According to Equation 18.47, after numerical derivation of the step-response and by a consecutive

deconvolution, the time constant density function R(z) can be obtained (see Figure 18.19b). Because of
the quantization noise and measuring error the deconvolution operation can be done only approximately
with a 1 7 1.5 octave resolution. A suitable algorithm is discussed in Ref. [7]. Figure 18.19b illustrates
that, in the 100 ms to 10 s interval, time constants spread over a relative wide range. This refers to the
distributed structure of the chip and the package. At t	 1000 s, a relatively sharp, distinct time constant
appears. This can be identified as originating from the heat capacitance of the whole heat sink and the
heat sink-ambience thermal resistance.
Splitting the resultant time constant spectrum into Dt time slots, each of these slots can be approxi-

mated by a Dirac-d spectrum line proportional in height to the appropriate slot area. These give the data
of a lumped element approximation according to Equation 18.40. Now, the equivalent circuit of the heat-
flow structure can be generated either in Foster or in Cauer normal form.
Using the Cauer-approximation of the DRC line we can calculate the approximate K(r) and s(r)

structure functions. From these functions, the heat-conducting cross-section areas, the heat flow path
length, etc. can be derived. This means that geometric and physical data of the heat-flow structure can be
extracted and checked with the help of an electrical measurement. The structure function calculated from
the measurement results of Figure 18.19 is plotted in Figure 18.20. It is easy to read out, e.g., the Chs heat
capacitance of the heat sink. For more details, see Refs. [6,10].

* Example reprinted with permission from Székely, V., IEEE Trans. Circuits Syst.—I. Theory Appl., 45(3), 244, 1998. � 1998
IEEE.
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FIGURE 18.19 Thermal identification of a packageþ heat sink structure. (a) Thermal response between 10 ms
and 4000 s. (b) The R(z) time-constant density function.
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19.1 Generic Relations

The starting procedure for the synthesis of distributed circuits is the same as for the conventional
synthesis of lumped parameter circuits. If a one-port network is to be synthesized, then a desired driving-
point immittance H(s) must be defined first, where

s ¼ sþ jv (19:1)

is the complex frequency, s is the damping coefficient of the operating signal, and v is the operating
angular frequency. If a two-port network is to be synthesized, then a desired transmittance T(s) must be
defined first.
According to conventional principles of network synthesis [1], for the one-port network, H(s) is

represented by

H(s) ¼ P(s)
Q(s)

¼ ansn þ an�1sn�1 þ � � � þ a1sþ a0
bmsm þ bm�1sm�1 þ � � � þ b1sþ b0

(19:2)

where
an and bm are constants determined by the network parameters
Q(s) is a driving function
P(s) is the response function
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for a two-port network

T(s) ¼ P(s)
Q(s)

¼ ansn þ an�1sn�1 þ � � � þ a1sþ a0
bmsm þ bm�1sm�1 þ � � � þ b1sþ b0

(19:3)

Both H(s) and T(s) should be examined for realizability [1] before proceeding.
If the summation of even-order terms of P(s) is M1(s) and the summation of odd-order terms

of P(s) is N1(s), then

P(s) ¼ M1(s)þ N1(s) (19:4)

Similarly,

Q(s) ¼ M2(s)þ N2(s) (19:5)

For a one-port network the driving-point impedance is synthesized by [1]

Z(s) ¼ N1(s)
M2(s)

(19:6)

or

Z(s) ¼ M1(s)
N2(s)

(19:7)

For a two-port network [1], if P(s) is even, the transadmittance is

y21 ¼ P(s)=N2(s)
1þ M2(s) N2(s)= �½ (19:8)

the open-circuit transfer admittance is

y21 ¼ P(s)
N2(s)

(19:9)

and the open-circuit output admittance is

y22 ¼ M2(s)
N2(s)

(19:10)

If P(s) is odd,

y21 ¼ P(s)=N2(s)
1þ M2(s) N2(s)= �½ (19:11)

y21 ¼ P(s)
M2(s)

(19:12)

and

y22 ¼ N2(s)
M2(s)

(19:13)
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In both cases,

y11 ¼ y21(s)
n

(19:14)

where n is the current-ratio transfer function from port 1 to port 2. From these y- or z-parameters, the
required values for the network components, i.e., L, C, and R, can be determined [1].
In high-frequency circuits the L, C, and R may be synthesized using distributed circuit components.

The synthesis of distributed components in microstrip line and circuits is the emphasis of this chapter.

19.2 Synthesis of a Capacitance

If the required capacitive impedance is �jXC V, the capacitance is

C ¼ 1
vXC

(19:15)

where

XC > 0 (19:16)

and v is the operating angular frequency. In a distributed circuit the capacitance C is often synthesized
using a short section of a short-circuited transmission line of negligibly small transmission line loss. If the
characteristic impedance of such a transmission line is Z0, the operating transmission line wavelength is
ll, and the length of the transmission line is l in meters, then [2]

jXC ¼ jZ0 tan
2pl
ll

(19:17)

where

ll
4
< l <

ll
2

or, more generally,

nll
2

þ ll
4
< l <

nll
2

þ ll
2

(19:18)

and n is an integer. Detailed information on Z0 and ll is given in Chapter 15. Combining Equations 19.15
and 19.17,

C ¼ 1

vZ0 tan 2pl
ll

(19:19)

In practical synthesis, the transmission line length must be determined. The design equation is

l ¼ ll
2p

tan�1 1
vCZ0

� �
(19:20)
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Thus, the capacitance C can be synthesized using a section of a short-circuited transmission line.
If an open-circuited transmission line is used instead, then

l ¼ ll
2

1
p
tan�1 1

vCZ0
þ 1
2

� �
(19:21)

Equation 19.19 is valid provided that Equation 19.20 is used for l or,

l ¼ ll
2
tan�1 vCZ0 (19:22)

where

nll
2

< l <
ll
4
þ nll

2
(19:23)

If an open-circuited transmission line section is used instead of the short-circuited transmission line
section, just add ll=4 to the line length.

19.3 Synthesis of an Inductance

If the required inductive impedance is þjXL V, the inductance is

L ¼ XL

v
(19:24)

where

XL > 0 (19:25)

and v is the operating angular frequency. In a distributed circuit the inductance L is often synthesized
using a short section of a short-circuited transmission line of negligibly small transmission line loss. If the
characteristic impedance of such a transmission line is Z0, the operating transmission line wavelength is
ll, and the length of transmission line is l meters, then [2]

jXL ¼ jZ0 tan
2pl
ll

(19:26)

where

0 < l <
ll
4

(19:27)

or, more generally,

nll
2

< l <
nll
2

þ ll
4

(19:28)

and n is an integer. Detailed information on Z0 and ll is given in Chapter 15.
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Combining Equations 19.24 and 19.26

L ¼ Z0

v
tan 2p

l
ll

(19:29)

In practical synthesis, the transmission line length must be designed. The design equation is

l ¼ ll
2p

tan�1 vL
Z0

(19:30)

Thus, the inductance L can be synthesized using a section of a short-circuited transmission line.
If an open-circuited transmission line is used instead, then

l ¼ ll
2

1
p
tan�1 vL

Z0
þ 1
2

� �
(19:31)

Equation 19.29 is valid for the open-circuited transmission line provided that Equation 19.31 is used
for l or

l ¼ ll
2p

tan�1 Z0

vL
(19:32)

where

nll
2

þ ll
4
< l <

ll
2
þ nll

2
(19:33)

If an open-circuited transmission line is used instead of the short-circuited transmission line section, just
add ll=4 to the short-circuited transmission line design.

19.4 Synthesis of a Resistance

A distributed circuit resistance can be synthesized using a lossy transmission line of length l with the line
end short or open-circuited. When the line end is short-circuited, the input impedance of the line of
length l and characteristic impedance _Z0 is [2]

_Zi ¼ _Z0 tanh _gl (19:34)

where the propagation constant is

_g ¼ aþ jb (19:35)

a is the attenuation constant, and b is the phase constant of the line. Assuming Z0 is real, the input
impedance becomes a pure resistance, i.e., the reactance becomes zero, when

bl ¼ 2pl
ll

¼ 1
2
p,

3
2
p,

5
2
p, . . . (19:36)

When

bl ¼ (2nþ 1)
p

2
(19:37)
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and where

n ¼ 0, 1, 2, 3, . . . (19:38)

the short-circuited transmission line is at antiresonance. When

bl ¼ 2n
p

2
(19:39)

and where

n ¼ 1, 2, 3, . . . (19:40)

the transmission line is at resonance.
When the transmission line is at antiresonance, the input impedance is [2]

_Zi ¼ _Z0
1þ e�a(2nþ1)

ll
2

1� e�a(2nþ1)
ll
2

(19:41)

If

_Z0 � Z0 (19:42)

the input resistance is

Ri � Z0
1þ e�a(2nþ1)

ll
2

1� e�a(2nþ1)
ll
2

(19:43)

where

l ¼ (2nþ 1)
ll
4

(19:44)

When the transmission line section is at resonance, the input resistance is

Ri � Z0
1� e�anll

1þ e�anll
(19:45)

if Equation 13.41 holds, where

l ¼ n
ll
2

(19:46)

From transmission line theory, a and b can be determined from the transmission line model
parameters as [2]

a ¼ vLGþ BR
2b

(19:47)
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b ¼ vLB� RGþ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RG� vLB)2 þ (vLGþ BR)2

p
2

( )1
2

(19:48)

where
L is the series inductance per meter
G is the shunt conductance per meter
B is the shunt susceptance per meter
R is the series resistance per meter of the transmission line section

The characteristic impedance of a lossy line is [2]

_Z0 ¼ R0 þ jX0 (19:49)

R0 ¼
RGþ vLBþ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RG� vLB)2 þ (vLG� BR)2

pn o
ffiffiffi
2

p ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
G2 þ B2

p
1
2

(19:50)

X0 ¼ 1
2R0

� vLG� BR
G2 þ B2

(19:51)

or simply from Equation 13.34

l ¼ 1
_g
tanh�1 Ri

_Z0
(19:52)

to determine l for desired Ri for synthesis.
In practical circuit synthesis, convenient, commercially available, surface-mountable chip resistors are

often used. Integrated circuit resistors are monolithically developed. Therefore, the technique described
here is seldom used.

19.5 Synthesis of Transformers

An impedance _Z1 can be transformed into another impedance _Z2 using a lossless or low-loss transmis-
sion line of length l and characteristic impedance Z0 [2]:

_Z2 ¼ Z0

_Z1 þ jZ0 tan 2pl
ll

Z0 þ j _Z1 tan 2pl
ll

(19:53)

where ll is the wavelength on the transmission line. Solving Equation 19.53 for l,

l ¼ ll
2p

tan�1 Z0( _Z2 � _Z1)

j Z2
0 � _Z1 _Z2

� � (19:54)

In Equation 19.53, if

l ¼ ll
4

(19:55)
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then

_Z2 ¼ Z2
0

_Z1
	

(19:56)

This is a quarter wavelength transmission line transformer. A low-impedance _Z1 is transformed into a
new high-impedance _Z2, or vice versa. A capacitive _Z1 is transformed into an inductive _Z2, or vice versa.
However, Z0 is usually real, which restricts the available transformed impedances.

An admittance _Y1 can be transformed into another admittance _Y2 using a lossless or low-loss
transmission line of length l and characteristic admittance _Y0 [2]

_Y2 ¼ Y0

_Y1 þ jY0 tan 2pl
ll

Y0 þ j _Y1 tan 2pl
ll

(19:57)

Solving Equation 19.56 for l,

l ¼ ll
2p

tan�1 Y0 _Y2 � _Y1
� �

j Y2
0 � _Y1 _Y2

� � (19:58)

In Equation 19.57, if

l ¼ l1
4

(19:59)

then

_Y2 ¼ Y2
0

_Y1
	

(19:60)

This is a one quarter-wavelength transmission line transformer. A low-admittance _Y1 is transformed into
a new high-admittance _Y2, or vice versa. A capacitive _Y1 is transformed into an inductive _Y2, or vice
versa. However, Y0 is usually real, which restricts the available transformed admittances.

The transforming method Equations 19.53 and 19.57 cannot transform _Z1 to every possible value of
_Z2, especially when the value of Z0 is given. In practice, this is often the case. If this is the case and _Z1 is
complex, use Equation 19.53 first to transform _Z1 to _Z0

2, where

_Z0
2 ¼ R0

2 þ jX0
2 (19:61)

and

R0
2 ¼ R2 (19:62)

where

_Z2 ¼ R2 þ jX2 (19:63)

Then, synthesize X2 � X0
2 and add it in series at the input of the transmission line, as depicted in

Figure 19.1. Then,
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_Z2 ¼ _Z0
2 þ j X2 � X0

2

� �
¼ R0

2 þ jX0
2 þ jX2 � jX0

2

¼ R0
2 þ jX2

¼ R2 þ jX2 (19:64)

Thus, _Z1 can be transformed to any _Z2

desired.
In a similar manner, to transform a shunt

admittance _Y1 to any other shunt admit-
tance _Y2, first transform _Y1 to _Y 0

2 so that

_Y 0
2 ¼ G0

2 þ jB0
2 (19:65)

and

G0
2 ¼ G2 (19:66)

where

_Y2 ¼ G2 þ jB2 (19:67)

Then, synthesize B2 � B0
2 and add it in shunt at the input of the transmission line as depicted in Figure

19.2. Then,

_Y2 ¼ _Y 0
2 þ j B2 � B0

2

� �
¼ G0

2 þ jB0
2 þ jB2 � jB0

2

¼ G0
2 þ jB2 ¼ G2 þ jB2 (19:68)

Thus, _Y1 can be transformed to any _Y2 desired.

19.6 Synthesis Examples

Distributed circuits can be synthesized using a number of transmission line sections. The transmission
line sections include waveguides, coaxial lines, two-wire lines, and microstrip lines and coplanar
waveguides. In this section, distributed circuit synthesis examples of distributed circuits using microstrip
lines are presented for convenience. Similar techniques can be utilized for other types of transmission
lines.

19.6.1 Series L–C Circuit

A series L–C circuit as illustrated in Figure 19.3 is considered to be a phase delay line in distributed line
technology. The series impedance of an L–C circuit is j(vL� 1=vC). If the load is a resistance of RL V,
then the phase delay in the output voltage is

Du ¼ tan�1 vL� 1
vC

RL
(19:69)

X2 –X2́

ℓ

Z
.
1 Z

.
2Z

.
2́

FIGURE 19.1 Synthesis of _Z1 to any _Z2 transformer.

B2 – B2́Y 

.
1 Y

.
2

Y
.

2́

FIGURE 19.2 Synthesis of any _Y2, from _Y1 transformation.
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The phase ‘‘delay’’ should be interpreted alge-
braically. Depending on the size of vL and
vC, Du can be either ‘‘þ’’ or ‘‘�.’’ If it is
delay, the sign of Du is ‘‘�’’ and if it is
advance, the sign of Du must be ‘‘þ’’ in
Figure 19.3.
If the phase constant of the microstrip

line is

b ¼ 2p
li

(19:70)

where l1 is the wavelength on the line, then
the synthesizing equation is

Du ¼ bl (19:71)

or

l ¼ Du

b
¼ ll

2p
tan�1 vL� 1

vC

RL
(19:72)

Usually, the delay line takes the form of a meander line in microstrip line, as illustrated in Figure 19.3.

19.6.2 Parallel L–C Circuit

A parallel L–C circuit (see Figure 19.4) can be synthesized using distributed circuit components. In this
figure, the open-circuited microstrip line length l1 represents inductive shunt admittance and the synthesis
equation is given by Equation 19.31. In Figure 19.4 another open-circuited microstrip line length l2
represents capacitive shunt admittance. The synthesis equation for this part is given by Equation 19.21.

19.6.3 Series L–C–R Circuit

If the load resistance connected to the
output circuit of a series L–C–R circuit
(see Figure 19.5) is RL, then the output
voltage _Vo of this network across RL due
to the input voltage _V i is

Vo ¼ RL _Vi

RL þ Rþ j vL� 1
vC

� �

¼ RL _Vi

Ze jf
(19:73)

where

Z ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(RL þ R)2 þ vL� 1

vC

� �2
s

(19:74)

L C

V
.
i =  Vε jθ V

.
o = Vε j(θ + Δθ)

V
.
o = Vε j(θ + Δθ)V

.
i = Vε jθ

FIGURE 19.3 Synthesis of a series L–C circuit using a
microstrip meander line.

V
.
i V

.
o 

V
.
o V

.
i 

L C

ℓ1 >
λℓ
4

ℓ2 <
λℓ
4

FIGURE 19.4 Synthesis of a parallel L–C circuit using a micro-
strip line circuit.
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f ¼ tan�1 vL� 1
vC

RL þ R
(19:75)

Thus,

_Vo ¼ RL

Z
_Vie�jf (19:76)

In a distributed circuit, such as the microstrip
line in Figure 19.5,

Vo ¼ _Vie�ale�jbl (19:77)

where
a is the attenuation constant
b is the phase constant
l is the total length of the microstrip line

Then, comparing Equations 13.76 with 13.75,

e�al ¼ RL

Z
(19:78)

or

al ¼ ln
Z
RL

(19:79)

and

bl ¼ f (19:80)

19.6.4 Parallel L–C–R Circuit

A parallel L–C–R circuit can be synthesized
using the microstrip line (see Figure 19.6). In
this figure, the microstrip of length l1, char-
acteristic impedance _Z01, attenuation con-
stant a1, and phase constant b1 represents a
parallel circuit of inductance L and 2R.
Another microstrip line of length l2, charac-
teristic impedance _Z02, attenuation constant
a2, and phase constant b2 represents a paral-
lel circuit of capacitance C and 2R.

The input admittance of the open-
circuited lossy microstrip line is

_Yi ¼ 1
_Z01

tanh (a1 þ jb1)l1 (19:81)

V
.
i V

.
o

L C R

V
.
i V

.
o

FIGURE 19.5 Synthesis of a series L–C–R circuit.

V
.
i V

.
o L CR

V
.
oV

.
i 

Z
.
01

Z
.
02

ℓ1

ℓ2

α1

β1

α2

β2

FIGURE 19.6 Synthesis of a parallel L–C–R circuit.
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In a parallel L–2R circuit, the parallel admittance is

Yi ¼ 1
2R

þ 1
jvL

(19:82)

The synthesis equation for the inductive microstrip line is

(a1 þ jb1)l1 ¼ tanh�1 _Z01
1
2R

� j
1
vL

� �
(19:83)

Similarly, for the capacitive microstrip line,

(a2 þ jb2)l2 ¼ tanh�1 _Z02
1
2R

þ jvC

� �
(19:84)

To synthesize this distributed circuit, Equations 19.82 and 19.83 must be solved. These are transcendental
equations of an excess number of unknowns to be determined by trial and error. Therefore, a digital
computer is needed. In many cases, lossless lines are used for L and C and a shunt chip resistor is used for
R to avoid complications.

19.6.5 Low-Pass Filters

If the load resistance of a low-pass filter, as presented in Figure 19.7 is RL, then the admittance across
RL is

_YL ¼ 1
RL

þ jvC (19:85)

If this is synthesized using the microstrip line shown in Figure 19.7, then the normalized admittance of
the microstrip line is

~_YL �
_YL

Y0
¼

1
RL
þ jvC

Y0
(19:86)

V
.
i V

.
o

L

C

ℓ1

φi

ℓ2

φL

V
.
o

V
.
i 

Y
~.

L

Y
~.

i

FIGURE 19.7 Synthesis of a low-pass filter.
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where Y0 is the characteristic admittance of the microstripline. ~_YL should be plotted on a Smith chart as
presented in Figure 19.7, and its angle of reflection coefficient fL must be noted. The input admittance of
this circuit is

_Yi ¼ 1

jvLþ RL
1

jvC

RLþ 1
jvC

¼ RL þ j vCR2
C(1� v2LC)� vL


 �
R2
L(1� v2LC)2 þ (vL)2

(19:87)

This admittance is normalized as

~_Y i ¼ _Yi Y0= (19:88)

and it must be plotted on the Smith chart (Figure 19.7). The phase angle of the reflection coefficient fi at
this point must be noted. Therefore, the synthesis equation is

b1l1 ¼ fL þ fi (19:89)

In Figure 19.7, the meander line of length l1, representing the inductance L, and a straight microstrip line
of length l2, representing the capacitance C, are joined to synthesize a microwave low-pass filter. The
synthesis of the shunt capacitance C in Figure 19.7 is accomplished using an open-circuited microstrip
line of the phase constant b2. The length of the microstrip line l2 is determined from Equation 19.21. If
the low-pass filter takes on a p-shape, the microstrip version of synthesis will be similar to Figure 19.8.
The microstrip line stub l3 can be synthesized in the same way as the capacitive stub l2.

19.6.6 High-Pass Filters

If a high-pass filter consists of a capacitance C and an inductance L, as shown in Figure 19.9, then
normalized admittance across the load resistance RL is

~_YL ¼ _YL=Y0 ¼ 1
RL

� j
1
vL

� ��
Y0 (19:90)

where Y0 is the characteristic admittance of the
microstrip line to be used for synthesis. This must
be plotted on the Smith chart, as depicted in Figure
19.9, and the angle of reflection coefficient fL should
be noted.
Normalized admittance at the input is

~_Y i � _Yi=Y0 ¼ 1
1

jvCþ (jvL)RL

jvLþRL

,
Y0

¼ (v2LC)2RLþ jv R2
LC(1�v2LC)þv2L2C


 �
R2
L(1�v2LC)2þ (vL)2

�
Y0

(19:91)

V
.
i  

V
.
o

L

ℓ2

C2C3V
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ℓ1

ℓ3
V
.
o

FIGURE 19.8 Synthesis of a p-network low-pass
filter.
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Plot this on the Smith chart (Figure 19.9), and the angle of the voltage reflection coefficient fi should
be noted.
The phase delay of the distributed microstrip line is

_v0 ¼ _vie�jbl1 (19:92)

where b is a phase constant of the microstrip line and

b ¼ 2p ll= (19:93)

where ll is the wavelength on the microstrip line.
In Equation 19.91, l1 is the length of microstrip line

representing the C-section of the low-pass filter. Then,
the synthesis equation is

bl1 ¼ 360� � (fi þ fL) (19:94)

The shunt inductance L in Figure 19.9 is synthesized
using Equation 19.31. Thus, a high-pass filter can be
synthesized using a distributed microstrip line section.
If the low-pass filter is in a p-network form, then
microstrip line configuration will be at the designed
frequency (see Figure 19.10).

19.6.7 Bandpass Filters

A bandpass filter may be a series connection of an
inductor L and a capacitor of capacitance C, as shown
in Figure 19.11. This figure is identical to Figure 19.3.
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Y
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L

Y
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i
V
.
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.
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ℓ2
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.
i 

V
.
o

ℓ1

C

FIGURE 19.9 Synthesis of a high-pass filter.
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FIGURE 19.10 Synthesis of a p-network high-
pass filter.
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Therefore, the microstrip line synthesis equation is
Equation 19.72.
If the bandpass filter is in the shape of a p-

network (Figure 19.12a), then the series L1C1,
represented by the meander microstrip line of
length l5, can be designed using Equation 19.72.
Both of the shunt L2 and C2 arms are identical
to Figure 19.4. Therefore, this part is synthesized
by utilizing the technique in Section 19.6.2,
which results in the configuration presented in
Figure 19.12b. An alternative distributed version

of Figure 19.12a is given in Figure 19.12c. In this figure, the technique in ll is the microstrip line
wavelength at the center of the desired passband. The frequency bandwidth is determined by the quality
factor of the resonating element.

19.6.8 Bandstop Filters

Various types of bandstop filters are available. A schematic diagram of a series type bandstop filter is
shown in Figure 13.13. It is basically a resonant circuit inserted in series with the transmission line. The
center frequency of the bandstop is the resonant frequency of the resonant circuit. The loaded quality
factor of the resonator determines the bandstop width.
In the distributed microstrip line the resonator is a section of a half-wavelength microstrip line

resonator of either low impedance (Figure 19.13a) or high impedance (Figure 19.13b), or a dielectric
resonator placed in proximity to the microstrip line, (see Figure 19.13c) or a ring resonator placed in

V
.
i V

.
o

L C

FIGURE 19.11 Configuration of a series L–C band-
pass filter.

(a)

V
.
i V

.
oL2        L2

C1L1

C2C2

(b) (c)

V
.
i 

V
.
o

λℓ
2

λℓ
2

n λℓ
2

ℓ4

ℓ5

ℓ2

ℓ1 ℓ3

V
.
i 

V
.
o

FIGURE 19.12 Synthesis of a distributedmicrostrip linep-network bandpass filter. (a)p-network. (b) Configuration
of (a). (c) Alternative distributed version of (a).
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proximity to the microstrip line (Figure 19.13d). The resonant frequency of the resonators is the center
frequency of the bandstop. The bandwidth is determined by the loaded Q and coupling of the resonator.
A bandstop filter can also be synthesized in microstrip line if the filter is a parallel type (Figure 19.14).

Simply attaching a one quarter-wavelength, open-circuited stub will create a bandstop filter. The center
of the bandstop has a wavelength of ll (Figure 19.14).

A bandstop filter may take a p-network form, as illustrated in Figure 19.15, by the combination of the
ll=2 resonator and ll=4 open-circuited stubs. The frequency bandwidth of the filter depends on the
quality factor of the resonating elements.

(a) (b)

(c) (d)

DR

λℓ/2

V
.
i V

.
o

V
.
i V

.
o

L

C

λℓ/2

FIGURE 19.13 Synthesis of distributed series type bandstop filters. (a) A section of a half-wavelength microstrip
line resonator of low impedance. (b) A section of a half-wavelength microstrip line resonator of high impedance. (c)
A dielectric resonator placed in proximity to the microstrip line. (d) A ring resonator placed in proximity to the
microstrip line.
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FIGURE 19.14 Synthesis of distributed parallel type bandstop filters.
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19.6.9 Further Comments on Distributed Circuit Filters

If the unit sections of filters previously described are treated as lumped parameter filters, they can be
cascaded into a number of stages to obtain desired filter characteristics, as exemplified by Chebyshev and
Butterworth filters. The center frequencies of the stages can be staggered to obtain the desired frequency
bandwidth [5].
A radio frequency choke is a special case of a bandstop filter. Cascading of alternate ll=2 sections

of high and low impedance (Figure 19.16a) is common. This is called the high-low filter. A microstrip
line bandpass filter can be made using a number of ll=2 microstrip line resonators, as shown in
Figure 19.16b [5].

V
.
i V

.
o

V
.
o

V
.
i 

L

C
L L

C C

(2n + 1)

λℓ
4

λℓ
4

λℓ
4

FIGURE 19.15 Synthesis of distributed p-network bandstop filters.

(a)

(b) λℓ/2

λℓ/2

λℓ/2 λℓ/2

FIGURE 19.16 Microstrip line filters. (a) Bandstop high-low filter. (b) Bandpass coupled resonator filter.
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19.7 Synthesis of Couplers

19.7.1 Generic Relations

A coupler is a circuit with coupling between a primary circuit and a secondary circuit. In distributed
circuit technology, it often takes the form of coupling between two transmission line circuits. The
coupling may be done by simply placing the secondary transmission line in proximity to the primary
transmission line, as presented in Figure 19.17a and c, or both the primary and the secondary transmis-
sion lines are physically connected, as shown in Figure 19.17b. These examples of distributed coupler
circuits are shown in microstrip line forms. No lumped parameter equivalent circuit exists for these
distributed coupler circuits. Therefore, the previously described synthesis techniques cannot be used.

19.7.2 Proximity Couplers

Coupling of two transmission lines is accomplished simply by existing proximity to each other. If the
transmission lines are microstrip lines (Figure 19.17a or 19.18), the coupler is also called an edge coupler.
The coupling factor (CF) of a coupler is defined as [3]

CF ¼ P4
P1

(19:95)

where
P1 is the microwave power fed to port 1
P4 is the microwave power output at port 4.

If the power coupling factor per meter of the line edge is k(x) in the coupling region of length l, then [3]

(a) (b)

λℓ/4
Secondary

Primary

λℓ/4Secondary

Primary

(c)

Secondary
Primary

Zo

FIGURE 19.17 Distributed circuit couplers. (a) Proximity coupler. (b) Quarter-wavelength coupler. (c) Lange coupler.
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CF ¼
ðl

0

k(x)e�jbxdx


 (19:96)

This can be expressed in decibels as

CF (dB) ¼ 10 log
P4
P1

¼ 10 log
ðl

0

k(x)e�jbxdx


 (19:97)

The directivity of a coupler is defined as [3]

dir ¼ P3
P4

(19:98)

dir ¼ 1
CF

ðl

0

k(x)e�j2bxdx


 (19:99)

The decibel expression of directivity, then, is

dir (dB) ¼ 10 log10
P3
P4

¼ 10 log10
1
CF

ðl

0

k(x)e�j2bxdx


 (19:100)

Generally, P3 6¼ P4; therefore, the coupling has a directional property. This is the reason that this type
of coupler is termed the directional coupler.
Insertion loss (IL) of a coupler is defined as

IL ¼ P2
P1

¼ P1 � (P3 þ P4)
P1

(19:101)

(3) (4)

(2)(1)

Secondary line

Primary line

P3 P4

P1 P2
x = 0 x = ℓ

FIGURE 19.18 Microstrip line proximity coupler.
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Inserting Equations 13.95 and 13.98 into Equation 19.101,

IL ¼ 1� CF(1þ dir) (19:102)

or

IL (dB) ¼ 10 log 1� CF(1þ dir)f g (19:103)

A complete analytical synthesis of microstrip line couplers is not available. However, computer software
based on semiempirical equations is commercially available [5].

19.7.3 Quarter-Wavelength Couplers

The coupling factor of a quarter-wavelength coupler (Figure 19.19) is defined as [3]

CF ¼ P4
P1

(19:104)

The amount of P4 or coupling factor can be controlled by the width of microstrip lines connecting the
secondary line to the primary line.

CF (dB) ¼ 10 log10 P4 P1= (19:105)

The directivity is

dir ¼ P3
P4

(19:106)

or

dir (dB) ¼ 10 log
P3
P4

(19:107)

λℓ/4

(3) (4)

(2)(1)

Secondary line

Primary line

P3 P4

P1 P2

λℓ/4

FIGURE 19.19 Quarter-wavelength coupler.
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At the precise design operating frequency, P3 should be zero. The insertion loss for this coupler is

IL ¼ P1 � (P3 þ P4)
P1

¼ 1� CF(1þ dir) (19:108)

19.7.4 Lange Couplers

A schematic diagram of a generic Lange coupler [4] is given in Figure 19.20. In this figure, the primary
transmission line is from port (1) to port (2). The secondary transmission line is from port (3) to port (4).
In Lange couplers, both the primary and the secondary lines are coupled by edge coupling or proximity
coupling. It should be noted that the transmission lines are not physically connected to each other by
bonding wires. The bond wires on both ends form connections of the secondary transmission line from
port (3) to port (4). The bond wires in the middle of the structure are the electrical potential equalizing
bonding in the primary transmission line. Adjusting the values of l1 and l2 creates a variety of coupling
factors. One of the objectives of Lange couplers is to increase the coupling factor between the primary
lines and the secondary line. By comparing the structure to that of a straight edge-coupled coupler (see
Figure 19.18), the Lange coupler in Figure 19.20 has more length of coupling edge. Therefore, a higher
coupling factor is obtainable [5].
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14-34–14-35
topological conjugacy,

14-44–14-45
communication

chaos shift keying,
14-65–14-69

chaotic masking, 14-65
cryptographic purpose, 14-71
miscellaneous, 14-70–14-71
modulation schemes,

14-69–14-70
signal spreading, 14-69

correlation (D2) dimension
definition, 14-13
iterative method, 14-11–

14-12
electrical and electronic circuits

continuous-time dynamical
systems, 14-2

discrete-time dynamical
systems, 14-4

nonautonomous dynamical
systems, 14-3–14-4

equilibrium point
stability, 14-13–14-14
zero-dimensional object, 14-7

Hopf bifurcation, 14-23
intermittency route, 14-25
v-limit set, 14-6
Lyapunov exponents

discrete-time systems, 14-21
equilibrium point stability,

14-20
steady-state solutions,

14-21–14-22
parameter space diagrams,

14-26–14-27
period-doubling bifurcation,

14-23–14-24
periodic-doubling route, 14-25
periodic steady-state

chaotic steady-state, 14-10
Fourier transform, 14-7
power spectrum, 14-8
quasiperiodicity, 14-8–14-10
sampling interval, 14-10
subharmonic, 14-8

pseudorandom sequence
generation, 14-64–14-65

quasiperiodic (torus breakdown)
route, 14-25–14-26

saddle-node bifurcation, 14-23
Shil’nikov’s theorem,

14-17–14-19
steady-state trajectories

discrete-time systems, 14-14
eigenvalues, 14-14–14-15
eigenvectors, eigenspaces,

stable and unstable
manifolds, 14-15
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Poincaré sections,
14-16–14-17

stability, limit cycle, 14-15
Bi-i camera-computer, 13-17
Binary phase shift keying (BPSK),

14-69–14-70
Bipolar transistor model,

11-9–11-11
Blackman’s formula

input admittance, 4-3
input impedance, 4-1–4-2, 4-5
output impedance, 4-5
return difference, 4-1–4-4
series-parallel feedback

configuration, 4-4
short circuit current gain, 4-5
voltage gain, 4-6

Blecher’s procedure
short circuit admittance

matrix, 5-3
transistor, common emitter

configuration, 5-2–5-3
Brayton–Moser equations,

10-18–10-19

C

Cauchy integral formula, 18-17
Cellular neural networks (CNN)

analogic supercomputer chip
global analogic program

unit (GAPU), 13-8
global architecture,

13-6–13-7
local analog memory

(LAM), 13-6
Bi-i camera-computer, 13-17
biology, relation, 13-11
definition and classification

grid structure and trillion
operations per second,
13-2

typical models, 13-3
image processing

bank notes recognition, 13-9
dollar bill recognition

process, 13-10
halftoning and smoothing

function, 13-9
partial differential equations,

13-10–13-11
simple circuit structure

capacitor voltage, 13-4
dynamics, 13-5

simple first-order cell,
13-3–13-4

template library, 13-5
unity-gain nonlinear sigmoid

characteristics, 13-5–13-6
voltage-controlled current

source (VCCS)
amplifier, 13-3

template library
AVERAGE, pixel intensity,

13-12
black-and-white edge

detector, 13-14–13-15
convex corner detector,

13-13
DELDIAG1, 13-13–13-14
DIAG, 13-14
grayscale contour detector,

13-12–13-13
logical AND function,

13-12
logical OR function, 13-16
MATCH, 13-15
PEELIPIX, 13-16

Chaos shift keying (CSK)
block diagram, 14-65–14-66
Chua’s circuits, masking, 14-68
data transmission, 14-65
encoding, 14-66
signal correlation, 14-69
waveform, 14-67

Chaotic circuit synchronization
linear mutual coupling,

14-57–14-58
Pecora–Carroll drive-response

concept
cascaded drive-response

systems, 14-61–14-62
conditional Lyapunov

exponent (CLE),
14-60–14-61

dynamical system,
14-59–14-60

linear time-varying
system, 14-60

stable subsystem, 14-61
Chaotic on–off keying (COOK),

14-69–14-70
Chua’s circuit, 9-6, 10-20–10-21

chaos manifestations
broadband noise-like power

spectrum, 14-36
sensitive dependence, initial

conditions, 14-34–14-36

time domian randomness,
14-36

D�1 and D1 dynamics,
14-30–14-31

D0 dynamics, 14-30
dimensionless coordinates and

a–b parameter-space
diagram

C1 bifurcation sequence,
14-40

Hopf bifurcation, 14-41
state equations, 14-40
state-space behaviors,

14-40, 14-42
experimental steady-state

solutions, 14-37–14-38
global dynamics, 14-32
piecewise-linear dynamics

DC equilibrium points,
14-29

eigenvalues, 14-29–14-30
practical realization

Chua’s oscillator,
14-37–14-38

component list, 14-36–14-37
simulation

analog devices’ AD712
macromodel, 14-39

ODE solver, 14-38
PSPICE, 14-40–14-42
SPICE deck, 14-40–14-41

state equations, 14-28
steady-states and bifurcations

boundary crisis, 14-34
double-scroll Chua’s

attractor, 14-33, 14-35
equilibrium point and Hopf

bifurcation, 14-32
period-doubling cascade

and periodic windows,
14-33

spiral Chua’s attractor,
14-33–14-34

Chua’s oscillator
circuit, 12-5, 12-11
double-scroll Chua’s attractor,

14-34–14-35
intermittency route,

14-25–14-26
period-doubling route,

14-23–14-25
state equations, 14-43–14-44
time-domain waveforms,

14-34–14-35
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topological conjugacy
class #, 14-44
eigenvalues-to-parameters

mapping algorithm,
14-46–14-47

equivalent eigenvalue
parameters, 14-45

Circuit equations, dimensionless
forms

Desloge’s approach, 10-14, 10-16
extension groups, 10-11–10-12
impedance, RLC parallel

circuit, 10-10
Lie algebra, 10-12
multiparameter Lie groups,

10-10
Pi-theorem, 10-13
Q-factor, 10-10
scale transformations, 10-11
tunnel-diode circuit equations,

10-14
tunnel-diode current, 10-15

Circuit feedback factor, 1-6
Circuit-simulation programs

APLAC, 12-8–12-10
DYNAST, 12-17–12-18
ESACAP, 12-14–12-17
NAP2, 12-10–12-14
SPICE, 12-4–12-7

CLE, see conditional Lyapunov
exponent

Closed-loop damping factor
loop gain, 1-8–1-9
transfer function, 1-8
underdamped closed-loop

amplifiers, 1-9
Coaxial lines

geometric structure, 15-8
transmission line parameters,

15-8–15-9
wavelength and phase velocity,

15-10
Coefficient matrix Y(s), see

Indefinite-admittance
matrix

Collective computation circuitry
euclidean distance, 8-31–8-32
normalization operation, 8-32
T-norm operator, 8-32–8-33

Conditional Lyapunov exponent
(CLE), 14-60–14-61

COOK, see Chaotic on–off keying
Coplanar waveguide (CPW)

geometric structure, 15-17

transmission line parameters,
15-17–15-18

wavelength and phase velocity,
15-19

Coupling factor (CF), 19-18

D

DAE, see Differential-algebraic
equation

Differential-algebraic equation
(DAE), 10-9

Differential chaos shift keying,
14-69–14-70

Differential equation and state-space
representations

Chua’s circuit, 9-6
mathematical modeling, 9-3
partial differential equation

representation, 9-6
physical linear circuit, 9-3
state-variable representation, 9-5
state vector, system, 9-4
system state variables, 9-3
vector-valued nonlinear

function, 9-4
Directional coupler, 19-19
Dispersion equation, 18-6
Distributed circuits synthesis

capacitance
characteristic impedance,

19-3
design equation, 19-3–19-4
open-circuited transmission

line, 19-4
short-circuited transmission

line, 19-3–19-4
conventional principle

one-port network, 19-1–19-2
two-port network, 19-2–19-3

couplers
Lange coupler, 19-21
proximity coupler,

19-18–19-20
quarter-wavelength,

19-20–19-21
inductance

characteristic impedance,
19-4

design equation and
open-circuited
transmission line, 19-5

microstrip lines
bandpass filters, 19-14–19-15

bandstop filters, 19-15–19-17
filters, 19-17
high-pass filters,

19-13–19-14
low-pass filters, 19-12–19-13
parallel L–C circuit, 19-10
parallel L–C–R circuit,

19-11–19-12
series L–C circuit,

19-9–19-10
series L–C–R circuit,

19-10–19-11
resistance

antiresonance, 19-6
characteristic impedance,

R0, 19-7
input impedance, 19-6
lossy transmission line, 19-5
resonance, 19-6
surface-mountable chip

resistors, 19-7
transformers

admittance transformation,
19-9

characteristic admittance,
19-8

quarter wavelength
transmission line,
19-7–19-8

transforming method,
19-8–19-9

Distributed RC networks
asymptotic approximation, 18-11
cumulative structure function,

18-9–18-10
infinite-length

pole-zero representation,
18-15–18-16

time constant, 18-13–18-15
inverse problem

Bode amplitude and phase
diagrams, 18-19

network identification
by deconvolution
(NID), 18-20

lumped element approximation,
18-11–18-12

Riccati differential equation,
18-10

uniform
differential equation,

18-1–18-2
diffusion equation, 18-2
Dirac-d excitation, 18-2–18-3
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finite DRC line, 18-4–18-6
frequency domain, 18-6
Gauss-like function, 18-2
line transients, 18-3
lossless RC lines, 18-1–18-2
lossy DRC lines, 18-6–18-7
semi-infinite line,

18-3–18-4
Double-scroll Chua’s attractor,

14-33, 14-35
Dual-loop feedback architectures

series–series=shunt–shunt
feedback amplifier

closed-loop
transconductance, 2-21

closed-loop transresistance,
2-22

closed-loop voltage gain,
2-22, 2-24

loop gain, 2-21
Norton equivalent input,

2-23
open-loop transresistance,

2-21–2-22
output and input resistances,

2-22, 2-25
Thévenin equivalent output

circuit, 2-23
series–shunt=shunt–series

feedback amplifier
AC schematic diagram,

2-28
circuit voltage gain, 2-25
current gain, 2-27
driving-point input and

output resistance,
2-27–2-28

h-parameters, 2-25
system-level diagram,

2-25–2-26
voltage gain, 2-27–2-28

DYNAmic Simulation Tool
(DYNAST), 12-17–12-18

E

Ebers–Moll equations, 7-3
Edge coupler, 19-18
Engineering System and Circuit

Analysis (ESACAP),
12-14–12-17

Equicofactor matrix, 3-3
ESACAP, see Engineering System

and Circuit Analysis

F

Feedback amplifier theory
analysis methods, 1-2–1-3
global single-loop feedback

closed-loop damping factor,
1-7–1-9

driving-point I=O resistances,
1-7

frequency invariant feedback
factor, 1-9–1-10

frequency variant feedback
factor, 1-10–1-11

return ratio, 1-6
indefinite-admittance matrix

current gain, 3-7
driving-point impedance, 3-5
equicofactor matrix, 3-3
input impedance, 3-7
Kirchhoff’s current law, 3-3
Laplace-transformed

potentials, 3-1
n-terminal network,

symbolic representation,
3-2

second-order cofactor, 3-4
transfer admittance, 3-7
transfer impedance, 3-5
transistor hybrid-pi

equivalent network,
3-4

transistor, small-signal
equivalent model, 3-2

voltage gain, 3-6–3-7
null return difference, 3-11–3-13
pole splitting open-loop

compensation
damping factor and gain

frequency, 1-15
open-loop amplifier,

1-11–1-13
pole frequency, 1-14
voltage transfer function,

1-13
return difference

amplifier voltage gain, 3-11
definition, 3-7
loop transmission, 3-9
returned voltage, 3-8–3-9
return ratio, 3-9–3-10
voltage-controlled current

source, 3-7, 3-9
signal flow analysis

circuit feedback factor, 1-6

critical transimpedance
parameter, 1-4

null return ratio, 1-4–1-5
resultant voltage gain, 1-4
return ratio, 1-4–1-5

Feigenbaum number, 14-25
Fourier transform, 14-7
Frequency-domain network analysis

error correction network,
17-7–17-8

network analyzer (NWA), block
diagram

inverse Fourier transform,
17-6

transmission, 17-7
random errors, 17-7
Smith chart representation,

S11 data, 17-9
S-parameter, 17-6
systematic errors, 17-7

Frequency invariant feedback
factor dominant pole

approximation, 1-9
open and closed loop 3 dB

bandwidths, 1-9–1-10
Frequency shift keying (FSK), 14-66
Frequency variant feedback factor,

1-10–1-11
Full-wave analysis, 16-4

G

GaAs FET model, 11-12–11-13
Gaussian and bell-shaped basis

functions
fuzzy membership functions, 8-8
variance parameter, 8-7

Global analogic program unit
(GAPU), 13-8

Goal dynamics, synchronization,
14-57

H

Hankel operator, 9-16
Hermite linear basis function,

8-5–8-6, 8–35
High-low filter, 19-17
High-pass filters, 19-13–19-14
Hopf bifurcation, 14-23

I

Indefinite-admittance matrix
current gain, 3-7
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driving-point impedance, 3-5
equicofactor matrix, 3-3
input impedance, 3-7
Kirchhoff’s current law, 3-3
Laplace-transformed potentials,

3-1
n-terminal network, symbolic

representation, 3-2
second-order cofactor, 3-4
transfer admittance, 3-7
transfer impedance, 3-5
transistor hybrid-pi equivalent

network, 3-4
transistor, small-signal

equivalent model, 3-2
voltage gain, 3-6–3-7

Infinite-length RC lines
characteristic impedance, 18-13
pole–zero representation

Bode plot, 18-15
dipole intensity function,

18-16
R(z), Id(S) relationship and

impedance function,
18-16–18-17

time constant representation
convolution-type differential

equation, 18-14
lumped element one-port,

18-13–18-14
spectrum lines, 18-14
weighting function, 18-15

time-constant spectrum,
18-17–18-18

Input–output representation
coprime factorization

representation, 9-7–9-8
state-variable representation,

9-6–9-7
Insertion loss (IL), 19-19–19-20

J

Jacobian matrix
eigenvectors, eigenspaces,

stable and unstable
manifolds, 14-15

equilibrium point stability, 14-14

L

Lange couplers, 19-21
Least-squares approximation

and projections

Banach space, 9-13–9-14
discrete data fitting, 9-11
Taylor series representation, 9-12
Volterra kernel sequences,

9-11–9-12
Lie groups, 10-10, 10-12
Linear functionals approximation,

9-23–9-24
Linear state-space representation,

9-4
Linear systems identification

(ARMA model with exogenous
noisy inputs) ARMAX
model, 9-27–9-28

autoregressive with
moving-average (ARMA)
models, 9-27

behavioral approach, 9-28
mainstream theory,

characteristics, 9-27
Lipschitz operator, 9-15
Local analog memory (LAM), 13-6
Local communication and control

unit (LCCU), 13-8
Log–antilog multipliers, 8-25–8-26
Loop transmission matrix, 6-5, 6-13
Low-pass filters, 19-12–19-13
Lyapunov function, 7-14–7-16, 7-19

M

Microstrip lines
geometric structure, 15-15
transmission line parameters,

15-15–15-16
wavelength and phase velocity,

15-17
Microstrip lines, distributed

circuits synthesis
bandpass filters, 19-14–19-15
bandstop filters, 19-15–19-17
high-low filter, 19-17
high-pass filters, 19-13–19-14
low-pass filters, 19-12–19-13
parallel L–C circuit, 19-10
parallel L–C–R circuit,

19-11–19-12
series L–C circuit, 19-9–19-10
series L–C–R circuit,

19-10–19-11
Min–max (uniform) approximation

Banach space, 9-15
Hankel operator, 9-16
Volterra polynomials, 9-14

Monolithic microwave integrated
circuits (MMICs), 16-1

MOS transistor model, 11-12
Multiconductor transmission

lines (MTL)
frequency vs. time domain

analysis
fourier transform

technique, 16-2
modal propagation

factors, 16-1
multichip module (MCM), 16-1
Telegrapher’s equations

analytical expressions,
16-5–16-7

C3C matrix, 16-3–16-4
quasitransverse

electromagnetic,
16-4–16-5

wave phenomena, 16-3–16-4
Multidimensional function,

approximation
techniques

canonical piecewise linear
representations, 8-9

multilayer perceptron, 8-11
neurofuzzy interpolation,

8-10–8-11
radial basis functions, 8-10
sectionwise

piecewise-polynomial
functions, 8-8–8-9

Multiparameter sensitivity
first-order perturbation, 6-14
scalar transfer function, 6-15
Taylor series expansion, 6-14
voltage gain, 6-17

Multiple-loop feedback amplifier
theory

closed-loop transfer-function
matrix, 6-3–6-4

equivalent network,
voltage-series feedback
amplifier, 6-4

fundamental matrix
feedback-flow graph, 6-3

general configuration, 6-1–6-2
seven-port network, 6-4

N

NAP2 program
applications, 12-10–12-11
definition, 12-10
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‘‘net-list’’ input language,
12-11–12-12

time interval, current vs. voltage,
12-13–12-14

Network functions
Blackman’s formula

input admittance, 4-3
input impedance,

4-1–4-2, 4-5
output impedance, 4-5
return difference, 4-1–4-4
series-parallel feedback

configuration, 4-4
short circuit current

gain, 4-5
voltage gain, 4-6

sensitivity function
amplifier equivalent network,

4-8–4-9
amplifier indefinite

admittance matrix, 4-9
common-emitter transistor

amplifier, 4-8
definition, 4-6
driving-point impedance, 4-9

Neuron, 9-24
Newton–Raphson method, 12-2
Nonautonomous dynamic circuits

solutions, boundedness,
7-19–7-20

time-dependent voltage and
current source, 7-19

unique asymptotic behavior,
7-20–7-21

Nonlinear Analysis Program version
2, see NAP2 program

Nonlinear circuits, synthesis and
design

bell-shaped function, 8-30–8-31
collective computation circuitry

Euclidean distance,
8-31–8-32

normalization operation,
8-32

T-norm operator, 8-32–8-33
current transfer piecewise-linear

circuitry, 8-18–8-20
dynamic systems, extension,

8-33
electronic function generators,

8-2
explicit algebraic functions, 8-1
Gaussian and bell-shaped basis

functions

fuzzy membership
functions, 8-8

variance parameter, 8-7
log–antilog multipliers,

8-25–8-26
MOS transistors, Ohmic

region, 8-28
multidimensional function,

approximation
techniques

canonical piecewise linear
representations, 8-9

multilayer perceptron,
8-11

neurofuzzy interpolation,
8-10–8-11

radial basis functions, 8-10
sectionwise

piecewise-polynomial
functions, 8-8–8-9

multiplication circuitry,
8-24–8-25

piecewise-linear and
piecewise-polynomial
approximants

cubic B-spline, 8-7
Hermite linear basis

function, 8-5–8-6
polynomic and rational

functions, concepts and
techniques, 8-23–8-24

scaling and aggregation circuitry
current scaling, mirror

concept, 8-17
signal aggregation,

Kirchhoff’s current law,
8-18

voltage scaling mechanisms,
8-16

sigmoidal characteristics,
8-28–8-30

square-law multipliers,
8-26–8-27

synthesis problem, hierarchical
decomposition, 8-2

transconductance multipliers,
8-27–8-28

transformation circuits
current-to-voltage

transformation, 8-13
driving-point characteristics,

8-15–8-16
transfer characteristics,

8-14–8-15

voltage=charge domain
transformations, 8-14

voltage-to-current
transformation,
8-12–8-13

transresistance piecewise-linear
circuitry, 8-20–8-21

unidimensional functions,
approximation issues

design nonlinear electronic
hardware, 8-2

hardware-oriented
approximating
functions, 8-4

voltage-to-charge transfer
characteristics,
piecewise-linear shaping,
8-21–8-22

Nonlinear dynamical circuit
equations

normal forms
center manifold

theorem, 10-8
constrained differential

equations, 10-9
formal series, 10-5
hyperbolic system, 10-8
Lie bracket, 10-6
Poincarè–Andronov–Hopf

bifurcation, 10-8
topological types, 10-5
truncated Taylor

series, 10-6
tunnel diode characteristics,

10-9
transformation

Ck-conjugate, vector
fields, 10-2

equivalence relations
technique, 10-1

Jacobian matrix, 10-3–10-4
nonlinear controlled

sources, 10-2
solution manifold, 10-1

Nonlinear dynamical n-ports
equivalence

dynamic element, 10-17
memoryless, nonlinear

elements, 10-18
memristor, 10-17

Nonlinear resistive n-ports
equivalence

capacitive and inductive
n-ports, 10-16
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Chua’s synthesis approach,
10-17

D�Y=Y�D transformations,
10-16

passive i–v curve, 10-17
Nonlinear systems identification

dynamic systems, time series
embedding theory, 9-31
Gaussian white noise, 9-30
Poincaré map, 9-31

Fock space, Volterra series,
9-29–9-30

least-squares approximation
technique, 9-28

Volterra polynomial, 9-29
Nonmonotone current-controlled

resistor, 14-55
Nonuniform distributed RC lines

approximate calculation, 18-11
cumulative structure function,

18-9–18-10
lumped element approximation,

18-11–18-12
Riccati differential equation,

18-10
Nullator–I-resistor–voltage source

tree, 7-9–7-10
Null return difference matrix,

6-6–6-7
Null return ratio, 1-4–1-5, 3-12, 6-6

O

Open-circuit ouput admittance, 19-2
Open-circuit reverse voltage

gain, 2-3
Open-circuit transfer

admittance, 19-2
Open-loop amplifier

group delay, 1-13
volt–ampere characteristics,

1-11
y-parameter model, 1-12–1-13

Open-loop gain-bandwidth product,
1-10, 1-12

Operational transconductance
amplifier (OTA), 11-9

Ordinary differential equations
(ODE), 14-2

P

Parallel L–C circuit, 19-10
Parallel L–C–R circuit, 19-11–19-12

Partial differential equations,
13-10–13-11

Period-doubling bifurcation,
14-23–14-24

Phase shift keying (PSK), 14-66
Picard method, 12-2
Piecewise-linear Chua diode, 14-46
Piecewise-linear (PWL) circuits

advantages, 11-1
computed-aided analysis,

11-19–11-20
current transfer, 8-18–8-20
dynamic circuits, 11-18–11-19
electronic components,

11-8–11-14
GaAs FET model,

11-12–11-13
MOS transistor model,

11-12
op-amp finite-gain model,

11-9
transistor model, 11-9–11-11

hierarchy and representations,
11-3–11-8

bipolar transistor, two-port
configuration, 11-3

consistent variation property,
11-5

hysteresis one port resistor,
11-6–11-7

linear complementarity
property, 11-5

resistive n-port, 11-3
interrelation of methods, 11-2
resistive circuits

algorithm, 11-16–11-18
structural properties,

11-14–11-15
theorem canonical PWL,

11-15–11-16
transresistance, 8-20–8-21
voltage-to-charge transfer

characteristics,
8-21–8-22

p-network form, 19-16
Poincaré–Andronov–Hopf

bifurcation, 10-8
Poincaré map, 14-15–14-16
Primitive circuit component catalog,

8-34
Propagation constant, 19-5
Pseudorandom sequence generation,

14-64–14-65
PSK, see Phase shift keying

Q

Q-factor, 10-10
Qualitative circuit analysis

autonomous dynamic circuits
DC-operating points,

convergence, 7-14–7-19
nonlinear capacitor and

inductor, 7-13
nonautonomous dynamic

circuits
solutions, boundedness,

7-19–7-20
time-dependent voltage and

current source, 7-19
unique asymptotic behavior,

7-20–7-21
resistive circuits

DC-operating points, 7-2
Ebers–Moll equations, 7-3
equilibrium points, 7-2
feedback structure, 7-7
monotonic dependent,

7-12–7-13
nonlinear resistor

characteristics, 7-6
nullator and norator, 7-3
short–open circuit

combinations, 7-7–7-8
V- and I-resistors, 7-9
voltage-controlled current

source (VCCS), 7-3–7-4
voltage-controlled voltage

source (VCVS), 7-2
voltages and currents,

bounds, 7-11–7-12
zener diode, 7-2

Quarter-wavelength coupler, 19-20

R

Random chaotic sequence
generation, 14-64

Reciprocal nonlinear dynamical
circuits, equivalence

Brayton–Moser equations,
10-18–10-19

decomposition, 10-21–10-22
diffeomorphism, 10-19
mixed-potential function, 10-18
piecewise-linear i–v

characteristics, 10-20
Resistive circuits

DC-operating points, 7-2
Ebers–Moll equations, 7-3
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equilibrium points, 7-2
monotonic dependent,

7-12–7-13
nullator and norator, 7-3
solutions, number

feedback structure, 7-7
nonlinear resistor

characteristics, 7-6
short–open circuit

combinations, 7-7–7-8
V- and I-resistors, 7-9

voltage-controlled current
source (VCCS), 7-3–7-4

voltage-controlled voltage
source (VCVS), 7-2

voltages and currents, bounds,
7-11–7-12

zener diode, 7-2
Return difference

Blecher’s procedure
short circuit admittance

matrix, 5-3
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Preface

As circuit complexity continues to increase, the microelectronic industry must possess the ability to
quickly adapt to the market changes and new technology through automation and simulations. The
purpose of this book is to provide in a single volume a comprehensive reference work covering the broad
spectrum of filter design from passive, active, to digital. The book is written and developed for the
practicing electrical engineers and computer scientists in industry, government, and academia. The goal
is to provide the most up-to-date information in the field.
Over the years, the fundamentals of the field have evolved to include a wide range of topics and a broad

range of practice. To encompass such a wide range of knowledge, this book focuses on the key concepts,
models, and equations that enable the design engineer to analyze, design, and predict the behavior of
large-scale systems that employ various types of filters. While design formulas and tables are listed,
emphasis is placed on the key concepts and theories underlying the processes.
This book stresses fundamental theory behind professional applications and uses several examples to

reinforce this point. Extensive development of theory and details of proofs have been omitted. The reader
is assumed to have a certain degree of sophistication and experience. However, brief reviews of theories,
principles, and mathematics of some subject areas are given. These reviews have been done concisely with
perception.
The compilation of this book would not have been possible without the dedication and efforts of

Professor Rashid Ansari and Dr. A. Enis Cetin, and most of all the contributing authors. I wish to thank
them all.

Wai-Kai Chen
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1.1 Introduction

An electrical filter is a system that can be used to modify, reshape, or manipulate the frequency spectrum
of an electrical signal according to some prescribed requirements. For example, a filter may be used to
amplify or attenuate a range of frequency components, reject or isolate one specific frequency compon-
ent, and so on. The applications of electrical filters are numerous, for example,

. To eliminate signal contamination such as noise in communication systems

. To separate relevant from irrelevant frequency components

. To detect signals in radios and TV’s

. To demodulate signals

. To bandlimit signals before sampling

. To convert sampled signals into continuous-time signals

. To improve the quality of audio equipment, e.g., loudspeakers

. In time-division to frequency-division multiplex systems
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. In speech synthesis

. In the equalization of transmission lines and cables

. In the design of artificial cochleas

Typically, an electrical filter receives an input signal or excitation and produces an output signal or
response. The frequency spectrum of the output signal is related to that of the input by some rule of
correspondence. Depending on the type of input, output, and internal operating signals, three general
types of filters can be identified, namely, continuous-time, sampled-data, and discrete-time filters.
A continuous-time signal is one that is defined at each and every instant of time. It can be represented

by a function x(t) whose domain is a range of numbers (t1, t2), where �1� t1 and t2�1. A sampled-
data or impulse-modulated signal is one that is defined in terms of an infinite summation of continuous-
time impulses (see Ref. [1, Chapter 6]). It can be represented by a function

x̂(t) ¼
X1

n¼�1
x(nT)d(t � nT)

where d(t) is the impulse function. The value of the signal at any instant in the range nT< t< (nþ 1)T is
zero. The frequency spectrum of a continuous-time or sampled-data signal is given by the Fourier
transform.*
A discrete-time signal is one that is defined at discrete instants of time. It can be represented by a

function x(nT), where T is a constant and n is an integer in the range (n1, n2) such that �1� n1 and
n2�1. The value of the signal at any instant in the range nT< t< (nþ 1)T can be zero, constant, or
undefined depending on the application. The frequency spectrum in this case is obtained by evaluating
the z transform on the unit circle jzj ¼ 1 of the z plane.

Depending on the format of the input, output, and internal operating signals, filters can be classified
either as analog or digital filters. In analog filters the operating signals are varying voltages and currents,
whereas in digital filters they are encoded in some binary format. Continuous-time and sampled-data
filters are always analog filters. However, discrete-time filters can be analog or digital.
Analog filters can be classified on the basis of their constituent components as

. Passive RLC filters

. Crystal filters

. Mechanical filters

. Microwave filters

. Active RC filters

. Switched-capacitor filters

Passive RLC filters comprise resistors, inductors, and capacitors. Crystal filters are made of piezoelectric
resonators that can be modeled by resonant circuits. Mechanical filters are made of mechanical reson-
ators. Microwave filters consist of microwave resonators and cavities that can be represented by resonant
circuits. Active RC filters comprise resistors, capacitors, and amplifiers; in these filters, the performance of
resonant circuits is simulated through the use of feedback or by supplying energy to a passive circuit.
Switched-capacitor filters comprise resistors, capacitors, amplifiers, and switches. These are discrete-time
filters that operate like active filters but through the use of switches the capacitance values can be kept
very small. As a result, switched-capacitor filters are amenable to VLSI implementation.
This section provides an introduction to the characteristics of analog filters. Their basic characteriza-

tion in terms of a differential equation is reviewed in Section 1.2 and by applying the Laplace transform,
an algebraic equation is deduced that leads to the s-domain representation of a filter. The representation
of analog filters in terms of the transfer function is then developed. Using the transfer function, one can

* See Chapter 4 of Fundamentals of Circuits and Filters.
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obtain the time-domain response of a filter to an arbitrary excitation, as shown in Section 1.3. Some
important time-domain responses, i.e., the impulse and step responses, are examined. Certain filter
parameters related to the step response, namely, the overshoot, delay time, and rise time, are then
considered. The response of a filter to a sinusoidal excitation is examined in Section 1.4 and is then used
to deduce the basic frequency-domain representations of a filter, namely, its frequency response and loss
characteristic. Some idealized filter characteristics are then identified and the differences between
idealized and practical filters are delineated in Section 1.5. Practical filters tend to introduce signal
degradation through amplitude and=or delay distortion. The causes of these types of distortion are
examined in Section 1.6. In Section 1.7, certain special classes of filters, e.g., minimum-phase and allpass
filters, are identified and their applications mentioned. This chapter concludes with a review of the design
process and the tasks that need to be undertaken to translate a set of filter specifications into a working
prototype.

1.2 Characterization

A linear causal analog filter with input x(t) and output y(t) can be characterized by a differential equation
of the form

bn
dny(t)
dtn

þ bn�1
dn�1y(t)
dtn�1

þ � � � þ b0y(t) ¼ an
dnx(t)
dtn

þ an�1
dn�1x(t)
dtn�1

þ � � � þ a0x(t)

The coefficients a0, a1, . . . , an and b0, b1, . . . , bn are functions of the element values and are real if the
parameters of the filter (e.g., resistances, inductances, etc.) are real. If they are independent of time,
the filter is time invariant. The input x(t) and output y(t) can be either voltages or currents. The order of
the differential equation is said to be the order of the filter.

An analog filter must of necessity incorporate reactive elements that can store energy. Consequently,
the filter can produce an output even in the absence of an input. The output on such an occasion is
caused by the initial conditions of the filter, namely,

dn�1y(t)
dtn�1

����
t¼0

,
dn�2y(t)
dtn�2

����
t¼0

, . . . , y(0)

The response in such a case is said to be the zero-input response. The response obtained if the initial
conditions are zero is sometimes called the zero-state response.

1.2.1 Laplace Transform

The most important mathematical tool in the analysis and design of analog filters is the Laplace
transform. It owes its widespread application to the fact that it transforms differential into algebraic
equations that are a lot easier to manipulate. The Laplace transform of x(t) is defined as*

X(s) ¼
ð1

�1
x(t)e�stdt

where s is a complex variable of the form s¼sþ jv. Signal x(t) can be recovered from X(s) by applying
the inverse Laplace transform, which is given by

* See Chapter 3 by J. R. Deller, Jr. in Fundamentals of Circuits and Filters.
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x(t) ¼ 1
2pj

ðCþj1

C�j1
X(s)estds

where C is a positive constant. A shorthand notation of the Laplace transform and its inverse are

X(s) ¼ +x(t) and x(t) ¼ +�1X(s)

Alternatively,

X(s) $ x(t)

A common practice in the choice of symbols for the Laplace transform and its inverse is to use upper case
for the s domain and lower case for the time domain.
On applying the Laplace transform to the nth derivative of some function of time y(t), we find that

+
dny(t)
dtn

� �
¼ snY(s)� sn�1y(0)� sn�2 dy(t)

dt

����
t¼0

� � � � � dn�1y(t)
dtn�1

����
t¼0

Now, on applying the Laplace transform to an nth-order differential equation with constant coefficients,
we obtain

bns
n þ bn�1s

n�1 þ � � � þ b0
� �

Y(s)þCy(s) ¼ ans
n þ an�1s

n�1 þ � � � þ a0
� �

X(s)þCx(s)

where
X(s) and Y(s) are the Laplace transforms of the input and output, respectively
Cx(s) and Cy(s) are functions that combine all the initial-condition terms that depend on x(t) and

y(t), respectively

1.2.2 Transfer Function

An important s-domain characterization of an analog filter is its transfer function, as for any other linear
system. This is defined as the ratio of the Laplace transform of the response to the Laplace transform of
the excitation.
An arbitrary linear, time-invariant, continuous-time filter, which may or may not be causal, can be

represented by the convolution integral

y(t) ¼
ð1

�1
h(t � t)x(t)dt ¼

ð1

�1
h(t)x(t � t)dt

where h(t) is the impulse response of the filter. The Laplace transform yields

Y(s) ¼
ð1

�1

ð1

�1
h(t � t)x(t)dt

2
4

3
5e�stdt

¼
ð1

�1

ð1

�1
h(t � t)e�stx(t)dt dt

¼
ð1

�1

ð1

�1
h(t � t)e�st � est � e�stx(t)dt dt
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Changing the order of integration, we obtain

Y(s) ¼
ð1

�1

ð1

�1
h(t � t)e�s(t�t) � x(t)e�stdt dt

¼
ð1

�1

ð1

�1
h(t � t)e�s(t�t)dt � x(t)e�stdt

Now, if we let t¼ t0 þ t, then dt=dt0 ¼ 1 and t� t¼ t0; hence,

Y(s) ¼
ð1

�1

ð1

�1
h(t0)e�st0dt0 � x(t)e�stdt

¼
ð1

�1
h(t0)e�st0dt0 �

ð1

�1
x(t)e�stdt

¼ H(s)X(s)

Therefore, the transfer function is given by

H(s) ¼ Y(s)
X(s)

¼ +h(t) (1:1)

In effect, the transfer function is equal to the Laplace transform of the impulse response.
Some authors define the transfer function as the Laplace transform of the impulse response. Then

through the use of the convolution integral, they show that the transfer function is equal to the ratio of
the Laplace transform of the response to the Laplace transform of the excitation. The two definitions are,
of course, equivalent.
Typically, in analog filters the input and output are voltages, e.g., x(t)þ vi(t) and y(t)þ vo(t). In such a

case the transfer function is given by

Vo(s)
Vi(s)

¼ HV (s)

or simply by

Vo

Vi
¼ HV (s)

However, on occasion the input and output are currents, in which case

Io(s)
Ii(s)

� Io
Ii
¼ HI(s)

The transfer function can be obtained through network analysis using one of several classical methods,*
e.g., by using

* See Chapters 18 through 27 of this volume.
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. Kirchhoff ’s voltage and current laws

. Matrix methods

. Flow graphs

. Mason’s gain formula

. State-space methods

A transfer function is said to be realizable if it characterizes a stable and causal network. Such a transfer
function must satisfy the following constraints:

1. It must be a rational function of s with real coefficients.
2. Its poles must lie in the left-half s plane.
3. The degree of the numerator polynomial must be equal to or less than that of the denominator

polynomial.

A transfer function may represent a network comprising elements with real parameters only if its
coefficients are real. The poles must be in the left-half s plane to ensure that the network is stable and
the numerator degree must not exceed the denominator degree to assure the existence of a causal network.

1.3 Time-Domain Response

From Equation 1.1,

Y(s) ¼ H(s)X(s)

Therefore, the time-domain response of a filter to some arbitrary excitation can be deduced by obtaining
the inverse Laplace transform of Y(s), i.e.,

y(t) ¼ +�1 H(s)X(s)f g

1.3.1 General Inversion Formula

If

1. the singularities of Y(s) in the finite plane are poles,* and
2. Y(s) ! 0 uniformly with respect to the angle of s as jsj ! 1 with s�C, where C is a positive

constant, then [2]

y(t) ¼
0 for t < 0

1
2pj

ÐCþj1

C�j1
Y(s)estds ¼ 1

2pj

Ð
G

Y(s)estds for t � 0

8<
: (1:2)

where G is a contour in the counterclockwise sense make up of the part of the circle s¼Re ju to the left of
line s¼C and the segment of the line s¼C that overlaps the circle, as depicted in Figure 1.1; C and R are
sufficiently large to ensure that G encloses all the finite poles of Y(s).
From the residue theorem [3] and Equation 1.2, we have

y(t) ¼
0 for t < 0
1
2pj

Ð
G

Y(s)estds ¼PK
i¼1

res
s¼pi

Y0(s) for t � 0

8<
:

* Such a function is said to be meromorphic [2,3].
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where Y0(s)¼Y(s)est and K is the number of poles in
Y(s). If Y0(s) has a pole pi of order mi, the residue can
be obtained by using the general formula [3]

res
z¼pi

Y0(s) ¼ 1
mi � 1ð Þ! lims!pi

dmi�1

dsmi�1
(s� pi)

miY0(s)½ �

Note that complex poles yield complex residues. Hence,
like the poles of Y0(s), its residues occur in complex–
conjugate pairs. For this reason, y(t) is found to be a real
function of t, as can be easily verified.
Condition 1 listed previously may not be satisfied

sometimes, for example, if

lim
s!1Y(s) ¼ A0

where A0 is a constant. In such a case, we can express
Y(s) as

Y(s) ¼ A0 þ Y 0(s)

where Y0(s) satisfies conditions 1 and 2. Thus,

y(t) ¼ A0d(t)þ+�1Y 0(s)

The inverse Laplace transform of Y 0(s) can now be obtained by using the inversion formula.

1.3.2 Inverse by Using Partial Fractions

The simplest way to obtain the time-domain response of a filter is to express H(s)X(s) as a partial-fraction
expansion and then invert the resulting fractions individually. If Y(s) has simple poles, we can write

Y(s) ¼ A0 þ
XK
i¼1

Ai

s� pi

where A0 is a constant and

Ai ¼ lim
s!pi

s� pið ÞY(s)½ �

is the residue of pole s¼ pi. On applying the general inversion formula to each partial fraction, we obtain

y(t) ¼ A0d(t)þ u(t)
XK
i¼1

Aie
pit

where d(t) and u(t) are the impulse function and unit step, respectively.

jω

R

C

Γ

σ

×
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×

×
×

×

×

×

R      ∞ 

s plane

FIGURE 1.1 Contour G for the evaluation of the
inverse Laplace transform.
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1.3.3 Impulse and Step Responses

The response of a filter to an impulse d(t) designated as

y(t) ¼ 5d(t) � h(t)

where5 is an operator, is of considerable importance. Its absolute integrability guarantees the stability of
the filter* and its Laplace transform, namely, H(s), is the transfer function as has been shown in the
section on the transfer function.
For an Nth-order, causal, linear, and time-invariant filter

H(s) ¼ a0 þ a1sþ a2s2 þ � � � þ aMsM

b0 þ b1sþ b2s2 þ � � � þ bNsN

where M�N.
The step (or unit-step) response is the output of a filter to the signal

u(t) ¼ 1 for t � 0
0 for t < 0

�

The Laplace transform of u(t) is 1=s. Hence, the step response of an arbitrary filter is obtained as

y(t) ¼ 5u(t) � yu(t) ¼ +�1 H(s)
s

� �

1.3.4 Overshoot, Delay Time, and Rise Time

Three time-domain parameters of a filter are usually associated with the step response [4], namely, the
overshoot, delay time, and rise time. The overshoot g is the difference between the peak value and
the asymptotic value of the step response in percent as t ! 1. The delay time td is the time required for
the step response to reach 50% of the asymptotic value. The rise time tr is the time required for the step
response to increase from 10% to 90% of the asymptotic value. These three parameters are illustrated in
Figure 1.2, where K¼ a0=b0 is a scaling constant that normalizes the asymptotic value of the step response
as t ! 1 to unity.
The delay and rise times defined in terms of the step response entail quite a bit of computation.

Alternative definitions of these parameters that are easier to use have been proposed by Elmore [4]. These
are based on the impulse response and give accurate results if the overshoot is small. The delay time is
defined as

tD ¼
ð1

0

th(t)dt

and the rise time assumes the form

tR ¼ 2p
ð1

0

t � tDð Þ2h(t)dt
2
4

3
5
1=2

¼ ffiffiffiffiffiffi
2p

p ð1

0

t2h(t)dt � t2D

2
4

3
5
1=2

* See Section 22.1 of Fundamentals of Circuits and Filters.
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The physical interpretation of these parameters is illustrated in Figure 1.3a and b. If the overshoot is
small, say less than 1%, then

tD � td and tR � tr

The simplification brought about by Elmore’s definitions can be easily demonstrated. Consider a filter
whose step response approaches unity as t ! 1. Such a filter has a transfer function of the form

H(s) ¼ 1þ a1sþ a2s2 þ � � � þ aMsM

1þ b1sþ b2s2 þ � � � þ bNsN
(1:3)

y u
 (t

)/K

t1 tt2

τr

τd

γ
1.0
0.9

0.5

0.1

FIGURE 1.2 Overshoot, delay time, and rise time.

h(
t) y u

(t)

1.0

0t t

Area = 1

(a) (b)

τD τD
τR τR

FIGURE 1.3 Physical interpretation of Elmore’s definitions of delay and rise times: (a) impulse response h(t) and
(b) unit-step response yu(t).
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that is, a0¼ b0¼ 1. From the definition of the Laplace transform,

H(s) ¼
ð1

0

h(t)e�stdt

¼
ð1

0

h(t) 1� st þ s2t2

2!
� � � �

	 

dt

¼
ð1

0

h(t)dt � s
ð1

0

th(t)dt þ s2

2!

ð1

0

t2h(t)dt � � � �

¼
ð1

0

h(t)dt � stD þ s2

2!
t2R
2p

þ t2D

	 

� � � � (1:4)

Alternatively, from Equation 1.3, direct division gives

H(s) ¼ 1� b1 � a1ð Þsþ b21 � a1b1 þ a2 � b2
� �

s2 þ � � � (1:5)

Now by comparing Equations 1.4 and 1.5, we deduce

ð1

0

h(t)dt ¼ 1, tD ¼ b1 � a1

and

tR ¼ 2p b21 � a21 þ 2 a2 � b2ð Þ� � �1=2

The previous definitions are based on the assumption that the unit-step response approaches unity as
t ! 1. If this is not the case, i.e., coefficients a0 and b0 are not equal to unity, then we can write

H(s) ¼ KH0(s)

where K¼ a0=b0 and

H0(s) ¼ 1þ a01sþ a02s
2 þ � � � þ a0Ms

M

1þ b01sþ b02s2 þ � � � þ b0NsN

Using the coefficients of H0(s) in the formulas for tD and tR yields approximate values for the delay time
and rise time, since these parameters are independent of the absolute value of the step response.

1.4 Frequency-Domain Analysis

The frequency response of an analog filter is deduced by finding its steady-state sinusoidal response, as
we shall now demonstrate.
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1.4.1 Sinusoidal Response

Consider an Nth-order analog filter characterized by a transfer function H(s). The sinusoidal response of
such a filter is

y(t) ¼ +�1[H(s)X(s)]

where

X(s) ¼ +[u(t) sinvt] ¼ v

(sþ jv)(s� jv)
(1:6)

The product H(s)X(s) satisfies conditions 1 and 2 imposed on the general inversion formula of Equation
1.2. Hence, for t� 0, we have

y(t) ¼ 1
2pj

ð
G

Y(s)estds ¼
X

res H(s)X(s)est½ � (1:7)

where G is a contour enclosing the poles of H(s) and X(s) as in Figure 1.1.
Assuming simple poles for the transfer function, Equations 1.6 and 1.7 give

y(t) ¼
XN
i¼1

X pið Þepit res
s¼pi

H(s)þ 1
2j

H( jv)ejvt �H(�jv)e�jvt
� �

(1:8)

If the filter is assumed to be stable, then the poles are in the left-half s plane, i.e., pi¼siþ jvi with si< 0.*
As a consequence

lim
t!1

epit ¼ lim
t!1

esit � ejvit
� � ¼ 0

and since the residues of H(s) are finite, the steady-state sinusoidal response is obtained from
Equation 1.8 as

~y(t) ¼ lim
t!1 y(t) ¼ 1

2j
H( jv)ejvt � H(�jv)e�jvt
� �

(1:9)

Equation 1.9 was deduced on the assumption that the poles of the transfer function are simple. However,
it also applies for transfer functions with higher-order poles.
Now from the definition of the Laplace transform

H(s) ¼
ð1

�1
h(t)e�stdt

and hence

H(�jv) ¼
ð1

�1
h(t)ejvtdt ¼

ð1

�1
h(t)e�jvtdt

2
4

3
5
*

¼ H*( jv) (1:10)

* See Chapter 22.1 of Fundamentals of Circuits and Filters.
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If we write

H( jv) ¼ M(v)eju(v) (1:11)

where

M(v) ¼ H( jv)j j and u(v) ¼ arg H( jv) (1:12)

the steady-state sinusoidal response of the filter is obtained from Equations 1.9 through 1.12 as

~y(t) ¼ 1
2j

M(v)eju(v)ejvt �M(v)e�ju(v)e�jvt
� �

¼ M(v)
1
2j

ej[vtþu(v)] � e�j[vtþu(v)]
� �

¼ M(v) sin[vt þ u(v)]

The preceding analysis has shown that the steady-state response of an analog filter to a sinusoid of unit
amplitude is a sinusoid of amplitude M(v), shifted by an angle u(v). In effect, for a given frequency v,
the filter introduces a gain M(v) and a phase shift u(v).
As functions of frequency, M(v) and u(v) are known as the amplitude (or magnitude) response and

phase response of the filter, respectively. The transfer function evaluated on the imaginary axis, namely,
H(jv) is the frequency response and, as was shown, its magnitude and angle are the amplitude response
and phase response, respectively.
Two other quantities of a filter, which are of significant interest, are its phase and group delays These

are defined as

tp(v) ¼ � u(v)
v

and tg(v) ¼ � du(v)
dv

respectively. For filters, the group delay is the more important of the two. As a function of frequency,
tg(v) is usually referred to as the delay characteristic.

1.4.2 Graphical Construction

Consider a filter characterized by a transfer function of the form

H(s) ¼ H0
N(s)
D(s)

¼ H0

QM
i¼1 (s� zi)QN

i¼1 (s� pi)
mi

(1:13)

where H0 is a constant. The frequency response of the filter is obtained as

H( jv) ¼ M(v)eju(v) ¼ H0
QM

i¼1 ( jv� zi)QN
i¼1 (jv� pi)

mi
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By letting

jv� zi ¼ Mzie
jczi (1:14)

jv� pi ¼ Mpie
jcpi (1:15)

we obtain

M(v) ¼ H0j jQM
i¼1 MziQN

i¼1 M
mi
pi

(1:16)

and

u(v) ¼ arg H0 þ
XM
i¼1

czi �
XN
i¼1

micpi (1:17)

where arg H0¼p if H0 is negative.
The gain and phase shift M(v) and u(v) for some frequency v¼vi can be determined graphically by

using the following procedure:

1. Mark the zeros and poles of the filter in the s plane.
2. Draw the phasor s¼ jvi, where vi is the frequency of interest.
3. Draw a phasor of the type in Equation 1.14 for each simple zero of H(s).
4. Draw mi phasor of the type in Equation 1.15 for each pole of order mi.
5. Measure the magnitudes and angles of the phasors in steps 3 and 4 and use them in Equations 1.16

and 1.17 to calculate the gain M(vi) and phase shift u(vi), respectively.

The amplitude and phase responses of a filter can be determined by repeating the preceding procedure
for frequencies v¼v1, v2, . . . , in the range 0 to 1. The procedure is illustrated in Figure 1.4.
It should be mentioned that the modern approach for the analysis of filters is through the use of the

many circuit analysis programs such as SPICE.* Nevertheless, the above graphical method is of interest
and merits consideration for two reasons. First, it illustrates some of the fundamental properties of filters.
Second, it provides a certain degree of intuition about the expected amplitude or phase response of a
filter. For example, if a filter has pole close to the jv axis, then as v approaches the neighborhood of the
pole, the magnitude of the phasor from the pole to the jv axis decreases rapidly to a very small value and
then increases as v increases above this value. As a result, the amplitude response will exhibit a large peak
in the frequency range close to the pole. On the other hand, a zero close to or on the jv axis will lead to a
notch in the amplitude response when v is in the neighborhood of the zero.
Other situations are of interest, for example, if the poles of a filter are located in a band of the s

plane below the horizontal line s¼vc and its zeros are located above this line, then the filter will pass
low-frequency and attenuate high-frequency components since Mzi<Mpi if v>vc for all i. Such a filter
is said to be a low-pass filter. If the zeros are located below the line s¼vc and the poles above it, then
the filter will pass high-frequency and attenuate low-frequency components, i.e., the filter will be a
high-pass one.

* See Chapter 8 of Computer Aided Design and Design Automation, contribution of J.G. Rollins.
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1.4.3 Loss Function

Quite often, it is desirable to represent a filter in terms of its loss function. Consider a filter represented by
the voltage transfer function

Vo(s)
Vi(s)

¼ H(s) ¼ N(s)
D(s)

where
Vi(s) and Vo(s) are the Laplace transforms of the input and output voltages, respectively
N(s) and D(s) are polynomials in s

The loss (or attenuation) of the filter in decibels is defined as

A(v) ¼ 20 log
Vi( jv)
Vo( jv)

����
���� ¼ 20 log

1
H( jv)j j ¼ 10 log L v2

� �
(1:18)

where

L v2
� � ¼ 1

H( jv)H(�jv)

A(v) as a function of v is the loss characteristic.

jω

ψp3

ψz1

Mp2

p1

p3

p2

z1

s plane

z2

jωi

σ

jωi – p1 = Mp1
 e jψp1

jωi – z1 = Mz1
 e jψz1

FIGURE 1.4 Graphical method for the evaluation of the frequency response.
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With v¼ s=j in Equation 1.18, the function

L �s2
� � ¼ D(s)D(�s)

N(s)N(�s)

can be formed. This is called the loss function of the filter and, as is evident, its zeros are the poles of H(s)
and their negatives, whereas its poles are the zeros of H(s) and their negatives.

1.5 Ideal and Practical Filters

An ideal low-pass filter is one that will pass only low-frequency components. Its loss characteristic is
given by

A(v) ¼ 0 for 0 � v < vc

1 for vc < v < 1
�

The frequency ranges 0 to vc and vc to 1 are the passband and stopband, respectively. The boundary
between the passband and stopband, namely, vc, is the cutoff frequency. An ideal high-pass filter will pass
all components with frequencies above the cutoff frequency and reject all components with frequencies
below the cutoff frequency, i.e.,

A(v) ¼ 1 for 0 � v < vc

0 for vc < v < 1
�

Idealized loss characteristics can similarly be identified for bandpass and bandstop filters as

A(v) ¼
1 for 0 � v < vc1

0 for vc1 < v < vc2

1 for vc2 � v < 1

8<
:

and

A(v) ¼
0 for 0 � v < vc1

1 for vc1 < v < vc2

0 for vc2 � v < 1

8<
:

respectively.
Practical filters differ from ideal ones in that the passband loss is not zero, the stopband loss is not

infinite, and the transition between passband and stopband is gradual. Practical loss characteristics for
low-pass, high-pass, bandpass, and bandstop filters assume the forms

ALP(v)
� Ap for 0 � v < vp

� Aa for va � v � 1

(

AHP(v)
� Aa for 0 � v � va

� Ap for vp � v < 1

(

ABP(v)

� Aa for 0 � v � va1

� Ap for vp1 � v � vp2

� Aa for va2 � v � 1

8>><
>>:
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and

ABS(v) ¼
� Ap for 0 � v � vp1

� Aa for va1 � v � va2

� Ap for vp2 � v � 1

8><
>:

respectively, where vp, vp1, and vp2 are passband edges, va, va1, and va2 are stopband edges, Ap is the
maximum passband loss, and Aa is the minimum stopband loss. In practice, Ap is determined from the
allowable amplitude distortion (see Section 1.6) and Aa is dictated by the allowable adjacent channel
interference and the desirable signal-to-noise ratio.
It should be mentioned that in practical filters the cutoff frequency vc is not a very precise term. It is

often used to identify some hypothetical boundary between passband and stopband such as the 3 dB
frequency in Butterworth filters, the passband edge in Chebyshev filters, the stopband edge in inverse-
Chebyshev filters, or the geometric mean of the passband and stopband edges in elliptic filters.
If a filter is required to have a piecewise constant loss characteristic (or amplitude response) and the

shape of the phase response is not critical, the filter can be fully specified by its band edges, the minimum
passband and maximum stopband losses Ap and Aa, respectively.

1.6 Amplitude and Delay Distortion

In practice, a filter can distort the information content of the signal. Consider a filter characterized by a
transfer function H(s) and assume that its input and output signal are vi(t) and vo(t). The frequency
response of the filter is given by

H( jv) ¼ M(v)eju(v)

where M(v) and u(v) are the amplitude and phase responses, respectively.
The frequency spectrum of vi(t) is its Fourier transform, namely, Vi(jv). Assume that the information

content of vi(t) is concentrated in frequency band B given by

B ¼ v:vL � v � vHf g

and that its frequency spectrum is zero elsewhere.
Let us assume that the amplitude response is constant with respect to band B, i.e.,

M(v) ¼ G0 for v 2 B (1:19)

and that the phase response is linear, i.e.,

u(v) ¼ �tgvþ uo for v 2 B (1:20)

where tg is a constant. This implies that the group delay is constant with respect to band B, i.e.,

t(v) ¼ � du(v)
dv

¼ tg for v 2 B
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The frequency spectrum of the output signal vo(t) can be obtained from Equations 1.19 and 1.20 as

Vo( jv) ¼ H( jv)Vi( jv) ¼ M(v)eju(v)Vi( jv)

¼ G0e
�jvtgþju0

� �
Vi( jv) ¼ G0e

ju0 e�jvtg Vi( jv)
� �

and from the time-shifting theorem of the Fourier transform

vo(t) ¼ G0e
ju0vi t � tg
� �

We conclude that the amplitude response of the filter is flat and its phase response is a linear function of
v (i.e., the delay characteristic is flat) in band B, then the output signal is a delayed replica of the input
signal except that a gain Go and a constant phase shift u0 are introduced.

If the amplitude response of the filter is not flat in band B, then amplitude distortion will be introduced
since different frequency components of the signal will be amplified by different amounts.

If the delay characteristic is not flat in band B, then delay (or phase) distortion will be introduced since
different frequency components will be delayed by different amounts.
Amplitude distortion can be quite objectionable in practice and, consequently, in each frequency

band that carries information, the amplitude response is required to be constant to within a
prescribed tolerance. The amount of amplitude distortion allowed determines the maximum
passband loss Ap.
If the ultimate receiver of the signal is the human ear, e.g., when a speech or music signal is to be

processed, delay distortion is quite tolerable. However, in other applications it can be as objectionable as
amplitude distortion and the delay characteristic is required to be fairly flat. Applications of this type
include data transmission, where the signal is to be interpreted by digital hardware, and image process-
ing, where the signal is used to reconstruct an image that is to be interpreted by the human eye. The
allowable delay distortion dictates the degree of flatness in the delay characteristic.

1.7 Minimum-Phase, Nonminimum-Phase, and Allpass Filters

Filters satisfying prescribed loss specifications for applications where delay distortion is unimportant
can be readily designed with transfer functions whose zeros are on the jv axis or in the left-half s
plane. Such transfer functions are said to be minimum-phase since the phase response at a given
frequency v is increased if any one of the zeros is moved into the right-half s plane, as will now be
demonstrated.

1.7.1 Minimum-Phase Filters

Consider a filter where the zeros zi for i¼ 1, 2, . . . ,M are replaced by their mirror images and let the new
zeros be located at z ¼ �zi, where

Re �zi ¼ �Re zi and Im �zi ¼ Im zi

as depicted in Figure 1.5. From the geometry of the new zero-pole plot, the magnitude and angle of each
phasor jv� �zi are given by

General Characteristics of Filters 1-17



M�zi ¼ Mzi and c�zi ¼ p� czi

respectively. The amplitude response of the modified filter is obtained from Equation 1.16 as

M(v) ¼ H0j jQM
i¼1 M�ziQN

i¼1 M
mi
pi

¼ H0j jQM
i¼1 MziQN

i¼1 M
mi
pi

¼ M(v)

Therefore, replacing the zeros of the transfer function by their mirror images leaves the amplitude
response unchanged.
The phase response of the original filter is given by Equation 1.17 as

u(v) ¼ arg H0 þ
XM
i¼1

czi �
XN
i¼1

micpi (1:21)

and since c�zi ¼ p� czi , the phase response of the modifier filter is given by

�u(v) ¼ arg H0 þ
XM
i¼1

c�zi �
XN
i¼1

micpi

¼ arg H0 þ
XM
i¼1

(p� czi )�
XN
i¼1

micpi (1:22)

that is, the phase response of the modified filter is different from that of the original filter. Furthermore,
from Equations 1.21 and 1.22

�u(v)� u(v) ¼
XM
i¼1

(p� 2czi )

and since �p=2 � �czi � p=2, we have

�u(v)� u(v) � 0

jω – zi s planejω 
zi

ψzi

σ

jω 
jω – zi

zi

ψzi

σ

FIGURE 1.5 Zero-pole plots of minimum-phase and corresponding nonminimum-phase filter.
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or

�u(v) � u(v)

As a consequence, the phase response of the modified filter is equal to or greater than that of the original
filter for all v.

A frequently encountered requirement in the design of filters is that the delay characteristic be flat to
within a certain tolerance within the passband(s) in order to achieve tolerable delay distortion, as was
demonstrated in Section 1.6. In these and other filters in which the specifications include constraints on
the phase response or delay characteristic, a nonminimum-phase transfer function is almost always
required.

1.7.2 Allpass Filters

An allpass filter is one that has a constant amplitude response. Consider a transfer function of the type
given by Equation 1.13. From Equation 1.10, H(�jv) is the complex conjugate of H(jv), and hence a
constant amplitude response can be achieved if

M2(v) ¼ H(s)H(�s)js¼jv ¼ H2
0
N(s)
D(s)

	 N(�s)
D(�s)

����
s¼jv

¼ H2
0

Hence, an allpass filter can be obtained if

N(�s) ¼ D(s)

that is, the zeros of such a filter must be the mirror images of the poles and vice versa. A typical zero-pole
plot for an allpass filter is illustrated in Figure 1.6. A second-order allpass transfer function is given by

HAP(s) ¼ s2 � bsþ c
s2 þ bsþ c

where b> 0 for stability. As described previously, we
can write

M2(v) ¼ HAP(s)HAP(�s)js¼jv

¼ s2 � bsþ c
s2 þ bsþ c

	 s2 þ bsþ c
s2 � bsþ c

����
s¼jv

¼ 1

Allpass filters can be used to modify the phase
responses of filters without changing their amplitude
responses. Hence, they are used along with minimum-
phase filters to obtain nonminimum-phase filters that
satisfy amplitude and phase response specifications
simultaneously.

jω 

s plane

FIGURE 1.6 Typical zero-pole plot of an allpass
filter.
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1.7.3 Decomposition of Nonminimum-Phase Transfer Functions

Some methods for the design of filters satisfying amplitude and phase response specifications, usually
methods based on optimization, yield a nonminimum-phase transfer function. Such a transfer function
can be easily decomposed into a product of a minimum-phase and an allpass transfer function, i.e.,

HN(s) ¼ HM(s)HAP(s)

Consequently, a nonminimum-phase filter can be implemented as a cascade arrangement of a minimum-
phase and an allpass filter.
The preceding decomposition can be obtained by using the following procedure:

1. For each zero in the right-half s plane, augment the transfer function by a zero and a pole at the
mirror image position of the zero.

2. Assign the left-half s-plane zeros and the original poles to the minimum-phase transfer function
HM(s).

3. Assign the right-half s-plane zeros and the left-hand s-plane poles generated in step 1 to the allpass
transfer function HAP(s).

This procedure is illustrated in Figure 1.7. For example, if

Minimum-phase filter

Nonminimum-phase filter

s plane

Allpass filter

FIGURE 1.7 Decomposition of nonminimum-phase transfer function.
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HN(s) ¼ s2 þ 4sþ 5ð Þ s2 � 3sþ 7ð Þ(s� 5)
s2 þ 2sþ 6ð Þ s2 þ 4sþ 9ð Þ(sþ 2)

then, we can write

HN(s) ¼ s2 þ 4sþ 5ð Þ s2 � 3sþ 7ð Þ(s� 5)
s2 þ 2sþ 6ð Þ s2 þ 4sþ 9ð Þ(sþ 2)

	 s2 þ 3sþ 7ð Þ(sþ 5)
s2 þ 3sþ 7ð Þ(sþ 5)

Hence,

HN(s) ¼ s2 þ 4sþ 5ð Þ s2 þ 3sþ 7ð Þ(sþ 5)
s2 þ 2sþ 6ð Þ s2 þ 4sþ 9ð Þ(sþ 2)

	 s2 � 3sþ 7ð Þ(s� 5)
s2 þ 3sþ 7ð Þ(sþ 5)

or

HN(s) ¼ HM(s)HAP(s)

where

HM(s) ¼ s2 þ 4sþ 5ð Þ s2 þ 3sþ 7ð Þ(sþ 5)
s2 þ 2sþ 6ð Þ s2 þ 4sþ 9ð Þ(sþ 2)

HAP(s) ¼ s2 � 3sþ 7ð Þ(s� 5)
s2 þ 3sþ 7ð Þ(sþ 5)

1.8 Introduction to the Design Process

The design of filters starts with a set of specifications and ends with the implementation of a prototype. It
comprises four general steps, as follows:

1. Approximation
2. Realization
3. Study of imperfections
4. Implementation

1.8.1 The Approximation Step

The approximation step is the process of generating a transfer function that satisfies the desired
specifications, which may concern the amplitude, phase, and possibly the time-domain response of
the filter.
The available methods for the solution of the approximation problem can be classified as closed-form

or iterative. In closed-form methods, the problem is solved through a small number of design steps using
a set of closed-form formulas or transformations. In iterative methods, an initial solution is assumed and,
through the application of optimization methods, a series of progressively improved solutions are
obtained until some design criterion is satisfied. Closed-form solutions are very precise and entail a
minimal amount of computation. However, the available solutions are useful in applications where
the loss characteristic is required to be piecewise constant to within some prescribed tolerances. Iterative
methods, on the other hand, entail a considerable amount of computation but can be used to design filters
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with arbitrary amplitude and phase response characteristics (see Ref. [1, Chapter 14]) for the application of
these methods for the design of digital filters). Some classical closed-form solutions are the so-called
Butterworth, Chebyshev, and elliptic* approximations to be described in Chapter 2 by A.M. Davis.
In general, the designer is interested in simple and reliable approximation methods that yield precise

designs with the minimum amount of computation.

1.8.2 The Realization Step

The synthesis of a filter is the process of converting some characterization of the filter into a network. The
process of converting the transfer function into a network is said to be the realization step and the
network obtained is sometimes called the realization.
The realization of a transfer function can be accomplished by expressing it in some form that allows

the identification of an interconnection of elemental filter subnetworks and=or elements. Many realiza-
tion methods have been proposed in the past that lead to structures of varying complexity and properties.
In general, the designer is interested in realizations that are economical in terms of the number
of elements, do not require expensive components, and are not seriously affected by variations in
the element values such as may be caused by variations in temperature and humidity, and drift due to
element aging.

1.8.3 Study of Imperfections

During the approximation step, the coefficients of the transfer function are determined to a high degree
of precision and the realization is obtained on the assumption that elements are ideal, i.e., capacitors are
lossless, inductors are free of winding capacitances, amplifiers have infinite bandwidths, and so on.
In practice, however, the filter is implemented with nonideal elements that have finite tolerances and are
often nonlinear. Consequently, once a realization is obtained, sometimes referred to as a paper design,
the designer must embark on the study of the effects of element imperfections. Several types of analysis
are usually called for ranging from tolerance analysis, study of parasitics, time-domain analysis, sensi-
tivity analysis, noise analysis, etc. Tight tolerances result in high-precision filters but the cost per unit
would be high. Hence the designer is obliged to determine the highest tolerance that can be tolerated
without violating the specifications of the filter throughout its working life. Sensitivity analysis is a related
study that will ascertain the degree of dependence of a filter parameter, e.g., the dependence of the
amplitude response on a specific element. If the loss characteristic of a filter is not very sensitive to certain
capacitance, then the designer would be able to use a less precise and cheaper capacitor, which would, of
course, decrease the cost of the unit.

1.8.4 Implementation

Once the filter is thoroughly analyzed and found to meet the desired specifications under ideal
conditions, a prototype is constructed and tested. Decisions to be made involve the type of components
and packaging, and the methods are to be used for the manufacture, testing, and tuning of the filter.
Problems may often surface at the implementation stage that may call for one or more modifications in
the paper design. Then the realization and possibly the approximation may have to be redone.

* To be precise, the elliptic approximation is not a closed-form method, since the transfer function coefficients are given in
terms of certain infinite series. However, these series converge very rapidly and can be treated as closed-form formulas for
most practical purposes (see Ref. [1, Chapter 5]).
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1.9 Introduction to Realization

Realization tends to depend heavily on the type of filter required. The realization of passive RLC filters
differs quite significantly from that of active filters which, in turn, is entirely different from the realization
of microwave filters.

1.9.1 Passive Filters

Passive RLC filters have been the mainstay of communications since the 1920s and, furthermore, they
continue to be of considerable importance today for frequencies in the 100–500 kHz range.
The realization of passive RLC filters has received considerable attention through the years and it is, as

a consequence, highly developed and sophisticated. It can be accomplished by using available filter-
design packages such as FILSYN [5] and FILTOR [6]. In addition, several filter-design handbooks and
published design tables are available [7–10].
The realization of passive RLC filters starts with a resistively terminated LC two-port network such as

that in Figure 1.8. Then through one of several approaches, the transfer function is used to generate
expressions for the z or y parameters of the LC two-port. The realization of the LC two-port is achieved
by realizing the z or y parameters. The realization of passive filters is considered in Section I.

1.9.2 Active Filters

Since the reactance of an inductor is vL, increased inductance values are required to achieve reason-
able reactance values at low frequencies. For example, an inductance of 1 mH which will present a
reactance of 6.28 kV at 1 MHz will present only 0.628 V at 100 Hz. Thus, as the frequency range of
interest is reduced, the inductance values must be increased if a specified impedance level is to be
maintained. This can be done by increasing the number of turns on the inductor coil and to some extent
by using ferromagnetic cores of high permeability. Increasing the number of turns increases the
resistance, the size, and the cost of the inductor. The resistance is increased because the length of
the wire is increased [R¼ (r3 length)=Area], and hence the Q factor is reduced. The cost goes up
because the cost of materials as well as the cost of labor go up, since an inductor must be individually
wound. For these reasons, inductors are generally incompatible with miniaturization or microcircuit
implementation.
The preceding physical problem has led to the invention and development of a class of inductorless

filters known collectively as active filters. Sensitivity considerations, which will be examined in Chapter 4
by I. Filanovsky, have led to two basic approaches to the design of active filters. In one approach, the
active filter is obtained by simulating the inductances in a passive RLC filter or by realizing a signal flow
graph of the passive RLC filter. In another approach, the active filter is obtained by cascading a number of
low-order filter sections of some type, as depicted in Figure 1.9a where Zo0 is the output impedance of the
signal source.

R1

R2Vi VoLC network

FIGURE 1.8 Passive RLC filter.
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Each filter section is made up of an interconnection of resistors, capacitors, and active elements, and by
Thévenin’s theorem, it can be represented by its input impedance, open-circuit voltage transfer function,
and output impedance as shown in Figure 1.9b. The voltage transfer function of the configuration is
given by

H(s) ¼ Vo

Vi

and since the input voltage of section k is equal to the output voltage of section k� 1, i.e., Vik¼Vo(k�1)

for k¼ 2, 3, . . . , K, and Vo¼VoK we can write

H(s) ¼ Vo

Vi
¼ Vi1

Vi
	 Vo1

Vi1
	 Vo2

Vi2
	 � � � 	 VoK

ViK
(1:23)

where

Vi1

Vi
¼ Zi1

Zo0 þ Zi1
(1:24)

and

Vok

Vik
¼ Zi(kþ1)

Zok þ Zi(kþ1)
Hk(s) (1:25)

is the transfer function of the kth section. From Equations 1.23 through 1.25, we obtain

H(s) ¼ Vo

Vi
¼ Zi1

Zo0 þ Zi1

YK
k¼1

Zi(kþ1)

Zok þ Zi(kþ1)
Hk(s)

Now if

Zikj j 
 Zo(k�1)j j

Zo0

Vi Vo1 Vo2 ViK

Vik Zik

Zok

Vok

VoK = VoVi2

(a)

(b)

Hk(s) Vik

Vi1
H2(s)H1(s) HK(s)

FIGURE 1.9 (a) Cascade realization and (b) Thévenin equivalent circuit of filter section.
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for k¼ 1, 2, . . . , K, then the loading effect produced by section kþ 1 on section k can be neglected
and hence

H(s) ¼ Vo

Vi
¼
YK
k�1

Hk(s)

Evidently, a highly desirable property in active filter sections is that the magnitude of the input
impedance be large and=or that of the output impedance be small since in such a case the transfer
function of the cascade structure is equal to the product of the transfer functions of the individual
sections.
An arbitrary Nth-order transfer function obtained by using the Butterworth, Bessel, Chebyshev,

inverse-Chebyshev, or elliptic approximation can be expressed as

H(s) ¼ H0(s)
YK
k¼1

a2ks2 þ a1ksþ a0k
s2 þ b1ksþ b0k

where

H0(s) ¼
a10sþa00
b10sþb00

for odd N

1 for even N

�

The first-order transfer function H0(s) for the case of an odd-order can be readily realized using the RC
network of Figure 1.10.

1.9.3 Biquads

From the above analysis, we note that all we need to be able to realize an arbitrary transfer function is a
circuit that realizes the biquadratic transfer function

HBQ(s) ¼ a2s2 þ a1sþ a0
s2 þ b1sþ b0

¼ a2 sþ z1ð Þ sþ z2ð Þ
sþ p1ð Þ sþ p2ð Þ (1:26)

where zeros and poles occur in complex conjugate pairs, i.e., z2¼ z1* and p2¼ p1*. Such a circuit is
commonly referred to as a biquad.

Vi Vo

C1

C2 G2

G1

FIGURE 1.10 First-order RC network.
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After some manipulation, the transfer function in Equation 1.26 can be expressed as

HBQ(s) ¼ K
s2 þ 2Re z1ð Þsþ Re z1ð Þ2þ Im z1ð Þ2
s2 þ 2Re p1ð Þsþ Re p1ð Þ2þ Im p1ð Þ2

¼ K
s2 þ vz=Qzð Þsþ v2

z

s2 þ vp=Qp
� �

sþ v2
p

where
K¼ a2
vz and vp are the zero and pole frequencies, respectively
Qz and Qp are the zero and pole quality factors (or Q factors for short), respectively

The formulas for the various parameters are as follows:

vz ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Re z1ð Þ2þ Im z1ð Þ2

q

vp ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Re p1ð Þ2þ Im p1ð Þ2

q

Qz ¼ vz

2 Re z1

Qp ¼ vp

2 Re p1

The zero and pole frequencies are approximately equal to the frequencies of minimum gain and
maximum gain, respectively. The zero and pole Q factors have to do with the selectivity of the filter.
A high zero Q factor results in a deep notch in the amplitude response, whereas a high pole Q factor
results in a very peaky amplitude response.
The dc gain and the gain as v ! 1 in decibels are given by

M0 ¼ 20 log HBQ(0)j j ¼ 20 log K
v2
z

v2
p

 !

and

M1 ¼ 20 log HBQ( j1)j j ¼ 20 logK

respectively.

1.9.4 Types of Basic Filter Sections

Depending on the values of the transfer function coefficients, five basic types of filter sections can be
identified, namely, low-pass, high-pass, bandpass, notch (sometimes referred to as bandreject), and
allpass. These sections can serve as building blocks for the design of filters that can satisfy arbitrary
specifications. They are actually sufficient for the design of all the standard types of filters, namely,
Butterworth, Chebyshev, inverse-Chebyshev, and elliptic filters.

1.9.4.1 Low-Pass Section

In a low-pass section, we have a2¼ a1¼ 0 and a0 ¼ Kv2
p. Hence, the transfer function assumes the form

HLP(s) ¼ a0
s2 þ b1sþ b0

¼ Kv2
p

s2 þ vp=Qp
� �

sþ v2
p

(see Figure 1.11a)
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1.9.4.2 High-Pass Section

In a high-pass section, we have a2¼K and a1¼ a0¼ 0. Hence, the transfer function assumes the form

HHP(s) ¼ a2s2

s2 þ b1sþ b0
¼ Ks2

s2 þ vp=Qp
� �

sþ v2
p

(see Figure 1.11b)

1.9.4.3 Bandpass Section

In a bandpass section, we have a1¼Kvp=Qp and a2¼ a0¼ 0. Hence the transfer function assumes the
form

HBP(s) ¼ a1s
s2 þ b1sþ b0

¼ K vp=Qp
� �

s

s2 þ vp=Qp
� �þ v2

p

(see Figure 1.11c)

s plane
|H
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ω)
|

|H
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|
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ωp

ωM

ωM

ωp

ωp

ω

ω

M

K2

(a)

(b)

(c)

M
Qp

1 √2
K

FIGURE 1.11 Basic second-order filter sections: (a) low-pass, (b) high-pass, (c) bandpass,
(continued)
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1.9.4.4 Notch Section

In a notch section, we have a2¼K, a1¼ 0, and a0 ¼ Kv2
p. Hence, the transfer function assumes the form

HN(s) ¼ a2s2 þ a0
s2 þ b1sþ b0

¼ K s2 þ v2
z

� �
s2 þ vp=Qp

� �
sþ v2

p

(see Figure 1.11d)

1.9.4.5 Allpass Section

In an allpass section, we have a2¼K, a1¼�Kwp=Qp, and a0 ¼ Kv2
p. Hence the transfer function

assumes the form

M2 M

K

K

(d)

(e)

K K

|HN( jω)||HN( jω)||HN( jω)|

≈ωM ≈ωM ωp = ωzωz

ωz
ω2p

ωz

ωp

Qp

ω ω ω

K
ω2z
ω2p

K
√2

FIGURE 1.11 (continued) (d) notch, and (e) allpass.
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HAP(s) ¼ a2s2 þ a1sþ a0
s2 þ b1sþ b0

¼
K s2 � vp=Qp

� �
sþ v2

p

h i
s2 þ vp=Qp

� �
sþ v2

p

(see Figure 1.11e)
The design of active and switched-capacitor filters is treated in some detail in Section II.
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2.1 Introduction

The approximation problem for filters is illustrated in Figure 2.1. A filter is often desired to produce a
given slope of gain over one or more frequency intervals, to remain constant over other intervals, and to
completely reject signals having frequencies contained in still other intervals. Thus, in the example shown
in the figure, the desired gain is zero for very low and very high frequencies. The centerline, shown
dashed, is the nominal behavior and the shaded band shows the permissible variation in the gain
characteristic. Realizable circuits must always generate smooth curves and so cannot exactly meet the
piecewise linear specification represented by the centerline. Thus, the realizable behavior is shown by the
smooth, dark curve that lies entirely within the shaded tolerance band.
What type of frequency response function can be postulated that will meet the required specifications

and, at the same time, be realizable: constructible with a specified catalog of elements? The answer
depends upon the types of elements allowed. For instance, if one allows pure delays with a common delay
time, summers, and scalar multipliers, a trigonometric polynomial will work; this, however, will cause the
gain function to be repeated in a periodic manner. If this is permissible, one can then realize the filter in
the form of an FIR digital filter or as a commensurate transmission line filter, and in fact, it can be
realized in such a fashion that the resulting phase behavior is precisely linear. If one fits the required
behavior with a rational trigonometric function, a function that is the ratio of two trigonometric
polynomials, an economy of hardware will result. The phase, however, will unfortunately no longer be
linear. These issues are discussed at greater length in Ref. [1].
Another option would be to select an ordinary polynomial in v as the approximating function.

Polynomials, however, behave badly at infinity. They approach infinity as v!�1, a highly undesirable
solution. For this reason, one must discard polynomials. A rational function of v, however, will work
nicely for the ratio of two polynomials will approach zero as v ! �1 if the degree of the numerator
polynomial is selected to be of lower degree than that of the denominator. Furthermore, by the
Weierstrass theorem, such a function can approximate any continuous function arbitrarily closely over
any closed interval of finite length [2]. Thus, one sees that the rational functions in v offer a suitable
approximation for analog filter design and, in fact, do not have the repetitive nature of the trigonometric
rational functions.
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Suppose, therefore, that the gain function is of the form

A(v) ¼ N(v)
D(v)

¼ a0 þ a1vþ a2v2 þ � � � þ arvr

b0 þ b1vþ b2v2 þ � � � þ bqvq
(2:1)

where r� q for reasons mentioned above. Assuming that the filter to be realized is constrained to be
constructable with real* elements, one must require that A(�v)¼A(v), that is, that the gain be an event
function of frequency. But then, as it is straightforward to show, one must require that all the odd
coefficients of both numerator and denominator be zero. This means that the gain is a function of v2:

A(v) ¼ N(v2)
D(v2)

¼ a0 þ a1v2 þ � � � þ amv2m

b0 þ b1v2 þ � � � þ bnv2n
¼ A(v�2) (2:2)

The expression has been reindexed and the constants redefined in an obvious manner. The net result is
that one must approximate the desired characteristic by the ratio of two polynomials in v2; the objective
is to determine the numerator and denominator coefficients to meet the stated specifications. Once this is
accomplished one must compute the filter transfer function G(s) in order to synthesize the filter [4,5].
Assuming that G(s) is real (has real coefficients), then its complex conjugate satisfies G*(s)¼G(s*), from
which it follows that G(s) is related to A(v2) by the relationship

[G(s)G(�s)]s¼jv ¼ G( jv)G*( jv) ¼ G( jv)j j2¼ A2(v2) (2:3)

In fact, it is more straightforward to simply cast the original approximation problem in terms of A2(v2),
rather than in terms of A(v). In this case, Equation 2.2 becomes

A2(v2) ¼ N(v2)
D(v2)

¼ a0 þ a1v2 þ � � � þ amv2m

b0 þ b1v2 þ � � � þ bnv2n
(2:4)

Thus, one can assume that the approximation process produces A2(v2) as the ratio of two real
polynomials in v2. Since Equation 2.3 requires the substitutions s ! jv, one also has s2 ! �v2, and
conversely. Thus, Equation 2.3 becomes

G(s)G(�s) ¼ A2(�s2) (2:5)

Though this has been shown to hold only on the imaginary axis, it continues to hold for other complex
values of s as well by analytic continuation.y

A(ω)

ω

FIGURE 2.1 General approximation problem.

* Complex filters are quite possible to construct, as recent work [3] shows.
y A function analytic in a region is completely determined by its values along any line segment in that region—in this case, by
its value along the jv axis.
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The problem now is to compute G(s) from Equation 2.5, a process known as the factorization problem.
The solution is not unique; in fact, the phase is arbitrary—subject only to certain realizability conditions.
To see this, just let G( jv)¼A(v)ejf(v), where fv is an arbitrary phase function. Then, Equation 2.3
implies that

G( jv)G*( jv) ¼ A(v)ejf(v) � A(v)e�jf(v) ¼ A2(v) (2:6)

If the resulting structure is to have the property of minimum phase [6], the phase function is determined
completely by the gain function. If not, one can simply perform the factorization and accept whatever
phase function results from the particular process chosen. As has been pointed out earlier in this chapter,
it is often desirable that the phase be a linear function of frequency. In this case, one must follow the
filter designed by the above process with a phase equalization filter, one that has constant gain and a
phase characteristic that, when summed with that of the first filter, produces linear phase. As it happens,
the human ear is insensitive to phase nonlinearity, so the phase is not of much importance for filters
designed to operate in the audio range. For those intended for video applications, however, it is vitally
important. Nonlinear phase produces, for instance, the phenomenon of multiple edges in a reproduced
picture.
If completely arbitrary gain characteristics are desired, computer optimization is necessary [6]. Indeed,

if phase is of great significance, computer algorithms are available for the simultaneous approximation of
both gain and phase. These are complex and unwieldy to use, however, so for more modest applications
the above approach relying upon gain approximation only suffices. In fact, the approach arose histor-
ically in the telephone industry in its earlier days in which voice transmission was the only concern, data
and video transmission being unforeseen at the time. Furthermore, the frequency division multiplexing
of voice signals was the primary concern; hence, a number of standard desired shapes of frequency
response were generated: low pass, high pass, bandpass, and bandreject (or notch). Typical but stylized
specification curves are shown in Figure 2.2. This figure serves to define the following parameters: the
minimum passband gain Ap, the maximum stopband gain As, the passband cutoff frequency vp,
the stopband cutoff frequency vs (the last two parameters are for low-pass and high-pass filters only),
the center frequency vo, upper passband and stopband cutoff frequencies vpu and vsu, and lower
passband and stopband cutoff frequencies vpl and vsl (the last four parameters are for the bandpass

A(ω) A(ω)

A(ω)A(ω)

Ap

1
Ap

Ap

1

1
Ap

1

ωp ωp

ωo ωoωpu ωsu ωsu ωpuωs1ωp1 ωp1ωs1

ωs ωs
ω ω

ωω

As As

AsAs As

(a) (b)

(d)(c)

FIGURE 2.2 Catalog of basic filter types: (a) low pass, (b) high pass, (c) bandpass, and (d) bandreject.
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and band-reject filters only). As shown in the figure, the maximum passband gain is usually taken to be
unity. In the realization process, the transfer function scale factor is often allowed to be a free parameter
that is resolved in the design procedure. The resulting ‘‘flat gain’’ (frequency independent) difference
from unity is usually considered to be of no consequence, as long as it is not too small, thus creating
signal-to-noise ratio problems. There is a fifth standard type that we have not shown: the allpass filter.
It has a constant gain for all frequencies, but with a phase characteristic that can be tailored to fit a
standard specification in order to compensate for phase distortion. Frequency ranges where the gain is
relatively large are called passbands and those where the gain is relatively small, stopbands. Those in
between—where the gain is increasing or decreasing—are termed transition bands.

In order to simplify the design even more, one bases the design of all other types of filter in terms of
only one: the low pass. In this case, one says that the low-pass filter is a prototype. The specifications of
the desired filter type are transformed to those of an equivalent low-pass prototype, and the transfer
function for this filter is determined to meet the transformed specifications. Letting the low-pass
frequency be symbolized by V and the original by v, one sets

V ¼ f (v) (2:7)

The approximation problem is then solved in terms of V. Letting

p ¼ jV (2:8)

one then has G(p), the desired transfer function.
Two approaches are now possible. One is to apply the inverse transformation, letting

s ¼ jv ¼ jf �1(V) ¼ jf �1(p=j) (2:9)

thus obtaining the desired transfer function

G(s) ¼ G( jv) ¼ G[jf �1(V)] ¼ G[jf �1(p=j)] (2:10)

The other consists of designing the circuit to realize the low-pass prototype filter, then transform each of
the elements from functions of p to functions of s by means of the complex frequency transformation

s ¼ jv ¼ jf �1(V) ¼ jf �1(p=j) (2:11)

As it happens, the transformation p¼ f(s) has a special form. It can be shown that if f is real for real values
of s, thereby having real parameters, and maps the imaginary axis of the p plane into the imaginary axis of
the s plane then it must be an odd function; furthermore, if it is to map positive real rational functions
into those of like kind (necessary for realizability with R, L, and C elements, as well as possibly ideal
transformers*), it must be a reactance function. (See Ref. [7] for details.) Since it is always desirable from
an economic standpoint to design filters of minimum order, it is desirable that the transformation be of
the smallest possible degree. As a result, the following transformations are used:

(lpp $ lp) p ¼ ks (2:12)

(lpp $ hp) p ¼ k
s

(2:13)

* For active realizations, those containing dependent sources, this condition is not necessary.
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(lpp $ bp) p ¼ s2 þ v2
o

Bs
(2:14)

(lpp $ br) p ¼ Bs
s2 þ v2

o
(2:15)

where the parameters k, B, and vo are real constants to be determined by the particular set of
specifications. We have used the standard abbreviations of lpp for low-pass prototype, lp for low pass,
hp for high pass, bp for bandpass, and br for bandreject. Often the letter f is added; for example, one might
use the acronym brf for bandreject filter. The reason for including the transformation in Equation 2.12 is
to allow standardization of the lpp. For instance, one can transform from an lpp with, say, a passband
cutoff frequency of 1 rad=s to a low-pass filter with a passband cutoff of perhaps 1 kHz.
As a simple example, suppose a bandreject filter were being designed and that the result of the

approximation process were

H(p) ¼ 1
pþ 1

(2:16)

Then the br transfer function would be

H(s) ¼ H(p)½ �p¼ Bs= s2þv2
oð Þ½ �¼

1
Bs

s2þv2
o
þ 1

¼ s2 þ v2
o

s2 þ Bsþ v2
o

(2:17)

(The parameters vo and B would be determined by the bandreject specifications.) As one can readily see,
a first-order lpp is transformed into a second-order brf. In general, for bandpass and bandreject design,
the object transfer function is of twice the order of the lpp. Since the example is so simple, it can readily
be seen that the circuit in Figure 2.3 realizes the lpp voltage gain function in Equation 2.16. If one applies
the transformation in Equation 2.15 the 1-V resistor maps into a 1-V resistor, but the 1 F capacitor maps
into a combination of elements having the admittance

Y(p) ¼ p ¼ 1
s
B þ v2

o
Bs

(2:18)

But this is simply the series connection of a capacitor of value B=v2
o farads and an inductor of value 1=B

henrys. The resulting bandreject filter is shown in Figure. 2.4.
The only remaining ‘‘loose end’’ is the determination of the constant(s) in the appropriate transform-

ation equation selected appropriately from Equations 2.12 through 2.15. This will be done here for the

1 Ω

1 F

–

VVs

+

+
–

FIGURE 2.3 Low-pass prototype.

1 Ω

–
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+

+
–

B
ω2

o

1
B

H

F

FIGURE 2.4 Resulting bandreject filter.
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lpp3 bp transformation (Equation 2.14). It is typical, and the reader should have no difficulty working
out the other cases. Substituting p¼ jV and s¼ jv in Equation 2.14, one gets

jV ¼ �v2 þ v2
o

jBv
(2:19)

or

V ¼ v2 � v2
o

Bv
¼ v

B
� v2

o

Bv
(2:20)

This clearly shows that v¼�vo maps into V¼ 0 and v¼�1 into V¼�1. However, as v ! 0þ,
V ! �1 and as v ! 0�, V ! þ1. Of perhaps more interest is the inverse transformation. Solving
Equation 2.20 for v in terms of V, one finds that*

v ¼ BV
2

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
BV
2

� �
þ v2

o

s
(2:21)

Now, consider pairs of values ofV, of which one is the negative of the other. Letting vþ be the image ofV
with V> 0 and v� be the image of �V, one has

vþ ¼ BV
2

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
BV
2

� �
þ v2

o

s
(2:22)

and

v� ¼ �BV
2

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
BV
2

� �
þ v2

o

s
(2:23)

Subtracting, one obtains

vþ � v� ¼ BV (2:24)

vþv� ¼ v2
o (2:25)

Thus, the geometric mean of vþ and v� is the parameter vo; furthermore, the lpp frequenciesV¼ 1 rad=s
map into points whose difference is the parameter B. Recalling that A(V) has to be an even function of
V, one sees that the gain magnitudes at these two points must be identical. If the lpp is designed so
that V¼ 1 rad=s is the ‘‘bandwidth’’ (single-sided), then the object bpf will have a (two-sided) bandwidth
of B rad=s.
An example should clarify things. Figure 2.5 shows a set of bandpass filter gain specifications. Some

slight generality has been allowed over those shown in Figure 2.2 by allowing the maximum stopband
gains to be different in the two stopbands.
The graph is semilog: the vertical axis is linear with a dB scale and the horizontal axis is a log scale

(base 10). The �0.1 dB minimum passband gain, by the way, is called the passband ripple because actual

* The negative sign on the radical gives v< 0 and the preceding treatment only considers positive v.
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realized response is permitted to ‘‘ripple’’ back and forth between 0 and �0.1 dB. Notice that
the frequency has been specified in terms of kilohertz—often a practical unit. Equation 2.20, however,
can be normalized to any unit without affecting V. Thus, by normalizing v to 2p3 103, one can
substitute f in kilohertz for v; the parameters vo (replaced of fo symbolically) and B will then be in
kilohertz also.
Now, notice that 53 20¼ 100 6¼ 43 27¼ 108, so the specifications are not geometrically symmetric

relative to any frequency. Somewhat arbitrarily choosing f0 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
5� 20

p ¼ 10 kHz, one can force the
specifications to have geometric symmetry by the following device: simply reduce the upper stopband
cutoff frequency from 27 to 25 kHz. Then force the two stopband attenuations to be identical by
decreasing the �30 dB lower stopband figure to �40 dB. This results in the modified specifications
shown in Figure 2.6. If one chooses to map the upper and lower passband cutoff frequencies toV¼ 1 rad=s
(a quite typical choice, as many filter design catalogs are tabulated under this assumption), one then has

B ¼ 20� 5 ¼ 15 kHz (2:26)

This fixes the parameters in the transformation and the lpp stopband frequency can be determined from
Equation 2.20:

Vs ¼ 252 � 102

15� 25
¼ 25

15
� 100
375

¼ 1:498 rad=s (2:27)

The lpp specifications then assume the form
shown in Figure 2.7. Once the lpp approximation
problem is solved, one can then transform either the
derived transfer function or the synthesized circuit
back up to bandpass form since the parameters of
the transformation are known.

A( f ) (dB)

–40
–30

–0.1
0

f (kHz)
4 5 20 27

FIGURE 2.5 Bandpass filter specifications.

A( f ) (dB)

–40–40

–0.1
0

f (kHz)
4 5 20 25

FIGURE 2.6 Bandpass filter specifications.

A1pp(ω) (dB)

1 Ωs

Ω (rad/s)

–40

–0.1
0

FIGURE 2.7 Bandpass filter specifications.
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2.2 Butterworth LPP Approximation

For performing lpp approximations, it is more convenient to work with the characteristic function k(v)
than with the gain function. It is defined by the equation

A2(v) ¼ 1
1þ K2(v)

(2:28)

Although V was used in Section 2.1 to denote lpp frequency, the lower case v is used here and
throughout the remainder of the section. No confusion should result because frequency will henceforth
always mean lpp frequency. The main advantage in using the characteristic function is simply that it
approximates zero over any frequency interval for which the gain function approximates unity. Further,
it becomes infinitely large when the gain becomes zero. These ideas are illustrated in Figure 2.8. Notice
that K(v) can be either positive or negative in the passband for it is squared in the defining equation.
The basic problem in lpp filter approximation is therefore to find a characteristic function that
approximates zero in the passband, approximates infinity in the stopband, and makes the transition
from one to the other rapidly. Ideally, it would be exactly zero in the passband, then become abruptly
infinity for frequencies in the stopband.

The nth-order Butterworth approximation is defined by

K(v) ¼ vn (2:29)

This characteristic function is sketched in Figure 2.9 for two values of n—one small and the other
large. As is easily seen, the larger order provides a better approximation to the idea ‘‘brick wall’’ lpp
response. Notice, however, that K(1)¼ 1 regardless of the order; hence A(1)¼ 0.5 (�3 dB) regardless of
the order.
It is conventional to define the loss function H(s) to be reciprocal of the gain function:

H(s) ¼ 1
G(s)

(2:30)

Letting s¼ jv and applying Equation 2.28 results in

H( jv)j j2�K2(v) ¼ 1 (2:31)

A(ω)

Ap

1

ωp ωs ω (rad/s)

As

(a)

K(ω) ∞

ω (rad/s)

(b)
ωp

ωs

1
1 – A2

s

–1
1 – A2

p 

1
1 – A2

p 

FIGURE 2.8 Filter specifications in terms of the characteristic function: (a) gain and (b) characteristic function.
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which is one form of Feldtkeller’s equation, a fundamental equation in the study of filters. The loss
approximates unity wherever the characteristic function approximates zero and infinity when the latter
approximates infinity.
The loss function can be used to illustrate a striking property of the Butterworth approximation.

Taking the kth derivative of Equation 2.31, one has

dk H( jv)j j2
dvk

¼ dkK2(v)
dvk

¼ dkv2n

dvk
¼ (2n)!

k!
v2n�k (2:32)

This has the value zero at v¼ 0 for k� 2n� 1. It is the unique polynomial having this property among
the set of all monic* polynomials of order 2n or lower having the value zero at the origin. But this means
that the square of the Butterworth characteristic function K(v) is the flattest of all such polynomials at
v¼ 0. Since adding one to K2(v) produces the loss function jH(jv)j2, the same is true of it relative to the
set of all loss functions having the value unity at the origin. For this reason, the Butterworth approxi-
mation is often called the maximally flat magnitude (or MFM) approximation.
The passband ripple parameter Ap is always 1=

ffiffiffi
2

p
for a Butterworth lpp; note that if a different

ripple parameter is desired, one must treat the corresponding filter as a general low-pass filter, then
apply Equation 3.8 of this book. The value of the parameter in that frequency transformation is
determined by the requirement that the frequency at which the desired filter assumes the value 1=

ffiffiffi
2

p
map into a lpp passband frequency of 1 rad=s. The required order is determined from the equation

1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ v2n

s

p � As (2:33)

or, rearranged,

n �
log 1

A2
s
� 1

h i
2 log vsð Þ (2:34)

The value of n is, of course, chosen to be the smallest integer greater than the expression on the right-
hand side of Equation 2.34.

K(ω)

ω (rad/s)

Large n Small n

1

1

FIGURE 2.9 Butterworth characteristic function.

* A monic polynomial is one where the leading coefficient (highest power of v) is unity.
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Since only one parameter is in the Butterworth approximation, Equation 2.34 completely determines
A(v). That is, the MFM is a one-parameter approximation. The only remaining item of concern is the
determination of G(s), for synthesis of the actual filter requires knowledge of the transfer function. As was
pointed out in Section 2.1, this is the factorization problem. In general, the solution is given by Equation
2.5, repeated here for convenience as Equation 2.35:

G(s)G(�s) ¼ A2(�s2) (2:35)

In the present case, we have

G(s)G(�s) ¼ 1
1þ (�s2)n

¼ 1
1þ (�1)ns2n

(2:36)

How does one find G(s) from this equation? The solution merely lies in applying the restriction that the
resulting filter is to be stable. This means that the poles of G(s)G(�s) that lie in the right-half plane must
be discarded and the remaining ones assigned to G(s). In this connection, observe that any poles on the
imaginary axis must be off even multiplicity since G(s)G(�s) is an even function (or, equivalently, since
A2(v2)¼ jG( jv)j2 is nonnegative). Furthermore, any even-order poles of G(s)G(�s) on the imaginary
axis could only result from one or more poles of G(s), itself, at the same location. But such a G(s)
represents a filter that is undesirable because, at best, it is only marginally stable. As will be shown, this
situation does not occur for Butterworth filters.
The problem now is merely to find all the poles of G(s)G(�s), then to sort them. These poles are

located at the zeros of the denominator in Equation 2.36. Thus, one must solve

1þ (�s2)n ¼ 0 (2:37)

or, equivalently,

s2n ¼ (�1)n�1 (2:38)

Representing s in polar coordinates by

s ¼ rejf (2:39)

one can write Equation 2.38 in the form

r2nej2nf ¼ ej(n�1)p (2:40)

This has the solution

r ¼ 1 (2:41)

and

f ¼ p

2
þ (2k� 1)

p

2n
(2:42)

where k is any integer. Of course, only those values of f between 0 and 2p rad are to be considered
unique.
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As an example, suppose that n¼ 2; that is, one is interested in determining the transfer function of
a second-order Butterworth filter. Then the unique values of f determined from Equation 2.42 are
p=4, 3p=4, 5p=4, and 7p=4. All other values are simply these four with integer multiples of 2p added. The
last two represent poles in the right-half plane, so are simply discarded. The other two correspond to
poles at s¼�0.707� j0.707. Letting D(s) be the numerator polynomial of G(s), then, one has

D(s) ¼ s2 þ ffiffiffi
2

p
sþ 1 (2:43)

The poles of G(s)G(�s) are sketched in Figure 2.10. Notice that if one assigns the left-half plane poles to
G(s), then those in the right-half plane will be those of G(�s).
Perhaps another relatively simple example is in order. To this end, consider the third-order Butter-

worth transfer function n¼ 3. In this case, the polar angles of the poles of G(s) are at p=3, 2p=3, p, 4p=3,
5p=3, and 2p. This pole pattern is shown in Figure 2.11.
The denominator polynomial corresponds to those in the
left-half plane. It is

D(s) ¼ (sþ 1) s2 þ sþ 1
� � ¼ s3 þ 2s2 þ 2sþ 1 (2:44)

The pattern for the general nth order case is similar—all
the poles of G(s)G(�s) lie on the unit circle and are equally
spaced at intervals of p=n radians, but are offset by p=2
radians relative to the positive real axis. A little thought will
convince one that this means that no poles ever fall on the
imaginary axis.
The factorization procedure determines the denomin-

ator polynomial in G(s). But what about the numerator?
Since the characteristic function is a polynomial, it is clear
that G( jv), and hence G(s) itself, will have a constant
numerator. For this reason, the Butterworth approxima-
tion is referred to as an all-pole filter. Sometimes it is
also called a polynomial filter, referring to the fact that
the characteristic function is a polynomial. As was men-
tioned earlier, the constant is usually allowed to float freely
in the synthesis process and is determined only at the
conclusion of the design process. However, more can be
said. Writing

G(s) ¼ a
D(s)

(2:45)

one can apply Equation 2.36 to show that a2¼ 1, provided
that jG(0)j is to be one, as is the case for the normalized
lpp. This implies that

a ¼ �1 (2:46)

If a passive unbalanced (grounded) filter is desired the
positive sign must be chosen. Otherwise, one can opt for
either.

jω

45°
σ

Unit circle

FIGURE 2.10 Poles of the second-order But-
terworth transfer function.

jω

60°

σ

Unit circle

FIGURE 2.11 Poles of the third-order Butter-
worth transfer function.
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2.3 Chebyshev LPP Approximation

The main advantage of the Butterworth approximation is that it is simple. It does not, however, draw
upon the maximum approximating power of polynomials. In fact, a classical problem in mathematics is
to approximate a given continuous function on a closed bounded interval with a polynomial of a specified
maximum degree. One can choose to define the error of approximation in many ways, but the so-called
minimax criterion seems to be the most suitable for filter design. It is the minimum value, computed over
all polynomials of a specified maximum degree, of the maximum difference between the polynomial
values and those of the specified function. This is illustrated in Figure 2.12. The minimax error in
this case occurs at vx. It is the largest value of the magnitude of the difference between the function values
f(v) and those of a given candidate polynomial pn(v). The polynomial of best fit is the one for which this
value is the smallest.
The basic lpp approximation problem is to pick the characteristic function to be that polynomial of a

specified maximum degree no more than, say, n, which gives the smallest maximum error of approxi-
mation to the constant value 0 over the interval 0�v� 1 (arbitrarily assuming that the passband cutoff is
to be 1 rad=s). In this special case, the solution is known in closed form: it is the Chebyshev* polynomial
of degree n. Then, K(v) is polynomial eTn(v), where

Tn(v) ¼ cos [n cos�1 (v)] (2:47)

and e is the minimax error (a constant).
It is perhaps not clear that Tn(v) is actually a polynomial; however, upon computing the first few by

applying simple trigonometric identities one has the results shown in Table 2.1. In fact, again by calling
upon simple trigonometric identities, one can derive the general recurrence relation

f (ω)

Pn(ω)

ωa ωx ωb
ω

FIGURE 2.12 Minimax error criterion.

* If the name of the Russian mathematician is transliterated from the French, in which the first non-Russian translations
were given, it is spelled Tchebychev.

TABLE 2.1 Chebyshev Polynomial
of Degree n

n Tn(v)

0 1

1 v

2 2v2 � 1

3 4v3 � 3v

4 8v4 � 8v2 þ 1
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Tn(v) ¼ 2vTn�1(v)� Tn�2(v); n � 2 (2:48)

The Chebyshev polynomials have an enormous number of interesting properties and to explore them all
would require a complete monograph. Among those of the most interest for filtering applications,
however, are these. First, from the recursion relationship (Equation 2.48) one can see that Tn(v) is
indeed a polynomial of order n; furthermore, its leading coefficient is 2n�1. If n is even, Tn(v) is an even
polynomial in v and if n is odd, Tn(v) is an odd polynomial. The basic definition in Equation 2.47 clearly
shows that the extreme values of Tn(v) over the interval 0�v� 1 are�1. Some insight into the behavior
of the Chebyshev polynomials can be obtained by making the transformation f¼ cos�1(v). Then,
Tn(f)¼ cos(nf), a trigonometric function that is quite well known. The behavior of T15, for example,
is shown in Figure 2.13. The basic idea is this: the Chebyshev polynomial of nth order is merely a cosine
of ‘‘frequency’’ n=4, which ‘‘starts’’ at v¼ 1 and ‘‘runs backward’’ to v¼ 0. Thus, it is always 1 at v¼ 1
and as v goes from 1 rad=s to 0 rad=s backward, it goes through n quarter-periods (or n=4 full periods).
Thus, at v¼ 0 the value of this polynomial will be either 0 or �1, depending upon the specific value of
n. If n is even, an integral number of half-periods will have been described and the resulting value will be
�1; if n is odd, an integral number of half-periods plus a quarter-period will have been described and the
value will be zero.
Based on the foregoing theory, one sees that the best approximation to the ideal lpp characteristic over

the passband is, for a given passband tolerance, e, given by

A2(v) ¼ 1
1þ e2T2

n(v)
(2:49)

It is, of course, known as the Chebyshev approximation and the resulting filter as the Chebyshev lpp of
order n. The gain magnitude A(v) is plotted for n¼ 5 and e¼ 0.1 in Figure 2.14. The passband behavior
looks like ripples in a container of water, and since the crests are equally spaced above and below the
average value, it is called equiripple behavior. In the passband, the maximum value is 1 and the minimum
value is

0

1

2

0.10 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
–1

1

π
2

φ = cos–1 (ω)

0

1

0.10 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
ω (rad/s)

ω (rad/s)

 T15(ω)

FIGURE 2.13 Behavior of the Chebyshev polynomials.
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Amin ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2

p (2:50)

The passband ripple is usually specified as the peak to peak variation in dB. Since the maximum value is
one, that is 0 dB, this quantity is related to the ripple parameter e through the equation

passband ripple in dB ¼ 20 log
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2

p
(2:51)

The Chebyshev approximation is the best possible among the class of all-pole filters—over the passband.
But what about its stopband behavior? As was pointed out previously, it is desirable that—in addition to
approximating zero in the passband—the characteristic function should go to infinity as rapidly as
possible in the stopband. Now it is a happy coincidence that the Chebyshev polynomial goes to infinity
for v> 1 faster than any other polynomial of the same order. Thus, the Chebyshev approximation is the
best possible among the class of polynomial, or all-pole, filters.
The basic definition of the Chebyshev polynomial works fine for values of v in the passband, where

v� 1. For larger values of v, however, cos�1(v) is a complex number. Fortunately, there is an alternate
form that avoids complex arithmetic. To derive this form, simply recognize the complex nature of
cos�1(v) explicitly and write

x ¼ cos�1(v) (2:52)

One then has*

v ¼ cos(x) ¼ cos[ j(jx)] ¼ cosh( jx) (2:53)

so

jx ¼ cosh�1(v) (2:54)

Thus, one can also write

Tn(v) ¼ cos[ jn( jx)] ¼ cosh[n( jx)] ¼ cosh[n cosh�1(v)] (2:55)

(a) (b)

A(ω)

ω

1

10 0.5 1.5 2

0.5

0

A(ω)

ω

1

10 0.5
0.995

FIGURE 2.14 Frequency response of a fifth-order Chebyshev lpp: (a) passband and (b) overall.

* Since cos(x)¼ cosh(jx).
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This result is used to compute the required filter order. Assuming as usual that As is the maximum
allowed stopband gain, one uses the square root of Equation 2.49 to get

A vsð Þ ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2T2

n vsð Þp � As (2:56)

Solving, one has

Tn vsð Þ � 1
e

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
A2
s
� 1

s
(2:57)

Since vs� 1, it is most convenient to use the hyperbolic form in Equation 2.55:

n �
cosh�1 1

e

ffiffiffiffiffiffiffiffiffiffiffiffi
1
A2
s
� 1

q� �

cosh�1 vsð Þ (2:58)

To summarize, one first determines the parameter e from the allowed passband ripple, usually using
Equation 2.51; then one determines the minimum order required using Equation 2.58. The original filter
specifications must, of course, be mapped into the lpp domain through appropriate choice(s) of the
constant(s) in the transformation Equations 2.12 through 2.15. Notice that the definition of passband for
the Chebyshev filter differs from that of the Butterworth unless the passband ripple is 3 dB. For the
Chebyshev characteristic, the passband cutoff frequency is that frequency at which the gain goes through
the value 1=

ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2

p
for the last time as v increases.

The only remaining item is the determination of the transfer function G(s) by factorization. Again, this
requires the computation of the poles of G(s)G(�s). Using Equation 2.49, one has

G(s)G(�s) ¼ A2(v)
� �

s¼jv¼
1

1þ e2 T2
n(v)

� �
s¼jv

(2:59)

Thus, the poles are at those values of s for which

T2
n(v)

� �
s¼jv¼

�1
e2

(2:60)

or*

cos n cos�1 s
j

	 
� �
¼ �j

1
e

(2:61)

Letting

cos�1(s=j) ¼ aþ jb, there results (2:62)

cos(na) cosh(nb)� j sin(na) sinh(nb) ¼ �j
1
e

(2:63)

* Since s is complex anyway, nothing is to be gained from using the hyperbolic form.
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Equating real and imaginary parts, one has

cos (na) cos (nb) ¼ 0 (2:64a)

and

sin (na) sinh (nb) ¼ � 1
e

(2:64b)

Since cosh(nb)> 0 for any b, one must have

cos (na) ¼ 0 (2:65)

which can hold only if

a ¼ (2kþ 1)
p

2n
k any integer (2:66)

But, in this case, sin [(2kþ 1)p=2]¼�1, so application of Equation 2.64b gives

sinh (nb) ¼ � 1
e

(2:67)

One can now solve for b:

b ¼ � 1
n
sinh�1 1

e

� �
(2:68)

Equations 2.66 through 2.68 together determine a and b, hence cos�1(s=j). Taking the cosine of both sides
of Equation 2.62 and using Equations 2.65 and 2.68 gives

s ¼� sin (2kþ 1)
p

2n

h i
sinh

1
n
sinh�1 1

e

	 
� �

þ j cos (2kþ 1)
p

2n

h i
cosh

1
n
sinh�1 1

e

	 
� �
(2:69)

Letting s¼sþ jv as usual, one can rearrange Equation 2.69 into the form

s

sinh 1
n sinh

�1 1
e

� �� �
" #2

þ v

cos h 1
n sinh

�1 1
e

� �� �
" #2

¼ 1 (2:70)

which is the equation of an ellipse in the s plane with real axis intercepts of

so ¼ � sinh
1
n
sinh�1 1

e

	 
� �
(2:71)

and imaginary axis intercepts of

vo ¼ � cosh
1
n
sinh�1 1

e

	 
� �
(2:72)

This is shown in Figure 2.15.
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As an example, suppose that a Chebyshev lpp is to be designed that has a passband ripple of 0.1 dB, a
maximum stopband gain of �20 dB, and vs¼ 2 rad=s. Then, one can use Equation 2.51 to find* the
ripple parameter e:

e ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
100:1=10 � 1

p
¼ 0:1526 (2:73)

Equation 2.58 gives the minimum order required:

n �
cosh�1 1

0:1526

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

(0:1)2
� 1

q� �

cosh�1 (2)
¼ cosh�1 (65:20)

cosh�1 (2)
¼ 3:70 (2:74)

In doing this computation by hand, one often uses the identity

cosh�1(x) ¼ ln x þ
ffiffiffiffiffiffiffiffiffiffiffiffiffi
x2 � 1

ph i
(2:75)

which can be closely approximated by

cosh�1(x) ¼ ln (2x) (2:76)

if x 	 1. In the present case, a fourth-order filter is required. The poles are shown in Table 2.2 and
graphed in Figure 2.16.
By selecting the left-half plane poles and forming the corresponding factors, then multiplying them,

one finds the denominator polynomial of G(s) to be

D(s) ¼ s4 þ 1:8040s3 þ 2:2670s2 þ 2:0257sþ 0:8286 (2:77)

1
n

1
ε

ω

σ

j cosh sinh–1

1
n

1
εsinh sinh–1

FIGURE 2.15 Pole locations for G(s)G(�s) for the Chebyshev filter.

* For practical designs, a great deal of precision is required for higher-order filters.
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As for the Butterworth example of Section 2.2, one finds the scale factor:

k ¼ 0:8286 (2:78)

Therefore, the complete transfer function is

G(s) ¼ k
D(s)

¼ 0:8286
s4 þ 1:8040s3 þ 2:2670s2 þ 2:0257sþ 0:8286

(2:79)

Of course, if completely automated algorithms are not being used to design such a filter as the one in our
example, numerical assistance is required. The computation in the preceding example was performed in
MATLAB1—a convenient package for many computational problems in filter design.

2.4 Bessel–Thompson LPP Approximation

Thus far, two all-pole approximations have been presented. As was pointed out in Section 2.3, the
Chebyshev is better than the Butterworth—in fact, it is the best all-pole approximation available. So why
bother with the Butterworth at all, other than as an item of historical interest? The answer lies in the
phase. The Chebyshev filter has a phase characteristic that departs farther from linearity than that of the

TABLE 2.2 Pole Locations

k Real Part Imaginary Part

0 0.2642 1.1226

1 0.6378 0.4650

2 0.6378 �0.4650

3 0.2642 �1.1266

4 �0.2642 �1.1266

5 �0.6378 �0.4650

6 �0.6378 0.4650

7 �0.2642 1.1226

+

+

+

+

++

+ +

1.5

0.5

–0.5

–1.5

–1

1

0

–1 –0.5 0 0.5 1

FIGURE 2.16 Pole locations for example filter.
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Butterworth; put differently, its group delay deviates from a constant by a greater amount. Thus, the
Butterworth approximation is still a viable approximation in applications where phase linearity is of
some importance.
The question naturally arises as to whether there is an lpp approximation that has better phase

characteristics than that of the Butterworth. The answer is yes, and that is the topic of this section,
which will follow [8]—perhaps the simplest development of all.
Recall that the gain function G(s) is the inversion of the loss function H(s):

G(s) ¼ 1
H(s)

(2:80)

Also, recall that it was the loss function jh(jv)j ¼ 1=A(v) (or, rather, its square jh( jv)j2) that was required
to have MFM property at v¼ 0,

dk H( jv)j j2
dvk

" #
v¼0

¼ dkv2n

dvk

" #
v¼0

¼ (2n)!
k!

v2n�k

� �
v¼0

¼ 0 (2:81)

for k ¼ 0, 1, . . . , 2n� 1. The question to be asked and answered in this section is whether there exists a
similar approximation for the group delay tg(v) a maximally flat delay (MFD) approximation.
To answer this question, the phase will be written in terms of the loss function H( jv). Since the latter

quantity can be written in polar form as

H( jv) ¼ 1
G( jv)

¼ 1
A(v)ejf(v)

¼ 1
A(v)

e�jf(v) (2:82)

the (complex) logarithm is

lnH( jv) ¼ � lnA(v)� jf(v) (2:83)

Thus,

f(v) ¼ �Im{ lnH( jv) } (2:84)

The group delay is merely the negative of the derivative of the phase, so one has

tg(v) ¼ � df
dv

¼ d
dv

Im{ lnH( jv) } ¼ Im
d
dv

lnH( jv)

� �

¼ Im j
d

d( jv)
lnH( jv)

� �
¼ Re

d
d( jv)

lnH( jv)

� �
(2:85)

Recalling that the even part of a complex function F(s) is given by

Ev{F(s) } ¼ F(s)þ F(�s)
2

(2:86)

one can use the symmetry property for real F(s) (in the present context, F(s) is assumed to be a rational
function, so a real F(s) is one with real coefficients) to show that
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Ev{F(s) }s¼jv ¼ F( jv)þ F(�jv)
2

¼ F( jv)þ F*( jv)
2

¼ Re{F( jv) } (2:87)

In this manner, one can analytically extend the group delay function tg( jv) so that it becomes a
function of s:

tg(s) ¼ Ev
d
ds

lnH(s)

� �
¼ Ev

H0(s)
H(s)

� �
¼ 1

2
H0(s)
H(s)

þH0(�s)
H(�s)

� �
(2:88)

In the present case, it will be assumed that H(s) is a polynomial. In this manner, an all-pole (or
polynomial) filter will result. Thus, one can write

H(s) ¼
Xn
k¼0

anks
k (2:89)

The superscript on the (assumed real) coefficient matches the upper limit on the sum and is the assumed
filter order. The group delay function is, thus, a real rational function:

tg(s) ¼ N(s)
D(s)

(2:90)

where N(s), the numerator polynomial, and D(s), the denominator polynomial, have real coefficients and
are of degrees no greater than 2n� 1 and 2n, respectively, by inspection of Equation 2.88. But, again
according to Equation 2.88, tg(s) is an even function. Thus,

tg(�s) ¼ N(�s)
D(�s)

¼ tg(s) ¼ N(s)
D(s)

(2:91)

The last equation, however, implies that

N(�s)
N(s)

¼ D(�s)
D(s)

¼ 1 (2:92)

The last equality is arrived at by the following reasoning. N(s) and D(s) are assumed to have no common
factors—any such have already been cancelled in the formation of tg(s). Thus, the two functions of s in
Equation 2.92 are independent; since they must be equal for s, they must therefore equal a constant. But
this constant is unity, as is easily shown by allowing s to become infinite and noting that the degrees and
leading coefficients of N(�s) and N(s) are the same.
The implication of the preceding development is simply that N(s) and D(s) consist of only even powers

of s. Looking at N(s), for example, and letting it be written

N(s) ¼
X2n�1

k¼0

rks
k (2:93)

one has

N(�s) ¼
X2n�1

k¼0

rk(�s)k ¼ N(s) ¼
Xm
k¼0

rk(s)
k (2:94)
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This however implies that the rk are zero for odd k. Hence N(s) consists of only even powers of s.
The same is true ofD(s) and therefore of tg(s). Clearly, therefore tg(v) will consist of only even powers ofv,
that is, it will be a function of v2. Now there is to be an MFD approximation one must have by analogy
with the MFM approximation in Section 2.2,

dktg(v)

d(v2)k
¼ 0 (2:95)

for k¼ 1, 2, . . . , n� 1. The constraint is, of course, that tg must come from a polynomial loss function
H(s) whose zeros [poles of G(s)] all lie in the left-half plane.
It is convenient to normalize time so that the group delay T, say, at v¼ 0 is 1 s; this is equivalent to

scaling the frequency variable v to be vT. Here, it will be assumed that this has been performed already.
A slight difference exists between the MFD and MFM approximations; the latter approximates zero at
v¼ 0, while the former approximates T¼ 1s at v¼ 0. The two become the same, however, if one
considers the function

tg(s)� 1 ¼ P(s)
2H(s)H(�s)

(2:96)

where P(s) has a maximum order of 2n. The form on the right-hand side of this expression can be readily
verified by consideration of Equation 2.88, the basic result for the following derivation. Furthermore,
writing P(s) in the form

P(s) ¼
Xn
k¼0

Pk s2
� �k

(2:97)

it is readily seen that

po ¼ p1 ¼ � � � ¼ pn�1 ¼ 0 (2:98)

The lowest-order coefficient is clearly zero because tg(0)¼ 1; furthermore, all odd coefficients are zero
since tg is even. Finally, all other coefficients in Equation 2.98 have to be zero if one imposes the MFD
condition in Equation 2.95.*
At this stage, one can write the group delay function in the form

tg(s) ¼ N(s)
D(s)

¼ 1þ pns2n

2H(s)H(�s)
¼ 2H(s)H(�s)þ pns2n

2H(s)H(�s)
(2:99)

It was pointed out immediately after Equation 2.90, however, that the degree of N(s) is at most 2n� 1.
Hence, the coefficient of s2n in the numerator of Equation 2.99 have vanished, and one therefore also has

2(�1)nan þ pn ¼ 0 (2:100)

or, equivalently,

pn ¼ 2(�1)nþ1an (2:101)

* The derivatives are easy to compute, but this is omitted here for reasons of space.
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Finally, this allows one to write Equation 2.99 in the form

tg(s) ¼ H(s)H(�s)þ (�1)nþ1ans2n

H(s)H(�s)
(2:102)

If one now equates Equations 2.102 and 2.88 and simplifies, there results

H0(s)H(�s)þ H0(�s)H(s)� 2H(s)H(�s) ¼ 2(�1)nþ1ans
2n (2:103)

Multiplying both sides by s�2n, taking the derivative (noting that (d=ds)H(�s)¼�H0(�s)), one obtains
(after a bit of algebra)

Ev{[sH00(s)� 2(sþ n)H0(s)þ 2nH(s)]H(�s)} ¼ 0 (2:104)

Now, if so is a zero of this even function, the �so will also be a zero. Further, since all of the coefficients in
H(s) are real, s*0 and �s*0 must also be zeros as well; that is, the zeros must occur in a quadrantally
symmetric manner. Each zero must belong either to H(�s), or to the factor it multiplies, or to both.
The degree of the entire expression in Equation 2.40 is 2n and H(�s) has n zeros. Thus, the expression in
square brackets must have n zeros. Now here is the crucial step in the logic: if the filter being designed is
to be stable, then all n zeros H(�s) must be in the (open) right-half plane. This implies that the factor in
square brackets must have n zeros in the (open) left-half plane. Since the expression has degree n, these
zeros can be found from the equation

sH00(s)� 2(sþ n)H0(s)þ 2nH(s) ¼ 0 (2:105)

This differential equation can be transformed into that of Bessel; here, however, the solution will be
derived directly by recursion. Using Equation 2.89 for H(s), computing its derivatives, reindexing, and
using Equation 2.105, one obtains, for 0� k� n� 1,

(kþ 1)kankþ1 � 2n(kþ 1)ankþ1 � 2kank þ 2nank ¼ 0 (2:106)

This produces the recursion formula

ankþ1 ¼
2(n� k)

(2n� k)(kþ 1)
ank ; 0 � k � n� 1 (2:107)

or, normalizing the one free constant so that ann ¼ 1 and reindexing, gives

ankþ1 ¼
2(n� k)

(2n� k)(kþ 1)
; 0 � k � n� 1 (2:108)

The resulting polynomials for H(s) are closely allied with the Bessel polynomials. The first several are
given in Table 2.3 and the corresponding gain and group delay characteristics are plotted (using
MATLAB) in Figure 2.17. Notice that the higher the order, the more accurately the group delay
approximates a constant and the better the gain approximates the ideal lpp; the latter behavior, however,
is fairly poor. A view of the group delay behavior in the passband is shown for the third-order filter in
Figure 2.18.
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2.5 Elliptic Approximation

The Butterworth approximation provides a very fine approximation to the ideal ‘‘brick wall’’ lpp
response at v¼ 0, but is poor for other frequencies; the Chebyshev, on the other hand, spreads out the
error of approximation throughout the passband and thereby achieves a much better amplitude approxi-
mation. This is one concrete application of a general result in approximation theory known as the
Weierstrass theorem [2], which asserts the possibility of uniformly approximating a continuous function
on a compact set by a polynomial or by a rational function.
A compact set is the generalization of a closed and bounded interval—the setting for the Chebyshev

approximation sketched in Figure 2.19. The compact set is the closed interval [�1, 1],* the continuous

TABLE 2.3 Bessel Polynomials of Order n

n H(s)

1 sþ 1

2 s2þ 3sþ 3

3 s3þ 6s2þ 15sþ 15

4 s4þ 10s3þ 45s2þ 105sþ 105

1

0

0.8

0.6

0.4

0.2

1

0

0.8

0.6

0.4

0.2

0 5
ω (rad/s) 

A(ω)

n = 1

(a)
0 5
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τg(ω)

(b)
1010

n = 3 n = 2
n = 1 n = 2

n = 3

FIGURE 2.17 Gain and group delay characteristics for the Bessel–Thompson filters of orders one through three:
(a) gain and (b) group delay.

ω (rad/s) 

τg(s)

0.50 1

1

0.998

0.996

FIGURE 2.18 Group delay of third-order Bessel filter.

* Here, we are explicitly observing that the characteristic function to be approximated is even in v.
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function to be approximated is the constant 0, and the approximating function is a polynomial of degree n
(in the figure n is three). A careful inspection of this figure reveals that the maximum error of
approximation occurs exactly four times on a set of four discrete points within the interval and the
sign of this maximum error alternates from one such point to its adjacent neighbor. This is no
coincidence; in fact, the polynomial of best approximation of degree n is characterized by this alternation
or equiripple property: the error function achieves its maximum value exactly nþ 1 times on the interval
of approximation and the signs at these points alternate. If one finds a polynomial by any means that has
this property it is the unique polynomial of best approximation.
In the present case, one simply notes that the cosine function has the required equiripple behavior.

That is, as f varies between �p=2 and p=2, cos(nf) varies between its maximum and minimum values
of �1 a total of nþ 1 times. But cos(nf) is not a polynomial, and the problem (for reasons stated in
the introduction) is to determine a polynomial having this property. At this point, one observes that
if one makes the transformation

f ¼ cos�1 (v) (2:109)

then, as v varies from �1 to þ1, f varies from �p=2 to þp=2. This transformation is, fortunately, one-
to-one over this range; furthermore, even more fortunately, the overall function

Tn(v) ¼ cos [n cos�1 (v)] (2:110)

is a polynomial as desired. Of course, the maximum error is �1, an impractically large value. This is
easily rectified by requiring that the approximating polynomial be

pn(v) ¼ eTn(v) ¼ e cos [n cos�1 (v)] (2:111)

In terms of gain and characteristic functions, therefore, one has

G(v) ¼ 1
1þ K2(v)

¼ 1
1þ e2T2

n(v)
(2:112)

That is, pn(v)¼ eTn(v) is the best approximation to the characteristic function K(v).
Since the gain function to be approximated is even in v, K(v)—and, therefore, pn(v)¼ eTn(v)—must

be either even or odd. As one can recall, the Chebyshev polynomials have this property. For this reason, it
is only necessary to discuss the situation for v� 0 for the extension to negative v is then obvious.

–ε

ε

–1 1 ω

Pn(ω)

FIGURE 2.19 Chebyshev approximation.

2-24 Passive, Active, and Digital Filters



The foregoing sets the stage for the more general problem, which will now be addressed. As noted
previously, the Weierstrass theorem holds for more general compact sets. Thus, as a preliminary exercise,
the approximation problem sketched in Figure 2.20 will be discussed. That figure shows two closed
intervals as the compact set on which the approximation is to occur. The function to be approximated
is assumed to be the constant a on the first interval and the constant b on the second.* In order to cast
this into the filtering context, it will be assumed that the constant a is small and the constant b large.
The sharpness of the transition characteristic can then be set to any desired degree by allowing vp to
approach unity from below and v1

s to approach unity from above. Notice that the frequency scaling
will be different here than for the all-pole case in which the right-hand interval endpoint was allowed to
be unity.
In addition to more general compact sets, the Weierstrass theorem allows the approximating function

to be a general real rational function, which has been denoted by Rmn(v) in the figure. This notation
means that the numerator and denominator polynomials have maximum degree m and n, respectively.
Now suppose that one specifies that b¼ 1=a and suppose Rmn(v) is a reciprocal function, that is, one
having the property that

Rmn
1
v

	 

¼ 1

Rmn(v)
(2:113)

Then, if one determines its coefficients such that the equiripple property holds on the interval �vp�
v�vp, it will also hold on the interval vs1�v�vs2. Of course, this interval is constrained such
that vs1¼ 1=vp. The other interval endpoint will then extend to þ1 (and, by symmetry, there will
also be an interval on the negative frequency axis with one endpoint at �1=vp and the other at �1).
This is, of course, not a compact set but the approximation theorem continues to hold anyway because it
is equivalent to approximating a¼ 1=b on the low-pass interval [�vp, vp). Thus, one can let a¼ 0
and b¼1 and simultaneously approximate the ideal characteristic function

Rmn(ω)

b + ε

b–ε

a + ε

a–ε

b

a

–ωp ωp ωs1 ωs2
ω

1

FIGURE 2.20 Chebyshev rational approximation.

* One should note that this function is continuous on the compact set composed of the two closed intervals.
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K(v) ¼
0; jvj � vp

1; jvj � 1
vp

(
(2:114)

with the real and even or odd (for realizability) rational function Rmn(v) having the aforementioned
reciprocal property. The Weierstrass theorem equiripple property for such rational functions demands
that the total number of error extrema* on the compact set be mþ nþ 2. (This assumes the degree of
both polynomials to be relative to the variable v2.)

Based on the preceding discussion, one has the following form for Rmn(v):

R2n,2n(v) 
 R2n(v) ¼
v2
1 � v2

� �
v2
3 � v2

� � � � � v2
2n�1 � v2

� �
1� v2

1v
2ð Þ 1� v2

2v
2ð Þ � � � 1� v2

2n�1v
2ð Þ (2:115)

R2nþ1,2n(v) 
 R2nþ1(v) ¼ v
v2
2 � v2

� �
v2
4 � v2

� � � � � v2
2n � v2

� �
1� v2

2v
2ð Þ 1� v2

4v
2ð Þ � � � 1� v2

2nv
2ð Þ (2:116)

The first is clearly an even rational function and latter odd. The problem now is to find the location of the
pole and zero factors such that equiripple behavior is achieved in the passband. The even case is
illustrated in Figure 2.21 for n¼ 2. Notice that the upper limit of the passband frequency interval has
been taken for convenience to be equal to

ffiffiffi
k

p
; hence, the lower limit of the stopband frequency interval is

1=
ffiffiffi
k

p
. Thus,

k ¼ vp

vs
(2:117)

* There can be degeneracy in the general approximation problem, but the constraints of the problem being discussed here
preclude this from occurring.

R2n(ω)

ω2

ω3ω0

ω1
–ε

ε

1
ωp

1
ω3

1
ω1

1
ε

1
ε

1

=

ω

–

n = 2

ωp = √k

1
√k

FIGURE 2.21 Typical plot of an even-order Chebyshev rational function.
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is a measure of the sharpness of the transition band rolloff and is always less than unity. The closer it is to
one, the sharper the rolloff. It is an arbitrarily specified parameter in the design. Notice that equiripple
behavior in the passband implies equiripple behavior in the stopband—in the latter, the approximation is
to the constant whose value is infinity and the minimum value (which corresponds to a maximum
value of gain) is 1=e, while the maximum deviation from zero in the passband is e. The zeros are all in the
passband and are mirrored in poles, or infinite values, in the stopband. The notation v0 and v2 for
the passband frequencies of maximum error has been introduced. In general, their indices will be even for
even approximations and odd for odd approximations.
A sketch for the odd case would differ only in that the plot would go through the origin, that is, the

origin would be a zero rather than a point of maximum error. Notice that the resulting filter will have
finite gain unlike the Butterworth or Chebyshev, which continue to rolloff toward zero as v becomes
infinitely large. As noted in the figure, the approximating functions are called the Chebyshev rational
functions.
The procedure [9] now is quite analogous to the Chebyshev polynomial approximation, though rather

more complicated. One looks for a continuous periodic waveform that possess the desired equiripple
behavior. Since the Jacobian elliptic functions are generalizations of the more ordinary sinusoids, it is
only natural that they be investigated with an eye toward solving the problem under attack. With that in
mind, some of the more salient properties will now be reviewed.
Consider the function

I(f, k) ¼ � 1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� k2 sin2 (f)

p (2:118)

which is plotted for two values of k in Figure 2.22. If k¼�1, the peak value is infinite; in this case,
I(f, k)¼ sec(f). For smaller values of k the peak value depends upon k with smaller values of k resulting
lower peak values. The peaks occur at odd multiples of p=2. Note that I(f, k) has the constant value one
for k¼ 0. Figure 2.23 shows the running integral of I(f, k) for k2¼ 0.99 and for k2¼ 0. For k2¼ 0 the
curve is a straight line (shown dashed); or other values of k2, it deviates from a straight line by an amount
that depends upon the size of k2. Observe that the running integral has been plotted over one full period
of I(k, f), that is, from 0 to p. The running integral is given in analytical form by

φ (rad)

I(φ
, k

)
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8

6

4

2

0 0 π/2 π 3π/2 2π

k2 = 0.99

φ (rad)

k2 = 0.95

10

8

6

4

2

0 0 π/2 π 3π/2 2π

FIGURE 2.22 Plot of I(f, k).

Approximation 2-27



u(f, k) ¼
ðf

0

I(a, k)da ¼
ðf

0

1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� k2 sin2 (a)

p da (2:119)

The quantity K, shown by the lowest dashed horizontal line in Figure 2.23, is the integral of I(f, k) from
0 to p=2; that is, it is the area beneath the I(f, k) curve in Figure 2.22 from 0 to p=2. Thus, it is the area
beneath the curve to the left of the first vertical dashed line in that figure. It is given by

u
p

2
, k

 �
¼

ðp=2

0

I(a, k)da ¼
ðp=2

0

1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� k2 sin2 (a)

p da ¼ K (2:120)

and is referred to as the complete elliptic integral of the first kind.
The sine generalization sought can now be defined. Since the running integral u(f, k) is monotonic, it

can be inverted and thereby solved for f in terms of u; for each value of u there corresponds a unique
value of f. The elliptic sine function is defined to be the ordinary sine function of f:

sn(u, k) ¼ sin (f, k) (2:121)

Now, inspection of Figure 2.23 shows that, as f progresses from 0 to 2p, u(f, k) increases from 0 to 4K;
since angles are unique only to within multiples of 2p, therefore, it is clear that sn(u, k) is periodic with
period 4K. Hence, K is a quarter-period of the elliptic sine function.
The integral in Equation 2.119 cannot be evaluated in closed form; thus, there is not a simple, compact

expression for the required inverse. Therefore, the elliptic sine function can only be tabulated in
numerical form or computer using numerical techniques. It is shown for k2¼ 0.99 in Figure 2.24 and
compared with a conventional sine function having the same period (4K).

2K

K

0
0 π/2 πφ

u(φ, k)

FIGURE 2.23 Running integral of I normalized to K.

1

0

–1

0 uK 2K 3K 4K

sin(2πu/4K)

sn(u, K) K2 = 0.99

FIGURE 2.24 Plots of the elliptic and ordinary sine functions.
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Recall, now, the objective of exploring the preceding generalization of the sinusoid: one is looking for
a transformation that will convert the characteristic function given by Equations 2.115 and 2.116
into equivalent waveforms having the equiripple property. As one might suspect (since so much time
has been spent on developing it), the elliptic sine function is precisely the transformation desired.
The crucial aspect of showing this is the application of a fundamental property of sn(u, k), known as
an additional formula:

sn(uþ a, k)sn(u� a, k) ¼ sn2(u, k)� sn2(a, k)
1� k2sn2(u, k)sn2(a, k)

(2:122)

The right-hand side of this identity has the same form as one factor in Equations 2.115 and 2.116, that is
of one zero factor coupled with its corresponding pole factor. This suggests the transformation

v ¼
ffiffiffi
k

p
sn(u, k) (2:123)

The passband zeros then are given by

vi ¼
ffiffiffi
k

p
sn(ui, k) (2:124)

and the factors mentioned previously map into

v2
i � v2

1� v2
i v

2
¼ k sn2 ui, kð Þ � sn2(u, k)½ �

1� k2sn2 ui, kð Þsn2(u, k) ¼ ksn uþ uið Þsn u� uið Þ (2:125)

For specificity, the even-order case will be discussed henceforth. The odd-order case is the same if minor
notational modifications are made. Thus, one sees that

R2n(v) ¼ P
i¼1,3,...,2n�1

v2
i � v2

1� v2
i v

2
¼ P

i¼1,3,...,2n�1
ksn uþ uið Þsn u� uið Þ (2:126)

The ui are to be chosen. Before doing this, it helps to simplify the preceding expression by defining
u�i¼�ui and reindexing. Calling the resulting function G(u), one has

G(u) ¼
Yi¼1,3,...,2n�1

i¼�1,�3,...,�(2n�1)

ksn uþ uið Þ (2:127)

Refer now to Figure 2.24. Each of the sn functions is periodic with period 4K and is completely defined by
its values over one quarter-period [0, K]. Suppose that one defines

ui ¼ i
K
2n

(2:128)

Figure 2.25 shows the resulting transformation corresponding to Equations 2.123 and 2.124. As u
progresses from �K to þK, v increases from � ffiffiffi

k
p

toþ ffiffiffi
k

p
as desired. Furthermore, because of the

symmetry of sn(u), the set {ui} forms an additive group—adding K=2n to the index of any ui results in
another ui in the set. This means that G(u) in Equation 2.127 is periodic with period K=2n. Thus, as v
increases from � ffiffiffi

k
p

toþ ffiffiffi
k

p
,R2n(v) achieves 2nþ 2 extrema, that is, positive and negative peak values.

But this is sufficient for R2n(v) to be the Chebyshev rational function of best approximation.
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The symmetry of the zero distribution around the peak value of sn(u), that is, around u¼K, reveals
that the peak values of R2n(v) occur between the zeros; that is, recalling that in Figure 2.21 the peak
values have been defined by the symbols vi for even i, one has

vi ¼
ffiffiffi
k

p
sn

iK
2n

	 

; i ¼ 0, 1, 2, . . . , 2n (2:129)

where the odd indices correspond to the zeros and the even ones to the peak values. Note that i¼ 0
corresponds to v¼ 0 and i¼ 2n to v ¼ ffiffiffi

k
p

. This permits one to compute the minimax error:

e ¼ R2n(0)j j ¼ v1v3 � � �v2n�1ð Þ2 (2:130)

As pointed out previously, the analysis for odd-order filters proceeds quite analogously. The only
difference lies in the computation of e. In this case, R2nþ1(0)¼ 0; thus, v¼ 0 is a zero—not a point
of maximum deviation. One can, however, note that the quantity e2 � R2

2nþ1(v) has double zeros at
the frequencies of maximum deviation (except at v ¼ v2nþ1 ¼

ffiffiffi
k

p
) and the same denominator as

R2
2nþ1(v). Hence,

e2 � R2
2nþ1(v) ¼

v2
1 � v2

� �2
v2
3 � v2

� �2� � � v2
2nþ1 � v2

� �
1� v2

2v
2ð Þ2 1� v2

4v
2ð Þ2� � � 1� v2

2nv
2ð Þ2 (2:131)

Notice here that v2nþ1 ¼
ffiffiffi
k

p
. Since R2nþ1(0)¼ 0, one can evaluate this expression at v¼ 0 to get

e ¼ v1v3 � � �v2n�1ð Þ2
ffiffiffi
k

p
(2:132)

Note that one uses the zero frequencies in the even-order case and the frequencies of maximum deviation
in the odd-order case.
As an example, suppose that the object is to design an elliptic filter of order n¼ 2. Further, suppose

that the passband ripple cutoff frequency is to be 0.95. Then, one has

vp ¼
ffiffiffi
k

p
¼ 0:95 (2:133)

The quarter period of the elliptic sine function is

K ¼ 2:9083 (2:134)

ωi

K 2K uK2K
0

√k

–√k

ω = √ksn(u)

iK
2n

ui =

FIGURE 2.25 Elliptic sine transformation.
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Evaluating the zeros and points of maximum deviation of the Chebyshev rational function numerically
using Equation 2.129, one obtains the values shown in Table 2.4. Thus, the required elliptic rational
function is

R4(v) ¼ 0:3508� v2ð Þ 0:8746� v2ð Þ
1� 0:3508v2ð Þ 1� 0:8746v2ð Þ (2:135)

Finally, the maximum error is given by Equation 2.130:

e ¼ v1v2ð Þ2 ¼ (0:5923� 0:9352)2 ¼ 0:3078 (2:136)

Figure 2.26 shows the resulting gain plot. Observe the transmission zero at v¼ 1=0.9352¼ 1.069,
corresponding to the pole of the Chebyshev rational function located at the inverse of the largest
passband zero. Also, as anticipated, the minimum gain in the passband is

Ap ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2

p ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ (0:3078)2

p ¼ 0:9558 (2:137)

and the maximum stopband gain is

As ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffi
1þ 1

e2

q ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 1

(0:3078)2

q ¼ 0:2942 (2:138)

Perhaps a summary of the various filter types is in order at this point. The elliptic filter has more
flexibility than the Butterworth or the Chebyshev because one can adjust its transition band rolloff
independently of the passband ripple. However, as the sharpness of this rolloff increases, as a more
detailed analysis shows, the stopband gain increases and the passband ripple increases. Thus, if these

TABLE 2.4 Zeros of Elliptic Rational
Functions

i vi

0 0.0000

1 0.5923

2 0.8588

3 0.9352

4 0.9500

1

0.5

0
0 1 2 3 4 ω 5

A(ω) =
√1 + R2

4(ω)
1

FIGURE 2.26 Gain plot for the example elliptic filter.
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parameters are to be independently specified—as is often the desired approach—one must allow the
order of the filter to float freely. In this case, the design becomes a bit more involved. The reader is
referred to Ref. [10], which presents a simple curve for use in determining the required order. It proceeds
from the result that the filter order is the integer greater than or equal to the following ratio:

n � f (M)
f (V)

(2:139)

where

f (x) ¼
K

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� x�2

p �
K(1=x)

(2:140)

Lin [10] presents a curve of this function f (x). K is the complete elliptic integral given in Equation 2.120.
The parameters M and V are defined by

M ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 10�0:1As

1� 10�0:1Ap

r
(2:141)

and

V ¼ 1=k (2:142)

Of course, there is still the problem of factorization. That is, now that the appropriate Chebyshev rational
function is known, one must find the corresponding G(s) transfer function of the filter. The overall design
process is explained in some detail in Ref. [11], which develops a numerically efficient algorithm for
directly computing the parameters of the transfer function.
The Butterworth and Chebyshev filters are of the all-pole variety, and this means that the synthesis of

such filters is simpler than is the realization of elliptic filters, which requires the realization of transmis-
sion zeros on the finite jv axis.
Finally, a word about phase (or group delay). Table 2.5 shows a rank ordering of the filters in terms of

both gain and phase performance. As one can see, the phase behavior is inverse to the gain performance.
Thus, the elliptic filter offers the very best standard approximation to be ideal lpp ‘‘brickwall’’ gain
behavior, but its group delay deviates considerably from a constant. On the other end of the spectrum,
one notes that the Bessel–Thompson filters offers excellent phase performance, but a quite high order is
required to achieve a reasonable gain characteristic.
If both excellent phase and gain performance are absolutely necessary, two approaches are possible.

One either uses computer optimization techniques to simultaneously approximate gain and phase, or one
uses one of the filters described in this section followed by an allpass filter, one having unity gain over
the frequency range of interest, but whose phase can be designed to have the inverse characteristic to the
filter providing the desired gain. This process is known as phase compensation.

TABLE 2.5 A Rank Ordering of the Filters in Terms
of Both Gain and Phase Performance

Filter Type Gain Rolloff Phase Linear

Bessel Worst Best

Butterworth Poor Better

Chebyshev Better Poor

Elliptic Best Worst
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3.1 Low-Pass Prototype

As discussed in Chapter 2, conventional approximation techniques (Butterworth, Chebyshev, Elliptic,
Bessel, etc.) lead to a normalized transfer function denoted low-pass prototype (LPP). The LPP is
characterized by a passband frequency VP¼ 1.0 rad=s, a maximum passband ripple AP (or Amax), a
minimum stopband attenuation As (orAmin), and a stopband frequencyVs.Ap andAs are usually specified
in decibels. Tolerance bounds (also called box constraints) for the magnitude response of an LPP are
illustrated in Figure 3.1a. The ratio Vs=Vp is called the selectivity factor and it has a value Vs for an LPP
filter. The passband and stopband edge frequencies are defined as the maximum frequency with the
maximum passband attenuationAp and the minimum frequency with the minimum stopband attenuation
As, respectively. The passband ripple and the minimum passband attenuation are expressed by

AP ¼ 20 log
K

H vPð Þ
����

����, As ¼ 20 log
K

H vsð Þ
����

���� (3:1)

where K is the maximum value of the magnitude response in the passband (usually unity). Figure 3.1b
shows the magnitude response of a Chebyshev LPP transfer function with specifications Ap¼ 2 dB,
As¼ 45 dB, and Vs¼ 1.6.

Transformation of transfer function. Low-pass, high-pass, bandpass, and band-reject transfer functions
(denoted in what follows LP, HP, BP, and BR, respectively) can be derived from an LPP transfer function
through a transformation of the complex frequency variable. For convenience, the transfer function of
the LPP is expressed in terms of the complex frequency variable s, where s¼ uþ jV while the transfer
functions obtained through the frequency transformation (low-pass, high-pass, bandpass, or band-reject)
are expressed in terms of the transformed complex frequency variable p¼sþ jv.
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The approximation of an LP, HP, BP, or BR transfer function with passband ripple (s) Ap and
stopband attenuation (s) As involves three steps:

1. Determination of the stopband edge frequency or selectivity factor Vs of an LPP, which can be
transformed into the desired LP, HP, BP, or BR filter.

2. Approximation of an LPP transfer function TLPP(s) with selectivity factor Vs and with same
passband ripple and stopband attenuation Ap and As are the desired LP, HP, BP, or BR filter,
respectively

3. Transformation of the LPP transfer function TLPP(s) into the desired transfer function (LP, HP, BP,
or BR) T(p) through a frequency transformation of the form

s ¼ f (p) (3:2)

Transformation of a network with LPPmagnitude response into a low-pass, high-pass, bandpass, or band-
rejection network can be done directly on the elements of the network. This procedure is denoted network
transformation. It is very convenient in practice because element values for double terminated lossless
ladder networks with LPP specifications have been extensively tabulated for some common values of Ap,
As, and Vs. Also, a host of personal computer programs have become available in recent years that allow
one to determine the component values of LPP ladder networks for arbitrary valuesAp,As, andVs. In what
follows we study the frequency transformation s¼ f(p) for each specific type of filter response (LP, HP, BP,
and BR). We show how to calculate the selectivity factor of the equivalent LPP based on box constraint
specifications for each type of filter. We then show howmapping of the imaginary frequency axis from s to
p leads to LP, HP, BP, or BR magnitude responses. We analyze how poles and zeros are mapped from the
s-plane to the p-plane for each transformation and finally we show the element transformations required to
directly transform LPP networks into any of the filter types addressed previously.

3.2 Frequency and Impedance Scaling

3.2.1 Frequency Scaling

The simplest frequency transformation is a scaling operation expressed by

s ¼ p
vo

(3:3)

where vo is a frequency scaling parameter. This transformation is denoted frequency scaling and it
allows one to obtain a low-pass transfer function with a nonunity passband frequency edge from an LPP
transfer function.

(a) (b)

|H
(jΩ

)| Ap

As

(2 dB)

1 Ω

|H
(jΩ

)|

1 Ω

0.794
1

Frequency

FIGURE 3.1 (a) Tolerance bounds for magnitude response of low-pass prototype and (b) Chebyshev LPP response.
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Transformation of poles and zeros of transfer function. Consider an LPP factorized transfer function
TLPP(s) with n poles sp1, sp2, . . . , spn and m zeros sz1, sz2, . . . , szm

TLPP(s) ¼ K
1� s=sz1ð Þ 1� s=sz2ð Þ � � � 1� s=szmð Þ
1� s=sp1
� �

1� s=sp2
� � � � � 1� s=spn

� � (3:4)

Using Equation 3.3, this transfer function becomes

TLP(p) ¼ K
1� p=pz1ð Þ 1� p=pz2ð Þ � � � 1� p=pzmð Þ
1� p=pp1
� �

1� p=pp2
� � � � � 1� p=ppn

� � (3:5)

where poles and zeros (szi and spj) of the LPP transfer function PLPP(s) become simply poles and zeros in
TLP(p), which are related to those of TLPP(s) by the scaling factor vo:

ppi ¼ vospi, pzj ¼ voszj (3:6)

To determine the magnitude (or frequency) response of the LP filter we evaluate the magnitude of the
transfer function on the imaginary axis (for s¼ jV). The magnitude response of the transformed transfer
function TLP(jv)j j preserves a low-pass characteristic as illustrated in Figure 3.2. The frequency range
from 0 to1 in the V-axis is mapped to the range 0 to1 in the v-axis. A frequency and its mirror image
in the negative axis �V is mapped to frequencies v¼�voV with the same magnitude response:
TLPP(jV)j j ¼ TLP(jvoV)j j. The passband and stopband edge frequencies VP¼ 1 rad=s and Vs of the
LPP are mapped into passband and stopband edge frequencies vp¼vo and vs¼voVs, respectively.
From this, it can be seen that for given low-pass filter specifications vs, vp the equivalent LPP is
determined based on the relation Vs¼vs=vp, while the frequency scaling parameter vo corresponds to
the passband edge frequency of the desired LP.

LP network transformation. Capacitors and inductors are the only elements that are frequency dependent
and that can be affected by a change of frequency variable. Capacitors and inductors in an LPP network
have impedances zc¼ 1=scn and z1¼ s1n, respectively. Using Equation 3.3 these become Zc(p)¼ 1=pC and
ZL(p)¼ pL, where C¼ cn=vo and L¼ ln=vo. The LPP to LP frequency transformation is performed
directly on the network by simply dividing the values of all capacitors and inductors by the frequency
scaling factor vo. This is illustrated in Figure 3.3a. The transformation expressed by Equation 3.3 can be
applied to any type of filter and it has the effect of scaling the frequency axis without changing the shape
of its magnitude response. This is illustrated in Figure 3.3, where the elements of an LPP with Ap¼ 2 dB,
As¼ 45 dB, and selectivity Vs¼ 1.6 rad=s are scaled (Figure 3.3b) to transform the network into an LP
network with passband and stopband edge frequencies vp¼ 2p 10 krad=s and vs¼ 2p 16 krad=s (or
fp¼ 10 kHz and fs¼ 16 kHz), respectively.

|HLPP(jΩ)| |HLP(jω)|

LPP LP

Ωs ωo ωωoΩsΩ

1 2 3 1́ 2́ 3́

4́
1

4

FIGURE 3.2 Derivation of low-pass response from a low-pass prototype by frequency scaling.
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3.2.2 Impedance Scaling

Dimensionless transfer functions defined by ratios of voltages (Vout=Vin) or currents (Iout=Iin) remain
unchanged if all impedances of a network are scaled by a common scaling factor ‘‘a.’’ On the other hand,
transfer functions of the transresistance type (Vout=Iin) or of the transconductance type (Iout=Vin) are simply
modified by the impedance scaling factor a and 1=a, respectively. If we denote a normalized impedance by zn,
then the impedance scaling operation leads to an impedance Z¼ azn. When applied to resistors (rn),
capacitors (cn), inductors (ln), transconductance gain coefficients (gn), and transresistance gain coefficients
(rn) result in the following relations for the elements (R, C, L, g, and r) of the impedance scaled network.

R ¼ arn
L ¼ aln

C ¼ 1
a
cn

g ¼ 1
a
gn

r ¼ arn

(3:7)

Dimensionless voltage-gain and current-gain coefficients are not affected by impedance scaling. Tech-
nologies for fabrication of microelectronic circuits (CMOS, bipolar, BiCMOS monolithic integrated
circuits, thin-film and thick-film hybrid circuits) only allow elements values and time constants (or
pole and zero frequencies) within certain practical ranges. Frequency and impedance scaling are very
useful to scale normalized responses and network elements resulting from standard approximation
procedures to values within the range achievable by the implementation technology. This is illustrated
in the following example.

Example 3.1

The amplifier of Figure 3.4. is characterized by a one-pole low-pass voltage transfer function given by
H(s)¼ Vout=Vin¼ K(1þs=vp), where K¼ gmrLr1=(r1þ r2), and vp¼ 1=rLCL. Perform frequency and imped-
ance scaling so that the circuit pole takes a value vp¼ 2p310 Mrad=s (or fP¼ 10 MHz) and resistance,

(a)

1.0 0.9071

2.8521 3.8467 3.7151 0.2242

0.9393 0.6964

Vin

Vout

+
–

(b)

Vout

Vin
+
–

1.0 14.437 × 10–6 14.949 × 10–6 11.084 × 10–6

45.393 × 10–6 61.222 × 10–6 59.128 × 10–6
0.2242

FIGURE 3.3 (a) Low-pass prototype ladder network and (b) LP network with passband frequency fp¼ 10 kHZ
derived from (a).
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capacitance, and transconductance gain values are in the range of kV, pF, and mA=V, which are
appropriate for the implementation of the circuit as an integrated circuit in CMOS technology.

Solution

The required location of the pole and range of values for the circuit elements can be achieved using
frequency and impedance scaling factors vo¼ 2p3 107 and a¼ 104, respectively. These result in
R1¼ ar1¼ 10 kV, R2¼ ar2¼ 10 kV, g¼ gm=a¼ 1000 mA=V, RL¼ arL¼ 10 kV, and CL¼ cL=avo¼ 1.59 pF.

3.3 Low-Pass to High-Pass Transformation

The LPP to high-pass transformation is defined by

s ¼ v2
o

p
(3:8)

Using this substitution in the LPP transfer function (Equation 3.4), it becomes

THP(P) ¼ K
pn�m p� pz1ð Þ p� pz2ð Þ � � � p� pzmð Þ

p� pp1
� �

p� pp2
� � � � � p� ppn

� � (3:9)

where the poles and zeros of Equation 3.8 are given by

pzi ¼ v2
o

szi
for i 2 1, 2, . . . ,mf g

ppj ¼ v2
o

spj
for j 2 1, 2, . . . , nf g

(3:10)

It can be seen that zeros and poles of THP(p) are reciprocal to those of TLPP(s) and scaled by the factor
vo
2. THP(p) has n�m zeros at s¼ 0, which can be considered to originate from n�m zeros at 1 in

TLPP(s).
Let us consider now the transformation of the imaginary axis in s to the imaginary axis in p. For s¼ jV,

p takes the form p¼ jv where

v ¼ �v2
o

V
(3:11)

From Equation 3.11, it can be seen that positive frequencies in the LPP transform to reciprocal and scaled
frequencies of the HP filter. Specifically, the frequency range from 0 to 1 in V maps to the frequency
range �1 to 0 in v, while the range �1 to 0 in V maps to 0 to 1 in v. The passband edge frequency

Vin Vi
+
–

r2 = 1

r1 = 1
+

–
gmVi
gm = 10

rL = 1 cL = 1
Vout

+

–

FIGURE 3.4 Normalized transconductance amplifier.
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(Vp¼�1) and the stopband edge frequency�Vs of the LPP is mapped to vp ¼ �v2
o and vs ¼ �v2

o=Vs

in the high-pass response. This is illustrated in Figure 3.5.
The procedure to obtain the specifications of the equivalent LPP given specifications vp and vs for a

HP circuit can be outlined as follows:

1. Calculate the selectivity factor of the LPP according to Vs¼vp=vs.
2. Approximate an LPP transfer function TLPP(s) with the selectivity Vs and the passband ripple and

stopband attenuation of the desired high-pass response.
3. Perform an LPP to HP transformation either by direct substitution p ¼ v2

o=s in TLPP(s) or by
transforming poles and zeros of TLPP(s) using Equation 3.10.

Network transformation. Consider a capacitor cn and an inductor ln in an LPP network. They have
impedances zc(s)¼ 1=scn, z1(s)¼ sln, respectively. Using Equation 3.8, these become impedances ZL(p)¼
pL and Zc¼ 1=pC in the high-pass network, where L¼ 1=v2

o cn and C¼ 1=v2
o ln. It can be seen that an

LPP to HP transformation can be done directly on an LPP network by replacing capacitors by inductors
and inductors by capacitors. For illustration, Figure 3.6 shows a high-pass network with a passband edge
frequency vp¼ 2p 20 Mrad=s or ( fp¼ 20 MHz) derived from the LPP network shown in Figure 3.6a.

|H(jΩ)| |HHP(jω)|

1 Ω

HPLPP

Ωs ωs ωp ω

1 2 3 1' 2'

4'

3'

4

Frequency (rad/s) Frequency (kHz)

FIGURE 3.5 Transformation of a low-pass into a high-pass response.

ln

cn

LPLPP
(a)

(b)

8.772 × 10–9

2.79 × 10–9 2.069 × 10–9 2.142 × 10–9 0.2242

8.472 × 10–9 11.426 × 10–91.0

Vin

+

–
Vout

+

–

1
ωo

2In

1
ωo

2cn

FIGURE 3.6 (a) LPP to high-pass network element transformations and (b) high-pass network derived from LPP of
Figure 3.3a.
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3.4 Low-Pass to Bandpass Transformation

If the LPP transfer function is expressed now as a rational function

HLPP(s) ¼ K
b0 þ b1sþ b2s2 þ � � � þ bmsm
a0 þ a1sþ a2s2 þ � � � þ ansn

(3:12)

then through the substitution

s ¼ 1
BW

p2 þ v2
o

p
(3:13)

HLPP(s) transformed into a bandpass transfer function HBP(p) with the form

HBP(P) ¼ K 0Pn�m 1þ B1pþ B2p2 þ � � � þ B2p2m�2 þ B1p2m�1 þ p2m

1þ A1pþ A2p2 þ � � � þ A2p2m�2 þ A1p2m�1 þ p2m
(3:14)

From Equation 3.14, it can be seen that the bandpass transfer function has twice as many poles and zeros
as the LPP transfer function. In addition it has n�m zeros at the origin. The coefficients of the
numerator and denominator polynomials are symmetric and are a function of the coefficients of HLPP(s).
In order to obtain poles and zeros of the bandpass transfer function from the poles and zeros of

TLPP(p), three points must be considered.
First, a real pole (or zero) sp¼�up of HLPP(s) maps into a complex conjugate pair with frequency vo

and Q (or selectivity) factor in HBP(p), where Dq¼vo=(UpBW).*
Second, a pair of complex conjugate pole (or zeros) of HLPP(s) with frequency Vo and pole-quality

factor q denoted by (Vo, q) is mapped into two pairs of complex conjugate poles (or zeros) (vo1, Q) and
(vo2, Q), where the following relations apply:

vo1 ¼ voM

vo2 ¼ vo

M

Q ¼ a
c

M þ 1
M

� � (3:15a)

and the definitions

a ¼ vo

BW

b ¼ Vo

2a

c ¼ Vo

q

M ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
b2 þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ b2ð Þ2� c

(2a)2

r
þ

ffiffiffiffiffi
2b

p ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ b2 � c

2V2
oþ

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ b2ð Þ2� c

(2a)2

rsvuut

(3:15b)

apply.

* A complex conjugate pole pair can be expressed as sp, Sp*¼ up� jvp¼vc e
�ju¼ (vc, Q), where the pole quality factor Q is

given by Q¼ 1
2 cos u and vc¼ (G2

p þv2
p)

1
2, u¼ tg�1 vp

Gp
.
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Narrow-band approximation. If the condition BW=vo � 1 is satisfied, then following simple transform-
ations known as the narrow band approximation* can be used to map directly poles (or zeros) from the
s-plane to the p-plane

pp � BW
2

sp þ jvo, pz � BW
2

sz þ jvo (3:16)

These approximations are valid only if the transformed poles and zeros are in the vicinity of jvo, that is, if
sp � vo

�� ��=vo � 1.
Third, in order to obtain poles and zeros of the bandpass transfer function, mapping of complex zeros

on the imaginary V axis (s2, sx* ¼ �jVz) takes place using the same mapping relations discussed next.

Mapping of imaginary frequency axis. Consider a frequency s¼ jV and its mirror image s¼�jV in the
LPP. Using Equation 3.13, these two frequencies are mapped into four frequencies: �v1 and �v2, where
v1 and v2 are given by

v2 ¼ V
BW
2

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2
o þ V

BW
2

� �2
s

v1 ¼ �V
BW
2

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2
o þ V

BW
2

� �2
s (3:17)

From Equation 3.17, the following relations can be derived:

v2 � v1 ¼ BWV

v1v2 ¼ v2
o

(3:18)

It can be seen that with the LPP to bandpass transformation frequencies are mapped into bandwidths.
A frequencyV and itsmirror image�V aremapped into twopairs of frequency points that havev0 as center
of geometry. The interval from 0 to1 in the positiveV axis maps into two intervals in the v axis: the first
from vo toþ1 on the positive v axis and the second from�vo to 0 to in the negative v axis. The interval
�1 to 0 on the negativeV axis maps into two intervals: from�1 to�vo in the negativev axis and from 0
tovo in the positivev axis. TheLPPpassband and stopband edge frequenciesVp¼�1 andþVs aremapped
into passband edge frequencies vp1, vp2, and into stopband edge frequencies vs1, vs2 that satisfy

vp2 � vp1 ¼ BW

vs2 � vs1 ¼ BWVs
(3:19)

and

vp1vp2 ¼ vs1vs2 ¼ v2
o (3:20)

Figure 3.7 shows mapping of frequency points 1, 2, 3, and 4 in theV axis to points 10, 20, 30, and 40 and 100,
200, 300, 400 in the v axis of the bandpass response.

If the bandpass filter specifications do not satisfy Equation 3.20 (which is usually the case), then either
one of the stopband frequencies or one of the passband frequencies has to be redefined so that they
become symmetric w.r.t. vo and an equivalent LPP filter can be specified. For given passband and

* L.P. Huelsman, An algorithm for the low-pass to bandpass transformation, IEEE Trans. Education, EH, 72, March 1968.
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stopband specifications vp1, vp2, vs1, vs2, Ap, As, the procedure to determine Vs for an equivalent LPP is
as follows:

1. Calculate first the parameter vo in terms of the passband frequencies according to vo ¼ ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
vp1vp2

p
.

2. Make the stopband frequencies geometrically symmetric with respect to vo determined in step 1 by
redefining either vs1 or vs2 so that one of these frequencies becomes more constrained.* If
vs2 < v2

o=vs2, then assign vs1 the new value: vs1 ¼ <v2
o=vs1. Otherwise assign vs2 the new

value vs2 ¼ v2
o=vs1.

3. Calculate a selectivity factor of the LPP based on the redefined stopband frequency according to
Vs ¼ (vs2 � vs1)=(vp2 � vp1). This expression follows directly from Equations 3.19 and 3.20.

4. Calculate now the parameter vo in terms of the stopband frequencies, according to vo ¼ ffiffiffiffiffiffiffiffiffiffiffiffiffi
vs1vs2

p
.

5. Symmetrize the passband frequencies w.r.t. the value of vo determined in step 4 by constraining
either vp1 or vp2. If vp1 > v2

o=vp2, then assign vp1 the new value: vp1 > v2
o=vp2. Otherwise assign

vp2 the new value vp2 > v2
o=vp1.

6. Calculate the selectivity factor based on the new set of passband frequencies using the same
expression as in step 3.

7. Select from step 3 or step 6 the maximum selectivity factor Vs and determine the transformation
parameters vo and BW from the values calculated in steps 1–3 or in 4–6, whichever sequence leads
to the maximum Vs, which leads to the lowest order n for TLPP(s) and with this to the least
expensive filter implementation.

Example 3.2

Consider the following nonsymmetric specifications for a bandpass filter: vs1¼ 2p 9, vs2¼ 2p 17,
vp1¼ 2p 10, and vp1¼ 2p 14.4 (all frequencies specified in krad=s). Application of the above procedure
leads to a new value for the upper stopband frequency vs2¼ 16 and from this to the following
parameters: BW¼ 2p (14.4 �10)¼ 2p 4.4, v2

o v2
o ¼ 2p 9 2p 16¼ 2p 10 2p 14.4¼ (2p)2 144, and

Vs¼ 16� 9=(14.4� 10)¼ 1.59.

Bandpass network transformation. Consider now the transformation of capacitors and inductors in an
LPP filter. An inductor in the LPP network has an impedance zI(s)¼ sln. This becomes an impedance
zs(p)¼ pLsþ 1=pCs, where Ls¼ ln=BW and Cs¼BW=lnv2

ov
2
o. Now consider a capacitor cn in the LPP

with admittance Yc(s)¼ scn. Using the transformation (Equation 3.12), this becomes an admittance
Yp(p)¼ pCpþ 1=pLp, where Cp¼ cn=BW and Lp¼BW=cnv2

o. This indicates that to transform an LPP
network into a bandpass network, inductors in the LPP network are replaced by the series connection of

|H
LP

P(
jΩ

)|

|H
BP

(jω
)|

1 ΩΩs

1 2 3

ωs1 ωs2ωp1 ωp2ωo ω
4

1̋2˝3˝

4˝

BWΩs

BW

1' 2' 3'

4'

FIGURE 3.7 Low-pass to bandpass transformation.

* The term ‘‘constraint specifications’’ is used here in the sense of redefining either a stopband frequency or a passband
frequency so that one of the transition bands becomes narrower, which corresponds to tighter design specifications.
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an inductor with value Ls and a capacitor with value Cs and capacitors in the LPP are replaced by the
parallel combination of a capacitor Cp and inductor Lp. This is illustrated in Figure 3.8. As with other
transformations, resistors remain unchanged since they are not frequency dependent.

Example 3.3

Consider the LPP network shown in Figure 3.3a with specifications Ap¼ 2 dB, As¼ 45 dB, and Vs¼ 1.6.
Derive a bandpass network using the parameters calculated in Example 3.2: v2

o ¼ (2p)2 144, BW¼
2p 4.4 krad=s.

Solution

Straightforward application of the relations shown in Figure 3.8a leads to the network of Figure 3.8b.

3.5 Low-Pass to Band-Reject Transformation

This transformation is characterized by

S ¼ BW
p

p2 þ v2
o

(3:21)

and it can be best visualized as a sequence of two transformations through the intermediate complex
frequency variables s0 ¼ u0 þ jV0 3 1. A normalized LPP to high-pass transformations

s ¼ 1
s0

(3:22)

Vin

+

–

32.82×10–6 5.36×10–6 33.974×10–6 5.177×10–6 25.2×10–6 6.982×10–6

1.705×10–6 1.264×10–6 1.309×10–6

134.4×10–6129.1×10–6103.2×10–6

1.0

Vout

+

–0.2242

ln

cn

In
BW

cn/BW

BW
ωo

2cn
BPLP(a)

(b)

FIGURE 3.8 (a) LPP to bandpass network element transformations and (b) bandpass network derived from LPP
network of Figure 3.3a.
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followed by a bandpass transformation applied to s0

s0 ¼ 1
BW

p2 þ v2
o

p
(3:23)

Mapping of the imaginary v axis to the V axis through this sequence of transformations leads to a band-
rejection response in v; frequency points 1, 2, 3, 4 have been singled out to better illustrate the
transformation. Figure 3.9a shows the magnitude response of the LPP, Figure 3.9b shows the high-pass
response obtained through Equation 3.22. This intermediate response is a normalized high-pass response
with a passband extending from V0

p ¼ 1 to 1 and a stopband extending from 0 to V0
s ¼ 1=Vs. Figure

3.9c shows the magnitude response obtained by applying Equation 3.23 to the variable s0. The frequency
range from V0 ¼ 0 to 1 in Figure 3.9b is mapped into the range from vo to 1 and from �vo to 0. The
frequency range from �1 to 0 in V0 is mapped into the ranges from 0 to vo and from �1 to �vo in v

as indicated in Figure 3.9c. It can be seen that the bandpass transformation applied to a normalized high-
pass response creates two passbands with ripple Ap from v¼ 0 to vp1 and from vp2 to1 and a stopband
with attenuation As from vs1 to vs2. The following conditions are satisfied:

vs1vs2 ¼ vp1vp2 ¼ v2
o

vs2 � vs1 ¼ BWV0
s ¼ BW=Vs

vp2 � vp1 ¼ BW

(3:24)

|HLPP(jΩ)|

1 ΩΩs

1 2 3

4
(a)

|HHP(j)|

123

1(b) Ωś Ω΄

HP

4

|HBR(jω)|

ωs1 ωs2ωp1 ωp2 ω

1́ 2΄ 3΄ 1́2˝3˝

4́ 4̋
(c)

FIGURE 3.9 Low-pass to band-reject transformation: (a) Low-pass response, (b) normalized high-pass response,
and (c) band-reject response derived from (a) and (b).
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From Equation 3.24, if vs1, vs2, vp1, vp2 as well as Ap and As are specified for a band-rejection filter, then
the selectivity factor of the equivalent LPP is calculated according to Vs¼ (vp2�vp1)=(vs2�vs1).
Similar to the case of bandpass filters, the band-rejection specifications must be made symmetric with
respect to vo so that an equivalent LPP can be specified. This is done following a similar procedure as for
the bandpass transformation by constraining either one of the passband frequencies or one of the
stopband frequencies so that the response becomes geometrically symmetric with respect to vo. The
option leading to the largest selectivity factor (that corresponds in general to the least expensive network
implementation) is then selected. In this case constraining design specifications refers to either increase
vp1 or vs2 or to decrease vp2 or vs1.

Example 3.4

Make following band-rejection filter specifications symmetric so that an equivalent LPP with the lowest
Vs can be found: vs1¼ 2p 10, vs2¼ 2p 14.4, vp1¼ 2p 9, vp2¼ 2p 17.

Solution

Defining vo in terms of the passband frequencies the upper stopband frequency acquires the new value
vs2¼ 2p 15.3 and the selectivity factor Vs¼ 1.509 is obtained. If vo is defined in terms of the stopband
frequencies the upper passband frequency is assigned the new value vp2¼ 2p 16 and the selectivity
factor Vs¼ 1.59 is obtained. Therefore, the second option with Vs¼ 1.59 corresponds to the largest
selectivity factor and the following transformation parameters result: BW¼vp2�vp1¼ 2p(16–9)¼ 2p 7,
vo
2¼vp1 vp1¼ (2p)2 144 is made.

Transformation of poles and zeros of the LPP transfer function. To determine the poles and zeros of the
band-rejection transfer function HBR(p) starting from those of HLPP(s), again a sequence of two
transformations is required: poles and zeros of the LPP (denoted sp1, sp2, . . . , spn and sz1, sz2, . . . , szn)
are transformed into poles and zeros of HHP(s0) s0p1, s

0
p2, . . . , s

0
z1, s

0
z2, . . . , s

0
zm, which are reciprocal to

those of the LPP. The high-pass also acquires n�m zeros at the origin as explained in Sections 3.3
and 3.2. The transformations described in Section 3.4 are then applied to the high-pass poles zeros
s0p1, s

0
p2, . . . , s

0
z1, s

0
z2, . . . , s

0
zm.

Band-rejection network transformation. Using the transformation (Equation 3.21), an inductor in the LPP
network with admittance y1(s)¼ 1=sln becomes an admittance Yp(p)¼ pCpþ 1=pLp, where Cp¼ 1=BW ln
and Lp¼BW ln=v2

o. A capacitor cn in the LPP with impedance zc(s)¼ 1=scn becomes with Equation 3.20 an
impedance Zs(p)¼ pLsþ 1=pCs, where Ls¼ 1=cnBW and Cs¼ cnBW=v2

o. To transform an LPP network
into a bandpass network, capacitors in the LPP network are replaced by a series connection of an inductor
with value Ls and a capacitor with value Cs, while inductors in the LPP are replaced by the parallel
combination of a capacitor Cp and inductor Lp. This is illustrated in Figure 3.10a.

Example 3.5

Consider the LPP network shown in Figure 3.3a. It corresponds to the specifications: Ap¼ 2 dB, As¼ 45
dB, andVs¼ 1.6. Transform it into a bandpass network using the following parameters from Example 3.4:
v2
o ¼ (2p)2 144, BW¼ 2p 7 Mrad=s (units for vo are microradians per second).

Solution

The circuit of Figure 3.10b is obtained applying the transformations indicated in Figure 3.10a.
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FIGURE 3.10 (a) LPP to band-reject transformations of network elements and (b) band-reject network derived
from LPP of Figure 3.3a.
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4.1 Introduction

Using sensitivity one can evaluate the change in a filter performance characteristic (bandpass, Q-factor)
or in a filter function (input impedance, transfer function) resulting from a change in a nominal value of
one or more of the filter components. Hence, sensitivities and based on them sensitivity measures are
used to compare different realizations of electric filters that meet the same specifications. Sensitivities can
also be used to estimate the spread of the performance characteristic caused by the spread of the element
values. In the design of filters, one is interested both in choosing realizations that have low sensitivities
and in minimizing the sensitivities. This allows use of components with wider tolerances for a given
variation or a given spread of the filter characteristic or function.

4.2 Definitions of Sensitivity

Let y be the filter performance characteristic and x be the value of the parameter of a filter element that is
causing the characteristic change. The relative sensitivity is defined as follows:
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S y
x (y, x) ¼

qy
qx

x
y
¼ qy=y

qx=x
¼ q( ln y)

q( ln x)
(4:1)

It is usually used to establish the approximate relationship between the relative changes dy¼Dy=y and
dx¼Dx=x. Here, Dy and Dx are absolute changes. The interpretation of relative changes dy and dx
depends on the problem at hand. If these relative changes are small, one writes that

dy � S y
x (y, x)dx (4:2)

(This relationship assumes that S y
x is different from zero. If S y

x ¼ 0, the relative changes dy and dxmay be
independent. This happens, for example, in the passband of doubly terminated LC networks [see below],
where the passband attenuation always increases independently on the sign in the variation of a reactance
element.) The argument in the parentheses of Equation 4.2, when does not involve any ambiguity, will
usually be omitted, i.e., we will write simply S y

x . Some simple properties of the sensitivity determined by
Equation 4.1 can be established by differentiation only. They are summarized in Table 4.1 [1].
One can also define two semirelative sensitivities

Sx(y, x) ¼ x
qy
qx

¼ qy
qx=x

¼ qy
q( ln x)

(4:3)

which is here frequently denoted by Sx(y), and

Sy(y, x) ¼ 1
y
qy
qx

¼ qy=y
qx

¼ q( ln y)
qx

(4:4)

which is also denoted by Sy(x). Both these sensitivities can be used in a way similar to Equation 4.2 to
establish the approximate relationships between one relative and one absolute change. Finally, the
absolute sensitivity S(y, x) is simply a partial derivative of y with respect to x, i.e., it can be used to
establish the relationship between absolute changes. The variable x represents the value for any com-
ponent of the filter. The set of values for all the components will be denoted as x ¼ xif g, where
i ¼ 1, 2, . . . , n.

TABLE 4.1 Properties of the Relative Sensitivity

Property Number Relation Property Number Relation

1 Skyx ¼ Sykx ¼ Syx 10 Sy1=y2x ¼ Sy1x � Sy2x
2 Sxx ¼ Skxx ¼ Skxkx ¼ 1 11 Syx1 ¼ Syx2S

x2
x1

3 Sy1=x ¼ S1=yx ¼ �Syx 12a Syx ¼ Sjyjx þ j arg ySarg yx

4 Sy1y2x ¼ Sy1x þ Sy2x 13a Sarg yx ¼ 1
arg y Im Syx

5 SP
n
i¼1yi

x ¼Pn
i¼1 S

yi
x 14a Sjyjx ¼ Re Syx

6 Sy
n

x ¼ nSyx 15 Syþz
x ¼ 1

yþz ySyx þ zSzx
� �

7 Sx
n

x ¼ nSkx
n

x ¼ n 16
S

Pn

y¼1
yi

x ¼
Pn

i¼1
yiS

yi
xPn

i¼1
yi

8 Syxn ¼ 1
n S

y
x 17 Sln yx ¼ 1

ln y S
y
x

9 Syxn ¼ Sxkxn ¼ 1
n

a In this relation, y is a complex quantity and x is a real quantity.
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4.3 Function Sensitivity to One Variable

Let the chosen quantity y be the filter function F(s, x). When it does not involve any ambiguity, this
function will be denoted as F(s). The element x is a passive or active element in the circuit realization of
the function. The function sensitivity is defined as

SF(s, x)x ¼ qF(s, x)
qx

x
F(s, x)

(4:5)

Under condition of sinusoidal steady state, when s ¼ jv, the function F( jv, x) can be represented as

F( jv, x) ¼ jF( jv, x)je j arg F( jv,x) ¼ e�a(v, x)þjb(v,x) (4:6)

and using the left-hand part of Equation 4.6, one finds that

SF( jv,x)x ¼ Re SF( jv,x)x þ j Im SF( jv,x)x ¼ SjF( jv,x)jx þ j
q arg F( jv, x)

qx=x
(4:7)

as follows from property 12 of Table 4.1. Thus, the real part of the function sensitivity gives the relative
change in the magnitude response, and the imaginary part gives the change in the phase response, both
with respect to a normalized element change. If one determines dF ¼ [F( jv, x)� F( jv, x0)]=F( jv, x0)
and dx ¼ (x � x0)=x0, where x0 is the initial value of the element and the deflection Dx ¼ x � x0 is small,
then Equation 4.5 is used to write

dF � SF(s, x)x dx (4:8)

And if one determines djFj ¼ [jF( jv, x)� F( jv, x0)j]=jF( jv, x0)j, then using Equation 4.7, one obtains

djFj � Re SF(s, x)x dx (4:9)

These calculations assume that the sensitivity is also calculated at x ¼ x0.
A frequently used alternate form of Equation 4.7 is obtained by using the attenuation function

a(v, x) ¼ ln 1
jF( jv, x)j
� �

¼ � ln jF( jv, x)j and the phase function b(v, x) ¼ arg F( jv, x) defined by the
right-hand part of Equation 4.6 (this interpretation is usually used when F(s) is the filter transfer function
T(s)). In terms of these, Equation 4.7 may be rewritten as

SF( jv,x)x ¼ � qa(v, x)
qx=x

þ j
qb(v, x)
qx=x

¼ �Sx[a(v), x]þ jSx[b(v), x] (4:10)

From Equations 4.7 and 4.10 one concludes that SjF( jv,x)jx ¼ �Sx[a(v), x]. Besides, using Equations 4.7
and 4.10 one can write that

D arg F( jv, x) ¼ Db(v, x) � Im SF( jv,x)x dx ¼ Sx[b(v), x]dx (4:11)

where D arg F( jv, x) ¼ arg F( jv, x)� arg F( jv, x0).
Usually the filter function is a ratio of two polynomials N(s) and D(s), i.e.,

F(s) ¼ N(s)
D(s)

(4:12)
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Then, assuming that the coefficients of N(s) and D(s) depend on the element x, and using Equation 4.1,
one derives the following form of Equation 4.5:

SF(s)x ¼ x
qN(s)=qx
N(s)

� qD(s)=qx
D(s)

� �
(4:13)

which is sometimes more convenient.

4.4 Coefficient Sensitivity

In general, a network function F(s) for any active or passive lumped network is a ratio of polynomials
having the form

F(s) ¼ N(s)
D(s)

¼ a0 þ a1sþ a2s2 þ � � � þ amsm

d0 þ d1sþ d2s2 þ � � � þ dnsn
(4:14)

Here the coefficients ai and di are real and can be functions of an arbitrary filter element x. For such an
element x one may define the relative coefficient sensitivities as follows:

Saix ¼ qai
qx

x
ai
, Sdix ¼ qdi

qx
x
di

(4:15)

or the semirelative coefficient sensitivities (they are even more useful):

Sx(ai) ¼ x
qai
qx

, Sx(di) ¼ x
qdi
qx

(4:16)

The coefficient sensitivities defined in this way are related to the function sensitivity introduced in
Section 4.3. Indeed, using Equations 4.13 and 4.16 one easily obtains that

SF(s)x ¼
Pm

i¼0 sx(ai)s
i

N(s)
�
Pn

i¼0 sx(di)s
i

D(s)

� �
(4:17)

or, in terms of relative sensitivities, that

SF(s)x ¼
Pm

i¼0 s
ai
x ais

i

N(s)
�
Pn

i¼0 s
di
x dis

i

D(s)

� �
(4:18)

The manner in which the filter function depends on any element x is a bilinear dependence [2]. Thus,
Equation 4.14 may also be written in the form

F(s) ¼ N(s)
D(s)

¼ N1(s)þ xN2(s)
D1(s)þ xD2(s)

(4:19)

where N1(s),N2(s),D1(s), and D2(s) are polynomials with real coefficients that are not functions of the
filter element x. This is true whether x is chosen to be the value of a passive resistor or capacitor, the gain
of some amplifier or controlled source, etc. Only for filters with ideal transformers, ideal gyrators, and
ideal negative impedance converters, the filter functions are the biquadratic functions of the ideal element
parameters [2].
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Because of the bilinear dependence property, there are only two ways in which a coefficient, say, ai may
depend on network element. The first of these has the form ai ¼ kx, in which case Saix ¼ 1 and
Sx(ai) ¼ kx; the second possible dependence for a coefficient ai (or di) is ai ¼ k0 þ k1x, in which case
Saix ¼ k1x=(k0 þ k1x) and Sx(ai) ¼ k1x: In this latter situation one has two cases: (1) the parities of the
term are the same, and thus the magnitude of Saix is less than one and (2) the terms have opposite parities,
in which case the magnitude of Saix is greater than one. In the last case the relative sensitivity Saix can have
an infinite value, as a result of dividing by zero. In this case, a more meaningful measure of the change
would be to use the semirelative coefficient sensitivity Sx(ai).

4.5 Root Sensitivities

A filter function can also be represented as

F(s) ¼ amP
m
i¼0(s� zi)

dnP
n
i¼0(s� pi)

(4:20)

where zi are zeros and pi are poles. If F(s) is also a function of the filter element x, the location of these
poles and zeros will depend on this element. This dependence is described by the semirelative root
sensitivities

Sx(zi) ¼ x
qzi
qx

, Sx(pi) ¼ x
qpi
qx

(4:21)

We will give calculation of the pole sensitivities only (they are used more frequently, to verify the
stability) calculating the absolute change Dpi for a given dx, the calculation of zeros follows the same
pattern. Assume that pi is a simple pole of F(s), then

D(pi) ¼ D1(pi)þ xD2(pi) ¼ 0 (4:22)

When the parameter x becomes x þ Dx, the pole moves to the point pi þ Dpi. Substituting these values in
Equation 4.22 one obtains that

D1 pi þ Dpið Þ þ (x þ Dx)D2 pi þ Dpið Þ ¼ 0 (4:23)

If one uses Taylor’s expansions D1 pi þ Dpið Þ ¼ D1(pi)þ qD1(s)=qs½ � js¼pi
Dpi þ � � � and D2 pi þ Dpið Þ ¼

D2(pi)þ qD2(s)=qs½ � js¼pi
Dpi þ � � � and substitutes them in Equation 4.23, keeping the terms of the first

order of smallness, one obtains that

Dpi
Dx

¼ �D2 pið Þ
D0 pið Þ (4:24)

where D 0 pið Þ ¼ qD(s)
qs

� � ����
s¼pi

. This result allows calculation of the pole sensitivity, which becomes

Sx(pi) ¼ x
qpi
qx

¼ �x
D2 pið Þ
D 0 pið Þ (4:25)

One can write that D1(s) ¼ b0 þ b1sþ b2s2 þ � � � and D2(s) ¼ c0 þ c1sþ c2s2 þ � � �. Then, taking
into consideration Equation 4.19, one can write that D(s) ¼ d0 þ d1sþ d2s2 þ � � � ¼ b0 þ xc0ð Þþ
b1 þ xc1ð Þsþ b2 þ xc2ð Þs2 þ � � �. Differentiating this result, one obtains that D2(s) ¼ c0 þ c1sþ
c2s2 þ � � � ¼ qd0=qx þ qd1=qxð Þsþ qd2=qxð Þs2 þ � � � ¼ (1=x) Sx d0ð Þ þ Sx d1ð Þsþ Sx d2ð Þs2 þ � � �½ �. From
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the other side, D0(s) ¼ qD(s)
qs ¼ d1 þ 2d2sþ 3d3s2 þ � � �. Calculating the two last expressions at s ¼ pi and

substituting them in Equation 4.25, one obtains that

Sx pið Þ ¼ �
Pn

j¼0 p
j
isx dj
� �

Pn�1
j¼0 ( jþ 1)djþ1p

j
i

¼ �
Pn

j¼0 djp
j
is
dj
xPn�1

j¼0 ( jþ 1)djþ1p
j
i

(4:26)

The result (Equation 4.26) produces the pole sensitivity without representation of poles via coefficients of
D(s) (which is not possible if n > 4). It is convenient even for polynomials of low degree [3].
If pi is a multiple root then the derivative D0 pið Þ ¼ 0 and Sx pið Þ ¼ 1. But this does not mean that the

variation dx causes infinitely large change of the pole location. This variation splits the multiple root into
a group of simple roots. The location of these roots can be calculated in the following way. The roots are
always satisfying the equation D1(s)þ (x þ Dx)D2(s) ¼ 0, i.e., the equation D(s)þ DxD2(s) ¼ 0. One can
rewrite the last equation as

1þ dx
xD2(s)
D(s)

� �
¼ 0 (4:27)

where dx ¼ Dx=x as usual. The function G(s) ¼ xD2(s)
D(s)

h i
can be represented as a sum of simple ratios.

If the roots of D(s) (i.e., the poles of F(s)) are simple, then

G(s) ¼
Xn
j¼1

Kip

s� pi
þ K0p (4:28)

where
K0p ¼ G(1)
Kip ¼ s� pið ÞG(s)js¼pi

In the vicinity of s ¼ pi, Equation 4.27 can be substituted by

lims!pi [1þ dxG(s)] ¼ 1þ dx
Kip

s� pi
(4:29)

Equating the right-hand side of Equation 4.29 to zero and substituting s ¼ pi þ Dpi in this equation, one
obtains that when Dx ! 0, the pole sensitivity can be calculated as

Sx pið Þ ¼ qpi
qx=x

¼ �Kip (4:30)

If a pole of G(s) is not simple, but multiple, with multiplicity of k, then the limit form of Equation 4.28
will be

1þ dx
K (1)
ip

s� pi
þ K (2)

ip

s� pið Þ2 þ � � � þ K (k)
ip

s� pið Þk
" #

¼ 0 (4:31)

If now s ¼ pi þ Dpi is substituted in Equation 4.31 and only the largest term is kept, one finds that

Dpi ¼ �dxK (k)
ip

h i1=k
(4:32)

Hence, these new simple roots of D(s) are equiangularly spaced on a circle around pi.
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Similar calculations with similar results can be obtained for the zeros zi of the function F(s). They,
together with the calculation for poles, allow one to establish the relationship between relative sensitivity
of F(s) and the sensitivities of its zeros and poles. Indeed, taking into consideration Equation 4.19, the
result (Equation 4.13) can be rewritten as

SF(s)x ¼ xN2(s)
N(s)

� xD2(s)
D(s)

¼ H(s)� G(s) (4:33)

Expanding both H(s) and G(s) into sums of simple ratios, one obtains

SF(s)x ¼
Xn
i¼1

Sx(pi)
s� pi

�
Xm
i¼1

Sx(zi)
s� zi

þ K0z � K0p (4:34)

Here, K0z ¼ H(1), K0p ¼ G(1), and it is assumed that both zeros and poles of F(s) are simple. Finally, a
useful modification is obtained for the case when a coefficient dk in the polynomial D(s) ¼ d0 þ
d1sþ d2s2 þ � � � is considered as a variable parameter. If dk is substituted by dk þ Ddk, the polynomial
D(s) becomes D(s)þ Ddksk. For this case the function G(s) ¼ (ddksk)=D(s) and one can write that

1þ Ddksk

D(s)
¼ 1þ Ddksk

(s� pi)D0(s)
(4:35)

Here D0(s) ¼ qD(s)=qs and it can be assumed that pi is a simple root of D(s). Hence, in the vicinity of
s ¼ pi þ Dpi, the value of Dpi can be obtained from the equation

1þ Ddkpki
DpiD0(pi)

¼ 0 (4:36)

From Equation 4.36, one finds that

Dpi
Ddk

¼ � pki
D0(pi)

(4:37)

and, if necessary, the pole-coefficient sensitivity

Sdk (pi) ¼
qpi

qdk=dk
¼ �dk

pki
D0(pi)

(4:38)

4.6 Statistical Model for One Variable

Assume that x is the value of a filter element. This x differs from the average value �x in a way that cannot
be controlled by the filter designer. This situation can be modeled by considering x as a random variable.
Its statistical distribution depends on the manufacturing process. An approximate calculation is sufficient
in most practical cases. If F(s, x) is a filter function that depends on x, then the variation F(s, x) around
the average value �x can be approximated by

F(s, x) � F(s, �x)þ (x � �x)
qF(s, x)
qx

jx¼�x (4:39)
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The statistical interpretation of Equation 4.29 follows. Due to its dependence on the random variable, it
becomes a random variable as well. The values �x, F(s, �x) ¼ �F(s), and qF(s, x)=qx calculated at x ¼ �x are
constants. The last constant can be denoted as qF(s, �x)=qx. Instead of x and F(s, x) it is preferable to use
their relative deviations from the average values, namely dx ¼ (x � �x)=�x and dF(s) ¼ (F � �F)=�F. Then
one obtains from Equation 4.39 that

dF(s) ¼ �x
F(s, �x)

qF(s, �x)
qx

� �
dx ¼ SF(s,�x)x dx (4:40)

Hence, in the first-order approximation the random variables dF(s) and dx are proportional, and the
proportionality factor is the same sensitivity of F(s, x) with respect to x calculated at the average point �x.
Thus, on the jv axis the average and the variance of dF( jv) and dx are related by

mdF � SF(s,�x)x mdx (4:41)

and

s2
dF ¼ E

F( jv, x)� F( jv, �x)
F( jv, �x)

����
����
2

( )
� jSF( jv,�x)j2s2

dx (4:42)

where E ¼ {} means the expected value. Here, mdx is the average value of dx, mdF is the average value of
dF, and s2

dx and s2
dF are the dispersions of these values. If the deviation dx is bound by the modulus Mdx ,

i.e., the probability distribution is concentrated in the interval [�Mdx ,Mdx], then the deviation dF is
bound in the first approximation by

jdFj � MdF � jSF( jv,�x)x jMdx (4:43)

Normally, the probability distribution of x should be centered around the average value �x, so that it can
be assumed mdx ¼ 0. This implies that mdF ¼ 0 as well.
It is not difficult to see that Equations 4.8 and 4.40 are different by interpretation of dx and dF

(since these were deflections from the nominal point, it was tacitly assumed that we were dealing with
one sample of the filter, here they are random) and the point of calculation of sensitivity. The
interpretation with a random variable is possible for Equation 4.9 as well. One has to determine
djFj ¼ [jF( jv, x)j � jF( jv, �x)j]=jF( jv, �x)j, then using Equation 4.9 one can write

mdjFj � Re SF(s,�x)x mdx (4:44)

and

s2
djFj � Re SF( jv,�x)x

� �2
s2
dx (4:45)

The result (Equation 4.11) can also be interpreted for random variables and allows one to calculate the
average and the variance of the change in the filter function argument (which is hardly ever done in filter
design).

4.7 Multiparameter Sensitivities and Sensitivity Measures

The multiparameter sensitivities (sometimes [4] they are called sensitivity indices) appear as an effort to
introduce generalized functions that represent the influence of all filter elements. They can be used for
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comparison of different designs and should be minimized in the design process. The sensitivity measures
appear as numbers (they are functionals of the parameter sensitivities) that should be minimized in the
design.
First of all, the definition of function sensitivity given in Equation 4.5 is readily extended to deter-

mine the effect on the filter function of variation of more than one component. In this case
F(s, x1, x2, . . . , xn) ¼ F(s, x) and one may write that

dF(s, x)
F(s, x)

¼ d[ln F(s, x)] ¼
Xn
i¼1

SF(s,x)xi

dxi
xi

(4:46)

where n is the number of components being considered. Here SF(s, x)xi ¼ xiqF(s, x)½ �= F(s, x)qxi½ �. From this
result one directly (substituting s ¼ jv and separating real and imaginary parts) obtains that

djF( jv, x)j
jF( jv, x)j ¼

Xn
i¼1

Re SF( jv,x)xi

dxi
xi

(4:47)

and

d arg F( j,v) ¼
Xn
i¼1

Im SF( jv,x)xi

dxi
xi

(4:48)

The results (Equations 4.47 and 4.48) are used to evaluate the deviations of the magnitude and phase
values of a given filter realization from their nominal values when the circuit elements have prescribed
normalized deviations dxi ¼ xi � xi0ð Þ=xi0 (i ¼ 1, 2, � � � n). One can introduce a column vector of nor-
malized deviation dx1dx2 � � � dxn½ �t, where t means transpose and a sensitivity row vector

SF(s,x)x ¼ SF(s,x)x1 SF(s,x)x2 � � � SF(s,x)xn

h i
(4:49)

Then defining dF(s, x) ¼ F(s, x)� F s, x0ð Þ½ �=F s, x0ð Þ, one can use Equation 4.46 to write

dF(s, x) � SF(s,x)x dx (4:50)

which is analogous to Equation 4.8. As was mentioned before, the calculation of the filter function
magnitude change is traditionally considered of primary importance in filter design. Introducing
djF(s, x)j ¼ [jF( jv, x)j � jF jv, x0ð Þj]=jF( jv, x0)j and using Equation 4.47 one writes

djF( jv, x)j � Re SF( jv,x)x

	 

dx (4:51)

where the row vector

Re SF( jv,x)x

	 
 ¼ Re SF( jv,x)x1 Re SF( jv,x)x2 � � �Re SF( jv,x)xn

h i
(4:52)

is used. This vector is determined by the function F(s, x) and its derivatives calculated at x ¼ x0. To
characterize and compare the vectors of this type, one can introduce different vector measures that are
called sensitivity indices. The most frequently used ones are the average sensitivity index

c(F) ¼
Xn
i¼1

Re SF( jv,x)xi (4:53)
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then the worst-case sensitivity index

v(F) ¼
Xn
i¼1

Re SF( jv,x)xi

�� �� (4:54)

(sometimes it is called worst-case magnitude sensitivity), and, finally, the quadratic sensitivity index

r(F) ¼
Xn
i¼1

Re SF( jv,x)xi

� �2" #1=2
(4:55)

These sensitivity indices can be considered as multiparameter sensitivities.
If we let the individual nominal values of n elements be given as xi0, then we may define a tolerance

constant ei (positive number) by the requirement that

xi0(1� ei) � xi � xi0(1� ei) (4:56)

Then we may define a worst-case measure of sensitivity

MW ¼
ðv2

v1

Xn
i¼1

Re SF( jv,x)xi

�� ��ei
 !

dv (4:57)

The goal of the filter design should be the search for the set of tolerance constants yielding the least
expensive in the production filter. This is a difficult problem, and at the design stage it can be modeled by
the minimization of the chosen sensitivity measure. In the design based on the worst-case measure of
sensitivity, the usual approach [2] is to choose the tolerance constants in such a way that the contribu-
tions Re SF( jv,x)xi

�� ��ei are approximately equal, i.e., the elements with lower sensitivities get wider tolerance
constants.
For any values of the filter elements xi satisfying Equation 4.56, the magnitude characteristic will lie

within the definite bounds that are apart from the nominal characteristic by the distance less than
eimaxv(F). If the tolerance constants are all equal to «, then the maximum deviation from the nominal
characteristic (when x ¼ x0) is thus given as ev(F). And the worst-case measure of sensitivity becomes,
for this case

MW ¼ e
ðv2

v1

v(F)dv (4:58)

Considering the imaginary parts of the sensitivity row vector one can introduce corresponding sensitivity
indices and similar sensitivity measures for the filter function phase.
The element tolerances obtained using the worst-case sensitivity index and measures are extremely

tight and this set of elements is frequently unfeasible. Besides, with given tolerances, the set of elements
producing the worst-case sensitivity is never obtained in practice. A more feasible set of tolerances is
obtained when one uses the sum of the squares of the individual functions. One may define a quadratic
measure of sensitivity as

MQ ¼
ðv2

v1

Xn
i¼1

Re SF( jv,x)xi

� �2
e2i

" #
dv (4:59)
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In the design using the sensitivity measure given by Equation 4.59 one also tries to get the tolerances so
that the contributions of each term

�
Re SF( jv,x)xi

�2
e2i are approximately equal in the considered bandwidth.

Again, if the tolerances are equal, then this expression is simplified to

MQ ¼ e2
ðv2

v1

r2(F)dv (4:60)

which is useful for comparison of different filters.
As one can see, the multivariable sensitivities appear as a result of certain operations with the

sensitivity row vector components. Additional multivariable sensitivities could be introduced, for
example, the sum of magnitudes of vector components, the sum of their squares, etc. The multivariable
sensitivities and the measures considered above represent the most frequently used filter design in the
context of filter characteristic variations.
The case of random variables can also be generalized so that imprecisions of the values of several

elements are simultaneously considered. Around the nominal value �x ¼ [�xi] (i ¼ 1, 2, � � � n) the function
F(s, �x) can be approximated as

F(s, x) � F(s, �x)þ
Xn
i¼1

x � �xið Þ qF(s, x)
qxi

(4:61)

And from this approximation one obtains

dF(s, x) �
Xn
i¼1

SF(s,x)xi dxi (4:62)

Here, dF(s, x) ¼ F(s, x)� F(s, x)½ �=F(s, x) and dxi ¼ xi � �xið Þ=�xi (i ¼ 1, 2, � � � n). This result can be
rewritten as

dF(s, x) � SF(s,x)x dx (4:63)

and is completely analogous to Equation 4.50. It is different in interpretation only. The components of

the column vector dx1dx2 � � � dxn½ �t are the random variables now and the components of the row vector

SF(s,x)x ¼ SF(s,x)x1 SF(s,x)x2 � � � SF(s,x)xn

h i
are calculated at the point x ¼ �x.

This interpretation allow us to obtain from Equation 4.63 that on the jv axis

mdF ¼
Xn
i¼1

SF( jv,x)xi mi (4:64)

Here, mi is the average of dxi. If all mi are equal, i.e., mi ¼ mx (i ¼ 1, 2, � � � n), one can introduce the
average sensitivity index

c(F) ¼
Xn
i¼1

SF( jv,x)xi (4:65)

Using Equation 4.65, the average value can be calculated as mdF ¼ mxc(F). If, in addition, the deviation
of dxi is bound by Mi, then
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MdF �
Xn
i¼1

SF( jv,x)xi

�� ��Mi (4:66)

If the elements of a filter have the same precision, which means that all Mi are equal, it is reasonable to
introduce the worst-case sensitivity index

v(F) ¼
Xn
i¼1

SF( jv,x)xi

�� �� (4:67)

so that when all Mi are equal to Mx , MdF ¼ Mxv(F). Finally, one can calculate s2
dF ¼ E{[dF( jv, x)]*

dF( jv, x) } (here * means complex conjugate) or

s2
dF ¼ E SF( jv,x)x dx

� �
* SF( jv,x)x dx
� �� �

(4:68)

To take into consideration possible correlation between the components dxi one can do the following.
The value of SF( jv,x)x dx

� �
is a scalar. Then

SF( jv,x)x dx
� � ¼ SF( jv,x)x dx

� �t¼ (dx)t SF( jv,x)x

� �t
(4:69)

Substituting this result into Equation 4.68 one obtains that

s2
dF ¼ E SF( jv,x)x

� �
*(dx)*(dx)t SF( jv,x)xi

� �t �
(4:70)

But the components of dx are real, i.e., (dx)* ¼ dx and the result of multiplication in the curly brackets of
Equation 4.70 is a square n3 n matrix. Then E{ (dx)*(dx)t} is also a square matrix

[P] ¼

s2
x1 rx1x2 � � � rx1xn

rx2x1 s2
x2 � � � rx2xn

..

. ..
. . .

. ..
.

rxnx1 � � � � � � s2
xn

2
6664

3
7775 (4:71)

the diagonal elements of which are variances of dxi and off-diagonal terms are nonnormalized correlation
coefficients. Then, Equation 4.70 can be rewritten as

s2
dF ¼ SF( jv,x)x

� �
*[P] SF( jv,x)x

� �t
(4:72)

which is sometimes [4] called the propagation-of-variance formula. In the absence of correlation between
the variations dxi the matrix [P] has the diagonal terms only and Equation 4.72 becomes

s2
dF ¼

Xn
i¼1

SF( jv,x)xi

�� ��2s2
xi (4:73)

If all s2
xi are equal to s2

x one can introduce a quadratic sensitivity index

r(F) ¼
Xn
i¼1

SF( jv,x)xi

�� ��2
" #1=2

(4:74)
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and in this case s2
dF ¼ r2(F)s2

x (the value r
2(F) is sometimes called Schoeffler multivariable sensitivity).

One can also introduce two sensitivity measures, namely, the worst-case sensitivity measure

MW ¼
ðv2

v1

�Xn
i¼1

Re SF( jv,x)xi

�� ��mi

�
dv (4:75)

and the quadratic sensitivity measure

MQ ¼
ðv2

v1

SF( jv,x)x

� �
*[P] SF( jv,x)x

� �t
dv (4:76)

which, when the correlation between the elements of dx is absent, becomes

MQ ¼
ðv2

v1

Xn
i¼1

SF( jv,x)xi

�� ��2s2
i

" #
dv (4:77)

Here, for simplicity the notation si ¼ sxi is used.
The sensitivity indices and sensitivity measures introduced for the case when dx is a random vector are

cumulative; they take into consideration the variation of the amplitude and phase of the filter function.
For this reason some authors prefer to use the indices as they are defined in Equations 4.65, 4.67, and 4.74
and the measures as they are defined by Equations 4.75 and 4.77 for the deterministic cases as well (the
deterministic case does not assume any correlation between the variations dxi), with the corresponding
substitution of mi by ei and s2

i by e
2
i . From the other side, one can take Equation 4.51 and use it for the

case of random vector dx considering, for example, the variation djF( jv, x)j as a random variable and
calculating mdjFj and s

2
djFj, which will be characteristics of this variable. In this case one can use the results

(Equations 4.75, 4.77, etc.) substituting SF(s,x)xi by Re SF(s,x)xi . These possibilities are responsible for many
formulations of multiparameter sensitivities that represent different measures of the vector SF(s,x)x . In the
design based, for example, on Equations 4.75 and 4.77, one determines the required s2

dF using the reject
probability [2] depending on the ratio of edF=sdF . Here, edF is the tolerance of jdF( jv, x)j and in many
cases one takes edF=sdF ¼ 2:5 which gives the reject probability of 0.01. Then, one determines the
dispersion s2

i so that the contributions of each term in Equation 4.77 are equal. Finally, using the
probability function that describes the distribution of dxi within the tolerance borders one finds these
borders (if, for example, the selected element has evenly distributed values �ei � dxi � ei, then
ei ¼

ffiffiffi
3

p
si; for Gaussian distribution one frequently accepts ei ¼ 2:5si).

The preliminary calculation of the coefficient sensitivities is useful for finding the sensitivity
measures. If, for example, one calculates a multivariable statistical measure of sensitivity then one can
consider that

F( jv, x) ¼ a0 þ a1( jv)þ � � � þ am( jv)
m

d0 þ d( jv)þ � � � þ dn( jv)
n ¼ F( jv, a, d, x) (4:78)

where
a ¼ a0 a1 � � � am½ �t
d ¼ d0 d1 � � � dn½ �t
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Then, the components SF( jv,x)xi defined earlier can be rewritten as

SF( jv,x)xi ¼ xi
F( jv, x)

qat

qxi
raF( jv, x)þ qdt

qxi
rdF( jv, x)

� �

¼ 1
F( jv, x)

Xm
j¼0

qF( jv, x)
qaj

Sxi (aj)þ
Xn
j¼0

qF( jv, x)
qdj

Sxi (dj)

" #
(4:79)

where

raF( jv, x) ¼ qF( jv, x)=qa0 qF( jv, x)=qa1 � � � qF( jv, x)=qam½ �t

and

rdF( jv, x) ¼ qF( jv, x)=qd0 qF( jv, x)=qd1 � � � qF( jv, x)=qdn½ �t

For a given transfer function, the components of the vectorsraF( jv, x) andrdF( jv, x) are independent
of the form of the realization or the values of the elements and can be calculated in advance. If we now
define a matrix k� (mþ 1) C1 as

C1 ¼
Sx1 a0ð Þ Sx1 a1ð Þ � � � Sx1 amð Þ

..

. ..
. . .

. ..
.

Sxk a0ð Þ Sxk a1ð Þ � � � Sxk amð Þ

2
64

3
75 (4:80)

and k� (nþ 1) matrix C2 as

C2 ¼
Sx1 d0ð Þ Sx1 d1ð Þ � � � Sx1 dnð Þ

..

. ..
. . .

. ..
.

Sxk d0ð Þ Sxk d1ð Þ � � � Sxk dnð Þ

2
64

3
75 (4:81)

then one can rewrite

SF( jv,x)x

	 
t¼ SF( jv,x)x1 SF( jv,x)x2 � � � SF( jv,x)xk

h it
¼ C1

raF( jv, x)
F( jv, x)

þ C2
rdF( jv, x)
F( jv, x)

(4:82)

Then, the multiparameter sensitivity measure can be written as

MQ¼
ðv2

v1

raF
F

� �*t
Ct
1PC1

raF
F

� �
þ rdF

F

� �*t
Ct
2PC2

rdF
F

� ��
dvþ

ðv2

v1

2Re
raF
F

� �*t
Ct
1PC2

rdF
F

� �" #
dv

2
4

(4:83)

and this definition of statistical multiparameter sensitivity measure may be directly applied to a given
network realization. In a similar fashion, the matrices of unnormalized coefficient sensitivities can be
used with other multiparameter sensitivity measures.
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4.8 Sensitivity Invariants

When one is talking about sensitivity invariants [5–7], it is assumed that for a filter function F(s, x) there
exists the relationship

Xn
i¼1

SF(s,x)xi ¼ k (4:84)

where
x ¼ x1x2 � � � xn½ �t, as usual,
k is a constant

These relationships are useful to check the sensitivity calculations. In the cases considered below, this
constant can have one of three possible values, namely, 1, 0, and �1, and the sensitivity invariants are
obtained from the homogeneity of some of the filter functions.
The function F(s, x) is called homogeneous of order k with respect to the vector x if and only if it

satisfies the relationship

F(s,lx) ¼ lkF(s, x) (4:85)

where l is an arbitrary scalar. For the homogeneous function F(s, x) the sensitivities are related by
Equation 4.84. Indeed, if one takes the logarithm of both sides of Equation 4.85, one obtains

ln F(s, lx) ¼ k ln lþ ln F(s, x) (4:86)

Taking the derivative of both sides of Equation 4.86 with respect to l one obtains that

1
F(s,lx)

Xn
i¼1

qF(s, lx)
q lxið Þ xi

" #
¼ K

l
(4:87)

Substituting l¼ 1 in Equation 4.87 gives Equation 4.84.
Let the filter be a passive RLC circuit that includes r resistors, l inductors, and c capacitors, so that

r þ l þ c ¼ n and x ¼ R1R2 � � �RrL1L2 � � � LlD1D2 � � �Dc½ �, where Di ¼ 1=Ci. One of the frequently used
operations is the impedance scaling. If the scaling operation is applied to a port impedance or a
transimpedance of the filter, i.e., F(s, x) ¼ Z(s, x), then

Z(s,lx) ¼ lZ(s, x) (4:88)

Equation 4.88 is identical to Equation 4.85, with k¼ 1. Then, one can write that

Xr
i¼1

SZ(s,x)Ri
þ
Xl
i¼1

SZ(s,x)Li þ
Xc
i¼1

SZ(s,x)Di
¼ 1 (4:89)

Considering that Di ¼ 1=Ci and SZ(s,x)Ci
¼ �SZ(s,x)Di

(see Table 4.1), this result can be rewritten as

Xr
i¼1

SZ(s,x)Ri
þ
Xl
i¼1

SZ(s,x)Li �
Xc
i¼1

SZ(s,x)Ci
¼ 1 (4:90)
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If the same scaling operation is applied to a port admittance or a transadmittance of the filter, i.e.,
F(s, x) ¼ Y(s, x), then,

Y(s, lx) ¼ l�1Y(s, x) (4:91)

But Equation 4.91 is identical to Equation 4.85, with k¼�1. Then,

Xr
i¼1

SY(s,x)Ri
þ
Xl
i¼1

SY(s,x)Li �
Xc
i¼1

SY(s,x)Ci
¼ �1 (4:92)

Finally, the transfer functions (voltage or current) do not depend on the scaling operation, i.e., if
F(s, x) ¼ T(s, x), hence,

T(s,lx) ¼ T(s, x) (4:93)

which is identical to Equation 4.85, with k¼ 0. Then,

Xr
i¼1

ST(s,x)Ri
þ
Xl
i¼1

ST(s,x)Li �
Xc
i¼1

ST(s,x)Ci
¼ 0 (4:94)

Additional sensitivity invariants can be obtained using the relation SF(s,x)xi ¼ �SZ(s,x)1=xi
and using Gi ¼ 1=Ri

and Gi ¼ 1=Li.
Another group of sensitivity invariants is obtained using the frequency scaling operation. The

following relationship is held for a filter function:

F s,Ri,lLi,lCið Þ ¼ F ls,Ri, Li,Cið Þ (4:95)

Taking the logarithm of both parts, then differentiating both sides with respect to l and substituting
l¼ 1 in both sides gives

Xl
i¼1

SF(s,x)Li þ
Xc
i¼1

SF(s,x)Ci
¼ SF(s,x)s (4:96)

Substituting s ¼ jv in Equation 4.96 and dividing the real and imaginary parts, one obtains

Re
Xl
i¼1

SF( jv,x)Li þ Re
Xc
i¼1

SF( jv,x)Ci
¼ v

q ln jT(v)j
qv

¼ � qa(v)
qv

(4:97)

and

Im
Xl
i¼1

SF( jv,x)Li þ Im
Xc
i¼1

SF( jv,x)Ci
¼ v

q argT(v)
qv

(4:98)

The results (Equations 4.97 and 4.98) show that in an RLC filter, when all inductors and capacitors
(but not resistors) are subjected to the same relative change, then the resulting change in the magnitude
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characteristic does not depend on the circuit realization and is determined by the slope of the
magnitude characteristic at a chosen frequency. A similar statement is valid for the phase characteristic.
The sensitivity invariants for passive RC circuits can be obtained from the corresponding invariants for

passive RLC circuits omitting the terms for sensitivities to the inductor variations. The results can be
summarized the following way. For a passive RC circuit

Xr
i¼1

SF(s,x)Ri
�
Xc
i¼1

SF(s,x)Ci
¼ k (4:99)

where k¼ 1 if F(s, x) is an input impedance or transimpedance function, then k¼ 0 if F(s, x) is a voltage-
or current-transfer function, and k¼�1 if F(s, x) is an input admittance or transconductance function.
Application of the frequency scaling gives the result

Xc
i¼1

SF(s,x)Ci
¼ SF(s,x)s (4:100)

and combination of Equations 4.99 and 4.100 gives

Xr
i¼1

SF(s,x)Ri
¼ SF(s,x)s þ k (4:101)

and

Xr
i¼1

SF(s,x)Ri
þ
Xc
i¼1

SF(s,x)Ci
¼ 2SF(s,x)s þ k (4:102)

Considering real and imaginary parts of Equations 4.100 through 4.102, one can obtain the results that
determine the limitations imposed on the sensitivity sums by the function F( jv, x) when resistors and=or
capacitors are subjected to the same relative change.
Finally, if the filter is not passive, then the vector of parameters

x ¼ R1R2 � � �RrL1L2 � � � LlC1C2 � � �CcRT1RT2 � � �RTa

GT1GT2 � � �GTbAn1An2 � � �AnpAi1Ai2 � � �Aiq

� �
includes the components of transresistors RTk,

transconductances GTk, voltage amplifiers Ank, and current amplifiers Aik. Applying the impedance
scaling one can obtain the sensitivity invariant

Xr
i¼1

SF(s,x)Ri
þ
Xl
i¼1

SF(s,x)Li �
Xc
i¼1

SF(s,x)Ci
þ
Xa
i¼1

SF(s,x)RTi
�
Xb
i¼1

SF(s,x)GTi
¼ k (4:103)

where
k¼ 1 if F(s, x) is an impedance function
k¼ 0 if F(s, x) is a transfer function
k¼�1 if F(s, x) is an admittance function

The frequency scaling will give the same result as Equation 4.96.
The pole (or zero) sensitivities are also related by some invariant relationships. Indeed, the impedance

scaling provides the result
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pk lRi, lLi,
Ci

l

� �
¼ pk Ri, Li,Cið Þ (4:104)

Taking the derivative of both sides of Equation 4.104 with respect to l and substituting l¼ 1, one obtains
that for an arbitrary RLC circuit

Xr
i¼1

SRi pkð Þ þ
Xl
i¼1

SLi pkð Þ �
Xc
i¼1

SCi pkð Þ ¼ 0 (4:105)

This is the relationship between semirelative sensitivities. If pk 6¼ 0 one can divide both sides of Equation
4.105 by pk and obtain similar invariants for relative sensitivities. The frequency scaling gives

pk Ri,
Li
l
,
Ci

l

� �
¼ lpk Ri, Li,Cið Þ (4:106)

and from Equation 4.106 one obtains, for relative sensitivities only, that

Xl
i¼1

SpkLi þ
Xc
i¼1

SpkCi
¼ �1 (4:107)

The pole sensitivity invariants for passive RC circuits are obtained from Equations 4.106 and 4.107,
omitting the terms corresponding to the inductor sensitivities.

4.9 Sensitivity Bounds

For some classes of filters, the worst-case magnitude sensitivity index may be shown to have a lower
bound [8]. Such a bound, for example, exists for filters whose passive elements are limited to resistors,
capacitors, and ideal transformers, and whose active elements are limited to gyrators characterized by two
gyration resistances (realized as a series connection of transresistance amplifiers and considered as
different for sensitivity calculations), current-controlled current sources (CCCSs), voltage-controlled
voltage sources (VCVSs), voltage-controlled current sources (VCCSs), and current-controlled voltage
sources (CCVSs). Using the sensitivity invariants, it is easy to show that for such a class of networks for
any dimensionless transfer function T(s)

Xn
i¼1

ST(s)xi ¼ 2ST(s)s (4:108)

where the xi are taken to include only the passive elements of resistors and capacitors and the active
elements of CCVSs and gyrators (if the gyrators are realized as parallel connection of transconductance
amplifiers, the corresponding terms should be taken with the negative sign). Substituting s ¼ jv in
Equation 4.108 and equating real parts, one obtains that

Xn
i¼1

SjT( jv)jxi ¼ 2SjT( jv)jjv (4:109)

Applying Equation 4.54 to the above equations, one obtains for the worst-case magnitude sensitivity index

v(T)�
Xn
i¼1

SjT( jv)jxi

�� �� � Xn
i¼1

SjT( jv)j
�����

������ 2SjT( jv)j
�� �� (4:110)
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Taking the first and the last terms of this expression, one may define a lower bound LBv(T) of the worst-
case magnitude sensitivity index as

LBv(T) ¼ 2SjT( jv)jjv

��� ��� (4:111)

This lower bound is a function only of the transfer function T(s) and is independent on the particular
synthesis technique (as soon as the above-mentioned restrictions are satisfied) used to realize this transfer
function. A similar lower bound may be derived (taking the imaginary parts of Equation 4.108) for worst-
case phase sensitivity; but it is impossible to find the design path by which one will arrive at the circuit
realizing this minimal bound.

4.10 Remarks on the Sensitivity Applications

The components of active RC filters have inaccuracies and parasitic components that distort the filter
characteristics. The most important imperfections are the following:

1. Values of the resistors and capacitors and the values of transconductances (the gyrators can be
considered usually as parallel connection of two transconductance amplifiers) are different from
their nominal values. The evaluation of these effects is done using the worst-case or (more
frequently) quadratic multiparameter sensitivity index, and multiparameter sensitivity measures
and the tolerances are chosen so that the contributions of the passive elements’ variations in the
sensitivity measure are equal.

2. Operational amplifiers have finite gain and this gain is frequency dependent. The effect
of finite gain is evaluated using a semirelative sensitivity of the filter function with respect to
variation 1=A, where A is the operational amplifier gain. The semirelative sensitivity is

�SF(s)
1
A

� �
¼ � qF(s)

F(s)q 1
A

� �	 
 ¼ A2

F(s)

� �
qF(s)
qA

� �
¼ ASF(s)A

which is called the gain-sensitivity product. In many cases, SF(s)A ! 0 when A ! 1, whereas
S1=A[F(s) ] has a limit that is different from zero. The frequency dependence is difficult to take into
consideration [1]. Only in case of cascade realization, as shown below, one can evaluate the effect
of this frequency dependence using the sensitivity of Q-factor.

3. Temperature dependence and aging of the passive elements and operational amplifiers can be
determined. The influence of temperature, aging, and other environmental factors on the values of
the elements can be determined by a dependence of the probability distributions for these param-
eters. For example, if u is temperature, one has to estimate mx(u) and sx(u) before the calculation of
sensitivity measures. Normally, at the nominal temperature u0 the average value mx(u0) ¼ 0 and
sx(u0) depends on the nominal precision of the elements. When the temperature changes, mx(u)
increases or decreases depending on the temperature coefficients of the elements, whereas sx(u)
usually increases for any temperature variation.

4.11 Sensitivity Computations Using the Adjoint Network

The determination of the sensitivities defined in the previous sections may pose difficult computational
problems. Finding the network function with the elements expressed in literal form is usually tedious and
error prone and the difficulty of such a determination increases rapidly with the number of elements.
Calculating the partial derivatives, which is themost important part of the sensitivity computation, provides
additional tedium and increases the possibility of error still more. Thus, in general, it is advantageous to use
digital computer methods to compute sensitivities. The most obvious method for doing this is to use one of
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the many available computer-aided design programs (e.g., SPICE) to make an analysis of the network with
nominal element values, and then repeat the analysis after having perturbed the value of one of the elements.
This is not a desirable procedure, since it requires a large number of analyses. It can be justified if the
network has some a priori known critical elements for which the analyses should be done.

The crucial part of sensitivity computation is, as was mentioned above, the calculation of network
function derivatives with respect to element variations. To simplify this part of the calculation, the
concept of adjoint network [9] is used. This method requires only two analyses to provide all the
sensitivities of a given network immitance function.
If N and bN are linear time invariant networks, then they are said to be adjoint (to each other) if the

following hold. The two networks have the same topology and ordering of branches; thus their incidence
matrices [10] are equal, namely A ¼ bA. If excitation with the unit current (unit voltage) at an arbitrary
port j (port l) of network N yields a voltage (current) at an arbitrary port k (port m) of N, excitation with
the unit current (unit voltage) at port k (port m) of network bN will yield the same voltage (current) as
the above in port j (port l) of bN (see Figure 4.1).

Figure4.1 also showshow the adjointnetwork shouldbe constructed, as follows. (a)All resistance capacitive
and inductance branches and transformers in N are associated, respectively, with resistance, capacitive, and
inductance branches and transformers in bN. (b)All gyrators inNwith gyration resistance rbecomegyrators inbN with gyration resistance �r. (c) All VCVSs in N become CCCSs in bN with controlling and controlled
branches reversing roles, and with the voltage amplification factor Av becoming the current amplification
factor�Ai. (d) All CCCSs inN becomeVCVSs in bNwith controlling and controlled branches reversing roles,
and with the current amplification factor Ai becoming the voltage amplification factor �Av . (e) All VCCCs
and CCVSs have their controlling and controlled branches inN reversed in bN.
Thus, the Tellegen theorem [9] applies to the branch voltage and current variables of these two

networks. If we let V be the vector of branch voltages and I be the vector of branch currents (using capital
letters implies that the quantities are functions of the complex variable s), then

VtÎ ¼ ÎtV ¼ bVtI ¼ ItV ¼ 0 (4:112)

If in both circuits all independent sources have been removed to form n external ports (as illustrated in
Figure 4.2), then one can divide the variables in both circuits into two groups so that

It ¼ ItpI
t
b

h i
Vt ¼ Vt

pV
t
b

h i

Ît ¼ ÎtpÎ
t
b

h i bVt ¼ bVt
p
bVt
b

h i (4:113)
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FIGURE 4.1 The components of a network (a) and its adjoint (b).
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The first are the vector of port variables Vp and Ip in
N and bVp and Îp, correspondingly, in bN. These
variables will define n-port open-circuit impedance
matrices Zoc and bZoc or n-port short-circuit admit-
tance matrices Ysc and bYsc via the relationships

Vp ¼ �ZocIp bVp ¼ �bZocÎp

Ip ¼ �YscVp Îp ¼ �bYscbVp

(4:114)

Then, the rest of the variables will be nonport vari-
ables (including the variables of dependent source
branches) Vb and Ib for N and bVb and Îb for bN.
These variables may define branch impedance matri-
ces Zb and bZb and branch admittance matrices Yb

and bYb by the relationships

Vb ¼ ZbIb bVb ¼ bZbÎb

Ib ¼ YbVb Îb ¼ bYbbVb

(4:115)

If the branch impedance and branch admittance matrices do not exist, a hybrid matrix may be used to
relate the branch variables. For N, this may be put in the form

Vb1

Ib2

� �
¼ H11 H12

H21 H22

� �
Ib1
Vb2

� �
(4:116)

Similarly, for bN one may write

bVb1

Îb2

" #
¼ bH11 bH12bH21 bH22

" #
Îb1bVb2

" #
(4:117)

For the adjoint networks, the branch impedance and branch admittance matrices (if they exist) are
transposed, namely

Zt
b ¼ bZb Yt

b ¼ bYb (4:118)

and, if a hybrid representation is used, the matrices are connected by the relationship

Ht
11 �Ht

21

�Ht
12 Ht

22

� �
¼ bH11 bH12bH21 bH22

" #
(4:119)

As a result of these relationships, if no controlled sources are present in two networks, they are identical.
In the general case it may be shown that

Zt
oc ¼ bZoc Yt

sc ¼ bYsc (4:120)

The application of adjoint circuits for sensitivity calculations requires that, first of all, using the port
variables as independent ones, one finds the branch variables, and this is done for both circuits. Assume,
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FIGURE 4.2 Separation of port variables in the net-
work (a) and its adjoint (b).
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for example, that the branch impedance matrices exist. Then, using unity-valued excitation currents as
the components of Ip and Îp one has, first, to find Ib and Îb. Now, in the original network let the elements
be perturbed. The resulting vector of currents may thus be written as Iþ DI and the resulting vector of
voltages as Vþ DV. From Kirchhoff’s current law, we have A(Iþ DI) ¼ 0, and since AI ¼ 0 one also
has ADI ¼ 0. Thus, DI ¼ DIp þ DVb may be substituted in any of the relations in Equation 4.112. By
similar reasoning one can conclude that it is possible as well to substitute the perturbation vector
DV ¼ DVp þ DVb instead of V in these relations. Making these substitutions, one obtains

bVt
pDIp þ bVt

bDIp ¼ 0

ItpDVp þ ÎtbDVb ¼ 0
(4:121)

Subtracting these two equations, one has

bVt
pDIp � ItpDVp þ bVt

bDIp � ÎtbDVb ¼ 0 (4:122)

To a first-order approximation, we have

DVp ¼ �D ZocIp
� � � �DZocIp � ZocDIp

DVb ¼ �D ZbIbð Þ � �DZbIb � ZbDIb
(4:123)

Substituting Equation 4.123 into Equation 4.122 and taking into consideration that bVt
p ¼ �ÎtpbZt

oc ¼
�ÎtpZoc and that bVt

b ¼ ÎtbZb, one can simplify the result (Equation 4.122) to

ÎtpDZocIp ¼ ÎtbDZbIb (4:124)

Equation 4.124 clearly shows that if all currents in the original network and its adjoint are known, one
can easily calculate the absolute sensitivities S Zij,Zb

� � � DZij=DZb, which can be used for calculation of
the corresponding relative sensitivities. Here, Zij is an element of the n-port open circuit impedance
matrix. Then, if necessary, these sensitivities can be used for evaluation of the transfer function sensitivity
or the sensitivities of other functions derived via the n-port open circuit impedance matrix.
Usually, the transfer function calculation can be easily reduced to the calculation of a particular Zij. In

this case one can choose Îj ¼ 1, Îk ¼ 0 (for all k 6¼ j) as an excitation in the adjoint network. Then,
Equation 4.124 becomes

DZij ¼ ÎtbDZbIb (4:125)

where Ib and Îb are the branch currents in N and bN corresponding to the indicated excitation. The
relations for other types of matrices are obtained in the same manner.

4.12 General Methods of Reducing Sensitivity

It is very desirable from the start of the realization procedure to concentrate on circuits that give lower
sensitivity in comparison to other circuits. The practice of active filter realization allows formulation of
some general suggestions ensuring that filter realizations will have low sensitivities to component
variations.
It is possible to transfer the problem of lower sensitivity at the approximation stage, i.e., before

any realization. It is obvious that a low-order transfer function T(s) that just satisfies the specifications
will require tighter tolerances in comparison to a higher order transfer function that easily satisfies
the specifications. Figure 4.3 shows an example of such an approach for a low-pass filter. Hence,
increasing the order of approximation and introducing a redundancy one achieves a set of wider element
tolerances.
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Usually the most critical region where it is difficult to satisfy the specifications is the edge of the
passband. Two approaches can be used to find the function that will have less sensitivity in this frequency
region. One way is to introduce predistortion in the transfer function specifications. This is also shown in
Figure 4.3. The transfer function should satisfy the predistorted (tapered) specifications. It can be
obtained directly if the numerical packages solving the approximation problem are available. One can
also take a standard table higher order transfer function satisfying the modified specifications and then
modify it to more uniformly use the tapered specifications (this allows the increase of the component
tolerances even more).
Another way [11] is to preserve the initial transfer function specifications and to use transfer functions

with a limited value of the maximum Q of the transfer function poles. In Ref. [11] one can find such
transfer functions corresponding to the Cauer approximation. The nonstandard LC circuits correspond-
ing to these approaches cannot be tabulated and simulated; hence, neither of them is widely used. In
addition, they imply the cascaded (building-block) realization that intrinsically has worse sensitivity than
the realizations using simulation of doubly terminated lossless matched filters.

4.13 Cascaded Realization of Active Filters

The cascaded (building-block) realization is based on the assumption that the transfer function will have
low sensitivity if the realization provides tight control of the transfer function poles and zeros. The
relationship between the element value and the transfer function poles and zeros can be established
relatively easily if the transfer function is not more complicated than biquadratic (i.e., the ratio of two
second-order polynomials). It is difficult (or even impossible) to establish such correspondence if, say, the
denominator polynomial degree is higher than two. For a high-degree polynomial, a small variation in
the polynomial coefficient can result in a large or undesirable migration of the root (it can move to the
right-half plane). This justifies the cascaded approach: one hopes to have a low sensitivity of the transfer
function under realization if one chooses a method allowing tight control of the poles’ and zeros’
locations; hence, cascade realization with T(s) ¼ T1(s)T2(s) � � �Ti(s) � � �Tk(s). Also, if one chooses for
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FIGURE 4.3 Attenuation requirements, their predistortion, and attenuation of different realizations: (a) attenu-
ation of a standard circuit of a higher order; (b) attenuation of the nonstandard circuit; and (c) passband attenuation
in the stages of cascade realization.
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realization of each function Ti(s) the method of lowest sensitivity (discussed below), then it will be
possible to obtain the largest element tolerances.
If the realization by cascade connection is chosen it is still a choice of optimum factorization of the

transfer function T(s) into low-order factors. This optimum depends on the filter application, the chosen
method of the factor realization, and the transfer function itself. It is recommended [1] that, for
realization of lower sensitivity, the poles and zeros in the partial functions Ti(s) are located as far apart
as possible. This statement is not always true and such a choice of poles and zeros in Ti(s) is in
contradiction with the requirement of high dynamic range of the stage. In general, CAD methods should
be used.
The methods that are most popular for the realization of the partial transfer functions are mostly

limited by the filters providing the output voltage at the output of an operational amplifier. The state–
space relations satisfy this requirement and provide the direct realizations of the polynomial coefficients.
It is not occasionally that such an approach is used by a series of manufacturers. This is not the best
method from the sensitivity point of view; the methods of realization using gyrators usually give better
results [3]. But the cascade realization of gyrator filters require buffers between the blocks, and is better to
use this approach if the filter is not realized in cascade form. Other realization methods [1] are also
occasionally used, mostly because of their simplicity.
If the transfer function is realized in a cascade form and T(s) ¼ T1(s)T2(s) � � �Ti(s) � � �Tk(s), the

element x is located only in one stage. If this is the stage realizing Ti(s), then

ST(s)x ¼ STi(s)
x (4:126)

Assume that this Ti(s) has the form

Ti(s) ¼ K
s2 þ vz

Qz

� �
þ v2

z

s2 þ vp

Qp

� �
þ v2

p

(4:127)

Then one can write

STi(s)
x ¼ STi(s)

K SKx þ STi(s)
vz

Svz
x þ STi(s)

1=Qz
S1=Qz
x þ STi(s)

vp
S
vp
x þ STi(s)

1=Qp
S
1=Qp
x (4:128)

The second multiplier in each term of this sum depends on the stage realization method. In the first

term STi(s)
K ¼ 1, the first multipliers in other terms depend on Q-factors of zeros and poles. It is enough

to consider the influence of the terms related to the poles. One can notice that STi(s)
1=Qp

S
1=Qp
x ¼

STi(s) Ti(s), 1
Qp

h i
Sx 1

Qp
, x

� �
, then, calculating STi(s) Ti(s), 1

Qp

h i
(the calculation of the semirelative sensitivity

is done for convenience of graphic representation) and STi(s)
vp

, one obtains

STi(s) Ti(s),
1
Qp

� �
¼ 1

Ti(s)
qTi(s)

q 1
Qp

� � ¼ � 1�
s
vp

�þ � vp

s

�þ � 1
Qp

� (4:129)

and

STi(s)
vp

¼ vp

Ti(s)
qTi(s)
qvp

¼ �
�

1
Qp

�þ 2
� vp

s

�
�

s
vp

�þ � vp

s

�þ � 1
Qp

� (4:130)
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Introducing the normalized frequency V ¼ v
vp
� vp

v

� �
, one can find that

Re STi(s) Ti(s),
1
Qp

� �
¼ �

1
Qp

V2 þ � 1
Qp

�2 (4:131)

Im STi(s) Ti(s),
1
Qp

� �
¼ � V

V2 þ � 1
Qp

�2 (4:132)

Re STi(s)
vp

¼
V

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
V2 þ 4

p
�V2 � � 1

Qp

�2
V2 þ � 1

Qp

�2 (4:133)

Im STi(s)
vp

¼
�

1
Qp

� ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
V2 þ 4

p
V2 þ � 1

Qp

�2 (4:134)

Figure 4.4 shows the graphs of these four functions. They allow the following conclusions [4]. The
functions reach high values in the vicinity of V ¼ 0, i.e., when v � vp. This means that in the filter
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passband, especially if the poles and zeros are sufficiently divided (which is the condition of
optimal cascading), one can neglect the contribution of zeros in modification of the transfer function
Ti(s). When Qp becomes higher, this vicinity of v � vp with a rapid change of the sensitivity functions

becomes relatively smaller in the case of Re STi(s) Ti(s), 1
Qp

h i
(Figure 4.4a) and Im STi(s)

vp
(Figure 4.4d)

and not so small in the case of Im STi(s) Ti(s), 1
Qp

h i
(Figure 4.4b) and Re STi(s)

vp
(Figure 4.4c). Normally,

the second multipliers in the terms of the sum in Equation 4.128 are all real; this means that the

function Re STi(s)
vp

is the most important one in estimation of the sensitivity to variations of passive

elements. In many realization methods [1,3] one obtains that vp / (R1R2C1C2)
�1=2. This implies that

S
vp

R1
¼ S

vp

R2
¼ S

vp

C1
¼ S

vp

C2
¼ �1=2. Thus, finally, the function Re STi(s)

vp
(which can be called the main

passive sensitivity term) will determine the maximum realizable Qp for given tolerances of passive
elements (or for the elements that are simulated as passive elements).
If a stage is realized using, for example, a state–space approach, it includes operational amplifiers. The

stage is usually designed assuming ideal operational amplifiers, then the realization errors are analyzed
considering that the operational amplifiers can be described by a model

A(s) ¼ A0

1þ s
v0

� � ¼ GBW
sþ v0

(4:135)

where
A0 is the dc gain, is the amplifier bandwidth
GBW ¼ A0v0 is the gain-bandwidth product

If the stage transfer function is derived anew, with amplifiers described by the model equation (Equation
4.135), then Ti(s) will no longer be a biquadratic. It will be a ratio of two higher degree polynomials, and
the error analysis becomes very complicated [1]. To do an approximate analysis, one can pretend that the
amplifier gain is simply a real constant A. Then, the transfer function Ti(s) will preserve its biquadratic
appearance, and the term 1=Qp will be possible to represent as

1
Qp

¼ 1
Q
þ k
A

(4:136)

The first term in Equation 4.136 is determined by the ratio of passive elements, the second term (k is the
design constant) can be considered as an absolute change D(1=Qp), which on the jv axis becomes

D
1
Qp

� �
� k

A( jv)
¼ 1

A0
þ j

kv
GBW

� j
kv

GBW
(4:137)

Then, in calculation of djTij ¼ Re STi(s)
K , the function Im STi(s)

vp
becomes important (it can be called the

main active sensitivity term) and the product
	
Im STi(s)

vp

�
kv

GBW

�

allows evaluation of the limitations on the

Q-factor caused by the stage operational amplifiers.
The relationships given next are useful for any arbitrary realization, but pertain more to the cascade

realization, where one can better control the pole’s location when the circuit parameters are changing. If
the filter transfer function is represented as

T(s) ¼ amP
m
i¼1(s� zi)

dnP
n
i¼1(s� pi)

(4:138)
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then taking the logarithm of Equation 4.138 and its derivatives gives

dT(s)
T(s)

¼ d am=dnð Þ
am=dn

�
Xm
i¼1

dzi
s� zi

þ
Xn
i¼1

dpi
s� pi

(4:139)

Multiplying both sides of Equation 4.139 by x and expressing the differentials via partial derivatives one
obtains

ST(s)x ¼ Sam=dnx �
Xm
i¼1

Sx(zi)
s� zi

þ
Xn
i¼1

Sx(pi)
s� pi

(4:140)

In the vicinity of the pole pi ¼ �si þ jvi, the sensitivity is determined by the term Sx(pi)=(s� pi).
Besides Sx(pi) ¼ �Sx(si)þ jSx(vi) and on the jv axis in this region one has

Sx(pi)
jv� pi

¼ � Sx(si)si � Sx(vi)(v� vi)

s2
i þ (v� vi)

2 þ j
Sx(vi)si þ Sx(si)(v� vi)

s2
i þ (v� vi)

2 (4:141)

Hence, when v ¼ vi

SjT( jv)jx � � Sx(si)si � Sx(vi)(v� vi)

s2
i þ (v� vi)

2 (4:142)

and

Sx[argT( jv)] � Sx(vi)si þ Sx(si)(v� vi)

s2
i þ (v� vi)

2 (4:143)

Usually Equations 4.142 and 4.143 are considered at the point v� vi, where SjT( jv)jx ¼ �Sx(si)=si and
Sx[argT( jv)] ¼ Sx(vi)=si. The frequent conclusion that follows is that the pole’s movement toward the
jv axis is more dangerous (it introduces transfer function magnitude change) than the movement parallel
to the jv axis. But it is not difficult to see that in the immediate vicinity of this point, at v ¼ vi 	 si, one
has SjT( jv)jx ¼ [�Sx(si)	 Sx(vi)]=(2si) and Sx[argT( jv)] ¼ [Sx(vi)	 jSx(si)]=(2si); i.e., one has to
reduce both components of the pole movement. If care is taken to get Sx(si) ¼ 0, then, indeed,
SjT( jv)jx ¼ 0 at v ¼ vi, but at v ¼ vi þ si (closer to the edge of the passband) SjT( jv)jx ¼ [Sx(vi)=si]
and this can result in an essential djT( jv)j.

Finally, some additional relationships between different sensitivities can be obtained from the defin-

ition of Qp ¼ vp=(2si) ¼
	 ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

s2
i þ v2

i

p 

=(2si) � vi=(2si). One can find that

Sx(vp) ¼ Sx(si)
2Qp

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 1

4Q2
p

 !vuut Sx(vi) (4:144)

and

Sx(Qp) ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
4Q2

p � 1
q

Sx(vi)� (4Q2
p � 1)Sx(si)

vp
(4:145)

for semirelative sensitivities. From this basic definition of the Q-factor, one can also derive the
relationships
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S
Qp
x ¼ Ssi

x

4Q2
p
þ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 1

4Q2
p

 !vuut Svi
x (4:146)

and

S
Qp
x � Svi

x � Ssi
x (4:147)

involving relative sensitivities. Another group of results can be obtained considering relative sensitivity of
the pole pi ¼ �si þ jvi. For example, one can find that

S
Qp
x ¼ �

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
4Q2

p � 1
q

Im Spix ¼ x
v2
p

vi

si

� �
si

qvi

qx
� vi

qsi

qx

� �
(4:148)

If
qvi

qx
¼ 0 and

qsi

qx
¼ constant, then

S
Qp
x � kQp (4:149)

which shows that in this case, S
Qp
x increases proportionally to the Q-factor independently of the cause of

this high sensitivity.

4.14 Simulation of Doubly Terminated Matched Lossless Filters

By cascading the first- and second-order sections (occasionally a third-order section is realized in odd-
order filters instead of the cascade connection of a first- and a second-order section) any high-order
transfer function T(s) can be realized. In practice, however, the resulting circuit is difficult to fabricate for
high-order and=or highly selective filters. The transfer function of such filters usually contains a pair of
complex–conjugate poles very close to the jv axis. The sensitivity of this section that realizes high-Q poles
is high and the element tolerances for this section can be very tight. The section can be unacceptable for
fabrication.
For filters that have such high-Q transfer function poles, other design techniques are often used. The

most successful and widely used of these alternative strategies are based on simulating the low-sensitivity
transfer function of a doubly-terminated lossless (reactance) two-port.
Assume that the two-port shown in Figure 4.5 is lossless and the transfer function T(s) ¼ V2(s)=E(s) is

realized. Considering power relations, one can show [12] that for steady-state sinusoidal operation the
equation

jr( jv)j2 þ 4R1

R2
jT( jv)j2 ¼ 1 (4:150)
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FIGURE 4.5 Lossless two-port with resistive loadings.
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is valid for this circuit. Here, r( jv) ¼ R1 � Z( jv)½ �= R1 þ Z( jv)½ � is the reflection coefficient and Z(jv) is
the input impedance of the loaded two-port. In many cases, the filter requirements are formulated for the
transducer function:

H(s) ¼
ffiffiffiffiffiffiffiffi
R2

4R1

r
E(s)
V2(s)

¼
ffiffiffiffiffiffiffiffi
R2

4R1

r
1

T(s)
(4:151)

For this function

lnH( jv) ¼ a(v)þ jw(v) ¼ � ln jT( jv)j þ ln [
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(R2=4R1)

p
]� j argT( jv) (4:152)

Here, a(v) is attenuation (it is different from the previously used only by the value of ln [
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(R2=4R1)

p
] )

and w(v) ¼ �b(v) ¼ � argT( jv) is phase. The impedance Z( jv) satisfies the condition ReZ( jv) � 0
(as for any passive circuit input impedance), which means that jr( jv)j2 < 1. Then, as it follows from
Equation 4.150 H( jv)j j2 � 1 and a(v) � 0.

When a filter is designed using a(v), the attenuation is optimized so that it is zero in one or more
passband points (Figure 4.3 shows, for example, the attenuation characteristics with two zeros in the
passband). Then the attenuation partial derivative with respect to the value of each of the two-port
elements is equal to zero at the attenuation zeros. Indeed, let xi be any element of the two-port and
qa=qxi be the partial derivative of a(v, xi) with respect to that element. Suppose that xi does not have its
nominal value and differs from it by a small Dxi variation. Expanding a(v, xi) in the Taylor series one
obtains that

a(v, xi þ Dxi) ffi a(v, xi)þ Dxi
qa(v, xi)

qxi
(4:153)

If vk is an attenuation zero, then a(vk, xi) ¼ 0; but, as was mentioned before, a(v) � 0, and from
Equation 4.153, one obtains that at the point v ¼ vk one has

Dxi
qa(vk, xi)

qxi
� 0 (4:154)

Now, the variation Dxi was of unspecified sign. Therefore, Equation 4.154 can only be satisfied with
equality sign, which means that qa(vk , xi)

qxi
¼ 0.

This result is called the Fettweis-Orchard theorem [4] and it explains why the preference is always given
to the filter realized as a nondissipative two-port between resistive terminations or to the simulation of
such a filter if the filter should be realized as an active circuit. First, considering the real parts of Equation
4.152, one obtains that

qa v, xið Þ
qxi

¼ Sxi [a(v)] ¼ � xi
jT( jv)j

qjT( jv)j
qxi

¼ �SjT( jv)jxi (4:155)

when xi is any element inside the two-port. Hence, the points where a(v) ¼ 0 and, simultaneously,
qa v, xið Þ

qxi
¼ 0 are the points of zero sensitivity not only for attenuation but for transfer function magnitude

as well (as a result of Equation 4.155 and this discussion, one cannot use at these points the relationships
djT( jv)j � SjT( jv)jxi dxi; the relative change djT( jv)j is always negative and different from zero with dxi of
unspecified sign). Moreover, if a is small, qa=qxi will also remain small [13], which means that the
sensitivities are small in the whole passband. If xi ¼ R1 or xi ¼ R2, one obtains from Equation 4.152 that
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R1
qa v,R1ð Þ

qR1
¼ �SjT( jv)jR1

� 1
2

(4:156)

and

R2
qa v,R2ð Þ

qR2
¼ �SjT( jv)jR2

þ 1
2

(4:157)

The derivatives qa
qRi

(i ¼ 1, 2) are also zero at the points where a ¼ 0 and they are small when a remains
small [13]. This means that in the passband SjT( jv)jR1

� �1=2 and SjT( jv)jR2
� 1=2. Thus, jT( jv)j will share

the zero sensitivity of a with respect to all the elements inside the two-port, but due to the terms 	1=2 in
Equations 4.156 and 4.157 a change either in R1 or R2 will produce a frequency-independent shift (which
can usually be tolerated) in jT( jv)j in addition to the small effects proportional to qa

qRi
. This is the basis of

the low sensitivity of conventional LC-ladder filters and of those active, switched-capacitor, or digital
filters that are based on LC filter model. This is valid with the condition that the transfer functions of the
active filter and LC prototype are the same and the parameters of the two filters enter their respective
transfer functions the same way.
The Fettweis-Orchard theorem explains why the filtering characteristics sought are those with the

maximum number of attenuation zeros (for a given order of the transfer function T(s)). It also helps to
understand why it is difficult to design a filter that simultaneously meets the requirements of a and w(v)
(or to jT( jv)j and b(v)); the degrees of freedom used for optimizing w(v) will not be available to attain
the maximum number of attenuation zeros. It also explains why a cascade realization is more sensitive
than the realization based on LC lossless model. Indeed, assume that, say, one of the characteristics of
Figure 4.3 is realized by two cascaded sections (with the attenuation of each section shown by the dash-
and-dotted line) with each actual section realized in doubly terminated matched lossless form. Each such
section of the cascaded filter will be matched at one frequency and the sensitivities to the elements that
are in unmatched sections will be different from zero. In addition, the attenuation ripple in each section is
usually much larger than the total ripple, and the derivative qa

qxi
, which is, in the first approximation,

proportional to the attenuation ripple, will not be small. Indeed, practice shows [4] that there is, in fact, a
substantial increase in sensitivity in the factored realization.

4.15 Sensitivity of Active RC Filters

The required component tolerances are very important factors determining the cost of filters. They are
especially important with integrated realizations (where the tolerances are usually higher than in discrete
technology). Also, the active filter realizations commonly require tighter tolerances than LC realizations.
Yet two classes of active RC filters have tolerances comparable with those of passive LC filters. These are
analog-computer and gyrator filters that simulate doubly terminated passive LC filters. The tolerance
comparison [4] shows the tolerance advantages (sometimes by an order of magnitude) of the doubly
terminated lossless structure as compared to any cascade realization. These are the only methods that are
now used [14] for high-order high-Q sharp cutoff filters with tight tolerances. For less demanding
requirements, cascaded realizations could be used. The main advantages that are put forth in this case are
the ease of design and simplicity of tuning. But even here the tolerance comparison [4] shows that the
stages have better tolerances if they are realized using gyrators and computer simulation methods.

4.16 Errors in Sensitivity Comparisons

In conclusion we briefly outline some common errors in sensitivity comparison. More detailed treatment
can be found in Ref. [4].
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1. Calculating the wrong sensitivities. The calculated sensitivities should have as close a relation to the
filter specification as possible. In general, for a filter specified in the frequency domain, the
sensitivities of amplitude and phase should be calculated along the jv axis. Sensitivities of poles,
zeros, Q’s, resonant frequencies, etc. should be carefully interpreted in the context of their
connection with amplitude and phase sensitivities.

2. Sensitivities of optimized designs. The optimization should use a criterion as closely related as
possible to filter specifications. The use of a criterion that is not closely related to the filter specifica-
tions (e.g., pole sensitivity) can lead to valid conclusions if thefilters being compareddiffer by anorder
of magnitude in sensitivity [4]. A sensitivity comparison is valid only if all the circuits have been
optimized using the criterion on which they will be compared. The optimized circuit should not be
compared with a nonoptimized one. Another error is to optimize one part of the transfer function
(usually the denominator) and forgetting about the modifying effect of the numerator.

3. Comparing the incomparable. A frequent error occurs when comparing sensitivities with respect to
different types of elements. In general, different types of elements can be realized with different
tolerances, and the comparison is valid only if sensitivities are weighted proportionally. Besides,
there are basic differences in variability between circuit parameters with physical dimensions and
those without. The latter are often determined in the circuit as the ratio of dimensional quantities
(as a result, the tolerance of the ratio will be about double the tolerances of the two-dimensional
quantities determining them). In integrated technologies the dimensioned quantities usually have
worse tolerances but better matching and tracking ability, especially with temperature. Hence, any
conclusion involving sensitivities to different types of components, in addition, is technologically
dependent.

4. Correlations between component values. The correlations between components are neglected
when they are essential (this is usually done for simplification of the statistical analysis). From
the other side, an unwarranted correlation is introduced when it does not exist. This is a frequent
case where the realization involves cancellation of terms that are equal when the elements have
their nominal values (e.g., a cancellation of a pole of one section of a filter by a zero of another
section, cancellation of a positive conductance by a negative conductance).

5. Incomplete analysis. Very often, only sensitivities to variations of a single component (usually an
amplifier gain) are considered. This is satisfactory only if it is the most critical component, which is
seldom the case. Another form of incomplete analysis is to calculate only one coordinate of a
complex sensitivity measure (SQx is calculated while Sv0

x is ignored). Also, frequency-dependent
sensitivities are calculated and compared at one discrete frequency instead of being calculated in
frequency intervals.

6. First-order differential sensitivities are the most commonly calculated. But the fact is that qy
qx ¼ 0

implies that the variation of y with x is quadratic at the point considered. A consequence of this is
that zero sensitivities do not imply infinitely wide tolerances for the components in question.
Similarly, infinite sensitivities do not imply infinitely narrow tolerances. Infinite values arise if the
nominal value of y is zero, and the finite variations of x will almost always give finite variations of y.
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In this chapter on passive filters, we deal with the design of one-port networks composed exclusively of
passive elements such as resistors R, inductors L, capacitors C, and coupled inductors M. The one-ports
are specified by their driving-point immittances, impedances, or admittances. Our basic problem is that
given an immittance function, is it possible to find a one-port composed only of R, L, C, and M elements
called the RLCM one-port network that realizes the given immittance function? This is known as the
realizability problem, and its complete solution was first given by Brune [1].
Consider a linear RLCM one-port network of Figure 5.1 excited by a voltage source V1(s). For our

purposes, we assume that there are b branches and the branch corresponding to the voltage source V1(s)
is numbered branch 1 and all other branches are numbered from 2 to b. The Laplace transformed
Kirchhoff current law equation can be written as

AI sð Þ ¼ 0 (5:1)

where
A is the basis incidence matrix
I(s) is the branch-current vector of the network

If Vn(s) is the nodal voltage vector, then the branch-voltage vector V(s) can be expressed in terms of
Vn(s) by

V sð Þ ¼ A0Vn sð Þ (5:2)

where the prime denotes the matrix transpose. Taking the complex conjugate of Equation 5.1 in
conjunction with Equation 5.2 gives

V0 sð ÞI sð Þ ¼ V0
n sð ÞAI sð Þ ¼ V0

n sð Þ0 ¼ 0 (5:3)
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or

Xb
k¼1

Vk sð ÞIk sð Þ ¼ 0 (5:4)

where Vk(s) and Ik(s) are the branch voltages and the branch currents, respectively.
From Figure 5.1, the driving-point impedance of the one-port is defined to be the ratio of V1(s)

to �I1(s), or

Z sð Þ � V1 sð Þ
�I1 sð Þ ¼

V1 sð ÞI1 sð Þ
�I1 sð ÞI1 sð Þ ¼ �V1 sð ÞI1 sð Þ

I1 sð Þj j2 (5:5)

Equation 5.4 can be rewritten as

�V1 sð ÞI1 sð Þ ¼
Xb
k¼2

Vk sð ÞIk sð Þ (5:6)

Substituting this in Equation 5.5 yields

Z sð Þ ¼ 1

I1 sð Þj j2
Xb
k¼2

Vk sð ÞIk sð Þ (5:7)

Likewise, the dual relation of the input admittance

Y sð Þ � �I1 sð Þ
V1 sð Þ ¼ 1

V1 sð Þj j2
Xb
k¼2

Vk sð ÞIk sð Þ (5:8)

holds.
We know consider individual types of elements inside the one-port. For a resistive branch k of

resistance Rk, we have

Vk sð Þ ¼ RkIk sð Þ (5:9)

For a capacitive branch of capacitance C,

Vk sð Þ ¼ 1
sCk

Ik sð Þ (5:10)

I1(s)

V1(s)

R

L

C

M

+

–

Z(s) = 1
Y(s)

FIGURE 5.1 General linear RLCM one-port network.
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Finally, for an inductive branch of self-inductance Lk and mutual inductances Mkj,

Vk sð Þ ¼ sLkIk sð Þ þ
X

all j, j 6¼k

sMkjIj sð Þ (5:11)

Substituting these in Equation 5.7 and grouping the summation as sums of all resistors R, all capacitors C,
and all inductors LM, we obtain

Z sð Þ ¼ 1

I1 sð Þj j2
X
R

Rk Ik sð Þj j2 þ
X
C

1
sCk

Ik sð Þj j2þ
X
LM

sLk Ik sð Þj j2þ
X

all j, j 6¼k

sMkjIj sð ÞIk sð Þ
0
@

1
A

2
4

3
5

¼ 1

I1 sð Þj j2 F0 sð Þ þ 1
s
V0 sð Þ þ sM0 sð Þ

� �
(5:12)

where

F0 sð Þ �
X
R

Rk Ik sð Þj j2� 0 (5:13a)

V0 sð Þ �
X
C

1
Ck

Ik sð Þj j2� 0 (5:13b)

M0 sð Þ �
X
LM

Lk Ik sð Þj j2þ
X

all j, j 6¼k

MkjIj sð ÞIk sð Þ
0
@

1
A (5:13c)

These quantities are closely related to the average power and stored energies of the one-port under
steady-state sinusoidal conditions. The average power dissipated in the resistors is

Pave ¼ 1
2

X
R

Rk Ik jvð Þj j2 ¼ 1
2
F0 jvð Þ (5:14)

showing that F0(jv) represents twice the average power dissipated in the resistors of the one-port. The
average electric energy stored in the capacitors is

EC ¼ 1
4v2

X
C

1
Ck

Ik jvð Þj j2¼ 1
4v2

V0 jvð Þ (5:15)

Thus, V0(jv) denotes 4v
2 times the average electric energy stored in the capacitors. Similarly, the average

magnetic energy stored in the inductors is

EM ¼ 1
4

X
LM

Lk Ik jvð Þj j2þ
X

all q, q6¼k

MkqIq jvð ÞIk jvð Þ
2
4

3
5¼ 1

4
M0 jvð Þ (5:16)

indicating that M0(jv) represents four times the average magnetic energy stored in the inductors.
Therefore, all the three quantities F0(jv), V0(jv), and M0(jv) are real and nonnegative, and Equation

5.12 can be rewritten as

Z sð Þ ¼ 1

I1 sð Þj j2 F0 þ 1
s
V0 þ sM0

� �
(5:17)
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Likewise, the dual result for Y(s) is found to be

Y sð Þ ¼ 1

V1 sð Þj j2 F0 þ 1
s
V0 þ sM0

� �
(5:18)

Now, we set s¼sþ jv and compute the real part and imaginary part of Z(s) and obtain

Re Z sð Þ ¼ 1

I1 sð Þj j2 F0 þ s

s2 þ v2
V0 þ sM0

� �
(5:19)

Im Z sð Þ ¼ v

I1 sð Þj j2 M0 � 1
s2 þ v2

V0

� �
(5:20)

where
Re stands for ‘‘real part of’’
Im for ‘‘imaginary part of’’

These equations are valid irrespective of the value of s, except at the zeros of I1(s). They are extremely
important in that many analytic properties of passive impedances can be obtained from them. The
following is one of such consequences:

THEOREM 5.1

If Z(s) is the driving-point impedance of a linear, passive, lumped, reciprocal, and time-invariant one-port
network N, then

1. Whenever s� 0, Re Z(s)� 0.
2. If N contains no resistors, then

s> 0 implies Re Z(s)> 0
s¼ 0 implies Re Z(s)¼ 0
s< 0 implies Re Z(s)< 0

3. If N contains no capacitors, then
v> 0 implies Im Z(s)> 0
v¼ 0 implies Im Z(s)¼ 0
v< 0 implies Im Z(s)< 0

4. If N contains no self- and mutual-inductors, then
v> 0 implies Im Z(s)< 0
v¼ 0 implies Im Z(s)¼ 0
v< 0 implies Im Z(s)> 0

Similar results can be stated for the admittance function Y(s) simply by replacing Z(s), Re Z(s), and Im Z(s)
by Y(s), Re Y(s), and Im Y(s), respectively.
The theorem states that the driving-point impedance Z(s) of a passive LMC, RLM, or RC one-port

network maps different regions of the complex-frequency s-plane into various regions of the Z-plane.
Now, we assert that the driving-point immittance of a passive one-port is a positive-real function, and
every positive-real function can be realized as the input immittance of an RLCM one-port network.
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Definition 5.1: Positive-real function. A positive-real function F(s), abbreviated as a PR function, is
an analytic function of the complex variable s¼sþ jv satisfying the following three conditions:

1. F(s) is analytic in the open RHS (right-half of the s-plane), i.e., s> 0.
2. F sð Þ ¼ F sð Þ for all s in the open RHS.
3. Re F(s)� 0 whenever Re s� 0.

The concept of a positive-real function, as well as many of its properties, is credited to Otto Brune [1].
Our objective is to show that positive realness is a necessary and sufficient condition for a passive one-
port immittance. The above definition holds for both rational and transcendental functions. A rational
function is defined as a ratio of two polynomials. Network functions associated with any linear lumped
system, with which we deal exclusively in this section, are rational. In the case of rational functions, not
all three conditions in the definition are independent. For example, the analyticity requirement is implied
by the other two. The second condition is equivalent to stating the F(s) is real when s is real, and for a
rational F(s) it is always satisfied if all the coefficients of the polynomial are real.
Some important properties of a positive-real function can be stated as follows:

1. If F1(s) and F2(s) are positive real, so is F1[F2(s)].
2. If F(s) is positive real, so are 1=F(s) and F(1=s).
3. A positive-real function is devoid of poles and zeros in the open RHS.
4. If a positive-real function has any poles or zeros on the jv-axis (0 and1 included), such poles and

zeros must be simple. At a simple pole on the jv-axis, the residue is real positive.

Property 1 states that a positive-real function of a positive-real function is itself positive real, and
property 2 shows that the reciprocal of a positive-real function is positive real. The real significance of
the positive-real functions is its use in the characterization of the passive one-port immittances. This
characterization is one of the most penetrating results in network theory, and is stated as

THEOREM 5.2

A real rational function is the driving-point immittance of a linear, passive, lumped, reciprocal, and
time-invariant one-port network if and only if it is positive real.

The necessity of the theorem follows directly from Equation 5.19. The sufficiency was first established
by Brune in 1930 by showing that any given positive-real rational function can be realized as the input
immittance of a passive one-port network using only the passive elements such as resistors, capacitors,
and self- and mutual inductors. A formal constructive proof will be presented in the following section.

Example 5.1

Consider the passive one-port of Figure 5.2, the driving-point impedance of which is found to be

Z sð Þ ¼ 3s2 þ sþ 2
2s2 þ sþ 3

(5:21)

To verify that the function Z(s) is positive real, we compute its real part by substituting s¼sþ jv and
obtain
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Re Z sð Þ ¼ Re Z sþ jvð Þ ¼ Re
3 sþ jvð Þ2þ sþ jvð Þ þ 2

2 sþ jvð Þ2þ sþ jvð Þ þ 3

¼ 6 v2 � 1ð Þ2þ 12v2sþ 5v2 þ 6s3 þ 5s2 þ 14sþ 5ð Þs
2s2 � 2v2 þ sþ 3ð Þ2þv2 4sþ 1ð Þ2 � 0, s � 0 (5:22)

This, in conjunction with the facts that Z(s) is analytic in the open RHS and that all the coefficients of
Z(s) are real, shows that Z(s) is positive real.
Observe that if the function Z(s) is of high order, the task of ascertaining its positive realness is difficult

if condition 3 of Definition 5.1 is employed for checking. Hence, it is desirable to have alternate but much
simpler conditions for testing. For this reason, we introduce the following equivalent conditions that are
relatively easy to apply:

THEOREM 5.3

A rational function F(s) is positive real if and only if the following conditions are satisfied:

1. F(s) is real when s is real.
2. F(s) has no poles in the open RHS.
3. Poles of F(s) on the jv-axis, if they exist, are simple, and residues evaluated at these poles are real

and positive.
4. Re F(jv)� 0 for all v, except at the poles.

PROOF: From the definition of a PR function, we see immediately that all the conditions are necessary.
To prove sufficiency, we expand F(s) in a partial fraction as

F sð Þ ¼ k1sþ k0
s
þ
X
x

kx
sþ jvx

þ kx
s� jvx

� �" #
þ F1 sð Þ

¼ k1sþ k0
s
þ
X
x

2kxs
s2 þ v2

x

 !
þ F1 sð Þ (5:23)

where k1, k0, and kx are residues evaluated at the jv-axis poles j1, 0, and �jvx, respectively, and are real
and positive. F1(s) is the function formed by the terms corresponding to the open LHS (left-half of the
s-plane) poles of F(s), and therefore is analytic in the RHS and the entire jv-axis including the point at
infinity. For such a function, the minimum value of the real part throughout the region where the
function is analytic lies on the boundary, namely, the jv-axis. (See, for example, Churchill [2]. This shows

Z(S)

3 H 4/3 H

2/3 Ω

0.5 F

2 H

FIGURE 5.2 A passive one-port network.
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that the minimum value of Re F1(s) for all Re s� 0 occurs on the jv-axis; but according to Equation 5.23,
this value is nonnegative:

Re F1 jvð Þ ¼ Re F jvð Þ � 0 (5:24)

Thus, the real part of F1(s) is nonnegative everywhere in the closed RHS or

Re F1 sð Þ � 0 for Re s � 0 (5:25)

This, together with the fact that F1(s) is real whenever s is real, shows that F1(s) is positive real.
Since each term inside the parentheses of Equation 5.23 is positive real, and since the sum of two or

more positive-real functions is positive real, F(s) is positive real. This completes the proof of the theorem.
In testing for positive realness, we may eliminate some functions from consideration by inspection

because they violate certain simple necessary conditions. For example, a function cannot be PR if it has a
pole or zero in the open RHS. Another simple test is that the highest powers of s in numerator and
denominator not differ by more than unity, because a PR function can have at most a simple pole or zero
at the origin or infinity, both of which lie on the jv-axis.

A Hurwitz polynomial is a polynomial devoid of zeros in the open RHS. Thus, it may have zeros on the
jv-axis. To distinguish such a polynomial from the one that has zeros neither in the open RHS nor on
the jv-axis, the latter is referred to as a strictly Hurwitz polynomial. For computational purposes,
Theorem 5.3 can be reformulated and put in a much more convenient form.

THEOREM 5.4

A rational function represented in the form

F sð Þ ¼ P sð Þ
Q sð Þ ¼

m1 sð Þ þ n1 sð Þ
m2 sð Þ þ n2 sð Þ (5:26)

where m1(s), m2(s), and n1(s), n2(s) are the even and odd parts of the polynomials P(s) and Q(s),
respectively, is positive real if and only if the following conditions are satisfied:

1. F(s) is real when s is real.
2. P(s)þQ(s) is strictly Hurwitz.
3. m1(jv)m2(jv)� n1(jv)n2(jv)� 0 for all v.

A real polynomial is strictly Hurwitz if and only if the continued-fraction expansion of the ratio of the
even part to the odd part or the odd part to the even part of the polynomial yields only real and positive
coefficients, and does not terminate prematurely. For P(s)þQ(s) to be strictly Hurwitz, it is necessary
and sufficient that the continued-fraction expansion

m1 sð Þ þm2 sð Þ
n1 sð Þ þ n2 sð Þ
� ��1

¼ a1sþ 1

a2sþ 1
. .
.

þ 1
aks

(5:27)

yields only real and positive a’s, and does not terminate prematurely, i.e., k must equal the degree
m1(s)þm2(s) or n1(s)þ n2(s), whichever is larger. It can be shown that the third condition of the
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theorem is satisfied if and only if its left-hand-side polynomial does not have real positive roots of odd
multiplicity. This may be determined by factoring it or by the use of the Sturm’s theorem, which can be
found in most texts on elementary theory of equations. We illustrate the above procedure by the
following examples.

Example 5.2

Test the following function to see if it is PR:

F sð Þ ¼ 2s4 þ 4s3 þ 5s2 þ 5sþ 2
s3 þ s2 þ sþ 1

(5:28)

For illustrative purposes, we follow the three steps outlined in the theorem, as follows:

F sð Þ ¼ 2s4 þ 4s3 þ 5s2 þ 5sþ 2
s3 þ s2 þ sþ 1

¼ P sð Þ
Q sð Þ ¼

m1 sð Þ þ n1 sð Þ
m2 sð Þ þ n2 sð Þ (5:29)

where

m1 sð Þ ¼ 2s4 þ 5s2 þ 2, n1 sð Þ ¼ 4s3 þ 5s (5:30a)

m2 sð Þ ¼ s2 þ 1, n2 sð Þ ¼ s3 þ s (5:30b)

Condition 1 is clearly satisfied. To test condition 2, we perform the Hurwitz test, which gives

m1 sð Þ þm2 sð Þ
n1 sð Þ þ n2 sð Þ ¼ 2s4 þ 6s2 þ 3

5s3 þ 6s
¼ 2

5
sþ 1

25
18 sþ

1

324
165 sþ

1
33
54 s

(5:31)

Since all the coefficients are real and positive and since the continued-fraction expansion does not
terminate prematurely, the polynomial P(s)þQ(s) is strictly Hurwitz. Thus, condition 2 is satisfied.
To test condition 3, we compute

m1 jvð Þm2 jvð Þ � n1 jvð Þn2 jvð Þ ¼ 2v6 � 2v4 � 2v2 þ 2

¼ 2 v2 þ 1
� �

v2 � 1
� �2� 0 (5:32)

which is nonnegative for all v, or, equivalently, which does not possess any real positive roots of odd
multiplicity. Therefore F(s) is positive real.
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6.1 Introduction

In this chapter, we demonstrate that any rational positive-real function can be realized as the input
immittance of a passive one-port network terminated in a resistor, thereby also proving the sufficiency of
Theorem 5.2.
Consider the even part

Ev Z(s) ¼ r(s)¼ 1
2
[Z(s)þ Z(�s)] (6:1)

of a given rational positive-real impedance Z(s). As in Equation 5.26, we first separate the numerator and
denominator polynomials of Z(s) into even and odd parts, and write

Z(s)¼ m1 þ n1
m2 þ n2

(6:2)

Then, we have

r(s)¼ m1m2 � n1n2
m2

2 þ n22
(6:3)

showing that if s0 is a zero or pole of r(s), so is �s0. Thus, the zeros and poles of r(s) possess quadrantal
symmetry with respect to both the real and imaginary axes. They may appear in pairs on the real axis, in
pairs on the jv-axis, or in the form of sets of quadruplets in the complex-frequency plane. Furthermore,
for a positive-real Z(s), the jv-axis zeros of r( jv) are required to be of even multiplicity in order that Re Z
( jv)¼ r( jv) never be negative.
Suppose that we can extract from Z(s) a set of open-circuit impedance parameters zij(s) characterizing

a component two-port network, as depicted in Figure 6.1, which produces one pair of real axis zeros, one
pair of jv-axis zeros, or one set of quadruplet of zeros of r(s), and leaves a rational positive-real
impedance Z1(s) of lower degree, the even part of which r1(s) is devoid of these zeros but contains all

6-1



other zeros of r(s). After a finite q steps, we arrive at a rational positive-real impedance Zq(s), the even
part rq(s) of which is devoid of zeros in the entire complex-frequency plane, meaning that its even part
must be a nonnegative constant c:

rq(s) ¼ 1
2

Zq(s)þ Zq(�s)
� � ¼ c (6:4)

Therefore, Zq(s) is expressible as the sum of a reactance function* ZLC(s) and a resistance c:

Zq(s) ¼ ZLC(s)þ c (6:5)

which can be realized as the input impedance of a lossless two-port network terminated in a c-ohm
resistor, as shown in Figure 6.2.
To motivate our discussion, we first present a theorem credited to Richards [1,2], which is intimately

tied up with the famous Bott–Duffin technique [3].

THEOREM 6.1

Let Z(s) be a positive-real function that is neither of the form Ls nor 1=Cs. Let k be an arbitrary positive-
real constant. Then, the Richards function

W(s) ¼ kZ(s)� sZ(k)
kZ(k)� sZ(s)

(6:6)

is also positive real.

The degree of a rational function is defined as the sum of the degrees of its relatively prime numerator
and denominator polynomials. Thus, the Richards function W(s) is also rational, the degree of which is

zij(s) Z1(s)

FIGURE 6.1 Two-port network terminated in Z1(s).

ZLC (s)

c Ω

FIGURE 6.2 Two-port network terminated in a resistor.

* A formal definition will be given in Chapter 7.
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not greater than that of Z(s). It was first pointed out by Richards that if k can be chosen so that the even
part of Z(s) vanishes at k, then the degree of W(s) is at least two less than that of Z(s). Let

s0 ¼ s0 þ jv0 (6:7)

be a point in the closed RHS. Then, according to the preceding theorem, the function

W
_

1(s) ¼ s0Z(s)� sZ s0ð Þ
s0Z s0ð Þ � sZ(s)

(6:8)

is positive real if s0 is positive real; and the function

W1(s) ¼ Z s0ð ÞW_ 1 �s0ð Þ�s0W
_

1(s)� sW
_

1 �s0ð Þ
�s0W

_

1 �s0ð Þ � sW
_

1(s)
(6:9)

is positive real if s0 is a positive-real constant and W
_

1(s) is a positive-real function. Substituting Equation
6.8 in Equation 6.9 yields

W1(s) ¼ D1(s)Z(s)� B1(s)
�C1(s)Z(s)þ A1(s)

(6:10)

where

A1(s) ¼ q4s
2 þ s0j j2 (6:11a)

B1(s) ¼ q2s (6:11b)

C1(s) ¼ q3s (6:11c)

D1(s) ¼ q1s
2 þ s0j j2 (6:11d)

q1 ¼ R0=s0 � X0=v0

R0=s0 þ X0=v0
(6:12a)

q2 ¼ 2 Z0j j2
R0=s0 þ X0=v0

(6:12b)

q3 ¼ 2
R0=s0 � X0=v0

(6:12c)

q4 ¼ R0=s0 þ X0=v0

R0=s0 � X0=v0
¼ 1

q1
(6:12d)

in which

Z s0ð Þ ¼ R0 þ jX0 � Z0 (6:13)

In the case v0¼ 0, then X0=v0 must be replaced by Z0(s0):

X0

v0
! Z0 s0ð Þ ¼ dZ(s)

ds

����
s¼s0

(6:14a)

For s¼ 0 and R0¼ 0, R0=s0 is replaced by X0(v0):

R0

s0
! X0 v0ð Þ ¼ dZ(s)

ds

����
s¼jv0

(6:14b)
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Definition 6.1: Index set

For a given positive-real function Z(s), let s0 be any point in the open RHS or any finite nonzero point on the
jv-axis where Z(s) is analytic. Then, the set of four real numbers q1, q2, q3, and q4, as defined in Equations
6.12 through 6.14, is called the index set assigned to the point s0 by the positive-real function Z(s).

We illustrate this concept by the following example.

Example 6.1

Determine the index set assigned to the point s0¼ 0.4551þ j1.099 by the positive-real function

Z(s) ¼ s2 þ sþ 1
s2 þ sþ 2

(6:15)

From definition and Equation 6.15, we have

s0 ¼ 0:4551þ j1:099 ¼ s0 þ jv0 (6:16a)

Z s0ð Þ ¼ Z(0:4551þ j1:099)

¼ 0:7770þ j0:3218 ¼ 0:8410ej22:5
�

¼ R0 þ jX0 � Z0 (6:16b)

Z0j j2¼ 0:7073 (6:17)

obtaining from Equation 6.12

q1 ¼ 0:707, q2 ¼ 0:707, q3 ¼ 1:414, q4 ¼ 1:414 (6:18)

With these preliminaries, we now state the following theorem, which forms the cornerstone of the method
of cascade synthesis of a rational positive-real impedance according to the Darlington theory [4].

THEOREM 6.2

Let Z(s) be a positive-real function, which is neither of the form Ls nor 1=Cs, L and C being real
nonnegative constants. Let s0¼s0þ jv0 be a finite nonzero point in the closed RHS where Z(s) is analytic,
then the function

W1(s) ¼ D1(s)Z(s)� B1(s)
�C1(s)Z(s)þ A1(s)

(6:19)

is positive real; where A1, B1, C1, and D1 are defined in Equation 6.11 and {q1, q2, q3, q4} is the index set
assigned to the point s0 by Z(s). Furthermore, W1(s) possesses the following attributes:

(1) If Z(s) is rational, W1(s) is rational, the degree of which is not greater than that of Z(s), or

degree W1(s) � degree Z(s) (6:20)

(2) If Z(s) rational and if s0 is a zero of its even part r(s), then

degree W1(s) � degree Z(s)� 4, v0 6¼ 0 (6:21a)

6-4 Passive, Active, and Digital Filters



degree W1(s) � degree Z(s)� 2, v0 ¼ 0 (6:21b)

(3) If s0¼s0 > 0 is a real zero of r(s) of at least multiplicity 2 and if Z(s) is rational, then

degree W1(s) � degree Z(s)� 4 (6:22)

We remark that since Z(s) is positive real, all the points in the open RHS are admissible. Any point on the
jv-axis, exclusive of the origin and infinity, where Z(s) is analytic is admissible as s0.

We are now in a position to show that any positive-real function can be realized as the input
impedance of a lossless one-port network terminated in a resistor. Our starting point is Equation 6.19,
which after solving Z(s) in terms of W1(s) yields

Z(s) ¼ A1(s)W1(s)þ B1(s)
C1(s)W1(s)þ D1(s)

(6:23)

It can be shown that Z(s) can be realized as the input impedance of a two-port network N1, which is
characterized by its transmission matrix

T1(s) ¼
A1(s) B1(s)

C1(s) D1(s)

� �
(6:24)

terminated inW1(s), as depicted in Figure 6.3. To see this, we first compute the corresponding impedance
matrix Z1(s) of N1 from T1(s) and obtain

Z1(s) ¼
z11(s) z12(s)

z21(s) z22(s)

� �
¼ 1

C1(s)

A1(s) A1(s)D1(s)� B1(s)C1(s)

1 D1(s)

� �
(6:25)

The input impedance Z11(s) of N1 with the output port terminating in W1(s) is found to be

Z11(s) ¼ z11(s)� z12(s)z21(s)
z22(s)þW1(s)

¼ A1(s)W1(s)þ B1(s)
C1(s)W1(s)þ D1(s)

¼ Z(s) (6:26)

The determinant of the transmission matrix T1(s) is computed as

detT1(s) ¼ A1(s)D1(s)� B1(s)C1(s) ¼ s4 þ 2 v2
0 � s2

0

� �
s2 þ s0j j4 (6:27)

Observe that det T1(s) depends only upon the point s0 and not on Z(s), and that the input
impedance Z11(s) remains unaltered if each element of T1(s) is multiplied or divided by a nonzero

Z11(s) = Z (s) W1(s)N1

FIGURE 6.3 Two-port network N1 terminated in the impedance W1(s).

Passive Cascade Synthesis 6-5



finite quality. To complete the realization, we must now demonstrate that the two-port network N1

is physically realizable.

6.2 Type-E Section

Consider the lossless nonreciprocal two-port network of Figure 6.4 known as the type-E section. Our
objective is to show that this two-port realizes N1. To this end, we first compute its impedance matrix
ZE(s) as

ZE(s) ¼
L1(s)þ 1=Cs Msþ 1=Csþ z

Msþ 1=Cs� z L2sþ 1=Cs

� �
(6:28)

where M2¼ L1L2, the determinant of which is given by

det ZE(s) ¼ L1 þ L2 � 2M þ z2C
C

(6:29)

a constant independent of s due to perfect coupling. From the impedance matrix ZE(s), its corresponding
transmission matrix TE(s) is found to be

TE(s) ¼ 1
MCs2 � zCsþ 1

L1Cs2 þ 1 L1 þ L2 � 2M þ z2C
� �

s

Cs L2Cs2 þ 1

" #
(6:30)

To show that the type-E section realizes N1, we divide each element of T1(s) of Equation 6.24 by s0j j2
(MCs2� zCsþ 1). This manipulation will not affect the input impedance Z(s) but it will result in a
transmission matrix having the form of TE(s). Comparing this new matrix with Equation 6.30 in
conjunction with Equation 6.11 yields the following identifications:

L1C ¼ q4
s0j j2 (6:31a)

L1 þ L2 � 2M þ z2C ¼ q2
s0j j2 (6:31b)

L1 L2

NE

C

M

ξ

FIGURE 6.4 Type-E section.
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C ¼ q3
s0j j2 (6:31c)

L2C ¼ q1
s0j j2 (6:31d)

Solving these for the element values of the type-E section, we obtain

L1 ¼ q4
q3

¼ 1
q1q3

, L2 ¼ q1
q3

(6:32a)

C ¼ q3
s0j j2 , M ¼ 1

q3
, z ¼ � 2s0

q3
(6:32b)

Since the elements of the index set assigned to the point s0 by Z(s) are positive and finited for all admissible
points s0 in the closed RHS except at those admissible points s0¼ jv0 on the jv-axis where R0 6¼ 0, all the
elements in Equation 6.32 are physical. But at those admissible points s0¼ jv0 where R0 6¼ 0, R0=s0

becomes infinity and q1¼ q4¼ 1 and q2¼ q3¼ 0. Under this situation,W1(s)¼Z(s) and the corresponding
two-port network N1 degenerates into a pair of wires.

Appealing to Theorem 6.2 shows that if s0 is chosen to be a complex open RHS zero of the even part
r(s) of Z(s), the type-E section is capable of extracting a set of quadrantal zeros of r(s) and leads to at least
a four-degree reduction. For zeros of r(s) on the jv-axis or the s-axis, the type-E section degenerates into
other types of sections, as follows:

Case 1. s0¼s0> 0. Then, we have z¼ 0 and

L1 ¼ q4
q3

¼ 1
q1q3

, L2 ¼ q1
q3

, C ¼ q3
s2
0
, M ¼ � 1

q3
< 0 (6:33)

The type-E section degenerates to the Darlington type-C section, as shown in Figure 6.5.

Case 2. s0¼ jv0 and R0¼ 0. In this case, we replace R0=s0 by X0(v0) and the gyrator in the type-E section
can be avoided because z¼ 0. The type-E section degenerates into the Brune section of Figure 6.6, the
element values of which are given by

L1 ¼ q4
q3

¼ 1
q1q3

¼ v0X0 v0ð Þ þ X0

2v0
(6:34a)

L2 ¼ q1
q3

¼ v0X0 v0ð Þ � X0½ �2
2v0 v0X0 v0ð Þ þ X0½ � (6:34b)

L1 L2

NC

C

M < 0

FIGURE 6.5 Darlington type-C section.
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C ¼ q3
s0j j2 ¼

2
v0 v0X0 v0ð Þ � X0½ � (6:34c)

M ¼ 1
q3

¼ v0X0 v0ð Þ � X0

2v0
> 0 (6:34d)

In particular, if X0¼ 0 or Z( jv0)¼ 0, the Brune section degenerates into the two-port network of
Figure 6.7 with element values

L ¼ 1
2
X0 v0ð Þ, C ¼ 2

v2
0X0 v0ð Þ (6:35)

As v0 approaches zeros, this degenerate Brune section goes into the type-A section of Figure 6.8 with

L ¼ 1
2
Z0(0) (6:36)

When v0 approaches infinity, the degenerate Brune section collapses into the type-B section of Figure 6.9
with

2
C
¼ lim

s!1 sZ(s) (6:37)

L1 L2

NB

C

M > 0

FIGURE 6.6 Brune section.

L

C

FIGURE 6.7 Degenerate Brune section.
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Case 3. s0¼ jv0 and R0 6¼ 0. In this case, R0=s0 is infinity and

q1 ¼ q4 ¼ 1, q2 ¼ q3 ¼ 0 (6:38)

The type-E section degenerates into a pair of wires.
Therefore, the Brune section is capable of extracting any jv-axis zero of the even part of a positive-real

impedance, and leads to at least a four-degree reduction if jv0 is nonzero and finite, a two-degree
reduction otherwise. The latter corresponds to the type-A or type-B section.

Example 6.2

Consider the positive-real impedance

Z(s) ¼ 8s2 þ 9sþ 10
2s2 þ 4sþ 4

(6:39)

The zeros of its even part r(s) are found from the polynomial

m1m2 � n1n2 ¼ 16 s4 þ s2 þ 2:5
� �

(6:40)

obtaining

s0 ¼ s0 þ jv0 ¼ 0:735þ j1:020 (6:41a)

Z s0ð Þ � R0 þ jX0 ¼ 2:633þ j0:4279 ¼ 2:667ej9:23 � Z0 (6:41b)

The elements of the index set assigned to s0 by Z(s) are computed as

q1 ¼ 0:7904, q2 ¼ 3:556, q3 ¼ 0:6323, q4 ¼ 1:265 (6:42)

NA

L

FIGURE 6.8 Type-A section.

NB

C

FIGURE 6.9 Type-B section.

Passive Cascade Synthesis 6-9



Substituting these in Equation 6.32 yields the element values of the type-E section as shown in
Figure 6.10.

L1 ¼ 2 H, L2 ¼ 1:25 H, C ¼ 0:40 F (6:43a)

M ¼ 1:58 H, z ¼ �2:32 V (6:43b)

The terminating impedance W1(s) is a resistance of value

W1(s) ¼ Z(0) ¼ 2:5 V (6:44)

as shown in Figure 6.10.

6.3 Richards Section

In this part, we show that any positive real zero s0¼s0 of the even part r(s) of a positive-real impedance
Z(s), in addition to being realized by the reciprocal Darlington type-C section, can also be realized by a
nonreciprocal section called the Richards section of Figure 6.11.
Let Z(s) be a rational positive-real function. Then according to Theorem 6.1, for any positive real s0,

the function

W1(s) ¼ Z s0ð Þs0Z(s)� sZ s0ð Þ
s0Z s0ð Þ � sZ(s)

(6:45)

is also rational and positive real, the degree of which is not greater than that of Z(s). As pointed out by
Richards [1], if s0 is a zero of r(s), then

degree W1(s) � degree Z(s)� 2 (6:46)

Inverting Equation 6.45 for Z(s) yields

Z(s) ¼ s0W1(s)þ sZ s0ð Þ
sW1(s)=Z s0ð Þ þ s0

(6:47)

NE

L1 = 2.0 H L2 = 1.25 H

C = 0.4 F

M = 1.58 H

ζ = ±2.32 Ω

W
1 (s) = 2.5 Ω

FIGURE 6.10 Realization of the impedance function of (6.39).
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This impedance can be realized by the Richards section terminated in the impedance W1(s) as indicated
in Figure 6.12 with the element values

C ¼ 1
s0Z s0ð Þ , z ¼ �Z s0ð Þ (6:48)

6.4 Darlington Type-D Section

In the foregoing, we have demonstrated that the lossless two-port network N1 can be realized by the
lossless nonreciprocal type-E section, which degenerates into the classical type-A, type-B, type-C, and
the Brune sections when the even part zero s0 of the positive-real impedance is restricted to the jv-axis
or the positive s-axis. In the present section, we show that N1 can also be realized by a lossless reciprocal
two-port network by the application of Theorem 6.1 twice.
Let s0 be a zero of the even part r(s) of a rational positive-real impedance Z(s). By Theorem 6.2, the

functionW1(s) of Equation 6.19 is also rational positive real, and its degree is at least four or two less that
that of Z(s), depending on whether v0 6¼ 0 or v0¼ 0. Now, apply Theorem 6.2 to W1(s) at the same
point s0. Then, the function

W2(s) ¼ D2(s)W1(s)� B2(S)
�C2(s)W1(s)þ A2(s)

(6:49)

NR

ζ

C

FIGURE 6.11 Richards section.

ζ

C

NR

W1(s)

FIGURE 6.12 Realization of Z(s) by Richards section.
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is rational positive real, the degree of which cannot exceed that ofW1(s), being at least two or four degrees
less than that of Z(s), where

A2(s) ¼ p4s
2 þ s0j j2 (6:50a)

B2(s) ¼ p2s (6:50b)

C2(s) ¼ p3s (6:50c)

D2(s) ¼ p1s
2 þ s0j j2 (6:50d)

and {p1, p2, p3, p4} is the index set assigned to the point s0 by the positive-real function W1(s). Solving for
W1(s) in Equation 6.49 gives

W1(s) ¼ A2(s)W2(s)þ B2(s)
C2(s)W2(s)þ D2(s)

(6:51)

which can be realized as the input impedance of a two-port network N2 characterized by the transmission
matrix

T2(s) ¼
A2(s) B2(s)

C2(s) D2(s)

� �
(6:52)

terminated in W2(s), as depicted in Figure 6.13.
Consider the cascade connection of the two-port N1 of Figure 6.3 and N2 of Figure 6.13 terminated in

W2(s), as shown in Figure 6.14. The transmission matrix T(s) of the overall two-port network N is simply
the product of the transmission matrices of the individual two-ports:

T(s) ¼ T1(s)T2(s) (6:53)

W1(s) W2(s)N2

FIGURE 6.13 Realization of the impedance function W1(s).

Z(s) N2N1

N

W1(s)

W2(s)

FIGURE 6.14 Cascade connection of two-port networks N1 and N2.
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the determinant of which is found to be

det T(s) ¼ det T1(s)½ � det T2(s)½ � ¼ s4 þ 2 v2
0 � s2

0

� �
s2 þ s0j j4� �2

(6:54)

Thus, when N is terminated inW2(s), the input impedance of Figure 6.14 is Z(s). This impedance remains
unaltered if each element of T1(s) is divided by a nonzero finite quantity. For our purposes, we stipulate
that the two-port N1 be characterized by the transmission matrix

T
_

1(s) ¼ 1
D(s)

T1(s) (6:55)

where

D(s) ¼ s4 þ 2 v2
0 � s2

0

� �
s2 þ s0j j4 (6:56)

Using this matrix T
_

1(s) for N1, the transmission matrix T
_

1(s) of the overall two-port network N becomes

T
_
(s) ¼ 1

D(s)
T1(s)T2(s) � 1

D(s)

A(s) B(s)

C(s) D(s)

� �

¼ 1
D(s)

p4q4s4 þ s0j j4 p2q4 þ p1q2ð Þs3
þ p4 þ q4ð Þ s0j j2þp3q2
� �

s2 þ p2 þ q2ð Þ s0j j2s
p4q3 þ p3q1ð Þs3 p1q1s4 þ s0j j4þ p1 þ q1ð Þ s0j j2�
þ p3 þ q3ð Þ s0j j2s þp2q3�s2

2
66664

3
77775 (6:57)

The corresponding impedance matrix Z(s) of the overall two-port network is found to be

Z(s) ¼ 1
C(s)

A(s) D(s)

D(s) D(s)

� �
(6:58)

showing that N is reciprocal because Z(s) is symmetric.
Now consider the reciprocal lossless Darlington type-D section ND of Figure 6.15 with two perfectly

coupled transformers

L1L2 ¼ M2
1 , L3L4 ¼ M2

2 (6:59)

L1 L2

L3 L4C1

C2

M1

M2

ND

FIGURE 6.15 Darlington type-D section ND.

Passive Cascade Synthesis 6-13



The impedance matrix ZD(s) of ND is found to be

ZD(s) ¼
L1sþ 1

C2s
þ s=C1

s2 þ v2
a

M1sþ 1
C2s

þ v2
aM2s

s2 þ v2
a

M1sþ 1
C2s

þ v2
aM2s

s2 þ v2
a

L2sþ 1
C2s

þ v2
aL4s

s2 þ v2
a

2
6664

3
7775 (6:60)

where va
2¼ 1=C1L3.

Setting ZD(s)¼Z(s) in conjunction with Equation 6.57 and after considerable algebraic manipulations,
we can make the following identifications:

L1 ¼ p4q4
p4q3 þ p3q1

(6:61a)

L2 ¼ p1q1
p4q3 þ p3q1

¼ M2
1

L1
(6:61b)

M1 ¼ 1
p4q3 þ p3q1

¼ ffiffiffiffiffiffiffiffiffi
L1L2

p
(6:61c)

C2 ¼ p3 þ q3
s0j j2 (6:61d)

v2
a ¼ v2

1 ¼
s0j j2 p3 þ q3ð Þ
p4q3 þ p3q1

(6:61e)

M2 ¼ �v4
1 � 2 v2

0 � s2
0

� �
v2
1 þ s0j j4

v4
1 p4q3 þ p3q1ð Þ

¼ � p23q
2
3 W1 s0ð Þ þ Z s0ð Þq1
�� ��2

s0j j2 p4q3 þ p3q1ð Þ p3 þ q3ð Þ2 � 0 (6:61f)

L4 ¼
p1 þ q1ð Þ s0j j2þp2q3

� �
v2
1 � p1q1v4

1 � s0j j4
v4
1 p4q3 þ p3q1ð Þ ¼ � q3M2

p3
(6:61g)

L3 ¼ M2
2

L4
¼ � p3M2

q3
(6:61h)

C1 ¼ 1
v2
1L3

¼ � q3
v2
1p3M2

(6:61i)

Thus, all the element values except M2 are nonnegative, and the lossless reciprocal Darlington type-D
section is equivalent to the two type-E sections in cascade.

Example 6.3

Consider the positive-real impedance

Z(s) ¼ 6s2 þ 5sþ 6
2s2 þ 4sþ 4

(6:62)

the even part of which has a zero at

s0 ¼ s0 þ jv0 ¼ 0:61139þ j1:02005 (6:63)
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The elements of the index set assigned to s0 by Z(s) are given by

q1 ¼ 0:70711, q2 ¼ 1:76784, q3 ¼ 0:94283, q4 ¼ 1:41421 (6:64)

The terminating impedance W1(s) is determined to be

W1(s) ¼ W1(0) ¼ Z(0) ¼ 1:5 V (6:65)

The elements of the index set assigned to the point s0 by W1(s) are found to be

p1 ¼ 1, p2 ¼ 1:83417, p3 ¼ 0:81519, p4 ¼ 1 (6:66)

Substituting these in Equation 6.61 yields the desired element values of the type-D section, as follows:

L1 ¼ p4q4
p4q3 þ p3q1

¼ 0:93086 H (6:67a)

L2 ¼ p1q1
p4q3 þ p3q1

¼ 0:46543 H (6:67b)

M1 ¼ 1
p3q3 þ p3q1

¼ 0:65822 H (6:67c)

C2 ¼ p3 þ q3
s0j j2 ¼ 1:24303 F (6:67d)

v2
1 ¼

s20
�� �� p3 þ q3ð Þ
p4q3 þ p3q1

¼ 1:63656 (6:67e)

M2 ¼ �v4
1 � 2 v2

0 � s2
0

� �
v2
1 þ s0j j4

v4
1 p4q3 þ p3q1ð Þ ¼ �0:61350 H (6:67f)

L4 ¼ � q3M2

p3
¼ 0:70956 H (6:67g)

ND

L2 = 0.465 HL1 = 0.931 H

L4 = 0.710 HC1 = 1.152 F

C2 = 1.243 F

M2 = –0.614 H

M1 = 0.658 H

L 3
 =

 0.
53

1 H 1.5 Ω

FIGURE 6.16 Darlington type-D section terminated in a resistor.
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L3 ¼ M2
2

L4
¼ � p3M2

q3
¼ 0:53044 H (6:67h)

C1 ¼ 1
v2
1L3

¼ � q3
v2
1p3M2

¼ 1:15193 F (6:67i)

The complete network together with its termination is presented in Figure 6.16.
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7.1 Introduction

In Chapter 6, we showed that any positive-real function can be realized as the input immittance
of a passive one-port network, which is describable as a lossless two-port network terminated in a
resistor. Therefore, insofar as the input immittance is concerned, any passive network is equivalent
to one containing at most one resistor. In this section, we consider the synthesis of a one-port
network composed only of self and mutual inductors and capacitors called the LCM one-port, or a
one-port composed only of resistors and capacitors called the RC one-port.

7.2 LCM One-Port Networks

Consider the input impedance Z(s) of an LCM one-port network written in the form

Z(s) ¼ m1 þ n1
m2 þ n2

(7:1)

the even part of which is given by

r(s) ¼ m1m2 � n1n2
m2

2 � n22
(7:2)

Since the one-port is lossless, we have

r( jv) ¼ Re Z( jv) ¼ 0 for all v (7:3)

To make Re Z( jv)¼ 0, there are three nontrivial ways: (1) m1¼ 0 and n2¼ 0, (2) m2¼ 0 and n1¼ 0, and
(3) m1m2� n1n2¼ 0. The first possibility leads Z(s) to n1=m2, the second to m1=n2. For the third
possibility, we require that m1m2¼ n1n2 or

m1 þ n1ð Þm2 ¼ m2 þ n2ð Þn1 (7:4)
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which is equivalent to

Z(s) ¼ m1 þ n1
m2 þ n2

¼ n1
m2

(7:5)

Therefore, the driving-point immittance of a lossless network is always the quotient of even to odd or odd
to even polynomials. Its zeros and poles must occur in quadrantal symmetry, being symmetric with
respect to both axes. As a result, they are simple and purely imaginary from stability considerations, or
Z(s) can be explicitly written as

Z(s) ¼ H
s2 þ v2

z1

� �
s2 þ v2

z2

� �
s2 þ v2

z3

� � � � �
s s2 þ v2

p1

� �
s2 þ v2

p2

� �
. . .

(7:6)

where vz1� 0. This equation can be expanded in partial fraction as

Z(s) ¼ Hsþ K0

s
þ
Xn
i¼1

2Kis
s2 þ v2

i
(7:7)

where vpi¼vi, and the residues H, K0, and Ki are all real and positive.
Substituting s¼ jv and writing Z( jv)¼Re Z( jv)þ j Im Z( jv) results in an odd function known as the

reactance function X(v):

X(v) ¼ Im Z( jv) ¼ Hv� K0

v
þ
Xn
i¼1

2Kiv

�v2 þ v2
i

(7:8)

Taking the derivatives on both sides yields

dX(v)
dv

¼ H þ K0

v2
þ
Xn
i¼1

2Ki v
2 þ v2

i

� �
�v2 þ v2

ið Þ2 (7:9)

Since every factor in this equation is positive for all positive and negative values of v, we conclude that

dX(v)
dv

> 0 for�1 < v < 1 (7:10)

It states that the slope of the reactance function versus frequency curve is always positive, as depicted in
Figure 7.1. Consequently, the poles and zeros of Z(s) alternate along the jv-axis. This is known as the
separation property for reactance function credited to Foster [1]. Because of this, the pole and zero
frequencies of Equation 7.6 are related by

0 � vz1 < vp1 < vz2 < vp2 < � � � (7:11)

We now consider the realization of Z(s). If each term on the right-hand side of Equation 7.7 can be
identified as the input impedance of the LC one-port, the series connection of these one-ports would
yield the desired realization. The first term is the impedance of an inductor of inductance H, and the
second term corresponds to a capacitor of capacitance 1=K0. Each of the remaining term can be realized
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as a parallel combination of an inductor of inductance 2Ki=v
2
i and a capacitor of capacitance 1=2Ki. The

resulting realization is shown in Figure 7.2 known as the first Foster canonical form. Likewise, if we
consider the admittance function Y(s)¼ 1=Z(s) and expanded it in partial fraction, we obtain

Y(s) ¼ ~Hsþ
~K0

s
þ
Xn
i¼1

2~Kis
s2 þ v2

i
(7:12)

which can be realized by the one-port of Figure 7.3 known as the second Foster canonical form. The term
canonical form refers to a network containing the minimum number of elements to meet given
specifications.

ω0

(a)

X(ω)

(b)

ω0

X(ω)

FIGURE 7.1 Plots of reactance function X(v) versus v. (a) The origin is a zero. (b) The origin is a pole.

H 1/K0

1/2K1 1/2Kn

2K1/ω2
1 2Kn/ω2

n

FIGURE 7.2 First Foster canonical form.

1/K0

2K1/ω2
1 2Kn/ω2

n

1/2K1 1/2Kn

H~

~

~

~

~

~

FIGURE 7.3 Second Foster canonical form.
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We summarize the preceding results by stating the following theorem:

THEOREM 7.1

A real rational function is the input immittance function of an LCM one-port network if and only if all of
its zeros and poles are simple, lie on the jv-axis, and alternate with each other.
In addition to the two Foster canonical forms, there is another synthesis procedure, that gives rise to

one-ports known as the Cauer canonical form [2]. Let us expand, Z(s) in a continued fraction

Z(s) ¼ m(s)
n(s)

¼ L1sþ 1

C2sþ 1

L3sþ 1

C4sþ 1

. .
.

(7:13)

where m(s) is assumed to be of higher degree than n(s). Otherwise, we expand Y(s)¼ 1=Z(s) instead of
Z(s). Equation 7.13 can be realized as the input impedance of the LC ladder network of Figure 7.4 and is
known as the first Cauer canonical form.
Suppose now that we rearrange the numerator and denominator polynomials m(s) and n(s) in

ascending order of s, and expand the resulting function in a continued fraction. Such an expansion yields

Z(s) ¼ m(s)
n(s)

¼ a0 þ a2s2 þ � � � þ ak�2sk�2 þ aksk

b1sþ b3s3 þ � � � þ bk�1sk�1

¼ 1
C1s

þ 1
1
L2s

þ 1
1
C3s

þ 1
1
L4s

þ 1

. .
.

(7:14)

which can be realized by the LC ladder of Figure 7.5 known as the second Cauer canonical form.

L1 L3 L5

C2 C4 C6

FIGURE 7.4 First Cauer canonical form.

C1 C3 C5

L2 L4 L6

FIGURE 7.5 Second Cauer canonical form.

7-4 Passive, Active, and Digital Filters



Example 7.1

Consider the reactance function

Z(s) ¼ s s2 þ 4ð Þ s2 þ 36ð Þ
s2 þ 1ð Þ s2 þ 25ð Þ s2 þ 81ð Þ (7:15)

For the first Foster canonical form, we expand Z(s) in a partial fraction

Z(s) ¼ 7s=128
s2 þ 1

þ 11s=64
s2 þ 25

þ 99s=128
s2 þ 81

(7:16)

and obtain the one-port network of Figure 7.6.
For the second Foster canonical form, we expand Y(s)¼ 1=Z(s) in a partial fraction

Y(s) ¼ sþ 225=16
s

þ 4851s=128
s2 þ 4

þ 1925s=128
s2 þ 36

(7:17)

and obtain the one-port network of Figure 7.7.
For the Cauer canonical form, we expand the function in a continued fraction

Z(s) ¼ 1

sþ 1

0:015sþ 1

6:48sþ 1

8:28� 10�3sþ 1

12:88sþ 1
0:048s

(7:18)

and obtain the one-port network of Figure 7.8.

7/128 H

128/7 F 128/99 F64/11 F

11/1600 H 11/1152 H

FIGURE 7.6 First Foster canonical form.

16/225 H

128/4851 H

4851/512 F

128/1925 H

1925/4608 F

1 F

FIGURE 7.7 Second Foster canonical form.
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For the second Cauer canonical form, we rearrange the polynomials in ascending order of s, then
expand the resulting function in a continued fraction, and obtain

Z(s) ¼ 1
14:06
s

þ 1
0:092
s

þ 1
49:84
s

þ 1
0:66
s

þ 1
192:26

s
þ 1
0:248
s

(7:19)

The desired LC ladder is shown in Figure 7.9.

7.3 RC One-Port Networks

In this part, we exploit the properties of impedance functions of the RC one-ports from the known
properties of the LCM one-ports of Section 7.2.
From a given RC one-portNRC, we construct an LC one-portNLC by replacing each resistor of resistance

Ri by an inductor of inductance Li¼Ri. Suppose that we use loop analysis for both NRC and NLC, and
choose the same set of loop currents. In addition, assume that the voltage source at the input port is
traversed only by loop current A. Then the input impedance ZLC(s) of NLC is determined by the equation

ZLC(s) ¼
~D(s)
~D11(s)

(7:20)

where
~D is the loop determinant
~D11 is the cofactor corresponding to loop current 1 in NLC

0.015 H 0.048 H8.28 mH

1F 6.48 F 12.88 F

FIGURE 7.8 First Cauer canonical form.

0.071 H 0.02 H 5.2 mH

1.52 F10.87 F 4.03 F

FIGURE 7.9 Second Cauer canonical form.

7-6 Passive, Active, and Digital Filters



Similarly, the input impedance ZRC(s) of NRC can be written as

ZRC(s) ¼ D(s)
D11(s)

(7:21)

where D is the loop determinant and D11 is the cofactor corresponding to loop current 1 in NRC. It is not
difficult to see that these loop determinants and cofactors are related by

D(s) ¼
~D(p)
pr

�����
p2¼s

(7:22a)

D11(s) ¼
~D11(p)
pr�1

�����
p2¼s

(7:22b)

where r is the order of the loop determinants ~D and D. Combining Equations 7.20 through 7.22 yields

ZRC(s) ¼ 1
p
ZLC(p)

� �
p2¼s

(7:23)

This relation allows us to deduce the properties of RC networks from those of the LC networks.
Substituting Equations 7.6 and 7.7 in Equation 7.23, we obtain the general forms of the RC impedance
function as

ZRC(s) ¼ H
sþ sz1ð Þ sþ sz2ð Þ sþ sz3ð Þ � � �

s sþ sp1
� �

sþ sp2
� � � � � ¼ H þ K0

s
þ
Xn
i¼1

K̂i

sþ si
(7:24)

where szj ¼ v2
zj, spi ¼ v2

pi, si ¼ v2
i and K̂i ¼ 2Ki, and from Equation 7.11

0 � sz1 < sp1 < sz2 < sp2 < � � � (7:25)

Thus, the zeros and poles of an RC impedance alternate along the nonpositive real axis. This property
turns out also to be sufficient to characterize the RC impedances.

THEOREM 7.2

A real rational function is the driving-point impedance of an RC one-port network if and only if all the
poles and zeros are simple, lie on the nonpositive real axis, and alternate with each other, the first critical
frequency (pole or zero) being a pole.
The slope of ZRC(s) is found from Equation 7.24 to be

dZRC(s)
ds

¼ �K0

s2
�
Xn
i¼1

K̂i

sþ sið Þ2 (7:26)

which is negative for all values of s, since K0, and k̂i are positive. Thus, we have

dZRC(s)
ds

< 0 (7:27)
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A plot of ZRC(s) as a function of s is shown in Figure 7.10. Since no poles and zeros exist along the
positive real axis, we have

ZRC(1) � ZRC(0) (7:28)

We now proceed to the realization of the RC one-port networks. Suppose that we are given ZRC(s) as in
Equation 7.24. By analogy to the LC case, this impedance can be realized by the one-port network of
Figure 7.11 called the first Foster canonical form for the RC impedance.
To obtain the second Foster canonical form, we expand YRC(s)=s in a partial fraction, where YRC(s)¼

1=ZRC(s), and then multiply the resulting equation by s. The reason is that a direct partial-fraction
expansion of YRC(s) will result in negative residues. Proceeding in this way, we obtain

YRC(s) ¼ K0 þ K1sþ
Xn
i¼1

Kis
sþ si

(7:29)

yielding the one-port network of Figure 7.12.
As before, in addition to the two Foster forms, RC ladder realizations are also possible. Following the

LC case, we perform a continued-fraction expansion of ZRC(s) and obtain

ZRC (∞)

ZRC (σ)

ZRC (0)

0 σ

FIGURE 7.10 Plot of ZRC(s) as a function of s.

1/K0H
K  1/σ1
ˆ K  n/σn

ˆ

1/K  1ˆ 1/K  nˆ

FIGURE 7.11 First Foster Canonical Form.
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ZRC(s) ¼ R1 þ 1

C2sþ 1

R3 þ 1

C4sþ 1

. .
.

(7:30)

This expansion can be realized by the ladder network of Figure 7.13 known as the first Cauer canonical
form for RC impedance. If we rearrange the terms of ZRC(s) so that the numerator and denominator
polynomials appear in ascending order of s, the resulting continued-fraction expansion takes the
general form

ZRC(s) ¼ 1
C1s

þ 1
1
R2

þ 1
1
C3s

þ 1
1
R4

þ 1
1
C5s

þ 1

. .
.

(7:31)

yielding the second Cauer canonical form of Figure 7.14.

1/K0 K∞

1/K1 1/Kn

K1/σ1 Kn/σn

FIGURE 7.12 Second Foster canonical form.

R1 R3 R5

C2 C4 C6

FIGURE 7.13 First Cauer canonical form.

C1 C3 C5

R2 R4 R6

FIGURE 7.14 Second Cauer canonical form.
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Example 7.2

Consider the impedance function

Z(s) ¼ s2 þ 12sþ 35
s2 þ 10sþ 24

(7:32)

To obtain the first Foster canonical form, we expand Z(s) in partial fraction as

Z(s) ¼ 1þ 3=2
sþ 4

þ 1=2
sþ 6

(7:33)

and obtain the one-port of Figure 7.15.
For the second Foster canonical form, the proper function to expand is Y(s)=s, yielding

Y(s) ¼ 24
35

þ s=10
sþ 5

þ 3s=14
sþ 7

(7:34)

The corresponding realization is shown in Figure 7.16.
For the first Cauer canonical form, we expand Z(s) in a continued fraction as

Z(s) ¼ 1þ 1
s
2
þ 1
4
9
þ 1
27s
2

þ 1
1
72

(7:35)

3/8 Ω 1/12 Ω
1 Ω

2/3 F 2 F

FIGURE 7.15 First Foster canonical form.

10 Ω 14/3 Ω

35/24 Ω

1/50 F 3/98 F

FIGURE 7.16 Second Foster canonical form.
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which can be realized by the ladder of Figure 7.17. To obtain the second Cauer canonical form, we
rearrange the numerator and denominator polynomials in ascending order of s, and then expand in a
continued fraction

Z(s) ¼ 35þ 12sþ s2

24þ 10sþ s2
¼ 1

0:69þ 1
19:76
s

þ 1

0:306þ 1
692:91

s
þ 1
8:36� 10�3

(7:36)

yielding the ladder of Figure 7.18.

References

1. R. M. Foster, A reactance theorem, Bell System Tech. J., 3, 259–267, 1924.
2. W. Cauer, Synthesis of Linear Communication Networks, New York: McGraw-Hill, Chapters 5 and 6,

1958.

1 Ω 4/9 Ω 1/72 Ω

1/2 F 27/2 F

FIGURE 7.17 First Cauer canonical form.

0.051 F 1443.19 µF

1.46 Ω 3.27 Ω 119.67 Ω

FIGURE 7.18 Second Cauer canonical form.
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8.1 Introduction

In two-port synthesis, specifications are often given in terms of the transfer functions such as the transfer
voltage ratio, transfer current ratio, transfer impedance, or transfer admittance. The actual realization,
however, is accomplished by means of the y- or z-parameters. Figure 8.1 shows a two-port network
driven by a voltage source with output terminating in an impedance Z2(s). It is straightforward to
show that the transfer voltage ratio function G12(s) can be expressed in terms of its y-parameters yij(s) or
z-parameters zij(s) by the equation

G12(s) ¼ V2

V1
¼ �y21

y22 þ Y2
(8:1)

where Y2(s)¼ 1=Z2(s). When the output is open-circuited, Equation 8.1 becomes

G12(s) ¼ V2

V1
¼ �y21

y22
¼ z21

z11
(8:2)

Likewise, the transfer current ratio a12(s) can be expressed as

a12(s) ¼ � I2
I1
¼ z21

z22 þ Z2
(8:3)

The zeros of transmission of a two-port network are defined as the frequencies at which the two-port
results in zero output for a finite input. They play an important role in ladder development. There are
many ways of producing zeros of transmission. One possibility to prevent the input signal from reaching
the output is by shorting together all transmission paths or by opening all transmission paths by means of
a series or parallel resonance. Another possibility is that signals transmitted by different paths cancel at
the output.
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Observe from Equations 8.1 and 8.2 that zero output, V2¼ 0, implies a zero for each of these functions.
Therefore, zeros of transmission are zeros of �y21 or z21 provided y21 and y22 or z21 and z11 have the
same poles. For the ladder network, the transmission can be interrupted only by the short circuit in a
shunt arm or an open circuit in a series arm. The short circuit of a shunt arm corresponds to the
pole frequencies of its admittances, whereas the open circuit of a series arm corresponds to
the pole frequencies of its impedances. Therefore, the zeros of transmission of a ladder network can be
identified directly with the zeros of the impedances of the shunt arms and the poles of the impedances of
the series arms. For the LC ladder, all zeros of transmission lie on the jv-axis, and for the RC ladder they
are on the nonpositive real axis of the complex-frequency s-plane.

8.2 LC Ladder

For LC ladders, the conditions imposed on�y21 and y22 or z21 and z22 are that the driving-point functions
y22 and z22 be positive real with poles and zeros interlaced on the jv-axis. The transfer functions�y21 and
z21, assuming to have the same poles as y22 or z22, must have all of its zeros on the jv-axis. However,
these zeros need not be interlaced with the poles and they may not be simple. Our strategy in realization is
that of carrying out the driving-point synthesis of y22 or z22, using Cauer ladder development method,
in such a way that the zeros of transmission are realized at the same time. The procedure consists of two
steps: a zero-shifting step and a zero-producing step, as described below.

Zero shifting by partial removal. Consider an impedance of Equation 7.6, the partial-fraction expansion of
which is given in Equation 7.7. The first term on the right-hand side of Equation 7.7 is due to
the contribution of the pole at the infinity. If this term Hs is subtracted from Z(s), the resulting function
Z(s)�Hs is devoid of the pole at the infinity. We say that the pole at infinity has been removed
completely. Instead of complete removal of this pole, suppose that we subtract a fraction of the terms
Hs from Z(s) by introducing a constant kp such that

Z1(s) ¼ Z(s)� kpHs, kp < 1 (8:4)

We say that the pole at infinity has been partially removed or weakened. The function Z1(s) that results
from the partial removal of the pole at infinity still possesses the pole at infinity. Since all the zeros of
Z1(s) are again located on the jv-axis, these zeros are found by substituting s¼ jv in Equation 8.4,

X1(v) ¼ X(v)� kpHv (8:5)

where Z1(jv)¼ jX1(v). The zeros of X1(v) are values of v satisfying the equation

X(v) ¼ kpHv (8:6)

Solutions to this equation are found graphically from the intersections of the curves X(v) and kpHv, as
depicted in Figure 8.2. Observe that all the zeros in the resulting function are shifted toward the pole

I1 I2

V1 V1 V2N Z2(s)

+

–

+

–

+

–

FIGURE 8.1 Terminated two-port network.
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being weakened. The amount of shift of the zeros from their original positions depends on the value of kp
and the proximity of a zero to the pole being weakened.
We next consider the term K0=s in Equation 7.7 due to the pole at the origin. The partial removal of

this pole is equivalent to the operation

Z2(s) ¼ Z(s)� kp
K0

s
(8:7)

As before, the zeros of Z2(s) are defined by the intersections of the curves X(v) and �kp(K0=v) with v,

X(v) ¼ �kp
K0

v
(8:8)

as illustrated in Figure 8.3. Observe again that the zeros are shifted toward the pole being weakened,
which is at the origin.
Finally, for the finite nonzero poles, the corresponding factors take the general form 2Kis=(s

2þv2
i ).

The partial removal of this pair of complex conjugate poles results in the new function

Z3(s) ¼ Z(s)� kp
2Kis

s2 þ v2
i
, kp < 1 (8:9)

The zeros of this function are defined by the intersections of the plots of X(v) and �kp(2Kiv=(v
2�v2

i ))
with v,

X(v) ¼ �kp
2Kiv

v2 � v2
i
, kp < 1 (8:10)

as illustrated in Figure 8.4.
Our conclusion is that the partial removal of a pole shifts the zeros toward that pole. The amount of

shift depends on the value of kp and the proximity of a zero to that pole, but in no case can a zero be
shifted beyond an adjacent pole.

X(ω)X(ω)X(ω)
Hω

kP Hω

Zero
shift

Zero
shift

ω0

FIGURE 8.2 Zero shifting by weakening the pole at the infinity.
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Zero producing by complete pole removal. After a zero of transmission has been shifted to a
desired location by the partial removal of an appropriate pole, the realization of this zero of transmission
is accomplished by the complete removal of the pole of the reciprocal function corresponding to
the shifted zero. For the LC ladder two-ports, a series combination of an inductor L and a capacitor
C produces a zero at its resonant frequency v ¼ 1

ffiffiffiffiffiffi
LC

p�
and this network is used in the shunt arm in

the ladder to produce the desired zero of transmission. Likewise, the parallel connection of L and C yields

X(ω) X(ω)

–kPK0 /ω

Zero
shift

Zero
shift

ω0
X(ω)

–K0 /ω

FIGURE 8.3 Zero shifting by weakening the pole at the origin.

X(ω) X(ω)

Zero
shift

Zero
shift

X(ω)

Zero
shift

–kP2Kiω/(ω2 – ω2
i )

ωωi0

FIGURE 8.4 Zero shifting by weakening a finite nonzero pole.
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an infinite impedance at its resonant frequency, and is used in the series arm of the ladder. They are shown
in Figure 8.5.

Example 8.1

We wish to design a lossless two-port network terminated in a 100-V resistor to meet the specifications
for the transfer voltage-ratio function

G12(s) ¼ V2
V1

¼ K
s2 þ 4

s3 þ 4s2 þ 9sþ 4
(8:11)

within a multiplicative constant.

Since magnitude scaling does not affect the voltage transfer ratio, without loss of generality, we first
assume that the terminating resistor is 1V. Equation 8.11 can be rewritten as

G12(s) ¼ K

s2 þ 4
s s2 þ 9ð Þ

4 s2 þ 1ð Þ
s s2 þ 9ð Þ þ 1

¼ �y21
y22 þ Y2

¼ �y21
y22 þ 1

(8:12)

We can make the following identifications:

�y21(s) ¼ K
s2 þ 4

s s2 þ 9ð Þ , y22(s) ¼ 4
s2 þ 1

s s2 þ 9ð Þ (8:13)

Both functions have the same poles at s¼ 0 and s ¼ � j3 and the zeros of transmission of the ladder are
located at s¼�j2 and s¼1. These poles and zeros are shown in Figure 8.6. To realize the zero of
transmission at s¼1, we remove the pole of z1(s)¼ 1=y22(s) at s¼1.

z1(s) ¼ 1
y22(s)

¼ s s2 þ 9ð Þ
4 s2 þ 1ð Þ ¼

2s
s2 þ 1

þ s
4

(8:14)

After subtracting the term s=4 corresponding to an inductor of inductance 1=4 H shown in Figure 8.7
from z1(s), the remaining impedance z2(s) is found to be

z2(s) ¼ 2s
s2 þ 1

(8:15)

L2

L1

C1

C2

FIGURE 8.5 Zero producing sections in a ladder network.
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To realize the zero of transmission at s¼�j2, we partially weaken the pole of the admittance

y2(s) � 1
z2(s)

¼ s2 þ 1
2s

(8:16)

at s¼1 in order to shift the zero at s¼�j to s¼�j2, or

y3(� j2) ¼ y2(s)� kp
1
2
s

����
s¼�j2

¼ �4þ 1
�j2� 2

� kp
1
2
j2 ¼ 0 (8:17)

yielding kp¼ 3=4. The new function becomes

y3(s) ¼ s2 þ 1
2s

� 3
8
s ¼ s2 þ 4

8s
(8:18)

after the removal of a shunt capacitor of capacitance 3=8 F, as shown in Figure 8.7. The factor (s2þ 4) in
the numerator was anticipated because our objective was to produce a zero in the driving-point
admittance y3(s) at s¼�j2. To realize this zero, we consider the reciprocal function z3(s)¼ 1=y3(s) by
complete removal of its pole at s¼�j2. This yields a parallel connection of L¼ 2 H and C¼ 1=8 F shown
in Figure 8.7. The final realization is obtained by magnitude-scaling by a factor of 100. The realized
constant K is found from the network to be K¼ 1.

–y21

y22

y2

y3
z3

z2

z1

0 1 2 3 ∞

FIGURE 8.6 Poles and zeros of LC immittances.

2 H

1/8 F

3/8 F

1/4 H
2

1́ 2́

1

1 Ω

FIGURE 8.7 LC ladder realization of the transfer voltage ratio (Equation 8.11).
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8.3 RC Ladder

We now consider the realization of RC ladder with prescribed �y21(s) and y22(s) or z21(s) and z22(s).
Following the LC case, the zero shifting for the RC driving-point functions is accomplished by one or any
combination of the following three operations:

1. Partial removal of a constant Z(1) from Z(s)
2. Partial removal of a constant Y(0) from Y(s)
3. Partial removal of a pole from Z(s) or Y(s)

The first operation permits a series resistance to be removed so that the resulting impedance is still
positive real and possesses a desired zero of transmission:

Z1(s) ¼ Z(s)� kpZ(1), kp � 1 (8:19)

the zeros of which occur at those values of s satisfying

Z(s) ¼ kpZ(1), kp � 1 (8:20)

Observe that from Figure 8.8 all zeros are shifted toward s¼s¼�1 by the partial removal of Z(1)
because the slope is negative for the RC impedances.
The second operation corresponds to the removal of a shunt resistance, and the remaining admittance

Y1(s) ¼ Y(s)� kpY(0), kp � 1 (8:21)

is still positive real, the zeros of which occur at those values of s satisfying

Y(s) ¼ kpY(0), kp � 1 (8:22)

Observe from Figure 8.9 that these zeros again are shifted toward s¼ 0 in relation to those of Y(s).
Finally, the partial removal of a pole of Z(s) results in a parallel connection of a resistor and a capacitor,

and the remaining impedance becomes

Z2(s) ¼ Z(s)� kp
Ki

sþ si
, kp < 1 (8:23)

Z(σ) Z(σ) Z(σ)

Zero shiftZero shift Zero shift

Z(σ)

Z(∞)

σ

Z(0)

0

kpZ(∞)

FIGURE 8.8 Zero shifting by the partial removal of Z(1).
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the zeros of which occur at those values of s satisfying

Z(s) ¼ kp
Ki

sþ si
, kp < 1 (8:24)

As indicated in Figure 8.10, these zeros are again shifted toward the pole at s¼�si being partially
weakened.
Therefore, the partial removal of a constant or a pole shifts the zeros of the remaining function toward

the quantity being weakened. The amount of shift depends on the value of kp and the proximity of a zero
to that quantity. Once a zero is shifted to an appropriate location, its realization is accomplished by the
complete removal of the pole of the reciprocal function corresponding to the shifted zero.

Example 8.2

We wish to realize the transfer impedance

Z12(s) ¼ K
s(sþ 1)

2s2 þ 18sþ 34
(8:25)

of an RC two-port network terminated in a 1V resistor.

From Equation 8.3, the transfer impedance can be written as

Z12(s) ¼ V2

I1
¼ �I2 � 1

I1
¼ �I2

I1
¼ z21

z22 þ 1
¼

K
s(sþ 1)

(sþ 2)(sþ 5)
(sþ 3)(sþ 8)
(sþ 2)(sþ 5)

þ 1
(8:26)

Y(σ) Y(σ) Y(σ)

Zero shiftZero shift
Zero
shift

Y(σ)

Y(∞)

σ

Y(0)

0

kpY(0)

FIGURE 8.9 Zero shifting by partial removal of Y(0).
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identifying

z21(s) ¼ K
s(sþ 1)

(sþ 2)(sþ 5)
, z22(s) ¼ (sþ 3)(sþ 8)

(sþ 2)(sþ 5)
(8:27)

The zeros of transmission are located at s¼ 0 and s¼�1. Suppose that we wish to realize these zeros in
the order of�1 and 0. For this we consider the reciprocal function y1(s)¼ 1=z22(s), the zeros. and poles of
which are shown in Figure 8.11. Clearly, the zero at s¼�2 can be shifted to s¼�1 by partial removal
of the constant y1(0)¼ 5=12,

y2(�1) ¼ y1(�1)� kpy1(0) ¼ 0 (8:28)

Z(σ) Z(σ) Z(σ)

Z(σ)

σ

Z(0)

kpKi /(σ+σi)

Z(∞)

–σi

Zero shiftZero shift

Zero shift
0

FIGURE 8.10 Zero shifting by partial removal of a pole of an RC impedance.

z21

z22

z2

z3
y3
y4

z4

y2

y1

–1–2–3–4–5–6–7–8

FIGURE 8.11 Zeros and poles of RC immittances.
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obtaining kp¼ 24=35 and

y2(s) ¼ y1(s)� 24
35

y1(0) ¼ (sþ 1)(5sþ 22)
7 s2 þ 11sþ 24ð Þ (8:29)

This admittance has a zero at s¼�1, as expected. The partially removed constant kpy1(0) corresponds to
a shunt resistor of resistance 3.5V. To realize the zero of transmission at s¼�1, we consider the
reciprocal function z2(s)¼ 1=y2(s) by the complete removal of its pole at s¼�1. The remaining
impedance z3(s) becomes

z3(s) ¼ z2(s)�
98
17

sþ 1
¼ 7

5
� sþ 100

17

sþ 22
5

(8:30)

The removed pole corresponds to a parallel connection of a resistor of resistance 98=17V and a capacitor
of capacitance 17=98 F, as illustrated in Figure 8.12.
For the zero of transmission at s¼ 0, we consider the reciprocal function y3(s)¼ 1=z3(s). The zero of

y3(s) at s¼�22=5 can be shifted to 0 by partial removal of the constant y3(0)¼ 187=350, or

y4(0) ¼ y3(0)� kpy3(0) ¼ 0 (8:31)

yielding kp¼ 1. The remaining admittance y4(s) becomes

y4(s) ¼ y3(s)� y3(0) ¼
9
50 s

sþ 100
17

(8:32)

showing a zero at the origin, as anticipated. This zero is realized by the complete removal of the pole at
the origin of its reciprocal z4(s)¼ 1=y4(s), yielding

z5(s) ¼ z4(s)� 32:68
s

¼ 5:56 (8:33)

The complete realization is presented in Figure 8.12, from which the constant K is found to be K¼ 1.

8.4 Parallel or Series Ladders

The zeros of transmission of the LC ladders are restricted to the jv-axis and those of the RC ladders to the
negative real axis of the s-plane. For complex zeros of transmission such as those needed for certain
phase-correction applications, they cannot be realized by a single LC or RC ladder because there is only a
single transmission path from the input to the output. The use of parallel or series ladders, on the other

0.031 F

0.173 F

2

1.87 Ω 3.5 Ω 1 Ω5.56 Ω

1

1́ 2΄

5.765 Ω

FIGURE 8.12 RC ladder realization of the transfer impedance Z12(s).
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hand, provides a conduit for multiple path signal transmission, so that the signals arriving at the output
through the various paths may cancel one another, resulting in the zero output for a finite input.
Therefore, they are capable of producing complex zeros of transmission. This structure was first
suggested by Guillemin [1].
Figure 8.13 is the parallel connection of the ladder networks Na and Nb. The y-parameters yij of the

composite two-port N can be expressed in terms of those y0ija and y
0
ijb of the component two-ports Na and

Nb by the equation

yij ¼ y0ija þ y0ijb, i, j ¼ 1, 2 (8:34)

Thus, to realize �y21(s) and y22(s), we may separate them into pairs like �y021a, y
0
22a and �y021b, y

0
22b

realize an individual pair as an LC or RC ladder. Then connect these individual ladders in parallel to
realize �y21(s) and y22(s). In order for the procedure to succeed, we must resolve the following problem.
Recall than in the Cauer development of LC and RC ladders, �y21(s) is realized only within the
multiplicative constant k. Thus, the transfer admittances realized by the component two-ports actually
will be �kay0 21aand �kb y021b. The sum of these two functions will not result in the desired �ky21 unless
k¼ ka¼ kb. To circumvent this difficulty, we introduce an additional degree of freedom by adjusting the
admittance level of the a-ladder Na by a factor ba and the b-ladder Nb by bb. Then the functions of the
resulting realizations become

�y021a ¼ �bakay21a, y022a ¼ bay22a (8:35a)

�y021b ¼ �bbkby21b, y022b ¼ bby22b (8:35b)

where yij¼ yijaþ yijb, i, j¼ 1, 2. Substituting these in Equation 8.34 gives

y21 ¼ bakay21a þ bbkby21b (8:36a)

y22 ¼ bay22a þ bby22b (8:36b)

Our objective is to choose ba and bb to satisfy the above equations, once kaand kb are known. One way to
meet these requirements is to let y022a and y022b have the same zeros and poles as y22 but different scale
factors such that y022a ¼ bay22 and y022b ¼ bby22, obtaining from Equation 8.36b

Nα

Nβ

N

FIGURE 8.13 Parallel connection of two ladder networks.
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ba þ bb ¼ 1 (8:37)

Since we can only realize y21 within a multiplicative constant, we replace y21 by ky21 in Equation 8.36a,
and set

baka ¼ bbkb ¼ k (8:38)

These two equations can be solved to yield the desired scale factors ba and bb.
In general, for m ladders in parallel, we require

b1 þ b2 þ � � � þ bm ¼ 1 (8:39a)

b1k1 ¼ b2k2 ¼ � � � ¼ bmkm ¼ k (8:39b)

where
bi is the admittance scale factor for the ith ladder
ki is the realized multiplicative constant of the transfer admittance of the ith ladder

Once ki are known, these m simultaneous equations can be solved for the m unknowns bi, and
the admittance level of each ladder can be scaled accordingly. The scaled ladders are connected in
parallel to realize the �y21(s) specifications within the multiplicative constant k, and the y22(s) specifi-
cations exactly.
Similar results are obtained by using the z-parameters zij(s) and the series connection of the compon-

ent two-port networks, the details of which are omitted. However, a design example will be presented
below.

Example 8.3

We wish to realize an RC two-port network to meet the following specifications:

�y21(s) ¼ k
s2 þ 1

(sþ 5)(sþ 9)
(8:40a)

y22(s) ¼ (sþ 3)(sþ 7)
(sþ 5)(sþ 9)

(8:40b)

Since the zeros of transmission are located at s¼�j1, they cannot be realized by a single RC ladder. For
our purposes, we choose the y-parameters of the component two-ports as

�y21a(s) ¼ ka
s2

(sþ 5)(sþ 9)
, y22a(s) ¼ y22(s) (8:41a)

�y21b(s) ¼ kb
(sþ 5)(sþ 9)

, y22b(s) ¼ y22(s) (8:41b)

For the a-ladder, since the zeros of transmission are all at the origin, they can be realized by the second
Cauer canonical form shown in Figure 8.14 with ka¼ 0.043. For the b-ladder, since the zeros of
transmission are all at the infinity, they can be realized by the first Cauer canonical form of Figure
8.15 with kb¼ 21.
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Our next task is to adjust the admittance level of the individual ladders so that when they are
connected in parallel, the y22(s) specifications are realized exactly, and the �y21(s) specifications are
realized to within a multiplicative constant k. Appealing to Equations 8.37 and 8.38, we have

ba þ bb ¼ 1 (8:42a)

0:043ba ¼ 21bb ¼ k (8:42b)

yielding

ba ¼ 0:998 ffi 1, bb ¼ 2:043� 10�3 (8:43)

We now adjust the admittance level of the b-ladder by a factor bb¼ 2.0433 10�3, leaving the a-ladder
intact. The final realization is achieved by the parallel connection of the a-ladder and the resulting
b-ladder shown in Figure 8.16. The realized multiplicative constant for the overall transfer admittance
�y21(s) is found to be k¼ 0.043.

Example 8.4

We wish to realize the open-circuit transfer voltage ratio

G12(s) ¼ z21(s)
z11(s)

¼ k
s2 � 2sþ 10
s2 þ 8sþ 15

(8:44)

by an RC two-port network.

2

2.14 Ω2.04 Ω

1

1́ 2΄

23.26 Ω 0.00614 F 0.08 F

FIGURE 8.14 RC a-ladder realization.

21

1́ 2΄

4/3 F 1/4 F

3/21Ω 1 Ω 1 Ω

FIGURE 8.15 RC b-ladder realization.
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First, we multiply the numerator and denominator of G12(s) by the factor (sþ 2) to yield

G12(s) ¼ z21(s)
z11(s)

¼ k
s3 þ 6sþ 20

(sþ 2)(sþ 3)(sþ 5)
(8:45)

and then divide by (sþ 1)(sþ 2.5)(sþ 4) in order to make the following identifications:

z21(s) ¼ k
s3 þ 6sþ 20

(sþ 1)(sþ 2:5)(sþ 4)
(8:46a)

z11(s) ¼ (sþ 2)(sþ 3)(sþ 5)
(sþ 1)(sþ 2:5)(sþ 4)

(8:46b)

We next decompose the pairs into three pairs as follows:

z21a(s) ¼ ka
s3

(sþ 1)(sþ 2:5)(sþ 4)
, z11a(s) ¼ z11(s) (8:47a)

z21b(s) ¼ kb
6s

(sþ 1)(sþ 2:5)(sþ 4)
, z11b(s) ¼ z11(s) (8:47b)

z21g(s) ¼ kg
20

(sþ 1)(sþ 2:5)(sþ 4)
, z11g(s) ¼ z11(s) (8:47c)

1. The a-ladder. Since all the zeros of transmission are located at the origin, it can be realized by the
second Cauer canonical form of Figure 8.17 with ka¼ 1.

2. The b-ladder. Since one of the zeros of transmission is located at the origin, and two others at the
infinity, the first half of theb-ladder can be realized as the secondCauer canonical formand the second
half of the b-ladder by the first Cauer canonical forms as illustrated in Figure 8.18 with kb¼ 0.0117.

3. The g-ladder. Since all of its zeros of transmission are located at the infinity, it can be realized by
the first Cauer canonical form of Figure 8.19 with kg¼ 0.0145.

21

1΄ 2΄

23.26 Ω

2.14 Ω
2.04 Ω

0.00614 F 0.08 F

69.9 Ω 489.5 Ω 489.4 Ω

0.0027 F 0.00051 F

FIGURE 8.16 Parallel RC ladder realization of �y21(s) and y22(s).
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We next adjust the admittance level of the ladders so that when they are connected in parallel, the desired
specifications are realized. From Equation 8.39 we require that

ba þ bb þ bg ¼ 1 (8:48a)

baka ¼ bbkb ¼ bgkg ¼ k (8:48b)

These equations can be solved to yield

ba ¼ 0:0064, bb ¼ 0:552, bg ¼ 0:4416 (8:49)

with k¼ 0.0064. The final two-port network is shown in Figure 8.20.

21

1΄ 2΄

3 Ω 1.74 Ω 11.56 Ω 184.3 Ω

0.206 F 0.026 F 0.0017 F

FIGURE 8.17 a-Ladder.

1

1́

2

2΄

3 Ω

1.5 Ω 0.23 Ω

0.012 Ω30.8 F1.32 F

0.206 F

FIGURE 8.18 b-Ladder.

1́ 2΄

1 Ω 1.47 Ω 0.5 Ω

0.4 F 0.85 F 13.6 F 0.029 Ω

1 2

FIGURE 8.19 g-Ladder.
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1 2

0.0192 Ω 0.011 Ω 0.074 Ω 1.18 Ω

32.19 F 4.06 F

1.66 Ω 2.39 F 55.8 F

0.83 Ω 0.13 Ω

0.0066 Ω

0.44 Ω 0.65 Ω 0.22 Ω

0.013 Ω0.91 F 1.92 F 30.8 F

1:1

1:1

1:1

0.37 F

0.27 F
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FIGURE 8.20 RC two-port realization of the open-circuit voltage ratio G12(s).
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9.1 Introduction

In the design of communication systems, it is frequently required to synthesize a coupling network that
will transform a given frequency-dependent load impedance into another specified one. We refer to this
operation as impedance matching or equalization, and the resulting coupling network as a matching
network or equalizer.
Refer to the network configuration of Figure 9.1 where the source is represented either by its Thévenin

equivalent or by its Norton equivalent. Our objective here is to design a lossless two-port network or
equalizer N, which when inserted between a resistive source and a resistive load will yield a preassigned
transducer power-gain characteristic over the entire sinusoidal frequency spectrum. Explicit formulas for
the design of Butterworth and Chebyshev LC ladder networks will be given. The more complicated
situation where the load is frequency dependent will be discussed in Chapter 10.
In the networks of Figure 9.1, let Z11(s) and Z22(s) be the impedances looking into the input and output

ports when the output and input ports are terminated in z2(s) and z1(s), respectively. The input and
output reflection coefficients are defined by

r11(s) ¼
Z11(s)� z1(�s)
Z11(s)þ z1(s)

(9:1a)

r22(s) ¼
Z22(s)� z2(�s)
Z22(s)þ z2(s)

(9:1b)

respectively. We now demonstrate that the transducer power gain G(v2) defined as the ratio of average
power delivered to the load to the maximum available average power at the source is given by

G v2
� � ¼ 1� r11( jv)j j2 � r21( jv)j j2 (9:2)

where r21(s) is known as the transmission coefficient. To prove this, we first compute

1� r11(s)r11(�s) ¼ 4r1(s)R11(s)
Z11(s)þ z1(s)½ � Z11(�s)þ z1(�s)½ � (9:3)
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where

r1(s) ¼ Ev z1(s) ¼ 1
2
z1(s)þ z1(�s)½ � (9:4a)

R11(s) ¼ Ev Z11(s) ¼ 1
2
Z11(s)þ Z11(�s)½ � (9:4b)

are the even parts of z1(s) and Z11(s), respectively. Thus, the impedance facing the voltage source Vg

is given by

Vg(s)

I1(s)
¼ Z11(s)þ z1(s) (9:5)

On the jv-axis, Equation 9.3 reduces to

1� r11( jv)j j2¼ 4r1( jv)R11( jv)

Z11( jv)þ z1( jv)j j2 ¼
I1( jv)j j2R11( jv)

Vg( jv)
�� ��2=4r1( jv) (9:6)

The power input to the network of Figure 9.1a under sinusoidal steady state is

Pin ¼ I1( jv)j j2R11( jv) (9:7)

while the power output to the load is

Pout ¼ I2( jv)j j2r2( jv) (9:8)

where

r2(s) ¼ Ev z2(s) ¼ 1
2
z2(s)þ z2(�s)½ � (9:9)

z1

I1 I2

V1 V2 z2

Z22Z11

Vg

Lossless
equalizer

N
+

–

+

–

+

–

(a)

I1 I2

z2

Z11 Z22

Lossless
equalizer

N

(b)

+

–

+

–

+

–
V1 V2z1Ig =

Vg
z1

FIGURE 9.1 General broadband matching configuration. (a) The Thévenin equivalent. (b) The Norton equivalent.
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is the even part of z2(s). Since the two-port N is lossless, the power input must be equal to power
output or

I1( jv)j j2R11( jv) ¼ I2( jv)j j2r2( jv) (9:10)

The maximum average power that the source combination is capable of delivering to the network occurs
when the input port is conjugately matched or Z11( jv)¼�z1( jv). Under this condition, the maximum
available average power from the source combination is

Pava ¼
Vg( jv)
�� ��2
4r1( jv)

(9:11)

Substituting Equations 9.8 and 9.11 in Equation 9.6 yields

1� r11( jv)j j2¼ I2( jv)j j2r2( jv)
Vg( jv)
�� ��2=4r1( jv) ¼

Pout
Pava

¼ G v2
� �

(9:12)

Using Equation 9.2 shows that

r11( jv)j j2 þ r21( jv)j j2¼ 1 (9:13)

or

r11( jv)j j2 ¼ 1� average power to load
average power available

¼ average power available� average power to load
average power available

¼ ‘‘average reflected’’ power
average power available

(9:14)

r21( jv)j j2 ¼ average power to load
average power available

(9:15)

Therefore, the magnitude squared of the reflection coefficient jr11( jv)j2 denotes the fraction of the
maximum available average power that is reflected back to the source, and the magnitude squared of the
transmission coefficient jr21( jv)j2 represents the fraction of the maximum available average power that
is transmitted to the load from the source. In fact, their names are suggested by these interpretations. We
remark that since the transducer power gain G is a function of v2, it is written as G(v2) to emphasize this.

We next express the transmission coefficient in terms of other specifications. From Equation 9.12,
we have

r21[ jv]j j2¼ 4r1( jv)r2( jv)
I2( jv)
Vg( jv)

����
����
2

(9:16)

Substituting Vg( jv)¼ z1( jv)Ig( jv) in Equation 9.16 gives

r21( jv)j j2¼ 4r1( jv)r2( jv)

z1( jv)j j2
I2( jv)
Ig( jv)

����
����
2

(9:17)
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In terms of the transfer voltage ratio and transfer impedance, we apply the relation V2( jv)¼�I2( jv)
z2( jv) and obtain

r21( jv)j j2 ¼ 4r1( jv)r2( jv)

z2( jv)j j2
V2( jv)
Vg( jv)

����
����
2

(9:18)

r21( jv)j j2 ¼ 4r1( jv)r2( jv)

z1( jv)z2( jv)j j2
V2( jv)
Ig( jv)

����
����
2

(9:19)

Similarly, we can derive a relation between the output reflection coefficient r22( jv) and the transmission
coefficient r12( jv) magnitude squared as

r12( jv)j j2 �1� r22( jv)j j2 (9:20)

In fact, for the lossless reciprocal two-port network N we have

r21( jv)j j2 ¼ r12( jv)j j2 ¼1� r11( jv)j j2 ¼1� r22( jv)j j2 (9:21)

9.2 Double-Terminated Butterworth Networks

In this part, we show how to design a lossless two-port network operating between a resistive generator
with internal resistance R1 and a resistive load with resistance R2 to yield the nth-order Butterworth
transducer power-gain characteristic

G v2
� � ¼ r21( jv)j j2 ¼ Kn

1þ v=vcð Þ2n (9:22)

Since for a passive network G(v2) is bounded between 0 and 1, the DC gain Kn is restricted by

0 � Kn � 1 (9:23)

Substituting Equation 9.22 in Equation 9.12 yields the squared magnitude of the input reflection
coefficient as

r11( jv)j j2 ¼ 1� G v2
� � ¼ 1� r21( jv)j j2 ¼ 1� Kn þ v=vcð Þ2n

1þ v=vcð Þ2n (9:24)

or

r11( jv)r11(�jv) ¼ a2n 1þ v=avcð Þ2n
1þ v=vcð Þ2n (9:25)

where

a ¼ 1� Knð Þ1=2n (9:26)
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Appealing to analytic continuation by substituting v by �js results in

r11(s)r11(�s) ¼ a2n 1þ (�1)nx2n

1þ (�1)ny2n
(9:27)

where

y ¼ s
vc

, x ¼ y
a

(9:28)

To obtain the input reflection coefficient r11(s) from r11(s) r11(�s), we need to assign the zeros and
poles of Equation 9.27. Since r11(s) is devoid of poles in the closed RHS, we must assign all the LHS poles
to r11(s). The zeros of r11(s), however, may lie in the RHS, so that in general a number of different
numerators are possible. For our purposes, we choose only the LHS zeros for r11(s). Define a minimum-
phase reflection coefficient to be one that is devoid of zeros in the open RHS. Then, the minimum-phase
solution of Equation 9.27 can be written as

r11(s) ¼ �an q(x)
q(y)

(9:29)

where q(x) is the Hurwitz polynomial with unity leading coefficient formed by the LHS roots of the
equation 1þ (�1)nx2n¼ 0. From Equation 9.1a, the input impedance is found to be

Z11(s) ¼ R1
1þ r11(s)
1� r11(s)

(9:30)

Combining this with Equation 9.29 yields

Z11(s) ¼ R1
q(y)� anq(x)
q(y)� anq(x)

(9:31)

If both R1 and R2 are specified, then the DC gain Kn cannot be chosen independently. In fact, by
substituting s¼ 0 in Equation 9.31 and assuming that Kn 6¼ 0 we obtain

R2

R1
¼ 1þ an

1� an

� ��1

(9:32)

where the� signs are determined, respectively, according to R2�R1 and R2�R1. Therefore, if any two of
the three quantities R1, R2, and Kn are specified, the third one is fixed.

We now show that the input impedance Z11(s) can be realized by an LC ladder terminated in a resistor.
In fact, explicit formulas for their element values will be given, thereby reducing the design problem to
simple arithmetic. Depending upon the choice of the plus and minus signs in Equation 9.32, two cases are
distinguished.

Case 1. r11(0)� 0. With the choice of the plus sign, the input impedance becomes

Z11(s) ¼ R1
q(y)þ anq(x)
q(y)� anq(x)

(9:33)
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which can be expanded in a continued fraction about infinity, as in the first Cauer canonical form, and
results in an LC ladder terminated in a resistor:

Z11(s) ¼ L1sþ 1

C2Sþ 1

L3sþ 1

. .
. þ 1

W

(9:34)

whereW is a constant representing either a resistance or conductance. Depending upon whether n is odd
or even, the LC ladder has the configuration of Figure 9.2. The element values can be computed by the
following recurrence formulas:

L1 ¼ 2R1 sinp=2n
(1� a)vc

(9:35)

L2m�1C2m ¼ 4 sin g4m�3 sing4m�1

v2
c 1� 2a cos g4m�2 þ a2ð Þ (9:36a)

L2mþ1C2m ¼ 4 sin g4m�1 sing4mþ1

v2
c 1� 2a cos g4m þ a2ð Þ (9:36b)

for m ¼ 1, 2, . . . , n=2d e, the largest integer not greater than n=2; where

gm ¼ mp

2n
(9:37)

L1

L1

L3

L3

Ln–2 Ln

C2 C4 Cn–1

R1

R2

R2

Vg
– 

+

Ln–1Ln–3

C2 C4 Cn–2 Cn

R1

Vg

– 

+

(a) n odd

(b) n even

FIGURE 9.2 Butterworth LC ladder networks for r11(0)� 0.

9-6 Passive, Active, and Digital Filters



The values of the final elements can also be calculated directly by

Ln ¼ 2R2 sinp=2n
(1þ a)vc

, n odd (9:38a)

Cn ¼ 2 sinp=2n
R2(1þ a)vc

, n even (9:38b)

A complete derivation of these formulas was first given by Bossé [1]. Hence we can calculate the element
values starting from either the first or the last element. When R1¼R2, formulas Equation 9.36 reduce to

L2m�1 ¼ 2R1 sing4m�3

vc
(9:39a)

C2m ¼ 2 sing4m�1

R1vc
(9:39b)

Example 9.1

Given

R1 ¼ 70 V, R2 ¼ 200 V, vc ¼ 105 rad=s, n ¼ 4 (9:40)

obtain a Butterworth LC ladder to meet these specifications.

Since R2>R1, we choose the plus sign in Equation 9.32 and obtain r11(0)� 0, a¼ 0.833, and
gm¼ 22.5m. Thus, from Equations 9.35 and 9.36 the element values are found to be

L1 ¼ 2	 70 sin 22:5


(1� 0:833)	 105
¼ 3:2081 mH (9:41a)

C2 ¼ 4 sin 22:5
 sin 67:5


L1 1:6939� 1:666 cos 45
ð Þ 	 1010
¼ 0:085456 mF (9:41b)

L3 ¼ 4 sin 67:5
 sin 112:5


C2 1:6939� 1:666 cos 90
ð Þ 	 1010
¼ 2:3587 mH (9:41c)

C4 ¼ 4 sin 112:5
 sin 157:5


L3 1:6939� 1:666 cos 135
ð Þ 	 1010
¼ 0:020877 mF (9:41d)

Alternatively, C4 can be computed directly from Equation 9.39b as

C4 ¼ 2 sin 22:5


200	 (1þ 0:833)	 105
¼ 0:020877 mF (9:42)

The ladder network together with its termination is presented in Figure 9.3. This network possesses the
fourth-order Butterworth transducer power-gain response with a DC gain

K4 ¼ 1� a8 ¼ 0:7682 (9:43)
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Case 2. r11(0)< 0. With the choice of the minus sign, the input impedance can be expanded in a
continued fraction as

1
Z11(s)

¼ C1sþ 1

L2sþ 1

C3sþ 1

. .
. þ 1

W

(9:44)

which can be realized by the LC ladder networks of Figure 9.4, depending on whether W is even or odd,
where W is the terminating resistance or conductance. Formulas for the element values are similar to

Vg

– 

+

70 Ω

200 Ω0.085 μF 0.021 μF

2.36 mH3.21 mH

FIGURE 9.3 Fourth-order Butterworth LC ladder network.

Ln–2 Ln

Cn–1 R2

L2 L4

C1 C3

R1

Vg
– 

+

(a) n even

L2 L4 Ln–3 Ln–1

C1 C3 CnCn–2

R1

Vg

– 

+

(b) n odd

R2

FIGURE 9.4 Butterworth LC ladder networks for r11(0)< 0.
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those given in Equations 9.35 through 9.39 except that the roles of C’s and L’s are interchanged and
R1 and R2 are replaced by their reciprocals.

C1 ¼ 2 sinp=2n
R1(1� a)vc

(9:45a)

C2m�1L2m ¼ 4 sing4m�3 sin g4m�1

v2
c 1� 2a cos g4m�2 þ a2ð Þ (9:45b)

C2mþ1L2m ¼ 4 sing4m�1 sin g4mþ1

v2
c 1� 2a cos g4m þ a2ð Þ (9:45c)

for m ¼ 1, 2, . . . , n=2d e. The values of the final elements can also be calculated directly by

Cn ¼ 2 sinp=2n
R2(1þ a)vc

, n odd (9:46a)

Ln ¼ 2R2 sinp=2n
(1þ a)vc

, n even (9:46b)

9.3 Double-Terminated Chebyshev Networks

Now, we consider the problem of synthesizing an LC ladder which when connected between a resistive
source of internal resistance R1 and a resistive load of resistance R2 will yield a preassigned Chebyshev
transducer power-gain characteristic

G v2
� � ¼ r21( jv)j j2¼ Kn

1þ e2C2
n v=vcð Þ (9:47)

with Kn bounded between 0 and 1. Following Equation 9.24, the squared magnitude of the input
reflection coefficient can be written as

r11( jv)j j2¼ 1� G(v2) ¼ 1� r21( jv)j j2¼ 1� Kn þ e2C2
n v=vcð Þ

1þ e2C2
n v=vcð Þ (9:48)

Appealing to analytic continuation, we obtain

r11(s)r11(�s) ¼ 1� Knð Þ 1þ ê2C2
n(�jy)

1þ e2C2
n(�jy)

(9:49)

where

ê ¼ effiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� Kn

p (9:50)

As in the Butterworth case, we assign LHS poles to r11(s) and the minimum-phase solution of Equation
9.49 becomes

r11(s) ¼ � p̂(y)
p(y)

(9:51)
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where p(y) and p̂(y) are the Hurwitz polynomials with unity leading coefficient formed by the LHS roots
of the equations 1þ e2C2

n(�jy) ¼ 0 and 1þ ê2C2
n(�jy) ¼ 0, respectively. From Equation 9.1a, the input

impedance of the LC ladder when the output port is terminated in R2 is found to be

Z11(s) ¼ R1
p(y)� p̂(y)
p(y)� p̂(y)

(9:52)

A relationship among the quantities R1, R2, and Kn is given by

R2

R1
¼ 1þ ffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1� Kn
p

1� ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� Kn

p
� ��1

, n odd (9:53a)

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2

p þ ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2 � Kn

p
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2

p � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e2 � Kn

p
� ��1

, n even (9:53b)

where the� signs are determined, respectively, according to R2�R1 and R2�R1. Therefore, if n is odd
and the DC gain is specified, the ratio of the terminating resistances is fixed by Equation 9.53a. On the
other hand, if n is even and the peak-to-peak ripple in the passband and Kn or the DC gain is specified,
the ratio of the resistances is given by Equation 9.53b.
We now show that the input impedance Z11(s) can be realized by an LC ladder terminated in a resistor.

Again, explicit formulas for their element values will be given, thereby reducing the design problem to
simple arithmetic. Depending upon the choice of the plus and minus signs in Equation 9.51, two cases are
distinguished.

Case 1. r11(0)� 0. With the choice of the plus sign, the input impedance becomes

Z11(s) ¼ R1
p(y)þ p̂(y)
p(y)� p̂(y)

(9:54)

which can be expanded in a continued fraction as in Equation 9.34. Depending on whether n is odd or
even, the corresponding LC ladder network has the configurations of Figure 9.2. The element values can
be computed by the following recurrence formulas:

L1 ¼ 2R1 sinp=2n
sinh a� sinh âð Þ _vc

(9:55)

L2m�1C2m ¼ 4 sin g4m�3 sing4m�1

v2
c f2m�1 sinh a, sinh âð Þ (9:56a)

L2mþ1C2m ¼ 4 sin g4m�1 sing4mþ1

v2
c f2m sinh a, sinh âð Þ (9:56b)

for m ¼ 1, 2, . . . , n=2d e, where

gm ¼ mp

2n
(9:57a)

â ¼ 1
n
sinh�1

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� Kn

p
e

� �
(9:57b)

fm(u, v) ¼ u2 þ v2 þ sin2 g2m � 2uv cos g2m (9:57c)
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In addition, the values of the last elements can also be computed directly by the equations

Ln ¼ 2R2 sinp=2n
sinh aþ sinh âð Þvc

, n odd (9:58a)

Cn ¼ 2 sinp=2n
R2 sinh aþ sinh âð Þvc

, n even (9:58b)

A formal proof of these formulas was first given by Takahasi [2]. Hence, we can calculate the element
values starting from either the first or the last element.

Example 9.2

Given

R1 ¼ 150 V, R2 ¼ 470 V, vc ¼ 108p rad=s, n ¼ 4 (9:59)

find a Chebyshev LC ladder network to meet these specifications with peak-to-peak ripple in the
passband not exceeding 1.5 dB.

Since R1 and R2 are both specified, the minimum passband gain Gmin is fixed by Equation 9.53b as

Gmin � Kn

1þ e2
¼ 1�

470
150

� 1

470
150

þ 1

0
B@

1
CA
2

¼ 0:7336 (9:60)

For the 1.5 dB ripple in the passband, the corresponding ripple factor is given by

e ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
100:15 � 1

p
¼ 0:64229 (9:61)

obtaining K4¼ 1.036, which is too large for the network to be physically realizable. Thus, let K4¼ 1, the
maximum permissible value, and the corresponding ripple factor becomes

e ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

Gmin
� 1

r
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

0:7336
� 1

r
¼ 0:6026 or 1:345 dB � 1:5 dB (9:62)

We next compute the quantities

gm ¼ mp

2n
¼ 22:5m (9:63a)

a ¼ 1
4
sinh�1 1

0:6026
¼ 0:32, â ¼ 0 (9:63b)

fm( sinh 0:32, 0) ¼ sinh2 0:32þ sin2 g2m ¼ 0:1059þ sin2 g2m (9:63c)

Appealing to formulas Equations 9.55 and 9.56, the element values are calculated as follows:

L1 ¼ 2	 150 sin 22:5


( sinh 0:32� sinh 0)	 108p
¼ 1:123 mH (9:64a)
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C2 ¼ 4 sin 22:5
 sin 67:5


L11016p2 sinh2 0:32þ sin2 45

� � ¼ 21:062 pF (9:64b)

L3 ¼ 4 sin 67:5
 sin 112:5


C21016p2 sinh2 0:32þ sin2 90

� � ¼ 1:485 mH (9:64c)

C4 ¼ 4 sin 112:5
 sin 157:5


L31016p2 sinh2 0:32þ sin2 135

� � ¼ 15:924 pF (9:64d)

Alternatively, the last capacitance can also be computed directly from Equation 9.58b as

C4 ¼ 2 sin 22:5


470	 ( sinh 0:32þ sinh 0)	 108p
¼ 15:925 pF (9:65)

The LC ladder together with its terminations is presented in Figure 9.5.

Case 2. r11(0)< 0. With the choice of the minus sign in Equation 9.51, the input impedance, aside from
the constant R1, becomes the reciprocal of Equation 9.54

Z11(s) ¼ R1
p(y)� p̂(y)
p(y)þ p̂(y)

(9:66)

and can be expanded in a continued fraction as that shown in Equation 9.44. Depending on whether n is
even or odd, the LC ladder network has the configurations of Figure 9.4. Formulas for the element values
are similar to those given in Equations 9.55 through 9.58 except that the roles of C’s and L’s are
interchanged and R1 and R2 are replaced by their reciprocals:

C1 ¼ 2 sinp=2n
R1 sinh a� sinh âð Þvc

(9:67a)

C2m�1L2m ¼ 4 sin g4m�3 sing4m�1

v2
c f2m�1 sinh a, sinh âð Þ (9:67b)

C2mþ1L2m ¼ 4 sin g4m�1 sing4mþ1

v2
c f2m sinh a, sinh âð Þ (9:67c)

V
– 

+

150 Ω
21.062 pF 15.92 pF

1.123 μH 1.485 μH

470 Ω

FIGURE 9.5 Fourth-order Chebyshev LC ladder network for r11(0)� 0.
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for m ¼ 1, 2, . . . , n=2d e, where gm and fm(sinh a, sinh â) are defined in Equation 9.57. In addition, the
values of the last elements can also be computed directly by the formulas

Cn ¼ 2 sinp=2n
R2 sinh aþ sinh âð Þvc

, n odd (9:68a)

Ln ¼ 2R2 sinp=2n
sinh aþ sinh âð Þvc

, n even (9:68b)
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10.1 Introduction

Refer to the network configuration of Figure 10.1 where the source is represented either by its Thévenin
equivalent or by its Norton equivalent. The load impedance z2(s) is assumed to be strictly passive over a
frequency band of interest, because the matching problem cannot be meaningfully defined if the load is
purely reactive. Our objective is to design an ‘‘optimum’’ lossless two-port network or equalizer N to
match out the load impedance z2(s) to the resistive source impedance z1(s)¼R1, and to achieve a
preassigned transducer power-gain characteristic G(v2) over the entire sinusoidal frequency spectrum.
As stated in Chapter 9, the output reflection coefficient is given by

r22(s) ¼
Z22(s)� z2(�s)
Z22(s)þ z2(s)

(10:1)

where Z22(s) is the impedance looking into the output port when the input port is terminated in
the source resistance R1. As shown in Chapter 9, the transducer power gain G(v2) is related to the
transmission and reflection coefficients by the equation

G(v2) ¼ r21(jv)j j2 ¼ r12(jv)j j2 ¼ 1� r11(jv)j j2 ¼ 1� r22(jv)j j2 (10:2)

Recall that in computing r11(s) from r11(s)r11(�s) we assign all of the LHS poles of r11(s)r11(�s) to r11(s)
because with resistive load z2(s)¼R2, r11(s) is devoid of poles in the RHS. For the complex load, the poles
of r22(s) include those of z2(�s), which may lie in the open RHS. As a result, the assignment of poles of
r22(s)r22(�s) is not unique. Furthermore, the nonanalyticity of r22(s) leaves much to be desired in
terms of our ability to manipulate. For these reasons, we consider the normalized reflection coefficient
defined by

r(s) ¼ A(s)r22(s) ¼ A(s)
Z22(s)� z2(�s)
Z22(s)þ z2(s)

(10:3)
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where

A(s) ¼
Yq
i¼1

s� si
sþ si

, Re si > 0 (10:4)

is the real all-pass function defined by the open RHS poles si (i¼ 1, 2, . . . , q) of z2(�s). An all-pass
function is a function whose zeros are all located in the open RHS and whose poles are located at the LHS
mirror image of the zeros. Therefore, it is analytic in the closed RHS and such that

A(s)A(�s) ¼ 1 (10:5)

On the jv-axis, the magnitude of A(jv) is unity, being flat for all sinusoidal frequencies, and we have

jr(jv)j ¼ A(jv)r22(jv)j j ¼ r22(jv)j j (10:6)

and Equation 10.2 becomes

G(v2) ¼ 1� jr(jv)j2 (10:7)

This equation together with the normalized reflection coefficient r(s) of Equation 10.3 forms the
cornerstone of Youla’s theory of broadband matching [1].

10.2 Basic Coefficient Constraints

In Chapter 8, we define the zeros of transmission for a terminate two-port network as the frequencies at
which a zero output results for a finite input. We extend this concept by defining the zeros of
transmission for a one-port impedance.

Definition 10.1: Zero of transmission. For a given impedance z2(s), a closed RHS zero of
multiplicity k of the function

w(s) � r2(s)
z2(s)

(10:8)

where r2(s) is the even part of z2(s), is called a zero of transmission of order k of z2(s).

I1 I2

z1(s) = R1
z2(s)

Z22(s)

Vg

V1 V2
Lossless
equalizer

N

+

–

+

–
+

–

FIGURE 10.1 Schematic of broadband matching.
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The reason for this name is that if we realize the impedance z2(s) as the input impedance of a lossless
two-port network terminated in a 1�V resistor, the magnitude squared of the transfer impedance
function Z12(jv) between the 1�V resistor and the input equals the real part of the input impedance,

Z12(jv)j j2 ¼ Re z2(jv) ¼ r2(jv) (10:9)

After appealing to analytic continuation by substituting v by �js, the zeros of r2(s) are seen to be the
zeros of transmission of the lossless two-port.
Consider, for example, the RC impedance z2(s) of Figure 10.2,

z2(s) ¼ R1 þ R2

R2Csþ 1
(10:10)

the even part of which is given by

r2(s) ¼ 1
2
z2(s)þ z2(�s)½ � ¼ R1 þ R2 � R1R2

2C
2s2

1� R2
2C2s2

(10:11)

obtaining

w(s) ¼ r2(s)
z2(s)

¼ R2Cs2 � R1 þ R2ð Þ=R1R2C
R2Cs� 1ð Þ sþ R1 þ R2ð Þ=R1R2C½ � (10:12)

Thus, the impedance z2(s) has a zero of transmission of order 1 located at

s ¼ s0 ¼ 1
R2C

ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ R2

R1

r
(10:13)

For our purposes, the zeros of transmission are divided into four mutually exclusive classes.

Definition 10.2: Classification of zeros of transmission. Let s0¼s0þ jv0 be a zero of transmission of
an impedance z2(s). Then s0 belongs to one of the following four mutually exclusive classes depending
on s0 and z2(s0), as follows:

Class I: s0> 0, which includes all the open RHS zeros of transmission.
Class II: s0¼ 0 and z2(v0)¼ 0.

R2

R1

C

FIGURE 10.2 RC one-port network.
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Class III: s0¼ 0 and 0< z2(jv0)j j < 1.
Class IV: s0¼ 0 and z2(jv0)j j ¼ 1.

For the impedance z2(s) of Equation 10.10, its zero of transmission given in Equation 10.13 belongs to
Class I of order 1. If z2(s) is the load of the network of Figure 10.1, it imposes the basic constraints on the
normalized reflection coefficient r(s). These constraints are important in that they are necessary and
sufficient for r(s) to be physically realizable, and are most conveniently formulated in terms of the
coefficients of the Laurent series expansions of the following quantities about a zero of transmission
s0¼s0þ jv0 of order k of z2(s):

r(s) ¼ r0 þ r1(s� s0)þ r2(s� s0)
2 þ � � � ¼

X1
m¼0

rm(s� s0)
m (10:14a)

A(s) ¼ A0 þ A1(s� s0)þ A2(s� s0)
2 þ � � � ¼

X1
m¼0

Am(s� s0)
m (10:14b)

F(s) � 2r2(s)A(s) ¼ F0 þ F1(s� s0)þ F2(s� s0)
2 þ � � � ¼

X1
m¼0

Fm(s� s0)
m (10:14c)

We remark that the expansions of the Laurent type can be found by any method because it is unique,
and the resulting expansion is the Laurent series expansion. For the zero of transmission at infinity,
the expansions take the form

r(s) ¼ r0 þ
r1
s
þ r2

s2
þ r3

s3
þ � � � ¼

X1
m¼0

rm
sm

(10:15a)

A(s) ¼ A0 þ A1

s
þ A2

s2
þ A3

s3
þ � � � ¼

X1
m¼0

Am

sm
(10:15b)

F(s) ¼ F0 þ F1
s
þ F2

s2
þ F3

s3
þ � � � ¼

X1
m¼0

Fm
sm

(10:15c)

In fact, they can be obtained by means of the binomial expansion formula

(sþ c)n ¼ sn þ nsn�1cþ n(n� 1)
2!

sn�2c2 þ � � � (10:16)

which is valid for all values of n if j s j> j c j, and is valid only for nonnegative integers n if j s j � j c j.

Example 10.1

Assume that the network of Figure 10.1 is terminated in the passive impedance

z2(s) ¼ s
s2 þ 2sþ 1

(10:17)

and possesses the transducer power-gain characteristic

G v2
� � ¼ Kv2

v4 � v2 þ 1
, 0 � K � 1 (10:18)
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We first compute the even part

r2(s) ¼ 1
2
z2(s)þ z2(�s)½ � ¼ �2s2

(s2 þ 2sþ 1)(s2 � 2sþ 1)
(10:19)

of z2(s), and obtain the function

w(s) ¼ r2(s)
z2(s)

¼ �2s
s2 � 2sþ 1

(10:20)

showing that z2(s) possesses two Class II zeros of transmission at s¼ 0 and 1. Since the pole of z2(�s) is
located at s¼ 1 of order 2, the all-pass function A(s) takes the form

A(s) ¼ s2 � 2sþ 1
s2 þ 2sþ 1

(10:21)

The other required functions are found to be

F(s) ¼ 2A(s)r2(s) ¼ � 4s2

(s2 þ 2sþ 1)2
(10:22)

r(s)r(�s) ¼ 1� G(�s2) ¼ s4 þ (1þ K )s2 þ 1
s4 þ s2 þ 1

(10:23)

The minimum-phase solution of Equation 10.23 is determined as

� r̂(s) ¼ s2 þ ffiffiffiffiffiffiffiffiffiffiffi
1� K

p
sþ 1

s2 þ sþ 1
(10:24)

Now, we expand the functions A(s), F(s), and r̂(s) in Laurent series about the zeros of transmission at the
origin and at infinity, and obtain

A(s) ¼ 1� 4sþ � � � ¼ 1� 4
s
þ � � � (10:25)

F(s) ¼ 0þ 0� 4s2 þ � � � ¼ 0þ 0� 4
s2
þ � � � (10:26)

� r̂(s) ¼ 1þ (
ffiffiffiffiffiffiffiffiffiffiffi
1� K

p
� 1)sþ � � � ¼ 1þ

ffiffiffiffiffiffiffiffiffiffiffi
1� K

p � 1
s

þ � � � (10:27)

In both expansions, we can make the following identifications:

A0 ¼ 1, F0 ¼ 0, r0 ¼ 1 (10:28a)

A1 ¼ �4, F1 ¼ 0, r1 ¼
ffiffiffiffiffiffiffiffiffiffiffi
1� K

p
� 1 (10:28b)

F2 ¼ �4 (10:28c)

10.2.1 Basic Coefficient Constraints on r(S)

The basic constraints imposed on the normalized reflection coefficient r(s) by a load impedance z2(s) are
most succinctly expressed in terms of the coefficients of the Laurent series expansions (Equation 10.14) of
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the functions r(s), A(s), and F(s) about each zero of transmission s0¼s0þ jv0. Depending on the
classification of the zero of transmission, one of the following four sets of coefficient conditions must
be satisfied:

Class I: For x¼ 0, 1, 2, . . . , k� 1

Ax ¼ rx (10:29a)

Class II: Ax¼ rx for x¼ 0, 1, 2, . . . , k� 1, and

Ak � rk
Fkþ1

� 0 (10:29b)

Class III: Ax¼ rx for x¼ 0, 1, 2, . . . , k� 2, k� 2, and

Ak�1 � rk�1

Fk
� 0 (10:29c)

Class IV: Ax¼ rx for x¼ 0, 1, 2, . . . , k� 1, and

Fk�1

Ak � rk
� a�1, the residue of z2(s) evaluated at the poles ¼ jv0 (10:29d)

To determine the normalized reflection coefficient r (s) from a preassigned transducer power-gain
characteristic G(v2), we appeal to Equation 10.7 and analytic continuation by replacing v by –js
and obtain

r(s)r(�s) ¼ 1� G(�s2) (10:30)

Since the zeros and poles of r(s)r(�s) must appear in quadrantal symmetry, being symmetric with
respect to both the real and imaginary axes of the s-plane, and since r(s) is analytic in the closed RHS, the
open LHS poles of r(s)r(�s) belong to r(s) whereas those in the open RHS belong to r(�s). For a lumped
system, r(s) is devoid of poles on the jv-axis. For the zeros, no unique ways are available to assign them.
The only requirement is that the complex–conjugate pair of zeros must be assigned together. However,
if we specify that r(s) be made a minimum-phase function, then all the open LHS zeros of r(s)r(�s) are
assigned to r(s). The jv-axis zeros of r(s)r(�s) are of even multiplicity, and thus they are divided equally
between r(s) and r(�s). Therefore, r(s) is uniquely determined by the zeros and poles of r(s)r(�s) only
if r(s) is required to be minimum-phase.
Let r̂(s) be the minimum-phase solution of Equation 10.30. Then, any solution of the form

r(s) ¼ �h(s)r̂(s) (10:31)

is admissible, where �h(s) is an arbitrary real all-pass function possessing the property that

h(s)h(�s) ¼ 1 (10:32)

The significance of these coefficient constraints is that they are both necessary and sufficient for the
physical realizability of r(s), and is summarized in the following theorem. The proof of this result can be
found in Ref. [2].
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THEOREM 10.1

Given a strictly passive impedance z2(s), the function defined by the equation

Z22(s) � F(s)
A(s)� r(s)

� z2(s) (10:33)

is positive real if and only if jr(jv)j � 1 for all v and the coefficient conditions Equation 10.29 are satisfied.
The function Z22(s) defined in Equation 10.33 is actually the back-end impedance of a desired

equalizer. To see this, we solve for Z22(s) in Equation 10.3 and obtain

Z22(s) ¼ A(s) z2(s)þ z2(�s)½ �
A(s)� r(s)

� z2(s) ¼ F(s)
A(s)� r(s)

� z2(s) (10:34)

which is guaranteed to be positive real by Theorem 10.1. This impedance can be realized as the input
impedance of a lossless two-port network terminated in a resistor. The removal of this resistor gives the
desired matching network. An ideal transformer may be needed at the input port to compensate for
the actual level of the generator resistance R1.

Example 10.2

Design a lossless matching network to equalize the load impedance

z2(s) ¼ s
s2 þ 2sþ 1

(10:35)

to a resistive generator of internal resistance of 0.5 V and to achieve the transducer power-gain
characteristic

G v2
� � ¼ Kv2

v4 � v2 þ 1
, 0 � K � 1 (10:36)

From Example 10.1, the load possesses two Class II zeros of transmission of order 1 at s¼ 0 and s¼1.
The coefficients of the Laurent series expansions of the functions A(s), F(s), and r(s) about the zeros of
transmission at s¼ 0 and s¼1 were computed in Example 10.1 as

A0 ¼ 1, F0 ¼ 0, r0 ¼ 1 (10:37a)

A1 ¼ �4, F1 ¼ 0, r1 ¼
ffiffiffiffiffiffiffiffiffiffiffi
1� K

p
� 1 (10:37b)

F2 ¼ �4 (10:37c)

The coefficient constraints (Equation 10.29b) for the Class II zeros of transmission of order 1 become

A0 ¼ r0,
A1 � r1

F2
� 0 (10:38)

Clearly, the first condition is always satisfied. To meet the second requirement, we set

�4� ffiffiffiffiffiffiffiffiffiffiffi
1� K

p � 1
� �
�4

� 0 (10:39)

or 0� K� 1, showing that the maximum realizable K is 1. For our purposes, set K¼ 1 and choose the plus
sign in Equation 10.24. From Equation 10.34, the equalizer back-end impedance is computed as
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Z22(s) ¼ F(s)
A(s)� r̂(s)

� z2(s) ¼
�4s2

s2þ2sþ1ð Þ2
s2�2sþ1
s2þ2sþ1 � s2þ1

s2þsþ1

� s
s2 þ 2sþ 1

¼ s
3s2 þ 2sþ 3

(10:40)

This impedance can be realized as the input impedance of the parallel connection of an inductor
L¼ 1=3 H, a capacitor C¼ 3F, and a resistor R¼ 0.5 V. The resulting equalizer together with the load is
presented in Figure 10.3.

10.3 Design Procedure

We now outline an eight-step procedure for the design of an optimum lossless matching network that
equalizes a frequency-dependent load impedance z2(s) to a resistive generator of internal resistance R1

and achieves a preassigned transducer power-gain characteristic G(v2) over the entire sinusoidal
frequency spectrum.

Step 1. From a preassigned transducer power-gain characteristic G(v2), verify that G(v2) is an
even rational real function and satisfies the inequality

0 � G v2
� � � 1 for all v (10:41)

The gain level is usually not specified to allow some flexibility.

Step 2. From a prescribed strictly passive load impedance z2(s), compute

r2(s) � Ev z2(s) ¼ 1
2
[z2(s)þ z2(�s)] (10:42)

A(s) ¼
Yq
i¼1

s� si
sþ si

, Re si > 0 (10:43)

where si (i¼ 1, 2, . . . , q) are the open RHS poles of z2(�s), and

F(s) ¼ 2A(s)r2(s) (10:44)

Step 3. Determine the locations and the orders of the zeros of transmission of z2(s), which are
defined as the closed RHS zeros of the function

Vg

0.5 Ω

0.5 Ω3 F 1 H 1/3 H 1 F 

Z22(s)

+

–

FIGURE 10.3 Equalizer having transducer power-gain characteristics Equation 10.36.

10-8 Passive, Active, and Digital Filters



w(s) ¼ r2(s)
z2(s)

(10:45)

and divide them into respective classes according to Definition 10.2.

Step 4. Perform the unique factorization of the function

r̂(s)r̂(�s) ¼ 1� G �s2
� �

(10:46)

in which the numerator of the minimum-phase solution r̂(s) is a Hurwitz polynomial and the
denominator r̂(s) is a strictly Hurwitz polynomial.

Step 5. Obtain the Laurent series expansions of the functions A(s), F(s), and r̂(s) about each zero of
transmission s0 of z2(s), as follows:

A(s) ¼
X1
m¼0

Am s� s0ð Þm (10:47a)

F(s) ¼
X1
m¼0

Fm s� s0ð Þm (10:47b)

r̂(s) ¼
X1
m¼0

rm s� s0ð Þm (10:47c)

They may be obtained by any available methods.

Step 6. According to the classes of zeros of transmission, list the basic constraints (Equation 10.29)
imposed on the coefficients of Equation 10.47. The gain level is ascertained from these
constraints. If not all the constraints are satisfied, consider the more general solution

r(s) ¼ �h(s)r̂(s) (10:48)

where �h(s) is an arbitrary real all-pass function. Then repeat Step 5 for r(s), starting with lower-
order �h(s). If the constraints still cannot be satisfied, modify the preassigned transducer power-
gain characteristics G(v2). Otherwise, no match exists.

Step 7. Having successfully carried out Step 6, the equalizer back-end impedance is determined by
the equation

Z22(s) � F(s)
A(s)� r(s)

� z2(s) (10:49)

where r(s) may be r̂(s) and Z22(s) is guaranteed to be positive real.

Step 8. Realize Z22(s) as the input impedance of a lossless two-port network terminated in a
resistor. An ideal transformer may be required at the input port to compensate for the actual
level of the generator resistance R1. This completes the design of an equalizer.

Example 10.3

Design a lossless matching network to equalize the RLC load as shown in Figure 10.4 to a resistive
generator and to achieve the fifth-order Butterworth transducer power-gain characteristic with a
maximal DC gain. The cutoff frequency is 108 rad=s.
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To simplify the computation, we magnitude-scale the network by a factor of 10�2 and frequency-scale
it by a factor of 10�8. Thus, s denotes the normalized complex frequency and v the normalized real
frequency. The load impedance becomes

z2(s) ¼ s2 þ sþ 1
sþ 1

(10:50)

We now follow the eight steps outlined below to design a lossless equalizer to meet the desired
specifications.

Step 1. The fifth-order Butterworth transducer power-gain characteristic is given by

G v2
� � ¼ K5

1þ v10
, 0 � K5 � 1 (10:51)

Our objective is to maximize the DC gain K5.

Step 2. From the load impedance z2(s), we compute the functions

r2(s) ¼ 1
2
z2(s)þ z2(�s)½ � ¼ 1

1� s2
(10:52)

A(s) ¼ s� 1
sþ 1

(10:53)

where s¼ 1 is the open RHS pole of z2(�s), and

F(s) ¼ 2A(s)r2(s) ¼ �2

(sþ 1)2
(10:54)

Step 3. The zeros of transmission z2(s) are defined by the closed RHS zero of the function.

w(s) ¼ r2(s)
z2(s)

¼ 1
s2 þ sþ 1ð Þ(1� s)

(10:55)

indicating that s¼1 is a Class IV zero of transmission of order 3.

Step 4. Substituting Equation 10.51 in Equation 10.46 with �js replacing v gives

r(s)r(�s) ¼ 1� G(�s2) ¼ 1� K5
1� s10

¼ a10 1� x10

1� s10
(10:56)

Vg

100 Ω

R1

100 pF

G

ωc ω0

1 μH

FIGURE 10.4 Broadband matching of an RLC load to a resistive generator.
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where

a ¼ (1� K5)
1=10, x ¼ s

a
(10:57)

The minimum-phase solution of Equation 10.56 is found to be

r̂(s) ¼ s5 þ 3:23607as4 þ 5:23607a2s3 þ 5:23607a3s2 þ 3:23607a4sþ a5

s5 þ 3:23607s4 þ 5:23607s3 þ 5:23607s2 þ 3:23607sþ 1
(10:58)

The maximum attainable DC gain will be ascertained later from the coefficient conditions.

Step 5. The Laurent series expansions of the functions A(s), F(s), and r̂(s) about the zero of
transmission s0¼1 of z2(s) are obtained as follows:

A(s) ¼ s� 1
sþ 1

¼ 1� 2
s
þ 2
s2
� 2
s3
þ � � � (10:59a)

F(s) ¼ �2

(sþ 1)2
¼ 0þ 0� 2

s2
þ 4
s3
þ � � � (10:59b)

r̂(s) ¼ 1þ 3:23607(a� 1)
s

þ 5:23607(a� 1)2

s2

þ 5:23607(a3 � 3:23607a2 þ 3:23607a� 1)
s3

þ � � � (10:59c)

Step 6. For a Class IV zero of transmission of order 3, the coefficient conditions are, from Equation
10.29d with k¼ 3,

Am ¼ rm , m ¼ 0, 1, 2 (10:60a)

F2
A3 � r3

� a�1(1) ¼ 1 (10:60b)

where a�1(1) is the residue of z2(s) evaluated at the pole s¼1, which is also the zero of
transmission of z2(s). Substituting the coefficients of Equation 10.59 in Equation 10.60 yields the
constraints imposed on K5 as

A0 ¼ 1 ¼ r0 (10:61a)

A1 ¼ �2 ¼ r1 ¼ 3:23607(a� 1) (10:61b)

A2 ¼ 2 ¼ r2 ¼ 5:23607(a� 1)2 (10:61c)

yielding a¼ 0.3819664, and

F2
A3 � p3

¼ �2
�2� 5:23607(a3 � 3:23607a2 þ 3:23607a� 1)

� a�1(1) ¼ 1
(10:62)

This inequality is satisfied for a¼ 0.3819664. Hence, we choose a¼ 0.3819664 and obtain from
Equation 10.57 the maximum realizable DC gain K5 as

K5 ¼ 1� a10 ¼ 0:99993 (10:63)

Design of Broadband Matching Networks 10-11



With this value of K5, the minimum-phase reflection coefficient becomes

p̂(s) ¼ s5 þ 1:23607s4 þ 0:76393s3 þ 0:2918s2 þ 0:068884sþ 0:0081307
s5 þ 3:23607s4 þ 5:23607s3 þ 5:23607s2 þ 3:23607sþ 1

(10:64)

Step 7. The equalizer back-end impedance is determined by

Z22(s) � F(s)
A(s)� r̂(s)

� z2(s) ¼
�2

(sþ 1)2

s� 1
sþ 1 � r̂(s)

� s2 þ sþ 1
sþ 1

¼ 0:94427s4 þ 2:1115s3 þ 2:6312s2 þ 2:1591sþ 0:9919
1:0557s3 þ 2:3607s2 þ 2:3131sþ 1:0081

(10:65)

Step 8. Expanding Z22(s) in a continued fraction results in

Z22(s) ¼ 0:894sþ 1

1:88sþ 1
1:25sþ 1

0:455sþ 1
0:984

(10:66)

which can be identified as an LC ladder network terminated in a resistor. Denormalizing the
element values with regard to magnitude-scaling by a factor of 100 and frequency-scaling by a
factor 108 gives the final design of the equalizer of Figure 10.5.

Example 10.4

Design a lossless equalizer to match the load

z2(s) ¼ s2 þ 9sþ 8
s2 þ 2sþ 2

(10:67)

to a resistive generator and to achieve the largest flat transducer power gain over the entire sinusoidal
frequency spectrum.

Step 1. For truly-flat transducer power gain, let

G v2
� � ¼ K , 0 � K � 1 (10:68)

Vg

100 Ω

Z22(s)

100 pF

1 μH
0.894 μH1.25 μH

188 pF45.5 pF

98.4 Ω

+

–

FIGURE 10.5 Fifth-order Butterworth broadband matching equalizer.
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Step 2. The following functions are computed from z2(s):

r2(s)
s2 � 4ð Þ2

s2 þ 2sþ 2ð Þ s2 � 2sþ 2ð Þ (10:69a)

A(s) ¼ s2 � 2sþ 2
s2 þ 2sþ 2

(10:69b)

F(s) ¼ 2 s4 � 8s2 þ 16ð Þ
s2 þ 2sþ 2ð Þ2 (10:69c)

Step 3. Since

w(s) ¼ r2(s)
z2(s)

¼ s2 � 4ð Þ2
s2 � 2sþ 2ð Þ s2 þ 9sþ 8ð Þ (10:70)

the load impedance z2(s) possesses a Class I zero of transmission of order 2 at s¼ 2.

Step 4. Substituting Equation 10.68 in Equation 10.46 yields

r(s)r(�s) ¼ 1� K (10:71a)

the minimum-phase solution of which is found to be

r̂(s) ¼ �
ffiffiffiffiffiffiffiffiffiffiffi
1� K

p
(10:71b)

Step 5. For a Class I zero of transmission of order 2, the coefficient conditions (Equation 10.29a) become

A(2) ¼ r̂(2) (10:72a)

A1 ¼ dA(s)
ds

����
s¼2

¼ r1 ¼
dr(s)
ds

����
s¼2

(10:72b)

The Laurent series expansions of the functions A(s), F(s), and r̂(s) about the zero of transmission at
s¼ 2 are not needed.

Step 6. Substituting Equations 10.69b and 10.71b in Equation 10.72 gives

A0 ¼ A(2) ¼ 0:2 ¼ r0 ¼ �
ffiffiffiffiffiffiffiffiffiffiffi
1� K

p
(10:73a)

A1 ¼ dA(s)
ds

����
s¼2

¼ 0:08 6¼ r1 ¼ 0 (10:73b)

Since the coefficient conditions cannot all be satisfiedwithout the insertion of a real all-pass function, let

r(s) ¼ h(s)r̂(s) ¼ s� s1

sþ s1
r̂(s) (10:74)

Using this r(s) in Equation 10.72 results in the new constraints.

A0 ¼ 0:2 ¼ r0 ¼ � 2� s1

2þ s1

ffiffiffiffiffiffiffiffiffiffiffi
1� K

p
(10:75a)

A1 ¼ 0:08 ¼ r1 ¼ � 2s1

ffiffiffiffiffiffiffiffiffiffiffi
1� K

p

(2þ s1)
2 (10:75b)
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which can be combined to yield

s2
1 þ 5s1 � 4 ¼ 0 (10:76)

obtaining s1¼ 0.70156 or �5.7016. Choosing s1¼ 0.70156 and the plus sign for r(s), the
maximum permissible flat transducer power gain is found to be

Kmax ¼ 0:82684 (10:77)

Step 7. The equalizer back-end impedance is determined as

Z22(s) � F(s)
A(s)� r(s)

� z2(s) ¼ 1:4161sþ 0:8192
0:58388sþ 0:49675

(10:78)

Step 8. The positive-real impedance Z22(s) can be realized as the input impedance of a lossless two-
port network terminated in a resistor. The overall network is presented in Figure 10.6.

10.4 Explicit Formulas for the RLC Load

In many practical cases, the source can usually be represented by an ideal voltage source in series with a
pure resistor, which may be the Thévenin equivalent of some other network, and the load is composed of
the parallel combination of a resistor and a capacitor and then in series with an inductor, as shown in
Figure 10.7, which may include the parasitic effects of a physical device. The problem is to match out this
load and source over a preassigned frequency band to within a given tolerance, and to achieve a
prescribed transducer power-gain characteristic G(v2). In the case that G(v2) is of Butterworth or
Chebyshev type of response, explicit formulas for the design of such optimum matching networks for
any RLC load of the type shown in Figure 10.7 are available, thereby avoiding the necessity of applying
the coefficient constraints and solving the nonlinear equations for selecting the optimum design
parameters. As a result, we reduce the design of these equalizers to simple arithmetic.

10.4.1 Butterworth Networks

Refer to Figure 10.7. We wish to match out the load impedance

z2(s) ¼ Lsþ R
RCsþ 1

(10:79)

Vg

Z22(s)

1.577 F

1.65 Ω

+

–

z2(s)
1.062 H 1.562 H

M = 1.288 H

FIGURE 10.6 Lossless equalizer having a truly flat transducer power gain.
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to a resistive generator and to achieve the nth-order Butterworth transducer power-gain characteristic

G v2
� � ¼ Kn

1þ v=vcð Þ2n , 0 � Kn � 1 (10:80)

with maximum attainable DC gain Kn, where vc is the 3 dB bandwidth or the radian cutoff frequency.
The even part r2(s) of z2(s) is found to be

r2(s) ¼ �R
R2C2s2 � 1

(10:81)

Since z2(�s) has an open RHS pole at s¼ 1=RC, the all-pass real function defined by this pole is given by

A(s) ¼ s� 1=RC
sþ 1=RC

¼ RCs� 1
RCsþ 1

(10:82)

yielding

F(s) ¼ 2A(s)r2(s) ¼ �2R

(RCsþ 1)2
(10:83)

We next replace v by �js in Equation 10.80 and substitute the resulting equation in Equation 10.46 to
obtain

r(s)r(�s) ¼ a2n 1þ (�1)nx2n

1þ (�1)ny2n
(10:84)

where

y ¼ s
vc

, x ¼ y
a

(10:85a)

a ¼ 1� Knð Þ1=2n (10:85b)

As previously shown in Equation 9.29, the minimum-phase solution r̂(s) of Equation 10.84 is found to be

r̂(s) ¼ an q(x)
q(y)

(10:86)

Vg

Z22(s)

+

–

R1

C R

L

Lossless equalizer

N

FIGURE 10.7 Broadband matching of an RLC load to a resistive source.
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For our purposes, we consider the more general solution

r(s) ¼ �h(s)r̂(s) (10:87)

where �h(s) is an arbitrary first-order real all-pass function of the form

h(s) ¼ s� s1

sþ s1
, s1 � 0 (10:88)

Since the load impedance z2(s) possesses a Class IV zero of transmission at infinity of order 3, the
coefficient constraints become

Am ¼ rm, m ¼ 0, 1, 2 (10:89a)

La � F2
A3 � r3

� L (10:89b)

After substituting the coefficients F2, A3, and r3 from the Laurent series expansions of F(s), A(s), and r(s)
in Equation 10.89b, Equation 10.89a can all be satisfied by requiring that the DC gain be

Kn ¼ 1� 1� 2(1� RCs1) sing1
RCvc

� �2n
(10:90)

where gm is defined in Equation 9.37, and after considerable mathematical manipulations the constraint
(Equation 10.89b) becomes

La ¼ 4R sing1 sing3
(1� RCs1) RCv2

c a2 � 2a cosg2 þ 1ð Þ þ 4s1 sin g1 sin g3
� 	 � L (10:91)

The details of these derivations can be found in Ref. [3]. Thus, with Kn as specified in Equation 10.90, a
match is possible if and only if the series inductance L does not exceed a critical inductance La. To show
that any RLC load can be matched, we must demonstrate that there exists a nonnegative real s1 such that
La can be made at least as large as the given inductance L and satisfies the constraint (Equation 10.90)
with 0�Kn� 1. To this end, four cases are distinguished. Let

La1 ¼ R2Cvc sing3
(RCvc � sin g1)

2 þ cos2 g1
� 	

vc sing1
> 0 (10:92)

La2 ¼ 8R sin2 g1 sing3
(RCvc � sin g3)

2 þ 1þ 4 sin2 g1ð Þ sing1 sing3
� 	

vc
> 0 (10:93)

Case 1. RCvc� 2 sin g1 and La1� L. Under this situation, s1¼ 0 and the maximum attainable Kn

is given by Equation 10.90. The equalizer back-end impedance Z22(s) can be expanded in a
continued fraction as

Z22(s) ¼ La1 � Lð Þsþ 1

C2sþ 1
L3sþ 1

. .
. þ 1

W

(10:94)
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where
W is a constant representing either a resistance or a conductance, and

L1 ¼ La1 (10:95a)

C2mL2m�1 ¼ 4 sin g4m�1 sin g4mþ1

v2
c 1� 2a cos g4m þ a2ð Þ , m � 1

2
(n� 1) (10:95b)

C2mL2mþ1 ¼ 4 sin g4mþ1 sin g4mþ3

v2
c 1� 2a cos g4mþ2 þ a2
� � , m <

1
2
(n� 1) (10:95c)

wherem ¼ 1, 2, . . . , 1
2 (n� 1)

 �

, n > 1. In addition, the final reactive element can also be computed
directly by the formulas

Cn�1 ¼ 2(1þ an) sin g1
R(1� an)(1þ a)vc

, n odd (10:96a)

Ln�1 ¼ 2R(1� an) sin g1
(1þ an)(1þ a)vc

, n even (10:96b)

Equation 10.94 can be identified as an LC ladder terminated in a resistor, as depicted in Figure
10.8. The terminating resistance is determined by

R22 ¼ R
1� an

1þ an
(10:97)

R22

R22

Cn–1 Cn–3 C2

La1–LL3Ln–2

N

Ln–1 Ln–3 L3 La1−L

Cn–2 C2C4

N

(a) n odd

(b) n even

FIGURE 10.8 nth-order Butterworth ladder network N.
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Case 2. RCvc� 2 sin g1 and La1< L. Under this situation, s1 is nonzero and can be determined by
the formula

s1 ¼ 1
RC

1þ 2
ffiffiffi
p

p
sinh

w

3
� 2RCvc sin2 g1 þ sin g3

3 sing1

� 
(10:98)

where

p ¼ (RCvc � 2 sin g1)
2 sing3

9 sing1
> 0 (10:99a)

w ¼ 2RCvc sin2 g1 þ sin g3ð Þ
54 sin3 g1

3(RCvc � 2 sing1)
2 sin g1 sin g3

�

þ 2RCvc sin
2 g1 þ sin g3

� �2i� R2C sing3
2L sing1

(10:99b)

w ¼ sinh�1 w

(
ffiffiffi
p

p
)3

(10:99c)

Using this value of s1, the DC gain Kn is computed by Equation 10.90.

Case 3. RCvc< 2 sin g1 and La2� L. Then, we have

Kn ¼ 1 (10:100a)

s1 ¼ 1
RC

1� RCvc

2 sing1

� 
> 0 (10:100b)

Case 4. RCvc< 2 sing1 and La2< L. Then the desired value of s1 can be computed by Equation
10.98. Using this value of s1, the DC gain Kn is computed by Equation 10.90.

Example 10.5

Let

R ¼ 100V, C ¼ 100 pF, L ¼ 0:5mF (10:101a)

n ¼ 6, vc ¼ 108 rad=s (10:101b)

From Equation 10.92, we first compute

La1 ¼ 100 sin 45	

[(1� sin 15	)2 þ cos2 15	]
 108 sin 15	
¼ 1:84304mH (10:102)

Since La1> L and

RCvc ¼ 1 > 2 sin 15	 ¼ 0:517638 (10:103)

Case 1 applies and the matching network can be realized as an LC ladder terminating in a resistor as
shown in Figure 10.8b. With s1¼ 0, the maximum attainable DC gain K6 is from Equation 10.90
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K6 ¼ 1� 1� 2 sin 15	

RCvc

� 12

¼ 0:999841 (10:104)

giving from Equation 10.85b

a ¼ 1� K6ð Þ1=12¼ 0:482362 (10:105)

Applying Equation 10.95 yields the element values of the LC ladder network, as follows:

L1 ¼ La1 ¼ 1:84304mH (10:106a)

C2 ¼ 4 sin 45	 sin 75	

1:84304
 10�6 
 1016 1� 2
 0:482362 cos 60	 þ 0:4823622ð Þ
¼ 197:566 pF (10:106b)

L3 ¼ 4 sin 75	 sin 105	

197:566
 10�12 
 1016 1� 2
 0:482362 cos 90	 þ 0:4823622ð Þ
¼ 1:53245mH (10:106c)

C4 ¼ 4 sin 105	 sin 135	

1:53245
 10�6 
 1016 1� 2
 0:482362 cos 120	 þ 0:4823622ð Þ
¼ 103:951 pF (10:106d)

L5 ¼ 4 sin 135	 sin 165	

103:951
 10�12 
 1016 1� 2
 0:482362 cos 150	 þ 0:4823622ð Þ
¼ 0:34051mH (10:106e)

The last reactive elements L5 can also be calculated directly from Equation 10.96b as

L5 ¼ 2
 100 1� 0:4823626ð Þ sin 15	
1þ 0:4823626ð Þ 1þ 0:482362ð Þ108 ¼ 0:34051mH (10:107)

Finally, the terminating resistance is determined from Equation 10.97 as

R22 ¼ 100
1� 0:4823626

1þ 0:4823626
¼ 97:512V (10:108)

The matching network together with its terminations is presented in Figure 10.9. We remark that for
computational accuracy we retain five significant figures in all the calculations. In practice, one or two
significant digits are sufficient, as indicated in the figure.

Example 10.6

Let

R ¼ 100V, C ¼ 50 pF, L ¼ 0:5mF (10:109a)

n ¼ 5, vc ¼ 108 rad=s (10:109b)

Since

RCvc ¼ 0:5 < 2 sin 18	 ¼ 0:618 (10:110)
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and from Equation 10.93,

La2 ¼ 1:401mH > L ¼ 0:5mH (10:111)

Case 3 applies, and we have K5¼ 1 and from Equation 10.100b

s1 ¼ 0:381966
 108 (10:112)

The normalized reflection coefficient is found to be

r(y) ¼ (y � 0:381966)y5

(y þ 0:381966) y5 þ 3:23607y4 þ 5:23607y3 þ 5:23607y2 þ 3:23607y þ 1ð Þ (10:113)

where y¼ s=108. Finally, we compute the equalizer back-end impedance as

Z22(s)
100

¼ F(y)
A(y)� r(y)

� z2(y)

¼
�2

(0:5 yþ1)2

0:5 y�1
0:5 yþ1 � r(s)

� 0:5 y � 1
0:5 y þ 1

¼ 2:573 y5 þ 4:1631 y4 þ 5:177 y3 þ 4:2136 y2 þ 2:045 y þ 0:38197
2:8541 y4 þ 4:618 y3 þ 4:118 y2 þ 2:045 y þ 0:38197

¼ 0:9015 y þ 1

1:949 y þ 1

1:821 y þ 1

0:8002 y þ 1
1:005 y þ 0:3822
0:9944 y þ 0:3822

(10:114)

The final matching network together with its terminations is presented in Figure 10.10.

Example 10.7

Let

R ¼ 100 V, C ¼ 50 pF, L ¼ 3 mF (10:115a)

n ¼ 4, vc ¼ 108 rad=s (10:115b)

Z22(s)

Vg

0.341 μH 1.53 μH 1.34 μH

0.5  μH

10
0 Ω97

.5 
Ω

+

–

104 pF 198 pF 100 pF

N

FIGURE 10.9 Sixth-order Butterworth matching network.
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Since

RCvc ¼ 0:5 < 2 sin 22:5	 ¼ 0:76537 (10:116)

and from Equation 10.93

La2 ¼ 1:462 mH < L ¼ 3 mH (10:117)

Case 4 applies, and from Equation 10.98

s1 ¼ 1:63129
 108 (10:118)

where Equation 10.99

p ¼ 0:0188898, w ¼ 0:2304, w ¼ 5:17894 (10:119)

From Equation 10.90, the maximum attainable DC gain is obtained as

K4 ¼ 1� 1� 2(1� 100
 50
 10�12 
 1:63129
 108) sin 22:5	

100
 50
 10�12 
 108

� �8

¼ 0:929525 (10:120)

giving from Equation 10.85b

a ¼ (1� K4)
1=8 ¼ 0:717802 (10:121)

Finally, the normalized reflection coefficient r(s) is obtained as

r(s) ¼ (y � 1:63129)(y4 þ 1:87571 y3 þ 1:75913 y2 þ 0:966439 y þ 0:265471)
(y þ 1:63129)(y4 þ 2:61313 y3 þ 3:41421 y2 þ 2:61313 y þ 1)

(10:122)

Z22(s)

Vg

1.31 μH 1.82 μH

10
0 Ω10

0 Ω

+

–

80 pF

N

195 pF 50 pF

0.902 μH

0.5 μH

1.31 μH 1.32 μH

522 pF

FIGURE 10.10 Fifth-order Butterworth matching network.
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where y¼ s=108. Finally, we compute the equalizer back-end impedance as

Z22(s)
100

¼ F(y)
A(y)� r(y)

� z2(y) ¼
�2

(0:5 yþ1)2

0:5 y�1
0:5 yþ1 � r(s)

� 0:5 y � 1
0:5 y þ 1

¼ 3:3333 y4 þ 7:4814 y3 þ 8:6261 y2 þ 5:9748 y þ 2:0642
1:3333 y3 þ 2:9926 y2 þ 2:9195 y þ 1:1982

¼ 2:5 y þ 1

1:0046 y þ 1

1:5691 y þ 1
1:0991 y þ 2:0642
0:84591 y þ 1:1982

(10:123)

The final matching network together with its terminations is presented in Figure 10.11.

10.4.2 Chebyshev Networks

Refer again to Figure 10.7. We wish to match out the load impedance

z2(s) ¼ Lsþ R
RCsþ 1

(10:124)

to a resistive generator and to achieve the nth-order Chebyshev transducer power-gain characteristic

G(v2) ¼ Kn

1þ e2C2
n(v=vc)

, 0 � Kn � 1 (10:125)

with maximum attainable constant Kn. Following Equation 10.84, we obtain

r(s)r(�s) ¼ (1� Kn)
1þ ê2C2

n(� jy)
1þ e2C2

n(� jy)
(10:126)

where y¼ s=vc and

ê ¼ effiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� Kn

p (10:127)

Z22(s)

Vg

0.491 μH 1.57 μH

10
0 Ω17

2 Ω

+

–

80 pF 100 pF

2.5 μH

3 μH

50 pF
0.565 μH 0.426 μH

76.6 pF

N

FIGURE 10.11 Fourth-order Butterworth matching network.
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As in Equation 10.86, let r̂(s) be the minimum-phase solution of Equation 10.126. For our purposes, we
consider the more general solution

r(s) ¼ �h(s)r̂(s) (10:128)

where �h(s) is an arbitrary first-order real all-pass function of the form

h(s) ¼ s� s1

sþ s1
, s1 � 0 (10:129)

Since the load impedance z2(s) possesses a Class IV zero of transmission at infinity of order 3, the
coefficient constraints become

Am ¼ rm, m ¼ 0, 1, 2 (10:130a)

F2
A3 � r3

� L (10:130b)

After substituting the coefficients F2, A3, and r3 from the Laurent series expansions of F(s), A(s), and r(s)
in Equation 10.130a, they lead to the constraints on the constant Kn as

Kn ¼ 1� e2 sinh2 n sinh�1 sinh a� 2(1� RCs1) sin g1
RCvc

� �� �
(10:131)

where gm is defined in Equation 9.37, and

a ¼ 1
n
sinh�1 1

e
(10:132)

To apply the constraint (Equation 10.130b), we rewrite it as

Lb � F2
A3 � r3

� L (10:133)

After substituting the coefficients F2, A3, and r3 from the Laurent series expansions of F(s), A(s), and r(s)
in Equation 10.133 and after considerable mathematical manipulations, we obtain

Lb ¼ 4R sin g1 sing3
(1� RCs1) RCv2

c f1( sin a, sinh â)þ 4s1 sin g1 sin g3
� 	 � L (10:134)

where

â ¼ 1
n
sinh�1 1

ê
¼ 1

n
sinh�1

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� Kn

p
e

(10:135)

fm(x,y) ¼ x2 þ y2 � 2xy cosg2m þ sin2 g2m,

m ¼ 1, 2, . . . ,
1
2
n

� �
(10:136)
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The details of these derivations can be found in Ref. [3]. Thus, with Kn as specified in Equation 10.131, a
match is possible if and only if the series inductance L does not exceed a critical inductance Lb. To show
that any RLC load can be matched, we must demonstrate that there exists a nonnegative real s1 such that
Lb can be made at least as large as the given inductance L and satisfies the constraint (Equation 10.131)
with 0�Kn� 1. To this end, four cases are distinguished. Let

Lb1 ¼ R2Cvc sin g3
1� RCvc sinh a sing1ð Þ2þR2C2v2

c cosh
2 a cos2 g1

� 	
vc sin g1

> 0 (10:137)

Lb2 ¼ 8R sin2 g1 sin g3
RCvc sinh a� sing3ð Þ2þ 1þ 4 sin2 g1ð Þ sing1 sing3 þ R2C2v2

c sin
2 g2

� 	
vc sinh a

> 0 (10:138)

Observe that both Lb1 and Lb2 are positive.

Case 1. RCvc sinh a� 2 sin g1 and Lb1� L. Under this situation, s1¼ 0 and the maximum
attainable Kn is given by

Kn ¼ 1� e2 sinh2 n sinh�1 sinh a� 2 sin g1
RCvc

� � �
(10:139)

The equalizer back-end impedance Z22(s) can be expanded in a continued fraction as in
Equation 10.94 with Lb1 replacing La1 and realized by the LC ladders Figure 10.8 with

L1 ¼ Lb1 (10:140a)

C2mL2m�1 ¼ 4 sin g4m�1 sing4mþ1

v2
c f2m(sinh a, sinh â)

, m <
1
2
(n� 1) (10:140b)

C2mL2mþ1 ¼ 4 sin g4mþ1 sing4mþ3

v2
c f2mþ1(sinh a, sinh â)

, m <
1
2
(n� 1) (10:140c)

where m ¼ 1, 2, . . . , 1
2 (n� 1)

 �

, n > 1. In addition, the final reactive element can also be
computed directly by the formulas

Cn�1 ¼ 2(sinh naþ sinh nâ) sin g1
Rvc(sinh aþ sinh â)( sinh na� sinh nâ)

, n odd (10:141a)

Ln�1 ¼ 2R(cosh na� cosh nâ) sing1
vc(sinh aþ sinh â)(cosh naþ cosh nâ)

, n even (10:141b)

The terminating resistance is determined by

R22 ¼ R
sinh na� sinh nâ
sinh naþ sinh nâ

, n odd (10:142a)

R22 ¼ R
cosh na� cosh nâ
cosh naþ cosh nâ

, n even (10:142b)

Case 2. RCvc sinh a� 2 sin g1 and Lb1< L. Under this situation, s1 is nonzero and can be
determined by the formula
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s1 ¼ 1
RC

1þ 2
ffiffiffi
q

p
sinh

w

3
� 2RCvc sin2 g1 sinh aþ sing3

3 sing1

� 
(10:143)

where

q ¼ RCvc sinh a� 2 sin g1ð Þ2 sing3 þ 3R2C2v2
c sin g1 cos

2 g1
9 sing1

> 0 (10:144a)

z ¼ 2RCvc sin2 g1 sinh aþ sing3ð Þ
54 sin3 g1



�
3 RCvc sinh a� 2 sing1ð Þ2 sin g1 sin g3

þ 2:25R2C2v2
c sin

2 g2 þ 2RCvc sin
2 g1 sinh aþ sin g3

� �2�

� R2C sin g3
2L sing1

(10:144b)

w ¼ sinh�1 zffiffiffi
q

p� �3 (10:144c)

Using this value of s1, the constant Kn is computed by Equation 10.131.
Case 3. RCvc sinh a< 2 sin g1 and Lb2� L. Then, we have

Kn ¼ 1 (10:145a)

s1 ¼ 1
RC

1� RCvc sinh a
2 sin g1

� 
> 0 (10:145b)

Case 4. RCvc sinh a< 2 sin g1 and Lb2< L. Then the desired value of s1 can be computed by
formula given by Equation 10.143. Using this value of s1, the constant Kn is computed
by Equation 10.131.

Example 10.8

Let

R ¼ 100V, C ¼ 500 pF, L ¼ 0:5mF (10:146a)

n ¼ 6, e ¼ 0:50885(1 dB ripple), vc ¼ 108 rad=s (10:146b)

From Equation 10.137, we first compute

Lb1 ¼ 500 sin 45	

1� 5 sinh 0:237996 sin 15	ð Þ2 þ 25 cosh2 0:237996 cos2 15	
h i

108 sin 15	

¼ 0:54323mH (10:147)

Since Lb1> L and

RCvc sinh a ¼ 5 sinh 0:237996 ¼ 1:20125 > 2 sin 15	 ¼ 0:517638 (10:148)
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Case 1 applies and the matching network can be realized as an LC ladder terminating in a resistor as
shown in Figure 10.8. With s1¼ 0, the maximum attainable DC gain K6 is from Equation 10.131

K6 ¼ 1� 0:508852 sinh2 6 sinh�1 sinh 0:237996� 2 sin 15	

5

� � �
¼ 0:78462 (10:149)

giving from Equations 10.127 and 10.135

ê ¼ 0:50885ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 0:78462

p ¼ 1:0964 (10:150a)

â ¼ 1
6
sinh�1 1

1:0964
¼ 0:13630 (10:150b)

Applying formulas given by Equation 10.140 yields the element values of the LC ladder network, as
follows:

L1 ¼ Lb1 ¼ 0:54323mH, C2 ¼ 634 pF, L3 ¼ 0:547mH (10:151a)

C4 ¼ 581 pF, L5 ¼ 0:329mH (10:151b)

The last reactive element L5 can be calculated directly from Equation 10.141b as

L5 ¼ 2
 100[ cosh (6
 0:237996)� cosh (6
 0:13630)] sin 15	

108( sinh 0:237996þ sinh 0:13630)[ cosh (6
 0:237996)þ cosh (6
 0:13630)]
¼ 0:328603mH (10:152)

Finally, the terminating resistance is determined from Equation 10.142b as

R22 ¼ 100
cosh (6
 0:237996)� cosh (6
 0:13630)
cosh (6
 0:237996)þ cosh (6
 0:13630)

¼ 23:93062V (10:153)

The matching network together with its terminations is presented in Figure 10.12. We remark that for
computational accuracy we retain five significant figures in all the calculations. In practice, one or two
significant digits are sufficient, as indicated in the figure.

Z22(s)

Vg

0.329 μH 0.547 μH

10
0 Ω23

.9 
Ω

+

–

0.0432 μH

0.5 μH

N

581 pF 634 pF
500 pF

FIGURE 10.12 Sixth-order Chebyshev matching network.
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Example 10.9

Let

R ¼ 100V, C ¼ 500 pF, L ¼ 1mH (10:154a)

n ¼ 5, e ¼ 0:50885 (1 dB ripple), vc ¼ 108 rad=s (10:154b)

From Equation 10.137, we first compute

Lb1 ¼ 0:52755mH (10:155)

Since Lb1< L and

RCvc sinh a ¼ 5 sinh 0:28560 ¼ 1:44747 > 2 sin 18	 ¼ 0:61803 (10:156)

Case 2 applies. From Equation 10.144, we obtain

q ¼ 7:73769, z ¼ 7:84729, w ¼ 0:356959 (10:157)

Substituting these in Equation 10.143 gives

s1 ¼ 0:0985305
 108 (10:158)

From Equation 10.131, the maximum attainable constant K5 is found to be

K5 ¼ 0:509206 (10:159)

The rest of the calculations proceed exactly as in the previous example, and the details are omitted.

Example 10.10

Let

R ¼ 100V, C ¼ 100 pF, L ¼ 0:5mF (10:160a)

n ¼ 5, e ¼ 0:76478 (2 dB ripple), vc ¼ 108 rad=s (10:160b)

We first compute

a ¼ 1
5
sinh�1 1

e
¼ 0:2166104 (10:161)

and from Equation 10.138

Lb2 ¼ 2:72234mH (10:162)

Since Lb2� L and

RCvc sinh a ¼ sinh 0:2166104 ¼ 0:218308 < 2 sin 18	 ¼ 0:618034 (10:163)
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Case 3 applies. Then K5¼ 1 and from Equation 10.145b

s1 ¼ 1
10�8

1� sinh 0:2166104
2 sin 18	

� 
¼ 0:64677
 108 (10:164)

For K5¼ 1, Equation 10.126 degenerates into

r(y)r(�y) ¼ e2C2
5 (� jy)

1þ e2C2
5 (� jy)

(10:165)

where y¼ s=108, the minimum-phase solution of which is found to be

r̂(y) ¼ y5 þ 1:25 y3 þ 0:3125 y
y5 þ 0:706461 y4 þ 1:49954 y3 þ 0:693477 y2 þ 0:459349 y þ 0:0817225

(10:166)

A more general solution is given by

r(y) ¼ y � 0:64677
 108

y þ 0:64677
 108
r̂(y) (10:167)

Finally, we compute the equalizer back-end impedance as

Z22(y)
100

¼ F(y)
A(y)� r(y)

� z2(y)

¼
�2

(yþ1)2

y�1
yþ1 � r(x)

� 0:5y � 1
y þ 1

¼ 1:63267 y5 þ 0:576709 y4 þ 2:15208 y3 þ 0:533447 y2 þ 0:554503 y þ 0:0528557
0:734663 y4 þ 0:259505 y3 þ 0:639438 y2 þ 0:123844 y þ 0:0528557

¼ 2:222 y þ 1

1:005 y þ 1

3:651 y þ 1

0:8204 y þ 1
0:2441 y þ 0:05286
0:02736 y þ 0:05286

(10:168)

The final matching network together with its terminations is presented in Figure 10.13.

Z22(s)

Vg

1.16 μH 3.65 μH

10
0 Ω10

0 Ω

+

–

0.388 μH

2.22 μH

206 pF

3.46 μH

82 pF 100 pF
100 pF

0.5 μH

FIGURE 10.13 Fifth-order Chebyshev matching network.
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Example 10.11

Let

R ¼ 100V, C ¼ 100 pF, L ¼ 3mF (10:169a)

n ¼ 4, e ¼ 0:76478 (2 dB ripple), vc ¼ 108 rad=s (10:169b)

We first compute

a ¼ 1
4
sinh�1 1

0:76478
¼ 0:27076 (10:170)

and from Equation 10.138

Lb2 ¼ 2:66312mH (10:171)

Since Lb2< L and

RCvc sinh a ¼ sinh 0:27076 ¼ 0:27408 < 2 sin 22:5	 ¼ 0:765367 (10:172)

Case 4 applies. From Equation 10.144, we obtain

q ¼ 0:349261, z ¼ 0:390434, w ¼ 1:39406 (10:173)

Substituting these in Equation 10.143 gives

s1 ¼ 0:694564
 108 (10:174)

obtaining from Equations 10.127 and 10.131

K4 ¼ 0:984668, ê ¼ 6:17635 (10:175)

From Equation 10.126,

r(y)r(�y) ¼ 1� K4ð Þ 1þ ê2C2
4 (�jy)

1þ e2C2
4 (�jy)

(10:176)

where y¼ s=108, the minimum-phase solution of which is found to be

r̂(y) ¼ y4 þ 0:105343 y3 þ 1:00555 y2 þ 0:0682693 y þ 0:126628
y4 þ 0:716215 y3 þ 1:25648 y2 þ 0:516798 y þ 0:205765

(10:177)

A more general solution is given by

r(y) ¼ y � 0:694564
 108

y þ 0:694564
 108
r̂(s) (10:178)
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Finally, we compute the equalizer back-end impedance as

Z22(y)
100

¼ F(y)
A(y)� r(y)

� z2(y) ¼
�2

(yþ1)2

y�1
yþ1 � r(s)

� 3y2 þ 3y þ 1
y þ 1

¼ 0:780486 y2 þ 0:320604 y þ 0:23087
0:666665 y3 þ 0:273851 y2 þ 0:413057 y þ 0:0549659

¼ 1

0:8542 y þ 1

3:616 y þ 1
0:1219 y þ 0:2309
0:2159 y þ 0:05497

(10:179)

The final matching network together with its terminations is presented in Figure 10.14.
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11.1 Introduction

Active filters consist of only amplifiers, resistors, and capacitors. Complex roots are achieved by the use of
feedback eliminating the need for inductors. The gain of the amplifier can be finite or infinite (an op-
amp). This section describes active filters using low-gain or finite-gain amplifiers. Filter design equations
and examples will be given along with the performance limits of low-gain amplifier filters.

11.2 First- and Second-Order Transfer Functions

Before discussing the characteristics and the synthesis of filters, it is important to understand the transfer
functions of first- and second-order filters. Later we will explain the implementations of these filters and
show how to construct higher order filters from first- and second-order sections. The transfer functions
of most first- and second-order filters are examined in the following.

11.2.1 First-Order Transfer Functions

A standard form of the transfer function of a first-order low-pass filter is

TLP(s) ¼ TLP( j0)vo

sþ vo
(11:1)
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where
TLP( j0) is the value of TLP(s) at dc
vo is the pole frequency

It is common practice to normalize both the magnitude and frequency. Normalizing Equation 11.1 yields

TLPn snð Þ ¼ TLP snvoð Þ
TLP( j0)j j ¼

1
sn þ 1

(11:2)

where sn¼ s=vo and amplitude has been normalized as

TLPn(s) ¼ TLP(s)
TLP( j0)j j (11:3)

The equivalent normalized forms of a first-order high-pass filter are

THP(s) ¼ THP( j1)s
sþ vo

(11:4)

and

THPn snð Þ ¼ THP snvoð Þ
THP( j1)j j ¼

sn
sn þ 1

(11:5)

where THP( j1)¼THP(s) j at v¼1. The normalized magnitude responses of these functions are shown
in Figure 11.1.

11.2.2 Second-Order Transfer Functions

The standard form of a second-order low-pass filter is given as

TLP(s) ¼ TLP( j0)v2
o

s2 þ vo
Q

� �
sþ v2

o

(11:6)

where
TLP( j0) is the value of TLP(s) at dc
vo is the pole frequency
Q is the pole Q or the pole quality factor
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FIGURE 11.1 Normalized magnitude response of (a) first-order low-pass and (b) first-order high-pass filters.
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The damping factor z, which may be better known to the reader, is given as

z ¼ 1
2Q

(11:7)

The poles of the transfer function of Equation 11.7 are

p1, p2 ¼ �vo

2Q
� j

vo

2Q

� � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
4Q2 � 1

p
(11:8)

Normalization of Equation 11.6 in both amplitude and frequency gives

TLPn snð Þ ¼ TLP snvoð Þ
TLP( j0)j j ¼

1
s2n þ sn

Q þ 1
(11:9)

where sn¼ s=vo. The standard second-order, high-pass and bandpass transfer functions are

THP(s) ¼ THP( j1)s2

s2 þ vo
Q

� �
sþ v2

o

(11:10)

and

TBP(s) ¼
TBP jvoð Þ vo

Q

� �
s

s2 þ vo
Q

� �
sþ v2

o

(11:11)

where TBP( jvo)¼TBP(s) at s¼ jv¼ jvo. The poles of the second-order high-pass and bandpass transfer
functions are given by Equation 11.8.
We can normalize these equations as we did for TLP(s) to get

THPn snð Þ ¼ THP snvoð Þ
THP( j1)j j ¼

s2n
s2n þ sn

Q þ 1
(11:12)

TBPn snð Þ ¼ TBP snvoð Þ
TBP jvoð Þj j ¼

sn
Q

s2n þ sn
Q þ 1

(11:13)

where

THPn(s) ¼ THP(s)
THP( j1)j j (11:14)

and

TBPn(s) ¼ TBP(s)
TBP jvoð Þj j (11:15)

Two other types of second-order transfer function filters that we have not covered here are the bandstop
and the all-pass. These transfer functions have the same poles as the previous ones. However, the zeros of
the bandstop transfer function are on the jv axis while the zeros of the all-pass transfer function are
quadratically symmetric to the poles (they are mirror images of the poles in the right-half plane). Both of
these transfer functions can be implemented by a second-order biquadratic transfer function whose
transfer function is given as
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TBQ(s) ¼
K s2 � vz

Qz

� �
sþ v2

z

h i

s2 þ vp

Qp

� �
sþ v2

p

(11:16)

where
K is a constant
vz is the zero frequency
Qz the zero Q
vp is the pole frequency
Qp the pole Q

11.2.3 Frequency Response (Magnitude and Phase)

The magnitude and phase response of the normalized second-order low-pass transfer function is shown
in Figure 11.2, where Q is a parameter. In this figure we see that Q influences the frequency response near
vo. If Q is greater than 0.707, then the normalized magnitude response has a peak value of

Tn vn(max )½ �j j ¼ Qffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 1=4Q2ð Þp (11:17)
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FIGURE 11.2 (a) Normalized magnitude and (b) phase response of the standard second-order low-pass transfer
function with Q as a parameter.
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at a frequency of

vn(max ) ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 1

2Q2

r
(11:18)

If the transfer function is multiplied by �1, the phase shift is shifted vertically by �1808.
The magnitude and phase response of the normalized second-order high-pass transfer function is

shown in Figure 11.3. For Q greater than 0.707 the peak value of the normalized magnitude response is as

vn(max ) ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 1

2Q2

q (11:19)

The normalized frequency response of the standard second-order bandpass transfer function is shown in
Figure 11.4. The slopes of the normalized magnitude curves at frequencies much greater or much less
than vo are �20 dB=decade rather than �40 dB=decade of the second-order high and low-pass transfer
functions. This difference is because one pole is causing the high-frequency roll-off while the other pole is
causing the low-frequency roll-off. The peak of the magnitude occurs at v¼vo or vn¼ 1.
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FIGURE 11.3 (a) Normalized magnitude and (b) phase response of the standard second-order high-pass transfer
function with Q as a parameter.
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11.2.4 Tuning Active Filters

A general tuning procedure for most second-order active filters is outlined below. This method is
illustrated for adjusting the magnitude of the frequency response of a low-pass filter. The filter param-
eters are assumed to be the pole frequency fo, the pole Q, and the gain T( j0).

1. The component(s) which set(s) the parameter fo is (are) tuned by adjusting the magnitude of the
filter response to be T( j0)=10 or T( j0) (dB) �20 dB at 10fo.

2. The component(s) that set(s) the parameter T( j0) is (are) tuned by adjusting the magnitude to
T( j0) at fo=10.

3. The component(s) that set(s) the parameter Q is (are) tuned by adjusting the magnitude of the
peak (if there is one) to the value given by Figure 11.2. If there is no peaking, then adjust so that the
magnitude at fo is correct (i.e., �3 dB for Q¼ 0.707).

The tuning procedure should follow in the order of steps 1 through 3 and may be repeated if necessary.
One could also use the phase shift to help in the tuning of the filter. The concept of the above tuning
procedure is easily adaptable to other types of second-order filters.

11.3 First-Order Filter Realizations

A first-order filter has only one pole and zero. For stability, the pole must be on the negative real axis but
the zero may be on the negative or positive real axis. A single-amplifier low-gain realization of a first-
order low-pass filter is shown in Figure 11.5a. The transfer function for this filter is
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FIGURE 11.4 (a) Normalized magnitude and (b) phase response of the standard second-order bandpass transfer
function with Q as a parameter.
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T(s) ¼ V2(s)
V1(s)

¼ K=RC
sþ 1=RC

¼ Kvo

sþ vo
¼ TLP(0)vo

sþ vo
(11:20)

The low-frequency (v � vo) gain magnitude and polarity are set by K.
First-order high-pass filters can also be realized in a single-amplifier low-gain circuit (see

Figure 11.5b). The transfer function for this filter is given in Equation 11.4, and in this case
THP( j1)¼K. Both low-pass and high-pass magnitude responses are shown in Figure 11.1. Note that
the first-order filters exhibit no peaking and the frequency-dependent part of the magnitude response
approaches �20 dB=decade.

11.4 Second-Order Positive-Gain Filters

Practical realizations for second-order filters using positive gain amplifiers are presented here. These
filters are easy to design and have been extensively used in many applications. The first realization is a
low-pass Sallen and Key filter and is shown in Figure 11.6 [8].
The transfer function of Figure 11.6 is

V2(s)
V1(s)

¼
K

R1R3C2C4

s2 þ s 1
R3C4

þ 1
R1C2

þ 1
R3C2

� K
R3C4

� �
þ 1

R1R3C2C4

(11:21)

Equating this transfer function with the standard form of a second-order low-pass filter given in
Equation 11.6 gives

vo ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R1R3C2C4

p (11:22)

1
Q
¼

ffiffiffiffiffiffiffiffiffiffi
R3C4

R1C2

r
þ

ffiffiffiffiffiffiffiffiffiffi
R1C4

R3C2

r
þ (1� K)

ffiffiffiffiffiffiffiffiffiffi
R1C2

R3C4

r
(11:23)
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FIGURE 11.5 (a) Low-pass and (b) high-pass first-order filters.
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FIGURE 11.6 Low-pass Sallen and Key filter.
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and

TLP( j0) ¼ K (11:24)

These three equations have five unknowns, giving the designer some freedom in selecting component
values. Two examples showing different techniques for defining these values of the circuit in Figure 11.6
are given below.

Example 11.1

An equal-resistance equal-capacitance low-pass filter. For this example, R¼ R1¼ R3 and C¼ C2¼ C4.
A Butterworth low-pass filter characteristic is needed with vo¼ 6283 rad=s (1 kHz) and Q¼ 0.7071.
With these constraints,

vo ¼ 1
RC

1
Q
¼ 3� K (11:25)

and RC¼ 159 ms, TLP( j0)¼ K¼ 1.586. Selecting C¼ 0.1 mF yields R¼ 1.59 kV.

Example 11.2

A unity-gain low-pass filter. For this example let K¼ 1. Therefore, Equation 11.23 becomes

1
Q
¼

ffiffiffiffiffiffiffiffiffi
R3C4
R1C2

r
þ

ffiffiffiffiffiffiffiffiffi
R1C4
R3C2

r
¼

ffiffiffiffiffi
C4
C2

r ffiffiffiffiffi
R3
R1

r
þ

ffiffiffiffiffi
R1
R3

r� �
(11:26)

The desired transfer function, with the complex frequency normalized by a factor of 104 rad=s, is

V2(s)
V1(s)

¼ 0:988
s2 þ 0:179sþ 0:988

¼ TLP( j0)v2
o

s2 þ vo
Q sþ v2

o
(11:27)

and vo¼ 0.994 rad=s, Q¼ 5.553. To obtain a real-valued resistor ratio, pick

C4
C2

� 1
4Q2

¼ 0:00811 (11:28)

or C4=C2¼ 0.001 in this case. Equation 11.26 yields two solutions for the ratio R3=R1, 30.3977 and 0.0329.
From Equation 11.22 with vo¼ 9.94 krad=s, R1C2¼ 577 ms. If C2 is selected as 0.1 mF, then C4¼ 100 pF,
R1¼ 5.77 kV, and R3¼ 175.4 kV.

A Sallen and Key bandpass circuit is shown in Figure 11.7, and its voltage transfer function is

V2(s)
V1(s)

¼
sK
R1C5

s2 þ s 1
R1C5

þ 1
R2C5

þ 1
R4C5

þ 1
R4C3

� K
R2C5

� �
þ 1

R4C3C5

1
R1
þ 1

R2

� � (11:29)

Equating this transfer function to that of Equation 11.11 results in

vo ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ R1

R2

R1R4C3C5

s
(11:30)
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1
Q
¼

1þ R1
R2
(1� K)

h i ffiffiffiffiffiffiffi
R4C3
R1C5

q
þ

ffiffiffiffiffiffiffi
R1C3
R4C5

q
þ

ffiffiffiffiffiffiffi
R1C5
R4C3

q
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ

ffiffiffiffi
R1
R2

qr (11:31)

and

TBP( j0) ¼
K

R1C5

1
R1C5

þ 1
R2C5

þ 1
R4C5

þ 1
R4C3

þ K
R2C5

(11:32)

These three equations contain six unknowns. A common constraint is to set K¼ 2, requiring the gain
block to have two equal-valued resistors connected around an op-amp.

Example 11.3

An equal-capacitance gain-of-2 bandpass filter. Design a bandpass filter with vn¼ 1 and Q¼ 2. Arbitrarily
select C3¼ C5¼ 1 F and K¼ 2. If R1 is selected to be 1 V, then Equations 11.11, 11.29, and 11.30 give

v2
o ¼ 1þ R1

R2

� �
1
R4

¼ 1 (11:33)

and

vo

Q
¼ 1� 1

R2
þ 2
R4

¼ 1
2

(11:34)

Solving these equations gives R2¼ 0.7403 V and R4¼ 2.3508 V. Practical values are achieved after
frequency and impedance denormalizations are made.

The high-pass filter, the third type of filter to be discussed, is shown in Figure 11.8. Its transfer
function is

V2(s)
V1(s)

¼ s2K

s2 þ s 1
R2C1

þ 1
R4C3

þ 1
R4C1

� K
R2C1

� �
þ 1

R2R4C1C3

(11:35)

Equating Equation 11.35 to Equation 11.10 results in

vo ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2R4C1C3

p (11:36)

R1

C5 V2

+

–
V1

+

–

R2

R4

K
C3

FIGURE 11.7 Bandpass Sallen and Key filter.
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1
Q
¼

ffiffiffiffiffiffiffiffiffiffi
R4C3

R2C1

r
þ

ffiffiffiffiffiffiffiffiffiffi
R2C1

R4C3

r
þ

ffiffiffiffiffiffiffiffiffiffi
R2C3

R4C1

r
� K

ffiffiffiffiffiffiffiffiffiffi
R4C3

R2C1

r
(11:37)

and

THP( j1) ¼ K (11:38)

The design procedure using these equations is similar to that for the low-pass and bandpass filters.
The last type of second-order filter in this section is the notch filter, shown in Figure 11.9. The general

transfer function for the notch filter is

V2(s)
V1(s)

¼ TN( j0)
s2 þ v2

z

s2 þ vp

Qp
sþ v2

p

(11:39)

where
vp and vz are the pole and zero frequencies (vo), respectively
Qp is the pole Q

V1

+

–

V2

+

–

R2

R4

C3C1

K

FIGURE 11.8 High-pass Sallen and Key filter.

V1

V1

R2

R2

R1

R1

C1

C1

C4

C2

C3

C2

C5

R5
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R3

R3

V2

V2

(a)

(b)

+1

+1

FIGURE 11.9 Notch filters derived from center-loaded twin-T networks: (a) vz�vp and (b) vz<vp. (From Sedra,
A. S. and Brackett, P. O., Filter Theory and Design: Active and Passive, Matrix, Portland, OR, 1978. With permission.)
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For the circuit of Figure 11.9a,

TN( j0) ¼ v2
z

v2
p
, R2C4 ¼

ffiffiffiffiffiffiffiffiffiffiffi
1þ a

p
vp

(11:40)

and

R2 ¼ (1þ a)R1 ¼ 2R3 ¼ aR4, C4 ¼ v2
z

v2
p
C1 ¼ C2 þ C1 ¼ C5

2
(11:41)

For the circuit of Figure 11.9b.

TN( j0) ¼ 1, R2C4 ¼
ffiffiffiffiffiffiffiffiffiffiffi
1þ a

p
vp

(11:42)

and

R4 ¼ (1þ a)
v2
z

v2
p
R1 ¼ (1þ a) R1 þ R2ð Þ ¼ aR3 ¼ 2R5, C1 ¼ C2 ¼ C3

2
(11:43)

The Q for both notch circuits is

Q ¼
ffiffiffiffiffiffiffiffiffiffiffi
1þ a

p
a

(11:44)

so a is a helpful design parameter for these circuits. For typical values of Q, say 0.5, 1, and 5, the
corresponding values of a are 4.828, 1.618, and 0.2210, respectively.

11.5 Second-Order Biquadratic Filters

Next, second-order biquadratic functions will be described. These functions are general realizations of the
second-order transfer function. Filters implementing biquadratic functions, often referred to as biquads,
are found in many signal processing applications.

11.5.1 Biquadratic Transfer Function

The general form of the second-order biquadratic transfer function is

T(s) ¼ H
s2 þ b1sþ b0
s2 þ a1sþ a0

¼ H
s2 þ vz

Qz
sþ v2

z

s2 þ vp

Qp
sþ v2

p

(11:45)

with the pole locations given by Equation 11.8 and the zero locations by

z1, z2 ¼ � vz

2Qz
� jvz

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 1

4Q2
z

s
(11:46)

where Qp and Qz are the pole and zero Q, respectively. Filters capable of implementing this voltage
transfer function are called biquads since both the numerator and denominator of their transfer functions
contain biquadratic expressions. The zeros described by the numerator of Equation 11.45 strongly
influence the magnitude response of the biquadratic transfer function and determine the filter type
(low-pass, high-pass, etc.).
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The notch filter form of the biquadratic transfer function is

TNF(s) ¼ H
s2 þ v2

z

s2 þ vp

Qp
sþ v2

p

(11:47)

with zeros located at s¼�jvz. Attenuation of high or low frequencies is determined by selection of vz

relative to vp. The low-pass notch filter (LPN) requires vz>vp, shown in Figure 11.10a and the high-
pass notch filter (HPN) requires vp>vz, shown in Figure 11.10b.

An all-pass filter implemented using the biquadratic transfer function has the general form

TAP(s) ¼ H
s2 � vz

Qz
sþ v2

z

s2 þ vp

Qp
sþ v2

p

(11:48)

The all-pass magnitude response is independent of frequency; i.e., its magnitude is constant. The all-pass
filter finds use in shaping the phase response of a system. To accomplish this, the all-pass has right-half
plane zeros that are mirror images around the imaginary axis of left-half plane poles.

11.5.2 Biquad Implementations

A single-amplifier low-gain realization [4] of the biquadratic transfer function with transmission zeros
on the jv axis is shown in Figure 11.11. Zeros are generated by the circuit’s input ‘‘twin-T’’ RC network.
This filter is well suited for implementing elliptic functions. Its transfer function has the form

T(s) ¼ H
s2 þ v2

z

s2 þ vp

Qp
sþ v2

p

¼ H
s2 þ b2o

s2 þ a1sþ a2o
(11:49)

Notch biquad with
ωz > ωp

Notch biquad with
ωp > ωz(b)(a)
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2

FIGURE 11.10 Frequency response of second-order notch filters. (a) vz>vp and (b) vp>vz.
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a(m + 1)

1 + m
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– ––

FIGURE 11.11 Low-gain realization for biquadratic network functions. (From Huelsman, L. P. and Allen, P. E.,
Introduction to the Theory and Design of Active Filters, McGraw-Hill, New York, 1980. With permission.)
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The selection of element Y(s) in the filter circuit can be a resistor or capacitor. If the condition vp>vz is
desired, Y¼ 1=R is chosen. For this choice the resulting transfer function has the form

T(s) ¼ V2(s)
V1(s)

¼ K s2 þ 1=a2ð Þ
s2 þ (mþ 1=a)[1=Rþ (2� K)=m]sþ [1þ (mþ 1)=R]=a2

(11:50)

where, K, m, and a are defined in Figure 11.11. The design parameter m is used to control the spread of
circuit element values. The design equations for this filter resulting from equating Equation 11.49 and
11.50 are

a ¼ 1ffiffiffiffiffi
bo

p (11:51)

R ¼ mþ 1
ao=bo � 1

(11:52)

K ¼ 2þ m
mþ 1

ao
bo

� 1� a1ffiffiffiffiffi
bo

p
� �

(11:53)

and

H ¼ K (11:54)

If the condition vz>vp is desired, then Y¼ s(aC) is chosen. This choice has the following transfer
function:

V2(s)
V1(s)

¼
K s2 þ 1=a2ð Þ
(mþ 1)C þ 1

s2 þ (mþ 1)[C þ (2� K)=m]
a[(mþ 1)C þ 1]

� �
sþ 1

a2[(mþ 1)C þ 1]

(11:55)

The design equations follow from equating Equations 11.49 and 11.55 to get

a ¼ 1ffiffiffiffiffi
bo

p (11:56)

C ¼ bo=ao � 1
mþ 1

(11:57)

K ¼ 2þ m
mþ 1

bo
ao

� 1� a1
ffiffiffiffiffi
bo

p
ao

� �
(11:58)

and

H ¼ ao
bo

K (11:59)

As before, the factor m is chosen arbitrarily to control the spread of element values.
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Example 11.4

A low-pass elliptic filter. It is desired to realize the elliptic voltage transfer function given as

V2(s)
V1(s)

¼ H s2 þ 2:235990ð Þ
s2 þ 0:641131sþ 1:235820

This transfer function will have a 1 dB ripple in the passband, and at least 6 dB of attenuation for all
frequencies greater than 1.2 rad=s [12]. Obviously, the second choice described above applies. From
Equations 11.56 through 11.59, with m¼ 0.2, we find that a¼ 0.66875, C¼ 0.67443, K¼ 2.0056, and
H¼ 1.1085.

Biquadratic transfer functions can also be implemented using the two-amplifier low-gain configuration
in Figure 11.12 [5]. When zeros located off the jv axis are desired, the design equations for the two-
amplifier low-gain configuration are simpler than those required by the single-amplifier low-gain
configuration. Also note that the required gain blocks of �1 andþ 2 are readily implemented using
operational amplifiers. The transfer function for this configuration is

V2(s)
V1(s)

¼ 2 Y1 � Y2ð Þ
Y3 � Y4

(11:60)

The values of the admittances are determined by separately dividing the numerator and denominator by
sþ c, where c is a convenient value greater than zero. Partial fraction expansion results in expressions that
can be implemented using RC networks. From the partial fraction expansion of the numerator divided
by sþ c, the pole residue at s¼�c is

kb ¼ H c2 � cb1 þ boð Þ
�c

(11:61)

Depending on c, b1, and bo, the quality kb can be positive or negative. If positive, Y1 is

Y1 ¼ Hs
2
þHbo

2c
þ 1
2=kb þ 2c=kbs

(11:62)

with Y2¼ 0, removing the inverting gain amplifier from the circuit. The RC network used to realize Y1

when kb is positive is shown in Figure 11.13a. If kb is negative, Y1 and Y2 become

Y1 ¼ Hs
2
þ Hbo

2c
and Y2 ¼ 1

2= kbj j þ 2c= kbj js (11:63)

V1 V2

+

–

+

–

Y2

Y1 Y1 + Y2 + Y4

Y3

–1 2

FIGURE 11.12 Two-amplifier low-gain biquad configuration.
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Realizations for Y1 and Y2 for this case are shown in Figure 11.13b. In determining Y3 and Y4, the partial
fraction expansion of the denominator divided by sþ c yields a pole residue at s¼�c,

ka ¼ c2 � ca1 þ ao
�c

(11:64)

If ka is positive, then Y4¼ 0 and Y3 is

Y3 ¼ sþ ao
c
þ 1
1=ka þ c=kas

(11:65)

The realization of Y3 is shown in Figure 11.14a. For a negative ka, Y3 and Y4 become

Y3 ¼ sþ ao
c

(11:66)

and

Y4 ¼ 1
1= kaj j þ c= kaj js (11:67)

RC network realizations for Y3 and Y4 are shown in Figure 11.14b.

Example 11.5

An all-pass function [5]. It is desired to use the configuration of Figure 11.12 to realize the following
all-pass function:

V2(s)
V1(s)

¼ s2 � 4sþ 4
s2 þ 4sþ 4

Y1
H
2

2c
Hbo

2
kb

kb
2c

kb > 0(a)

Y1 H
2

2c
Hbo

Y2

2
|kb|

|kb|
2c

kb < 0(b)

FIGURE 11.13 Realizations for (a) Y1(s) and (b) Y2(s) in Figure 11.12.

Y3 Y3 Y4

1
|ka|

|ka|
c

1
ka

ka
c

c
ao

c
ao

1 1

ka > 0(a) ka < 0(b)

FIGURE 11.14 Realizations for (a) Y3(s) and (b) Y4(s) in Figure 11.12.
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The choice of c ¼ þ 2 will simplify the network. For this choice the numerator partial-fraction expansion is

s2 ¼ 4sþ 4
sþ 2

¼ sþ 2� 8s
sþ 2

Hence Y1(s)¼ (sþ 2)=2 and Y2(s)¼ 4s=(sþ 2). The denominator partial-fraction expansion is

s2 þ 4sþ 4
sþ 2

¼ sþ 2

Thus, Y3(s)¼ (sþ 2)þ [4s=(sþ 2)] and Y4(s)¼ 0.

11.6 Higher Order Filters

Many applications require filters of order greater than two. One way to realize these filters is simply to
cascade second-order filters to implement the higher order filter. If the order is odd, then one first-order
(or third-order) section will be required. The advantage of the cascade approach is that it builds on the
precious techniques described in this section. The desired high-order transfer function of the filter T(s)
will be broken into second-order functions Tk(s) so that

T(s) ¼ T1(s)T2(s)T3(s) � � �Tn=2(s) (11:68)

Since the output impedance of the second-order sections is low, the sections can be cascaded without
significant interaction.
If T(s) is an odd-order function then a first-order passive network (like those shown in Figure 11.15)

can be added to the cascade of second-order functions. Both of the sections shown have nonzero output
impedances, so it is advisable to use them only in the last stage of a cascade filter. Alternatively, Figure
11.5 could be used.
Several considerations should be taken into account when cascading second-order sections together.

Dynamic range is one of these considerations. To maximize the dynamic range of the filter, the peak gain
of each of the individual transfer functions should be equal to the maximum gain of the overall transfer
function [10].
To maximize the signal-to-noise of the cascade filter, the magnitude curve in the passband of each of

the individual transfer functions should be flat when possible. Otherwise, signals with frequencies in a
minimum gain region of an individual transfer function will have a lower signal-to-noise ratio than other
signals [10]. Another consideration is minimum noise which is achieved by placing high gain stages first.
Designing a higher order filter as a cascade of second-order sections allows the designer many options.

For instance, a fourth-order bandpass filter could result from the cascade of two second-order bandpass
sections or one second-order low-pass and a second-order high-pass. Since the bandpass section is the
easiest of the three types to tune [10] it might be selected instead of the low-pass–high-pass combination.

V1 Vo

+

–

+

–
C

R

(a)

V1 Vo

+

–

+

–

C

R

(b)

FIGURE 11.15 First-order filter sections: (a) low-pass and (b) high-pass.
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Other guidelines for the cascade of second-order sections include putting the low-pass or bandpass
sections at the input of the cascade in order to decrease the high-frequency content of the signal, which
could avoid slewing in following sections. Using a bandpass or high-pass section at the output of the
cascade can reduce dc offsets or low-frequency ripple.
One option that is now available is to use CAD tools in the design of filters. When high-order filters are

needed, CAD tools can save the designer time. The examples that are worked later in this section require
the use of filter tables interspersed with calculations. A CAD tool such as MicroSim Filter Designer [6]
can hasten this process since it eliminates the need to refer to tables. The designer can also compare filters
of different orders and different approximation methods (Butterworth, Chebyshev, etc.) to determine
which one is the most practical for a specific application. The Filter Designer is able to design using the
cascade method as discussed in this section, and after proposing a circuit it can generate a netlist so that a
program such as SPICE can simulate the filter along with additional circuitry, if necessary.
The Filter Designer allows the user to specify a filter with either a passband=stopband description,

center frequency=bandwidth description, or a combination of filter order and type (low-pass, high-pass,
etc.). Then an approximation type is chosen, with Butterworth, Chebyshev, inverse Chebyshev, Bessel,
and elliptic types available. A Bode plot, pole-zero plot, step or impulse response plot of the transfer
function can be inspected. The designer can then select a specific circuit that will be used to realize the
filter. The Sallen and Key low-pass and high-pass stages and the biquad multiloop feedback (Figure 11.16)
stages are included. The s-coefficients of the filter can also be displayed.
The Filter Designer allows modifications to the specifications, s-coefficients, or actual components of

the circuit in order to examine their effect on the transfer function. There is also a rounding function that
will round components to 1%, 5%, or 10% values for resistors and 5% for capacitors and then recompute
the transfer function based on these new component values. Finally, the package offers a resize function
that will rescale components without changing the transfer function.

Example 11.6

A fifth-order low-pass filter. Design a low-pass filter using the Chebyshev approximation with a 1 dB
equiripple passband, a 500 Hz passband, 45 dB attenuation at 1 kHz, and a gain of 10. Using a
nomograph for Chebyshev magnitude functions, the order of this function is found to be five [5].
Using this information and a chart of quadratic factors of 1.0 dB equal-ripple magnitude low-pass
functions, the transfer function is found to be

T snð Þ ¼ 0:9883K1
s2n þ 0:1789sn þ 0:9883

� 0:4293K2
s2n þ 0:4684sn þ 0:4293

� 0:2895K3
sn þ 0:2895

R1

R3

R8 R4 R5 R6

R7

R2
C2

C1

Finite gain
amplifier

+

–

+

+

–

–

V1 V2

FIGURE 11.16 Biquad multiloop feedback stage.
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Denormalizing the frequency with sn¼ s=500(2p) gives

T1(s) ¼ 9, 751, 000K1

s2 þ 562sþ 9, 751, 000ð Þ
T2(s) ¼ 4, 240, 000K2

s2 þ 1470sþ 4, 240, 000ð Þ

and

T3(s) ¼ 909K3

sþ 909

Stages 1 and 2 will be Sallen and Key low-pass filters with R¼ 10 kV. Following the guidelines given
above, stage 1 will have the gain of 10 and successive stages will have unity gain. Using Equation 11.23 for
stage 1 (R2¼R4¼R),

1
Q
¼ 2

ffiffiffiffiffi
C4

C2

r
þ (1� K)

ffiffiffiffiffi
C2

C4

r
¼ 0:1800

So C4¼ 4.696C2. Substituting this into Equation 11.22,

vn ¼ 1
2:167RC2

¼ 3123 rad=s

Thus, C2¼ 14.8 nF and C4¼ 69.4 mF. Analysis for stage 2 with K2¼ 1 yields C2¼ 0.135 mF and
C4¼ 17.4 nF. Stage 3 is simply an RC low-pass section with R¼ 10 kV and C¼ 0.110 mF. The schematic
for this filter is shown in Figure 11.17.

Example 11.7

A fourth-order bandpass filter. Design a bandpass filter centered at 4 kHz with a 1 kHz bandwidth. The
time delay of the filter should be 0.5 ms (with less than 5% error at the center frequency).

The group of filters with constant time delays are called Thomson filters. For this design, begin with a
low-pass filter with the normalized bandwidth of 1=4 kHz, or 0.25. Consulting a table for delay error in
Thomson filter [5] shows that a fourth-order filter is needed. From tables for Thomson filters, the
quadratic factors for the fourth-order low-pass filter give the overall transfer function

TLP snð Þ ¼ 1

s2n þ 4:208sn þ 11:488
	 


s2n þ 5:792sn þ 9:140
	 


+

–

10k 10k 10k 10k 10k

0.110u17.4n69.4n

14.8n 0.136u

K K

V1

+

–

V2

FIGURE 11.17 Fifth-order low-pass filter.
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To convert TLP(sn) to a bandpass function TBP(sn), the transformation

sn ¼ vR

BW
s2bn þ 1
sbn

¼ 4
s2bn þ 1
sbn

is used, giving

TBPn(s) ¼ s4=256
s4 þ 1:05s3 þ 2:72s2 þ 1:05sþ 1ð Þ s4 þ 1:45s3 þ 2:57s2 þ 1:45sþ 1ð Þ

vR and BW are the geometric center frequency and bandwidth of the bandpass filter. The polynomials in
the denominator of the expression are difficult to factor, so an alternate method can be used to find the
poles of the normalized bandpass function. Each pole pIn of the normalized low-pass transfer function
generates two poles in the normalized bandpass transfer function [5–10] given by

pbn ¼ BW p1n
2vR

�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
BW p1n
2vR

� �2

�1

s
(11:69)

Using Equation 11.69 with each of the poles of TLP(sn) gives the following pairs of poles (which are also
given in tables for Thomson filters):

pb1n ¼ �0:1777� j0:6919 pb2n ¼ �0:3483� j1:356

pb3n ¼ �0:3202� j0:8310 pb4n ¼ �0:4038� j1:0478

Note that each low-pass pole does not generate a conjugate pair, but when taken together, the bandpass
poles generated by the low-pass poles will be conjugates. The unnormalized transfer functions generated
by the normalized bandpass poles are

TBP1(s) ¼ 6283s
s2 þ 8932sþ 322:3� 106ð Þ

TBP2(s) ¼ 6283s
s2 þ 1751sþ 1238� 106ð Þ

TBP3(s) ¼ 6283s
s2 þ 16100sþ 501:0� 106ð Þ

and

TBP4(s) ¼ 6283s
s2 þ 20300sþ 796:5� 106ð Þ

The overall transfer function realized by these four intermediate transfer functions could also be grouped
into two low-pass stages followed by two high-pass stages, however, this example will use four bandpass
filters. Using the equal-capacitance gain of two-design strategy for the Sallen and Key bandpass stage,

v2
n ¼ 1þ R1

R2

� �
1

R1R4C2
(11:70)

1
Q
¼ 1� R1

R2

� � ffiffiffiffiffi
R4

R1

r
þ 2

ffiffiffiffiffi
R1

R4

r� � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2

R1 þ R2

r
(11:71)
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and

Ho ¼
K
R1

1
R1

þ 1
R2

þ 2
R4

� K
R2

0
BB@

1
CCA (11:72)

Making the further assignment R2¼R1 simplifies the equations to

v2
n ¼ 2

R1R4C2
,

1
Q
¼ 2

ffiffiffiffiffi
R1

R4

r
, and Ho ¼ 2Q2

Selecting C¼ 1 nF gives the component values shown in Figure 11.18, the schematic diagram for the
fourth-order bandpass filter. While the gain of the filter is greater than unity, the output can be
attenuated if unity gain is desired.

Example 11.8

A sixth-order high-pass filter. Design a Butterworth high-pass filter with a �3 dB frequency of 100 kHz and
a stopband attenuation of 30 dB at 55 kHz. A nomograph for Butterworth (maximally flat) functions
indicates that this filter must have an order of at least six. A table for quadratic factors of Butterworth
functions [5] gives

T snð Þ ¼ K1
s2n þ 0:518sn þ 1
	 
 K2

s2n þ 1:414sn þ 1
	 
 K3

s2n þ 1:932sn þ 1
	 


Using snH¼ 1=sn for low-pass to high-pass transformation and sn¼ s=2p3 105 to denormalize the
frequency,

T1(s) ¼ s2K1

s2 þ 325, 500sþ 394:8� 109

T2(s) ¼ s2K2

s2 þ 888, 600sþ 394:8� s109

+

–

V1

+

–

V2

+

–

V2

+

–

V3

79.00k 79.00k 57.11k 57.11k
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1n
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224.0k 28.28k
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farads

44.68k
44.68k

49.26k 49.26k
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(b)
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FIGURE 11.18 Fourth-order bandpass filter. (a) Stages 1 and 2 and (b) stages 3 and 4.
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and

T3(s) ¼ s2K3

s2 þ 1, 214, 000sþ 394:8� 109

The Sallen and Key high-pass filter can be used to implement all three of these stages. Picking a constant
R, constant C design style with vn¼ 105 rad=s gives R¼ 10 kV and C¼ 1 nF for each stage. Equation
11.23 then simplifies to

1
Q

¼ 3� K

for each stage. Thus K1¼ 2.482, K2¼ 1.586, and K3¼ 1.068, and the resulting high-pass filter is shown in
Figure 11.19.

Example 11.9

A fifth-order low-pass filter. Design a low-pass filter with an elliptic characteristic such that it has a 1 dB
ripple in the passband (which is 500 Hz) and 65 dB attenuation at 1 kHz. From a nomograph for elliptic
magnitude functions, the required order of this filter is five. A chart for a fifth-order elliptic filter with 1 dB
passband ripple gives

T snð Þ ¼ H s2n þ 4:365
	 


s2n þ 10:568
	 


sn þ 0:3126ð Þ s2n þ 0:4647sn þ 0:4719
	 


s2n þ 0:1552sn þ 0:9919
	 


This transfer function can be realized with two notch filters like Figure 11.9a and a first-order low-pass
section. Denormalizing the frequency with sn¼ s=1000p gives

T1(s) ¼ H1 s2 þ 43, 080, 000ð Þ
s2 þ 1, 460sþ 4, 657, 000

T2(s) ¼ H2 s2 þ 104, 300, 000ð Þ
s2 þ 487:6sþ 9, 790, 000

and

T3(s) ¼ 982:1
sþ 982:1

For the first stage, use Equations 11.40 and 11.44, H1¼ 0.1081, and a¼ 0.9429. Setting C1¼ 1 nF and
applying Equations 11.40 and 11.41,

1n 1n 1n 1n 1n 1n

10k 10k 10k

10k10k10k

+

–

V1

+

–

V2

K = 2.482 K = 1.586 K = 1.068

FIGURE 11.19 A sixth-order high-pass filter (all component values are V or F).
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C1 ¼ 1 nF, C4 ¼ 9:25 nF, C2 ¼ 8:25 nF, C5 ¼ 18:5 nF
R2 ¼ 69:8 kV, R1 ¼ 35:9 kV, R3 ¼ 34:9 kV, R1 ¼ 74:1 kV

Similarly, in the second stage H2¼ 0.0939, a¼ 0.1684, and

C1 ¼ 1 nF, C4 ¼ 10:7 nF, C2 ¼ 9:65 nF, C5 ¼ 21:4 nF
R2 ¼ 32:3 kV, R1 ¼ 27:6 kV, R3 ¼ 16:1 kV, R4 ¼ 192 kV

The third stage can be a simple RC low-pass with C¼ 10 nF and R¼ 101 kV. The resulting cascade filter
is shown in Figure 11.20.
These examples illustrate both the use of the Filter Designer and the method of cascading first- and

second-order stages to achieve higher order filters.

11.7 Influence of Nonidealities

Effective filter design requires an understanding of how circuit nonidealities influence performance.
Important nonidealities to consider include passive component tolerance (i.e., resistor and capacitor
accuracy), amplifier gain accuracy, finite amplifier gain-bandwidth, amplifier slew rate, and noise.

11.7.1 Sensitivity Analysis

Classical sensitivity functions [5] are valuable tools for analyzing the influence of nonidealities on filter
performance. The sensitivity function, sx

Y [2], by definition, describes the change in a performance
characteristic of interest, say y, due to the change in nominal value of some element x,

Syx ¼
@y
@x

� �
x
y
¼ @y=y

@y=x
¼ @(ln y)

@(ln x)
(11:73)

The mathematical properties of the sensitivity function are given in Table 11.1 [5] for convenient
reference.
A valuable result of the sensitivity function is that it enables us to estimate the percentage change in a

performance characteristic due to variation in passive circuit elements from their nominal values.
Consider, for example, a low-pass filter’s cutoff frequency vo, which is a function of R1, R2, C1, and
C2. Using sensitivity functions, the percentage change in vo is estimated as [3]

Dvo

vo
	 Svo

R1

DR1

R1

� �
þ Svo

R2

DR2

R2

� �
þ Svo

C1

DC1

C1

� �
þ Svo

C2

DC2

C2

� �
(11:74)
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FIGURE 11.20 Fifth-order low-pass filter (all component values are V or F).
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Not that the quantity Dvo=vo represents a small differential change in the cutoff frequency vo. When
considering the root locus of a filter design, the change in pole location due to a change in gain K, for
example, could be described by [3]

Sp1K ¼ @so

@K

� �
þ j

@vo

@K
K
vo

� �
(11:75)

where the pole p1¼soþ jvo. Furthermore, the filter transfer function’s magnitude and phase sensitivity
is defined by [3]

ST( jv)x ¼ S T( jv)j j
x þ Su( jv)x ¼ Re ST( jv)x þ 1

u(v)
Im ST( jv)x (11:76)

and

ST( jv)x ¼ x
T( jv)j j

@

@x
T( jv)j j þ jx

@u(v)
@x

(11:77)

where T( jv)¼ jT( jv)jexp[ju(v)]. The interested reader is directed to Ref. [5, Chapter 3] for a detailed
discussion of sensitivity.

11.7.2 Gain-Bandwidth

Now let us consider some of the amplifier nonidealities that influence the performance of our low-gain
amplifier filter realizations. There are two amplifier implementations of interest each using an operational
amplifier. They are the noninverting configuration and the inverting configuration shown in Figure 11.21.
The noninverting amplifier is described by

K ¼ V2

V1
¼ Ad(s)

1þ Ad(s)=Ko
(11:78)

TABLE 11.1 Properties of Sensitivity Function

Skyx ¼ Sykx ¼ Syx Sy1=y2x ¼ Sy1x � Sy2x

Sxx ¼ Skxx ¼ Skxkx ¼ 1 Syx1 ¼ Syx2S
y2
x1

Sy1=x ¼ S1=yx ¼ �Syx Syx ¼ Sjyjx þ j arg ySarg yx

Sy1y2x ¼ Sy1x þ Sy2x Sarg yx ¼ 1
arg y Im Syx(*)

S
Qn

i¼1
yi

x ¼ Pn
i¼1

Syix Sjyjx ¼ Re Syx(*)

Sy
n

x ¼ nSyx Syþx
x ¼ 1

yþz ySyx þ zSzx
	 


Sx
n

x ¼ Skx
n

x ¼ n S
Pn

i¼1
yi

x ¼
Pn

i¼1
yiS

yi
xPn

i¼1
yi

Syxn ¼ 1
n S

y
x S1n y

x ¼ 1
1n y S

y
x

Sxxn ¼ Sxkxn ¼ 1
n

Source: Huelsman, L.P. and Allen, P.E., Introduction
to the Theory and Design of Active Filters, McGraw-Hill,
New York, 1980.
Note: Relations denoted by ‘‘(*)’’ use y to indicate a

complex quantity and x to indicate a real quantity.
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where
Ko¼ 1þRB=RA is the ideal gain
Ad(s) is the operational amplifier’s differential gain

Using the dominant-pole model for the op-amp,

Ad(s) ¼ GB
sþ va

¼ Aova

sþ va
(11:79)

where
Ao is the dc gain
va is the dominant pole
GB is the gain-bandwidth product of the op-amp

Inserting Equation 11.79 into Equation 11.78 gives

K ¼ GB
sþ va 1þ Ao=Koð Þ 	

GB
sþ GB=Ko

(11:80)

The approximation of the K expression is valid provided Ao
Ko. The magnitude and phase of Equation
11.80 are

K( jv)j j ¼ GBffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2 þ GB=Koð Þ2

q (11:81)

and

arg [K( jv)] ¼ � tan�1 v

GB
Ko

� �
(11:82)

Note that for v>GB=Ko, Equations 11.81 and 11.82 may be approximated by

K( jv)j j 	 Ko (11:83)

and

arg [K( jv)] 	 � v

GB
Ko (11:84)
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FIGURE 11.21 (a) Noninverting amplifier and (b) inverting amplifier.
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The phase expression (Equation 11.84) describes the phase lag introduced to an active filter realization by
the op-amp’s finite gain-bandwidth product. To illustrate the importance of taking this into account,
consider a positive-gain filter with Ko¼ 3 and operation frequency v¼GB=30 [5]. According to
Equation 11.84, a phase lag of 5.738 is introduced to the filter by the op-amp. Such phase lag might
significantly impair the performance of some filter realizations.
The inverting amplifier of Figure 11.21b is described by

K ¼ V2

V1
¼ �Ad(s) RB= RA þ RBð Þ½ �

1þ Ad(s) RA= RA þ RBð Þ½ � (11:85)

Inserting Equation 11.79 into Equation 11.85 gives

K ¼ � RB= RA þ RBð Þ½ �GB
sþ va 1þ AoRA= RA þ RBð Þ½ � 	

� RB= RA þ RBð Þ½ �GB
sþ GB RA= RA þ RBð Þ½ � (11:86)

where as before the approximation is valid if Ao 
 (RAþRB)=RA. The magnitude and phase expressions
for Equation 11.86 are

K( jv)j j ¼ GBRB= RA þ RBð Þffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2 þ GBRA= RA þ RBð Þ½ �2

q (11:87)

and

arg [K( jv)] ¼ p� tan�1 v

GB
1þ RB

RA

� �� �
(11:88)

If v<GB RA=(RAþRB), then Equations 11.87 and 11.88 are approximated by

K( jv)j j 	 RB

RA
(11:89)

and

arg [K( jv)] 	 p� v

GB
1þ RB

RA

� �� �
(11:90)

An important limitation of the inverting configuration is its bandwidth [5], compared to that of the
noninverting configuration, when small values of gain K are desired. Take, for example, the case where a
unity-gain amplifier is needed. Using the amplifier of Figure 11.21a, the resistor values would be RB¼ 0
and RA¼1. From Equation 11.80 we see that this places a pole at s¼�GB. Using the amplifier of Figure
11.21b, the resistors would be selected such that RB¼RA. From Equation 11.86 we see that a pole located
at s¼�GB=2 results. Hence, for unity-gain realizations, the inverting configuration has half the band-
width of the noninverting case. However, for higher gains, as the ratio RB=RA becomes large, both
configurations yield a pole location that approaches s¼�(GB)RA=RB.

When using the inverting configuration described above to implement a negative-gain realization, the
input impedance to the amplifier is approximately RA. RA must then be carefully selected to avoid
loading the RC network. Another problem is related to maintaining low phase lag when a high Q is
desired [5]. A Q of 10 requires that the ratio RB=RA be approximately 900. However, to avoid a phase lag
of 68, Equation 11.90 indicates that for Q¼ 10 the maximum filter design frequency cannot exceed
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approximately GB=8500. If GB¼ 1 MHz, say if the 741 op-amp is being used, then the filter cannot
function properly above a frequency of about 100 Hz.
We have seen that a practical amplifier implementation contributes a pole to the gain K of a filter due

to the op-amp’s finite gain-bandwidth product GB. This means that an active filter’s transfer function
will have an additional pole that is attributed to the amplifier. The poles then of an active filter will be
influenced by this additional pole. Consider the positive-gain amplifier used in the Sallen–Key low-pass
filter (Figure 11.6). The filter’s ideal transfer function is expressed in Equation 11.21. For the equal R,
equal C case (R1¼R3, C2¼C4) we have RB¼RA[2� (1=Q)]. By inserting Equation 11.80 into Equation
11.21, the transfer function becomes [3]

T snð Þ ¼ V2

V1
¼ GBn

s3n þ s2n 3þ GBn
1�1

Q

� �
þ sn 1þ GBn

3Q�1

� �
þ GBn

3�1
Q

(11:91)

where the normalized terms are defined by sn¼ s=vo and GBn=vo. The manner in which the poles of
Equation 11.91 are influenced by the amplifier’s finite gain-bandwidth product is illustrated in Figure
11.22a. This plot is the upper left-half sn plane. The solid lines correspond to constant values of Q and the
circles correspond to discrete values of GBn, which were the same for each Q. For Q¼ 0.5 the GBn values
are labeled. Note that the GBn¼1 case shown is the ideal case where amplifier GB is infinite. The poles
shift toward the origin as vo approaches a value near GB. Furthermore, for large design values of Q, i.e.,
greater than 3, the actual Q value will decrease as vo approaches GB.
As another example, consider the Sallen–Key low-pass again but for the case where positive unity-gain

and equal resistance (R1¼R3) are desired. When the amplifier’s gain-bandwidth product is taken into
account, the filter’s transfer function becomes [3]

T(s) ¼ V2

V1
¼ GBn

s3n þ s2n 2Qþ 1
Q þ GBn

� �
þ sn 1þ GBn

Q

� �
þ GBn

(11:92)

where again sn¼ s=vo and GBn¼GB=vo. The poles of Equation 11.92 are shown in Figure 11.22b. The
plots are similar but the Figure 11.22b) plot constant GBn values for the range of Q shown are closer
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FIGURE 11.22 Effect of GB on the poles of the Sallen–Key second-order low-pass case. (a) Equal R, equal C case
and (b) unity gain, equal R case.
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together than the Figure 11.22a plot. This means that the poles of the unity-gain, equal R design are less
sensitive to amplifier gain-bandwidth product than the equal R, equal C case. The influence GB has on
Sallen–Key low-pass filter parameters is summarized in Table 11.2.

11.7.3 Slew Rate

Slew rate is another operational amplifier parameter that warrants consideration in active filter design.
When a filter signal level is large and=or the frequency is high, op-amp slew rate (SR) limitations can
affect the small-signal behavior of amplifiers used in low-gain filter realizations. The amplifier’s ampli-
tude and phase response can be distorted by large-signal amplitudes. An analysis of slew rate induced
distortion is presented in Ref. [1]. For the inverting amplifier (Figure 11.21b), slewing increases the
small-signal phase lag. This distortion is described by Ref. [5]

arg [K( jv)] ¼ p� tan�1 v=GB 1þ RB=RAð Þð Þ
N(A)

� �
(11:93)

where
N(A) is a describing function
A is the peak amplitude of the sinusoidal voltage input to the amplifier

N(A)¼ 1 while the op-amp is not slewing, yielding the same phase lag described by Equation 11.88.
However, for conditions where slewing is present, N(A) becomes less than 1. Under such conditions the
filter may become unstable. Refer to Ref. [1] and Ref. [5, Chapter 4, Section 6] for a detailed discussion of
slew rate distortion.
Selecting an operational amplifier with higher slew rate can reduce large-signal distortion. Given the

choice of FET input or BJT input op-amps, FET input op-amps tend to have higher slew rates and higher
input signal thresholds before slewing occurs. When selecting an amplifier for a filter it is important to
remember that slewing occurs when the magnitude of the output signal slope exceeds SR and when the
input level exceeds a given voltage threshold. Often the slew rate of a filter’s amplifier sets the final limit
of performance that can be attained in a given active filter realization at high frequencies.

11.7.4 Noise

The noise performance of a given filter design will ultimately determine the circuit’s signal-to-noise ratio
and dynamic range [7]. For these reasons, a strong understanding of noise analysis is required
for effective filter design. In this section noise analysis of the noninverting and inverting op-amp

TABLE 11.2 Summary of Finite GB on Filter Parameters

Sallen–Key Low-Pass Realizations

Equal R, equal C
v0(actual) 	 vo(design) 1� 1

2 3� 1
Q

� �2
vo
GB

� �

Q(actual) 	 Q(design) 1� 1
2 3� 1

Q

� �2
vo
GB

� �

GB � 45 1� 1
3Q

� �2
v0*

Unity-gain, equal R v0(actual) 	 vo(design) 1� voQ
GB

	 

Q(actual) 	 Q(design) 1þ voQ

GB

	 

GB � 10v0*

‘‘*’’ denotes the condition for Dvo=vo¼DQ=Q� 10%, i.e., for vo and Q to change
less than 10% [3].
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configurations are discussed for the implementation of the gain block K. An example noise analysis is
illustrated for a simple filter design.
Proceeding with noise analysis, consider the four noise sources associated with operational amplifier.

Shown in Figure 11.23, En1 and En2 represent the op-amp’s voltage noise referred to the negative and
positive inputs, respectively, and In1 and In2 represent the op-amp’s current noise referred to the negative
and positive inputs, respectively. En1 and En2 are related to En, from an op-amp manufacture’s data sheet,
through the relationship

En ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
E2
n1 þ E2

n2

q
V=

ffiffiffiffiffiffi
Hz

ph i
(11:94)

In is also usually reported in an op-amp manufacturer’s data sheet. The value given for In is used for In1
and In2.

In ¼ In1 ¼ In2 A=
ffiffiffiffiffiffi
Hz

ph i
(11:95)

The analysis of the filter noise performance begins with the identification of all noise sources, which
include the op-amp noise sources and all resistor thermal noise (Et ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
4 ktRDf

p
where 4kT is approxi-

mately 1.653 10�20 V2=V; Hz at room temperature and Df is the noise bandwidth). To begin the
analysis, uncorrelated independent signal generators can be substituted for each noise source, voltage
sources for noise voltage sources, and current sources for current noise sources. By applying superpos-
ition and using the rms value of the result, the noise contribution of each element to the total output
noise Eno can be determined. Only squared rms values can be summed to determine Eno

2 . The resultant
expression then for Eno

2 should never involve subtraction of noise sources, only addition. Sources of noise
in a circuit always add to the total noise at the circuit’s output. The total noise referred to the input Eni is
simply Eno divided by the circuit’s transfer function gain. Capacitors ideally only influence noise
performance through their effect on the circuit’s transfer function. That is, the transfer gain seen by a
noise source to the circuit’s output can be influenced by capacitors depending on the circuit. As a result,
of course, a circuit’s noise performance can be a strong function of frequency.
Consider again the noninverting op-amp configuration, which can be used to implement positive K.

The circuit is shown in Figure 11.24a with appropriate noise sources included. Resistor Rs has been
included to represent the driving source’s (V1) output resistance. The simplified circuit lumps together
the amplifier’s noise sources into Ena, shown in Figure 11.24b. Ena is described by Equation 11.96. The
circuit in Figure 11.24b can be used in place of the positive gain block K to simplify the noise analysis of a
larger circuit. Rs obviously will be determined by the circuit seen looking back from the amplifier’s input:

En2

En1

In2

In1
Vout

+

–

Vin
+

–

+

–

FIGURE 11.23 Operational amplifier noise model with four noise sources.
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E2
na ¼ E2

n þ
RA

RA þ RB

� �2

E2
tB

	 
þ RB

RA þ RB

� �2

E2
tA

	 
þ I2n1 RAkRBð Þ2 (11:96)

The inverting op-amp configuration for implementing a negative gain is shown in Figure 11.25a with
noise sources included. Here again, the op-amp’s noise sources can be lumped together and referred
to the input as noise source Enb shown in Figure 11.25b. For simplicity, Rs has been lumped together
with RA.

Enb is described by Equation 11.97. The simplified circuit in Figure 11.25b is convenient for simplifying
the noise analysis of larger circuit that uses a negative gain block.

E2
nb ¼ 1þ RA

RB

� �2

E2
n

	 
þ RA

RB

� �2

E2
tB

	 

(11:97)

Example 11.10

First-order low-pass filter noise analysis. Noise analysis of a low-pass filter with noninverting midband gain
of 6 dB and �20 dB=decade gain roll-off after a 20 kHz cutoff frequency is desired. Recall from Section
11.3 that vo¼ RC. Let us designate R1 for R and C2 for C. To obtain vo¼ 2p(20 kHz), commercially
available component values R1¼ 16.9 kV and C2¼ 470 pF (such as a 1% metal-film resistor for R1 and a
ceramic capacitor for C2) can be used. Implement K with the noninverting op-amp configuration and use
Figure 11.24b as a starting point of the noise analysis. The midband gain of 6 dB can be achieved by
selecting RA¼ RB. For this example let RA¼ RB¼ 10.0 kV, also available in 1% metal film. Including the
thermal noise source for R1, the circuit shown in Figure 11.26 results.

From this circuit we can easily derive the output noise of the low-pass filter.

E2
no ¼ K2 E2

na þ
Z2

R1 þ Z2



2

E2
t1

	 
þ R1 Z2kj j2 I2n
	 
" #

(11:98)
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FIGURE 11.24 (a) Noninverting op-amp configuration with noise sources and (b) simplified noninverting amp-
lifier circuit with noise sources.
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where
Z2¼ 1=sC2, the impedance of the capacitor
Ena is defined by Equation 11.96

The commercial op-amp OP-27 can be used to implement K and thus determines the values of En and In.
For OP-27, En ¼ 3 nV=

ffiffiffiffiffiffi
Hz

p
and In ¼ 0:4 pA=

ffiffiffiffiffiffi
Hz

p
. A comparison of the hand analysis to a PSpice

simulation of this low-pass filter is shown in Figure 11.27. The frequency dependence of K was not
included in the hand analysis since the filter required a low midband gain of two and low cutoff
frequency relative to the OP-27’s 8 MHz gain-bandwidth product. The simulated frequency response
is shown in Figure 11.28. The computer simulation did include a complete model for the OP-27.
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FIGURE 11.25 (a) Inverting op-amp configuration with noise sources and (b) simplified inverting amplifier circuit
with noise sources.
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FIGURE 11.26 Positive gain first-order low-pass filter with noise sources.
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As indicated by Figure 11.27, the output noise predicted by Equation 11.98 agrees well with the
simulation. Analyzing the noise contribution of each circuit element to the filter’s total output noise can
provide insight for improving the design. To this end, Table 11.3 was generated for this filter.
Note that at 1 kHz R1 is the dominant source of noise. A smaller value of R1 could be chosen at the

expense of increasing C2. Care must be taken in doing so because changing C2 also changes the gain
multiplier for In and R1’s noise source, as described in Equation 11.98. The noise bandwidth, using a
single-pole response approximation, is 20 kHz (p=2)¼ 31.4 kHz. Hence, Eni ¼ 20:2 nV=

ffiffiffiffiffiffi
Hz

p	 

. (31.4

kHz)1=2¼ 3.58 mV. To achieve then a signal-to-noise ratio of 10, the input signal level must be 35.8 mV.
This would be more difficult to attain if 741 op-amp has been used, with its En ¼ 20:2 nV=

ffiffiffiffiffiffi
Hz

p
, rather

than the OP-27.
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FIGURE 11.27 Comparison of calculated output noise with simulation.
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FIGURE 11.28 Simulated low-pass filter frequency response. The cursors indicate a �3 dB frequency of 20 kHz.
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Often in signal processing circuits several stages are cascaded to shape the response of the system. In
doing so, the noise contributed by each stage is an important consideration. Placement of each stage
within the cascade ultimately determines the Eni of the entire cascade. The minimum Eni is achieved by
placing the highest gain first. By doing so the noise of all the following stages is divided by the single
largest gain stage of the entire cascade. This comes, however, at the sacrifice of dynamic range. With the
highest gain first in the cascade, each following stage has a larger input signal than in the case where
the highest gain stage is last or somewhere between first and last in the cascade. Dynamic range is lost
since there is a finite limit in the input signal level to any circuit before distortion results.

11.8 Summary

This chapter has examined active filters using low-gain amplifiers. These filters are capable of realizing
any second-order transfer function. Higher order transfer functions are realized using cascaded first- and
second-order stages. The nonideal behavior of finite gain-bandwidth, slew rate, and noise was examined.
More information on this category of filters can be found in the references.
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TABLE 11.3 Noise Contributions of Each Circuit Element at 1 kHz

Noise Source Noise Value Gain Multiplier Output Noise Contribution Input Noise Contribution

En 3 nV=
ffiffiffiffiffiffi
Hz

p
2 6 nV=

ffiffiffiffiffiffi
Hz

p
3 nV=

ffiffiffiffiffiffi
Hz

p

In 0:4 pA=
ffiffiffiffiffiffi
Hz

p
35.2 k 14:1 nV=

ffiffiffiffiffiffi
Hz

p
7:04 nV=

ffiffiffiffiffiffi
Hz

p

RA 12:65 nV=
ffiffiffiffiffiffi
Hz

p
1 12:65 nV=

ffiffiffiffiffiffi
Hz

p
6:325 nV=

ffiffiffiffiffiffi
Hz

p

RB 12:65 nV=
ffiffiffiffiffiffi
Hz

p
1 12:65 nV=

ffiffiffiffiffiffi
Hz

p
6:325 nV=

ffiffiffiffiffiffi
Hz

p

R1 16:4 nV=
ffiffiffiffiffiffi
Hz

p
1.998 32:8 nV=

ffiffiffiffiffiffi
Hz

p
16:4 nV=

ffiffiffiffiffiffi
Hz

p

Total noise contributions 40:4 nV=
ffiffiffiffiffiffi
Hz

p
20:2 nV=

ffiffiffiffiffiffi
Hz

p
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12.1 Introduction

In this section we will consider the design of second-order sections that incorporate a single operational
amplifier. Such designs are based upon one of the earliest approaches to RC active filter synthesis, which
has proven to be a fundamentally sound technique for over 30 years. Furthermore, this basic topology has
formed the basis for designs as technology has evolved from discrete component assemblies to mono-
lithic realizations. Hence, the circuits presented here truly represent reliable well-tested building blocks
for sections of modest selectivity.

12.2 General Structure for Single-Amplifier Filters

The general structure of Figure 12.1 forms the basis for the development of infinite-gain single-amplifier
configurations. Simple circuit analysis may be invoked to obtain the open-circuit voltage transfer
function. For the passive network

I1 ¼ y11V1 þ y12V2 þ y13V3 (12:1)

I2 ¼ y21V1 þ y22V2 þ y23V3 (12:2)

I3 ¼ y31V1 þ y32V2 þ y33V3 (12:3)
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For the amplifier, ideal except for finite gain A

V3 ¼ �AV2 (12:4)

Noting that I2¼ 0, the above equations reduce to the following expression for the voltage transfer
function:

V3

V1
¼ �y31

y32 þ y33
A

(12:5)

As A ! 1, which we can expect at low frequencies, the above expression reduces to the more familiar

V3

V1
¼ � y31

y32
(12:6)

Theoretically, a wide range of transfer characteristics can be realized by appropriate synthesis of the
passive network [1]. However, it is not advisable to extend synthesis beyond second-order functions for
structures containing only one operational amplifier due to the ensuing problems of sensitivity and
tuning. Furthermore, notch functions require double-element replacements [2] or parallel ladder
arrangements [3], which are nontrivial to design, and whose performance is inferior to that resulting
from other topologies such as those discussed in Chapters 13 and 14.
While formal synthesis techniques could be used to meet particular requirements, the most common

approach is to use a double-ladder realization of the passive network, as shown in Figure 12.2. This
arrangement, commonly referred to as the multiple-loop feedback (MFB) structure, is described by the
following voltage transfer ratio:

V3

V1
¼ �Y1Y3

Y5(Y1 þ Y2 þ Y3 þ Y4)þ Y3Y4
(12:7)

I1 I2

I3

V2 V3
V1

1 2

3

Passive
network –

+

FIGURE 12.1 General infinite-gain single-amplifier structure.

–

+
Y2V1

Y1 Y3
Y5Y4

V3

FIGURE 12.2 General double ladder multiple-feedback network.
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This negative feedback arrangement yields highly stable realizations. The basic all-pole (low-pass,
bandpass, high-pass) functions can be realized by single-element replacements for the admittances
Y1, . . . , Y5, as described in the following section.

12.3 All-Pole Realizations of the MFB Structure

12.3.1 Low-Pass Structure

The general form of the second-order all-pole low-pass structure is described by the following
transfer ratio:

V3

V1
¼ H

s2 þ vps
Qp

þ v2
p

(12:8)

By comparing the above requirement with Equation 12.7 it is clear that both Y1 and Y3 must represent
conductances. Furthermore, by reviewing the requirements for the denominator, Y5 and Y2 must be
capacitors, while Y4 is a conductance.

12.3.2 High-Pass Structure

The general form of the second-order all-pole high-pass transfer function is

V3

V1
¼ Hs2

s2 þ vps
Qp

þ v2
p

(12:9)

With reference to Equation 12.7, it is seen that both Y1 and Y3 must represent capacitors. There is a need
for a third capacitor (Y4¼ sC4) to yield the s2 term in the denominator function. The remaining two
elements, Y2 and Y5, represent conductances.

12.3.3 Bandpass Structure

The general form of the second-order all-pole bandpass transfer function is

V3

V1
¼ Hs

s2 þ vps
QP

þ v2
p

(12:10)

Two solutions exist since Y1 and Y3 can be either capacitive or conductive. Choosing Y1¼G1 and
Y3¼ sC3 yields Y4¼ sC4 and Y2, Y5 are both conductances.

The general forms of the above realizations are summarized in Table 12.1 [4].

12.4 MFB All-Pole Designs

MFB designs are typically reserved for sections having a pole-Q of 10 or less. One of the reasons for this
constraint is the reliance upon component ratios for achieving Q. This can be illustrated by consideration
of the low-pass structure for which

V3

V1
¼ �G1G3

s2C2C5 þ sC5(G1 þ G3 þ G4)þ G3G4
(12:11)
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By comparison with Equation 12.8,

Qp ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
C2C5G3G4

p
C5 G1 þ G3 þ G4ð Þ

or, in terms of component ratios:

Qp ¼
ffiffiffiffiffi
C2

p
ffiffiffiffiffi
C5

p 1
G1ffiffiffiffiffiffiffiffi
G3G4

p þ
ffiffiffiffi
G3
G4

q
þ

ffiffiffiffi
G4
G3

q
0
B@

1
CA (12:12)

Hence, high Qp can only be achieved by means of high component spreads. In general terms, a Qp of
value n requires a component spread proportional to n2.

Filter design is effected by means of coefficient matching. Thus, for the low-pass case, comparison of
like coefficients in Equation 12.8 and the transfer ratio in Table 12.1 yields

G1G3 ¼ H (12:13)

TABLE 12.1 MFB All-Pole Realizations

Filter Type Network Voltage Transfer Function

Low-pass

G4

G1

G3
C5 

C2

–
+

–G1G3
s2C2C5 + sC5(G1 + G3 + G4) + G3G4

High-pass

C4 C3
G5

G2

C1

–
+

–s2C1C3
s2C3C4 + sG5(C1 + C3 + C4) + G2G5

Bandpass
C3

G5

G2

C4

G1

–
+

–sG1C3
s2C3C4 + sG5(C3 + C4) + G5(G1 + G2)
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C2C5 ¼ 1 (12:14)

C5(G1 þ G3 þ G4) ¼ vp

Qp
(12:15)

G3G4 ¼ v2
p (12:16)

These equations do not yield an equal-capacitor solution but can be solved for equal-resistor pairs.
Hence, if G1¼G3,

G1 ¼ G3 ¼
ffiffiffiffi
H

p
(From Equation 12:13)

G4 ¼
v2
pffiffiffiffi
H

p (From Equation 12:16)

Then,

C5 ¼ vp

ffiffiffiffi
H

p

Qp 2H þ v2
p

� � ¼ 1
C2

An alternative solution for which G3¼G4 is shown in Table 12.2, together with equal-capacitor designs
for the bandpass and high-pass cases.
The conditions [4] for maximum Qp in the bandpass realization require C3¼C4 and G1¼G2¼ nG5,

where n is a real number. This yields a maximum Qp of
ffiffiffiffiffiffiffiffi
n=2

p
, and requires that H¼vpQp.

Example 12.1

Using the cascade approach, design a four-pole Butterworth bandpass filter having a Q of 5, a center
frequency of 1.5 kHz, and midband gain of 20 dB. Assume that only 6800 pF capacitors are available.

Solution

The low-pass prototype is the second-order Butterworth characteristic having a dc gain of 10 (i.e., 20 dB).
Thus,

T (s) ¼ 10

s2 þ ffiffiffi
2

p
sþ 1

(i)

TABLE 12.2 Element Values for the MFB All-Pole Realizations

Element (Table 12.1) Low-pass Bandpass High-Pass

Y1 G1 ¼ H
vp

G1 ¼ H C1 ¼ H

Y2 C2 ¼
Qp 2v2

p þH
� �

v2
p

G2 ¼ 2vpQp � H G2 ¼ vp(2þH)Qp

Y3 G3 ¼ vp C3 ¼ 1 C3 ¼ 1

Y4 G4 ¼ G3 C4 ¼ C3 C4 ¼ C3

Y5 C5 ¼
v2
p

Qp 2v2
p þH

� � G5 ¼ vp

2Qp
G5 ¼ vp

Qp(2þ H)
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The low-pass-to-bandpass frequency transformation for a Q of 5 entails replacing s in (i) by 5(sþ 1=s).
This yields the following bandpass function for realization:

Vo
Vi

¼ 0:4s2

s4 þ 0:28284s3 þ 2:04s2 þ 0:28284sþ 1

¼ �sH1

s2 þ 0:15142sþ 1:15218ð Þ �
�sH2

s2 þ 0:13142sþ 0:86792ð Þ
(section 1) (section 2)

(ii)

Q1 ¼ Q2 ¼ 7:089

vp1 ¼ 1:0734; vp2 ¼ 0:9316

As expected, the Q-factors of the cascaded sections are equal in the transformed bandpass characteristic.
However, the order of cascade is still important. So as to reduce the noise output of the filter, it is
necessary to apportion most of the gain to section 1 of the cascade. Section 2 then filters out the noise
without introducing excessive passband gain. In the calculation that follows, it is important to note that
the peak gain of a bandpass section is given by HQ=vp.
Since the overall peak gain of the cascade is to be 10, let this also be the peak gain of section 1. Hence,

H1Q1

vp1
¼ 6:6041H1 ¼ 10

giving H1¼ 1.514.
Furthermore, from (ii)

H1H2 ¼ 0:4

so that H2¼ 0.264.

The design of each bandpass section proceeds by coefficient matching, conveniently simplified by
Table 12.2. Setting C3¼C4¼ 1 F, the normalized resistor values for section 1 may be determined as

R1 ¼ 0:661 V; R2 ¼ 0:073 V; R5 ¼ 13:208V

The impedance denormalization factor is determined as

zn ¼ 1012

2p� 1500� 6800
¼ 15,603

Thus, the final component values for section 1 are

C1 ¼ C2 ¼ 6800 pF

R1 ¼ 10:2 kV

R2 ¼ 1:13 kV

R5 ¼ 205 kV

9>=
>; Standard 1% values

Note the large spread in resistance values (R5=R2 ’ 4Q2) and the fact that this circuit is only suitable for
low-Q realizations. It should also be noted that the amplifier open-loop gain at vp must be much greater
than 4Q2 if it is not to cause significant differences between the design and measured values of Q.

The component values for section 2 are determined in an identical fashion.
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Example 12.2

Design the MFB bandpass filter characterized in Example 12.1 as a high-pass=low-pass cascade of
second-order sections. Use the design equations of Table 12.2 and, where possible, set capacitors
equal to 5600 pF. It is suggested that you use the same impedance denormalization factor in each
stage. Select the nearest preferred 1% resistor values.

Solution

Since the peak gain of the overall cascade is to be 10, let this also be the gain of stage 1 (this solution
yields the best noise performance). The peak gain of the low-pass section is given by

H1Qffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 1=2Q2

p ¼ 7:16H1 ¼ 10 \ H1 ¼ 1:397

The overall transfer function (from Example 12.1) is

Vo

Vi
¼ 0:4s2

s4 þ 0:2824s3 þ 2:04s2 þ 0:2824sþ 1

\ H1H2 ¼ 0:4 so that H2 ¼ 0:286

Thus, assuming a low-pass=high-pass cascade, we have

Vo

Vi
¼ 1:397

s2 þ 0:15145þ 1:1522
� 0:286s2

s2 þ 0:1314sþ 0:8679

section 1 section 2

Design the low-pass section (section 1) using Table 12.2 to yield

G1 ¼ H1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1:15218

p ¼ 1:301, so that R1 ¼ 0:7684V

C2 ¼
2v2

p þH1

� �
v2
p

Qp ¼ 22:77 F

G3 ¼ vp ¼ 1:0733, so that R3 ¼ 0:9316V ¼ R4

C5 ¼ 1=C2 ¼ 0:0439 F

Now, design the high-pass section (section 2) to yield

C0
1 ¼ 0:286 F

G0
2 ¼ vp 2þ H2ð ÞQ ¼ 15:099, so that R0

2 ¼ 0:0662V

C0
3 ¼ C0

4 ¼ 1 F

G0
5 ¼

vp

Qp(2þ H)
¼ 0:0574, so that R0

5 ¼ 17:397V

To obtain as many 5600 pF capacitors as possible, the two sections should be denormalized separately.
However, in this example, a single impedance denormalization will be used. Setting C0

3 ¼ C0
4 ¼ 5600 pF

yields zn¼ 18,947.
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This leads to the following component values:

Low-Pass Stage High-Pass Stage

R1¼ 2.204 kV (2.21 kV) C0
1 ¼ 1602 pF

C2¼ 0.128 mF R0
2 ¼ 1.254 kV (1.24 kV)

R3¼ 17.651 kV (17.8 kV)¼R4 C0
3 ¼ C0

4 ¼ 5600 pF

C5¼ 246 pF R0
5 ¼ 329:62 kV (332 kV)

Note: 1% values in parentheses.

12.5 Practical Considerations in the Design of MFB Filters

Sensitivity, the effects of finite amplifier gain, and tuning are all of importance in practical designs. The
following discussion is based upon the bandpass case.

12.5.1 Sensitivity

Taking account of finite amplifier gain A, but assuming Rin¼1 and Ro¼ 0 for the amplifier, the
bandpass transfer function becomes

V3

V1
¼ �sG1=C4 1þ 1

A

� �
s2 þ s G5(C3 þC4)

C3C4
þ G1 þG2

C4(1þA)

n o
þ G5(G1 þG2)

C3C4

n o (12:17)

which is identical to the expression in Table 12.1 if A¼1.
Assuming a maximum Q design,

Q ¼ Qp

1þ 2Q2
p

(1þA)

(12:18)

where
Qp is the desired selectively
Q is the actual Q-factor in the presence of finite amplifier gain

If A � 2Q� 1, the classical Q-sensitivity may be derived as

SQA ¼ 2Q2

A
(12:19)

which is uncomfortably high. By contrast, the passive sensitivities are relatively low:

SQC3,C4
¼ 0; SQG5

¼ �0:5; SQG1,G2
¼ 0:25

while the vp sensitivities are all� 0.5.

12.5.2 Effect of Finite Amplifier Gain

The effect of finite amplifier gain can be further illustrated by plotting Equation 12.18 for various
Q-factors, and for two commercial operational amplifiers. Assuming a single-pole roll-off model, the
frequency dependence of open-loop gain for m A741 and LF351 amplifiers is as follows:
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Gain

Frequency (Hz) mA741 LF351

10 1.33 105 3.163 105

100 104 3.163 104

1,000 103 3.163 103

10,000 102 3.163 102

Figure 12.3 shows the rather dramatic fall-off in actual Q as frequency increases (and hence gain
decreases). Thus, for designs of modest Q (note that A� 2Q� 1), a very high quality amplifier is needed
if the center frequency is more than a few kilohertz. For example, the LF351 with a unity gain frequency
of 4 MHz will yield 6% error in Q at a frequency of only 1 kHz.

12.5.3 Tuning

Limited functional tuning of the bandpass section is possible. For example, the midband (peak) gain

Ko ¼ G1C3

G5(C3 þ G4)
(12:20)

may be adjusted by means of either G1 or G5.
Subsequent adjustment of either Qp or vp is possible via G2. In view of the discussion above, it is most

likely that adjustment ofQp will be desired. However, since the expressions forQp andvp are so similar, any
adjustment of Qp is likely to require an iterative procedure to ensure that vp does not change undesirably.

A more desirable functional tuning result is obtained in circumstances where it is necessary to preserve
a constant bandwidth, i.e., in a spectrum analyzer. Since
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µA741
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FIGURE 12.3 Effect of finite amplifier gain on the design Q for MFB bandpass realizations using two commercial
operational amplifiers.
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vp ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
G5(G1 þ G2)=C3C4

p
(12:21)

and bandwidth, B, is

B ¼ vp

Qp
¼ G5(C3 þ C4) (12:22)

adjustment of G2 will allow for a frequency sweep without affecting Ko or B.
An alternative to functional tuning may be found by adopting deterministic [5] or automatic [6]

tuning procedures. These are particularly applicable to hybrid microelectronic or monolithic realizations.

12.6 Modified Multiple-Loop Feedback Structure

In negative feedback topologies such as the MFB, ‘‘high’’ values of Qp are obtained at the expense of large
spreads in element values. By contrast, in positive feedback topologies such as those attributed to Sallen
and Key, Qp is enhanced by subtracting a term from the s1 (damping) coefficient in the denominator. The
two techniques are combined in the MMFB (Deliyannis) arrangement [7] of Figure 12.4.
Analysis of the circuit yields the bandpass transfer function as

Vo

Vi
¼ �sC3G1(1þ k)

s2C3C4 þ s G5(C3 þ C4)� kC3G1f g þ G1G5
(12:23)

where k¼Gb=Ga, and the Q-enhancement term ‘‘�kC3G1’’ signifies the presence of positive feedback.
This latter term is also evident in the expression for Qp:

Qp ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
G1=G5

p
ffiffiffiffi
C4
C3

q
þ

ffiffiffiffi
C3
C4

q
� k G1

G5

ffiffiffiffi
C1
C2

qn o (12:24)

C4

C3

G1

G5

Ga

Gb VoVi

–

+

FIGURE 12.4 MMFB structure.
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The design process consists of matching coefficients in Equation 12.23 with those of the standard
bandpass expression of Equation 12.10. The design steps have been conveniently summarized by
Huelsman [8] for the equal-capacitor solution and the following procedure is essentially the same as
that described by him.

Example 12.3

Design a second-order bandpass filter with a center frequency of 1 kHz, a pole-Q of 8, and a maximum
resistance spread of 50. Assume that the only available capacitors are of value 6800 pF.

1. The above constraint suggests an equal-valued capacitor solution. Thus, set C3¼ C4¼ C.
2. Determine the resistance ratio parameter no that would be required if there were no positive

feedback. From Section 12.4, no¼ 4Q2
p ¼ 256.

3. Select the desired ratio n (where n is greater than 1 but less than 256) and use it to determine the
amount of positive feedback k. From Equation 12.24,

Qp ¼
ffiffiffi
n

p
2� kn

so that

k ¼ 1ffiffiffi
n

p 2ffiffiffi
n

p � 1
Qp

� �

Since n¼ 50 and Qp¼ 8, k¼ 0.0316.
4. A convenient value may now be selected for RB. If RB¼ 110 kV, then RA¼ RB (0.0316)¼ 3.48 kV.
5. Since, from Equation 12.23,

vp ¼
ffiffiffiffiffiffiffiffiffiffi
G1G5

C3C4

r

and G1=G5¼ n, we may determine G5 as

G5 ¼ vpCffiffiffi
n

p

Since C¼ 6800 pF, n¼ 50, and G5¼ 1=R5:

R5 ¼
ffiffiffiffiffi
50

p

2p103 � 6:8� 10�9
¼ 165:5 kV

Hence R1¼ R5=n¼ 3.31 kV.
6. Using 1% preferred resistor values we have

RB ¼ 110 kV; RA ¼ 3:16 kV

R5 ¼ 165 kV; R1 ¼ 3:48 kV

Judicious use of positive feedback in the Deliyannis circuit can yield bandpass filters with Q values
as high as 15–20 at modest center frequencies. A more detailed discussion of the optimization of
this structure may be found elsewhere [9].
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12.7 Biquadratic MMFB Structure

A generalization of the MMFB arrangement, yielding a fully biquadratic transfer ratio is shown in
Figure 12.5. If the gain functions K1, K2, K3 are realized by resistive potential dividers, the circuit reduces
to the more familiar Friend biquad of Figure 12.6, for which

Vo

Vi
¼ cs2 þ dsþ e

s2 þ asþ b
(12:25)

where

K1 ¼ R5

R4 þ R5
; K2 ¼ RD

Rc þ RD
; K3 ¼ R7

R6 þ R7

R1 ¼ R4R5

R4 þ R5
; RA ¼ RcRD

Rc þ RD
; R3 ¼ R6R7

R6 þ R7

(12:26)

This structure is capable of yielding a full range of biquads of modest pole Q, including notch functions
derived as elliptic characteristics of low modular angle. It was used extensively in the Bell System, where
the benefits of large-scale manufacture were possible. Using the standard tantalum thin film process, and
deterministic tuning by means of laser trimming, quite exacting realizations were possible [10].

C1

C2 R2

R1
R3

RA

RB

K1Vi K3Vi K2Vi

Vo

–
+

+
–

+
–

+
–

FIGURE 12.5 Generalization of the MMFB circuit.

R4

R6

Rc

R2

R5 R7 RD

C1

C2

RB

Vi
Vo

–
+

FIGURE 12.6 Friend biquad.
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The structure is less suited to discrete component realizations. However, design is possible by coefficient
matching. The reader is referred to an excellent step-by-step procedure developed by Huelsman [11].

12.8 Conclusions

The multiple-feedback structure is one of the most basic active filter building blocks. It is extremely
reliable when used to realize low-Q (<10), low frequency (up to 15 kHz) second-order sections of the
low-pass, bandpass, and high-pass forms. Stability is ensured by the negative feedback topology, though
component spreads are proportional to Q2.

The disadvantage of larger component spread may be reduced by the judicious use of positive
feedback. This approach may be extended to yield the widely used Friend biquad, which allows the
realization of notch and other approximations requiring a pair of imaginary zeros.
All networks described in this section readily lend themselves to the cascade method for realizing

higher-order filters.
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13.1 Introduction

The step from single-amplifier to multiple-amplifier biquadratic filter sections provides several benefits.
The most important benefits are as follows:

. Reduced passive element spread, i.e., the ratio between the largest and the smallest values of
resistors and=or capacitors can be reduced compared to the single-amplifier case.

. The required amplifier gains in some circuits grow linearly or less with the Q-factor of the complex
pole pairs.

. Multiple-amplifier biquads often provide lower sensitivities to both passive and active components.

. Most of the multiple-amplifier biquads are more universal filter structures realizing the general
biquadratic transfer function.

. Most of the filter parameters such as pole and zero Q-factors, pole and zero frequencies, and the
gain factor of the transfer function can be tuned independently.

. Designing multiple-amplifier filters, often the values of the capacitors can be chosen freely. The
filter parameters are then determined by resistors, which is less costly than by capacitors.

On the other hand, these benefits must be paid for by increased space requirements and increased power
dissipation. However, today there are low-cost and low-power integrated-circuit op-amps available with
up to four op-amps on one chip. Therefore, size and power dissipation are often no longer the main
problem.
In the following, we will first consider biquadratic filter sections and dual-amplifier twin-T biquads.

Both circuit families are directly derived from single-amplifier circuits. Next we will derive filter circuits
having a quite different origin: filters that are derived from the generalized impedance converter (GIC)
and filters derived from state-variable representation of linear systems on the analog computer. Finally,
we will briefly consider filter circuits based on first-order all-pass sections.
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13.2 Biquads with Decoupled Time Constants

One of the simplest methods for improving the performance of a biquad is demonstrated in Figure 13.1.
Figure 13.1a shows a well-known Sallen and Key bandpass circuit [1], which offers moderate pole

sensitivities with respect to the passive elements. It can easily be shown that this circuit has the following
transfer voltage ratio:

H(s) ¼ Vo

Vi
¼ �K � sT2

s2T1T2(1þ K)þ s T12 þ T1 þ T2ð Þ þ 1
(13:1)

with the amplifier gain K and the time constants T1¼R1C1, T2¼R2C2, and T12¼R1C2. The gain
requirement is more than 4Qp

2� 1 with Qp being the Q-factor of the pole pair. This relationship limits
the circuit to low or medium-Q applications.
If we insert another amplifier between the two RC networks R1C1 and R2C2, we obtain the biquad in

Figure 13.1b [2,3], which possesses a transfer voltage ratio

H(s) ¼ Vo

Vi
¼ K1K2 � sT2

s2T1T2 1� K1K2ð Þ þ s T1 þ T2ð Þ þ 1
(13:2)

Here the product K1K2 of the gain factors plays the role of the gain �K in Figure 13.1a. One of the gain
factors must be positive, the other negative. A comparison of Equations 13.1 and 13.2 shows that after
isolating both RC networks the ‘‘cross time constant’’ T12 disappears. The two time constants T1 and T2
are decoupled. From this change we can derive two benefits. Both factors K1 and K2 require only a gain of
approximately 2Qp and, as will be shown later, this circuit can be designed with zero Q-sensitivity.

Next, we generalize the structure in Figure 13.1b by replacing the passive elements by general
admittances; see Figure 13.2. In this circuit, the two subnetworks Y1a, Y1b and Y2a, Y2b are decoupled.

C1

C2R1

R2Vi Vo

+

–

+

–

(a)

–K

C1

C2R1

R2Vi

+
Vo

+

– –

(b)

K1 K2

FIGURE 13.1 (a) Sallen and Key bandpass filter and (b) dual-amplifier bandpass filter with decoupled time
constants.

Vi

+

–
Vo

+

–

Y1b

Y1a Y2a

Y2b

K2K1

FIGURE 13.2 General biquad with decoupled networks.
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By a simple analysis we obtain the transfer voltage ratio of the general circuit in Figure 13.2:

H(s) ¼ Vo

Vi
¼ K1K2Y1aY2a

Y2a þ Y2bð Þ Y1a þ Y1bð Þ � K1K2Y1bY2a
(13:3)

By prespecifying the types of passive elements in Figure 13.2 and Equation 13.3, respectively, we next will
derive a low-pass, a bandpass, and high-pass filter section.
With the prespecified elements Y1a¼G1, Y1b¼ sC1, Y2a¼G2, and Y2b¼ sC2 we obtain from Equation

13.3 the low-pass transfer function:

HLP(s) ¼ Vo

Vi
¼ K1K2G1G2

s2C1C2 þ s G1C2 þ G2C1 1� K1K2ð Þ½ � þ G1G2

¼ K1K2

s2T1T2 þ s T2 þ T1 1� K1K2ð Þ½ � þ 1
(13:4)

If we predefine K1¼K2¼ 1 we simply get voltage followers in the filter circuit and additionally a simple
design procedure resulting in a low-sensitivity filter section. Figure 13.3 shows the low-pass filter section
with two op-amps and four passive elements.
For K1¼K2¼ 1 we will have dc gain H0¼ 1, a pole frequency

vp ¼ 1=
ffiffiffiffiffiffiffiffiffiffi
T1T2

p
(13:5)

and a Q-factor

Qp ¼
ffiffiffiffiffiffiffiffiffiffiffiffi
T2=T1

p
(13:6)

Thus, designing the filter section, from the predefined parameters vp and Qp we determine the time
constants

T2 ¼ Qp

vp
, T1 ¼ 1

Qpvp
(13:7)

Finally, we choose the values of the capacitors and calculate the resistors from the time constants.
From Equations 13.5 and 13.6, we can immediately read the pole sensitivities:

S
vp

R1
¼ S

vp

C1
¼ S

vp

R2
¼ S

vp

C2
¼ � 1

2
(13:8)

S
Qp

R1
¼ S

Qp

C1
¼ �S

Qp

R2
¼ �S

Qp

C2
¼ � 1

2
(13:9)
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FIGURE 13.3 Dual op-amp low-pass filter section.
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This result is comparable with the pole sensitivities of passive second-order RLC networks.
Next we will develop a high-pass filter section by prespecifying Y1a¼ sC1, Y1b¼G1, Y2a¼ sC2, and

Y2b¼G2 resulting in a transfer voltage ratio:

HHP(s) ¼ Vo

Vi
¼ s2K1K2C1C2

s2C1C2 þ s G2C1 þ G1C2 1� K1K2ð Þ½ � þ G1G2

¼ s2K1K2T1T2

s2T1T2 þ s T1 þ T2 1� K1K2ð Þ½ � þ 1
(13:10)

The only difference of this transfer function compared with the low-pass transfer function in Equation
13.4 is the high-pass term (with s2) in the numerator and the fact that the time constants T1 and T2 are
interchanged in the denominator polynomial. Thus we can transfer the results in Equation 13.5 through
13.9 to the high-pass filter by only replacing the index 1 by 2 and vice versa. Figure 13.4 shows the high-
pass filter section.
The bandpass filter circuit mentioned at the beginning of this section is defined by the following types

of elements: Y1a¼G1, Y1b¼ sC1, Y2a¼ sC2, and Y2b¼G2. Its transfer function is written in Equation 13.2.
The bandpass design is somewhat different from that of the low-pass and the high-pass filters described
above. If we set the design values

G1 ¼ G2 ¼ 1, C1 ¼ C2 ¼ 1
2Qp

(13:11)

and

�K1K2 ¼ 4Q2
p � 1 (13:12)

we obtain a special design where all passive Q-sensitivities are zero and all other sensitivities are very
low [2,3]:

S
Qp

R1
¼ S

Qp

C1
¼ S

Qp

R2
¼ S

Qp

C2
¼ 0 (13:13)

S
vp

R1
¼ S

vp

C1
¼ S

vp

R2
¼ S

vp

C2
¼ � 1

2
(13:14)

S
Qp

K1
¼ S

Qp

K2
¼ �K1K2

2 1� K1K2ð Þ <
1
2

(13:15)

S
vp

K1
¼ S

vp

K2
¼ � 1

2
1� 1

4Q2
p

 !
(13:16)
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FIGURE 13.4 Dual op-amp high-pass filter section.
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Figure 13.5 shows the bandpass filter section realized with two op-amps. In this circuit K1 is a
noninverting and K2 an inverting amplifier. The resistor R2 of the passive network R2, C2 is realized by
the input resistor of the inverting amplifier.

13.3 Dual-Amplifier Twin-T Biquads

Twin-T feedback networks are easily tunable and provide relatively favorable sensitivity properties. In
active filters, a twin-T network is connected between the input and the output of an inverting amplifier. It
has been shown [4] that the sensitivity to the active element can be substantially reduced when a
symmetrical feedback network is used, i.e., when the dc gain of the feedback network is equal to the
high-frequency gain.
In a single-amplifier twin-T biquad, the output port of the feedback network is loaded by the input

resistance of the inverting amplifier. As a consequence, the feedback network is no longer symmetrical.
Here again we can significantly improve the behavior of the twin-T biquad by introducing a second
amplifier: inserting a voltage follower between the twin-T network and the inverting amplifier maintains
the symmetry of the feedback network. Figure 13.6 shows the corresponding dual-amp twin-T resonator*
with the usually chosen passive element relations.
From the resonator in Figure 31.6 several filter circuits can be derived by inserting the input voltage

source in one of the grounded branches and by taking one of the two amplifier outputs as output terminal

R2R1

C1

Vi Vo

+

–

+

–

+
– +

–
C2

K2 R2

R
R(K1 – 1)

FIGURE 13.5 Dual op-amp bandpass filter section.

RR R1

R0

C C

2CR
2

+
–

+
–

FIGURE 13.6 Dual-amp twin-T resonator.

* A resonator is a circuit without input and output terminals that only serves to show the feedback mechanism.

Multiple-Amplifier Biquads 13-5



of the filter section. The voltage transfer ratios of all these circuits will have different numerator
polynomials but the same denominator polynomial. As an example, Figure 31.7 shows a band-rejection
filter derived from the dual-amp twin-T resonator in Figure 13.6.
The voltage transfer ratio of the band-rejection filter in Figure 13.7 can be calculated to be

HBR(s) ¼ Vo

Vi
¼ s2T2 þ 1

s2T2 þ s4T=K þ 1
(13:17)

with the time constant T¼RC and the gain K¼ (R0þR1)=R1 of the series connection of the two op-amp
circuits. Designing this filter, we determine the time constant T from the notch frequency vz or pole
frequency vp, respectively,

T ¼ 1
vz

¼ 1
vp

(13:18)

and the amplifier gain from the Q-factor:

K ¼ 4 � Qp (13:19)

In Ref. [4], it is shown that the filter has favorably low gain-sensitivity products.
In order to obtain further filter variants, in Ref. [4] a complementary circuit is derived from the

resonator in Figure 13.6; see Figure 13.8.
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FIGURE 13.7 Dual-amp twin-T band-rejection filter.
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FIGURE 13.8 Complementary circuit of the resonator in Figure 13.6.
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This resonator is especially useful for deriving filter sections with frequently applied transfer functions.
In Figures 13.9 through 13.13 some of these filter sections are depicted. Their voltage transfer ratios are
given by

H(s) ¼ Vo

Vi
¼ N(s)

s2T2 þ s4T=K þ 1
(13:20)

The band-rejection filter in Figure 13.9 has a numerator polynomial N(S)¼ s2T2þ 1. The filter section
in Figure 13.10 is low-pass with a numerator N(s)¼ 1, the filter section in Figure 13.11 is high-pass
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FIGURE 13.9 Twin-T band-rejection filter.
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FIGURE 13.10 Twin-T low-pass filter.
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FIGURE 13.11 Twin-T high-pass filter.
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with N(s)¼ s2T2. The design of these sections is exactly the same as that of the filter in Figure 13.7. It also
provides the same pole sensitivities.
The two structures in Figure 13.12 and 13.13 are particularly suitable for realizing elliptical filter

sections (also called Cauer filters). The Cauer low-pass filter section in Figure 13.12 has a numerator
polynomial:

N(s) ¼ s2R2CC1 þ 1, C1 þ C2 ¼ C (13:21)

In this circuit, the first capacitor C is split into a parallel connection of two capacitors C1 and C2, where C2

is grounded. The zeros are on the jv axis at positions �jvz with vz ¼ 1=
ffiffiffiffiffiffiffiffiffiffiffiffiffi
R2CC1

p
. The notch frequency

vz is greater than the pole frequency vp. Designing the filter section, we determine the parameters T and
K as described above. The splitting ratio of the input capacitor is determined by the poles and zeros:

C2

C1
¼ v2

z

v2
p
� 1 (13:22)
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FIGURE 13.12 Twin-T Cauer low-pass filter section.
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FIGURE 13.13 Twin-T Cauer high-pass filter section.
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Finally, in Figure 13.13 we have a Cauer high-pass filter section with a numerator polynomial:

N(s) ¼ s2RR1C
2 þ 1, R1kR2 ¼ R (13:23)

Here the zero frequency vz is less than the pole frequency vp. As in the low-pass case, the splitting ratio
of the input resistors is determined by these two frequencies:

R1

R2
¼ v2

p

v2
z
� 1 (13:24)

The circuit in Figure 13.6 is actually of third order. By matching the passive components, as shown in
Figure 13.6, we obtain a second-order transfer function. The question may arise as to what happens if we
have a small mismatch due to the tolerances of practical components. In this case, a third pole and a third
zero appear on the negative real axis of the s-plane. They do not cancel each other exactly, but
approximately. In general, the existence of the third pole and the third zero does not affect the frequency
response of the filter significantly. However, there is a second effect due to a small mismatch of passive
components that is more severe: the position of the pole pair desired by design is changed. This change
can be estimated by the pole sensitivities with respect to the passive elements [4].

13.4 GIC-Derived Dual-Amplifier Biquads

In this section, we consider a class of biquadratic building blocks with two op-amps that are derived from
the generalized impedance converter (GIC). A catalog of such building blocks realizing a wide variety of
network functions, including elliptic and all-pass ones, was published by Fliege [5].
Figure 13.14b shows the general filter structure, which is based on the resonator with two nullors in

Figure 13.14a. Each nullor consists of one nullator and one norator and constitutes a model for the ideal
op-amp. Combining the norator between the node between the admittances Y2 and Y3 and ground and
the nullator across Y4 and Y6 yields the op-amp m1 in Figure 13.14b. It can readily be verified that the
voltage transfer ratio of the circuit in Figure 13.14b with mi¼1, i¼ 1, 2 is given by

H(s) ¼ Vo

Vi
¼ Y6b Y2Y4 þ Y1aY4ð Þ þ Y1b Y3Y5 � Y6aY4ð Þ

Y1Y3Y5 þ Y2Y4Y6
(13:25)

Y1 Y2 Y3 Y4 Y5 Y6
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–

(b)

Y4
Y5 Y3
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μ1

μ2

+
–
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FIGURE 13.14 Resonator with (a) two nullors and (b) the corresponding general dual-amplifier filter structure.
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with

Y1 ¼ Y1a þ Y1b, Y6 ¼ Y6a þ Y6b (13:26)

If we choose the node between Y4 and Y5 as the output of the building block we will obtain a similar
transfer function. We only have to interchange the admittances Y1 by Y6, Y2 by Y5, and Y3 by Y4.

First, we will derive a second-order low-pass building block from the general structure and we will take
this low-pass filter as a prototype for the whole circuit family to explain their advantageous character-
istics. If we choose the passive elements of the building block as Y1a¼G1, Y1b¼ 0, Y2¼G2, Y3¼ sC3,
Y4¼G4, Y5¼G5þ sC5, Y6a¼ 0, and Y6b¼G6 we obtain the low-pass building block in Figure 13.15. Its
voltage transfer ratio reads

HLP(s) ¼ Vo

Vi
¼ G6G4 G2 þ G1ð Þ

s2C3C5G1 þ sC3G5G1 þ G2G4G6

¼ H0 �
v2
p

s2 þ svp=Qp þ v2
p

(13:27)

with dc gain

H0 ¼ 1þ a21

a21
(13:28)

pole frequency

vp ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
a21

T34T56

r
(13:29)

and Q-factor

Qp ¼ vp � T55 (13:30)
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FIGURE 13.15 Second-order low-pass building block. (a) The circuitry. (b) The pole locations.
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Here, the time constants are defined as

Tmv ¼ Cm

Gv
(13:31)

and the conductance ratios as

amv ¼ Gm

Gv
(13:32)

Figure 13.15b shows the location of the finite poles and zeros in the s-plane.
In the following, we predefine G1¼G2, i.e., a21¼ 1, and T34¼T56¼T. This provides optimum pole

sensitivities with respect to the passive elements and with respect to the gain-bandwidth products of the
operational amplifiers. Hence, the gain factor H0 always has the value 2.

Based on these parameter restrictions, we can establish an easy design procedure. First, we can choose
the capacitors C3¼C5¼C. Then, given the pole parameters vp and Qp, we determine the two resistors

R4 ¼ R6 ¼ R ¼ 1
vp � C (13:33)

and from Equation 13.30 the resistor

R5 ¼ Qp � R (13:34)

There are three key features that make these dual-amplifier biquads particularly favorable for practical
applications.

. Biquad building blocks have a low spread of elements. The resistors R1¼R2 can be chosen freely.
The same holds for the two capacitors C3¼C5. The frequency-determining resistors R4¼R6 have
equal values, too. There is only the Q-determining resistor R5, which differs by a factor of Qp.

. Relative sensitivities of the gain and the pole parameters with respect to the passive elements are of
the same order of magnitude as in case of a second-order passive RLC network; see Equation 13.35.

. Impact of the op-amp gain and gain-bandwidth product on the pole parameter is extremely low.

A sensitivity analysis of the biquad circuit in Figure 13.15 gives the following results:

SH0
R1

¼ �SH0
R2

¼ � 1
2
s

S
vp

R1
¼ �S

vp

R2
¼ �S

vp

C3
¼ �S

vp

R4
¼ �S

vp

C5
¼ �S

vp

R6
¼ 1

2

S
Qp

R1
¼ �S

Qp

R2
¼ �S

Qp

C3
¼ �S

Qp

R4
¼ þS

Qp

C5
¼ �S

Qp

R6
¼ 1

2

S
Qp

R5
¼ 1:

(13:35)

In most practical applications, we can describe the op-amp dynamics by a one-pole model:

m(s) ¼ m0

1þ s=vcð Þ ¼
1

1=m0ð Þ þ s=vTð Þ (13:36)

with the dc gain m0, the 3-dB cutoff frequency vc, and the gain-bandwidth product vT¼ m0vc¼ 1=TT.
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If the circuit elements are chosen properly, e.g., choosing network parameters a21¼ 1 and
T34¼T56¼T¼ 1=vp, an analysis of the impact of the parameters m0i and TTi¼ 1=vTi of the two
op-amps mi, i¼ 1, 2, on the pole parameters of the transfer function yields

Dvp

vp
� 1

m01
� 1
m02

� TT1 þ TT2

T
(13:37)

DQp

Qp
� �2Qp

1
m01

þ 1
m02

þ TT1 � TT2

T

� �
(13:38)

In case of high pole frequencies the impact of the dc gains m01 and m02 can be neglected against that of the
gain-bandwidth products. From Equation 13.37, after some intermediate steps, we obtain

vp þ Dvp � 1
T þ TT1 þ TT2

(13:39)

In case of an ideal op-amp we have vP¼ 1=T. The nonideal op-amp causes a pole frequency change Dvp

due to the time constants TTi. The frequency determining time constant T of the passive network is
increased by the two time constants TTi of the op-amps, which are reciprocals of the gain-bandwidth
products vTi.

The most interesting result is the Q-factor change in Equation 13.38. If the frequency responses of the
two op-amps are matched, as is usually the case with dual packages, the impact of the two gain-
bandwidth products cancels out. Thus, we have nearly no Q enhancement at higher pole frequencies.
To make the GIC-derived biquad almost independent of op-amp parameters, the above-mentioned

conditions (a21¼ 1, T34¼T56) must be met by the passive elements. In a more general view, this result
holds for the whole family of GIC-derived building blocks. Each of these building blocks has two
frequency-determining time constants and one resistive voltage divider (G1 and G2 or G3 and G4). In
any case, to obtain independence of op-amp parameters we have to choose equal time constants and a
voltage divider with equal resistors. If the time constants or the resistors, respectively, do not match
exactly, the independence of op-amp parameters remains nearly unchanged.
Next we will derive a bandpass building block from the general biquad in Figure 13.14b. If we choose

the passive elements as Y1a¼G1, Y1b¼ 0, Y2¼G2, Y3¼G3, Y4¼ sC4, Y5¼G5, Y6a¼ sC6, and Y6b¼G6,
we obtain the bandpass building block in Figure 13.16, which has a voltage transfer ratio:

HBP(s) ¼ Vo

Vi
¼ G6 sC4G2 þ sC4G1ð Þ

s2C4C6G2 þ sC4G2G6 þ G1G3G5

¼ H0 � s
s2 þ svp=Qp þ v2

p
(13:40)

with pole frequency

vp ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a12= T43T65ð Þ

p
(13:41)

Q-factor

Qp ¼ vp � T66 (13:42)

and midband gain

H0Qp ¼ 1þ a12ð Þ (13:43)
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The filter design is similar to that of the low-pass building block. First we choose the two resistors R1¼R2
and the two capacitors C4¼C6¼C. Then, from the pole frequency vp we determine the two resistors:

R3 ¼ R5 ¼ R ¼ 1
vp � C (13:44)

and from the Q-factor Qp the resistor

R6 ¼ Qp � R (13:45)

The pole sensitivities with respect to the passive elements and the relationship between the gain and the
gain-bandwidth product of the op-amps are the same as in case of the low-pass filters. It should be
mentioned that the maximum of the magnitude response jH(jv)j occurs at v¼vp and has exactly the
value 2, independent of the Q-factor and the time constants of the circuit*; see Equation 13.43.
We can derive a high-pass building block by choosing the following elements: Y1a¼G1, Y1b¼ 0,

Y2¼G2, Y3¼G3, Y4¼ sC4, Y5¼G5, Y6a¼G6, and Y6b¼ sC6; see Figure 13.17.
This filter circuit has a voltage transfer ratio

HHP(s) ¼ Vo

Vi
¼ sC6 sC4G2 þ sC4G1ð Þ

s2C4C6G2 þ sC4G2G6 þ G1G3G5

¼ 1þ a12ð Þ � s2

s2 þ svp=Qp þ v2
p

(13:46)

with vp as in Equation 13.41 and Qp as in Equation 13.42.
The design of the high-pass building block in Figure 13.17 is identical to that of the bandpass described

above. Both building blocks also have the same pole sensitivities and the same impact of the op-amps on
the pole parameters.
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FIGURE 13.16 Second-order bandpass building block. (a) The circuitry. (b) The pole and zero locations.

* Only assuming a12¼ 1.
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If we feed the input signal not only through the capacitor C6, but additionally through the element G1,
and if we set again a12¼ 1 we obtain the all-pass building block in Figure 13.18.
Its voltage transfer ratio reads

HAP(s) ¼ Vo

Vi
¼ s2C6C4G2 � sC4G1G6 þ G1G3G5

s2C4C6G2 þ sC4G2G6 þ G1G3G5

¼
s2 � s

T66
þ 1
T43T65

s2 þ s
T66

þ 1
T43T65

(13:47)

The all-pass building block is designed exactly as the high-pass or bandpass circuit.
From the all-pass building block, we can derive a second-order notch filter by adding a conductor G6b

in parallel with the capacitor G6; see Figure 13.19.
The circuit in Figure 13.19 has the general voltage transfer ratio

H(s) ¼ Vo

Vi
¼ sC6C4G2 þ sC4 G2G6b � G1G6að Þ þ G1G3G5

s2C4C6G2 þ sC4G2G6 þ G1G3G5
(13:48)

with G6¼G6aþG6b. By setting G2G6b¼G1G6a (normally G1¼G2 and G6a¼G6b) we obtain a second-
order notch filter with a voltage transfer ratio:

H(s) ¼
s2 þ a12

T43T65

s2 þ s
T66

þ a12

T43T65

(13:49)

where a12¼ 1 if G1¼G2.
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σ
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FIGURE 13.17 Second-order high-pass building block. (a) The circuitry. (b) The pole and zero locations.
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Finally we will derive two second-order elliptic or Cauer-type building blocks from the general dual-
amplifier structure in Figure 13.14b. To get a Cauer low-pass building block we take Y1a¼G1, Y1b¼C1,
Y2¼G2, Y3¼G3, Y4¼G4, Y5¼ sC5, Y6a¼ 0, and Y6b¼G6; see Figure 13.20.

σ

jω

(b)

G6

+
–

–
+

C6

G5
G3

G2

G1 = G2

G1

C4

VoVi

(a)

–

+

–

+

FIGURE 13.18 Second-order all-pass building block. (a) The circuitry. (b) The pole and zero locations.
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+
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+
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(b)
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FIGURE 13.19 Notch filter building block. (a) The circuitry. (b) The pole and zero locations.
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This filter circuit has a voltage transfer ratio

H(s) ¼ Vo

Vi
¼ s2C1G3C5 þ G6 G2G4 þ G1G4ð Þ

s2C1G3C5 þ sG1G3C5 þ G2G4G6

¼
s2 þ a43 1þ a12ð Þ

T12T56

s2 þ s
T11

þ a43

T12T56

¼ s2 þ v2
z

s2 þ svp=Qp þ v2
p

(13:50)

The magnitude vz of the zeros is always greater than the magnitude vp of the poles. Additionally, without
any matching of elements, the real part of the zeros is always zero.
The design can proceed in the following steps. First we predefine a43¼ 1 and choose due to practical

considerations the values of the resistors R3¼R4. We also select the two capacitors C1 and C5. Then,
comparing the first coefficient in the denominator of H(s) in Equation 13.50, namely, T11¼Qp=vp with
T11¼C1R1, we determine the resistor

R1 ¼ Qp

vpC1
(13:51)

Further, comparing the last coefficients in the numerator and denominator yields

v2
z

v2
p
¼ 1þ a12 (13:52)
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FIGURE 13.20 Second-order Cauer low-pass building block. (a) The circuitry. (b) The pole and zero locations.
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With a12¼R2=R1 we can solve Equation 13.52 for

R2 ¼ R1 � v2
z

v2
p
� 1

 !
(13:53)

Finally, from v2
p ¼ 1=(T12T56) we can determine the resistor

R6 ¼ 1
v2
pC1C5R2

(13:54)

In order to get the three resistors R1, R2, and R6 in the same order of magnitude it might be advisable to
predefine different values for the capacitors C1 and C5.

A Cauer high-pass building block is depicted in Figure 13.21. Its voltage transfer ratio reads

H(s) ¼ Vo

Vi
¼ s2C2G4C6 þ G1 G3G5 � G6G4ð Þ

s2C2G4C6 þ sG6G4C2 þ G1G3G5

¼
s2 þ a34 � a65

T21T65

s2 þ s
1
T11

þ a43

T12T56

¼ s2 þ v2
z

s2 þ svp=Qp þ v2
p

(13:55)
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FIGURE 13.21 Second-order Cauer high-pass building block. (a) The circuitry. (b) The pole and zero locations.
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The design of this building block is similar to that of the low-pass circuit. First we choose the resistors
R3¼R4 and the capacitors C2 and C6 and then, with predefined parameters Qp, vp, and vz, we determine
the remaining three resistors:

R6 ¼ Qp

vpC6
(13:56)

R5 ¼ R6 � 1� v2
z

v2
p

 !
(13:57)

R1 ¼ 1
v2
pC6C2R5

(13:58)

13.5 GIC-Derived Three-Amplifier Biquads

In order to get more flexibility for realizing arbitrary second-order transfer functions and to obtain less
resistor spread for realizing a given pole-Q, we can extend the resonator in Figure 13.14a to a resonator
with three nullors; see Figure 13.22.
There are two different biquads known from the

literature that are based on the resonator in Fig-
ure 13.22. The first one is proposed by Mikhael and
Bhattacharyya [6] and is shown in Figure 13.23.
This filter circuit requires a small resistor spread

to realize high pole-Q. The zeros of the transfer
function are formed with a resistive feed-forward
network providing a flexible design with arbitrary
numerator coefficients. The voltage transfer ratio
V3=Vi is

H3(s) ¼ V3

Vi
¼ N3(s)

D(s)
(13:59)
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FIGURE 13.22 Resonator with three nullors.
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FIGURE 13.23 Mikhael–Bhattacharyya biquad.
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with

N3(s) ¼ s2C1C2G1G9 þ sC2 G7G8G3 þ G8G2G3 � G8G1G4ð Þ
þ G9G7G10G5 þ G9G10G2G5 � G9G10G4G6ð Þ (13:60)

and

D(s) ¼ s2C1C2 G1G9 þ G2G9ð Þ þ sC2 G7G8G3 þ G7G8G4ð Þ
þ G9G7G10G5 þ G9G10G7G6ð Þ (13:61)

The two other output nodes lead to similar transfer expressions.
The second biquad, which is based on the resonator in Figure 13.22, was proposed by Padukone et al.

[7] and is depicted in Figure 13.24. Assuming ideal op-amps and choosing V3 as output voltage, we
obtain the following transfer function:

H3(s) ¼ V3

Vi
¼ N3(s)

D(s)
(13:62)

with

N3(s) ¼ s2 C2C3 G2G6 � G1G3ð Þ þ C1C2G1G8½ �
þ s C1G2G5G9 � C3G2G5G7 þ C2G1G4G8½ � þ G2G4G5G9ð Þ (13:63)

and

D(s) ¼ s2 C1 þ C3ð ÞC2G2G6 þ sC2G1G4 G3 þ G8ð Þ
þ G2G4G5 G7 þ G9ð Þ (13:64)

It has been shown [7] that the pole sensitivities to all passive components are not greater than unity. The
filter section has the main advantage of being particularly insensitive to gain-bandwidth variations even
when the op-amps are mismatched.

R1

R2 R4 C2

R6 R5

R8 R3 R7 R9C3C1

V1 V2
V3

Vi

+
– +

–
+
–

FIGURE 13.24 Padukone–Mulawka–Ghausi biquad.
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13.6 State-Variable-Based Biquads

A frequently-used multiple-amplifier biquad is the circuit proposed by Kerwin et al. [8]. This filter circuit
has extreme flexibility, good performance, and low sensitivities to the passive components. The filter is
based on analog computer structures [9], which are derived from the state-variable representation of
linear continuous systems. Therefore, these filters are also referred to as state-variable filters.
Figure 13.25a shows the basic analog computer structure consisting of one summing amplifier and two

integrators. We assume both integrators to have the same transfer function –1=(sT ), where T is called the
integrator time constant. Analyzing this structure yields

V1 ¼ �K1 � V3 þ K2 � Vi þ K3 � V2 (13:65)

V2 ¼ � 1
sT

� V1 (13:66)

V3 ¼ � 1
sT

� V2 (13:67)

which results in

HHP(s) ¼ V1

Vi
¼ s2T2K2

s2T2 þ sTK3 þ K1
(13:68)

Using Equation 13.66, we can immediately derive the voltage transfer ratio V2=Vi from Equation 13.68:

HBP(s) ¼ V2

Vi
¼ �sTK2

s2T2 þ sTK3 þ K1
(13:69)

Finally, with Equation 13.67 we obtain from Equation 13.69

HLP(s) ¼ V3

Vi
¼ K2

s2T2 þ sTK3 þ K1
(13:70)

Vi
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R2 R3

R R

R0 C C

Vi

V1

V2

V3

(b)

1
sT

– 1
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–
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–
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+ –
+

FIGURE 13.25 (a) Second-order analog computer structure and (b) state-variable filter section proposed by
Kerwin, Huelsman, and Newcomb.
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Thus, the structure in Figure 13.25a simultaneously realizes a high-pass filter, a bandpass filter, and a
low-pass filter. The corresponding filter circuit proposed by Kerwin, Huelsman, and Newcomb is
depicted in Figure 13.25b. The integrators consist of one op-amp, one resistor R, and one capacitor C.
The time constant is given by T¼RC. The three gain factors of the summing amplifier are determined by
the four resistors R0�R3:

K1 ¼ R0

R1
(13:71)

K2 ¼ R3

R2 þ R3
1þ R0

R1

� �
(13:72)

K3 ¼ R2

R2 þ R3
1þ R0

R1

� �
(13:73)

Obviously, the integrator time constant T plays the role of a reciprocal normalization frequency. Thus, if
we refer the frequency variable s to 1=T, we obtain from Equation 13.70 the normalized low-pass transfer
function:

HLP(s) ¼ V3

Vi
¼ K2

s2 þ sK3 þ K1
(13:74)

Given the normalized pole frequency vp and the pole Q-factor Qp, we can design the filter section by
equating

K1 ¼ v2
p (13:75)

and

K3 ¼ vp

Qp
(13:76)

Then K2 is fixed by the dc gain of the transfer function:

K2 ¼ H0 (13:77)

The state-variable filter circuit can be extended to a general biquad by adding an output amplifier that
sums the three voltages V1, V2, and V3. Figure 13.26a shows a state-variable filter with an output amplifier
summing the voltages V1, V2, and V3 of the circuit in Figure 13.25b. This biquad has been proposed also
by Kerwin et al. [8]. As alternative circuits, the amplifiers in Figure 13.26b and c can be used. Figure
13.26b shows an output amplifier that realizes the following sum:

Vo ¼ a1V1 þ a2V2 þ a3V3 (13:78)

with

a1 ¼ �R10

R11
, a2 ¼ R14

R12 þ R14
1þ R10

R11 R13k
� �

, a3 ¼ �R10

R13
(13:79)
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If we solve Equations 13.68 through 13.70 for the three output voltages and substitute them in Equation
13.79 with normalized variables s we obtain

H(s) ¼ Vo

Vi
¼ �K2

a1j js2 þ a2j jsþ a3j j
D(s)

(13:80)

All numerator coefficients have the same sign. Therefore, the zeros of the transfer function are in the left-
s-half plane. If we set a2¼ 0, i.e., if we delete the voltage divider R12, R14 and ground the noninverting
input terminal of the op-amp, we obtain zeros on the jv axis.
When designing the biquad, R14 and R10 may be used to scale the impedance level of the two resistive

subnetworks. Then from the three numerator coefficients or from the overall gain constant of the transfer
function, the zero frequency vz, and the zero Q-factor Qz we can easily determine the remaining resistors
R11, R12, and R13.

The output amplifier in Figure 13.26c has three inverting inputs. Summing the voltages V1, V2, and V3

leads to a numerator polynomial where the sign of the middle coefficient is different from the sign of the
other two. Thus, the zeros are in the right-s-half plane. Again, we can delete the resistor R12 to realize zero
on the jv axis.
A second state-variable biquad circuit proposed by Tow and Thomas [10–12] yields similar perform-

ance to that of the Kerwin–Huelsman–Newcomb circuit. It uses a feedback loop with one damped
integrator, one integrator, and one inverting amplifier; see Figure 13.27a. Figure 13.27b shows the Tow–
Thomas circuit with three op-amps.
The damped integrator has a transfer function

V1

V3
¼ �1

sT þ a

����
Vi¼0

(13:81)
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FIGURE 13.26 (a) State-variable filter with output amplifier, (b) output amplifier with inverting and noninverting
inputs, and (c) output amplifier with three inverting inputs.
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with T¼RC and a¼R=RQ. The inverting amplifier has a gain

V3

V2
¼ �R0

R1
¼ �K0 (13:82)

An analysis of the circuit in Figure 13.27b with Vi being the input voltage and V3 the output voltage yields
a transfer function

HLP(s) ¼ V3

V i
¼ �K0a2

s2T2 þ sTKQ þ K0
(13:83)

with

K0 ¼ R0

R1
, a2 ¼ R

R2
, KQ ¼ R

RQ
(13:84)

For the design of the filter, the integrator time constant T serves as a reciprocal normalization frequency.
Then, from the predefined normalized pole frequency we can determine the resistor ratio K0, from the
pole Q-factor the ratio KQ, and from the dc gain of the filter section the ratio a2. Choosing convenient
values for C and R0, we finally determine the resistors R, R1, RQ, and R2 from the parameters T, K0, KQ,
and a2, respectively.

The filter circuit in Figure 13.26 requires an additional op-amp to realize a transfer function with a
general second-degree numerator polynomial. An alternative method is to feed fractions of the input
signal forward into the input of each op-amp. This is realized in the multiple-input Tow–Thomas biquad
[10]; see Figure 13.28. The transfer function of this circuit can be calculated to be

H(s) ¼ Vo

Vi
¼ � s2T2a4 þ sT KQa4 � K0a3ð Þ þ K0 a2 � KQa3ð Þ½ �

s2T2 þ sTKQ þ K0
(13:85)
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FIGURE 13.27 (a) Principle and (b) three op-amp realization of Tow–Thomas filter.
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with K0, a2, and KQ as defined in Equation 13.84 and

a3 ¼ R
R3

, a4 ¼ R0

R4
(13:86)

Thus, arbitrary numerator coefficients can be predescribed. In particular, if we choose a3¼a4¼ 0 we
obtain the low-pass filter circuit in Figure 13.27b and the transfer function in Equation 13.83.
When the state-variable filters described above are used to realize high-Q filter functions, the Q

practically obtained is usually higher than that desired in the design. This effect is called Q enhancement
and is caused by the phase lag introduced by the nonideal op-amps. One way to solve this problem is to
use integrators with phase compensation.
Figure 13.29 shows a noninverting integrator with an additional op-amp for phase lag compensation.

A detailed description of this circuit can be found in Ref. [13]. Putting this noninverting integrator
together with an inverting integrator in a feedback loop results in a resonator with a Q-factor that is
almost independent of the gain-bandwidth product of the op-amps. Thus, nearly no Q enhancement
occurs.
Exactly this feedback loop is used in the Åkerberg–Mossberg biquad [14]; see Figure 13.30. In this

circuit, a noninverting integrator with phase lag compensation together with an inverting damped
integrator is connected as a feedback loop. More details about this filter section can be found in Refs.
[4,13,14].
Finally, let us consider the general biquad proposed by Berka and Herpy [15]; see Figure 13.31. This

biquad is also based on a state-variable representation and requires a second-order differentiator and a
damped integrator. One of the main advantages of this circuit is extremely low sensitivities. A detailed
description of the filter circuit and its design can be found in Ref. [4].
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FIGURE 13.28 Generalized Tow–Thomas biquad.
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FIGURE 13.29 Noninverting integrator using an additional op-amp to compensate for phase lag.
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13.7 All-Pass-Based Biquads

Finally, we will briefly consider two circuits that are based on first-order all-pass sections. Figure 13.32
shows the classical filter circuit introduced by Tarmy and Ghausi [16].
In this circuit, amplifiers with differential inputs and differential outputs are used. In the feedback

loop, two all-pass sections with voltage transfer ratios

Hi(s) ¼ sTi � 1
sTi þ 1

(13:87)

Ti¼RiCi, i¼ 1, 2, and one inverting amplifier are cascaded. The overall transfer function is

H(s) ¼ Vo

Vi
¼ a1

s2T1T2 � s T1 þ T2ð Þ þ 1
s2T1T2 þ sa2 T1 þ T2ð Þ þ 1

(13:88)
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FIGURE 13.30 Åkerberg–Mossberg biquad.
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FIGURE 13.31 Berka–Herpy biquad.
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FIGURE 13.32 Tarmy–Ghausi circuit.
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with

a1 ¼ K1K3K4

1þ K2K3K4
, a2 ¼ 1� K2K3K4

1þ K2K3K4
(13:89)

The main advantages of the Tarmy–Ghausi circuit are its low sensitivities to the gain-bandwidth products
of the op-amps and thus its favorable performance at high pole frequencies and high pole Q-factors.
Most of the popular low-cost op-amps are not configured for differential output operations. This

problem is bypassed by a circuit proposed by Moschytz [17]; see Figure 13.33.
The circuit in Figure 13.33 is also based on first-order all-pass sections. But the all-pass circuits are

realized by means of only single-ended op-amps. Therefore, this circuit is more convenient for practical
realizations.

13.8 Summary

In this chapter, we have shown that a lot of different multiple-amplifier biquads are known from the
literature. Hence, a design engineer who aims to realize a high-performance active filter is in the favorable
situation to find a rich variety of alternative circuits and design methods. On the other hand, this variety
is also confusing and the design engineer may need assistance in deciding among all these circuits and
methods. Unfortunately, the multiple-amplifier biquads mentioned in this chapter cannot be classified in
a simple way. Therefore, only a rough guidance can be given. In a practical case, it is advisable to compare
two or three solutions next to the predefined demands by a thorough analysis and then to find the final
solution.
The biquads with decoupled time constants offer some of the benefits mentioned at the beginning of

this section at low costs, namely, small passive element spread and low sensitivities. The dual-amplifier
twin-T biquads and the GIC-derived dual-amplifier biquads offer a trade-off between costs and per-
formance. The twin-T biquads are particularly suitable for the design of elliptic filters. The special merits
of the GIC-derived biquads are the small number of passive components and the independence of the
op-amp parameters. Thus, this biquad represents a robust filter solution for many different applications.
Additionally, these filters can be easily designed.
The GIC-derived three-amplifier biquads and the state-variable-based filters offer additional flexibility

with respect to an independent choice and an independent tuning of the filter parameters. Typically,
these circuits are used in applications with switched parameters, e.g., filters with switched cutoff
frequencies. This flexibility is paid for by a higher number of op-amps and passive components. It
should be mentioned that the original state-variable circuits, i.e., two integrators in a loop, are rather
sensitive to the phase lag introduced by the nonideal op-amps. This is always a problem when
simultaneously high-frequency and high-Q performance shall be achieved. In such applications, biquads
with compensated phase lag should be applied, e.g., the biquads proposed by Åkerberg and Mossberg,
Berka and Herpy, or Tarmy and Ghausi.
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FIGURE 13.33 Tarmy–Ghausi circuit modified by Moschytz.
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14.1 Introduction

Current generalized immittance convertors (CGICs) have been used to realize high-performance active
biquads with 2 OAs, 3 OAs, or n OAs per sections [1,5].

In this chapter two- and three-amplifier biquads are presented that are based on CGICs.
Although several biquads have been reported, the ones presented here have proved to be clearly superior

* Wasfy B. Mikhael, ‘‘Chapter 9: Biquad II,’’ in RC Active Filter Design Handbook, Stephenson, New York: Wiley, 1985.
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to single-amplifier biquads. This is because the design carried out [1] was constrained by stringent
performance criteria satisfying important properties and features such as stability, versatility, insensitivity
to component tolerances and drift, low dependence on the op-amp (OA) frequency limitations, finite
gain, tunability, small spread in component values, and minimum total capacitance.
In addition, the performance of the CGIC-based biquads presented here are comparable to multiple

OA biquads. On the other hand, the 3-OA CGIC biquad is shown to yield additional performance
improvements over the 2-OA CGIC biquad. Also, the CGIC biquads use the OAs in the differential
mode.
In the following discussion the generalized structure of the 2-OA and 3-OA CGIC biquads are

presented. Illustrative examples of the element identification to realize the most commonly used biquads
are tabulated. Stability and sensitivity properties are discussed. A design procedure for each biquad
is described that minimizes the active sensitivities while maintaining the filter’s stability. Several second-
order design examples are given. A sixth-order Chebyshev LPF and a sixth-order elliptic BPF are
designed using the design values and tuning procedure suggested. The excellent performance of the
resulting realizations is experimentally verified. A universal 2-OA GIC hybrid implementation using
thick film is also described. 2-OA CGIC biquadratic active filter realizations for extended high-frequency
applications employing the composite operational amplifiers technique [2,3] are given.

14.2 Biquadratic Structure Using the Antoniou
CGIC (2-OA CGIC Biquad)

Consider the network of Figure 14.1, which is simply Antoniou’s CGIC [4], with two new ports created
across 3-G and 4-G. This is represented symbolically in Figure 14.2.
A new configuration is now obtained, as shown in Figure 14.3. A synthesis procedure is now described

that uses this configuration. The transfer functions between the input and output terminals 2, 3, and 4,
assuming ideal OAs are readily obtained as

V3

V1
¼ T1 ¼ {Y5 þ h(s)[Y7(1þ Y6=Y2)� Y5Y8=Y2]} D(s)= (14:1a)

V4

Vi
¼ T2 ¼ [Y5(1þ Y8=Y4)� Y6Y7=Y4 þ h(s)Y7] D(s)= (14:1b)

V2

Vi
¼ T3 ¼ [Y5 þ h(s)Y7] D(s)= (14:1c)

Y1 Y3

Y4Y2

V4
V3

V2V1

I2I1

A1 A2

C

3
4

21

+

–

+

–

FIGURE 14.1 Antoniou’s CGIC with additional ports 3G and 4G.
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where

h(s) ¼ Y2Y3=Y1Y4

D(s) ¼ (Y5 þ Y6)þ h(s)(Y7 þ Y8)
(14:1d)

The conversion function h(s) and the admittances Y5–Y8 can be selected in many different ways, and it is
clear that any stable second-order transfer function with any desired zero and pole locations can be
realized.
Letting

Yi ¼ sCi þ Gi (14:2)

where i¼ 1–4, we have from Equation 14.1

V1 V2

V3

V4

1
2

3

4

1
h(s)

FIGURE 14.2 Symbolic representation of the CGIC in Figure 14.1.

Y1 Y3

Y4Y2

Y5 Y7

Y6 Y8V1 V2

V3
V4

Vin

+

–

+

–

FIGURE 14.3 Basic configuration.
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h(s) ¼ (sC2 þ G2)(sC3 þ G3)
(sC1 þ G1)(sC4 þ G4)

(14:3)

Clearly, by omitting one or more conductances and=or capacitances, a number of specific conversion
functions can be generated.

14.3 Realization of the Most Commonly Used Biquad
Functions Using the 2-OA CGIC

The most frequently used second-order transfer functions have already been described in Chapter 11.
Realizations of these functions are given in Table 14.1. The LP, HP, BP, and BS sections are produced by
choosing h(s) in a simple manner such as K1s, K2s

2, K3sþK4s
2 or their reciprocals. Circuits 3, 4, and 7 can

be regarded as realizations of simple RLC networks [4,5]. Second-order AP sections can be obtained from
circuits 11 and 12 of Table 14.1.
Figures 14.1 and 14.2 and Table 14.1 show that, with the exception of circuit 10, the response is

obtained from the output of an OA. Owing to the low output resistance of the amplifier, any number of
sections can be cascaded without using isolation amplifiers.

14.4 Stability during Activation and Sensitivity Using
the 2-OA CGIC Biquad

14.4.1 Stability Properties

It has been shown [6] that some networks using CGICs can be conditionally stable, that is, a circuit can
lock in an unstable mode during activation ( just after switching on the power supply). For amplifiers
with a finite open loop gain A, the circuit of Figure 14.3 gives

Vk

Vi
¼ Nk(s)

D(s)

where k¼ 2, 3, 4 and

D(s) ¼ M1Y1 þM2Y3

þ (1þM1)(1þM2)[Y1=A1 þ Y3=A2 þ Y1=A1A2 þ Y3=A1A2] (14:4)

M1 ¼ Y5 þ Y6

Y2

M2 ¼ Y7 þ Y8

Y4

It can be easily shown that for the circuit in Figure 14.3 low-frequency unstable modes cannot arise
during activation. This is due to the absence of differences and changes of sign in the denominator
coefficients. Thus any combination of OA gains that occur during transients and power supply switching
does not result in saturation or low-frequency instability before reaching the steady state [7].

14.4.2 Sensitivity Analysis

The pole Q-factor Qp, the undamped frequency of oscillation vp, the notch frequency vn, and the
multiplier constants HBS, HLP, HHP, and HBP, as well as Qz, vz, and HAP, have been previously defined in
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Chapter 7. The sensitivity of a quantity x with respect to variations in an element e is denoted by Sxe . For
ideal amplifiers, the use of Table 14.1 leads to

0 � Sxe � 1 (14:5)

where
x represents any one of these H, v, or Q qualities
e represents any capacitance or conductance

14.5 Design and Tuning Procedure of the 2-OA CGIC Biquad

A design procedure is now described. Table 14.1 shows that there are several degrees of freedom in the
choice of element values. These may be used to minimize S

Qp

A or the spread of element values. By using
minimum sensitivity (to the OA parameters) constraints in circuits 1, 3, 7, 10, and 12, possible sets
of element values for LP, HP, BP, BS, and AP sections have been obtained, as shown in Table 14.2.
In addition, this choice of elements guarantees stable operation with real OA’s. It is seen that the notch
frequency vn, the undamped frequency of oscillation vp, and Q-factor Qp can be easily adjusted by
sequentially trimming three distinct resistors. A tuning sequence is also given in Table 14.2.
It is to be noted from Table 14.2 for the design of the BS sections, that

v2
n ¼

vpGs

Cs
(14:6)

where

G5 þ G6 ¼ G1, C7 þ C8 þ C, and vp ¼ G
C

TABLE 14.2 Design Values and Tuning Procedure

Circuit Number Transfer Function
Tuning Sequence

(from Table 14.1) Design Values Realized vo vp Qp

1 G1 ¼ G4 ¼ G5 ¼ G8 ¼ G, G3 ¼ G=Qp,
C2 ¼ C3 ¼ C, where C ¼ G

vp

T2 ¼ 2v2
p

D(s)

— G8 G3

3 G1 ¼ G2 ¼ G4 ¼ G6 ¼ G, G8 ¼ G=Qp,
C8 ¼ 0, C3 ¼ C7 ¼ C, where C ¼ G

vp

T1 ¼ 2s2
D(s) — G4 G8

7 G1 ¼ G2 ¼ G4 ¼ G6 ¼ G, G7 ¼ G=Qp,
G8 ¼ 0, C3 ¼ C8 ¼ C, where C ¼ G

vp

T1 ¼
�
2vp
Qp

�
s

D(s) — G2 G7

10 G1 ¼ G2 ¼ G4 ¼ G5 þ G6 ¼ G, G8 ¼ G=Qp,
C3 ¼ C7 þ C8 ¼ C, where vp ¼ G

C
and v2

n ¼ vp
G5
C7

T3 ¼ C7
C

s2þv2
nð Þ

D(s) G2 G6 G8

12 G1 ¼ G2 ¼ G4 ¼ G5 ¼ G, G6 ¼ 0,
C3 ¼ C7 ¼ C, C8 ¼ G=Qp, where vp ¼ G

C

T1 ¼ D(�s)
D(s) G4 G8

Note: D(s) ¼ s2 þ (vp=Qp)sþ v2
p.
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Hence

w2
n

w2
p
¼ G5

G
� C
C7

(14:7)

where

G5

G
is always � 1 and

C
C7

is always � 1

It is seen from Equation 14.7 that for vn�vp, C8 can be set to zero (C7¼C), and only two capacitors
per section are used. For vn>vp, three capacitors are required. In all cases, regardless of the choice of
C7 and C8, the total capacitance per section is equal to 2C.
In most applications where notch sections are used, vn=vp is close to unity and care should be taken

when choosing G5 and C7 in Equation 14.7. A suitable choice of G5, G6, G7, and C8 values may be
obtained by letting

G5

G
¼ 1

K
and

C
C7

¼ 2

Thus K is approximately equal to 2 (K< 2 for vn>vp and K> 2 for vn�vp). The suggested choice
yields a capacitor spread of 2 and both R5 and R6 are approximately equal to 2R.

14.6 Design Examples Using the 2-OA CGIC Biquad

Example 14.1

Design a second-order Butterworth (Qp¼ 0.707) LP filter having a cutoff frequency fp¼ 20,000=2p Hz.

Procedure

1. Circuit 1 in Table 14.2 realizes an LPF. The design equations are also given in Table 14.2.
2. First we choose an appropriate value for C, say 10 nF. Thus C¼C2¼C3¼ 10 nF.
3. Now, R ¼ 1

Cvp
¼ 1

20,000�10�8

Therefore, R¼ 5 kV
4. Consequently, R¼R1¼R4¼R5¼R8¼ 5 kV and R3¼RQp¼ 3.535 kV.
5. The circuit is shown in Figure 14.4a. It is noted that the low-frequency gain of the LP filter HLP is 2.

A simple procedure can be followed to scale HLP by a factor x less than unity, that is, effectively
multiplying the transfer function realized by x. This is done by replacing the resistance R5 by two
resistors RA, and RB (in series with the input Vin) in the manner shown in Figure 14.4b, where

R5 ¼ R ¼ 5 kV

¼ RA k RB

The desired gain and scale factor x¼RB=(RAþRB). Thus for x ¼ 1
2, resulting in a dc gain of the LP filter

of unity, the choice of resistors RA and RB is RA¼RB¼ 10 kV.

The Current Generalized Immittance Converter Biquads 14-7



If functional tuning of the filter is desired, the tuning sequence of circuit 1 in Table 14.2 can be
followed. First, vp is adjusted by applying a sinusoidal input at the desired vp frequency. Then RB is
tuned until vp realized equals the desired value. This can be detected by monitoring the phase angle of
the output relative to the input. When the proper vp is reached, the output lags the input by 908.
Next, to adjust the Qp, the filter gain Hdc of the LPF at a frequency much lower than vp is determined.
Then an input at vp is applied. R3 is adjusted until the gain of the LPF at vP is QP desired Hdc.

Example 14.2

Design a second-order BP filter with Qp¼ 10 and fp¼ 10,000=2p Hz.

Procedure

1. Circuit 7 in Table 14.2 realizes a BP filter. The design equations are also given in Table 14.2.
2. First we choose a suitable value for C, say 10 nF.
3. Thus C3¼C8¼C¼ 10 nF.
4. Hence R¼ (1=Cvp)¼ 10 kV. Consequently, R¼R1¼R2¼R4, R6¼ 10 kV, and R7¼RQp¼ 100 kV.
5. The circuit is shown in Figure 14.5. The gain at resonance, that is, at v¼vp, is equal to 2. To scale

the gain by a factor x less than 2, the resistor R7 is split into two resistors in a manner similar to that
in Figure 14.4b and explained in Example 14.1.

Again, if functional tuning is desired, the sequence in Table 14.2 can be followed.

R1 = 5 kΩ

C3 = 10 nF

C2 = 10 nF R4 = 5 kΩ

R5 = 5 kΩ

3.535 kΩ

Vin
Vo

+

–

+

–

+

–

R3

R8 = 5 kΩ

1 21

3
4

(a)

Vin
+

–

1

(b)

RA

RR

FIGURE 14.4 (a) Second-order Butterworth LPF design example and (b) controlling the gain factor of the LPF.
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Example 14.3

Design a second-order HP filter with Qp¼ 1 and fp¼ 10,000=2p Hz.

Procedure

1. Circuit 3 in Table 14.2 realizes an HP filter.
2. Let us choose C3¼C7¼C¼ 5 nF. Hence R can be computed as R ¼ 1

vpC
¼ 1

10,000 � 50 � 10�9

Therefore, R¼ 20 kV.
3. Consequently, R1¼R2¼R4¼R6¼R¼ 20 kV and R8¼RQ¼ 20 kV.
4. The realization is shown in Figure 14.6. The gain at high-frequency HHP is equal to 2.

14.7 Practical High-Order Design Examples Using
the 2-OA CGIC Biquad

Using Table 14.2, 1% metal-film resistors, 2% polystyrene capacitors and m A741 OA’s, a sixth-order
Chebyshev LP filter, and a sixth-order elliptic BP filter were designed and constructed. The LP filter has a

Vin

Vout

R1 = 10 kΩ C3 = 10 nF

C8 = 10 nF

R4 = 10 kΩ

+

++

–

––

R1 = 100 kΩ
R6 = 10 kΩ

R2 = 10 kΩ

FIGURE 14.5 Design of a second-order BPF.

R1 = 20 kΩ

R6 = 20 kΩ

R4 = 20 kΩ

R8 = 20 kΩ

R2 = 20 kΩ

C3 = 5 nF

C7 = 5 nF

Vin
+

–

Vout

+

–

+

–

FIGURE 14.6 Design of a second-order HPF.
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maximum passband attenuation of 1.0 dB; bandwidth¼ 3979 Hz. The BP filter has the following
specifications:

Center frequency¼ 1500 Hz
Passband¼ 60 Hz
Maximum passband attenuation¼ 0.3 dB
Minimum stopband attenuation outside the frequency range 1408 ! 1595 Hz¼ 38 dB

14.7.1 Low-Pass Filter

The realization uses cascaded section of type 1, in Table 14.2, as shown in Figure 14.7a. The measured
frequency response (input level¼ 50 mV), shown in Figure 14.7b and c, agrees with the theoretical
response. The effect of dc-supply variations is illustrated in Figure 14.7d. The deviation in the passband
ripple is about 0.1 dB for supply voltage in the range 5–15 V. The effect of temperature variations is
illustrated in Figure 14.7e, which shows the frequency response at �108C (right-hand curve), 208C, and
708C (left-hand curve). The last peak has been displaced horizontally by 42 Hz, which corresponds to a

(a)

R1

R1

R1
R1

C1

C1

R2

R2

R2
R3

C3

C3

R3

R3

R3

R2

C2

C2

–
+

–
+

–
+

–
+

–
+

–
+

Vin Vout

5.707 10.968 16.01

(b)

(d)

(c)

(e)

FIGURE 14.7 (a) Realization of the sixth-order Chebyshev low-pass filter. Frequency responses: (b) logarithmic
gain scale and linear frequency scale; (c) linear gain and frequency scales; (d) for supply voltages �5 V (lower curve)
and �15 V, input level¼ 0.05 V; (e) at temperatures �108C (right-hand curve), 208C, and 708C (left-hand curve).
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change of 133 ppm=8C. The frequency displacement is due to passive element variations and is within the
predicted value.

14.7.2 Bandpass Filter

The realization uses cascaded sections of the types 7 and 10, in Table 14.2, and is shown in
Figure 14.8a. The measured frequency response is shown in Figure 14.8b and c, and it is in agreement
with the theoretical response. Figure 14.8d shows the frequency response for supply voltages of 7.5 V
(lower curve) and 15 V; the input is 0.3 V. The passband ripple remains less than 0.39 dB and the
deviation in the stopband is negligible. Figure 14.8e and f illustrate the effect of temperature variations.
The passband ripple remains less than 0.35 dB in the temperature range �108C to 708C. A center
frequency displacement of 15 Hz has been measured that corresponds to a change of 125 ppm=8C.

14.8 Universal 2-OA CGIC Biquad

Study of Table 14.2 suggests that several circuits may be combined to form a universal biquad. This can
be achieved on a single substrate using thick-film technology.
Upon examining the element identification and design values in Table 14.2 it is easy to see that one

common thick-film substrate can be made to realize circuits 1, 3, 7, and 10 in Table 14.2 (other circuits
from Table 14.1 can be included if desired) with no duplication in OAs and chip capacitors and minimal
duplication in resistors. The superposition of circuits 1, 3, 7, and 10 is shown in Figure 14.9. The
following items should be noted.

1. Each resistor having the same subscript represents one resistor only and needs to appear once in a
given biquad realization and thus once on the substrate. As an example, for RJ¼RQp, only one RJ
is needed with connection to several nodes. The unwanted connections may be opened during the
trimming process according to the type of circuit required.

2. Three capacitor pads are needed; they are marked 1, 2, and 3 in Figure 14.9. To obtain capacitor 4,
either capacitor 2 or 3 connections are made common with capacitor 4 terminals. The capacitor
pad terminals are available on the external terminals of the substrate.* The chip capacitors are
reflow-soldered in the appropriate locations based on the circuit realized.

A dual CGIC universal biquad implemented using thick-film resistors, chip NPO capacitors, and one
quad OA is shown in Figure 14.10. Note that this hybrid array is capable of realizing gyrators and
simulating inductors and super capacitors. Sample results are given in Figure 14.11 for realizing different
biquadratic functions using this implementation.

14.9 3-OA CGIC Biquadratic Structure

Consider the circuit shown in Figure 14.12 where the output can be taken to be V1, V2, or V3. Assuming
ideal OAs, the transfer functions between the input and output terminals 1, 2, and 3 can be readily
obtained as

V1=Vi ¼ T1

¼ Y11Y12[Y1(1þ Y4=Y9)� Y2Y3=Y9]f
þ (Y12Y3Y7Y8)=Y9 þ [(1þ Y4=Y9)Y5 � Y3Y6=Y9]Y7Y10g=D(s) (14:8a)

* This can readily be understood by examining the different realizations to be obtained from this layout.
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FIGURE 14.8 (a) Realization of the sixth-order elliptic bandpass filter. Frequency responses of bandpass filter:
(b) logarithmic gain and linear frequency scales; (c) linear gain and frequency scales; (d) for supply voltages of�7.5 V
(lower curve) and �15 V, input level of 0.3 V; (e) at temperatures of 108C (right-hand curve), 208C, and 708C (left-
handed curve); and (f) expanded passband of Figure 14.8e.
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V2=Vi ¼ T2

¼ Y11Y12Y1 þ Y12[Y1Y6 þ (Y3Y7Y8)=Y9 � Y5Y6]f
þ [Y3Y6 � Y4Y5](Y7Y8Y12)=Y9Y11 þ Y5Y7Y10g=D(s) (14:8b)

V3=Vi ¼ T3

¼ Y1Y11Y12 þ Y12[(1þ Y2=Y7)Y3 � Y1Y4=Y7]Y8=Y9f
þ [(1þ Y2=Y7)Y5 � Y1Y6=Y7]Y7Y10gD(s) (14:8c)

R
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C

C

C

C

RJ = R 1
2

2

3
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4

4
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RQp = RJ

RJ = R1

R = Rk RQp = RJ
RJ = R

RJ = R
5

6 7

Vin

Out

Out

Out

+

–

+

–

9

1

FIGURE 14.9 Superposition of circuits 1, 3, 7, and 10 from Table 14.2. Note: Out¼ output terminals.

FIGURE 14.10 Dual CGIC universal biquad implemented using thick-film resistors; chip NPO capacitors and one
quad OA.
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where

D(s) ¼ Y11Y12(Y1 þ Y2)þ Y12(Y3 þ Y4)Y7Y8=Y9 þ (Y5 þ Y6)Y7Y10 (14:9)

The admittances Y1–Y12 can be selected in many ways and any stable second-order transfer function can
be realized. For the purposes of this chapter, Y1–Y10 are taken to be purely conductive, while Y11 and Y12

are purely capacitive, that is,

Y1 � Y10 ¼ G1 � G10

Y11 ¼ sC1, Y12 ¼ sC2
(14:10)

Any rational and stable transfer function can be expressed as a product of second-order transfer
functions of the form

T(s) ¼ a2s2 þ a1sþ a0
b2s2 þ b1sþ b0

(14:11)

where a1¼ a2¼ 0, a0¼ a1¼ 0, a0¼ a2¼ 0, or a1¼ 0, for an LP, HP, BP, or N section, respectively. These
section can be realized by choosing the Gi’s (i¼ 1–10) properly in Equation 14.8. By comparing
Equations 14.8 through 14.11, circuits 1–4 in Table 14.3 can be obtained.
All-pass transfer functions can be realized by setting a2¼ b2, a1¼�b1, a0¼ b0; these can be obtained

from circuit 5 of Table 14.3.
It can be easily shown that this biquad possesses similar excellent low sensitivity properties and

stability during activation as those of the 2-OA CGIC biquad, given in Section 14.4.

14.10 Design and Tuning Procedure of the 3-OA CGIC Biquad

Several degrees of freedom exist in choosing element values, as shown in Table 14.3. These are used to
satisfy the constraints of the given design, namely, those of low sensitivity, reduced dependence on the

TABLE 14.3 Element Identification for Realizing the Most Commonly Used Transfer Functions

Circuits Number G1 G2 G3 G4 G5 G6 Transfer Function Remarks

1 0 0 a

T3 ¼
�
1þ G2

G7

�
G5G7G10
C1C2

s2G2 þ s G4G7G8
C1G9

þ (G5 þG6)G7G10
C1C2

LP

2 a 0 0 T1 ¼
s2G1

�
1þ G4

G9

�
s2(G1 þ G2)þ s G4G7G8

C1G9
þ G6G7G10

C1C2

HP

3 0 a 0 T3 ¼
s
�
1þ G2

G7

�
G3G7G8
C1G9

s2G2 þ s (G3 þG4)G7G8
C1G9

þ G6G7G10
C1C2

BP

4 a 0 a T1 ¼ G1

�
1þ G4

G9

�
s2 þ G5G7G10

C1C2G1

s2(G1 þ G2)þ s G4G7G8
C1G9

þ (G5 þG6)G7G10
C1C2

N

5 a 0 0 T3 ¼
s2G1 � s G1G4G8

C1G9
þ
�
1þ G2

G7

�
G5G7G10
C1C2

s2(G1 þ G2)þ s G4G7G8
C1G9

þ G5G7G10
C1C2

Nonminimum
phaseb

Notes: Y7�Y10¼G7�G10 always.
Y11� sC1, Y12¼ sC2.

a These elements can be set to zero.
b For all-pass G2¼ 0, G7¼G1.
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OA finite gain and bandwidth, and low element-spread design, in circuits 1–5 in Table 14.3. Using these
constraints, a possible design for LP, HP, BP, AP, and N sections is obtained, as indicated in Table 14.4.
It is seen that Qp, vp, vn, Qz, and vz, can be independently adjusted by trimming at most three resistors.
A trimming sequence is also given in Table 14.4.

14.11 Practical Sixth-Order Elliptic BP Filter Design
Using the 3-OA CGIC Biquad

The sixth-order elliptic bandpass filter specified in Section 14.7 was designed using the 3-OA CGIC
biquad and similar components to those in Section 14.7.
The realization shown in Figure 14.13a uses cascaded sections of the types 3 and 4 in Table 14.4.

The element design values are also given in Figure 14.13a. The measured frequency response is shown
in Figure 14.13b and c; it is in agreement with the theoretical response. Figure 14.13d shows the frequency
response for supply voltages of�7.5 V (lower curve), and�15 V (upper curve); the input voltage is 0.3 V.
The passband ripple remains less than 0.34 dB and the deviation in the stopband is negligible. Figure
14.13e and f illustrate the effect of temperature variations. The passband ripple remains less than 0.5 dB in
the temperature range from �108C (right-hand curve) to 708C (left-hand curve). A center frequency
displacement of 9 Hz has been measured, which corresponds to a change of 75 ppm=8C.
These results illustrate the additional performance improvements compared with the results in Section

14.7 using the 2-OA CGIC biquad.

TABLE 14.4 Design Values and Tuning Procedures

Circuit
Number

Transfer
Function Realized

Tuning Sequence

Design Values vn vp Qp Qz

1 R2 ¼ R, R4 ¼ RQ1=2
p ,

R5 ¼ 2R (aHLP),=

R6 ¼ R [a(1�HLP 2)], HLP < 2==

T3 ¼ HLP

v2
p

D(s)
— R5 R4 —

2 R1 ¼ R
�
1þ �Q1=2

p

�
HHP,=

R2 ¼ R
�
1þ �Q1=2

p
�
1þ �Q1=2

p �HHP

h i
,

R4 ¼ RQ1=2
p , R6 ¼ R=a,

HHP < 1þ �Q1=2
p

T1 ¼ HHP
s2

D(s)
— R6 R4 —

3 R2 ¼ R, R3 ¼ 2RQ1=2
p HBP,

R4 ¼ RQ1=2
p 1� HBP 2,==

R6 ¼ R a,�HBP < 2=

T3 ¼ HBP

svp

Qp

D(s)
— R6 R3 —

4 R1 ¼ R
�
1þ �Q1=2

p

�
HN,=

R2 ¼ 1 (G� G1),=

R4 ¼ R�Q1=2
p , R6 ¼ 1 (aG� G5),=

R5 ¼ Rv2
p

�
1þ �Q1=2

p

��
aHNv

2
n

� �
,

HN <
�
1þ �Q1=2

p
�
,

HN ¼< v2
p

�
1þ �Q1=2

p
��

v2
n for vn > vp

T1 ¼ HN
s2 þ v2

n

� �
D(s)

R5 R6 R4 —

5 For all-pass: R1 ¼ R,
R4 ¼ RQ1=2

p R5 ¼ R a, R1 ¼ R7,=

R2 ¼ 1, HAP ¼ 1

T1 ¼ HAP

s2 � vz
Qz
sþ v2

z

D(s)
R5 R4

Notes: D(s) ¼ s2 þ (vp=Qp)sþ v2
p, a ¼ 2Q1=2

p =
�
1þ Q1=2

p
�
.

C1 ¼ C2 ¼ C ¼ 1=(vpR), R10 ¼ aR, R8 ¼ RQ1=2
p , R7 ¼ R8 ¼ R.
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17.273

R5

∞

4.592
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FIGURE 14.13 (a) Sixth-order elliptic bandpass filter. Resistors in kiloohms and capacitors in nanofarads. (b)–(f)
Frequency response using 3-OA CGIC. (b) Logarithmic gain and linear frequency scales; (c) linear gain
and frequency scales; (d) frequency response for supply voltages of �7.5 V (lower curve) and �15 V, input level
of 0.3 V; (e) frequency response; and (f) at temperatures of �108C (right-hand curve), and 208C and 708C
(left-hand curve).
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14.12 Composite GIC Biquad: 2 C 2-OA CGIC

To obtain the composite CGIC biquad [3], each single OA in the original 2-OACGIC biquad is replaced by
a composite amplifier each constructed using two regular OAs [2] and denoted C2OA. All possible
combinations of the four C2OA structures in Ref. [3] were used to replace the twoOAs in the CIC network.
Although several useful combinations were obtained, it was found that the best combination is shown in
Figure 14.14, where A1 is replaced by C2OA-4 and A2 is replaced by C2OA-3 in the CGIC of Figure 14.1.

Computer simulation plots and experimental results of Figure 14.15 show clearly the con-
siderable improvements of the new CGIC filter responses over those of a 2-OA CGIC implemented
using regular OAs.

FIGURE 14.14 Practical BP filter realization of the composite GIC using C2OA-4 and C2OA-3.
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(a)

FIGURE 14.15 (a) Computer plots of the composite GIC BP filter frequency responses of Figure 14.14 for
f0¼ 100 kHz and Qp¼ 10, 20, 40.
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Similar improvements in inductance simulation applications, employing the 2C2-OA CGIC, have
been reported.

14.13 Summary

Two configurations have been presented for the synthesis of RC-active networks. These have been used to
design a number of universal second-order sections such as low-pass, high-pass, bandpass, and bandstop
sections. By using these sections, most of the practical filter specifications can be realized. Each section
employs a CGIC, which can be implemented by using 2 OAs in the 2-OA CGIC biquad and 3 OAs in the
3-OA CGIC design. The sensitivities of Qp, vp, Qz, vz, and also the multiplier constant of the realization,
have been found to be low with respect to the passive- and active-element variations. A simple functional
tuning sequence in which only resistors are adjusted has been described. With the exception of one of the
notch sections using the 2-OA CGIC, of all the circuits considered, the output can be located at an OA
output. Consequently, these sections can be cascaded without the need for isolating amplifiers. Although
exact matching of the gain bandwidth products of the OAs in the CGIC biquad is not essential, optimum
results are obtained when they are matched within practical ranges. This is achieved easily by using
dual or quad OAs. Also, the choice of the element values for optimum performance is also given. The
additional performance improvements using the 3-OA CGICiquads are illustrated experimentally. Useful
operating frequencies extension employing the composite operational amplifier technique in the 2-OA
CGIC biquad is also given.
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15.1 Introduction

With the realization of second-order filters discussed in the previous chapters of this section, we will now
treat methods for practical filter implementations of order higher than two. Specifically, we will
investigate how to realize efficiently, with low sensitivities to component tolerances, the input-to-output
voltage transfer function

H(s) ¼ Vout

Vin
¼ N(s)

D(s)
¼ amsm þ am�1sm�1 þ � � � þ a1sþ a0

sn þ bn�1sn�1 þ � � � þ b1sþ b0
(15:1)

where n�m and n> 2. The sensitivity behavior of high-order filter realizations shows that, in general,
it is not advisable to realize the transfer function H(s) in the so-called direct form [5, Chapter 3] (see
also Chapter 5). By direct form we mean an implementation of Equation 15.1 that uses only one or
maybe two active devices, such as operational amplifiers (op-amps) or operational transconductance
amplifiers (OTAs), embedded in a high-order passive RC network. Although it is possible in principle to
realize Equation 15.1 in direct form, the resulting circuits are normally so sensitive to component
tolerances as to be impractical. Since the direct form for the realization of high-order functions is
ruled out, in this section we present those methods that result in designs of practical manufacturable
active filters with acceptably low sensitivity, the cascade approach, the multiple-loop feedback topology,
and ladder simulations. Both cascade and multiple-loop feedback techniques are modular, with active
biquads used as the fundamental building blocks. The ladder simulation method seeks active realizations
that inherit the low passband sensitivity properties of passive doubly terminated LC ladder filters
(see Chapter 9).
In the cascade approach, a high-order function H(s) is factored into low (first or second) order

subnetworks, which are realized as discussed in the previous chapters of this section and connected in
cascade such that their product implements the prescribed function H(s). The method is widely
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employed in industry; it is well understood, very easy to design, and efficient in its use of active devices. It
uses a modular approach and results in filters that, for the most part, show satisfactory performance in
practice. The main advantage of cascade filters is their generality, i.e., any arbitrary stable transfer
function can be realized as a cascade circuit, and tuning is very easy because each biquad is responsible
for the realization of only one pole pair (and zero pair): the realizations of the individual critical
frequencies of the filter are decoupled from each other. The disadvantage of this decoupling is that for
filters of high order, say n> 8, with stringent requirements and tight tolerances, the passband sensitivity
of cascade designs to component variations is often found to remain still too sensitive. In these cases, the
following approaches lead to more reliable circuits.
The multiple-loop feedback or coupled-biquad methods also split the high-order transfer function into

second-order subnetworks. These are interconnected in some type of feedback configuration that
introduces coupling chosen to reduce the transfer function sensitivities. The multiple-loop feedback
approach retains the modularity of cascade designs but at the same time yields high-order filter
realizations with noticeably better passband sensitivities. Of the numerous topologies that have been
proposed in the literature, see, e.g., Ref. [5, Chapter 6], we discuss only the follow-the-leader feedback
(FLF) and the LF (leapfrog) methods. Both are particularly well suited for all-pole characteristics but can
be extended to realizations of general high-order transfer functions. Although based on coupling of
biquads in a feedback configuration, the LF procedure is actually derived from an LC ladder simulation
and will, therefore, be treated as part of that method.
As the name implies, the ladder simulation approach uses an active circuit to simulate the behavior of

doubly terminated LC ladders in an attempt to inherit their excellent low passband-sensitivity properties.
The methods fall into two groups. One is based on element replacement or substitution, where the
inductors are simulated via electronic circuits whose input impedance is inductive over the necessary
frequency range; the resulting active ‘‘components’’ are then inserted into the LC filter topology. The
second group may be labeled operational simulation of the LC ladder, where the active circuit is
configured to realize the internal operation, i.e., the equations, of the LC prototype. Active filters
simulating the structure or the behavior of LC ladders have been found to have the lowest passband
sensitivities among active filters and, consequently, to be the most appropriate if filter requirements
are stringent. They can draw on the wealth of information available for lossless filters, e.g., Refs.
[5, Chapter 2], [9, Chapter 13], [7] that can be used directly in the design of active ladder simulations.
A disadvantage of this design method is that a passive LC prototype must, of course, exist* before an
active simulation can be attempted.

15.2 Cascade Realizations

Without loss of generality we may assume in our discussion of active filters that the polynomials N(s) and
D(s) of Equation 15.1 are even, i.e., both n and m are even. An odd function can always be factored into
the product of an even function and a first-order function, where the latter can easily be realized by a
passive RC network and can be appended to the high-order active filter as an additional section. Thus, we
can factor Equation 15.1 into the product of second-order pole-zero pairs, so that the high-order transfer
function H(s) is factored into the product of the second-order functions

Ti(s) ¼ ki
a2is2 þ a1isþ a0i

s2 þ sv0i=Qi þ v2
0i
¼ kiti(s) (15:2)

* The realizability conditions for passive LC filters are more restrictive than those for active RC filters; specifically, the
numerator N(s) of Equation 16.1 must be strictly even or odd so that only jv-axis transmission zeros can be realized.
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such that

H(s) ¼
Yn=2
i¼1

Ti(s) ¼
Yn=2
i¼1

ki
a2is2 þ a1isþ a0i

s2 þ sv0i=Qi þ v2
0i
¼

Yn=2
i¼1

kiti(s) (15:3)

In Equation 15.2, v0i is the pole frequency and Qi the pole quality factor; the coefficients a2i, a1i, and a0i

determine the type of second-order function Ti(s) that can be realized by an appropriate choice of biquad
from the literature, e.g., Refs. [5, Chapter 5], [9, Chapters 4 and 5] (see also Chapters 12 through 14). The
transfer functions Ti(s) of the individual biquads are scaled by a suitably defined gain constant ki, e.g.,
such that the leading coefficient in the numerator of the gain-scaled transfer function ti(s) is unity or such
that jti(jv)j ¼ 1 at some desired frequency. If we assume now that the output impedances of the biquads
are small compared to their input impedances, all second-order blocks can be connected in cascade as in
Figure 15.1 without causing mutual interactions due to loading. The product of the biquadratic functions
is then realized as required by Equation 15.3.
The process is straightforward and leads to many possibilities for cascading the identified circuit

blocks, but several questions must still be answered:

1. Which pair of zeros of Equation 15.1 should be assigned to which pole-pair when the biquadratic
functions Ti(s) are formed? Since we have n=2 pole pairs and n=2 zero pairs (counting zeros at 0
and at 1) we can select from (n=2)! possible pole-zero pairings.

2. In which order should the biquads be cascaded? For n=2 biquads, we have (n=2)! possible ways of
section ordering.

3. How should the gain constants ki in Equation 15.2 be chosen to determine the signal level for each
biquad? In other words, what is the optimum gain assignment?

Because the total prescribed transfer function H(s) is simply the product of Ti(s), the choices in 1, 2, and 3
are quite arbitrary as far as H(s) is concerned. However, they determine significantly the dynamic range,*
i.e., the distance between the maximum possible undistorted signal (limited by the active devices) and the
noise floor, because the maximum and minimum signal levels throughout the cascade filter depend on
the pole-zero pairings, cascading sequence, and gain assignment.
There exist well-developed techniques and algorithms for answering the questions of pole-zero pairing,

section ordering, and gain assignment exactly [3, Chapter 1], [5, Chapter 6]; they rely heavily on
computer routines and are too lengthy to be treated in this chapter. We will only give a few rules-
of-thumb, which are based on the intuitive observation that in the passband the magnitude of each
biquad should vary as little as possible. This keeps signal levels as equal as possible versus frequency and
avoids in-band attenuation and the need for subsequent amplification that will at the same time raise the
noise floor and thereby further limit the dynamic range. Note also that in-band signal amplification may
overdrive the amplifier stages and cause distortion. The simple rules below provide generally adequate
designs.

Vout
Tn/2

Voi
Ti

Vo2Vo1
T2T1

Vin

FIGURE 15.1 Cascade realization of an nth-order transfer function; n is assumed even.

* Pole-zero pairing also affects to some extent the sensitivity performance, but the effect usually is not very strong and will
not be discussed in this chapter. For a detailed treatment see Ref. [3].
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1. Assign each zero or zero-pair to the closest pole-pair.
2. Sequence the sections in the order of increasing values of Qi, i.e., Q1<Q2 < � � �< Qn=2, so that the

section with the flattest transfer function magnitude comes first, the next flattest one follows, and
so on. If the position of any section is predetermined,* use the sequencing rule for the remaining
sections.

After performing steps (1) and (2), assign the gain-scaling constants ki such that the maximum output
signals of all sections in the cascade are the same, i.e.,

max Voi(jv)j j ¼ max Vo,n=2(jv)
�� �� ¼ max Vout(jv)j j i ¼ 1, . . . , n=2� 1 (15:4)

This can be done readily with the help of a network analysis routine or simulator, such as SPICE, by
computing the output signals at each biquad: using the notation, from Equation 15.3,

H(s) ¼
Yn=2
i¼1

Ti(s) ¼
Yn=2
i¼1

kiti(s) ¼
Yn=2
i¼1

ki
Yn=2
i¼1

ti(s) (15:5)

and

Hi(s) ¼
Yi
j¼1

Tj(s) ¼
Yi
j¼1

kjtj(s) ¼
Yi
j¼1

kj
Yi
j¼1

tj(s) (15:6)

we label the total prescribed gain constant

K ¼
Yn=2
i¼1

ki (15:7)

such that

max
Yn=2
i¼1

ti(jv)

�����
����� ¼ Mn=2 (15:8a)

is some given value. Further, let us denote the maxima of the intermediate gain-scaled transfer functions
by Mi, i.e.,

max
Yi
k¼1

tk(jv)

�����
����� ¼ Mi i ¼ 1, . . . , n=2� 1 (15:8b)

then we obtain [5, Chapter 6]

k1 ¼ K
Mn=2

M1
and kj ¼

Mj�1

Mj
j ¼ 2, . . . , n=2 (15:9)

* Such as, e.g., placing a lowpass at the input may be preferred to avoid unnecessary high-frequency signals from entering the
filter.
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Choosing the gain constants as in Equation 15.9 guarantees that the same maximum voltage appears at
all biquad outputs to assure that the largest possible signal can be processed without distortion.
To illustrate the process, let us realize the sixth-order transfer function

H(s) ¼ 0:7560s3

(s2 þ 0:5704sþ 1)(s2 þ 0:4216sþ 2:9224)(s2 þ 0:1443sþ 0:3422)
(15:10)

where the frequency parameter s is normalized with respect to vn¼ 130,590 s�1. It defines a sixth-order
bandpass filter with a 1 dB equiripple passband in 12 kHz� f� 36 kHz and at least 25 dB attenuation in
f� 4.8 kHz and f� 72 kHz [5, Chapter 1]. H(s) can be factored into the product of

T1(s) ¼ k1t1(s) ¼ k1s
s2 þ 0:5704sþ 1

with

Q1 ¼
ffiffiffi
1

p

0:5704
� 1:75 (15:11a)

T2(s) ¼ k2t2(s) ¼ k2s
s2 þ 0:4216sþ 2:9224

with

Q2 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
2:9224

p

0:4216
� 4:06 (15:11b)

T3(s) ¼ k3t3(s) ¼ k3s
s2 þ 0:1443sþ 0:3422

with

Q3 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
0:3422

p

0:1443
� 4:06 (15:11c)

which are cascaded in the order of increasing values of Q, i.e., T1T2T3. We can compute readily the
maximum values at the output of the sections in the cascade asM1¼ jt1jmax� 1.75,M2¼ jt1t2jmax� 1.92,
and M3¼ jt1t2t3jmax� 1.32 to yield by Equation 15.9

k1 ¼ 0:7560
1:32
1:75

� 0:57 k2 ¼ 1:75
1:92

� 0:91 k3 ¼ 1:92
1:32

� 1:45 (15:12)

Let us build the sections with the Åckerberg–Mossberg circuit [9, Chapter 4.4] shown in Figure 15.2. It
realizes

Vo

Vi
¼ � kv2

0

s2 þ sv0=Qþ v2
0

with v0 ¼ 1
RC

(15:13)

RR

R

R

R/k 

Q R C

C

+
–

+
–

+
–

Vi

Vo

FIGURE 15.2 Åckerberg–Mossberg bandpass circuit.
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We obtain readily from Equations 15.11 through 15.13 the following (rounded) component values:

for T1: R ¼ 1:5 kV QR ¼ 2:7 kV R=k ¼ 2:7 kV

for T2: R ¼ 0:9 kV QR ¼ 3:6 kV R=k ¼ 1:7 kV

for T3: R ¼ 2:6 kV QR ¼ 10 kV R=k ¼ 1 kV

The three sections are then interconnected in cascade in the order T1T2T3.

15.3 Multiple-Loop Feedback Realizations

These topologies are also based on biquad building blocks, which are then embedded, as the name
implies, into multiple-loop resistive feedback configurations. The resulting coupling between sections is
selected such that transfer function sensitivities are reduced below those of cascade circuits. It has been
shown that the sensitivity behavior of the different available configurations is comparable. We shall,
therefore, concentrate our discussion only on the FLF and, as part of the ladder simulation techniques, on
the leapfrog (LF) topologies, which have the advantage of being relatively easy to derive without any
sacrifice in performance. Our derivation will reflect the fact that both configurations* are particularly
convenient for geometrically symmetrical bandpass functions and that the LF topology is obtained from a
direct simulation of an LC lowpass ladder.

15.3.1 Follow-the-Leader Feedback Topology

The FLF topology consists of a cascade of biquads whose outputs are fed back into a summer at the
filter’s input. At the same time, the biquad outputs may be fed forward into a second summer at
the filter’s output to permit an easy realization of arbitrary transmission zeros. The actual implementa-
tion of the summers and the feedback factors is shown in Figure 15.3; if there are n noninteracting
biquads, the order of the realized transfer function H(s) is 2n. Assuming that the two summer op-amps
are ideal, routine analysis yields

�V0 ¼ RF0

Rin
Vin þ

Xn
i¼1

RF0

RFi
Vi ¼ aVin þ

Xn
i¼1

FiVi (15:14)

Vin

V0

V1 V2 Vi Vn

Vout

Rin RF0

Ro0
Ro1

Ro2

Roi Ron

RA–
+

A

–
+

A

RF1
RF 2

RFn
RFi

T1

T1 T2 Ti Tn

FIGURE 15.3 FLF circuit built from second-order sections Ti(s) and a feedback network consisting of an op-amp
summer with resistors RFi. Also shown is an output summer with resistors Roi to facilitate the realization of arbitrary
transmission zeros.

* As are all other multiple-loop feedback circuits.
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where we defined a¼RF0=Rin and the feedback factors Fi¼RF0=RFi. Similarly, we find for the output
summer

Vout ¼ �
Xn
i¼0

KiVi ¼ �
Xn
i¼0

RA

Roi
Vi (15:15)

from which the definition of the resistor ratios Ki is apparent. Any of the parameters Fi and Ki may, of
course, be reduced to zero by replacing the corresponding resistor, RFi or Roi, respectively, by an open
circuit. Finally, the internal voltages Vi can be computed from

Vi ¼ V0

Yi
j¼1

Tj(s) i ¼ 1, . . . , n (15:16)

so that with Equation 15.14

H0(s) ¼ V0

Vin
¼ � a

1þPn
k¼1 Fk

Qk
j¼1 Tj(s)

h i (15:17)

which with Equation 15.16 yields

Hi(s) ¼ Vi

Vin
¼ �Ni(s)

D(s)
¼ � a

Qi
j¼1 Tj(s)

1þPn
k¼1 Fk

Qk
j¼1 Tj(s)

h i i ¼ 1, . . . , n (15:18)

Note that

Hn(s) ¼ Vn

Vin
¼ �Nn(s)

D(s)
¼ � a

Qn
j¼1 Tj(s)

1þPn
k¼1 Fk

Qk
j¼1 Tj(s)

h i (15:19)

is the transfer function of the FLF network without the output summer, i.e., with Roi¼1 for all i.
By Equation 15.19, the transmission zeros of Hn(s) are set by the zeros of Tj(s), i.e., by the feedforward

path, whereas the poles of Hn(s) are determined by the feedback network and involve both the poles and
zeros of the biquads Tj(s) and the feedback factors Fk. Typically, an FLF network is designed with second-
order bandpass biquads

Ti(s) ¼ Ai
s=Qi

s2 þ s=Qi þ 1
¼ Aiti(s) (15:20)

so that Hn(s) has all transmission zeros at the origin, i.e., it is an all-pole bandpass function. Note that in
Equation 15.20 the frequency parameter s is normalized to the pole frequency v0 (v0i¼v0 for all i is
assumed), and Qi and Ai are the section’s pole quality factor and midband gain, respectively. Designing
an FLF network with arbitrary zeros requires second-order sections with finite transmission zeros, which
leads to quite difficult design procedures. It is much simpler to use Equation 15.15 with Equation 15.18
to yield
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H(s) ¼ Vout

Vin
¼ N2n(s)

D2n(s)
¼ a

K0 þ
Pn

k¼1 Kk
Qk

j¼1 Tj(s)
h i

1þPn
k¼1 Fk

Qk
j¼1 Tj(s)

h i (15:21)

which realizes the transfer function of the complete circuit in Figure 15.3 with an arbitrary numerator
polynomial N2n(s), even for second-order bandpass functions Ti(s) as in Equation 15.20. It is a ratio of
two polynomials whose roots can be set by an appropriate choice of the functions Ti(s), the parameters Ki

for the transmission zeros, and the feedback factors Fi for the poles.
We illustrate the design procedure by considering a specific case. For n¼ 3, Equation 15.21

becomes

H(s) ¼ a
K0 þ K1T1 þ K2T1T2 þ K3T1T2T3

1þ F1T1 þ F2T1T2 þ F3T1T2T3
(15:22)

Next we transform the bandpass functions Ti(s) in Equation 15.20 into lowpass functions by the lowpass-
to-bandpass transformation (see Chapter 3)

p ¼ Q
s2 þ 1

s
(15:23)

where
Q¼v0 =B is the ‘‘quality factor’’ of the high-order bandpass with bandcenter v0 and bandwidth B
p is the normalized lowpass frequency

This step transforms the bandpass functions (Equation 15.20) with all identical pole frequencies v0 into
the first-order lowpass functions

TiLP(p) ¼ AiQ=Qi

pþ Q=Qi
¼ qi

pþ qi
(15:24)

where
qi¼Q=Qi

Ai is the dc gain of the lowpass section

Applying Equation 15.23 to the prescribed function H(s) of order 2n in Equation 15.22 converts it into a
prototype lowpass function HLP(p) of order n. Substituting Equation 15.24 into the numerator and
denominator expressions of that function, of order n¼ 3 in our case, shows that the zeros and poles,
respectively, are determined by

N3(p) ¼ aK0

Y3
j¼1

(pþ qj)þ
X2
j¼1

kj
Y3
i¼jþ1

(pþ qi)

" #
þ k3 (15:25a)

and

D3(p) ¼
Y3
j¼1

(pþ qj)þ
X2
k¼1

fk
Y3
i¼kþ1

(pþ qi)

" #
þ f3 (15:25b)
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where we introduced the abbreviations

fi ¼ Fi
Yi
j¼1

Ajqj and ki ¼ aKi

Yi
j¼1

Ajqj (15:26)

To realize the prescribed third-order function

HLP(p) ¼ Vo

Vi
¼ a3p3 þ a2p2 þ a1pþ a0

p3 þ b2p2 þ b1pþ b0
(15:27)

we compare coefficients between Equations 15.25 and 15.27. For the denominator terms we obtain

b2 ¼ q1 þ q2 þ q3 þ f1
b1 ¼ q1q2 þ q1q3 þ q2q3 þ f1(q2 þ q3)þ f2
b0 ¼ q1q2q3 þ f1q2q3 þ f2q3 þ f3

These are three equations in six unknowns, fi and qi, i¼ 1, . . . , 3, which can be written more conveniently
in matrix form:

1 0 0
q2 þ q3 1 0
q2q3 q3 1

0
@

1
A f1

f2
f3

0
@

1
A ¼

b2 � (q1 þ q2 þ q3)
b1 � (q1q2 þ q1q3 þ q2q3)

b0 � q1q2q3

0
@

1
A (15:28)

The transmission zeros are found via an identical process: the unknown parameters ki are computed
from an equation of the form (Equation 15.28) with fi replaced by ki=(aK0) and bi replaced by ai=a3,
i¼ 1, . . . , 3. Also, K0¼ a3=a.

The unknown parameters fi can be solved from the matrix expression (Equation 15.28). It is a set of
linear equations whose coefficients are functions of the prescribed coefficients bi and of the numbers qi
which for given Q are determined by the quality factors Qi of the second-order sections Ti(s). Thus, the Qi

are free parameters that may be selected to satisfy any criteria that may lead to a better-working circuit.
The free design parameters may be chosen, for example, to reduce a circuit’s sensitivity to element
variations. This leads to a multiparameter (i.e., the n Qi-values) optimization problem whose solution
requires the availability of the appropriate computer algorithms. If such software is not available, specific
values of Qi can be chosen. The design becomes particularly simple if all the Qi-factors are equal, a choice
that has the additional practical advantage of resulting in all identical second-order building blocks,
Ti(s)¼T(s). For this reason, this approach has been referred to as the ‘‘Primary Resonator Block’’ (PRB)
technique. The passband sensitivity performance of PRB circuits is almost as good as that of fully
optimized FLF structures. The relevant equations are derived in the following:
With qi¼ q for all i we find from Equation 15.28

1 0 0
2q 1 0
q2 q 1

0
@

1
A f1

f2
f3

0
@

1
A ¼

b2 � 3q
b1 � 3q2

b0 � q3

0
@

1
A (15:29)

It shows that

F1A1q ¼ f1 ¼ b2 � 3q

F2A1A2q
2 ¼ f2 ¼ b1 � 3q2 � 2q f1

F3A1A2A3q
3 ¼ f3 ¼ b0 � q3 � q2f1 � q f2

(15:30)
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The system (Equation 15.30) represents three equations for the four unknowns, q, fi, i¼ 1, . . . , 3,
(in general, one obtains n equations for nþ 1 unknowns) so that one parameter, q, can still be used
for optimization purposes. This single degree of freedom is often eliminated by choosing

q ¼ bn�1

nbn
(15:31a)

i.e., q¼ b2=3 in our example, which means f1¼ 0. The remaining feedback factors can then be computed
recursively from Equation 15.30. The systematic nature of the equations makes it apparent how to
proceed for n> 3. As a matter of fact, it is not difficult to show that, with f1¼ 0, in general

f2 ¼ bn�2 � n(n� 1)
2!

q2bn (15:31b)

fi ¼ bn�i � qi

(n� i)!
n!
i!
bn þ

Xi�1

j¼1

fj
qj

(n� j)!
(i� j)!

" #
i ¼ 3, . . . , n (15:31c)

Note that bn usually equals unity. As mentioned earlier, equations of identical form, with fi replaced by
ki=(aK0) and bi by ai=an with K0¼ an=a, are used to determine the summing coefficients Ki of the output
summer, which establishes the transmission zeros. Thus, given a geometrically symmetrical bandpass
function with center frequency v0, quality factor Q, and bandwidth B, Equation 15.31 can be used to
calculate the parameter q and all feedback and summing coefficients required for a PRB design. All
second-order bandpass sections, Equation 15.20, are tuned to the same pole-frequency, v¼v0, and have
the same pole quality factor, Qp¼Q=q, where Q¼v0=B.
As discussed, the design procedure computes only the products fi and ki; the actual values of Fi, Ki, and

Ai are not uniquely determined. As a matter of fact, the gain constants Ai are free parameters that are
selected to maximize the circuit’s dynamic range in much the same way as for cascade designs.* With a
few simple approximations, it can be shown [5, Chapter 6] that the appropriate choice of gain constants
in the FLF circuit is

Ai �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ (Qi=Q)

2
q

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ q�2

i

q
i ¼ 1, . . . , n (15:32a)

The same equation holds for the PRB case where Qi¼Qp for all i so that

Ai ¼ A �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ (Qp=Q)

2
q

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ q�2

p
(15:32b)

The following example demonstrates the complete FLF (PRB) design process.
Let us illustrate the multiple-loop feedback procedure by realizing again the bandpass function (Equa-

tion 15.10), but now as an FLF (PRB) circuit. The previous data specify that the bandpass function
should be converted into a prototype lowpass function with bandcenter v0=(2p) ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffi
12 � 36p

kHz and
bandwidth B=(2p)¼ (36� 12) kHz by the transformation Equation 15.23,

p ¼ Q
s2 þ 1

s
¼ v0

B
s2 þ 1

s
¼

ffiffiffiffiffiffiffiffiffiffiffi
12:36

p

36� 12
s2 þ 1

s
¼ 0:866

s2 þ 1
s

(15:33)

* For practical FLF (PRB) designs, this step of scaling the signal levels is very important because an inadvertently poor choice
of gain constants can result in very large internal signals and, consequently, very poor dynamic range.
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where s is normalized by v0 as before. Substituting Equation 15.33 into Equation 15.10 results in

HLP(s) ¼ 0:491
p3 þ 0:984p2 þ 1:236pþ 0:491

(15:34)

which corresponds to Equation 15.27 with ai¼ 0, i¼ 1, 2, 3. To realize this function, we need three first-
order lowpass sections of the form (Equation 15.24), i.e.,

TLP(p) ¼ A
q

pþ q
(15:35)

where A ¼ ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 1=q2

p
from Equation 15.32b. We proceed with Equation 15.31a to choose

q¼ 0.984=3¼ 0.328, so that A¼ 3.209. With these numbers, we can apply Equation 15.33 to Equation
15.35 to obtain the second-order bandpass that must be realized:

TBP(p) ¼ 3:209
0:328

0:866 s2þ1
s þ 0:328

¼ 1:2153s
s2 þ 0:379sþ 1

(15:36)

The feedback resistors we obtain by Equation 15.30:

1:052F1 ¼ f1 ¼ 0 ! F1 ¼ 0

1:108F2 ¼ f2 ¼ b1 � 3q2 ¼ 0:913 ! F2 ¼ 0:777

1:166F3 ¼ f3 ¼ b0 � q3 � qf2 ¼ 0:371 ! F3 ¼ 0:318

(15:37)

Choosing, e.g., RF0¼ 10 kV results in RFi¼RF0=Fi, that is, RF1¼1, RF2¼ 12.9 kV, and RF3¼ 31.5 kV.
Also, RF0 =Rin¼a¼ 0.491 (Aq)�3¼ 0.421 ! Rin¼ 23.7 kV.

There remains the choice of second-order bandpass sections. Notice from Equation 15.19 that the
sections must have positive, i.e., noninverting, gain to keep the feedback loops stable. We choose GIC
(general impedance converter) sections [5, Chapter 4], [9, Chapter 4.5], one of which is shown explicitly
in Figure 15.4. They realize

T(s) ¼ Vo

Vi
¼

1þ G3
G2

� �
G1
C s

s2 þ G1
C sþ G

C

� �2 G3
G2

¼ K v0
Q s

s2 þ v0
Q sþ v2

0
(15:38)

Rin
RF0

RF2

RF3

R1 R1 R2

R3

+

+

–

–
+
–

R C
C

T

T

TVi
Vo

FIGURE 15.4 PRB topology with three identical GIC bandpass sections. The circuit for one section is shown
explicitly, as is the input summer with the feedback resistors.
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Comparing Equation 15.38 with Equation 15.36, choosing R3¼ 5 kV, C¼ 2 nF, and remembering that s
is normalized with respect to v0¼ 130,590 s�1 results in the rounded values

R ¼ 5:5 kV R1 ¼ 10 kV R2 ¼ 10 kV

15.3.2 Leapfrog Topology

The LF configuration is pictured in Figure 15.5. Each of the boxes labeled Ti realizes a second-order
transfer function. The feedback loops always comprise two sections; thus, inverting and noninverting
sections must alternate to keep the loop gains negative and the loops stable. If the circuit is derived from a
resistively terminated lossless ladder filter as is normally the case, T1 and Tn are lossy and all the internal
sections are lossless. A lossless block implies a function Ti with infinite Q, which may not be stable by
itself, but the overall feedback connection guarantees stability.
An LF circuit can be derived from the configuration in Figure 15.5 by direct analysis with, e.g.,

bandpass transfer functions as in Equation 15.20 assumed for the blocks Ti. Comparing the resulting
equation with that of a prescribed filter yields expressions that permit determining all circuit parameters
in a similar way as for FLF filters [1]. Because the topology is identical to that derived from a signal-flow
graph representation of an LC ladder filter, we do not consider the details of the LF approach here, but
instead proceed directly to the ladder simulation techniques.

15.4 Ladder Simulations

Although transfer functions of LC ladders are more restrictive than those realizable by cascade circuits
(see footnote in Section 15.2), lossless ladder filters designed for maximum power transfer have received
considerable attention in the active filter literature because of their significant advantage of having the
lowest possible sensitivities to component tolerances in the passband. Indeed, the majority of high-order
active filters with demanding specifications are being designed as simulated LC ladders. Many active
circuit structures have been developed, which simulate the performance of passive LC ladders and inherit
their good sensitivity performance. The ladder simulations can be classified into two main groups:
operational simulation and element substitution. Starting from an existing LC prototype ladder, the
operational simulation models the internal operation of the ladder by simulating the circuit equations,
i.e., Kirchhoff’s voltage and current laws and the I–V relationships of the ladder arms. Fundamentally,
this procedure simulates the signal-flow graph (SFG) of the ladder where all voltages and all currents
are considered signals, which are integrated on the inductors and capacitors, respectively. The SFG
method is developed in Section 15.4.1. The element substitution procedure replaces all inductors or
inductive branches by active networks whose input impedance is inductive over the frequency range of
interest. A practical approach to this method is presented in Section 15.4.3. For more detailed discussions
of these important and practical procedures, we refer the reader to a modern text on active filters, such
as Refs. [5,6,9] and, for approaches using operational transconductance amplifiers, to Section 16.3.

in T1 –T2 –Ti –Tn
out+ + ++

FIGURE 15.5 Leapfrog topology.
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15.4.1 Signal-Flow Graph Methods

To derive the SFG method, consider the ladder structure in Figure 15.6, whose branches may contain
arbitrary combinations of capacitors and inductors. In general, resistors are permitted to allow for lossy
components. Labeling the combination of elements in the series arms as admittances Yi, i¼ 2, 4, and
those in the shunt branches as impedances Zj, j¼ 1, 3, 5, we can readily analyze the ladder by writing
Kirchhoff’s laws and the I–V relationships for the ladder arms as follows:

Ii ¼ Gi(Vi � V1) V1 ¼ Z1I1 ¼ Z1(Ii � I2)

I2 ¼ Y2V2 ¼ Y2(V1 � V3) V3 ¼ Z3I3 ¼ Z3(I2 � I4)

I4 ¼ Y4V4 ¼ Y4(V3 � V5) V5 ¼ Vo ¼ Z5I5 ¼ Z5(I4 � I6) I6 ¼ GoVo

(15:39)

In the active simulation of this circuit, all currents and voltages are to be represented as voltage signals.
To reflect this in the expressions, we use a resistive scaling factor R as shown in one of these equations as
an example:

V3 ¼ Z3

R
I3R ¼ Z3

R
(I2R� I4R) (15:40)

and introduce the notation

IkR ¼ ik Vk ¼ vk GiR ¼ gi Zk=R ¼ zk YkR ¼ yk (15:41)

The lower-case symbols are used to represent the scaled quantities; notice that zk and yk are dimensionless
voltage transfer functions, also called transmittances, and that both ik and vk are voltages. We shall retain
the symbol ik to remind ourselves of the origin of that signal as a current in the original ladder. Equation
15.39 then takes on the form

ii ¼ gi vi þ (�v1)½ � �v1 ¼ �z1 i1 ¼ �z1 ii þ (�i2)½ �
�i2 ¼ y2(�v2) ¼ y2 (�v1)þ v3½ � v3 ¼ �z3(�i3) ¼ �z3 (�i2)þ i4½ �

i4 ¼ y4 v4 ¼ y4 v3 þ (�v5)½ � �v5 ¼ �vo ¼ �z5i5 ¼ �z5 i4 þ (�i6)½ � �i6 ¼ go(�vo)

(15:42)

where we have made all the transmittances zi inverting and assigned signs to the signals in a consistent
fashion, such that only signal addition is required in the circuit to be derived from these equations. We
made this choice because addition can be performed at op-amp summing nodes with no additional
circuitry (see below), whereas subtraction would require either differential amplifiers or inverters. The
price to be paid for this convenience is that in some cases the overall transfer function suffers a sign
inversion (a 1808 phase shift), which is of no consequence in most cases. The signal-flow block diagram

Gi Ii

+ +

I2
Y2 Y4 I6

I5

I4

I3V2
I1

Z1V1

Vi
V3 Z3 Z5 G0

V0

V4

V4

FIGURE 15.6 Ladder network.
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implementing Equation 15.42 is shown in Figure 15.7. As is customary, all voltage signals are drawn at
the bottom of the diagram, and those derived from currents at the top. We observe that the circuit
consists of a number of interconnected loops of two transmittances each and that all loop-gains are
negative as required for stability. Notice that redrawing this figure in the form of Figure 15.5 results in an
identical configuration, i.e., as mentioned earlier, the leapfrog method is derived from a ladder simulation
technique.
To determine how the transmittances are to be implemented, we need to know which elements are in

the ladder arms. Consider first the simple case of an all-pole lowpass ladder where Zi¼ 1=(sCi) and
Yj¼ 1=(sLj), i.e., zi¼ 1=(sCiR) and yi¼ 1=(sLi=R) (see Figure 15.11). Evidently then, for this case all
transmittances are integrators. Suitable circuits are shown in Figure 15.8 where for each integrator we
have used two inputs in anticipation of the final realization, which has to sum two signals as indicated in
Figure 15.7. The circuits realize

Vo ¼ �G1V1 þ G2V2

sC þ G3
(15:43)

where the plus sign is valid for the series transmittances yi(s) in Figure 15.8b and the minus sign for the
shunt transmittances zi(s)* in Figure 15.8a. G3 is zero if the integration is lossless as required in an
internal branch of the ladder; in the two end branches, G3 is used to implement the source and load
resistors of the ladder.

ii

gi

Vi

go

–i2

V3–V1 –V5 –V0

–z1 y2 –z3 –z5y4

i4 –i6+

+ + +

+ +

FIGURE 15.7 Signal-flow graph block diagram realizing Equation 15.42.

r
r

VoVo

(b)(a)

V1 V1

V2 V2

R2

R1 R1 –

–

+

+

–
+

R2

C C

R3
R3

FIGURE 15.8 (a) Inverting lossy Miller integrator; (b) noninverting lossy phase-lead integrator.

* These two circuits are good candidates for building two-integrator loops as required in Figure 15.7 because the op-amp in
the Miller integrator causes a phase lag, whereas the op-amps in the noninverting integrator cause a phase lead of the same
magnitude. In the loop, these two phase shifts just cancel and cause no errors in circuit performance. Notice that the
Åckerberg–Mossberg biquad in Figure 15.2 is also constructed as a loop of these two integrators.
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The next question to be answered is what circuitry will realize more general ladder arms which may
contain both series and parallel LC elements, and resistors to handle the source or load terminations
(or losses if required). Such general series and shunt branches are shown at the bottom of Figures 15.9
and 15.10, respectively, where we have labeled the capacitors in the passive network as ‘‘Ĉ’’ to be able to
distinguish them from the capacitors in the active circuit (labeled C without circumflex). We have chosen
the signs of the relevant voltages and currents in Figures 15.9 and 15.10 appropriately to obtain
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Vo1
Vo2

Vo3

V1 L4

Vi2

–V2

Ri1

LoL1

Vi1

R3 R2

R0

Rc2
Rc3

Rc4Ri2

R4

r

r

r

r

C1

C2

C2

C3

C3

C4

– +

+
+

+

+

+

–
–

–

–

–

ˆ
ˆ

FIGURE 15.9 Active realization of a series ladder branch (plus sign in Equation 15.46).
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Rc2

Rc4
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FIGURE 15.10 Active realization of a shunt ladder branch minus sign in Equation 15.46.
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noninverting transmittances y(s) for the series arms and inverting transmittances z(s) for the shunt arms
as requested in Figure 15.7. Recall that this choice permits the flowgraph to be realized with only
summing functions. For easy reference, the active RC circuits realizing these branches are shown directly
above the passive LC arms [5, Chapter 6], [9, Chapter 15].

The passive series branch in Figure 15.9 realizes the current Io

IoRp ¼ þY(s)Rp(aV1 þ bV2)

¼ þ 1
Rk=Rp þ sL1=Rp þ 1

sĈ2Rp
þ 1

sĈ3Rpþ 1
sL4=Rp

(aV1 þ bV2) (15:44a)

which was converted into a voltage through multiplication with a scaling resistor Rp (p stands for passive;
Rp is the resistor used to scale the passive circuit). Also, we have multiplied the input signals by two
constants, a and b, in anticipation of future scaling possibilities in the active circuit. Using, as before,
lower-case symbols for the normalized variables, we obtain for the series branch

io ¼ þy(s)(av1 þ bv2) ¼ þ 1
rk þ sl1 þ 1

sc2
þ 1

sc3þ 1
sl4

(av1 þ bv2) (15:44b)

In an analogous fashion we find for the voltage Vo in the passive shunt branch in Figure 15.10, after
impedance-level scaling with Rp and signal-level scaling with a and b, the expression

Vo ¼ �Z(s)
Rp

(aI1Rp þ bI2Rp)

¼ � 1

GkRp þ sĈ1Rp þ 1
sL2=Rp

þ 1
sL3=Rpþ 1

sĈ4Rp

(aI1Rp þ bI2Rp) (15:45a)

which with lower-case notation gives

vo ¼ �z(s)(ai1 þ bi2) ¼ � 1
gk þ sc1 þ 1

sl2
þ 1

sl3þ 1
sc4

(ai1 þ bi2) (15:45b)

Turning now to the active RC branches in Figures 15.9 and 15.10, elementary analysis of the two circuits,
assuming ideal op-amps,* results in

Vo ¼ � RaGi1Vi1 þ RaGi2Vi2

RaG0 þ sC1Ra þ RaG2
sC2Rc2

þ RaG3

sC3Rc3þG4Rc3
sC4Rc4

(15:46)

where we used a normalizing resistor Ra (a stands for active; Ra is the resistor used to scale the active
circuit). In Equation 15.46 the plus sign is valid for the series arm, Figure 15.9, and the minus sign for the
shunt arm, Figure 15.10.

* Using a more realistic op-amp model, A(s)�vt=s, one can show [5, Chapter 6] that Equation 16.46 to a first-
order approximation is multiplied by (1þ jv=vt)� exp(jv=vt) for the series arm (plus sign in Equation 16.46) and by
(1 – jv=vt)� exp(–jv=vt) for the shunt arm [minus sign in Equation 16.46]. Thus, in the loop gains determined by the
product of an inverting and a noninverting branch, op-amp effects cancel to a first order, justifying the assumption of
ideal op-amps. See footnote in Section 15.4.1.
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Notice that Equation 15.46 is of the same form as Equations 15.44 and 15.45 so that we can
compare the expressions term-by-term to obtain the component values required for the active circuit
(s) to realize the prescribed passive ladder arms. Thus, we find for the series branch, Figure 15.9, by
comparing coefficients between Equations 15.46 and 15.44a, and assuming all equal capacitors C in the
active circuit:

Ri1 ¼ Ra

a
Ri2 ¼ Ra

b
R0 ¼ RaRp

Rk
C ¼ L1

RaRp

Rc2R2 ¼ Ĉ2

C
RaRp Rc3R3 ¼ Ĉ3

C
RaRp Rc4R4 ¼ L4Ĉ3

C2

(15:47a)

In an identical fashion we obtain from Equations 15.46 and 15.45a for the components of the shunt arm

Ri1 ¼ Ra

a
Ri2 ¼ Ra

b
R0 ¼ Rk

Ra

Rp
C ¼ Ĉ1

Rp

Ra

Rc2R2 ¼ L2
C

Ra

Rp
Rc3R3 ¼ L3

C
Ra

Rp
Rc4R4 ¼ L3Ĉ4

C2

(15:47b)

The scaling resistors Ra and Rp are chosen to obtain convenient element values. Note that each of the last
three equations for both circuits determines only the product of two resistors. This leaves three degrees of
freedom that are normally chosen to maximize dynamic range by equalizing the maximum signal levels
at all op-amp outputs. We provide some discussion of these matters in Section 15.4.2.
We have displayed the active and passive branches in Figures 15.9 and 15.10 together to illustrate the

one-to-one correspondence of the circuits. For example, if we wish to design an all-pole lowpass filter,
such as the one in Figure 15.11, where the internal series arms consist of a single inductor and each
internal shunt arm of a single capacitor, the corresponding active realizations reduce to those of Figure
15.8b and a, respectively, with R3¼1. For the end branches, Rs in series with L1 and Rl in parallel with
Ĉ4, we obtain the circuits in Figure 15.8b and a, respectively, with R3 finite to account for the source and
load resistors. The remaining branches in the active circuits are absent. Assembling the resulting circuits
as prescribed in Figure 15.7 leads to the active SFG filter in Figure 15.12, where we have for convenience
chosen all identical capacitors, C, and have multiplied the input by an arbitrary constant K because the
active circuit may realize a gain scaling factor. The component values are computed from a set of
equations similar to Equation 15.47. To show in some detail how they are arrived at, we derive the
equations for each integrator in Figure 15.12 and compare them with the corresponding arm in the
passive ladder. Recalling that signals with lower-case symbols in the active circuit are voltages, we obtain

G1RaVin þ G2Ra(�v2)
sCRa þ G3Ra

! KVin � V2

sL1=Rp þ Rs=Rp
(15:48a)

G4Rai1 þ G5Ra(�i3)
sCRa

! I1 � I3
sĈ2Rp

(15:48b)

l1 l3

L3L1Rs

RIC4C2

V4V2

VoutVin

+
+
–

ˆ ˆ

FIGURE 15.11 Fourth-order all-pole lowpass ladder.
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G6Ra(�v2)þ G7RaVout

sCRa
! �V2 þ V4

sL3=Rp
(15:48c)

G8Ra(�i3)
sCRa þ G9Ra

! �i3
sĈ4Rp þ Rp=Rl

(15:48d)

where we used scaling resistors for the active (Ra) and the passive (Rp) circuits as before. Choosing a
convenient value for C in the active circuit and equating the time constants and the dc gains in Equation
15.48a results in the following expressions:

R3 ¼ L1
C

1
Rs

R1 ¼ R3
Rs

KRp
R2 ¼ R3

Rs

Rp
(15:49a)

Similarly,

R4 ¼ R5 ¼ Ĉ2

C
R6 ¼ R7 ¼ L3

C
1
Rp

R8 ¼ Ĉ4

C
R9 ¼ Ĉ4

C
Rl ¼ Rl

Rp
R8 (15:49b)

15.4.2 Maximization of the Dynamic Range

The remaining task in a signal-flow graph simulation of an LC ladder is that of voltage-level scaling for
dynamic range maximization. As in cascade design, we need to achieve that all op-amps in 0�v�1 see
the same maximum signal level so that no op-amp becomes overdriven sooner than any other one. It may
be accomplished by noting that a scale factor can be inserted into any signal line in a signal-flow graph as
long as the loop gains are not changed. Such signal-level scaling will not affect the transfer function except
for an overall gain factor. The procedure can be illustrated in the flow diagram in Figure 15.7. If we
simplify the circuit by combining the self-loops at input and output and employ the scale factors a, b, g,
d and their inverses to the loops in Figure 15.7, we obtain the modified flow diagram in Figure 15.13.
Simple analysis shows that the transfer function has not changed except for a multiplication by the factor
abgd, which is canceled by the multiplier (abgd)�1 at the input. To understand how the scale factors are

R8

R9

VoutK Vin

R5 3R4i1 –i

r

r

r

r

R2

R3

R6
–V2 R7R1

C
C

CC

+– +–
+–

+ –+ –

+ –

FIGURE 15.12 Active realization of the ladder in Figure 15.11.
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computed, assume that in Figure 15.7, i.e., before scaling, the maximum of ji4( jv)j is a times as large as
the maximum of jvo( jv)j, where a may be less than or larger than unity. Since

�vo ¼ �z5
1þ z5go

i4

the maxima can be equalized, i.e., the level of vo can be increased by a, if we apply a gain scale factor a as
indicated in Figure 15.13. To keep the loop gain unchanged, a second scale factor a�1 is inserted as
shown. Continuing, if in Figure 15.7 max jv3( jv)j is b times as large as max ji4( jv)j, we raise the level of
ji4j by a gain factor b and correct the loop gain by a second factor b�1 as shown in Figure 15.13. In a
similar fashion we obtain the maxima of the remaining voltages and apply the appropriate scale factors
g, d, g�1, and d�1 in Figure 15.13.

It is easy to determine the relevant maxima needed for calculating the gain factors. Recall that the node
voltages vi, v1, i2, v3, i4, and v5¼ vo in the signal-flow graph of Figure 15.13 correspond directly to the
actual currents and voltages in the original ladder, Figure 15.6, and that their maxima in 0�v�1 can
be evaluated readily with any network analysis program. For the circuit in Figure 15.13, the scale factors
that ensure that the currents (normalized by Rp) in all series ladder arms and the voltages in all shunt
ladder arms have the same maxima are then obtained as

a ¼ max i4j j
max voj j b ¼ max v3j j

max i4j j g ¼ max i2j j
max v3j j d ¼ max v1j j

max i2j j (15:50)

The procedure thus far takes care of ladders with only one element in each branch, such as all-pole
lowpass filters (Figure 15.11). In the more general case, we must also equalize the maxima of the
magnitudes of Vo1, Vo2, and Vo3 at the internal op-amp outputs in Figures 15.9 and 15.10. This is
achieved easily if we remember that the ‘‘external’’ voltage maxima of jVi1j, jVi2j, and jVoj are already
equalized by the previous steps leading to Equation 15.50, and that in the passive series branch Vo1

represents the voltage on Ĉ2, Vo2 stands for the voltage on Ĉ3, and Vo3 corresponds to the current (times
Rp) through the inductor L4. After finding the maxima of these signals with the help of a network analysis
program and computing the scale factors

m1 ¼ max Vo1j j
max Voj j m2 ¼ max Vo2j j

max Voj j m3 ¼ max Vo3j j
max Voj j (15:51)

we can equalize all internal branch voltages of the series arm (Figure 15.9) by modifying the design
Equations 15.47a as follows [5, Chapter 6]:

vi gi

1+z5 go

+ +

++(αβγδ)–1 γδ–1

δ γ–1 α–1

β–1
–i2

–z5

i4

–v0v3

–z3y2 y41+z1 gi

–z1

–v1
β

α

FIGURE 15.13 Using scale factor for signal-level equalization.
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Ri1 ¼ Ra

a
Ri2 ¼ Ra

b
R0 ¼ RaRp

Rk
C ¼ L1

RaRp

m1Rc2
R2

m1
¼ Ĉ2

C
RaRp m2Rc3

R3

m2
¼ Ĉ3

C
RaRp

m3

m2
Rc4

R4

m3=m2
¼ L4Ĉ3

C2

(15:52)

A possible choice for the element values given by products is

m1Rc2 ¼ R2

m1
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ĉ2

C
RaRp

s
m2Rc3 ¼ R3

m2
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Ĉ3

C
RaRp

s

m3

m2
Rc4 ¼ m2

m3
R4 ¼

ffiffiffiffiffiffiffiffiffiffi
L4Ĉ3

p
C

(15:53a)

In the passive shunt branch, Vo1 and Vo2 represent the currents (times Rp) through the inductors L2 and
L3, respectively, and Vo3 stands for the voltage across Ĉ4. In an identical fashion we obtain then with
Equation 15.50 from Equation 15.47b for the components of the shunt arm

Ri1 ¼ Ra

a
Ri2 ¼ Ra

b
R0 ¼ Rk

Ra

Rp
C ¼ Ĉ1

Rp

Ra

m1Rc2 ¼ R2

m1
¼

ffiffiffiffiffiffiffiffiffiffiffi
L2
C

Ra

Rp

s
m2Rc3 ¼ R3

m2
¼

ffiffiffiffiffiffiffiffiffiffiffi
L3
C

Ra

Rp

s

m3

m2
Rc4 ¼ m2

m3
R4 ¼

ffiffiffiffiffiffiffiffiffiffi
L3Ĉ4

C

s
(15:53b)

Next we present an example [2], [5, Chapter 6] in which the reader may follow the different steps
discussed.
To simulate the fourth-order elliptic lowpass ladder filter in Figure 15.14a by the signal-flow graph

technique, we first reduce the loop count by a source transformation. The resulting circuit, after

5.534 μF

32.74 μF

Rl/RpL4/Rp

I4Rp
L2/Rp

C1Rp C3Rp

C2Rp
I2RpV1

Vi

V3

Vo

44.18 μF
0.333 Ω

1Ω

(a)

(b)

13.09 μH

12.22 μH

++

Rp

Rs
Rs
Rp

ˆ

ˆˆ

FIGURE 15.14 (a) Fourth-order elliptic LC lowpass ladder; (b) the circuit after source transformation and
impedance scaling.
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impedance scaling, is shown in Figure 15.14b. To use signal-level scaling for optimizing the dynamic
range, the relevant maxima of the LC ladder currents and voltages are needed. Table 15.1 lists the relevant
data obtained with the help of network analysis software. From these numbers we find

a ¼ max v3j j
max i4Rp

�� �� ¼ 0:69
0:866

¼ 0:797 b ¼ max i2Rp

�� ��
max v3j j ¼ 1:125

0:690
¼ 1:630

g ¼ max v1j j
max i2Rp

�� �� ¼ 0:699
1:125

¼ 0:621

(15:54)

For ease of reference, the signal-flow graph with scaling factors is shown in Figure 15.15. Let Rp¼ 1 V.
Note that the input signal voltage iin¼RpVi=Rs has been multiplied by a factor K to permit realizing an
arbitrary signal gain. If the desired gain is unity, and since the dc gain in the passive LC ladder equals

Vo

Vi
¼ Rl

Rs þ Rl
¼ 0:333

1:333
¼ 0:25

we need to choose K¼ 1=0.25¼ 4. Thus, the input signal ii is multiplied by

K
abg

¼ 4
0:797 � 1:630 � 0:621 ¼ 4:958 (15:55)

The transmittances are defined as

z1 ¼ 1

sĈ1Rp þ GsRp
y2 ¼ 1

1
sĈ2RpþRp=(sLp)

z3 ¼ 1

sĈ3
y4 ¼ 1

sL4=Rp þ Rl=Rp

(15:56)

TABLE 15.1 Voltage and Current Maxima for Figure 15.14a

Voltage or Current Maximum of Voltage or Current

Voltage across Ĉ1 0.699 V

Current through L2 1.550 A

Voltage across Ĉ2 1.262 V

Current through L1kĈ2 1.125 A

Voltage across Ĉ2 0.690 V

Current through L4 0.866 A

–z1 –z3y2 y4

Vout

—V1 V3

iin –i2

K
αβγ

1/γ

1/β

1/αβ

αγ

+ +

+

FIGURE 15.15 Signal-flow graph for the filter in Figure 15.14.
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With the numbers in Equations 15.54 and 15.55 we obtain from the signal-flow graph

�v1 ¼ �z1 4:958iin � 1
0:621

i2

� 	
�i2 ¼ y2 �0:621v1 þ 1

1:630
v3

� 	

v3 ¼ �z3 �1:630i2 þ 1
0:797

vout

� 	
vout ¼ y40:792v3

(15:57)

The reader is encouraged to verify from Equations 15.56 and 15.57 and Figures 15.9 and 15.10 that the
active SFG realization of the ladder is as shown in Figure 15.16. For instance, the circuitry between the
nodes v1, v3, and i2 implements the parallel LC series branch to realize the finite transmission zero,
obtained from Figure 15.9 by setting the components G0, C1, G2, Gc2, and C2 to zero. The element values
in the active circuit are now determined readily by comparing the circuit equations for the active circuit,

�v1 ¼ �G1Ra1iin þ G2Ra1(�i2)
sCRa1 þ G8Ra1

�i2 ¼ G5Ra2(�v1)þ G6Ra2v3
G9Ra2

sCR10þG12R10
sCR11

v3 ¼ �G3Ra3(�i2)þ G4Ra3vo
sCRa3

vo ¼ G7Ra4v3
sCRa4 þ G13Ra4

(15:58)

to Equation 15.57 and using Equation 15.56.* Comparing the coefficients results in

G1Ra1 ¼ 4:958 G2Ra1 ¼ 1
0:621

G5Ra2 ¼ 0:621 G6Ra2 ¼ 1
1:630

G3Ra3 ¼ 1:630 G4Ra3 ¼ 1
0:797

G7Ra4 ¼ 0:797

Further,

Ĉ1Rp ¼ CRa1 Ĉ2Rp ¼ C
R9R10

Ra2
Ĉ3Rp ¼ CRa3

L4
Rp

¼ CRa4

Thus, with Rp¼ 1 V and choosing C¼ 5 nF,
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iin

R5

R4
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r
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FIGURE 15.16 Active realization of the circuit in Figure 15.14.

* Observe that for greater flexibility we permitted a different scaling resistor Rai, i¼ 1, . . . , 4, in each branch.
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Ra1 ¼ Ĉ1

C
Rp ¼ 6:55 kV Ra3 ¼ Ĉ3

C
Rp ¼ 8:84 kV Ra4 ¼ L4

CRp
¼ 2:44 kV

Ra2 is undetermined; choosing Ra2¼ 5 kV leads to the feed-in resistors for each branch

R1 ¼ Ra1

4:958
¼ 0:800 kV R2 ¼ 0:621Ra1 ¼ 4:07 kV R3 ¼ Ra3

1:630
¼ 5:42 kV

R4 ¼ 0:797 Ra3 ¼ 7:05 kV R5 ¼ Ra2

0:621
¼ 8:05 kV

R6 ¼ 1:630 Ra3 ¼ 8:15 kV R7 ¼ Ra4

0:797
¼ 3:06 kV

The remaining components are determined from the equations

R8 ¼ Rs
Ra1

Rp
¼ 6:55 kV R13 ¼ Ra4Rp

Rl
¼ 7:33 kV

and

R9R10 ¼ RpRa2
Ĉ2

C
¼ (2:35 kV)2 R11R12 ¼ L2

C
R9R10

Ra2Rp
¼ (1:70 kV)2

Since only the products of these resistors are given, we select their values uniquely for dynamic range
maximization. According to Equation 15.51 we compute from Table 15.1

m2 ¼ max vc2j j
max i2j j ¼ 1:262

1:125
¼ 1:12 and m3 ¼ max iL2j j

max i2j j ¼
1:550
1:125

¼ 1:38

to yield from Equation 15.53a:

R9 ¼ m2 2:35 kV ¼ 2:64 kV R10 ¼ 2:35 kV
m2

¼ 2:10 kV

R11 ¼ m2

m3
1:70 kV ¼ 1:38 kV R12 ¼ m3

m2
1:70 kV ¼ 2:09 kV

15.4.3 Element Substitution

LC ladders are known to yield low-sensitivity filters with excellent performance, but high-quality
inductors cannot be implemented in microelectronic form. An appealing solution to the filter design
problem is, therefore, to retain the ladder structure and to simulate the behavior of the inductors by
circuits consisting of resistors, capacitors, and op-amps. A proven technique uses impedance converters,
electronic circuits whose input impedance is proportional to frequency when loaded by the appropriate
element at the output. The best-known impedance converter is the gyrator, a two-port circuit whose
input impedance is inversely proportional to the load impedance, i.e.,

Zin(s) ¼ r2

ZL(s)
(15:59)

The parameter r is called the gyration resistance. Clearly, when the load is a capacitor, ZL(s)¼ 1=(sC),
Zin(s)¼ sr2C is the impedance of an inductor of value L¼ r2C. Gyrators are very easy to realize with
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transconductors (voltage-to-current converters) and are widely used in transconductance-C filters; see
Section 16.3. However, no high-quality gyrators with good performance beyond the audio range have
been designed to date with op-amps. If op-amps are to be used, a different kind of impedance converter is
employed, one that converts a load resistor RL into an inductive impedance, such that

Zin(s) ¼ (sk)RL (15:60)

A good circuit that performs this function is Antoniou’s general impedance converter (GIC) shown in
Figure 15.17a. The circuit, with elements slightly rearranged, was encountered in Figure 15.4, where we
used the GIC to realize a second-order bandpass function. The circuit is readily analyzed if we recall that
the voltage measured between the op-amp input terminals and the currents flowing into the op-amp
input terminals are zero. Thus, we obtain from Figure 15.17a the set of equations

Vo ¼ Vi
I4
sC

¼ I3R I2R ¼ I1R1 I2 ¼ I3 Ii ¼ I1 I4 ¼ Io (15:61)

These equations indicate that the terminal behavior of the general impedance converter is described by

Vo ¼ Vi Io ¼ sCR1Li ¼ skIi (15:62)

that is

Vi

Ii
¼ Zin(s) ¼ sk

Vo

lo
¼ sk ZL(s) (15:63)

Notice that the input impedance is inductive as prescribed by Equation 15.60 if the load is a resistor.*
Figure 15.17b also shows the circuit symbol we will use for the GIC in the following to keep the circuit
diagrams simple. This impedance converter and its function of converting a resistive load into an
inductive input impedance is the basis for Gorski-Popiel’s embedding technique [5, Chapter 6], [9,
Chapter 14.4], which permits replacing the inductors in an LC filter by resistors.

R1 R

RIi
Ii Io

Vi Vo

Vo

Vo = Vi Io = sk Ii

sk : 1

k  = CR1

Vi

(a) (b)

I2

I3 I4 IoI1

A

C

A

1 2 21+ –

+–

FIGURE 15.17 General impedance converter: (a) circuit; (b) symbolic representation.

* To optimize the performance of the GIC, i.e., to make it optimally independent of the finite gain-bandwidth product of the
op-amps, the GIC elements should be chosen as follows: For an arbitrary load ZL(s) one chooses vcC¼ 1=*ZL(jvc)*.
vc is some critical frequency, normally chosen at the upper passband corner. If the load is resistive, ZL¼RL, select
C¼ 1=(vcRL) [6].
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15.4.3.1 Inductor Replacement: Gorski-Popiel’s Method

To understand the behavior of the circuit in Figure 15.18, recall from Equation 15.62 that the voltages at
terminals 1 and 2 of the GICs are the same. Then, by superposition the typical input current Ioi into the
resistive network R can be written as

Ioi ¼ 1
Ri1

V1 þ 1
Ri2

V2 þ � � � þ 1
Rin

Vn ¼
Xn
j¼1

1
Rij

Vj i ¼ 1, . . . , n (15:64)

where the parameters Rij are given by the resistors and the configuration of R. Using the current
relationship Ioi¼ skIi of the impedance converters in Equation 15.64 results in

Ii ¼
Xn
j¼1

1
skRij

Vj i ¼ 1, . . . , n (15:65)

which makes the combined network consisting of the n GICs and the network R look purely inductive,
i.e., each resistor Rr in the network R appears replaced by an inductor of value

Lr ¼ skRr ¼ sCR1Rr (15:66)

Examples of this process are contained in Figure 15.19. Figure 15.19a and b illustrate the conventional
realizations of a grounded and a floating inductor requiring one and two converters, respectively. This is

Resistive

V1
1

1

1

2

2

2In

I2

I1
sk : 1

sk : 1

sk : 1
Ion

Io2

Io1

V2

Vn
R

FIGURE 15.18 Simulation of an inductance network.

(a) (b) (c) (d)

sk : 1sk : 1sk : 1sk : 1 1 : sk1 : sk1 : sk

FIGURE 15.19 Elementary inductance networks and their GIC-R equivalents: (a) grounded inductor (b) floating
inductor (c) inductive T (d) inductive P.
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completely analogous to the use of gyrators, where a grounded inductor requires one gyrator, but a
floating inductor is realized with two gyrators connected back-to-back. Figure 15.19c and d show how the
process is extended to complete inductive subnetworks: the GICs are used to isolate the subnetworks
from the remainder of the circuit; there is no need to convert each inductor separately. The method is
further illustrated with the filter in Figure 15.20. The LC ladder is designed to specifications by use of the
appropriate design tables [4,7] or filter design software [8]. In the resulting ladder, the inductive
subnetworks are separated as shown in Figure 15.20a by the five dashed cuts. The cuts are repaired by
inserting GICs with conversion factor k and the correct orientation (output, terminal 2 in Figure 15.17,
toward the inductors). Note that all GICs must have the same conversion factor k. Finally, the inductors
Li are replaced by resistors of value Li=k as shown in Figure 15.20b. A numerical example will illustrate
the design steps:

Assume we wish to implement a sixth-order bandpass filter with the following specifications:
Maximally flat passband with�3 dB attenuation in 900 Hz� f� 1200 Hz
Transmission zero at fz¼ 1582.5 Hz; source and load resistors R¼ 3 kV

Using the appropriate software or tables, the LC filter in Figure 15.21a is found with element values in
kiloohm, megahertz, and nanofarad. Figure 15.21b shows the circuit redrawn to help identify the
inductive subnetwork and the locations of the cuts. Note that only three impedance converters are
used rather than six (two each for the two floating inductors and one each for the grounded ones), if a
direct conversion of the individual inductors had been attempted.
For the final active realization, we assumed a conversion parameter k¼CR1¼ 30 ms. Finally, to design

the GICs we compute the impedances seen into the nodes where the GICs see the (now) resistive
subnetworks. Using analysis software to compute jVi=Iij at these nodes, we find

for GICa, jZaj � 18 kV, and for GICb and GICc,jZbj � jZcj � 4:7 kV

so that with vc¼ 2p � 1.2 kHz and k¼ 30 ms the design elements are

Ca ¼ 1
vc zaj j � 7:4 nF R1a ¼ k

Ca
� 4 kV Cb ¼ Cc � 28 nF Rb ¼ Rc � 1 kV

To complete the design, we choose the resistors R in Figure 15.17a as R¼ 1 kV.

sk : 1 1 : sk 1 : sk

sk : 1

sk : 1

5
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4

321

L5
L1

L2 L3
L4

L5/k
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+
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FIGURE 15.20 LC ladder realization with GICs: (a) a choice of cuts; (b) the cuts replaced by GICs.
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15.5 Summary

In this chapter, we discussed the more practical techniques for the design of active filters of order higher
than two: cascade design, multiple-loop feedback approaches, and methods that simulate the behavior of
LC ladder filters. We pointed out that direct realization methods are impractical because they result in
high sensitivities to component values. In many applications, a cascade design leads to satisfactory
results. The practical advantages of cascade circuits are modularity, ease of design, flexibility, very simple
tuning procedures, and economical use of op-amps with as few as one op-amp per pole pair. Also, we
pointed out again that an arbitrary transfer function can be realized with the cascade design method, i.e.,
no restrictions are placed on the permitted locations of poles and zeros.
For challenging filter requirements, the cascade topologies may still be too sensitive to parameter

changes. In those cases the designer can use the FLF configuration or, for best performance, a ladder
simulation, provided that a passive prototype ladder exists. FLF circuits retain the advantage of modu-
larity, but if optimal performance is desired, computer-aided optimization routines must generally be
used to adjust the available free design parameters. However, excellent performance with very simple
design procedures, no optimization, and high modularity can be obtained by use of the primary-
resonator-block (PRB) method, where all biquad building blocks are identical.
From the point of view of minimum passband sensitivity to component tolerances, the best active

filters are obtained by simulating LC ladders. If the prescribed transfer characteristic can at all be realized
as a passive LC ladder, the designer can make use of the wealth of available information about the design
of such circuits, and simple procedures are available for ‘‘translating’’ the passive LC circuit into its active
counterpart. We may either take the passive circuit and replace the inductors by active networks, or we
imitate the mathematical behavior of the whole LC circuit by realizing the integrating action of inductors
and capacitors via active RC integrators. Both approaches result in active circuits of high quality; a
disadvantage is that more op-amps may be required than in cascade or FLF methods. This drawback is
offset, however, by the fact that the sensitivities to component tolerances are very nearly as low as those of
the originating ladder.
An alternative method for the active realization of a passive LC ladder is obtained by scaling each

impedance of the passive circuit by 1=(ks) (Bruton’s transformation) [5, Chapter 6], [9, Chapter 14.5].
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FIGURE 15.21 Sixth-order LC bandpass filter and active realization using impedance converters. (a) The LC filter
with element values in kiloohm, megahertz, and nanoforad. (b) The circuit redrawn to help identify the inductive
subnetwork and the locations of the cuts. (c) The final active realization using a conversion parameter
k ¼ CRi ¼ 30ms:
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This impedance transformation converts resistors into capacitors, inductors into resistors, and capacitors
into ‘‘frequency-dependent negative resistors (FDNRs),’’ which can readily be realized with Antoniou’s
GIC circuit. The procedure is especially useful for passive prototype circuits that have only grounded
capacitors because capacitors are converted to FDNRs and floating FDNRs are very difficult to imple-
ment in practice. The method results in biasing difficulties for active elements, and because the entire
ladder must be transformed, the active circuit no longer contains source and load resistors. If these two
components are prescribed and must be maintained as in the original passive circuit, additional buffers
are required. The method was not discussed in this text because it shows no advantages over the Gorski-
Popiel procedure.
An important practical aspect is the limited dynamic range of active filters, restricted by noise and by

the finite linear signal swing of op-amps. Dynamic range maximization should be addressed whenever
possible. Apart from designing low-noise circuits, the procedures always proceed to equalize the op-amp
output voltages by exploiting available free gain constants or impedance scaling factors. It is a disadvan-
tage of the element substitution method that no general dynamic range scaling method appears to be
available.
The methods discussed in this chapter dealt with the design of filters in discrete form, that is, separate

passive components and operational or transconductance amplifiers are assembled on, e.g., a printed
circuit board to make up the desired filter. Chapter 16 addresses modifications in the design approach
that lead to filters realizable in fully integrated form.
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16.1 Introduction

All modern signal-processing systems include various types of electrical filters that the designer has to
realize in an appropriate technology. The literature contains many well-defined filter design techniques
[1–3], and computer programs are available, which help the designer find the appropriate transfer
function that describes the required filter characteristics mathematically. The reader may also refer to
Section I in this book and the other chapters of this section (Section II).
Once the filter’s transfer function is obtained, implementation methods must be found that are

compatible with the technology selected for the design of the total system. In some situations, consid-
erations of power consumption, frequency range, signal level, or production numbers may dictate discrete
(passive or active) filter realizations. Often, however, as much as possible of the total system must be fully
integrated in microelectronic form, so that the filters can be implemented in the same technology.
Often, digital (Section III) or sampled-data (Chapter 18) implementations are suitable for realizing

the filter requirements. However, in modern communications applications, the required frequency range
is so high that digital or sampled-data circuitry is inappropriate or too expensive so that continuous-time
(c-t) filters are necessary. In addition, filters in many signal-processing situations must interface with
the ‘‘real world,’’ where the input and output signals take on continuous values as functions of the
continuous variable time, i.e., they are c-t signals. In these situations c-t antialiasing and reconstruction
filters are often required. Because the performance of the total filter system is of relevance and not
just the performance of the intrinsic filter, the designer may have to consider if it might not be preferable
to implement the entire system in the c-t domain rather than as a digital or sampled-data system.
At least at low frequencies the latter methods have the advantages of very high accuracy, better signal-
to-noise ratio, and little or no parameter drifts, but they entail a number of problems connected with
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analog-to-digital (A=D) and digital-to-analog (D=A) conversion (see Chapter 10 of Analog and VLSI
Circuits), sample-and-hold, switching, antialiasing, and reconstruction circuitry.

Traditionally, c-t filters were implemented as discrete designs. Well-understood procedures exist for
deriving passive LC filters (Section I) from a given transfer function with prescribed complex natural
frequencies, e.g., [1, Chapter 2], [2], [3, Chapter 13]. To date no practical methods exist for building high-
quality, i.e., low-loss, inductors on an integrated circuit (IC) chip.* The required complex natural
frequencies must, therefore, be realized by using gain, i.e., as we saw earlier in this section, by embedding
an operational amplifier (op-amp; see Chapter 16 of Fundamentals of Circuits and Filters) in an RC
feedback network [1,3]. Since op-amps, resistors, and capacitors can be implemented on an integrated
circuit, it appears that with active RC networks the problem of monolithic filter design is solved in
principle: all active devices and any necessary capacitors and resistors can be integrated together on one
silicon chip. Although this conclusion is correct, the designer needs to consider four other factors that
are important in integrated c-t filter design and perhaps are not immediately obvious.
The first item concerns the most important design task for achieving commercially practical designs:

integrated filters must be electronically tunable, preferably by an automatic tuning scheme. Because of its
importance, we shall devote a separate section, Section 16.4, to this topic. The second item deals with the
economics of practical implementations of active filters: in discrete designs, the cost of components and
stocking them usually necessitate designing the filter with a minimum number of active devices. One,
two, or possibly three op-amps per pole pair are used and the smallest number of different (if possible, all
identical) capacitors. In integrated realizations, capacitors are determined by processing mask dimensions
and the number of different capacitor values is unimportant, as long as the element spread is not
excessive. Further, active devices frequently occupy less chip area than passive elements so that it is
often preferable to use active elements instead of passive ones.y Also, the designer should remember that
in IC technology it is not easy to generate accurate absolute component values, but that ratios of
like components, such as capacitor ratios, can be realized very precisely. The third observation pertains
to the fact that filters usually have to share an integrated circuit with other, possibly switched or digital,
systems so that the ac ground lines (power supply and ground wires) are likely to contain switching
transients and generally are noisy. Measuring the analog signals relative to ac ground, therefore, may
result in designs with poor signal-to-noise ratio and low power-supply rejection. The situation is
remedied in practice by building continuous-time filters in fully differential, balanced form, where the
signals are referred to each other as V¼V þ�V� as shown in Figure 16.4b through d. An additional
advantage of this arrangement is that the signal range is doubled (for an added 6 dB of signal-to-noise
ratio) and that the even-order harmonics in the nonlinear operation of the active devices cancel. All filters
in this chapter are understood, therefore, to be designed in fully differential form. Finally, we point out
that communication circuitry is often required to operate at hundreds of megahertz or higher, where
op-amp–based active RC filters will not function because of the op-amps’ limited bandwidth.
Today, c-t filters integrated in bipolar, CMOS, or BiCMOS technology are no longer academic curiosities

but a commercial reality (see Ref. [5] for some recent advances in the field). In the following we discuss the
main methods that have proven to be reliable. First, we presentMOSFET-C filters, whose design methods
resemble most closely the standard active RC procedures discussed in Chapters 11–14; they can, therefore,
be most readily understood by the reader without requiring further background. Next, we introduce the
transconductance-C (also referred to as gm-C) technique, which is currently the predominant method for

* Spiral inductors of a few nanohenry or microhenry in size, however, can be used at gigahertz frequencies. Typically, they
are extremely lossy, with quality factors of the order of only 10. Since such low values of Q are unacceptable for the design
of high-quality selective filters, the inductor losses must be reduced. This is accomplished by placing a simulated negative
resistor (Figure 16.17c) in series or parallel with the inductor. Similarly, since the spiral inductor itself cannot be tuned,
variable current-shunting circuitry is employed to change the effective inductor value; see Ref. [4].

y However, keeping the number of active devices small remains important because active devices consume power and
generate noise.
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c-t integrated filters. Designs based on transconductors lead to filters for the higher operating frequencies
that are important for modern communication systems.

16.2 MOSFET-C Filters

As mentioned in the introduction, the MOSFET-C method follows standard op-amp–based active filter
techniques [6], which, as we saw in previous chapters, rely heavily on the availability of integrators and
summers. The only difference is that the method replaces the resistors used in the conventional active RC
integrating and summing circuitry by MOSFET devices (Figure 16.1) based in the triode (ohmic) region
(VC�VT>VD, see Section 1.2 of Analog and VLSI Circuits). Defining the source (VS), drain (VD),
gate (VC), and substrate (VB) voltages as shown in Figure 16.1, the resulting nonlinear drain current
I becomes

I ¼ W
L
mCox (VC � VT)(VD � VS)þ a2 V2

D � V2
S

� �þ a3 V3
D � V3

S

� �þ � � �� �

¼ W
L
mCox(VC � VT)

� �
(VD � VS)þ b2 V2

D � V2
S

� �þ b3 V3
D � V3

S

� �þ � � � (16:1)

where
W and L are the channel width and length, respectively
m is the effective mobility
Cox is the gate capacitance per unit area
VT is the threshold voltage of the device

The term in brackets is a tunable conductor,

G(VC) ¼ W
L
mCox(VC � Vt) (16:2)

where the gate voltage VC is used for control or tuning. Thus, the drain current of a MOSFET in the
triode region is proportional to the drain-to-source voltage, but contains nonlinear second- and higher
order terms. Third- and higher order terms can be shown to be small and will be neglected in the
following. Now consider placing two of these MOS conductances in parallel as shown in Figure 16.2a.
Note that the two devices are driven in balanced form byþV1 and �V1 at one pair of terminals and that
the other terminals are at the same voltage V. Applying these conditions to Equation 16.1 results in

I1 ¼ G(VC)(þ V1 � V)þ b2 (þ V1)
2 � V2

� �
(16:3a)

I2 ¼ G(VC)(� V1 � V)þ b2 (� V1)
2 � V2

� �
(16:3b)

Consequently, apart from the neglected high-order odd
terms, the difference current I1� I2 is perfectly linear in
the applied signal voltage V1:

I1 � I2 ¼ 2G(VC)V1 (16:4)

Thus, in the MOSFET-C method, the even-order non-
linearities can be shown to be eliminated by carefully
balanced circuit design, where all signals are measured

VB

VD

VC

VS

I

FIGURE 16.1 MOS transistor biased in the tri-
ode region.
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strictly differentially [6]. Note that the expression for I1� I2 in Equation 16.4 is the same as that for the
linear resistive equivalent circuit in Figure 16.2b. This means that the MOSFET circuit in Figure 16.2a
can be substituted for a pair of resistors in any appropriate active RC circuit; appropriate means that the
resistor pair is driven by balanced signals at one end and that the voltages at the other two terminals are
the same (in practice, usually virtual ground). In addition to these conditions, the substitution is valid if
the MOSFETs are operated in the triode region and if v1(t) and v(t) are safely within the range jVC � V*B j.
Of course, in practice there remains some small distortion due to mismatches and the neglected odd-
order terms. Odd-order nonlinearities are usually small enough to be negligible. Typically, the remaining
nonlinearities, arising from odd harmonics, device mismatch, and body effects, are found to be of the
order of 0.1% for 1 V signals.
In Section 16.2.1, we discuss the MOSFET-C integrator that is the fundamental building block used in

all MOSFET-C active filter designs. The integrator will initially be used to construct first- and second-
order MOSFET-C sections from which higher order filters can be assembled by the cascade method
(Section 16.2.2). In Section 16.2.3, we show how simulated LC ladder filters are designed by use of
integrators.

16.2.1 Basic Building Blocks

Substituting MOSFETs for resistors in an active RC prototype works correctly if the active RC circuit is of
a form where all resistors come in balanced pairs, with one end of the resistor pair voltage-driven and the
two other terminals seeing the same voltage (see Figure 16.2a). Active RC circuits do not normally satisfy
these conditions, but many can readily be converted into that form if a balanced symmetrical op-amp as
pictured in Figure 16.3 is available. It is important to note that this structure is not simply a differential
op-amp, but that the input and output voltages are symmetrical with respect to a ground reference. Using
a balanced op-amp, the conversion of many active RC prototypes into balanced form proceeds simply by
taking the single-ended circuits and mirroring them at ground as shown below.
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VB

+V1 +V1
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–V1V
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FIGURE 16.2 (a) Balanced linear MOSFET conductance; (b) equivalent resistor circuit.
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FIGURE 16.3 Balanced operational amplifier configuration realizing Vout¼�AVin.
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16.2.1.1 Integrators

Mirroring the active RC integrator structure in Figure 16.4a at ground and using the balanced op-amp in
Figure 16.3 leads to the balanced integrator in Figure 16.4b. Note that the two resistors are connected in
the configuration prescribed in Figure 16.2 with V¼ 0 (virtual ground) so that they may be replaced by
the MOSFET equivalent in Figure 16.4c. Analysis of the circuit in the time domain results in

�vout ¼ vþ � 1
C

ðt

�1
i2(t)dt; þvout ¼ v� � 1

C

ðt

�1
i1(t)dt (16:5a)

vout � (�vout) ¼ v� � vþ � 1
C

ðt

�1
i1(t)� i2(t)½ �dt (16:5b)

2vout ¼ 0� 1
C

ðt

�1
2G(VC)v1(t)dt ¼ � 1

C

ðt

�1

2v1(t)
R(VC)

dt (16:5c)

or, after simplifying and using the Laplace transform, in the frequency domain,

vout ¼ � 1
CR(VC)

ðt

�1
v1(t)dt ! Vout(s) ¼ � 1

sCR(VC)
V1(s) (16:5d)

We see that the MOSFET-C integrator realizes exactly the same transfer function as the active RC
prototype and that the integration time constant CR(VC) is tunable by the control voltage VC that is
applied to all gates. Note that the circuit in Figure 16.4c is not a differential integrator. To build a
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FIGURE 16.4 (a) Active RC integrator; (b) fully balanced equivalent; (c) MOSFET-C equivalent; and (d) differential
MOSFET-C integrator.
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differential integrator, one must connect a second pair of balanced resistors (MOSFETs) with inputs �V2

andþV2 as in Figure 16.4d to yield

vout ¼ � 1
C

ðt

�1

v1(t)
R1

� v2(t)
R2

� �
dt ! Vout(s) ¼ � 1

sC
V1(s)
R1

� V2(s)
R2

� �
(16:6)

The same principle can also be used to build programmable integrators and, therefore, programmable
filters: consider in Figure 16.4d the terminals for V1 and �V2 connected, i.e., V1¼�V2. The two resistors
are then connected in parallel to give a resistive path G1þG2, and the two resistor values can be
controlled by different gate voltages VC1 and VC2. Similarly, additional balanced MOSFET-resistor
paths may be connected from V1 or other signals to the integrator inputs (summing nodes). These
paths can be turned on or off by an appropriate choice of gate voltages, so that transfer functions with
different parameters (such as gains, quality factors, or pole-frequencies) or even transfer functions of
different types (such as bandpass, low-pass, etc.) are obtainable.
If better linearity is required than is obtainable with the two-transistor MOSFET circuit in Figure 16.4c

that replaces each resistor in the balanced active RC structure by one MOSFET, a four-MOSFET cross-
coupled modification for each resistor pair can be used instead [7, paper 2-B.7]. The configuration is
illustrated in Figure 16.5. The current difference can be shown to equal

DI ¼ I1 � I2 ¼ K(VC1 � VC2)[V1 � (�V1)] (16:7)

that is, DI is proportional to the product of the difference of the input signals and the difference of the
applied gate voltages VCi, i¼ 1, 2. This indicates that one may interchange the input and gate-control
voltages and reduce the drive requirements of the previous op-amp stage because no resistive current
flows, only the small gate-capacitor current flows with the input applied at the control gates (now at
�V1). The price paid for this advantage is that the requirements on the control voltage source become
more difficult and may necessitate an appropriate common-mode voltage on the signal lines.
Additional resistive or capacitive inputs may, of course, be used to design more general lossy

integrators as illustrated in Figure 16.6. By writing the node equation at the summing node, this circuit
may be analyzed to realize
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FIGURE 16.5 Integrator using a four-MOSFET configuration for greater linearity.
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Vo ¼ � 1
sCF þ GF

(GVa þ sCVb) (16:8)

where the conductors are implemented in Figure 16.6b as

R(VC) ¼ 1
mCox(W=L)(VC � VT)

; RF(VC) ¼ 1
mCox(WF LF)(VC � VT)=

(16:9)

as was derived in Equation 16.2. The controlling gate voltages VC for the two resistors R and RF may, in
general, be different so that the resistor values may be tuned (or turned on or off) independently.
With lossy and lossless MOSFET-C integrators available, we can obtain not only first- and second-

order filters as shown in Section 16.2.1.2, but also simulations of LC ladders in much the same way as was
done in Chapter 15 for active RC circuits. We discuss this procedure in some detail in Section 16.2.3.

16.2.1.2 First- and Second-Order Sections

Based on the principle of balancing a single-ended structure, appropriate* standard classical active RC
filters from the literature can be converted into balanced form and resistors can be replaced by
MOSFETs. As an illustration, consider the single-ended prototype (Tow–Thomas) biquad in Figure
16.7a. As is typical for second-order active RC filter sections (see Chapter 13), the circuit is a two-
integrator loop consisting of inverting lossy and lossless integrators (in addition to an inverter to keep the
loop gain negative for stability reasons). The realized transfer function is not important to our discussion,
but we point out that all resistors are voltage-driven (by the signal source or by an op-amp) and at their
other ends all resistors are connected to an op-amp input, i.e., they are at virtual ground. Thus, this
circuit satisfies our earlier condition for conversion to a MOSFET-C structure. Figure 16.7b shows the
balanced active RC equivalent that is necessary to eliminate the nonlinear performance. Replacing the
resistors by MOSFETs biased in the triode region leads to the final MOSFET-C version in Figure 16.7c.
The W=L ratios are chosen appropriately to realize the prescribed resistor values

Gi ¼ Wi

Li
mCox(VC � VT) (16:10)

with excellent resistor matching given by aspect ratios

–Vb

–Va

+Va

+Vb

VC

VC

VC

VC

CF

CF
+Vo

–Vo

C

C

+
– +

–

(b)

Vb
CF Vo

RF

Va

C

R

+

(a)

–

FIGURE 16.6 (a) Lossy integrator with capacitive feed-in branch; (b) MOSFET-C equivalent.

* All resistors must be voltage-driven from one side and see the same voltage, usually virtual ground, on the other.
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Gi

Gk
¼ (W=L)i

(W L)k=
(16:11)

The voltage-variable resistors given by Equation 16.10 permit loss and time constants to be electronically
tuned. Note that the inverter in the original circuit is not needed in Figure 16.7b and c because inversion
in the differential topology is obtained by crossing wires.
The circuit may be made programmable by connecting additional MOSFET resistors with appropriate

W=L ratios in parallel with the fundamental ones shown in Figure 16.7c and then switching them on or
off as required by the desired values of the filter coefficients.

The above method indicates how first- or second-order sections can be obtained by choosing
any suitable configuration from the active RC filter literature [1, Chapter 5], [3, Chapters 4 and 5] and
converting it to balanced MOSFET-C form. Next we show a couple of entirely general first- and second-
order sections that can be developed from the integrator in Figure 16.6b. The resulting circuits are
shown in Figure 16.8 [7, paper 2-A.2]. If we combine the inputs Va¼Vb¼Vi of the integrator in
Figure 16.6b and add two further cross-coupled feed-in capacitors, we obtain the first-order circuit
in Figure 16.8a. Writing the node equation at the (inverting or noninverting)* op-amp input results in
the transfer function

T1(s) ¼ Vo

Vi
¼ s(C1 � C2)þ G1

sCF þ G2
(16:12)

Note that this first-order circuit can realize zeros anywhere on the real axis. Similarly, if we combine two
such integrators in a loop, with the individual signal paths and signs selected to assure negative feedback,

–Vin –Vout

+Vout+Vin

VC

VC

VC

VC

VC
VC

VC

VC

+
+

(c)

–
+
–+

––

–Vout

+Vout

–Vin

+Vin + +
++

(b)

– –
––

VoutVin

(a)
+
–

+
–

1

FIGURE 16.7 (a) Active RC prototype (Tow–Thomas biquad) for conversion into a MOSFET-C structure; (b) fully
balanced version of the biquad with resistors; and (c) fully balanced version of the biquad with MOSFETs.

* Because the circuit is completely symmetrical, it is only necessary to derive the equations for one side, e.g., for Vo; the
expressions for the other side, i.e., �Vo, are the same.
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we obtain the general second-order section in Figure 16.8b. Writing again the node equations at the
op-amp input nodes leads to the transfer function

T2(s) ¼ Vo

Vi
¼ s2C2C3 þ s(C1 � C5)G3 þ G1G3

s2C2C4 þ sC2G4 þ G2G3
(16:13)

Observe that this circuit can realize zeros anywhere in the s-plane, depending on the choice of element
values. Consequently, the sections in Figure 16.8 can be used to implement arbitrary high-order transfer
functions in a cascade topology. Specifically, for the indicated choice of elements the general biquad
function in Equation 16.13 realizes the different transfer functions in Table 16.1.

16.2.2 Cascade Realizations

The realization of high-order transfer functions as a connection of low-order sections, including the
cascade, multiple-loop feedback, and coupled-biquad approaches, is identical to that discussed for discrete
active RC filters. The difference lies only in the implementation of the sections in fully integrated form.
We do not repeat the process here but only discuss the most prevalent method, cascade design, in
terms of an example and encourage the reader to refer to the earlier discussion in Chapter 15 for details.
To repeat briefly, if a high-order function

H(s) ¼ Vout

Vin
¼ N(s)

D(s)
¼ amsm þ am�1sm�1 þ � � � þ a1sþ a0

sn þ bn�1sn�1 þ � � � þ b1sþ b0
(16:14)

(a)

G1

C1

C1

G2

G1 G2

CF

CF

C2

C2

Vi

−Vi

−Vo

Vo

−
−+
+

(b)

Vi

G1

C1
G2 C3

G3

G3

C3

G4

C4

C4

G4

C5
C2

C5 C2

C1 G2

G1

−Vi

−
−+
+ −

−+
+

−Vo

Vo

FIGURE 16.8 General (a) first- and (b) second-order MOSFET-C sections. The MOSFETs are labeled by the
conductance values they are to implement.

TABLE 16.1 Functions Realizable with Figure 16.8b

Function Choice of Elements

Bandpass G1¼C3¼ 0; C5¼ 0
if noninverting, C1¼ 0 if inverting

Low-pass C1¼C3¼C5¼ 0

High-pass C1¼C5¼G1¼ 0

Notch C1¼C5

All-pass (C1�C5)G3¼�C2G4
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with m� n and n> 2 is given, it is factored into second-order sections (and one first-order section if
n is odd),

H(s) ¼
Yn=2
i¼1

Ti(s) ¼
Yn=2
i¼1

ki
a2is2 þ a1isþ a0i
s2 þ sv0i=Qi þ v2

0i
¼

Yn=2
i¼1

kiti(s) (16:15)

where each of the second-order functions

Ti(s) ¼ Voi

Voi�1
¼ ki

a2is2 þ a1isþ a0i
s2 þ sv0i=Qi þ v2

0i
¼ kiti(s) (16:16)

is implemented as a suitable biquad with specified pole quality factor Qi and pole frequency v0i, such as
the one in Figure 16.8b realizing Equation 16.13. As was explained in Chapter 15, ki is a suitable gain
constant, chosen to equalize the signal levels in order to optimize the dynamic range, and ti(s) is a gain-
scaled transfer function. Note that in writing Equation 16.15 we assumed that n is even. Figure 16.9
shows the general (single-ended) structure of the filter.
To provide an example, assume we wish to realize a delay of tD¼ 0.187 ms via a fifth-order Bessel

approximation, but with a transmission zero at f=fn¼ 4.67 to improve the attenuation in the stopband.*
The transfer function is found to be

H5(s) ¼ 43:3315(s2 þ 21:809)
(sþ 3:6467)(s2 þ 6:7040sþ 14:2729)(s2 þ 4:6494sþ 18:1563)

(16:17)

The normalizing frequency is fn¼ 1=(2ptD)¼ 850 kHz [1, Chapter 1], [3, Chapter 10]. Let us choose a
cascade implementation with the circuits in Figure 16.8. Factoring Equation 16.17 leads to the first-order
and the two second-order functions on the left-hand side of Equation 16.18 to be realized by the
functions on the right, which are obtained from Equations 16.12 and 16.13:

T1(s) ¼ 3:6467
sþ 3:6467

! T1(s) ¼ Vo1

Vin
¼ G1

sCF þ G2
(16:18a)

T2(s) ¼ 14:2729
s2 þ 6:7040sþ 14:2729

! T2(s) ¼ Vo2

Vo1
¼ G1G3

s2C2C4 þ sC2G4 þ G2G3
(16:18b)

T3(s) ¼ 0:8325(s2 þ 21:809)
s2 þ 4:6494sþ 18:1563

! T3(s) ¼ Vo3

Vo2
¼ s2C2C3 þ G1G3

s2C2C4 þ sC2G4 þ G2G3
(16:18c)

The components of the first- and second-order filters in Figure 16.8 are to be determined from these
equations. The gain constants in the function were chosen to result in unity gain at dc. Comparing
coefficients, we find with vn¼ 1=tD� 2p. 850 krad s�1� 5.341 Mrad s�1:

Vin T1
Vo1 Vo2 Voi Vout

T2 Ti Tn/2

FIGURE 16.9 Cascade realization of an nth-order transfer function.

* Note that transmission zeros on the jv-axis can be added [3, Chapter 10.8] to a linear-phase network, such as a Bessel filter,
without changing the phase because a zero factor, (v2

z � v2), is a purely real number on the jv-axis.
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From Equation 16.18a

G1 ¼ G2 ¼ 3:6467vnCF (16:19a)

Choosing CF¼ 2 pF gives G1¼G2¼ 38.952 mS; also C1¼C2¼ 0.
From Equation 16.18b

G1G3 ¼ G2G3 ¼ 14:2729v2
nC2C4; G4 ¼ 6:7040vnC4 (16:19b)

Choosing C2¼C4¼ 2 pF results in G1¼G2¼G3¼ 40.354 mS and G4¼ 71.6 mS; also, C1¼C3¼C5¼ 0.
From Equation 16.18c, G1G3¼ 0.83253 21.809vn

2C2C4¼ 18.1563vn
2C2C4;

G2G3 ¼ 18:1563v2
nC2C4; G4 ¼ 4:6494vnC4; C3 ¼ 0:8325C4 (16:19c)

Choosing C2¼ 2 pF and C4¼ 10 pF yields C3¼ 8.325 pF, G1¼G2¼G3¼ 101.77 mS and G4¼ 248.32 mS;
also, C1¼C5¼ 0. The remaining task is to convert the resistors into MOSFET devices. Assume the
process provides transistors with mCox¼ 120 mA=V2 and VT¼ 0.9 V. For the choice of VC¼ 2 V, the
aspect ratios are then calculated from the above conductance values and from Equation 16.10 via

Wi

Li
¼ Gi(VC)

mCox(VC � VT)
¼ Gi(VC)

120 mA=V2 � 1:1V
¼ Gi=mS

132
(16:20)

For instance, in the first-order section we find W1=L1¼W2=L2¼ 38.952=132¼ 1=3.389. The resulting
circuit is shown in Figure 16.10.

16.2.3 Ladder Simulations

Using MOSFET-C integrators, the ladder simulation method for the MOSFET-C approach is entirely
analogous to the active RC procedures discussed earlier in this book (see Chapter 15). The process is
illustrated by a step-by-step generic example, which should guide the reader when implementing a
specific design.

G2

G1

G1

G2

G2

G1

CF

CF

C2

C2

G3

G3

G4

G4

C4

C4

G1

C2

G1

C3 G2

G3

G3 C4

G4

G2C3

G4

C4 −Vo

Vo

C2Vi

−Vi

− −

−−+ +

−
−+

+ −
−+

+ −
−+

+++

G1

G2

FIGURE 16.10 Circuit to realize the filter described by Equation 16.17. Note that for easy reference we have kept
the subscripts on the elements in each section the same as in Figure 16.8.
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Assume a fifth-order elliptic low-pass filter with the transfer function

Hell(s) ¼
s2 þ v2

1

� �
s2 þ v2

2

� �
(sþ a)(s2 þ bsþ c)(s2 þ dsþ e)

(16:21)

is prescribed, which with the help of readily available ladder synthesis software is realized by the LC
ladder structure in Figure 16.11 with known component values. A plot of such a function is shown in
Figure 16.12. The two transmission zeros f1 and f2 in the figure are obtained when L2, C2, and L4, C4,
respectively, resonate. The LC active simulation proceeds by deriving the signal-flow graph equations
[1, Chapter 6], [3, Chapter 15] or by writing the loop and node equations of the ladder along with the V–I
relationships describing the functions of the elements:

I1 ¼ Vi � V1

R
, IL2 ¼ V1 � V3

sL2
, IL4 ¼ V3 � V5

sL4
(16:22a)

V1 ¼ I1 � IL2 þ sC2(V1 � V3)½ �
sC1

(16:22b)

V3 ¼ IL2 � IL4 þ sC2(V1 � V3)� sC4(V3 � V5)
sC1

(16:22c)

V5 ¼ Vo ¼ IL4 þ sC4(V3 � V5)
sC5 þ G

(16:22d)

R V1

I1
IL2 IL4L2 L4

C1 C3

Vi

C2

V3

C4

V5

C5

Vo

R

FIGURE 16.11 Fifth-order elliptic LC low-pass filter.
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FIGURE 16.12 Transfer function magnitude of a fifth-order elliptic low-pass function.
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We recognize that these equations represent integrations of voltages into currents and currents into
voltages. We also note that the currents through the capacitors C2 and C4 can be taken care of efficiently
without resorting to integration: by connecting C2 and C4 directly to the voltage nodes V1, V3, and V3, V5,
respectively, they conduct the currents as prescribed in Equation 16.22b through d. Next we reformat
Equation 16.22a through d by eliminating I1 from Equation 16.22a and b and rewriting Equation 16.22b
through d such that V1, V3, and V5, respectively, appear only on the left-hand side. The result is the new
set of equations

IL2 ¼ V1 � V3

sL2
; IL4 ¼ V3 � V5

sL4
(16:23a)

V1 ¼ ViG� IL2 þ sC2V3

s(C1 þ C2)þ G
(16:23b)

V3 ¼ IL2 � IL4 þ sC2V1 þ sC4V5

s(C2 þ C3 þ C4)
(16:23c)

V5 ¼ Vo ¼ IL4 þ sC4V3

s(C4 þ C5)þ G
(16:23d)

Recall that all signals in the MOSFET-C circuit are voltages, which in turn produce currents summed at
the op-amp inputs, and that the integration constant must be time rather than capacitance. This is
achieved by scaling the equations by a resistor R. We illustrate the process on Equation 16.23a and b:

IL4 ¼ V3 � V5

sL4
! IL4

G
¼ GV3 � GV5

s(L4G)G
(16:24a)

V1 ¼ ViG� IL2 þ sC2V3

s(C1 þ C2)þ G
! V1 ¼ ViG� (IL2=G)Gþ sC2V3

s(C1 þ C2)þ G
(16:24b)

Notice that L4G
2 has the unit of farad, i.e., it is a capacitor that, however, in Figures 16.13 and 16.14

will be labeled L4 (and L2, respectively) to help keep track of its origin. Similarly, IL2=G and IL4=G will
be labeled VI2 and VI4, respectively. The integrators can now be realized as in Figure 16.6b and then
interconnected as the equations prescribe. Figure 16.13 illustrates the process for Equation 16.24.
The MOSFET-C implementation of all appropriately scaled equations (Equation 16.23) leads to the
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+
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FIGURE 16.13 MOSFET-C implementation of (a) Equation 16.24a and (b) Equation 16.24b. All MOSFETs realize
the value G.
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fifth-order elliptic filter shown in Figure 16.14. As given in Equation 16.10, the aspect ratio of each
MOSFET and the control voltage VC are adjusted to realize the corresponding resistor values of the
standard active RC implementation and all MOSFET gates are controlled by the same VC for tuning
purposes. Arrays of MOSFETs controlled by different values of VC can be used to achieve program-
mable filter coefficients.
An often cited advantage of the MOSFET-C technique is the reduced sensitivity to parasitic capacitors,

whereas the gm-C approach discussed next must carefully account for parasitics by predistortion. Note
from Figures 16.6b, 16.8, 16.10, and 16.14 that all capacitors and the MOSFET resistors are connected to
voltage-driven nodes or to virtual ground so that parasitic capacitors to ground are of no consequence as
long as amplifiers with sufficiently high gain and wide bandwidth are used. Fortunately, such amplifiers
are being developed [7, paper 2-B.5] so that MOSFET-C circuits promise to become increasingly
attractive in the future.

16.3 gm-C Filters

At the time of this writing, the dominant active device used in the design of integrated continuous-time
filters is the transconductor (gm) or the operational transconductance amplifier (OTA) [8, Chapter 5],
[3, Chapter 16]. Both names, gm-C filters and OTA-C filters, are used in the literature; we will use the
term gm-C filter in this text. The main reasons for this prevalence appear to be the simple systematic
design methods for gm-C filters and, especially, the higher range of frequencies over which gm-based
filters can operate. Also, OTAs often have simpler circuitry (fewer elements) than op-amps. A transcon-
ductor is a voltage-to-current converter described by

Iout ¼ gm(s)Vin (16:25)

where gm(s) is the frequency-dependent transconductance parameter with units of ampere=volt or
siemens, abbreviated S. Typical values for gm are tens to hundreds of microsiemens in CMOS and
up to millisiemens in bipolar technology. A simplified small-signal equivalent circuit is shown in
Figure 16.15. The dashed components in Figure 16.15 are parasitics that in an ideal OTA should be
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FIGURE 16.14 Operational simulation of the LC ladder of Figure 16.11 with MOSFET-C integrators; Ca¼C1þC2,
Cb¼C2þC3þC4, Cc¼C4þC5.
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zero but that in practice must be accounted for. For common designs in CMOS technology, the input
conductance gi is zero; the input and output capacitances, ci and co, are typically of the order of 0.05 pF or
less and the output resistance ro¼ 1=go is in the range of 50 kV to 1 MV. The bandwidth of well-designed
transconductors is so large that gm in many cases can be regarded as constant, gm(s)¼ gm0, but for critical
applications in high-frequency designs the transconductance pole and the resulting phase errors must be
considered. A good model for these situations is

gm(s) � gm0e
�st � gm0

1þ st
� gm0(1� st) (16:26)

where f¼ 1=(2pt) is the pole location (typically at several 100 MHz to 10 GHz) and the phase error
Df ¼ �vt is considered small, i.e., vt	 1. The three different approximations in Equation 16.26 for
representing the frequency dependence are equivalent; the pole is used most often, the zero frequently
results in simpler equations and algebra, and the phase may give better insight into the behavior of
feedback loops.
The most commonly used circuit symbols are shown in Figure 16.16. Note that OTA designs with

multiple differential inputs as in Figure 16.16c are readily available. They often lead to simpler filter
designs with less silicon area and power consumption because only the OTA input stages must be
duplicated, whereas the remaining parts of the OTA, such as output and common-mode feedback
circuitry, can be shared. Essentially, if two OTAs with the same gm value in a filter have a common
output node (a frequent situation), the two OTAs can be merged into the circuit of Figure 16.16c, thus
saving circuitry and power.
Filter design methods discussed in this section use only OTAs and capacitors: OTAs to provide gain

and capacitors to provide integration. To establish time constants, resistors may also be required, but
their function can be obtained from OTAs: ‘‘resistors’’ of value 1=gm can be simulated by connecting
the OTA output to its input with the polarities shown in Figure 16.17a and b. Inverting one pair of

V +

(V +–V –)gm
Ci

C0
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I0

I0

g0

V –

FIGURE 16.15 Small-signal equivalent circuit.
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FIGURE 16.16 OTA symbols (a) differential input–single-ended output: Io¼ gm(V
þ � V�); (b) fully differential;

and (c) with multiple inputs: Io¼ gm [(V1
þ�V1

�)þ (V2
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�)].
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terminals results in a negative resistor as in Figure 16.17c.* Since transconductors and capacitors can
be used to build all components necessary for designing the filters, they are called transconductance-C
or gm-C filters. We discuss the remaining ‘‘composite’’ building blocks, integrators and gyratorsy

subsequently in Section 16.3.1.
In this section we will not go into the electronic circuit design methods for OTAs, but refer the

reader to the literature, which contains a great number of useful transconductance designs in all current
technologies. References [5,7] contain numerous papers that discuss practical transconductance circuits.
The most popular designs currently use CMOS, but bipolar and BiCMOS are also widely employed, and
GaAs has been proposed for applications at the highest frequencies or under unusually severe environ-
mental conditions. Since transconductors are almost always used in open loop without local feedback,
their input stages must handle the full amplitude of the signal to be processed. Typically, the OTA input
stage is a differential pair with quite limited signal swing before nonlinearities become unacceptable.
Thus, much design expertise has gone into developing linearization schemes for transconductance
circuits. They have resulted in designs that can handle signals of the order of volts with nonlinearities
of a fraction of 1%. Apart from simple source-degeneration techniques, the most commonly employed
approaches use variations of the principle of taking the difference between the drain currents of two MOS
devices in the saturation region but driven differentially, so that the difference current is linear in Vgs:

Iþd ¼ k(Vgs � VT)
2 ¼ k V2

gs þ V2
T � 2VgsVT

� 	

I�d ¼ k(� Vgs � VT)
2 ¼ k V2

gs þ V2
T þ 2VgsVT

� 	
DId ¼ Iþd � I�d ¼ �4VgsVT

(16:27)

Another approach reasons that the most linear (trans)conductance behavior should be obtainable from
the current through a resistor. Thus, operating an MOS device in the resistive (triode) region,

Id ¼ k (Vgs � VT)Vds � 0:5V2
ds

� �

and taking the derivative with respect to Vgs for constant Vds¼VDS results in a perfectly linear
transconductance,

V
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V 
+

V 
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–+

+
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V+

V–

I

I

– –

+ +
gm

FIGURE 16.17 Simulated resistors: (a) positive single-ended of value V=I¼ 1=gm; (b) positive differential resistor of
value (V þ�V�)=I¼ 1=gm; and (c) negative differential resistor �1=gm.

* Such ‘‘negative resistors’’ are often used to cancel losses, for example to increase the dc gain of transconductors or the
quality factors of filter stages. Specifically, a negative resistor can be employed to increase the quality factor of the inductor
in Figures 16.21 and 16.22.

y A gyrator is a two-port circuit whose input impedance is inversely proportional to the load impedance: Zin(s)¼ r2=Zload(s).
If Zload¼ 1=(sC), the input is inductive, Zin(s)¼ sr2C¼ sL. r is called the gyration resistance (see the discussion to follow).
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gm ¼ dId
dVgs

¼ kVDS (16:28)

that furthermore can be adjusted (tuned) by varying a dc bias voltage (VDS) as long as VDS stays small
enough for the transistor to remain in the triode region. The circuitry surrounding the triode-region
MOS device must assure that VDS remains constant and independent of the signal.

As mentioned, the literature contains numerous practical CMOS, bipolar, or biCMOS transconduc-
tance designs that require low power supply voltages (�1.5 V, or 0 to 3 V, or even less for low-power
applications), and have acceptable signal swing (of the order of volts), with low nonlinearities (as low as a
small fraction of 1%) and wide bandwidth (up to several hundred megahertz and even into the gigahertz
range). Two further aspects of OTA design should be stressed at this point. First, since gm-C filters often
contain many transconductors, the designer ought to strive for simple OTA circuitry. It saves silicon real
estate and at the same time often results in better frequency performance because of reduced parasitics at
internal nodes. We point out though that there exists a trade-off between simple circuitry and large
voltage swing: a wide linear signal range always requires special linearizing circuit techniques and,
therefore, additional components. The second issue pertains to tuning. We mentioned earlier that
continuous-time filters always require tuning steps to eliminate the effects of fabrication tolerances and
component drifts. In IC technologies this implies that the circuit components must be electronically
adjustable. Since (MOS) capacitors are generally fixed,* all tuning must be handled via the transconduc-
tance cells by changing one or more bias points. Usually two adjustments are needed: the magnitude of
gm must be varied to permit tuning the frequency parameters set by gm=C-ratios and, as explained later,
the phase Df must be varied to permit tuning the filters’ quality factors. We discuss tuning methods in
some detail in Section 16.4.
In the Section 16.3.1 we introduce the central building blocks from which gm-C filters are constructed,

the integrator and the gyrator. Just as we saw in the discussion of MOSFET-C circuits and in the earlier
treatment of active RC filters, integrators are fundamental to the development of active filter structures,
both for second-order sections and cascade designs, as well as for higher order LC ladder simulations.
Gyrators along with capacitors are used to replace inductors in passive RLC filters so that many passive
filter structures, such as LC ladders, can be directly translated into gm-C form.

16.3.1 Basic Building Blocks

16.3.1.1 Integrators

Integrators are obtained readily by loading an OTA with a floating or a grounded capacitor as shown in
Figure 16.18. Observe that the simpler technology of grounded capacitors requires four times the
capacitor value and silicon area. Ideally, the integrator realizes the transfer function

Vo

Vi
¼ � gm

sC
(16:29a)

but notice that the function is sensitive to unavoidable parasitic capacitors as well as to the OTA output
conductance go. Observe from Figure 16.19 that the output conductance is in parallel with the integrating
capacitor C, and that the output capacitances Co from the positive and negative output nodes of the OTA
circuitry to ground add to the value of C. Furthermore, the designer should bear in mind that in IC
technology floating capacitors have a substantial parasitic capacitance Cs (about 10% of the value of C)
from the bottom plate to the substrate, i.e., to ac ground. To maintain symmetry, the designer may wish

* To implement small values of variable capacitor, MOS transistors connected as varactors can be used. The capacitor can be
varied, e.g., via substrate bias.
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to split the integrating capacitor into two halves connected such that the parasitic bottom plate capacitors
0.5Cs appear at the two OTA outputs. The situation is illustrated in Figure 16.19. Taking the parasitics
into consideration, evidently, the integrator realizes

Vo

Vi
¼ � gm

sCint þ go






s¼jv

¼ � gm
jvCint(1� j Qint)=

(16:29b)

that is, it becomes lossy with a finite integrator quality factor

Qint ¼ vCint

go
(16:30a)

and an effective integrating capacitor equal to

Cint ¼ C þ 1
2

Cs

2
þ Co

� �
(16:30b)

To maintain the correct integration constant as nominally designed, the circuit capacitor C should be
predistorted to reflect the parasitics appearing at the integration nodes. The parasitics should
be estimated as best as possible, for example, from a layout process file, and their values subtracted
from the nominal value of C in the final layout. If grounded capacitors are used as in Figure 16.18b, the
bottom plate should, of course, be connected to ground so that the substrate capacitances are connected
between ground and the power supply. Thus, they are shorted out for the signals and play no role.
Observe that the presence of parasitic capacitors tends to limit the high-frequency performance of these

+Vi +Vo

–Vo

gm

(a)

C
+

+
–Vi

–

– +Vi +Vo

+Vo

gm

(b)

–Vi
2C

2C
+

+–

–

FIGURE 16.18 Integrator. The integrator capacitor may be floating (a) or grounded (b). Note that the grounded-
capacitor realization requires four times the area.
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FIGURE 16.19 Parasitic capacitors associated with a gm-C integrator.
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filters because high-frequency filters require large time constants, gm=C, i.e., small capacitors.* The
smallest capacitor C, however, must obviously be larger than the sum of all parasitics connected at the
integrator output nodes to be able to absorb these parasitics.y Because the values of the parasitic
capacitors can generally only be estimated, one typically chooses C to be three to five times larger than
the expected parasitics to maintain some predictability in the design. The reader will notice that
integrators with grounded capacitors, Figure 16.18b, have a small advantage in high-frequency circuits
where parasitic capacitors become large relative to C. Because of the problem with parasitic capacitors, an
alternative ‘‘gm-C–op-amp’’ integrator is also used. It employs an op-amp to minimize their effects for
the price of a second active device, increased noise, silicon area, and power consumption. Figure 16.20a
shows the configuration. Notice that now the parasitic capacitors play no role because they are connected
between ground and virtual ground (the op-amp inputs) so that they are never charged. A more careful
analysis shows that the integrator realizes

Vo

Vi
¼ gm

sC
1

1þ 1
A(s) 1þ Cp

C

� 	 � gm
sC

1

1þ s
vt

1þ Cp

C

� 	 (16:31)

where Cp¼ 0.5(Coþ 2Cs) represents the total parasitic capacitance at each of the op-amp input terminals.
Evidently, the integrator has acquired a parasitic pole at

s ¼ �vt
C

C þ Cp
(16:32)

where we have modeled the amplifier gain as A(s)�vt=s. The high-frequency performance is now
limited by the op-amp behavior. It has been shown, though, that a low-gain wideband amplifier,
essentially a second OTA with dc gain gm=go, can be used for this application. Nevertheless, the second
active device introduces parasitic poles (and zeros) whose effects must be carefully evaluated in practice.
The dominant pole introduced by the op-amp may be canceled nominally by an rC phase lead as shown
in Figure 16.20b. The circuit realizes

+Vi + +

++

Co

2Cs(a) (b)
2C

A A
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2Cs
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–Vo–Vi
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––
gm gm

+Vi +Vo

Vc
For phase correction

–Vo−Vi

+

+

– +

+

–
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Co

Co

2Cs

2Cs 2C

2C

r
2

r
2

FIGURE 16.20 (a) gm-C–op-amp integrator; (b) nominal correction for phase errors.

* Increasing gm is generally not a satisfactory solution because it also increases the parasitics.
y Obviously, the highest operating frequencies are obtained for C¼ 0, that is, when a parasitic capacitor Cp is used as the
integrating capacitor C. In that case, operating frequencies in the gigahertz range can be realized: gm=C� 2 p3 1 GHz for
gm¼ 100 mS and Cp� 15 fF. Naturally, because of the uncertainty in the design values, an automatic tuning scheme is
unavoidable.
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Vo

Vi
¼ gm

sC
1þ sCr

1� v
vt
vCpr þ s

vt
1þ Cp

C

� 	 � gm
sC

1þ sCr

1þ s
vt

1þ Cp

C

� 	 (16:33)

so that r should be chosen as

r ¼ 1
vtC

1þ Cp

C

� �
(16:34)

to cancel the pole. The small resistor r may be a MOSFET in the triode region as indicated in Figure
16.20b so that r(VC) becomes variable for any necessary fine adjustments. Notice that the cancellation is
only nominal because Equation 16.34 can never be satisfied exactly because of the uncertain values of vt

and Cp.

16.3.1.2 Gyrators

A gyrator is defined by the equations

Ii ¼ 1
r
Vo; Io ¼ � 1

r
Vi (16:35a)

where r is the so-called gyration resistance and the currents are defined as positive when flowing into the
gyrator. Thus, the input impedance Zin(s) is inversely proportional to the load impedance Zload(s):

Zin(s) ¼ Vi

Ii
¼ r2

�Io
Vo

¼ r2
1

Zload(s)
(16:35b)

If a gyrator is loaded by a capacitor, Zload(s)¼ 1=(sC), the input impedance is proportional to frequency,
i.e., it behaves like an inductor of value r2C:

Zin(s) ¼ sr2C ¼ sL (16:36)

Equation 16.35a indicates that a gyrator can be interpreted as a connection of an inverting and a
noninverting transconductor of value gm¼ 1=r as shown in Figure 16.21a. This fact makes it very easy
to build excellent gyrators with OTAs (see Figure 16.21b and c), whereas it has been found quite
difficult to obtain good gyrators with op-amps. An exception is Antoniou’s general impedance
converter (GIC) [1, Chapter 5], [3, Chapter 14.1]. However, it is useful only at relatively moderate
frequencies (up to about 5%–10% of the op-amp’s gain-bandwidth product);* also, the circuit contains
resistors that are not voltage-driven and, therefore, cannot readily be translated into a MOSFET-C
equivalent as was discussed previously. The availability of good gyrators provides us with a convenient
method for building high-frequency integrated gm-C ladder filters, which is based on inductor-replacement
to be discussed in Section 16.3.3.1.
Notice that the comments made earlier about the effects of parasitic capacitors also apply to inductor

simulation: the parasitic input and output capacitors of the OTAs and the bottom-plate-to-substrate
capacitances (Figure 16.19) add to the capacitor used to set the value of the simulated inductor.
For instance, using the same notation as in Figure 16.19, the effective capacitor in Figure 16.21b equals

* As stated, Antoniou’s GIC is really an impedance converter, not a gyrator (see Equation 15.63 and Figure 15.17). The GIC
converts a load resistor into an inductive input impedance, rather than inverting a capacitor as described in Equation
16.35b.
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Ceff ¼ C þ 1
2

Cs

2
þ Ci þ Co

� �
(16:37)

where Ci is the parasitic capacitance at the input terminals of the OTA, see Figure 16.15, and C is
assumed to be split as in Figure 16.19. Note also that a parasitic capacitor of value Cin¼CiþCo is
measured across the inductor of Figure 16.21b so that the inductor

Leff ¼ Ceff

g2m
(16:38)

has a self-resonance frequency*

v0 ¼ 1ffiffiffiffiffiffiffiffiffiffiffiffiffi
LeffCin

p (16:39)

Finally, to complete the inductor model, recall that the OTAs have finite differential output con-
ductances,y go (see Figure 16.15), which appear across the input and load terminals of the gyrator in
Figure 16.21b. Consequently, the full inductive admittance realized by Figure 16.21b equals

YL(s) ¼ go þ sCin þ g2m
sCeff þ go

(16:40)

to yield the equivalent circuit in Figure 16.22 for the inductor L. The designer should keep this circuit in
mind when using this method to develop a filter.
Evidently, the realized quality factor of the inductor equals QL¼vCeff=go. This means OTAs with large

output resistance ro¼ 1=go are needed for high-quality inductor simulations.
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FIGURE 16.21 (a) Controlled-source realization of capacitively loaded gyrator to realize a grounded inductor;
(b) differential gm-C implementation; and (c) a floating inductor requires two gyrators.

* With modern submicron CMOS processes, the self-resonance frequency of electronic inductors can be as high as a few
gigahertz with quality factors in the range of a few 100. See Ref. [9].

y As was mentioned, the input conductances can normally be neglected.
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Next we discuss first- and second-order gm-C sections used as building blocks for the cascade approach
to high-order filter design. As was the case for the MOSFET-Cmethod, we will see that gm-C sections are
constructed by interconnecting integrators.

16.3.1.3 First- and Second-Order Sections

Consider the integrator in Figure 16.18a; we make it lossy by loading it with the resistor in Figure 16.17b.
Let the input signals also be fed through capacitors into the integrator output nodes as shown in Figure
16.23. The circuit is readily analyzed by writing Kirchhoff’s current law at the output node to yield

Vo

Vi
¼ � sC1 þ gm1

s(C1 þ C)þ gm2
(16:41)

The circuit may realize any desired first-order function by choosing the appropriate values for the
transconductances and the capacitors. For example, a low-pass can be obtained by setting C1¼ 0; a high-
pass results from gm1¼ 0 and possibly C¼ 0; and C¼ 0 and gm1¼�gm2 results in an all-pass function.

A second-order block can be designed by interconnecting two integrators in a variety of feedback
configurations. To keep the method more transparent, we show one such possibility in Figure 16.24 with
single-ended outputs. A differential structure is obtained by mirroring the circuit at ground and
duplicating the appropriate components as was demonstrated in connection with Figure 16.4. Let us
disregard for now the dashed OTA with inputs Va and Vb and apply an input signal Vi; writing the node
equations for Figure 16.24 we obtain

gm3(Vi � V2)þ gm4(V1 � V3) ¼ 0; sC1V1 ¼ �gm1V3; sC2V2 ¼ �gm2V1 (16:42)

By eliminating two of the three voltages V1, V2, or V3 from these equations, we obtain the bandpass,
low-pass, and high-pass functions, respectively,

YL(s)
ZL(s)

1 1
g2

m

g2
m

Cin

L = 
Ceff

go go

FIGURE 16.22 Passive equivalent circuit for the grounded inductor simulated in Figure 16.21b.
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FIGURE 16.23 First-order gm-C section.
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V1

Vi
¼ HBP(s) ¼ �sC2gm1gm3

s2C1C2gm4 þ sC2gm1gm4 þ gm1gm2gm3
(16:43a)

V2

Vi
¼ HLP(s) ¼ gm1gm2gm3

s2C1C2gm4 þ sC2gm1gm4 þ gm1gm2gm3
(16:43b)

V3

Vi
¼ HHP(s) ¼ s2C1C2gm3

s2C1C2gm4 þ sC2gm1gm4 þ gm1gm2gm3
(16:43c)

In any electrical network, one can generate different numerator polynomials, i.e., different transmission
zeros, without disturbing the poles, i.e., the system polynomial, by applying an input voltage to any node
that is lifted off ground, or by sending an input current into any floating node. The second of
these possibilities is illustrated in Figure 16.24 in dashed form where a current gm(Vb�Va) is sent into
Node 3. We leave the analysis to the reader. We demonstrate the first possibility by applying Vi to
the noninverting terminals of OTA1 and OTA2, which are grounded in Figure 16.24. The reader may
show by routine analysis that lifting these two nodes off ground and then applying Vi to both of them (in
addition to the original input) results in the complete biquadratic transfer function

V3

Vi
¼ s2C1C2gm3 þ sgm1(C2gm4 � C1gm3)þ gm1gm2gm3

s2C1C2gm4 þ sC2gm1gm4 þ gm1gm2gm3
(16:44)

with which, for example, a notch filter may be realized by setting C2gm4¼C1gm3.
A great variety of second-order sections can be found in the literature, e.g., [3, Chapter 16.3]. Many are

designed for specific transfer functions rather than the general circuit in Figure 16.24, and are often
simpler and contain fewer OTAs. Readers are well advised to scan the available literature for the best
circuit for their applications.

16.3.2 Cascade Realizations

Apart from modularity and simple design methods, the main advantage of the cascade approach is its
generality: a cascade structure can realize a transfer function with arbitrary zero locations, whereas
simulations of lossless LC ladders discussed below are restricted to jv-axis transmission zeros. Imple-
menting a prescribed transfer function by the cascade method with gm-C integrated filters follows the
same principles that were discussed in Chapter 15 for discrete active RC filters and leads to the filter
structure in Figure 16.9. The difference lies only in the final realization of the sections in monolithic form.
We demonstrate the principle with the example of a high-frequency filter for the read=write channel of a
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FIGURE 16.24 General biquadratic gm-C section.
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magnetic disk storage system,* where the most critical specification is constant delay, i.e., linear phase.
To this end, let us discuss the design of a seventh-order cascade low-pass with a constant
delay approximated in the Chebyshev (equiripple) sense. The specifications call for a delay variation of
maximally 1 ns over the passband and a bandwidth fc¼ 10 MHz. The transfer function to be imple-
mented is

H7(s) ¼
K0 s2 � s2

z

� �
(sþ s) s2 þ sv1=Q1 þ v2

1ð Þ s2 þ sv2=Q2 þ v2
2ð Þ s2 þ sv3=Q3 þ v2

3ð Þ (16:45)

with the required parameters given in Table 16.2. The purpose of the symmetrical pair of zeros at �sz is
magnitude equalization to effect a gain boost for pulse slimming. Note that these zeros do not affect the
phase or the delay because the factor (v2þsz

2) is real on the jv-axis. The fully differential second-order
circuit chosen for the low-pass sections is shown in Figure 16.25a. Simple analysis shows that it realizes
the function

HLP(s) ¼ VLP

Vi
¼ gm1gm2

s2C1C2 þ sC1gm2 þ gm1gm2
¼ v2

0

s2 þ sv0=Q0 þ v2
0

(16:46)

where

v0 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
gm1gm2

C1C2

r
(16:47a)

* A similar commercially successful design in bipolar technology is discussed in Ref. [12].

TABLE 16.2 Filter Parameters for Equation 16.45

Pole Frequency
(Normalized to 107 s�1)

Pole Quality Factor
(Normalized to 107 s�1) Zero

Biquad 1 v1¼ 1.14762 Q1¼ 0.68110 sz¼ 0.95

Biquad 2 v2¼ 1.71796 Q2¼ 1.11409

Biquad 3 v3¼ 2.31740 Q3¼ 2.02290

Section 4 s¼ 0.86133 —

2C1 2C2

2C1 2C2
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gm2 gm1 Vo+
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+
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(a) (b)

FIGURE 16.25 (a) Second-order low-pass gm-C section; (b) an equalizer section.
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and

Q0 ¼
ffiffiffiffiffiffiffiffiffiffiffiffi
gm1C2

gm2C1

s
(16:47b)

are the pole frequency and pole quality factor, respectively. There remains the question of how to obtain
the two real transmission zeros at �sz. For this purpose we recall that the zeros of a transfer function can
be changed without destroying the poles by feeding the input signal or a fraction thereof into any
of the ground nodes lifted off ground. For the situation at hand this can be accomplished by lifting
the capacitors 2C2 in the low-pass off ground and feeding KVi with the appropriate polarity into the
terminals so generated. Figure 16.25b shows the resulting circuit, which may be analyzed to yield
the transfer function

Vo

Vi
¼ �Ks2C1C2 þ gm1gm2

s2C1C2 þ sC1gm2 þ gm1gm2
(16:48)

with the zero at sz¼�v0K
�1=2. Observe that the two transconductors labeled gm1 and gm2, respectively,

have common output terminals; they can, therefore, be merged into one double-input transconductor
each as discussed in connection with Figure 16.16c. Further, we need the circuit in Figure 16.23 with
C1¼ 0 to realize a first-order section, a lossy integrator with the function

Vo

Vi
¼ � gm1

sC þ gm2
(16:49)

Finally, we must determine the component values. To this end we compute from Equations 16.47 and
16.49 the relationships

C1 ¼ gm
viQi

¼ 12:5
viQi

pF; C2 ¼ gm
Qi

vi
¼ 12:5

Qi

vi
pF;

C ¼ gm
s

¼ 12:5
s

pF; K ¼ v1

sz

� �2 (16:50)

where we used that vi in Table 16.2 was normalized by a factor 107 s�1 and we assumed for simplicity that
all OTAs have the same transconductance values,* gm1¼ gm2¼ gm¼ 125mS. Lastly, to illustrate the need to
account for parasitics, we observe that in Figure 16.25 the capacitor C1 is paralleled by 2Co and 1Ci, and the
capacitor C2 by 2Co and 3Ci. The third input capacitor in parallel with C2 is arrived at by the fact that each
biquadmust drive the next biquad in the cascade connection and there sees an OTA input. The capacitor C
in Figure 16.23 is in parallel with 2Co and 1Ci. To arrive at numerical values we will assume Co¼ 0.09 pF
and Ci¼ 0.04 pF. Consequently, the capacitor values are obtained from Equation 16.50 as

C1 ¼ 12:5
viQi

pF� 0:22 pF; C2 ¼ 12:5
Qi

vi
pF� 0:3 pF; C ¼ 12:5

s
pF� 0:22 pF (16:51)

Table 16.3 contains the computed capacitor values and Figure 16.26 shows the final cascade block
diagram with the equalizer section leading and the first-order low-pass at the end. The two control

* This assumption is for convenience of design and layout because it permits a given transconductance cell to be used
throughout the circuit. However, using different transconductance values in different sections has the advantage that
capacitor values may be equalized, since by Equation 17.50 the capacitors are proportional to gm.
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blocks are necessary to be able to tune the filter electronically: the gain K is varied via the Equalizer
control block to set the position of the zeros and thereby the amount of gain boost, i.e., pulse slimming.
Electronic tuning of the frequency parameter gm=C is accomplished via adjusting the bias currents of the
OTAs by the block labeled Bias fc control. Thereby uncontrollable changes in the value gm=C due to
process variations or temperature can be accounted for. Details of such a control scheme are discussed in
Section 16.4.

16.3.3 Ladder Simulations

As mentioned earlier, the main reason for using the popular LC ladder simulation method for
filter design is the generally lower passband sensitivity of this topology to component tolerances
[1, Chapter 3], [3, Chapter 13], see also Chapter 7. As before, the procedures are, in principle, identical
to those discussed in connection with discrete circuits and are best illustrated with the help of a generic
example. Let us consider again the classical ladder structure in Figure 16.11, which realizes the fifth-order
elliptic low-pass characteristic Equation 16.21 and is described by Equation 16.22. Two methods are
available to simulate the ladder. The first and most intuitive method replaces the inductors L2 and L4 by
capacitively loaded gyrators (Figure 16.21). The second method recognizes that the inductors and the
grounded capacitors in Figure 16.11 perform the function of integration. This signal-flow graph method
is completely analogous to the process discussed earlier in Chapter 15 and for MOSFET-C filters, and will
be presented in Section 16.3.3.2. We point out here that the element replacement and the signal-flow
graph methods lead to the same circuitry [3, Chapter 16.4] so that either method can be used at the
designer’s convenience.

16.3.3.1 Element Replacement Methods

Replacing the inductors L2 and L4 in Figure 16.11 by capacitively loaded gyrators and using differential
balanced circuitry leads to the circuit in Figure 16.27a. It is obtained by first converting the voltage source
to a current source (Norton transformation), which also converts the series source resistor R into a
shunt resistor. The first OTA in Figure 16.27a performs the source transformation, the second OTA is
the grounded resistor. Since the two inductors are floating, the implementation of each requires
two gyrators, i.e., four OTAs (see Figure 16.21c). Note that all OTAs are identical, and that all

TABLE 16.3 Component Values of the Cascade Filter for Equation 16.45

Section i¼ 1 i¼ 2 i¼ 3 i¼ 4

C1i 15.77 pF 6.31 pF 2.45 pF —

C2i 7.12 pF 7.81 pF 10.61 pF —

C — — — 14.29 pF

K 1.459 — — —

Biquad 1
equalizer

Equalizer
control

Bias
fc control

Biquad 2 Biquad 3
Section

4 VoVi

FIGURE 16.26 Structure of the seventh-order low-pass filter including control circuitry.
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capacitors except C2 and C4 could be grounded; for example, instead of connecting C1 between nodes A
and B in Figure 16.27a, capacitors of value 2C1 could be connected from both nodes A and B to ground.
Comparing the active circuit with the LC prototype readily identifies both structure* and components.
The element values are obtained directly from the prototype LC ladder, e.g., from published tables, such
as Ref. [2], or from appropriate synthesis software. Labeling for the moment the normalized components
in the prototype LC ladder by the subscript n, i.e., Rn, Ci,n, and Li,n, the transformation into the real
component values with units of [F] and [H] is achieved by the following equations:

R ¼ Rn

gm
; Ci ¼ Ci,n

gm
vc

; Li ¼ Li,n
1

gmvc
¼ CLi

g2m
! CLi ¼ Li,n

gm
vc

(16:52)

where
gm is the transconductance value chosen by the designer
vc is the normalizing frequency (usually the specified passband corner frequency)
Rn is in most prototype designs normalized to Rn¼ 1

Naturally, as discussed earlier, all capacitor values must be predistorted to account for the parasitic
capacitors appearing at the capacitor nodes. For example, note that CL2 is paralleled by two OTA input
and two OTA output capacitors, and for symmetrical layout (Figure 16.19), by 0.25Cs. We see that the
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FIGURE 16.27 (a) Transconductor-C simulation by the element replacement method of the fifth-order elliptic low-
pass ladder in Figure 16.11, including source and load resistors. All gm-cells are identical. Note that the floating
inductors require two gyrators for implementation. (b) The circuit with dual-input OTAs.

* The number of floating capacitors is of course doubled because of the balanced differential structure of the active
implementation.
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element replacement method is a very straightforward design process; it has been found to work very well
in practice.
Figure 16.27b shows the same circuit but realized with dual-input OTAs (Figure 16.16c). As was

pointed out earlier, this merging of OTAs can always be used when two (or more) OTAs share a common
output node. It results in simplified circuitry, and possibly reduced power consumption and chip area. In
such cases, only the linearized input stages of the OTA must be duplicated, but bias, output, and
common-mode rejection circuitry can be shared. Observe also that the input voltage is applied to
both inputs of the first dual-input OTA in Figure 16.27b, thereby doubling its value of gm. This multiplies
the transfer function by a factor of two and eliminates the 6 dB loss inherent in the LC ladder (see
Figure 16.12).
A small example will show the design process. For an antialiasing application we need to realize a

third-order elliptic low-pass filter with fc¼ 10 MHz bandwidth, 0.5 dB passband ripple, 17.5 MHz
stopband edge, and 23 dB stopband attenuation. It leads to the transfer function [2]

H(s) ¼ 0:28163(s2 þ 3:2236)
(sþ 0:7732)(s2 þ 0:5016sþ 1:1742)

(16:53)

and the normalized element values Rn¼ 1, C1n¼C3n¼ 1.293, C2n¼ 0.3705, and L2n¼ 0.8373. The
topology is as in Figure 16.11 with C4n¼ L4n¼C5n¼ 0. Figure 16.28 shows the active circuit. Observe
that we have realized each of the floating capacitors Cj as 0.5Cjþ 0.5Cj, j¼ 1, 2, 3, L2, with inverted
bottom-plate connections. This design choice preserves symmetry in the balanced differential layout by
placing the unavoidable substrate capacitors of value� 0.13 (0.5CL2) at each of the upper and lower
nodes of CL2 and �0.13 (0.5Ckþ 0.5C2) at the upper and lower nodes of Ck, k¼ 1, 3. Choosing the value
of transconductance as gm� 180 mS, using Equation 16.51, vc¼ 2p3 103 106 s�1, and observing the
necessary predistortion for the differential parasitic OTA input and output capacitors, Ci¼ 0.03 pF and
Co¼ 0.08 pF, respectively, and for the bottom-plate capacitors Cs assumed to be 10% of the correspond-
ing circuit capacitor value, results in

C1 ¼ C1n
gm
vc

� 3Co � 2Ci � 0:1
1
2

C2 þ C1

2

� �
¼ 3:191 pF

C2 ¼ C2n
gm
vc

¼ 1:061 pF

C3 ¼ C3n
gm
vc

� 2(Co þ Ci)� 0:1
C2

2
þ C3

4

� �
¼ 3:268 pF

CL2 ¼ L2n
gm
vc

� 2(Co þ Ci)� 0:1
CL

4
¼ 2:120 pF

(16:54)
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FIGURE 16.28 Realization of the third-order elliptic low-pass ladder of Equation 16.53. The capacitor values
indicated refer to each of the pair of capacitors.
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Notice that in a ladder structure all parasitic capacitors can be absorbed in the circuit capacitors.
Consequently, no new parasitic poles or zeros are created that might destroy the transfer function
shape. This is a further important advantage of the ladder-simulation method for gm-C filters.

16.3.3.2 Signal-Flow Graph Methods

As we have seen earlier, the signal-flow graph (SFG) or operational-simulation method takes the circuit
equations describing the ladder (Kirchhoff’s laws and the I–V relationships for the elements) and realizes
them directly via summers (for Kirchhoff’s laws) and integrators (for inductors and grounded capaci-
tors). The procedure was detailed in connection with Equations 16.22 through 16.24. Recall that Equation
16.23 represents integrations of voltages into currents and currents into voltages. As was the case for the
op-amp–based active RC filters in Chapter 15 and the MOSFET-C design, all signals in the SFG gm-C
circuit are voltages. They are summed at the OTA inputs, then are multiplied by gm to produce an
output current that is integrated by a capacitor to produce a voltage as input for the OTA of the next
stage. To reflect these facts in the relevant equations, we scale Equation 16.23 analogously to Equation
16.24 to obtain

IL2
gm

¼ gm(V1 � V3)
s(L2ngm)gm

;
IL4
gm

¼ gm(V3 � V5)
s(L4ngm)gm

(16:55a)

V1 ¼ gmVi � (Il2=gm)gm þ sC2nV3

s(C1n þ C2n)þ gm
(16:55b)

V3 ¼ (IL2=gm)gm � (IL4=gm)gm þ sC2nV1 þ sC4nV5

s(C2n þ C3n þ C4n)
(16:55c)

V5 ¼ Vo ¼ (IL4=gm)gm þ sC4nV3

s(C4n þ C5n)þ gm
(16:55d)

The scaling factor in this case is the design transconductance gm. Note that Li gm
2 in Equation 16.55a has

units of capacitance and that source and load resistors in Equations 16.55b and d have the value 1=gm.
Implementing these equations with lossless or lossy, as appropriate, integrators in fully differential
form results in the circuit in Figure 16.29, where we used a signal notation similar to that in Figure 16.14
and chose all integrating capacitors grounded. Starting from a normalized LC prototype, the actual
component values are obtained again via Equation 16.52. Note that the OTA at the input performs
the voltage-to-current conversion (Vi to I1) and that the last OTA both here and in Figure 16.27
implements the load resistor. The second OTA in Figure 16.27, realizing the source resistor, is saved in
Figure 16.29 by sending the current I1 directly into the integrating node (the capacitor C1), as suggested
by Equation 16.55b.* Also observe that circuit complexity in Figure 16.29 was kept low by resorting to
OTAs with dual inputs. We note again that all transconductors in Figures 16.27through 16.29 are
identicaly so that a single optimized gm-cell (an analog gate) can be used throughout the filter chip
for an especially simple IC design process, analogous to that of a gate array. The inherent 6 dB loss of the
LC ladder can also be eliminated, if desired, by lifting the two grounded inputs of the second OTA in
Figure 16.29 off ground and connecting them to the input voltage �Vi =2 as indicated by the dashed
connections.

* Had we used this ‘‘resistor,’’ the current into the integration node would have been realized as gmVi¼ gmVi3 (1=gm)3 gm,
clearly a redundant method.

y This can generally be achieved in gm-C ladder simulations; the only exception occurs for those LC ladders that require
unequal terminating resistors, such as even-order Chebyshev filters; in that case, one of the transconductors will also be
different.
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As a simple design example, consider again the realization of the third-order elliptic low-pass filter
described by Equation 16.53. The nominal LC elements were given earlier; the circuit is described by
Equation 16.55 with C4n¼C5n¼ L4n¼ 0, i.e.,

IL2
gm

¼ gm(V1 � V3)
s(L2ngm)gm

(16:56a)

V1 ¼ 2gmVi � (IL2=gm)gm þ sC2nV3

s(C1n þ C2n)þ gm
(16:56b)

V3 ¼ Vo ¼ (IL2=gm)gm þ sC2nV1

s(C2n þ C3n)þ gm
(16:56c)

which leads to the circuit in Figure 16.30a, as the reader may readily verify. Note the connection of the
input, which realizes the term 2gmVi in Equation 16.56b and eliminates the 6 dB loss as mentioned
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FIGURE 16.29 Signal-flow graph gm-C realization of a fifth-order elliptic low-pass function. The circuit is an active
simulation of the LC-ladder in Figure 16.11, including source and load resistors. All gm-cells are identical.
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FIGURE 16.30 (a) SFG gm-C third-order elliptic low-pass filter; (b) experimental performance in 2-mm CMOS
technology.
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earlier. We observe again that the capacitors must be predistorted to account for parasitics as was
discussed in connection with Equation 16.54; specifically, labeling as before the differential OTA input
and output capacitors as Ci and Co, respectively, we find

C1 � C1, nominal � 2Co � 2Ci; CL2 � CL2, nominal � Co � 2Ci; C3 � C3, nominal � Co � 2Ci

Figure 16.30b shows the experimental performance of the circuit fabricated in 2-mm CMOS technology
with design-automation software that uses the OTAs from a design library as ‘‘analog gates,’’ and
automatically lays out the chip and predistorts the capacitors according to the process file. The
transconductance value used is gm� 180 mS, and the capacitors are approximately the same as
the ones for the example in Figure 16.28. We will see in Section 16.5 that apart from differences due
to layout parasitics, it is no coincidence that the element values are essentially the same as before. Notice
that the filter meets all design specifications. The lower trace is the thermal noise at �70 dB below the
signal; the measured total harmonic distortion was THD< 1% for a 2-Vp-p input signal at 3 MHz.

16.4 Tuning

To obtain accurate filter performance with frequency-parameters set by RC products or C=gm ratios,
accurate absolute values of components are required. These must be realized by the IC process and
maintained during operation. Although IC processing is very reliable in realizing accurate ratios of
like components on a chip, the processing tolerances of absolute values must be expected to be of the
order of 20%–50% or more. Component tolerances of this magnitude are generally far too large for an
untuned filter to perform within specifications. Consequently, filters must be tuned to their desired
performance by adjusting element values. Clearly, in fully integrated filters, where all components are on
a silicon chip, tuning must be performed electronically by some suitably designed automatic control
circuitry that is part of the total continuous-time filter system. Tuning implies measuring filter perform-
ance, comparing it with a known standard, calculating the errors, and applying a correction to the system
to reduce the errors. An accurate reference frequency, e.g., a system clock (VREF in Figure 16.31), is usually
used as a convenient standard. From the filter’s response to the signal at this known frequency, errors are
detected and the appropriate correction signals, typically dc bias voltages, are applied via the control
circuitry [1, Chapter 7], [3, Chapter 16.5]. Reference [7, pt. 6] contains many papers showing practical
approaches to specific tuning problems.
Figure 16.31 shows a block diagram of this so-called Master–Slave architecture that is followed by most

currently proposed designs. The Master–Slave system is used because the reference signal, VREF, cannot
be applied to the Main Filter simultaneously with the main signal, Vin, because of undesirable interactions
(intermodulation) between Vin and VREF. The approach is based on the premise that the filter must
operate continuously, i.e., that Vin cannot be switched off occasionally to permit tuning in a signal-free

VREF

Vin Vout
Main filter (slave)

f-control
voltage

Frequency
control Master

Q-control
voltage

Q
control

FIGURE 16.31 Block diagram of Master–Slave control system for integrated c-t filters.
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environment. Therefore, VREF is applied to a circuit, the ‘‘Master’’ filter, that is carefully designed to
model the relevant behavior of the ‘‘Slave.’’ Master–Slave design and layout require great care to avoid
serious matching, noise, and crosstalk problems.
Figure 16.31 should help the reader understand the principle of the operation without having to

consider the actual circuitry that is very implementation-specific, see Ref. [7, pt. 6] for design examples.
The Main Filter (the ‘‘Slave’’) performs the required signal processing. Since the Master is designed to
model the Slave, the behaviors of Master and Slave are assumed to match and track. Tuning is then
accomplished by applying the generated correction or control signal simultaneously to both Master and
Slave. The system contains a Frequency-Control block that detects frequency-parameter errors in the
Master’s response to the reference signal and generates a frequency-control voltage that is applied to the
Master in a closed-loop control scheme such that any detected errors are minimized.* Since the Master is
designed to be an accurate model of the Slave, their errors, too, can be assumed to match and track.
Consequently, when the frequency-control voltage is applied at the appropriate locations to the Slave, it
can be expected to correct any frequency errors in the main filter.
The purpose of the additional block in Figure 16.31, labeled Q-Control, is to tune the shape of the

transfer characteristic. Once the frequency parameters are correct as tuned by the f-control loop, the
transfer function shape is determined only by the quality factors Qi of the poles and zeros. Q, as a ratio of
two frequencies, is a dimensionless number and as such is determined by a ratio of like components
(resistor, capacitor, and=or gm-ratio; see e.g., Equation 16.47b). At fairly low frequencies and moderate
values of Q, the quality factor is realizable quite accurately in an IC design. For high-frequency, high-Q
designs, however, Q is found to be a very sensitive function of parasitic elements and phase shifts so that
it is unreasonable to expect Q to turn out correctly without tuning. Therefore, including for generality a
Q-Control blocky permits automatic tuning of the transfer function shape by a scheme that is completely
analogous to the f-control method, as illustrated in Figure 16.31.
With few exceptions, all currently proposed automatic tuning schemes follow the Master–Slave

approach. A different concept proposed in Ref. [11] uses adaptive techniques to tune all poles and
zeros of a filter function for improved tuning accuracy. Although the Master–Slave and the adaptive
techniques work well, generally, the necessary circuitry has been found to be too large, noisy, and power
hungry for many practical applications. Thus, alternative choices use a simple post-fabrication trim stepz

to eliminate the large fabrication tolerances, possibly together with careful design to make the electronic
devices (OTAs) independent of temperature variations [12,13].
We also point out that at the highest frequencies, higher than, say, 100 MHz, circuit capacitors to

realize the prescribed frequency parameters, gm=C, become very small (C� 0.15 pF at 100 MHz and
gm¼ 100 mS). Filter behavior is then essentially determined by parasitics, and matching required between
Master and Slave circuitry is unreliable. In that case, a form of direct tuning [7, paper 6.4] must be used,
where the main filter is tuned during time periods when the signal is absent. The system is essentially as
depicted in Figure 16.31, except that the Master is absent and VREF is applied to the main filter. When
tuning is complete (taking a few milliseconds), VREF is turned off, Vin is again applied to the filter, and the
generated dc control signals are held on a capacitor until the next tuning update.

* In the designs reported to date, frequency-control blocks built around some type of phase-locked loop scheme, using a
multiplier or an EXOR gate as phase detector, have been found most successful, but magnitude-locking approaches similar
to those employed for Q control have also been used. A largely digital approach to frequency and Q tuning is discussed in
Ref. [10].

y Because magnitude errors can be shown in many cases to be proportional to errors in quality factor, the QControl block is
normally implemented around an amplitude-locking scheme, where the filter’s magnitude response at a given frequency is
locked to a known reference level.

z For example, an on-chip laser-trimmed resistor or an external resistor set to determine the bias for OTAs. It works for
applications with very low quality factors or where no component drifts are expected during operation.
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16.5 Discussion and Conclusions

In this chapter we discussed one of the fastest growing research and development areas in the topic of
continuous-time filters, the field of fully integrated filters. Growing pressures to reduce costs and size, and
improve reliability lead to increasingly larger parts of electronic systems being placed onto integrated
circuits, a trend that c-t filters need to follow. As might have been expected, in most respects the methods
for IC c-t filter design are identical to well-known active RC techniques, and follow directly the well-
understood and proven standard active RC biquad-cascade or ladder-simulation methodologies. The
difference lies in the final implementation, which the designer may adapt to any IC process and power
supply level appropriate for the implementation of the system. Signal-to-noise ratios of the order of
65–80 dB and better, and distortion levels of less than 0.5% at signal levels of 1 V are obtainable. The two
most prominent design approaches are the MOSFET-C and the gm-Cmethods, both of which lead to easy
and systematic designs and result in filters that have proven themselves in practice. At the time of this
writing, gm-C filters appear to have the edge in high-frequency performance: with OTA bandwidths
reaching gigahertz frequencies even for CMOS technology, c-t filters can be designed readily for
applications in the range of several hundred megahertz, i.e., to about 40%–60% of the active-device
bandwidth. A second important difference that requires the designer’s attention is that the IC filter must
be automatically tunable. This implies electronically variable components, OTAs or MOSFET ‘‘resistors,’’
in the filter and some automatic control scheme for detecting errors and providing adjustments. Only
area- and power-efficient designs, and simple low-noise circuitry for such tuning schemes will be
acceptable and guarantee the ultimate commercial success of integrated filters. At the present time,
many approaches have been proposed that the reader may modify or adapt to his=her system [7].
We point out again that the cascade design is the more general procedure because it permits the

realization of arbitrary transmission zeros anywhere in the complex s-plane, as required, for example, in
gain or phase equalizers. Lossless ladders, on the other hand, are more restrictive because their
transmission zeros are constrained to lie on the jv axis, but they have lower passband sensitivities to
component tolerances than cascade filters. Since good gyrators are readily available for gm-C filters—in
contrast to MOSFET-C designs—two competing implementation methods appear to suggest themselves
in the gmC approach: the signal-flow graph and the element-substitution methods. As mentioned, there is
in fact no discernible difference between the two methods; indeed, they lead to the same structures.
For instance, the reader may readily verify that apart from a minor wiring change at the inputs, the
circuits in Figures 16.27b and 16.29 are identical, as are the ones in Figures 16.28 (after redrawing it
for dual-input OTAs) and 16.30. The wiring change is illustrated in Figure 16.32. Figure 16.32a shows
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FIGURE 16.32 Excerpt from Figure 16.28 (a) to illustrate alternative wiring and (b) at the filter input 0.
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the input section of Figure 16.29 (wired for 0-dB dc gain) and the wiring in Figure 16.32b is that of Figure
16.27b. Notice that both circuits realize

(sC1 þ gm)V1 ¼ 2gmVi � gmVI2 (16:57)

The designer, therefore, may choose a ladder method based on his=her familiarity with the procedure,
available tables, or prototype designs; the final circuits are the same.
A further item merits reemphasizing at this point: As the reader may verify from the examples

presented, gm-C ladder structures generally have at all circuit nodes a design capacitor that can be
used to absorb parasitics by predistortion as was discussed earlier. It may be preferable, therefore, to
avoid the gm-C–op-amp integrator of Figure 16.20 with its increased noise level, power consumption,
and with its associated parasitic poles (and zeros) and use parasitics-absorption as we have done in our
examples. This method will not introduce any new parasitic critical frequencies into the filter and result
in lower distortion of the transfer function shape and easier tuning. As we mentioned earlier, this feature
is a substantial advantage of gm-C ladder filters.
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17.1 Introduction

The need to have monolithic high-performance analog filters motivated circuit designers in the late
1970s to investigate alternatives to conventional active-RC filters. A practical alternative appeared in the
form of switched-capacitor (SC) filters [1–3]. The original idea was to replace a resistor by an SC
simulating the resistor. Thus, this equivalent resistor could be implemented with a capacitor and two
switches operating with two-clock phases. SC filters consist of switches, capacitors, and op-amps. They
are characterized by difference equations in contrast to differential equations for continuous-time
filters. Simultaneously, the mathematical operator to handle sample-data systems such as SC circuits
is the z-transform, while the Laplace transform is used for continuous-time circuits. Several key
properties of SC circuits have made them very popular in industrial environments:
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1. Time constants (RC products) from active-RC filters become capacitor ratios multiplied by the
clock period T. That is

RC ) C
CR

T ¼ C
CRfc

where fc is the clock frequency used to drive the SC equivalent resistor.
2. Reduced silicon area, since the equivalent of large resistors can be simulated using small-size

capacitors. Furthermore, positive and=or negative equivalent resistors can be easily implemented
with SC techniques.

3. Above expression can be realized in real applications with a good accuracy of nearly 0.1%.
4. Typically, the load of an SC circuit is mainly capacitive; therefore the required op-amps do not

require a low-impedance output stage. This allows the use of unbuffered cascode operational
transconductance amplifiers, which is especially useful in high-speed applications.

5. SC filters can be implemented in digital circuit process technologies; metal–metal capacitors are
quite often used in deep submicron technologies. Thus, useful mixed-mode signal circuits can be
economically realized.

6. SC design technique has matured. In the audio range, SC design techniques have become the
dominant design approach. Many circuits in communication applications and data converters use
SC implementations.

In what follows, we will discuss basic building blocks involved in low- and high-order filters. Limitations
and practical design considerations will be presented. Furthermore, due to the industrial push for lower
power supply voltages, a brief discussion on low-voltage circuit design is included.

17.2 Basic Building Blocks

The basic building blocks involved in SC circuits are voltage gain amplifiers, integrators, second-order
filters, and nonoverlapping clock generators. A key building block is the integrator. By means of a two-
integrator loop a second-order (biquadratic) filter can be realized. Furthermore, a cascade connection of
biquadratic filters yields higher order filters.

17.2.1 Voltage Gain Amplifiers

The gain amplifier is a basic building block in SC circuits. Both the peak gain of a second-order filter
and the link between the resonators in a ladder filter are controlled by voltage amplifier stages rather
than by integrators. Many other applications such as pipeline data converters require voltage gain
stages as well. A voltage amplifier can be implemented by using two capacitors and an operational
amplifier, as shown in Figure 17.1a. Ideally, the gain of this amplifier is given by �CS=Ci. This topology
is compact, versatile, and time continuous. Although this gain amplifier is quite simple, several second-
order effects present in the op-amp make its design more complex. A major drawback of this topology
is the lack of dc feedback.
For dc, the capacitors behave as open circuits; hence the operating point of the operational amplifier

is not stabilized by the integrating capacitor Ci. In addition, the leakage current present at the input of the
op-amp is integrated by the integrating capacitor, whose voltage eventually saturates the circuit.
The leakage current Ileak in SCs circuits is a result of the diodes associated with the bottom plate of the
capacitors and the switches (drain and source junctions). The leakage current is typically about
1 nA=cm2. Analysis of Figure 17.1a considering the leakage current Ileak present at the inverting terminal
of the amplifier yields
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vo(t) ¼ vo(to)� CS

Ci
Vi(t)� Ileak

Ci
(t � to) (17:1)

Note that the dc output voltage is defined by the input signal and the initial conditions at t� to. The
leakage current present at the input of the op-amp is integrated by Ci and eventually saturates the circuit.
To overcome this drawback, an SC resistor can be added as shown in Figure 17.1b. f1 and f2 are two
nonoverlapping clock phases with nearly 50% duty cycle. The SC resistor gives a dc path for the leakage
current but reduces further the low-frequency gain. A detailed analysis of this topology shows that the dc
output voltage is equal to �IleakT=Cp, with Cp the parasitic capacitor associated with the feedback path.
Employing charge conservation analysis method for SC networks, it can also be shown that the z-domain
transfer function of this topology is

H(z) ¼ Vo(z)
Vi(z)

¼ �CS

Ci

1� z�1

1� 1� Cp

Ci

� �
z�1

(17:2)

with z¼ ej2pfT. For low frequencies, z� 1, the magnitude of the transfer function is very small, and only
for high frequencies, z��1, the circuit behaves as an inverting voltage amplifier.

An offset free voltage amplifier is shown in Figure 17.2. During the clock phase f2, the output voltage
is equal to the op-amp offset voltage and it is
sampled by both the integrating and sampling
capacitors. Because of the sampling of the offset
voltage during the previous clock phase, during the
integrating clock phase the charge injected by the
sampling capacitor is equal to CSVi, and the charge
extracted from the integrating capacitor becomes
equal to CiVo if the offset voltage of the amplifier is
the same in both clock phases. In this case, the
offset voltage does not affect the charge recombin-
ation, and the z-domain transfer function during
the clock phase f1 becomes

H(z) ¼ �CS

Ci
(17:3)

Equation 17.3 shows that ideally this topology is
insensitive to the op-amp offset voltage, and does
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–vi vo

Ci

CS

(a)

+
–vi vo

Ci

CS
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FIGURE 17.1 Voltage amplifiers. (a) Without dc feedback and (b) with dc feedback.
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FIGURE 17.2 Voltage amplifier available during the
f1 clock phase.
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not have any low-frequency limitation. The topology
behaves as an inverting amplifier if the clock phases
shown in Figure 17.2 are used. A noninverting amplifier
is obtained if the clock phases associated with the sampling
capacitor are interchanged.
Because during f2 the op-amp output is short

circuited with the inverting input, this topology presents
two drawbacks. First, the amplifier output is only available
during the clock phase f1. This limitation could be
important in complex applications wherein the output
of the amplifier is required during both clock phases.
The second disadvantage of this topology is the large
excursion of the op-amp output voltage. During the first
clock phase, the op-amp output voltage is equal to the
offset voltage and in the next clock phase this voltage is
equal to �(CS=Ci)Vi. Hence an op-amp with large slew
rate may be required; this may demand significant amount
of power since the load capacitor is driving during this
phase too.
Another interesting topology is shown in Figure 17.3. During f2, the op-amp output voltage is equal

to the previous voltage plus the op-amp offset voltage plus Vo=AV, where AV is the open-loop dc gain
of the op-amp. In this clock phase, both capacitors Ci and CS are charged to the voltage at the inverting
terminal of the op-amp. This voltage is approximately equal to the op-amp offset voltage plus Vo=AV.
During the next clock phase, the sampling capacitor is charged to CS(Vi�V�), but because it was
precharged to �CSV�, the injected charge to Ci is equal to CSVi. As a result of this charge cancellation,
the op-amp output voltage is equal to �(CS=Ci)Vi. Therefore, this topology has low sensitivity to the
op-amp offset voltage and to the op-amp dc gain. A minor drawback of this topology is that the op-amp
stays in open loop during the nonoverlapping clock phase transition times. This fact produces spikes
during these time intervals. A solution for this is to connect a small capacitor between the op-amp output
and the left-hand plate of CS.

17.2.2 First-Order Blocks

The standard stray-insensitive integrators are shown in Figure 17.4. Note that in sampled data
systems both input and output signals can be sampled at different clock periods. This yields
different transfer functions; this property increases the flexibility of the architecture when used in
complex systems. We will assume a two-phase nonoverlapping clock: an odd clock phase f1 and an
even clock phase f2.
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FIGURE 17.3 Voltage amplifier available
during both clock phases.
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FIGURE 17.4 Conventional stray-insensitive SC integrators. (a) Noninverting and (b) inverting.
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For the noninverting integrator the following transfer functions are often used

Hoo(z) ¼ Vo
o (z)

Vo
in(z)

¼ Apz�1

1� z�1
¼ Ap

z � 1
(17:4a)

Hoe(z) ¼ Ve
o(z)

Vo
in(z)

¼ Apz�1=2

1� z�1
¼ Apz1=2

z � 1
(17:4b)

where Hxy stands for the output defined at phase x while the input is sampled during phase y. For the
inverting integrator

Hoe(z) ¼ Vo
o (z)

Vo
in(z)

¼ � An

1� z�1
¼ � Anz

z � 1
(17:5a)

Hoe(z) ¼ Ve
o(z)

Vo
in(z)

¼ �Anz�1=2

1� z�1
¼ �Anz1=2

z � 1
(17:5b)

where z�1 represents a unit delay. A crude demonstration showing the integration nature of these SC
integrators [1,8] in the s-domain is to consider high-sampling rate, that is, a clock frequency ( fc¼ 1=T)
much higher than the operating signal frequencies. Let us consider Equation 17.4a, and assuming high-
sampling rate (vT� 1) we can write a mapping from the z- to the s-domain:

z ¼ e j2pfT ¼ esT ffi 1þ sT (17:6)

H(s) ¼ Ap

z � 1

����
zffi1þsT

ffi 1
(T=Ap)s

(17:7)

where s (¼j2pf ) is the complex frequency variable. This last expression corresponds to a continuous-
time noninverting integrator with a time constant of T=Ap¼ 1=fcAp, that is, a capacitance ratio times the
clock period.
In many applications the capacitor ratios associated with the integrators are very large, thus the total

capacitance becomes excessive. This is particularly critical for biquadratic filters with high Q, where the
ratio between the largest and smallest capacitance is proportional to the quality factor Q. A suitable

inverting SC integrator for high-Q applications
[11,13] is shown in Figure 17.5; the corresponding
transfer function during f2 is

Hoe(z) ¼ Ve
o(z)

Vo
in(z)

¼ � C1C3

C2(C2 þ C3)
z�1=2

1� z�1

� �
(17:8)

This integrator is comparable in performance to the
conventional of Figure 17.3, in terms of stray sensi-
tivity and finite gain error. Note from Equation 17.8
that the transfer function is only defined during f2.
During f1, the circuit behaves as a voltage amplifier
plus the initial conditions of the previous clock
phase, and in the following clock phase the same
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FIGURE 17.5 A SC integrator with reduced capaci-
tance spread.
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amount of charge is extracted but the inte-
grating capacitor is reduced due to the
switches connected to C1, thus relatively
high-slew-rate op-amps could be required.
A serious drawback could be the increased
offset in comparison with the standard SC
integrators. However, in typical two integra-
tor loop filters, the other integrator can be
chosen to be offset and low dc gain compen-
sated as shown in Figure 17.6.
The SC integrator performs the integration

during f1 by means of CS and CF and the
hold capacitor CH stores the offset voltage. The voltage across CH

compensates the offset voltage and the dc gain error of the
op-amp. Note that the SC integrator of Figure 17.6 can operate
as a noninverting integrator if the clocking in parenthesis is
employed. CM provides a time-continuous feedback around the
op-amp. The transfer function for infinite op-amp gain is

Hoo(z) ¼ Vo
o (z)

Vo
in(z)

¼ � CS

CF

1
1� z�1

� �
(17:9)

Next we discuss a general form of a first-order building block
(see Figure 17.7). Observe that some switches can be shared. The
output voltage during f1 can be expressed as

Vo
o ¼ �C1

CF
Ve
i1 �

C2

CF

1
1� z�1

� �
Vo
i2 þ

C3

CF

z�1=2

1� z�1

� �
Ve
i3 (17:10)

Observe that the capacitor C3 and switches can be considered as the implementation of a negative resistor
leading to a noninverting amplifier. Also note that Vo

i2 could be Ve
o, this connection would make the

integrator a lossy one. In that case Equation 17.10 can be written as

Vo
o

1þ C2
CF

� �
z � 1

z � 1
¼ �C1

CF
Ve
i1 þ

C3

CF

z1=2

z � 1
Ve
i3 , for Vo

i2 ¼ Vo
o (17:11)

The building block of Figure 17.7 is the basis of higher order filters.

17.2.3 Switched-Capacitor Biquadratic Sections

The circuit shown in Figure 17.8 can implement any pair of poles and zeros in the z-domain. For
CA¼CB¼ 1 we can write

Hee(z) ¼ Ve
o(z)

Ve
in(z)

¼ � (C5 þ C6)z2 þ (C1C2 � C5 � 2C6)z þ C6

z2 þ (C2C3 þ C2C4 � 2)z þ (1� C2C4)
(17:12)
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FIGURE 17.6 Offset and gain compensated integrator.
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Simple design equations for a particular type of filter follows:

Low-pass case: C5 ¼ C6 ¼ 0 (17:13a)

High-pass case: C1 ¼ C5 ¼ 0 (17:13b)

Bandpass case: C1 ¼ C6 ¼ 0 (17:13c)

Comparing the coefficients of the denominator of Equation 17.12 with the general z-domain expression
z2� (2r cos u)zþ r2 of a second-order system, we can obtain the following expressions:

C2C4 ¼ 1� r2 (17:14a)

C2C3 ¼ 1� 2r cos uþ r2 (17:14b)

Note that in this expression it has been assumed that the filter poles are complex conjugate located at
z¼ re�jvodT. vod and Q are the poles frequency and the filter’s quality factor, respectively. For equal
voltage levels at the two integrator outputs, and assuming Q greater than 3, and high-sampling rate
(u¼vodT� 1) we can write

C2 ¼ C3 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ r2 � 2r cos u

p
ffi

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� rð Þ2 þ ru2

q
ffi u ¼ vodT (17:14c)

C4 ¼ 1� r2

C2
ffi 1

Q
(17:14d)

where cos(u) ffi 1� u2=2 and r ffi 1. The capacitance spread for high-sampling rate and high-Q unity DC
gain low-pass filter can be expressed as

Cmax

Cmin
¼ max

1
C2

,
1
C4

� 	
¼ max

1
vodT

,Q

� 	
(17:15)

In some particular cases this capacitance spread becomes prohibited large. For such cases the SC
integrators shown in Figures 17.5 and 17.6 can be used to replace the conventional building blocks.
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FIGURE 17.8 A SC biquadratic section [Martin-Sedra].
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This combination yields the SC biquadratic section shown in Figure 17.9. This structure, besides offering
a reduction of the total capacitance, also yields a reduction of the offset voltage of the op-amps. Note that
the capacitors CH does not play an important role in the design, and can be chosen to have a small value.
The design equations for the zeros are similar to Equation 17.13a through c. For the poles, comparing
with z2� (2r cos u)zþ r2 and the analysis of Figure 17.9, we can write

C2C3

CA þ CB
¼ 1þ r2 � 2r cos u (17:16a)

C0
AC2C4

CA1CACB
¼ 1� r2 (17:16b)

where CA1¼C0
A þ C00

A. Simple design equations can be obtained assuming high-sampling rate, large Q,
and C2¼C3¼C4¼C0

A ¼Ch¼ 1; then

CA þ CB ffi 1
vodT

(17:17a)

C00
A ffi QvodT � 1 (17:17b)

Another common situation is the use of SC filters at high frequencies; in such cases a structure with
minimum gain-bandwidth product (GB¼vu) requirements is desirable. This structure is shown in
Figure 17.10 and is often referred to as a decoupled structure. It is worthwhile to mention that two SC
architectures can have ideally the same transfer function; however, with real op-amps their frequency
(and time) response differs significantly. A rule of thumb to reduce the GB effects in SC filters is to
minimize the direct connections between the output of one op-amp to the input of another op-amp. It is
desirable to transfer the output of an op-amp to a grounded capacitor, and in the next clock phase,
transfer the capacitor charge into the op-amp input. If required, the connection to the next op-amp has to
be done during the hold phase of the previous op-amp. If the connection is done during the charge
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FIGURE 17.9 An improved capacitance area SC biquadratic section.
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injection phase, the output of the first integrator is a ramp (step response of the integrator), and
the settling time for the next integrator increases further. More discussion on vu effects is given in
Section 17.3.
If the input signal is sampled during f2 and held during f1, the ideal transfer function is given by

Hee(z) ¼ Ve
o(z)

Ve
i (z)

¼ � A4

1þ A6

� � z2 � z A4þA5�A1A2
A4

� �
þ A5

A4

z2 � z 2þA6þA7�A2A3
1þA6

� �
þ 1þA7

1þA6

0
@

1
A (17:18)

Analysis of this equation yields the following expressions:

r2 ¼ 1þ A7

1þ A6
(17:19a)

2r cos u ¼ 2þ A6 þ A7 � A2A3

1þ A6
(17:19b)

The capacitor A7C
0
0 can be used as a design trade-off parameter to optimize the biquad performance.

A simple set of design equations follows:

A6 ¼ (1þ A7)� r2

r2
(17:20a)

A2 ¼ A3 ¼ (1þ A7)

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ r2 � 2r cos u

r2

r
(17:20b)

Under high-sampling rate and high-Q conditions, the following expressions can be obtained:

vo ffi fc

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
A2A3

1þ A6

r
(17:21a)
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FIGURE 17.10 A decoupled SC biquadratic section.
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and

Q ffi
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
A2A3(1þ A6)

A6 � A7

s
(17:21b)

A trade-off between Q-sensitivity and total capacitance is given by A6 and A7.

17.3 Effects of the Op-Amp Finite Parameters

17.3.1 Finite Op-Amp DC Gain Effects

The effect of finite op-amp dc voltage gain Ao in a lossless SC integrator is to transform a lossless
integrator into a lossy one. This brings degradation in the transfer function both in magnitude and phase.
Typically, the magnitude deviation due to the integrator amplitude variation is not critical. By contrast,
the phase deviation from the ideal integrator has a very important influence on the overall performance.
When the real SC integrators are used to build a two-integrator biquadratic filter, it can be proved that
the actual quality factor becomes

QA ¼ 1
1
Q þ 2

Ao

ffi 1� 2Q
Ao

� �
Q (17:22)

where Q and A0 are the desired filter’s quality factor and op-amp dc gain, respectively. The actual
frequency of the poles suffers small deviations as well

voA ¼ Ao

1þ Ao
vo (17:23)

From this equation we can conclude that the vo deviations are negligible if Ao> 100. However, the Q
deviations can be significant depending on the Q and Ao values, e.g., Qerror is given by �2Q=Ao, which is
more critical for high-Q applications.

17.3.2 Finite Op-Amp Gain-Bandwidth Product Effects

The op-amp bandwidth is very critical for high-frequency applications. The analysis is carried out when
the op-amp voltage gain is modeled with one dominant pole, i.e.,

Av(s) ¼ Ao

1þ s=vp
¼ Aovp

sþ vp
¼ vu

sþ vp
ffi vu

s
(17:24)

where
Ao is the dc gain
vu is approximately the unity-gain bandwidth (GB)
vp is the op-amp bandwidth

The analysis taking into account Av(s) is rather cumbersome since the op-amp input–output character-
ization is a continuous-time system modeled by a first-order differential equation, and the rest of the SC
circuit is characterized by discrete-time systems modeled by difference equations. It can be shown that
the step response of a single SC circuit with an op-amp gain modeled by Equation 17.24 due to step
inputs applied at t¼ t1 is

Vo(t � t1) ¼ Vo(t1)e
�(t�t1)avu þ Vod{1� e�(t�t1)avu } (17:25)

17-10 Passive, Active, and Digital Filters



where
Vo(t1) and Vod are the initial and the final output voltages, respectively
a is a topology dependent voltage divider, 0<a� 1, given by the following expression:

a ¼
P

CfP
i Ci

(17:26)

where
Cf sum consists of all feedback capacitors connected directly between the op-amp output and the
inverting input terminal

Ci sum comprises the capacitors connected to the negative op-amp terminal

Note that avu should be maximized for fast settling time. For the common case the SC circuit is driven
by 50% duty cycle clock phases, the integrating time is close to T=2, hence the figure of merit to be
maximized is aTvu=2. The output voltage will settle to its final value within an error of 0.67% after five
equivalent time constants, hence a rule of thumb yielding reduced GB product effects requires

aTvu

2
> 5 (17:27a)

or

fu >
1:6
a

fs (17:27b)

For the multiple op-amp case the basic concept prevails. For a two-clock phase SC filters the system can
be described by anM3Mmatrix A for each clock-phase, whereM is the number of op-amps in the filter
architecture. For a fixed clock frequency, fc¼ 1=T, there are two components to be optimized: a and vu.
effects biquadratic SC filter presented in the previous section (Figure 17.10) has the property that matrix
A has been optimized. For illustration on how to determine the A matrix of an SC filter, let us consider
the filter depicted in Figure 17.10; for each clock phases matrix A is given by

Ajw1
¼

1
1þA1þA3

0

0 1


 �
(17:28)

Ajw2
¼

1 A2
1þA2þA4þA5þA6þA7

0 1þA8
1þA2þA4þA5þA6þA7

" #
(17:29)

Thus, the designer should use the extra degrees of freedom to maximize the diagonal entries of A during
all phases. Thus, the worst case for any entry of A determines the minimum value of v. Another design
consideration could be to maximize vu. This last consideration should be carefully addressed since very
large vu values besides extra power consumption can cause excessive phase margin degradation or
excessive noise if the capacitors are reduced. Therefore, a judiciously trade-off must be used in choosing
the vu of each op-amp in the filter topology.

17.4 Noise and Clock Feedthrough

The lower range of signals that can be processed by the electronic devices is limited by several unwanted
signals that appear at the output of the circuit. The RMS values of these electrical signals determine the
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system noise level, and it represents the lowest limit for the incoming signals to be processed. In most of
the cases the circuit cannot properly detect input signals smaller than the noise level.
The most critical noise sources are those due to (1) the employed elements (transistors, diodes,

resistors, etc); (2) the noise induced by the clocks; (3) the harmonic distortion components generated
due to the intrinsic nonlinear characteristics of the devices; and (4) the noise induced by the surrounding
circuitry. In this section, types (1), (2), and (3) are considered. Using fully differential structures can
further reduce the noise generated by the surrounding circuitry and coupled to the output of the SC
circuit. These structures are partially treated in Section 17.5 but excellent references can be found in the
literature [2,4,6,9,13].

17.4.1 Noise due to the Op-Amp

In an MOS transistor, the noise is generated by different mechanisms but there are two dominant noise
sources: channel thermal noise and 1=f or flicker noise. A discussion of the nature of these noise sources
follows.

17.4.2 Thermal Noise

The flow of the carriers due to the drain-source voltage takes places on the source-drain channel, mostly
like in a typical resistor. Therefore, due to the random flow of the carriers, thermal noise is generated. For
an MOS transistor biased in the linear region the spectral density of the thermal noise is approximately
given by [1–4,12]

V2
eqth ¼ 4kTRon (17:30)

where Ron, k, and T are the drain-source resistance of the transistor, the Boltzmann constant, and the
temperature (in Kelvin degrees), respectively. In saturation region, the gate-referred spectral noise density
can be calculated by the same expression but with Ron equal to d=gm, being gm the small-signal
transconductance of the transistor and d a fitting parameter usually in the range of 0.7–1.

17.4.3 1=f Noise

This type of noise is mainly due to the imperfections in the silicon–silicon oxide interface. The
surface states and the traps in this interface randomly interfere with the charges flowing through
the channel; hence the generated noise is strongly dependent of the technology. The 1=f noise (or flicker
noise) is inversely proportional to the gate area because at larger areas more traps and surface states are
present and some averaging occurs. The spectral density of the gate referred 1=f noise is commonly
characterized as

V2
eq1=f ¼

kF
WLf

(17:31)

where the product WL, f, and kF are the gate area of the transistor, the frequency in hertz, and the flicker
constant, respectively. The spectral noise density of the MOS transistor is composed by both components,
therefore the input referred spectral noise density of a transistor operated in its saturation region
becomes

V2
eq ¼

4dkT
gm

þ kF
WLf

(17:32)
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17.4.4 Op-Amp Noise Contributions

In an op-amp, the output referred noise density is composed by the noise contribution of all transistors;
hence the noise level is function of the op-amp architecture. A typical unbuffered folded cascode op-amp
(folded cascode OTA) is shown in Figure 17.11. For the computation of the noise level, the contribution of
each transistor has to be evaluated. Obtaining the OTA output current generated by the gate-referred noise
of all the transistors can do this. For instance, the spectral density of the output-referred noise current due
toM1 is straightforwardly determined because the gate-referred noise is at the input of the OTA, leading to

i201 ¼ G2
mV

2
eq1 (17:33)

where
Gm (equal to gm1 at low frequencies) is the OTA transconductance
V2
eq1 is the input (gate) referred noise density of M1

Similarly, the contributions of M2 and M5 to the spectral density of the output referred noise current are
given by

i2o2 ¼ g2m2v
2
eq2

i2o5 ¼ g2m5v
2
eq5

(17:34)

Usually the noise contributions of transistors M3 and M4 at medium frequencies are very small in
comparison to the other components; this is a nice property of the cascode transistors. This is because
their noise drain currents, due to the source degeneration implicit in the cascode transistors, are
determined by the equivalent conductance associated with their sources instead of those by their
transconductance. Since in a saturated MOS transistor the equivalent conductance is much smaller
than the transistor transconductance, this noise drain current contribution can be neglected at low and
medium frequencies; this is however not the case at very high frequencies where the parasitic capacitors
play an important role. The noise contribution of M6 is mainly common-mode noise evenly split in the
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FIGURE 17.11 A folded cascode operational transconductance amplifier.
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two arms by transistor M1, therefore it is ideally canceled at the OTA output due to the current
subtraction. At low frequencies, the spectral density of the total output referred noise current can be
approximately calculated as

i2o ¼ 2 g2m1V
2
eq1 þ g2m2v

2
eq2 þ g2m5v

2
eq5

� �
(17:35)

The factor 2 is the result of the pair of transistors M1, M2, and M5. From this equation, the OTA
input referred noise density is obtained by dividing the output noise current by the square of Gm¼ gm1,
yielding

v2OTAin ¼ 2v2eq1 1þ g2m2v
2
eq2 þ g2m5v

2
eq5

g2m1v
2
eq1

 !
(17:36)

According to this result, if gm1 is larger than gm2 and gm5, the OTA input referred noise density is mainly
determined by the OTA input stage. In that case and using Equation 17.32 and 17.36 yields

v2OTAin ffi 2v2eq1 ¼
2kF

W1L1f
þ 8dkT

gm1
¼ v2eq=f 1 þ 4kTReqth (17:37)

where the factor 2 has been included in veq1=f and Reqth. In Equation 17.37, v2eq1=f is the equivalent 1=f
noise density and Reqth is the equivalent resistance for noise, equal to 2 d=gm1.

17.4.5 Noise in a Switched-Capacitor Integrator

In an SC lossless integrator, the output referred noise density component due to the OTA is frequency
limited by the GB product of the OTA. In order to avoid misunderstandings, in this section fu (the unity-
gain frequency of the OTA in hertz) is used instead of vu (in radians per second). Since fu must be higher
than the clock frequency, high-frequency noise is folded back into the integrator baseband. In the case of
the SC integrator and assuming that the flicker noise is not folded back, the output referred spectral noise
density becomes

V2
oeq1 ¼ v2eq1=f þ 4KTReqth 1þ 2fu

fc

� �� �
j1þH(z)j2 (17:38)

where the folding factor is equal to fu=fc, fc is the clock frequency and H(z) is the z-domain transfer
function of the integrator. The factor 2fu=fc is the result of both positive and negative folding. Typically,
the frequency range of the signal to be processed is around and below the unity-gain frequency of the
integrator, therefore jH(z)j> 1 and Equation 17.38 can be approximated as

V2
oeq1 ¼ v2eq1=f þ 4kTReqth 1þ 2fu

fc

� �� �
jH(z)j2 (17:39)

17.4.6 Noise due to the Switches

In SC networks, the switches are implemented with single or complementary MOS transistors. These
transistors are biased in the cutoff and ohmic region for open and close operations, respectively. In cutoff
region, the drain-source resistance of the MOS transistor is very high, then the noise contribution of the
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switch is confined to very low frequencies and it can be considered as dc offset. When the switch is in
the on state, the transistor is biased in linear region and its spectral noise distribution is characterized
by Equation 17.30. This noise contribution is the most fundamental limit for the signal-to-noise
ratio of SC networks. The effects of these noise sources are better appreciated if an SC integrator is
considered.
Let us consider the SC integrator of Figure 17.12 and assume that f1 ¼ f0

1 and f2 ¼ f0
2. The spectral

noise density of the f1-driven switches are low-pass filtered by the on resistance of the switches Ron
and the sampling capacitor Cs. The cutoff frequency of this continuous-time filter is given by
fon¼ 1=(2pRonCs). Typically, fon is higher than the clock frequency, therefore, the high-frequency noise
is folded back into the baseband of the integrator when the SC integrator samples it. Taking into account
the folding effects, the spectral noise density component of the switch-capacitor combination becomes

v2eq2 ¼ 4kTRon 1þ 2fon
fc

� �
(17:40)

with Ron the switch resistance. Considering that the noise bandwidth is given by 2pfon¼ 1=RonCS, then
the integrated noise level yields:

v2eq---integrated ¼
kT
CS

1þ 2fon
fc

� �
(17:41)

For the noise induced by the f2 driven switches, the situation is slightly different, but for practical
purposes the same equation is used. According to Equation 17.41, the integrated noise power is inversely
proportional to CS. Therefore, for low-noise applications it is desirable to design the integrators with large
capacitors. However, the costs for the noise reduction are larger silicon area and higher power consump-
tion. This last result is because the slew rate of the OTA is inversely proportional to the load capacitance
and in order to maintain the specifications it is necessary to increase the current drive capability of the
OTA. Clearly, there is a trade-off between noise level, silicon area, and power consumption.

17.4.7 Clock Feedthrough

Another factor that limits the accuracy of SC networks is the charge induced by the clocking of the
switches. These charges are induced by the gate-source capacitance, the gate-drain capacitance, and
the charge stored in the channel. Furthermore, some of these charges are input signal dependent
and introduce distortion in the circuit. Although these errors cannot be canceled, there are some
techniques that reduce these effects.
The analysis of the clock feedthrough is not straightforward because it depends on the order of the

clock phases, the relative delay of the clock phases, as well as the speed of the clock transition [13]. For
instance, let us consider in Figure 17.12 the case when f1 goes down before f0

1. This situation is shown in
Figure 17.13a.
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FIGURE 17.12 Typical switched-capacitor lossless integrator.
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While Cp1 is connected between two low-impedance nodes, Cp2 is connected between f1, a low-
impedance node, and vx. For f1> viþVT the transistor is on and the current injected by Cp2 is absorbed
by the drain-source resistance; then vx remains at a voltage equal to vi. When the transistor is turned off,
f1< viþVT, charge conservation at node vx leads to

vx ¼ vi þ Cp2

CS þ Cp2
(VSS� vi � VT) (17:42)

where VSS is the low level of f1 and f2. During the next clock phase, the charge of CS is injected to Ci.
Thus, Cp2 induces a charge error proportional to viCp2=(CSþCp2). In addition, an offset voltage propor-
tional to VSS – VT is also generated. Because the threshold voltage VT is a nonlinear function of vi, an
additional error in the transfer function and harmonic distortion components appear at the output of the
integrator. The same effect occurs when the clock phases f2 and f0

2 have a similar sequence.
Let us consider the case when f0

1 is opened before f1; the situation is shown in the Figure 17.13b.
Before the transistors turn off, vx¼ vi and vy¼ 0. When the transistor is turned off, f1< viþVT, the
charge is recombined between CS, Cp2, and Cp3. After the charge redistribution, the charge injected into
Cp3 is approximately given by

DQCp3 ¼
Cp2Cp3

Cp2 þ Cp3
(VSS� vi � VT) (17:43)

Notice that the current feedthrough generated by Cp2 flows through both capacitors CS and Cp3, hence
DQCp3

¼ �DQCs
. During the next clock phase, both capacitors CS and Cp3 transfer the ideal charge

CSviþDQCs
and DQCp3

, making the clock feedthrough induced error close to zero. The conclusion is that
if the clock phase f0

1 is a bit delayed than f1 the clock-induced error is further reduced. This is also true
for the clock phases f2 and f0

2.
In Figure 17.12, the right-hand switch also introduces clock feedthrough, but unlike the clock

feedthrough previously analyzed, this is input signal independent. When the clock phase f2 goes
down, the gate-source overlap capacitor extracts from the summing node the following charge:

DQ ¼ CGS(VSS� VT) (17:44)

In this case, VT does not introduce distortion because vy is almost at zero voltage for both clock phases.
The main effect of this charge is to introduce an offset voltage. The same analysis reveals that the
bottom right-hand switch introduces similar offset voltage. From the previous analysis it can be seen
that using minimum transistors dimension can reduce the clock feedthrough. This implies minimum
parasitic capacitors and minimum induced charge from the channel. If possible, the clock phases
should be arranged for minimum clock feedthrough. The use of extra dummy switches driven by the
complementary clock phase may alleviate the clock feedthrough issue, but its effectiveness must be
carefully evaluated by postlayout simulations.
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FIGURE 17.13 Charge induced due to the clocks. (a) If f1 goes down before f
0
1 and (b) If f

0
1 goes down before f1.
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17.4.8 Channel Mobile Charge

Charge injection also occurs due to the mobile charge in the channel. If the transistor is biased in linear
region, the channel mobile charge can be approximated by

Qch ¼ CGS(VGS � VT) (17:45)

where CGC is the gate-channel capacitor; see Figure 17.14.
When the switch is turned off this charge is released and part of it goes to the sampling capacitor.

Fortunately, the previously discussed early clock phase technique for the reduction of clock feedthrough
also reduces the effects of the channel mobile charge injection. The mobile charge injected to the
sampling capacitor is a function of several parameters, e.g., input signal, falling rate of the clock, overlap
capacitors, gate capacitor, threshold voltage, integrating capacitor, and the supply voltages.
The effects of the channel mobile charges are severe when the f1-driven transistor is opened before the

f0
1-driven transistor. In this case, the situation is similar to that shown in Figure 17.13a, in which one

terminal of CS is still grounded. While f1 is higher than viþVT the channel resistance is small and vi
absorbs most of the channel-released charge. For f1< viþVT, the channel resistance increases further
and a substantial amount of charge released by the channel will flow through CS, introducing a charge
error. If the clock phases are arranged as shown in Figure 17.13b, most of the charge released by the
channel returns back to vi. The main reason is because the equivalent capacitor seen at the right-hand
side of the transistor is nearly equal to Cp3, if Cp2 is neglected, making this a high-impedance node.
Because this parasitic capacitor is smaller than the sampling capacitor, a small amount of extracted
(or injected) charge will produce a huge variation on vy, see Figure 17.13b, pushing back most of the
mobile charges. Equation 17.45 shows that the mobile charge is a function of VGS (¼Vclock�Vin for the
sampling switch), hence the part of the charge injected into the sampling capacitor is signal dependent.
This issue can be alleviated if the clock is correlated with the incoming signal such that VGS is
maintained constant using charge pumps circuits; the technique proposed in Ref. [14] implements this
concept.

17.4.9 Dynamic Range

The dynamic range is defined as the ratio of the maximum signal that the circuit can drive without
significant distortion to the noise level. The maximum distortion tolerated by the circuit depends on the
application, but �60 dB is commonly used. Since the linearity of the capacitor is good enough and if the
harmonic distortion components introduced by the OTA input stage are small, the major limitation for

FIGURE 17.14 Cross section of the MOS transistor showing the mobile charge.
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the linearity is determined by the output stage of the OTA. For the folded cascode OTA of Figure 17.11
this limit is

vomax ffi VR2 þ VTP3 (17:46)

If the reference voltage VR2 is maximized, Equation 17.46 yields

Vomax ffi VDD � 2VDSATP (17:47)

A similar expression can be obtained for the lowest limit. Assuming a symmetrical single-side output
stage, from Equation 17.47, the maximum rms value of the OTA output voltage is given by

voRMS ffi VDD � 2VDSATPffiffiffi
2

p (17:48)

If the in-band noise, integrated up to v¼ 1=RintCI, is considered and if the most important term
of Equation 17.41 is retained, the dynamic range of the single-ended SC integrator becomes

DR ffi (VDD � 2VDSATP)ffiffiffi
2

p ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2kT=CS

p ¼ (VDD � 2VDSATP)

2
ffiffiffiffiffiffi
kT

p
ffiffiffiffiffi
CS

p
(17:49a)

For this equation, the alias effects have been neglected and only the noise contribution of the switches
driven by f1 and f2 are considered. At room temperature, this equation is reduced to the following
expression:

DR ffi 7:9� 109
ffiffiffiffiffi
CS

p
(VDD � 2VDSATP) (17:49b)

According to this result, the dynamic range of the SC integrator is reduced when the power supplies
are scaled down and minimum capacitors are employed. Clearly, there is a trade-off between power
consumption, silicon area, and dynamic range. As an example, for the case of CS¼ 1.0 pF and supply
voltages of �1.5 V and VDSATP¼ 0.25 V, the dynamic range of a single integrator is around 78 dB.
For low-frequency applications, however, the dynamic range is lower due to the low-frequency flicker
noise component. This is a very optimistic result since neither the op-amp noise not aliasing effects nor
other noise sources were considered.

17.5 Design Considerations for Low-Voltage
Switched-Capacitor Circuits

For the typical digital supply voltages, 0�5 V, SCs achieve dynamic ranges of the order of 80–100 dB.
As long as the power supplies are reduced, the swing of the signal decreases and the switch resistance
increases further. Both effects reduce the dynamic range of the SC networks. A discussion of these topics
follows.

17.5.1 Low-Voltage Operational Amplifiers

The design techniques for low-voltage low-power amplifiers for SC circuits have been addressed by
several authors [4,7–9,11–13]. The implementation of op-amps for low-voltage applications does
not seem to be a fundamental limitation as long as the transistor threshold voltage is smaller than
(VDD�VSS)=2. This limitation will become clear in the design example presented in this section.
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The design of the operational amplifier is strongly dependent on the application. For high-frequency
circuits, the folded cascode op-amp is suitable, but the cascode transistors limit the swing of the signals at
the output stage. If large output voltage swing is needed, complementary stages are desirable. To illustrate
the design trade-offs involved in the design of a low-voltage OTA, let us consider the folded cascode OTA
of Figure 17.11. For low-voltage applications and small signals, the transistors have to be biased with very
low VDSAT (¼VGS�VT).

For the case of supply voltages limited to �0.75 V and VT ¼ 0.5 V, VDSAT1þVDSAT6 must be lower
than 0.25 V, otherwise the transistor M6 goes to the triode region. For large signals, however, the
variations of the input signal produce variations at the source voltage of M1. It is well known
that linear range of the differential pair is of the order of �1.4 VDSAT1. Hence, if the noninverting
input of the OTA is connected to the common-mode level VCM, for proper operation of the OTA input
stage (see Figure 17.11) it is desirable to satisfy

VCM � VT � VSS > 1:4VDSAT1 þ VDSAT6 (17:50)

It has to be taken into account that the threshold voltage of M1 increases if an N-well process is used,
due to the body effects. In critical applications, PMOS transistors fabricated in a different well with
their source tied to their own well can be used. Equation 17.50 shows that it is beneficial to select a
proper common-mode level VCM to extend the linear range of the amplifier input stage, especially for
low-voltage applications.
The dimensioning of the transistors and the bias conditions are directly related to the application. For

instance, if the SC integrator must slew 1 V into 4 ms and the load capacitor is of the order of 10 pF,
the OTA output current must be equal to or higher than 2.5 mA. Typically, for the folded cascode
OTA the dc current of both output and input stages are the same. Therefore, the bias current for M1, M3,
M4, and M5 can be equal to 2.5 mA. The bias current for M2 and M6 is 5 mA. If VGS1�VT1 is fixed at
100 mV the dimensions of M1 can be computed according to the required small signal transconductance.
Similarly, the dimension of the other transistors can be calculated, most of them designed to maximize
the output swing and dc gain. A very important issue in the design of low-voltage amplifiers is the
reference voltage. In the folded cascode of Figure 17.11, the values of the reference voltages VR1 and VR2

must be optimized for maximum output swing. OTA design techniques are fully covered in Refs. [11]
and [13].

17.5.2 Analog Switches

For low-voltage applications, the highest voltage that can be processed is limited by the analog
switches rather than by the op-amps. For a single NMOS transistor, the switch resistance is approxi-
mately given by

RDS ¼ 1

mnCOX
W
L (VGS � VT)

(17:51)

where mn and COX are technological parameters. According to Equation 17.51, the switch resistance
increases further when VGS approaches to VT. This effect is shown in Figure 17.15 for the case
VDD ¼ �VSS ¼ 0.75 V and VT ¼ 0.5 V. From this figure, the switch resistance is higher than 300 kV
for input signals of 0.2 V. However, for a drain-source voltage higher than VGS�VT the transistor
saturates and does not behave as a switch anymore. This limitation clearly reduces further the dynamic
range of the SC circuits.
A solution for this drawback is to generate the clocks from higher voltage supplies. A simplified

diagram of a voltage doubler is depicted in Figure 17.16a. During the clock phase f1, the capacitor C1 is
charged to VDD and during the next clock phase its negative plate is connected to VDD. Hence, at the
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beginning of f2, the voltage at the top plate of C1 is equal to 2VDD � VSS. After several clock
cycles, if CLOAD is not further discharged, the charge is recombined leading to an output voltage equal
to 2VDD – VSS. A practical implementation for an N-well process is shown in Figure 17.16b.

In this circuit, the transistors M1, M2, M3, and M4 behave as the switches S1, S2, S3, and S4 respectively,
of Figure 17.16a. While for M1 and M2 the normal clocks are used, special clock phases are generated for
M3 and M4 because they drive higher voltages. The circuit operates as follows.
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FIGURE 17.15 Typical switch resistance for an NMOS transistor.
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FIGURE 17.16 Voltage doubler. (a) Simplified diagram and (b) transistor level diagram.
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During f1, M8 is opened because f2
0 is high. The voltage at node vy is higher than VDD because the

capacitors C3 and Cp were charged to VDD during the previous clock phase f2 and, when f1 goes up,
charge is injected to the node through the capacitor C3. Since vy is higher than VDD, M7 is turned on. The
bottom plate of C2 is connected to VSS by M6 and C2 is charged to VDD�VSS.

During f2, the refresh clock phase, the bottom plate of C1 is connected to VDD by the PMOS
transistor M2. Note that if an NMOS transistor is employed, the voltage at the bottom plate of C1 is
equal to VDD�VT, resulting in lower output voltage. During f2 if C1 is not discharged, the voltage at its
top plate is 2VDD – VSS. The voltage at node vx becomes close to 3VDD�2VSS volts, turning M3 on and
enabling the charge recombination of C1 and CLOAD. As a result, after several clock periods, the output
voltage vo becomes equal to 2VDD�VSS. To avoid discharges the gate of M4 is connected to the bottom
plate of C2. Thus, M4 is turned off during the refresh phase. An efficient solution using boosted clock
switches is described in Ref. [14]. Another technique using switched op-amps, described in Ref. [15],
have been also successfully used.

17.6 Fully Differential Filters

An important issue when designing a high-frequency filter is the proper selection of the clock phases for
the switches. It is desirable that the input to each integrator is as close as possible to a step function, and to
minimize the loading capacitors during the integration clock phase. Making the OTAs to perform the hold
and integrate functions at alternate phases ensure this. Unfortunately this approach cannot be imple-
mented in the conventional single-ended topologies unless an additional inverter is added to the loop. Two
backward integrators with a half-delay in each and by crossing the outputs of the fully differential
integrators in order to have an odd number of inversions in the loops is one of the best configurations
for high-frequency applications as depicted in Figure 17.17. The first op-ampmay process the information
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FIGURE 17.17 Fully decoupled, fully differential biquadratic filter.
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during f1 and hold it during f2 while the second op-amp do the same functions during the complemen-
tary clock phases. In general, having the differential outputs available makes the system more flexible and
gives several advantages while designing high-performance analog signal processors.
Fully differential amplifiers are widely used technique to reduce the effect of charge injection,

clock feedthrough, and better rejection to common-mode signals such as substrate and power
supply noise and an improved dynamic range when compared to single-ended circuits. As long as the
noise present at the output of the amplifier is present in both outputs of the amplifier with the
same amplitude and same phase, it will be rejected by the differential nature of the following stage.
In addition, an additional loop that operates on the common-mode signals presents low output
impedance for these signals, it fix the operating point of the differential outputs at the desired level
and further minimizes the common-mode output fluctuations up to the unity-gain frequency of the loop.
Their disadvantage comes from the fact that they require a common-mode feedback (CMFB) circuit.
The fully differential version of the folded cascode amplifier is depicted in Figure 17.18a. It requires the

same amount of power as the single-ended version shown in Figure 17.11. Since the current mirror
present in the single-ended amplifier for the conversion of the fully differential current of the differential
pair into single-ended output is eliminated, the fully differential amplifier has a single internal pole
located at the source terminal of M3. Since several parasitic poles and phantom zeros are eliminated,
the fully differential amplifier has inherently better phase margin than its single-ended counterpart. The
circuit is fully symmetric and any noise injected through M0 is evenly split by the differential pair and will
appear at the two outputs as a pure common-mode signal. The common-mode noise present at the
transistors M1 is further attenuated by the small sensitivity of the differential pair to common-mode
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FIGURE 17.18 (a) Fully differential folded cascode amplifier and (b) switched-capacitor based CMFB circuit.
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signals; the small common-mode current resulting at the drain of M1 will be reflected at the output as a
common-mode signal. Similarly, any VDD noise generates a current noise through M2 that appears as a
common-mode noise at both outputs of the amplifier; notice that to minimize these components VB3

must be further attached to VDD. VSS noise generates current that appears at the output as common-
mode noise, as well thanks to the differential nature of the topology. The gate voltage of transistors M5 is
used to accommodate the control of the CMFB loop; VB3 can also be used for that purpose.
The CMFB is a block that extracts the common-mode signal present at both outputs and compares its

dc value with a reference voltage in a loop with enough gain for the common-mode signals. If the loop
has enough gain, the error between the detected common-mode signal and the reference voltage is
minimized forcing the common-mode output signals (DC operating point of each amplifier output)
to be at the reference level. Several CMFB circuits have been proposed in the literature [4,11,12] but for
SC applications it has been preferred to use SC-based CMFB (SC–CMFB) circuits [4] since they do
not consume significant power and have better linearity when compared to their continuous-time
counterpart. The CMFB circuits consist of a common-mode voltage detector (output is proportional
to voutþ þ vout�

2 and a circuit that generates the common-mode error after comparing the common-mode
output voltage and a proper and stable reference voltage. The efficient SC detector, shown in
Figure 17.18b, uses two SC resistors (CC and switches) that detect the common-mode output voltage
and compare it with VO-DC [4,9,13]. Using conventional charge redistribution analysis and ignoring the
effect of CC, the voltage at node VCMFB during f1 is given by

VCMFB ¼ voutþ þ vout�
2

� VO�DC

� �
þ Vref (17:52)

The circuit makes the comparison of the common-mode output voltage and the desired output DC
level VO-DC. A remarkable advantage of this circuit is that in addition to the desired comparison, it
translates the ideal voltage Vref needed at the gate of M5 to generate the DC current in transistors M5.
In steady state,VCMFB will be very close toVref. Equation 17.52 is also valid for the common-mode noise; in
the absence of noise in Vref and VO-DC, the common-mode output noise is compared with zero and for
the frequencies where the CMFB loop is high, it is suppressed, thanks to the feedback. Hence it is desirable
not only to have large low-frequency gain but wide-band CMFB loop to reject high-frequency noise as well.
Since the SC resistors and the parasitic capacitors generate a relatively low-frequency pole at VCMFB

node, the capacitors CS are added to introduce a compensating zero that helps with the stabilization of
the CMFB loop. One of the drawbacks of this topology is that the common detector loads significantly the
output of the amplifier, reducing its unity-gain frequency and slew rate. The value of CS is typically one-
quarter to one-tenth of CC. To prevent significant offset voltages due to charge injection from the switches,
CS is commonly chosen to be greater than 200 fF. Therefore, the capacitive loading on the amplifier due to
the CMFB can go from 1 pF to 2 pF in most designs. As demonstrated in Ref. [16] this SC–CMFB suffers of
poor rejection to the supply noise used as reference for the common-mode loop. This can be partially
alleviated by combining passive common-mode detector and active signal comparator at the expenses of
additional power consumption or using continuous-time CMFB systems.

17.7 Design Examples

17.7.1 Biquadratic Filter

In this section, a second-order bandpass filter (BPF) is designed. The specifications for this biquad are

Center frequency 1.6 kHz
Quality factor 16
Peak gain 10 dB
Clock frequency 8 KHz
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A transfer function in the z-domain that realizes this filter is given by the following expression:

H(z) ¼ 0:1953(z � 1)z
z2 þ 0:5455z þ 0:9229

(17:53)

The equivalent H(s) is obtained and then mapped into the z-domain using the LDI transformation. This
transfer function can be implemented by using the biquads presented in Section 17.2. For the biquad of
Figure 17.10, and employing A1¼A4¼A7¼ 0, the circuit behaves as a BPF. Equating the terms of
Equation 17.53 with the terms of Equation 17.19, the following equations are obtained:

A6 ¼ 1
0:9229

� 1

A5 ¼ 0:1953
0:9229

A2A3 ¼ 2þ A6 � 0:5455
0:9229

(17:54)

Solving these equations, the following values are obtained: A6¼ 0.0835, A5¼ 0.2116, and A2A3¼ 1.4924.
A typical design procedure employs A2¼ 1. For this case, after node scaling the total capacitance is of the
order of 32 unit capacitances. The frequency response of the filters is shown in Figure 17.19.

17.7.2 Sixth-Order Bandpass Ladder Filter

In this section, the design procedure for a sixth-order BPF based on an RLC prototype is considered. The
ladder filters are very attractive because of their low passband sensitivity to tolerances in the filter
components. Let us consider the following specifications:

Center frequency 100 kHz
Bandwidth 2.5 kHz
Passband ripple <0.5 dB
Clock frequency 2 MHz

The design starts with an RLC low-pass prototype, see Figure 17.20.
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FIGURE 17.19 Frequency response of the second-order bandpass filter.
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The values of the components for a prototype with 1 rad=s passband frequency can be obtained
from tables or computed from well-known expressions. For this example, the passive components are
R1¼ 1 V, C1¼ 1.5963 F, and L2¼ 1.0967 H. Using the low-pass to bandpass transformation, the
capacitor C1 is transformed into a parallel of a capacitor and an inductor. The values of the resulting
components are

C0
1 ¼

C1

BW

L01 ¼
1

v2
0C0

(17:55)

where vo and BW are the center frequency in radians per second and the filter bandwidth in radians
per second, respectively. The inductor L2 is transformed in a series of an inductor and a capacitor whose
values become

L02 ¼
L2
BW

C0
2 ¼

1
v2
0L

0
2

(17:56)

The bandpass prototype is shown in Figure 17.20b. Before making the denormalizations it is desirable to
transform the passive prototype to an active implementation. The grounded LC tank circuit can be
simulated by the RC active implementation shown in Figure 17.21.
The value of the simulated inductance is

L01 ¼ R2
1C

0
1 (17:57)

(a) (b)
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FIGURE 17.20 RLC prototypes. (a) Third-order low-pass filter and (b) sixth-order bandpass filter.
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FIGURE 17.21 RC active implementation of a grounded LC tank circuit.
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It is important to note that the output of the active-RC circuit is a low-impedance node. Therefore,
the inverting input of the op-amps must be used for current injection. Similarly, the circuit shown in
Figure 17.22 can simulate a floating resonator. Obviously, this is an expensive implementation but
typically several active elements can be shared in the final design. Using typical circuit analysis techniques
it can be shown that i12 for the passive LC tank is related to the components by the following expression:

i12 ¼ sC0
2

1þ s2L02C0
2
(vo1 � vo2) (17:58)

and for the active implementation

i12 ¼
R2
RQ
CQ

� �
s

1þ s2R2
2C

2
2
(vo1 � vo2) (17:59)

Comparing Equations 17.57 and 17.58, the active and passive implementations are equivalents if the
following constraints are satisfied:

C0
2 ¼

R2

RQ
CQ (17:60)

L02C
0
2 ¼ R2

2C
2
2 (17:61)

Obviously, the resistors R2 can be replaced by SC equivalents. Using these building blocks, the
implementation of the sixth-order BPF is straightforward. The sixth-order SC BPF is shown in
Figure 17.23. The implementation of the L01C

0
1 tank circuit is straightforward from Figure 17.21. The

resonant frequency of the SC resonator is determined by the capacitors uC1. The node voltage vo1 is taken
at the output of the first op-amp. The input resistor is implemented by the capacitor CR and its associated
switches. In Figure 17.23, the resonator associated with vo3 and vo4 and the capacitors CQ implement the
L02C

0
2 floating tank circuit. The final step of the design is to compute the values of the components. A

simplified design follows, but more detailed procedures are presented in Refs. [1,2,6].
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FIGURE 17.22 RC active implementation of a floating LC tank circuit.
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The loops of the SC filter implementation are of
the lossless discrete integrator (LDI) type and the resis-
tors are of the serial type. Hence, if an LDI prewarping
scheme is used the analog center frequency of the filter
should be mapped to the desired value, mainly for
high-Q filters wherein the interaction between reson-
ators is very small. Since the resistors are not LDI, a
distortion in the quality factor of the filter sections
occurs, thus increasing the passband ripple. The LDI
transformation relates the analog and discrete frequen-
cies by the following expression [1,6]:

vanalog ¼ 2fc sin
vdiscrete

2fc

� �
(17:62)

Applying the LDI transformation to the center fre-
quency of the filter, the predistorted center frequency
is equal to 99,056 kHz. Using this prewarped frequency
and Equations 17.54 through 17.61, the following
component values are obtained:

R1 ¼ 1 V

C0
1 ¼ 1:01623� 10�4 F

L01 ¼ 2:51316� 10�8 H

C0
2 ¼ 3:65803� 10�8 F

L02 ¼ 6:98181� 10�5 H

In addition, the continuous-time and SC resistors are
approximately related by the following expression:

Ceq ffi 1
fcRcont

(17:63)

In the SC filter, the transconductor 1=RQ is implemen-
ted by CQ=C1R. Hence, the final values of the capaci-
tors are

CR¼ 0.0738 pF
C1¼ 15.000 pF
uC1¼ 4.6900 pF
CQ¼ 0.2833 pF

While the filter center frequency of this design is accurate, the passband ripple is increased to around
0.8 dB instead of 0.5 dB. This is because the resistors used in the terminals of the filter are not
implemented as LDI resistors. However, this effect can be partially corrected adjusting the resonant
frequency of the second loop. If uC1 is equal to 4.685 pF for the second resonator, the ripple is decreased
to around 0.55 dB. The results for this case are shown in Figure 17.24.
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FIGURE 17.23 Sixth-order bandpass ladder filter.
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17.7.3 Programmable Switched-Capacitor Filter

In most of the programmable filters, the important parameters are the resonant frequencies, the pole-
quality factor, and sometimes, the peak gain. Thus, programmable low-pass, bandpass, high-pass, and
bump equalizers are typically designed. Nevertheless, in some applications it is more important to control
the gain at the frequency bands instead of that at the resonant frequency, the quality factor, or the peak
gain. A typical approach for the implementation of these systems is to employ a parallel of a low-pass,
bandpass, and a high-pass filter with programmable peak gain. For a second-order system, the imple-
mentation of this approach needs at least six operational amplifiers, three capacitor banks, and the
implementation of six poles. Therefore, the number of switches, the power dissipation, and the silicon
area needed for these structures are considerable. Another approach follows in this section.
In order to independently control the low-, medium-, and high-frequency bands it is required to

realize the following transfer function:

H(s) ¼ K1s2 þ K2BWsþ K3v
2
o

s2 þ BWsþ v2
o

(17:64)

where BW and vo are the bandwidth and the frequency of the poles, respectively. The control of
the frequency bands is carried out by the parameters K1, K2, and K3. From Equation 17.64 it is clear
that the dc gain and the high-frequency gain are equal to K3 and K1, respectively. A disadvantage of
this expression is the lack of good control in the medium frequencies. If K1 is equal to K3, the filter
gain at the resonant frequency depends on K2. However, for the general case it is affected by the
parameters K1 and K3. In addition, the shape of the transfer function is not well behaved for moderate-
and high-Q applications. The behavior of the transfer function is improved if the following equation is
employed:

H(s) ¼ K1
s2 þ K2K3BWsþ K3v

2
o

s2 þ K1BWsþ K1v2
o

� �
(17:65)

For low and high frequencies the behavior of this equation is similar to that of Equation 17.64. At
medium frequencies the behavior of the transfer function is better controlled by the parameter K2 than
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FIGURE 17.24 Frequency response for the sixth-order bandpass filter.
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for the case of Equation 17.64. For the medium-frequency band, the gain is related to the product K2K3

instead of the absolute value of K2. Therefore, the effect of parameter K2 on the transfer function is
related to K3.

A block diagram representation of Equation 17.65 is presented in Figure 17.25. In this figure, the filter
bandwidth BW is equal to vo=Q, with Q equal to the quality factor of the filter. The control parameters
are the gain factors K1, K2, and K3. The implementation of this block diagram can be carried out by using
various techniques, e.g., OTA-C, MOSFET-C, or SC. An SC implementation is shown in Figure 17.26.
For high-sampling rate 2pfc 	 vo, the capacitors uCI are related with the pole frequency by the equation
u¼voT. The capacitor banks control the gain of the three frequency bands. For the computation of the
total capacitance, the capacitors can be associated in the following groups: the first group (K3C1, C1),
second group (uC2, K2C2=Q, C2), and third group (uC3=Q, uC3, C3=K1, C3).

The versatility of the topology is shown in Figure 17.27. For these results, the following design
parameters have been employed: clock frequency¼ 128 kHz, vo¼ 6.2832 * 350 rad=s, and Q¼ 0.5.
For Figure 17.26, the parameter K3 is equal to 10, fixing the low-frequency gain at 20 dB. The
medium-frequency band is controlled by the parameter K2, which corresponds to the values 0.5
(attenuation of 6 dB), 1 (0 dB attenuation), and 2 (gain of 6 dB). The high-frequency gain is controlled
by the parameter K1, which corresponds to the values 1, 2.5, 5, and 10, giving a high-frequency gain of 0,
8, 14, and 20 dB, respectively.
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FIGURE 17.25 A flow diagram representation of Equation 17.65.
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FIGURE 17.26 Switched-capacitor realization for the programmable filter.
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17.7.4 Switched-Capacitor Filters with Reduced Area

Most of the high-performance filters, sigma–delta modulators, and data converters are based on SC
techniques [11,13]. Several architectures for narrow-band applications have been reported; many of them
use several paths to relax the OTA specifications. In this approach two biquadratic filters connected in
parallel running at fs=2 each but acting in complementary clock phases lead to filters working at twice the
clock speed. Gain-compensated single-stage OTAs and double sampling techniques are also available for
the design of efficient narrow-band (highly selective) filters.
For high-Q filters, the scenario is even more complex because large capacitive spreads (proportional

to Q) are required. Area efficient high-Q filters require special design strategies such as judiciously use of
partial positive feedback and use of slower clocks in critical filter building blocks. The use of slower clocks
allows us to reduce the capacitive spread as well. The resistance of an SC resistor driven by periodic
clocks is approximately given by T=C (¼1=fsC). If the signal is sampled once every N-periods, the
equivalent resistance increases by a factor of N [17]. The basic idea of this approach is shown in
Figure 17.28 for the case N¼ 4; the frequency of the clock phases f11 and f22 is fs=4. Each time A2C0

is activated, small amount of charge is taken by the capacitor controlling the losses of the lossy integrator.
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FIGURE 17.27 Effect of the parameter K2 on the filter transfer function. For this plot K3 ¼ 10 and K1 has been
varied (1, 2.5, 5 and 10).
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If this technique is used for high-Q applications (A2 � 1), those losses generate some spurious tones as
well, but usually they are very small [17–18]. This approach results in lower capacitance spread without
sacrificing sensitivity of critical filter parameters to component variations. The combination of several
design techniques results in significant reduction in the total capacitance savings both silicon area and
power consumption [18]. As a consequence of the use of slower clocks, additional alias components
appear at integer multiples of fs=N that may limit the filter’s performance and increase the requirements
on the antialias filter that precedes the SC network. It is critical to estimate the amount of alias
components when using these techniques.

17.7.5 Spectrum Analyzer Using Switched-Capacitor Techniques

The growth in complexity and number of functions that can be integrated on a single chip have increased
rapidly in the last years, making the testing a difficult task. Even though the majority of these systems are
mainly digital, the analog section is always an important part of such mixed-mode architectures. Testing
in analog circuits faces many problems; e.g., sweeping frequency and amplitude, measurement of
magnitudes, and phase for a number of frequencies. Spectrum and network analyzers are routinely
used for the characterization of mixed-mode systems. A cheap on-chip spectrum analyzer has been
developed in Ref. [19]. Due to the flexibility of SC techniques, a gracious synchronization is ensured
between the frequency of the input stimuli fin and the center frequency of the circuits that perform the
measurements, controlled by clocks f1 and f2.

A conceptual schematic diagram of the base-band SC network analyzer is shown in Figure 17.29.
It consists of a digital frequency synthesizer, an SC sinewave generator, two VGAs, an SC BPF, and an
analog-to-digital converter. The frequency synthesizer generates the master clock used as the sinusoidal
generator sampling frequency as well as the nonoverlapping clock phases for the SC blocks. The sinewave
generator, based on SC techniques, delivers a sinusoidal signal with a frequency of 1=16 of the master clock
frequency. The amplitude of the signal coming from the sinusoidal generator is adjustable to provide the
proper level to the stimuli. The output of the device under test (DUT) is bandpass filtered and conditioned
by the second VGA to accommodate it to the proper input range of the ADC. The narrowband SC filter is a
key building block of the spectrum-vector analyzer, its function is twofold: one, it can be centered at the
center frequency f0 to obtain the DUT transfer function; second, to select the proper frequency component
( f0, 2f0, 3f0,) for harmonic distortion characterization. The main advantage of this system is its inherent
synchronization between the sinewave input signal and center frequency of the BPF.
The sinewave generator is based on SC circuits, with an oscillating frequency equal to fs=16, where fs is

the clock frequency generated by the digital frequency synthesizer. Figure 17.30 shows the schematic
diagram of a flexible sinewave generator using an SC circuit. It consists of a programmable gain amplifier
whose preset gain stages correspond to the values of an ideal sampled and held sinewave. The SC circuit
has four different gain stages, which generate a sinusoidal output with 16 steps per period generated
from four capacitors and two reference voltages. The switch PZ sets the zero of the sinusoidal waveform.
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Filter clocks
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clock Digital

frequency
synthesizer SC sinewave

generator

Variable
gain
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under

test
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amplifier

Analog-
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FIGURE 17.29 On-chip spectrum=vector analyzer block diagram using switched-capacitor techniques.

Switched-Capacitor Filters 17-31



The switches PA1 through PD1 are closed sequentially with each clock cycle to generate the first quarter-
period of the sinusoidal waveform. Once the maximum value is obtained, the switches close in the
opposite direction (from PD1 to PA1) in order to generate the second quarter-period. In the second zero
crossing, Pcontrol switches from Vref to�Vref so the lower half of the signal is generated. The capacitors are
weighted such that the ideal values of a discrete sinewave signal are generated. The advantage of this
implementation against direct digital synthesizers lies in the simplicity of the digital logic required
to generate the required clock phases, resulting in a very compact implementation. The reset switch
PZ also eliminates the accumulation of offset voltages. Since the peak value of the discrete sinewave signal
is determined by Vref, making it programmable allows obtaining an amplitude programmable sinewave
generator. A modification of the structure allows generating the sinewave signal using a single
reference voltage. Figure 17.31 shows the sinewave generator output for three different reference voltages:
�200 mV, �100 mV, and �50 mV. The oscillating frequency is 1 kHz, and the clock frequency is
16 MHz. The measured HD3 of this block is in the order of �51 dB for an input signal of 200 mVpeak.

17.7.6 Programmable Switched-Capacitor Oscillator

Sinewave oscillators are essential parts in many electronic systems and in a host of applications.
Integrating the oscillator with the other circuit blocks on a single chip makes it easy and reliable to
implement several applications including built-in testing. Among the various types of oscillator, a
BPF-based oscillator is an attractive and practical implementation due to its many advantages such as
the programmability of the oscillation frequency by means of changing the center frequency ( f0) of the
BPF, and the fact that the oscillation amplitude can be controlled with the help of a comparator. In base-
band applications, BPF can be implemented with conventional SC design techniques that are preferred
because of its accuracy, simple implementation, and reduced sensitivity to process and temperature
variations. A block diagram of a BPF-based SC oscillator is shown in Figure 17.32 [20].
For highly linear oscillator, conventional approaches to minimize the frequency harmonics of the SC

BPF-based oscillator requires a high-quality-factor (Q-factor) BPF, which involves high capacitor spread
and, hence, leads to large silicon area. Also, improving the linearity by increasing Q-factor is not that
efficient considering the fact that the nth-order harmonic distortion (HDn) can be approximated as
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FIGURE 17.30 SC amplifier used to generate the discrete sinewave with low distortion.
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1=(n2Q), where Q is a Q-factor of BPF in second-order BPF-based oscillator. If HD3 of �60 dB is needed,
then the required Q-factor becomes more than 100 that may not be practical for an IC realization.

The linearity can be significantly improved without requiring a high-Q-factor BPF if a technique
based on nonlinear shaping of the frequency spectrum is used. For this purpose, a comparator must
exhibit multilevel outputs. The four-level square wave with a certain condition (as depicted for f(t) in
Figure 17.33) rejects the third-order harmonic component. Implementation of a multilevel comparator

FIGURE 17.31 Measured output signal of the sinewave generator.
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–Vref

Vcomp

Vout

Vout

High-Q-factor
SC BPF

fCLK

Vref

FIGURE 17.32 Block diagram of conventional BPF-based SC oscillator.
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can be explained as adding finite-impulse-response (FIR) filter to a conventional comparator as shown in
Figure 17.33. In this figure, fs(t) is an output of a conventional comparator and f(t) is an output of FIR
filter. A transfer function of an FIR filter in discrete-time domain, assuming that T=8 is one sampling
period, can be expressed

H(z) ¼ F(z)
Fs(z)

¼ kffiffiffi
2

p z(1þ ffiffiffi
2

p
z�1 þ z�2) (17:66)

Equation 17.66 shows zeros at z¼ 0, e�j3p=4. Note that z¼ e�j3p=4 corresponds to the third-order
harmonic frequency since 8=T is used for a sampling frequency. FIR filter can be easily embedded into
SC BPF with the minimum cost, because BPF readily has an adder and a multiplier at its input. Figure
17.34 shows the BPF with the embedded FIR filter. In Figure 17.34, C4

0 should be
ffiffiffi
2

p
C4 for the

cancellation of third-order harmonic, and all other capacitors should be determined by the requirements
as of a conventional BPF.
The SC BPF-based oscillator was fabricated using CMOS 0.35 mm technology. BPF has a center

frequency of f0¼ 10 MHz, a Q-factor of 10, and a master clock frequency of fC¼ 80 MHz. The measured
frequency spectrums for both oscillators are shown in Figure 17.35. Over�54 dB of HD3 for the SC BPF-
based with FIR filter is achieved, which is 20 dB smaller than the conventional oscillator. HD3
improvement of the proposed oscillator is mainly determined by the accuracy of the multiplying factor
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FIGURE 17.33 Conceptual diagram of a four-level quasi-sinusoidal wave generator.
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FIGURE 17.34 SC BPF implementation with an embedded FIR filter.
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(
ffiffiffi
2

p
in this case). In practical implementation, the ratio of 4:3 (¼1.33) can be used for approximation offfiffiffi

2
p

(¼1.4142), which limits the amount of harmonic cancellation. The implementation of the FIR filter
requires minimum additional area (10% of the total area).
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18.1 Properties of FIR Filters

M.H. Er

18.1.1 Linear Phase Property

The finite-impulse response (FIR) filter is characterized by a unit-sample response that has a finite
duration. One of the advantages of FIR filters compared to their infinite-impulse response (IIR)
counterparts is that FIR filters can be designed with exactly linear phase. Linear phase response is
important for applications where phase distortion due to n onlinear phase can degrade performance,
such as in data transmission and television applications.
A FIR causal filter can be characterized by the transfer function [1]

H(z) ¼
XN�1

n¼0

h(nT)z�n (18:1)

where
h(nT) is the impulse response of the filter
N is the filter length
T is the sampling interval
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Using the relationship that

H(z) ¼ Y(z)
X(z)

(18:2)

the difference equation of a FIR filter can be obtained by taking the inverse Z-transform of Equation 18.1,
that is

y(iT) ¼
XN�1

n¼0

h(nT)X(iT � nT) (18:3)

which says that the current output of a FIR causal filter is the weighted sum of the current and past
inputs. The weighting coefficients are given by the impulse response of the filter.
From Equation 18.1, the frequency response can be obtained by replacing z¼ e jvT as

H(e jvT ) ¼
XN�1

n¼0

h(nT)e�jvnT ¼ M(v)e jf(v) (18:4)

where M(v) and f(v) are the magnitude and phase responses, respectively, defined as

M(v) ¼ H(e jvT )
�� �� (18:5a)

f(v) ¼ arg H(e jvT ) (18:5b)

The phase delay and group (time) delay functions of a filter are defined as

tp ¼ �f(v)
v

(18:6)

and

tg ¼ � df(v)
dv

(18:7)

respectively. Filters for which tp and tg are independent of frequency are referred to as constant time
delay or linear phase filters. Hence, the phase response of a linear phase filter is given by

f(v) ¼ �tv, �p < v < p (18:8)

where t is a constant phase delay in samples.
From Equations 18.4, 18.5b and 18.8, the phase response can be expressed as

f(v) ¼ �tv ¼ tan�1 �PN�1
n¼0 h(nT) sin (vnT)PN�1

n¼0 h(nT) cos (vnT)
(18:9)
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Consequently,

tan (vt) ¼
PN�1

n¼0 h(nT) sin (vnT)PN�1
n¼0 h(nT) cos (vnT)

(18:10)

Using the definition tan(vt)¼ sin(vt)=cos(vt), Equation 18.10 can be reexpressed as

XN�1

n¼0

h(nT) sin (vt� vnT) ¼ 0 (18:11)

It can be shown [1] that a solution to Equation 18.11 is given by

t ¼ (N � 1)T
2

(18:12)

and

h(nT) ¼ h[(N � 1� n)T], 0 � n � N � 1 (18:13)

Hence, FIR filters can be designed to have constant phase and group delays if the conditions of Equations
18.12 and 18.13 are satisfied. The symmetry property of Equation 18.13 can also lead to efficient filter
realizations.
In applications where only constant group delay is needed, the phase response can have the form

f(v) ¼ f0 � tv (18:14)

where f0 is a constant. With f0¼�p=2, it can be shown [1] that the impulse response is of the form

h(nT) ¼ �h[(N � 1� n)T], 0 � n � N � 1 (18:15)

In this case, the impulse response exhibits antisymmetrical property.

18.1.2 Frequency Response of Linear Phase FIR Filters

The frequency response of a causal linear phase FIR filter can be simplified to some simple forms using
Equations 18.13 and 18.15 and the values of N as follows:

(1) Symmetric impulse response and N¼ odd. In this case,

H(e jvT ) ¼
X(N�3)=2

n¼0

h(nT)e�jvnT þ h
(N � 1)T

2

� �
e�jv(N�1)T=2 þ

XN�1

n¼(Nþ1)=2

h(nT)e�jvnT (18:16)

Using Equation 18.13, letting m¼N� 1� n and changing the limits of summation, and finally letting
m¼ n, the last summation in Equation 18.16 can be reexpressed as

XN�1

n¼(Nþ1)=2

h(nT)e�jvnT ¼
X(N�3)=2

n¼0

h(nT)e�jv(N�1�n)T (18:17)
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Substituting Equation 18.17 into Equation 18.16, one obtains

H(e jvT) ¼
X(N�3)=2

n¼0

h(nT) e�jvnT þ e�jv(N�1�n)T
� �þ h

(N � 1)T
2

� �
e�jv(N�1)T=2 (18:18)

Factoring e�jv(N�1)T=2 in Equation 18.18 and letting k¼ (N� 1)=2� n, Equation 18.18 can be reex-
pressed as

H(e jvT) ¼ e�jv(N�1)T=2
X(N�1)=2

k¼1

h
N � 1
2

� k

� �
T

� �
(e jvkT þ e�jvkT)þ h

(N � 1)T
2

� �( )
(18:19)

Using the property that e juþ e�ju¼ 2 cos u, Equation 18.19 can be simplified to the form

H(e jvT) ¼ e�jv(N�1)T=2
X(N�1)2

k¼1

2h
N � 1
2

� k

� �
T

� �
cos (vkT)þ h

(N � 1)T
2

� �( )
(18:20)

Letting a(o)¼ h[(N� 1)T=2] and a(k)¼ 2h[((N� 1)=2� k)T], Equation 18.20 can be simplified
further to

H(e jvT ) ¼ e�jv(N�1)T=2
X(N�1)=2

k¼0

a(k) cos (vkT)

" #
(18:21)

(2) Symmetric impulse response and N¼ even. For this case, the frequency response takes the form

H(e jvT) ¼ e�jv(N�1)T=2
XN=2�1

k¼0

2h(kT) cos v
N
2
� k� 1

2

� �
T

� �( )
(18:22)

Letting b(k)¼ 2h[N=2� k)T], k¼ 1, 2, . . . , N=2, Equation 18.22 can be expressed as

H(e jvT) ¼ e�jv(N�1)T=2
XN=2

k¼1

b(k) cos v k� 1
2

� �
T

� �( )
(18:23)

An interesting feature of this frequency response is that H(e jvT) is always equal to zero for v¼p,
independent of b(k). This implies that high-pass filter characteristics cannot be realized with this type
of filter.

(3) Antisymmetric impulse response and N¼ odd. For this case, the derivation of the frequency response
is the same as that in (1) except that the cosine summations are replaced by the sine summations
multiplied by j because of Equation 18.15. Hence, the frequency response is given by

H(e jvT ) ¼ je�jv(N�1)T=2
X(N�1)=2

k¼1

2h
N � 1
2

� k

� �
T

� �
sin (vkT)þ h

(N � 1)T
2

� �( )
(18:24)

It should be noted that for odd values of N, Equation 18.15 requires that h[(N� 1)T=2]¼ 0. Letting
c(k)¼ 2h[((N� 1)=2� k)T], k¼ 1, 2, . . . , (N� 1)=2, Equation 18.24 becomes
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H(e jvT ) ¼ je�jv(N�1)T=2
X(N�1)=2

k¼1

c(k) sin (vkT)

( )
(18:25)

A notable feature of this frequency response is that at frequencies v¼ 0 and v¼p, the frequency
response is always zero, independent of c(k).

(4) Antisymmetric impulse response and N¼ even. For this case, the frequency response is the same as
that in (2) except the cosine summations become sine summations multiplied by j as follows:

H(e jvT ) ¼ je�jv(N�1)T=2
XN=2�1

k¼0

2h(kT) sin v
N
2
� k� 1

2

� �
T

� �( )
(18:26)

Letting d(k)¼ 2h[N=2� k)T], k¼ 1, 2, . . . , N=2, Equation 18.26 becomes

H(e jvT ) ¼ je�jv(N�1)T=2
XN=2

k¼1

d(k) sin v k� 1
2

� �
T

� �( )
(18:27)

In this case, the frequency response is zero at v¼ 0, independent of d(k).
In summary, the frequency responses of the four possible types of FIR filters with linear phase are

given in Table 18.1.

18.1.3 Locations of Zeros of Linear Phase FIR Filters

The symmetric and antisymmetric conditions of the impulse response given by Equations 18.13 and
18.15 impose certain constraints on the zeros of the transfer function H(z) [2]. For the case where N is an
odd value, H(z) can be written as

H(z) ¼ z�(N�1)=2
X(N�1)=2

k¼0

a(k)
2

(zk � z�k) (18:28)

where the� sign corresponds to symmetry and antisymmetry in the impulse response respectively, and
a(o) and a(k) are defined in Table 18.1.

TABLE 18.1 Frequency Response of Linear Phase FIR Filters

h(nT) N H(eivT)

Symmetrical Odd e�jv(N�1)T=2 P(N�1)=2

k¼0
a(k) cos (vkT)

Even e�jv(N�1)T=2 PN=2

k¼1
b(k) cos v k� 1

2

	 

T

� �

Antisymmetrical Odd je�jv(N�1)T=2
P(N�1)=2

k¼1
c(k) sin (vkT)

Even je�jv(N�1)T=2 PN=2

k¼1
d(k) sin v k� 1

2

	 

T

� �

Where a(o) ¼ h (N�1)T
2

� �
, a(k) ¼ c(k) ¼ 2h N�1

2 � k
	 


T
� �

, b(k) ¼ d(k) ¼ 2h N
2 � k

	 

T

� �
.
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Substituting z�1 for z in Equation 18.28, one obtains

H(z�1) ¼ z(N�1)=2
X(N�1)=2

k¼0

a(k)
2

(z�k � zk) (18:29)

It follows from Equations 18.28 and 18.29 that

H(z�1) ¼ �z(N�1)H(z) (18:30)

Equation 18.30 shows that H(z) and H(z�1) are identical to within a delay of (N� 1) samples and a
multiplier of �1. Thus, the zeros of H(z�1) are identical to the zeros of H(z). Therefore, if zi¼ rie

jfi is a
zero of H(z), then zi

�1¼ (1=ri)e
�jfi must also be a zero of H(z). This has the following implications on

the zero locations:

1. If ri¼ 1 and fi¼ 0 or p, then the zeros lie at either z¼þ1 or z¼� 1. In these cases, the zero is its
own complex conjugate.

2. If ri¼ 1 and fi 6¼ 0 or p, then the zeros of H(z) that are on the unit circle are also zeros of H(z�1)
that are on the unit circle. Hence, the zeros occur in complex conjugate pairs on the unit circle.

3. If ri 6¼ 1 and fi¼ 0 or p, then the zeros are real and occur in reciprocal pairs on the unit circle.
4. If ri 6¼ 1 and fi 6¼ 0 or p, then the zeros occur in quadruplets with complex conjugate reciprocal

pairs off the unit circle.

Figure 18.1 shows the possible types of zeros for linear phase FIR filters.

18.2 Windowing Techniques

M.H. Er

Windowing is one of the earliest techniques for designing FIR filters [3,4]. The technique is simple
because the filter coefficients can be obtained in closed form without the need for solving complex
optimization problems as in some other sophisticated FIR design techniques. Hence, the design time is
very short and the technique remains an attractive tool for FIR filter design.

Im
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Z1 Z3

1
Z*

4

1
Z4

1
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Z*
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Z*
2

Z4

Re

FIGURE 18.1 Typical zero positions of linear phase filters.
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To understand the windowing technique, first
consider the process of obtaining a finite-length
impulse response by truncating an infinite-
duration impulse response sequence. Suppose
Hd(e

jvT) is an ideal desired low-pass response
with cutoff frequency vc. As the frequency
response of an FIR filter is a periodic function,
it can be expressed as a Fourier series as

Hd(e
jvT ) ¼

X1
n¼�1

hd(nT)e
�jvnT (18:31)

where

hd(nT) ¼ T
2p

ðp=T

�p=T

Hd(e
jvT )e jvnTdv (18:32)

In general, Hd(e
jvT) is piecewise constant with a certain passband and stopband and with discontinuities

at the boundaries between bands. Hence, the impulse sequence hd(nT) is of infinite duration. For
example, for the ideal low-pass response shown in Figure 18.2, the corresponding impulse response
sequence is given by

hd(nT) ¼ vcT
p

sinvcnT
vcnT

� �
, �1 � n � 1 (18:33)

It is clear that Equation 18.33 is a noncausal IIR filter. Also it is unstable and therefore unrealizable.

The rectangular window. One way to obtain a finite-duration causal impulse response is to simply
truncate hd(nT) and introduce sufficient delay to obtain a causal impulse response, i.e., define

h(nT) ¼ h0d(nT) 0 � n � N � 1
0 elsewhere

�
(18:34)

where h0d(nT) is a delay version of hd(nT).
This can be represented as the product of the desired impulse response and a finite-duration window

wr(nT), i.e.,

h(nT) ¼ h0d(nT)wr(nT) (18:35)

where wr(nT) is the rectangular window function defined as

wr(nT) ¼ 1 0 � n � N � 1
0 elsewhere

n
(18:36)

Let u¼vT and using the fact that multiplication of two discrete-time sequences corresponds to a
convolution of their Fourier transforms. Hence,

1

0
0 ωc

ω
π

H
d(e

jω
)

FIGURE 18.2 An ideal low-pass filter specification.
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H(e jv) ¼ 1
2p

ðp

�p

H0
d(e

ju)Wr(e
j(v�u))du (18:37)

where Wr(e
ju) is the spectrum of the rectangular window.

Since the two functions in the integral are periodic, a circular convolution results and the limits of
integration are taken over one period. Thus the frequency response H(e jv) will be a ‘‘smeared’’ version of
the desired response H0

d(e
jv) and the discontinuities in the desired frequency response become transition

bands of H(e jv). To understand this, it is instructive to examine the frequency response for the causal
rectangular window, that is,

Wr(e
jvT ) ¼

XN�1

n¼0

e�jvnT

¼ e�jv(N�1)T=2 sin (vNT=2)
sin (vT=2)

(18:38)

The spectrum Wr(e
jvT) for N¼ 31 is shown in Figure 18.3. The spectrum Wr(e

jvT) has two features that
are worth noting, the mainlobe width and the sidelobe amplitude. The mainlobe width is defined as
the distance between the two points closest to v¼ 0, where Wr(e

jvT) is zero. For a rectangular window,
the mainlobe width is equal to 4p=N. The maximum sidelobe amplitude for Wr(e

jvT) is equal to
approximately �13 dB relative to the maximum value at v¼ 0.

Figure 18.4 shows the log–magnitude response of applying a 31-point rectangular window to approxi-
mate an ideal low-pass filter with a cutoff frequency equal to p=4. It can be seen that the sharp transition
in the ideal response at v¼vc has been converted into a gradual transition. Also, in the passband a series
of overshoots and undershoots occur, and in the stopband, where the desired response is zero, the FIR
filter has a nonzero response. These are the results of the convolution between Wr(e

jvT) and Hd(e
jvT).

The mainlobe of Wr(e
jvT) causes the smearing of the desired response and the sidelobes of Wr(e

jvT)
appear as overshoots and undershoots to the desired response. It is interesting to note that there will
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FIGURE 18.3 Fourier transform of the rectangular window.
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always be oscillations in the function H(e jvT) in the vicinity of the steep transitions in H0
d(e

jvT), no
matter how large the value of N as shown in Figure 18.5 for N¼ 61. This result is known as the Gibbs
phenomenon [2] in the theory of Fourier series.
To reduce the oscillations in H(e jvT), other window functions having spectra exhibiting smaller

sidelobes must be used. To understand how the form of windows should be selected, it is observed
that the sidelobes of the rectangular window represent the high-frequency components and are due to the
sharp transitions from one to zero at the edges of the window. Therefore, the amplitudes of these
sidelobes can be reduced by replacing the sharp transitions by more gradual ones. Some of the most
frequently used window functions are described below.
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FIGURE 18.4 Magnitude response of low-pass FIR filter design using a 31-point rectangular window.
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FIGURE 18.5 Magnitude response of low-pass FIR filter design using a 61-point rectangular window.
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The Bartlett window. The Bartlett window, also known as the triangular window, is defined as

wt(nT) ¼
2n

N�1 0 � n � N�1
2

2� 2n
N�1

N�1
2 � n � N � 1

0 elsewhere

8><
>: (18:39)

The spectrum Wt(e
jvT) is shown in Figure 18.6. As expected, the sidelobe level is smaller than that of the

rectangular window, being reduced from �13 to �25 dB relative to the maximum. However, the
mainlobe width is now 8p=N, twice that of the rectangular window. Hence, there is a trade-off between
mainlobe width and sidelobe level.
Figure 18.7 illustrates the FIR low-pass magnitude response obtained by using the Bartlett window.

Comparing Figure 18.7 to Figure 18.4, it is observed that the Bartlett window produces a smoother
magnitude response.

The Hanning window. The Hanning window, also known as the raised-cosine window, is given by

wc(nT) ¼
1
2 1� cos 2pn

N�1

	 
� �
0 � n � N � 1

0 elsewhere

�
(18:40)

The amplitude spectrum of this window is shown in Figure 18.8 for N¼ 31. The magnitude of the first
sidelobe level is �31 dB, down with respect to the peak value at v¼ 0. Comparing to the triangular
window, there is an improvement of 6 dB. Since the mainlobe widths of both windows are the same, the
Hanning window is preferred over the triangular one.
The amplitude response of the FIR low-pass filter with vc¼p=4 produced by applying the Hanning

window with N¼ 31 is shown in Figure 18.9. The largest peak in the stopband is now reduced to �44 dB
relative to the passband level.
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FIGURE 18.6 Fourier transform of the Bartlett window.
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The Hamming window. The Hamming window is given by

wh(nT) ¼ 0:54� 0:46 cos 2pn
N�1

	 

0 � n � N � 1

0 elsewhere

�
(18:41)

Figure 18.10 shows the amplitude spectrum of the Hamming window, The magnitude of the highest
sidelobe is about �41 dB, a reduction of 10 dB relative to the Hanning window. This reduction is
achieved at the expense of higher sidelobes at the higher frequencies.
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FIGURE 18.7 Magnitude response of low-pass FIR filter design using a 31-point Bartlett window.
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FIGURE 18.8 Fourier transform of the Hanning window.
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Figure 18.11 illustrates the amplitude response of the FIR low-pass filter with vc¼p=4 obtained by
applying the Hamming window for N¼ 31. The first sidelobe peak is�51 dB, a�7 dB improvement with
respect to that using the Hanning window. However, it is noted that as frequency increases, the stopband
attenuation does not increase as much as that produced by using the Hanning window.

The Blackman window. The Blackman window is given by

wb(nT) ¼ 0:42� 0:5 cos 2pn
N�1

	 
þ 0:08 cos 4pn
N�1

	 

0 � n � N � 1

0 elsewhere

�
(18:42)
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FIGURE 18.9 Magnitude response of low-pass FIR filter design using a 31-point Hanning window.
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FIGURE 18.10 Fourier transform of the Hamming window.
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The amplitude response of the Blackman window is shown in Figure 18.12. It can be seen that it has the
highest sidelobe level, down�57 dB from the mainlobe peak. However, the mainlobe width has increased
to 12p=N.

The amplitude response of the FIR low-pass filter obtainedwhen applying the Blackman window is shown
in Figure 18.13. The minimum attenuation in the stopband is about �74 dB, but it occurs for v>p=2.

The Kaiser window. For the foregoing windows, the width of the mainlobe is inversely proportional to N.
However, the minimum stopband attenuation is independent of the window length and is a function of
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FIGURE 18.11 Magnitude response of low-pass FIR filter design using a 31-point Hamming window.
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FIGURE 18.12 Fourier transform of the Blackman window.
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the selected window. Hence, to meet a desired stopband attenuation, the designer is forced to select a
window that meets the design specifications. It is worth noting that windows with low sidelobe levels
have broader mainlobe widths, hence requiring an increase in the order of the filter N to achieve the
desired transition width.
In 1974, Kaiser [4] introduced a new window, now known as the Kaiser window, based on discrete-

time approximations of the prolate spheroidal wave functions. This window has a variable parameter b,
which can be varied to control the sidelobe level with respect to the mainlobe peak. As in other windows,
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FIGURE 18.13 Magnitude response of low-pass FIR filter design using a 31-point Blackman window.
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FIGURE 18.14 Magnitude responses of low-pass FIR filter design using a 31-point Kaiser window with b¼ 1 (solid
line), b¼ 6 (dash line), and b¼ 10 (dotted line).

18-14 Passive, Active, and Digital Filters



the mainlobe width can be adjusted by changing the length of the window, which in turn adjusts the
transition width of the filter. Therefore, FIR filters can be efficiently designed using the Kaiser window.

The Kaiser windows are defined by

wk(nT) ¼
I0 2b

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n

N�1� n
N�1ð Þ2

q �
I0(b)

0 � n � N � 1

0 elsewhere

8<
: (18:43)

where I0(x) is the modified zeroth-order Bessel function of the first kind. Kaiser has shown that these
windows are nearly optimum in the sense of having the largest energy in the mainlobe for a given peak
sidelobe amplitude.
To give an impression of the results that can be obtained by using Kaiser windows, Figure 18.14 shows

the amplitude responses of an FIR low-pass filter design with N¼ 31 and vc¼p=4 and with b¼ 1, b¼ 6,
and b¼ 10. As the value of b increases, the stopband attenuation of the low-pass filter increases and the
transition band widens. Proper choice of N then leads to the final design.
The windows discussed above are compared in terms of their mainlobe width and the maximum

sidelobe level in Table 18.2.
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18.3 Design of FIR Filters by Optimization

Andreas Antoniou

18.3.1 Equiripple FIR Filters

The design of FIR filters can be accomplished either through noniterative or iterative methods. Non-
iterative methods entail the use of a small set of closed-form formulas and are, as a consequence, simple
to apply. A frequently used method of this class is through the use of the Fourier series in conjunction

TABLE 18.2 Spectral Properties of N-Point Windows

Window
Mainlobe
Width

Peak Amplitude
of Sidelobe (dB)

Rectangular 4p=N �13

Bartlett 8p=N �25

Hanning 8p=N �31

Hamming 8p=N �41

Blackman 12p=N �57

FIR Filters 18-15



with window functions. Iterative methods are based on the application of optimization techniques.
These are characterized by a substantial increase in the computational complexity, but often lead to
designs that are optimal in some respect.
This section deals with an iterative method for the design of FIR filters known as the weighted-

Chebyshev method. In this approach, an error function is formulated for the desired filter in terms of a
linear combination of cosine functions and is then minimized by using a very efficient multivariable
optimization algorithm known as the Remez exchange algorithm. When convergence is achieved, the
error function becomes equiripple, as in other Chebyshev solutions. The amplitude of the error in
different frequency bands of interest is controlled by applying weighting to the error function.
The weighted-Chebyshev method is very flexible and can be used to obtain optimal solutions for most

types of FIR filters, e.g., digital differentiators, Hilbert transformers, and low-pass, high-pass, bandpass,
bandstop, and multiband filters with piecewise-constant amplitude responses. Furthermore, it can be
used to design filters with arbitrary amplitude responses. Consequently, it is widely used. In common
with other optimization methods, the weighted-Chebyshev method requires a large amount of compu-
tation; however, as the cost of computation is becoming progressively cheaper with time, this disadvan-
tage is not a serious one.
The underlying principles of the weighted-Chebyshev method were proposed during the early 1970s

[1–3] and a series of developments soon after [4–8] led to the well-known computer program of
McClellan et al. [9]. Some more recent enhancements to the method are reported in Refs. [10,11].
A detailed treatment of the subject can be found in Ref. [12].

18.3.2 Problem Formulation

An FIR filter with a symmetrical impulse response and odd length N can be represented by the transfer
function

H(z) ¼
XN�1

n¼0

h(nT)z�n

If we assume a sampling rate vs¼ 2p, we have T¼ 2p=vs¼ 1 s, and hence the frequency response of the
filter can be expressed as

H(e jvT) ¼ e�jcvPc(v)

where

Pc(v) ¼
Xc

k¼0

ak cos kv (18:44)

with

a0 ¼ h(c)

ak ¼ 2h(c� k) for k ¼ 1, 2, . . . , c

c ¼ (N � 1) 2=

For a desired frequency response e�jcvD(v) and a specified weighting function W(v), an error function
E(v) can be constructed as

E(v) ¼ W(v) D(v)� Pc(v)½ � (18:45)
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If it were possible to minimize the magnitude of the above error such that

E(v)j j � dp

with respect to some compact subset of the frequency interval [0, p], say V, a filter would be obtained
in which

E0(v)j j ¼ D(v)� Pc(v)j j � dp

W(v)j j for v 2 V (18:46)

In an equiripple filter, the magnitude of the error oscillates uniformly between zero and some maximum
in each passband and stopband. In a low-pass equiripple filter, the amplitude response assumes the form
depicted in Figure 18.15, where dp and da are the amplitudes of the passband and stopband ripples, and
vp and va are the passband and stopband edges, respectively. Hence, we require

D(v) ¼ 1 for 0 � v � vp

0 for va � v � p

�

with

E0(v)j j � dp for 0 � v � vp

da for va � v � p

�
(18:47)

Therefore, from Equations 18.46 and 18.47 we deduce

W(v) ¼ 1 for 0 � v � vp

dp=da for va � v � p

(

Similarly, for high-pass filters, we obtain

D(v) ¼ 0 for 0 � v � va

1 for vp � v � p

(

ω

ωaωp

δa

1 − δp  

1.0 

1 + δp 

G
ain

 

FIGURE 18.15 Amplitude response of equiripple low-pass filter. (Reproduced from Antoniou, A. Digital Filters:
Analysis, Design, and Applications, McGraw-Hill, New York, 1993. With permission.)
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and

W(v) ¼ dp=da for 0 � v � va

1 for vp � v � p

(

Bandpass and bandstop filters. The above formulation can be easily extended to other types of filters.
For bandpass filters, we have

D(v) ¼
0 for 0 � v � va1

1 for vp1 � v � vp2

0 for va2 � v � p

8><
>:

and

W(v) ¼
dp=da for 0 � v � va1

1 for vp1 � v � vp2

dp=da for va2 � v � p

8><
>:

where dp and da are the amplitudes of the passband and stopband ripples, respectively, vp1 and vp2 are
the passband edges, and va1 and va2 are the stopband edges, as depicted in Figure 18.16. On the other
hand, for bandstop filters

D(v) ¼
1 for 0 � v � vp1

0 for va1 � v � va2

1 for vp2 � v � p

8><
>:

and

W(v) ¼
1 for 0 � v � vp1

dp=da for va1 � v � va2

1 for vp2 � v � p

8><
>:

π
ωp2 ωa2ωa1 ωp1

ω

δa

 
1.0 

1 + δp

1 – δp

G
ain

 

FIGURE 18.16 Amplitude response of equiripple bandpass filter. (Reproduced from Antoniou, A. Digital Filters:
Analysis, Design, and Applications, McGraw-Hill, New York, 1993. With permission.)
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The alternation theorem. An effective approach for the design of equiripple filters is to solve the minimax
problem

minimize
x

n
max
v

jE(v)j
o

(18:48)

where

x ¼ a0 a1 � � � ac½ �T

is a column vector whose elements are the coefficients of the transfer function of the filter, which happen
to be the values of the impulse response. The solution of this problem exists by virtue of the so-called
alternation theorem [13], which is as follows.

THEOREM 18.1

If Pc(v) is a linear combination of r¼ cþ 1 cosine functions of the form

Pc(v) ¼
Xc

k¼0

ak cos kv

then a necessary and sufficient condition that Pc(v) be the unique, best, weighted-Chebyshev approxima-
tion to a continuous function D(v) on V, where V is a compact subset of the frequency interval [0, p], is
that the weighted error function E(v) exhibit at least rþ 1 extremal frequencies in V, i.e., there must exist
at least rþ 1 points v̂ in V such that

v̂0 < v̂1 < � � � < v̂r

E(v̂i) ¼ �E(v̂iþ1) for i ¼ 0, 1, . . . , r � 1

and

E(v̂i)j j ¼ max
v2V

E(v)j j for i ¼ 0, 1, . . . , r

From the alternation theorem and Equation 18.45 we can write

E(v̂i) ¼ W(v̂i)[D(v̂i)� Pc(v̂i)] ¼ (�1)id (18:49)

for i¼ 0, 1, . . . , r, where d is a constant. This system of equations can be put in matrix form as

1 cos v̂0 cos 2v̂0 � � � cos cv̂0
1

W(v̂0)

1 cos v̂1 cos 2v̂1 � � � cos cv̂1
�1

W(v̂1)

..

. ..
. ..

. ..
. ..

. ..
.

1 cos v̂r cos 2v̂r � � � cos cv̂r
(�1)r

W(v̂r)

2
66664

3
77775

a0
a1
..
.

ac
d

2
666664

3
777775
¼

D(v̂0)
D(v̂1)

..

.

D(v̂r)

2
6664

3
7775 (18:50)

If the extremal frequencies (or extremals for short) were known, coefficients ak and, in turn, the
frequency response of the filter could be computed using Equation 18.44. The solution of this system
exists since the above (r þ1)3 (r þ1) matrix is nonsingular [13].
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18.3.2.1 Remez Exchange Algorithm

The Remez exchange algorithm is an iterative multivariable algorithm, which is naturally suited for the
solution of the minimax problem stated in Equation 18.48. It is based on the second optimization method
of Remez [14] and involves the following basic steps.

ALGORITHM 18.1: Basic Remez Exchange Algorithm

1. Initialize extremals v̂0, v̂1, . . . , v̂r ensuring that an extremal is assigned at each band edge.
2. Locate the frequencies

˘

v0,

˘

v1, . . . ,

˘

vr at which jE(v)j is maximum and jE(

˘

vi)j � d. These
frequencies are potential extremals for the next iteration.

3. Compute the convergence parameter

Q ¼
max E(

˘

vi)
��� ����min E(

˘

vi)
��� ���

max E(

˘

vi)
��� ���

where i¼ 0, 1, . . . , r.
4. Reject r� r superfluous potential extremals

˘

vi according to an appropriate rejection criterion and
renumber the remaining

˘

vi sequentially; then set v̂i¼

˘

vi for i¼ 0, 1, . . . , r.
5. If Q> e, where e is a convergence tolerance (say e¼ 0.01), repeat from step 2; otherwise continue

to step 6.
6. Compute Pc(v) using the last set of extremals; then deduce h(n), the impulse response of the

required filter, and stop.

The amount of computation required by the algorithm tends to depend quite heavily on the initialization
scheme used in step 1, on the search method used for the location of the maxima of the error function in
step 2, and on the criterion used to reject superfluous frequencies

˘

vi in step 4.

Initialization of extremals. The simplest scheme for the initialization of extremals v̂i for i¼ 0, 1, . . . , r is to
assume that they are uniformly spaced in the frequency bands of interest. If there are J distinct bands in
the required filter of widths B1, B2, . . . , BJ and extremals are to be located at the left-hand and right-hand
band edges of each band, the sum of these bandwidths should be divided into rþ 1� J intervals. Thus the
average interval between adjacent extremals is

W0 ¼ 1
r þ 1� J

XJ

j¼1

Bj

Since the quantities Bj=W0 need not be integers, the use ofW0 for the generation of the extremals will almost
always result in a fractional interval in each band. This problem can be avoided by rounding the number of
intervals Bj=W0 to the nearest integer and then readjusting the frequency interval for the corresponding band
accordingly. This can be achieved by letting the number of intervals in bands j and J be

mj ¼ Int
Bj

W0
þ 0:5

� �
for j ¼ 1, 2, . . . , J � 1

and

mJ ¼ r �
XJ�1

j¼1

(mj þ 1)
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respectively, and then recalculating the frequency intervals for the various bands as

Wj ¼ Bj

mj
for j ¼ 1, 2, . . . , J

A more sophisticated initialization scheme, which was found to give good results, is described
in Ref. [15].

Location of maxima of the error function. The frequencies,

˘

vi, which must include maxima at band edges
if jE(

˘

vi j � jdj, can be located by simply evaluating jE(v)j over a dense set of frequencies. A reasonable
number of frequency points that yield sufficient accuracy in the determination of the frequencies

˘

vi are
8(Nþ 1). This corresponds to about 16 frequency points per ripple of jE(v)j. A suitable frequency
interval for the jth band is wj¼Wj=S with S¼ 16.

The above exhaustive search can be implemented in terms of Algorithm 18.2 below, where vLj and vRj

are the left-hand and right-hand edges in band j; Wj is the interval between adjacent extremals and mj is
the number of intervalsWj in band j; wj is the interval between successive samples of jE(v)j in intervalWj

and S is the number of intervals wj in each intervalWj; Nj is the total number of intervals wj in band j; and
J is the number of bands.

ALGORITHM 18.2: Exhaustive Step-by-Step Search

1. Set Nj¼mjS, wj¼Bj=Nj, and e¼ 0.
2. For each of bands 1, 2, . . . , j, . . . , J do the following. For each of frequencies v1j¼vLj, v2j¼vLjþ

vj, . . . , vij¼vLJþ (i� 1)vj, . . . , v(Njþ1)j¼vRj, set v̂e¼vij and e¼ eþ 1 provided that jE(vij)j � jdj
and one of the following conditions holds:
(a) Case vij¼vLj: if jE(vij)j is maximum at vij¼vLj (i.e., jE(vLj)j> jE(vLjþ e)j)
(b) CasevLj<vij<vRj: if jE(v)j is maximum atv¼vij (i.e., jE(vij�vj)j< jE(vij)j> jE(vijþvj)j)
(c) Case vij¼vRj: if jE(vij)j is maximum at vij¼vRj (i.e., jE(vRj)j> jE(vRj� e)j)

The parameter e in steps 2(a) and 2(c) is a small positive constant and a value 10�2wj yields satisfactory
results.
In practice, jE(v)j is maximum at an interior left-hand band edge* if its first derivative at the band

edge is negative, and a mirror-image situation applies at an interior right-hand band edge. In such cases,
jE(v)j has a zero immediately to the right or left of the band edge and the inequality in step 2(a) or 2(c)
may sometimes fail to identify a maximum. However, the problem can be avoided by using the inequality
jE(vLj� e)j> jE(vLj)j in step 2(a) and jE(vRj)j< jE(vRjþ e)j in step 2(c) for interior band edges.

In rare circumstances, a maximum of jE(v)jmay occur between a band edge and the first sample point.
Such a maximum may be missed by Algorithm 18.2, but the problem can be easily identified since the
number of potential extremals will then be less than the minimum. The remedy is to check the number of
potential extremals at the end of each iteration and if it is found to be less than rþ 1, the density of sample
points, i.e., S is doubled and the iteration is repeated. If the problem persists, the process is repeated until
the required number of potential extremals is obtained. If a value of S equal to or less than 256 does not
resolve the problem, the loss of potential extremals is most likely due to some other reason.
An important precaution in the implementation of the preceding search method is to ensure that

extremals belong to the dense set of frequency points to avoid numerical ill-conditioning in the
computation of E(v) (see Equations 18.49 and 18.51). In addition, the condition jE(vij)j � jdj should

* An interior band edge is one in the range 0<v <p, i.e., not at v¼ 0 or p.
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be replaced by jE(vij)j> jdj – e1, where e1 is a small positive constant, say 10�6, to ensure that no maxima
are missed owing to roundoff errors.
The search method is very reliable and its use in Algorithm 18.1 leads to a robust algorithm since the

entire frequency axis is searched using a dense set of frequency points. Its disadvantage is that it requires
a considerable amount of computation and is, therefore, inefficient.
A more efficient version of Algorithm 18.2 is obtained by maintaining all the interior band edges as

extremals throughout the optimization independently of the behavior of the error function at the band
edges. However, the algorithm obtained tends to be somewhat less robust, i.e., it tends to fail more
frequently than Algorithm 18.2.

Computation of jE(v)jand Pc(v). In steps 2 and 6 of the basic Remez algorithm (Algorithm 18.1), jE(v)j
and Pc(v) need to be evaluated. This can be done by determining coefficients ak by inverting the matrix
in Equation 18.50. However, this approach is inefficient and may be subject to numerical ill-conditioning,
in particular, if d is small and N is large. An alternative and more efficient approach is to deduce d

analytically and then interpolate Pc(v) on the r frequency points using the barycentric form of the
Lagrange interpolation formula. The necessary formulation is as follows.
Parameter d can be deduced as

d ¼
Pr

k¼0 akD(v̂k)Pr
k¼0

(�1)kak
W(v̂k)

and Pc(v) is given by

Pc(v) ¼
Ck for v ¼ v̂0, v̂1, . . . , v̂r�1Pr�1

k¼0

bkCk
x�xkPr�1

k¼0

bk
x�xk

otherwise

8><
>: (18:51)

where

ak ¼
Yr

i¼0,i6¼k

1
xk � xi

Ck ¼ D(v̂k)� (�1)k
d

W(v̂k)

bk ¼
Yr�1

i¼0,i6¼k

1
xk � xi

with

x ¼ cosv and xi ¼ cos v̂i for i ¼ 0, 1, 2, . . . , r

In step 2 of the Remez algorithm, jE(v)j often needs to be evaluated at a frequency that was an extremal
during the previous iteration. For these cases, the magnitude of the error function is simply jdj according
to Equation 18.49, and need not be evaluated. This would reduce the amount of computation to some
extent.
An alternative formulation that simplifies the implementation of the Remez exchange algorithm can be

found in Ref. [12].
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Rejection of superfluous potential extremals. The solution of Equation 18.50 can be obtained only if
precisely rþ 1 extremals are available. By differentiating E(v), one can show that in a filter with one
frequency band of interest (e.g., a digital differentiator) the number of maxima in jE(v)j (potential
extremals in step 2 of Algorithm 18.1) can be as high as rþ 1. In the weighted-Chebyshev method, band
edges at which jE(v)j is maximum or jE(v)j � jdj are treated as potential extremals (see Algorithm 18.2).
Therefore, whenever the number of frequency bands is increased by one, the number of potential
extremals is increased by 2, i.e., for a filter with J bands there can be as many as rþ 2J� 1 frequencies˘

vi and a maximum of 2J� 2 superfluous

˘

vi may occur. This problem is overcome by rejecting r� r of the
potential extremals

˘

vi, if r> r, in step 4 of the algorithm.
A simple rejection scheme is to reject the r� r frequencies

˘

vi that yield the lowest jE(

˘

vi)j and then
renumber the remaining

˘

vi from 0 to r [8]. This strategy is based on the well-known fact that the
magnitude of the error in a given band is inversely related to the density of extremals in that band, i.e., a
low density of extremals results in a large error and a high density results in a small error. Conversely,
a low band error is indicative of a high density of extremals, and rejecting superfluous

˘

vi in such a band is
the appropriate course of action.
A problem with the scheme just described is that whenever a frequency remains an extremal in two

successive iterations, jE(v)j assumes the value of jdj in the second iteration by virtue of Equation 18.49.
In practice, there are almost always several frequencies that remain extremals from one iteration to
the next, and the value of jE(v)j at these frequencies will be the same. Consequently, the rejection
of potential extremals on the basis of the magnitude of the error can become arbitrary and may lead to
the rejection of potential extremals in bands where the density of extremals is low. This tends
to increase the number of iterations, and it may even prevent the algorithm from converging on
occasion. This problem can to some extent be alleviated by rejecting only potential extremals that are
not band edges.
An alternative rejection scheme based on the aforementioned strategy, which gives excellent results for

two-band and three-band filters, involves ranking the frequency bands in the order of lowest average
band error, dropping the band with the highest average error from the list, and then rejecting potential
extremals, one per band, in a cyclic manner starting with the band with the lowest average error [11].
The steps involved are as follows.

ALGORITHM 18.3: Rejection of Superfluous Potential Externals

1. Compute the average band errors

Ej ¼ 1
vj

X
v̂i2Vj

E(

˘

vi)
��� ��� for j ¼ 1, 2, . . . , J

where Vj is the set of potential externals in band j given by

Vj ¼

˘

vj :vLj �

˘

vj � vRj

n o

vj is the number of potential externals in band j, and J is the number of bands.
2. Rank the J bands in the order of lowest average error and let l1, l2, . . . , lJ be the ranked list obtained,

i.e., l1 and lJ are the bands with the lowest and highest average errors, respectively.
3. Reject one

˘

vi in each of bands l1, l2, . . . , lJ�1, l1, l2, . . . , l1 until r� r superfluous

˘

vi are rejected.
In each case, reject the

˘

vi, other than a band edge, that yields the lowest jE(

˘

vi)j in the band.

FIR Filters 18-23



For example, if J¼ 3, r� r¼ 3, and the average errors for bands 1, 2, and 3 are, respectively, 0.05, 0.08,
and 0.02, then

˘

vi are rejected in bands 3, 1, and 3. Note that potential extremals are not rejected in band 2,
which is the band of highest average error.

Computation of impulse response. The impulse response in step 6 of Algorithm 18.1 can be determined by
noting that function Pc(v) is the frequency response of a noncausal version of the required filter. The
impulse response of this filter, represented by h0(n) for �c� n� c, can be determined by computing
Pc(kV) for k¼ 0, 1, 2, . . . , c, whereV¼ 2p=N, and then using the inverse discrete Fourier transform. It can
be shown that

h0(n) ¼ h0(�n) ¼ 1
N

Pc(0)þ
Xc

k¼1

2Pc(kV) cos
2pkn
N

� �" #

for n¼ 0, 1, 2, . . . , c. Therefore, the impulse response of the required causal filter is given by

h(n) ¼ h0(n� c)

for n¼ 0, 1, 2, . . . , N� 1.

18.3.2.2 Improved Search Methods

For a filter of length N, with the number of intervals wj in each internalWj equal to S, the exhaustive step-
by-step search described (Algorithm 18.2) requires about S3 (Nþ 1)=2 function evaluations, where each
function evaluation entails N� 1 additions, (Nþ 1)=2 multiplications, and (Nþ 1)=2 divisions (see
Equation 18.51).
A Remez optimization usually requires 4 to 8 iterations for low-pass or high-pass filters, 4 to 10

iterations for bandpass filters, and 4 to 12 iterations for bandstop filters. Further, if prescribed specifi-
cations are to be achieved and the appropriate value of N is unknown, typically two to four Remez
optimizations have to be performed.* Thus, if N¼ 101, S¼ 16, number of Remez optimizations¼ 4,
iterations per optimization¼ 6, the design would entail 24 iterations, 19,200 function evaluations,
1.923 106 additions, 0.9793 106 multiplications, and 0.9793 106 divisions. This is in addition to the
computation required for the evaluation of d and coefficients ak, Ck, and bk once per iteration. In effect,
the amount of computation required to complete a design is quite substantial.
The bulk of the computation in Algorithm 18.2 is carried out to locate the maxima of jE(v)j and the

large amount of computation is a consequence of the exhaustive character of the search. Therefore, any
attempt to reduce the computational complexity of the Remez exchange algorithm must of necessity
involve a more efficient search for the maxima of jE(v)j.
The error function in the weighted-Chebyshev method is well behaved in practice, and is normally

unimodal between successive zeros, as can be seen in Figures 18.15 and 18.16. Hence, the maxima of
jE(v)j can be located through more sophisticated search methods that utilize gradient information. Two
such methods are the so-called selective step-by-step search and cubic-interpolation search reported in
Refs. [10,11]. Collectively, the two search methods can reduce the amount of computation to about one-
fifth the amount required by the exhaustive search.

Selective step-by-step search. The underlying principle in the development of the selective step-by-step
search is that normally there is strict alternation between the maxima and the zeros of jE(v)j. In a given
iteration, the maxima of jE(v)j are either old maxima from the previous iteration that have moved or
new maxima introduced at band edges. New interior maxima may also arise, in theory, but such
occurrences are quite rare in practice.

* See Section 18.3.2.3.
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The selective step-by-step search involves three distinct parts as follows:

(1) Maxima that correspond to previous maxima are located by searching in the neighborhoods of the
most recent set of extremals in a step-by-step fashion using the first derivative of jE(v)j. If the first
derivative is positive at an extremal, the search is carried out to the right of the extremal; otherwise,
the search is carried out to the left of the extremal.

(2) New maxima at band edges can be located by noting the circumstances under which new maxima
can arise. These are as follows:
a. To the right of v¼ 0 (first band), if there is an extremal and jE(v)j has a minimum at v¼ 0
b. To the left of v¼p (last band), if there is an extremal and jE(v)j has a minimum at v¼p

c. At v¼ 0, if there is no extremal at v¼ 0
d. At v¼p, if there is no extremal at v¼p

e. To the right of an interior left-hand edge
f. To the left of an interior right-hand edge
g. At v¼vLj, if there is no extremal at v¼vLj

h. At v¼vRj, if there is no extremal at v¼vRj

(3) New interior maxima, which cannot be located by the checks in (1) and (2) can be found by noting
the presence of large gaps in the set of potential extremals identified in (1) and (2). If the difference
between two consecutive potential extremals exceeds 1.5 to 2 times the initial interval between
extremals (i.e., Wj), then the interval is checked for additional maxima.

If a selective step-by-step search based on the above principles is used in Algorithm 18.1, then at the start
of the optimization the distance between a typical extremal v̂i and the nearby maximum point

˘

vi will be
less than half the period of the corresponding ripple of jE(v)j, owing to the relative symmetry of
the ripples of the error function. In effect, during the first iteration less than half of the combined
width of the different bands needs to be searched. Thus the number of function evaluations required
would be reduced from about 16 to less than 8 per extremal in practice. This will reduce the number of
function evaluations bymore than 50% relative to that required by the exhaustive search of Algorithm 18.1
without degrading the accuracy of the optimization in any way. As the optimization progresses and the
solution is approached, extremal v̂i and maximum point

˘

vi tend to coincide and, therefore, the cumulative
length of the frequency range that has to be searched is progressively reduced, thereby resulting in further
economies in the number of function evaluations. In the last iteration, only two or three function
evaluations are needed (including derivatives) per ripple. As a result, the total number of function
evaluations can be reduced by 65%–70% relative to that required by the exhaustive search [10,11].

Cubic-interpolation search. The maxima in item (1) of the above method can also be found through the
use of one stage of polynomial interpolation. Either quadratic or cubic interpolation can be used. In
these methods, a polynomial approximation is obtained for the magnitude of the error function in the
neighborhood of a given extremal and the location of the maximum is determined by finding the point at
which the first derivative is zero. Although cubic interpolation entails a more complicated formulation
than quadratic interpolation, it leads to improved accuracy, which tends to translate into improved
efficiency.
Several choices are possible in setting up a cubic-interpolation search for the problem at hand. One

that was found to work well in practice entails evaluating jE(v)j at three frequency points and its
derivative at one point. Choosing the extremal itself as one of the points reduces the computation further
since the value of jE(v)j is known to be jdj from the previous iteration. Thus this scheme entails three
function evaluations per extremal.
The computational complexity of the cubic-interpolation search described remains constant from

iteration to iteration since the number of function evaluations required to perform an interpolation is
constant. At the start of the optimization, the cubic-interpolation search is more efficient than the
selective step-by-step search. However, as the solution is approached the number of function evaluations
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required by the selective search is progressively reduced, as was stated earlier, and at some point the
selective search becomes more efficient. A prudent strategy under the circumstances is to use the cubic-
interpolation search at the start of the optimization and switch over to the selective step-by-step search
when some suitable criterion is satisfied. Extensive experimentation has shown that computational
advantage can be gained by using the cubic-interpolation search if parameter Q (see Algorithm 18.1) is
greater than about 0.65 and the selective search otherwise. The use of the cubic-interpolation search
along with the selective step-by-step search of the preceding section can reduce the number of function
evaluations by 70%–85% relative to that required by the exhaustive search [10,11].
More information, including the necessary formulation as well as a practical and efficient implemen-

tation of the Remez exchange algorithm in terms of the above search methods, can be found in Ref. [12].

Example 18.1

The Remez algorithm was used with (1) the exhaustive search, (2) the selective step-by-step search, and
(3) the selective search in conjunction with the cubic-interpolation search to design an FIR equiripple
high-pass filter satisfying the following specifications:

Filter length N: 23
Passband edge vp: 2.0 rad=s
Stopband edge va: 1.0 rad=s
Ratio dp=da: 15.0
Sampling frequency vs: 2p rad=s

The progress of the design is illustrated in Table 18.3. As can be seen, the exhaustive and selective
search methods required six iterations each, whereas the selective search in conjunction with
cubic interpolation required seven iterations. However, the number of function evaluations (evaluations
of Pc(v) using Equation 18.51 plus evaluations of its first or second derivative) decreased from 1013 in
the first method to 350 in the second method to 259 in the third method. In the Remez algorithm,
approximately 80%–90% of the computational effort involves function evaluations. In effect,
relative to that required by the exhaustive search, the use of the selective step-by-step search
reduced the amount of computation by about 65.4%, and the use of the selective step-by-step search
in conjunction with the cubic-interpolation search reduced the amount of computation by
about 74.4%.
The three methods resulted in approximately the same impulse responses, as can be seen in Table

18.4, and the passband ripple and minimum stopband attenuation obtained in each case were 0.043 and
75.7 dB, respectively. The amplitude response of the filter is illustrated in Figure 18.17.

TABLE 18.3 Progress in Design of High-Pass Filter (Example 18.1)

Iteration
Number

Exhaustive Search Selective Search
Selective Search with
Cubic Interpolation

Q FEs Q FEs Q FEs

1 0.9912 169 0.9912 93 0.9912 66

2 0.9207 168 0.9207 86 0.9406 44

3 0.9480 169 0.9480 55 0.8830 42˘

v32 rejected

4 0.7249 169 0.7249 62 0.6952 31

5 0.0923 169 0.0923 31 0.1417 31

6 0.0017 169 0.0017 23 0.0102 23

7 — — — — 0.0000 22

Total FE’s 1013 350 259
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TABLE 18.4 Impulse Response of High-Pass Filter (Example 18.1)

n

h0(n)¼ h0(�n)

Exhaustive or
Selective Search

Selective Search with
Cubic Interpolation

0 5.0349543 10�1 5.0350773 10�1

1 �3.1235383 10�1 �3.1235353 10�1

2 �3.0857313 10�3 �3.0978293 10�3

3 8.9329143 10�2 8.9329113 10�2

4 2.0532353 10�3 2.0635643 10�3

5 �3.8981183 10�2 �3.8981773 10�2

6 �8.4673753 10�4 �8.5400793 10�4

7 1.6608003 10�2 1.6608583 10�2

8 5.4015853 10�5 5.8920083 10�5

9 �6.1004653 10�3 �6.1019793 10�3

10 7.2984113 10�4 7.2811923 10�4

11 9.2756543 10�4 9.2854823 10�4
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FIGURE 18.17 Amplitude response of equiripple high-pass filter (Example 18.1): (a) baseband and (b) passband.
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Example 18.2

In this example, the Remez algorithm was used with (1) the exhaustive search, (2) the selective step-by-
step search, and (3) the selective step-by-step search in conjunction with the cubic-interpolation search
to design an FIR equiripple bandstop filter satisfying the following specifications:

Filter length N: 29
Lower passband edge vp1: 0.8 rad=s
Upper passband edge vp2: 2.1 rad=s
Lower stopband edge va1: 1.1 rad=s
Upper stopband edge va2: 1.8 rad=s
Ratio dp1=da: 5.0
Ratio dp1=dp2: 2.0
Sampling frequency vs: 2p rad=s

The progress of the design is illustrated in Table 18.5. In this example, each of the three methods
required four iterations. The number of function evaluations decreased from 804 in the first
method to 190 in the second method to 131 in the third method. In effect, the use of the selective
step-by-step search reduced the amount of computation by about 76.4%, and the use of the

TABLE 18.5 Progress in Design of Bandstop Filter (Example 18.2)

Iteration
Number

Exhaustive Search Selective Search
Selective Search with
Cubic Interpolation

Q FEs Q FEs Q FEs

1 0.6836 201 0.6836 79 0.6940 36

2 0.3138 201 0.3138 51 0.2378 36

3 0.0804 201 0.0804 34 0.0675 32

4 0.0000 201 0.0000 26 0.0007 27

Total FE’s 804 190 131

TABLE 18.6 Impulse Response of Bandstop Filter (Example 18.2)

h0(n)¼ h0(�n)

n
Exhaustive or
Selective Search

Selective Search with
Cubic Interpolation

0 6.6566293 10�1 6.6564783 10�1

1 �4.1873273 10�2 �4.1865103 10�2

2 2.6353703 10�1 2.6352973 10�1

3 8.0055213 10�2 8.0053073 10�2

4 �1.1312843 10�1 �1.1310563 10�1

5 �3.6916453 10�2 �3.6919323 10�2

6 �9.9140853 10�4 �1.0136213 10�3

7 �3.0189173 10�2 �3.0170173 10�2

8 2.9317763 10�2 2.9300063 10�2

9 5.0224903 10�2 5.0224503 10�2

10 �9.7159883 10�3 �9.6873453 10�3

11 �2.5507903 10�2 �2.5535433 10�2

12 �4.0232653 10�4 �3.8270293 10�4

13 �3.4107413 10�2 �3.4120073 10�2

14 �1.4219393 10�2 �1.4241893 10�2
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selective step-by-step search in conjunction with the cubic-interpolation search reduced the amount of
computation by about 83.7%, relative to that required by the exhaustive search.
The three methods resulted in approximately the same impulse responses, as can be seen in Table 18.6.

The amplitude response of the filter is illustrated in Figure 18.18; the passband ripples obtained for the two
passbands were 1.78 and 0.89 dB, respectively, and the minimum stopband attenuation was 33.79 dB.
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FIGURE 18.18 Amplitude response of equiripple bandstop filter (Example 18.2): (a) baseband, (b) lower passband,
and (c) upper passband.
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18.3.2.3 Prescribed Specifications

Given a filter length N, a set of passband and stopband edges, and a ratio dp=da, an FIR filter with
approximately piecewise-constant amplitude-response specifications can be readily designed. While the
filter obtained will have passband and stopband edges at the correct locations and the ratio dp=da will be
as required, the amplitudes of the passband and stopband ripples are highly unlikely to be precisely as
specified. An acceptable design can be obtained by predicting the value of N on the basis of the required
specifications and then designing filters for increasing or decreasing values of N until the lowest value of
N that satisfies the specifications is found.
A reasonably accurate empirical formula for the prediction of N for the case of low-pass and high-pass

filters, due to Hermann et al. [16], is

N ¼ Int
(D� FB2)

B
þ 1:5

� �
(18:52)

where

B ¼ va � vp

�� ��=2p
D ¼ 0:005309( log dp)

2 þ 0:07114 log dp � 0:4761
� �

log da

� 0:00266( log dp)
2 þ 0:5941 log dp þ 0:4278

� �
F ¼ 0:51244( log dp � log da)þ 11:012

Interestingly this formula can also be used to predict the filter length in the design of bandpass, bandstop,
and multiband filters in general. In these filters, a value of N is computed for each transition band
between a passband and stopband or a stopband and passband using Equation 18.52 and the largest value
of N so obtained is taken to be the predicted filter length. Prescribed specifications can be achieved by
using the following design algorithm.

ALGORITHM 18.4: Design of Filters Satisfying Prescribed Specifications

1. Compute N using Equation 18.52; if N is even, set N¼Nþ 1.
2. Design a filter of length N and determine the minimum value of d, say �d.
A. If �d> dp, then do the following:

i. Set N¼Nþ 2, design a filter of length N, and find �d.
ii. If �d� dp, then go to step 3; else, go to step 2(A)(i).

B. If �d< dp, then do the following:
i. Set N¼N� 2, design a filter of length N, and find �d.
ii. If �d> dp then go to step 4; else, go to step 2(B)(i).

3. Use the last set of extremals and the corresponding value of N to obtain the impulse response of the
required filter and stop.

4. Use the last but one set of extremals and the corresponding value of N to obtain the impulse
response of the required filter and stop.

Example 18.3

Algorithm 18.4 was used to design an FIR equiripple bandpass filter that would satisfy the following
specifications:
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Odd filter length
Maximum passband ripple Ap: 0.5 dB
Minimum stopband attenuation Aa1: 50.0 dB
Minimum stopband attenuation Aa2: 30.0 dB
Lower passband edge vp1: 1.2 rad=s
Upper passband edge vp2: 1.8 rad=s
Lower stopband edge va1: 0.9 rad=s
Upper stopband edge va2: 2.1 rad=s
Sampling frequency vs: 2p rad=s

The progress of the design is illustrated in Table 18.7. As can be seen, a filter of length 41 was initially
predicted, which was found to have a passband ripple of 0.47 dB, a minimum stopband attenuation of
50.4 in the lower stopband, and 30.4 dB in the upper stopband, i.e., the required specifications were
satisfied. Then a filter length of 39 was tried and found to violate the specifications. Hence the first
design is the required filter. The impulse response is given in Table 18.8. The corresponding amplitude
response is depicted in Figure 18.19.

18.3.2.4 Generalization

There are four types of constant-delay FIR filters. The impulse response can be symmetrical or anti-
symmetrical, and the filter length can be odd or even. In the preceding sections, we considered the design
of filters with symmetrical impulse response and odd length. In this section, we show that the Remez
algorithm can also be applied for the design of other types of filters.

Antisymmetrical impulse response and odd filter length. Assuming that vs¼ 2p, the frequency response of
an FIR filter with antisymmetrical impulse and odd length can be expressed as

H(e jvT) ¼ e�jcvjP0
c(v)

TABLE 18.7 Progress in Design of Bandpass Filter (Example 18.3)

n Iterations FEs Ap, dB Aa1, dB Aa2, dB

41 8 550 0.47 50.4 30.4

39 7 527 0.67 47.5 27.5

TABLE 18.8 Impulse Response of Bandpass Filter (Example 18.3)

n h0(n)¼ h0(�n) n h0(n)¼ h0(�n)

0 2.7616663 10�1 11 2.7268163 10�2

1 1.6602243 10�2 12 �2.6638593 10�2

2 �2.3892353 10�1 13 �1.3182523 10�2

3 �3.6895013 10�2 14 6.3129443 10�3

4 1.4730383 10�1 15 �5.8209763 10�3

5 2.9288523 10�2 16 5.8279573 10�3

6 �4.7705523 10�2 17 1.5286583 10�2

7 �2.0081313 10�3 18 �8.2887083 10�3

8 �1.8750823 10�2 19 �1.6169043 10�2

9 �2.2629653 10�2 20 1.0927283 10�2

10 3.8609903 10�2 — —
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where

Pc
0(v) ¼

Xc

k¼1

ak sin kv

ak ¼ 2h(c� k) for k ¼ 1, 2, . . . , c

c ¼ (N � 1) 2=

(18:53)

A filter with a desired frequency response e�jcv jD(v) can be designed by constructing the error function

E(v) ¼ W(v) D(v)� Pc
0(v)½ � (18:54)

and then minimizing jE(v)j with respect to some compact subset of the frequency interval [0, p]. From
Equation 18.53, Pc0(v) can be expressed as [6]

Pc
0(v) ¼ (sinv) Pc�1(v) (18:55)

where

Pc�1(v) ¼
Xc�1

k¼0

~ck cos kv
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FIGURE 18.19 Amplitude response of equiripple bandpass filter (Example 18.3): (a) baseband and (b) passband.

18-32 Passive, Active, and Digital Filters



and

a1 ¼ ~c0 � 1
2
~c2

ak ¼ 1
2
(~ck�1 � ~ckþ1) for k ¼ 2, 3, . . . , c� 2

ac�1 ¼ 1
2
~cc�2

ac ¼ 1
2
~cc�1

Hence Equation 18.54 can be put in the form

E(v) ¼ ~W(v)[~D(v)� ~P(v)] (18:56)

where

~W(v) ¼ Q(v)W(v)

~D(v) ¼ D(v)=Q(v)

~P(v) ¼ Pc�1(v)

Q(v) ¼ sinv

Evidently, Equation 18.56 is of the same form as Equation 18.45, and upon proceeding as in Section
18.3.2, one can obtain the system of equations

1 cos v̂0 cos 2v̂0 � � � cos (c� 1)v̂0
1

~W(v̂0)

1 cos v̂1 cos 2v̂1 � � � cos (c� 1)v̂1
�1

~W(v̂1)

..

. ..
. ..

. ..
. ..

.

1 cos v̂r cos 2v̂r � � � cos (c� 1)v̂r
(�1)r

~W(v̂r)

2
66664

3
77775

a0
a1
..
.

ac�1

d

2
666664

3
777775
¼

~D(v̂0)
~D(v̂1)
..
.

~D(v̂r)

2
6664

3
7775

where r¼ c is the number of cosine functions in Pc�1(v). The above system is the same as that in
Equation 18.50 except that the number of extremals has been reduced from c þ 2 to c þ 1; therefore, the
application of the Remez algorithm follows the methodology detailed in Sections 18.3.2 and 18.3.2.1
formulation and the Remez exchange algorithm.
The use of Algorithm 18.1 yields the optimum Pc�1(v) and from Equation 18.55, the cosine function

P0
c(v) can be formed. Now jP0

c(v) is the frequency response of a noncausal version of the required filter.
The impulse response of this filter can be obtained as

h0(n) ¼ �h0(�n) ¼ � 1
N

Xc

k¼1

2P0
c(kV) sin

2pkn
N

� �" #

for n¼ 0, 1, 2, . . . , c, where V¼ 2p=N, by using the inverse discrete Fourier transform. The impulse
response of the corresponding causal filter is given by

h(n) ¼ h0(n� c)

for n¼ 0, 1, 2, . . . , N� 1.
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The Remez algorithm can also be applied for the design of filters with symmetrical or antisymmetrical
impulse response and even N. However, these filters are used less frequently. The reader is referred to
Refs. [6,12] for more details.

18.3.2.5 Digital Differentiators

The Remez algorithm can be easily applied for the design of equiripple digital differentiators. The ideal
frequency response of a causal differentiator is of the form e�jcv jD(v) where

D(v) ¼ v for 0 < vj j<p (18:57)

and

c ¼ (N � 1)=2

Since the frequency response is antisymmetrical, differentiators can be designed in terms of filters with
antisymmetrical impulse response of either odd or even length.

Problem formulation. Assuming odd filter length, Equations 18.54 and 18.57 give the error function

E(v) ¼ W(v) v� P0
c(v)

� �
for 0 < v � vp

where vp is the required bandwidth. Equiripple absolute or relative error may be required, depending on
the application at hand. Hence, W(v) can be chosen to be either unity or 1=v. In the latter case, which is
the more meaningful of the two in practice, E(v) can be expressed as

E(v) ¼ 1� 1
v
P0
c(v) for 0 < v � vp

and from Equation 18.55

E(v) ¼ 1� sinv
v

Pc�1(v) for 0 < v � vp (18:58)

Therefore, the error function can be expressed as in Equation 18.56 with

~W(v) ¼ 1
~D(v)

¼ sinv
v

~P(v) ¼ Pc�1(v)

Prescribed specifications. A digital differentiator is fully specified by the constraint

E(v)j j � dp for 0 < v � vp

where
dp is the maximum passband error
vp is the bandwidth of the differentiator

The differentiator length N that will just satisfy the required specifications is not normally known a priori
and, although it may be determined on a hit-or-miss basis, a large number of designs may need to be
carried out. In filters with approximately piecewise-constant amplitude responses, N can be predicted
using the empirical formula of Equation 18.52. In the case of differentiators, N can be predicted by noting
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a useful property of digital differentiators. If d and d1 are the maximum passband errors in differentiators
of lengths N and N1, respectively, then the quantity ln(d=d1) is approximately linear with respect to
N�N1 for a wide range of values of N1 and vp. Assuming linearity, we can show that [17]

N ¼ N1 þ ln (d=d1)
ln (d2=d1)

(N2 � N1) (18:59)

where d2 is the maximum passband error in a differentiator of length N2.
By designing two low-order differentiators, a fairly accurate prediction of the required value of N can

be obtained by using Equation 18.59. Once a filter order is predicted a series of differentiators can be
designed with increasing or decreasing N until a design that just satisfies the specifications is obtained.

Example 18.4

The selective step-by-step search with cubic interpolation was used in Algorithm 18.4 to design a digital
differentiator that should satisfy the following specifications:

Odd differentiator length
Bandwidth vp: 2.75 rad=s
Maximum passband ripple dp: 1.03 10�5

Sampling frequency vs: 2p rad=s

The progress of the design is illustrated in Table 18.9. First, differentiators of lengths 21 and 23 were
designed and the required N to satisfy the specifications was predicted to be 55 using Equation 18.59.
This differentiator length was found to satisfy the specifications, and a design for length 53 was then
carried out. The second design was found to violate the specifications and hence the first design is the
required differentiator. The impulse response of this differentiator is given in Table 18.10. The amplitude
response and passband relative error of the differentiator are plotted in Figure 18.20a and b.

18.3.2.6 Arbitrary Amplitude Responses

Very frequently FIR filters are required whose amplitude responses cannot be described by analytical
functions. For example, in the design of two-dimensional filters through the singular-value decomposition
[18,19], the required two-dimensional filter is obtained by designing a set of one-dimensional digital filters
whose amplitude responses turn out to have arbitrary shapes. In these applications, the desired amplitude
responseD(v) is specified in terms of a table that lists a prescribed set of frequencies and the corresponding
values of the required filter gain. Filters of this class can be readily designed by employing some
interpolation scheme that can be used to evaluate D(v) and its first derivative with respect to v at any v.
A suitable scheme is to fit a set of third-order polynomials to the prescribed amplitude response.

18.3.2.7 Multiband Filters

The algorithms presented in the previous sections can also be used to design multiband filters. While
there is no theoretical upper limit on the number of bands, in practice, the design tends to become
more and more difficult as the number of bands is increased. The reason is that the difference between
the number of possible maxima in the error function and the number of extremals increases linearly

TABLE 18.9 Progress in Design of Digital Differentiator
(Example 18.4)

N Iterations FE’s dp

21 4 145 1.0753 10�2

23 4 162 6.9503 10�3

55 7 815 8.3093 10�6

53 7 757 1.2503 10�5
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FIGURE 18.20 Design of digital differentiator (Example 18.4): (a) amplitude response and (b) passband relative error.

TABLE 18.10 Impulse Response of Digital Differentiator (Example 18.4)

n h(n)¼�h0(�n) n h0(n)¼�h0(�n)

0 0.0 14 1.7622683 10�2

1 �9.9334163 10�1 15 �1.3130973 10�2

2 4.8680363 10�1 16 9.6152953 10�3

3 �3.1383533 10�1 17 �6.9025183 10�3

4 2.2454413 10�1 18 4.8440903 10�3

5 �1.6902523 10�1 19 �3.3122353 10�3

6 1.3069183 10�1 20 2.1975023 10�3

7 �1.0246313 10�1 21 �1.4070643 10�3

8 8.0810833 10�2 22 8.6326703 10�4

9 �6.3774263 10�2 23 �5.0231683 10�4

10 5.0167083 10�2 24 2.7293673 10�4

11 �3.9217823 10�2 25 �1.3497903 10�4

12 3.0391373 10�2 26 5.8591283 10�5

13 �2.3294393 10�2 27 �1.6345353 10�5
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with the number of bands, e.g., if the number of bands is 8, then the difference is 14. As a consequence,
the number of potential extremals that need to be rejected is large and the available rejection techniques
become inefficient. The end result is that the number of iterations is increased quite significantly, and
convergence is slow and sometimes impossible.
In mathematical terms, the above difficulty is attributed to the fact that, in the weighted-Chebyshev

methods considered here, the approximating polynomial becomes seriously underdetermined if the
number of bands exceeds three. The problem can be overcome by using the generalized Remez method
described in Ref. [15]. This approach was found to yield better results for filters with more than four or
five bands.
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18.4 Design of Computationally Efficient FIR Filters
Using Periodic Subfilters as Building Blocks

Tapio Saramäki

For many digital signal processing applications, FIR filters are preferred over their IIR counterparts as the
former can be designed with exactly linear phase and they are free of stability problems and limit cycle
oscillations. The major drawback of FIR filters is that they require, especially in applications demanding
narrow transition bands, considerably more arithmetic operations and hardware components than do
comparable IIR filters. Ignoring the correction term for very low-order filters, the minimum order of an
optimum linear-phase low-pass FIR filter can be approximated [1] by

N � F(dp, ds)=(vs � vp) (18:60a)

where

F(dp, ds) ¼ 2p 0:005309( log10 dp)
2 þ 0:07114 log10 dp � 0:4761

� �
log10 ds

� 2p 0:00266( log10 dp)
2 þ 0:5941 log10 dp þ 0:4278

� �
(18:60b)

Here, vp and vs are the passband and stopband edge angles, whereas dp and ds are the passband and
stopband ripple magnitudes. From the above estimate, it is seen that as the transition bandwidth vs�vp

is made smaller, the required filter order increases inversely proportionally to it. Since the direct-form
implementation exploiting the coefficient symmetry requires approximately N=2 multipliers, this kind of
implementation becomes very costly if the transition bandwidth is small.
The cost of implementation of a narrow transition-band FIR filter can be significantly reduced by

using multiplier-efficient realizations, fast convolution algorithms, or multirate filtering. This section
considers those multiplier-efficient realizations that use as basic building blocks the transfer functions
obtained by replacing each unit delay in a conventional transfer function by multiple delays. We
concentrate on the synthesis techniques described in Refs. [2–4,6,8–10].

18.4.1 Frequency-Response Masking Approach

A very elegant approach to significantly reducing the implementation cost of an FIR filter has been
proposed by Lim [3]. In this approach, the overall transfer function is constructed as

H(z) ¼ F(zL)G1(z)þ z�LNF=2 � F(zL)
h i

G2(z) (18:61a)

where

F(zL) ¼
XNF

n¼0

f (n)z�nL, f (NF � n) ¼ f (n) (18:61b)

G1(z) ¼ z�M1
XN1

n¼0

g1(n)z
�n, g1(N1 � n) ¼ g1(n) (18:61c)
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and

G2(z) ¼ z�M2
XN2

n¼0

g2(n)z
�n, g2(N2 � n) ¼ g2(n) (18:61d)

Here, NF is even, whereas both N1 and N2 are either even or odd. For N1�N2, M1¼ 0 and
M2¼ (N1�N2)=2, whereas for N1<N2, M1¼ (N2�N1)=2 and M2¼ 0. These selections guarantee that
the delays of both of the terms of H(z) are equal. An efficient implementation for the overall filter is
depicted in Figure 18.21, where the delay term z�LNF=2 is shared with F(zL). Also,G1(z) andG2(z) can share
their delays if a transposed direct-form implementation (exploiting the coefficient symmetry) is used.
The frequency response of the overall filter can be written as

H(e jv) ¼ H(v)e�j(LNFþmax [N1,N2])v 2= (18:62)

where H(v) denotes the zero-phase frequency response of H(z) and can be expressed as

H(v) ¼ H1(v)þH2(v) (18:63a)

where

H1(v) ¼ F(Lv)G1(v) (18:63b)

and

H2(v) ¼ [1� F(Lv)]G2(v) (18:63c)

with

F(v) ¼ f (NF=2)þ 2
XNF=2

n¼1

f (NF=2� n) cos nv (18:63d)

F(zL)

z−LNF/2

z−L

z−L

z−L

z−L

z−L

z−L

z−L

z−L

f(0) f(1) f(2)

G2(z)

G1(z)

In

Out

+

−
+

+
+

+ +

+

+

+

+

+

f ( −1)NF
2 f ( )NF

2

FIGURE 18.21 Efficient implementation for a filter synthesized using the frequency-response masking approach.
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and

Gk(v) ¼
gk(Nk=2)þ 2

PNk=2

n¼1
gk(Nk=2� n) cos nv Nk even

2
P(Nk�1)=2

n¼0
gk[(Nk � 1)=2� n] cos [(nþ 1=2)v] Nk odd

8>>><
>>>:

(18:63e)

for k¼ 1, 2.
The efficiency as well as the synthesis of H(z) are based on the properties of the pair of transfer

functions F(zL) and z�LNF=2� F(zL), which can be generated from the pair of prototype transfer functions

F(z) ¼
XNF

n¼0

f (n)z�n (18:64)

and z�NF=2� F(z) by replacing z�1 by z�L, that is, by substituting for each unit delay L unit delays. The
order of the resulting filters is increased to LNF, but since only every Lth impulse response value is
nonzero, the filter complexity (number of adders and multipliers) remains the same. The above prototype
pair forms a complementary filter pair since their zero-phase frequency responses, F(v) and 1� F(v)
with F(v) given by Equation 18.63d, add up to unity. Figure 18.22a illustrates the relations
between these responses in the case where F(z) and z�NF=2� F(z) is a low-pass–high-pass filter pair
with edges at u and f.

The substitution z�L ! z�1 preserves the complementary property resulting in the periodic responses
F(Lv) and 1� F(Lv), which are frequency-axis compressed versions of the prototype responses such that
the interval [0, Lp] is shrunk onto [0, p] (see Figure 18.22b). Since the periodicity of the prototype
responses is 2p, the periodicity of the resulting responses is 2p=L and they contain several passband and
stopband regions in the interval [0, p].

For a low-pass filter H(z), one of the transition bands provided by F(zL) or z�LNF=2� F(zL) is used as
that of the overall filter. In the first case, denoted by Case A, the edges are given by (Figure 18.23)

1
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1 − F(ω)F(ω)

φ − θ
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L

φ
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π
L

2π
L

3π
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FIGURE 18.22 Generation of a complementary periodic filter pair by starting with a low-pass–high-pass comple-
mentary pair. (a) Prototype filter responses F(v) and 1� F(v). (b) Periodic responses F(Lv) and 1� F(Lv) for L¼ 6.
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vp ¼ (2lpþ u)=L and vs ¼ (2lpþ f)=L (18:65)

where l is a fixed integer, and in the second case, referred to as Case B, by (Figure 18.24)

vp ¼ (2lp� f)=L and vs ¼ (2lp� u)=L (18:66)

The widths of these transition bands are (f� u)=L, which is only 1=Lth of that of the prototype filters.
Since the filter order is roughly inversely proportional to the transition bandwidth, this means that the
arithmetic complexity of the periodic transfer functions to provide one of the transition bands is only
1=Lth of that of a conventional nonperiodic filter. Note that the orders of both the periodic filters and the
corresponding nonperiodic filters are approximately the same, but the conventional filter does not
contain zero-valued impulse response samples.
In order to exploit the attractive properties of the periodic transfer functions, the two low-order

masking filters G1(z) and G2(z) are designed such that the subresponses H1(v) and H2(v) as given by
Equations 18.63b and c approximate in the passband F(Lv) and 1� F(Lv), respectively, so that their sum
approximates unity, as is desired. In the filter stopband, the role of the masking filters is to attenuate the
extra unwanted passbands and transition bands of the periodic responses. In Case A, this is achieved by
selecting the edges of G1(z) and G2(z) as (see Figure 18.23)

v(G1)
p ¼ vp ¼ [2lpþ u]=L and v(G1)

s ¼ 2(l þ 1)p� f½ �=L (18:67a)

v(G2)
p ¼ [2lp� u]=L and v(G2)

s ¼ vs ¼ [2lpþ f]=L (18:67b)

Since F(Lv)� 0 on [vs, vs
(G1)],the stopband region of G1(z) can start at v¼vs

(G1), instead of v¼vs.
Similarly, since H1(v)� F(Lv)� 1 and [1� F(Lv)]� 0 on [vp

(G2), vp], the passband region of G2(z) can
start at v¼vp

(G2), instead of v¼vp.
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FIGURE 18.23 Case A design of a low-pass filter using the frequency-response masking technique.
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For Case B designs, the required edges of the two masking filters, G1(z) and G2(z) are (see Figure 18.24)

v(G1)
p ¼ [2(l � 1)pþ f]=L and v(G1)

s ¼ vs ¼ [2lp� u]=L (18:68a)

v(G2)
p ¼ vp ¼ [2lp� f]=L and v(G2)

s ¼ [2lpþ u]=L (18:68b)

The effects of the ripples of the subresponses on the ripples of the overall response H(v) have been
studied carefully in Ref. [3]. Based on these observations, the design of H(z) with passband and stopband
ripples of dp and ds can be accomplished for both Case A and Case B in the following two steps:

1. Design Gk(z) for k¼ 1, 2 using either the Remez algorithm or linear programming such that Gk(v)
approximates unity on [0, vp

(Gk)] with tolerance 0.85dp� � � 0.9dp and zero on [vs
(Gk), p] with

tolerance 0.85ds� � � 0.9ds.
2. Design F(Lv) such that the overall response H(v) approximates unity on

V(F)
p ¼

v(G2)
p , vp

h i
¼ [2lp� u]=L, [2lpþ u]=L½ � for Case A

v(G1)
p , vp

h i
¼ [2(l � 1)pþ f]=L, [2lp� f]=L½ � for Case B

8><
>: (18:69a)

with tolerance dp and approximates zero on

V(F)
s ¼

vs, v(G1)
s

� � ¼ [[2lpþ f]=L, [2(l þ 1)p� f]=L] for Case A

vs, v(G2)
s

� � ¼ [[2lp� u]=L, [2lpþ u]=L] for Case B

(
(18:69b)

with tolerance ds.
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FIGURE 18.24 Case B design of a low-pass filter using the frequency-response masking technique.
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The design of F(Lv) can be performed conveniently using linear programming [3]. Another, compu-
tationally more efficient, alternative is to use the Remez algorithm [10]. Its use is based on the fact that

EH(v)j j � 1 for v 2 V(F)
p [V(F)

s (18:70a)

where

EH(v) ¼ WH(v)[H(v)� DH(v)] (18:70b)

is satisfied when F(v) is designed such that the maximum absolute value of the error function given in
Table 18.11 becomes less than or equal to unity on [0, u] [ [f, p].
For step 2 of the above algorithm, DH(v)¼ 1 and WH(v)¼ 1=dp on Vp

(F), whereas DH(v)¼ 0 and
WH(v)¼ 1=ds on Vs

(F), giving for k¼ 1, 2

DH[hk(v)] ¼
1 for v 2 [0, u]

0 for v 2 [f, p]

�
and WH[hk(v)] ¼

1=dp for v 2 [0, u]

1=ds for v 2 [f, p]

�
(18:71a)

for Case A and

DH[hk(v)] ¼
1 for v 2 [0, u]

0 for v 2 [f, p]

�
and WH[hk(v)] ¼

1=ds for v 2 [0, u]

1=dp for v 2 [f, p]

�
(18:71b)

for Case B. Even though the resulting error function looks very complicated, it is straightforward to use
the subroutines EFF andWATE in the Remez algorithm described in Ref. [5] for optimally designing F(z).
The order of G1(z) can be considerably reduced by allowing larger ripples on those regions of G1(z)

where F(Lv) has one of its stopbands. As a rule of thumb, the ripples on these regions can be selected to
be 10 times larger [3]. Similarly, the order G2(z) can be decreased by allowing (ten times) larger ripples on
those regions where F(Lv) has one of its passbands.

TABLE 18.11 Error Function for Designing F(v) Using the Remez
Algorithm

EF (v)¼WF (v) [F(v)�DF (v)],

where

DF(v)¼ [u(v)þ l(v)]=2, WF(v)¼ 2=[u(v)� l(v)]

with

u(v)¼min(C1(v)þc1(v), C2(v)þc2(v))

l(v)¼max(C1(v)�c1(v), C2(v)�c2(v))

Ck(v) ¼ DH[hk(v)]� G2[hk(v)]
G1[hk(v)]� G2[hk(v)]

, k ¼ 1, 2

ck(v) ¼
1=WH[hk(v)]

G1[hk(v)]� G2[hk(v)]j j , k ¼ 1, 2

and

h1(v) ¼ (2lpþ v)=L, h2(v) ¼ (2lp� v)=L for v 2 [0, u]

[2(l þ 1)p� v]=L for v 2 [f, p]

�

for Case A and

h1(v) ¼ (2lp� v)=L, h2(v) ¼ (2lpþ v)=L for v 2 [0, u]

[2(l � 1)pþ v]=L for v 2 [f, p]

�

for Case B
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In practical filter synthesis problems, vp and vs are given and l, L, u, and f must be determined.
To ensure that Equation 18.65 yields a desired solution with 0� u<f�p, it is required that (see
Figure 18.23)

2lp
L

� vp and vs � (2l þ 1)p
L

(18:72a)

for some positive integer l, giving

l ¼ bLvp=(2p)c, u ¼ Lvp � 2lp, and f ¼ Lvs � 2lp (18:72b)

where bxc stands for the largest integer that is smaller than or equal to x. Similarly, to ensure that
Equation 18.66 yields a desired solution with 0� u<f�p, it is required that (see Figure 18.23)

(2l � 1)p
L

� vp and vs � 2lp
L

(18:73a)

for some positive integer l, giving

l ¼ dLvs=(2p)e, u ¼ 2lp� Lvs, and f ¼ 2lp� Lvp (18:73b)

where bxc stands for the smallest integer that is larger than or equal to x. For any set of vp, vs, and L,
either Equation 18.72b or Equation 18.73b (not both) will yield the desired u and f, provided that L is
not too large. If u¼ 0 or f¼p, then the resulting specifications for F(v) are meaningless and the
corresponding value of L cannot be used.

The remaining problem is to determine L to minimize the number of multipliers, which is NP=2þ 1þ
1b(N1þ 2)=2cþ b(N2þ 2)=2c or NFþN1þN2þ 3 depending on whether the symmetries in the filter
coefficients are exploited or not. Hence, in both cases, a good measure of the filter complexity is the sum
of the orders of the subfilters. Instead of determining the actual minimum filter orders for various values
of L, the computational workload can be significantly reduced based on the use of the estimation formula
given by Equations 18.60a and b. Since the widths of transition bands of F(z), G1(z), and G2(z) are f� u,
(2p�f� u)=L and (fþ u)=L, respectively, good estimates for the corresponding filter orders are

NF � F(dp, ds)

f� u
, N1 � LF(dp, ds)

2p� f� u
, and N2 � LF(dp, ds)

fþ u
(18:74)

For the optimum nonperiodic direct-form design, the transition bandwidth is vs�vp¼ (f� u)=L,
giving

Nopt � LF(dp, ds)

f� u
(18:75)

The sum of the subfilter orders can be expressed in terms of Nopt as follows:

Nove ¼ Nopt
1
L
þ f� u

2p� f� u
þ f� u

fþ u

� �
(18:76)

The smallest values of Nove are typically obtained at those values of L for which uþf�p and,
correspondingly, 2p� u�f�p. In this case, N1�N2 and Equation 18.76 reduces, after substituting
f� u¼ L(vs�vp), to
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Nove ¼ Nopt
1
L
þ 2L(vs � vp)=p

� �
(18:77)

At these values of L, NF decreases and N1�N2 increases inversely proportionally to L with the minimum
of Nove given by

Nove ¼ 2Nopt

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2(vs � vp)

p

r
(18:78)

taking place at

Lopt ¼ 1

� ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2(vs � vp)

p

r
(18:79)

If for L¼ Lopt, uþf is not approximately equal to p, then L minimizing the filter complexity can be
found in the near vicinity of Lopt. The following example illustrates the use of the above estimation
formulas.

Example 18.1

Consider the specifications: vp¼ 0.4p, vs¼ 0.402p, dp¼ 0.01, and ds¼ 0.001. For the optimum conven-
tional direct-form design, Nopt¼ 2541, requiring 1271 multipliers when the coefficient symmetry is
exploited. Equation 18.79 gives Lopt¼ 16. Table 18.12 shows, for the admissible values of L in the vicinity
of this value, l, u, f, the estimated orders for the subfilters, and the sum of the subfilter orders as well as
whether the overall filter is a Case A or Case B design. For NF, the minimum even order larger than or
equal to the estimated order is used, whereas N2 is forced to be even (odd) if N1 is even (odd).
Also with the estimated filter orders of Table 18.12, L¼ 16 gives the best result. The actual filter orders

are NF¼ 162, N1¼ 70, N2¼ 98. The responses of the subfilters as well as that of the overall design are
depicted in Figure 18.25. The overall number of multipliers and adders for this design are 168 and 330,
respectively, which are 13 percent of those required by an equivalent conventional direct-form design
(1271 and 2541). The overall filter order is 2690, which is only 6 percent higher than that of the direct-
form design (2541).

TABLE 18.12 Estimated Filter Orders for the Admissible Values of L in the Vicinity of Lopt¼ 16

L Case l u f NF N1 N2 NFþN1þN2

8 B 2 0.784p 0.8p 318 98 26 442

9 B 2 0.382p 0.4p 282 38 58 378

11 A 2 0.4p 0.422p 232 47 69 348

12 A 2 0.8p 0.824p 212 162 38 412

13 B 3 0.774p 0.8p 196 155 43 394

14 B 3 0.372p 0.4p 182 58 92 332

16 A 3 0.4p 0.432p 160 70 98 328

17 A 3 0.8p 0.834p 150 236 54 440

18 B 4 0.764p 0.8p 142 210 58 410

19 B 4 0.362p 0.4p 134 78 128 340

21 A 4 0.4p 0.442p 122 92 128 342

22 A 4 0.8p 0.844p 116 314 68 498
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18.4.2 Multistage Frequency-Response Masking Approach

If the order of F(z) is too high, its complexity can be reduced by implementing it using the frequency-
response masking technique. Extending this to an arbitrary number of stages results in the multistage
frequency-response masking approach [3,4], where H(z) is generated iteratively as

H(z) 	 F(0)(z) ¼ F(1)(zL1 )G(1)
1 (z)þ z�L1N

(1)
F =2 � F(1)(zL1 )

h i
G(1)
2 (z) (18:80a)

F(1)(z) ¼ F(2)(zL2 )G(2)
1 (z)þ z�L2N

(2)
F =2 � F(2)(zL2 )

h i
G(2)
2 (z) (18:80b)

..

.

F(R�1)(z) ¼ F(R) zLR
	 


G(R)
1 (z)þ z�LRN

(R)
F =2 � F(R) zLR

	 
h i
G(R)
2 (z) (18:80c)
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FIGURE 18.25 Amplitude responses for a filter synthesized using the frequency-response masking approach. (a)
Periodic response F(Lv). (b) Responses G1(v) (solid line) and G2(v) (dashed line). (c) Overall response.
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Here, the G1
(r)(z)’s and G2

(r)(z)’s for r¼ 1, 2, . . . , R as well as F (R)(z) are the filters to be designed.
For implementation purposes, H(z) can be expressed in the form shown in Table 18.13. Figure 18.26
shows an efficient implementation for a three-stage filter, where the delay terms z�M3, z�m2, and z�m1,
can be shared with F(3)(ẑL3). In order to obtain a desired overall solution, the orders of the G1

(r)(z)’s and
G2
(r)(z)’s for r¼ 2, 3, . . . , R, denoted by N1

(r) and N2
(r) in Table 18.13, have to be even.

Given the filter specifications and the Lr’s for r¼ 1, 2, . . . , R, the G1
(r)(z)’s and G2

(r)(z)’s as well as F(R)(z)
can be synthesized in the following steps:

1. Set r¼ 1, L¼ L1, and

DH(v) ¼ 1 for v 2 [0, vp]
0 for v 2 [vs, p]

�
, WH(v) ¼ 1=dp for v 2 [0, vp]

1=ds for v 2 [vs, p]

�
(18:81)

F(3)(zL̂3)

F(2)(zL̂2)

F(1)(zL̂1)

G2
(1)(zL̂0)

G2
(2)(zL̂1)

G2
(3)(zL̂2)

G1
(3)(zL̂2)

G1
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+

+
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FIGURE 18.26 An implementation for a filter synthesized using the three-stage frequency-response masking
approach.

TABLE 18.13 Implementation Form for the Transfer Function
in the Multistage Frequency-Response Masking Approach

H(z) 	 F(0)(zL̂0 ) ¼ F(1)(zL̂1 )G(1)
1 (zL̂0 )þ [z�M1 � F(1)(zL̂1 )]G(1)

2 (zL̂0 )

F(1)(zL̂1 ) ¼ F(2)(zL̂2 )G(2)
1 (zL̂1 )þ [z�M2 � F(2)(zL̂2 )]G(2)

2 (zL̂1 )

..

.

F(R�1)(zL̂R�1 ) ¼ F(R)(zL̂R )G(R)
1 (zL̂R�1 )þ [z�MR � F(R)(zL̂R )]G(R)

2 (zL̂R�1 ),

where

L̂0 ¼ 1, L̂r ¼
Qr
k¼1

Lk, r ¼ 1, 2, � � � , R

MR ¼ L̂RN
(R)
F =2, MR�r ¼ MR�rþ1 þmR�r , r ¼ 1, 2, � � � , R� 1

mR�r ¼ L̂R�r max N(R�rþ1)
1 , N(R�rþ1)

2

n o
=2, r ¼ 1, 2, � � � , R� 1

N(R)
F is the order of F(R)(z)

N(r)
1 andN(r)

2 are the orders of G(r)
1 (z) and G(r)

2 (z), respectively
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2. Determine whether F (r� 1)(z) is a Case A or Case B design as well as u, f, and l for F (r)(z)
according to Equation 18.72b or Equation 18.73b. Also, determine vp

(Gk) and vs
(Gk) for k¼ 1, 2

from Equations 18.67a and b or Equations 18.68a and b.
3. Design Gk

(r)(z) for k¼ 1, 2, using either the Remez algorithm or linear programming, in such a
way that

max
v2 0, v

(Gk )
p

� �
[ v

(Gk )
s , p

� � WH(v) G(r)
k (v)� DH(v)

h i��� ��� � 0:9 (18:82)

4. Determine WF(v) and DF(v) from Table 18.11.
5. If r¼R, then go to the next step. Otherwise, set r¼ rþ 1, L¼ Lr,WH(v)¼WF(v), DH(v)¼DF(v),

vp¼ u, vs¼f, and go to step 2.
6. Design F(R)(z), using either the Remez algorithm or linear programming, in such a way that

max
v2[0,u][[f,p]

WF(v) F
(R)(v)� DF(v)

� ��� �� � 1 (18:83)

In the above algorithm, G1
(1)(z) and G2

(1)(z) are determined like in the one-stage frequency-response
masking technique. The remaining filter part as given by Equation 18.80b has then to be designed such
that the maximum absolute value of the error function given in Table 18.11 becomes less than or equal to
unity on [0, u] [ [f, p]. Using the substitutions vp¼ u and vs¼f, the synthesis problem for F(1)(z)
becomes the same as for the overall filter with the only exception that the desired function DF(v) and the
weighting function WF(v) are not constants in the passband and stopband regions. Therefore, the
following G1

(r)(z)’s and G(r)
2 (z)’s can be designed in the same manner. Finally, F(R)(z) is determined at

step 6 like F(z) in one-stage designs.
Given the filter specifications, the remaining problem is to select R as well as the Lr’s to minimize the

filter complexity. This problem has been considered in Ref. [4]. Assuming that for all the selected Lr’s,
uþf�p, the sum of the estimated orders of F(R)(z) and the G(r)

1 (z)’s and G(r)
2 (z)’s becomes

Nove(R) ¼ 1

�YR
r¼1

Lr þ [2(vs � vp)=p]
XR
r¼1

Lr

" #
Nopt (18:84)

The minimum of Nove(R) taking place at

L1 ¼ L2 ¼ � � � ¼ LR ¼ Lopt(R) ¼ 2(vs � vp)

p

� ��1=(Rþ1)

(18:85)

is

Nove(R) ¼ (Rþ 1)
(2vs � vp)

p

� �R=(Rþ1)

Nopt (18:86)

The derivation of the above formula is based on the assumption that the orders of all the G(r)
1 (z)’s and

G(r)
2 (z)’s for r¼ 1, 2, . . . , R are equal, which is seldom true. Therefore, in order to minimize the overall

filter complexity, the values of the Lr’s should be varied in the vicinity of Lopt(R). Given vp, vs, and R,
good values for the Lr’s can be obtained by the following procedure:

1. Set r¼ 1.
2. Determine L¼ Lopt(R þ1� r) from Equation 18.85.
3. For values of ~Lr in the vicinity of L determine u(~Lr) and f(~Lr).
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4. If r¼R, then go to step 7. Otherwise, go to the next step.
5. Determine Lr¼ ~Lr minimizing

(Rþ 1� r)
2[f(~Lr)� u(~Lr)]

p

� �(R�r)=(Rþ1�r)

þf(~Lr)� u(~Lr)

u(~Lr)þ f(~Lr)
þ f(~Lr)� u(~Lr)

2p� u(~Lr)� f(~Lr)
(18:87)

6. Set r¼ rþ 1, vp¼ u(Lr), vs¼f(Lr), and go to step 2.
7. Determine LR ¼ ~Lr minimizing

1
~LR

þ f(~LR)� u(~LR)

u(~LR)þ f(~LR)
þ f(~LR)� u(~LR)

2p� u(~LR)� f(~LR)
(18:88)

At the first step in this procedure, L1 is determined to minimize the estimated overall complexity ofG1
(1)(z),

G2
(1)(z), and the remaining F1

(1)(z), which is given by Equation 18.87 as a fraction of Nopt. Compared to
Equation 18.76 for the one-stage design, 1=~Lr is replaced in Equation 18.87 by the first term. This term
estimates the complexity of F1

(1)(z) based on the use of Equation 18.86 with vp¼ u(~Lr) and vs¼f(~Lr) and
the fact that it is an R� 1 stage design. Also, L2 is redetermined based on the same assumptions and the
process is continued in the same manner. Finally, LR is determined to minimize the sum of the estimated
orders of G1

(R)(z), G2
(R)(z), and F (R)(z) like in the one-stage design (cf. Equation 18.76).

Example 18.2

Consider the specifications of Example 18.1. For a two-stage design, the above procedure gives
L1¼ L2¼ 6. For these values, F(0)(z)þH(z) and F(1)(z) are Case A designs (l¼ 1) with u¼ 0.4p and
f¼ 0.412p; and u¼ 0.4p and f¼ 0.472p, respectively. The minimum orders of G1

(1)(z), G2
(1)(z), G1

(2)(z),
G2
(2)(z), and F(2)(z) are 26, 40, 28, 36, and 74, respectively. Comparedwith the conventional direct-form FIR filter

of order 2541, the number of multipliers and adders required by this design (107 and 204) are only 8 percent
at the expense of a 15 percent increase in the overall filter order (to 2920). For a three-stage design, we get
L1¼ L2¼ L3¼ 4. In this case, F(0)(z), F(1)(z), and F(2)(z) are Case B designs (l¼ 1) with u¼ 0.392p and f¼ 0.4p;
u¼ 0.4p and f¼ 0.432p; and u¼ 0.272p and f¼ 0.4p, respectively. The minimum orders of G1

(1)(z), G2
(1)(z),

G1
(2)(z), G2

(2)(z), G1
(3)(z), G2

(3)(z), and F(3)(z) are 16, 28, 18, 24, 16, 32, and 40, respectively. The number of multipliers
and adders (94 and 174) are only 7 percent of those required by the direct-form equivalent at the expense of
a 26 percent increase in the overall filter order (to 3196). The amplitude responses of the resulting two-stage
and three-stage designs are depicted in Figure 18.27.

18.4.3 Design of Narrowband Filters

Another general approach for designing multiplier-efficient FIR filters has been proposed by Jing and
Fam [2]. This design technique is based on iteratively using the fact that there exist efficient implemen-
tation forms for filters with vs<p=2 and for filters with vp>p=2. A filter with vs<p=2 is called a
narrowband filter while that with vp>p=2 is called a wideband filter. This section considers the design of
narrowband filters, whereas Section 18.4.4 is devoted to the design of wideband filters. Finally, these
techniques are combined, resulting in the Jing–Fam approach.
When the stopband edge of H(z) is less than p=2, the first transition band of F(zL) can be used as that

of H(z) (Figure 18.28), that is,

vp ¼ u L and vs ¼ f L== (18:89)
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FIGURE 18.27 Amplitude responses for filters synthesized using the multistage frequency-response masking
approach. (a) Two-stage filter. (b) Three-stage filter.
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In this case, the overall transfer function can be written in the following simplified form [6,8]:

H(z) ¼ F(zL)G(z) (18:90)

where the orders of both F(z) and G(z) can be freely selected to be either even or odd. As shown in Figure
18.28, the role of G(z) is to provide the desired attenuation on those regions where F(zL) has extra
unwanted passband and transition band regions, that is, on

Vs(L,vs) ¼
[bL=2c
k¼1

k
2p
L

� vs, min k
2p
L

þ vs,p

� �� �
(18:91)

There exist two ways of designing the subfilters F(zL) and G(z). In the first case, they are determined, by
means of the Remez algorithm, to satisfy

1� d(F)p � F(v) � 1þ d(F)p for v 2 [0, Lvp] (18:92a)

�ds � F(v) � ds for v 2 [Lvs, p] (18:92b)

1� d(G)p � G(v) � 1þ d(G)p for v 2 [0, vp] (18:92c)

�ds � G(v) � ds for v 2 Vs(L, vs) (18:92d)

where

d(G)p þ d(F)p ¼ dp (18:92e)

The ripples dp
(F) and dp

(G) can be selected, e.g., to be half the overall ripple dp. In the above specifications,
both F(zL) and G(z) have [0, vp] as a passband region.

Another approach, leading to a considerable reduction in the order of G(z), is to design simultaneously
F(v) to satisfy

1� dp � F(v)G(v L) � 1þ dp for v 2 [0, Lvp]
�

(18:93a)

�ds � F(v)G(v L) � ds for v 2 [Lvs, p]= (18:93b)

and G(v) to satisfy

G(0) ¼ 1 (18:94a)

�dsjleF(Lv)G(v) � ds for v 2 Vs(L, vs) (18:94b)

The desired overall solution can be obtained by iteratively determining, by means of the Remez
algorithm, F(z) to meet the criteria of Equations 18.93a and b and G(z) to meet the criteria of Equations
18.94a and b. Typically, only three to five designs of both of the subfilters are required to arrive at a
solution that does not change if further iterations are used. For more details, see Ref. [8] or [10]. Figure
18.29 shows typical responses for G(z) and F(zL) and for the overall optimized design. As seen in this
figure, G(z) has all its zeros on the unit circle concentrating on providing the desired attenuation for the
overall response onVs(L, vs), whereas F(z

L) makes the overall response equiripple in the passband and in
the stopband portion [vs, p=L].
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For the order of F(z), a good estimate is

NF � F(dp, ds)=L

vs � vp
(18:95)

so that it is 1=Lth of that of an optimum conventional nonperiodic filter meeting the given overall criteria.
The order of G(z), in turn, can be estimated accurately by [10]

NG ¼ cos h�1(1=ds)
1

X vp, 2pL � vpþ2vs

3

 �þ L=2

X Lvp

2 , p� L(vpþ2vs)
6

 �
2
4

3
5 (18:96a)

where

X(v1, v2) ¼ cos h�1 (2 cosv1 � cosv2 þ 1)=(1þ cosv2)½ � (18:96b)

The minimization of the number of multipliers, [(NFþ 2)=2]þ [(NGþ 2)=2], with respect to L can be
performed conveniently by evaluating the sum of the above estimated orders for the admissible values of L,
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FIGURE 18.29 Typical amplitude responses for a filter of the form H(z)¼ F(zL)G(z). L¼ 8, vp¼ 0.025p,
vs¼ 0.05p, dp¼ 0.01, and ds¼ 0.001. (a) F(zL) of order 26 in zL. (b) G(z) of order 19. (c) Overall filter.
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2 � L < p=vs. The upper limit is a consequence of the fact that the stopband edge angle of F(z), f¼ Lvs,
must be less than p. The following example illustrates the minimization of the filter complexity.

Example 18.3

The narrowband specifications are vp¼ 0.025p, vs¼ 0.05p, dp¼ 0.01, and ds¼ 0.001. Figure 18.30a
shows the estimated NF, NG, and NFþNG as functions of L, whereas Figure 18.30b shows the correspond-
ing actual minimum orders. It is seen that the estimated orders are so close to the actual ones that the
minimization of the filter complexity can be accomplished based on the use of the above estimation
formulas. It is also observed that NFþNG is a unimodal function of L. With the estimates, L¼ 8 gives the
best result. The estimated orders are NF¼ 25 and NG¼ 19, whereas the actual orders are NF¼ 26 and
NG¼ 19. The amplitude responses for the subfilters and for the overall filter are depicted in Figure 18.29.
This design requires 24 multipliers and 45 adders. The minimum order of a conventional direct-form
design is 216, requiring 109 multipliers and 216 adders. The price paid for these 80% reductions in the
filter complexity is a 5 percent increase in the overall filter order (from 216 to 227).
In the cases where L can be factored into the product

L ¼
YR
r¼1

Lr (18:97)

where the Lr’s are integers, further savings in the filter complexity can be achieved by designing G(z) in
the following multistage form [8]:

G(z) ¼ G1(z)G2(z
L1 )G3(z

L1L2 ) � � �GR(z
L1L2 ���LR�1 ) (18:98)

Another alternative to reduce the number of adders and multipliers is to use special structures for
implementing G(z) [8–10].

18.4.4 Design of Wideband Filters

The synthesis of a wideband filter H(z) can be converted into the design of a narrowband filter based
on the following fact. If Ĥ(z) of even order 2M is a low-pass design with the following edges and ripples:
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FIGURE 18.30 Estimated and actual subfilter orders as well as the sum of the subfilter orders vs. L in a typical
narrowband case.
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v̂p ¼ p� vs, v̂s ¼ p� vp, d̂p ¼ ds, d̂s ¼ dp (18:99)

then

H(z) ¼ z�M � (�1)MĤ(�z) (18:100)

is a low-pass filter having the passband and stopband edge angles at vp and vs and the passband and
stopband ripples of dp and ds. Hence, if vp and vs of H(z) are larger than p=2, then v̂p and v̂s of Ĥ(z) are
smaller than p=2 [10]. This enables us to design Ĥ(z) in the form

Ĥ(z) ¼ F(zL)G(z) (18:101)

using the techniques of Section 18.4.3, yielding

H(z) ¼ z�M � (�1)MF (�z)L
� �

G(�z) (18:102a)

where

M ¼ (LNF þ NG) 2= (18:102b)

is half the order of F(zL)G(z). For implementation purposes, H(z) is expressed as

H(z) ¼ z�M � F̂(zL)Ĝ(z), F̂(zL) ¼ (�1)MF[(�z)L], Ĝ(z) ¼ G(�z) (18:103)

An implementation of this transfer function is shown in Figure 18.31, where the delay term z�M can be
shared with F̂(zL). To avoid half-sample delays, the order of F̂(zL)Ĝ(z) has to be even.

Example 18.4

The wideband specifications are vp¼ 0.95p, vs¼ 0.975p, dp¼ 0.001, and ds¼ 0.01. From Equation 18.99,
the specifications of Ĥ(z) become vp¼ 0.025p, v̂5¼ 0.05p, d̂p¼ 0.01, and d̂s¼ 0.001. These are the
narrowband specifications of Example 18.3. The desired wideband design is thus obtained by using the
subfilters F(zL) and G(z) of Figure 18.29 (L¼ 8, NF¼ 26, and NG¼ 19). However, the overall order is odd
(227). A solution with even order is achieved by increasing the order of G(z) by one (NG¼ 20). Figure
18.32 shows the amplitude response of the resulting filter, requiring 25 multipliers, 46 adders, and 228
delay elements. The corresponding numbers for a conventional direct-form equivalent of order 216 are
109, 216, and 216, respectively.

z−M

F̂(zL) Ĝ(z)

OutIn −

+
+

FIGURE 18.31 Implementation for a wideband filter in the form H(z)¼ z�M� (�1)MF[(�zL)G(�z). F̂(zL)¼
(�1)M � F[(�z)L] and Ĝ(z)¼G(�z).
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18.4.5 Generalized Designs

The Jing–Fam approach [2] is based on iteratively using the facts that a narrowband filter can be
implemented effectively as H(z)¼ F(zL)G(z) and a wideband filter in the form of Equations 18.102a
and b. In this approach, a narrowband filter is generated [9] as

H(z) 	 Ĥ1(z) ¼ G1(z)F1(z
L1 ) (18:104a)

where

F1(z) ¼ z�M1 � (�1)M1Ĥ2(�z) Ĥ2(z) ¼ G2(z)F2(z
L2 ) (18:104b)

F2(z) ¼ z�M2 � (�1)M2Ĥ3(�z) Ĥ3(z) ¼ G3(z)F3(z
L3 )

..

. (18:104c)

FR�2(z) ¼ z�MR�2 � (�1)MR�2ĤR�1(�z) ĤR�1(z) ¼ GR�1(z)FR�1(z
LR�1 ) 18:104d)

FR�1(z) ¼ z�MR�1 � (�1)MR�1ĤR(�z) ĤR(z) ¼ GR(z) (18:104e)

withMr for r¼ 1, 2, . . . , R� 1 being half the order of Ĥrþ1(z). Here, the basic idea is to convert iteratively
the design of the narrowband overall filter into the designs of narrowband transfer function Ĥr(z) for
r¼ 2, 3, . . . , R until the transition bandwidth of the remaining ~Hr(z)¼GR(z) becomes large enough and,
correspondingly, its complexity (the number of multipliers) is low enough. The desired conversion is
performed by properly selecting the Lr’s and designing the lower-order filters Gr(z) for r¼ 1, 2, . . . , R� 1.
In order to determine the conditions for the Lr’s as well as the design criteria for the Gr(z)’s, we

consider the rth iteration, where

Ĥr(z) ¼ Gr(z)Fr(z
Lr ) (18:105a)

with

Fr(z) ¼ z�Mr � (�1)Mr Ĥrþ1(�z) (18:105b)
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FIGURE 18.32 Amplitude response for a wideband filter implemented as shown in Figure 18.38.
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Let the ripples of Ĥr(z) be d̂
(r)
p and d̂(r)s and the edges be located at vp

(r) < p=2 and vs
(r) < p=2. Since Fr(z)

is implemented in the form of Equation 18.105b, it cannot alone take care of shaping the passband
response of Ĥr(z). Therefore, the simultaneous criteria for Gr(z) and Fr(z) are stated according to
Equations 18.92a through e so that the passband and stopband regions of Gr(z) are, respectively,
[0,v(r)

p ] and VsLrv(r)
s ) with Vs(L, vs) given by Equation 18.91. Lr has to be determined such that the

edges of Fr(z), L(r)rvp and L(r)rvs, become larger than p=2 and, correspondingly, the edges of Ĥrþ1(z),
v(rþ1)
p ¼ p� L(r)rvs and v(rþ1)

s ¼ p� L(r)rvp, become less than p=2.
In the case of the specifications of Equations 18.92a through e, the stopband ripple of Gr(z), denoted

for later use by d(r)s , and that of Fr(z) are equal to d̂
(r)
s , whereas the sum of the passband ripples is equal to

d̂(r)p . Denoting by d̂(r)p the passband ripple selected for Gr(z), the corresponding ripple of Fr(z) is d̂
(r)
p � d(r)p .

Since Fr(z) and Ĥ(rþ1)(z) interchange the ripples, the ripple requirements for Ĥrþ1(z) are d̂(rþ1)
p ¼ d̂(r)s

and d̂(rþ1)
s ¼ d̂(r)p � d(r)p .

The criteria for the Gr(z)’s for r¼ 1, 2, . . . , R can thus be stated as

1� d(r)p � Gr(v) � 1þ d(r)p for v 2 [0, v(r)
p ] (18:106a)

�d(r)s � Gr(v) � d(r)s for v 2 V(r)
s (18:106b)

where

V(r)
s ¼

SbLr=2c
k¼1

k 2p
Lr
� v(r)

s , min k 2p
Lr
þ v(r)

s , p
 �h i

for r < R

v(R)
s , p

� �
for r ¼ R

8><
>: (18:106c)

Here, the v(r)
p ’s and v(r)

s ’s for R¼ 2, 3, . . . , R are determined iteratively as

v(r)
p ¼ p� Lr�1v

(r�1)
s , v(r)

s ¼ p� Lr�1v
(r�1)
p (18:106d)

where v(1)
p ¼ vp and v(1)

s ¼ vs are the edges of the overall design, and the d(r)s ’s as

d(r)s ¼
dp �

Pr�1

k¼1
k odd

d(k)p for r even

ds �
Pr�1

k¼2
k even

d(k)p for r odd

8>>>><
>>>>:

(18:106e)

where dp and ds are the ripple values of the overall filter and d(r)p is the passband ripple selected for Gr(z).
In order for the overall filter to meet the given ripple requirements, d(R)s and the d(r)p ’s have to satisfy for
R even

XR
k¼2
k even

d(k)p ¼ ds, d(R)s þ
XR�1

k¼1
k odd

d(k)p ¼ dp (18:107a)

or for R odd

XR
k¼1
k odd

d(k)p ¼ dp, d(R)s þ
XR�1

k¼2
k even

d(k)p ¼ ds (18:107b)
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In the above, the Lr’s have to be determined such that the v(r)
s ’s for r<R become smaller than p=2. It is

also desired that for the last filter stage GR(z), v(R)
s is smaller than p=2.

If 2p=Lr � v(r)
s < p=2 for r<R or v(R)

s < p=2, then the arithmetic complexity of Gr(z) can be reduced
by designing it, using the techniques of previous sections, in the form

Gr(z) ¼ G(1)
r (zKr )G(2)

r (z) (18:108)

It is preferred to design the subfilters of Gr(z) in such a way that the passband shaping is done entirely by
G(1)
r (zKr ). The number of multipliers in the Gr(z)’s for r¼ 1, 2, . . . , R� 1 can be reduced by the

experimentally observed fact that the overall filter still meets the given criteria when the stopband
regions of these filters are decreased by using in Equation 18.106c the substitution

2v(r)
s þ v(r)

p

 �
=3 7! v(r)

s (18:109)

After some manipulations, H(z) as given by Equation 18.104a through e and Equation 18.106 can be
rewritten in the explicit form shown in Table 18.14. If Gr(z) is a single-stage design, then G(1)

r (zKr )þ 1.
In order to obtain the desired overall solution, the overall order of Gr(z) for r� 2, denoted by Nr in
Table 18.14, has to be even. Realizations for the overall transfer function are given in Figure 18.33,
where

mr ¼ M̂r � M̂rþ1 ¼ 1
2
L̂rNr , r ¼ 2, 3, . . . , R� 1, mR ¼ M̂R (18:110)

The structure of Figure 18.33b is preferred since the delay terms z�mr can be shared with HR
(1) (zKRL̂R) or,

if this filter stage is not present, with HR
(2)(zKRL̂R). This is because the overall order of this filter stage is

usually larger than the sum of the mr’s.
If the edges vp and vs of the overall filter are larger than p=2, then we set H(z)þ F1(z) in Equation

18.104a. In this case, d(1)p þ 0, L1 þ 1, and G1(z),, v(1)
p and v(1)

s are absent. Furthermore, v(2)
p ¼ p� vs,

and v(2)
s ¼ p� vp, and H1(z) is absent in Figure 18.33 and in Table 18.14.

TABLE 18.14 Explicit Form for the Transfer Function in the Jing–Fam Approach

H(z) ¼ H1(z
L̂1 ) I2z

�M̂2 þ H2(z
L̂2 ) I3z

�M̂3 þ H3(z
L̂3 ) � � �ð Þ

hn

IR�1z
�M̂R�1 þHR�1(z

L̂R�1 ) IRz
�M̂R þHR(z

L̂R )
h in o

. . .
�i

g,
where

Hr(zL̂r ) ¼ H(1)
r (zKr L̂r )H(2)

r (zL̂r )

H(1)
r (z) ¼ G(1)

r J (1)r z
	 


, H(2)
r (z) ¼ SrG(2)

r J (2)r z
	 


S1 ¼ 1, Sr ¼ �(� 1)M̂r=L̂r , r ¼ 2, 3, . . . , R

J (2)1 ¼ 1, J(2)2 ¼ �1, J(2)r ¼ � J (2)r�1

h iLr�1

, r ¼ 3, 4, . . . , R

J (1)r ¼ J (2)r

� �Kr

L̂1 ¼ 1, L̂r ¼
Qr�1

k¼1
Lk, r ¼ 2, 3, . . . , R

M̂R ¼ 1
2 L̂RNR, M̂R�r ¼ M̂R�rþ1 þ 1

2 L̂R�rNR�r, r ¼ 1, 2, . . . , R� 2

I2 ¼ 1, Ir ¼ J (2)r�1

h iM̂r=L̂r�1

, r ¼ 3, 4, . . . , R

Nr ¼ KrN(1)
r þ N(2)

r

N(1)
r and N(2)

r are the orders of G(1)
r (z) and G(2)

r (z), respectively
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The remaining problem is to select R, the Lr’s, the Kr’s, and the ripple values such that the filter
complexity is minimized. The following example illustrates this.

Example 18.5

Consider the specifications of Example 18.1, that is, vp¼ 0.4p, vs¼ 0.402p, dp¼ 0.01, and ds¼ 0.001. In
this case, the only alternative is to select L1¼ 2. The resulting passband and stopband regions for G1(z)
are (the substitution of Equation 18.109 is used)

V(1)
p ¼ [0, 0:4p] and V(1)

s ¼ [0:5987p, p]

For Ĥ2(z), the edges become v(2)
p ¼ p� L1vs ¼ 0:196p and v(2)

s ¼ p� L1vp ¼ 0:2p. For L2, there are
two alternatives to make the edges of Ĥ3(z), v(3)

p ¼ p� L(2)2vs and v(3)
s ¼ p� L(2)2vp , less than p=2. These

are L2¼ 3 and L2¼ 4. For R¼ 5 stages, there are the following four alternatives to make all the v(r)
s ’s

smaller than p=2:

L1 ¼ 2, L2 ¼ 4, L3 ¼ 3, L4 ¼ 2

L1 ¼ 2, L2 ¼ 4, L3 ¼ 4, L4 ¼ 4

L1 ¼ 2, L2 ¼ 3, L3 ¼ 2, L4 ¼ 4

L1 ¼ 2, L2 ¼ 3, L3 ¼ 2, L4 ¼ 3

Among these alternatives, the first one results in an overall filter with the minimum complexity. In this
case, the edges of Ĥ3(z), Ĥ4(z), and Ĥ5(z)þG5(z) become as shown in Table 18.15. The corresponding
passband and stopband regions for G2(z), G3(z), G4(z), and G5(z) are

H1(zL̂1) H2(zL̂2) H3(zL̂3) HR(zL̂R)

HR(zL̂R) H3(zL̂3) H2(zL̂2) H1(zL̂1)

Hr
(2)(zL̂r)

Hr(zL̂r)

Hr
(1)(zKrL̂r)

In

In

In

I2 I3

+ + +

+ + +

+

+

I4 IR

IR I4 I3 I2

z−m3

z−m3

z−mR

z−mR

z−m2

z−m2

Out

Out

Out

(a)

(b)

(c)

FIGURE 18.33 Implementations for a filter synthesized using the Jing–Fam approach. (a) Basic structure.
(b) Transposed structure. (c) Structure for the subfilter Hr(z


Lr).
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V(2)
p ¼ [0, 0:196p], V(2)

s ¼ [0:3013p, 0:6987p] [ [0:8013p, p]

V(3)
p ¼ [0, 0:2p], V(3)

s ¼ [0:4560p, 0:8773p]

V(4)
p ¼ [0, 0:352p], V(4)

s ¼ [0:616p, p]

V(5)
p ¼ [0, 0:2p], V(5)

s ¼ [0:296p, p]

What remains is to determine the ripple requirements. From Equation 18.107b, it follows for R¼ 5,
d(1)p þ d(3)p þ d(5)p ¼ dp and d(2)p þ d(4)p þ d(6)p ¼ ds. By simply selecting the ripple values in these summa-
tions to be equal, the required ripples for the Gr(z)’s become as shown in Table 18.15.
The first and fourth subfilter are single-stage filters since their stopband edges are larger than p=2,

whereas the remaining three filters are two-stage designs. The parameters describing the overall filter are
shown in Table 18.15, whereas Figure 18.34a depicts the response of this filter. The number of multipliers
and the order of this design are 78 and 4875, whereas the corresponding numbers for the direct-form
equivalent are 1271 and 2541. The number of multipliers required by the proposed design is thus only
6 percent of that of the direct-form filter. Since the complexity of H5(z

L̂5) is similar to those of the earlier
filter stages, R¼ 5 is a good selection in this example.
The overall filter order as well as the number of multipliers can be decreased by selecting smaller

ripple values for the first stages, thereby allowing larger ripples for the last stages. Proper selections for
the ripple requirements and filter orders are shown in Table 18.16. The first four filters have been
optimized such that their passband variations are minimized. The first criteria are met by a half-band filter
of order 34, having the passband and stopband edges at 0.4013p and 0.5987p. Since every second
impulse response coefficient of this filter is zero-valued except for the central coefficient with an easily

TABLE 18.15 Data for a Filter Designed Using the Jing–Fam Approach

r¼ 1 r¼ 2 r¼ 3 r¼ 4 r¼ 5

vp(r) 0.4p 0.196p 0.2p 0.352p 0.2p

vs(r) 0.402p 0.2p 0.216p 0.4p 0.296p

dp(r) 1
3 � 10�2 1

3 � 10�3 1
3 � 10�2 1

3 � 10�3 1
3 � 10�2

ds(r) 10�3 2
3 � 10�2 2

3 � 10�3 1
3 � 10�2 1

3 � 10�3

Lr 2 4 3 2 —

Kr — 3 2 — 3

Nr
(1) — 20 11 — 22

Nr
(2) 31 10 8 26 14

Nr 31 70 30 26 80

L̂r 1 2 8 24 48

Jr
(1) — �1 1 — �1

Jr
(2) 1 �1 �1 1 �1

M̂r — 2422 2352 2232 1920

Ir — 1 1 �1 1

Sr 1 1 �1 1 �1

mr — 70 120 312 1920

TABLE 18.16 Data for Another Filter Designed Using the Jing–Fam Approach

dp(r) 7.33 10�4 7.13 10�5 3.53 10�4 12.13 10�5 89.23 10�4

ds(r) 10�3 92.73 10�4 92.93 10�5 89.23 10�4 80.83 10�5

Kr — 3 2 — 2

Nr
(1) — 22 13 — 27

Nr
(2) 34 10 8 24 6
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implementable value of 1=2, this filter requires only nine multipliers. For the last stage, K5 is reduced to
2 to decrease the overall filter order. The order of the resulting overall filter [see Figure 18.34b] is 3914,
which is 54 percent higher than that of the direct-form equivalent. The number of multipliers is
reduced to 70.
The Jing–Fam approach cannot be applied directly for synthesizing filters whose edges are very close

to p=2. This problem can, however, be overcome by slightly changing the sampling rate or, if this is not
possible, by shifting the edges by a factor 3=2 by using decimation by this factor at the filter input and
interpolation by the same factor at the filter output [2]. One attractive feature of the Jing–Fam approach
is that it can be combined with multirate filtering to reduce the filter complexity even further [7].
When comparing the above designs with the filters synthesized using the multistage frequency-

response masking technique (Example 18.2), it is observed that the above designs require slightly fewer
multipliers at the expense of an increased overall filter order. Both of these general approaches are
applicable to those specifications that are not very narrowband or very wideband. For most
very narrowband and wideband cases, filters synthesized in the simplified forms H(z)¼ F(zL)G(z) and
H(z)¼ z�M – (�1)MF[(�z)L]G(�z), respectively, give the best results (see Examples 18.3 and 18.4).
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19.1 Properties of IIR Filters

Sawasd Tantaratana

19.1.1 System Function and Impulse Response

A digital filter with impulse response having infinite length (i.e., its values outside a finite interval cannot
all be zero) is termed infinite impulse response (IIR) filter. The most important class of IIR filters can be
described by the difference equation

y(n)¼ b0x(n)þ b1x(n� 1)þ � � � þ bMx(n�M)

� a1y(n� 1)� a2y(n� 2)� � � � � aNy(n� N) (19:1)

where
x(n) is the input
y(n) is the output of the filter
fa1, a2, . . . , aNg and fb0, b1, . . . , bMg are constant coefficients

We assume that aN 6¼ 0. The impulse response is the output of the system when it is driven by a unit
impulse at n ¼ 0, with the system being initially at rest, i.e., the output being zero prior to applying the
input. We denote the impulse response by h(n). With x(0) ¼ 1, x(n) ¼ 0 for n 6¼ 0, and y(n) ¼ 0 for
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n < 0, we can compute h(n), n � 0, from Equation 19.1 in a recursive manner. Taking the z-transform of
Equation 19.1, we obtain the system function

H(z) ¼ Y(z)
X(z)

¼ b0 þ b1z�1 þ � � � þ bMz�M

1þ a1z�1 þ � � � þ aNz�N
(19:2)

where N is the order of the filter. The system function and the impulse response are related through the
z-transform and its inverse, i.e.,

H(z) ¼
X1

n¼�1
h(n)z�1 h(n) ¼ 1

2pj

þ
C

H(z)zn�1dz (19:3)

where C is a closed counterclockwise contour in the region of convergence. See Chapter 5 of Fundamentals
of Circuits and Filters for a discussion of z-transform. We assume that M � N . Otherwise, the system
function can be written as

H(z) ¼ c0 þ c1z
�1 þ � � � þ cM�Nz

�(M�N)
�

]þ b00 þ b01z
�1 þ � � � þ b0Mz

�M

1þ a1z�1 þ � � � þ aNz�N

� �
(19:4)

which is a finite impulse response (FIR) filter in parallel with an IIR filter, or as

H(z) ¼ c00 þ c01z
�1 þ � � � þ c0M�Nz

�(M�N)
� � b000 þ b001z

�1 þ � � � þ b00Mz
�M

1þ a1z�1 þ � � � þ aNz�N

� �
(19:5)

which is an FIR filter in cascade with an IIR filter. FIR filters are covered in Chapter 18. This chapter
covers IIR filters.

For ease of implementation, it is desirable that the coefficients fa1, a2, . . . , aNg and fb0, b1, . . . , bMg be
real numbers (as opposed to complex numbers), which is another assumption that we make, unless
specified otherwise.

19.1.2 Causality (Physical Realizability)

A causal (physically realizable) filter is one whose output value does not depend on the future input values.
A noncausal filter cannot be realized in real time since some future inputs are needed in computing the
current output value. The difference equation in Equation 19.1 can represent a causal system or a noncausal
system. If the output y(n) is calculated, for an increasing value of n, from x(n), x(n� 1), . . . , x(n�M),
y(n� 1), . . . , y(n� N), according to the right-hand side of Equation 19.1 then the difference equation
represents a causal system. On the other hand, we can rewrite Equation 19.1 as

y(n� N) ¼ 1
aN

[b0x(n)þ b1x(n� 1)þ � � � þ bMx(n�M)

� y(n)� a1y(n� 1)� � � � � aN�1y(n� N þ 1)] (19:6)

If the system calculates y(n� N), for a decreasing due of n, using the right-hand side of Equation 19.6,
then the system is noncausal since y(n� N) depends on x(n), . . . , x(n�M), which are future input
values. We shall assume that the IIR filter represented by Equation 19.1 is causal. It follows from this
assumption that h(n) ¼ 0 for n < 0 and that the convergence region of H(z) is of the form: jzj > r0,
where r0, is a nonnegative constant.
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Noncausal filters are useful in practical application where the output need not be calculated in real
time or where the variable n does not represent time, such as in image processing where n is a spatial
variable. Generally, a noncausal filter can be modified to be causal by adding sufficient delay at the
output.

19.1.3 Poles and Zeros

Rewriting Equation 19.2 we have

H(z) ¼ zN�M b0zM þ b1zM�1 þ � � � þ bM�1z þ bM
zN þ a1zN�1 þ � � � þ aN�1z�N

(19:7)

Assuming b0, bM 6¼ 0, then there are N poles given by the roots of the denominator polynomial and M
zeros given by the roots of the numerator polynomial. In addition, there are N �M zeros at the origin on
the complex plane. The locations of the poles and zeros can be plotted on the complex z plane. Denoting
the poles by p1, p2, . . . , pN , and the nonzero zeros by q1, q2, . . . , qM , we can write

H(z) ¼ b0z
N�M (z � q1)(z � q2) � � � (z � qM)

(z � p1)(z � p2) � � � (z � pN)
(19:8)

Since we assume that the coefficients fa1, a2, . . . , aNg and fb0, b1, . . . , bMg are each complex-valued
pole (i.e., pole off the real axis on the z plane), there must be another pole that is the complex conjugate of
the first. Similarly, complex-valued zeros must exist in complex–conjugate pairs. The combination
of a complex–conjugate pole pair (or zero pair) yields a second-order polynomial with real coefficients.
Real-valued pole (or zero) can appear single in Equation 19.8.
It is clear fromEquation 19.8 that knowing all the pole and zero locations, we canwrite the system function

to within a constant factor. Since the constant factor is only a gain, which can be adjusted as desired,
specifying the locations of the poles and zeros essentially specifies the system function of the IIR filter.

19.1.4 Stability

A causal IIR filter is stable (in the sense that a bounded input gives rise to a bounded output) if all the
poles lie inside the unit circle. If there are one or more simple poles on the unit circle (and all the others
lie inside the unit circle), then the filter is marginally stable, giving a sustained oscillation. If there are
multiple poles (more than one pole at the same location) on the unit circle or if there is at least one pole
outside the unit circle, a slight input will give rise to an output with increasing magnitude. For most
practical filters, all the poles are designed to lie inside the unit circle. In some special systems (such as
oscillators), poles are placed on the unit circle to obtain the desired result.
Given the system function in the form of Equation 19.2 or Equation 19.7, the stability can be verified

by finding all the poles of the filters and checking to see if all of them are inside the unit circle. Equivalently,
stability can be verified directly from the coefficients faig, using the Schür-Cohn algorithm [1]. For
a second-order system, if the coefficient a1, and a2, lie inside the triangle in Figure 19.1, then the system
is stable.

19.1.5 Frequency Response

The frequency response of the IIR filter is the due of the system function evaluated on the unit circle
on the complex plane, i.e., with z ¼ ej2pf , where f varies from 0 to 1, or from �1=2 to 1=2. The variable f
represents the digital frequency. For simplicity, we write H( f ) for H(z)jz¼exp(j2pf ). Therefore,
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H( f ) ¼ b0e
j2p(M�N)f (e

j2pf � q1)(ej2pf � q2) � � � (ej2pf � qM)
(ej2pf � p1)(ej2pf � p2) � � � (ej2pf � pN )

(19:9)

H( f ) is generally a complex function of f, consisting of the real part HR( f ) and the imaginary part HI( f ).
It can also be expressed in terms of the magnitude jH( f )j and the phase u( f )

H( f ) ¼ HR( f )þ jHI( f ) ¼ jH( f )jeju( f ) (19:10)

From Equation 19.9 we see that the magnitude response jH( f )j equals the product of the magnitudes of
the individual factors in the numerator, divided by the product of the magnitudes of the individual
factors in the denominator. The magnitude square can be written as

jH( f )j2 ¼ H( f )H*( f ) ¼ [HR( f )]
2 þ [HI( f )]

2 (19:11)

Since H*( f ) ¼ H*(1=z*)jz¼exp (j2pf ) and H*(1=z*) ¼ H(z�1) when all the coefficients of H(z) are real, we
have

jH( f )j2 ¼ H(z) � H(z�1)jz¼exp(j2pf ) (19:12)

Using Equation 19.12, the magnitude square can be put in the form

jH( f )j2 ¼
PM

k¼0
~bk cos (2pkf )PN

k¼0 ~ak cos (2pkf )
(19:13)

where the coefficients are given by

~b0 ¼
XM
j¼0

b2j ~bk ¼ 2
XM
j¼k

bjbj�k k ¼ 1, . . . ,M

~a0 ¼
XN
j¼0

a2j ~ak ¼ 2
XN
j¼k

ajaj�k k ¼ 1, . . . ,N

(19:14)

with the understanding that a0 ¼ 1. Given f~b0, ~b1, . . . , ~bMg we can find fb0, b1, . . . , bMg and vice versa.
Similarly, f~a1, ~a2, . . . , ~aNg and fa1, a2, . . . , aNg can be computed from each other. The form in Equation
19.13 is useful in computer-aided design of IIR filters using linear programming [2].

FIGURE 19.1 Region for the coefficients a1 and a2 that yield a stable second-order IIR filter.
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We see from Equation 19.9 that the phase response u( f ) equals the sum of the phases of the individual
factors in the numerator minus the sum of the phases of the individual factors in the denominator.
The phase can be written in terms of the real and imaginary parts of H( f ) as

u( f ) ¼ arctan
HI( f )
HR( f )

� �
(19:15)

A filter having linear phase in a frequency band (e.g., in the passband) means that there is no phase
distortion in that band.
The group delay is defined as

t( f ) ¼ � 1
2p

d
df

u( f ) (19:16)

The group delay corresponds to the delay, from the input to the output, of the envelope of a narrowband
signal [3]. A linear phase gives rise to a constant group delay. Nonlinearity in the phase appears as
deviation of the group delay from a constant value.
The magnitude response of IIR filter does not change, except for a constant factor, if a zero is replaced

by the reciprocal of its complex conjugate, i.e., if (z � q) is replaced with (z � 1=q*). This can be seen as
follows. Letting ~H(z) be the system function without the factor (z � q), we have

jH( f )j2 ¼ H(z)H*(1=z*)jz¼exp(j2pf )

¼ Ĥ(z)Ĥ*(1=z*)
(z � q)(z�1 � q*)

(z � 1=q*)(z�1 � 1=q)

����
z¼exp(2jpf )

¼ jqj2

Similarly, replacing the pole at p with a pole at 1=p* will not alter the magnitude of the response except
for a constant factor. This property is useful in changing an unstable IIR filter to a stable one without
altering the magnitude response.
Compared to an FIR filter, an IIR filter requires a much lower order to achieve the same requirement of

the magnitude response. However, the phase of a stable casual IIR filter cannot be made linear. This is the
major reason not to use an IIR filter in applications where linear phase is essential. Nevertheless, using
phase compensation such as allpass filters (see Section 19.1.8), the phase of an IIR filter can be adjusted
close to linear. This process increases the order of the overall system, however. Note that if causality is not
required, then a linear-phase IIR filter can be obtained using a time-reversal filter [2].

19.1.6 Realizations

A realization of an IIR filter according to Equation 19.1 is shown in Figure 19.2a, which is called Direct
Form I. By rearranging the structure, we can obtain Direct Form II, as shown in Figure 19.2b. Through
transposition, we can obtain Transposed Direct Form I and Transposed Direct Form II as shown in
Figure 19.2c and d.
The system function can be put in the form

H(z) ¼
YK
i¼1

bi0 þ bi1z�1 þ bi2z�2

1þ ai1z�1 þ ai2z�2
(19:17)
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by factoring the numerators and denominators into second-order factors, or in the form

H(z) ¼ bN
aN

þ
XK
i¼1

bi0 þ bi1z�1

1þ ai1z�1 þ ai2z�2
(19:18)

by partial fraction expansion. The value of K is N=2 when N is even and is (N þ 1)=2 when N is odd.
When N is odd, one of ai2 must be zero, as well as one of bi2, in Equation 19.17 and one of bi1 in Equation
19.18. All the coefficients in Equations 19.17 and 19.18 are real numbers. According to Equation 19.17,
the IIR filter can be realized by K second-order IIR filters in cascade, as shown in Figure 19.3a. According

x(n)

x(n)

y(n)

y(n)

z–1

z–1

z–1

z–1

z–1

z–1z–1

z–1

z–1

z–1

z–1

b0

b0

b1

bM

–a1

–a1 b1

bM

–aN–1

–aN

–aN

–aN–1

–aM

–aM

(c) Transposed direct form I

(a) Direct form I

x(n)

x(n)

y(n)

y(n)
z–1

z–1

z–1

z–1

z–1

z–1

z–1

b0

b0

b1

b1

bM

bM

–a1

–a1

–aN–1

–aN–1

–aN

–aN

–aM

–aM

(d) Transposed direct form II

(b) Direct form II

FIGURE 19.2 Direct form realizations of IIR filters.
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to Equation 19.18, the IIR filter is realized by K second-order IIR filters and one scaler (i.e., bN=aN ) in
parallel, as depicted in Figure 19.3b. Each second-order subsystem can use any of the structures given
in Figure 19.2.
There are many other realizations for IIR filters, such as state-space structures [4], wave structures, and

lattice structures (Section 19.3).
Actual implementation of IIR filters requires that the signals and the coefficients be represented in a

finite number of bits (or digits). Quantization of the coefficients to a finite number of bits essentially
changes the filter coefficients, hence the frequency response changes. Coefficient quantization of a stable
IIR filter may yield an unstable filter. For example, consider a second-order IIR filter with a1 ¼ 1:26 and
a2 ¼ 0:3, which correspond to pole locations of �0:9413 and �0:3187, respectively. Suppose that we
quantize these coefficients to two bits after the decimal point, yielding a quantized a1 of 1.01 in binary or

x(n)

x(n)

y(n)

y(n)

z–1 z–1 z–1

z–1

z–1 z–1

z–1

z–1z–1

z–1

z–1 z–1

b10

b10

b11

bN/aN

b20

b11

b12

b21

b22

–a11

–a11

–a12

–a21 –aK1

–a12 –a22

bK0

bK1

bK2

bK0

bK1

–aK2

–aK1

–aK2

(a)

(b)

Cascade form

Parallel form

FIGURE 19.3 Cascade (a) and parallel (b) realizations of IIR filters.
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1.25 and a quantized a2 of 0.01 in binary or 0.25. This pair corresponds to pole locations at �1:0 and
�0:25, respectively. Since one pole is on the unit circle, the IIR filter with quantized coefficients produces
an oscillation. In this example, the quantization is equivalent to moving a point inside the triangle in
Figure 19.1 to a point on the edge of the triangle. Different realizations are affected differently by
coefficient quantization. Chapter 20 investigates coefficient quantization and roundoff noise in detail.

19.1.7 Minimum Phase

An IIR filter is a minimum-phase filter if all the zeros and poles are inside the unit circle. A minimum-
phase filter introduces the smallest group delay among all filters that have the same magnitude response.
A minimum-phase IIR filter can be constructed from a nonminimum-phase filter by replacing each zero
(or pole) outside the unit circle with a zero (or pole) that is the reciprocal of its complex conjugate, as
illustrated in Figure 19.4. This process moves all zeros and poles outside the unit circle to the inside.
The magnitude response does not change, except for a constant factor, which is easily adjusted.
Given an IIR filter H(z) with input x(n) and output y(n), the inverse filter 1=H(z) can reconstruct x(n)
from y(n) by feeding y(n) to the input of 1=H(z). Assuming that both the filter and the inverse filter are
causal, both of them can be stable only if H(z) is a minimum-phase filter.

19.1.8 Allpass Filters

An allpass filter has a magnitude response of unity (or constant). An Nth-order IIR allpass filter with real
coefficients has a system function given by

H(z) ¼ z�N D(z)
D(z�1)

¼ z�N aNzN þ � � � þ a2z2 þ a1z þ 1
1þ a1z�1 þ a2z�2 þ � � � þ aNz�N

(19:19)

¼ z�N (1� p1z)(1� p2z) � � � (1� pNz)
(1� p1z�1)(1� p2z�1) � � � (1� pNz�1)

(19:20)

Since H(z)(z�1) ¼ 1, it follows that jH( f )j2 ¼ 1. The factor z�N is included so that the filter is causal.
Equation 19.20 implies that zeros and poles come in reciprocal pairs: if there is a pole at z ¼ p, then there
is a zero at z ¼ 1=p, as illustrated in Figure 19.5.
Since the coefficients are real, poles and zeros off the real axis must exist in quadruplets: poles at p and

p* and zeros at 1=p and 1=p*, where jpj < 1 for stability. For poles and zeros on the real axis, they exist in
reciprocal pairs: pole at p and zero at 1=p, where p is real and jpj < 1 for stability. Since the numerator
and the denominator in (19.19) share the same set of coefficients, we need only N multiplications in

Imaginary Imaginary

1/p

1/p*

p*

p

Real Real
11

FIGURE 19.4 Changing a zero location to obtain a minimum-phase filter.
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realizing an Nth-order allpass filter. The system function in Equation 19.19 can be written as the product
(or sum) of first- and second-order allpass filters. The system function and the phase response of a first-
order allpass filter is given by

H(z) ¼ a1z þ 1
z þ a1

(19:21)

u( f ) ¼ arctan
(a21 � 1) sin (v)

2a1 þ (a21 þ 1) cos (v)

� �
(19:22)

where v ¼ 2pf . For a second-order allpass filter, these are

H(z) ¼ a2z2 þ a1z þ 1
z2 þ a1z þ a2

(19:23)

u( f ) ¼ arctan
2a1(a2 � 1) sin (v)þ (a22 � 1) sin (2v)

2a2 þ a21 þ 2a1(a2 þ 1) cos (v)þ (a22 þ 1) cos (2v)

� �
(19:24)

The group delay t( f ) of an allpass filter is always � 0. The output signal energy of an allpass filter is the
same as the input signal energy, i.e.,

P1
n¼�1 jy(n)j2 ¼ P1

n¼�1 jx(n)j2, which means that the allpass filter
is a lossless system. Note that if we attempt to find a minimum-phase filter from a stable allpass filter, by
moving all the zeros inside the unit circle, all poles and zeros would cancel out, yielding the trivial filter
with a system function of unity.
A more general form of Equation 19.19, allowing the coefficients to be complex, is Nth-order allpass

filer with system function

H(z) ¼ z�N D*(z*)
D(z�1)

¼ z�N aN*þ � � � þ a2* z2 þ a1*z þ 1
1þ a1z�1 þ a2z�2 þ � � � þ aNz�N

(19:25)

¼ z�N (1� p1*z)(1� p2* z) � � � (1� pN* z)
(1� p1z�1)(1� p2z�1) � � � (1� pNz�1)

(19:26)

Therefore, for a pole at z ¼ p there is a zero at z ¼ 1=p*, i.e., poles and zeros exist in reciprocal–
conjugate pairs.
Allpass filters have been used as building blocks for various applications [5]. Particularly, an allpass

filter can be designed to approximate a desired phase response. Therefore, an allpass filter in cascade with
an IIR filter can be used to compensate the nonlinear phase of the IIR filter. Such a cascade filter has

Imaginary

p
1/p*

1/p

Reciprocal pair

Real1

p*

FIGURE 19.5 Pole-zero reciprocal pair in an allpass IIR filter.
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system function of the form H(z) ¼ HIIR(z)Hap(z), where HIIR(z) is an IIR filter satisfying some
magnitude response and Hap(z) is an allpass filter that compensates for the nonlinearity of the phase
response of HIIR(z). Allpass filters in parallel connection can be used to approximate a desired magnitude
response. For this, the system function is in the form H(z) ¼ PK

i¼1 ciHap,i(z), where Hap,i(z) is an allpass
filter and ci is a coefficient. A block diagram is shown in Figure 19.6.
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19.2 Design of IIR Filters

Sawasd Tantaratana, Chalie Charoenlarpnopparut,
and Phakphoom Boonyanant

19.2.1 Introduction

A filter is generally designed to satisfy a frequency response specification. IIR filter design normally
focuses on satisfying a magnitude response specification. If the phase response is essential, it is usually
satisfied by a phase compensation filter, such as an allpass filter (see Section 19.1.8). We will adopt a
magnitude specification that is normalized so that the maximum magnitude is 1. The magnitude square
in the passband must be at least 1=(1þ e2) and at most 1; while it must be no larger than d2 in the
stopband, where e and d are normally small. The passband edge is denoted by fp and the stopband
edge by fs. Figure 19.7a shows such a specification for a low-pass filter (LPF). The region between the
passband and the stopband is the transition band. There is no constraint on the response in the transition
band. Another specification that is often used is shown in Figure 19.7b using d1, and d2, to specify the
acceptable magnitude. Given d1, and d2, they can be converted to e and d using e ¼ 2d0:51 =(1� d1) and
d ¼ d2=(1þ d1). The magnitude is often specified in decibels, which is 20 log10 jH( f )j. Specifications for
other types of filters (high-pass, bandpass, and bandstop) are similar.

Hap,K(z)

Hap,1(z)
C1

CK

y(n)x(n)

FIGURE 19.6 Block diagram of an IIR filter, using allpass filters.
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We can classify various IIR filter design methods into three categories: the design using analog
prototype filter, the design using digital frequency transformation, and computer-aided design. In the
first category, an analog filter is designed to the (analog) specification and the analog filter transfer
function is transformed to digital system function using some kind of transformation. The second
category assumes that a digital LPF can be designed. The desired digital filter is obtained from the digital
LPF by a digital frequency transformation. The last category uses some algorithm to choose the coefficients
so that the response is as close (in some sense) as possible to the desired filter. Design methods in the first
two categories are simple to do, requiring only a handheld calculator. Computer-aided design requires
some computer programming, but it can be used to design nonstandard filters.

19.2.2 Analog Filters

Here, we describe four basic types of analog LPFs that can be used as prototype for designing IIR filters.
For each type, we give the transfer function, its magnitude response, and the order N needed to satisfy the
(analog) specification. We will use Ha(s) for the transfer function of an analog filter, where s is the
variable in the Laplace transform. Each of these filters have all its poles on the left-half s plane, so that it is
stable. We will use the variable l to represent the analog frequency in radians=second. The frequency
response Ha(l) is the transfer function evaluated at s ¼ jl. The analog LPF specification is given by

(1þ e2)�1 � jHa(l)j2 � 1 for 0 � (l=2p) � (lp=2p)

0 � jHa(l)j2 � d2 for (ls=2p) � (l=2p) � 1 (19:27)

where lp and ls are the passband edge and stopband edge, respectively. The specification is sketched in
Figure 19.8.

19.2.2.1 Butterworth Filters

The transfer function of an Nth-order Butterworth filter is given by

Ha(s) ¼

QN=2

i¼1

1
(s=lc)

2�2Re(si)(s=lc)þ1
N ¼ even

1
(s=lc)þ1

Q(N�1)=2

i¼1

1
(s=lc)

2�Re(si)(s=lc)þ1
N ¼ odd

8>>><
>>>:

(19:28)

1

1/(1 + ε2) (1 – δ1)2

(1 + δ1)2

0 0
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0.5

Passband Stopband
Transition band
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0.5
f

fp fs

H( f ) 2 |H( f )| 2

Passband Stopband
Transition band

δ2 δ2
2

FIGURE 19.7 Specifications for a digital LPF. (a) Specification using e and d; (b) specification using d1 and d2.
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where lp � lc � ls and si ¼ expfj[1þ (2i� 1)=N]p=2g. The magnitude response square is

jHa(l)j2 ¼ 1

1þ (l=lc)
2N (19:29)

Figure 19.9 shows the magnitude response jHa(l)j, with lc ¼ 1. Note that a Butterworth filter is an all-
pole (no zero) filter, with the poles being at s ¼ lcsi and s ¼ lcsi*, i ¼ 1, . . . ,N=2 if N is even or
i ¼ 1, . . . , (N � 1)=2 if N is odd, where x* denotes the complex conjugate of x. When N is odd, there

Stopband

λp λs

λ (rad/s)

Transition band
Passband

δ2

0
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1/(1 + ε2)

|H(λ)|2

FIGURE 19.8 Specification for an analog LPF.
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FIGURE 19.9 Magnitude responses of Butterworth filters.
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is another pole at s ¼ �lc. All N poles are on the left-half s plane, located on the circle with radius lc.
Therefore, the filter in Equation 19.28 is stable.
To satisfy the specification in Equation 19.27, the filter order can be calculated from

N ¼ integer � log [e=(d�2 � 1)1=2]
log [lp=ls]

(19:30)

The value of lc can be chosen as any value in the following range:

lpe�1=N � lc � ls(d
�2 � 1)�1=(2N) (19:31)

If we choose lc ¼ lpe�1=N , then the magnitude response square passes through 1=(1þ e2) at l ¼ lp. If
we choose lc ¼ ls(d

�2 � 1)�1=(2N), then the magnitude response square passes through d2 at l ¼ ls.
If lc is between these two values, then the magnitude square will be �1=(1þ e2) at l ¼ lp and � d2

at l ¼ ls.
For the sake of convenience, the transfer function of the Nth-order Butterworth filter with lc ¼ 1 can

be found by

Ha(s) ¼ 1
BN (s)

where BN (s) is the normalized Butterworth polynomial of order N shown in Table 19.1. For other values
of l0c, the transfer function can be computed similarly by analog–analog frequency transformation, i.e.,
replacing s in Ha(s) with s=l0c.

19.2.2.2 Chebyshev Filters (Type-I Chebyshev Filters)

A Chebyshev filter is also an all-pole filter. The Nth-order Chebyshev filter has a transfer function
given by

Ha(s) ¼ C
YN
i¼1

1
(s� pi)

(19:32)

TABLE 19.1 Factorized, Normalized, Butterworth Polynomial BN (s)

N BN (s)

1 (sþ 1)

2 (s2 þ ffiffiffi
2

p
sþ 1)

3 (sþ 1)(s2 þ sþ 1)

4 (s2 þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2� ffiffiffi

2
pp

sþ 1)(s2 þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2þ ffiffiffi

2
pp

sþ 1)

5 (sþ 1) s2 þ
ffiffi
5

p �1
2

� 	
sþ 1

� 	
s2 þ

ffiffi
5

p þ1
2

� 	
sþ 1

� 	

6 s2 þ
ffiffi
3

p �1ffiffi
2

p
� 	

sþ 1
� 	

(s2 þ ffiffiffi
2

p
sþ 1) s2 þ

ffiffi
3

p þ1ffiffi
2

p
� 	

sþ 1
� 	

7 (sþ 1)(s2 þ 0:4450sþ 1)(s2 þ 1:2470sþ 1)(s2 þ 1:8019sþ 1)

8 (s2 þ 0:3902sþ 1)(s2 þ 1:1111sþ 1)(s2 þ 1:6629sþ 1)(s2 þ 1:9616sþ 1)

9 (sþ 1)2(s2 þ 0:3473sþ 1)(s2 þ 1:5321sþ 1)(s2 þ 1:8794sþ 1)

10 (s2 þ 0:3219sþ 1)(s2 þ 0:9080sþ 1)(s2 þ 1:4142sþ 1)(s2 þ 1:7820sþ 1)(s2 þ 1:9754sþ 1)
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where

C ¼
�QN

i¼1
pi N is odd

(1þ e2)�1=2 QN
i¼1

pi N is even

8>>><
>>>:

(19:33)

pi ¼ �lp sinh (f) sin
2i� 1
2N

p


 �
þ jlp cosh (f) cos

2i� 1
2N

p


 �
(19:34)

f ¼ 1
N

ln
1þ (1þ e2)1=2

e

" #
(19:35)

The value of C normalizes the magnitude so that the maximum magnitude is 1. Note that C is always a
positive constant. The poles are on the left-half s plane, lying on an ellipse centered at the origin with a
minor radius of lp sinh (f) and major radius of lp cosh (f). Except for one pole when N is odd, all the
poles have a complex–conjugate pair. Specifically, pi ¼ pN�iþ1* , i ¼ 1, 2, � � � ,N=2 or (N � 1)=2. Combin-
ing each complex–conjugate pair in Equation 19.32 yields a second-order factor with real coefficients.
The magnitude response can be computed from Equations 19.33 through 19.35 with s ¼ jl. Its square
can also be written as

jHa(l)j2 ¼ 1
1þ e2T2

N (l=lp)
(19:36)

where TN (x) is the Nth degree Chebyshev polynomial of the first kind, which is shown in Table 19.2 and
also given recursively by

T0(x) ¼ 1 T1(x) ¼ x

Tnþ1(x) ¼ 2xTn(x)� Tn�1(x) n � 1
(19:37)

Notice that T2
N (�1) ¼ 1. Therefore, we have from Equation 19.36 that the magnitude square passes

through 1=(1þ e2) at l ¼ lp, i.e., jHa(lp)j2 ¼ 1=(1þ e2). Note also that TN (0) ¼ (�1)N=2 for even N
and it is 0 for odd N. Therefore, jHa(0)j2 equals 1=(1þ e2) for even N and it equals 1 for odd N. Figure
19.10 shows some examples of magnitude response square.

TABLE 19.2 Coefficients of Chebyshev Polynomials
Tn(x) of the First Kind, of Order n, in Ascending
Powers of Variable x

n Coefficients of Tn(x)

1 0, 1

2 �1, 0, 2

3 0, �3, 0, 4

4 1, 0, �8, 0, 8

5 0, 5, 0, �20, 0, 16

6 �1, 0, 18, 0, �48, 0, 32

7 0, �7, 0, 56, 0, �112, 0, 64

8 1, 0, �32, 0, 160, 0, �256, 0, 128

9 0, 9, 0, �120, 0, 432, 0, �576, 0, 256

10 �1, 0, 50, 0, �400, 0, 1120, 0, �1280, 0, 512
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The filter order required to satisfy the specification in Equation 19.27 is

N � cosh�1 [(d�2 � 1)1=2=e]

cosh�1 (ls=lp)

¼ logf[(d�2 � 1)1=2=e]þ [(d�2 � 1)=e2 � 1]1=2g
logf(ls=lp)þ [(ls=lp)

2 � 1]1=2g (19:38)

which can be computed knowing e, d, lp, and ls.
Table 19.3 shows the normalized Chebyshev polynomials CN (s) for different values of N and

passband ripples. The transfer function of a unity dc gain, unity cutoff frequency Chebyshev Type-I
filter is given by

Ha(s) ¼ 1
CN(s)

19.2.2.3 Inverse Chebyshev Filters (Type-II Chebyshev Filters)

Notice from Figure 19.10 that the Chebyshev filter has magnitude response containing equiripples in the
passband. The equiripples can be arranged to go inside the stopband, for which case we obtain inverse
Chebyshev filters. The magnitude response square of the inverse Chebyshev filter is
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FIGURE 19.10 Magnitude responses of Chebyshev filters.
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jHa(l)j2 ¼ 1

1þ (d�2�1)
T2
N (ls=l)

(19:39)

Since T2
N (�1) ¼ 1, Equation 19.39 gives jHa(ls)j2 ¼ d2. Figure 19.11 depicts some examples of Equation

19.38. Note that jHa(1)j equals 0 if N is odd and it equals d if N is even.
The transfer function giving rise to Equation 19.39 is given by

Ha(s) ¼
C
QN
i¼1

(s�qi)
(s�pi)

N ¼ even

C
(s�p(Nþ1)=2)

QN
i¼1,i 6¼(Nþ1)=2

(s�qi)
(s�pi)

N ¼ odd

8>>><
>>>:

(19:40)

where

C ¼

QN
i¼1

pi
qi

N is even

�p(Nþ1)=2
QN

i¼1,i6¼(Nþ1)=2

pi
qi

N is odd

8>>>><
>>>>:

(19:41)

pi ¼ ls

a2
i þ b2

i

(ai � jbi) qi ¼ j
ls

cos 2i�1
2N p

�  (19:42)

f ¼ 1
N

cosh�1 (d�1) ¼ 1
N

ln [d�1 þ (d�2 � 1)1=2] (19:43)

TABLE 19.3 Normalized Chebyshev Polynomials CN (s) for Passband
Ripple ¼ 0:5, 1, and 3 dB

N CN (s) for Passband Ripple 0.5 dB

1 0:3493sþ 1

2 0:6595s2 þ 0:9403sþ 1

3 1:3972s3 þ 1:7506s2 þ 2:1446sþ 1

4 2:6382s4 þ 3:1589s3 þ 4:5294s2 þ 2:7053sþ 1

5 5:589s5 þ 6:5530s4 þ 10:8279s3 þ 7:3192s2 þ 4:2058sþ 1

6 10:5527s6 þ 12:2324s5 þ 22:9188s4 þ 16:7763s3 þ 12:3663s2 þ 4:5626sþ 1

N CN (s) for Passband Ripple 1 dB

1 0:5088sþ 1

2 0:9070s2 þ 0:9957sþ 1

3 2:0354s3 þ 2:0117s2 þ 2:5206sþ 1

4 3:6281s4 þ 3:4569s3 þ 5:2750s2 þ 2:6943sþ 1

5 8:1416s5 þ 7:6272s4 þ 13:7496s3 þ 7:9331s2 þ 4:7265sþ 1

6 14:5123s6 þ 13:4711s5 þ 28:0208s4 þ 17:4459s3 þ 13:6321s2 þ 4:4565sþ 1

N CN (s) for Passband Ripple 3 dB

1 0:9976sþ 1

2 1:4125s2 þ 0:9109sþ 1

3 3:9905s3 þ 2:3833s2 þ 3:7046sþ 1

4 5:6501s4 þ 3:2860s3 þ 6:6057s2 þ 2:287sþ 1

5 15:9621s5 þ 9:1702s4 þ 22:5867s3 þ 8:7622s2 þ 6:5120sþ 1

6 22:6005s6 þ 12:8981s5 þ 37:5813s4 þ 15:6082s3 þ 15:8000s2 þ 3:6936sþ 1
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Note that the zeros are on the imaginary axis on the s plane. The filter order N required to
satisfy the specification in Equation 19.27 is the same as the order for the Chebyshev filter, given by
Equation 19.38.
Another form for the inverse Chebyshev filter has magnitude response square given by

jHa(l)j2 ¼ 1

1þ e2 T2
N (ls=lp)
T2
N (ls=l)

(19:44)

which passes through 1=(1þ e2) at l ¼ lp. For further details of this form see Ref. [1].

19.2.2.4 Elliptic Filters (Cauer Filters)

Elliptic filters have equiripples in both the passband and the stopband. We summarize the
magnitude response and the transfer function of an elliptic filter as follows. Detail of derivation can be
found in Refs. [2,3].
The magnitude response square is given by

jHa(l)j2 ¼ 1
1þ e2R2

N(l)
(19:45)
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FIGURE 19.11 Magnitude responses of inverse Chebyshev filters.
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where RN(l) is the Chebyshev rational function given by

RN(l) ¼
(d�2�1)1=4

e1=2 l
Q(N�1)=2

i¼1

l2�lrsn2
2iK(lr)

N , lr½ �
l2lrsn2

2iK(lr)
N ,lr½ ��1

N ¼ odd

(d�2�1)1=4

e1=2 l
Q(N�1)=2

i¼1

l2�lrsn2
(2i�1)K(lr)

N , lr½ �
l2lrsn2

(2i�1(lr )
N , lr½ ��1

N ¼ even

8>>><
>>>:

(19:46)

Here, lr ¼ lp=ls,K(t) is the complete elliptic integral of the first kind given by

K(t) ¼
ðp=2

0

du

(1� t2 sin2 u)1=2
¼

ð1

0

dx

[(1� x2)(1� t2x2)]1=2
(19:47)

The Jacobian elliptic sine function sn[u, t] is defined as

sn[u, t] ¼ sinf if u ¼
ðf

0

du

(1� t2 sin2 u)1=2
(19:48)

The integral

F(f, t) ¼
ðf

0

du

(1� t2 sin2 u)1=2
¼

ðsinf

0

dx

[(1� x2)(1� t2x2)]1=2
(19:49)

is called the elliptic integral of the first kind. Note that K(t) ¼ F(p=2, t).
The transfer function corresponding to the magnitude response in Equation 19.45 is

Ha(s) ¼
C

(sþp0)

Q(N�1)=2

i¼1

(s2þBi)
(s2þAi1sþAi2)

N odd

C
QN=2

i¼1

(s2þBi)
(s2þAi1sþAi2)

N even

8>>><
>>>:

(19:50)

C ¼
p0

Q(N�1)=2

i¼1

Ai2
Bi

N odd

1
(1þe2)1=2

QN=2

i¼1

Ai2
Bi

N even

8>>><
>>>:

(19:51)

The pole p0 and the coefficients Bi,Ai1 are calculated as follows:

lr ¼ lp

ls
lc ¼

ffiffiffiffiffiffiffiffiffi
lpls

p
a ¼ 0:5

1� (1� l2r )
1=4

1þ (1� l2r )
1=4

(19:52)

b ¼ e�pK[(1�l2r )
1=2]=K(lr) � aþ 2a5 þ 15a9 þ 150a13 (19:53)

g ¼ 1
2N

ln
(1þ e2)1=2 þ 1

(1þ e2)1=2 � 1

" #
(19:54)

s ¼ 2b1=4 Q1
k¼0 (�1)kbk(kþ1) sinh [(2kþ 1)g]

1þ 2
Q1

k¼1 (�1)kbk2 cosh [2kg]

�����
����� (19:55)
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z ¼ (1þ lrs
2) 1þ s2

lr


 �
h ¼ i N odd

i� 0:5 N even

n
(19:56)

ci ¼
2b1=4 P1

k¼0 (�1)kbk(kþ1) sin [(2kþ 1)ph=N]

1þ 2
P1

k¼1 (�1)kbk2 cos [2kph=N]
(19:57)

mi ¼ (1� lrc
2
i ) 1� c2

i

lr


 �� �1=2
(19:58)

p0 ¼ lcs Bi ¼ l2c
c2
i

Ai1 ¼ 2lcsmi

1þ s2c2
i

Ai2 ¼ l2c
s2m2

i þ zc2
i

1þ s2c2
i

� �2 (19:59)

The infinite summations above converge very quickly, so that only a few terms are needed in actual
calculation. A simple program can be written to compute the values in Equations 19.52 through 19.59.
The filter order required to satisfy Equation 19.27 is calculated from

N � 1
log (b)

log
e2

16(s�2 � 1)

� �
(19:60)

where b is given by Equation 19.53. An example of the magnitude response is plotted in Figure 19.12.
We see that there are ripples in both the passband and the stopband.

19.2.2.5 Comparison

In comparing the filters given above, the Butterworth filter requires the highest order and the elliptic filter
requires the smallest order to satisfy the same passband and stopband specifications. The Butterworth
filter and the inverse Chebyshev filter have nicer (closer to linear) phase characteristics in the passband
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FIGURE 19.12 Magnitude response of elliptic filter.
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than Chebyshev and elliptic filters. The magnitude responses of the Butterworth and Chebyshev
filters decrease monotonically in the stopband to zero, which reduces the aliasing caused by some
analog-to-digital transformation.

19.2.3 Design Using Analog Prototype Filters

In this subsection, we consider designing IIR filters using analog prototype filters. This method is suitable
for designing the standard types of filters: low-pass filter (LPF), high-pass filter (HPF), bandpass filter
(BPF), and bandstop filter (BSF). The basic idea is to transform the digital specification to analog
specification, design an analog flter, and then transform the analog filter transfer function to digital
filter system function. Several types of transformation have been studied.
The design steps are outlined in Figure 19.13. Given the desired magnitude response jHx( f )j of digital

LPF, HPF, BPF, or BSF, it is transformed to analog magnitude specification (of the corresponding
type: LPF, HPF, BPF, or BSF) jHx

a (l)j. The analog magnitude specification is then transformed to analog
LPF magnitude specification jHa(l)j. We then design an analog prototype filter as discussed in Section
19.2.2, obtaining analog LPF transfer function Ha(s). Next, the analog LPF transfer function is trans-
formed to analog transfer function Hx

a (s) of the desired type (LPF, HPF, BPF, or BSF), followed by a
transformation to digital filter system function Hx(z). By combining the appropriate steps, we can obtain
transformations to go directly from jHx( f )j to jHa(l)j and directly fromHa(s) to H(z), as indicated by the
dotted lines in Figure 19.13. Note that for designing digital LPF, the middle steps involving jHx

a (l)j and
Hx

a (s) are not applicable.

19.2.3.1 Transformations

There are several types of transformations. They arise from approximating continuous-time signals and
systems by discrete-time signals and system. Table 19.4 shows several transformations, with their
advantages and disadvantages. The constant T is the sampling interval. The resulting mapping is
used for transforming Ha(s) to H(z). For example, in the backward difference approximation we obtain
H(z) by replacing the variable s with (1� z�1)=T in Ha(s), i.e., H(z) ¼ Ha(s)js¼1�z�1=T . The bilinear

Digital

X = LP, HP, BP, or BS

Transform to
digital filter

Hx(z)

Transform to
analog filter

Ha
x (s)

Design analog
LPF
Ha(s)

Analog LPF
specification

|Ha(λ)|

Analog
specification

|Ha
x(λ)|

Digital
specification

|Hx( f )|

Analog

FIGURE 19.13 Diagram outlining the steps involved in designing IIR filter using analog prototype filter.
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transformation is the best all-around method, followed by the impulse invariant method. Therefore, we
describe these two transformations in more detail.

19.2.3.1.1 Bilinear Transformations

Using this transformation, the analog filter is converted to digital filter by replacing s in the analog filter
transfer function with (2=T)(1� z�1)=(1þ z�1), i.e.,

H(z) ¼ Ha(s)js¼(2=T)(1�z�1)=(1þz�1) (19:61)

From the mapping, we can show as follows that the imaginary axis on the s plane is mapped to the unit
circle on the z plane. Letting s ¼ jl, we have

z ¼ 2=Tð )þ s
2=Tð )� s

¼ 2=Tð )þ jl
2=Tð )� jl

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2=Tð )2 þ lð )2

q
ej arctan (l=(2=T))ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

2=Tð )2 þ lð )2
q

ej arctan (�l=(2=T))
(19:62)

which is the unit circle on the z plane as l goes from �1 to 1. Writing z ¼ ej2pf in Equation 19.62, we
obtain the relation between the analog frequency l and the digital frequency f:

f ¼ 1
p
arctan

lT
2


 �
l ¼ 2

T
tan (pf ) (19:63)

which is plotted in Figure 19.14. Equation 19.63 is used for converting digital specification to
analog specification, i.e., ls ¼ (2=T) tan (pfs) and lp ¼ (2=T) tan (pfp). In a complete design process,
starting from the digital specification and ending at the digital filter system function, as outlined in Figure
19.13, the sampling interval T is canceled out in the process. Hence, it has no effect and any convenient
value (such as 1 or 2) can be used.

19.2.3.1.2 Impulse Invariance Method

This method approximates the analog filter impulse response ha(t) by its samples separated by T seconds.
The result is the impulse response h(n) of the digital filter, i.e., h(n) ¼ ha(nT). From this relation, it can
be shown that

0.5

f

0.0

0
λ (rad/s)

–0.5

FIGURE 19.14 Relation between l and f for bilinear transformation.
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H( f ) ¼ 1
T

X1
k¼�1

Ha(l)

�����
l¼2p( fþk)=T

¼ 1
T

X1
k¼�1

Ha 2p
f þ k
T


 �
(19:64)

The analog and digital frequencies are related by

f ¼ lT
p

, jf j � 0:5 (19:65)

From Equation 19.64, the digital filter frequency response is the sum of shifted versions of the analog
filter frequency response. There is aliasing if Ha(l) is not zero for jl=2pj > 1=(2T). Therefore, the
analog filter used in this method should have a frequency response that goes to zero quickly as l goes to1.
Because of the aliasing, this method cannot be used for designing a HPF. Writing the analog filter transfer
function in the form

Ha(s) ¼
XN
i¼1

bi
s� pið )

(19:66)

it follows that the analog impulse response is given by ha(t) ¼
PN

i¼1 bie
Pit and the digital filter can be

obtained as

H(z) ¼
X1
n¼0

h(n)z�n ¼
X1
n¼0

h(nT)z�n

¼
XN
i¼1

bi
X1
n¼0

(epiTz�1)n ¼
XN
i¼1

bi
1� epiTz�1

(19:67)

Therefore, an analog filter transfer function Ha(s) ¼
PN

i¼1 bi=(s� pi) gets transformed to a digital
filter system function H(z) ¼ PN

i¼1 bi=(1� epiTz�1), as shown in Table 19.4. Similar to the bilinear
transformation, in a complete design process the choice of T has no effect (except for the final magnitude
scaling factor).

19.2.3.2 Low-Pass Filters

We give one example in designing an LPF using the impulse invariant method and one example using the
bilinear transformation. In this example, suppose that we wish to design a digital filter using an analog
Butterworth prototype filter. The digital filter specification is

20 log jH( f )j � �2 dB for 0 � f � 0:11

20 log jH( f )j � �10 dB for 0:2 � f � 0:5

where the log is of base 10. Therefore, we have e ¼ 0:7648, d ¼ 0:3162, fp ¼ 0:11, and fs ¼ 0:2. Let us use
the impulse invariant method. Therefore, the analog passband edge and stopband edge are lp ¼ 0:22p=T
and ls ¼ 0:4p=T , respectively. We use the same ripple requirements: e ¼ 0:7648 and d ¼ 0:3162. Using
these values, a Butterworth filter order is calculated from Equation 19.30, yielding N � 2:3. So, we choose
N ¼ 3. With lc ¼ lpe�1=N ¼ 0:2406p=T , we find the analog filter transfer function to be

Ha(s) ¼ l3c
sþ lcð ) s2 þ lcsþ l2c

�
)

¼ lc
1

sþ lc
þ �0:5� j0:5=

ffiffiffi
3

p

sþ 0:5 1� j
ffiffiffi
3

p�
)lc

þ �0:5þ j0:5=
ffiffiffi
3

p

sþ 0:5(1þ j
ffiffiffi
3

p
)lc

" #

¼ 0:7559
T

1
sþ 0:7559=T

þ �0:5� j0:5=
ffiffiffi
3

p

sþ 0:3779(1� j
ffiffiffi
3

p
)=T

þ �0:5þ j0:5=
ffiffiffi
3

p

sþ 0:3779(1þ j
ffiffiffi
3

p
)=T

� �
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Using Equations 19.66 and 19.67 we obtain the digital filter system function:

H(z) ¼ 0:7559
T

1
1� e�0:7559z�1

þ �0:5� j0:5=
ffiffiffi
3

p

1� e�0:3779(1�j
ffiffi
3

p
)z�1

þ �0:5þ j0:5=
ffiffiffi
3

p

1� e�0:3779(1�j
ffiffi
3

p
)z�1

� �

¼ 0:7559
T

1
1� 0:4696z�1

� 1� 0:7846z�1

1� 1:0873z�1 þ 0:4696z�2

� �

Due to aliasing, the maximum value of the resulting magnitude response (which is at f ¼ 0 or z ¼ 1) is
no longer equal to 1, although the analog filter has maximum magnitude (at l ¼ 0 or s ¼ 0) of 1. Note
that the choice of T affects only the scaling factor, which is only a constant gain factor. If we adjust the
system function so that the maximum magnitude is 1, that is, jH( f )j ¼ 1, we have

H(z) ¼ 0:7565
T

1
1� 0:4696z�1

� 1� 0:7846z�1

1� 1:0873z�1 þ 0:4696z�2

� �

The magnitude response in decibels and the phase response in degrees are plotted in Figure 19.15. From
the result, jH( f )j ¼ �1:97 dB at f ¼ 0:11 and jH( f )j ¼ �13:42 dB at f ¼ 0:2; both satisfy the
desired specification. The aliasing in this example is small enough that the resulting response still meets
the specification. It is possible that the aliasing is large enough that the designed filter does not
meet the specification. To compensate for the unknown aliasing, we may want to use smaller e and d in
designing the analog prototype filter.
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FIGURE 19.15 Frequency response of the LPF designed using impulse invariant method.
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In this next example, we demonstrate the design method using bilinear transformation, with an analog
elliptic prototype filter. Let the desired filter specification be

jH( f )j2 � 0:8 (or � 0:97 dB) for 0 � f � 0:1125

jH( f )j2 � 2:5	 10�5 (or �46:02 dB) for 0:15 � f � 0:5

which means e ¼ 0:5, d ¼ 0:005, fp ¼ 0:1125, and fs ¼ 0:15. For bilinear transformation, we calculate the
analog passband and stopband edges as lp ¼ (2=T) tan (pfp) ¼ 0:7378=T and ls ¼ (2=T) tan (pfs) ¼
1:0190=T , respectively. Therefore, lp=ls ¼ 0:7240. From Equation 19.60, we obtain the order N � 4:8.
So, we use N ¼ 5. The analog elliptic filter transfer function is calculated from Equations 19.50 through
19.59 to be

Ha(s) ¼
7:8726	 10�3 sT

2

�
)2 þ 0:6006

� �
sT
2

�
)2 þ 0:2782

� �
sT
2

�
)þ 0:1311

� �
sT
2

�
)2 þ 0:1689 sT

2

�
)þ 0:0739

� �
sT
2

�
)2 � 0:0457 sT

2

�
)þ 0:1358

� �

To convert to digital filter system function, we replace s with (2=T)(1� z�1)=(1þ z�1). Equivalently,
we replace sT=2 with (1� z�1)=(1þ z�1), yielding

H(z) ¼ 1:0511	 10�2(1þ z�1)(1� 0:4991Z�1 þ z�2)(1� 1:1294z�1 þ z�2)
(1� 0:7682z�1)(1� 1:4903z�1 þ 0:7282z�2)(1� 1:5855z�1 þ 1:0838z�2)

Note that the choice of T has no effect on the resulting system function. The magnitude response in
decibels and the phase response are plotted in Figure 19.16, which satisfies the desired magnitude
specification. Note the equiripples in both the passband and the stopband.
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FIGURE 19.16 Frequency response of the LPF designed using bilinear transformation.
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19.2.3.3 High-Pass Filters

As mentioned above, the impulse invariant method is not suitable for HPFs due to aliasing. Therefore, we
only discuss the bilinear transformation. In addition to the procedure used with designing an LPF,
we need to transform the analog high-pass specification to analog low-pass specification and transform
the resulting analog LPF to analog HPF. There is a simple transformation for this job: replacing s in the
analog LPF transfer function with 1=s. In terms of the frequency, jl becomes 1=jl ¼ j(�1=l), i.e., a
low frequency is changed to a (negative) high frequency. Therefore, an analog LPF becomes an analog
HPF. When combined with the bilinear transformation, this process gives the transformation

s ¼ T
2
(1þ z�1)
(1� z�1)

or z ¼ sþ (T=2)
s� (T=2)

(19:68)

Writing s ¼ jl, we can show that z ¼ expfj[2 arctan (2l=T)� p]g. With z ¼ exp (j2pf ), we have

l ¼ T
2
tan [p( f þ 0:5)] (19:69)

To write f in terms of l, we can show that, after adjusting the range of f to [�1=2, 1=2],

f ¼ � 1
2 þ 1

p arctan (2l=T) l > 0

þ 1
2 þ 1

p arctan (2l=T) l < 0

(
(19:70)

Equations 19.69 and 19.70 give the relation between the digital frequency and the analog frequency,
corresponding to the transformation in Equation 19.68. This relation is plotted in Figure 19.17, from
which we see that a low digital frequency corresponds to a high analog frequency and vice versa.
We can summarize the design steps as follows. Given a digital HPF specification as in Figure 19.18, it is

converted to an analog LPF specification using Equation 19.70 to obtain the passband and stopband
edges lp and ls, from fp and fs, respectively. With lp, ls, e, and d, we design the low-pass analog
prototype filter. Let the transfer function be Ha(s). This transfer function is then converted to digital HPF
system function by replacing s with (T=2)(1þ z�1)=(1� z�1).

Note that this corresponds to the procedure in Figure 19.13, with the bypass of the ‘‘analog specifi-
cation’’ block and the ‘‘transform to analog filter’’ block, as indicated by the dotted lines in Figure 19.13.

0.5
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0.0

0
λ (rad/s)

–0.5

FIGURE 19.17 The relation for designing an HPF.
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As an example, consider designing a digital HPF with the following specification:

jHHP( f )j2 � 0:8 (or � 0:97 dB) for 0:4 � f � 0:5

jHHP( f )j2 � 2:5	 10�5 (or �46:02 dB) for 0 � f � 0:3

Since T does not affect the result, we let T ¼ 2 for convenience. We calculate the analog LPF passband and
stopband edges as lp ¼ tan [p(0:5þ fp)] ¼ �0:3249 rad=s and ls ¼ tan [p(0:5þ fs)] ¼ �0:7265 rad=s.
Since the magnitude response is in symmetry with respect to l ¼ 0, we use lp ¼ 0:3249 rad=s and
ls ¼ 0:7265 rad=s. Therefore, ls=lp ¼ 2:2361. Suppose that we choose the inverse Chebyshev filter as
the analog prototype filter. From Equation 19.37, we obtain the order N � 4:6. So, we use N ¼ 5. From
Equation 19.40, the low-pass analog inverse Chebyshev filter transfer function is

Ha(s) ¼ 1:8160	 10�2(s2 þ 0:5835)(s2 þ 1:5276)
(sþ 0:4822)(s2 þ 0:6772sþ 0:2018)(s2 � 0:2131sþ 0:1663)

To convert to digital filter system function, we replace s with (1þ z�1)=(1� z�1), yielding

HHP(s) ¼ 1:8160	 10�2(1� z�1)(1þ 0:5261z�1 þ z�2)(1� 0:4175z�1 þ z�2)
(1þ 0:3493z�1)(1þ 0:8498z�1 þ 0:2792z�2)(1þ 1:2088z�1 þ 0:6910z�2)

The magnitude response and the phase response are plotted in Figure 19.19.

19.2.3.4 Bandpass Filters

A magnitude response specification for a digital BPF is depicted in Figure 19.20a. Note that there are two
passband edges (fp1 and fp2) and two stopband edges ( fs1 and fs2). For the bilinear transformation
s ¼ (2=T)(1� z�1)=(1� z�1) we can transform the digital BPF specification to an analog BPF specifi-
cation by letting

|HHP( f )|2

Stopband Passband

0.5
0

1

1/(1 + ε2)

δ2

f
fs fp

Transition band

FIGURE 19.18 Digital HPF specification.
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lp1 ¼ 2T tan (pfp1) lp2 ¼ 2T tan (pfp2)

ls1 ¼ 2T tan (pfs1) ls2 ¼ 2T tan (pfs2)
(19:71)

and keeping the same e and d.
Now, we need a transformation between an analog BPF and an analog LPF. To distinguish between the

variable s and l for the two filters, let us use s0 and l0 for the analog LPF and s and l for the analog BPF,
respectively. A transformation for converting an analog LPF to an analog BPF is given by
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FIGURE 19.19 Frequency response of the HPF designed using bilinear transformation.
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FIGURE 19.20 Magnitude specifications for digital BPF and BSF: (a) digital BPF specification and (b) digital BSF
specification.
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s0 ¼ s2 þ l20
Ws

or l0 ¼ l2 � l20
Wl

(19:72)

where

W ¼ lp2 � lp1 and l20 ¼ lp1lp2 (19:73)

Figure 19.21 depicts an example of the relation between l and l0. Note that lp1 and lp2 get mapped to
l0 ¼ �1 and þ1, respectively. Therefore, the analog LPF has a passband edge of 1. The values of ls1 and
ls2 get mapped to l0s1 ¼ �j(l2s1 � l20)=(Wls1)j and l0s2 ¼ j(l2s2 � l20)=(Wls2)j. However, these two
values may not be negative of each other. Since the analog LPF must have a symmetric magnitude
response, we must use the more stringent of the two stopband edges, i.e., the smaller of jl0s1j and jl0s2j.
Letting

l0s ¼ minfjl0s1j, jl0s2jg ¼ min
l2s1 � l20
Wls1

����
����, l2s2 � l20

Wls2

����
����

� �
(19:74)

we now have the analog LPF specification. Therefore, a prototype analog LPF can be designed.
The design process can be summarized as follows. First, the desired digital BPF magnitude specifica-

tion is converted to an analog BPF magnitude specification using Equation 19.71. Then the analog BPF
specification is converted to an analog LPF specification using l0s calculated from Equation 19.74 and
l0p ¼ 1. Next, a prototype analog LPF is designed with the values of e, d,l0p ¼ 1, yielding an analog LPF
transfer function Ha(s0). The LPF transfer function is converted to an analog BPF transfer function
HHP

a (s), using the transformation (from s0 to s) given in Equation 19.72. Finally, the analog BPF transfer
function is converted to a digital BPF transfer function HBP(z) using the bilinear transformation
s ¼ (2=T)(1� z�1)=(1þ z�1). As before, the value of T does not affect the result.

For example, let the desired digital BPF have the following specification:

jHBP( f )j2 � 0:8 (�0:97 dB) for 0:25 � f � 0:3

� 2:5	 10�5 (�46:02 dB) for 0 � f � 0:2 and 0:35 � f � 0:5

�

which means e¼ 0:5,d¼ 0:005, fp1 ¼ 0:25, fp2 ¼ 0:3, fs1 ¼ 0:2, and fs2 ¼ 0:35. Let T ¼ 2 for convenience.
Using l ¼ tan(pf ), we obtain the analog BPF passband and stopband edges as lp1 ¼ tan(pfp1) ¼ 1:0 rad=s,
lp2 ¼ tan(pfp2) ¼ 1:3764 rad=s, ls1 ¼ tan(pfs1) ¼ 0:7265 rad=s, and ls2 ¼ tan(pfs2) ¼ 1:9626 rad=s.
Therefore, l20 ¼ 1:3764 andW ¼ 0:3764. So, we have l0s ¼ minf3:1030,3,3509g ¼ 3:1030 rad=s. Suppose

BP frequency

LP frequency

1
0

–1

–λp2 –λp1 λp1 λp2

FIGURE 19.21 Relation between l and l0 for bandpass-to-low-pass conversion.
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that we use the elliptic LPF as an analog prototype filter. With e ¼ 0:5, d ¼ 0:005, l0p ¼ 1, and
l0s ¼ 3:1030 rad=s, we need an elliptic filter of order N ¼ 3. The low-pass analog elliptic filter transfer
function is

Ha(s
0) ¼ 4:1129	 10�2(s02 þ 12:6640)

(s0 þ 0:5174)(s02 þ 0:763s0 þ 1:0067)

Replacing s0 with (s2 þ 1:3764)=(0:3764s) yields the analog BPF transfer function

HBP
a (s) ¼ 1:5480	 10�2s(s4 þ 4:5467s2 þ 1:8944)

(s2 þ 0:1947sþ 1:3764)(s4 þ 0:1793s3 þ 2:8953s2 þ 0:2467sþ 1:8944)

Note that an Nth-order LPF becomes a 2Nth-order BPF. To convert to digital filter system function, we
replace s with (1� z�1)=(1þ z�1), yielding

HBP(z) ¼ 7:2077	 10�3(1� z�2)	 (1þ 0:4807z�1 þ 1:1117z�2 þ 0:4807z�3 þ z�4)
(1þ 0:2928z�1 þ 0:8485z�2)	 (1þ 0:5973z�1 þ 1:8623z�2 þ 0:5539z�3 þ 0:8629z�4)

The magnitude and phase responses are plotted in Figure 19.22.
Note that for the transformation in Equation 19.72, we can also let W ¼ ls2 � ls1 and l20 ¼ ls1ls2,

instead of Equation 19.73. Such a choice will give l0s ¼ 1. The passband edge for the prototype LPF is
now calculated from l0p ¼ minfj(l2p1 � l20)=(Wlp1)j jl2p2 � l20)=(Wlp2)jg.

0 0.1 0.2 0.3 0.4 0.5
−100

−90

−80

−70

−60

−50

−40

−30

−20

−10

0

f

M
ag

ni
tu

de
 re

sp
on

se
 (d

B)

0 0.1 0.2 0.3 0.4 0.5
−200

−150

−100

−50

0

50

100

150

200

f

Ph
as

e r
es

po
ns

e (
°)

FIGURE 19.22 Frequency response of the designed digital BPF.
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19.2.3.5 Bandstop Filters

A digital BSF specification is depicted in Figure 19.20b. As in the case of the BPF there are two passband
edges (fp1 and fp2) and two stopband edges (fs1 and fs2). A transformation from analog BSF to analog LPF
is given by

s0 ¼ Ws

s2 þ l20
or l0 ¼ Wl

l20 � l2
(19:75)

where W and l20 are given by Equation 19.73. Note that the expression for s in Equation 19.75 is the
reciprocal of that in Equation 19.72. The relation between the LPF frequency l0 and the BSF frequency l
is depicted in Figure 19.23. The passband edges lp1 and lp2 get mapped to l0 ¼ 1 and �1, respectively.
The values of ls1 and ls2 get mapped to l0s1 ¼ Wls1=(l20 � l2s1) and l0s2 ¼ Wls2=(l20 � l2s2). Therefore,
the passband edge and stopband edge of the prototype analog LPF are 1 and l0s, respectively, where

l0s ¼ minfjl0s1j, jl0s2jg ¼ min
Ws1l

l20 � l2s1

����
����, Wls2

l20 � l2s2

����
����

� �
(19:76)

The design process for the BSF can follow the same process as the design for the BPF, except that we use
Equations 19.75 and 19.76 instead of Equations 19.62 and 19.64.
Similar to the case of the BPF, we can also let W ¼ ls2 � ls1 and l20 ¼ ls1ls2 instead of Equation

19.73, for the transformation in Equation 19.75. The stopband edge and the passband edge for the
prototype LPF are now l0s ¼ 1 and l0p ¼ minfjWlp1=(l20 � l2p1)j, jWlp2=(l20 � l2p2)jg.

19.2.4 Design Using Digital Frequency Transformations

This method assumes that we can design a digital LPF. The desired filter is then obtained from the digital
LPF by transforming the digital LPF in the z domain. Let us denote the z variable for the digital LPF by z0

and that for the desired digital filter by z. Similarly, we use f 0 for the digital frequency of the digital LPF
and f for the frequency of the desired digital filter. Suppose that the digital LPF has system function H(z0)
and the desired digital filter has system function Hx(z), where x stands for LP, HP, BP, or BS. The system
function Hx(z) is obtained from H(z0) by replacing z0 with an appropriate function of z. The LPF H(z0)
can be designed using the method discussed in the Section 19.2.3, or by some other means. The
specification for the digital LPF is obtained from the specification of the desired digital filter through
the relation between f 0 and f. The relation depends on the specific transformation. Note that the
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FIGURE 19.23 Relation between l and l0 for bandstop-to-lowpass conversion.
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difference between the method in this section and the method described above is that the transformation
between the desired type of filter and the LPF is in the digital domain (the z domain) for the current
method whereas it is in the analog domain (the s domain) in the previous method. Figure 19.24 shows the
design process using digital frequency transformation. The advantage of the current method is that in
designing a desired digital HPF, BPF, or BSF, we design a digital LPF, which can make use of the impulse
invariant method, in addition to the bilinear transformation. This is not the case for the method
discussed previously, due to excessive aliasing.

19.2.4.1 Low-Pass Filters

We can transform a digital LPF to a digital LPF using the transformation

z0 ¼ z þ a

1þ az
jaj < 1 (19:77)

With z ¼ exp(j2pf ) and z0 ¼ exp(j2pf 0), we can show that the digital frequencies are related by

f 0 ¼ 1
2p

arctan
(1� a2) sin 2pf

2aþ (1þ a2) cos 2pf

� �
(19:78)

The relation given by Equation 19.78 is plotted in Figure 19.25a. If a ¼ 0, then z0 ¼ z and f 0 ¼ f ,
which is the trivial case. When s 6¼ 0, there is frequency warping introduced by the transformation. After
choosing a, we can transform the desired digital LPF specification to another digital LPF specification,
i.e., calculate f 0p and f 0s from fp and fs. With fp, fs, e, and d, a digital LPF can then be designed to satisfy the
specification. The resulting system function is then transformed to the desired LPF using Equation 19.77.
This method may yield a filter of lower or higher order (due to the frequency warping) compared to the
case that there is no digital frequency transformation (a ¼ 0).
As an alternative to specifying a, we can specify f 0p, which, together with fp, specifies the value of a,

according to Equation 19.68. With the value of a, we can calculate f 0s from fs. We can also exchange the
role of the passband edge with the stopband edge, i.e., we specify f 0s and compute a from the values of f 0s
and fs. With a, f 0p can be determined from fp.

19.2.4.2 High-Pass Filters

We can transform a digital LPF to a digital HPF using the transformation

z0 ¼ � z þ a

1þ az
jaj < 1 (19:79)

Digital Analog

Digital LPF
specification

|H( f΄)|

Digital
specification

|Hx( f )|

Transform to
digital filter

Hx(z)
Digital filter

H(ź )

x = LP, HP, BP or BS
Design analog

LPF
Ha(s)

Analog LPF
specification

|Ha(λ)|

FIGURE 19.24 Design process using digital frequency transformation.
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With z ¼ exp(j2pf ) and z0 ¼ exp(j2pf 0), we obtain the relation between the two digital frequencies:

f 0 ¼ 1
2p

arctan
�(1� a2) sin 2pf

�2a� (1þ a2) cos 2pf

� �
(19:80)

The relation is plotted in Figure 19.25b. If a ¼ 0, then z0 ¼ �z and f 0 ¼ f þ 0:5. The design process
proceeds as follows. After choosing the value of a, the desired digital HPF specification is transformed to
the digital LPF specification, using the relation in Equation 19.80. Using the resulting values of f 0p and f 0s ,
together with the ripple specifications (e and d), a digital LPF is designed to satisfy the specification. The
resulting LPF system function H(z0) is then transformed to the desired HPF by substituting z0 with
�(z þ a)=(1þ az), given by Equation 19.79. Similar to the case of the LPF, we can specify f 0p (instead
of a) and calculate the required value of a from f 0p and fp.

19.2.4.3 Bandpass Filters

To transform a digital LPF to a digital BPF using the transformation

z0 ¼ � 1þ 2ak
kþ1 z þ k�1

kþ1 z
2

k�1
kþ1 þ 2ak

kþ1 z þ z2
jaj < 1, k > 0 (19:81)

This implies the following relation between the two digital frequencies:

f 0 ¼ 1
2p

arctan
(1� b)f2a sin 2pf þ (1þ b) sin 4pf g

�a2 � 2b� 2a(1þ b) cos 2pf � (b2 þ 1) cos 4pf

� �
(19:82)

where a ¼ 2ak=(kþ 1) and b ¼ (k� 1)=(kþ 1). An example of Equation 19.82 is plotted in Figure
19.26. If a ¼ 0, the curve would be odd symmetric with respect to f ¼ 0:25. The design process is similar
to the case of the HPF, except that there are now two passband edges, f 0pi and jf 0p2j, and two stopband
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FIGURE 19.25 Frequency relation for digital frequency transformations: (a) lowpass to lowpass and (b) lowpass to
highpass.
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edges, f 0s1 and jf 0p2j, for the digital LPF to satisfy (see Figure 19.25). To satisfy both sets, we let
f 0p ¼ maxff 0p1, jf 0p2jg and f 0s ¼ minffs1, jf 0s2jg be the passband and stopband edges for the digital LPF filter.
If we specify f 0p, then together with fp1 and fp2, they determine the values of a and k:

a ¼ cos[p( fp2 þ fp1)]

cos[p( fp2 � fp1)]
k ¼ cot[p( fp2 � fp1)] tan(pf

0
p) (19:83)

With the values of a and k, we calculate the values of f 0s1 and f 0s2, from Equation 19.82 and let
f 0s ¼ min {f 0s1, jf 0s2j}. Thus we have f 0p, f

0
s , e, and d as the digital LPF specification. After a digital LPF

is designed to satisfy this specification, it is converted to digital BPF by the transformation in Equa-
tion 19.81.

19.2.4.4 Bandstop Filters

To transform a digital LPF to a digital BSF, we can use

z0 ¼ 1þ 2ak
kþ1 z þ k�1

kþ1 z
2

k�1
kþ1 þ 2ak

kþ1 z þ z2
jaj < 1, k > 0 (19:84)

The corresponding relation between the two digital frequencies is

f 0 ¼ 1
2p

arctan � (1� b)f2a sin 2pf þ (1þ b) sin 4pf g
a2 þ 2bþ 2a(1þ b) cos 2pf þ (b2 þ 1) cos 4pf

� �
(19:85)

where a ¼ 2ak=(kþ 1) and b ¼ (k� 1)=(kþ 1). An example is plotted in Figure 19.27. The design
process is the same as described in Section 19.2.4.3.
When f 0pi is specified, together with fp1 and fp2, the values of a and k can be calculated from

a ¼ cos [p( fp2 þ fp1)]

cos [p( fp2 � fp1)]
k ¼ tan [p( fp2 � fp1)] tan (pf

0
p) (19:86)

With these values, we calculate the values of f 0s1 and f 0s2 from Equation 19.85. Letting f 0s ¼ min {f 0s1, jf 0s2j},
we have f 0p, f

0
s , e, and d, which constitute the digital LPF specification. A digital LPF is then designed and

converted to digital BSF by the transformation in Equation 19.84.
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f ś1

f ś2
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FIGURE 19.26 Frequency relation for BP to LP digital frequency transformation.
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19.2.5 Computer-Aided Design

The general idea is to use an algorithm to search for coefficients such that the resulting response
(magnitude and=or phase) is ‘‘close’’ to the desired response. The ‘‘closeness’’ is in some well-defined
sense. The advantage of such method is that it can be used to design nonstandard filters such as multiband
filters, phase equalizers, differentiators, etc. However, it requires a computer program to execute the
algorithm. In addition, it usually cannot directly determine the filter order such that the passband
and stopband ripples are within the desired ranges. The order is usually determined through several trials.
A large number of procedures have been studied for designing IIR filter in literatures. They can be

classified into two categories. One is the indirect approach [2] which can be divided into two steps. First,
an FIR filter that meets the required specifications is designed. Then, a lower order IIR filter is obtained,
which maintains the original magnitude and phase specifications by applying model reduction tech-
niques. The other is the direct approach in which IIR filters are directly designed to meet the frequency
response specification using the least square criterion or Chebyshev (minimax) criterion. Several tech-
niques are employed to achieve this propose. We review some of them in this section.

19.2.5.1 Least Squares (L2-Norm) Criterion

Consider the transfer function of an IIR filter given as

H(z) ¼ Y(z)
X(z)

¼ b0 þ b1z�1 þ � � � þ bMz�M

1þ a1z�1 þ � � � þ aNz�N
(19:87)

where X(z) and Y(z) are the denominator and numerator polynomials, respectively. We wish to design
the frequency response H(ejv) such that it optimally approximates the desired frequency response D(ejv).
The filter coefficients can be found by minimizing the weighted square error

E(v) ¼
ð
W2(v)jD(ejv)� H(ejv)j2dv (19:88)

where W(v) denotes a nonnegative weighting function, which is zero in the transition band. The
weighted least squares (WLS) method has been successfully applied to design an FIR filter [1] where
its coefficients are obtained from a well-known least squares solution. However, for IIR filter design,
the WLS criterion in Equation 19.88 is no longer a quadratic form of the filter coefficients. Therefore,
nonlinear optimization techniques with some stability constraints are required to solve the cost function
(Equation 19.88). However, the global minimum of E(v) may not be guaranteed. We will leave
the stability issue for the last part of this section.

0.5
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FIGURE 19.27 Frequency relation for BS to LP digital frequency transformation.
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To avoid the complexity of using nonlinear optimization techniques, the iterative procedure replaces
the cost function as

Ek(v) ¼
ð
j«k(v)j2dv

¼
ð

W2(v)

jXk�1(ejv)j2
jD(ejv)Xk(e

jv)� Yk(e
jv)j2dv (19:89)

where Xk(ejv) and Yk(ejv) are polynomials to be determined in the kth iteration. Several methods have
been proposed to solve this problem in the literature and we present a few of them here.

19.2.5.1.1 Adaptive Weighted Least Squares

The adaptive WLS method for IIR filter design can be formulated from the error function Ek(v) in
Equation 19.89

Ek(v) ¼ W(v)
Xk�1(ejv)

[D(ejv)Xk(e
jv)� Yk(e

jv)] (19:90)

By defining the following vectors

c0 ¼ e�jv � � � e�jvN
� �T

c1 ¼ 1 e�jv � � � e�jvM
� �T

ak ¼ a(k)1 � � � a(k)N

h iT

bk ¼ b(k)0 � � � b(k)M

h iT

the error function can be represented in matrix form as

Ek(v) ¼ W(v)
1þ cT0 (v)ak�1

[D(ejv)þ D(ejv)cT0 (v)ak � cT1 (v)bk] (19:91)

where Xk(ejv) ¼ 1þ cT0 (v)ak and Yk(ejv) ¼ cT1 (v)bk. Note that the superscript T denotes the transpos-
ition operation. Furthermore, if the above error function is evaluated on a dense frequency grid, the
following vector equation can be formed

ek ¼ Wk(d� Cxk) (19:92)

where

ek ¼ «k(e
jv1 ) «k(e

jv2 ) � � ��
]T

Wk ¼ diag Wk(v1)Wk(v2) � � �½ ]

d ¼ D(ejv1 ) D(ejv2 ) � � ��
]

C ¼
�e�jv1D(ejv1 ) � � � �e�jNv1D(ejv1 ) 1 e�jv1 � � � e�jMv1

�e�jv2D(ejv2 ) � � � �e�jNv2D(ejv2 ) 1 e�jv2 � � � e�jMv2

..

. ..
. ..

. ..
. ..

. ..
. ..

.

2
664

3
775

xk ¼
ak
bk

� �
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Here, the weighting function Ŵk(v) is defined as

Ŵk(v) ¼ W(v)
jXk�1(ejv)j (19:93)

The cost function in Equation 19.89 can be approximated as

Ek(v) ¼ ke(v)k22 � eHk ek (19:94)

where superscript ( � )H denotes the conjugate transpose operation. Minimizing the cost function Ek(v)
leads to the well-known least squares solution,

xk ¼ [Re(CH)WkRe(C)þ Im(CH)WkIm(C)]�1[Re(CH)WkRe(d)þ Im(CH)WkIm(d)] (19:95)

Once the filter coefficients are obtained, some weight updating procedures [1] are then applied to
achieve the equiripple filter response.

19.2.5.1.2 Quadratic Programming

Using the same cost function in Equation 19.89, the problem can be formulated in a standard quadratic
programming form as

E ¼ xTkHkxk þ xTkpk þ constant (19:96)

where

xk ¼ ak
bk

� �
, Hk ¼ H11 H12

HT
12 H22

� �
, and pk ¼

p1
p2

� �

with

H11 ¼
ð
Ŵk(v)jD(ejv)j2(c0cH0 )dv

H12 ¼
ð
Ŵk(v)Re(D(e

jv)(c0c
H
1 ))dv

H22 ¼
ð
Ŵk(v)(c1c

H
1 )dv

p1 ¼
ð
Ŵk(v)jD(ejv)j2 Re(c0)dv

p2 ¼ �
ð
Ŵk(v)Re(D(e

jv)c1)dv

Ŵk(v) ¼ W2(v)

jXk�1(ejv)j2

The stability and amplitude requirements are taken care of by imposing linear inequality constraints
[4]. Filter coefficients can be found by minimizing the cost function (Equation 19.96) using standard
quadratic programming tools.
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19.2.5.1.3 Eigenfilter

The eigenfilter approach was proposed in Ref. [5] for designing linear-phase FIR filters. The goal is to
express the cost function (Equation 19.89) in form of

E ¼ hTPh (19:97)

where
h is a vector containing the unknown filter coefficients matrix
P is symmetric, real, and positive-definite

If h has unit norm, i.e., hTh ¼ 1, to avoid trivial solution, then the optimal h which minimizes the cost
function E is simply the eigenvector corresponding to the minimum eigenvalue of P. The eigenfilter
method can also be applied to design IIR filter. The problem may be formulated in two ways.

1. Time-domain approach
In this method, the objective error function is formulated in time domain as

e(n) ¼
XN
k¼0

a(k)h1(n� k)�
XM
k¼0

b(k)d(n� k) (19:98)

where h1(n) is the impulse response of a target transfer function H(z) ¼ H1(z)þ H1(z�1). The
filter H1(z) is stable and causal so that a noncausal implementation of the system is necessary.
With some mathematical manipulation, the error function (Equation 19.98) can be expressed in
the standard form of Equation 19.97. Therefore, the IIR filter coefficients a(n) and b(n) can be
found. This method can also be extended to design 2-D IIR filters. However, to achieve good
approximation in filter design, computation must be performed on matrices of very large size.

2. Frequency-domain approach
In this approach, the error function in Equation 19.90 is used to formulate the problem in another
way as

e(v) ¼ W(v)hTc (19:99)

where

c ¼ [D(ejv) D(ejv)e�jv � � �D(ejv)e�jvN � 1� e�jv � � � e�jvM]T

h ¼ [a0 a1 � � � aN b0 b1 � � � bM]T
(19:100)

Consequently, the cost function in Equation 19.89 can be expressed as

E ¼
ð
hTc*cThW(v)dv ¼ hTPh, v 2 V (19:101)

where
superscript * denotes the conjugation operation
V is the frequency region of interest

the matrix

P ¼
ð
c*cTW(v)dv (19:102)

is a symmetric, real, positive-definite matrix.
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By subjecting h to the usual unit norm condition hTh ¼ 1, the optimum filter coefficients that
minimize the cost function are the elements of the eigenvector of the matrix P corresponding to the
minimum eigenvalue. The eigenfilter method can solve constrained filter design problem. How-
ever, to obtain equiripple filters, a weight adaptive procedure is needed.

19.2.5.2 Weighted Chebyshev (L1-Norm) Criterion

An IIR filter can also be formulated on weighted Chebyshev criterion. Filter coefficients are chosen such
that its weighted Chebyshev (minimax) error between desired and actual frequency response is minim-
ized. The iterative cost function in Equation 19.89 is now evaluated on Chebyshev criterion as

E ¼ max
v2V

W(v)
jXk�1(ejv)j jD(e

jv)Xk(e
jv)� Yk(e

jv)j

¼ max
v2V

Wk(v)jD(ejv)þ xTk sj (19:103)

where

s ¼ [D(ejv)c0 � c1]
T

xk is the coefficient vector previously defined in Equation 19.92.
The solution of the minimax problem in Equation 19.103 can be found by solving the following

equivalent linear programming problem

min
xk

ek (19:104)

subject to

Wk(v)jD(ejv)þ xTk sj � ek (19:105)

With a stability constraint, the above linear programming problem can be arranged in standard form
of linear programming technique and solved using off-the-shelf linear programming software.

19.2.6 Stability Issues

An IIR filter can be unstable if there are some poles outside the unit circle. However, in case that the
phase response is not important in the design, an unstable IIR filter obtained from a design algorithm can
be stabilized by conjugate reciprocal substitution of the unstable factor without changing its amplitude.
If, however, phase response is a part of design specification, some other techniques must be used. There
are four major approaches that can be applied for filter stabilization when optimization techniques
previously described are used. The following is a summary. More details and references can be found
in Ref. [6].

1. First approach is proposed by Deczky [3]. In this method, a standard gradient-based optimization
is modified so that the searching trajectory is only inside the border of stability. However, the
algorithm has high computation complexity. A standard optimization tool cannot be used.

2. In the second approach, the target frequency response is chosen such that the desired filter is
stable as in Ref. [7]. The target filter is restricted and may be too difficult to obtain filter
stabilization.

19-40 Passive, Active, and Digital Filters



3. Third approach is to impose constraints on the denominator X(z) of the filter transfer function. A
stable IIR filter is achieved by imposing the real part of X(z) to be nonnegative. However, using
these methods, some optimal solution that is excluded from the constraints may not be found.

4. Fourth approach is to transform a transfer function such that its optimum solution always lies in
the stable area [6]. However, this method leads to a very complicated cost function that requires
nonlinear optimization methods.
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19.3 Lattice Digital Filters

Yong Ching Lim

19.3.1 Lattice Filters

There are several families of lattice structures for the implementation of IIR filters. Two of the most
commonly encountered families are the tapped numerator structure shown in Figure 19.28 [3] and the
injected numerator structure shown in Figure 19.29 [3]. It should be noted that not all the taps and
injectors of the filters are nontrivial. For example, if li ¼ 0 for all i, the structure of Figure 19.28
simplifies to that of Figure 19.30 [1]. If fi ¼ 0 for i > 0, the structure of Figure 19.29 reduces to that of
Figure 19.31. For both families, the denominator of the filter’s transfer function is synthesized using a
lattice network. The transfer function’s numerator of the tapped numerator structure is realized by a

Y(z)
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φ1 φ2 φN

X(z)

–k1

k1

–k2

k2

–kN

λNλ2λ1
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z–1 z–1

FIGURE 19.28 General structure of a tapped numerator lattice filter.
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weighted sum of the signals tapped from N þ 1 appropriate points of the lattice. For the injected
numerator structure, the transfer function’s numerator is realized by weighting and injecting the input
into N þ 1 appropriate points on the lattice. The lattice itself may appear in several forms as shown in
Figure 19.32 [1]. Figure 19.33 shows the structure of a third-order injected numerator filter synthesized
using the one-multiplier lattice of Figure 19.32b.

19.3.2 Evaluation of the Reflection Coefficients kn [2]

The nth reflection coefficient kn for both families of filters may be evaluated as follows: Let the transfer
function of the filter H(z) be given by

H(z) ¼ B(z)
A(z)

(19:106)

Y(z)

φ0 φ1 φN–1

X(Z)
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FIGURE 19.29 General structure of an injected numerator lattice filter.
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FIGURE 19.30 Structure of a tapped numerator lattice filter with li¼ 0 for all i.
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FIGURE 19.31 Structure of an injected lattice filter with fi¼ 0 for i > 0.

19-42 Passive, Active, and Digital Filters



where

B(z) ¼
XN
n¼0

bnz
�n (19:107)

A(z) ¼ 1þ
XN
n¼1

anz
�n (19:108)

Define

DN(z) ¼ A(z) (19:109)

Dn�1(z) ¼ Dn(z)� knz�nDn z�1ð Þ
1� k2n

(19:110)

¼ 1þ
Xn�1

r¼1

dn�1(r)z
�r (19:111)
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(d) (e)

FIGURE 19.32 (a) Two-multiplier lattice; (b) and (c) one-multiplier lattice; (d) three-multiplier lattice; and
(e) four-multiplier lattice.

Y(z)

φ0

X(Z)

k1 k2

k3

θ1 θ3θ0

Z–1 Z–1 Z–1

FIGURE 19.33 Third-order one-multiplier injected numerator lattice filter.
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The algorithm for computing kn for all n runs as follows:

1. Set n ¼ N.
2. Compute Dn(z).
3. kn ¼ dn(n).
4. Decrement n.
5. If n ¼ 0, stop; otherwise, go to 2.

19.3.3 Evaluation of the Tap Gains wn and ln [3]

For the tapped numerator filters, wn and ln may be computed as follows:
Define

GN (z) ¼ B(z) (19:112)

Gn�1(z) ¼ Gn(z)� lnDn(z)� cnz
�nDn z�1

� 
(19:113)

¼
Xn�1

r¼0

gn�1(r)z
�r (19:114)

The algorithm for computing wn and ln for all n runs as follows:

1. Set n ¼ N.
2. Compute Gn(z).

Set either cn ¼ 0, ln ¼ 0, or ln ¼ 0.
If cn ¼ 0, ln ¼ gn(n)=kn.
If ln ¼ 0, cn ¼ gn(n).

3. Decrement n.
4. If n ¼ �1, stop; otherwise, go to 2.

19.3.4 Evaluation of the Injector Gains un and fn [3]

For the injected numerator filters, un and fn may be computed as follows:
Define

L00(z) ¼
1 0

0 1

" #
(19:115)

Lnm(z) ¼
1 knz�1

kn z�1

" #
Ln�1
m (z), n > m (19:116)

¼
Pn
m(z) Qn

m(z)

Rn
m(z) Snm(z)

" #
(19:117)

Pn
m(z) ¼ 1þ

Xn�m�1

r¼1

pnm(r)z
�r (19:118)

Qn
m(z) ¼

Xn�m

r¼1

qnm(r)z
�r (19:119)

JN�1 ¼ B(z)þ f0Q
N
0 (z) (19:120)

19-44 Passive, Active, and Digital Filters



Jn�1(z) ¼ Jn(z)þ fN�nQ
N
N�n(z)� uN�n�1P

N
N�n�1(z) (19:121)

¼
Xn�1

r¼0

jn�1(r)z
�r (19:122)

The algorithm for computing un and fn for all n runs as follows:

1. f0 ¼ �bN=qN0 (N).
Set n ¼ 0.

2. Increment n.
Compute JN�n(z).
Set either fn ¼ 0 or un�1 ¼ 0.
If fn ¼ 0, un�1 ¼ jN�n(N � n)=pNn�1(N � n)
If un�1 ¼ 0, fn ¼ �jN�n(N � n)=qNn (N � n)

3. If n ¼ N � 1 go to 4; otherwise, go to 2.
4. uN � 1 ¼ j0(0). Stop.
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Practical digital filters must be implemented with finite precision numbers and arithmetic. As a result,
both the filter coefficients and the filter input and output signals are in discrete form. This leads to four
types of finite wordlength effects.
Discretization (quantization) of the filter coefficients has the effect of perturbing the location of the

filter poles and zeros. As a result, the actual filter response differs slightly from the ideal response. This
deterministic frequency response error is referred to as coefficient quantization error.
The use of finite precision arithmetic makes it necessary to quantize filter calculations by rounding or

truncation. Roundoff noise is that error in the filter output that results from rounding or truncation
calculations within the filter. As the name implies, this error looks like low-level noise at the filter output.
Quantization of the filter calculations also renders the filter slightly nonlinear. For large signals this

nonlinearity is negligible and roundoff noise is the major concern. However, for recursive filters with a
zero or constant input, this nonlinearity can cause spurious oscillations called limit cycles.
With fixed-point arithmetic it is possible for filter calculations to overflow. The term overflow oscilla-

tion, sometimes also called adder overflow limit cycle, refers to a high-level oscillation that can exist in an
otherwise stable filter due to the nonlinearity associated with the overflow of internal filter calculations.
In this chapter, we examine each of these finite wordlength effects. Both fixed-point and floating-point

number representations are considered.

20.1 Number Representation

In digital signal processing, (Bþ 1)-bit fixed-point numbers are usually represented as two’s-complement
signed fractions in the format
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b0 � b�1b�2 � � � b�B

The number represented is then

X ¼ �b0 þ b�12
�1 þ b�22

�2 þ � � � þ b�B2
�B (20:1)

where b0 is the sign bit and the number range is �1�X< 1. The advantage of this representation is that
the product of two numbers in the range from �1 to 1 is another number in the same range.
Floating-point numbers are represented as

X ¼ (�1)sm2c (20:2)

where
s is the sign bit
m is the mantissa
c is the characteristic or exponent

To make the representation of a number unique, the mantissa is normalized so that 0.5�m< 1.
Although floating-point numbers are always represented in the form of Equation 20.2, the way in

which this representation is actually stored in a machine may differ. Since m� 0.5, it is not necessary to
store the 2�1-weight bit of m, which is always set. Therefore, in practice numbers are usually stored as

X ¼ (�1)s(0:5þ f )2c (20:3)

where f is an unsigned fraction, 0� f< 0.5.
Most floating-point processors now use the IEEE Standard 754 32-bit floating-point format for storing

numbers. According to this standard, the exponent is stored as an unsigned integer p where

p ¼ cþ 126 (20:4)

Therefore, a number is stored as

X ¼ (�1)s(0:5þ f )2p�126 (20:5)

where s is the sign bit, f is a 23-b unsigned fraction in the range 0� f< 0.5, and p is an 8-b unsigned
integer in the range 0� p� 255. The total number of bits is 1þ 23þ 8¼ 32. For example, in IEEE format
3=4 is written (�1)0 (0.5þ 0.25)20 so s¼ 0, p¼ 126, and f¼ 0.25. The value X¼ 0 is a unique case and is
represented by all bits zero (i.e., s¼ 0, f¼ 0, and p¼ 0). Although the 2�1-weight mantissa bit is not
actually stored, it does exist so the mantissa has 24 b plus a sign bit.

20.2 Fixed-Point Quantization Errors

In fixed-point arithmetic, a multiply doubles the number of significant bits. For example, the product
of the two 5-b numbers 0.0011 and 0.1001 is the 10-b number 00.00011011. The extra bit to the left of
the decimal point can be discarded without introducing any error. However, the least significant four
of the remaining bits must ultimately be discarded by some form of quantization so that the result can
be stored to 5 b for use in other calculations. In the example above this results in 0.0010 (quantization
by rounding) or 0.0001 (quantization by truncating). When a sum of products calculation is performed,
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the quantization can be performed either after each multiply or after all products have been summed with
double-length precision.
We will examine three types of fixed-point quantization—rounding, truncation, and magnitude

truncation. If X is an exact value then the rounded value will be denoted Qr(X), the truncated value
Qt(X), and the magnitude truncated value Qmt(X). If the quantized value has B bits to the right of
the decimal point, the quantization step size is

D ¼ 2�B (20:6)

Since rounding selects the quantized value nearest the unquantized value, it gives a value which is never
more than �D=2 away from the exact value. If we denote the rounding error by

er ¼ Qr(X)� X (20:7)

then

�D

2
� er � D

2
(20:8)

Truncation simply discards the low-order bits giving a quantized value that is always less than or equal to
the exact value so

�D < et � 0 (20:9)

Magnitude truncation chooses the nearest quantized value that has a magnitude less than or equal to the
exact value so

�D < emt < D (20:10)

The error resulting from quantization can be modeled as a random variable uniformly distributed over
the appropriate error range. Therefore, calculations with roundoff error can be considered error-free
calculations that have been corrupted by additive white noise. The mean of this noise for rounding is

mer ¼ E{er} ¼ 1
D

ðD=2

�D=2

er der ¼ 0 (20:11)

where E{ } represents the operation of taking the expected value of a random variable. Similarly, the
variance of the noise for rounding is

s2
er ¼ E{(er �mer )

2} ¼ 1
D

ðD=2

�D=2

(er �mer )
2 der ¼ D2

12
(20:12)

Likewise, for truncation,

met ¼ E{et} ¼ �D

2

s2
et ¼ E{(et �met )

2} ¼ D2

12

(20:13)
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and, for magnitude truncation

memt ¼ E{emt} ¼ 0

s2
emt

¼ E{(emt �memt )
2} ¼ D2

3

(20:14)

20.3 Floating-Point Quantization Errors

With floating-point arithmetic it is necessary to quantize after both multiplications and additions. The
addition quantization arises because, prior to addition, the mantissa of the smaller number in the sum is
shifted right until the exponent of both numbers is the same. In general, this gives a sum mantissa that
is too long and so must be quantized.
We will assume that quantization in floating-point arithmetic is performed by rounding. Because of

the exponent in floating-point arithmetic, it is the relative error that is important. The relative error is
defined as

er ¼ Qr(X)� X
X

¼ er
X

(20:15)

Since X¼ (�1)sm2c, Qr(X)¼ (�1)s Qr(m)2c and

er ¼ Qr(m)�m
m

¼ e
m

(20:16)

If the quantized mantissa has B bits to the right of the decimal point, jerj<D=2 where, as before, D¼ 2�B.
Therefore, since 0.5�m< 1,

erj j < D (20:17)

If we assume that e is uniformly distributed over the range from �D=2 to D=2 and m is uniformly
distributed over 0.5 to 1,

mer ¼ E
e
m

n o
¼ 0

s2
er ¼ E

e
m

� �2
� �

¼ 2
D

ð1

1=2

ðD=2

�D=2

e2

m2
de dm

¼ D2

6
¼ (0:167)2�2B (20:18)

In practice, the distribution of m is not exactly uniform. Actual measurements of roundoff noise in
Ref. [1] suggested that

s2
er � 0:23D2 (20:19)

while a detailed theoretical and experimental analysis in Ref. [2] determined

s2
er � 0:18D2 (20:20)
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From Equation 20.15 we can represent a quantized floating-point value in terms of the unquantized value
and the random variable er using

Qr(X) ¼ X(1þ er) (20:21)

Therefore, the finite-precision product X1X2 and the sum X1þX2 can be written

fl(X1X2) ¼ X1X2(1þ er) (20:22)

and

fl(X1 þ X2) ¼ (X1 þ X2)(1þ er) (20:23)

where er is zero-mean with the variance of Equation 20.20.

20.4 Roundoff Noise

To determine the roundoff noise at the output of a digital filter we will assume that the noise due to a
quantization is stationary, white, and uncorrelated with the filter input, output, and internal variables.
This assumption is good if the filter input changes from sample to sample in a sufficiently complex
manner. It is not valid for zero or constant inputs for which the effects of rounding are analyzed from a
limit cycle perspective.
To satisfy the assumption of a sufficiently complex input, roundoff noise in digital filters is often

calculated for the case of a zero-mean white noise filter input signal x(n) of variance s2
x. This simplifies

calculation of the output roundoff noise because expected values of the form E{x(n)x(n� k)} are zero for
k 6¼ 0 and give s2

x when k¼ 0. This approach to analysis has been found to give estimates of the output
roundoff noise that are close to the noise actually observed for other input signals.
Another assumption that will be made in calculating roundoff noise is that the product of two

quantization errors is zero. To justify this assumption, consider the case of a 16-b fixed-point processor.
In this case a quantization error is of the order 2�15, while the product of two quantization errors is of the
order 2�30, which is negligible by comparison.
If a linear system with impulse response g(n) is excited by white noise with mean mx and variance s2

x,
the output is noise of mean [3, pp. 788–790]

my ¼ mx

X1
n¼�1

g(n) (20:24)

and variance

s2
y ¼ s2

x

X1
n¼�1

g2(n) (20:25)

Therefore, if g(n) is the impulse response from the point where a roundoff takes place to the filter output,
the contribution of that roundoff to the variance (mean-square value) of the output roundoff noise is
given by Equation 20.25 with s2

x replaced with the variance of the roundoff. If there is more than one
source of roundoff error in the filter, it is assumed that the errors are uncorrelated so the output noise
variance is simply the sum of the contributions from each source.
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20.4.1 Roundoff Noise in FIR Filters

The simplest case to analyze is a finite impulse response (FIR) filter realized via the convolution
summation

y(n) ¼
XN�1

k¼0

h(k)x(n� k) (20:26)

When fixed-point arithmetic is used and quantization is performed after each multiply, the result of the
N multiplies is N-times the quantization noise of a single multiply. For example, rounding after each
multiply gives, from Equations 20.6 and 20.12, an output noise variance of

s2
o ¼ N

2�2B

12
(20:27)

Virtually all digital signal processor integrated circuits contain one or more double-length accumulator
registers which permit the sum-of-products in Equation 20.26 to be accumulated without quantization.
In this case only a single quantization is necessary following the summation and

s2
o ¼

2�2B

12
(20:28)

For the floating-point roundoff noise case we will consider Equation 20.26 for N¼ 4 and then generalize
the result to other values of N. The finite-precision output can be written as the exact output plus an error
term e(n). Thus,

y(n)þ e(n) ¼ h(0)x(n)[1þ e1(n)]½ �fð
þ h(1)x(n� 1)[1þ e2(n)] [1þ e3(n)]

þ h(2)x(n� 2)[1þ e4(n)]g{1þ e5(n)}

þ h(3)x(n� 3)[1þ e6(n)])[1þ e7(n)] (20:29)

In Equation 20.29, e1(n) represents the error in the first product, e2(n) the error in the second product,
e3(n) the error in the first addition, etc. Notice that it has been assumed that the products are summed in
the order implied by the summation of Equation 20.26.
Expanding Equation 20.29, ignoring products of error terms, and recognizing y(n) gives

e(n) ¼ h(0)x(n)[e1(n)þ e3(n)þ e5(n)þ e7(n)]

þ h(1)x(n� 1)[e2(n)þ e3(n)þ e5(n)þ e7(n)]

þ h(2)x(n� 2)[e4(n)þ e5(n)þ e7(n)]

þ h(3)x(n� 3)[e6(n)þ e7(n)] (20:30)

Assuming that the input is white noise of variance sx
2 so that E{x(n)x(n� k)} is zero for k 6¼ 0, and

assuming that the errors are uncorrelated,

E{e2(n)} ¼ [4h2(0)þ 4h2(1)þ 3h2(2)þ 2h2(3)]s2
xs

2
er (20:31)
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In general, for any N,

s2
o ¼ E{e2(n)} ¼ Nh2(0)þ

XN�1

k¼1

(N þ 1� k)h2(k)

" #
s2
xs

2
er (20:32)

Notice that if the order of summation of the product terms in the convolution summation is changed,
then the order in which the h(k)’s appear in Equation 20.32 changes. If the order is changed so that the
h(k) with smallest magnitude is first, followed by the next smallest, etc., then the roundoff noise variance
is minimized. However, performing the convolution summation in nonsequential order greatly compli-
cates data indexing and so may not be worth the reduction obtained in roundoff noise.

20.4.2 Roundoff Noise in Fixed-Point IIR Filters

To determine the roundoff noise of a fixed-point infinite impulse response (IIR) filter realization,
consider a causal first-order filter with impulse response

h(n) ¼ anu(n) (20:33)

realized by the difference equation

y(n) ¼ ay(n� 1)þ x(n) (20:34)

Due to roundoff error, the output actually obtained is

ŷ(n) ¼ Q{ay(n� 1)þ x(n)} ¼ ay(n� 1)þ x(n)þ e(n) (20:35)

where e(n) is a random roundoff noise sequence. Since e(n) is injected at the same point as the input, it
propagates through a system with impulse response h(n). Therefore, for fixed-point arithmetic with
rounding, the output roundoff noise variance from Equations 20.6, 20.12, 20.25, and 20.33 is

s2
o ¼

D2

12

X1
n¼�1

h2(n) ¼ D2

12

X1
n¼0

a2n ¼ 2�2B

12
1

1� a2
(20:36)

With fixed-point arithmetic there is the possibility of overflow following addition. To avoid overflow it is
necessary to restrict the input signal amplitude. This can be accomplished by either placing a scaling
multiplier at the filter input or by simply limiting the maximum input signal amplitude. Consider the
case of the first-order filter of Equation 20.34. The transfer function of this filter is

H(e jv) ¼ Y(e jv)
X(e jv)

¼ 1
e jv � a

(20:37)

so

H(e jv)
�� ��2¼ 1

1þ a2 � 2a cos (v)
(20:38)

and

H(e jv)
�� ��

max¼
1

1� jaj (20:39)
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The peak gain of the filter is 1=(1� jaj) so limiting input signal amplitudes to jx (n)j � 1� jaj will make
overflows unlikely.
An expression for the output roundoff noise-to-signal ratio can easily be obtained for the case where

the filter input is white noise, uniformly distributed over the interval from �(1� jaj) to (1� jaj) [4,5].
In this case

s2
x ¼

1
2(1� aj j)

ð1� aj j

�(1�jaj)

x2dx ¼ 1
3
(1� aj j)2 (20:40)

so, from Equation 20.25,

s2
y ¼

1
3
(1� aj j)2
1� a2

(20:41)

Combining Equations 20.36 and 20.41 then gives

s2
o

s2
y
¼ 2�2B

12
1

1� a2

� �
3

1� a2

(1� aj j)2
� �

¼ 2�2B

12
3

(1� aj j)2 (20:42)

Notice that the noise-to-signal ratio increases without bound as jaj ! 1.
Similar results can be obtained for the case of the causal second-order filter realized by the difference

equation

y(n) ¼ 2r cos (u)y(n� 1)� r2y(n� 2)þ x(n) (20:43)

This filter has complex–conjugate poles at re�ju and impulse response

h(n) ¼ 1
sin (u)

rn sin [(nþ 1)u] u(n) (20:44)

Due to roundoff error, the output actually obtained is

ŷ(n) ¼ 2r cos (u)y(n� 1)� r2y(n� 2)þ x(n)þ e(n) (20:45)

There are two noise sources contributing to e(n) if quantization is performed after each multiply, and
there is one noise source if quantization is performed after summation. Since

X1
n¼�1

h2(n) ¼ 1þ r2

1� r2
1

(1þ r2)2 � 4r2 cos2 (u)
(20:46)

the output roundoff noise is

s2
o ¼ v

2�2B

12
1þ r2

1� r2
1

(1þ r2)2 � 4r2 cos2 (u)
(20:47)

where v¼ 1 for quantization after summation, and v¼ 2 for quantization after each multiply.
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To obtain an output noise-to-signal ratio we note that

H(e jv) ¼ 1
1� 2r cos (u)e�jv þ r2e�j2v

(20:48)

and, using the approach of [6],

H(e jv)
�� ��2

max
¼ 1

4r2 sat 1þ r2
2r cos (u)

	 
� 1þ r2
2r cos (u)

� �2þ 1� r2
2r sin (u)

� �2n o (20:49)

where

sat(m) ¼
1 m > 1
m �1 � m � 1
�1 m < �1

(
(20:50)

Following the same approach as for the first-order case then gives

s2
o

s2
y
¼ v

2�2B

12
1þ r2

1� r2
3

(1þ r2)2 � 4r2 cos2 (u)

	 1

4r2 sat 1þ r2
2r cos (u)

	 
� 1þ r2
2r cos (u)

� �2þ 1� r2
2r sin (u)

� �2n o (20:51)

Figure 20.1 is a contour plot showing the noise-to-signal ratio of Equation 20.51 for v¼ 1 in units of
the noise variance of a single quantization 2�2B=12. The plot is symmetrical about u¼ 908, so only the
range from 08 to 908 is shown. Notice that as r ! 1, the roundoff noise increases without bound. Also
notice that the noise increases as u ! 08.
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FIGURE 20.1 Normalized fixed-point roundoff noise variance.
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It is possible to design state-space filter realizations that minimize fixed-point roundoff noise [7–10].
Depending on the transfer function being realized, these structures may provide a roundoff noise level
that is orders-of-magnitude lower than for a nonoptimal realization. The price paid for this reduction in
roundoff noise is an increase in the number of computations required to implement the filter. For an
Nth-order filter the increase is from roughly 2N multiplies for a direct form realization to roughly
(Nþ 1)2 for an optimal realization. However, if the filter is realized by the parallel or cascade connection
of first- and second-order optimal subfilters, the increase is only to about 4N multiplies. Furthermore,
near-optimal realizations exist that increase the number of multiplies to only about 3N [10].

20.4.3 Roundoff Noise in Floating-Point IIR Filters

For floating-point arithmetic it is first necessary to determine the injected noise variance of each
quantization. For the first-order filter this is done by writing the computed output as

y(n)þ e(n) ¼ [ay(n� 1)(1þ e1(n))þ x(n)](1þ e2(n)) (20:52)

where
e1(n) represents the error due to the multiplication
e2(n) represents the error due to the addition

Neglecting the product of errors, Equation 20.52 becomes

y(n)þ e(n) � ay(n� 1)þ x(n)þ ay(n� 1)e1(n)

þ ay(n� 1)e2(n)þ x(n)e2(n) (20:53)

Comparing Equations 20.34 and 20.53, it is clear that

e(n) ¼ ay(n� 1)e1(n)þ ay(n� 1)e2(n)þ x(n)e2(n) (20:54)

Taking the expected value of e2(n) to obtain the injected noise variance then gives

E{e2(n)} ¼ a2E{y2(n� 1)}E e21(n)
 �þ a2E{y2(n� 1)}E e22(n)

 �
þ E{x2(n)}E e22(n)

 �þ E{x(n)y(n� 1)}E e22(n)
 �

(20:55)

To carry this further it is necessary to know something about the input. If we assume the input is zero-
mean white noise with variance s2

x , then E{x2(n)}¼s2
x and the input is uncorrelated with past values of

the output so E{x(n)y(n� 1)}¼ 0 giving

E{e2(n)} ¼ 2a2s2
ys

2
er þ s2

xs
2
er (20:56)

and

s2
o ¼ 2a2s2

ys
2
er þ s2

xs
2
er

� � X1
n¼�1

h2(n)

¼ 2a2s2
y þ s2

x

1� a2
s2
er (20:57)
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However,

s2
y ¼ s2

x

X1
n¼�1

h2(n) ¼ s2
x

1� a2
(20:58)

s2
o ¼

1þ a2

(1� a2)2
s2
ers

2
x ¼

1þ a2

1� a2
s2
ers

2
y (20:59)

and the output roundoff noise-to-signal ratio is

s2
o

s2
y
¼ 1þ a2

1� a2
s2
er (20:60)

Similar results can be obtained for the second-order filter of Equation 20.43 by writing

y(n)þ e(n) ¼ [2r cos (u)y(n� 1)(1þ e1(n))� r2y(n� 2)(1þ e2(n))]
	
	 [1þ e3(n)]þ x(n))(1þ e4(n)Þ (20:61)

Expanding with the same assumptions as before gives

e(n) � 2r cos (u)y(n� 1)[e1(n)þ e3(n)þ e4(n)]

� r2y(n� 2)[e2(n)þ e3(n)þ e4(n)]þ x(n)e4(n) (20:62)

and

E{e2(n)} ¼ 4r2 cos2 (u)s2
ys

2
er þ r2s2

y3s
2
er

þ s2
xs

2
er � 8r3 cos (u)s2

erE{y(n� 1)y(n� 2)} (20:63)

However,

E{y(n� 1)y(n� 2)}

¼ E{2r cos (u)y(n� 2)� r2y(n� 3)þ x(n� 1)]y(n� 2)}

¼ 2r cos (u)E{y2(n� 2)}� r2E{y(n� 2)y(n� 3)}

¼ 2r cos (u)E{y2(n� 2)}� r2E{y(n� 1)y(n� 2)}

¼ 2r cos (u)
1þ r2

s2
y (20:64)

so

E{e2(n)} ¼ s2
ers

2
x þ 3r4 þ 12r2 cos2(u)� 16r4 cos2(u)

1þ r2

� �
s2
ers

2
y (20:65)

and

s2
o ¼ E(n)

X1
n¼�1

h2(n)

¼ j s2
ers

2
x þ 3r4 þ 12r2 cos2(u)� 16r4 cos2(u)

1þ r2

� �
s2
ers

2
y

� �
(20:66)
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where from Equation 20.46,

j ¼
X1

n¼�1
h2(n) ¼ 1þ r2

1� r2
1

(1þ r2)2 � 4r2 cos2(u)
(20:67)

Since s2
y ¼ js2

x , the output roundoff noise-to-signal ratio is then

s2
o

s2
y
¼ j 1þ j 3r4 þ 12r2 cos2(u)� 16r4 cos2(u)

1þ r2

� �� �
s2
er (20:68)

Figure 20.2 is a contour plot showing the noise-to-signal ratio of Equation 20.68 in units of the noise
variance of a single quantization s2

er . The plot is symmetrical about u¼ 908, so only the range from 08 to
908 is shown. Notice the similarity of this plot to that of Figure 20.1 for the fixed-point case. It has been
observed that filter structures generally have very similar fixed-point and floating-point roundoff
characteristics [2]. Therefore, the techniques of [7–10], which were developed for the fixed-point case,
can also be used to design low-noise floating-point filter realizations. Furthermore, since it is not
necessary to scale the floating-point realization, the low-noise realizations need not require significantly
more computation than the direct form realization.

20.5 Limit Cycles

A limit cycle, sometimes referred to as a multiplier roundoff limit cycle, is a low-level oscillation that can
exist in an otherwise stable filter as a result of the nonlinearity associated with rounding (or truncating)
internal filter calculations [11]. Limit cycles require recursion to exist and do not occur in nonrecursive
FIR filters.
As an example of a limit cycle, consider the second-order filter realized by

y(n) ¼ Qr
7
8
y(n� 1)� 5

8
y(n� 2)þ x(n)

� �
(20:69)
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FIGURE 20.2 Normalized floating-point roundoff noise variance.
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where Qr{ } represents quantization by rounding. This is a stable filter with poles at 0.4375� j0.6585.
Consider the implementation of this filter with 4-b (3 b and a sign bit) two’s complement fixed-point
arithmetic, zero initial conditions (y(�1)¼ y(�2)¼ 0), and an input sequence x(n) ¼ 3

8 d(n), where d(n)
is the unit impulse or unit sample. The following sequence is obtained:

y(0) ¼ Qr
3
8

� �
¼ 3

8

y(1) ¼ Qr
21
64

� �
¼ 3

8

y(2) ¼ Qr
3
32

� �
¼ 1

8

y(3) ¼ Qr � 1
8

� �
¼ � 1

8

y(4) ¼ Qr � 3
16

� �
¼ � 1

8

y(5) ¼ Qr � 1
32

� �
¼ 0

y(6) ¼ Qr
5
64

� �
¼ 1

8

y(7) ¼ Qr
7
64

� �
¼ 1

8

y(8) ¼ Qr
1
32

� �
¼ 0

y(9) ¼ Qr � 5
64

� �
¼ � 1

8

y(10) ¼ Qr � 7
64

� �
¼ � 1

8

y(10) ¼ Qr � 1
32

� �
¼ 0

y(12) ¼ Qr
5
64

� �
¼ 1

8

..

.

(20:70)

Notice that while the input is zero except for the first sample, the output oscillates with amplitude 1=8 and
period 6.
Limit cycles are primarily of concern in fixed-point recursive filters. As long as floating-point filters are

realized as the parallel or cascade connection of first- and second-order subfilters, limit cycles will
generally not be a problem since limit cycles are practically not observable in first- and second-order
systems implemented with 32-b floating-point arithmetic [12]. It has been shown that such systems must
have an extremely small margin of stability for limit cycles to exist at anything other than underflow
levels, which are at an amplitude of less than 10�38 [12].

There are at least three ways of dealing with limit cycles when fixed-point arithmetic is used. One is to
determine a bound on the maximum limit cycle amplitude, expressed as an integral number of
quantization steps [13]. It is then possible to choose a word length that makes the limit cycle amplitude
acceptably low. Alternately, limit cycles can be prevented by randomly rounding calculations up or down
[14]. However, this approach is complicated to implement. The third approach is to properly choose the
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filter realization structure and then quantize the filter calculations using magnitude truncation [15,16].
This approach has the disadvantage of producing more roundoff noise than truncation or rounding [see
Equations 20.12 through 20.14].

20.6 Overflow Oscillations

With fixed-point arithmetic it is possible for filter calculations to overflow. This happens when two
numbers of the same sign add to give a value having magnitude greater than one. Since numbers with
magnitude greater than one are not representable, the result overflows. For example, the two’s comple-
ment numbers 0.101 (5=8) and 0.100 (4=8) add to give 1.001 which is the two’s complement represen-
tation of �7=8.
The overflow characteristic of two’s complement arithmetic can be represented as R{} where

R{X} ¼
X � 2 X � 1
X �1 � X < �1
X þ 2 X < �1

(
(20:71)

For the example just considered, R{9=8}¼�7=8.
An overflow oscillation, sometimes also referred to as an adder overflow limit cycle, is a high-level

oscillation that can exist in an otherwise stable fixed-point filter due to the gross nonlinearity associated
with the overflow of internal filter calculations [17]. Like limit cycles, overflow oscillations require
recursion to exist and do not occur in nonrecursive FIR filters. Overflow oscillations also do not occur
with floating-point arithmetic due to the virtual impossibility of overflow.
As an example of an overflow oscillation, once again consider the filter of Equation 20.69 with 4-b

fixed-point two’s complement arithmetic and with the two’s complement overflow characteristic of
Equation 20.71:

y(n) ¼ Qr R
7
8
y(n� 1)� 5

8
y(n� 2)þ x(n)

� �� �
(20:72)

In this case we apply the input

x(n) ¼ � 3
4
d(n)� 5

8
d(n� 1)

¼ � 3
4
, � 5

8
, 0, 0, . . .

� �
(20:73)

giving the output sequence

y(0) ¼ Qr R � 3
4

� �� �
¼ Qr � 3

4

� �
¼ � 3

4

y(1) ¼ Qr R � 41
32

� �� �
¼ Qr

23
32

� �
¼ 3

4

y(2) ¼ Qr R
9
8

� �� �
¼ Qr � 7

8

� �
¼ � 7

8

y(3) ¼ Qr R � 79
64

� �� �
¼ Qr

49
64

� �
¼ 3

4
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y(4) ¼ Qr R
77
64

� �� �
¼ Qr � 51

64

� �
¼ � 3

4

y(5) ¼ Qr R � 9
8

� �� �
¼ Qr

7
8

� �
¼ 7

8

y(6) ¼ Qr R
79
64

� �� �
¼ Qr

�49
64

� �
¼ � 3

4

y(7) ¼ Qr R � 77
64

� �� �
¼ Qr

51
64

� �
¼ 3

4

y(8) ¼ Qr R
9
8

� �� �
¼ Qr � 7

8

� �
¼ � 7

8

..

.

(20:74)

This is a large-scale oscillation with nearly full-scale amplitude.
There are several ways to prevent overflow oscillations in fixed-point filter realizations. The most

obvious is to scale the filter calculations so as to render overflow impossible. However, this may
unacceptably restrict the filter dynamic range. Another method is to force completed sums-of-products
to saturate at �1, rather than overflowing [18,19]. It is important to saturate only the completed sum,
since intermediate overflows in two’s complement arithmetic do not affect the accuracy of the final result.
Most fixed-point digital signal processors provide for automatic saturation of completed sums if
their saturation arithmetic feature is enabled. Yet another way to avoid overflow oscillations is to use a
filter structure for which any internal filter transient is guaranteed to decay to zero [20]. Such structures
are desirable anyway, since they tend to have low roundoff noise and be insensitive to coefficient
quantization [21].

20.7 Coefficient Quantization Error

Each filter structure has its own finite, generally nonuniform grids of realizable pole and zero locations
when the filter coefficients are quantized to a finite word length. In general the pole and zero
locations desired in a filter do not correspond exactly to the realizable locations. The error in filter
performance (usually measured in terms of a frequency response error) resulting from the placement of
the poles and zeros at the nonideal but realizable locations is referred to as coefficient quantization error.
Consider the second-order filter with complex–conjugate poles

l ¼ re�ju

¼ lr � jli
¼ r cos(u)� jr sin(u) (20:75)

and transfer function

H(z) ¼ 1
1� 2r cos(u)z�1 þ r2z�2

(20:76)

realized by the difference equation

y(n) ¼ 2r cos(u)y(n� 1)� r2y(n� 2)þ x(n) (20:77)

Figure 20.3 from Ref. [5] shows that quantizing the difference equation coefficients results in a nonuni-
form grid of realizable pole locations in the z plane. The grid is defined by the intersection of vertical lines
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corresponding to quantization of 2lr and concen-
tric circles corresponding to quantization of �r2.
The sparseness of realizable pole locations near
z¼�1 will result in a large coefficient quantiza-
tion error for poles in this region.
Figure 20.4 gives an alternative structure to

Equation 20.77 for realizing the transfer function
of Equation 20.76. Notice that quantizing the
coefficients of this structure corresponds to quant-
izing lr and li. As shown in Figure 20.5 from Ref.
[5], this results in a uniform grid of realizable pole
locations. Therefore, large coefficient quantization
errors are avoided for all pole locations.
It is well established that filter structures with

low roundoff noise tend to be robust to coefficient
quantization, and vice versa [22–24]. For this
reason, the uniform grid structure of Figure 20.4
is also popular because of its low roundoff noise.
Likewise, the low-noise realizations of Ref. [7–10]
can be expected to be relatively insensitive to
coefficient quantization, and digital wave filters
and lattice filters that are derived from low-sensitivity analog structures tend to have not only low
coefficient sensitivity, but also low roundoff noise [25,26].
It is well known that in a high-order polynomial with clustered roots, the root location is a very

sensitive function of the polynomial coefficients. Therefore, filter poles and zeros can be much more
accurately controlled if higher order filters are realized by breaking them up into the parallel or cascade
connection of first- and second-order subfilters. One exception to this rule is the case of linear-phase
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Re z
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j0.75
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FIGURE 20.3 Realizable pole locations for the difference Equation of 20.76.
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FIGURE 20.4 Alternate realization structure.
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FIR filters in which the symmetry of the polynomial coefficients and the spacing of the filter zeros around
the unit circle usually permits an acceptable direct realization using the convolution summation.
Given a filter structure it is necessary to assign the ideal pole and zero locations to the realizable

locations. This is generally done by simply rounding or truncating the filter coefficients to the available
number of bits, or by assigning the ideal pole and zero locations to the nearest realizable locations.
A more complicated alternative is to consider the original filter design problem as a problem in discrete
optimization, and choose the realizable pole and zero locations that give the best approximation to the
desired filter response [27–30].

20.8 Realization Considerations

Linear-phase FIR digital filters can generally be implemented with acceptable coefficient quantization
sensitivity using the direct convolution sum method. When implemented in this way on a digital signal
processor, fixed-point arithmetic is not only acceptable but may actually be preferable to floating-point
arithmetic. Virtually all fixed-point digital signal processors accumulate a sum of products in a double-
length accumulator. This means that only a single quantization is necessary to compute an output.
Floating-point arithmetic, on the other hand, requires a quantization after every multiply and after every
add in the convolution summation. With 32-b floating-point arithmetic these quantizations introduce a
small enough error to be insignificant for many applications.
When realizing IIR filters, either a parallel or cascade connection of first- and second-order subfilters is

almost always preferable to a high-order direct-form realization. With the availability of very low-cost
floating-point digital signal processors, like the Texas Instruments TMS320C32, it is highly recom-
mended that floating-point arithmetic be used for IIR filters. Floating-point arithmetic simultaneously
eliminates most concerns regarding scaling, limit cycles, and overflow oscillations. Regardless of the
arithmetic employed, a low roundoff noise structure should be used for the second-order sections.
Good choices are given in Refs. [2,10]. Recall that realizations with low fixed-point roundoff noise also
have low floating-point roundoff noise. The use of a low roundoff noise structure for the second-order
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FIGURE 20.5 Realizable pole locations for the alternate realization structure.

Finite Wordlength Effects 20-17



sections also tends to give a realization with low coefficient quantization sensitivity. First-order sections
are not as critical in determining the roundoff noise and coefficient sensitivity of a realization, and so can
generally be implemented with a simple direct form structure.
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21.1 Introduction

Digital implementations of filters are preferred over analog realizations for many reasons. Improvements
in VLSI technology have enabled digital filters to be used in an increasing number of application
domains.
There are a variety of methods that can be used to implement digital filters. In this chapter we focus on

the use of traditional VLSI digital logic families such as CMOS, rather than more exotic approaches. The
vast majority of implementations encountered in practice make use of traditional technologies because
the performance and cost characteristics of these approaches are so favorable.
Digital filter implementations can be classified into several categories based on the architectural

approach used: general purpose, special purpose, and programmable logic implementations. The choice
of a particular approach should be based upon the flexibility and performance required by a particular
application. General-purpose architectures possess a great deal of flexibility, but are somewhat limited in
performance, being best suited for relatively low sampling frequencies, usually under 10 MHz. Special-
purpose architectures are capable of much higher performance, with sampling frequencies as high as
1 GHz, but are often only configurable for one application domain. Programmable logic implementations
lie somewhere between these extremes, providing both flexibility and reasonably high performance, with
sampling rates as high as 200 MHz.
Digital filtering implementations have been strongly influenced by evolution of VLSI technology. The

regular computational structures encountered in filters are well suited for VLSI implementation. This
regularity often translates into efficient parallelism and pipelining. Further, the small set of computational
structures required in digital filtering makes automatic synthesis of special-purpose and programmable
logic designs feasible. The design automation of digital filter implementation is relatively simple
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compared to the general design synthesis problem. For this reason, digital filters are often the test case for
evaluating new device and computer-aided design technologies.

21.2 General-Purpose Processors

General-purpose digital signal processors are by far the most commonly used method for digital filter
implementation, particularly at audio bandwidths. These systems possess architectures well suited to
digital filtering, as well as other digital signal processing (DSP) algorithms.

21.2.1 Historical Perspective

General-purpose digital signal processors trace their lineage back to the microprocessors of the early
1980s. The generic microprocessors of that period were ill suited for the implementation of DSP
algorithms, due to the lack of hardware support for numerical algorithms of significant complexity in
those architectures. The primary requirement for DSP implementation was identified to be hardware
support for multiplication, due to the large number of multiply-accumulate (MAC) operations in DSP
algorithms and their large contribution to computational delays. The earliest widely available single chip
general-purpose DSP implementation was from AT&T, which evolved into the AT&T DSP20 family.
Products such as the Texas Instruments TMS32010 and NEC 7720 soon followed this. The early DSP
chips exhibited several shortcomings, such as difficult programming paradigms, awkward architectures
for many applications, and limited numerical precision. Many of these difficulties were imposed by the
limits of the VLSI technology of the time, and some by inexperience in this particular application area.
Despite these shortcomings, however, the early processors were well suited to the implementation of
digital filter algorithms, because digital filtering was identified as one of the target areas for these
architectures. This match between architecture and algorithms continues to be exhibited in current
general-purpose DSP chips.

21.2.2 Current Processors

There are a variety of general-purpose digital signal processors currently commercially available. We will
look at several of the most common architectural families in detail, although this discussion will not be
comprehensive by any means. The processors are best classified into two categories, fixed-point proces-
sors and floating-point processors. In both cases, these architectures are commonly (although not
exclusively) based on a single arithmetic unit shared among all computations, which leads to constraints
on the sampling rates that may be attained.
Fixed-point processors exhibit extremely high performance in terms of maximum throughput as

compared to their floating-point counterparts. In addition, fixed-point processors are typically inexpen-
sive as compared to floating-point options, due to the smaller integrated circuit die area occupied by
fixed-point processing blocks. A major difficulty encountered in implementing filters on fixed-point
processors is that overflow and underflow need to be prevented by careful attention to scaling, and
round-off effects may be significant.
Floating-point processors, on the other hand, are significantly easier to program, particularly in the

case of complex algorithms, at the cost of lower performance and larger die area. Given the regular
structure of most digital filtering algorithms and computer-aided design support for filters based on
limited precision arithmetic, fixed-point implementations may be the more cost effective option for this
type of algorithm. Because of the prevalence of both types of general-purpose processor, examples of each
will be examined in detail.
Two widely used floating-point processor families will be studied, although there are many contenders

in this field. These families are the Texas Instruments family of floating-point DSPs, in particular the
TI TMS320C3x (TI, 1992) family, and the Analog Devices ADSP-21020 family (Schweber, 1993). More
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recent examples of the TI family are the TMS320C67x DSP chips (TI, 2006a), and more recent Analog
Devices parts are the ADSP-2116x SHARC chips (Analog Devices, 2006).
The architecture of the TI TMS320C30 is illustrated in Figure 21.1. The floating-point word size used

by this processor was 32 bits. The most prominent feature of this chip was the floating-point arithmetic
unit, which contains a floating-point multiplier and adder. This unit was highly pipelined to support high
throughput, at the cost of latency; when data is input to the multiplier, for example, the results will not
appear on the output from that unit until several clock cycles later. Other features included a separate
integer unit for control calculations, and significant amounts (2k words) of SRAM for data and on-chip
instruction memory. On-chip ROM (4k words) was also optionally provided in order to eliminate the
need for an external boot ROM in some applications. This chip also included a 64-word instruction cache
to allow its use with lower speed memories. The modified Harvard architecture, that is, the separate data
and instruction buses, provided for concurrent instruction and data word transfers within one cycle time.
The TMS320C30 offered instruction cycle times as low as 60 ns. A code segment which implements
portions of an finite impulse response (FIR) filter on this device was

RPTS RC
MPYF3 *AR0þþ(1),*AR1þþ(1)%,R0

jj ADDF3 R0,R2,R2
ADDF R0,R2,R0

where the MPYF3 instruction performs a pipelined multiply operation in parallel with data and
coefficient pointer increments. The ADDF3 instruction is performed in parallel with the MPYF3
instruction, as denoted by the ‘‘jj’’ symbol. Because these operations are in parallel, only one instruction
cycle per tap is required. An FIR filter tap was benchmarked at 60 ns on this chip. Similarly, a typical
biquad infinite impulse response (IIR) filter code segment was

MPYF3 *AR0,*AR1,R0
MPYF3 *þþAR0(1),*AR1––(1)%,R1
MPYF3 *þþAR0(1),*AR1,R0

Program and
data RAM 

Program
cache ROM

Data data bus

Program data bus
Data address

Program address

I/O
ports

Timer

Peripheral
bus 

Multiply

Accumulate

Arithmetic logic
unit (ALU) Shifts

DMA
controller 

FIGURE 21.1 Texas Instruments TMS320C30 architecture.
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jj ADDF3 R0,R2,R2
MPYF3 *þþAR0(1),*AR1––(1)%,R0

jj ADDF3 R0,R2,R2
MPYF3 *þþAR0(1),R2,R2

jj STF R2,*AR1þþ(1)%
ADDF R0,R2
ADDF R1,R2,R0

where the MPYF3 and ADDF3 instructions implement the primary filter arithmetic and memory pointer
modification operations in parallel, as in the previous example. The biquad IIR benchmark on this
processor was 300 ns. More recent members of the TI floating-point family such as the TMS320C6727
support two parallel FIR filter taps at 2.86 ns and two IIR biquad sections at 106 ns.
Another floating-point chip worthy of note is the Analog Devices ADSP-21020 series. The architecture

of the ADSP-21020 chip is shown in Figure 21.2. This chip can be seen to share a number of features with
the TMS320C3x family, that is, a 32 bit by 32 bit floating-point MAC unit (not pipelined), modified
Harvard architecture, and 16 words of on-chip memory. In this case, the scratchpad memory was
organized into register files, much like a general-purpose RISC architecture register set. The memory
capacity of this device was significantly smaller than that of its competitors. As in the case of the
TMS320C3x, on the other hand, an instruction cache (32 words) was also provided. The cycle time for
the ADSP-21020 was 40 ns. An N tap FIR filter code segment illustrates the operation of this device,

i0¼coef;
f9¼0.0;
f1¼0; f4¼dm(i0,m0); f5¼pm(i8,m8);
lcntr¼N, DO bottom until lce;

bottom: f1¼f1þf9; f9¼f4*f5; f4¼dm(i0,m0); f5¼pm(i8,m8);
f1¼f1þf9;

Register file Timer

Program sequencer

Instruction cacheData address
generators 

DAG2DAG1

Arithmetic units

ALU Multiplier Shifter

Program address

Program data
Data memory address

Data memory data

FIGURE 21.2 Analog devices ADSP-21020 architecture.
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where the ‘‘*’’ and ‘‘þ’’ instructions perform the MAC operations, and the dm() and pm() instructions
perform the memory address update operations in parallel. An FIR filter tap thus executed in one
instruction per tap on the ADSP-21020, or in 40 ns. An IIR filter biquad section required 200 ns on this
chip. More recent members of this family such as the ADSP-21367 support FIR filter taps at 3 ns and IIR
biquad sections at 60 ns. Note that while the assembly language for the Analog Devices chip was
significantly different from that of the Texas Instruments chip, the architectural similarities are striking.
Two families of fixed-point digital signal processors will also be examined and compared. These are

the Texas Instruments TMS320C5x family (TI, 1993) and the Motorola DSP56000 series of devices
(Motorola, 1989). More recent examples of the TI family are the TMS320C62x DSP chips (TI, 2006b) and
more recent Motorola parts are the DSP56300 series of chips (Motorola, 2007).
The Texas Instruments TMS320C5x series devices were high performance digital signal processors

derived from the original TI DSP chip, the TMS32010, and its successor, the TMS320C2x. The
architecture of the TMS320C50 is shown in Figure 21.3. This chip was based on the Harvard architecture,
that is, separate data and instruction buses. This additional bandwidth between processing elements
supported rapid concurrent transfers of data and instructions. This chip used a 16 bit by 16 bit fixed-
point multiplier and a 32-bit accumulator, and up to 10k words on-chip scratchpad RAM. This
architecture supported instruction rates of 50 ns. An FIR filter code segment is shown below, where
the primary filter tap operations were performed by the MACD instruction,

RPTK N
MACD *-,COEFFP

This exhibits a general similarity with that for the TI floating-point chips, in particular a single
instruction cycle per tap, although in this case a single instruction was executed as opposed to two
parallel instructions on the TMS320C3x. The memory addressing scheme was also significantly different.
An FIR filter on the TMS320C5x could thus be implemented in 25 ns per tap. An Nth-order IIR filter
code segment is show below, where the MACD and AC instructions performed the primary multiplication
operations,

Multiply
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data RAM

Data
RAM ROM

Program data bus
Data address
Data data bus

Program address

I/O
ports

Timer

Peripheral
bus

Accumulate

ALU Shifts

FIGURE 21.3 Texas Instruments TMS320C50 architecture.
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ZPR
LACC *,15,AR1
RPT #(N�2)
AC COEFFB,*�
APAC
SACH *,1
ADRK N�1
RPTZ #(N-1)
MACD COEFFA,*�
LTA *,AR2
SACH *,1

A single IIR biquad section could be performed in 250 ns on this chip. More recent members of the TI
family such as the TMS320C6203C support two parallel FIR filter taps at 3.33 ns speeds and IIR biquad
sections at 66.6 ns.
The Motorola 56001 series was a fixed-point architecture with 24-bit word size, as opposed to the

smaller word sizes in most fixed-point DSP chips. The architecture of the 56001 is depicted in Figure
21.4. This chip shared many of the same features as other DSP chips, that is, Harvard architecture,
on-chip scratchpad memory (512 words), and hardware MAC support, in this case 24 bit by 24 bit
operators which form a 56 bit result. The instruction cycle time of the Motorola 56001 was 97.5 ns.
An FIR filter implemented on the 56001 might use the code segment shown below,

MOVE #AADDR, R0
MOVE #BADDRþn, R4
NOP

Program
 RAM

X data
RAMROM

Global data bus

Y data bus
Prorgram data bus

X data bus

I/O
ports

Multiply

Accumulate

ALU

Accumulate

Y address bus
Prorgram address bus

X address bus

Y data
 RAM

Bus
switch

Address
generation

FIGURE 21.4 Motorola 56001 architecture.
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CLR A X:(R0)þ,X0 Y:(R4)�,Y0
REP #N
MAC X0,Y0,A X:(R0)þ,X0 Y:(R4)�,Y0
RND A

where the MAC instruction retrieves data from the appropriate registers, loads it into the multiplier, and
leaves the result in the accumulator. The 56001 could perform FIR filtering at a rate of one instruction per
tap, or 97.5 ns per tap. An IIR filter code segment used the MAC instruction, as well as several others to set
up the registers for the arithmetic unit, as shown below.

OR #$08,MR
RND A X:(R0)�,X0 Y:(R4)þ,Y0
MAC �Y0,X0,A X:(R0)�,X1 Y:(R4)þ,Y0
MAC �Y0,X1,A X1,X:(R0)þ Y:(R4)þ,Y0
MAC Y0,X0,A A,X:(R0) Y:(R4),Y0
MAC Y0,X1,A 1
MOVE A,X:OUTPUT

The 56001 could compute a second-order IIR biquad in seven instruction cycles, or 682.5 ns. More
recent members of this family such as the DSP56L307 support FIR filter taps at an asymptotic speed of
6.25 ns and IIR biquad sections at 56.25 ns.
From these examples, it can be seen that general-purpose DSP processors possess many common

features which make them well suited for digital filtering. The hardware MAC unit, Harvard architecture,
and on-chip memory are consistent characteristics of these devices. The major shortcoming of such
architectures for digital filtering is the necessity to multiplex a single arithmetic unit (or very small
number of ALUs), which implies that sampling rates above 1=NT are not possible, where N is the number
of atomic operations (e.g., FIR filter taps) and T is the time to complete those operations.

21.2.3 Future Directions

Several trends have become apparent as VLSI technology has improved. One trend of note is the
increasing use of parallelism, both on-chip and between chips. The support for multiprocessor
communications in the TI TMS320C80 provides an avenue for direct parallel implementation of
algorithms. Architectures based upon multiple fixed-point DSP processors on a single chip have also
been fielded.
Another trend has been the development of better programming interfaces for the general-purpose

chips. In particular, high level language compilers have improved to the point where they provide for
reasonably good performance for complex algorithms, although still not superior to that obtained by
manual assembly language programming.
This trend is being accelerated by an initiative called GNURadio (GNU Radio, 2007), which is making

it easier to implement all types of digital filters purely in software in order to enable creation of software
radios. GNURadio provides signal processing blocks implemented in Cþþ that are connected together
to form a complete communications system. The advantage of this software implementation is that it is
generally hardware independent and can run on any general-purpose processor, opening up the world of
digital implementations to anyone with a PC. The added flexibility comes at a loss of efficiency. Due to
the generalized nature of the hardware independent system, the computations will not be implemented as
efficiently as they would be if written in assembly for a specific processor. An IIR filter code segment from
the GNURadio project is shown below:
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acc¼d_fftaps[0] * input;
for (i¼1; i<n; i þþ)
acc þ¼ (d_fftaps[i] * d_prev_input[latestþi]

þ d_fbtaps[i] * d_prev_output[latestþi]);

This Cþþ code segment from the GNURadio library implement a direct form 1 IIR filter where fftaps
are the feed-forward taps and fbtaps are the feed-back taps. To use the GNURadio software for practical
signal analysis, some sort of analog to digital apparatus is required. This can be as simple as a standard
PC sound card or as complex as the universal software radio peripheral (USRP), which is sold by
the maintainers of the GNURadio project as an RF front end that contains an onboard field program-
mable gate arrays (FPGA) and several optional daughter boards for the frequency band of interest
(USRP, 2007).
Another trend that is worthy of note is the development of low-power DSP implementations. These

devices are targeted at the wireless personal communications system (PCS) marketplace, where min-
imum power usage is critical. The developments in this area have been particularly striking, given the
strong dependence of power consumption on clock frequency, which is usually high in DSP implemen-
tations. Through a combination of careful circuit design, power supply voltage reductions, and architec-
tural innovations, extremely low power implementations have been realized.
A final trend is related to the progress of general-purpose processors relative to DSP chips. The

evolution of general-purpose DSP implementations may have come full circle, as general-purpose
processors such as the Intel Pentium family and digital equipment company (DEC) Alpha family possess
on-chip floating-point multiplication units, as well as memory bandwidths equaling or exceeding that of
the DSP chips. These features are reflected in the performance of these chips on standard benchmarks
(Stewart et al., 1992), in which the DEC Alpha outperforms the fastest DSP engines. Similar results were
obtained from the Pentium upon the implementation of the MMX capabilities; even older Pentium
chipsets outperform most floating-point and fixed-point DSP chips (BTDI, 2000).
These trends, particularly multiple processor parallelism and general-purpose ease of programming,

are illustrated by the Cell Broadband Engine Architecture developed via a joint effort between Sony,
Toshiba, and IBM (IBM, 2007). The Cell combines a standard Power architecture core with streamlined
coprocessing components, with the first major use of the Cell being in Sony’s Playstation 3 console. It was
designed to bridge the gap between general-purpose processors and more specialized high-performance
processors. The architecture consists of a main processor called the power processing element (PPE),
eight coprocessors called the synergistic processing elements (SPEs), and a high-bandwidth bus connect-
ing all of these elements. The PPE is able to run a conventional operating system because of its Power
Architecture core, and has control over the eight SPEs allowing high performance and mathematically
intensive tasks to be achieved.

21.3 Special-Purpose Implementations

The tremendous growth in the capabilities of VLSI technology and the corresponding decrease in the
fabrication costs have lead to the wide availability advent of application-specific integrated circuits
(ASICs). These devices are tailored to a particular application or domain of applications in order to
provide the highest possible performance at low per-unit costs.
Although it is difficult to generalize, special-purpose implementations share some common features.

The first is the high degree of parallelism in these designs. For example, a typical special-purpose FIR
filter implementation will contain tens or hundreds of MAC units, each of which executes a filter tap
operation at the same time. This is in contrast to most general-purpose architectures, in which a single
MAC unit is shared. Another common feature is extensive pipelining between arithmetic operators; this
leads to high sampling rates and high throughput, at some cost in latency. Finally, these implementations
are often lacking in flexibility, being designed for specific application domains. The number of filter taps
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may be fixed, or the filter coefficients themselves may be fixed. In almost all instances, these implemen-
tations are based on fixed-point arithmetic.
Because the implementation cost of multiplication operations is so large compared to other operations,

significant research effort has been expended on developing fast and efficient multiplier architectures, as
well as digital filter design techniques that can be used to reduce the number of multiplications. A large
number of multiplier architectures have been developed, ranging from bit-serial structures to bit and
word level pipelined array designs (Ma and Taylor, 1990). The most appropriate architecture is a
function of the application requirements, as various area versus speed options are available. The other
major research direction is the minimization of multiplication operations. In this case, multiplications are
eliminated by conscientious structuring of the realization, as in linear phase filters, circumvented by use
of alternate number systems such as the residue number system (RNS), or simplified to a limited number
of shift-and-add operations. The later option has been used successfully in a large number of both FIR
and IIR realizations, some of which will be discussed below.
Historically, bit-serial implementations of digital filters have been of some interest to researchers and

practitioners in the early days of VLSI because of the relatively high cost of silicon area devoted to both
devices and routing (Denyer and Renshaw, 1985). Even in primitive technologies, bit-serial implemen-
tations could exploit the natural parallelism in digital filtering algorithms.

As clock rates have risen, and silicon area has become more economical, parallel implementations have
become themost effective way of implementing high-performance digital filters. The concept of the systolic
array has strongly influenced the implementation of both FIR and IIR filters (Kung, 1988). Systolic arrays
are characterized by spatial and temporal locality, that is, algorithms and processing elements should be
structured to minimize interconnection distances between nodes and to provide at least a single delay
element between nodes. Interconnection distances need to be kept to a minimum to reduce delays
associated with signal routing, which is becoming the dominant limiting factor in VLSI systems. Imposing
pipeline delays between nodes minimizes computational delay paths and leads to high throughput.
These characteristic features of special-purpose digital filter designs will be illustrated by examples of

FIR and IIR filter implementations. It should be noted that it is increasingly difficult to identify ASICs
that only perform digital filtering; as VLSI capabilities increase, this functionality is more typically
embedded with other functions in very application-focused devices.

21.3.1 FIR Filter Examples

FIR filters may be implemented in a number of ways, depending on application requirements. The
primary factors that must be considered are the filter length, sampling rate, and area, which determine
the amount of parallelism that can be applied. Once the degree of parallelism and pipelining are
determined, the appropriate general filter structure can be determined.
A typical high-performance FIR filter implementation (Khoo et al., 1993) provided sampling rates of

180 MHz for 32 linear phase taps. This chip used canonical signed digit (CSD) coefficients. This
representation is based on a number system in which the digits take the values (�1, 0, 1). A filter tap
can be implemented with a small number of these digits, and hence that tap requires a small number of
shift-and-add operations. Each coefficient was implemented based on two bit shift-and-add units, as
depicted in Figure 21.5. Delay elements are bypassed during configuration to allow realization of
coefficients with additional bits. This chip also made use of extensive pipelining, carry-save addition,
and advanced single-phase clocking techniques to provide high throughput.
In part due to the highly structured nature of FIR filtering algorithms, automatic design tools have

been used to successfully implement high-performance FIR filters similar to that just presented. These
methods often integrate the filter and architectural design into a unified process which can effectively
utilize silicon area to provide the desired performance.
At the other extreme of performance was the Motorola 56200 FIR filter chip (Motorola, 1988)

(Figure 21.6). This chip, although quite old, represents an approach to the custom implementation of
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long (several hundred taps) FIR filters. In this case, a single processing element was multiplexed among all
of the filter taps, similar in concept to the approach used in general-purpose DSP processors. Due to the
regularity of the filter structure, extensive pipelining in the arithmetic unit could be used to support a large
number of taps at audio rates. This chip could be used to realize a 256 tap FIR filter at sampling rates up to
19 kHz, with higher performance for shorter filters. Longer filters could be implemented using cascaded
processors.
A comparison of implementations (Hartley et al., 1989; Hatamian and Rao, 1990; Khoo et al., 1993;

Laskowski and Samueli 1992; Ruetz, 1989; Yassa et al., 1987; Yoshino et al., 1990) illustrates the range of
design and performance options. This is illustrated in Table 21.1, where the ‘‘score’’ is calculated

FIGURE 21.5 Custom FIR filter architecture for 180 MHz sampling rates.

TABLE 21.1 FIR Filter ASIC Comparison

Design Taps Area (mm2) Rate (MHz) Technology (mm) Score

Khoo 93 32 20.1 180.0 1.2 495.2

Laskowski 92 43 40.95 150.0 1.2 139.3

Yoshino 90 64 48.65 100.0 0.8 33.68

Ruetz 89 64 225.0 22.0 1.5 21.12

Yassa 87 16 17.65 30.0 (est.) 1.25 53.12

Hartley 89 4 25.8 (est.) 37.0 1.25 11.20

Hatamian 90 40 22.0 100.0 0.9 132.5

Data RAM
256 by 16

Coefficient
RAM

256 by 24
Address

generation

Arithmetic unit

Multiply
Accumulate

Output

Input

FIGURE 21.6 Motorola 56200 architecture.
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according to the sampling rate multiplied by the number of taps per unit area, with normalization for the
particular technology used. This simplistic comparison does not consider differences in word length or
coefficient codings, but it does provide some insight into the results of the various design approaches. A
significant number of other digital FIR filtering chips exist, both research prototypes and commercial
products; this exposition only outlines some of the architectural options.

21.3.2 IIR Filter Examples

Custom IIR filter implementations are also most commonly based on parallel architectures, although
there are somewhat fewer custom realizations of IIR filters than FIR filters. A significant difficulty in the
implementation of high performance IIR filters in the need for feedback in the computation of an IIR
filter section. This limits the throughput that can be attained to at least one MAC cycle in a straightfor-
ward realization. Another difficulty is the numerical stability of IIR filters with short coefficients, which
makes aggressive quantization of coefficients less promising.
In order to address the difficulties with throughput limitation due to feedback, structures based on

systolic concepts have been developed. Although the feedback problem imposes a severe constraint on
the implementation, use of bit and word level systolic structures which pipeline data most significant
digit first can minimize the impact of this restriction (Woods et al., 1990). Using these techniques, and
a Signed Binary Number Representation (SBNR) similar to a CSD code, first-order sections with
sampling rates of 15 MHz were demonstrated in a 1.5 mm standard cell process in an area of 21.8 mm2.
This particular design used fairly large coefficient and data words, however, at 12 bits and 11 bits,
respectively.
The numerical stability problem has been addressed through a variety of techniques. One of these is

based on minimizing limited precision effects by manipulation of traditional canonical filter structures
and clever partitioning of arithmetic operations. A more recent and general approach is based on
modeling the digital implementations of filters after their analog counterparts; these classes of filters
are known as wave digital filters (WDFs) (Fettweis, 1986). WDFs exhibit good passband ripple and
stopband attenuation, with high tolerance to limited wordlength effects. Because of the latter property,
efficient implementations based on short word sizes are feasible. A WDF design for a second-order
section in custom 1.5 mm CMOS based on a restricted coefficient set akin to CSD supported 10 MHz
sampling rates in an area of 12.9 mm2 (Wicks and Summerfield, 1993).

21.3.3 Future Trends

The future trends in digital filter implementation appear to be a fairly straightforward function of the
increasing capability of VLSI devices. In particular, more taps and filter sections per chip and higher
sampling rates are becoming achievable. Related to these trends are higher degrees of on-chip parallelism.
Further, programmability is more reasonable as density and speed margins increase, although there is
still a high cost in area and performance. Finally, special-purpose implementations show extraordinary
promise in the area of low power systems, where custom circuit design techniques and application-
specific architectural features can be combined to best advantage.

21.4 Programmable Logic Implementations

The rapid evolution of VLSI technology has enabled the development of several high-density program-
mable logic architectures. There are several novel features that make these devices of interest beyond their
traditional field-of-state machine implementation. In particular, the density of the largest of these devices
is over 12,000,000 gates (Xilinx, 2007), which encompasses the level of complexity found in the majority
of ASICs (although some ASICs are significantly more complex). This level of complexity is sufficient to
support many designs that would traditionally need to be implemented as ASICs. The speed of
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programmable logic devices (PLDs) and FPGAs is quite reasonable, with toggle rates on the order of
550 MHz (Xilinx, 2007). While this is not as great as custom implementations, it does allow many
applications to be realized in this new technology.
One of the most significant features of FPGA implementations is the capability for in-system

reprogrammability in many FPGA families. Unlike traditional field programmable parts based on
anti-fuse technology and which can only be programmed once, many of the new architectures are
based on memory technology. This means that entirely new computational architectures can be imple-
mented simply by reprogramming the logic functions and interconnection routing on the chip. Ongoing
research efforts have been directed toward using FPGAs as generalized coprocessors for supercomputing
and signal processing applications.
The implications of programmable device technology for filter implementation are significant. These

devices provide an enormous amount of flexibility, which can be used in the implementation of a variety
of novel architectures on a single chip. This is particularly useful for rapid prototyping of digital filtering
algorithms, where several high-performance designs can be evaluated in a target environment on the
same hardware platform. Further, complex adaptive systems based on this technology and which use a
variety of signal processing and digital filter techniques are becoming increasingly popular in a variety of
applications.
Because many of the programmable logic architectures are based on SRAM technology, the density of

these devices can be expected to grow in parallel with the RAM growth curve, that is, at approximately
60% per year. Further, since these devices may be used for a large variety of applications, they have
become high-volume commodity parts, and hence prices are relatively low compared to more specialized
and low-volume DSP chips. This implies that new DSP systems that were not previously technically and
economically feasible to implement in this technology are now feasible.
One of the extra costs of this approach, as opposed to the full custom strategy, is the need for support

chips. Several chips are typically needed, including memory to store the programmable device configur-
ation, as well as logic to control the downloading of the program. These issues are generally outweighed
by the flexibility provided by programmable solutions.
We will next examine the implementation of several FIR and IIR digital filtering architectures based

on FPGAs.

21.4.1 FIR Filter Implementations

Several approaches to the FPGA implementation of FIR filters can be taken. Due to the flexibility of these
parts, switching from one architecture to the next only requires reprogramming the device, subject to
constraints on I=O pin locations. Two fundamental strategies for realizing FIR filters will be illustrated
here, one which is suited to relatively short filters (or longer filters cascaded across several chips)
operating at high rates, and another which is suited for longer filters at lower rates.

A high-performance FIR filter example (Evans, 1993), illustrated in Figure 21.7, was based on the
observation that since the entire device is reprogrammable, architectures in which filter coefficient
multiplications are implemented as ‘‘hardwired’’ shifts can be easily reconfigured depending on the
desired filter response. In this example, each of the coefficients was represented in a CSD code with a
limited number of nontrivial (e.g., nonzero) bits, which allowed each tap to be implemented as a small
number of shift-and-add operations. A filter tap could be implemented in two columns of logic blocks
on a Xilinx 3100-series FPGA (Xilinx, 1993), where the two columns of full adders and associated
delays implement a tap based on CSD coefficients with two nontrivial bits. With this architecture, up to
11 taps could be implemented on a single Xilinx XC3195 FPGA at sampling rates of above 40 MHz.
Longer filters could be implemented by a cascade of FPGA devices.
An FIR filter architecture for longer filters was based upon implementation of several traditional MAC

units on one chip, as shown in Figure 21.8. Each of these MAC units could then be shared among a large
number of filter tap computations, much as the single MAC unit in the Motorola 56200 was multiplexed.
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Since four multipliers could be implemented in the Xilinx 4000-series, the inherent parallelism of FIR
filters can be exploited to support sampling rates of up to 1.25 MHz for 32 taps in that technology.

21.4.2 IIR Filter Implementations

As in the case of FIR filters, IIR filters can be implemented using a ‘‘hardwired’’ architecture suited to
high performance, or a more traditional approach based on general MAC units. In the case of IIR filters,
however, the hardwired implementation is significantly more desirable than the alternate approach due
to the difficulty in rescheduling multiplexed processing elements in a system with feedback.
An architecture which is reconfigured to implement different filters will generally provide both high-

performance and good area efficiency. An example of such a system is shown in Figure 21.9, in which two
IIR biquad sections were implemented on a single FPGA using a traditional canonical filter structure
(Chou et al., 1993). Each of the columns realized a shift-and-add for one nontrivial bit of a coefficient,
where the shaded blocks also contained delay registers. This implementation yielded sampling rates of
better than 10 MHz for typical coefficients.
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A more traditional approach to the realization of IIR filters using MAC units is also possible, but may
be less efficient. The general architecture is similar to that of the FIR filter in Figure 21.8, with slight
modifications to the routing between arithmetic units and support for scaling necessary in an IIR biquad
section.

21.4.3 Future Trends

Because of the rapid advances in FPGA technology, higher performance digital filtering may in fact
be possible with programmable logic than with typical custom ASIC approaches (Moeller, 1999). In
addition, there are a wide variety of DSP core functions being offered by FPGA manufacturers (Xilinx,
2000) which will further accelerate this revolution in DSP implementation.
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Further Information

The publication IEEE Transactions on Circuits and Systems—II: Analog and Digital Signal Processing
frequently contains articles on the VLSI implementation of digital filters as well as design methods for
efficient implementation. The IEEE Transactions on Signal Processing often includes articles in these
areas as well. Articles in the IEEE Journal on Solid State Circuits, the IEEE Transactions on VLSI Systems,
and the IEE Electronics Letters regularly cover particular implementations of digital filters.
The conference proceedings for the IEEE International Symposium on Circuits and Systems and the

IEEE International Conference on Acoustics, Speech, and Signal Processing also contain a wealth of
information on digital filter implementation.
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The textbook VLSI Array Processors by S. Y. Kung discusses the concept of systolic arrays at length.
The textbook Software Radio: A Modern Approach to Radio Engineering by Jeffrey Reed covers issues
engineers must understand in order to utilize DSP in software radio subsystems. The textbook Digital
Signal Processing with Field Programmable Gate Arrays by Uwe Meyer-Baese discusses how FPGA
implementations are revolutionizing digital signal processing and covers implementations of FIR and
IIR filters along with several other DSP processing systems on FPGAs.
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22.1 Introduction

In this chapter, methods of designing two-dimensional (2-D) finite-extent impulse response (FIR)
discrete-time filters are described. 2-D FIR filters offer the advantages of phase linearity and guaranteed
stability, which makes them attractive in applications. Over the years an extensive array of techniques for
designing 2-D FIR filters has been accumulated [14,23,30]. These techniques can be conveniently
classified into the two categories of general and specialized designs. Techniques in the category of general
design are intended for approximation of arbitrary desired frequency responses usually with no struc-
tural constraints on the filter. These techniques include approaches such as windowing of the ideal
impulse response (IIR) [22] or the use of suitable optimality criteria possibly implemented with iterative
algorithms. On the other hand, techniques in the category of special design are applicable to restricted
classes of filters, either due to the nature of the response being approximated or due to imposition of
structural constraints on the filter used in the design. The specialized designs are a consequence of the
observation that commonly used filters have characteristic underlying features that can be exploited to
simplify the problem of design and implementation. The stopbands and passbands of filters encountered
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in practice are often defined by straight-line, circular, or elliptical boundaries. Specialized design
methodologies have been developed for handling these cases and they are typically based on techniques
such as the transformation of one-dimensional (1-D) filters or the rotation and translation of separable
filter responses. If the desired response possesses symmetries, then the symmetries imply relationships
among the filter coefficients, which are exploited in both the design and the implementation of the filters.
In some design problems it may be advantageous to impose structural constraints in the form of parallel
and cascade connections.
The material in this chapter is organized as follows. A preliminary discussion of characteristics of 2-D

FIR filters and issues relevant to the design methods appears in Section 22.2. Following this, methods of
general and special FIR filter design are described in Sections 22.3 and 22.4, respectively. Several
examples of design illustrating the procedure are also presented. Issues in 2-D FIR filter implementation
are briefly discussed in Section 22.5. Finally, two-dimensional filter banks are briefly discussed in Section
22.6, and a list of sources for further information is provided.

22.2 Preliminary Design Considerations

In any 2-D filter design there is a choice between FIR and IIR filters, and their relative merits are briefly
examined next. 2-D FIR filters offer certain advantages over 2-D IIR filters as a result of which FIR filters
have found widespread use in applications such as image and video processing. One key attribute of an FIR
filter is that it can be designed with strictly linear passband phase, and it can be implemented with small
delays without the need to reverse the signal array during processing. A 2-D FIR filter impulse response
has only a finite number of nonzero samples which guarantee stability. On the other hand, stability is
difficult to test in the case of 2-D IIR filters due to the absence of a 2-D counterpart of the fundamental
theorem of algebra, and a 2-D polynomial is almost never factorizable. If a 2-D FIR filter is implemented
nonrecursively with finite precision, then it does not exhibit limit cycle oscillations. Arithmetic quantiza-
tion noise and coefficient quantization effects in FIR filter implementation are usually very low. A key
disadvantage of FIR filters is that they typically have higher computational complexity than IIR filters for
meeting the same magnitude specifications, especially in cases where the specifications are stringent.
The term 2-D FIR filter refers to a linear shift-invariant system whose input–output relation is

represented by a convolution [14]

y(n1, n2) ¼
X

(k1,k2)2

X
I

h(k1, k2)x(n1 � k1, n2 � k2), (22:1)

where
x(n1, n2) and y(n1, n2) are the input and the output sequences, respectively
h(n1, n2) is the impulse response sequence
I is the support of the impulse response sequence

FIR filters have compact support, meaning that only a finite number of coefficients are nonzero.
This makes the impulse response sequence of FIR filters absolutely summable, thereby ensuring filter
stability. Usually the filter support, I, is chosen to be a rectangular region centered at the origin, e.g.,
I¼ {(n1, n2): –N1� n1�N1, –N2� n2�N2}. However, there are some important cases where it is more
advantageous to select a nonrectangular region as the filter support [32].
Once the extent of the impulse response support is determined, the sequence h(n1, n2) should be

chosen in order to meet given filter specifications under suitable approximation criteria. These aspects
are elaborated in Section 22.2.1. This is followed by a discussion of phase linearity and filter response
symmetry considerations and then some guidelines on using the design methods are provided (Sections
22.2.2 and 22.2.3).
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22.2.1 Filter Specifications and Approximation Criteria

The problem of designing a 2-D FIR filter consists of determining the impulse response sequence,
h(n1, n2), or its system function, H(z1, z2), in order to satisfy given requirements on the filter response.
The filter requirements are usually specified in the frequency domain, and only this case is considered
here. The frequency response,* H(v1,v2), corresponding to the impulse response h(n1, n2), with a
support, I, is expressed as

H(v1,v2) ¼
X

(n1,n2)2I
h(n1, n2)e

�j(n1v1þn2v2): (22:2)

Note that H(v1, v2)¼H(v1þ 2p, v2)¼H(v1, v2þ 2p) for all (v1, v2). In other words, H(v1, v2) is a
periodic function with a period 2p in both v1 and v2. This implies that by defining H(v1, v2) in the
region {�p<v1�p, �p<v2�p}, the frequency response of the filter for all (v1, v2) is determined.

For 2-D FIR filters the specifications are usually given in terms of the magnitude response, jH(v1, v2)j.
Attention in this chapter is confined to the case of a two-level magnitude design, where the desired
magnitude levels are either 1.0 (in the passband) or 0.0 (in the stopband). Some of the procedures can be
easily modified to accommodate multilevel magnitude specifications, as, for instance, in a case that
requires the magnitude to increase linearly with distance from the origin in the frequency domain.
Consider the design of a 2-D FIR low-pass filter whose specifications are shown in Figure 22.1. The

magnitude of the low-pass filter ideally takes the value 1.0 in the passband region, Fp, which is centered
around the origin, (v1, v2)¼ (0, 0), and 0.0 in the stopband region, Fs. As a magnitude discontinuity is
not possible with a finite filter support, I, it is necessary to interpose a transition region, Ft, between Fp
and Fs. Also, magnitude bounds jH(v1,v2)� 1j � dp in the passband and jH(v1,v2)j � ds in the
stopband are specified, where the parameters dp and ds are positive real numbers, typically much less
than 1.0. The frequency response H(v1,v2) is assumed to be real. Consequently, the low-pass filter is
specified in the frequency domain by the regions, Fp, Fs, and the tolerance parameters, dp and ds.

A variety of stopband and passband shapes can
be specified in a similar manner.

In order to meet given specifications, an
adequate filter order (defined here to be the num-
ber of nonzero impulse response samples) needs to
be determined. If the specifications are stringent,
with tight tolerance parameters and small transi-
tion regions, then the filter support region, I, must
be large. In other words, there is a trade-off
between the filter support region, I, and the fre-
quency domain specifications. In the general case
the filter order is not known a priori, and may be
determined either through an iterative process or
using estimation rules if available. If the filter order
is given, then in order to determine an optimum
solution to the design problem, an appropriate
optimality criterion is needed. Commonly used
criteria in 2-D filter design are minimization of
the Lp norm, p finite, of the approximation error,
or the L1 norm. If desired, a maximal flatness
requirement at desired frequencies can be imposed

Fs

Ft

Fp

–π

ω1

±δs

1±δp

ω2

π

π–π

FIGURE 22.1 Frequency response specifications for a
2D low-pass filter (jH(v1, v2)� 1j � dp for (v1, v2) 2 Fp
and jH(v1, v2)j � ds for (v1, v2) 2 Fs).

* Here v1¼ 2pf1 and v2¼ 2pf2 are the horizontal and vertical angular frequencies, respectively.

Two-Dimensional FIR Filters 22-3



[24]. It should be noted that if the specifications are given in terms of the tolerance bounds on magnitude,
as described above, then the use of L1 criterion is appropriate. However, the use of other criteria such as
a weighted L2 norm can serve to arrive at an almost minimax solution [2,10].

22.2.2 Zero-Phase FIR Filters and Symmetry Considerations

Phase linearity is important in many filtering applications. As in the 1-D case, a number of conditions for
phase linearity can be obtained depending on the nature of symmetry. But the discussion here is limited
to the case of ‘‘zero phase’’ design, with a purely real frequency response. A salient feature of 2-D FIR
filters is that realizable FIR filters, which have purely real frequency responses, are easily designed. The
term ‘‘zero phase’’ is somewhat misleading in the sense that the frequency response may be negative at
some frequencies. The term should be understood in the sense of ‘‘zero phase in passband’’ because the
passband frequency response is within a small deviation of the value 1.0. The frequency response may
assume negative values in the stopband region where phase linearity is immaterial. In frequency domain,
the zero-phase or real frequency response condition corresponds to

H(v1,v2) ¼ H*(v1,v2), (22:3)

where H*(v1,v2) denotes the complex conjugate of H(v1,v2). The condition Equation 22.3 is
equivalent to

h(n1, n2) ¼ h*(�n1,�n2) (22:4)

in the spatial-domain. Making a common practical assumption that h(n1, n2) is real, the above condition
reduces to

h(n1, n2) ¼ h(�n1,�n2), (22:5)

implying a region of support with the above symmetry about the origin.
Henceforth, only the design of zero-phase FIR filters is considered. With h(n1, n2) real, and satisfying

Equation 22.5, the frequency response, H(v1, v2), is expressed as

H(v1,v2) ¼ h(0, 0)þ
X

(n1, n2)2I1
h(n1, n2)e

�j(v1n1þv2n2) þ
X

(n1, n2)2I2
h(n1, n2)e

�j(v1n1þv2n2)

¼ h(0, 0)þ
X

(n1, n2)2I1
2h(n1, n2) cos (v1n1 þ v2n2), (22:6)

where I1 and I2 are disjoint regions such that I1[ I2[ {(0,0)}¼ I, and if (n1, n2) 2 I1, then
(�n1,�n2) 2 I2.

In order to understand the importance of phase linearity in image processing, consider an example
that illustrates the effect of nonlinear-phase filters on images. In Figure 22.2a, an image that is corrupted
by white Gaussian noise is shown. This image is filtered with a nonlinear-phase low-pass filter and the
resultant image is shown in Figure 22.2b. It is observed that edges and textured regions are severely
distorted in Figure 22.2b. This is due to the fact that the spatial alignment of frequency components that
define an edge in the original is altered by the phase nonlinearity. The same image is also filtered with a
zero-phase low-pass filter, H(v1, v2), which has the same magnitude characteristics as the nonlinear-
phase filter. The resulting image is shown in Figure 22.2c. It is seen that the edges are perceptually
preserved in Figure 22.2c, although blurred due to the low-pass nature of the filter. In this example, a
separable zero-phase low-pass filter, H(v1, v2)¼H1(v1) H1(v2), is used, where H1(v) is a 1-D Lagrange
filter with a cutoff p=2. In spatial domain h(n1, n2)¼ h1(n1) h1(n2) where h1(n)¼ { . . . , 0, �1=32, 0, 9=32,
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1=2, 9=32, 0, �1=32, 0, . . . } is the impulse response of the seventh-order symmetric (zero-phase) 1-D
Lagrange filter. The nonlinear-phase filter is a cascade of the above zero-phase filter with an allpass filter.
In some filter design problems, symmetries in frequency domain specifications can be exploited by

imposing restrictions on the filter coefficients and the shape of the support region for the impulse
response. A variety of symmetries that can be exploited is extensively studied in Refs. [3,32,44,45]. For
example, a condition often encountered in practice is the symmetry with respect to each of the two
frequency axes. In this case, the frequency response of a zero-phase filter satisfies

H(v1,v2) ¼ H(�v1,v2) ¼ H(v1,�v2): (22:7)

This yields an impulse response that is symmetric with respect to the n1 and n2 axes, i.e.,

h(n1, n2) ¼ h(�n1, n2) ¼ h(n1,�n2): (22:8)

By imposing symmetry conditions, one reduces the number of independently varying filter coefficients
that must be determined in the design. This can be exploited in reducing both the computational
complexity of the filter design and the number of arithmetic operations required in the implementation.
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FIGURE 22.2 (a) Original image of 6963 576 pixels; (b) nonlinear-phase low-pass filtered image; and (c) zero-
phase low-pass filtered image.
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22.2.3 Guidelines on the Use of the Design Techniques

The design techniques described in this chapter are classified into the two categories of general and
specialized designs. The user should use the techniques of general design in cases requiring approxima-
tion of arbitrary desired frequency responses, usually with no structural constraints on the filter. The
specialized designs are recommended in cases where filters exhibit certain underlying features that can be
exploited to simplify the problem of design and implementation.
In the category of general design, four methods are described. Of these, the windowing procedure is

quick and simple. It is useful in situations where implementation efficiency is not critical, especially in
single-use applications. The second procedure is based on linear programming, and is suitable for design
problems where equiripple solutions are desired to meet frequency domain specifications. The remaining
two procedures may also be used for meeting frequency domain specifications, and lead to nearly
equiripple solution. The third procedure provides solutions for Lp approximations. The fourth procedure
is an iterative procedure that is easy to implement, and is convenient in situations where additional
constraints are to be placed on the filter.
In the category of specialized design described here, the solutions are derived from 1-D filters. These often

lead to computationally efficient implementation, and are recommended in situations where low implemen-
tation complexity is critical, and the filter characteristics possess features that can be exploited in the design.
An important practical class of filters is one where specifications can be decomposed into a set of separable
filter designs requiring essentially the design of suitable 1-D filters. Here the separable design procedure
should be used. Another class of filters is one where the passbands and stopbands are characterized by
circular, elliptical, or special straight-line boundaries. In this case a frequency transformation method called
the McClellan transformation procedure proves effective. The desired 2-D filter constant-magnitude con-
tours are defined by a proper choice of parameters in a transformation of variables applied to a 1-D zero-
phase filter. Finally, in some cases filter specifications are characterized by ideal frequency responses in which
passbands and stopbands are separated by straight-line boundaries that are not suitable for applying the
McClellan transformation procedure. In this case the design may be carried out by nonrectangular trans-
formations and sampling grid conversions. The importance of this design method stems from the imple-
mentation efficiency that results from a generalized notion of separable processing.

22.3 General Design Methods for Arbitrary Specifications

Some general methods of meeting arbitrary specifications are now described. These are typically based on
extending techniques of 1-D design. However, there are important differences. The Parks–McClellan
procedure for minimax approximation based on the alternation theorem does not find a direct extension.
This is because the set of cosine functions used in the 2-D approximation does not satisfy the Haar
condition on the domain of interest [25], and the Chebyshev approximation does not have a unique
solution. However, techniques that employ exchange algorithms have been developed for the 2-D case
[20,25,36].
Here we consider four procedures in some detail. The first technique is based on windowing. It is

simple, but not optimum for Chebyshev approximation. The second technique is based on frequency
sampling, and this can be used to arrive at equiripple solutions using linear programming. Finally, two
techniques for arriving iteratively at a nearly equiripple solution are described. The first of these is based
on Lp approximations using nonlinear optimization. The second is based on the use of alternating
projections in the sample and the frequency domains.

22.3.1 Design of 2-D FIR Filters by Windowing

This design method is basically an extension of the window-based 1-D FIR filter design to the case of 2-
D filters. An IIR sequence, which is usually an infinite-extent sequence, is suitably windowed to make the
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support finite. 1-D FIR filter design by windowing and classes of 1-D windows are described in detail
in Section 22.2.
Let hid(n1, n2) and Hid(v1, v2) be the impulse and frequency responses of the ideal filter, respectively.

The impulse response of the required 2-D filter, h(n1, n2), is obtained as a product of the IIR sequence
and a suitable 2-D window sequence which has a finite-extent support, I, that is,

h(n1, n2) ¼
hid(n1, n2)w(n1, n2), (n1, n2) 2 I,

0, otherwise,

�
(22:9)

where w(n1, n2) is the window sequence. The resultant frequency response, H(v1,v2), is a smoothed
version of the ideal frequency response as H(v1,v2) is related to the Hid(v1,v2) via the periodic
convolution, that is,

H(v1,v2) ¼ 1
4p2

ðp

�p

ðp

�p

Hid(V1,V2)W(v1�V1,v2�V2)dV1dV2, (22:10)

where W(v1, v2) is the frequency response of the window sequence, w(n1, n2).
As in the 1-D case, a 2-D window sequence, w(n1, n2), should satisfy three requirements:

1. It must have a finite-extent support, I.
2. Its discrete-space Fourier transform should in some sense approximate the 2-D impulse function,

d(v1, v2).
3. It should be real, with a zero-phase discrete-space Fourier transform.

Usually 2-D windows are derived from 1-D windows. Three methods of constructing windows are briefly
examined. One method consists of obtaining a separable window from two 1-D windows, that is,

wr(n1, n2) ¼ w1(n1)w2(n2), (22:11)

where w1(n) and w2(n) are the 1-D windows. Thus, the support of the resultant 2-D window, wr(n1, n2),
is a rectangular region. The frequency response of the 2-D window is also separable, i.e., Wr(v1, v2)¼
W1(v1) W2(v2).

The second method of constructing a window, due to Huang [22], consists of sampling the surface
generated by rotating a 1-D continuous-time window, w(t), as follows:

wc(n1, n2) ¼ w
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n21 þ n22

q� �
, (22:12)

where w(t)¼ 0, t�N. The impulse response support is I ¼ n1, n2:
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n21 þ n22

p
< N

n o
. Note that the 2-

D Fourier transform of the wc(n1, n2) is not equal to the circularly rotated version of the Fourier
transform of w(t).

Finally, in the third method, proposed by Yu and Mitra [53], the window is constructed by using a 1-D
to 2-D transformation belonging to a class called the McClellan transformations [33]. These transform-
ations are discussed in greater detail in Section 22.4. Here we consider a special case of the transform that
produces approximately circular contours in the 2-D frequency domain. Briefly, the discrete-space
frequency transform of the 2-D window sequence obtained with a McClellan transformation applied
to a 1-D window is given by
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T(v1,v2) ¼
XN
n¼�N

w(n)e�jvn

����
cos (v)¼0:5 cos (v1)þ0:5 cos (v2)þ0:5 cos (v1) cos (v2)�0:5

¼ w(0)þ 2
XN
n¼1

w(n) cos (nv)

����
cos (v)¼0:5 cos (v1)þ0:5 cos (v2)þ0:5 cos (v1) cos (v2)�0:5

¼
XN
n¼0

b(n) cosn (v)

����
cos (v)¼0:5 cos (v1)þ0:5 cos (v2)þ0:5 cos (v1) cos (v2)�0:5

(22:13)

where w(n) is an arbitrary symmetric 1-D window of duration 2Nþ 1 centered at the origin, and the
coefficients, b(n), are obtained from w(n) via Chebyshev polynomials [33]. After some algebraic manipu-
lations it can be shown that

T(v1,v2) ¼
XN

n1¼�N

XN
n2¼�N

wt(n1, n2)e
�j(n1v1þn2v2), (22:14)

where wt(n1, n2) is a zero-phase 2-D window of size (2Nþ 1)3 (2Nþ 1) obtained by using the McClellan
transformation.
The construction of 2-D windows using the above three methods is now examined. In the case of

windows obtained by the separable and the McClellan transformation approaches, the 1-D prototype is a
Hamming window,

wh(n) ¼
0:54þ 0:46 cos (pn=N), jnj < N ,

0, otherwise:

(
(22:15)

In the second case wc(n1, n2) ¼ 0:54þ 0:46 cos (p
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n21 þ n22

p
=N). By selecting w1(n)¼w2(n)¼wh(n)

in Equation 22.11 we get a 2-D window, wr(n1, n2), of support I¼ {jn1j<N, jn2j<N} which is
a square-shaped symmetric region centered at the origin. For N¼ 6 the region of support, I,
contains 113 11¼ 121 points. Figure 22.3a shows the frequency response of this window. A second
window is designed by using Equation 22.12, i.e., wc(n1, n2) ¼ wh(

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n21 þ n22

p
). For N¼ 6 the frequency

response of this filter is shown in Figure 22.3b. The region of support is almost circular and it
contains 113 points. From these examples, it is seen that the 2-D windows may not behave as well as
1-D windows. Speake and Mersereau [46] compared these two methods and observed that the main-lobe
width and the highest attenuation level of the side-lobes of the 2-D windows differ from their 1-D
prototypes.
Let us construct a 2-D window by the McClellan transformation with a 1-D Hamming window of

order 13 (N¼ 6) as the prototype. The frequency response of the 2-D window, wt(n1, n2), is shown in
Figure 22.3c. The frequency response of this window is almost circularly symmetric and it preserves the
features of its 1-D prototype.
Consider the design of a circularly symmetric low-pass filter. The ideal frequency response for (v1,v2)2

[�p, p]3 [�p, p] is given by

Hid(v1,v2) ¼ 1,
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2
1 þ v2

2

p
� vc,

0, otherwise,

(
(22:16)

22-8 Passive, Active, and Digital Filters



whose impulse response is given by

hid(n1, n2) ¼
vc J1 vc

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n21 þ n22

p� �
2p

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n21 þ n22

p , (22:17)

where
J1(�) is the first-order Bessel function of the first kind
vc is the cutoff frequency

The frequency response of the 2-D FIR filter obtained with a rectangular window of size 23 5þ 1 by
23 5þ 1 is shown in Figure 22.4a. Note the Gibbs-phenomenon type ripples at the passband edges.
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FIGURE 22.3 Frequency responses of the (a) separable, (b) Huang, and (c) McClellan 2D windows generated from
a Hamming window of order 13 (N¼ 6).
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In Figure 22.4b the separable window of Figure 22.3a, derived from a Hamming window, is used to
design the 2-D filter. Note that this 2-D filter has smaller ripples at the passband edges.
In windowing methods, it is often assumed that Hid(v1,v2) is given. However, if the specifications are

given as described in Section 22.2, then a proper Hid(v1,v2) should be constructed. The ideal magnitudes
are either 1.0 (in passband) or 0.0 (in stopband). However, there is a need to define a cutoff boundary,
which lies within the transition band. This can be accomplished by using a suitable notion of ‘‘midway’’
cutoff between the transition boundaries. In practical cases where transition boundaries are given in
terms of straight-line segments or smooth curves such as circles and ellipses, the construction of
‘‘midway’’ cutoff boundary is relatively straightforward. The IIR, hid(n1, n2), is computed from the
desired frequency response, Hid(v1,v2), either analytically (if possible), or by using the discrete Fourier
transform (DFT). In the latter case the desired response, Hid(v1,v2), is first sampled on a rectangular grid
in the Fourier domain, then an inverse DFT computation is carried out via a 2-D fast Fourier transform
(FFT) algorithm to obtain an approximation to the sequence hid(n1, n2). The resulting sequence is an
aliased version of the IIR. Therefore, a sufficiently dense grid should be used in order to reduce the effects
of aliasing.
In practice, several trials may be needed to design the final filter satisfying bounds both in the

passbands and stopbands. The filter support is adjusted to obtain the smallest order to meet given
requirements.
Filter design with windowing is a simple approach that is suitable for applications where a quick and

nonoptimal design is needed. Additional information on windowing can be found in Refs. [26,46].

22.3.2 Frequency Sampling and Linear Programming-Based Method

This method is based on the application of the sampling theorem in the frequency domain. Consider
the design of a 2-D filter with impulse response support of N13N2 samples. The frequency response
of the filter can be obtained from a conveniently chosen set of its samples on an N13N2 grid. For
example, the DFT of the impulse response can be used to interpolate the response for the entire region
[0, 2p]3 [0, 2p]. The filter design then becomes a problem of choosing an appropriate set of DFT
coefficients [21].
One choice of DFT coefficients consists of the ideal frequency response values, assuming a suitable

cutoff. However, the resultant filters usually exhibit large magnitude deviations away from the DFT
sample locations in the filter passbands and stopbands. The approximation error can be reduced by
allowing the DFT values in the transition band to vary, and choosing them to minimize the deviation of
the magnitude from the desired values. Another option is to allow all the DFT values to vary, and pick the
optimal set of values for minimum error. The use of DFT-based interpolation allows for a computation-
ally efficient implementation. The implementation cost of the method basically consists of a 2-D array
product and inverse discrete Fourier transform (IDFT) computation, with appropriate addition.
Let us consider the set S � Z2 that defines the equispaced frequency locations 2k1p

N1
, 2k2pN2

� �
:

S ¼ {(k1, k2): k1 ¼ 0, 1, . . . ,N1, k2 ¼ 0, 1, . . . ,N2}: (22:18)

The DFT values can be expressed as

HDFT[k1, k2] ¼ jH(v1,v2)j(v1,v2)¼ 2k1p
N1

, 2k2pN2

	 
, (k1, k2) 2 S: (22:19)

The filter coefficients, h(n1, n2), are found by using an IDFT computation

h(n1, n2) ¼ 1
N1N2

XN1�1

k1¼0

XN2�1

k2¼0

HDFT[k1, k2]e
j 2p

N1
k1n1þ2p

N2
k2n2

	 

, (n1, n2) 2 S: (22:20)
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If Equation 22.20 is substituted in the expression for frequency response

H(v1,v2) ¼
XN1�1

n1¼0

XN2�1

n2¼0

h(n1, n2)e
�j(v1n1þv2n2), (22:21)

we arrive at the interpolation formula

H(v1,v2) ¼
XN1�1

k1¼0

XN2�1

k2¼0

HDFT[k1, k2]Ak1k2 (v1,v2), (22:22)

where

Ak1k2 (v1,v2) ¼ 1
N1N2

1� e�jN1v1

1� e�j(v1�2pk1=N1)

� �
1� e�jN2v2

1� e�j(v2�2pk2=N2)

� �
: (22:23)

Equation 22.22 serves as the basis of the frequency sampling design. As mentioned before, if the HDFT are
chosen directly according to the ideal response, then the magnitude deviations are usually large. To
reduce the ripples, one option is to express the set S as the disjoint union of two sets St and Sc, where St
contains indices corresponding to the transition band Ft, and Sc contains indices corresponding to the
care-bands, i.e., the union of the passbands and stopbands, Fp[ Fs. The expression for frequency
response in Equation 22.22 can be split into two summations, one over St and the other over Sc

H(v1,v2) ¼
X
St

HDFT[k1, k2]Ak1k2 (v1,v2)þ
X
Sc

HDFT[k1, k2]Ak1k2 (v1,v2), (22:24)

where the first term on the right-hand side is optimized. The design equations can be put in the form

1� ad � H(v1,v2) � 1þ ad, (v1,v2) 2 Fp (22:25)

and

�d � H(v1,v2) � d, (v1,v2) 2 Fs, (22:26)

where
d is the peak approximation error in the stopband
ad is the peak approximation error in the passband, where a is any positive constant defining the
relative weights of the deviations

The problem is readily cast as a linear programming problem with a sufficiently dense grid of points.
For equiripple design, all the DFT values HDFT over St and Sc are allowed to vary. Following is an

example of this design.

Example 22.1

The magnitude response for the approximation of a circularly symmetric response is shown in
Figure 22.5. Here the passband is the interior of the circle R1¼p=3 and the stopband is the exterior
of the circle R2¼ 2p=3. With N1¼N2¼ 9, the passband ripple is 0.08 dB and the minimum stopband
attenuation is 32.5 dB.

22.3.3 FIR Filters Optimal in Lp Norm

A criterion different from the minimax criterion is briefly examined. Let us define the error at the
frequency pair (v1,v2) as follows:

E(v1,v2) ¼ H(v1,v2)�Hid(v1,v2): (22:27)
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One design approach is to minimize the Lp norm of the error

ep ¼ 1
4p2

ðp

�p

ðp

�p

E(v1,v2)j jp dv1dv2

0
@

1
A

1
p

: (22:28)

Filter coefficients are selected by a suitable algorithm. For p¼ 2 Parseval’s relation implies that

e22 ¼
X1

n1¼�1

X1
n2¼�1

[h(n1, n2)� hid(n1, n2)]
2: (22:29)

By minimizing Equation 22.29 with respect to the filter coefficients, h(n1, n2), which are nonzero only in a
finite-extent region, I, one gets

h(n1, n2) ¼
hid(n1, n2), (n1, n2) 2 I,

0, otherwise,

�
(22:30)

which is the filter designed by using a straightforward rectangular window. Due to the Gibbs phenom-
enon it may have large variations at the edges of passband and stopband regions. A suitable weighting
function can be used to reduce the ripple [2], and an approximately equiripple solution can be obtained.
For the general case of p 6¼ 2 [32], the minimization of Equation 22.28 is a nonlinear optimization

problem. The integral in Equation 22.28 is discretized and minimized by using an iterative nonlinear
optimization technique. The solution for p¼ 2 is easy to obtain using linear equations. This serves as an
excellent initial estimate for the coefficients in the case of larger values of p. As p increases, the solution
becomes approximately equiripple. The error term, E(v1, v2), in Equation 22.28 is nonuniformly
weighted in passbands and stopbands, with larger weight given close to band-edges where deviations
are typically larger.

R1 = 1.5π/4.5

Amplitude response

Log magnitude response

R2 = 3π/4.5
N1 = N2 = 9

In-band ripple = 0.08
Peak attenuation = 32.5 dB

FIGURE 22.5 Frequency response of the circularly symmetric filter obtained by using the frequency sampling
method. (From Hu, J.V. and Rabiner, L.R., IEEE Trans. Audio Electroacoust., 20, 249, 1972. With permission.
� 1972 IEEE.)
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22.3.4 Iterative Method for Approximate Minimax Design

We now consider a simple procedure based on alternating projections in the sample and frequency
domains, which leads to an approximately equiripple response. In this method, the zero-phase FIR filter
design problem is formulated to alternately satisfy the frequency domain constraints on the magnitude
response bounds and spatial domain constraints on the impulse response support [1,11,12]. The
algorithm is iterative and each iteration requires two 2-D FFT computations.
As pointed out in Section 22.2, 2-D FIR filter specifications are given as requirements on the

magnitude response of the filter. It is desirable that the frequency response, H(v1,v2), of the zero-
phase FIR filter be within prescribed upper and lower bounds in its passbands and stopbands. Let us
specify bounds on the frequency response H(v1,v2) of the minimax FIR filter, h(n1, n2), as follows:

Hid(v1,v2)� Ed(v1,v2) � H(v1,v2) � Hid(v1,v2)þ Ed(v1,v2) v1,v2 2 R, (22:31)

where
Hid(v1,v2) is the ideal filter response
Ed(v1,v2) is a positive function of (v1,v2) which may take different values in different passbands
and stopbands

R is a region defined in Equation 22.28 consisting of passbands and stopbands of the filter (note
that H(v1,v2) is real for a zero-phase filter)

Usually, Ed(v1,v2) is chosen constant in a passband or a stopband. Inequality equation (Equation 22.31)
is the frequency domain constraint of the iterative filter design method.

In spatial domain the filter must have a finite-extent support, I, which is symmetric region around the
origin. The spatial domain constraint requires that the filter coefficients must be equal to zero outside
the region, I.
The iterative method begins with an arbitrary finite-extent, real sequence h0(n1, n2) that is symmetric

(h0(n1, n2)¼ h0(�n1, n2)). Each iteration consists of making successive imposition of spatial and fre-
quency domain constraints onto the current iterate. The kth iteration consists of the following steps:

. Compute the Fourier transform of the kth iterate hk(n1, n2) on a suitable grid of frequencies by
using a 2-D FFT algorithm.

. Impose the frequency domain constraint as follows:

Gk(v1,v2) ¼
Hid(v1,v2)þ Ed(v1,v2) if Hk(v1,v2) > Hid(v1,v2)þ Ed(v1,v2),
Hid(v1,v2)� Ed(v1,v2) if Hk(v1,v2) < Hid(v1,v2)� Ed(v1,v2),
Hk(v1,v2) otherwise:

8<
: (22:32)

. Compute the inverse Fourier transform of Gk(v1,v2).

. Zero out gk(n1, n2) outside the region I to obtain hkþ1.

The flow diagram of this method is shown in Figure 22.6. It can be proven that the algorithm converges
for all symmetric input sequences. This method requires the specification of the bounds or equivalently,
Ed(v1,v2), and the filter support, I. In 2-D filter design, filter order estimates for prescribed frequency
domain specifications are not available. Therefore, successive reduction of bounds is used. If the
specifications are too tight, then the algorithm does not converge. In such cases one can either
progressively enlarge the filter support region, or relax the bounds on the ideal frequency response.
The size of the 2-D FFT must be chosen sufficiently large. The passband and stopband edges are very

important for the convergence of the algorithm. These edges must be represented accurately on the
frequency grid of the FFT algorithm.
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The shape of the filter support is very important in any 2-D filter design method. The support should
be chosen to exploit the symmetries in the desired frequency response. For example, diamond-shaped
supports show a clear advantage over the commonly assumed rectangular regions in designing diamond
filters or 908 fan filters [4,17].
Since there are efficient FFT routines, 2-D FIR filters with large orders can be designed by using this

procedure.

Example 22.2

Let us consider the design of a circularly symmetric low-pass filter. Maximum allowable deviation is
dp¼ ds¼ 0.05 in both passband and the stopband. The passband and stopband cutoff boundaries have
radii of 0.43 p and 0.63 p, respectively. This means that the functions Ed(v1,v2)¼ 0.05 in the passband
and the stopband. In the transition band the frequency response is conveniently bounded by the lower
bound of the stopband and the upper bound of the passband. The filter support is a square-shaped
173 17 region. The frequency response of this filter is shown in Figure 22.7.

Example 22.3

Let us now consider an example in which we observe the importance of filter support. We design a fan
filter whose specifications are shown in Figure 22.8. Maximum allowable deviation is dp¼ ds¼ 0.1 in
both passband and the stopband. If one uses a 73 7 square-shaped support which has 49 points, then it
cannot meet the design specifications. However, a diamond-shaped support,

Increment k

Initial filter
h0(n)

hk(n)

hk(n) =

h  k(n)

h  k(n)

0 if n Є I

Hk(w)

Hk(w)

Impose time domain
support

Inverse Fourier transform
via FFT

 Fourier transform
via FFT

Impose bounds in 
Fourier domain
(Equation 22.32)

if n Є I

ˆ
ˆ

ˆ

FIGURE 22.6 Flow diagram of the iterative filter design algorithm.
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Id ¼ {�5 � n1 þ n2 � 5} \ {�5 � n1 � n2 � 5}, (22:33)

together with the restriction that (‘‘de’’ for diamond-support with some eliminated samples)

Ide ¼ Id \ {n1 þ n2 ¼ odd or n1 ¼ n2 ¼ 0} (22:34)

produces a filter satisfying the bounds. The filter support region, Ide, contains 37 points. The resultant
frequency response is shown in Figure 22.8.
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FIGURE 22.7 (a) Frequency response and (b) contour plot of the low-pass filter of Example 22.1.
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22.4 Special Design Procedure for Restricted Classes

Many cases of practical importance typically require filters belonging to restricted classes. The stopbands
and passbands of these filters are often defined by straight-line, circular, or elliptical boundaries. In these
cases, specialized procedures lead to efficient design and low-cost implementation. The filters in
these cases are derived from 1-D prototypes.

22.4.1 Separable 2-D FIR Filter Design

The design of 2-D FIR filters composed of 1-D building blocks is briefly discussed. In cases where the
specifications are given in terms of multiple passbands in the shapes of rectangles with sides parallel to
the frequency axes, the design problem can be decomposed into multiple designs. The resulting filter is a
parallel connection of component filters that are themselves separable filters. The separable structure was
encountered earlier in the construction of 2-D windows from 1-D windows in Section 22.3. The design
approach is essentially the same. We will confine the discussion to cascade structures, which is a simple
and very important practical case.
The frequency response of the 2-D separable FIR filter is expressed as

H(v1,v2) ¼ H1(v1)H2(v2), (22:35)

where H1(v) and H2(v) are frequency responses of two 1-D zero-phase FIR filters of durations N1 and
N2. The corresponding 2-D filter is also a zero-phase FIR filter with N3M coefficients, and its impulse
response is given by

h(n1, n2) ¼ h1(n1)h2(n2), (22:36)

where h1(n) and the h2(n) are the impulse responses of the 1-D FIR filters.
If the ideal frequency response can be expressed in a separable cascade form as in Equation 22.35, then

the design problem is reduced to the case of appropriate 1-D filter designs. A simple but important
example is the design of a 2-D low-pass filter with a symmetric square-shaped passband, PB¼ {(v1,
v2): jv1j<vc, jv2j<vc}. Such a low-pass filter can be designed from a single 1-D FIR filter with a cutoff
frequency of vc by using Equation 22.36. A low-pass filter constructed this way is used in Figure 22.2c.
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FIGURE 22.8 (a) Specifications and (b) perspective frequency response of the fan filter designed in Example 22.2.
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The frequency response of this 2-D filter whose 1-D prototypes are seventh-order Lagrange filters is
shown in Figure 22.9.
This design method is also used in designing 2-D filter banks which are utilized in subband coding of

images and video signals [49,51,52]. The design of 2-D filter banks is discussed in Section 22.6.

22.4.2 Frequency Transformation Method

In this method a 2-D zero-phase FIR filter is designed from a 1-D zero-phase filter by a clever
substitution of variables. The design procedure was first proposed by McClellan [33] and the frequency
transformation is usually called the McClellan transformation [14,35,37,38].
Let H1(v) be the frequency response of a 1-D zero-phase filter with 2Nþ 1 coefficients. The key idea of

this method is to find a suitable transformation v¼G(v1,v2) such that the 2-D frequency response,
H(v1, v2), which is given by

H(v1,v2) ¼ jH1(v)jv¼G(v1,v2) (22:37)

approximates the desired frequency response, Hid(v1, v2).
Since the 1-D filter is a zero-phase filter, its frequency response is real, and it can be written as follows:

H1(v) ¼ h1(0)þ
XN
n¼1

2h1(n) cos (vn), (22:38)

where the term cos(vn) can be expressed as a function of cos(v) by using the nth-order Chebyshev
polynomial, Tn,* i.e.,

cos (vn) ¼ Tn[ cos (v)]: (22:39)
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FIGURE 22.9 Frequency response of the separable low-pass filter H(v1, v2)¼H1(v1)H1(v2) where H1(v) is a
seventh-order Lagrange filter.

* Chebyshev polynomials are recursively defined as follows: T0(x)¼ 1, T1(x)¼ x, and Tn(x)¼ 2xTn�1(x)�Tn�2(x).
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Using Equation 22.39, the 1-D frequency response can be written as

H1(v) ¼
XN
n¼0

2b(n)[cos (v)]n, (22:40)

where the coefficients, b(n), are related to the filter coefficients, h(n).
In this design method the key step is to substitute a transformation function, F(v1,v2), for cos(v) in

Equation 22.40. In other words, the 2-D frequency response, H(v1, v2), is obtained as follows:

H(v1,v2) ¼ H1(v)jcos (v)¼F(v1,v2)

¼
XN
n¼0

2b(n)[F(v1,v2)]
n: (22:41)

The function, F(v1,v2), is called the McClellan transformation.
The frequency response, H(v1,v2), of the 2-D FIR filter is determined by two free functions, the 1-D

prototype frequency response, H1(v), and the transformation, F(v1,v2). In order to have H(v1,v2) be
the frequency response of an FIR filter, the transformation, F(v1,v2), must itself be the frequency
response of a 2-D FIR filter. McClellan proposed F(v1,v2) to be the frequency response of a 33 3
zero-phase filter in Ref. [33]. In this case the transformation, F(v1,v2), can be written as follows:

F(v1,v2) ¼ Aþ B cos (v1)þ C cos (v2)þ D cos (v1 � v2)þ E cos (v1 þ v2), (22:42)

where the real parameters, A, B, C, D, and E, are related to the coefficients of the 33 3 zero-phase FIR
filter. For A¼�(1=2), B¼C¼ (1=2), D¼E¼ (1=4), the contour plot of the transformation, F(v1,v2), is
shown in Figure 22.10. Note that in this case the contours are approximately circularly symmetric around
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FIGURE 22.10 Contour plot of the McClellan transformation, F(v1, v2)¼ 0.5 cos(v1)þ 0.5 cos(v2)þ 0.5 cos(v1)
cos(v2)� 0.5.
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the origin. It can be seen that the deviation from the circularity, expressed as a fraction of the radius,
decreases with the radius. In other words, the distortion from a circular response is larger for large radii.
It is observed from Figure 22.10 that, with the above choice of parameters, A, B, C, D, and E, the
transformation is bounded (jF(v1,v2)j � 1), which implies that H(v1,v2) can take only the values that
are taken by the 1-D prototype filter, H1(v). Since jcos(v)j � 1, the transformation, F(v1,v2), which
replaces cos(v) in Equation 22.41 must also take values between 1 and �1. If a particular transformation
does not obey these bounds, then it can be scaled such that the scaled transformation satisfies the bounds.
If the transformation, F(v1,v2), is real (it is real in Equation 22.42) then the 2-D filter, H(v1,v2), will

also be real or, in other words, it will be a zero-phase filter. Furthermore, it can be shown that the 2-D
filter, H(v1,v2), is an FIR filter with a support containing (2M1Nþ 1)3 (2M2Nþ 1) coefficients, if the
transformation, F(v1,v2), is an FIR filter with (2M1þ 1)3 (2M2þ 1) coefficients, and the order of the 1-
D prototype filter is 2Nþ 1. In (19.42) M1¼M2¼ 1. As it can be intuitively guessed, one can design a 2-
D approximately circularly symmetric low-pass (high-pass) (bandpass) filter with the above McClellan
transformation by choosing the 1-D prototype filter, H1(v), a low-pass (high-pass) (bandpass) filter.
We will present some examples to demonstrate the effectiveness of the McClellan transformation.

Example 22.4

2-D window design by transformations [53]: In this example we design 2-D windows by using the
McClellan transformation. Actually, we briefly mentioned this technique in Section 22.3. The 1-D
prototype filter is chosen as an arbitrary 1-D symmetric window centered at the origin. Let w(n) be
the 1-D window of size 2Nþ 1, and W(v) ¼ PN

n¼�N w(n) exp (� jvn) be its frequency response. The
transformation, F(v1,v2), is chosen as in Equation 22.42 with the parameters A¼�(1=2), B¼ C¼ (1=2),
D¼ E¼ (1=4), of Figure 22.10. This transformation, F(v1,v2), can be shown to be equal to

F(v1,v2) ¼ 0:5 cos (v1)þ 0:5 cos (v2)þ 0:5 cos (v1) cos (v2)� 0:5: (22:43)

The frequency response of the McClellan window, Ht(v1,v2), is given by

Ht(v1,v2) ¼ W(v)jcos (v)¼F(v1,v2): (22:44)

The resultant 2-D zero-phase window, wt(n1, n2), is centered at the origin and of size (2Nþ 1)3 (2Nþ 1)
because M1¼M2¼ 1. The window coefficients can be computed either by using the inverse Chebyshev
relation,* or by using the inverse Fourier transform of Equation 22.44. The frequency response of a 2-D
window constructed from a 1-D Hamming window of order 13 is shown in Figure 22.3c. The size of the
window is 133 13.

Example 22.5

Let us consider the design of a circularly symmetric low-pass filter and a bandpass filter by using the
transformation of Equation 22.43. In this case, if one starts with a 1-D low-pass (bandpass) filter as
the prototype filter, then the resulting 2-D filter will be a 2-D circularly symmetric low-pass (bandpass)
filter due to the almost circularly symmetric nature of the transformation. In this example, the Lagrange
filter of order 7 considered in Section 22.2 is used as the prototype. The prototype 1-D bandpass filter of
order 15 is designed by using the Parks–McClellan algorithm [41]. Frequency response and contour plots
of the low-pass and bandpass filters are shown in Figures 22.11 and 22.12, respectively.

* 1¼T0(x), x¼T1(x)�T0(x), x
2¼ (t0(x)þT2(x)), x

3¼ (3T1(x)þT3(x)) etc.
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FIGURE 22.11 Frequency response and contour plots of the low-pass filter of Example 22.5.
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It is seen from the above examples that filters designed by the transformation method appear to have
better frequency responses than those designed by the windowing or frequency sampling methods. In
other words, one can control the 2-D frequency response by controlling the frequency response of the 1-
D prototype filter and choosing a suitable 2-D transformation. Furthermore, in some special cases it was
shown that minimax optimal filters can be designed by the transformation method [20].
We have considered specific cases of the special transformations given by Equation 22.42. By varying

the parameters in Equation 22.42 or expanding the transformation to include additional terms, a wider
class of contours can be approximated. Ideally, the frequency transformation approach requires the
simultaneous optimal selection of the transformation, F(v1,v2), and the 1-D prototype filter H1(v) to
approximate a desired 2-D frequency response. This can be posed as a nonlinear optimization problem.
However, a suboptimal two-stage design by separately choosing F(v1,v2) and H1(v) works well in
practice. The transformation F(v1,v2) should approximate 1(�1) in the passband (stopband) of the
desired filter. The contour produced by the transformation corresponding to the 1-D passband (stop-
band) edge frequency, vp(vs), should ideally map to the given passband (stopband) boundary in the 2-D
specifications. However, this cannot be achieved in general given the small number of variable param-
eters in the transformation. The parameters are therefore selected to minimize a suitable norm of the
error between actual and ideal (constant) values of the transformation over the boundaries.
Various transformations and design considerations are described in Refs. [37,38,40,42,43]. The use of

this transformation in exact reconstruction filter bank design was proposed in Ref. [7].
Filters designed by the transformation method can be implemented in a computationally efficient

manner [14,30]. The key idea is to implement Equation 22.41 instead of implementing the filter by using
the direct convolution sum. By implementing the transformation, F(v1,v2), which is an FIR filter of low-
order, in a modular structure realizing Equation 22.41 is more advantageous than ordinary convolution
sum [14,34].
In the case of circular passband design, it was observed that for low-order transformation, the

transformation contours exhibit large deviations from circularity. A simple artifice to overcome this
problem in approximating wideband responses is to use decimation of a 2-D narrowband filter impulse
response [18]. The solution consists of transforming the specifications to an appropriate narrowband
design, where the deviation from circularity is smaller. The narrow passband can be expanded by
decimation while essentially preserving the circularity of the passband.

22.4.3 Design Using Nonrectangular Transformations
and Sampling Rate Conversions

In some filter specifications the desired responses are characterized by ideal frequency responses in which
passbands and stopbands are separated by straight-line boundaries that are not necessarily parallel to the
frequency axes. Examples of these are the various kinds of fan filters [4,15,17,27] and diamond-shaped
filters [6,48]. Other shapes with straight-line boundaries are also approximated [8,9,13,28,29,50]. Several
design methods applicable in such cases have been developed and these methods are usually based on
transformations related to concepts of sampling rate conversions. Often alternate frequency domain
interpretations are used to explain the design manipulations. A detailed treatment of these methods is
beyond the scope of this chapter. However some key ideas are described and a specific case of a diamond
filter is used to illustrate the methods. The importance of these design methods stems from the
implementation efficiency that results from a generalized notion of separable processing.

In the family of methods considered here, manipulations of a separable 2-D response using a
combination of several steps are carried out. In the general case of designing filters with straight-line
boundaries, it is difficult to describe a systematic procedure. However, in a given design problem, an
appropriate set of steps in the design is suggested by the nature of the desired response.
Some underlying ideas can be understood by examining the problem of obtaining a filter with a

parallelogram-shaped passband region. The sides of the parallelogram are assumed to be tilted with
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respect to the frequency axes. One approach to solving this problem is to perform the following series of
manipulations on a separable prototype filter with a rectangular passband. The prototype filter impulse
response is upsampled on a nonrectangular grid. The upsampling is done by an integer factor greater
than one and it is defined by a nondiagonal nonsingular integer matrix [39]. The upsampling produces a
parallelogram by a rotation and compression of the frequency response of the prototype filter together
with a change in the periodicity. The matrix elements are chosen to produce the desired orientation in
the resulting response. Depending on the desired response, cascading to eliminate unwanted portions of
the passband in the frequency response, along with possible shifts and additions, may be used. The
nonrectangular upsampling is then followed by a rectangular decimation of the sequence to expand
the passband out to the desired size. In some cases, the operations of the upsampling transformation
and decimation can be combined by the use of nonrectangular decimation of impulse response
samples. Results using such procedures produce efficient filter structures that are implemented with
essentially 1-D techniques but where the orientations of processing are not parallel to the sample
coordinates.
Consider the case of a diamond filter design shown in Figure 22.13. Note that the filter in Figure 22.13

can be obtained from the filter in Figure 22.14a by a transformation of variables. If Fa(z1, z2) is the
transfer function of the filter approximating the response in Figure 22.14a, then the diamond filter
transfer function D(z1, z2) given by

D(z1, z2) ¼ Fa z
1
2
1z

1
2
2, z

�1
2

1 z
1
2
2

� �
(22:45)

will approximate the response in Figure 22.1a. The response in Figure 22.2a can be expressed as the sum
of the two responses shown in Figure 22.2b and c. We observe that if Fb(z1, z2) is the transfer function of
the filter approximating the response in Figure 22.2b then

Fc(z1, z2) ¼ Fb(�z1,�z2) (22:46)

will approximate the response in Figure 22.14c. This is
due to the fact that negating the arguments shifts the
(periodic) frequency response of Fb by (p, p). The
response in Figure 22.14b can be expressed as the prod-
uct of two ideal 1-D low-pass filters, one horizontal and
one vertical, which have the response shown in Figure
22.14d. This 1-D frequency response can be approxi-
mated by a half-band filter. Such an approximation will
produce a response in which the transition band
straddles both sides of the cutoff frequency boundaries
in Figure 22.14a. If we wish to constrain the transition
band to lie within the boundaries of the diamond-
shaped region in Figure 22.13a, then we should choose
a 1-D filter whose stopband interval is (p=2, p). LetH(z)
be the transfer function of the prototype 1-D low-pass
filter approximating the response in Figure 22.14d with
a suitably chosen transition boundary. The transfer
function H(z) can be expressed as

H(z) ¼ T1(z
2)þ zT2(z

2): (22:47)
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FIGURE 22.13 Ideal frequency response of a
diamond filter.
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The transfer function Fa is given by

Fa(z1, z2) ¼ H(z1)H(z2)þH(�z1)H(�z2): (22:48)

Combining Equations 22.45, 22.47, and 22.48 we get

D(z1, z2) ¼ 2T1(z1, z2)T1 z�1
1 z2

	 
þ 2z2T2(z1, z2)T2 z�1
1 z2

	 

: (22:49)

As mentioned before, H(z) can be chosen to be a half-band filter with

T1(z
2) ¼ 0:5: (22:50)

The filter T2 can be either FIR or IIR. It should be noted that the result can also be obtained as a
nonrectangular downsampling, by a factor of 2, of the impulse response of the filter Fb(�z1,�z2).

Another approach that utilizes multirate concepts is based on a novel idea of applying frequency
masking in the 2-D case [31].
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FIGURE 22.14 Ideal frequency responses of the filters: (a) Fa(z1, z2), (b) Fb(�z1,�z2), (c) Fc (z1, z2), and (d) H(z) in
obtaining a diamond filter.
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22.5 2-D FIR Filter Implementation

The straightforward way to implement 2-D FIR filters is to evaluate the convolution sum given in Equation
22.1. Let us assume that the FIR filter has L nonzero coefficients in its region of support I. In order to get an
output sample, Lmultiplications and L additions need to be performed. The number of arithmetic operations
can be reduced by taking advantage of the symmetry of the filter coefficients, that is, h(n1, n2)¼ h(�n1,�n2).
For example, let the filter support be a rectangular region, I¼ {n1¼�N1, . . . , 0, 1, . . . , N1, n2¼�N2, . . . ,
0, 1, . . . , N2}. In this case,

y(n1, n2) ¼
XN1

k1¼�N1

XN2

k2¼1

[h(k1, k2)x(n1 � k1, n2 � k2)þ x(n1 þ k1, n2 þ k2)]

þ h(0, 0)x(n1, n2)þ
XN1

k1¼1

h1(k1, 0)[x(n1 � k1, n2)þ x(n1 þ k1, n2)], (22:51)

which requires approximately half of the multiplications required in the direct implementation
equation 22.1.
Any 2-D FIR filter can also be implemented by using an FFT algorithm. This is the direct generaliza-

tion of 1-D FFT-based implementation [14,30]. The number of arithmetic operations may be less than
the space domain implementation in some cases.
Some 2-D filters have special structures that can be exploited during implementation. As we pointed

out in Section 22.4, 2-D filters designed by McClellan-type transformations can be implemented in an
efficient manner [14,34,35] by building a network whose basic module is the transformation function
which is usually a low order 2-D FIR filter.

2-D FIR filters that have separable system responses can be implemented in a cascade structure. In
general, an arbitrary 2-D polynomial cannot be factored into subpolynomials due to the absence of a
counterpart of fundamental theorem of algebra in two or higher dimensions (whereas in 1-D any
polynomial can be factored into polynomials of lower orders). Since separable 2-D filters are constructed
from 1-D polynomials, they can be factored and implemented in a cascade form. Let us consider Equation
22.35 whereH(x1, x2)¼H1(x2)H2(x2) which corresponds to h(n1, n2)¼ h1(n1) h2(n2) in space domain. Let
us assume that orders of the 1-D filters h1(n) and h2(n) are 2N1þ 1 and 2N2þ 1, respectively. In this case
the 2-D filter, h(n1, n2), has the same rectangular support, I, as in Equation 22.51. Therefore,

y(n1, n2) ¼
XN2

k2¼�N2

h2(k2)
XN1

k1¼�N1

h(k1)x(n1 � k1, n2 � k2): (22:52)

The 2-D filtering operation in Equation 22.52 is equivalent to a two-stage 1-D filtering in which the
input image, x(n1, n2), is first filtered horizontally line by line by h1(n), then the resulting output is
filtered vertically column by column by h2(n). In order to produce an output sample, the direct
implementation requires (2N1þ 1)3 (2N2þ 1) multiplications, whereas the separable implementation
requires (2N1þ 1)þ (2N2þ 1) multiplications, which is computationally much more efficient than the
direct form realization. This is achieved at the expense of memory space (separable implementation
needs a buffer to store the results of first stage during the implementation). By taking advantage of the
symmetric nature of h1 and h2, the number of multiplications can be further reduced.

Filter design methods by imposing structural constraints like cascade, parallel, and other forms are
proposed by several researchers including Refs. [16,47]. These filters can be efficiently implemented
because of their special structures. Unfortunately, the design procedure requires nonlinear optimization
techniques which may be very complicated.
With advances in VLSI technology, the implementation of 2-D FIR filters using high-speed digital

signal processors is becoming increasingly common in complex image processing systems.
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22.6 Two-Dimensional Filter Banks

2-D subband decomposition of signals using filter banks (that implement a 2-D wavelet transform) find
applications in a wide range of tasks including image and video coding, restoration, denoising, and signal
analysis. For example, in recently finalized JPEG-2000 image coding standard an image is first processed
by a 2-D filter bank. Data compression is then carried out in the subband domain. In this section we
briefly discuss the case of four-channel separable filter banks. Chapter 24 provides a detailed description
of 1-D filter banks.
In most cases, 2-D filter banks are constructed in a separable form with the use of the filters of 1-D

filter banks, i.e., as a product of two 1-D filters [49,52]. We confine our attention to a 2-D four-channel
filter bank obtained from a 1-D two-channel filter bank. Let h0 and h1 denote the analysis filters of a 1-D
two-channel filter bank. The four analysis filters of the separable 2-D filter bank are given by

hi,j(n1, n2) ¼ hi(n1)hj(n2), i, j ¼ 0, 1: (22:53)

The filters h0 and h1 can be either FIR or IIR. If they are FIR (IIR), then the 2-D filters, hi,j, are also FIR
(IIR). Frequency responses of these four filters, Hi,j(v1, v2), i,j¼ 0, 1, are given by

Hi, j(v1,v2) ¼ Hi(v1)Hj(v2), i, j ¼ 0, 1, (22:54)

where H0(v1) and H1(v2) are the frequency responses of the 1-D low-pass (approximating an ideal cutoff
frequency at p=2) and high-pass filters of a 1-D subband filter bank, respectively [51]. Any 1-D filter bank
described in Chapter 24 can be used in Equation 22.53 to design 2-D filter banks. Feature-rich structures
for 1-D filter banks are described in Ref. [6].
The 2-D signal is decomposed by partitioning its frequency domain support into four rectangular

regions of equal areas. The ideal passband regions of the filters,Hi,j(v1, v2), are shown in Figure 22.15. For
example, the ideal passband ofH0,0(v1,v2) is the square region [�p=2,p=2]3 [�p=2,p=2]. The 2-D filter

bank is shown in Figure 22.16.
Corresponding 2-D synthesis filters are also

constructed in a separable manner from the
synthesis filters of the 1-D filter bank. If the
1-D filter bank has the perfect reconstruction
(PR) property, then the 2-D filter bank also has
the PR property. Subband decomposition filter
banks (or filter banks implementing the 2-D
wavelet transform) consist of analysis and syn-
thesis filters, upsamplers, and downsamplers as
discussed in Chapter 24. In the separable 2-D
filter bank, downsampling is carried out both
horizontally and vertically as follows:

x0(n1, n2) ¼ xa(2n1, 2n2): (22:55)

Here we consider the input 2-D signal xa to be
an image. The downsampled image x0 is a
quarter-size version of xa. Only one sample out
of four is retained in the downsampling oper-
ation described in Equation 22.55. The upsam-
pling operation is the dual of the downsampling
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FIGURE 22.15 Ideal passband regions of the separable
filters of a rectangular filter bank.
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operation. In other words, a zero valued sample is inserted in upsampling corresponding to the location of
each dropped sample during downsampling.
The implementation of the above filter bank can be carried out separably in a computationally efficient

manner as described in Chapter 24 and Refs. [49,52]. The input image is first processed horizontally row
by row by a 1-D filter bank with filters, h0 and h1. After the input signal is horizontally filtered with the 1-
D two-channel filter bank, the signal in each channel is downsampled row-wise to yield two images. Each
image is then filtered and downsampled vertically by the filter bank. As a result, four quarter-size
subimages, xi, i¼ 0, 1, 2, 3, are obtained. These images are the same as the images obtained by direct
implementation of the analysis filter bank shown in Figure 22.16. The synthesis filter bank is also
implemented in a separable manner.
Nonseparable 2-D filter banks [14] are not as computationally efficient as separable filter banks as

discussed in Section 22.5.
In two or higher dimensions, downsampling and upsampling are not restricted to the rectangular grid,

but can be carried out in a variety of ways. One example of this is quincunx downsampling where the
downsampled image xq is related to the input image xa as follows:

xq(n1, n2) ¼ xa(n1 þ n2, n2 � n1): (22:56)

In this case only the samples for which n1þ n2 is even are retained in the output. Filter banks
employing quincunx and other downsampling strategies are described in Refs. [6,8,9,19,50,52] and in
Chapter 25. Filter banks that employ quincunx downsampling have only two channels and the frequency
support is partitioned in a diamond-shaped manner as shown in Figure 22.13. Filters of a quincunx
filter bank which have diamond-shaped passbands and stopbands can be designed from a 1-D
subband decomposition filter bank using the transformation method described in Equations 22.45
through 22.48. Chapter 25 provides a detailed discussion of the theory and applications of directional
filter banks.
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23.1 Introduction

A linear 2-D IIR digital filter can be characterized by its transfer function

H(z1, z2) ¼ N(z1, z2)
D(z1, z2)

¼
PN2

i¼0

PM2
j¼0 aijz

�i
1 z�j

2PN1
i¼0

PM1
j¼0 bijz

�i
1 z�j

2

(23:1)

where the sampling period Ti¼ 2p=vsi for i¼ 1, 2 with vsi and the sampling frequencies aij and bij are
real numbers known as the coefficients of the filter. Without loss of generality we can assume
M1¼M2¼N1¼N2¼M and T1¼T2¼T. Designing a 2-D filter is to calculate the filter coefficients
aij and bij in such a way that the amplitude response and=or the phase response (group delay) of the
designed filter approximates to some ideal responses while maintaining the stability of the designed filter.
The latter requires that

D(z1, z2) 6¼ 0 for zij j � 1, i ¼ 1, 2 (23:2)

The amplitude response of the 2-D filter is expressed as

M(v1,v2) ¼ H(e jv1T, e jv2T)
�� �� (23:3)
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the phase response as

f(v1,v2) ¼ argH(e jv1T, e jv2T ) (23:4)

and the two group delay functions as

ti(v1,v2) ¼ df(v1,v2)
dvi

, i ¼ 1, 2 (23:5)

Equation 23.1 is the general form of transfer functions of the nonseparable numerator and denominator
2-D IIR filters. It can involve two subclasses, namely, the separable product transfer function

H(z1, z2) ¼ H1(z1)H2(z2)

¼
PN2

i¼0 a1iz
�i
1

PM2
j¼0 a2iz

�j
2PN1

i¼0 b1iz
�i
1

PM1
j¼0 b2iz

�j
2

(23:6)

and the separable denominator, nonseparable numerator transfer function given by

H(z1, z2) ¼
PN2

i¼0

PM2
j¼0 aijz

�i
1 z�j

2PN1
i¼0 b1iz

�i
1

PM1
j¼0 b2jz

�j
2

(23:7)

The stability constraints for the above two transfer functions are the same as those for the individual two
1-D cases. These are easy to check and correspondingly the transfer function is easy to stabilize if the
designed filter is found to be unstable. Therefore, in the design of the above two classes, in order to reduce
the stability problem to that of the 1-D case, the denominator of the 2-D transfer function is chosen to
have two 1-D polynomials in z1 and z2 variables in cascade. However, in the general formulation of
nonseparable numerator and denominator filters, this oversimplification is removed. The filters of this
type are generally designed either through transformation of 1-D filters, or through optimization
approaches, as is discussed in the following.

23.2 Transformation Techniques

23.2.1 Analog Filter Transformations

In the design of 1-D analog filters, a group of analog filter transformations of the form s¼ g(s0) is
usually applied to normalized continuous low-pass transfer functions like those obtained by using the
Bessel, Butterworth, Chebyshev, and elliptic approximations. These transformations can be used to
design low-pass, high-pass, bandpass, or bandstop filters satisfying piecewise-constant amplitude
response specifications. Through the application of the bilinear transformation, corresponding 1-D
digital filters can be designed, and since 2-D digital filters can be designed in terms of 1-D filters, these
transformations are of considerable importance in the design of 2-D digital filters as well. In the 2-D
cases, the transformations have a form of

s ¼ g(s1, s2) (23:8)

As a preamble, in this section two groups of transformations of interest in the design of 2-D digital filters
are introduced, which essentially produce 2-D continuous transfer functions from 1-D ones.
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23.2.1.1 Rotated Filter

The first group of transformations, suggested by Shanks, Treitel, and Justice [1], are of the form

g1(s1, s2) ¼ �s1 sinbþ s2 cosb (23:9a)

g2(s1, s2) ¼ s1 cosbþ s2 sinb (23:9b)

They map 1-D into 2-D filters with arbitrary directionality in a 2-D frequency response plane. These
filters are called rotated filters because they are obtained by rotating 1-D filters.

If H(s) is a 1-D continuous transfer function, then a corresponding 2-D continuous transfer function
can be generated as

HD1(s1, s2) ¼ H(s)
���
s¼g1(s1,s2)

(23:10a)

HD2(s1, s2) ¼ H(s)
���
s¼g2(s1,s2)

(23:10b)

by replacing the s in H(s) with g1(s1, s2) and g2(s1, s2), respectively.
It is easy to show [2] that a transformation of g1(s1, s2) or g2(s1, s2) will give rise to a contour in the

amplitude response of the 2-D analog filter that is a straight line rotated by an angle b with respect to
the s1 or s2 axis, respectively. Figure 23.1 illustrates an example of 1-D to 2-D analog transformation by
(23.10a) for b¼ 08 and b¼ 458.

The rotated filters are of special importance in the design of circularly symmetric filters, as will be
discussed in Section 23.4.

23.2.1.2 Transformation Using a Two-Variable Reactance Function

The second group of transformations is based on the use of a two-variable reactance function. One of the
transformations was suggested by Ahmadi, Constantinides, and King [3,4]. This is given by

g3(s1, s2) ¼ a1s1 þ a2s2
1þ bs1s2

(23:11)

where a1, a2, and b are all positive constants.
Let us consider a 2-D filter designed by using a 1-D analog low-pass filter with cutoff frequency Vc.

Equation 23.11 results in

V2 ¼ Vc � a1V1

a2 � bVcV1
(23:12)

The mapping ofV¼Vc onto the (V1,V2) plane for various values of b is depicted in Figure 23.2 [5]. The
cutoff frequencies along the V1 and V2 axes can be adjusted by simply varying a1 and a2. On the other
hand, the convexity of the boundary can be adjusted by varying b. We note that b must be greater than
zero to preserve stability. Also, it should be noted that g3(s1, s2) becomes a low-pass to bandpass
transformation along s1¼ s2, and therefore the designed filter will behave like a bandstop filter along
V1¼V2. This problem can be overcome by using a guard filter of any order.

King and Kayran [6] have extended the above technique by using a higher order reactance function of
the form
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FIGURE 23.1 1D to 2D analog filter transformation. (a) Amplitude response of 1D analog filter. (b) Contour plot
of 2D filter, b¼ 08. (c) Contour plot of 2D filter, b¼ 458. (d) Contour plot of 2D filter, b¼ 458, after applying double
bilinear transformation.
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FIGURE 23.2 Plot of Equation 23.12 for different values of b.
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g4(s1, s2) ¼ a1s1 þ a2s2
1þ b1 s21 þ s22ð Þ þ b2s1s2

(23:13)

and they proved that the stability of g4(s1, s2) is ensured if

b1 > 0 (23:14)

and

b1 >
b22
4
� b21 > 0 (23:15)

However, it is necessary as earlier to include a guard filter, which may have the simple form of

G(z1, z2) ¼ (1þ z1)(1þ z2)
(d1 þ z1)(d2 þ z2)

(23:16)

in order to remove the high-pass regions along all radii except the coordinate axes.
Then, through an optimization procedure, the coefficients of g4(s1, s2) and G(z1, z2) are calculated

subject to the constraints of Equations 23.14 and 23.15, so that the cutoff frequency of the 1-D filter is
mapped into a desired cutoff boundary in the (V1, V2) plane.

23.2.2 Spectral Transformations

Spectral transformation is another kind of important transformation in the design of both 1-D and 2-D
IIR filters. In this section, three groups of spectral transformations are discussed. Among them, the
linear transformations map frequency axes onto frequency axes in the (V1, V2) plane, the complex
transformation is of wide applications to the design of fan filters, and the Constantinides transformations
transform a discrete function into another discrete function and through which any transformation of a
low-pass filter to another low-pass, high-pass, bandpass, or bandstop filter becomes possible.

23.2.2.1 Linear Transformations

Consider a group of linear transformations that map frequency axes onto themselves in the (V1, V2)
plane. There are eight possible such transformations [7,8] and they have the algebraic structure of a finite
group under the operation of multiplication [2]; each transformation can be expressed as

v1

v2

� �
:¼ D(T)

v1

v2

� �
(23:17)

where D(T) is a 23 2 unitary matrix representing transformation Td. The eight transformations and
their effect on the frequency response of the digital filter are as follows with a multiplication table being
illustrated in Table 23.1 [2].

1. Identity (I):

D(I) ¼ 1 0
0 1

� �

2. Reflection about the v1 axis (rv1):

D(rv1) ¼ 1 0
0 �1

� �
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3. Reflection about the v2 axis (rv2):

D(rv2) ¼ �1 0
0 1

� �

4. Reflection about the (rc1):

D(rc1) ¼ 0 1
1 0

� �

5. Reflection about the (rc2):

D(rc2) ¼ 0 �1
�1 0

� �

6. Counterclockwise rotation by 908 (R4):

D(R4) ¼ 0 �1
1 0

� �

7. Counterclockwise rotation by 1808 (R2
4):

D R2
4

� � ¼ �1 0
0 �1

� �

8. Counterclockwise rotation by 2708 (R3
4):

D R3
4

� � ¼ 0 1
�1 0

� �

In the above symbolic representation, c1 and c2 represent axes that are rotated by 458 in the counter-
clockwise sense relative to the v1 and v2 axes, respectively, and Rk denotes rotation by 3608=k in the
counterclockwise sense. These transformations could equivalently be defined in the (z1, z2) domain by
complex conjugating and=or interchanging the complex variables z1 and z2 in the filter transfer function.

An important property of the group is that each transformation distributes over a product of functions
of v1 and v2, that is,

TABLE 23.1 Multiplication Table of Group

I rv1 rv2 rc1 rc2 R4 R2
4 R3

4

I I rv1 rv2 rc1 rc2 R4 R2
4 R3

4

rv1 rv1 I R2
4 R3

4 R4 rc2 rv2 rc1

rv2 rv2 R2
4 I R4 R3

4 rc1 rv1 rc2

rc1 rc1 R4 R3
4 I R2

4 rv1 rc2 rv2

rc2 rc2 R3
4 R4 R2

4 I rv2 rc1 rv1

R4 R4 rc1 rc2 rv2 rv1 R2
4 R3

4 I

R2
4 R2

4 rv2 rv1 rc2 rc1 R3
4 I R4

R3
4 R3

4 rc2 rc1 rv1 rv2 I R4 R2
4
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Td

YK
i¼1

Fi(v1,v2)

" #
¼
YK
i¼1

Td Fi(v1,v2)½ � (23:18)

where T d represents any of the eight transformation operators. The validity of this property follows the
definition of the transformations [8].
In the (z1, z2) domain, if H(z1, z2) represents a causal filter with impulse response h(n1, n2), then the

filter represented by H(z1
�1, z2

�1)will have an impulse response h(�n1, �n2), and is therefore, noncausal,
since h(�n1, �n2) 6¼ 0 for n1< 0, n2< 0. Such a filter can be implemented in terms of causal transfer
function H(z1, z2), i.e., by rotating the n1 and n2 axes of the input signal by 1808, processing the rotated
signal by the causal filter, and then rotating the axes of the output signal by 1808, as illustrated in Figure
23.3b.
Noncausal filters can be used for the realization of zero-phase filters by cascading K pairs of filters

whose transfer functions are Hi(z1, z2) and H(z1
�1, z2

�1) for i¼ 1, 2, . . . , K, as depicted in Figure 23.3c.

23.2.2.2 Complex Transformation and 2-D Fan Filters

Complex Transformation. A complex transformation is of the form [9]

z ¼ efza1=b1
1 za2=b1

2 (23:19)

by which a 2-D filter H(z1, z2) can be derived from 1-D filter H1(z). The corresponding frequency
transformation of Equation 23.19 is

exp( jv) ! exp j fþ v1
a1

b1
þ v2

a2

b2

� �	 

(23:20)

or

v ! fþ v1
a1

b1
þ v2

a2

b2
(23:21)

There are three major effects of transformation Equation 23.20 on the resulting filter:

1. Frequency shifting along the v1 axis. The frequency response of the resulting filter will be shifted
by f along the v1 axis.

2. Rotation of the frequency response. The angle of rotation is

H(z1
–1, z2

–1)

(a)
x(n1, n2) y(n1, n2)

H1(z1
–1, z2

–1) HK(z1
–1, z2

–1)H1(z1, z2) HK(z1, z2)
(c)

…

H(z1, z2)TR4
2 TR4

2

(b)
x(n1, n2) y(n1, n2)y0(n1, n2)x0(n1, n2)

FIGURE 23.3 Design of zero-phase filters: (a) noncausal filter; (b) equivalent causal implementation; (c) cascade
zero-phase filter.
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u ¼ arctan
a2

b2

� �
(23:22)

Since the original filter is 1-D and a function of z1, the angle of rotation will be defined by the
fractional power of z2.

3. Scaling the frequency response along the v1 axis. The fractional power of z1 will scale the frequency
response by a factor b1=a1. However, the periodicity of the frequency response will be (a1=b1)2p
instead of 2p. Other effects may also be specified [9].

The complex transformation is of importance in the design of fan filters. By using a prototype lowpass
filter with a cutoff frequency at vc¼p=2, and the transformation Equation 23.19, one obtains the shifted,
scaled, and rotated characteristics in the frequency domain. We denote the transformed filter by

H z1, z2;
a1

b1
,
a2

b2

� �
¼ H1(z)

����
z¼efza1=b11 za2=b22

(23:23)

In general, the filter coefficients in function H will be complex and the variables z1 and z2 will have
rational noninteger powers. However, appropriate combinations of transformed filters will remove both
of these difficulties, as will be shown in the following.

Symmetric Fan Filters. An ideal symmetric fan filter has the specification of

Hf 1(e
jv1T, e jv2T ) ¼ 1 for v1j j � v2j j

0 otherwise

	
(23:24)

We introduce transfer function Ĥ1(z1, z2), Ĥ2(z1, z2), Ĥ3(z1, z2), and Ĥ4(z1, z2), of four filters generated by
Equation 23.23 with (a1=b1, a1=b2)¼ (1=2, 1=2), (�1=2, 1=2), (1=2,�1=2), and (�1=2,�1=2), respect-
ively, and f¼p=2. The responses of the transformed filters, Ĥ1(z1, z2), i¼ 1, 2, 3, 4, can be found in
Figure 23.4 together with the prototype filter.
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–π
–π 0 +π
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+π

FIGURE 23.4 Basic building blocks of symmetric fan filters.

23-8 Passive, Active, and Digital Filters



In this design procedure, the filters in Figure 23.4 will be used as the basic building blocks for a fan
filter specified by Equation 23.24. One can construct the following filter characteristics:

G11(z1, z2) ¼ Ĥ1(z1, z2)Ĥ1* z�1
1 , z�1

2

� �
Ĥ2(z1, z2)Ĥ2* z�1

1 , z�1
2

� �
þ Ĥ3(z1, z2)Ĥ3* z�1

1 , z�1
2

� �
Ĥ4(z1, z2)Ĥ4* z�1

1 , z�1
2

� �
(23:25a)

G22(z1, z2) ¼ Ĥ1(z1, z2)Ĥ1* z�1
1 , z�1

2

� �
Ĥ3(z1, z2)Ĥ3* z�1

1 , z�1
2

� �
þ Ĥ2(z1, z2)Ĥ2* z�1

1 , z�1
2

� �
Ĥ4(z1, z2)Ĥ4* z�1

1 , z�1
2

� �
(23:25b)

which are shown in Figure 23.5.

Quadrant Fan Filters. The frequency characteristic of a quadrant fan filter is specified as

Hf 2(e
jv1T , e jv2T ) ¼ 1 for v1v2 � 0

0 otherwise

n
(23:26)

We consider the same ideal prototype filter. Then the transformed filters Ĥ14(z1, z2), Ĥ12(z1, z2),
Ĥ23(z1, z2), and Ĥ34(z1, z2), are obtained via Equation 23.23 with (a1=b1, a2=b2) equal to (1, 0), (0, 1),
(�1, 0), and (0, �1), respectively, and f¼p=2. The subscripts on Ĥ refer to quadrants to which the low-
pass filter characteristics have been shifted. Figure 23.6 illustrates the amplitude responses of these
transformed filters together with the prototype.
The filters in Figure 23.6 will be used as the basic building blocks for fan filters specified by Equation

23.26. In a similar manner to Equations 23.25a and b, the filter characteristics G13(z1, z2) and G23(z1, z2)
can be constructed as follows:

G13(z1, z2) ¼ Ĥ12(z1, z2)Ĥ12* z�1
1 , z�1

2

� �
Ĥ14(z1, z2)Ĥ14* z�1

1 , z�1
2

� �
þ Ĥ23(z1, z2)Ĥ23* z�1

1 , z�1
2

� �
Ĥ34(z1, z2)Ĥ34* z�1

1 , z�1
2

� �
(23:27a)

G24(z1, z2) ¼ Ĥ12(z1, z2)Ĥ12* z�1
1 , z�1

2

� �
Ĥ23(z1, z2)Ĥ23* z�1

1 , z�1
2

� �
þ Ĥ14(z1, z2)Ĥ14* z�1

1 , z�1
2

� �
Ĥ34(z1, z2)Ĥ34* z�1

1 , z�1
2

� �
(23:27b)

whose amplitude responses are depicted in Figure 23.7.

23.2.2.3 Constantinides Transformations

The so-called Constantinides [10,19] are of importance in the design of 1-D digital filters, and are of
the form

0

–π
–π 0 +π

+π

0

–π
–π 0 +π

+π

FIGURE 23.5 Amplitude characteristics of G11(z1, z2) and G22(z1, z2).
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z ¼ f (�z) ¼ ejlp
Ym
t¼1

�z � at*
1� at�z

(23:28)

where
l and m are integers
a*t is the complex conjugate of at

Pendergrass, Mitra, and Jury [11] showed that, in the decision of 2-D IIR filters, this group of
transformations is as useful as in 1-D cases. By choosing the parameters l, m, and at in Equation 23.28
properly, a set of four specific transformations can be obtained that can be used to transform a low-pass
transfer function into a corresponding low-pass, high-pass, bandpass, or a bandstop transfer function.
These transformations are summarized in Table 23.2, where subscript i is included to facilitate the
application of the transformation to 2-D discrete transfer functions.
Let Vi and vi for i¼ 1, 2 be the frequency variables in the original and transformed transfer function,

respectively. Suppose HL(z1, z2) is a low-pass transfer function with respect to zi, if each of z1 and z2 is

0
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FIGURE 23.6 Basic building blocks for quadrant fan filter design.
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FIGURE 23.7 Two quadrant pass filters.
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transformed to be low-pass, bandpass, or high-pass, then a number of different 2-D filter combinations
can be achieved. As an example, some of the possible amplitude responses are illustrated in Figure 23.8a
through f [2].

23.3 Design of Separable Product Filters

A 2-D IIR filter is characterized by a separable product transfer function of the form

H(z1, z2) ¼ H1(z1)H2(z2) (23:29)

ω2

ω1

(a)
ω2

ω1

(f )

ω2

ω1

(e)

ω2

ω1

(d)

ω2

ω1

(c)

ω2

ω1

(b)

FIGURE 23.8 Application of Constantinides transformations to 2D IIR filters. (a) Circularly symmetric low-pass
filter. (b) LP to LP for z1 and z2. (c) LP to HP for z1 and z2. (d) LP to BP for z1 and z2. (e) LP to HP for z1 and LP to LP
for z2. (f) LP to BP for z1 and LP to LP for z2.

TABLE 23.2 Constantinides Transformations

Type Transformation Parameters

LP to LP
zi ¼ �zi � ai

1� ai�zi
ai ¼

sin (Vpi � vpi)Ti=2
� �

sin (Vpi þ vpi)Ti=2
� �

LP to HP zi ¼ �zi � ai

1� ai�zi
ai ¼

cos (Vpi � vpi)Ti=2
� �

cos (Vpi þ vpi)Ti=2
� �

LP to BP zi ¼ �
�z2i �

2aiki
ki þ 1

�zi þ ki � 1
ki þ 1

1� 2aiki
ki þ 1

�zi þ ki � 1
ki þ 1

�z2i

ai ¼
cos (vp2i þ vp1i)Ti=2
� �

cos (vp2i þ vp1i)Ti=2
� �

ki ¼ tan
VpiTi

2
cot

(vp2i � vp1i)Ti

2

LP to BS zi ¼ �
�z2i �

2ai

1þ ki
�zi þ 1� ki

1þ ki

1� 2ai

1þ ki
�zi þ 1� ki

1þ ki
�z2i

ai ¼
cos (vp2i � vp1i)Ti=2
� �

cos (vp2i þ vp1i)Ti=2
� �

ki ¼ tan
VpiTi

2
tan

(vp2i � vp1i)Ti

2
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if its passband or stopband is of the shape of a rectangular domain. The design of such a class of filters
can be accomplished by using the method proposed by Hirano and Aggarwal [12]. The method can be
used to design filters with quadrantal or half-plane symmetry.

23.3.1 Design of Quadrantally Symmetric Filters

A 2-D filter is said to be quadrantally symmetric if its amplitude response satisfies the equality

H(z1, z2)j j ¼ H z1*, z1*ð Þj j ¼ H z1*, z2ð Þj j ¼ H z1, z1*ð Þj j (23:30)

Consider two 1-D bandpass filters specified by two transfer functions H1(z) and H2(z), respectively, and
let z¼ z1 in the first one and z¼ z2 in the second. If their frequency responses can be expressed by

H1(e
jv1T1 )

�� �� ¼ 1 v12 � v1 < v13

0 0 � v1 < v11 or v14 � v1 < 1
	

(23:31a)

and

���H2(e
jv2T2 )

��� ¼ 1 v22 � v2 < v23

0 0 � v2 < v21 or v24 � v2 � 1
	

(23:31b)

respectively, and since

���H(e jv1T1 , e jv2T2 )
��� ¼ H1(e

jv1T1 )
H2(e

jv2T2 )
��� ���

Equations 23.31a and b give

���H(e jv1T1 , e jv2T2 )
��� ¼ 1 v12 � v1 < v13 and v22 � v2 < v23

0 otherwise

	

Evidently, the 2-D filter obtained will pass frequency components that are in both passband of H1(z1) and
H2(z2); that is, the passband H1(z1, z2) will be a rectangle with sides v13�v12 and v23�v22. On the
other hand, frequency components that are in the stopband of either the first filter or the second filter
will be rejected. Hence, the stopband of H(z1, z2) consists
of the domain obtained by combining the stopbands of
the two filters.
By a similar method, if each of the two filters is allowed

to be a low-pass, bandpass, or high-pass 1-D filter, then
nine different rectangular passbands can be achieved, as
illustrated in Figure 23.9. The cascade arrangement of any
two of those filters may be referred to as a generalized
bandpass filter [12].
Another typical simple characteristic is specified

by giving the rectangular stopband region, which is referred
to as the rectangular stop filter. Also, there are nine possible
types of such a filter which are complementary to that of the
generalized bandpass filter shown in Figure 23.9 (i.e., con-
sidering the shadowed region as the stopband). This kind of
bandstop filter can be realized in the form of

H(z1, z2) ¼ HA(z1)HA(z2)� ejkp H1(z1)H2(z2)½ �2 (23:32)

ω2

ω1

FIGURE 23.9 Idealized amplitude response of
generalized bandpass filter.
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where H1(z1)H2(z2) is a generalized bandpass filter described above, and HA(z1) and HA(z2) are allpass 1-
D filters [13] whose poles are poles of H1(z1) and H2(z2), respectively. Equation 23.32 can be referred to
as a generalized bandstop filter.
Extending the principles discussed above, if a 2-D filter is constructed by cascading K 2-D filters with

passbands Pi, stopbands Si, and transfer function Hi(z1, z2), the overall transfer function is obtained as

H(z1, z2) ¼
Yk
i¼1

Hi(zi, z2)

and the passband P and stopband S of the cascaded 2-D filter are defined by

P ¼
\

Pi and S ¼
[K
i¼1

Si

that is, the only frequency components not to be rejected will be those that will be passed by each and
every filter in the cascade arrangement.
On the other hand, if a 2-D filter is constructed by connecting K 2-D filters in parallel, then

H(z1, z2) ¼
XK
i¼1

Hi(z1, z2)

Assuming that all the parallel filters have the same phase shift, and the passband Pi¼ 1 of the various
filters are not overlapping, then the passband and stopband of the parallel arrangement is given by

P ¼
[K
i¼1

Pi and S ¼
\

Si

Parallel IIR filters are more difficult to design than cascade ones, due to the requirement that the phase
shifts of the various parallel filters be equal. However, if all the data to be filtered are available at the start
of the processing, zero-phase filters can be used.
By combining parallel and cascade subfilters, 2-D IIR filters whose passbands or stopbands are

combinations of rectangular regions can be designed, as illustrated by the following example.

Example 23.1

Design a 2-D IIR filter whose passband is the area between two overlapping rectangles, as depicted in
Figure 23.10a.

Solution

1. Construct a first 2-D low-pass filter with rectangular passband (v12, v22) by using 1-D low-pass
filters, as shown in Figure 23.10a.

2. Construct a second 2-D low-pass filter with rectangular passband (v11, v21) by 1-D low-pass filters.
Then using Equation 23.32 to construct a 2-D high-pass filter with rectangular stopband (v11, v21),
as shown in Figure 23.10c.

3. Cascade the first 2-D low-pass filter with the 2-D high-pass filter to obtain the required filter. The
amplitude response of a practically designed 2-D filter is in Figure 23.10d.
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23.3.2 Design of Half-Plane Symmetric Filters

A 2-D filter is said to be half-plane symmetric if its amplitude response satisfies

��H(z1, z2)
�� ¼ ��H z1*, z2*ð Þ�� (23:33)

but

H(z1, z2)j j 6¼ H z1*, z2ð Þj j 6¼ H z1, z2*ð Þj j (23:34)

that is, half-plane symmetry does not imply quadrantal symmetry.
The design of those filters can be accomplished by cascading two quadrant pass filters derived

previously in Section 23.2.2.2 with quadrantally symmetric filters, as is demonstrated in Example 23.2.

Example 23.2

Design a 2-D half-plane symmetric filter whose passband is defined in Figure 23.11a.

Solution

1. Follow the steps 1 to 3 in Example 23.1 to construct a 2-D bandpass filter with the passband being
the area between two overlapping rectangles, as shown in Figure 23.10a.
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ω21

ω11

ω1
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ω2
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ω11

(a) (c)
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1
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(b) (d)

FIGURE 23.10 Amplitude response for the filter of Example 23.1: (a) specified response; (b) response of the 2D
low-pass filter; (c) response of the 2D high-pass filter; (d) 3D plot of the amplitude response of a real 2D IIR filter.
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2. Construct a two quadrant (first and third quadrants) pass filter as depicted in Figure 23.7a.
3. Cascade the 2-D bandpass filter with the two quadrant pass filters to obtain the required filter.

The amplitude response of a practically designed filter is shown in Figure 23.11b.

23.3.3 Design of Filters Satisfying Prescribed Specifications

The problem of designing filters that satisfy prescribed specifications to a large extent has been solved for
the case of 1-D filters, and by extending the available methods, 2-D IIR filters satisfying prescribed
specifications can also be designed.

Assume that we are to design a 2-D low-pass filter with the following specification:

H(v1,v2)j j ¼ 1� Dp for 0 � vij j � vpi

Da for vai � vij j � vsi 2, i ¼ 1, 2=

	
(23:35)

wherevpi andvai, i¼ 1, 2 are passband and stopband edges along thev1 andv2 axes, respectively. The two
1-D filters that are cascaded to form a 2-D one are specified byvpi,vai, dpi, and dai (i¼ 1, 2) as the passband
edge, stopband edge, passband ripple, and stopband loss, respectively. From Equation 23.29 we have

max {M(v1,v2)} ¼ max {M1(v1)}max {M2(v2)}

and

min {M(v1,v2)} ¼ min {M1(v1)}min {M2(v2)}

Hence the derived 2-D filter will satisfy the specifications of Equation 23.35 if the following constraints
are satisfied

(1þ dp1)(1þ dp2) � 1þ Dp (23:36)

(1� dp1)(1� dp2) � 1� Dp (23:37)

(1þ dp1)da2 � Da (23:38)

(1þ dp2)da1 � Da (23:39)

da1da2 � Da (23:40)
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FIGURE 23.11 Amplitude response for the filter of Example 23.2: (a) specified response; (b) 3D plot of the
amplitude response of a real 2D IIR filter.
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Constraints 23.36 and 23.37 can be expressed respectively in the alternative form

dp1 þ dp2 þ dp1dp2 � Dp (23:41)

and

dp1 þ dp2 � dp1dp2 � Dp (23:42)

Hence if Equation 23.41 is satisfied, Equation 23.42 is also satisfied. Similarly, Constraints 23.38 through
23.40 will be satisfied if

max {(1þ dp1)da2, (1þ dp2)da1} � Da (23:43)

since (1þ dp1) >> da1 and (1þ dp2) >> da2. Now if we assume that dp1¼ dp2¼ dp and da1¼ da2¼ da,
then we can assign

dp ¼ (1þ Dp)1=2 � 1 (23:44)

and

da ¼ Da

(1þ Dp)1=2
(23:45)

so as to satisfy Constraints 23.36 through 23.40. And since Dp � 1, we have

dp � Dp
2

(23:46)

da � Da (23:47)

Consequently, if the maximum allowable passband and stopband errors Dp and Da are specified, the
maximum passband ripple Ap and the maximum stopband attenuation Aa and dB for the two 1-D filters
can be determined as

Ap ¼ 20 log
1

1� dp
¼ 20 log

2
2� Dp

(23:48)

and

Aa ¼ 20 log
1
dp

¼ 20 log
1
Da

(23:49)

Finally, if the passband and stopband edgesvpi andvai are also specified, theminimumorder and the transfer
function of each of the two 1-D filters can readily be obtained using any of the approaches of the previous
sections. Similar treatments for bandpass, bandstop, and high-pass filters can be carried out.

Example 23.3 [12]

Design a zero-phase filter whose amplitude response is specified in Figure 23.12a, with Ap¼ 3 dB,
Aa¼ 20 dB.
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Solution

1. Decomposition: Because there are no contiguous passbands between the characteristics of the
first and third quadrants and that of the second and fourth quadrants, in the first step of design,
the required 2-D filter can be decomposed into two subfilters H13(z1, z2) and H24(z1, z2), which
represent the characteristics of the first and third quadrants and that of the second and fourth
quadrants, respectively. By connecting H13(z1, z2) and H24(z1, z2), in parallel, the required charac-
teristics of the 2-D filter specified in Figure 23.12a can then be realized.

H(z1, z2) ¼ H13(z1, z2)þ H24(z1, z2)

(a) Decomposition of H13(z1, z2): To accomplish the design of H13(z1, z2), further decompositions
should be made. The characteristics of the first and third quadrants can be realized by
cascading three subfilters, i.e., a two quadrant filter G13(z1, z2) [as shown in Figure 23.7a],
a low-pass filter HL(z1, z2) [as shown in Figure 23.12b], and a rectangular stop filter HS(z1, z2)
[as shown in Figure 23.12c],

H13(z1, z2) ¼ G13(z1, z2)HL(z1, z2)HS(z1, z2)

furthermore, the rectangular stop filter HS(z1, z2) can be designed by allpass filter HA(z1, z2)
and low-pass filter HSL(z1, z2), using Equation 23.32
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FIGURE 23.12 Amplitude responses of the filters in Example 23.3: (a) the given characteristics; (b) rectangular pass
subfilter; (c) rectangular step subfilter; (d) final configuration of the 2D filter; (e) 3D plot of the amplitude response of
the resulting 2D filter.
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HS(z1, z2) ¼ HA(z1, z2)� [HSL(z1, z2)]
2

(b) Decomposition of H24(z1, z2): Similarly, H24(z1, z2) can be decomposed into the cascade of a
two quadrant filter G24(z1, z2) [as is shown in Figure 23.7b], and a bandpass filter HB(z1, z2)
which can be realized by using two 1-D bandpass filters for both directions.

H24(z1, z2) ¼ G24(z1, z2)HB(z1, z2)

The final configuration of the desired filter H(z1, z2) is illustrated in Figure 23.12d, with the
final transfer function being of the form

H(z1, z2) ¼ H13(z1, z2)þ H24(z1, z2)� H13(z1, z2)H24(z1, z2)

where the purpose of the term H13(z1, z2)H24(z1, z2), is to remove the overlap that may be
created by adding H13(z1, z2) and H24(z1, z2).

(2) Design of all the subfilters: At this point, the problem is to derive the two quadrant subfilters
G13(z1, z2) and G24(z1, z2), the low-pass subfilters HL(z1, z2) and HSL(z1, z2), the allpass subfilter
HA(z1, z2), and the bandstop filter HB(z1, z2).
Note the symmetry of the given characteristics, the identical 1-D sections can be used to
develop all the above 2-D subfilters, and the given specifications can easily be combined into
the designs of all the 1-D sections.

(3) By connecting all the 2-D subfilters in cascade or parallel as specified in Figure 23.12d, the
required 2-D filter is obtained. The 3-D plot of the amplitude response of the final resulting 2-
D filter is depicted in Figure 23.12e.

23.4 Design of Circularly Symmetric Filters

23.4.1 Design of LP Filters

As mentioned in Section 23.2.1, rotated filters can be used to design circularly symmetric filters. Costa and
Venetsanopoulos [14] and Goodman [15] proposed two methods of this class, based on transforming an
analog transfer function or a discrete one by rotated filter transformation, respectively. The two methods
lead to filters that are, theoretically, unstable but by using an alternative transformation suggested by
Mendonca et al. [16], this problem can be eliminated.

23.4.1.1 Design Based on 1-D Analog Transfer Function

Costa and Venetsanopoulos [14] proposed a method to design circularly symmetric filters. In their method,
a set of 2-D analog transfer functions is first obtained by applying the rotated filter transformation in
Equation 23.9a for several different values of the rotation angle b to a 1-D analog low-pass transfer
function. A set of 2-D discrete low-pass functions are then deduced through the application of the bilinear
transformation. The design is completed by cascading the set of 2-D digital filters obtained. The steps
involved are as follows.

Step 1. Obtain a stable 1-D analog low-pass transfer function

HAl(s) ¼ Ns
Ds

¼ K0

QM
i¼1 (s� zai)QN
i¼1 (s� pai)

(23:50)

where
zai and pai for i¼ 1, 2, . . . , are the zeros and poles of HA1(s), respectively
K0 is a multiplier constant
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Step 2. Let bk for k¼ 1, 2, . . . , K be a set of rotation angles defined by

bk ¼
2k� 1
2K

þ 1

� �
p for even K

k� 1
K

þ 1

� �
p for even K

8>>><
>>>:

(23:51)

Step 3. Apply the transformation of Equation 23.9a to obtain a 2-D analog transfer function as

jHA2k(s1, s2) ¼ HAl(s)js¼�s1 sinbkþs2 cosbk
(23:52)

for each rotation angle bk identified in Step 2.

Step 4. Apply the double bilinear transformation to HA2k(s1, s2) to obtain

HD2k(z1, z2) ¼ HA2k(s1, s2)j jsi¼2(zi�1)=Ti(ziþ1), i ¼ 1, 2 (23:53)

Assuming that T1¼T2¼T, Equations 23.50 and 23.53 yield

HD2k(z1, z2) ¼ K1

YM0

i¼1

H2i(z1, z2) (23:54)

where

H2i(z1, z2) ¼ a11i þ a21iz1 þ a12iz2 þ a22iz1z2
b11i þ b21iz1 þ b12iz2 þ b22iz1z2

(23:55)

K1 ¼ K0
T
2

� �N�M

(23:56)

a11i ¼ � cosbk þ sinbk �
Tzai
2

a21i ¼ � cos bk � sin bk �
Tzai
2

for 1 � i � M

a12i ¼ cosbk þ sin bk �
Tzai
2

a22i ¼ cos bk � sin bk �
Tzai
2

a11i ¼ a12i ¼ a21i ¼ a22i ¼ 1 for M � i � M0

(23:57a)

b11i ¼ � cosbk þ sin bk �
Tpai
2

b21i ¼ � cos bk � sin bk �
Tpai
2

for 1 � i � N

b12i ¼ cos bk þ sin bk �
Tpai
2

b22i ¼ cos bk � sin bk �
Tpai
2

b11i ¼ b12i ¼ b21i ¼ b22i ¼ 1 for N � i � M0

(23:57b)
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and

M0 ¼ max (M,N)

Step 5. Cascade the filters obtained in Step 4 to yield an overall transfer function

H(z1, z2) ¼
YK
k¼1

HD2k(z1, z2)

It is easy to find that, at point (z1, z2)¼ (�1, �1), both the numerator and denominator polynomials of
H2i(z1, z2) assume the value of zero. And thus each H2i(z1, z2) has nonessential singularity of the second
kind on the unit bicircle

U2 ¼ {(z1, z2): z1j j ¼ 1, z2j j ¼ 1}

The nonessential singularity of each H2i(z1, z2) can be eliminated and, furthermore, each subfilter can be
stabilized by letting

b012i ¼ b12i þ eb11i (23:58a)

b022i ¼ b22i þ eb21i (23:58b)

where e is a small positive constant. With this modification, the denominator polynomial of each
H2i(z1, z2) is no longer zero and, furthermore, the stability of the subfilter can be guaranteed if

Re(pai) < 0 (23:59)

and

270	 < bk < 360	 (23:60)

As can be seen in Equation 23.51, half of the rotation angles are in the range 1808<bk< 2708 and
according to the preceding stable conditions they yield unstable subfilters. However, the problem can
easily be overcome by using rotation angles in the range given by Equation 23.60 and the rotating
the transfer function of the subfilter by �908 using linear transformations described in Section 23.2.1.
For example, an effective rotation angle bk¼ 2258 is achieved by rotating the input data by 908,
filtering using a subfilter rotated by 3158, and then rotating the output data by �908, as shown in
Figure 23.13.

H225°(z1, z2)

(a)

x(n1, n2) y(n1, n2)

H315°(z1, z2)TR4 TR4
3

(b)
x(n1, n2) y(n1, n2)y0(n1, n2)x0(n1, n2)

FIGURE 23.13 Realization of subfilter for rotation angle in the range 1808<bk< 2708. (a) An effective rotation
angle bk¼ 2258 achieved by rotating the input by 908. (b) Filtering using a subfilter rotated by 3158, and then rotating
the output data by –908.
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In addition, a 2-D zero-phase filter can be designed by cascading subfilters for rotation angles pþbk

for k¼ 1, 2, . . . , N. The resulting transfer function is given by

H(z1, z2) ¼
YK
k¼1

HD2k(z1, z2)HD2k(z1, z2)

where the noncausal sections can be realized as illustrated in Figure 23.3.

23.4.1.2 Design Based on 1-D Discrete Transfer Function

The method proposed by Goodman [15] is based on the 1-D discrete transfer function transformation.
In the method, a 1-D discrete transfer is first obtained by applying the bilinear transformation to a 1-D
analog transfer function. Then, through the application of an allpass transformation that rotates the
contours of the amplitude of the 1-D discrete transfer function, a corresponding 2-D transfer function is
obtained. The steps involved are as follows.

Step 1. Obtain a stable 1-D analog low-pass transfer function HA1(s) of the form given by Equation
23.50.

Step 2. Apply the bilinear transformation to HA1(s) to obtain

HD1(z) ¼ HAl(s)js¼2(z�1) T(zþ1)= (23:61)

Step 3. Let bk for k¼ 1, 2, . . . , K be a set of rotation angles given by Equation 23.51.
Step 4. Apply the allpass transformation defined by

z ¼ fk(z1, z2) ¼ 1þ ckz1 þ dkz2 þ ekz1z2
ek þ dkz1 þ ckz2 þ z1z2

(23:62)

where

ck ¼ 1þ sinbk þ cosbk

1� sin bk þ cosbk
(23:63a)

dk ¼ 1� sin bk � cos bk

1� sinbk þ cosbk
(23:63b)

ek ¼ 1þ sinbk � cosbk

1� sinbk þ cosbk
(23:63c)

to obtain the 2-D discrete transfer function

HD2k(z1, z2) ¼ HD1(z)
���
z¼fk(z1,z2)

(23:64)

for k¼ 1, 2, . . . , K. The procedure yields the 2-D transfer function of Equation 23.64, as can be easily
demonstrated, and by cascading the rotated subfilters HD2k(z1, z2) the design can be completed.
The method of Goodman is equivalent to that of Costa and Venetsanopoulos and consequently, the

resulting filter is subject to the same stability problem due to the nonessential singularity of the second
kind at point (z1, z2)¼ (�1, �1). To achieve a stable design, Goodman suggested that the transfer
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function HD2k(z1, z2) for k¼ 1, 2, . . . , K be obtained directly by minimizing an appropriate objective
function subject to the constraints

ck þ dk � ek � 1� e

ck � dk þ ek � 1� e

�ck þ dk þ ek � 1� e

�ck � dk � ek � 1� e

through an optimization procedure. If e is a small positive constant, the preceding constraints consti-
tute necessary and sufficient conditions for stability and, therefore, such an approach will yield a
stable filter.

23.4.1.3 Elimination of Nonessential Singularities

To eliminate the nonessential singularities in the preceding two methods, Mendonca et al. [16] suggested
a new transformation of the form

s ¼ g5(s1, s2) ¼ cosbks1 þ sinbks2
1þ cs1s2

(23:65)

by combining the transformations in Equations 23.9a and 23.11 to replace the transformation Equation
23.9a. If we ensure that

cosbk > 0, sinbk > 0, and c > 0

then the application of this transformation followed by the application of the double bilinear trans-
formation yields stable 2-D digital filters that are free of nonessential singularities of the second kind.
If, in addition

c ¼ 1
v2
max

then local-type preservation can be achieved on the set V2 given by

V2 ¼ {(v1,v2): v1 � 0, v2 � 0, v1v2 � vmax}

and if vmax ! 1, then a global-type preservation can be approached as closely as desired.
By using the transformation of Equation 23.65 instead of that in Equation 23.9a in the method of Costa

and Venetsanopoulos, the transfer function of Equation 23.54 becomes

HD2k(z1, z2) ¼ K1PD2(z1, z2)

YM0

i¼1

a11i þ a21iz1 þ a12iz2 þ a22iz1z2
b11i þ b21iz1 þ b12iz2 þ b22iz1z2

(23:66)

where

K1 ¼ K0
T
2

� �N�M

(23:67a)

PD2(z1, z2) ¼ 1þ 4c
T2

þ 1� 4c
T2

� �
z1 þ 1� 4c

T2

� �
z2 þ 1þ 4c

T2

� �
z1z2

� �N�M

(23:67b)
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and

a11i ¼ � cosbk � sinbk �
T
2
þ 2c

T

� �
zai

a21i ¼ cosbk � sinbk �
T
2
þ 2c

T

� �
zai for 1 � i � M

a12i ¼ � cosbk þ sinbk �
T
2
� 2c

T

� �
zai

a22i ¼ cosbk þ sinbk �
T
2
þ 2c

T

� �
zai

a11i ¼ a21i ¼ a12i ¼ a22i ¼ 1 for M � i � M0

b11i ¼ � cosbk � sinbk �
T
2
þ 2c

T

� �
pai

b21i ¼ cosbk � sinbk �
T
2
� 2c

T

� �
pai for 1 � i � N

b12i ¼ � cosbk þ sinbk �
T
2
� 2c

T

� �
pai

b22i ¼ cosbk þ sinbk �
T
2
� 2c

T

� �
pai

b11i ¼ b21i ¼ b12i ¼ b22i ¼ 1 for N � i � M0

M0 ¼ max (M,N)

An equivalent design can be obtained by applying the allpass transformation of Equation 23.62 in
Goodman’s method with

ck ¼ 1þ cosbk � sinbk � 4c=T2

1� cosbk � sinbk þ 4c=T2

dk ¼ 1� cosbk þ sinbk � 4c=T2

1� cosbk � sinbk þ 4c=T2

ck ¼ 1þ cosbk þ sinbk þ 4c=T2

1� cosbk � sinbk þ 4c=T2

23.4.2 Realization of HP, BP, and BS Filters

Consider two zero-phase rotated subfilters that were obtained from a 1-D analog high-pass transfer
function using rotating angles �b1 and b1, where 08<b1< 908. The idealized contour plots of the two
subfilters are shown in Figure 23.14a and b. If these two subfilters are cascaded, the amplitude response of
the combination is obtained by multiplying the amplitude responses of the subfilters at corresponding
points. The idealized contour plot of the composite filter is thus obtained as illustrated in Figure 23.14c.
As can be seen, the contour plot does not represent the amplitude response of a 2-D circularly symmetric
high-pass filter, and, therefore, the design of high-pass filters cannot readily be achieved by simply
cascading rotated subfilters as in the case of low-pass filters. However, the design of these filters can be
accomplished through the use of a combination of cascade and parallel subfilters [16].
If the above rotated subfilters are connected in parallel, we obtain a composite filter whose contour plot

is shown in Figure 23.14d. By subtracting the output of the cascade filter from the output of the parallel
filter, we achieve an overall filter whose contour plot is depicted in Figure 23.14e. Evidently, this plot
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resembles the idealized contour plot of a 2-D circularly symmetric high-pass filter, and, in effect,
following this method a filter configuration is available for the design of high-pass filters.

The transfer function of the 2-D high-pass filter is then given by

Ĥ1 ¼ H1 ¼ Hb1 þ H�b1�Hb1H�b1 (23:68)

where

Hb1 ¼ H1(z1, z2)H1(z
�1
1 , z�1

2 )

and

H�b1 ¼ H1 z1, z
�1
2

� �
H1 z�1

1 , z2
� �

represent zero-phase subfilters rotated by angle b1 and �b1, respectively.
The above approach can be extended to two or more rotation angles in order to improve the degree of

circularity. For N rotation angles, ĤN is given by the recursive relation

ĤN ¼ ĤN�1 þ HN � ĤN�1HN (23:69)

where

HN ¼ HbN þ H�bN �HbNH�bN

and ĤN�1 can be obtained from HN�1 and ĤN�2. The configuration obtained is illustrated in Figure 23.15,
where the realization of ĤN�1 is of the same as that of ĤN.
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FIGURE 23.14 Derivation of 2D high-pass filter. (a) Contour plot of subfilter rotated by �b1. (b) Contour plot of
subfilter rotated by b1. (c) Contour plot of subfilters in (a) and (b) connected in cascade. (d) Contour plot of subfilters
in (a) and (b) connected in parallel. (e) Contour plot obtained by subtracting the amplitude response in (c) from
that of (d).
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As can be seen in Figure 23.15, the complexity of the high-pass configuration tends to increase rapidly
with the number of rotations, and consequently, the number of rotations should be kept to a minimum.
It should also be mentioned that the coefficients of the rotated filters must be properly adjusted, by using
Equation 23.65, to ensure that the zero-phase is approximated. However, the use of this transformation
leads to another problem: the 2-D digital transfer function obtained has spurious zeros at the Nyquist
points. These zeros are due to the fact that the transformation in Equation 23.65 does not have type
preservation in the neighborhoods of the Nyquist points but their presence does not appear to be of
serious concern.
With the availability of circularly symmetric low-pass and high-pass filters, bandpass and bandstop

filters with circularly symmetric amplitude responses can be readily obtained. A bandpass filter can be
obtained by connecting a low-pass filter and a high-pass filter with overlapping passbands in cascade,
whereas a bandstop filter can be realized by connecting a low-pass filter and a high-pass filter with
overlapping passbands in parallel.

23.4.3 Design of Filters Satisfying Prescribed Specifications

A similar approach to that described in Section 23.3.3 can be used for the design of circularly symmetric
filters satisfying prescribed specifications. Assume that the maximum=minimum passband and the
maximum stopband gain of the 2-D filter are (1�Dp) and Da, respectively, if K rotated filter sections
are cascaded where half of the rotations are in the range of 1808–2708 and the other half are in the range
2708–3608. Then, we can assign the passband ripple dp and the stopband loss da to be [2]

dp ¼ Dp
K

(23:70)

and

da ¼ Da2=K (23:71)

The lower (or upper) bound of the passband gain would be achieved if all the rotated sections were to
have minimum (or maximum) passband gains at the same frequency point. Although it is possible for all
the rotated sections to have minimum (or maximum) gains at the origin of the (v1, v2) plane, the gains
are unlikely to be maximum (or minimum) together at some other frequency point and, in effect, the
preceding estimate for dp is low. A more realistic value for dp is

dp ¼ 2Dp
K

(23:72)

If Dp and Da are prescribed, then the passband ripple and minimum stopband attenuation of the analog
filter can be obtained from Equations 23.72 and 23.71 as

Ap ¼ 20 log
K

K � 2Dp

� �
(23:73)

HN–1

–1

H
–

N × + +

FIGURE 23.15 2D high-pass filter configuration.
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and

Aa ¼ 40
K

log
1
Da

� �
(23:74)

If the passband Vp and stopband Va are also prescribed, the minimum order and the transfer function of
the analog filter can be determined using the method in preceding sections.

Example 23.4

Using the method of Costa and Venetsanopoulos, design a circularly symmetric low-pass filter satisfying
the following specifications:

vs1 ¼ vs2 ¼ 2p rad=s

vp ¼ 0:4p rad=s, va ¼ 0:6p rad=s

dp ¼ da ¼ 0:1

Solution

The filter satisfying prescribed specifications can be designed through the following steps:

1. Select a prototype of approximation and suitably select the number of rotations K.
2. Calculate rotation angles by Equation 23.51.
3. Determine Ap and Aa from dp and da, respectively, using Equations 23.73 and 23.74. Calculate the

prewarped Vp and Va, from vp and va, respectively.
4. Use above calculated specifications to obtain the prewarped 1-D analog transfer function.
5. Apply the transformations of Equations 23.52, 23.53, 23.57, and 23.58 to obtain K rotated

subfilters.
6. Cascade all the rotated subfilters.

The 3-D plot of the amplitude response of the resulting filter is shown in Figure 23.16, where K¼ 10.

23.5 Design of 2-D IIR Filters by Optimization

In the preceding sections, several methods for the solution of approximation problems in 2-D IIR filters
have been described. These methods lead to a complete description of the transfer function in closed
form, either in terms of its zeros and poles or its coefficients. They are, as a consequence, very efficient
and lead to very precise designs. Their main advantage is that they are applicable only for the design of
filters with piecewise-constant amplitude responses. In the following sections, the optimization methods
for the design of 2-D IIR filters are considered. In these methods, a discrete transfer function is assumed
and an error function is formulated on the basis of some desired amplitude and=or phase response. These
methods are iterative and, as a result, they usually involve a large amount of computation. However,
unlike the closed-form methods, they are suitable for the design of filters having arbitrary amplitude or
phase responses.
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23.5.1 Design by Least pth Optimization

The least pth optimization method has been used quite extensively in the past in a variety of applications.
In this approach, an objective function in the form of a sum of elemental error functions, each raised to
the pth power, is first formulated and is then minimized using any one of the available unconstrained
optimization methods [17].
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FIGURE 23.16 Amplitude response of a circularly symmetric filter in Example 23.4. (a) Subfilter for rotation angle
of 2438. (b) Subfilters for rotation angles of 1898, 2078, 2258, 2438, and 2618 in cascade. (c) Subfilters for
rotation angles of 2798, 2978, 3158, 3338, and 3518 in cascade. (d) All 10 subfilters in cascade. (e) 3D plot of the
amplitude response of the resulting 2D low-pass filter.
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23.5.1.1 Problem Formulation

Consider the transfer function

H(z1, z2) ¼ H0

YK
k¼1

Nk(z1, z2)
Dk(z1, z2)

¼ H0

YK
k¼1

PL1k
l¼0

PM1k
m¼0 a

(k)
lm z�1

1 z�m
2PL2k

l¼0

PM2k
m¼0 b

(k)
lm z�1

1 z�m
2

(23:75)

whereNk(z1, z2) andDk(z1, z2) are polynomials of order equal to or less than 2 andH0 is a constant, and let

x ¼ [aT bT H0]
T (23:76)

where

a ¼ a(1)10 a(1)20 . . . a(1)L11M11
a(2)10 a(2)20 . . . a(2)L12M12

. . . a(K)L1KM1K

h iT

and

b ¼ b(1)10 b(1)20 . . . b(1)L11M11
b(2)10 a(2)20 . . . b(2)L12M12

. . . b(K)L2KM2K

h iT

are row vectors whose elements are the coefficients of Nk(z1, z2) and Dk(z1, z2), respectively. An objective
function can be defined in terms of the Lp norm of E(x) as

J(x) ¼ Lp ¼kE(x)kp¼
XK
i¼1

Emn(x)j jp
" #1=p

(23:77)

where p is an even positive integer

Emn(x) ¼ M(m,n)�M1(m, n) (23:78)

and

M(m, n) ¼ H(e jv1mT1 , e jv2nT2 )
�� ��, m ¼ 1, . . . ,M, n ¼ 1, . . . ,N

are samples of the amplitude response of the filter at a set of frequency pairs (v1m, v2n) (m¼ 1, . . . , M,
n¼ 1, . . . , N) with

v1m ¼ vs1(m� 1)
2(M � 1)

and v2n ¼ vs2(n� 1)
2(N � 1)

M1(m, n) represents the desired amplitude response at frequencies (v1m, v2n).
Several special cases of the Lp norm are of particular interest. The L1 norm, namely

L1 ¼
XK
i¼1

���Emn(x)
���
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is the sum of the magnitudes of the elements of E(x); the L2 norm given by

L2 ¼
XK
i¼1

Emn(x)j j2
" #1=2

is the well-known Euclidean norm; and L2
2 is the sum of the squares of the elements of E(x). In the case

where p ! 1 and

EM(x) ¼ max
m, n

{Emn(x)} 6¼ 0

we can write

L1 ¼ lim
p!1

XK
k¼1

Emn(x)j jp
( )1=p

¼ EM(x) ¼ lim
p!1

XK
k¼1

Emn(x)
EM(x)

����
����
p

( )1=p

¼ EM(x) (23:79)

The design task at hand amounts to finding a parameter vector x that minimizes the least pth objective
function J(x) defined in Equation 23.77. If J(x) is defined in terms of L2

2, a least-squares solution is
obtained; if the L1 norm is used, a so-called minimax solution is obtained, since in this case the largest
element in E(x) is minimized.

23.5.1.2 Quasi-Newton Algorithms

The design problem described above can be solved by using any one of the standard unconstrained
optimization algorithms. A class of such algorithms that has been found to be very versatile, efficient, and
robust is the class of quasi-Newton algorithms [17–19]. These are based on the principle that the minimum
point x* of a quadratic convex function J(x) of N variables can be obtained by applying the correction

d ¼ �H�1g

to an arbitrary point x, that is

x* ¼ x þ d

where vector

g ¼ rJ(x) ¼ @J
@x1

,
@J
@x2

, . . . ,
@J
@xN

� �T

and N3N matrix

H ¼

@2J(x)
@x21

@2J(x)
@x1@x2

. . .
@2J(x)
@x1@xN

@2J(x)
@x2@x1

@2J(x)
@x22

. . .
@2J(x)
@x2@xN

� � � � � � � � � � � �
@2J(x)
@xN@x1

@2J(x)
@xN@x2

. . .
@2J(x)
@x2N

���������������

���������������
are the gradient vector and Hessian matrix of J(x) at point x, respectively.
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The basic quasi-Newton algorithm as applied to the 2-D IIR filter design problem is as follows [20].

ALGORITHM 1: Basic Quasi-Newton Algorithm

Step 1. Input x0 and e. Set S0¼ IN, where IN is the N3N unity matrix and N is the dimension of x,
and set k¼ 0. Compute g0¼�J(x0).

Step 2. Set dk¼�Sk gk and find ak, the value of a that minimizes J(xkþadk), using a line search.
Step 3. Set dk¼akdk and xkþ 1¼ xkþ dk.
Step 4. If kdKk< e, then output x*¼ xkþ 1, J(x*)¼ J(xkþ 1) and stop, else go to step 5.
Step 5. Compute gkþ1¼ J(xkþ1) and set gk¼ gkþ1� gk.
Step 6. Compute Skþ1¼ SkþCk, where Ck is a suitable matrix correction.
Step 7. Check Skþ1 for positive definiteness and if it is found to be nonpositive definite force it to

become positive definite.
Step 8. Set k¼ kþ 1 and go to step 2.

The correction matrix Ck required in step 6 can be computed by using either the Davidon–Fletcher–
Powell (DFP) formula

Ck ¼ dkd
T
k

gTk gk

Skgkg
T
k S

gTk Skgk
(23:80)

or the Broyden–Fletcher–Goldfarb–Shanno (BFGS) formula

Ck ¼ 1þ gTk Skgk
dTkdk

 !
dkd

T
k

gTkdk
� dkgTk Sk þ Skgkd

T
k

gTkdk
(23:81)

Algorithm 1 eliminates the need to calculate the second derivatives of the objective function; in addition,
the matrix inversion is unnecessary. However, matrices S1, S2, . . . , Sk need to be checked for positive
definiteness and may need to be manipulated. This can be easily done in practice by diagonalizing Skþ1

and then replacing any nonpositive diagonal elements with corresponding positive ones. However,
this would increase the computational burden quite significantly. The amount of computation required
to complete a design is usually very large, due with the large numbers in 2-D digital filters and the
large number of sample points needed to construct the objective function. Generally, the computational
load can often be reduced by starting with an approximate design based on some closed-form solution.
For example, the design of circularly or elliptical symmetric filters may start with filters that have square
or rectangular passbands and stopbands.

Example 23.5 [20]

Design a circularly symmetric low-pass filter of order (2, 2) with vp1¼vp2¼ 0.08p rad=s and
va1¼va2¼ 0.12p rad=s, assuming that vs1¼vs2¼ 2p rad=s.

Solution

1. Construct the ideal discrete amplitude response of the filter

MI(m, n) ¼
1 for v2

1m þ v2
2n

� � � 0:008p
0:5 for 0:08p � v2

1m þ v2
2n

� � � 0:12p
0 otherwise

(
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where

{v1m} ¼ {v2n} ¼ 0, 0:02p, 0:04p, 0:2p, 0:4p, 0:6p, 0:8p,p

2. To reduce the amount of computation, a 1-D low-pass filter with passband edge vp¼ 0.08p and
stopband edge va¼ 0.1p is first obtained with the 1-D transfer function being

H1(z) ¼ 0:11024
1� 1:64382z�1 þ z�2

1� 1:79353z�1 þ 0:84098z�2

and then a 2-D transfer function with a square passband is obtained as

H(z1, z2) ¼ H1(z1)H1(z2)

3. Construct the objective function of Equation 23.77, using algorithm 1 to minimize the objective
function J(x). After 20 more iterations the algorithm converges to

H(z1, z2) ¼ 0:00895


1 z�1
1 z�2

1

� � 1:0 �1:62151 0:99994

�1:62151 2:6370 �1:62129

0:99994 �1:62129 1:00203

�������

�������
1

z�1
2

z�2
2

�������

�������

1 z�1
1 z�2

1

� � 1:0 �1:78813 0:82930

�1:78813 3:20640 �1:49271

0:82930 �1:49271 0:69823

�������

�������
1

z�1
2

z�2
2

�������

�������
The amplitude response of the final optimal filter is depicted in Figure 23.17.

23.5.1.3 Minimax Algorithms

Least pth Minimax Algorithm. When a objective function is formulated in terms of the Lp norm of the
error function and then minimizing J(x) for increasing values of p, such an objective function can be
obtained as
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FIGURE 23.17 Amplitude response of the 2D optimal filter in Example 23.5.
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J(x) ¼ EM(x)
Xm
i¼1

E(x,v1i,v2i)
EM(x)

����
����
p

( )1=p

(23:82)

where

EM(x) ¼ max
1�i�m

{Ei(x)} ¼ max
1�i�m

{Ei(x,v1i,v2i)} (23:83)

A minimax algorithm based on J(x) is as follows [21].

ALGORITHM 2: Least-pth Minimax Algorithm

Step 1. Input x0 and e. Set k¼ 1, p¼ 1, m¼ 2, E0¼ 1099.
Step 2. Initialize frequencies v1i, v2i for i¼ 1, 2, . . . , m.
Step 3. Using point xk�1 as initial point, minimize J(x) with respect to x to obtain xk. Set Ek¼E(xk).
Step 4. If jEk�1�Ekj< e, then output x*¼ xk and Ek and stop. Else, set p¼mp, k¼ kþ 1 and go

to step 3.

The minimization in step 3 can be carried out using algorithm 1 or any other unconstrained optimization
algorithms.

Charalambous Minimax Algorithm. The preceding algorithm gives excellent results except that it
requires a considerable amount of computation. An alternative and much more efficient algorithm is the
minimax algorithm proposed by Charalambous and Antoniou [22,23]. This algorithm is based on
principles developed by Charalambous [24] and involves the minimization of the objective function
J(x, z, l), defined by

J(x, z, l) ¼
X
i2I1

1
2
li[Ji(x, z)]

2 þ
X
i2I2

1
2
[Ji(x, z)]

2 (23:84)

where z and li for i¼ 1, 2, . . . , m are constants,

Ji(x, z) ¼ Ei(x)� z

I1 ¼ {i: Ji(x, z) > 0 and li > 0}

and

I2 ¼ {i: Ji(x, z) > 0 and li > 0}

The factor 1=2 in Equation 23.84 is included for the purpose of simplifying the gradient that is given by

rJ(x, z,l) ¼
X
i2I1

liJi(x, z)rJi(x, z)þ
X
i2I2

Ji(x, z)rJi(x, z) (23:85)

It can be shown that, if

1. The second-order sufficient conditions for a minimum hold at x*,
2. li¼ li*, i¼ 1, 2, . . . , m, where li* are the minimax multipliers corresponding to a minimum

optimum solution x*, and
3. E(x*)� j is sufficiently small then x* is a strong local minimum point of J(x, j, l).
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Condition 1 is usually satisfied in practice. Therefore, a local minimum point x* can be found by forcing
li to approach li* (i¼ 1, 2, . . . , m) and making E(x*)� j sufficiently small. These two constraints can be
simultaneously satisfied by applying the following algorithm.

ALGORITHM 3: Charalambous Minimax Algorithm

Step 1. Set j¼ 0 and li¼ 1 for i¼ 1, 2, . . . , m. Initialize x.
Step 2. Minimize function J(x,j, l) to obtain x.
Step 3. Set

S ¼
X
i2I1

liji(x, j)þ
X
i2I2

Ji(x, j)

and update li and j as

li ¼
liJi(x, j)=S if Ji(x, j) � 0, li � 0

Ji(x, j)=S if Ji(x, j) � 0, l ¼ 0

0 if Ji(x, j) < 0

8>><
>>:

j ¼
Xm
i¼1

liEi(x)

Step 4. Stop if

EM(x)� j

EM(x)
� e

otherwise go to step 2.

The parameter e is a prescribed termination tolerance. When the algorithm converges, conditions 2 and 3
are satisfied and x¼ x*. The unconstrained optimization in step 2 can be accomplished by applying a
quasi-Newton algorithm.

Example 23.6 [23]

Design a 2-D circularly symmetric filter with the same specifications as in Example 23.5, using algorithm 3.

Solution

1. Construct the ideal discrete amplitude response of the filter. Since the passband and stopband
contours are circles, the sample points can be placed on arcs of a set of circles centered at the
origin. Five circles with radii

r1 ¼ 0:3vp , r2 ¼ 0:6vp , r3 ¼ 0:8vp , r4 ¼ 0:9vp , and r5 ¼ vp

are placed in the passband and five circles with radii

r6¼va , r7¼vaþ0:1(p�va), r8¼vaþ0:2(p�va), r9¼vaþ0:55(p�va), and r10¼p

are placed in the stopband.
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For circularly symmetric filters, the amplitude is uniquely specified by the amplitude response in
the sector [08, 458]. Therefore, six equally spaced points on each circle described above between
08 and 458 are chosen. These points plus the origin (v1, v2)¼ (0,0) form a set of 61 sample points.

2. Select the 2-D transfer function. Because a circularly symmetric filter has a transfer function with
separable denominator [24], we can select the transfer function to be of the form

H(z1, z2) ¼ H0(z1, z2)
�1 


Yk
k¼1

z1z2 þ z�1
1 z�1

2 þ ak z1 þ z�1
1 þ z2 þ z�1

2

� �þ z�1
1 z2 þ z1z�1

2 þ bk
1þ ckz�1

1 þ dkz�2
1ð Þ 1þ ckz�1

2 þ dkz�2
2ð Þ (23:86)

with parameter H0 fixed as H0¼ (0.06582)2, K¼ 1, e¼ 0.01.
3. Starting from

a(0)1 ¼ �1:514, b(0)1 ¼ (a(0)1 )2, c(0)1 ¼ �1:784, d(0)1 ¼ 0:8166

and algorithm 3 yields the solution

a1* ¼ 1:96493, b1* ¼ �10:9934, c1* ¼ �1:61564, d1* ¼ 0:66781

EM(x) ¼ 0:37995

The 3-D plot of the amplitude response of the resulting filter is illustrated in Figure 23.18.

23.5.2 Design by Singular-Value Decomposition

As will be seen, an important merit of the design methods of 2-D IIR filters based on singular-value
decomposition (SVD) is that the required 2-D filter is decomposed into a set of 1-D digital subfilters,
which are much easier to design by optimization than the original 2-D filters.

23.5.2.1 Problem Formulation

In a quadrantally symmetric filter, H(z1, z2) has a separable denominator [25]. Therefore, it can be
expressed as

H(z1, z2) ¼
XK
i¼1

fi(z1)gi(z2) (23:87)
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FIGURE 23.18 3D plot of the amplitude response of the filter in Example 23.6.
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In effect, a quadrantally symmetric filter can always be realized using a set of K parallel sections where the
ith section is a separable subfilter characterized by the transfer function fi(z1) gi(z2).
Consider the desired amplitude response sample of 2-D filter H(z1, z2), we form a 2-D amplitude

specification matrix A as

A ¼
a11 a12 � � � a1L
a21 a22 � � � a2L
..
. ..

. ..
.

aM1 aM1 � � � aML

��������

��������
(23:88)

where {aml} is a desired amplitude response sampled at frequencies (v1l, v2m)¼ (pml=Ti, pnm=T2), with

ml ¼
l � 1
L� 1

, nm ¼ m� 1
M � 1

for 1 � l � L, 1 � m � M

that is,

aml ¼ H e jpm1 , e jpnm
� ��� ��

If the matrix A can be decomposed into the form of

A ¼
Xr
i¼1

FiGi (23:89)

then, by using the column vectors Fi and row vectors Gi, we can construct matrices

F ¼ [F1 F2 � � � Fr] (23:90)

G ¼ [G1 G2 � � � Gr]
T (23:91)

If all elements of F and G are nonnegative then they can be regarded as the amplitude specifications
matrices of an r-input=1-output 1-D filter F(z1) and a 1-input=r-output 1-D filter G(z2),

F(z1) ¼ [f1(z1), f2(z1), . . . , fr(z1)] (23:92)

G(z2) ¼ [g1(z2), g2(z2), . . . , gr(z2)]
T (23:93)

Therefore, the 2-D filter of Equation 23.87 can be approximated by

H(z1, z2) ¼ F(z1)G(z2) (23:94)

In this section, two design procedures are described that can be applied to the design of 2-D IIR filters
whose amplitude responses are quadrantally symmetric.

23.5.2.2 Method of Antoniou and Lu

Antoniou and Lu proposed a method of 2-D IIR filter based on the SVD of the amplitude response
matrix A [26]. The SVD of matrix A gives [27]

A ¼
Xr
i¼1

siuiv
T
i ¼

Xr
i¼1

f ig
T
i (23:95)
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where si are the singular values of A such that s1�s2� � � � �sr� 0 is the rank of A, ui, and vi are
the ith eigenvector of AAT and ATA, respectively, fi¼si

1=2ui, gi¼si
1=2vi, and {Fi: 1� i� r} and

{gi: 1� i� r} are sets of orthogonal L-dimensional and M-dimensional vectors, respectively.
An important property of the SVD can be stated as

A�
XK
i¼1

Fig
T
i

 ¼ min
�f, �g

A�
XK
i¼1

Fig
T
i

 for 1 � K � r (23:96)

where fi 2 RL, gi 2 RM

To design a 2-D IIR filter by SVD, two steps are involved, namely

Step 1. Design of the main section.
Step 2. Design of the error correction sections as will be detailed below.

Design of the Main Section. Note that Equation 23.95 can be written as

A ¼ f1g
T
1 þ e1 (23:97)

where e1 ¼ Sg
i Fig

T
i . And since all the elements of A are nonnegative, if follows that all elements of f1

and g1 are nonnegative.
On comparing Equation 23.97 with Equation 23.95 and assuming that K¼ 1 and that f1, g1 are

sampled versions of the desired amplitude responses for the 1-D filters characterized by f1(z1) and g1(z2),
respectively, a 2-D filter can be designed through the following procedures:

1. Design 1-D filters F1 and G1 characterized by f1(z1) and g1(z2).
2. Connect filters F1 and G1 in cascade, i.e.,

H1(z1, z2) ¼ f1(z1)g1(z2)

Step 1 above can be carried out by using an optimization algorithm such as the quasi-Newton algorithm
or the minimax algorithm.
Since f1(z1)g1(z2) corresponds to the largest singular value s1, the subfilter characterized by f1(z1) g1(z2)

is said to be the main section of the 2-D filter.

Design of the Error Correction Sections. The approximation error of H1(z1, z2) can be reduced by realizing
more of the terms in Equation 23.95 by means of parallel filter sections. From Equation 23.97, we can write

A ¼ f1g
T
1 þ f2g

T
2 þ e21 (23:98)

Since f2 and l2 may have some negative components, a careful treatment in Equation 23.98 is necessary.
Let f�

2 and g�2 be the absolute values of the most negative components of f2 and g2, respectively. If

ef ¼ [1 1 � � � 1]T 2 RL and eg ¼ [1 1 � � � 1]T 2 RM

then all components of

f2p ¼ f2 þf�
2 «f and g2p ¼ g2 þ g�

2 «g

are nonnegative. If it is possible to design 1-D linear-phase or zero-phase filters characterized by f1(z1),
g1(z2), f2p(z1), and g2p(z2), such that
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f1(e
jpmi ) ¼ f1(e

jpmi )
�� ��e ja1mi

g1(e
jpvm) ¼ g1(e

jpvm )
�� ��e ja2vm

and

f2p(e
jpmi ) ¼ f2p(e

jpmi )
�� ��e ja1mi

g2p(e
jpvm) ¼ g2p(e

jpvm )
�� ��e ja2vm

for 1 � l � L, � m � M, where

f1(e
jpm1 )

�� �� � f1l

g1(e
jpvm )

�� �� � g1m

f2p(e
jpml )

�� �� � f2lp

g2p(e
jpvm )

�� �� � g2mp

In above f1l, f2lp, glm, g2mp represent the lth component of f1, f2p and mth component of g1 and g2p,
respectively. a1 and a2 are constants that are equal to zero if zero-phase filters are to be designed. Let

a1 ¼ �pn1, a2 ¼ �pn2 with integers n1, n2 � 0 (23:99)

and define

f2(z1) ¼ f2p(z1)� f�
2 z

�n1
1 (23:100)

g2(z2) ¼ g2p(z2)� g�2 z
�n2
2 (23:101)

It follows that

f2(e
jpml ) ¼ f2p(e

jpml )� f�
2

� �
e�jpn1ml � f2le

�jpmln1

g2(e
jpvm) ¼ g2p(e

jpvm )� g�2
� �

e�jpn2vm � g2me
�jpgmn2

Furthermore, if we form

H2(z1, z2) ¼ f1(z1)g1(z2)þ f2(z1)g2(z2) (23:102)

then

����H2(e
jpml , e jpvm )

���� ¼
����f1(e jpml )g1(e

jpvm )þ f2(e
jpml )g2(e

jpvm )

����
� f1lg1m þ f2lg2mj j

(23:103)

Follow this procedure, K–1 correction sections characterized by k2(z1)g2(x2), . . . , g2(x1)g1(x2) can be
obtained, and Hk(z1, z2) can be formed as

Hk(z1, z2) ¼
XK
i¼1

fi(zi)gi(z2) (23:104)
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and from Equation 23.96 we have

A� ��Hk(e
jpml , e jpvm )

�� �
A�

XK
i¼1

f ig
T
i



�
eK
 ¼ min

�fi , �gi


XK
i¼1

�fi�gi
T
 (23:105)

In effect, a 2-D filter consisting of K sections is obtained whose amplitude response is a minimal mean-
square-error approximation to the desired amplitude response.
The method leads to an asymptotically stable 2-D filter, provided that all 1-D subfilters employed are

stable. The general configuration of the 2-D filter obtained is illustrated in Figure 23.19, where the various
1-D subfilters may be either linear-phase or zero-phase filters.
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FIGURE 23.19 Configurations of 2D IIR filter by SVD. (a) General structure of 2D filter. (b) Structure using zero-
phase IIR filters.
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If linear-phase subfilters are to be used, the equalities in Equation 23.99 must be satisfied. This implies
that the subfilters must have constant group delays. If zero-phase subfilters are employed, where fi(z1)
and fi(z

�1
1 ),and gi(z2) and gi(z�1

2 )contribute equally to the amplitude response of the 2-D filter. The design
can be accomplished by assuming that the desired amplitude responses for subfilters Fi, Gi are fi

1=2, gi
1=2,

for i¼ 1, 2, k, . . . , K, respectively.

Error Compensation Procedure. When the main section and correction sections are designed by an
optimization procedure as described above, approximation errors inevitably occur that will accumulate
and manifest themselves as the overall error. The accumulation of error can be reduced by the following
compensation procedure.
When filters F1 and G1 are designed, the approximation error matrix E1 can be calculated as

E1 ¼ A� f1(e
jpml )g1(e

jpnm) (23:106)

and then perform SVD on E1 to obtain

E1 ¼ S22f22g
T
22 þ � � � þ Sr2f r2g

T
r2 (23:107)

Data f22 and g22 can be used to deduce filters f2(z1) and g2(z2). Thus, the first correction section can be
designed. Next, form the error matrix E2 as

E2 ¼ E1 � S22f2(e
jpml )g2(e

jpvm ) (23:108)

and then perform SVD on E2 to obtain

E2 ¼ S33 f33 gT33 þ � � � þ Sr3 f r3 g
T
r3 (23:109)

and use data f33 and g33 to design the second correction section. The procedure is continued until the
norm of the error matrix becomes sufficiently small that a satisfactory approximation to the desired
amplitude response is reached.
Design of 1-D filters by using optimization can sometimes yield unstable filters. This problem can be

eliminated by replacing poles outside the unit circle of the z plane by their reciprocals and simultaneously
adjusting the multiplier constant to compensate for the change in gain [19].

Example 23.7 [26]

Design a circularly symmetric, zero-phase 2-D filter specified by

H v1,v2ð Þj j ¼ 1 for v2
1 þ v2

2

� �1=2
< 0:35p

0 for v2
1 þ v2

2

� �1=2 � 0:65 p

(

assuming that vs1¼vs2¼ 2p.

Solution

1. Construct a sampled amplitude response matrix. By taking L¼M¼ 21 and assuming that the
amplitude response varies linearly with the radius in the transition band, the amplitude response
matrix can be obtained as
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A ¼ A1 0
0 0

����
����
21
21

where

A ¼

1 1 1 1 1 1 1 1 1 0:75 0:5 0:25
1 1 1 1 1 1 1 1 0:75 0:5 0:25 0
1 1 1 1 1 1 1 1 0:75 0:5 0:25 0
1 1 1 1 1 1 1 0:75 0:5 0:25 0 0
1 1 1 1 1 1 1 0:75 0:5 0:25 0 0
1 1 1 1 1 1 1 0:75 0:5 0:25 0 0
1 1 1 1 1 0:75 0:5 0:25 0 0 0 0
1 1 1 0:75 0:75 0:5 0:25 0 0 0 0 0
1 0:75 0:75 0:5 0:5 0:25 0 0 0 0 0 0

0:75 0:5 0:5 0:25 0:25 0 0 0 0 0 0 0
0:5 0:25 0:25 0 0 0 0 0 0 0 0 0
0:25 0 0 0 0 0 0 0 0 0 0 0

������������������������

������������������������
The ideal amplitude response of the filter is illustrated in Figure 23.20a.

2. Perform SVD to matrix A to obtain the amplitude response of the main section of the 2-D filter. It
is worth noting that when a circularly symmetric 2-D filter is required, matrix A is symmetric and,
therefore, Equation 23.95 becomes
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FIGURE 23.20 Amplitude responses of (a) the ideal circularly symmetric 2D filter; (b) the main section; (c) the
main section plus the first correction; (d) the main section plus the first and second correction sections.
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A ¼
Xr
i¼1

Sifif
T
i (23:110)

where S1¼ 1 and Si¼�1 or �1, for 2� i� r. This implies that each parallel section requires only
one 1-D subfilter to be designed. As a consequence the design work is reduced by 50%.
When vector f1 is obtained, by selecting a fourth-order approximation and after optimization,

the transfer function of the main section f1(z) is obtained.
3. Design the correction sections. Successively perform SVD to the error E1 and E2, and apply the

preceding design technique; the transfer functions of the first and second correction sections can
be obtained.
The transfer function of the main section and the first and second correction sections are

listed in Table 23.3. And the amplitude responses of (1) the main section, (2) the main section plus
the first correction, and (3) the main section plus the first and second correction sections are
depicted in Figure 23.20b through d.

23.5.2.3 Method of Deng and Kawamata

In decomposing 2-D amplitude specifications into 1-D ones, the conventional SVD cannot avoid the
problem that the 1-D amplitude specifications that result are often negative. Since negative values cannot
be viewed as amplitude response, the problem of 1-D digital filter design becomes intricate. Deng and
Kawamata [28] proposed a procedure that guarantees all the decomposition results to be always
nonnegative and thus simplifies the design of correction sections.
The method decomposes the matrix A into the form

A ¼
Xr
i¼1

SiFiGi (23:111)

where all the elements of Fi and Gi are nonnegative and the decomposition error

E ¼ k A�
Xr
i¼1

SiFiGi k (23:112)

is sufficiently small, and Si¼ 1 or �1 for i¼ 1, 2, . . . , r.
The design procedure can be desired as follows.

Step 1. Let A0
1 ¼ A,A�

1 ¼ 0, and perform the SVD on Aþ
1 as

Aþ
1 ¼

Xri
i¼1

s1iu1iv1i � Fþ1 G
þ
1 (23:113)

TABLE 23.3 Design Based on Fourth-Order Subfilters (Example 23.7)

The main section
f1(z) ¼ 0:1255

(z2 þ 0:7239z þ 1) (z2 þ 1:6343z þ 1)
(z2 þ 0:1367z þ 1) (z2 � 0:5328z þ 0:2278)

The first correction section f2(z) ¼ 0:6098
(z2 þ 1:1618z þ 0:1661) (z2 þ 0:8367z þ 0:9958)

(z2 þ 0:9953z) (z2 þ 0:5124z þ 0:32)

S2 ¼ �1,f�
2 ¼ 0:6266

The second correction section f3(z) ¼ 0:4630
(z2 þ 1:5381z þ 0:4456) (z2 � 1:397z þ 1:1191)
(z2 þ 2:0408z � 1) (z2 � 0:7092z þ 0:6961)

S3 ¼ þ1,f�
3 ¼ 0:2764
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where s1i is the ith singular value of A1
þ(s11 � s12 � � � � � s1r1) and Fþ1 ¼ u11s

1=2
11 ,Gþ

1 ¼ u11s
1=2
11 .

Let

F1 ¼ Fþ1 , G1 ¼ Gþ
1 , and S1 ¼ 1 (23:114)

all the elements of F1 and G1 are nonnegative.
Step 2. Calculate the approximation error matrixA2 and decompose it into the sum of Aþ

2 and A�
2 as

A2 ¼ A� S1F1G1 ¼ Aþ
2 þ A�

2 (23:115)

where

Aþ
2 (m, n) ¼ A2(m, n) if A2(m, n) � 0

0 otherwise

	
(23:116)

and

A�
2 (m, n) ¼ A2(m, n) if A2(m, n) � 0

0 otherwise

n
(23:117)

To determine S2 and F2 and G2 for approximating A2 as accurately as possible, the following three
steps are involved.

1. Perform the SVD on A1
2 and approximate it as

Aþ
2 ¼

Xr2
i¼1

s2iu2iv2i � Fþ2 G
þ
2 (23:118)

where Fþ2 ¼ u21s
1=2
21 ,Gþ

2 ¼ s
1=2
21 v21: All the elements of F12 and G1

2 and G* are nonnegative. If
F2 ¼ Fþ2 ,G2 ¼ Gþ

2 , and S2¼ 1, the approximation error is

Eþ
2 ¼ k A�

X2
i¼1

SiFiGi k (23:119)

2. Perform the SVD on �A�
2 and approximate it as

�A�
2 ¼

Xr2�
i¼1

s2i�u2i�v2i� � F�2 G
�
2 (23:120)

where F�2 ¼ u21�s
1=2
21�,G

�
2 ¼ s

1=2
21�v21�, and r2� is the rank of A�

2 . All the elements of F2
� and

G2
� are nonnegative. If F2 ¼ F�2 ,G2 ¼ G�

2 , and S2¼ 1, the approximation error E2
� is

E�
2 ¼ kA�

X2
i¼1

SiFiGi k (23:121)

3. According to the results from steps 1 and 2, the optimal vectors F2 and G2 for approximating A
are determined as

F2 ¼ Fþ2 , G2 ¼ Gþ
2 , S2 ¼ 1 if Eþ

2 � E�
2

F2 ¼ F�2 , G2 ¼ G�
2 , S2 ¼ �1 if Eþ

2 � E�
2

23-42 Passive, Active, and Digital Filters



Successively decomposing the approximation error matrices Aj (j¼ 3, 4, . . . , r) in the same way
above described, a good approximation of matrix A can be obtained as in Equation 23.111.

Step 3. With the matrix A being decomposed into nonnegative vectors, the 1-D subfilters are
designed through an optimization procedure, and a 2-D filter can then be readily realized, as
shown in Figure 23.21.

It is noted that, in addition to SVD based methods as described in this section, design method based on
other decomposition is also possible [29].

23.5.3 Design Based on Two-Variable Network Theory

Ramamoorthy and Bruton proposed a design method of 2-D IIR filters that always guarantees the
stability of a filter and that involves the application of two-variable (2-V) strictly Hurwitz polynomials
[30]. A 2 V polynomial b(s1, s2) is said to be strictly Hurwitz if

b(s1, s2) 6¼ 0 for Re{s1} � 0 and Re{s2} � 0 (23:122)

In their method, a family of 2-V strictly Hurwitz polynomials is obtained by applying network theory
[31,32] to the frequency-independent, 2-V lossless network illustrated in Figure 23.22. The network has

f1(z1) g1(z2)S1 +

f2(z1) g2(z2)S2

fr(z1) gr(z2)

F(z1) G(z2)

Sr

FIGURE 23.21 2D filter realization based on iterative SVD.

Nr ports

1/s1

1/s2
Yin(s1, s2, yk1)

N1 ports

Frequency-independent
lossless (1+N1+N2+Nr)-port network N2 ports

FIGURE 23.22 A (1þN1þN2þNr)-port 2-V lossless network.
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1þN1þN2þNr ports and N1 and N2 are terminated in unit capacitors in complex variables s1 and s2,
respectively, and Nr is terminated in unit resistors. Since the network is lossless and frequency inde-
pendent, its admittance matrix Y is a real and skew-symmetric matrix given by

Y ¼

0 y12 y12 � � � y1N
�y12 0 y23 � � � y2N
�y13 �y23 0 � � � y3N

..

. ..
. ..

. ..
.

�y1N �y2N �y3N � � � 0

�������������

�������������
¼ Y11 Y12

�YT
12 Y22

����
���� N ¼ 1þ N1 þ N2 þ Nr (23:123)

If we define

Nr N1 N2

Y22(s1, s2, ykl) ¼ Y22 þ diag {1 � � � 1 s1 � � � s1 s2 � � � s2}
(23:124)

and

D(s1, s2, ykl) ¼ det [C22(s1, s2, ykl)] (23:125)

where diag(1 � � � 1 s1 � � � s1 s2 � � � s2) represents a diagonal matrix in which each of the first Nr elements is
unity, each of the next N1 elements is s1, and each of the last N2, elements is s2. Then, from the network
theory, the input admittance at port 1 is given by

Yin(s1, s2, ykl) ¼ Y12adj [Y22(s1, s2, ykl)]YT
12

det [Y22(s1, s2, ykl)]

¼ p(s1, s2, ykl)
D(s1, s2, ykl)

(23:126)

where D(s1, s2, ykl) is defined by Equation 23.125 and is a strictly Hurwitz polynomial for any set of real
values of the (N� 1) (N� 2)=2 independent parameters {ykl: 1< k< l�N}. Table 23.4 lists polynomial
D(s1, s2, ykl) for Nr¼ 1 (N1, N2)¼ (2, 1) and (N1, N2)¼ (2, 2) [30].

Having obtained the parameterized strictly Hurwitz polynomial D(s1, s2, ykl) the design procedure of a
2-D IIR filter can be summarized as follows.

TABLE 23.4 2-V Strictly Hurwitz Polynomials

N1 N2 N D(s1, s2, ykl)

1 1 4 s1s2 þ y224s1 þ y223s2 þ y234

2 1 5 s21s2 þ y225s
2
1 þ y223

� �
y223 þ y224
� �

s1s2 þ y235 þ y245
� �

s1 þ y234s2

þ (y23y46 � y24y35 þ y25y34)
2

2 2 6 s21s
2
2 þ y223 þ y224

� �
s1s

2
2 þ y225 þ y226

� �
s21s2 þ y256s

2
1 þ y234s

2
2

þ y235 þ y236 � y245 þ y246
� �

s1s2 þ y234s2 þ (y23y56 � y25y36 þ y26y35)
2�

þ (y24y56 � y25y46 þ y26y45)
2�s1 þ (y23y45 � y24y35 þ y25y34)

2�
þ (y23y46 � y24y36 þ y26y34)

2�s2 þ (y34y56 � y35y46 þ y36y45)
2
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Step 1. Construct a parameterized analog transfer function of the 2-D IIR filter, by using the
Hurwitz polynomial D(s1, s2, ykl)

H(s1, s2, ykl , aij) ¼ p(s1, s2)
D(s1, s2, ykl)

(23:127)

where

p(s1, s2) ¼
XN1

i¼1

XN2

j¼1

aijs
i
1s

j
2

is an arbitrary 2-V polynomial in s1 and s2 with degree in each variable not greater than the
corresponding degree of the denominator.

Step 2. Perform the double bilinear transformation to the parameterized analog transfer function
obtained in step 1.

H(z1, z2, ykl, aij) ¼ p(s1, s2)
D(s1, s2, ykl)

jsi¼2(zi�1)=Ti(ziþ1), i¼1, 2 (23:128)

Step 3. Construct an objective function according to the given design specifications and the
parameterized discrete transfer function obtained in step 2.

J(x) ¼
X
n1

X
n2

[M(n1, n2)�MI(n1, n2)]
p (23:129)

where p is an even positive, M(n1, n2) and MI(n1, n2) are the actual and desired amplitude
responses, respectively, of the required filter at frequencies (v1n1, v1n2), and x is the vector
consisting of parameters {ykl: 1< k< l�N} and {aij, 0� i�N1, 0� j�N2}.

Step 4. Apply an optimization algorithm to find the optimal vector x that minimizes the objective
function and substitute the resulting x into Equation 23.128 to obtain the required transfer function
H(z1, z2).

Example 23.8 [33]

By using the preceding approach, design a 2-D circularly symmetric low-pass filter of order (5, 5) with
vp¼ 0.2p, assuming that vs1¼vs2¼ 1.2p.

Solution

1. Construct the desired amplitude response of the desired filter

MI(v1n1 ,v2n2 ) ¼ 1 for v2
1n1 þ v2

2n2

� �
� 0:2p

0 otherwise

(

where

v1n1 ¼ 0:01pn2 for 0 � n1 � 20
0:01pn1 for 21 � n1 � 24
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and

v2n2 ¼ v1(24�n2) for 0 � n2 � 24

2. Construct the 2-D analog transfer function and perform double bilinear transformation to obtain
the discrete transfer function. The analog transfer function at hand is assumed to be an all-pole
transfer function of the form

H(s1, s2, x) ¼ 1
D(s1, s2, ykl)

Therefore, the corresponding discrete transfer function can be written as

H(z1, z2, x) ¼ A(z1 þ 1)5 (z2 þ 1)5

P5
i¼0

P5
j¼0

bij zi1z
j
2

(23:130)

TABLE 23.5 Coefficients of Transfer Function in Equation 23.130
[A¼ 0.28627,bij: 0� i� 5, 0� j� 5]

0.0652 �0.6450 3.3632 �4.8317 0.3218 �0.1645

�0.7930 7.8851 �25.871 23.838 3.4048 3.4667

4.2941 �28.734 61.551 �29.302 �13.249 �25.519

�6.3054 28.707 �33.487 �7.2275 �22.705 83.011

0.7907 1.4820 �7.4214 �33.313 136.76 �128.43

�0.4134 6.0739 �36.029 101.47 140.20 78.428
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FIGURE 23.23 Amplitude response of circularly symmetric low-pass filter of Example 23.8.
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where

X5
i¼0

X5
j¼0

bijz
i
1z

j
2 ¼ (z1 þ 1)5(z2 þ 1)5D(s1, s2, ykl)jsi¼(zi�1 ziþ1), i¼1, 2=

contains (N� 1)(N� 2)=2¼ 36 parameters.
3. Optimization: A conventional quasi-Newton algorithm has been applied to minimize the object-

ive function in Equation 23.129 with p¼ 2. The resulting coefficients are listed in Table 23.5. The
amplitude response of the resulting filter is depicted in Figure 23.23.

References

1. J. L. Shanks, S. Treitel, and J. H. Justice, Stability and synthesis of two-dimensional recursive filters,
IEEE Trans. Audio Electroacoustic., AU-20, 115–128, June 1972.

2. W. S. Lu and A. Antoniou, Two-Dimensional Digital Filters, New York: Marcel Dekker, 1992.
3. M. Ahmadi, A. G. Constantinides, and R. A. King, Design technique for a class of stable two-

dimensional recursive digital filters, in Proc. 1976 IEEE Int. Conf. Acoust., Speech, Signal Process.,
Philadelphia, Pennsylvania, 1976, 145–147.

4. A. M. Ali, A. G. Constantinides, and R. A. King, On 2-variable reactance functions for 2-dimensional
recursive filters, Electron. Lett., 14, 12–13, January 1978.

5. R. King et al., Digital Filtering in One and Two Dimensions: Design and Applications, New York:
Plenum, 1989.

6. R. A. King and A. H. Kayran, A new transformation technique for the design of 2-dimensional
stable recursive digital filters, in Proc. IEEE Int. Symp. Circuits Syst., Chicago, pp. 196–199, April
1981.

7. J. M. Costa and A. N. Venetsanopoulos, A group of linear spectral transformations for two-
dimensional digital filters, IEEE Trans. Acoust., Speech, Signal Process., ASSP-24, 424–425, October
1976.

8. K. P. Prasad, A. Antoniou, and B. B. Bhattacharyya, On the properties of linear spectral transform-
ations for 2-dimensional digital filters, Circuits Syst. Signal Process., 2, 203–211, 1983.

9. A. H. Kayran and R. A. King, Design of recursive and nonrecursive fan filters with complex
transformations, IEEE Trans. Circuits Syst., CAS-30, 849–857, 1983.

10. A. G. Constantinides, Spectral transformations for digital filters, IEEE Proc., 117, 1585–1590, August
1970.

11. N. A. Pendergrass, S. K. Mitra, and E. I. Jury, Spectral transformations for two-dimensional digital
filters, IEEE Trans. Circuits Syst., CAS-23, 26–35, January 1976.

12. K. Hirano and J. K. Aggarwal, Design of two-dimensional recursive digital filters, IEEE Trans.
Circuits Syst., CAS-25, 1066–1076, December 1978.

13. S. K. Mitra and K. Hirano, Digital all-pass networks, IEEE Trans. Circuits Syst., CAS-21, 688–700,
September 1974.

14. J. M. Costa and A. N. Venetsanopoulos, Design of circularly symmetric two-dimensional recursive
filters, IEEE Trans. Acoust., Speech, Signal Process., ASSP-22, 432–443, December 1974.

15. D. M. Goodman, A design technique for circularly symmetric low-pass filters, IEEE Trans. Acoust.,
Speech, Signal Process., ASSP-26, 290–304, August 1978.

16. G. V. Mendonca, A. Antoniou, and A. N. Venetsanopoulos, Design of two-dimensional pseudorotated
digital filters satisfying prescribed specifications, IEEE Trans. Circuits Syst., CAS-34, 1–10, January 1987.

17. R. Fletcher, Practical Methods of Optimization, 2nd edn., New York: Wiley, 1990.
18. S. Chakrabarti and S. K. Mitra, Design of two-dimensional digital filters via spectral transformations,

Proc. IEEE, 6, 905–914, June 1977.

Two-Dimensional IIR Filters 23-47



19. A. Antoniou, Digital Filters: Analysis, Design and Applications, 2nd edn., New York: McGraw-Hill,
1993.

20. G. A. Maria and M. M. Fahmy, An lp design technique for two-dimensional digital recursive filters,
IEEE Trans. Acoust., Speech, Signal Process., ASSP-22, 15–21, February 1974.

21. C. Charalambous, A unified review of optimization, IEEE Trans. Microwave Theory Tech., MTT-22,
289–300, March 1974.

22. C. Charalambous and A. Antoniou, Equalization of recursive digital filters, IEE Proc., Pt. G, 127,
219–225, October 1980.

23. C. Charalambous, Design of 2-dimensional circularly-symmetric digital filters, IEE Proc., Pt. G, 129,
47–54, April 1982.

24. C. Charalambous, Acceleration of the least pth algorithm for minimax optimization with engineering
applications, Math Program, 17, 270–297, 1979.

25. P. K. Rajan and M. N. S. Swamy, Quadrantal symmetry associated with two-dimensional digital
transfer functions, IEEE Trans. Circuit Syst., CAS-29, 340–343, June 1983.

26. A. Antoniou and W. S. Lu, Design of two-dimensional digital filters by using the singular value
decomposition, IEEE Trans. Circuits Syst., CAS-34, 1191–1198, Oct. 1987.

27. G. W. Stewart, Introduction to Matrix Computations, New York: Academic, 1973.
28. T. B. Deng and M. Kawamata, Frequency-domain design of 2-D digital filters using the iterative

singular value decomposition, IEEE Trans. Circuits Syst., CAS-38, 1225–1228, 1991.
29. T. B. Deng and T. Soma, Successively linearized non-negative decomposition of 2-D filter magnitude

design specifications, Digital Signal Process., 3, 125–138, 1993.
30. P. A. Ramamoorthy and L. T. Bruton, Design of stable two-dimensional analog and digital filters

with applications in image processing, Circuit Theory Appl., 7, 229–245, 1979.
31. T. Koga, Synthesis of finite passive networks with prescribed two-variable reactance matrices, IEEE

Trans. Circuit Theory, CT-13, 31–52, 1966.
32. H. G. Ansel, On certain two-variable generalizations of circuit theory, with applications networks of

transmission lines and lumped reactance, IEEE Trans. Circuit Theory, CT-11, 214–233, 1964.
33. P. A. Ramamoorthy and L. T. Bruton, Design of stable two-dimensional recursive filters, in Topics

in Applied Physics, 42, T. S. Huang, Ed., New York: Springer-Verlag, 1981, pp. 41–83.

23-48 Passive, Active, and Digital Filters



24
1-D Multirate
Filter Banks

Nick G. Kingsbury
University of Cambridge

David B. H. Tay
Latrobe University

24.1 Introduction: Why Use Filter Banks? ............................. 24-1
24.2 2-Band Filter Bank.............................................................. 24-3
24.3 Multirate Filtering ............................................................... 24-5

Multirate Filtering Theorem . General Results
for M:1 Subsampling

24.4 Binary Filter Trees............................................................... 24-6
Transformation of the Filter Tree

24.5 Wavelets and Scaling Functions ...................................... 24-8
24.6 Good FIR Filters and Wavelets ...................................... 24-12

Perfect Reconstruction Condition . Good Filters=Wavelets .

Some Simple Filters=Wavelets (Haar and LeGall) . Filters with
Balanced H and G Frequency Responses (but Nonlinear
Phase Responses)—Daubechies Wavelets . Filters with Linear
Phase and Nearly Balanced Frequency Responses .

Smoother Wavelets

24.7 IIR Filter Banks.................................................................. 24-23
All-Pass Filter Design Methods . Transformation-
Based Design Methods

24.8 Polyphase Representations and the
Lifting Scheme.................................................................... 24-28
Basic Polyphase Concepts . Orthogonal Lattice Structures
. Linear Phase Structures . Lifting Scheme

24.9 Nonlinear Filter Banks ..................................................... 24-39
24.10 M-Band Filter Banks......................................................... 24-41
24.11 Hilbert Pairs of Filter Banks (the Dual Tree) ............. 24-43

Dual-Tree Wavelet Transform . Common-Factor
Dual-Tree Filter Design . Q-Shift Dual-Tree Filter
Design . Metrics for Shift Dependence of a Filter Bank

References .......................................................................................... 24-52

24.1 Introduction: Why Use Filter Banks?

An important class of digital filter system is the multirate filter bank. In this chapter we shall only be
considering the one-dimensional (1-D) type of filter bank, as might be applied to typical signals that
evolve with time, such as audio waveforms and communications signals.
The reason that filter banks are important is that we can often achieve useful functionality by

separating signals into various different frequency bands and applying different processing to each
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band. Typical examples of this are the widely used MP3 digital audio compression systems. In order to
achieve a low coded data file size for digital music tracks, the MP3 coding standard specifies that the
audio signal should be split into many frequency bands and that separate adaptive quantization should be
applied to each band. The quantization is designed to take maximum advantage of the noise masking
properties of the human auditory system, such that frequency bands containing substantial audio energy
are quantized quite coarsely (because the quantizing noise gets masked by the signal here), whereas bands
with low levels of audio are quantized more finely (since the masking is only effective at frequencies close
to those containing most of the audio energy).
Filter banks can operate with filtered outputs being sampled at the same rate as the input signal.

However, with many filters operating in parallel, this can lead to an unacceptably large amount of
output data being generated. It is therefore sensible to subsample the outputs of the filters in a filter
bank so that the total output data rate from all the filters is similar to that of the input. Such filters
are called multirate filters, and the complete system is a multirate filter bank. When signals are
subsampled, aliasing can occur and cause degradation of signal quality, but, with careful design, aliasing
effects can be eliminated in multirate filter banks as long as the total output data rate is no less than the
input rate. Multirate filters can be implemented with much less computational cost than the equivalent
full rate filters, and, in the case of compression systems, they generate much less data to be coded by
the adaptive quantizers.
An alternative way to view the advantages of filter banks is that, with careful design, they can

encourage signal sparsity, i.e., most of the energy of an input signal can be concentrated in a small
proportion of the output samples from the filter bank. Sparsity has been shown to be a key element in
successfully performing many signal processing tasks, such as compression, denoising, signal separation,
and other enhancement techniques. Sparsity can be achieved if, at any given time, the input signal can be
well approximated by a weighted sum of the impulse responses from just a few of the filters in the filter
bank. This occurs when the filters are matched to typical components of the signal.
Digital filter banks have been actively studied since the 1960s. However their use achieved a consid-

erable boost with the development of wavelet theory in the 1980s. The theory of wavelet transforms was
developed principally by French and Belgian mathematicians, notably A. Grossman, J. Morlet, Y. Meyer,
I. Daubechies, and S. Mallat, and efficient implementation of the wavelet transform is usually achieved
with multirate filter banks. The two topics are now firmly linked and are of great importance for signal
analysis and compression.
The discrete wavelet transform (DWT) may be used to analyze a wide variety of signals, particularly

those that combine long low-frequency events with much shorter high-frequency events (e.g., transi-
ents). It has perhaps achieved its greatest success with images. Although these are two-dimensional
(2-D) signals, the 1-D filters considered in this chapter are still highly relevant since 2-D wavelet
transforms are usually achieved using separable 1-D processing along the rows and then down the
columns of the image (or vice versa).
In this chapter we shall be introducing some of the basic ideas behind 1-D filter banks, and then will

concentrate much of our coverage on the 2-band multirate filter bank, which is the workhorse of the
DWT. In the final sections we shall extend the discussion to M-band (M > 2) filter banks and also to
Hilbert pairs of filter banks, which lead to the dual-tree complex wavelet transform.
Most of the following discussions in this chapter will assume that the filters are finite-impulse-response

(FIR) filters and that all samples of the input signal are available in the memory of the signal processing
hardware. Hence causality of the filters is not an issue and filter taps corresponding to negative delays
(positive powers of z in the z-transform) pose no implementation problems. In this situation, the most
natural way to design filters is for zero overall delay (the zero-phase condition).
If these assumptions are not valid (e.g., in the case of a continuously evolving audio signal), then

appropriate delays can usually be inserted so that the filters are still implementable. Only in the case of
recursive infinite-impulse-response (IIR) filters is the causality issue a real potential problem; and so
more care is required on this issue in Section 24.7. Elsewhere we shall ignore problems of causality.
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24.2 2-Band Filter Bank

A simple analysis filter bank with just two bands is shown in Figure 24.1a. It comprises two filters H0 and
H1 which split the input signal X into its lower and higher frequency components, respectively. If X is
sampled at a rate of fs Hz, then its frequency spectrum can occupy the range 0 to 1

2 fS, while still satisfying
Nyquist’s rule; and so H0 will normally be designed to pass frequencies from 0 to 1

4 fS, and H1 from 1
4 fS

to 1
2 fS. Hence, H0 will be a low-pass filter and H1 will be high-pass.
Let us initially consider the simplest practical form of 2-band filter bank in which H0 and H1 are both

2-tap FIR filters with coefficient vectors h0 ¼ [ 1ffiffi
2

p , 1ffiffi
2

p ] and h1 ¼ [ 1ffiffi
2

p , �1ffiffi
2

p ] (corresponding to the well-
known Haar wavelet basis). Hence the filter outputs may be expressed as

y0(n) ¼ 1ffiffiffi
2

p x(n� 1)þ 1ffiffiffi
2

p x(n)

y1(n) ¼ 1ffiffiffi
2

p x(n� 1)� 1ffiffiffi
2

p x(n)

(24:1)

As z-transforms, Equation 24.1 becomes

Y0(z) ¼ H0(z)X(z) where H0(z) ¼ 1ffiffiffi
2

p (z�1 þ 1)

Y1(z) ¼ H1(z)X(z) where H1(z) ¼ 1ffiffiffi
2

p (z�1 � 1)

(24:2)

(By substituting z ¼ e jv, the reader may check that these filters are indeed low-pass and high-pass,
respectively. We shall later extend the filters to be more complicated.)
In practice, y0(n) and y1(n) are only calculated at alternate (say even) values of n so that the total

number of samples in vectors y0 and y1 is the same as in the input vector x. This is shown by the 2:1
downsamplers on the right in Figure 24.1a.
It is straightforward to invert Equation 24.1 to obtain the two samples of x back from the filter output

samples, as follows:

x(n� 1) ¼ 1ffiffiffi
2

p y0(n)þ 1ffiffiffi
2

p y1(n)

x(n) ¼ 1ffiffiffi
2

p y0(n)� 1ffiffiffi
2

p y1(n)

for n even: (24:3)

x(n)
X(z)

H1(z) y1(n)

Y1(z)
(a)

H0(z) y0(n)

y1(n)

y0(n)

Y0(z)

n even
2 G1(z)

Ŷ1(z)
(b)

2 G0(z)

Ŷ0(z)

+
x̂(n)

X̂(z)

2

2

FIGURE 24.1 Two-band filter banks for analysis (a) and reconstruction (b).
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Assuming that the missing samples of y0 and y1 are zero at odd values of n, we may combine the
equations in Equation 24.3 into a single expression for x(n), valid for all n:

x(n) ¼ 1ffiffiffi
2

p [y0(nþ 1)þ y0(n)]þ 1ffiffiffi
2

p [y1(nþ 1)� y1(n)] (24:4)

or as z-transforms

X(z) ¼ G0(z)Y0(z)þ G1(z)Y1(z) (24:5)

where

G0(z) ¼ 1ffiffiffi
2

p (z þ 1) and G1(z) ¼ 1ffiffiffi
2

p (z � 1) (24:6)

Note that the factors of 1ffiffi
2

p in the coefficients of the H and G filters are chosen to ensure that the l2-norm
(energy) of each vector of filter coefficients is unity, so that total energy is preserved from the X-domain
to the Y-domain and vice versa.

In Equation 24.5 the signals Y0(z) and Y1(z) are not really the same as Y0(z) and Y1(z) in Equation 24.2
because those in Equation 24.2 have not had alternate samples set to zero. Also, in Equation 24.5 X(z) is
the reconstructed output whereas in Equation 24.2 it is the input signal.
To avoid confusion we shall use X̂, Ŷ0, and Ŷ1 for the signals in Equation 24.5, so it becomes

X̂(z) ¼ G0(z)Ŷ0(z)þ G1(z)Ŷ1(z) (24:7)

We may show this reconstruction operation as upsampling followed by two filters, as in Figure 24.1b,
forming a 2-band reconstruction filter bank.
If Ŷ0 and Ŷ1 are not the same as Y0 and Y1, it is important to know how they do relate to each other.
Now

ŷ0(n) ¼ y0(n) for n even, ŷ0(n) ¼ 0 for n odd (24:8)

Therefore its z-transform, Ŷ0(z), is a polynomial in z, comprising only the terms in even powers of z from
Y0(z). This may be written as

Ŷ0(z) ¼
X
even n

y0(n)z
�n ¼

X
all n

1
2
[y0(n)z

�n þ y0(n)(�z)�n] ¼ 1
2
[Y0(z)þ Y0(�z)] (24:9)

Similarly

Ŷ1(z) ¼ 1
2
[Y1(z)þ Y1(�z)] (24:10)

This is our general model for downsampling by two, followed by upsampling by two as defined in
Equation 24.8.
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Substituting Equations 24.9 and 24.10 into Equation 24.7 and then using Equation 24.2, we get

X̂(z) ¼ 1
2
G0(z)[Y0(z)þ Y0(�z)]þ 1

2
G1(z)[Y1(z)þ Y1(�z)]

¼ 1
2
G0(z)H0(z)X(z)þ 1

2
G0(z)H0(�z)X(�z)

þ 1
2
G1(z)H1(z)X(z)þ 1

2
G1(z)H1(�z)X(�z)

¼ 1
2
X(z)[G0(z)H0(z)þ G1(z)H1(z)]

þ 1
2
X(�z)[G0(z)H0(�z)þ G1(z)H1(�z)] (24:11)

This result will be used in Section 24.6.

24.3 Multirate Filtering

In order to be able to calculate the characteristics of more complicated configurations, for example,
comprising cascaded filter banks such as used for wavelet transforms, it is necessary to derive some key
results for multirate filter systems.

24.3.1 Multirate Filtering Theorem

To calculate the impulse and frequency responses for a multistage filter network with downsampling=
upsampling between stages, we derive an important theorem for multirate filters.

THEOREM 24.1

The downsample–filter–upsample operation of Figure 24.2a is equivalent to either the filter–downsample–
upsample operation of Figure 24.2b or the downsample–upsample–filter operation of Figure 24.2c, if the filter
is changed from H(z) to H(z2).

PROOF: Expressing the convolution and downþ upsampling of Figure 24.2a in full:

ŷ(n) ¼
X
i

x(n� 2i)h(i) for n even

¼ 0 for n odd (24:12)

x(n)
X(z)

H(z)

(a)

ŷ(n)

Ŷ (z)

x(n)

X(z)
H (z2)

H(z2)

y(n)

Y(z)
(b)

or

ŷ(n)

Ŷ (z)

x(n)
X(z)

x̂(n)
X̂(z)

(c)

ŷ(n)
Ŷ (z)

2

2

2

2

2 2

FIGURE 24.2 Multirate filtering (a). This figure shows the result of shifting a filter ahead of a downsampling
operation (b) or after an upsampling operation (c).

1-D Multirate Filter Banks 24-5



Taking z-transforms

Ŷ(z) ¼
X
n

ŷ(n)z�n ¼
X
even n

X
i

x(n� 2i)h(i)z�n (24:13)

Reversing the order of summation and letting m ¼ n� 2i:

Ŷ(z) ¼
X
i

h(i)
X
even m

x(m)z�mz�2i

¼
X
i

h(i)z�2i
X
even m

x(m)z�m

¼ H(z2)
1
2
[X(z)þ X(�z)] (24:14)

¼ 1
2
[H(z2)X(z)þH((�z)2)X(�z)] since (�z)2 ¼ z2

¼ 1
2
[Y(z)þ Y(�z)] where Y(z) ¼ H(z2)X(z) (24:15)

Equation 24.15 describes the operations of Figure 24.2b. Hence the first result is proved. The result
from Equation 24.14 gives

Ŷ(z) ¼ H(z2)
1
2
[X(z)þ X(�z)] ¼ H(z2)X̂(z) (24:16)

This shows that the filter H(z2) may be placed after the downþ upsampler as in Figure 24.2c, which
proves the second result.

24.3.2 General Results for M:1 Subsampling

The results above may be extended to the case of M:1 down and upsampling as follows:

. H(z) becomes H(zM) if shifted ahead of an M:1 downsampler or following an M:1 upsampler.
(These two results are known as the Noble identities.)

. M:1 downþ upsampling of a signal X(z) produces

X̂(z) ¼ 1
M

XM�1

m¼0

X(ze j2pm=M) (24:17)

These results will now be used to analyze binary filter trees.

24.4 Binary Filter Trees

For applications such as signal compression, the purpose of the 2-band filter bank is to compress most of
the signal energy into the samples representing the low-frequency half of the signal band. Hence 50%
of the filter-bank output samples (the low-pass half ) may well contain 90% or more of the signal energy
(if it is a signal with dominant low-frequency components such as an image or audio signal).
We may achieve greater compression if the low band is further split into two. This may be repeated

a number of times to give the binary filter tree. An example with four levels of decomposition is shown
in Figure 24.3.
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For an N-sample input vector x, sampled at a frequency fs, the sizes and bandwidths of the signals of
the 4-level filter tree are

Signal No. of Samples Approximate Pass Band

x N 0 ! 1
2 fs

y1 N=2 1
4 ! 1

2 fs
y01 N=4 1

8 ! 1
4 fs

y001 N=8 1
16 ! 1

8 fs
y0001 N=16 1

32 ! 1
16 fs

y0000 N=16 0 ! 1
32 fs

Because of the downsampling by 2 at each level, the total number of output samples equals N,
regardless of the number of levels in the tree; so the process is nonredundant.
The H0 filter is normally designed to be a low-pass filter with a passband from 0 to approximately 1

4 of
the input sampling frequency for that stage; and H1 is a high-pass (bandpass) filter with a pass band
approximately from 1

4 to
1
2 of the input sampling frequency.

When formed into a 4-level tree, the filter outputs have the approximate pass bands given in the above
table. The final output y0000 is a low-pass signal, while the other outputs are all bandpass signals, each
covering a band of approximately one octave.
An inverse tree, mirroring Figure 24.3, may be constructed using filters G0 and G1 instead of H0 and

H1, as shown for just one level in Figure 24.1b. If the PR conditions of Equations 24.40 and 24.41 are
satisfied, then the output of each level will be identical to the input of the equivalent level in Figure 24.3,
and the final output will be a PR of the input signal.

24.4.1 Transformation of the Filter Tree

Using the result of Equation 24.15, Figure 24.3 can be redrawn as in Figure 24.4 with all down-
samplers moved to the outputs. (Note Figure 24.4 requires much more computation than Figure 24.3,

x
H1(z)

H0(z)

y1

y0

H1(z)

H0(z)

y01

y00

H1(z)
H1(z)

H0(z)
H0(z)

y001

y000

y0001

y0000

2

2
2

2
2

2
2

2

FIGURE 24.3 Extension of the 2-band filter bank into a binary filter tree.H0 andH1 are low-pass and high-pass filters.

x
H1(z) y1

H0(z)
H1(z2) y01

H0(z2)
H1(z4)

H0(z4)

y001

H1(z8) y0001

H0(z8) y0000

2
4

8
16

16

FIGURE 24.4 Binary filter tree, transformed so that all downsampling operations occur at the outputs.
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but is a useful analysis aid.) We can now calculate the transfer function to each output (before the
downsamplers) as

H01(z) ¼ H0(z)H1(z
2)

H001(z) ¼ H0(z)H0(z
2)H1(z

4)

H0001(z) ¼ H0(z)H0(z
2)H0(z

4)H1(z
8)

H0000(z) ¼ H0(z)H0(z
2)H0(z

4)H0(z
8)

(24:18)

In general the transfer functions to the two outputs at level k of the tree are given by

Hk,1 ¼
Yk�2

i¼0

H0(z
2i )

 !
H1(z

2k�1
) and Hk,0 ¼

Yk�1

i¼0

H0(z
2i ) (24:19)

For the Haar filters of Equation 24.2, the transfer functions to the outputs of the 4-level tree become

H01(z) ¼ 1
2
[(z�3 þ z�2)� (z�1 þ 1)]

H001(z) ¼ 1

2
ffiffiffi
2

p [(z�7 þ z�6 þ z�5 þ z�4)� (z�3 þ z�2 þ z�1 þ 1)]

H0001(z) ¼ 1
4
[(z�15 þ z�14 þ z�13 þ z�12 þ z�11 þ z�10 þ z�9 þ z�8)

� (z�7 þ z�6 þ z�5 þ z�4 þ z�3 þ z�2 þ z�1 þ 1)]

H0000(z) ¼ 1
4
(z�15 þ z�14 þ z�13 þ z�12 þ z�11 þ z�10 þ z�9 þ z�8

þ z�7 þ z�6 þ z�5 þ z�4 þ z�3 þ z�2 þ z�1 þ 1)

(24:20)

These transfer functions are illustrated in Figure 24.5, simply by interpreting the coefficients of the
z-transform polynomials as samples of the corresponding impulse responses; and by substituting
z ¼ e j2pf =fs into the transfer functions and evaluating their magnitudes as a function of frequency, f, to
obtain the frequency responses.

24.5 Wavelets and Scaling Functions

The process of creating the outputs y1 to y0000 from x in Figure 24.3 is known as the DWT; and the
reconstruction process is the inverse DWT [1—3]. The term wavelet refers to the impulse response of the
cascade of filters which leads to a given bandpass output.

Since the frequency responses of the bandpass bands are scaled down by 2:1 at each level
(see Figure 24.5), their impulse responses become longer by the same factor at each level, but their shapes
remain very similar. The basic impulse response wave shape is almost independent of scale and is known as
the mother wavelet. The impulse response to a low-pass outputHk,0 is called the scaling function at level k.
Figure 24.5 shows these effects using the impulse responses and frequency responses for the five

outputs of the 4-level tree of Haar filters, based on the z-transforms given in Equation 24.20. Notice the
abrupt transitions in the midddle and at the ends of the Haar wavelets. These result in noticeable
blocking artifacts in decompressed images and other signal types. For this reason we are interested in
developing a more general theory of wavelets, with improved impulse and frequency responses.
There are several forms of the wavelet transform but the focus here will be on the form that is related to

the 2-band filter bank. This form, which is the most popular in applications, is known as the DWT.
Unless otherwise stated, it is assumed that the coefficients of all low-pass filters are scaled such that they
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sum to the value
ffiffiffi
2

p
, i.e., the DC frequency response is H0(e j0) ¼ H0(1) ¼

P
n h0(n) ¼

ffiffiffi
2

p
. (This scaling

has the effect of making the DWT tend to be an energy preserving transformation.)
Central to the principle of the DWT are the two-scale equations that link the discrete time filters of the

filter bank to continuous time functions known as the scaling function and the mother wavelet. These
equations exist both for the analysis side of the filter bank and for the synthesis side:

1. Analysis side equations:

~f(t) ¼ ffiffiffi
2

p X
k

h0(k)~f(2t � k) (24:21)

~c(t) ¼ ffiffiffi
2

p X
k

h1(k)~f(2t � k) (24:22)

where ~f(t) and ~c(t) are the analysis scaling function and mother wavelet, respectively. The
coefficients of filters H0(z) and H1(z) are h0(k) and h1(k):
i.e.,

H0(z) ¼
X
k

h0(k)z
�k and H1(z) ¼

X
k

h1(k)z
�k (24:23)

2. Synthesis side equations:

f(t) ¼ ffiffiffi
2

p X
k

g0(k)f(2t � k) (24:24)
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FIGURE 24.5 Impulse responses and frequency responses of the 4-level tree of Haar filters.
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c(t) ¼ ffiffiffi
2

p X
k

g1(k)f(2t � k) (24:25)

where f(t) and c(t) are the synthesis scaling function and mother wavelet, respectively.
The coefficients of filters G0(z) and G1(z) are g0(k) and g1(k):
i.e.,

G0(z) ¼
X
k

g0(k)z
�k and G1(z) ¼

X
k

g1(k)z
�k (24:26)

Note that the scaling functions (~f(t) or f(t)) are effectively the result of a cascade of low-pass filters
(H0 or G0) across very many progressively finer scales. The mother wavelets (~c(t) or c(t)) are the result
of cascading H1 or G1 at the coarsest scale, with very many low-pass filters at finer scales.

In the Fourier domain on the analysis side, this gives the infinite product formulae, achieved by
transforming Equations 24.21 and 24.22 as follows:

~F(v) ¼ ffiffiffi
2

p X
k

h0(k)
ð1

�1

~f(2t � k)e�jvt dt

¼ ffiffiffi
2

p X
k

h0(k)
ð1

�1

~f(t)e�jvt=2e�jvk=2 dt
2

if t ¼ 2t � k

¼ 1ffiffiffi
2

p H0(e
jv=2)~F(v=2)

¼ 1ffiffiffi
2

p H0(e
jv=2)

1ffiffiffi
2

p H0(e
jv=4)~F(v=4)

..

.

¼
Y1
k¼1

1ffiffiffi
2

p H0 e jv=2
k

� �� �
~F(0) (24:27)

Similarly

~C(v) ¼ 1ffiffiffi
2

p H1(e
jv=2)~F(v=2)

¼ 1ffiffiffi
2

p H1(e
jv=2)

Y1
k¼2

1ffiffiffi
2

p H0 e jv=2
k

� �� �
~F(0) (24:28)

where ~F(v) and ~C(v) are the Fourier transforms of ~f(t) and ~c(t), respectively.
The above equations explicitly define the analysis scaling function and mother wavelet in terms of the

analysis filters. Similar infinite product formulae exist linking the synthesis scaling function and wavelet
to the synthesis filters.
Equations 24.27 and 24.28 are reminiscient of the equivalent transfer functions defined in Equation

24.19 for the binary filter tree. The relationships can be made more precise as follows. The transfer
functions (repeated here for convenience) for the k level tree are

Hk,0(z) �
Yk�1

i¼0

H0(z
2i ) ¼

X
n

hk,0(n)z
�n (24:29)
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Hk,1(z) � H1(z
2k�1

)
Yk�2

i¼0

H0(z
2i ) ¼

X
n

hk,1(n)z
�n (24:30)

where hk,0(n) and hk,1(n) are the coefficients of Hk,0(z) and Hk,1(z).
From the coefficients of the equivalent filters, we construct the following piecewise constant functions:

~f(k)(t) � 2k=2hk,0(n),
n
2k

� t <
nþ 1
2k

(24:31)

~c(k)(t) � 2k=2hk,1(n),
n
2k

� t <
nþ 1
2k

(24:32)

Each coefficient defines a rectangular pulse of width 2�k, and both ~f(k)(t) and ~c(k)(t) are made up of
sequences of such pulses. The width of the pulse is halved with each increase in tree level (scale) k but
the 2k=2 amplitude normalization ensures that the total energy of each function remains constant. When
the number of levels k tends to infinity, the scaling function and mother wavelet are obtained:

~f(t) ¼ lim
k!1

~f(k)(t) and ~c(t) ¼ lim
k!1

~c(k)(t) (24:33)

i.e., the shape of the scaling function and wavelet are the shape of the impulse response of equivalent
filters of the binary tree as k ! 1. In practice, the shape of the scaling function and wavelet is obtained
quite accurately after k ’ 6 levels. Similar relationships exist on the synthesis side.
The discussion above involving infinite products assumes convergence but this is not always guaran-

teed. The filters must be properly designed to ensure convergence. One condition that is necessary for
convergence is

H0(e
jp) ¼ H0(�1) ¼ 0 and G0(e

jp) ¼ G0(�1) ¼ 0 (24:34)

i.e., the low-pass filter responses must vanish at the aliasing (half-sampling) frequency. This means that
(1þ z�1) must be a factor of both H0(z) and G0(z).

A simple degree-1 factor, i.e., (1þ z�1), may not necessarily guarantee convergence; and even if
convergence is achieved, the resultant scaling and wavelet functions may not be smooth. In general,
higher order factors are usually imposed on the low-pass filters, such that

H0(z) ¼ 2�LH (1þ z�1)LHRH(z) (24:35)

G0(z) ¼ 2�LG (1þ z�1)LGRG(z) (24:36)

where RH(z) and RG(z) are the remainder factors of H0(z) and G0(z), respectively.
The orders LH and LG determine the numbers of vanishing moments (VM) of the corresponding

wavelet function, such that

ðþ1

�1
tn~c(t)dt ¼ 0 for n ¼ 0, . . . , LH � 1 (24:37)

ðþ1

�1
tnc(t)dt ¼ 0 for n ¼ 0, . . . , LG � 1 (24:38)

In general the higher the number of VM, the smoother will be the scaling and wavelet functions.

1-D Multirate Filter Banks 24-11



24.6 Good FIR Filters and Wavelets

24.6.1 Perfect Reconstruction Condition

One of the most important requirements for most filter banks is to be able to reconstruct perfectly the
input signal X(z) at the reconstruction filter bank output X̂(z) (see Figure 24.1).
We now wish to find the constraints on arbitrary filters, fH0,H1,G0,G1g, such that perfect recon-

struction (PR) occurs.
Repeating the result from Equation 24.11, the input–output relationship for the pair of filter banks in

Figure 24.1 is

X̂(z) ¼ 1
2
X(z)[G0(z)H0(z)þ G1(z)H1(z)]

þ 1
2
X(�z)[G0(z)H0(�z)þ G1(z)H1(�z)] (24:39)

If we require X̂(z) � X(z)—the PR condition—then

G0(z)H0(z)þ G1(z)H1(z) � 2 (24:40)

and

G0(z)H0(�z)þ G1(z)H1(�z) � 0 (24:41)

Equation 24.41 is known as the antialiasing condition because the term in X(�z) in Equation 24.39 is the
unwanted aliasing term caused by the 2 : 1 downsampling of y0 and y1.

It is straightforward to show that the expressions for fH0,H1,G0,G1g, given in Equations 24.2 and 24.6
for the filters based on the Haar wavelet basis, satisfy Equations 24.40 and 24.41. They are the simplest set
of filters which do.

24.6.2 Good Filters=Wavelets

Our main aim now is to search for better filters which result in wavelets and scaling functions that are
smoother than the Haar functions (i.e., which avoid the discontinuities evident in the waveforms of
Figure 24.5).
We start our search with the two PR identities, Equations 24.40 and 24.41.
The usual way of satisfying the antialiasing condition Equation 24.41, while permitting H0 and G0 to

have low-pass responses (passband where Re[z] > 0) and H1 and G1 to have high-pass responses
(passband where Re[z] < 0), is with the following relations in which k must be an odd integer:

H1(z) ¼ z�kG0(�z) and G1(z) ¼ zkH0(�z) (24:42)

Hence:

G0(z)H0(�z)þ G1(z)H1(�z) ¼ G0(z)H0(�z)þ zkH0(�z)(�z)�kG0(z)

¼ G0(z)H0(�z)þ (�1)�kH0(�z)G0(z)

� 0 if k is odd (24:43)

and so Equation 24.41 is satisfied, as required.
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Now we define the low-pass product filter:

P(z) ¼ H0(z)G0(z) (24:44)

and substitute relations in Equation 24.42 into Equation 24.40 to get

G0(z)H0(z)þ G1(z)H1(z) ¼ G0(z)H0(z)þ H0(�z)G0(�z)

¼ P(z)þ P(�z) � 2 (24:45)

Hence satisfying Equation 24.40 requires that all P(z) terms in even powers of z be zero, except the z0

term which must be 1. However the P(z) terms in odd powers of z may take any desired values since
they cancel out in Equation 24.45. If P is low-pass, this type of filter is often known as a halfband filter
since P(e jv)þ P(e j(vþp)) ¼ a constant, and so the bandwidth of P must be half of the input bandwidth.
A further commonly applied constraint on P(z) is that it should be zero phase,* in order to minimize

the magnitude of any distortions due to samples from the high-pass filters being suppressed (perhaps as a
result of quantization or denoising). Hence P(z) should be of the form:

P(z) ¼ � � � þ p5z
5 þ p3z

3 þ p1z þ 1þ p1z
�1 þ p3z

�3 þ p5z
�5 þ � � � (24:46)

The design of a set of PR filters H0,H1 and G0,G1 can now be summarized as

1. Choose a set of coefficients p1, p3, p5 � � � to give a zero-phase low-pass product filter P(z) with
desirable characteristics. (This is nontrivial and is discussed below.)

2. Factorize P(z) into H0(z) and G0(z), preferably so that the two filters have similar low-pass
frequency responses.

3. Calculate H1(z) and G1(z) from Equation 24.42.

It can help to simplify the tasks of choosing P(z) and factorizing it if, based on the zero-phase
requirement, we transform P(z) into Pt(Z) such that

P(z) ¼ Pt(Z) ¼ 1þ pt,1Z þ pt,3Z
3 þ pt,5Z

5 þ � � � where Z ¼ 1
2
(z þ z�1) (24:47)

To calculate the frequency response of P(z) ¼ Pt(Z), let z ¼ e jvTs .
Therefore

; Z ¼ 1
2
(e jvTs þ e�jvTs ) ¼ cos (vTs) (24:48)

This is a purely real function of v, varying from 1 at v ¼ 0 to �1 at vTs ¼ p (half the sampling
frequency). Hence we may substitute cos (vTs) for Z in Pt(Z) to obtain its frequency response directly.

24.6.3 Some Simple Filters=Wavelets (Haar and LeGall)

As discussed in Section 24.5, in order to achieve smooth wavelets after many levels of the binary tree,
the low-pass filters H0(z) and G0(z) must both have a number of zeros at half the sampling frequency
(at z ¼ �1). These will also be zeros of P(z), and so Pt(Z) will have zeros at Z ¼ �1 (each of which will
correspond to a pair of zeros at z ¼ �1).

* See the end of Section 24.1 for a discussion of causality assumptions related to this.
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The simplest case is a single zero at Z ¼ �1, so that Pt(Z) ¼ 1þ Z.

; P(z) ¼ 1
2
(z þ 2þ z�1) ¼ 1

2
(z þ 1)(1þ z�1) ¼ G0(z)H0(z)

which gives the familiar Haar filters.
As we have seen in Figure 24.5, the Haar wavelets have significant discontinuities so we need to

add more zeros at Z ¼ �1. However to maintain PR, we must also ensure that all terms in even powers of
Z in Pt(Z) are zero, so the next more complicated Pt must be third-order and of the form

Pt(Z) ¼ (1þ Z)2(1þ aZ) ¼ 1þ (2þ a)Z þ (1þ 2a)Z2 þ aZ3

¼ 1þ 3
2
Z � 1

2
Z3 if a ¼ � 1

2
to suppress the term in Z2 (24:49)

Allocating the factors of Pt such that (1þ Z) gives H0 and (1þ Z)(1þ aZ) gives G0:

H0(z) ¼ 1
2
(z þ 2þ z�1)

G0(z) ¼ 1
8
(z þ 2þ z�1)(�z þ 4� z�1)

¼ 1
8
(�z2 þ 2z þ 6þ 2z�1 � z�2) (24:50)

Using Equation 24.42 with k ¼ 1, the corresponding high-pass filters then become

G1(z) ¼ zH0(�z) ¼ 1
2
z(�z þ 2� z�1)

H1(z) ¼ z�1G0(�z) ¼ 1
8
z�1(�z2 � 2z þ 6� 2z�1�z�2)

(24:51)

This is often known as the LeGall 3,5-tap filter set, since it was first published in the context of 2-band
filter banks by Didier LeGall in 1988.
The wavelets of the LeGall 3,5-tap filters, H0 and H1 above, and their frequency responses are shown in

Figure 24.6. The scaling function (bottom left) converges to a pure triangular pulse and the wavelets are
the superposition of two triangular pulses of opposing polarity.
The triangular scaling function produces linear interpolation between consecutive lowband coefficients

and also causes the wavelets to be linear interpolations of the coefficients of the H1 filter,
�1,�2,þ6,�2,�1 (scaled appropriately).

These wavelets have quite desirable properties for signal compression (note the absence of waveform
discontinuities and the much lower sidelobes of the frequency responses), and they are one of the
simplest useful wavelet types. Unfortunately there is one drawback—the inverse wavelets are not very
good. These are formed from the LeGall 5,3-tap filter pair, G0 and G1 above, whose wavelets and
frequency responses are shown in Figure 24.7
The main problem here is that the wavelets do not converge after many levels to a smooth function

and hence the frequency responses have large unwanted sidelobes. For example, the jaggedness of the
scaling function and wavelets causes highly visible coding artifacts if these filters are used for recon-
struction of a compressed image.
However the allocation of the factors of Pt(Z) to H0 and G0 is a free design choice, so we may swap

the factors (and hence swap G and H) from the choice made in Equation 24.50 in order that the
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FIGURE 24.6 Impulse responses and frequency responses of the 4-level tree of LeGall 3,5-tap filters.
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FIGURE 24.7 Impulse responses and frequency responses of the 4-level tree of LeGall 5,3-tap filters.
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smoother 3,5-tap filters become G0, G1 and are used for reconstruction. It turns out that this leads to a
good low-complexity solution for image compression and that the jaggedness of the analysis filters is
not critical.
Unbalance between analysis and reconstruction filters=wavelets is nevertheless often regarded as being

undesirable, particularly as it prevents the filtering process from being represented as an orthonormal
transformation of the input signal and hence from preserving energy through the filter bank.
An unbalanced PR filter system is often termed a biorthogonal filter bank.
We now consider ways to reduce this unbalance.

24.6.4 Filters with Balanced H and G Frequency Responses
(but Nonlinear Phase Responses)—Daubechies Wavelets

In the above analysis, we used the factorization of Pt(Z) to give us H0 and G0. This always gives
unbalanced factors if terms of Pt in even powers of Z are zero, since Pt(Z) must then be of odd-order.

However, each of these factors in Z may itself be factorized into a pair of factors in z, since

(az þ 1)(1þ az�1) ¼ az þ (1þ a2)þ az�1

¼ (1þ a2)þ 2aZ if Z ¼ 1
2
(z þ z�1)

¼ (1þ a2)(1þ bZ) where b ¼ 2a
1þ a2

(24:52)

For each factor of Pt(Z), we may allocate one of its z subfactors to H0(z) and the other to G0(z). Where
roots of Pt(Z) are complex, the subfactors must be allocated in conjugate pairs so that H0 and G0 remain
purely real.
Since the subfactors occur in reciprocal pairs (roots at z ¼ a and a�1 for any given b, as shown above),

we find that

G0(z) ¼ H0(z
�1) (24:53)

This means that the impulse response of G0 is the time-reverse of that of H0.
Therefore, using the substitution z ¼ e jvTs , their frequency responses are related by

G0(e
jvTs ) ¼ H0(e

�jvTs ) (24:54)

Hence, if H0 and G0 are real functions of z, the magnitudes of their frequency responses are the same, and
their phases are opposite. It may be shown that this is sufficient to obtain orthogonal wavelet basis
functions and scaling functions, but unfortunately the separate filters can no longer be zero (or linear)
phase, apart from the unique case of the Haar wavelet. When the filters satisfy Equation 24.53, in addition
to Equations 24.42 and 24.45, the filter bank is known as a conjugate quadrature filter bank (CQF).
The well-known Daubechies wavelets may be generated in this way, if we include the added constraint

that the maximum number of zeros of Pt(Z) are placed at Z ¼ �1 (producing pairs of zeros of
P(z) at z ¼ �1), consistent with terms in even powers of Z in Pt(Z) being zero.

If Pt(Z) is of order 2K � 1, then it may have K zeros at Z ¼ �1 such that

Pt(Z) ¼ (1þ Z)KRt(Z) (24:55)

where Rt(Z) is of order K � 1 and its K � 1 roots may be chosen such that terms of Pt(Z) in the K � 1
even powers of Z are zero.
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Equation 24.49 is the K ¼ 2 solution to Equation 24.55.
In this case, Rt(Z) ¼ 1� 1

2Z, so b ¼ � 1
2 and, from Equation 24.52, the factors of R(z) are

R(z) ¼ (az þ 1)(1þ az�1)
1þ a2

where a ¼ �2� ffiffiffi
3

p

since a must be a solution of 1þ a2 ¼ 2a=b.
Also

(1þ Z)2 ¼ 1
2
(z þ 1)2

1
2
(1þ z�1)2

Hence

H0(z) ¼ 1

2
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ a2

p (1þ z�1)2 (1þ az�1)

¼ 0:4830þ 0:8365z�1 þ 0:2241z�2 � 0:1294z�3 (24:56)

and G0(z) is the time-reverse of this (replacing z�1 by z). Therefore

H1(z) ¼ z�3G0(�z) ¼ z�3H0(�z�1)

¼ 0:1294þ 0:2241z�1 � 0:8365z�2 þ 0:4830z�3 (24:57)

The wavelets and frequency responses for these 4-tap filters are shown in Figure 24.8. It is clear that
the wavelets and scaling function are no longer linear phase (symmetric about a central point) and
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FIGURE 24.8 Impulse responses and frequency responses of the 4-level tree of Daubechies 4-tap filters.
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are less smooth than those for the LeGall 3,5-tap filters. The frequency responses also show worse
sidelobes. The G0, G1 filters give the time-reverse of these wavelets and identical frequency (magnitude)
responses.
Higher order Daubechies filters achieve smoother wavelets but they still suffer from nonlinear phase.

This tends to result in more visible image coding artefacts than linear phase filters, which distribute any
artefacts equally on either side of sharp edges in the image.
When there is more than one root of the residual polynomial Rt(Z), the designer may choose how the

factors, (1þ az) or (1þ az�1), for each root are distributed to H0(z) and G0(z). While the distribution
may be chosen to give maximum-phase or minimum-phase H0 and G0 filters, it is usual to attempt the
distribution so as to approximate linear phase more closely. Depending on the choice of product filter
order 2K � 1, different levels of approximation to linear phase become possible.
A fairly good approximation to linear phase, often known as the Daubechies symlet, is obtained for the

case when K ¼ 4. This gives four zeros of Pt(Z) at Z ¼ �1 (and hence four pairs of zeros of P(z) at
z ¼ �1, which can be shared equally between H0(z) and G0(z)). The remainder polynomial Rt(Z) is then
third order. When converted back to being a function of z, the product filter is given by

P(z) ¼ H0(z)G0(z) ¼ z�4

2048
(z þ 1)8R(z)

where R(z) ¼ 5z3 � 40z2 þ 131z � 208þ 131z�1 � 40z�2 þ 5z�3
(24:58)

R(z) has real zeros at 0.3289 and 3.0407, and complex zeros at 0:2841� 0:2432j and 2:0311� 1:7390j.
To get the closest approximation to linear phase, we group the smaller conjugate pair with the larger
real zero, and combine these with four of the zeros at z ¼ �1 to obtain H0(z), while the remaining
zeros of P(z) give G0(z) (or vice versa). H0 and G0 are then both seventh-order polynomials (8-tap filters).
The impulse and frequency responses of the wavelets and scaling functions from these filters are shown
in Figure 24.9, from which we see the somewhat improved symmetry of the waveforms about their
highest point (hence the name symlet), as compared with the 4-tap waveforms in Figure 24.8, as well as
their greater smoothness and lower sidelobes in the frequency domain.
A useful way to obtain equations of the form of Equation 24.55, for arbitrary odd order N � 2K � 1 of

the transformed product filter Pt(z), is to use the Bernstein polynomial [4,5]:

BN (x;a) ¼
X(N�1)=2

i¼0

(1� ai)
N
i

� �
xi(1� x)N�i þ

XN
i¼(Nþ1)=2

aN�i
N
i

� �
xi(1� x)N�i (24:59)

where a ¼ [a0 a1 . . . a(N�1)=2]
T.

This polynomial has the property that, for any choice of x and a

BN (x;a)þ BN(1� x;a) ¼ 1 (24:60)

For PR, from Equations 24.45 and 24.47, it is required that

Pt(Z)þ Pt(�Z) ¼ 2 (24:61)

Hence, if we let Pt(Z) ¼ 2BN (x;a), where x ¼ (1� Z)=2 so that x goes from 0 to 1 asZ goes fromþ1 to�1,
then Pt(�Z) ¼ 2BN (1� x;a) and, from Equation 24.60, Pt(Z) will satisfy the above PR condition
(Equation 24.61) for any choice of a.
To obtain K zeros of Pt(Z) at Z ¼ �1, we require BN (x;a) to have K zeros at x ¼ 1, which may be

easily obtained by setting ai ¼ 0 for i ¼ 0 . . .K � 1, as long as N � 2K � 1.
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When N ¼ 2K � 1, we have the maximum number of zeros at Z ¼ �1 for a given N, as assumed
above for the cases K ¼ 2 and K ¼ 4. Then are then no further degrees of freedom available to the
designer. We shall see below that, in some situations, at least one additional degree of freedom can be
very helpful, and this is achieved when N ¼ 2K þ 1 and the free parameter is aK . More degrees of
freedom may be achieved by increasing N in steps of two while keeping K constant.

24.6.5 Filters with Linear Phase and Nearly Balanced Frequency Responses

We have seen how to create filters with balanced frequency responses and an approximation to linear
phase. Now we consider filters with exact linear phase and approximately balanced frequency responses.
Linear phase filters allow an elegant technique, known as symmetric extension, to be used at the outer

edges of finite datasets such as images, where wavelet filters would otherwise require the size of the
transformed data to be increased to allow for convolution with the filters. Symmetric extension assumes
that the data is reflected by mirrors at each endpoint or edge. For images in 2-D, an infinitely tesselated
plane of reflected images is generated. Reflections avoid unwanted edge discontinuities. If the filters are
linear phase, then the resulting DWT coefficients also form reflections at the endpoints and no increase
in size of the transformed data is necessary to accommodate convolution effects.
To ensure that the filters H0,H1 and G0,G1 are linear phase, the factors in Zmust be allocated to H0 or

G0 as a whole and not be split, as was done for the Daubechies filters. In this way, the symmetry between
z and z�1 is preserved in all filters. Perfect balance of frequency responses between H0 and G0 is then not
possible, if PR is preserved.
A popular linear-phase option, which works very well for image coding and is part of the JPEG 2000

standard, is a linear phase factorization of the same P(z) product filter, used for the 8-tap Daubechies
symlet and given in Equation 24.58. This factorization still distributes the eight zeros at z ¼ �1 equally
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FIGURE 24.9 Impulse responses and frequency responses of the 4-level tree of Daubechies 8-tap symlet filters.
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between H0 and G0; but, to get linear phase and keep the filter coefficients purely real, it is necessary to
allocate the two real zeros of R(z) to one filter (say G0) and the four complex zeros of R(z) to the other
filter (H0). Linear phase is obtained because the zeros are in reciprocal pairs, and real coefficients are
obtained because the complex zeros are also in conjugate pairs. The resulting 7-tap and 9-tap filters are
known as the Daubechies biorthogonal 7,9-tap wavelet filters (and also known as Antonini filters) [6].
These 7,9-tap and 9,7-tap wavelets and scaling functions are shown in Figures 24.10 and 24.11.
The 7-tap filter from this pair tends to be somewhat smoother than the 9-tap one, and so is normally

chosen for the reconstruction low-pass filter G0 (and hence also generates the analysis high-pass filter H1,
Equation 24.42). In compression applications, where many higher frequency wavelet coefficients are set
to zero, this tends to result in a smoother reconstructed signal. It may be seen that the smoother
waveforms, with lower sidelobes in the frequency domain, occur in Figure 24.10 while the less smooth
option is in Figure 24.11.
We have found a factorization of Pt(Z) which achieves a much closer balance of the responses, by

reducing K the number of zeros at Z ¼ �1. This is

Pt(Z) ¼ (1þ Z)(1þ aZ þ bZ2)(1þ Z)(1þ cZ) (24:62)

This is a fifth order polynomial, and if the terms in Z2 and Z4 are to be zero, there are two constraints on
the three unknowns [a, b, c] so that one of them (say c) may be regarded as a free parameter. These
constraints require that

a ¼ � (1þ 2c)2

2(1þ c)2
and b ¼ c(1þ 2c)

2(1þ c)2
(24:63)
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FIGURE 24.10 Impulse responses and frequency responses of the 4-level tree of Daubechies 7,9-tap filters.
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cmay then be adjusted to give maximum similarity between the left and right pairs of factors in Equation
24.62 as Z varies from 1 to �1 (i.e., as vTs varies from 0 to p).

It turns out that c ¼ � 2
7 gives good similarity and when substituted into Equations 24.62 and

24.63 gives

Pt(Z) ¼ 1
50

(1þ Z)(50� 9Z � 6Z2)
1
7
(1þ Z)(7� 2Z)

¼ 1
50

(50þ 41Z � 15Z2 � 6Z3)
1
7
(7þ 5Z � 2Z2) (24:64)

We get G0(z) and H0(z) by substituting Z ¼ 1
2 (z þ z�1) into these two polynomial factors. This results in

5,7-tap filters whose wavelets and frequency responses are shown in Figure 24.12.
The near balance of the analysis and reconstruction responses may be seen from Figure 24.13 which

shows the alternative 7,5-tap versions (i.e., with H and G swapped). It is quite difficult to spot the minor
differences between these figures and it makes little difference which way round the filters are allocated.

These filters may also be obtained using the Bernstein polynomial method of equation (Equation
24.59), using N ¼ 5, K ¼ 2, and aK as the free parameter. The value which corresponds to c ¼ � 2

7 is
a2 ¼ 477

1750 ¼ 0:2726.

24.6.6 Smoother Wavelets

In all of the above designs we have used the substitution Z ¼ 1
2 (z þ z�1). However other substitutions

may be used to create improved wavelets. To preserve PR, the substitution should contain only
odd powers of z (so that odd powers of Z produce only odd powers of z); and to produce zero phase,
the coefficients of the substitution should be symmetric about z0.
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FIGURE 24.11 Impulse responses and frequency responses of the 4-level tree of Daubechies 9,7-tap filters.
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FIGURE 24.12 Impulse responses and frequency responses of the 4-level tree of near-balanced 5,7-tap filters.
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A substitution, which can give much greater flatness near z ¼ �1 while still satisfying Z ¼ �1 when
z ¼ �1, is

Z ¼ pz3 þ (12 � p)(z þ z�1)þ pz�3 (24:65)

Z then becomes the following function of frequency when z ¼ e jvTs :

Z ¼ (1� 2p) cos (vTs)þ 2p cos (3vTs) (24:66)

Maximal flatness is achieved near vTs ¼ 0 and p, when p ¼ � 1
16. This is equivalent to more zeros at

z ¼ �1 for each (Z þ 1) factor than when Z ¼ 1
2 (z þ z�1) is used. A high degree of flatness (with some

ripple) and sharper transition bands is obtained if p ¼ � 3
32 instead.

The second order factor of Pt(Z) in Equation 24.64 now produces terms from z6 to z�6 and the third-
order factor produces terms from z9 to z�9. Hence the filters become 13- and 19-tap filters, although two
taps of each are zero and the outer two taps of the 19-tap filter are very small (�10�4).

Figure 24.14 shows the wavelets and frequency responses of the 13,19-tap filters, obtained by
substituting Equation 24.65 into Equation 24.64 with P¼�3=32. Note the smoother wavelets and scaling
function and the much lower sidelobes in the frequency responses from these higher order filters.
Figure 24.15 demonstrates that the near-balanced properties of Equation 24.64 are preserved in the

higher order filters.
There are many other types of wavelets with varying features and complexities, but we have found the

examples given to be near optimum for applications such as image compression.

24.7 IIR Filter Banks

In general, for a given frequency response specification (e.g., transition bandwidth, stopband ripple magni-
tude), an IIR filter can achieve that specification with a lower computational complexity (e.g., number of
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FIGURE 24.14 Impulse responses and frequency responses of the 4-level tree of near-balanced 13,19-tap filters.
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multiplies per output sample) compared to an FIR filter. This is the potential advantage of IIR filter
banks but the disadvantage is that their design and their implementation are usually more complicated.
The main issue that needs to be considered when using IIR filters is stability. The well-known criterion
for stability is that the poles of the IIR transfer function must lie inside the unit circle. This criterion,
however, assumes that the IIR filter is implemented using a difference equation in the forward
time direction, i.e., causal filtering. In some situations, in which the data is fully stored in memory and
may therefore be processed backward as well as forward, anticausal filtering is feasible too. With
anticausal filtering the poles need to be outside the unit circle for stability. There are therefore two
types of IIR filter banks:

1. Causal stable IIR filter banks: used in situations where only causal filtering is allowed. Examples are
real-time applications such as speech processing and echo-cancellation. All filters must then have
poles inside the unit circle.

2. Noncausal IIR filter banks: used in situations which can allow off-line processing or when the
signal is finite in duration (e.g., still images). Suppose an IIR filter F(z) has poles both inside and
outside the unit circle. The filter may be factored into a product of its minimum and maximum-
phase components:

F(z) ¼ Fmin(z)Fmax(z) (24:67)

where the poles of Fmin(z) are inside the unit circle, and those of Fmax(z) are outside it. The filtering
consists of two stages, in which causal filtering is first performed forward to implement Fmin(z) and
anticausal filtering is then performed backward to implement Fmax(z).

Just as in FIR filter banks, the scaling functions and wavelets corresponding to IIR filter banks can be
defined through the two-scale equation and infinite product formula. The main difference in the IIR case
is that the corresponding continuous functions have support width that is infinite, i.e., the function
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duration is infinite. For the causal stable case the function extends to positive infinity and for the
noncausal case the function extends to infinity in both directions.
A versatile building block for IIR filters is the all-pass filter a(z) which has the following two properties:

1
a(z)

¼ a(z�1) and ja(e jv)j ¼ 1 (24:68)

The all-pass filter a(z) can be considered a generalization of the unit delay z�1 since je�jvj ¼ ja(e jv)j ¼ 1,
i.e., both have the same magnitude response. The unit delay has a linear phase response but the all-pass
filter can have a variety of phase responses. A wide family of IIR filters can be obtained by various
interconnections of all-pass filters [7–9]. The simplest interconnection (described below) can give a large
class of useful IIR filter banks.

24.7.1 All-Pass Filter Design Methods

Consider analysis filters obtained by the weighted sum and difference of two all-pass filters, a0 and a1:

H0(z) ¼ 1ffiffiffi
2

p [a0(z)þ a1(z)]

H1(z) ¼ 1ffiffiffi
2

p [a0(z)� a1(z)]
(24:69)

This can be considered an extension of the FIR Haar filter pair in Equation 24.2 to IIR filters. The terms 1
and z�1 (simple all-pass) have been replaced with a0 and a1, general all-pass filters. The Haar filters are
quadrature mirror versions of each other. If the two all-pass filters are chosen to be of the form
a0(z) ¼ A0(z2), a1(z) ¼ z�1A1(z2), then the analysis filters, given by

H0(z) ¼ 1ffiffiffi
2

p A0(z
2)þ z�1A1(z

2)
	 


H1(z) ¼ 1ffiffiffi
2

p A0(z
2)� z�1A1(z

2)
	 
 (24:70)

will have the quadrature mirror characteristics:

jH1(e
jv)j ¼ jH0(e

j(p�v))j, i.e., be mirrored about v ¼ p

2
(24:71)

This means that if H0(e jv) has a low-pass frequency response, H1(e jv) will automatically have a high-pass
response.
How should the all-pass filters be designed so that H0(e jv) is a good low-pass filter with half of the full

bandwidth?
By denoting the phase response of the all-pass filters as f0(v) ¼ ffA0(e jv) and f1(v) ¼ ffA1(e jv), the

magnitude response of the low-pass filter can be written as

jH0(e
jv)j ¼ 1ffiffiffi

2
p e jf0(2v) þ e j(f1(2v)�v)
�� ��

¼ 1ffiffiffi
2

p e jf0(2v)
�� �� 1þ e j(f1(2v)�f0(2v)�v)

�� ��

¼ 1ffiffiffi
2

p 1þ e j(u(2v)�v)
�� �� where u(v) � f1(v)� f0(v) (24:72)
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The term e j(u(2v)�v) can be considered a frequency dependent phasor that is added to the constant
phasor 1. If the two phasors add constructively (i.e., if e j(u(2v)�v) 
 1), then H0(e jv)j j 
 ffiffiffi

2
p

; and if the
two phasors add destructively (i.e., if e j(u(2v)�v) 
 �1), then H0(e jv)j j 
 0. Therefore the ideal criterion
for the phase is

u(2v)� v ¼ 0, 0 < v < p=2
�p, p=2 < v < p

�
(24:73)

What about the synthesis filters?
For the Haar filters, the synthesis filters were obtained from the analysis filters by replacing z�1 with

z as shown in Equation 24.6, i.e., a reciprocal term is used. The situation now with all-pass filters (instead
of delays) is, however, more complicated and there are two cases to consider:

1. No reciprocals are used and the synthesis filters are chosen as

G0(z) ¼ 1ffiffiffi
2

p A0(z
2)þ z�1A1(z

2)
	 


G1(z) ¼ � 1ffiffiffi
2

p A0(z
2)� z�1A1(z

2)
	 
 (24:74)

and are essentially the same as the analysis filters (apart from a sign change for G1). Aliasing
cancellation is achieved (because G0(z)H0(�z)þ G1(z)H1(�z) ¼ 0), but not PR. The transfer
function between the input and output of the entire filter bank, i.e., the reconstruction function,
is given from Equation 24.11 by

T(z) � X̂(z)
X(z)

¼ 1
2
[G0(z)H0(z)þ G1(z)H1(z)] ¼ z�1A0(z

2)A1(z
2) (24:75)

which is an all-pass function. If phase-distortion can be tolerated, e.g., for speech, then this
may be acceptable as it stands. Alternatively some postfiltering to equalize the phase of T(z) may
be needed.
If the poles of A0(z) and A1(z) are inside the unit circle then the whole filter bank is causal stable.

2. If the synthesis filters are instead chosen as

G0(z) ¼ 1ffiffiffi
2

p 1
A0(z2)

þ z
1

A1(z2)

� 
¼ 1ffiffiffi

2
p A0(z

�2)þ zA1(z
�2)

	 


G1(z) ¼ 1ffiffiffi
2

p 1
A0(z2)

� z
1

A1(z2)

� 
¼ 1ffiffiffi

2
p A0(z

�2)� zA1(z
�2)

	 
 (24:76)

then PR is achieved, i.e., T(z) ¼ 1. However, the filter bank then becomes noncausal as the
inversion of the all-pass filters causes poles that were originally inside the unit circle now to be
outside the unit circle.

24.7.2 Transformation-Based Design Methods

The frequency transformation technique, described in Section 24.6 for FIR filter banks, can also be used
to construct IIR filter banks [10].
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Recall that in the transformation technique, given the prototype linear phase low-pass filters, Ht(Z)
and Ft(Z), the following transformation is applied:

Z ¼ M(z) (24:77)

whereM(z) ¼ pz3 þ 1
2 � p
�

)(z þ z�1)þ pz�3 (from Equation 24.65) and p ¼ 0 or � 3
32 depending on the

desired complexity=smoothness required. It is necessary that the transformation is of the form
M(z) � zT(z2) (i.e., it must have terms in only odd powers of z).
Hence the transformation function M(z) for the FIR case is an FIR filter that is related to a halfband

filter,* HHB(z) � 1
2[1þM(z)]. IIR filter banks can be obtained by using an IIR transformation function

instead of an FIR function and this is equivalent to using an IIR halfband filter. The transformation
function should ideally approximate þ1 in the passband and �1 in the stopband, i.e.,

M(e jv) ¼ e jvT(e j2v) 
 þ1, 0 < v < p=2
�1, p=2 < v < p

�
(24:78)

Therefore a straightforward choice is for M(z) to be an all-pass filter approximating the following ideal
phase condition:

fideal(v) ¼ 0, 0 < v < p=2
�p, p=2 < v < p

�
(24:79)

If the poles of M(z) are inside the unit circle then the IIR filter bank is causal stable. Furthermore, PR is
achieved.
A simple example for M(z) is given by

M(z) ¼ z
k1 þ z�2

1þ k1z�2

k2 þ z�2

1þ k2z�2
(24:80)

with k1 ¼ �0:0991 and k2 ¼ 0:5426 and the phase response is shown in Figure 24.16.
In Equation 24.49, we saw that a simple Ht(Z) and Ft(Z) are given by

Ht(Z) ¼ (1þ Z)

Ft(Z) ¼ 1
2
(1þ Z)(2� Z)

(24:81)

Using an all-pass filter for Z ¼ M(z) in Equation 24.81 will however result in a 4 dB overshoot (bump) in
the frequency response of the filter F0(z) ¼ Ft(M(z)). With a more general filter for M(z) (non all-pass)
the overshoot can be reduced but the design becomes more complicated.
Alternatively, a different set of prototype filters may lead to a lower overshoot. The following set of

prototype filters from the product filter in Equation 24.64:

Ht(Z) ¼ 1
7
(1þ Z)(7� 2Z)

Ft(Z) ¼ 1
50
(1þ Z)(50� 9Z � 6Z2)

(24:82)

* Halfband filters are defined as filters that satisfy HHB(z)þHHB(�z) ¼ 1. The even index coefficients are zero except for the
center (zero index) coefficient, which is one half.
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with an all-pass M(z) will lead to IIR filters with overshoots of 0.68 dB and 1.90 dB, respectively. Using
these prototypes with the transformation in Equation 24.80 gives low-pass filters with magnitude
responses shown in Figure 24.17.

24.8 Polyphase Representations and the Lifting Scheme

The polyphase representation is an important tool in multirate systems, from both theoretical and
application perspectives. Multirate systems are (periodically) linear time-varying systems due to the

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
−1.2

−1

−0.8

−0.6

−0.4

−0.2

0

0.2

ω/π

φ(
ω)

/π

FIGURE 24.16 Phase response of IIR all-pass transformation in Equation 24.80.
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presence of downsamplers and upsamplers. The polyphase decomposition allows a multirate system to be
represented as a sum of linear time-invariant systems, thus simplifying its analysis and design [9,11,12].
The form of the representation depends on the downsampling=upsampling factor M, but the discussion
here will focus on the simplest case of M ¼ 2 which is relevant for 2-band filter-banks. Unless otherwise
stated, all filters are assumed to be FIR in this section.

24.8.1 Basic Polyphase Concepts

The basic idea of an M ¼ 2 polyphase representation is to separate the coefficients of a filter or a
sequence into even-indexed and odd-indexed coefficients:

H(z) ¼
X
n

h(2n)z�2n þ
X
n

h(2nþ 1)z�2n�1 (24:83)

By defining the polyphase components as

E0(z) �
X
n

h(2n)z�n and E1(z) �
X
n

h(2nþ 1)z�n (24:84)

the filter function H(z) can be written as

H(z) ¼ E0(z
2)þ z�1E1(z

2) (24:85)

The separation of H(z) into E0(z) and E1(z) is known as the polyphase decomposition of the filter.
The decomposition in Equation 24.85 is known as a type 1 decomposition. An alternative is the type 2
decomposition defined as

H(z) ¼ z�1R0(z
2)þ R1(z

2) ¼ z�1 R0(z
2)þ zR1(z

2)
	 


(24:86)

The polyphase components of both types are related as follows:

R0(z) ¼ E1(z) R1(z) ¼ E0(z)

i.e., type 2 is a permutation of type 1.
By applying the type 1 polyphase decomposition to the 2-band analysis filter bank of Figure 24.1a, the

following is obtained:

H0(z)

H1(z)

� 
¼ E0,0(z2) E0,1(z2)

E1,0(z2) E1,1(z2)

� 
1

z�1

� 
(24:87)

The matrix

E(z) � E0,0(z) E0,1(z)

E1,0(z) E1,1(z)

� 

is known as the analysis polyphase matrix of the filter bank. The first row contains the polyphase
components of the low-pass analysis filter H0, and the second row those of the high-pass filter H1.
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For the synthesis filters, the type 2 polyphase decomposition is applied:

G0(z) G1(z)½ ] ¼ [z�1 1]
R0,0(z2) R1,0(z2)
R0,1(z2) R1,1(z2)

� 
(24:88)

and the synthesis polyphase matrix is defined as

R(z) � R0,0(z) R1,0(z)
R0,1(z) R1,1(z)

� 

The first column contains the polyphase components of the low-pass synthesis filter G0, and the second
column those of the high-pass filter G1.

Now suppose the input signal is decomposed as

X(z) ¼ X0(z
2)þ zX1(z

2)

which is similar to the type 2 polyphase decomposition except for absence of the delay z�1 (compare with
Equation 24.86). The output of the analysis filter bank can then be written compactly as

Y0(z)
Y1(z)

� 
¼ E0,0(z) E0,1(z)

E1,0(z) E1,1(z)

� 
X0(z)
X1(z)

� 
¼ E(z)

X0(z)
X1(z)

� 
(24:89)

By using a type 2 polyphase decomposition of the output signal

X̂(z) ¼ z�1X̂0(z
2)þ X̂1(z

2)

the output of the synthesis filter bank can be written compactly as

X̂0(z)
X̂1(z)

� 
¼ R0,0(z) R1,0(z)

R0,1(z) R1,1(z)

� 
Y0(z)
Y1(z)

� 
¼ R(z)

Y0(z)
Y1(z)

� 
(24:90)

Equations 24.89 and 24.90 are the equivalent time-invariant representation of the multirate filter bank.
Figure 24.18 shows the equivalent representation of the filter bank in polyphase form. The combination
of the delay chain and downsampler on the analysis side provides a polyphase decomposition of the input
signal. The combination of the upsamplers, delay chain, and adder on the synthesis side provides a
reconstruction of the output signal from the polyphase components. The polyphase filter bank is
operating at the lower sampling rate of the system and is thus more efficient than the original filter bank.

Combining Equations 24.89 and 24.90 gives the polyphase form of the input=output relationship of the
entire filter bank:

z–1 z–1

2

2

E(z) R(z)

2

2 +

FIGURE 24.18 Polyphase form of filter bank.
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X̂0(z)
X̂1(z)

� 
¼ R(z)E(z)

X0(z)
X1(z)

� 

The total system polyphase matrix is defined as

P(z) � R(z)E(z)

and if

P(z) ¼ R(z)E(z) ¼ I (24:91)

then

X̂0(z)
X̂1(z)

� 
¼ X0(z)

X1(z)

� 

Therefore

X̂(z) ¼ z�1X0(z
2)þ X1(z

2) ¼ z�1 X0(z
2)þ zX1(z

2)
	 
 ¼ z�1X(z)

and PR (with one sample delay) is achieved. This is a convenient alternative formulation for PR to that
given in Equations 24.40 and 24.41.
Equation 24.91 provides a concise condition for PR and the result is useful in the theoretical study and

formulation of design techniques for filter banks. Conceptually, if synthesis filter bank is chosen such that

R(z) ¼ E�1(z) ¼ adj(E(z))
det(E(z))

(24:92)

where adj(�) and det(�) denote the adjoint and determinant of the matrix, respectively, then PR is assured.
However, in general, this would lead to IIR synthesis filters which may be unstable (poles outside the unit
circle) due to the presence of det (E(z)) in the denominator. Therefore to ensure that all filters are FIR in
the filter bank, it is required that

det(E(z)) ¼ czK (24:93)

where c is a nonzero constant and K an integer.
An important property of determinants is that

if A ¼ A1A2 then det(A) ¼ det(A1)det(A2)

Therefore, a straightforward way to build polyphase matrices satisfying Equation 24.93 is through a
cascade (product) of simpler matrices that satisfy Equation 24.93, i.e.,

E(z) ¼ E1(z)E2(z) � � �EL(z) (24:94)

where

det(Ei(z)) ¼ ciz
Ki i ¼ 1, . . . , L
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The cascade of polyphase matrices is the essence of virtually all design techniques of filter banks that are
polyphase based.

24.8.2 Orthogonal Lattice Structures

This type of structure is also known as the lossless or paraunitary structure [13,14]. The polyphase matrix
is given by

E(z) ¼ RLD(z)RL�1 � � �D(z)R0 ¼ RL

YL�1

i¼0

[D(z)Ri] (24:95)

where

D(z) � 1 0
0 z�1

� 
and Ri � cos ui sin ui

� sin ui cos ui

� 

and u0 . . . uL�1 are the L free parameters that define the filters. In the design process, these parameters are
optimized with respect to some criterion, e.g., minimizing the stopband energy of the low-pass filter,
which is given by

J ¼
ðp

vs

jH0(e
jv)j2dv

where vs is the stopband edge. The matrices Ri are also known as rotation matrices and are orthogonal,
i.e., RiRT

i ¼ RT
i Ri ¼ I (where T denotes transpose).

Since D(z)DT(z�1) ¼ DT(z�1)D(z) ¼ I, the polyphase matrix satisfies

E(z)ET(z�1) ¼ ET(z�1)E(z) ¼ I

Therefore the synthesis polyphase matrix can be obtained as

R(z) ¼ ET(z�1) ¼ RT
0D(z�1) � � �RT

L�1 � � �D(z�1)RT
L

The structure for such filter banks is shown in Figure 24.19

24.8.3 Linear Phase Structures

There are two types of structure that lead to linear phase filters [15,16]:

1. Type A: where all filters in the bank have even length. The low-pass analysis filter coefficients are
symmetric, while the synthesis coefficients are antisymmetric.
The polyphase matrix is given by

E(z) ¼ 1 1
1 �1

� 
D(z)SL�1 � � �D(z)S0 ¼ 1 1

1 �1

� YL�1

i¼0

[D(z)Si] (24:96)

24-32 Passive, Active, and Digital Filters



where

D(z) � 1 0
0 z�1

� 
and Si � 1 ai

ai 1

� 

and ai 6¼ 0 are the free parameters that define the filters. The structure here is similar to the
orthogonal lattice structure except for a sign change in one of the element of Si.

2. Type B: where all filters in the bank have odd length. All filter coefficients are then symmetric.
The polyphase matrix is given by

E(z) ¼
YL
i¼1

Bi(z) (24:97)

where

Bi(z) ¼ 1þ z�1 ai

1þ biz
�1 þ z�2 ai(1þ z�1)

� 

and ai 6¼ 0,bi 6¼ 2 are the free parameters that define the filters.
This structure can be used to implement all of the linear-phase odd-length wavelet filter banks

discussed in Sections 24.6.3, 24.6.5, and 24.6.6, such as the (5,3), (7,5), (9,7), and (19,13)-tap filters
and their inverses.

24.8.4 Lifting Scheme

The basic idea behind lifting [17–19] is simple:

Whatever change was performed to the signal by some process of addition can be undone by the
equivalent process of subtraction.

Analysis side
c1

s1

–s1
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–s0

c0 c1
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2 +c0c1
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Z
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FIGURE 24.19 Orthogonal lattice structure.
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This idea ties in nicely with the concept of PR where the synthesis filter bank is supposed to
undo whatever processing was done by the analysis filter bank. There are two attractive features of lifting:
(1) the construction of filter banks, because PR can be guaranteed at every step of the design stage and (2)
the implementation of filter banks, because computational efficiency gains of up to 2:1 are possible when
compared with separate filters for each band of the filter bank. The former aspect will be considered first.

24.8.4.1 Construction of Filter Banks

The basic building block in lifting is called the lifting step and is related to concept of elementary matrices
which is fundamental in matrix analysis. Elementary matrices can be used to perform elementary
operations on an arbitrary matrix by either the pre- or post-multiplication of the former with the latter.
In the context of filter banks, the arbitrary matrix is the analysis or synthesis polyphase matrix (which is a
matrix of Laurent series*). There are three types of elementary matrices (operations) but the type that is
relevant in lifting is the one that performs the addition to the elements of a certain row (or column) of a
multiple (factor) of the elements of another row (or column). For the analysis polyphase matrix there two
types of lifting step:

1. Primal lifting: with elementary matrix given by

1 p(z)
0 1

� 

where p(z) is an arbitrary FIR factor. Premultipication by this matrix will change the first row of an
arbitrary matrix.

2. Dual lifting: with elementary matrix given by

1 0
d(z) 1

� 

where d(z) is an arbitrary FIR factor. Premultipication by this matrix will change the second row of
an arbitrary matrix.

Note that both of these lifting matrices have determinants of unity.
Now suppose that there is an existing set of analysis filters with corresponding polyphase

matrix E0(z); i.e.,

H0
0 (z)

H0
1 (z)

� 
¼ E0(z2)

1

z�1

� 
¼ E0

0,0(z
2) E0

0,1(z
2)

E0
1,0(z

2) E0
1,1(z

2)

" #
1

z�1

� 
(24:98)

1. If the primal lifting is applied to E0(z)

Ep(z) � 1 p(z)
0 1

� 
E0(z) (24:99)

then the new set of analysis filters becomes

Hp
0 (z) ¼ H0

0 (z)þ H0
1 (z)p(z

2) and Hp
1 (z) ¼ H0

1 (z)

i.e., the low-pass filter is changed but the high-pass is unchanged.

* Like polynomials but with both positive and negative powers of z.
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2. If the dual lifting is applied to E0(z)

Ed(z) � 1 0
d(z) 1

� 
E0(z) (24:100)

then the new set of analysis filters becomes

Hd
0 (z) ¼ H0

0 (z) and Hd
1 (z) ¼ H0

1 (z)þ H0
0 (z)d(z

2)

i.e., the high-pass filter is changed but the low-pass is unchanged.

Since the determinant of the lifting matrix is equal to one, the new polyphase matrix, Ep(z) or Ed(z), will
satisfy the PR condition (Equation 24.93) if the original matrix E0(z) also satisfies the condition.
Starting with the trivial polyphase matrix E0(z) ¼ I (identity), alternate primal and dual lifting can be

used to construct a whole range of PR filter banks:

E(z) ¼
K0 0

0 K1

" #
1 0

dM(z) 1

" #
1 pM(z)

0 1

" #
� � �

1 0

d1(z) 1

" #
1 p1(z)

0 1

" #

¼
K0 0

0 K1

" #Y1
i¼M

1 0

di(z) 1

" #
1 pi(z)

0 1

" #
(24:101)

The factors K0 and K1 are for normalizing the gains of the low-pass and high-pass filters, respectively.
Now consider the synthesis filter banks. First note that the inverse of the lifting step matrix can be

easily obtained by negating the sign of the arbitrary factors, p(z) or d(z), since

1 p(z)
0 1

� �1

¼ 1 �p(z)
0 1

� 

and

1 0
d(z) 1

� �1

¼ 1 0
�d(z) 1

� 

Suppose the initial synthesis polyphase matrix of the analysis and synthesis banks, E0(z) and R0(z),
satisfy the PR condition:

E0(z)R0(z) ¼ I

If the equation above is pre- and post-multiplied, respectively, by the primal and inverse primal lifting
matrix, then

1 p(z)

0 1

� 
E0(z)

� �
R0(z)

1 �p(z)

0 1

� � �
¼ 1 p(z)

0 1

� 
1 �p(z)

0 1

� 
¼ I

) Ep(z)Rp(z) ¼ I (24:102)

where Ep(z) is the new analysis polyphase matrix by primal lifting as in Equation 24.99 and Rp(z) is the
new synthesis polyphase matrix by inverse primal lifting:
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Rp(z) � R0(z)
1 �p(z)
0 1

� 
(24:103)

With the combination of the primal=inverse-primal lifting, PR is preserved and this can also been easily
seen in the structure in Figure 24.20: whatever was added in the analysis side has been exactly subtracted
in the synthesis side.
Wherever the dual lifting is applied in the analysis side, as in Equation 24.100, then the inverse dual

lifting should be applied in synthesis side:

Rd(z) � R0(z)
1 0

�d(z) 1

� 
(24:104)

with the corresponding structure shown in Figure 24.21. Therefore, if the analysis polyphase matrix is as
shown in Equation 24.101, the corresponding synthesis polyphase matrix is given by

R(z) ¼
1 �p1(z)

0 1

" #
1 0

�d1(z) 1

" #
� � �

1 �pM(z)

0 1

" #
1 0

�dM(z) 1

" #
1=K0 0

0 1=K1

" #

¼
YM
i¼1

1 �pi(z)

0 1

" #
1 0

�di(z) 1

" #
�

1=K0 0

0 1=K1

" #
(24:105)

Ep(z)

+

p(z)

Primal lift Inverse lift

–p(z)

Rp(z)

R0(z)E0(z)

FIGURE 24.20 Primal lifting.

Ed(z) Rd(z)

R0(z)E0(z) d(z) –d(z)

Inverse liftDual lift

++

FIGURE 24.21 Dual lifting.
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24.8.4.2 Implementation of Filter Banks

The lifting scheme is also useful for the efficient implementation of filter banks. The analysis or synthesis
polyphase matrix of a PR filter bank can be factorized into a product of lifting matrices. The factorization
can be achieved through the use of the Euclidean algorithm for Laurent series which is described next.
Given two Laurent series:

a(z) ¼
XMa

n¼�La

a(n)z�n and b(z) ¼
XMb

n¼�Lb

b(n)z�n

with degrees ja(z)j and jb(z)j defined as

ja(z)j ¼ Ma þ La and jb(z)j ¼ Mb þ Lb

The degree of a Laurent series in z is the length of the equivalent FIR filter minus one.
Without loss of generality, we assume ja(z)j � jb(z)j. Dividing a(z) by b(z) will yield a quotient q(z)

and remainder r(z), such that

a(z) ¼ b(z)q(z)þ r(z) where jq(z)j ¼ ja(z)j � jb(z)j and jr(z)j < jb(z)j (24:106)

In Matlab, this operation may be performed using the function [q, r] ¼ deconv(a, b).
Unlike the case of regular polynomials (with only positive powers of z), the quotient and remainder in

Equation 24.106 are not unique and there is some freedom in choosing q(z), depending on how r(z) is
aligned within the range of the indices of a(z). This means that in the following algorithm, there are
multiple valid factorizations of a given pair of filter polynomials. The Matlab function, deconv(�), chooses
to align r(z) with the right-hand end of a(z), assuming row vectors are used for the polynomial
coefficients.
The Euclidean algorithm iteratively performs the division process on two Laurent series, a(z) and b(z),

as follows:

aiþ1(z) biþ1(z)½ ] ¼ ai(z) bi(z)½ ]
0 1
1 �qi(z)

� 
(24:107)

starting with a0(z) ¼ a(z) and b0(z) ¼ b(z). At each iteration, iþ 1, the higher degree series ai is divided
by the lower degree series bi and the remainder is recorded as biþ1 for the next iteration, while bi becomes
aiþ1. The process continues until iteration n when the remainder bn becomes zero. The whole process can
be expressed as

an(z) 0½ ] ¼ a(z) b(z)½ ]
Yn
i¼1

0 1
1 �qi(z)

� 
(24:108)

where an(z) is the greatest common factor (gcf) of a(z) and b(z), i.e., an(z) ¼ gcf(a(z), b(z)).
Inverting the terms in the product gives

a(z) b(z)½ ] ¼ an(z) 0½ ]
Y1
i¼n

qi(z) 1

1 0

" #

¼ an(z) 0½ ]
Y1
i¼n=2

q2i(z) 1

1 0

" #
q2i�1(z) 1

1 0

" #
(24:109)
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where n is assumed to be even and the product is grouped into pairs of even and odd terms. If n is odd, it
is increased by 1 and we set qn(z) ¼ 0.
Each term in the product can be expressed in two forms that involve a primal or a dual lifting matrix

qi(z) 1
1 0

� 
¼ 1 qi(z)

0 1

� 
0 1
1 0

� 
¼ 0 1

1 0

� 
1 0

qi(z) 1

� 

Using the first form for even terms in Equation 24.109 and the second form for odd terms gives

a(z) b(z)½ ] ¼ an(z) 0½ ]
Y1
i¼n=2

1 q2i(z)
0 1

� 
1 0

q2i�1(z) 1

� 
(24:110)

For the special case when gcf(a(z), b(z)) is a constant (i.e., there is no common factor), the following
factorization in terms of lifting steps exists:

a(z) b(z)½ ] ¼ K 0½ ]
Y1
i¼n=2

1 q2i(z)
0 1

� 
1 0

q2i�1(z) 1

� 
(24:111)

Now suppose there is an analysis polyphase matrix, given by

E(z) � E0,0(z) E0,1(z)

E1,0(z) E1,1(z)

� 

and satisfying

det (E(z)) � E0,0(z)E1,1(z)� E0,1(z)E1,0(z) ¼ 1 (24:112)

i.e., Equation 24.93 with c ¼ 1 and K ¼ 0 (no delay).* Equation 24.112 implies that gcf (E0,0(z), E0,1(z)) is
a constant or else the determinant cannot be constant.
Using the Euclidean algorithm described above with a(z) ¼ E0,0(z) and b(z) ¼ E0,1(z) gives

E0,0(z) E0,1(z)½ ] ¼ K 0½ ]
Y1
i¼n=2

1 q2i(z)
0 1

� 
1 0

q2i�1(z) 1

� 

Form the following matrix

E0(z) ¼ E0,0(z) E0,1(z)

E0
1,0(z) E0

1,1(z)

" #
¼ K 0

0 1=K

�  Y1
i¼n=2

1 q2i(z)

0 1

� 
1 0

q2i�1(z) 1

� 

The matrix E0(z) has unit determinant (det (E0(z)) ¼ 1), i.e. PR, and the corresponding low-pass filter
is the same as that in matrix E(z) under consideration. As explained earlier, the dual lifting (Equation
24.100) can be used to change the high-pass filter while leaving the low-pass filter unchanged. Therefore

* There is no loss of generality here as any general matrix satisfying Equation 24.93 can be made into a matrix with unit
determinant by muliplying the first (second) row with z�K=c. This is equivalent to the introducing a scaling factor of 1=c
and the delay z�2K in the low-pass (high-pass) filter which does not significantly change its filtering properties.
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by applying an appropriate dual lifting step, E0(z) can be changed to any valid E(z) which produces
PR, using

E(z) ¼ 1 0

d(z) 1

� 
E0(z)

¼ 1 0

d(z) 1

� 
K 0

0 1=K

�  Y1
i¼n=2

1 q2i(z)

0 1

� 
1 0

q2i�1(z) 1

� 

¼ K 0

0 1=K

� 
1 0

K2d(z) 1

�  Y1
i¼n=2

1 q2i(z)

0 1

� 
1 0

q2i�1(z) 1

� 
(24:113)

Note that, if necessary, the scaling matrix can also be factorized into a sequence of lifting steps (but this is
not usually helpful computationally):

K 0
0 1=K

� 
¼ 1 K � K2

0 1

� 
1 0

�1=K 1

� 
1 K � 1
0 1

� 
1 0
1 1

� 
(24:114)

Therefore it can be concluded that every perfect reconstructing polyphase matrix can be factorized into a
sequence of lifting steps.

Example 24.1

The analysis polyphase matrix corresponding to the Haar wavelet filters and its factorization is given by

E(z) ¼
1
2

1
2

�1
2

1
2

" #
¼

1
2 0

0 1

� 
1 0

�1
2 1

� 
1 1

0 1

� 

which consist of one primal lift, one dual lift, and one scaling.

Example 24.2

The analysis polyphase matrix corresponding to the LeGall 3=5 filters and its factorization is given by

E(z) ¼
1
2

1
4(1þ z)

�1
4(1þ z�1) 3

4 � 1
8(z

�1 þ z)

" #
¼

1
2 0

0 1

� 
1 0

�1
4(1þ z�1) 1

� 
1 1

2(1þ z)

0 1

� 

which consist of one primal lift, one dual lift, and one scaling.

24.9 Nonlinear Filter Banks

In general it is difficult to achieve PR if the linear filters H0, H1, G0, and G1 are replaced with nonlinear
filters. Furthermore, there is no generic framework which can be used to analyze the properties of
filter banks with nonlinear filters. The lifting scheme described earlier, which works in the polyphase
domain, however provides a convenient way to generalize linear filter banks to nonlinear ones. If the
primal (dual) lifting filter p(z)(d(z)), which is linear, is replaced with a nonlinear filter, PR will still be
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maintained as can be easily seen in signal flow graph in Figures 24.22 and 24.23. Note that since
the filter is nonlinear, the z-transform transfer function cannot (in general) be defined for the filter.
The symbols NP(�) (ND(�)) are used instead to denote the primal (dual) nonlinear operator on the signal
in the time domain.
A particularly important type of nonlinear filter is the combination of a linear filter and a quantizer

[20], such as

NP(x01(n)) ¼
X
k

p(k)x01(n� k)þ 1
2

$ %

ND(x10(n)) ¼
X
k

d(k)x10(n� k)þ 1
2

$ %

where bxc denotes the largest integer that is no bigger than x, i.e., the floor operation, and p(k) (d(k)) are
the coefficients of the linear primal (dual) filter. If the inputs (x00(n), x

0
1(n)) are integer valued, then the

outputs with the primal lifting are given by

x0
0(n) x0

1(n)
+ +

y0
0(n) y0

1(n)

y1
1(n)y1

0(n)x1
1(n)x1

0(n)

NP(x1
0(n)) –NP(y1

0(n))

Inverse liftPrimal lift

FIGURE 24.22 Nonlinear primal lifting.

+ +

ND(x1
0(n)) –ND(y1

0(n))

x0
0(n) x0

1(n) y0
0(n) y0

1(n)

y1
1(n)y1

0(n)x1
1(n)x1

0(n)

Inverse liftDual lift

FIGURE 24.23 Nonlinear dual lifting.
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x10(n) ¼ x00(n)þ
X
k

p(k)x01(n� k)þ 1
2

$ %

x11(n) ¼ x01(n)

will also be integer valued as the final addition operation involves integers. The same applies with the
dual lifting and any combinations of primal and dual liftings. Any linear lifting-based filter bank can
therefore be converted into a filter bank that maps integer inputs to integer outputs by using the floor
operation to the outputs of the lifting filters and the transform is known as an integer wavelet transform
(IWT). The IWT shares most properties of the parent (nonquantized) transform, as long as the floor
operations do not contribute a significant level of distortion to the processed signals. This transform is
particularly useful for implementing lossless compression schemes, since it retains its PR properties
despite the rounding distortions of each primal or dual filter.
Some other nonlinear filters that can be useful in lifting stages are

Median filters (or more general order-statistic filters), which can provide robustness to noise and outliers
in the data

Motion-compensated prediction filters, which can be used to improve the performance of video com-
pression systems that employ wavelets along the time axis as well as in the two spatial directions.

24.10 M-Band Filter Banks

The 2-band filter bank can be generalized to an arbitrary number of channel as shown in Figure 24.24.
The input signal is ideally split into M nonoverlapping contiguous frequency subbands with equal
bandwidth. Since there is a factor of M reduction in the bandwidth, downsampling by a factor of M
can be applied to preserve the data rate.M-band filter banks are most conveniently analyzed by using the
polyphase representation [3,9,12].
The type 1 polyphase decomposition of the analysis filters is given by

Hi(z) ¼ Ei,0(z
M)þ z�1Ei,1(z

M)þ � � � þ z�(M�1)Ei,M�1(z
M) (24:115)

H0(z)

H1(z)

HM–1(z)

M M

M

M

M

M

G0(z)

G1(z)

GM–1(z) +

+

FIGURE 24.24 M-band filter bank.
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for i ¼ 0, . . . ,M � 1; and the corresponding analysis polyphase matrix of size M �M is

E(z) ¼
E0,0(z) E0,1(z) . . . E0,M�1(z)
E1,0(z) E1,1(z) . . . E1,M�1(z)

..

. ..
. . .

. ..
.

EM�1,0(z) EM�1,1(z) . . . EM�1,M�1(z)

2
6664

3
7775 (24:116)

The type 2 polyphase decomposition of the synthesis filters is given by

Gi(z) ¼ z�(M�1)Ri,0(z
M)þ z�(M�2)Ri,1(z

M)þ � � � þ Ri,M�1(z
M) (24:117)

for i ¼ 0, . . . ,M � 1; and the corresponding synthesis polyphase matrix of size M �M is

R(z) ¼
R0,0(z) R1,0(z) . . . RM�1,0(z)
R0,1(z) R1,1(z) . . . R1,M�1(z)

..

. ..
. . .

. ..
.

R0,M�1(z) R1,M�1(z) . . . RM�1,M�1(z)

2
6664

3
7775 (24:118)

Figure 24.25 shows the equivalent representation of the M-band filter bank in polyphase form. Just as in
the 2-band case, the total polyphase matrix is defined to be P(z) � R(z)E(z) and the condition for PR is

P(z) ¼ R(z)E(z) ¼ I (24:119)

For an FIR filter bank it is required that

det(E(z)) ¼ czK (24:120)

where c is a nonzero constant and K an integer.
As in the 2-band case, a product (cascade) of matrices satisfying Equation 24.120 will give a matrix that

also satisfies Equation 24.120. Lifting can also be defined in the M-band setting but instead of just the

M M

M
M

MM

+

+

Z–1

Z–1
Z–1

Z–1

R(z)E(z)

FIGURE 24.25 Polyphase form of the M-band filter bank.
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primal and dual liftings, there are in general M(M � 1) types of lifting as there is a choice M bands that
can be used to modify the signal in the other M � 1 bands.
Special types of M-band filter banks are

1. Discrete fourier transform (DFT). Although the DFT is usually considered a transform that works
on a block of data, it can also be viewed as anM-band filter bank. The analysis polyphase matrix in
this case is the DFT matrix with elements given by

Ei,k(z) ¼ 1ffiffiffiffiffi
M

p Wik
M where WM ¼ exp � j2p

M

� �
for i, k ¼ 0 . . .M � 1 (24:121)

2. Discrete cosine transform (DCT). This can also be viewed as an M-band filter bank. The analysis
polyphase matrix in this case is the DCT matrix with elements given by

E0,k(z) ¼ 1ffiffiffiffiffi
M

p for k ¼ 0 . . .M � 1

Ei,k(z) ¼
ffiffiffiffiffi
2
M

r
cos

(2kþ 1)ip
2M

� �
for

i ¼ 1 . . .M � 1

k ¼ 0 . . .M � 1

� (24:122)

3. Cosine modulated filter bank. The idea here is to design a single prototype low-pass filter for the
low-pass subband and to use modulation on the prototype filter to obtain the other filters in
the filter bank. The analysis=synthesis filter coefficients are given by

hi(n) ¼ gi(n) ¼ p(n)

ffiffiffiffiffi
2
M

r
cos

(2iþ 1)(2nþM þ 1)p
4M

� �
for i ¼ 0 . . .M � 1 (24:123)

The prototype filter is p(n) and if it is of length 2M and satisfies

p(n) ¼ p(2M � n) and p2(n)þ p2(nþM) ¼ 1 (24:124)

then PR is achieved.

24.11 Hilbert Pairs of Filter Banks (the Dual Tree)

In this final section on 1-D multirate filter banks, we return to the case of the 2-band system, formed into
a wavelet tree of filters, as shown in Figure 24.3. While the wavelet transform, implemented in this form,
has been found to be remarkably effective as a tool for signal compression (coding) algorithms, it suffers
from a rather serious drawback when used as a signal analysis tool. This problem is known as shift
dependence, or a lack of shift invariance. It is caused by the 2:1 downsampling operations, shown in
Figure 24.3, and manifests itself as aliased signal components which are generated by the downsamplers
at each stage of the filter tree.

Although these aliased components do indeed cancel each other out when all the subbands are
recombined in the reconstruction filter tree of the inverse wavelet transform (provided that the anti-
aliasing condition of Equation 24.41 is satisfied), the aliased components are still very significant in the
wavelet coefficients (subband outputs) themselves and tend to result in poor performance if the wavelet
transform is used as a front-end for more complicated tasks such as signal classification and recognition,
or for denoising.
One way to eliminate the aliasing distortion in each subband and obtain shift invariance is to use the

modified filter tree of Figure 24.4, but without any of the downsamplers. This is known as the à trous
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algorithm of Mallat [21]. However, for a K-level tree, it results in (K þ 1) times as many wavelet
coefficients being generated and also requires a similar increase in computation load to implement the
filters, when compared with the standard nonredundant tree of Figure 24.3 (shown for K ¼ 4). These
factors become significantly worse for higher-dimensional signals such as images or 3-D datasets.
We now consider a more efficient alternative to the à trous algorithm.

24.11.1 Dual-Tree Wavelet Transform

The dual-tree wavelet transform [22] achieves approximate shift invariance with only 2:1 redundancy of
coefficients and twofold increase in computation load, relative to the nonredundant tree. It simply
employs a second tree of wavelet filters in parallel with the first tree, as shown in Figure 24.26.
The key to obtaining shift invariance from the dual-tree structure lies in designing the relative filter

delays at each stage, such that the low-pass filter outputs in tree b are effectively sampled at
points midway between the sampling points of the equivalent filters in tree a. This requires a delay
difference between the a and b low-pass filters of 1 sample period at tree level 1, and of 1

2 sample period
at subsequent levels (because at these later levels half of the required delay has already been provided
by earlier stages). At level 1 we can use any standard orthogonal or biorthogonal wavelet filters
and produce the required delay shift trivially by insertion or deletion of unit delays. However, at
subsequent levels, the 1

2 sample delay difference is more difficult to achieve. In Ref. [23], Selesnick
showed that these low-pass delay constraints produce a Hilbert pair relationship between the wavelet
bases for the two trees. This leads naturally to the interpretation of the outputs from trees a and b as the
real and imaginary parts, respectively, of complex wavelet coefficients. The two filter banks are then
known as a Hilbert pair.
The �1

2 sample delay difference between filters H0a(z) and H0b(z) is difficult to express in the time
domain as the filters are discrete, but it can be easily expressed in the frequency domain as

H0b(e
jv) ’ H0a(e

jv)e�jv=2 (24:125)
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FIGURE 24.26 Dual-tree complex wavelet transform over three levels. The numbers in brackets indicate the delay
of each filter (q ¼ one quarter of a sample).
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The approximation is necessary here assuming finite-order filters are being used. Solutions are possible if
the phase responses are exact and the magnitude responses are approximate, or if the magnitude
responses are exact and the phase responses are approximate. In the former case, odd-length and
even-length linear-phase filters can be used for H0a and H0b, but better overall characteristics can usually
be achieved with the latter case, which allows both filter banks to be CQFs, satisfying Equations 24.42,
24.45, and 24.53.
By convention, we select tree b to lag relative to tree a, so the polarity of the final exponent term in

Equation 24.125 is selected to be negative.

24.11.2 Common-Factor Dual-Tree Filter Design

Selesnick [24] proposed a method of satisfying Equation 24.125 by letting

H0a(z) ¼ F(z)D(z) and H0b(z) ¼ F(z)z�LD(z�1) (24:126)

where

A(z) ¼ z�LD(z�1)
D(z)

(24:127)

is an all pass filter, with group delay designed to approximate the required 1
2 sample delay difference.

Hence we require that

A(e jv) ’ e�jv=2 (24:128)

Once D(z) has been selected to satisfy Equations 24.127 and 24.128, we can design F(z) such that
both H0a and H0b result in CQFs. This is possible because the product filter P(z) is the same in both
cases, since

Pa(z) ¼ H0a(z)H0a(z
�1)

¼ F(z)F(z�1)D(z)D(z�1)

¼ H0b(z)H0b(z
�1) ¼ Pb(z) (24:129)

Hence F(z) can be designed to contain the required number of zeros at z ¼ �1 (to give the desired
number of VM) and a factor R(z) of sufficient order to eliminate all the nonzero even powers of z in P(z).
This is very similar to the method of choosing R(z) used in Section 24.6.4.
There is a straightforward way to select D(z) of a given order L using Thiran’s filter:

D(z) ¼ 1þ
XL
n¼1

L
n

� � Yn�1

k¼0

t� Lþ k
tþ 1þ k

" #
(�z)�n (24:130)

where t ¼ 0:5 to get ffA(e jv) ’ v=2. A range of filters designed with this method are given in Ref. [24].
The one disadvantage of this method of designing a Hilbert pair of filter banks is that the resulting

complex basis functions will not be linear phase (i.e., conjugate-symmetric about their midpoint). To
achieve this, F(z) must be linear phase, which requires a biorthogonal factorization of P(z) instead of the
orthogonal CQF factorization, assumed above. The penalty then is that the reconstruction wavelets will
differ from the analysis wavelets.
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24.11.3 Q-Shift Dual-Tree Filter Design

A suitable way to employ CQFs and to obtain linear phase complex basis functions from the dual tree was
proposed in Ref. [25]. The key here is to make the tree b filters equal to the time-reverse of the tree a
filters. Hence

H0b(z) ¼ z�LH0a(z
�1) (24:131)

The integer delay L is normally chosen so that H0a and H0b cover the same range of z indices.
The filters have real coefficients, so Equation 24.131 automatically ensures that

jH0b(e
jv)j ¼ jH0a(e

jv)j and ffH0b(e
jv) ¼ �Lv� ffH0a(e

jv)

It is also required, from Equation 24.125 (11.1), that ffH0b(e jv)� ffH0a(e jv) ’ � v
2, thus giving

ffH0a(e
jv) ’ � Lv

2
þ v

4
and ffH0b(e

jv) ’ � Lv
2

� v

4
(24:132)

This shows that H0a and H0b must have delays that approximate �1
4 of a sample period relative to the

midpoint of the filters at L=2 sample periods. Hence this type of 2-band filter system is called a Q-shift
(quarter-shift) filter pair. A neat way to visualize the delay property of the Q-shift pair is shown in Figure
24.27, in which the filter taps of the two filters are interleaved to form a single smooth low-pass filter of
even length and with symmetric filter coefficients (linear phase), given by

HL2(z) ¼ H0a(z
2)þ zH0b(z

2) (24:133)

The sample rate of the new filter HL2 is double that of H0a and H0b and its delay is therefore (L� 1
2)

sample periods. (In Figure 24.27, L ¼ 1.)
As well as possessing the approximate Q-shift delay property, H0a and H0b must also satisfy the usual

2-band filter bank constraints of no aliasing and PR. Additionally it is advantageous in many emerging
applications of complex wavelets that the Q-shift filters should be orthogonal (i.e., be CQFs) to make the
transform a tight frame which conserves energy from the signal in the transform domain. This has
the further advantage that the same filters (and their time-reverses) can be used in the forward and
inverse transforms, as well as in the two trees a and b. Finally it is usually highly desirable that the filters
have good smoothness properties when iterated over scale.
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FIGURE 24.27 Impulse response of HL2(z) for n ¼ 6. The H0a and H0b filters have 2n ¼ 12 taps each, shown as
circles and crosses, respectively.
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Two main design approaches have emerged to meet all of these constraints for Q-shift filter pairs:

Zero-forcing methods with search for good delay properties: The Daubechies orthonormal filters, described
in Section 24.6.4, have the maximal number of zeros in the filters H0 and G0 at z ¼ �1 and there are no
further degrees of freedom. These are not able to produce filter pairs with good approximations to Q-shift
delays. However the Bernstein method of equation (Equation 24.59) can produce much better approx-
imations if N ¼ 2K þ 1, which allows one degree of freedom (the parameter aK ) that can be adjusted to
optimize the Q-shift delays.
In Ref. [5], all even-length CQFs were evaluated from length 4 to 22. It was found that good

approximations to the required Q-shift delay could be obtained for CQF lengths of 8, 12, 18, and 22.
The optimal values of aK in each case were found to be 0.0460, 0.1827, 0.2405, and 0.0245, respectively.

However, despite its good delay properties, the length-8 CQF, with 3 zeros at z ¼ �1, was much less
smooth than the longer filters, with 5, 8, and 10 zeros at z ¼ �1, respectively. Figure 24.28 shows the
impulse and frequency responses at level-4 of the DT-CWT, using length-12 Q-shift CQFs, designed with
this method. Designs for other filter lengths are shown in Ref. [5]. In all the results of this section, the
standard Daubechies 7,9-tap (Antonini) filters were used at level 1 of the dual tree (see Figure 24.10).

−50 0 50

−0.05

0

0.05

0.1

Sample number

Complex scaling function

−50 0 50

−0.05

0

0.05

Sample number

Complex wavelet

−4 −2 0 2 4
−60

−50

−40

−30

−20

−10

0

10

Frequency* (8/fs)

Frequency* (8/fs)

Low-pass frequency response

dB

−4 −2 0 2 4
−60

−50

−40

−30

−20

−10

0

10
Bandpass frequency response

dB

FIGURE 24.28 Impulse and frequency responses at level-4 of the DT-CWT, using length-12 Q-shift CQFs,
designed with the zero-forcing method of Ref. [5]. In the impulse responses the two darker curves show the real
and imaginary parts of the impulse responses, and the light gray curves show their magnitudes.
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Iterative energy minimization methods: The other main design approach for Q-shift filter pairs has been
presented in Ref. [26]. The aim is to design the filter H0a(z) (and hence also its time-reverse H0b(z)) such
that it satisfies the standard CQF conditions and also gives a smooth low-pass filter when formed into
HL2(z) using Equation 24.133, which automatically produces the approximate 1

4-sample (Q-shift) delay
property if HL2 is smooth enough.

In Ref. [26] it is shown that the PR property of CQFs can be obtained if the product filter
HL2(z)HL2(z�1) has the property that the term in z0 is unity and all terms in z4k (k integer) are zero.
Smoothness of the filter HL2(z) can be formulated as a need for all components of its spectrum to be
approximately zero above about one-sixth of its sample rate (v > p=3). So the ideal design conditions for
the length 4n symmetric low-pass filter HL2 have now been reduced to

1. Zero amplitude for all the terms of HL2(z)HL2(z�1) in z4k except the term in z0, which must be
unity

2. Zero (or near-zero) amplitude of HL2(e jv) for the stopband, p3 � v � p

Condition 1 is a set of quadratic constraints on the elements of the filter tap vector hL2, while condition 2
is a set of linear constraints on hL2, evaluated at a sufficiently fine set of frequencies covering the
stopband. Together they form an overdetermined set of equations for the 2n unknowns that form one-
half of the symmetric vector hL2 (where 2n is the length of filters H0a and H0b). If the constraints were all
linear, the least mean square (LMS) error solution could be found in the standard way using the pseudo-
inverse of the matrix which defines the equations.
To deal with the quadratic constraints, the problem is linearized using an iterative solution. If hL2 at

iteration i is given by hi ¼ hi�1 þ Dhi, then, since convolution (*) is commutative,

hi*hi ¼ (hi�1 þ Dhi)*(hi�1 þ Dhi)

¼ hi�1*(hi�1 þ 2Dhi)þ Dhi*Dhi (24:134)

If the incremental update Dhi is assumed to become small as i increases, the final term can be neglected
and the convolution be expressed as a linear function of Dhi.

Hence the design problem can now be expressed as

Solve for Dhi such that: C(hi�1 þ 2Dhi) ¼ [ 0 . . . 0 1 ]T (24:135)

F(hi�1 þ Dhi) ’ [ 0 . . . 0 ]T (24:136)

where
C is a matrix which calculates every fourth term in the convolution with hi�1

F is a matrix which evaluates the Fourier transform at M discrete frequencies v from p
3 to p

(typically M ’ 8n to ensure that all sidelobe maxima and minima are captured reasonably
accurately)

Note that only one side of the convolution is needed in C, since the result is symmetric about the central
term. Also, the columns of C and F can be combined in pairs so that only the first half of the symmetric
Dhi need be solved for.
In typical applications of complex wavelets, it is often more important to ensure high accuracy in

the PR condition than to produce highly smooth wavelets. This is why Equation 24.135 is shown as an
equality while Equation 24.136 is only an approximation. Within an iterative LMS framework, high
accuracy solutions to some equations can be produced by scaling these up by a factor, bi, which is
progressively increased with i. Hence the optimization may now be expressed as the iterative LMS
solution of
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2biC

F

" #
Dhi ¼

bi(c� C hi�1)

�F hi�1

" #
(24:137)

hi ¼ hi�1 þ Dhi (24:138)

where c ¼ [0 . . . 01]T. Typically one may choose bi ¼ 2i, and iterate over about 20 iterations, so that
reconstruction errors become of the order of 2�20 ’ 10�6 of smoothness errors. There are two further
refinements to this method, described in Ref. [26], which allow for transition band effects and can insert
predefined zeros (e.g., VM) in the filters.
Figures 24.29 and 24.30 show some typical scaling functions and wavelets designed using the above

method for filter lengths of 14 and 24, respectively. Note the high degree of smoothness that is achievable
if the length of the filters is increased to 24. The frequency responses in Figures 24.28 through 24.30, with
vertical scales in decibels, clearly show the much lower sidelobe levels and greater ability to reject negative
frequencies, obtainable with longer filters. Many other intermediate results are possible with this energy
minimization design method, and the method works satisfactorily for filter lengths up to 50 or more,
which can be useful if sharp transition bands and=or very low sidelobe levels are required, such as for
high-quality audio applications.
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FIGURE 24.29 Impulse and frequency responses at level-4 of the DT-CWT, using length-14 Q-shift CQFs,
designed with the energy minimization method of Kingsbury, N. G., Design of Q-shift complex wavelets for image
processing using frequency domain energy minimization. In Proc. IEEE Int. Conf. Image Processing, Barcelona,
September 2003, pp. 1013–1016.
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Earlier papers on the dual-tree method [25,27] proposed some more heuristic methods for designing
Q-shift filters. Most notable of these results are a very simple length-6 filter with fair performance and a
length-14 filter with generally good performance (similar to Figure 24.29).

24.11.4 Metrics for Shift Dependence of a Filter Bank

Probably the most important feature of Hilbert pairs of wavelets, in addition to those of normal wavelet
decompositions, is their approximate shift invariance or, expressed another way, their low level of shift
dependence. This is discussed in detail in Ref. [27] and here we summarize the main technique from that
paper for measuring shift dependence.
In order to examine the shift invariant properties of the dual tree, consider what happens when we

choose to retain the coefficients of just one type (wavelet or scaling function) from just one level of the
dual tree of Figure 24.26. For example, we might choose to retain only the level-3 wavelet coefficients
y001a and y001b, and set all others to zero. If the signal x̂, reconstructed from just these coefficients, is free
of aliasing then we define the transform to be shift invariant at that level. This is because absence of
aliasing implies that a given subband has a unique z-transfer function and so its impulse response is
linear and time (shift) invariant. In this context we define a subband as comprising all coefficients from
both trees at a given level and of a given type (either wavelet or scaling function).

Figure 24.31 shows the simplified analysis and reconstruction parts of the dual tree when coefficients
of just one type and level are retained. All downsampling and upsampling operations are moved to the
outputs of the analysis filter banks and the inputs of the reconstruction filter banks, respectively, using the
transformation of Figure 24.4 on both trees, and the cascaded filter transfer functions are combined.
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FIGURE 24.30 Impulse and frequency responses at level-4 of the DT-CWT, using length-24 Q-shift CQFs,
designed with the energy minimization method of Kingsbury, N. G., Design of Q-shift complex wavelets for image
processing using frequency domain energy minimization. In Proc. IEEE Int. Conf. Image Processing, Barcelona,
September 2003, pp. 1013–1016.
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M ¼ 2m is the total down=upsampling factor. For example if y001a and y001b from Figure 24.26 are the
only sets of retained coefficients, then the subsampling factor M ¼ 8, and A(z) ¼ H0

0a(z)H0a(z2)H1a(z4),
the transfer function from x to y001a. The transfer function B(z) (from x to y001b) is obtained similarly
using H...b(z); as are the inverse functions C(z) and D(z) from G...a(z) and G...b(z), respectively.
It is a standard result of multirate analysis that a signal U(z), which is downsampled by M and then

upsampled by the same factor (by insertion of zeros), becomes 1
M

PM�1
k¼0 U(Wkz), where W ¼ e j2p=M .

Applying this result to Figure 24.31 gives

X̂(z) ¼ X̂a(z)þ X̂b(z) ¼ 1
M

XM�1

k¼0

X(Wkz) A(Wkz)C(z)þ B(Wkz)D(z)
	 


(24:139)

The aliasing terms in this summation correspond to those for which k 6¼ 0, because only the term in X(z)
(when k ¼ 0 and Wk ¼ 1) corresponds to a linear time (shift) invariant response. For shift invariance,
the aliasing terms must be negligible, so we must design A(Wkz)C(z) and B(Wkz)D(z) either to be very
small or to cancel each other when k 6¼ 0. Now Wk introduces a frequency shift equal to kfs=M to the
filters A and B (where fs is the input sampling frequency), so for larger values of k the shifted and
unshifted filters have negligible passband overlap and it is quite easy to design the functions B(Wkz)D(z)
and A(Wkz)C(z) to be very small over all frequencies, z ¼ e ju. But at small values of k (especially
k ¼ �1) this becomes virtually impossible due to the significant width of the transition bands of short-
support filters. In these cases it is necessary to design for cancellation when the two trees are combined,
and this is what is achieved by the half-sample delay difference strategy outlined above.
A useful way of quantifying the shift dependence of a transform is to examine Equation 24.139 and

determine the ratio of the total energy of the unwanted aliasing transfer functions (the terms with k 6¼ 0)
to the energy of the wanted transfer function (when k ¼ 0), as given by the aliasing energy ratio:

Ra ¼
PM�1

k¼1 EfA(Wkz)C(z)þ B(Wkz)D(z)g
EfA(z)C(z)þ B(z)D(z)g (24:140)

where EfU(z)g calculates the energy,
P

r jurj2, of the impulse response of a z-transfer function,
U(z) ¼Pr urz

�r . Note that EfU(z)g may alternatively be calculated as the integral of the squared
magnitude of the frequency response, 1

2p

Ð p
�p jU(e ju)j2du from Parseval’s theorem. Since Ra is an energy

ratio, it is convenient to measure it in decibels.
In Table 3 of Ref. [27], values of Ra are given for various single-tree and dual-tree filter combinations.

It is shown that Ra is typically only �3:5 dB for a single-tree DWT, whereas it may be improved to
approximately�31 dB with 18-tap Q-shift filters in the dual-tree complex wavelet transform (DT-CWT).
Longer filters can reduce the aliasing energy much further if needed, while shorter filters tend to produce
more aliasing energy and hence somewhat greater shift dependence.
Other metrics for shift dependence of filter-bank transforms can be based on the amount of

shift-dependent variation in the impulse or step responses of the transform, as illustrated in Figure 8
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FIGURE 24.31 Basic configuration of the dual tree if either wavelet or scaling-function coefficients from just level
m are retained (M ¼ 2m).
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of Ref. [27], part of which is reproduced here in Figure 24.32. Good transforms have responses that are
visually almost identical (Figure 24.32a), whereas poor transforms (e.g., the DWT) have dramatically
fluctuating responses (Figure 24.32b).
In this relatively short discussion of dual-tree=Hilbert pair ideas, we have not discussed the important

extension of these ideas to two- and three-dimensional datasets, in which a second and very important
advantage of the complex nature of the wavelet coefficients lies in their ability to produce strongly
directionally selective wavelets while still retaining the computational advantages of separable filtering
[22]. In addition, extension of the dual-tree ideas to M-band filter banks has been achieved by Chaux
et al. [28], making even greater directional selectivity possible in two and three dimensions.
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25.1 Introduction

Directional filter banks (DFBs), which were introduced by Bamberger in 1989 [1–3], are digital analysis–
synthesis filter banks that allow an image to be represented as a collection of subbands. In the analysis
section, filters succeeded by downsampling matrix operators decompose an image into a set of subbands.
In the synthesis section, these subbands are upsampled via a complementary set of matrix operators, then
filtered and merged to reconstruct the original image. Such a description is strikingly reminiscent of a
conventional 2-D analysis–synthesis filter bank. The distinguishing feature is that the DFB subbands
embody angular information (a different angle for each subband), as opposed to the traditional low-,
mid-, and high-frequency information. The directional subbands in the DFB are maximally decimated so
that the total number of pixels in the full set of subbands is equal to the number of pixels in the original
image. Thus, the subbands are nonredundant or, equivalently stated, they form a critically sampled
representation.
The DFB has the property that it can achieve exact reconstruction. That is, if the constituent filters are

properly designed, the output of the synthesis section can reconstruct the original image from the
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decimated subbands exactly. This property is important in applications where modifications are
performed in the subband domain for the purpose of enhancing image quality in synthesis. In addition,
DFBs are very efficient from a computational perspective and are typically designed for implementation
in a separable two-hand filter bank tree structure. This is a noteworthy characteristic as it enables the
DFB to have arithmetic complexity comparable to (though a little higher than) the popular 2-D
transforms, like discrete Fourier transforms (DFTs) and discrete cosine transforms (DCTs).
DFBs are attractive for many image-processing applications that can benefit from directional analysis

such as noise reduction, edge sharpening, feature enhancement, compression, object recognition, and
texture synthesis, to mention a few. Furthermore, DFBs are also attractive from a visual information-
processing perspective. Research has shown that the first layer of cells in the human visual cortex
responds to different orientations and scales. Consequently, DFBs can model in an approximate way
the human visual system. All of these reasons have motivated much of the study and interest in
directional analysis–synthesis systems in recent years.
Since the introduction of the DFB in 1989, there have been a number of extensions and variations that

have been considered, such as relaxation of the maximum decimation condition (leading to directional
pyramids), multidimensional extensions of the DFB, nonseparable implementations, and mixed low-,
mid-, high-frequency angular decompositions [4–7]. To avoid confusion among these variations, we will
refer to the original DFB as the Bamberger DFB (BDFB) in our subsequent discussion and use the term
DFB to refer more generically to the broad class of directional decompositions.

25.2 Basic Theory of 2-D Multirate Systems

To set the foundation for the later discussion on the DFB, we start by reviewing the basic concepts of
2-D multirate filter banks. The reader seeking a more comprehensive treatment on the subject is referred
to Refs. [8,9].
First, we assume that the digital input signal x[n0, n1] is a sampled version of a continuous time signal

xa(t0, t1) such that

x[n0, n1] ¼ xa(n0T0, n1T1),

where T0 and T1 are the sampling periods. In matrix notation,* this equates to x[n] ¼ xa(Vn) where

n ¼ n0
n1

� �
, V ¼ T0 0

0 T1

� �
:

More generally, V can be any nonsingular real matrix, which implies that there are an infinite number of
ways to sample a 2-D signal. Each sampling matrix gives rise to a different sampling geometry or lattice
in the 2-D plane. The ‘‘lattice’’ generated by the sampling matrix V is the set of all points t, which implies
that t ¼ Vn, where n 2 N (the set of all integer vectors). The lattice associated with V is denoted as LAT
(V). Such a lattice corresponds to all the ‘‘integer’’ linear combinations of the columns of V, which can be
written as V ¼ [v0jv1]. It should be noted that the relationship between V and LAT(V) is not one-to-one.
Hence different sampling matrices can give rise to the same lattice, a fact that will be useful in later
discussion.
An important component of multirate 2-D systems is the unimodular matrix. An integer matrix E

is unimodular if and only if its inverse is an integer matrix, or equivalently if jdetEj ¼ 1. A couple of
useful unimodular matrix properties are summarized in the following theorem [8]:

* Boldface capital letters denote matrices and boldface lowercase letters denote vectors.
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THEOREM 25.1

Let V be a 2� 2 real nonsingular matrix generating a lattice LAT(V).

1. Let V̂ ¼ VE, where E is a 2� 2 unimodular matrix. Then LAT(V) ¼ LAT(VE) ¼ LAT(V̂).
2. Let V̂ also be a basis for LAT(V). Then there exists a unimodular matrix E such that V̂ ¼ VE.

Note that LAT(V) ¼ LAT(V̂) does not imply xa(Vn) ¼ xa(V̂n). Although the lattice points are the same
for both matrices, they do not occur in the same order, i.e., the samples of xa(Vn) are rearranged samples
of xa(V̂n). This property is useful and was employed in Ref. [3] as a ‘‘change-of-variables’’ procedure to
simplify the DFB design.
To illustrate the idea of lattice resampling with unimodular matrices, consider the lattice generated by

the matrix

V ¼ 1 1
�1 1

� �
¼ [v0jv1]: (25:1)

It generates what is known as the quincunx lattice, shown in Figure 25.1a, where the heavy dark dots
correspond to elements of LAT(V). The geometry of the lattice is established by vectors v0 and v1. A set
of trivial unimodular matrices can be obtained by choosing variations of the matrices

�1 0
0 �1

� �
and

0 �1
�1 0

� �
: (25:2)

Resampling with these matrices, we can produce rotations and reflections of any lattice. In particular,
there are eight variations=permutations of the quincunx sampling matrix.
Another useful type of unimodular matrix is

E ¼ 1 1
0 1

� �
: (25:3)

2

t0

v1

t1

v0

1 2 3−1

−1

−2

1
1

v̂1

v̂0

t1

t0
−1 321

−2

−1

2

(a) (b)

FIGURE 25.1 Examples of 2-D lattices. (a) Lattice generated by sampling with a quincunx matrix. (b) Lattice
generated by resampling a quincunx matrix with a unimodular matrix. Note that the sample density of the lattice is
same in both figures, but the geometry of the lattice is different.
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It generates the sampling matrix

V̂ ¼ VE ¼ 1 2
�1 0

� �
, (25:4)

whose lattice is illustrated in Figure 25.1. It is easy to see that LAT(V) ¼ LAT(V̂), but the geometry
imposed by v̂0 and v̂1 is different than that of V, i.e., the samples in the lattice have been permuted or
reindexed. In the frequency domain, the reindexing of the lattice induces skewings and rotations in the
frequency domain of the 2-D signal but does not alter the sample density.
The fundamental parallepiped of V, denoted by FPD(V), is defined by

FPD(V) ¼ Set of all points Vx with x 2 [0,1)2
� �

: (25:5)

Graphically, this is represented by the parallelogram formed by the sampling vectors v0 and v1, as shown
in Figure 25.2 for V and V̂.

25.2.1 2-D Decimation and Interpolation

As in the 1-D case, decimation is performed by filtering (to reduce aliasing) followed by downsampling.
Here, the downsampling is performed with a resampling matrix M. Keep in mind that a 2-D resampling
matrix does not only alter the sampling rate, but it also introduces a geometric modification to the
sampling lattice, as illustrated in the previous figures. Thus a 2-D downsampler is implemented by

y[n] ¼ x[Mn], (25:6)

where M is a 2� 2 nonsingular integer matrix. The signal y[n] retains only those samples of x[n] that
reside on LAT(M). The dark dots in Figure 25.3a illustrate this point for the case of quincunx resampling.
The dark samples of x[n] are the ones retained by resampling with the quincunx matrix Q defined as

Q ¼ 1 �1
1 1

� �
¼ [v0jv1]: (25:7)

Figure 25.3b illustrates how the samples are rearranged over the (n0, n1) plane. For this quincunx
downsampling, the samples experience a clockwise rotation of 458. For 2-D resampling matrices, the
decimation ratio is the determinant of the matrix. Thus for the quincunx resampling case above,
the decimation ratio is jdetQj ¼ 2, as is evident from Figure 25.3.

t1
v1

v0

t0

t1

t0

     v ̂ 1

v̂0

(a) (b)

1

−1

−1 2

1

−1

1 −1 21

FIGURE 25.2 Fundamental parallepipeds for (a) the quincunx lattice and (b) the resampled quincunx lattice.
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To show that this property is true in general, consider the set

N (M) ¼ fSet of integer vectors in FPD(M)g ¼ fSet of integers of the form Mx, x 2 [0,1)2g:

It is easy to see that the cardinality of the set J(M) is jN (M)j ¼ j detMj. For instance, if we consider
quincunx downsampling, then

N (Q) ¼ 0
0

� �
,
1
0

� �� �
¼ fk0, k1g: (25:8)

The vectors ki are known as coset vectors.
Assuming the signal x(t) has been sampled with V ¼ I (i.e., a rectangular uniform grid over the

2-D plane), then any other sublattice LAT(M) obtained by downsampling LAT(I) is known as a sublattice
of I. For matrix M, we can obtain J(M) distinct, nonoverlapping sublattices from I, expressed as

xi[n] ¼ x(Mnþ ki): (25:9)

Each sublattice is also known as a coset of LAT(M). Figure 25.3a shows graphically that there are two
sublattices, x0[n] and x1[n] for the quincunx matrix Q. From a multirate systems perspective, cosets are
the equivalent of polyphase components.

25.2.2 Alias-Free 2-D Decimation

In the 1-D case, an antialiasing filter is generally applied to the signal prior to downsampling. For
decimation by a factor of M, the filter has an ideal cutoff frequency of p=M, where M is the decimation
ratio. In two dimensions there is an analogous cutoff frequency requirement but also a prescribed region
of support determined by the geometry of LAT(M), where M is the downsampling matrix.
Let X(v) be the 2-D DTFT of x[n], which is 2p-periodic in v over the 2-D frequency plane with

v ¼ [v0v1]
T. For convenience, with abuse of notation, X(v) will be used in place of X(ejv0 , ejv1 ).

The region of support for an antialiasing filter needed to ideally downsample by M is given by [8]

v ¼ pM�Tx þ 2pm, x 2 [�1,1)2, m 2 N : (25:10)
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FIGURE 25.3 Downsampling with a quincunx matrix. (a) Original position of samples in the 2-D plane; samples in
bold are retained by the downsampling operation. (b) Resulting data after quincunx downsampling with matrix Q in
Equation 25.7.
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The term ‘‘2pm’’ represents the periodicity of the antialias region of support, while the term ‘‘pM�Tx’’
corresponds to the fundamental frequency cell (or region of support) that is periodically replicated over
the frequency plane. If

M ¼ m00 m01

m10 m11

� �
, (25:11)

the frequency cell can be expressed as

�p � m00v0 þm10v1 < p \ �p � m01v0 þm11v1 < p: (25:12)

It is also illuminating to examine the 2-D decimator in the frequency domain. The key here is
understanding the 2-D downsampling process. Suppose a signal X(v) is downsampled with the
matrix M. The frequency-domain expression for the downsampled signal Y(v) in terms of X(v) is
(analogous to the 1-D case)

Y(v) ¼ 1
J(M)

X
k2N (MT )

X(M�T(v� 2pk)), (25:13)

where X(M�Tv) is a ‘‘stretched’’ version of X(v). For the case of the signal X(v) shown in Figure 25.4a
that undergoes quincunx downsampling, we have

Y(v) ¼ 1
2
X(Q�Tv)þ 1

2
X(Q�T(v� 2pk1)), (25:14)

where k1 ¼ [1 0]T is the second coset vector of Q. Figure 25.4b shows the result after the downsampling
operation. In this case, from Equation 25.10, the support for the term X(Q�Tv) is v ¼ px þ 2pQTm,

3π2ππ−π−2π−3π

X(ω) X(Q−Tω − 2πk1)X(Q−Tω) 
−3π

−2π

−π

 π

2π

3π

3π2π π−2π−3π

 (a)

ω1

 (b)

ω0

ω1

ω0

−3π

−2π

−π

π

2π

3π

−π

FIGURE 25.4 Effect of downsampling by Q. (a) Diamond band limited signal. (b) The diamond region is stretched
by a factor of two and rotated by 458 covering the full unit cell. The empty regions in (a) are covered by
X(Q�T(v� 2pk1)).
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which corresponds to the full [�p,p)2 support periodically replicated with periodicity matrix 2pQT.
Hence the frequency support of X(v) has been stretched by a factor of 2 and rotated by 45�. The
complementary regions are filled by the term X(Q�T(v� 2pk1)).

25.2.3 Effect of Unimodular Matrices in the Frequency Domain

Previously, we used the unimodular matrix E from Equation 25.3 to modify LAT(V). Similar properties
follow for the case of resampling a discrete signal using unimodular matrices. For instance, we can
modify the quincunx lattice generated by Q using E such that LAT(QE) contains the same points as
LAT(Q) but with a different sample ordering. From Equation 25.12 the frequency support for a signal
lying over LAT(QE) is given by

�p � v0 � v1 < p \ �p

2
� v0 <

p

2
: (25:15)

This represents a skewing of the frequency cell associated with LAT(Q).

25.2.4 2-D Upsamplers and Interpolators

Complementary to the decimation operation is the interpolation operation, which is composed of an
upsampler followed by an anti-imaging filter. For a 2-D signal x[n], the upsampling operation with
matrix M generates the signal

y[n] ¼ x(M�1n) if n 2 LAT(M),
0 otherwise.

�
(25:16)

This means that a matrix M with J(M) coset vectors maps all the samples of x[n] to the sublattice
produced by k0, while the remaining sublattices are populated by zeros.

The frequency domain expression for the interpolator is

Y(v) ¼ X(MTv), (25:17)

which implies Y(v) has a periodicity matrix 2pM�T, and there are jdet Mj compressed images of X(v) in
the [�p,p]2 frequency cell. Decimators and interpolators are the basic elements of multirate systems and
will be used extensively in the discussions that follow.

25.3 2-D Maximally Decimated Filter Banks

A more general condition than Equation 25.10 to derive the support of the antialias filter is

v ¼ cþ pM�Tx þ 2pm, x 2 [�1,1)2, m 2 N , (25:18)

where c is some arbitrary constant vector. This implies there are an infinite number of possible
antialiasing filter support regions for sampling matrix M. There are, however, a few choices of c that
are of more practical importance as our intuition can suggest.
Going back to the 1-D case, an M-channel maximally decimated filter bank requires having M

nonoverlapping (ideal) filters with bandwidth p
M, so that the range [�p,p) is completely covered by

the M channels. This concept can be generalized to two dimensions by finding the nonoverlapping
regions whose union covers the frequency cell [�p,p)2. Such regions are obtained by choosing

c ¼ 2pM�Tk, k 2 N (MT) (25:19)
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in Equation 25.18. It is easy to show that for each of the J(M) coset vectors ki, there is a different
nonoverlapping frequency region. From the filter bank perspective, each of these regions can be used as
the frequency-domain region for a subband whose information can be extracted with the properly
designed subband filter. This concept is illustrated next with a couple of examples.

25.3.1 Diamond and Fan Filter Banks

Two popular 2-D filter banks are the diamond and fan filter banks (FFBs) shown in Figure 25.5. They
form the building blocks for a broad class of directional decompositions, which we will discuss later. The
diamond filter has a passband as shown in Figure 25.5a in the [�p,p)2 region. These filters can provide
alias-free decimation for the quincunx resampling matrix Q. Using the corresponding coset vectors
(Equation 25.8) in Equations 25.18 and 25.19, we obtain the support regions

V0: �p � v0 � v1 < p \ �p � v0 þ v1 < p,

V1: p � v0 � v1 < 3p \ �p � v0 þ v1 < p:
(25:20)

Related to the diamond filter is the fan filter which has the passband shown in Figure 25.5b. It is identical
to the diamond filter except that it is frequency shifted (either in v0 or v1) by p. We can show that fan
support is a valid antialias passband for the quincunx matrix by finding the vector c that satisfies
Equation 25.18. If we let

c0 ¼ p
0

� �
, c1 ¼ 0

p

� �
,

we get the two fundamental complementary fan-shaped regions for F0(v) and F1(v):

V0: 0 � v0 � v1 < 2p \ 0 � v0 þ v1 < 2p,

V1: �2p � v0 � v1 < 0 \ 0 � v0 þ v1 < 2p:
(25:21)

Again, the diamond filter bank and the FFB play a crucial role in the construction of DFBs.
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FIGURE 25.5 Block diagram for the diamond and FFBs showing the ideal support for the 2-D filters.
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25.4 Bamberger Directional Filter Bank

In this chapter, we present the theory of the DFB introduced in Refs. [2,3]. The BDFB splits the
frequency cell [�p,p)2 into an even number of wedge-shaped regions as shown in Figure 25.6. The
BDFB employs a tree-structured 2-D filter bank that diagrammatically is analogous to a 1-D tree-
structured filter bank.

Using this approach, Bamberger introduced BDFBs with different numbers of subbands such as 6, 10,
18, and more [2]. However, the BDFBs that have received most attention over the years are the uniform
N-stage tree structure filter banks that generate M ¼ 2N subbands. Given the extensive number
of applications in which M ¼ 2N BDFBs are employed, we focus on this case in the reminder of
this chapter.
The BDFB is implemented with a small set of well-defined building blocks, each with low computa-

tional complexity. Without loss of generality, we present the BDFB for the M ¼ 8(N ¼ 3) case, which
achieves the frequency plane partitioning shown in Figure 25.6d. The extension to 16 bands, 32
bands, and higher follows by a straightforward extension of the tree structure. The block diagram
for an eight-band BDFB analysis stage is shown in Figure 25.7. The primary building block is the two-
channel FFB.
The third stage of the BDFB includes additional resampling matrices Ui and Bi, which are unimodular.

The matrices Ui resample the four subbands from the second stage to remap their frequency support to a
fan-shaped region. This allows the use of the FFB on all stages. The function of the Bi matrices is to adjust
the sampling lattice of the resulting subbands so they have a rectangular geometry (i.e., the overall
sampling matrix is diagonal with a downsampling rate of M). The use of Ui matrices was introduced by
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FIGURE 25.6 Frequency band partitions achieved by the BDFB. (a) Two-band. (b) Four-band. (c) Six-band.
(d) Eight-band.
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Park et al. [10] as a way to achieve a more geometrically accurate subband representation. According to
the selection rules developed in Ref. [10], we have chosen the following matrix values for Ui:

U1 ¼ 1 �1
0 1

� �
, U2 ¼ �1 1

0 1

� �
, U3 ¼ 0 1

�1 1

� �
, U4 ¼ 1 0

�1 1

� �
: (25:22)

Similarly, the values for the Bi matrices are given by

B1 ¼ B2 ¼
�1 1

0 �1

� �
, B3 ¼ B4 ¼

�1 �1

0 1

� �
,

B5 ¼ B6 ¼
1 1

�1 0

� �
, B7 ¼ B8 ¼

�1 1

�1 0

� �
:

(25:23)

A detailed stage-by-stage analysis of the BDFB structure is presented in Refs. [2,11]. Here, we analyze the
BDFB by collapsing the tree structure into the M-channel parallel structure shown in Figure 25.8. Using
the multirate identity that states ‘‘downsampling by M followed by H(v) is equivalent to H(MTv)
followed by downsampling by M,’’ it is possible to migrate all the filters in the tree structure to the left
and the downsampling operations to the right of the tree structure. For instance, for an eight-band BDFB,
the overall analysis filters are given by

G‘(v) ¼ Fj(v)Fk(Q
T
1v)Fm(U

T
i Q

T
2Q

T
1v), (25:24)

where
j, k,m 2 f0, 1g
i 2 f1, 2, 3, 4g
‘ ¼ 1, 2, . . . , 8

Looking at the tree structure as a binary tree, we have ‘ ¼ jþ 2kþ 4mþ 1. The multiplication of the
three frequency responses in Equation 25.24 results in the filters G‘(v) with the wedge-shaped passbands
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FFB
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Stage 1 Stage 2

B1

B2

B3

B4

B5

B6

B7

B8

FIGURE 25.7 Implementation of an eight-band BDFB using a tree structure with FFBs and backsampling matrices.
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shown in Figure 25.6d. As an illustration, Figure 25.9 shows graphically how the cascade of filters
depicted in Equation 25.24 produces a wedge-shaped passband. The fan-shaped support for F0(v) and
F1(v) is rotated, skewed, or scaled according to the resampling operations indicated by Equation 25.24.
Analogous operations can be implemented to generate the remaining wedge filters.
Viewing the analysis tree structure as a parallel form structure, the eight-band BDFB has overall

downsampling matrices given by

D‘ ¼ Q1Q2UiQ3Bi, (25:25)

for ‘ ¼ 1, 2, . . . , 8 and i ¼ d‘2e. This implies that D2i�1 ¼ D2i. It is easy to show that D‘ is diagonal with
one of the following values:

C1 ¼ 2 0
0 4

� �
and C2 ¼ 4 0

0 2

� �
: (25:26)
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FIGURE 25.8 Parallel implementation of a maximally decimated eight-band DFB. Note that jdet (Di)j ¼ 8:
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FIGURE 25.9 Illustration of the synthesis of wedge passband for an eight-band DFB. The wedge support is
obtained by taking the product of the frequency responses as described by Equation 25.24.
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We can conclude three things from the above result:

1. Decimation ratio for all channels is jdet(C1)j ¼ jdet(C2)j ¼ 8, giving us a maximally decimated
system as expected.

2. Since the D‘ matrices are diagonal, the corresponding sampling grids and fundamental parallepi-
peds are rectangular. We should note that this is a consequence of the judicious selection of the
unimodular matrices Ui and Bi. Having the data lie on a rectangular lattice makes further
processing easier.

3. Half of the bands (‘ ¼ 1, 2, 3, 4) are subsampled by two in the horizontal direction and by four in
the vertical direction. The remaining bands (‘ ¼ 5, 6, 7, 8) have the opposite structure.

For brevity we focussed on the analysis stage of the BDFB in our discussion. However, it should be noted
that the same multirate concepts can be applied to the synthesis stage in an analogous manner.
The generation of BDFBs with 16, 32 , . . . , 2N subbands is achieved by replicating the third stage in

Figure 25.7. For an N-stage BDFB, the subbands will have an overall downsampling matrix given by

C1 ¼ 2 0
0 2N�1

� �
or C2 ¼ 2N�1 0

0 2

� �
:

In summary, we have shown how to construct directional filters using multirate operations and FFBs as
building blocks. In Section 25.5, we show how to design the FFB filters, F0(v) and F1(v).

25.5 Design of 2-D Two-Channel Fan Filter Banks

Filter banks are usually designed to either satisfy aliasing-cancelation (AC) or perfect-reconstruction
(PR) constraints in addition to the usual frequency response specifications. For the 2-D case, a commonly
used approach for filter bank design is to derive separable filters from a 1-D systems. The typical
consequence of separable filter banks is rectangular tilings of the frequency plane. Implementations of
multidimensional filter banks for nonrectangular filters have been reported in the literature
[8,9,12–15,58,59]. However, the resulting filters are, in general, nonseparable and require a high order
to achieve good frequency selectivity. A more efficient approach is to use low-complexity FFBs. FFBs can
be designed using the change-of-variable method, which involves a 1-D to 2-D mapping. Similar to
separable implementations, we can take advantage of well-known 1-D filter bank design techniques. The
resulting filter banks have efficient polyphase implementations that only require separable filtering
operations.

25.5.1 FFB Design Using 1-D Quadrature Mirror Filters

Thus far, the BDFB theory has been developed using filters with ideal frequency responses. In practice,
one designs the FFB filters to meet either AC or PR constraints while approximating good passband
characteristics. Designing 2-D filter banks with diamond, fan, and other 2-D geometries has been studied
by several authors [9,15–17,59,60] where different alias-free and PR 2-D filter banks have been proposed.
Bamberger’s approach [2] was different in that he presented a design method for FIR PR nonseparable
systems using McClellan transformations. In addition, he generalized the change-of-variables scheme
introduced by Ansari [18] to produce Quadrature Mirror Filter (QMF) finite impulse response (FIR)
and infinite impulse response (IIR) implementations, which provides an efficient polyphase implemen-
tation. A drawback of this scheme is that the FIR implementations are not PR. More recently, Rosiles and
Smith [19,20] reported the use of the ladder-based filter banks [16,17] to implement the BDFB with FIR
PR filters. Ladder networks also have an efficient implementation and consequently are attractive. In this
section, we discuss the QMF and ladder structure implementation of the FFB.
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The development that follows starts with the design of 2-D diamond filter banks. This system consists
of two filters H0(v0,v1) and H1(v0,v1) with complementary diamond passband=stopband regions, as
shown in Figure 25.5. Fan-shaped filters are obtained by a modulation operation, which in the frequency
domain is expressed by F0(v0,v1) ¼ H0(v0 � p,v1) and F1(v0,v1) ¼ H1(v0 � p,v1).
The change-of-variables design method [2,18] requires the availability of a 2-D filter C0(v0,v1) with

checker board geometry and the complementary filter C1(v0,v1). The required passbands and stopbands
are shown in Figure 25.10. To achieve the desired filter geometries, the sampling matrix M with the
corresponding FPD is used to apply the following change of variables in the frequency domain

v0
0

v0
1

� �
¼ QT

jdet(Q)j
v0

v1

� �
: (25:27)

For the case of diamond (and fan) filters, the quincunx matrix Q provides the appropriate mapping,
which simplifies to v0

0 ¼ (v0 þ v1)=2 and v0
1 ¼ (v1 � v0)=2. In the z-domain, we can express the

change of variables as*

z0 ! z
1
2
0z

1
2
1 and z1 ! z

� 1
2

0 z
1
2
1: (25:28)

We should note that this scheme is general and works for other sampling matrices. The effect of the
change of variables is to scale, rotate, and skew the passband regions of C0(v0,v1) and C1(v0,v1) to
obtain the desired geometries.
To design an FFB with an efficient implementation, select a pair of 1-D prototypes that satisfy the

QMF relationship

H0(z) ¼ H1(�z): (25:29)

It is well known that the polyphase representation for these filters is

H0(z) ¼ E0(z
2)þ z�1E1(z

2),

H1(z) ¼ E0(z
2)� z�1E1(z

2):
(25:30)

* In this chapter z0 and z1 are used to denote the 2-D z-transform complex variables.
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FIGURE 25.10 Ideal checkerboard magnitude responses needed for the generation of the FFB using 1-D QMFs.
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It is easy to see that the checker board filters from Figure 25.10 can be designed from the 1-D prototypes
using separable filtering operations. In the z-domain this is expressed as

C0(z0, z1) ¼ H0(z0)H0(z1)þ H0(�z0)H0(�z1) ¼ 2[E0(z
2
0 , z

2
1)þ z�1

0 z�1
1 E1(z

2
0, z

2
1)],

C1(z0, z1) ¼ H0(z0)H1(z1)þ H0(�z0)H1(�z1) ¼ 2[E0(z
2
0 , z

2
1)� z�1

0 z�1
1 E1(z

2
0, z

2
1)]:

(25:31)

The 2-D polyphase filters are defined as

E0(z0, z1) ¼ E0(z0)E0(z1),

E1(z0, z1) ¼ E1(z0)E1(z1):
(25:32)

Finally, the diamond filters are obtained by applying the change of variables in Equation 25.28 to
C0(z0, z1) and C1(z0, z1). This step produces the geometric transformation on the checkerboard support
to obtain the desired diamond support filters. In the frequency domain, we have

H0(v) ¼ E0(Q
Tv)þ e�jvTk1E1(Q

Tv),

H1(v) ¼ E0(Q
Tv)� e�jvTk1E1(Q

Tv),
(25:33)

where Q is the quincunx matrix and k1 ¼ [1 0]T. These expressions are similar to those of Equation
25.30 for the 1-D case, implying that the filters are implementable in the polyphase domain. Moreover,
the 2-D polyphase components are separable, providing a 2-D structure with low computational
complexity. The resulting two-channel analysis structure is shown in Figure 25.11. The corresponding
synthesis stage is analogous.
For the 1-D prototype H0(z), one can use the Johnston QMFs [21], which are aliasing-free but not PR.

Another choice is to use the IIR linear phase filters proposed by Smith and Eddins in Ref. [22]. These
filters have the form

H0(z) ¼ b0 þ b1z�1 þ b2z�2 þ b2z�3 þ b1z�4 þ b0z�5

a0 þ a1z�2 þ a0z�4
(25:34)

and can achieve exact reconstruction. The IIR filters are noncausal, but can be used for the case of finite
length signals (like images), using forward and backward difference equations. Moreover, the implemen-
tation is very efficient, requiring only 5.1 multiplies and 5.6 adds per output sample, while achieving
similar passband characteristics to that of the 32 tap Johnston QMF.
To construct fan filters, we apply the change of variables z0 ! �z0 in H0(z0, z1) and H1(z0, z1) to

induce a shift by p along the v0-axis. Thus ‘‘off-the-shelf ’’ QMFs can be used to generate high-quality

X(z0, z1)

z0
−1

Q

Q

E0(z0)E0(z1)

E1(z0)E1(z1)

Y0(z0, z1)

Y1(z0, z1)
−1

FIGURE 25.11 Efficient polyphase domain implementation of diamond filter bank. The filtering operations are
separable.
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fan filters. Similarly these QMFs can be applied in successive stages as discussed previously to produce
directional filters. To illustrate this point, four directional filters are shown in Figure 25.12. These filters
were designed using the Johnston 32D QMF, and are the constituent filters of the eight-band BDFB. Such
filter banks can be used to decompose images, an example of which is shown in Figure 25.13.
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FIGURE 25.12 Examples of magnitude responses of the actual wedge filters constructed with the Johnston 32D FIR
filters.
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25.5.2 BDFB Design Using Ladder Structures

Ladder structures (also known as lifting schemes [23]) are flexible structures for implementing filter
banks and discrete wavelet transforms. The construction of wavelets is achieved by cascading simple
filtering elements successively in ladder steps. The PR property is imposed structurally without the
explicit need to meet the conditions used in the early PR filter bank design methodology. The construc-
tion of biorthogonal systems using ladder networks has been reported in various articles [23–25].
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FIGURE 25.12 (continued)

25-16 Passive, Active, and Digital Filters



Additionally, ladder structures allow straightforward implementation of nonlinear filter banks like
integer-to-integer wavelet transforms [26], and adaptation to irregular sampling grids [27].
In this section, ladder structures are used as the framework for the design of digital fan-shaped filters.

These structures have been explored for 2-D and multidimensional filter bank implementations
[16,17,24,25,28], where the design method involves transforming a 1-D filter to a 2-D filter with a simple
mapping. This 1-D to 2-D mapping was introduced by Kim and Ansari [61] and Phoong et al. [16] in the
context of a two-stage ladder structure and was extended to a three-stage structure by Ansari et al. [17].
The three-stage design was shown to improve the control of filter frequency responses.
To begin, consider the 1-D case. The 1-D system is designed by constructing the analysis polyphase

matrix as the product of ladder steps given by

E(z) ¼ 1 0
�p2b2(z) 1

� �
1 zp1b1(z)
0 1=(1þ p)

� �
p0 0

�pb0(z) 1

� �
, (25:35)

which generates the analysis filters

H0(z) ¼ p0 þ p1zb1(z
2)A(�z) and H1(z) ¼ A(�z)� p2H0(z)b2(z

2), (25:36)

where

A(z) ¼ (1þ zb0(z
2))

1þ p
(25:37)

and the constants p0, p1, p2 are given by p0 ¼ p1 ¼ (1þ p)=2 and p2 ¼ (1� p)=(1þ p).
This 1-D filter bank structure is illustrated graphically in Figure 25.14. The inherent structure

associated with ladder filters implies that the filter bank is biorthogonal and consequently the relationship
between the analysis and synthesis filters is given by

G0(z) ¼ �z�1H1(�z), G1(z) ¼ z�1H0(�z), (25:38)

where
H0(z) and H1(z) are the analysis filters
G0(z) and G1(z) are the synthesis filters

Maximally-decimated subbandsTest image

FIGURE 25.13 Example of an eight-band BDFB using a test image with localized directional structure.
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It is easy to show that H0(z) and G0(z) are halfband filters. In order to obtain ideal lowpass filters, the
following condition for the bi(z) functions must be met

bi(e
j2v) ¼ ej(�2Nþ1)v for 0 � v � p=2,

�ej(�2Nþ1)v for p=2 < v � p,

�
(25:39)

which implies bi(e
jv) has allpass behavior. An FIR solution that approximates Equation 25.39 is obtained

by designing an even length, linear phase function with a magnitude response optimized to approximate
unity. This is a very simple requirement that can be satisfied with widely available filter design
algorithms. It is possible to design the bi(z) filters separately or to choose the same function by making
b(z) ¼ b1(z) ¼ b2(z) ¼ b3(z), which significantly simplifies the design procedure. We note that H0(z)
and H1(z) inherit the linear phase property of b(z). Analysis filters obtained by approximating bi(z)
using the Parks–McClellan algorithm with L ¼ 8 are shown in Figure 25.16a. Additionally, these design
constraints can be met by IIR designs, however here we focus on the FIR case [16].
Maximally flat 1-D ladder filters can be obtained using the closed-form Lagrange formula

vk ¼ (� 1)N�k�1 Q2N
i¼0 (N þ 1=2� i)

2(N � k)!(N � 1þ k)!(2k� 1)
, (25:40)

where
N ¼ L=2 is the half length of b(z)
bN�k ¼ bNþk�1 ¼ vk for k ¼ 1, 2, . . . ,N

The maximally flat design method is relevant for the generation of regular biorthogonal wavelets.
For our purposes, the most attractive feature of ladder structures is the implementation of 2-D FFBs

using a simple 1-D to 2-D change of variables. This transformation reported in Ref. [16] is applied to the
entries of E(z) expressed in terms of lifting steps. First, the 1-D transfer function b(z) is replaced with the

2

2

2

2
(1 + p)

1/(1+p)

X(z)

z–1

–pβ0(z)

p0

p1zβ1(z) –p2β2(z)

p2β2(z) –p1zβ1(z) pβ0(z)

1/p0 z–1

X̂(z)

FIGURE 25.14 Analysis–synthesis ladder structure with three ladder steps, as proposed in Ref. [17].
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separable 2-D transfer function b(z0)b(z1). Then, the 1-D delays z�1 are replaced with the 2-D delays
z�1
0 z�1

1 . The resulting 2-D filters H0(z0, z1) and H1(z0, z1) have diamond-shaped support. In order to
obtain the fan-shaped filters F0(z0, z1) and F1(z0, z1) the diamond filters are modulated by p letting
z0 ! �z0. Following this procedure, the three-stage ladder structure from Figure 25.14 is transformed to
the 2-D structure in Figure 25.15. The 2-D fan filter responses jF0(z0, z1)j and jF1(z0, z1)j obtained with
this transformation are presented in Figure 25.16 using the same b(z) function for all ladder stages.
An important property of this FFB implementation is its low computational complexity. The filtering

operations can be implemented in the polyphase domain and only involve separable operations. Moreover
since b(z) is even length with linear phase, the number of multiplies per output is half the length of b(z).
As in Section 25.5.1, the tree-structured BDFB from Figure 25.7 can be realized as a three-stage

ladder FFB. The biorthogonal property is preserved by the 1-D to 2-D mapping and the resulting
BDFBs have the attractive properties that (1) PR is achieved for FIR systems, (2) the filtering is separable
in the polyphase domain and hence is efficient, (3) the 2-D filter quality can be controlled by a single
function, (4) any 1-D filter design technique can be employed to generate b(z), and (5) any set of

1/(1+p)

Q

p

β0(–z0)β0(z1)

Q
z0
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+
–

p0 p1

+
+

β1(–z0)β1(z1)

–z0 z1

β2(–z0)β2(z1)
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+
–

FIGURE 25.15 Ladder structure for the implementation of a 2-D two-channel biorthogonal analysis filter bank.
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biorthogonal wavelet filters can be used to implement the BDFB by factoring them into ladder steps and
applying the 1-D to 2-D mapping.

25.6 Undecimated Directional Filter Bank

In many applications like pattern recognition and image enhancement, shift invariance is considered
an important property. To achieve shift invariance the subbands cannot be maximally decimated.
In the case of the 2-D discrete wavelet transform (DWT), shift invariance is achieved by removing the
downsampling operations from the filter bank structure. This is the so-called undecimated DWT. It can
be shown that PR can still be preserved under conditions of partial decimation and in the complete
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FIGURE 25.16 (continued) (b) and (c) Corresponding 2-D fan shaped filters.
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absence of decimation [29]. While the undecimated representation is shift invariant, the coefficients are
not decorrelated anymore. Thus, there is a trade-off.
For a number of applications it is desirable to have an undecimated version of the BDFB. A shift-

invariant BDFB can be obtained from Figure 25.8 by removing the downsampling matrices D‘ and using
the filters G‘(v) as defined by Equation 25.24. This undecimated BDFB has a high computational cost
since the filters are nonseparable and, in order to achieve good frequency selectivity, filters generally need
to have order of 120� 120 or higher. Although frequency domain implementations are possible, the
boundary effects are more difficult to control.
Fortunately, there are ways to address efficiency. The BDFB tree structure from Figure 25.7 can be

modified to obtain an UDFB. The derivation of the UDFB is explained in detail in Refs. [20,30]. The
UDFB is obtained from the BDFB through the use of multirate identities and results in a modified tree
structure. To illustrate this, the UDFB tree structure for the eight-band case is shown in Figure 25.19. In
this case two building blocks are needed, the undecimated FFB (UFFB) and an undecimated checker-
board filter bank (UCFB). The UCFB is a two-channel structure with the complementary passbands and
stopbands as shown in Figure 25.17.
For additional efficiency the UFFB can be implemented in a ladder structures as shown in Figure 25.18

where

Q ¼ �1 1
1 1

� �
:

The UCFB is obtained from the UFFB structure by simply removing the resampling operations in Figure
25.18. This relationship has been described in Ref. [18] where fan filters are derived from checkerboard

ω1 ω1

ω0 ω0

FIGURE 25.17 Ideal magnitude responses for the two-channel UCFB.
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FIGURE 25.18 Ladder structure implementation for the UFFB.
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filters by a change-of-variables transformation. Finally, the filtering operations in Figure 25.18 remain
separable and the bi(z) functions are changed to bi(z

2), which implies that each function has been
upsampled by a factor of 2. As a result, low computational complexity of the BDFB is retained in the
undecimated case.
The overall UDFB tree structure is shown in Figure 25.19. Similar to the maximally decimated case, it

is possible to generate a 2N-band UDFB by cascading UFFB and UCFB structures. The eight-band UDFB
is implemented with a UFFB in the first stage and UCFBs in the remaining stages. UFFBs could be used
in the third stage, but UCFBs are more efficient. As before, the third stage requires the use of unimodular
resampling matrices Ui. A possible set of matrices is given by

U1 ¼ 1 1
0 1

� �
, U2 ¼ 1 �1

0 1

� �
, U3 ¼ 1 0

1 1

� �
, U4 ¼ 1 0

�1 1

� �
:

Finally, the matrices Bi are used in order to reestablish a rectangular sampling geometry. In this case
Bi ¼ U�1

i . An example of an eight-band UDFB decomposition is shown in Figure 25.20. Note that all the
subbands have the same size and that the decomposition is shift invariant.

25.7 Bamberger Pyramids

Other image decompositions like the 2-D DWT, the steerable pyramid [31], the complex-valued wavelet
transform [32], and 2-D Gabor representations [33,34] separate information across different resolutions
as well as directions. This multiresolution (MR) process could be an implicit part of the decomposition
(e.g., the DWT), or could be implemented as a separate structure (e.g., the steerable pyramid [31]). In the
latter case, we say that the decomposition is polar-separable, implying that a radial frequency decom-
position (i.e., a pyramid) is performed independently of the angular decomposition.
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FIGURE 25.19 Implementation of an eight-band UDFB using a tree structure with UFFBs and UCFBs.
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Given that many problems of interest in image processing and image analysis require MR directional
analysis, extending the theory of the BDFB to polar-separable representations is desirable. As it turns out
polar-separable versions of the BDFB and UDFB can be constructed and are straightforward to derive.
Different types of radial pyramids can be considered [30], but here we focus on a couple of examples

associated with the BDFB. The simplest Bamberger pyramid consists of a ‘‘lowpass–highpass’’ decom-
position. The image is first filtered with a lowpass filter Lvc (z0, z1) with cutoff frequency vc. A high
frequency component is obtained by subtracting the filtered version from the original image. The
resulting high frequency channel is decomposed into directional subbands using the BDFB or the
UDFB, depending on the application.
Another straightforward Bamberger pyramid can be formed by combining a J-level Laplacian pyramid

with the BDFB [4,30]. The analysis structure is presented in Figure 25.21. At the high- and mid-
frequency levels the subbands can be processed with the BDFB. If required, the UDFB can be used in

FIGURE 25.20 Example of an eight-band UDFB decomposition.
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FIGURE 25.21 Bamberger pyramid using the Laplacian pyramid structure combined with the BDFB.
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place of the BDFB. More generally the directional decomposition can be designed independently at each
resolution. For instance, the number of subbands and the order of the bi(z) filters can be chosen
independently. Since the polar components of Bamberger pyramids are invertible, it is easy to see that
the overall system is PR.
For the maximally decimated case, the Laplacian-BDFB structure increases the data by approximately

a factor of 43. For the cases where the UDFB is used, the increase in data is significantly larger. For the case
where all radial bands are decomposed into an N-band UDFB, the data increase is given by a factor of 4N3 .
Where shift invariance is needed at all resolutions and orientations, we can remove all downsampling
operations from the Laplacian pyramid and modify the lowpass kernels resulting in H0(z2

j

0 , z
2j
1 ) and

G0(z2
j

0 , z
2j
1 ) at each resolution level, where j ¼ 0, 1, . . . , J � 1. When combined with the BDFB, the

resulting Bamberger pyramid is overcomplete by a factor of J. If the UDFB is used, the data increases
by a factor of N(J � 1)þ 1.
A comparison of the frequency plane partitioning obtained with the Bamberger pyramids described

above and the traditional separable 2-D DWT (and its undecimated version) is shown in Figure 25.22.
The 2-D DWT has limited angular sensitivity (mixed-diagonal, horizontal, and vertical directions), while
Bamberger pyramids can have 2N directional subbands.

25.8 Applications

The BDFB has proven to be a useful tool for different problems in image processing and analysis. In this
section, we present a summary of different applications reported in the literature. Detailed development
and discussion is out of the scope of this work and can be obtained from the references.

25.8.1 Texture Analysis and Segmentation

Texture is an important characteristic present in many images that often contains useful information,
which can be exploited in analysis applications. Multichannel methods are among the best in exploiting
texture information and include Gabor decompositions, DCTs, DSTs, wavelets, wavelet packets, and
dual-tree complex wavelets [35–37]. Decompositions based on the BDFB provide some of the best results
for texture classification and segmentation reported in the literature [5,19,30,38,39].
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FIGURE 25.22 Comparison of the frequency plane partitioning of the 2-D separable DWT (a) and the proposed
directional pyramids (b).
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Texture information is distributed across different scales and orientations according to the structural
and statistical properties of the image and thus useful texture components can often be separated with a
multichannel transform. A simple way to obtain a texture characterization is to measure the subband
energies and form a feature vector f. Such feature vectors can be used in combination with a classifier or
clustering algorithm for recognition or segmentation.
In texture classification the objective is to assign an unknown texture sample to a particular class

within a set of known texture classes. The Bayes minimum distance classifier has been used extensively in
texture classification [29,35,38,40,41]. This classifier is a supervised scheme that requires the estimation
of the mean feature vector and feature covariance matrix for each class. The BDFB was evaluated for
texture classification using the Brodatz data set [42] and the methodology described in Ref. [35]. BDFB-
based classifiers provide some of the best results for this data set, achieving 99.62% correct classification
using 10 features [30,38]. The BDFB results are comparable to the tree-structured wavelet transform and
discrete sine transform reported as the best performers in Ref. [35].
In practice, classification systems have to deal with geometrical distortions like rotation. For this

problem, rotation-invariant features can be attractive. Multichannel decompositions that split the
frequency plane into directionally selective channels can achieve rotation invariance using a DFT-
encoding step [39,43,44]. In this approach, a feature vector f is formed from the set of directional
subbands at each resolution. Then, a DFT is computed for the features at each resolution separately. The
resulting DFT coefficients are grouped in a vector F. A rigid texture rotation is encoded in f as a circular
shift which in F is encoded as a complex exponential factor. A rotation-invariant feature set is obtained
by taking the magnitude of F and discarding half of its components.

For instance, in Ref. [38] a Bamberger pyramid is used as the front end of a rotation-invariant
classification system. The pyramid consists of an undecimated J-level Laplacian pyramid and an
N-band BDFB which achieve the frequency plane partitioning shown in Figure 25.22b. A rotation-
invariant feature set is obtained after applying DFT encoding to each pyramid resolution separately.
Using the Bayes distance classifier, the system was tested with the data set introduced by Haley and
Manjunath [41], which consists of 13 texture classes, each scanned at rotations of 0�, 30�, 60�, 90�, 120�,
and 150�. The BDFB-based system obtained correct classification rates of 96.96% with 15 features. These
results compare favorably with those reported by Haley and Manjunath [41] using a class of 2-D analytic
Gabor wavelets; in their system they achieve 96.8% correct classification using a feature vector with 204
components.
Multichannel schemes have also been applied to texture segmentation. In this case a feature vector is

used for each pixel in order to capture the local rather than global texture cues. A generic segmentation
system is presented in Figure 25.23. The nonlinear operations are used as limiters that control the
presence of outliers. For each spatial location (n, m) the local energy is estimated across all subbands. A
weighted sum of squared coefficients is typically used in this step, usually composed of a squaring
operation followed by a Gaussian smoothing operator. The local energy estimates are then grouped to
form feature vectors. In the final step, a classifier is used to produce a segmentation map that assigns a
label to each (n, m) location. Bamberger pyramids are well suited for this purpose [19,30]. A segmen-
tation example is presented in Figure 25.24 that corresponds to an undecimated Bamberger pyramid with
a redundancy factor of JN where J ¼ 4 and N ¼ 8. The learning vector quantization (LVQ) algorithm
from Kohonen [45] was selected as the classifier following the work in Ref. [36]. The segmentation error

ClassifierNonlinearityFilter bank
x (no, n1)

Local
energy

estimation
Normalizing
nonlinearity

sk(i, j) ek(i, j)

S(i, j)

FIGURE 25.23 Classical segmentation system based on multichannel filtering.
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for this example is 4.67%. A comparative study [30] showed that on average Bamberger pyramids provide
the best performance compared to other multichannel decompositions like the DCT, DWT, undecimated
uniform filter banks [36], and the DT-CWT [37].

25.8.2 Image Denoising Using Bamberger Pyramids

Denoising is a popular application in which wavelets have been employed. The goal in denoising is to
enhance the quality of an image that has been contaminated by additive noise, often assumed to be
Gaussian white noise. The basic wavelet denoising procedure consists of first decomposing the noisy
image into subbands, after which each subband is processed by a subband-specific nonlinearity. In the
last step, the processed subbands are recombined in a synthesis transform to reconstruct a noise

(b)(a)

(c)

FIGURE 25.24 Example of texture segmentation using Bamberger pyramids. (a) Five texture mixture. (b) Segmen-
tation map identifying the five texture classes. (c) Segmentation error, localized mainly along the texture boundaries.
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suppressed version of the noisy original. Since the forward and inverse transforms amount to an identity
system, it is evident that the noise suppression can be directly attributed to the nonlinear operations
performed on the subbands.
Typically, the nonlinearity is a shrinking or coring operation which takes a subband coefficient and

modifies its magnitude. Small coefficients tend to be suppressed and large coefficients maintain their
values. A commonly used operator for images is soft thresholding, whereby a subband coefficient
x(n0, n1) is modified to x̂(n0, n1) ¼ sgn(x(n0, n1))(jx(n0, n1)j � T) when the coefficient magnitude is
greater than T, and the coefficient is set to zero otherwise. The value of the threshold is set explicitly
within each subband or adapted individually to each coefficient based on some criterion, such as energy
or statistical characteristics [46,47].
This approach was first explored with maximally decimated filter banks and later with undecimated

transforms. It turns out that better results are generally achieved with undecimated (shift-invariant)
decompositions.
Since the Bamberger pyramid, whose decomposition is shown in Figure 25.22, provides both radial

and angular subband resolution, one might imagine that it would perform well in a denoising application
[47,48]. In fact such is the case as shown by the comparisons in Figure 25.25. Bamberger pyramids can
provide better directional selectivity across resolutions along with shift invariance when the UDFB is
used. Shown in Figure 25.25c is the denoising result for an undecimated Bamberger pyramid with
frequency plane partitioning similar to the Steerable pyramid [31]. The midband pyramid levels in this
particular system are decomposed with an eight-band UDFB.
For threshold selection, the spatially adaptive wavelet thresholding (SAWT) algorithm [46] was used,

where a threshold is computed for each subband coefficient using local statistics under a Bayesian
framework.

(a) (c)(b)

FIGURE 25.25 Denoising results using Lenna (a) Image with additive white Gaussian noise with s ¼ 22:5. (b)
Denoised image using the UDWT. (c) Denoised image using Bamberger pyramids.
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Also considered is a similar system using the undecimated DWT (UDWT) instead of the UDFB. The
denoised image from the DWT system is shown in Figure 25.25b. Both the DWT and DFB systems have
good performance as can be seen in contrast to the original image with visible additive noise shown in
Figure 25.25a. Both UDWTs and DFBs are good choices for denoising applications.

25.8.3 Fingerprint Enhancement and Recognition

The analysis of fingerprint images can be a challenging problem. The obvious goal is to identify a
fingerprint image as belonging to a particular individual from among a huge set of candidates. DFBs can
play a role in the recognition process. Park et al. [49] proposed a new image-based fingerprint matching
method that is robust to diverse rotations and translations of an input fingerprint. This scheme does not
require minutiae extraction, as is the typical approach. Rather, the scheme of Park represents the
fingerprint in terms of directional energies. The area within a certain radius around a reference point
is used as a region of interest (ROI) for feature extraction. Fingerprint features are then extracted from
the ROI using the BDFB. More specifically, the ROI for each subband is divided into blocks and
directional energy values are calculated for each block. Only the blocks with dominant energy are
retained, while the rest of the directional energies are set to zero, which effectively treats them as
noise. As part of the matching process, rotational and translational alignments between the input and
template are performed through a normalized Euclidean distance. Experimental results reported by Park
et al. [49] demonstrate that the proposed DFB method has comparable verification accuracy to the other
leading techniques while having faster processing speed and greater robustness to positional variation.

25.8.4 Iris Recognition

Another biometric identification system that has received attention in recent years uses iris patterns. The
physiological characteristics of the iris provides a biometric difficult to modify or reproduce by synthetic
methods. The work pioneered by Daugman [50] generates an iris code based on localized energy
measurements of the iris texture using 2-D multiscale directional Gabor filters. As is well known the
implementation of Gabor filter banks is computationally expensive and the frequency selectivity is
limited. The BDFB has been explored as an alternative to Gabor filter banks. Helen Sulochana and
Selvan [51] reported on a system that produces a feature vector from the BDFB subbands by dividing
each subband into 9� 9 blocks and calculating the energy from each block. The energies are then
thresholded to form a binary iris signature. The BDFB-based system has similar performance to the
leading systems, but is less complex and faster.

25.8.5 Finite-Field DFBs

BDFBs can also be applied to binary images using binary arithmetic. An important property of the ladder
structure is that it allows for a straightforward implementation of nonlinear filter banks with PR. Since
ladder steps are added in the analysis and subtracted in lock step in the synthesis, exact reconstruction is
preserved regardless of the kind of ladder step operation being performed. Consequently nonlinear
operations can be accommodated, such as quantization, rounding, rank order filtering, and so on. For
instance, true integer-to-integer wavelet transforms are possible by adding rounding operations after each
filtering step.
Since FFBs can be realized with ladder structures, nonlinear BDFBs can be constructed. A particular

case of interest is processing bilevel or binary images with binary arithmetic. Randolph and Smith [52]
reported on a binary BDFB that produces directional subbands that are also binary. To achieve binary
valued subbands, a threshold is applied after filtering by b(Z0)b(Z1) in the two-stage ladder FFB. The
threshold maps negative values to zero and positive values to one. All remaining operations in the ladder
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structure are implemented using modulo-two arithmetic. An example of the output for a two-channel
binary BDFB is shown in Figure 25.26 for a binary version of the image in Figure 25.13.
The binary BDFB has been explored in the context of printed character enhancement and character

recognition. Specifically, it has been applied to rotation and scale-invariant character recognition [53]
and enhancement of low-resolution documents [54,55].

25.8.6 Velocity Selective Filter Banks

Motion analysis is a critical element in video compression, object tracking, computer vision, and situation
analysis. Popular approaches for analyzing motion have included optical flow and block matching
techniques. An alternative, explored more recently, has been the use of velocity tuning filters where
motion is determined by looking at the spatiotemporal distribution of energy along planes in the 3-D
frequency domain. As objects move, they trace a trajectory in time captured by their spatial displacement
from frame to frame. In Ref. [56], object trajectories have been extracted using a 3-D continuous wavelet
transform (CWT). This transform can be tuned to find motion using spatial translation, temporal
translation, scale, velocity magnitude, and velocity orientation. Such flexibility comes with a high
computational cost. However, velocity selective filter banks (VSFB) have been reported in Refs. [11,57]
that provide an attractive alternative to the oversampled CWT. The implementation boils down to a 3-D
generalization of the BDFB which requires the use of full-rate or undecimated subbands. The VSFB is
spatiotemporally separable meaning that the BDFB is computed for each individual frame and then
subbands along a specific orientation across different frames are grouped and processed temporally using
the BDFB. The VSFB produces 3-D wedges as depicted in Figure 25.27a. This wedge captures motion for
objects moving along the directions over the fixed velocities captured by the temporal aperture of the
wedge. The CWT is capable of additionally separating information across scales as shown in Figure
25.27b. Compared to the CWT, the VSFB is constrained to the speed and position resolutions deter-
mined by the number of directional subbands. On the other hand, its computational complexity is an
order of magnitude lower than the CWT.

(a) (b)

FIGURE 25.26 Output of a two-channel binary BDFB. The subbands are binary valued.
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25.9 Closing Remarks

DFBs have many properties that are both interesting and important. They can provide decompositions
with a wide variety of angular resolutions, the filters can be designed to have good passband character-
istics, and they can be designed to have exact reconstruction. Furthermore, DFBs can accommodate a
range of decimation factors for the subbands, from maximally decimated to undecimated. This flexibility
can be important in applications where either a compact representation is desirable, like image com-
pression, or applications where shift invariance is deemed important, as is the case with image denoising.
This chapter is not intended as a comprehensive review of directional transforms, but rather an

overview of the basic multidimensional theory, the DFB tree structure, the design and efficient imple-
mentation of the filter bank, and some applications that have been considered. The interested reader
seeking a more comprehensive discussion of this material is directed to the references provided at the end
of this chapter.
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26.1 Introduction

Linear methods that satisfied the principle of superposition dominate current signal processing theory
and practice. Linear signal processing is founded in the rich theory of linear systems, and in many
applications linear signal processing methods prove to be optimal. Moreover, linear methods are
inherently simple to implement, with their low computational cost, perhaps the dominant reason for
their widespread use in practice. While linear methods will continue to play a leading role in signal
processing applications, nonlinear methods are emerging as viable alternative solutions.
The rapid emergence of nonlinear signal processing algorithms is motivated by the growth of increas-

ingly challenging applications, for instance in the areas of multimedia processing and communications.
Such applications require the use of increasingly sophisticated signal processing algorithms. The growth of
challenging applications is coupled with continual gains in digital signal processing hardware, in terms
of speed, size, and cost. These gains enable the practical deployment of more sophisticated and compu-
tationally intensive algorithms. Thus, nonlinear algorithms and filtering methods are being developed and
employed to address an increasing share of theoretical problems and practical applications.
A disadvantage of nonlinear approaches is that, unlike their linear counterparts, nonlinear methods

lack a unified and universal set of tools for analysis and design. The lack of unifying theory has led to the
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development of hundreds of nonlinear signal processing algorithms. These algorithms range from
theoretically derived broad filter classes, such as polynomial and rank–order based methods [1–9], to
boutique methods tailored to specific applications. Thus the dynamic growth of nonlinear methods and
lack of unifying theory makes covering the entirety of such operators in a single chapter impossible. Still,
large classes of nonlinear filtering algorithms can be derived and studied through fundamentals that are
well founded.
The fundamental approach adopted in this chapter is that realized through the coupling of statistical

signal modeling with optimal estimation-based filter development. This general approach leads to a
number of well-established filtering families, with the specific filtering scheme realized depending on the
estimation methodology adopted and the particular signal model deployed. Particularly amenable to filter
development is the maximum likelihood estimation (M-estimation) approach. Originally developed in
the theory of robust statistics [10], M-estimation provides a framework for the development of statistical
process location estimators, which, when employed with sliding observation windows, naturally extend to
statistical filtering algorithms.
The characteristics of a derived family of filtering operators depend not only on the estimation

methodology upon which the family is founded, but also on the statistical model employed to charac-
terize a sequence of observations. The most commonly employed statistical models are those based on the
Gaussian distribution. Utilization of the Gaussian distribution is well founded in many cases, for instance
due to the central limit theorem, and leads to computationally simple linear operations that are optimal
for the assumed environment. There are many applications, however, in which the underlying processes
are decidedly non-Gaussian. Included in this broad array of applications are important problems in
wireless communications, teletrafic, networking, hydrology, geology, economics, and imaging [11–15].
The element common to these applications, and numerous others, is that the underlying processes
tend to produce more large magnitude observations, often referred to as outliers or impulses, than is
predicted by Gaussian models. The outlier magnitude and frequency of occurrence predicted by a model
is governed by the decay rate of the distribution tail. Thus, many natural sequences of interest are
governed by distributions that have heavier tails (e.g., lower tail decay rates) than that exhibited by
the Gaussian distribution. Modeling such sequences as Gaussian processes leads not only to a poor
statistical fit, but also to the utilization of linear operators that suffer serious degradation in the presence
of outliers.
Couplings, an estimation (filtering) methodology with a statistical model appropriate for the observed

sequence, significantly improves performance. This is particularly true in heavy tailed environments. As
an illustrative example, consider the restoration of an image corrupted by (heavy tailed) salt and pepper
noise. Typical sources of salt and pepper include flecks of dust on the lens or inside the camera, or, in
digital cameras, faulty CCD elements. Figure 26.1 shows a sample corrupted image, the results of two-
dimensional linear and nonlinear filtering, and the true underlying (desired) image. It is clear that the
linear filter, unable to exploit the characteristics of the corrupting noise, provides an unacceptable result.
On the other hand, the nonlinear filter, utilizing the statistics of the image, provides a very good result.
The nonlinear filtering utilized in this example is the median, which is derived to be optimal for certain
heavy tailed processes. This appropriate statistical modeling results in performance that is far superior to
linear processing, which is inherently based on the processing of light tailed samples.
To formally address the processing of heavy tailed sequences, this chapter first considers sequences of

samples drawn from the generalizes Gaussian distribution (GGD). This family generalizes the Gaussian
distribution by incorporating a parameter that controls the rate of exponential tail decay. Setting this
parameter to 2 yields the standard Gaussian distribution, while for values less than two the GGD tails
decay slower than in the standard Gaussian case, resulting in heavier tailed distributions. Of particular
interest is the first order exponential decay case, which yields the double exponential, or Laplacian,
distribution. The Gaussian and Laplacian GGD special cases warrant particular attention due to their
theoretical underpinnings, widespread use, and resulting classes of operators when deployed in an
M-estimation framework. Specifically, it is shown here that M-estimation of Gaussian distributed
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observations samples leads to traditional linear filtering, while the same framework leads to median
filtering for Laplacian distributed samples. Thus as linear filters are optimal for Gaussian processes, the
median filter and its weighted generalizations are optimal for Laplacian processes. Median type filters are
more robust than linear filters and operate more efficiently in impulsive environments, characteristics
that result directly from the heavy tailed characteristic of the Laplacian distribution.
Although the Laplacian distribution has a lower rate of tail decay than the Gaussian distribution,

extremely impulsive processes are not well modeled as Laplacian. The GGD family, in fact, is limited in
its ability to appropriately model extremely impulsive sequences due to the constraint that, while
incorporating freedom in the detail decay rate, the tail decay rate is, nonetheless, restricted to be
exponential. Appropriate modeling of such sequences is of critical importance, as a wide variety of
extremely impulsive processes are observed in practice. Many such sequences arise as the superposition
of numerous independent effects. Examples of which include radar clutter, formed as the sum of many
signal reflections from irregular surfaces, the received sum of multiuser transmitted signals observed at a
detector in a communications problem, the many impulses caused by the contact of rotating machinery
parts in electromechanical systems, and atmospheric noise resulting from the superposition of lightning-
based electrical discharges around the globe.

(a) (b)

(c) (d)

FIGURE 26.1 The original figure depicted in (a) is corrupted with transmission noise, the result of which is given in
(b). The received image is then processed with (c) linear (mean) and (d) nonlinear (median) filters.
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The superposition nature of many observed heavy tailed processes has led to the utilization of a-Stable
distributions as signal models for such processes [16–19]. Indeed, the family of a-Stable distributions can
be justified by the Generalized Central Limit Theorem [19–25]. Moreover, the distribution family (other
than the Gaussian limiting case) possesses algebraic tales, making a-Stable modeling of heavy tailed
processes more accurate than exponential tailed GGD family modeling. Although an accurate model for
many heavy tailed processes, the utility of the a-Stable family is limited by the fact that only a single heavy
tailed distribution in the family possesses a closed form, namely the Cauchy distribution. Thus heavy-tail
focused theories andmethods derived from thea-Stable family are limited, and based on a single distribution.

To overcome the drawbacks associated with GGD and a-Stable based approaches, we present
methods derived froma robust extension toM-estimation referred to asLM-estimation. TheLM-estimation
formulation yields operators that are significantly more robust than traditional (GGD)M-estimation based
methods.Moreover,LM-estimation is statistically related to, andderives its optimality from, the generalized
Cauchy density (GCD). Utilization of GCD derived methods is particularly advantageous in that (1) the
GCD is a family of distributions possessing algebraic tail decay rates and that (2) they have closed form
expressions. Thus like the a-Stable family, the GCD is an appropriate model for extremely impulsive
phenomena. But in contrast to the a-Stable family (and like the GGD), the GCD is a broad family of
distributions that can be represented in closed form, therebypresenting a framework fromwhich estimation
and filtering procedures can be derived. Thus the GCD combines the advantages of the a-Stable and
GGD families (accurate heavy tailed modeling and closed form expressions), while eliminating their
respective disadvantages.
Much like the Gaussian and Laplacian distributions represent special cases of importance within the

GGD, the GCD possesses several special cases that are worthy of thorough investigation. Specifically, we
cover in depth the Cauchy and Meridian distribution special cases of the GCD. These distributions are
coupled with the LM-estimation framework and shown to yield the Myriad and Meridian filtering
operations [26–29]. These filtering classes are proven and shown to be significantly more robust than
traditional linear, and even median, filtering. Additionally, they contain a free parameter that controls the
level of robustness. This degree of freedom allows for a wide array of filtering characteristics including
limiting cases that converge to traditional filtering algorithms. Specifically, the (least robust) limiting case
of the Myriad filter is the traditional linear filter, while the median filter is the (least robust) limiting
case of the Meridian filter. This illustrates the broad range of filtering characteristics exhibited by GCD-
based methods and justifies their in-depth coverage within this chapter.

The remainder of the chapter is organized as follows. Section 26.2 introduces M-estimation and
couples this approach with the GGD signal modeling. Particular attention is given to the Gaussian
and Laplacian distribution special cases and the resulting linear and median filtering operations. The
LM-estimation robust extension to M-estimation is covered in Section 26.3. The link between the GCD
family and LM-estimation is covered along with in-depth coverage of the Myriad and Meridian special
cases. Coverage includes an analysis of the filtering objective functions, limiting special cases, evaluations
of properties and characteristics, as well as the presentation of optimization procedures. Applications
and numerical examples illustrating and contrasting the capabilities of covered filtering methods are
presented in Section 26.4. Specifically considered applications are basedband communications, recently
emerging powerline communications, and highpass filtering. Finally, conclusions are drawn and future
research directions noted in Section 26.5.

26.2 M-Estimation

To address the filtering problem, we begin by formally developing the M-estimation framework and the
commonly employed GGD statistical model. This development allows the problem to be rigorously
addressed, but also presents an intuitive approach from which filtering algorithms can be derived and
understood. It is shown that combining the GGD statistical model and a special case of M-estimation
referred to as maximum likelihood estimation (ML), results in simple norms that, among other
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applications, can be used to define filtering structures. The norms are distribution specific, and we
consider in depth the Gaussian and Laplacian special cases of the GGD showing that the resulting norms
are the commonly utilized L2 and L1 metrics, respectively. Moreover, the Gaussian distribution and L2
metric directly lead to the class of linear filters, while the Laplacian and L1 metric correspond to the
family of median filters. The difference in norm and filtering characteristics is directly dependent on the
distribution tail decay rates, with those derived from the heavier detailed Laplacian distribution being
more robust than those derived from light tailed Gaussian distribution.

26.2.1 Generalized Gaussian Density and Maximum Likelihood Estimation

Perhaps the most fundamental form of estimation is the problem of location estimation. While funda-
mentally simple, location estimation is easily extended to the filtering problem through utilization
of a sliding observation window. To develop location estimation based filtering operations, we first
consider the slightly more general problem of ML estimation, which was developed as a special case of
M-estimation within the theory of robust statistics [10,30].

To establish the estimation and filtering operators, consider a set of observations (input samples),
fx(i) : i ¼ 1, 2, . . . ,Ng, formed from a signal s(i; u), with and underlying parameter of interest u,
corrupted by additive noise, i.e.,

x(i) ¼ s(i; u)þ n(i), (26:1)

where n(i) represents the additive noise samples that are distributed as n(i) � fn(�). The assumed model
is quite general, as is the M-estimation formulation for the underlying parameter of interest, which is
stated in the following definition.

Definition 26.1: Given the set of observations fx(i; u): i ¼ 1, 2, . . . ,Ng, the M-estimate of u is
given by

ûM ¼ argmin
u

XN
i¼1

r(x(i)� s(i; u)), (26:2)

where r(�) is defined as the cost function of the M-estimate.
Note that the cost function can take on many forms, and can be tailored to a particular signal model or

application. One particularly simple single model is to assume that the observation samples are statis-
tically independent. Coupling this assumption with a cost function tied directly to the statistics of the
observed samples, namely r(u) ¼ �logffn(u)g, yields the class of ML estimators. Maximum likelihood
estimators have received broad attention, and have been applied across a large array of sample distribu-
tions and to a vast number of applications.
The effectiveness of ML estimation depends on the statistical model employed in the cost function, and

how well this model represents the observation sequence. The most commonly employed statistical
model is the Gaussian distribution, which in its generalized density form is expressed as

fGGD(u) ¼ b

2aG(1=b)
exp � juj

a

� �b
( )

, (26:3)

where G(�) is the gamma function. The parameter a determines the width of the density peak (standard
deviation), while b controls the tail decay rate. Generally, a is referred to as the scale parameter while b is
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called the shape parameter. The GGD can be used to model a broad range of noise processes. Moreover,
taking the n(i) terms in Equation 26.1 to be independent, identically distributed (i.i.d.) GGD samples
yields a particularly simple form for the ML estimate of u. That is, Equation 26.2 reduces to a compact,
intuitive expression, which is given in the following theorem.

THEOREM 26.1

Consider the set of observations fx(i) : i ¼ 1, 2, . . . ,Ng corrupted by i.i.d. GGD distributed noise. The ML
estimate of u is the solution to the following minimization problem:

û ¼ argmin
u

XN
i¼1

jx(i)� s(i; u)jb: (26:4)

This result is obtained by letting r(u) ¼ � logffGGD(u)g and substituting the result into theM-estimation
expression, Equation 26.2. To appreciate this result, it is instructive to consider the range of distributions
within the GGD. An intuitive appreciation of the distribution family can be obtained through the
examination of two special cases, namely the Gaussian and Laplacian distributions. The Gaussian
distribution is realized for b ¼ 2. For all b < 2 cases, the resulting distributions are heavier detailed
than the Gaussian distribution. This is illustrated in Figure 26.2, which shows that density function for
several values of b including the Laplacian distribution special case (b ¼ 1). The figure clearly illustrates
the relationship between b and the distribution tail decay rate—decreasing b increases the tail heaviness
and vice versa.
A review of the ML estimate in the GGD case, Equation 26.4, makes clear that the distribution tail

decay rate directly affects the estimate. Namely, the tail decay rate defines a norm under which the
estimate is formulated. Thus, the GGD corresponds directly to norms of the form r(u) ¼ jujb, where

u

f G
G

D(
u)
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FIGURE 26.2 Generalized Gaussian density function for a ¼ 1 and b 2 f2,1,0:5g. Note that the b ¼ 2 and b ¼ 1
cases correspond to the Gaussian and Laplacian distributions, respectively, and that the rate of the tail decay is
proportional to b.
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b 2 [0, 2]. The special cases b ¼ 2, b ¼ 1, and b < 1 thus reduce to least-squares, least-absolute
deviations, and fractional lower order moment formulations. These norms are widely applied in a
range of applications including curve fitting, segmentation, filtering, and the vast majority of optimiza-
tion problems. The behavior of the Lb norms, as they are sometimes referred to, is illustrated in Figure
26.3. Of note is the influence outliers have on the norms. In the b ¼ 2 (Gaussian=L2) case, the effect of
outliers is squared, while outliers have a linear effect in the b ¼ 1 (Laplacian=L1) case and even less
influence in the fractional lower order moment case. That is to say that as b decreases, the error norms
become more robust, behavior directly linked to the prevalence of outliers in GCD distributions with
small b values.
Having established the GGD family of distributions, ML estimation for the additive noise model, and

the norms that arise from the GGD–ML coupling, these tools can now be applied to the development of
filtering algorithms for specific distribution cases.

26.2.2 Gaussian Statistics: Linear Filtering

To directly address the filtering problem, the observed signal model in Equation 26.1 is simplified to be a
direct location function of u. This yields observation samples of the form

x(i) ¼ uþ n(i) (26:5)

and reduces the M-estimation expression to simply

ûM ¼ argmin
u

XN
i¼1

r(x(i)� u): (26:6)

This simplified observation model and estimation structure yields standard operations when combined
with commonly utilized distribution models. Consider first the case in which the n(i) observation noise
samples are Gaussian distributed,
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FIGURE 26.3 GCD derived r(u) ¼ jujb norms for b 2 f2,1,0:5g. Note that the b ¼ 2,1; and 0.5 cases correspond
to the squared, absolute deviation, and fractional lower order moment formulations, respectively, and that the norm
robustness is inversely proportional to b.
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f (u) ¼ 1
2s2

exp � juj2
2s2

� �� �
: (26:7)

The following theorem addresses this case and shows that the resulting filter is a simple linear operator.

THEOREM 26.2

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Gaussian distribution
with location u and variance s2. The ML estimate of location is given by

û ¼ argmin
u

XN
i¼1

(x(i)� u)2
" #

¼ 1
N

XN
i¼1

x(i) ¼ meanfx(i) : i ¼ 1, 2, . . . ,Ng: (26:8)

This result follows from steps similar to those utilized in Section 26.2.1. The expression in Equation 26.8
shows clearly that the optimization criteria in this case reduces to the L2 norm. Moreover, the resulting
expression can be interpreted as a mean filtering structure, y ¼ 1=N

PN
i¼1 x(i), where y denotes the filter

output. Windowing of the observation sequence can be used to form sliding observation sets, yielding an
indexed output y(i) and making the filtering operation explicit.
Although the results of the previous theorem can be interpreted as yielding a filtering operation, the

realized operation is somewhat limited in that it does not utilize weights to control the characteristics of the
filter. This is a direct result of the somewhat restrictive i.i.d. assumption imposed in the theorem.
Fortunately, the identically distributed constraint can be relaxed. This results in a more general signal
model and yields a more traditional linear filtering structure that incorporates sample weighting.

THEOREM 26.3

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Gaussian distribution
with common location u and (possibly) different variances s2(i). The ML estimate of location is given by

û ¼ argmin
u

XN
i¼1

1
s2(i)

(x(i)� u)2
" #

¼
PN

i¼1 h(i)x(i)PN
i¼1 h(i)

¼D mean fh(i) � x(i) : i ¼ 1, 2, . . . ,Ng, (26:9)

where hi ¼ 1=s2(i) > 0.
This is simply a linear filtering structure, y ¼PN

i¼1
~h(i)x(i), where the ~h(i) ¼ h(i)=

PN
i¼1 h(i) terms are

the normalized filter weights. As derived in this development, the weights are inversely proportional to
individual sample variances. This is an intuitive result, as samples with high variability will be given small
weight and have minimal influence on the result. The positivity constraint, however, restricts the
resulting operators to the class of smoothers. In practice, this constraint is relaxed enabling the resulting
class of linear finite impulse response (FIR) filters to employ both positive and negative weights that
provide a wide array of spectral characteristics.

26.2.3 Laplacian Statistics: Median Filtering

The ML-based filter development can be extended to any distribution within the GGD, or, in fact, any
valid distribution. Although not all distributions yield compact filtering expressions, specific special cases
do correspond to simple, effective filtering structures. To derive such a structure that is more robust to
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sample outliers than the Gaussian distribution optimal linear filter, consider the heavier tailed Laplacian
distribution (b ¼ 1) special case of the GGD,

f (u) ¼ 1
2s

exp � juj
s

� �� �
: (26:10)

The following theorem shows that the median filter is the optimal operator for Laplacian distributed
samples.

THEOREM 26.4

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Laplacian distribution
with common location u and variance s2. The ML estimate of location is given by

û ¼ argmin
u

XN
i¼1

jx(i)� uj
" #

¼ medianfx(i) : i ¼ 1, 2, . . . ,Ng: (26:11)

The arguments utilized previously, with the appropriate distribution substitution, prove the result.
The expression in Equation 26.11 shows that, in this case, the optimization criteria reduces to the
more robust L1 norm. Moreover, the resulting expression is simply a median filter structure, y ¼
medianfx(i) : i ¼ 1, 2, . . . ,Ng, where y denotes the filter output. This operation is clearly nonlinear as
the output is formed by sorting the observation samples and taking the middle, or median, value as
the output.*
Similarly to the mean filtering case, the median filtering operation can be generalized to admit weights.

The theoretical motivation for this generalization is, like in the previous case, the relaxation of the
identically distributed constraint placed on the observation samples in the above theorem.

THEOREM 26.5

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Laplacian distribution
with common location u and (possibly) different variances s2(i). The ML estimate of location is given by

û ¼ argmin
u

XN
i¼1

1
s2(i)

jx(i)� uj
" #

¼ medianfh(i) � x(i) : i ¼ 1, 2, . . . ,Ng: (26:12)

where hi ¼ 1=s2(i) > 0 and � is the replication operator defined as h(i) � x(i) ¼ x(i), x(i), . . . , x(i)
zfflfflfflfflfflfflfflfflfflfflfflfflffl}|fflfflfflfflfflfflfflfflfflfflfflfflffl{h(i)times

.
The weighting operation in this case is achieved through repetition, rather than the scaling employed

in the linear filter. But like the linear case, sample weights are inversely proportional to the sample
variances, indicating again that samples with large variability contribute less to the determination of the
output than well behaved (smaller variance) samples. This magnitude relationship between a sample’s
weight and its influence holds even for the relaxed case of positive and negative weights. This relaxation
on the weights employs sign coupling and enables a broader range of filtering characteristics to be
realized by weighted median (WM) filters [31]:

y ¼ medianfjh(i)j � sgn h(i)ð Þx(i) : i ¼ 1, 2, . . . ,Ng, (26:13)

* For cases in which the number of observation samples is an even number, the median value is set as the average of the two
central samples in the ordered set.
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where

sgn(x) ¼
1 if x > 0,
0 if x ¼ 0,
�1 if x < 0:

8<
: (26:14)

Considerable analysis is available in the literature on the detail preservation and outliers rejection
characteristics of WM filters [8,31–36].
To contrast the performance of linear and WM filters, consider the simple problem of running

(constant) location estimation from noisy measurements. Figure 26.4 shows such an example for two
noise processes, Laplacian and a-Stable distributed samples. The Laplacian distribution is within the
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FIGURE 26.4 Constant signal corrupted with (a) Laplacian and (b) a-Stable noise (a ¼ 0:5) processed with mean
and median filters.
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GGD family, and as such the linear and WM filters perform well in this case, with the Laplacian noise
optimal WM returning the best performance. The a-Stable distribution, however, has significantly
heavier tails and both linear and WM filters breakdown in this environment. This indicates that
GGD-based methods are not well suited to extremely impulsive environments, and that more sophisti-
cated methods for addressing samples characterized by very heavy (algebraic) tailed distributions must be
developed and employed.

26.3 LM-Estimation

Many contemporary applications contain samples with very heavy tailed statistics including the afore-
mentioned powerline communications, economic forecasting, network traffic processing, and biological
signal processing problems [15,37–44]. The GGD family of distributions, while representing a broad class
of statistics with varying tail parameters, is, nevertheless, restricted to distributions with an exponential
rate of tail decay. Distributions with exponential rates of tail decay are generally considered light tailed,
and do not accurately model the prevalence or magnitude of outliers in true heavy-tailed processes. Such
processes are often modeled utilizing the a-Stable family of distributions [16–19]. While a-Stable
distributions do possess tails with algebraic decay rates, and are thus appropriate models for impulsive
sequences, the distribution lacks a full-family closed form expression and it is therefore not easily coupled
with estimation techniques such as ML.
To overcome the drawbacks of GGD and a-Stable-based techniques, we derive a generalization of the

M-estimation framework that exhibits a spectrum of optimality characteristics including greater robust-
ness. This generalization is referred to as LM-estimation, the general form of which is given in the
following definition.

Definition 26.2: Given the set of independent observations fx(i) : i ¼ 1, 2, . . . ,Ng formed as
x(i) ¼ s(i; u)þ n(i), the LM-estimate of u is defined as

ûLM ¼ argmin
u

XN
i¼1

logfdþ r(x(i)� s(i; u))g, (26:15)

where d > 0 and r(�) are the robustness parameter and cost function, respectively.
In the following, we show that LM-estimation is statistically related to the GCD. The GCD family

consists of algebraic detailed distributions with closed form expressions, and is therefore an appropriate
model for heavy tailed sequences and a family from which estimation and filtering techniques can be
derived. We consider GCD and LM-estimation based filters, focusing on the Cauchy and Meridian
distribution special cases and their resulting filter structures. Properties of the filters are detailed along
with optimization procedures. While the GGD-based results are well established and reported in
numerous works, the LM-estimation and GCD material presented represents the newest developments
in this area, and as such proofs for many results are included.

26.3.1 Generalized Cauchy Density and Maximum Likelihood Estimation

As the previous section covering GGD-based methods shows, the robustness of error norms, estimation
techniques, andfiltering algorithms derived froma density is directly related to the density tail decay rate. The
robustness of LM-estimation derives from its statistical relation to the GCD. The GCD function is defined by

fGCD(u) ¼ lG(2=l)

2[G(1=l)]2
n

(nl þ jujl)2=l : (26:16)

As in the GGD case, n is referred to as the scale parameter while l is called the shape parameter.

Nonlinear Filtering Using Statistical Signal Models 26-11



The Generalized Cauchy distribution was first proposed by Rider in 1957 [45], and ‘‘rediscovered’’
under a different parametrization by Miller and Thomas in 1972 [14]. Distributions within the GCD
family have algebraically decaying tails and are thus appropriate models of impulsive sequences. Indeed,
the GCD is used in several studies of impulsive radio noise [14,46,47]. Of note within the GCD family are
two special cases, namely the Cauchy and Meridian distributions that are realized for l ¼ 2 and l ¼ 1,
respectively [8,28,29]. The GCD is depicted in Figure 26.5a for the l 2 f2,1, 0:5g cases, all with n ¼ 1.
The slow rate of GCD tail decay, which is inversely proportional to l, is clearly seen in the figure. To
make plain the difference in GGD and GCD tail decay rates, Figure 26.5b plots enlargements of tail
sections from distributions in each family.
The utility of a heavy-tailed distribution family defined by closed forum expressions is that it can

readily be applied in ML estimation, as detailed for the GCD in the following theorem.
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FIGURE 26.5 (a) GCD function for n ¼ 1 and l 2 f2,1,0,5g; and (b) enlarged tail function for select GGD and
GCD distributions.
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THEOREM 26.6

Consider the set of observations fx(i) : i ¼ 1, 2, . . . ,Ng corrupted by i.i.d. GCD distributed noise. The ML
estimate of u is the solution to the following minimization problem:

û ¼ argmin
u

XN
i¼1

logfnl þ jx(i)� s(i; u)jlg: (26:17)

Proof: The ML estimate is defined by

û ¼ argmax
u

YN
i¼1

fx(x(i)): (26:18)

Substituting the GCD expression and denoting C(l) ¼ lG(2=l)=(2[G(1=l)]2) yields

û ¼ argmax
u

YN
i¼1

C(l)
n

(nl þ jx(i)� s(i; u)jl)2=l : (26:19)

Taking the natural logf�g and noting that C(l) and n are constant with respect to the maximization
of u gives

û ¼ argmax
u

XN
i¼1

� 2
l
logfnl þ jx(i)� s(i; u)jlg: (26:20)

Finally, noting that maximizing g(u) is equivalent of minimizing �g(u), and that 2=l is constant with
respect to u, gives the desired result.
This theorem shows that the ML estimate for GCD distributed samples is simply a special case of

LM estimation. Comparing Equations 26.15 and 26.17 shows the equivalence holds for r(�) ¼ j � jl
and d ¼ nl. Thus LM estimation is a more general framework, but one that derives its optimality from
GCD–ML estimation. Moreover, M-estimation is a (least robust) limiting case of LM-estimation, as is
shown in the following proposition. This theorem utilizes the somewhat simplified case of location
estimation (i.e., s(i; u) ¼ u), which we again consider from this point forward as it is most directly related
to filter development.

PROPOSITION 26.1

The LM-estimator reduces to an M-estimator as d tends to infinity, i.e.,

lim
d!1

ûLM ¼ argmin
u

XN
i¼1

r(x(i)� u) (26:21)

with cost function r(�).
Proof: Utilizing the properties of arg min and log functions, we have the following equalities

lim
d!1

ûLM ¼ lim
d!1

argmin
u

XN
i¼1

logfdþ r(x(i)� u)g (26:22)
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¼ lim
d!1

argmin
u

XN
i¼1

log 1þ r(x(i)� u)
d

� �
þ logfdg (26:23)

¼ lim
d!1

argmin
u

XN
i¼1

log 1þ r(x(i)� u)
d

� �
(26:24)

¼ lim
d!1

argmin
u

XN
i¼1

d log 1þ r(x(i)� u)
d

� �
(26:25)

¼ lim
d!1

argmin
u

XN
i¼1

log 1þ r(x(i)� u)
d

� �d

: (26:26)

Applying the fact that

lim
d!1

log 1þ u
d

n od

¼ u (26:27)

yields the desired result.

The fact thatM estimation is a limiting case of LM estimation indicates that the latter is a more general
family of estimators and that methods derived under this framework are, consequently, more general and
subsume those emanating from M estimation. Thus, LM estimation based methods are inherently more
efficient than (or at least equally efficient to) M estimation based methods. It should also be recalled that
in the LM estimation definition, Equation 26.15, d is referred to as the robustness parameter. Thus the
above shows equality between LM and M estimation at the robustness limit. It is easy to see that this is
the least robust limit of LM estimation. To make this plain, consider the error norm defined by the GCD
in case of Equation 26.15, which can be expressed in simplified form as

r(u) ¼ log 1þ jujl
d

( )d

: (26:28)

Figure 26.6 plots this norm, showing the effects of varying d and l. The impact of d on robustness is clear,
justifying the naming of this parameter and indicating that the d ! 1 case is indeed the least robust
case. Also evident is the greater robustness of GCD norms over their GGD counterparts, with equality
occurring at the limit point (up to a scaling factor). Having established LM estimation and the related
GCD norms, these tools are now employed to develop filtering algorithms that arise from the consid-
eration of specific distribution cases, namely the Cauchy and Meridian distributions.

26.3.2 Running Myriad Smoothers: Myriad Filtering

Consider first the Cauchy distribution special case (l ¼ 2). The following theorem sets the sample
myriad as the optimal estimate of location for samples obeying this distribution.

THEOREM 26.7

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Cauchy distribution with
common location u and scale g. The ML estimate of location, or sample myriad, is given by

û ¼ argmin
u

XN
i¼1

logfg2 þ (x(i)� u)2g
" #

¼ myriadfx(i) : i ¼ 1, 2, . . . ,N ; gg, (26:29)

where g is the linearity parameter.
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Note the slight change in notation, g replacing n, which we employ to be consistent with the literature
[26–28]. Also, the reference to g as the linearity parameter is made clear in subsequent properties. An
appreciation of the myriad operator is obtained through an investigation of the cost function defining the
operator. Thus, let Q(u) denote the objective function minimized in Equation 26.29, i.e.,

Q(u)¼D
XN
i¼1

logfg2 þ (x(i)� u)2g: (26:30)

The following proposition brings together a few key properties of the myriad cost function. The
properties are illustrated by Figure 26.7, which shows the form of a typical objective function.
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FIGURE 26.6 The error norms defined by the GCD function for (a) l 2 f0:5,1,2g with d ¼ 1 and (b) l ¼ 1 and
d 2 f0:1,1,10g.
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PROPOSITION 26.2

Let x[i] signify the order statistics (samples sorted in increasing order of amplitude) of the input samples
fx(i) : i ¼ 1, 2, . . . ,Ng, with the smallest x[1] and the largest x[N]. The following statements hold:

(1) Objective function Q(u) has a finite number (at most N) of local extrema.
(2) Myriad is one of the local minima of Q(u):Q0(u) ¼ 0.
(3) Q0(u) > 0 [Q(u) strictly increasing] for u > x[N],Q0(u) < 0 and [Q(u) strictly decreasing] for

u < x[1].
(4) All the local extrema of Q(u) lie within the range [x[1], x[N]] of the input samples.
(5) Myriad is in the range of input samples: x[1] � û � x[N].

Note that, unlike the mean or median, the definition of the myriad involves the free-tunable parameter g.
Importantly, Proposition 26.1 shows that in the limit of this parameter (or equivalently d) LM-estimation
converges to M-estimation. A particularly interesting realization of this general result holds for the
myriad case. Namely, the myriad converges to the mean in the limiting case, as formally defined in
the following.

COROLLARY 26.1

Given a set of samples fx(i): i ¼ 1, 2, . . . ,Ng, the sample myriad û converges to the sample mean as g
tends to infinity. That is,

lim
g!1 û ¼ 1

N

XN
i¼1

x(i): (26:31)

The fact that an infinite value of g converts the nonlinear myriad operation to the linear sample average
illustrates why g is aptly named the linearity parameter: the larger the value of g, the closer the behavior

x[1] x[7]

Q(
θ)

FIGURE 26.7 Typical sketch of the objective function minimized by the myriad operator (for g ¼ 0:5 and
randomly generated N ¼ 7 samples).
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of the myriad is to the (linear) mean estimator. As g is decreased, the myriad becomes more robust. In
the limit, when g tends to zero, the estimator treats every observation as a possible outlier, assigning more
credibility to the most repeated observation values. This ‘‘mode-type’’ characteristic is reflected in the
name mode–myriad given this limiting case.

COROLLARY 26.2

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng, the sample myriad û converges to a mode–type estimator as
g ! 0. That is,

lim
g!0

û ¼ arg min
x(j)2M

YN
i¼1, x(i)6¼x(j)

jx(i)� x(j)j
2
4

3
5, (26:32)

where M is the set of most repeated values.
The linearity parameter also allows the meridian filter to address three special cases of the a-Stable

distribution family. Those three cases are (1) a ¼ 1, which yields the Cauchy distribution for which the
myriad is optimal, (2) a ¼ 2, which yields the Gaussian distribution under which optimal filtering is
realized by letting g ! 1, and (3) a ! 0, in which case the distribution is extremely impulsive and
g ¼ 0 yields the optimal results. These three optimality points have been complemented with a simple
empirical formula relating g to the characteristic exponent (a) and dispersion parameter (k) of an
a-Stable asymmetric distribution,

g(a) ¼
ffiffiffiffiffiffiffiffiffiffiffiffi
a

2� a

r
k1=a, (26:33)

which is plotted in Figure 26.8.
Having established the myriad filter, the role of

the linearity parameter, and two limiting cases (sam-
ple mean and mode–myriad), we present three myr-
iad filter properties that are of importance in signal
processing, namely, no under-shoot=overshoot, shift
and sign invariance, and unbiasedness. To simplify
the notation in the properties, the myriad output

is written compactly as û(x) ¼ myriadfx(i) : i ¼
1, 2, . . . ,N ;gg, where x¼D [x(1), x(2), . . . , x(N)]T .

PROPERTY 26.1 (No Undershoot=
Overshoot)

The output of the myriad estimator operating on
samples fx(i) : i ¼ 1, 2, . . . ,Ng is always bounded by

x[1] � û(x) � x[N]: (26:34)
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FIGURE 26.8 Empirical a–g curve for a-Stable dis-
tributions. The curve values at a ¼ 0,1, and 2 consti-
tute the optimality points of the a-Stable triplet. (From
Gonzalez, J. G. and Arce, G. R., IEEE Trans. Signal
Process., 49, 438, 2001. With permission.)
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PROPERTY 26.2 (Shift and Sign Invariance)

Consider the observation set fx(i) : i ¼ 1, 2, . . . ,Ng and let z(i) ¼ x(i)þ b. Then,

(1) û(z) ¼ û(x)þ b;
(2) û(z) ¼ �û(�z).

PROPERTY 26.3 (Unbiasedness)

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng that are independent and symmetrically distributed around
a symmetry center c, û(x) is also symmetrically distributed around c. In particular, if Efû(x)g exists, then
Efû(x)g ¼ c.
The shift invariance and unbiasedness of the myriad filter show that the operator can be applied

without concerns to an overall change in location (e.g., a shift in the mean luminance of an image) and
that the operator preserves the mean. The undershoot=overshoot property shows that the myriad can be
applied without concerns of introducing amplifying artifacts, such as ringing effects.
While the myriad filter offers increased robustness over GGD-based methods and possesses several

properties of importance, the equal treatment of samples within the observation set limits the filter, as
defined above, to a single operation. Weighting of samples provides a much broader range of filtering
operations. This is theoretically justified in a fashion analogous to that utilized in the generalizations of
the mean and median operators. Specifically, the following theorem shows that considering samples with
a common location but varying scale factors leads to the weighted myriad operator.

THEOREM 26.8

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Cauchy distribution with
common location u and (possibly) varying scale factors s(i) ¼ g=

ffiffiffiffiffiffiffiffi
w(i)

p
[8,28]. The ML estimate of

location, or weighted myriad, is given by,

û ¼ argmin
b

XN
i¼1

logfg2 þ w(i)(x(i)� b)2g
" #

¼ myriadfw(i) � x(i) : i ¼ 1, 2, . . . ,N ; gg, (26:35)

where � denotes the weighting operation in the minimization problem.
As in the weighted linear and median filter cases, the weight applied to a sample in the myriad filter is

inversely proportional to the sample’s variability. This not only minimizes the effect of unreliable samples
(those with large scale), but can also be used to exploit correlations between samples. This is the case, for
instance, when a sliding window is employed and higher weights are assigned to samples at spatial
locations that are most highly correlated with the desired output, e.g., samples further away in time and
less correlated are given smaller weight. Weighting thus allows myriad filters to take on a wide array of
characteristics and to be tuned to the needs of specific applications. Moreover, the properties detailed
above for the unweighted myriad filter also hold in the weighted case. The properties are not restated for
the weighted case since they are identical. We do, however, formally state corollaries governing the
behavior of the weighted myriad operator at the limiting cases of the linearity parameter.
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COROLLARY 26.3

Given a set of samples fx(i): i ¼ 1, 2, . . . ,Ng and corresponding (positive) weights fw(i): i ¼ 1, 2, . . . ,Ng,
the weighted myriad û converges to a normalized linear estimate as g tends to infinity. That is,

lim
g!1 û ¼

PN
i¼1 w(i)x(i)PN

i¼1 w(i)
: (26:36)

COROLLARY 26.4

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng and corresponding (positive) weights fw(i): i ¼ 1, 2, . . . ,Ng,
the weighted myriad û converges to a weighted mode-type estimate as g tends to 0. That is,

lim
g!0

û ¼ arg min
x(j)2M

1
w(j)

� �r=2 YN
i¼1, x(i)6¼x(j)

jx(i)� x(j)j
2
4

3
5, (26:37)

where M is the set of most repeated values and r is the number of times a member of M is repeated in
the sample.
The linearity parameter again controls the behavior of the weighted myriad, ranging between a

normalized linear operator, in the least robust limit, and a weighted mode operator, in the most robust
limit. Thus weighted myriad filters are more general than linear filters, including the latter as a special
case. But unlike linear filters, or even median-based filters, the output of the weighted myriad is not
available in explicit form. Computation of the output is therefore nontrivial, requiring minimization of
the weighted myriad objective function, Q(u). Fortunately, Q(u) has a number of characteristics that can
be exploited to construct fast iterative methods for computing the objective function minimum.
Recall that the weighted myriad is given by

û ¼ argmin
u

Q(u)

¼ argmin
u

XN
i¼1

log 1þ x(i)� u

s(i)

� �2
" #

, (26:38)

where the change in notation, s(i) ¼ g=
ffiffiffiffiffiffiffiffi
w(i)

p
, introduced in Theorem 26.8 is employed. As the output is

a local minima of Q(u), these points can be identified by determining Q0(û), which, after some
manipulations, can be written as

Q0(u) ¼ 2
XN
i¼1

u�x(i)
s(i)2

� 	

1þ x(i)�u
s(i)

� 	2 : (26:39)

Defining c(y)¼D 2v
1þv2, the following equation is obtained for the local extrema of Q(u):

Q0(u) ¼ �
XN
i¼1

1
s(i)

� c x(i)� u

s(i)

� �
¼ 0: (26:40)
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By introducing the positive functions

h(i; u)¼D 1

s(i)2
� w x(i)� u

s(i)

� �
> 0, (26:41)

for i ¼ 1, 2, . . . ,N , where w(v)¼D c(v)
v ¼ 2

1þv2, the local extrema of Q(u) in Equation 26.40 can be
formulated as

Q0(u) ¼ �
XN
i¼1

h(i; u) � (x(i)� u) ¼ 0: (26:42)

This formulation implies that the sum of weighted deviations of the samples is zero, with the (positive)
weights themselves being functions of u. This property, in turn, leads to a simple fixed point iterative
procedure for computing the myriad weights.
To develop the fixed point algorithm, note that Equation 26.42 can be written as

u ¼
PN

i¼1 h(i; u) � x(i)PN
i¼1 h(i; u)

, (26:43)

which is a weighted mean of the input samples, x(i). Since the weights h(i; u) are always positive, the
right-hand side of Equation 26.43 is in [x[1], x[N]], confirming that all the local extrema lie within the
range of the input samples. By defining the mapping

T(u)¼D
PN

i¼1 h(i; u) � x(i)PN
i¼1 h(i; u)

, (26:44)

the local extrema of Q(u), or the roots of Q0(u), are seen to be the fixed points of T(�):

u* ¼ T(u*): (26:45)

The following fixed point iteration results in an efficient algorithm to compute these fixed points:

umþ1¼DT(um) ¼
PN

i¼1 h(i; um) � x(i)PN
i¼1 h(i; um)

: (26:46)

In the classical literature, this is also called the method of successive approximation for the solution of the
equation u ¼ T(u). This method is proven to converge to a fixed point of T( � ), indicating that

lim
m!1

um ¼ u* ¼ T(u*): (26:47)

The speed of convergence depends on the initial value u0. A simple approach to initializing the algorithm
is to set û0 equal to the input sample x(i) that yields the smallest cost P(x(i)), where log (P(u))¼D Q(u),
i.e., P(u) ¼QN

i¼1 g2 þ w(i)(x(i)� u)2

 �

. The fixed point weighted myriad optimization can now be
summarized as follows.
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Fixed point weighted myriad search

Step 1: Select the initial point û0 among the values of the input samples:

û0 ¼ argmin
x(i)

P(x(i)):

Step 2: Using û0 as the initial value, perform L iterations of the fixed point recursion
umþ1 ¼ T(um), the full expression of which is given in Equation 26.46. The final value of
these iterations is then chosen as the weighted myriad output, û ¼ T (L)(û0).

This algorithm is compactly written as

û ¼ T(L) argmin
x(i)

P(x(i))

 !
: (26:48)

Note that for the special case L ¼ 0, no fixed point iterations are performed and the above algorithm
computes the selection weighted myriad.

26.3.3 Running Meridian Smoothers: Meridian Filtering

Having established the myriad as the optimal filtering operation that arises from the location estimation
problem in Cauchy distributed samples, we consider a second special case of the GCD, namely the
Meridian distribution. This special case (l ¼ 1) has even heavier tails than the Cauchy distribution, and
is an appropriate model for the most impulsive sequences seen in practice. As the Cauchy and Meridian
distributions fall within the GCD, the development for the Meridian is similar to that for the Cauchy and
so many proofs with similar steps are omitted.

THEOREM 26.9

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Myriad distribution with
common location u and scale d. The ML estimate of location, or sample meridian, is given by

û ¼ argmin
u

XN
i¼1

logfdþ jx(i)� ujg
" #

¼ meridianfx(i) : i ¼ 1, 2, . . . ,N ; dg, (26:49)

where d is referred to as the medianity parameter.
As in all previous cases, the performance of the meridian filter is directly related to the defining

objective function. Properties describing the objective function are given in the following proposition.
The properties described therein are illustrated in Figure 26.9, which plots an example of the objective
function, Q(u), that results from a set of typical observation samples in the N ¼ 7 case.

PROPOSITION 26.3

Let

Q(u)¼D
XN
i¼1

logfdþ jx(i)� ujg: (26:50)

Nonlinear Filtering Using Statistical Signal Models 26-21



The following statements hold:

(1) Q0(u) > 0 (Q(u) is strictly increasing) for u > x[N], and Q0(u) < 0 (Q(u) is strictly decreasing) for
u < x[1].

(2) All local extrema of Q(u) lie within the range of input samples, [x[1], x[N]].
(3) Objective function Q(u) has a finite number of local minima (at most equal to the number of input

samples, N).
(4) Meridian û is one of the local minima of Q(u), i.e., one of the input samples.

The meridian estimator output is hence the input sample that yields the smallest Q(u) function value. The
selective nature of the meridian estimator, shared with the median estimator, facilitates the filter output
computation which is formulated as

û ¼ argmin
u2x

XN
i¼1

logfdþ jx(i)� ujg: (26:51)

The behavior of the meridian operator is markedly dependent on the value of d, which is referred to as
the medianity parameter. As the name suggests, we show in the following that the sample meridian is
equivalent to the sample median for large values of d, whereas the estimator acquires the form of the
sample mode for small d.

COROLLARY 26.5

Given a set of samples fx(i): i ¼ 1, 2, . . . ,Ng, the sample meridian û converges to the sample median as
d ! 1. That is,

lim
d!1

û ¼ lim
d!1

meridianfx(i) : i ¼ 1, 2, . . . ,N ; dg ¼ medianfx(i): i ¼ 1, 2, . . . ,Ng: (26:52)

x(1) x(7)

Q(
θ)

FIGURE 26.9 Typical plot of the objective function minimized by the meridian operator (for d ¼ 0:5 and randomly
generated N¼ 7 samples). (From Aysal, T. C. and Barner, K. E., IEEE Trans. Signal Process., 55, 3949, 2007. With
permission.)
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Thus the family of meridian estimators subsumes the sample median as a limiting case. This simple fact
makes the meridian filter class inherently more efficient than (or at least equally efficient to) median
filters over all noise distribution including the Laplacian. The opposite limiting case, which results in the
mode–meridian operator, is addressed in the following.

COROLLARY 26.6

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng, the sample meridian û converges to a mode–type estimator
as d ! 0. That is,

lim
d!0

û ¼ argmin
x(j)2M

YN
i¼1, x(i) 6¼x(j)

jx(i)� x(j)j
2
4

3
5, (26:53)

where M is the set of most repeated values.
Thus the myriad and meridian operators converge to a common mode operator as their lineari-

ty=medianity parameters go to 0.
Since all the operators covered in this chapter belong to the class of M-estimators [10], many robust

statistics tools are available for evaluating their robustness [10,48]. M-estimators are formulated by a set
of implicit functions, where r( � ) is an arbitrary objective function. Assuming that c(x) ¼ @(r(x))=@x
exists, the M-estimator is obtained by solving

XN
i¼1

c(x(i)� u) ¼ 0, (26:54)

where c( � ) is proportional to the so-called influence function. The influence function of an estimator is
important in that it determines the effect of contamination on the estimator.
To further characterize M-estimates, it is useful to list the desirable features of a robust influence

function [10,48]:

. B-robustness. An estimator is B-robust if the supremum of the absolute value of the influence
function is finite.

. Rejection Point. The rejection point defined as the distance from the center of the influence
function to the point where the influence function becomes negligible, should be finite. The
rejection point measures whether the estimator rejects outliers and, if so, at what distance.

The influence functions for the sample mean, median, myriad, and meridian can be shown to be

c(x) ¼ 2x, (26:55)

c(x) ¼ sgn(x), (26:56)

c(x) ¼ 2x
g2 þ x2

, (26:57)

c(x) ¼ sgn(x)
dþ jxj , (26:58)

respectively. Figure 26.10 plots each of these for comparison. Since the influence function of the mean
is unbounded, a gross error in the observations leads to severe distortion in the estimate. The mean is
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clearly not B-robust and its rejection point is infinite. On the other hand, a similar gross error has a
limited effect on the median estimate.
While the median is B-robust, its rejection point, like the mean, is not finite. Thus the median estimate

is always affected by outliers. The myriad estimate is clearly B-robust and the effect of the errors decreases
as the error increases. The meridian estimate is also B-robust, and, in addition, its rejection point is
smaller than that of myriad. This indicates that the operators can be ordered from least to most robust as:
linear, median, myriad, and meridian.
In addition to desirable influence function characteristics, the meridian possesses the following

properties important in signal processing applications.

PROPERTY 26.4

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng, let d < 1. Then the meridian output is such that

lim
x(N)!�1

û(x(1), x(2), . . . , x(N)) ¼ û(x(1), x(2), . . . , x(N � 1)): (26:59)

According to Property 26.4, large errors are efficiently eliminated by a meridian estimator with a finite
medianity parameter. Note that this is not the case for the median estimate, as large positive or negative
values can always shift the output. In robust statistics, M-estimators satisfying the outlier rejection
property are called redescending. It can be proven that a necessary and sufficient condition for an
M-estimator to be redescending is that limx!�1 q=qx(r(x)) ¼ 0. Note that this condition holds for
meridian and myriad operators, whereas it does not for the mean and median. The meridian also
possesses the same no undershoot=overshoot, shift and sign invariance, and unbiasedness properties as
the myriad.
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FIGURE 26.10 Influence functions for (solid:) the sample mean, (dashed:) the sample median, (dotted:) the sample
myriad, and (dash–dotted:) the sample meridian. (From Aysal, T. C. and Barner, K. E., IEEE Trans. Signal Process.,
55, 3949, 2007. With permission.)
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PROPERTY 26.5 (No Undershoot=Overshoot)

The output of the meridian estimator operating on samples fx(i) : i ¼ 1, 2, . . . ,Ng is always bounded by

x[1] � û(x) � x[N]: (26:60)

PROPERTY 26.6 (Shift and Sign Invariance)

Consider the observation set fx(i) : i ¼ 1, 2, . . . ,Ng and let z(i) ¼ x(i)þ b. Then,

(1) û(z) ¼ û(x)þ b;
(2) û(z) ¼ �û(�z).

PROPERTY 26.7 (Unbiasedness)

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng that are independent and symmetrically distributed around
a symmetry center c, û(x) is also symmetrically distributed around c. In particular, if Efû(x)g exists, then
Efû(x)g ¼ c.
The meridian characteristics can be broadened through the introduction of weights. The weighted

meridian possesses the same properties as the unweighted version and converges to the expected special
cases in the limit of the medianity parameter. The weighted case is formally defined and the limiting cases
stated, but the properties are omitted due to their direct similarity to the previous formulations.

THEOREM 26.10

Consider a set of N independent samples fx(i) : i ¼ 1, 2, . . . ,Ng each obeying the Meridian distribution
with common location u and (possibly) varying scale parameters v(i) ¼ d=w(i). The ML estimate of
location, or weighted meridian, is given by

û ¼ argmin
b

XN
i¼1

logfdþ w(i)jx(i)� ujg
" #

¼ meridianfw(i) ? x(i) : i ¼ 1, 2, . . . ,Ng, (26:61)

where ? denotes the weighting operation in the minimization problem.

COROLLARY 26.7

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng and corresponding (positive) weights fw(i): i ¼ 1, 2, . . . ,Ng,
the weighted meridian û converges to the weighted median as d ! 1. That is,

lim
d!1

û ¼ lim
d!1

meridianfw(i) ? x(i) : i ¼ 1, 2, . . . ,N ;dg ¼ medianfw(i) � x(i) : i ¼ 1, 2, . . . ,Ng: (26:62)
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COROLLARY 26.8

Given a set of samples fx(i) : i ¼ 1, 2, . . . ,Ng and corresponding (positive) weights fw(i) : i ¼
1, 2, . . . ,Ng, the weighted meridian û converges to one of the most repeated values in the sample set as
d ! 0. That is,

lim
d!0

û ¼ argmin
xj2M

1
w(j)

� �r YN
i¼1, x(i) 6¼x(j)

jx(i)� x(j)j
2
4

3
5, (26:63)

where M is the set of most repeated values and r is the number of times a member of M is repeated in the
sample set.
Table 26.1 summarizes the M-estimators and filters covered in this chapter. The GGD derived

operators, for b ¼ 2 and b ¼ 1 are reported on table rows 1, 2 and 5, 6, while the GCD optimal
operators, for l ¼ 2 and l ¼ 1, are reported on rows 3, 4 and 7, 8. This table brings together and
contrast the objective functions for the GGD-based linear and median filters and the GCD-based myriad
and meridian filters.

26.3.4 Introduction of Real-Valued Weights and Optimization

The coverage to this point has enforced the positivity constraint that arises naturally in each of the
operators’ estimation-based development. Only in the median case is the sign coupling approach utilized
to allow the introduction of real-valued (positive and negative) weights. See Equations 26.13 and 26.14.
For convenience, Equation 26.13 is repeated here:

û ¼ argmin
u

XN
i¼1

jh(i)j � jsgn h(i)ð Þx(i)� uj
" #

¼ medianfjh(i)j � sgn h(i)ð Þx(i)jNi¼1g: (26:64)

TABLE 26.1 M-Estimator and M-Smoother (Weighted M-Estimator) Objective Functions
and Outputs for Various Filter Families

Smoother Cost Function Filter Output

Mean
PN

i¼1 (x(i)� u)2 Meanfx(i): i ¼ 1, 2, . . . ,Ng

Median
PN

i¼1 jx(i)� uj Medianfx(i): i ¼ 1, 2, . . . ,Ng

Myriad
PN

i¼1 logfg2 þ (x(i)� u)2g Myriadfx(i): i ¼ 1, 2, . . . ,N ; gg

Meridian
PN

i¼1 logfdþ jx(i)� ujg Meridianfx(i): i ¼ 1, 2, . . . ,N ; dg

Weighted mean
PN

i¼1 w(i)(x(i)� u)2 Meanfw(i) � x(i): i ¼ 1, 2, . . . ,Ng

Weighted median
PN

i¼1 w(i)jx(i)� uj Medianfw(i)}x(i): i ¼ 1, 2, . . . ,Ng

Weighted myriad
PN

i¼1 logfg2 þ w(i)(x(i)� u)2g Myriadfw(i) � x(i): i ¼ 1, 2, . . . ,N ; gg

Weighted meridian
PN

i¼1 logfdþ w(i)jx(i)� ujg Meridianfw(i) ? x(i): i ¼ 1, 2, . . . ,N ; dg
Source: Aysal, T. C. and Barner, K. E., IEEE Trans. Signal Process., 55, 3949, 2007. With permission.
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The most general cases of the myriad and meridian are, by direct analogy, given by

û ¼ argmin
u

XN
i¼1

logfg2 þ jh(i)j � (sgn h(i)ð Þx(i)� u)2g
" #

¼ myriadfjh(i)j � sgn h(i)ð Þx(i)jNi¼1g (26:65)

and

û ¼ argmin
u

XN
i¼1

logfdþ jh(i)j � jsgn h(i)ð Þx(i)� ujg
" #

¼ meridianfjh(i)j ? sgn h(i)ð Þx(i)jNi¼1g, (26:66)

respectively. Under this formulation, the operators are no longer restricted to be smoothers and can,
therefore, be set to exhibit a wide range of frequency-selective filtering operations, including bandpass
and highpass filtering.

Also of importance is that the filter weights can be optimized. This is most easily done through a
training process, typically under the mean absolute error (MAE). For instance, using a steepest descent
approach yields a relatively simple weight update for the myriad case,

h(i; nþ 1) ¼ h(i; n)� me(n)
g2sgn h(i)ð Þ û� sgn h(i)ð Þx(i)
 �

g2 þ jh(i)j � û� sgn h(i)ð Þx(i)
 �2� 	2
2
64

3
75, (26:67)

where e(n) is simply the error between the filter output and the desired signal and m is the iteration
step size.
It is important to note that the optimal filtering action is independent of the choice of g; the filter only

depends on the value of w=(g2). Note that similar updates can be derived for the median and meridian
filters—all are analagous to the LMS update for the linear filter.
For cases in which no training sequence is available, there are simple, suboptimal approaches to setting

the operator parameters. Recall that the myriad has the linearization free parameter (g), while the
meridian has medianization free parameter (d). These parameters control the robustness of the operators.
Numerous optimization techniques exist for linear and median filters. Thus one approach to setting the
filter parameters is to design weights for the simpler linear or median filter that address the problem at
hand, then decrease the free parameter value to achieve the desired level of additional robustness. This is
referred to as myriadization in the myriad case and meridianization in the meridian case. This approach
allows the rich set of design tools in the more traditional filtering domains to be applied to the newer,
more robust operators.

26.4 Applications of Robust Nonlinear Estimators=Filters

The covered filtering methods are evaluated in two communications problems, standard baseband
communications and power line communications, as well as an illustrative frequency selective filtering
problem. In each of these applications, an underlying desired signal is to be extracted. Complicating the
extraction is additive noise. While many different noise distributions can be investigated and justified by
various problem physics, we avoid direct use of either GGD or GCD densities. Employing, for instance,
Gaussian noise will yield the obvious result of linear filtering providing the best performance, while the
myriad filter is clearly optimal for applications in which the noise is Cauchy distributed. The presentation
of such obvious results provides little information or insight into the characteristics of the individual
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algorithms. Rather, results are presented for the commonly utilized a-Stable density family. This provides
a fairer comparison and illustrates the performance of the filters operating on a widely used heavy-tailed
distribution, but one that shares only tail order with the GCD.
Utilization of a-Stable distributed samples, like Gaussian distributed samples, is very appealing for the

modeling of real-life phenomena because they constitute the only variables that can be described as the
superposition of many small independent and identically distributed effects [15]. The class of symmetric
a-Stable distributions is usually described by its characteristic function:

f(v) ¼ exp (�kjvja): (26:68)

The parameter k, which is commonly called the dispersion, is a positive constant related to the scale of the
distribution and k1=a is the scale parameter of the distribution. In order for Equation 26.68 to define a
characteristic function, the value of a must be restricted to the interval [0, 2]. Importantly, a determines
the impulsiveness, or tail heaviness, of the distribution, where smaller values of a indicate increased levels
of impulsiveness. The limit a ¼ 2 case corresponds to the zero-mean Gaussian distribution with variance
2k. All other values of a correspond to impulsive distributions with infinite variance and algebraic tail
behavior [15]. Indeed, a-Stable distributions are successfully utilized to model impulsive environments
accross a wide array of applications [8,12,15,23,28,31,34,46,49].

26.4.1 Baseband Communications

Consider first the baseband communication model given in Figure 26.11 [50]. Suppose that A (real) is
to be communicated over the channel. Denote s(t) as the combined impulse response of the transmitter
and channel, and take the pulse As(t) to be corrupted by additive white noise. The received pulse is then
given by

r(t) ¼ As(t)þ n(t), (26:69)

which, after sampling at rate 1=T, corresponds to the sequence

r(kT) ¼ As(kT)þ n(kT): (26:70)

Taking the common case assumption that s(kT) 6¼ 0 only for k an integer, the communications goal is to
estimate A using the samples As(kT)þ n(kT), k ¼ 1, 2, . . . ,K .
The formulated problem is well known to be optimally addressed through matched filtering.

Moreover, each of the covered filters can be formulated in matched form. Thus to compare the
performances of the matched linear, median, myriad, and meridian filters, 10,000 Gaussian distributed
fA(i) : i ¼ 1, 2, . . . , 10,000g parameters are generated, sent through the baseband communication chan-
nel, sampled with K ¼ 21, and filtered with each of the matched filters to obtain the estimates
fÂ(i) : i ¼ 1, 2, . . . , 10,000g. The corrupting channel noise is a-Stable distributed with a ¼ 0:4. The

Source Transmitter + Sampler Estimator

n(t)

A As(t) r(t) r(kt) Â

FIGURE 26.11 Baseband communication model: s(t) denotes the combined impulse response of the transmitter
and the channel, and As(t) is corrupted by additive white noise n(t).
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pulse carrying the symbol is taken to be rectangular. The mean absolute and squared errors of the
matched filter outputs are tabulated in Table 26.2. The tabulated results show that the linear filter
completely breaks down in the presence of the heavy tailed corruption. The median is significantly more
robust, but still suffers from its inability to completely discount outliers. The myriad and meridian
operators, both derived for such algebraic tailed environments, provide significantly better results than
the GGD-based methods. The noise parameter utilized in this example, a ¼ 0:4, results in extremely
impulsive corruption, which is why the best performance is provided by the most robust operator
covered, the matched meridian filter.

26.4.2 Power Line Communications

Consider next the problem of power line communications (PLCs). The use of existing power lines for
transmitting data and voice has received considerable interest in recent years [51–54]. The advantages of
PLCs are obvious due to the ubiquity of power lines and power outlets. The potential of power lines to
deliver broadband services, such as fast Internet access, telephone, fax services, and home networking is
emerging in new communications industry technology. However, there remain considerable challenges
for PLCs, such as communications channels that are hampered by the presence of large amplitude noise
superimposed on top of traditional white Gaussian noise. The overall interference is appropriately
modeled as an algebraic tailed process, with a-Stable (a 	 1) often chosen as the parent distribution [51].
To compare the various filtering algorithms, consider a PLC problem in which there are a set of voltage

levels, V ¼ f�2,�1, 0, 1, 2g unknown at the receiver.* A signal randomly composed of these voltage
levels, an example of which is shown in Figure 26.12a, is transmitted through a powerline. The observed
signal is given in Figure 26.12b, where the noise is modeled as a-Stable distributed with a ¼ 1:25. Note
that this results in corruption that is somewhat less impulsive than in the previously considered example.
The observed powerline signal is processed with mean, median, myriad, and meridian filters, each
utilizing window length N ¼ 9, the results of which are given in Figures 26.12c through, respectively.
Inspection of the figures shows that the mean is vulnerable to impulsive noise even when a is relatively

large. The median, myriad, and meridian, in contrast, all perform relatively well. The fact that the median
performs well in this example indicates that the noise impulsivity is reasonably close to the GGD
Laplacian distribution special case. The meridian is, perhaps, overly robust for the level of corruption
observed in this example, but still performs nearly as well as the myriad and median. This example shows
that the myriad and meridian give up little in terms of performance in relatively light tailed environments
while, as the previous example shows, offering considerably better performance in the presence of truly
heavy tailed observations.

26.4.3 Highpass Filtering of a Multitone Signal

As a final example, consider the problem of preserving a high-frequency tone while removing all low
frequency terms. This requires highpass filtering, which employs both positive and negative weights
within the filter window. Such a problem demonstrates not only the utilization of positive and negative

TABLE 26.2 Matched Linear, Median, Myriad and Meridian Filters Output MAEs and MSEs

Performance Criteria Matched Linear Matched Median Matched Myriad Matched Meridian

MAE 5:9215
 103 0.2080 0.1605 0.1121

MSE 3:2949
 107 0.1687 0.0520 0.0380

Source: Aysal, T. C. and Barner, K. E., IEEE Trans. Signal Process., 55, 3949, 2007. With permission.

* In the case where the signal alphabet is known at the receiver, the linear, median, myriad, and meridian estimators are
readily extended to detectors.
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weights, but also the ability of robust nonlinear filters to perform frequency selectivity that is traditionally
accomplished through linear filtering. Figure 26.13a depicts a two-tone signal with normalized frequen-
cies 0.02 and 0.4Hz. The signal is 1000 samples long, although a cropped version of the original signal
f0,200g is shown for presentation purposes. Figure 26.13b shows the multitone signal filtered by a 40-tap
linear FIR filter designed by the MATLAB fir1 command with a normalized cutoff frequency of 0.3Hz.
The myriad and median filter weights are optimized in this case utilizing the adaptive methods detailed in
the previous section.* Noting that the median filter is a limiting case of the meridian filter, the meridian
filter weights are set equal to those of the median.
The clean multitone input signal is corrupted by additive a-Stable noise with a ¼ 0:4 to form a

corrupted observation from which the single high frequency tone must be extracted, Figure 26.13c. The
noisy multitone signal is processed by the linear, median, myriad, and meridian filters with the results
given in Figures 26.13d through g, respectively. Similarly to the first example, the observation signal in
this case contains very heavy tailed outliers. These outliers cause the linear filter to, once again, break
down. Each of the nonlinear filters, in contrast, offers more robust processing, with the outputs more
closely reflecting the range and frequency content of the desired signal. The increasing robustness of
the operators is again apparent, with the myriad being more robust to outliers than the median and the
meridian being the most robust. It should be noted that the nonlinear filters not only minimize the
influence of outliers, but their flexible weighted structures are able to effectively pass desired frequency
content while rejecting content outside the desired frequency band. The ability to simultaneously reject
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FIGURE 26.12 Power line communications signal enhancement: (a) transmitted signal, (b) observed signal
corrupted by a ¼ 1:25 noise, output of the (c) mean [2:5388]f8:6216g, (d) median [2:4267]f7:4393g, (e) myriad
[2:4385]f7:4993g; and (f) meridian filters [2:4256]f7:4412g, where [ � ] and f�g denotes the mean absolute and
squared error for the corresponding filtering structure.

* The clean multitone signal and the desired high-frequency signal are utilized as the input and desired signals, respectively.
For more detail see Refs. [28,29,31].
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outliers and perform frequency selectivity enables the nonlinear median, myriad, and meridian filters to
be deployed in a wide range of applications, including those previously dominated by, but not necessarily
well addressed by, linear filtering.

26.5 Concluding Remarks and Future Directions

The development and application of nonlinear filters is necessitated by the complexity and challenging
environments of many contemporary problems. In this chapter we have taken a fundamental approach to
filter development, considering operators from the first principles of location estimation. This develop-
ment focused on two important broad classes of distributions, generalized Gaussian and generalized
Cauchy distribution families. Within the GGD family, particular focus was placed on the Gaussian and
Laplacian distribution special cases and their resulting linear andmedian filtering operations. It was shown
that while the GGD family constitutes a broad array of distributions with varying tail parameters,
distributions within the family are not capable of accuratelymodeling themost impulsive and environment
seen in practice due to the constraint that GGD density tail decay rates be exponential. The consequence
of this tail decay rate constraint is that the linear and median filters deriving their optimality from the
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FIGURE 26.13 High frequency–selection filtering in impulsive noise: (a) clean two-tone input signal, (b) (desired)
highpass component of the input signal (processed with lowpass FIR filter), (c) two-tone signal corrupted with stable
noise (a ¼ 0:4), noisy two-tone input signal processed with (d) linear, (e) median, (f) myriad, and (g) meridian filters.
(From Aysal, T. C. and Barner, K. E., IEEE Trans. Signal Process., 55, 3949, 2007. With permission.)

Nonlinear Filtering Using Statistical Signal Models 26-31



GGD are not effective in the processing of very impulsive sequences. The GCD family, in contrast,
consists of distributions with algebraic tail decay rates that do accurately modeled these most demanding
impulsive environments. Within this family we again focus on two special cases, the Cauchy and
Meridian distributions and their resulting myriad and meridian filtering operations. As these filters
are derived from heavy tailed distributions, they are well suited for applications dominated by very
impulsive statistics.
Properties and optimization procedures are presented for each of the filters covered. In particular, we

show that the operators can be ordered in terms of their robustness, from least to most robust, as linear,
median, myriad, and meridian. Moreover, myriad filters contain linear filters as special cases, while
meridian filters contain median operators as special cases. Thus the myriad and meridian operators
are inherently more efficient than their traditional (subset) counterparts. Simulations presented in
communications and frequency selective filtering applications show and contrast the performances of
the filters in applications with varying levels of heavy tailed statistics. As expected, linear operators
breakdown in these environments while the robust, nonlinear operators yield desirable results.
Although the presentation in this chapter ranges from theoretical development through properties,

optimization, and applications, the coverage is, in fact, simply an overview of one segment within the
broad array of nonlinear filtering algorithms. To probe further, the interested reader is referred to the
cited articles, as well as numerous other works in this area. Additionally, there are many other areas of
research in nonlinear methods that are under active investigation. Research areas of importance include
(1) order-statistic based signal processing, (2) mathematical morphology, (3) higher order statistics and
polynomial methods, (4) radial basis function and kernel methods, and (5) emerging nonlinear methods.
Researchers and practitioners interested in the broader field of nonlinear signal processing are encour-
aged to see the many good books, monographs, and research papers covering these, and other, areas in
nonlinear signal processing.
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Denoising is one of the fundamental problems in digital image processing and can be defined as the
removal of noise from observed image data, for example in broadcast and surveillance as well as in
medical imaging applications. Often performed as a preprocessing step prior to any analysis or modeling
of the images, denoising improves the image quality thus reducing the effects of noise on the output of
any subsequent operations. Let f(r) denote some original image data corrupted by additive white
Gaussian noise n(r), resulting in observed image data g(r), where r denotes the n-dimensional coordin-
ates of the image data, and n 2 f2, 3, 4g. For n ¼ 2, r usually represents the horizontal and vertical
coordinates (often denoted by x and y), whereas for n ¼ 4 for instance in case of real-time capture of
three-dimensional (3-D) images (such as fMRI image data), r may be composed of the three spatial
coordinates (x, y, and z) and a time coordinate. Corruption of the original image data can, therefore, be
expressed in the following form,

* Parts of this chapter have appeared in the Proceedings of Baiona SPC’2003, ICIP’2004, and WIAMIS’2004, and ICIP’2005.
Much of the material in Section 27.2 appears in Yao’s PhD thesis, submitted to the University of Warwick in October 2007,
and is in preparation for submission to a journal.
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g(r) f̃  (r)

g(r) ¼ f (r)þ n(r) (27:1)

where n ¼ N (0, s2) denotes uncorrelated, zero-mean, Gaussian noise with a standard deviation of s.
The addition of white Gaussian noise often takes place at the imaging side, for instance due to the finite
exposure time of the imaging devices, thermal noise in the CCD arrays, quantization noise, or a
combination of some or all of these. The problem of image denoising can be stated as follows.

PROBLEM STATEMENT:

Given the observed image data g(r) and our knowledge about the noise process n(r) being the white
Gaussian noise with the level of noise being unknown, find an approximation ~f (r) of the original
image data such that the following criterion of total distortion

X
r2V

k f (r)� ~f (r)k2 (27:2)

is minimized, where V � Rn is the set of all coordinates for the image data.

It is evident from the above problem statement that denoising is an inverse problem as well as an
ill-posed one, since the objective here is to find a mapping F: g(r)7!~f (r) which minimizes the sum of
squared errors between f(r) and ~f (r), without having any prior knowledge of f(r).

27.1 Filtering for Image Denoising

Denoising methods proposed in the literature can be categorized into two main classes: spatial
(or spatiotemporal) and transform domain. Spatial or spatiotemporal denoising methods modify
the intensity of the observed image data elements by applying a linear filter (e.g., averaging or Gaussian
smoothing) or nonlinear (median filtering, edge-preserving filter such as Kuwahara filter or anisotropic
diffusion) filtering operation on intensity values of the observed image data. Denoising methods that
operate in the transform domain aim to amend the transform coefficients in such a way that prominent
features of the original image are retained or highlighted and noise-related coefficients or noisy com-
ponents of the transform coefficients are suppressed. The modification of transform coefficients can
also be done in a linear, for example, multiplication or convolution, or nonlinear, thresholding or
manipulation of coefficients using a nonlinear function such as tanh(�), fashion.

Linear filters in both spatial and transform domains usually face the dilemma that although they can
be computationally inexpensive, they often result in smoothing (also known as blurring) of important
features, such as edges in images.
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Nonlinear filters, on the other hand, aim at preserving image features that are crucial to the fidelity of
reconstructed image data. Furthermore, nonlinear filtering in the transform domain offers the added
advantage that it can faithfully reconstruct as well as highlight prominent image features, provided
an appropriate transform for representing the image data is employed. Assuming the representation
is sparse, filtering can be performed by simply thresholding the transform coefficients. The overall
mapping function F(g) can then be defined as follows:

F(g) ¼ ~f ¼ G�1(T fG(g)g), (27:3)

where
G and G�1, respectively, denote the forward and inverse transforms
T f�g denotes the thresholding operation

The denoising function F is a nonlinear filter, even when a unitary transform G is employed, due to the
presence of the thresholding operator T , which is a highly nonlinear operator.

27.1.1 Nonlinear Filtering in the Transform Domain

The use of multiresolution image representations in the restoration of noisy images dates back to the
late 1980s [1], in which a statistical estimator based on a simple quadtree image model was used
in smoothing images corrupted by additive Gaussian noise. For image denoising, the transform G in
Equation 27.3 ought to be chosen such that it is an appropriate representation of the most prominent
spatial or spatiotemporal features present in g(r) with the help of basis functions with suitable shape
and localization. An additional advantage of the transform-based approach to filtering is that it allows
one to extract important features for analysis purposes; for example, curvilinear features in still images,
moving edges in video sequences, tissue interfaces in medical images, or fault surfaces in seismic
images.
But what criteria should one use to choose an appropriate transform? Sparsity of a representation

is widely believed to be one of the criteria used to judge its effectiveness for a particular type of feature.
A representation can be regarded as being efficient if its basis functions resemble closely the type of
feature being sought in the image data, thus resulting in its sparse representation. It is believed
that during the millenia of evolution, the external visual stimuli of complex natural scenarios have
influenced the human visual system (HVS), so that cells in the primary visual cortex can respond to
certain important spatiotemporal features. Hubel and Wiesel [2] first showed that biological visual
systems in mammals actually analyze images along dimensions such as orientation, scale, and frequency.
More recently, it was shown by Olshausen and Field [3,4] that the sparse components generated by
image-dependent linear transformation known as independent component analysis (ICA) resemble
simple-cell receptive fields. This matches the hypothesis that the HVS captures essential information
with a minimum number of excited neurons, which can be understood as a biological form of sparse
representation.

27.1.2 Transform: Separable or Nonseparable?

The ordinary separable wavelet transform offers most of the desiderata that a suitable representation
mimicking the HVS is required to satisfy multiresolution, sparse, localized. However, the fact that it is
computed separably, i.e., on rows and columns in 2-D, for instance, implies that its basis functions
are simply tensor products of 1-D wavelet basis functions along the rows and columns, resulting
in capturing edges along only three orientations in 2-D: horizontal, vertical, and diagonal. Since the
separable 2-D wavelet basis functions can only capture features of three possible orientations, the ordinary
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wavelet transform results in a nonsparse representation of edges in other directions. This limited orienta-
tion selectivity can be a severe limitation in applications where detection, coding, or denoising where
reconstruction of strong directional features is important. In higher dimensions also, separability seriously
limits the ability of wavelets to efficiently represent higher dimensional features (such as lines in images or
planes in 3-D image volumes). To overcome this limitation, several nonseparable geometric wavelets
(mostly in 2-D) have been proposed in the last decade or so. These are commonly referred to as theX-lets in
the literature, such as ridgelets [5], curvelets [6,7], wedgelets [8], beamlets [9], contourlets [10,11], brushlets
[12], and arclets [13].

27.1.3 Transform: Fixed or Adaptive?

Most of the nonseparable X-lets mentioned above employ fixed basis functions. Some researchers
believe that since the type of features that would excite the retinal neurons is fixed, it also suggests
that the HVS is more likely a representation with a fixed basis rather than an adaptive one like the ICA.
However, in some cases, image-dependent adaptive bases have been shown to be superior in terms of
their ability to represent prominent image features, particularly when the representation is not over-
complete.* They offer the advantage of compactly representing the image features using basis functions
that are adapted to the contents of the image data. In summary, while the fixed transform idea is
appealing in terms of its computational complexity and in its comparison to the HVS, the adaptive
transform may be better suited in some cases due to its adaptability but may be prohibitively expensive
computation-wise.

27.1.4 Chapter Organization

In this chapter, we describe three wavelet-like representations employed to filter noisy 2-D and 3-D
image data:

. Polar cosine transform (PCT) is a nonseparable 2-D transform designed to capture two of the most
important features in 2-D images: curvilinear edges and texture. The development of PCT is
motivated by the fact that natural images contain not only piecewise smooth regions separated by
edges, but also regions with strong textural characteristics. Two constructions of PCT, one using
Radon transform and another using DCT and DST in a butterfly fashion, are described in Section
27.2. The former PCT construction can also be tailored to be image-dependent such that it can be
adapted to both directional linear features as well as directional textures in a unified manner
according to the ‘‘image ¼ edgeþ texture’’ model.

. Planelets are nonseparable 3-D basis functions, resembling planar wave functions and having
compact support in space–time as well as spatiotemporal frequency. Locally planar structures can
be found in many 3-D applications, including video sequences, where they represent sweeping
luminance edges, and medical volume data, where they represent the interfaces between different
tissue types, for example. Planelets can be regarded as an extension of the complex wavelet bases
[14] which have been increasing in popularity in recent years. Because transformation to the new
basis is efficient computationally, the overall denoising algorithm is highly efficient. The represen-
tation is translation invariant, offers good directional selectivity, and can be computed efficiently.
The success of the approach is demonstrated using noisy video sequence and a noisy human knee
MR image volume.

* An overcomplete representation is one that employs more basis functions than are required for an exact reconstruction of
the original image data.
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. Adaptive 3-D wavelet packet (A3-DWP) representation, which is separable but uses basis functions
that are adapted to the contents of a given 3-D image data, a video sequence, or an image volume.
The A3-DWP representation is optimal in terms of compactly representing local, in both space and
time, spatiotemporal frequencies in the given image data. In order to reduce the effects of Gibbs
phenomenon in the restored image data, translation dependence is removed by averaging the
restored instances of the shifted data in all three directions.

27.2 Polar Cosine Transform

It is widely recognized that natural images consist of piecewise smooth regions separated by edges as well
as textured regions. While various different models for curved edges exist, including some of the X-lets
mentioned in Section 27.1, texture representation has faced difficulties due to lack of a single widely
accepted mathematical definition of texture patterns that can be found in images. There are, however,
certain assumptions that can be made for most natural textures:

. Oriented. Many spatial textures have a prominent direction, for example wood patterns and
seismograms, or a combination of several such components.

. Periodic. The texture tends to repeat certain basic elements at a given frequency and tends to repeat
itself with a degree of affine invariance.

. Localized. In natural images, the textures are usually confined within a particular region. In other
words, they are spatially localized.

Over the years, several wave packet bases such as local cosines [15,16], wavelet packets [17,18], and
brushlets [19] have been proposed as suitable representations for oscillatory textures. However, they
either lack orientation selectivity, or their spatial-frequency localization is not satisfactory. Moreover, due
to the Uncertainty Principle, a sparse representation for both singularities and periodic oscillations in a
fixed basis is a fundamental dilemma [20]. The resort is to find an image-dependent adaptive basis which
can accommodate both directional linear features as well as directional textures in a unified manner
according to the ‘‘image¼ edgeþ texture’’ model.

27.2.1 Continuous Transform

A prototypical oriented texture pattern can be seen as a higher dimensional function which has a
waveform constant along a fixed direction. Such functions are usually referred to as ‘‘planar waves’’ or
‘‘ridge functions’’ in approximation related literature [21]. Formally, a ridge function is a multivariate
function of the form c(~j �~u) where c(�) is a univariate function usually referred to as the ridge profile,
with spatial coordinate vector~j 2 Rd and~u 2 Sd�1. This means~u is on the unit sphere Sd�1 in dimension
d > 1 and indicates the orientation.
In order to model oriented texture, a real-to-complex ridge profile c:R ! C can be defined as

cv(j) ¼ eivj: (27:4)

which is basically the 1-D Fourier basis function, and the corresponding multivariate ridge function by
definition is

cv(~j �~u) ¼ eiv(
~j�~u): (27:5)
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The ridge function gives a complex trigonometric oscillatory constant along the direction ~u. Taking
the inner product of it with a function f (~j) gives

f̂ (v,~u) ¼ h f (~j), cv(~j �~u)i ¼
ð
f (~j)e�iv(~j�~u)d~j: (27:6)

This is exactly the d-dimensional Fourier transform expressed in polar coordinate form, or just simply
polar Fourier transform. The conversion to Cartesian coordinates can be done by separating the radial
frequency into a frequency vector:

~v ¼ v~u: (27:7)

With a slight rearrangement of Equation 27.6, the equivalence becomes obvious:

f̂ (v,~u) ¼
ð
f (~j)e�i~j�(v~u) d~j ¼

ð
f (~j)e�i~j�~v d~j ¼ f̂ (~v): (27:8)

Meanwhile, the definition for the continuous Radon transform in d-dimensions is

Rf (t,~u) ¼
ð
f (~j)d(~j �~u� t)d~j: (27:9)

The relationship between the Radon transform and the polar Fourier transform is stated as the Fourier
Slice Theorem [22]:

THEOREM 27.1 (Fourier Slice Theorem)

The 1-D Fourier transform with respect to t of the projection Rf (t,~u) is equal to a central slice, at a given
orientation~u, of the higher dimensional Fourier transform of the function f (~j), that is,

dRf(t, ~u) ¼ f̂ (v, ~u): (27:10)

If some boundary condition is to be posed at each polar orientation, instead of being defined on R, the
Radon sliceR~u f (t) is assumed to be an even functionR~u f (t) ¼ R~u f (�t), then its Fourier transform can
be written as follows:

dRf(t,~u) ¼
ffiffiffiffi
2
p

r ðþ1

0

Rf (t,~u) cos (vt)dt: (27:11)

It is noted that only the real cosine part remains in the above equation due to the even boundary
assumption on the slices. This is equivalent to a cosine tranform with ridge-type basis functions
defined as

cC
v(~j �~u) ¼

ffiffiffiffi
2
p

r
cos (v~j �~u): (27:12)
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In the same way by assuming Ruf (t) ¼ �Ruf (�t), the sine counterpart is

cS
v(~j �~u) ¼

ffiffiffiffi
2
p

r
sin (v~j �~u): (27:13)

Correspondingly, the continuous polar cosine and sine transform are denoted, respectively, as

Cf (v,~u) ¼ h f (~j), cC
v(~j �~u)i ¼

ffiffiffiffi
2
p

r ðþ1

0

f (~j) cos (v~j �~u)d~j (27:14)

and

Sf (v,~u) ¼ h f (~j), cS
v(~j �~u)i ¼

ffiffiffiffi
2
p

r ðþ1

0

f (~j) sin (v~j �~u)d~j: (27:15)

These two transforms, along with the polar Fourier transform, can be regarded as a family of Polar
Trigonometric Transforms. In the context of image processing, the PCT is the transform of interest in this
work, due to its better approximation convergence properties attributed to the even boundary extension
[23]. Since it is essentially the Fourier transform, the completeness of the transform makes the transform
operator C unitary which means C�1 ¼ C*. Since the transform is real, the operator is self-conjugate,
making the inverse transform exactly the same as the forward transform:

C�1 ¼ C: (27:16)

The same also holds for the continuous polar sine transform and its inverse.

27.2.2 Discrete Transform

The continuous PCT essentially replaces the polar Fourier transform’s complex basis with a real cosine
sinusoid as the ridge function, by assuming the projected Radon slice is even. In a discrete case, the
Fourier-related transforms that operate on a function over a finite domain can be thought of as implicitly
defining an extension of that function outside the domain. The discrete Fourier transform (DFT) implies
a periodic extension of the original function. A discrete cosine transform (DCT), like the continuous
cosine transform, implies an even extension of the original function.
However, when the transform is to operate on finite, discrete sequences, two issues arise that are not

relevant in case of the continuous cosine transform. First, one has to specify whether the function is even or
odd at both the left and right boundaries of the domain. Second, one has to specify around what point the
function is even or odd. These issues result in several different versions of DCTs, a full list of which along
with corresponding DSTs is given in Table 27.1. For a discrete polar cosine transform, any of the DCTs can
be adopted to form the basis ridge function. In particular, the so-called DCT-II is widely used in many
applications such as the famed JPEG compression [24] due to its even boundary extensions on both ends,
which gives better approximation convergence. The 1-D DCT-II function is defined by the ridge profile:

ck[n] ¼ cos
p

N
nþ 1

2

� �
k

� �
: (27:17)

where
N is the possible number of frequencies as well as the length of the Radon projection slice
k ¼ 0, 1, . . . , N � 1 is the frequency index
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In the context of image processing, the discussion of discretization of the PCT will be further restricted to
the 2-D case, which means the unit orientation vector becomes

~u ¼ cos u
sin u

� �
: (27:18)

With~j ¼ [j1, j2], the discrete cosine ridge function is

ck[j1 cos uþ j2 sin u] ¼ cos
p

N
j1 cos uþ j2 sin uþ

1
2

� �
k

� �
: (27:19)

Then the discrete polar cosine transform on an M �M 2-D image f [~j] can be defined as

Cf [k, u] ¼ f [~j], ck[j1 cos uþ j2 sin u]
D E

¼
XM�1

j1¼0

XM�1

j2¼0

f j1, j2] cos
p

N
j1 cos uþ j2 sin uþ

1
2

�� �
k

� �
: (27:20)

The inverse transform for DCT-II is the DCT-III transform. The corresponding cosine ridge function
for the inverse transform is

c�1
k [j1 cos uþ j2 sin u] ¼ lk cos

p

N
j1 cos uþ j2 sin uþ

1
2

� �
kþ 1

2

� �� �
, (27:21)

where

lk ¼ 1=2 if k ¼ 0,
1 if k 6¼ 0,

�

and the discrete inverse polar cosine transform operator C�1 is given by

C�1f [k, u] ¼ h f [~j], ck[j1 cos uþ j2 sin u]i

¼
XM�1

j1¼0

XM�1

j2¼0

f [j1, j2]lk cos
p

N
j1 cos uþ j2 sin uþ

1
2

� �
kþ 1

2

� �� �
: (27:22)

TABLE 27.1 List of DCTs and DSTs

DCT-I 1
2 (x0 þ (�1)kxN�1)þ

PN�2
n¼1 xn cos p

N�1 nk
� 	

DCT-II
PN�1

n¼0 xn cos p
N (nþ 1

2 )k
� 	

DCT-III 1
2 x0 þ

PN�1
n¼1 xn cos p

N n kþ 1
2


 �� 	
DCT-IV

PN�1
n¼0 xn cos p

N nþ 1
2


 �
kþ 1

2


 �� 	
DST-I

PN�1
n¼0 xn sin p

Nþ1 (nþ 1)(kþ 1)
h i

DST-II
PN�1

n¼0 xn sin p
N nþ 1

2


 �
(kþ 1)

� 	
DST-III

PN�2
n¼0 xn sin p

N (nþ 1) kþ 1
2


 �� 	

DST-IV
PN�1

n¼0 xn sin p
N nþ 1

2


 �
kþ 1

2


 �� 	
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27.2.3 Radon-Based Digital Implementation

Equations 27.10 and 27.11 suggest that the discrete PCT can be implemented by a Radon transform, that
is, taking the 1-D DCT on Radon slices:

Cf [k, u] ¼
XN�1

t¼0

Rf [t, u] cos
p

N
t þ 1

2

� �
k

� �
: (27:23)

As the Fourier Slice Theorem shows, the Radon transform can be implemented by taking the central
slice in the Fourier spectrum and then performing a 1-D inverse Fourier transform on it. Applying DCT
on the Radon slices, we can obtain the discrete PCT.
This gives a means for a digital implementation of the discrete polar cosine transform. For the Radon

transform, various ways to implement it in a discrete fashion have been attempted, among which the
Fast Slant Stack [25] was chosen, which is based on a pseudo-polar Fast Fourier Transform (FFT) [26].
According to Ref. [25], the transform is computationally efficient, algebraically exact, geometrically
faithful, and its inversion is numerically stable.
With the implementation described above, the PCT basis vectors for an 8� 8 image block can be seen in

Figure 27.1. The basis vectors are indexed by frequency k and orientation u. As a result of the Cartesian-
to-polar conversion in the frequency domain, the low-frequency basis vectors are clearly being over-sampled,
resulting in a redundant frame where the number of coefficients is four times the original data size.

27.2.4 Butterfly-Based Digital Implementation

The above digital implementation of the PCT based on the Radon transform is akin to the digital ridgelet
transform [27]. Such a Radon-based approach is flexible in constructing various directional ridge-type
transforms, but it suffers from several drawbacks of the underlying Radon transform. First is the high
computational requirement both for the forward and inverse transforms. The forward transform includes
a pseudo-polar Fourier transform, 1-D inverse Fourier transforms on polar slices, and forward cosine

FIGURE 27.1 8� 8 discrete polar cosine basis vectors.
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transforms. The inverse Fast Slant Stack uses an iterative algorithm in the reconstruction to minimize
numerical instability. Secondly, the redundancy factor could be an issue in some applications. While it
seems implausible to construct a digital ridgelet transform without invoking the Radon transform, it does
not necessarily hold true for the PCT. A possible construction of such directional real trigonometric
transform in the context of modulated lapped transforms was discussed in Ref. [28]. The same
construction is adopted here in implementing a digital PCT.
It can be observed from Table 27.1 that the DCT-IV and DST-IV share the same function parameters.

In 2-D, Cartesian separable basis functions can be formed by the tensor product of 1-D bases:

cC
k1,k2 [j1, j2] ¼ cos

p

N
j1 þ

1
2

� �
k1 þ 1

2

� �� �
cos

p

N
j2 þ

1
2

� �
k2 þ 1

2

� �� �
: (27:24)

cS
k1,k2 [j1, j2] ¼ sin

p

N
j1 þ

1
2

� �
k1 þ 1

2

� �� �
sin

p

N
j2 þ

1
2

� �
k2 þ 1

2

� �� �
: (27:25)

By setting A ¼ p
N (j1 þ 1

2 )(k1 þ 1
2 ) and B ¼ p

N (j2 þ 1
2 )(k2 þ 1

2 ), the expression is simplified as follows:

cC
k1,k2 [j1, j2]� cS

k1,k2 [j1, j2] ¼ cosA cosB� sinA sinB

¼ cos [Aþ B]

¼ cos
p

N
j1 þ

1
2

� �
k1 þ 1

2

� �
þ j2 þ

1
2

� �
k2 þ 1

2

� �� �� �

¼ cos
p

N
j1k1 þ j2k2 þ

1
2
(j1 þ j2 þ k1 þ k2 þ 1)

� �� �
: (27:26)

Therefore the difference between the 2-D basis functions of DCT-IV and DST-IV at given frequencies
can be reduced into a cosine component. Furthermore, since k1 ¼ k cos u, k2 ¼ k sin u, where
k ¼ ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

k21 þ k22
p

is the polar frequency index and u ¼ arctan (k2=k1), Equation 27.26 can be rewritten in
the polar cosine form:

c
x
k, u[j1, j2] ¼ cC

k cos u,k sin u[j1, j2]� cS
k cos u,k sin u[j1, j2]

¼ cos
p

N
(j1 cos uþ j2 sin u)kþ

1
2
(j1 þ j2 þ k cos uþ k sin uþ 1)

� �� �
: (27:27)

However, it should be noted that compared with the PCT-II defined in Equation 27.20, although the
basis vectors do not represent a strict form of ridge functions, they are directional and can be arranged
in polar form. The above is set for the case when k1 ¼ 0, . . . , N � 1 and k2 ¼ 0, . . . , N � 1. For
negative frequencies, it is clear that

c
x
k1,�k2�1[j1,j2] ¼ cC

k1�k2�1[j1, j2]� cS
k1,�k2�1[j1, j2]

¼ cosA cos [�B]� sinA sin [�B]
¼ cosA cosBþ sinA sinB

¼ cC
k1,k2 [j1, j2]þ cS

k1,k2 [j1, j2]: (27:28)

This suggests that for�k2 � 1 ¼ �1, . . . ,�N , the basis function is just the sum of DCT-IV and DST-IV.
In the same way, it is not difficult to see that when k1 ¼ �1, . . . ,�N and k2 ¼ �N , . . . ,N � 1, which is
the basis functions for the lower half-plane of the frequency spectrum:

c
x
k1, k2

[j1, j2] ¼ c
x
�k1�1,�k2�1[j1, j2]: (27:29)
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Thus the corresponding transform domain exhibits the same Hermite symmetry as the Fourier trans-
form, with basis functions very close to the FFT’s basis functions. As a result, the transform

x f [k1, k2] ¼ h f [j1, j2], cx
k1,k2

[j1, j2]i (27:30)

is only twice redundant, by removing a half-plane of the spectrum and can be efficiently implemented by
a butterfly computation. A schematic illustration of the transform can be seen in Figure 27.2. For the sake
of convenience, this particular digital implementation will be referred to as PCT-X. A complete basis for
size 8� 8 is shown in Figure 27.3.
It is observed that the PCT-X is closely related to the Fourier transform itself, despite the new

transform being real. The expansion of PCT-X, therefore, can be expected to have similarities with the
Fourier magnitude spectrum.

DCT-IV

DST-IV

+

–

Forward transform

Inverse transform

DCT-IV–

+ DST-IV

+ 1
2/

FIGURE 27.2 Forward PCT-X transform and the inverse transform.

FIGURE 27.3 8� 8 discrete polar cosine basis vectors.
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In Figure 27.4, a comparison between the PCT-X spectrum and the Fourier spectrum is made.
A reptile texutre patch is chosen as the test data and the two transforms yield very similar magnitude
responses. However, the histograms suggest that the coefficients of the PCT-X expansion are sparser
than those of the Fourier transform, attributed to the symmetric boundary extension of the underlying
DCT-IV and DST-IV.

27.2.5 Nonlinear Approximation

As previously mentioned in Section 27.2, with the difficulty in mathematically formulating texture, it
is hard to approach the nonlinear approximation problem quantitatively. The theoretical study of the
transform in the context of computational harmonic analysis is beyond the scope of this thesis,
where the main concern is on examining its effectiveness in providing sparsity in the transformed
expansion. The approach taken here is more empirical, where the nonlinear approximation results are
presented in the form of output from numerical experiments.
Two digital PCT implementations were selected for nonlinear approximation experiments: the Radon-

based PCT with DCT-II as ridge profile (PCT-II) and the butterfly PCT-X implementation as
shown in Figure 27.2. They are compared with three other transforms: the FFT; the DCT-II, which is
a Cartesian separable real-to-real implementation of FFT; and the fast curvelet transform (FCT) which
is implemented by wrapping of specially selected subbands of Fourier samples [29].
Two different image patches are tested for nonlinear approximation. The first one contains a portion

of a fingerprint image, which consists of repeated curved ridges. The second one is a simple straight line.
The purpose of including such a linear singularity is that although it is not ideal to be represented by an
oscillatory basis, it would be still worth comparing with other trigonometric transforms. All the patches
are sized 256� 256, cropped from the original 512� 512 images. They are prewhitened by taking the
highpass subband Laplacian pyramid.
The nonlinear approximation results are represented in Figures 27.5 and 27.6 as PSNR curves.

The PSNR values are plotted against the top percentage of coefficients, from 2% to 50%. The percentage

Fourier magnitude

PCT-X magnitude
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FIGURE 27.4 Spectrum comparison between the PCT-X and the Fourier transform.
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instead of the number of coefficients is used due to the fact that different transforms yield different
number of coefficients. For the sake of convenience, a table of percentages and the corresponding
retained numbers of coefficients for different transforms are listed in Table 27.2. It is observed that
for the textured image fp, the PCTs outperform the other candidates consistently. With fewer coeffi-
cients, the PCT-X’s PSNR is usually close to the PCT-II, occasionally outperforms it (on fp). This is due
to the fact that PCT-II’s reconstruction is less stable with fewer coefficients while PCT-X’s inverse
transform is exact. However, the goodness of DCT-II’s even symmetric boundaries eventually yields
better PSNR with relatively more coefficients involved. While low PSNR performances are to be expected
from the trigonometric transforms, it is also reassuring that the two PCTs give better PSNR than the
DCT and FFT.
Figure 27.7 shows the reconstructions from the top 2% coefficients of these four transforms on fp.

The reconstruction from FCT looks artificial, due to its inability to capture directional harmonics of
the image, an oscillatory pattern has to be described as several directional singularities. The DCT
reconstruction, while being closer to the original, does not highlight the oriented patterns as well as

fp original

PCT-II PCT-X

FCT

DCT FFT

FIGURE 27.5 Nonlinear approximation PSNR curves for fp.
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the PCTs. The results from FFT and PCTs are very similar, while the PCTs give slightly better
reconstructions with the directional regularities on the fingerprint ridges, particularly by PCT-X.
Another example is the line in Figure 27.8. The percentage of coefficients is kept as little as 0.1%. It is

not surprising that the FCT restores the line faithfully even at such a low ratio. The reconstructions
from the four Fourier-type bases (DCT, FFT, and the two PCTs) all exhibit the ‘‘ghosting’’ artifacts
sometimes referred to as the Gibbs phenomenon, due to suppressing too many high frequency

Line original

PCT-II PCT-X

FCT

DCT FFT

FIGURE 27.6 Nonlinear approximation PSNR curves for line.

TABLE 27.2 Percentage versus Number of Retained Coefficients
for Different Transforms

Percentage (%) FCT DCT FFT PCT-II PCT-X

0.1 185 66 66 262 132

2 3700 1311 1311 5243 2622

15 27748 9830 9830 39322 19660

100 184985 65536 65536 262144 131072
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FIGURE 27.7 Illustrative results for nonlinear approximation on fp.
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FIGURE 27.8 Illustrative results for nonlinear approximation on line.

Nonlinear Filtering for Image Denoising 27-15



coefficients. The DCT shows the ghosting artifact on two different orientations, the FFT has two ghost
lines appearing on the reconstruction. The PCT-II, on the other hand, due to the boundary extension
being assumed on the Radon slices, shows only one significant ghost line. The ghosting artifact is further
reduced in PCT-X’s reconstruction.

27.2.6 Polar Cosine Packets

As previously discussed, the Radon transform can reduce the PCT into a matter of performing the cosine
transform on Radon slices. This also makes it possible to analyze directional features other than
sinusoidal ridges. This is achieved by taking the transform in separate spatial windows. Local trigono-
metric bases proposed by Coifman and Meyer [30] and by Malvar [31] use smooth window functions to
split the signal and to fold overlapping parts back into the original pieces so that the orthogonality is
preserved. This treatment can avoid the discontinuity artifacts caused by a rectangular window, while
introducing no redundancy.
The local cosine basis is composed of basis functions of the form

wp,k(t) ¼ wp(t)

ffiffiffiffiffiffiffi
2
jIpj

s
cos p kþ 1

2

� �
t � cp
jIpj

� �
: (27:31)

The Cosine-VI basis is used and modulated by a window function wp(t) which lies on an interval
[ap�1, ap] with cp ¼ ap þ ap�1



)=2, and jIpj ¼ cpþ1 � cp being the length of the window, with the

overlapping part included. With a careful choice of the window (see Ref. [15]), the set fapg � R forms
a partition of unity and the local cosine basis associated to such partition is said to form a library of
orthonormal bases usually referred to as the cosine packets.
The polar cosine packets can be implemented by placing the 1-D cosine packets on the Radon slices;

the operator is denoted as

Pf [p, k, u] ¼ hRf [t, u],wp,k[t]i: (27:32)

Unfortunately, due to its implementation, it is not possible to construct similar polar cosine packets with
the PCT-X.

27.2.7 Best Basis Selection

The arbitrary choice over the library of local trigonometric bases over a compact interval U is of an
extremely large range. To seek a feasible ‘‘best basis,’’ the library of cosine packets is reduced to only
taking dyadically partitioned decomposition of U only. This organization is depicted schematically in
Figure 27.9. Then I00 is a cosine basis on the entire U and Ip,s will correspond to the local cosine basis over
interval p of the 2s intervals at level s of the tree. The best basis can be found by induction on s.

Let Bp,s denote the cosine basis vectors corresponding to interval Ip,s, and Ap,s be the best basis. For
s ¼ 0, the best basis Ap,0 ¼ Bp,0, otherwise

Ap,sþ1 ¼ Bp,sþ1 if M(Bp,sþ1x) < M(A2p,sx)þM(A2pþ1,sx),
A2p,s � A2pþ1,s otherwise.

�
(27:33)
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where
� denotes a concatenation operation
M(�) is a certain cost function

The resulting best basis is optimal relative to the cost function M, which means different choices
of the cost function reflecting certain criterion can result in different selections of the best basis. Such
an approach is called ‘‘entropy-based best basis selection.’’ For a complete treatment on the subject,
see Ref. [32].
The best basis can be sought with the local cosine basis on the Radon slices. The resulting transform is

called the polar cosine packet transform (PCPT), while the choice of the cost functionM depends on the
application.

27.2.8 Multiscale Polar Cosine Transform

It was recognized, as early as in 1978 [33], that, for an image representation to be useful, the transform
should be well spatially localized. More importantly, the transform should be multiscale, in order to
capture patterns of interest at different scales. While the PCT is able to provide a sparse expansion for
directional patterns with good frequency resolution, putting it into a multiresolution, spatially localized
manner is required. The result is a new wavelet-type transform called the multiscale polar cosine
transform (MPCT), which is discussed in the following sections.

27.2.8.1 Construction of MPCT

A prototypical multiscale polar cosine function has the form

Ck,~u,s,~h(
~j) ¼ w

~j�~h

s

 !
ck

(~j�~h) �~u
s

 !
: (27:34)

where
k,~u,~h, and s denote the frequency, orientation, location, and scale parameters of the function,

respectively
w(�) is the smooth window function chosen along with the sampling interval to ensure invertibility

of the discrete form of the transform

Effectively the transform can be viewed as a stack of windowed polar cosine transforms at a range
of scales, with different block sizes for windowing. The coarser the scale s is, the larger the window
becomes. The digital implementation of such a multiscale lapped transform requires two operators: a

FIGURE 27.9 Binary tree of the localization of partitioned intervals.
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level operator which decomposes the signal into different scales, and a local operator which handles the
decomposition locally within a block—in this case could be either the PCT operator C or the Polar cosine
packet operator P, which gives us the multiscale polar cosine packet transform (MPCPT).

A desirable level operator should have the following two properties:

1. Operator should be able to separate the signal into different frequency subbands.
2. Decomposed subbands should be isotropic, which then can be exploited well by the high-frequency

resolution and the directional selectivity of the PCT.

A reasonable choice of the level operator is the Laplacian pyramid [34]. As in Chapter 3, for a particular
level xs of subband, it is computed as

xs(~h) ¼ (I� Gs,sþ1Gsþ1,s)x
0
s: (27:35)

where
I is the identity operator
x0s is the Gaussian lowpass pyramid representation of x(~h)

x0s(~h) ¼
Xs�1

l¼0

Glþ1,lx(~h): (27:36)

Gs,sþ1,Gsþ1,s are the raising and lowering operators associated with transitions between levels in
the Gaussian pyramid, as defined previously in Chapter 3

Due to the dyadic decimation, the pyramid is known to have some 33% extra redundancy in 2-D, which
is acceptable for general use in many image processing tasks. This also allows us to use a constant window
size over different scales, which is equivalent to a dyadic increment of the window size.

27.2.8.2 Basis Functions and Frequency Tiling

The basis functions of the MPCT are 2-D cosine ridges with certain frequency, orientation confined to
certain spatial location and scale. Several MPCT basis functions are shown in both spatial and frequency
domains in Figure 27.10. These are three members of the MPCT basis at increasing scales on a 256� 256
grid. Every function oscillates coherently in a preferred direction and frequency and confined by a

Continuous case Discrete case

FIGURE 27.10 Basis functions at different scales and their frequency responses.
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cosine-squared window. In the frequency domain, the Fourier transform of these functions is well-localized
as well, exhibiting two symmetric blobs at an orientation perpendicular to that of the spatial functions.
The size of the frequency blob increases with the scale, while the spatial window size decreases dyadically.
Figure 27.11 schematically demonstrates how the frequency plane is partitioned by the MPCT

decomposition, both in continuous and discrete cases. It is clear that the polar orientation resolutions
at different scales are the same and each of the subbands from the level operator is partitioned into equal
number of boxes.

27.2.9 Relationship with Other Transforms

The construction of the MPCT presented here follows a long legacy in both harmonic analysis and image
processing, and is directly connected with many other transforms proposed in the literature.

27.2.9.1 Multiresolution Fourier Transform

The multiresolution Fourier transform (MFT) is a windowed Fourier transform at different resolutions
and the digital implementation is usually done by a similar lapped block transform like the MPCT with a

s = 1, spatial domain s = 1, frequency domain

s = 2, spatial domain s = 2, frequency domain

s = 3, spatial domain s = 3, frequency domain

FIGURE 27.11 Frequency tilings of the MPCT.
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local FFT operator. Due to the close relationship between PCT and FFT, the MPCT can also be seen as a
real version of the MFT, and the assumption of polar symmetric boundary extension increases the
sparsity of the transformed coefficients. Unlike the conventional 2-D DCT, which is constructed by
tensor product of the 1-D transform, the local operator PCT of MPCT is a true polar transform,
combining the merits of both FFT and DCT into one setting.

27.2.9.2 Ridgelets and Curvelets

The first digital curvelet transform, the so-called curvelet-99 implementation proposed in Ref. [7] also
adopts a multiscale lapped block transform approach. The level operator used in that specific transform
was an undecimated á trous wavelet transform. While the redundancy is useful in the denoising task,
substituting it with a less redundant operator like the Laplacian pyramid would still retain the curvelet
notion. The local operator is the digital ridgelet transform which is a 1-D wavelet transform on Fast Slant
Stack Radon slices. Therefore, the essential difference between the curvelet-99 transform and the MPCT
transform is just the 1-D transform performed on Radon slices: one being the wavelet and another being
the cosine transform.
In Ref. [35], implementations of possible digital ridgelet packets were discussed. One of these uses a

basis on the Radon domain from a wavelet packet or cosine packet dictionary. This coincides with the
polar cosine packets discussed before, which can be used to deal with features like both ridgelet and polar
cosine basis functions.
It is clear that the Fourier Slice Theorem is the fundamental tool in implementing the Radon

transform, and it links the curvelets, polar cosine, and Fourier transforms. The relationship between
these multiscale lapped transforms can be illustrated schematically as in Figure 27.12.

27.2.9.3 Brushlets and Wave Atoms

The brushlets, proposed by Meyer and Coifman [19], partition the Fourier frequency plane by local
cosine windowing, achieving basis functions of directional oscillating patterns localized in orientation,
frequency, location, and scale. However, due to the nature of frequency implementation and the choice
of the window, the basis functions are not well localized in space, with significant spreads. The recently
introduced 2-D wave atoms frame [36] as implemented by using the Villemoes wavelet packets [37] in
the frequency domain. The resulting basis functions are much like brushlets, but with only two bumps in
the spatial domain.
The MPCT’s basis functions are in essence same as the brushlets and wave atoms, but the trans-

form is implemented by spatial windowing instead of frequency windowing. The MPCT and these
two transforms are spatial-frequency duals of the same idea, like wavelet packets and the local trigono-
metric bases.

MFT (polar) 1D FFT

Multiscale polar 
cosine transform

Local radon
transform

1D DWT

1D DCT

Curvelet

FIGURE 27.12 Relationships between MFT, local radon, curvelet, and MPCT.
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27.2.10 Image Denoising in the PCT Domain

In order to demonstrate the effectiveness of the MPCT transform, the transform is applied to the task of
noise removal in 2-D by thresholding the transformed coefficients.
The MPCT implementation used in the denoising has the following configuration:

1. Level of decomposition, or the total number of scales is set to J ¼ 5.
2. Local window is 16� 16, modulated with a squared cosine.
3. Windows are overlapped by 50%.
4. Threshold for each scale is computed as

T s ¼ a

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2 logM2

p
s

1:23 J�s
(27:37)

with a set to a ¼ 0:08 for the MPCT and a ¼ 0:062 for the MPCPT. In the above equation, s is the
standard deviation of the noise. The best basis is computed according to the cost function [38]:

M( f , T s) ¼
XN
i¼1

F jh f ,ck[i]ij2

 �

, (27:38)

where

F(u) ¼ u� s2 if u � T 2
s ,

s2 if u > T 2
s .

(
(27:39)

27.2.11 Denoising Results

The potential of nonlinear filtering in the PCT domain is demonstrated here for two standard images:
barbara which contains some directional and nondirectional periodic textures and lena which can be
regarded as one of the ‘‘curvelet-friendly’’ images, since it mainly consists of linear singularities at
different scales. These images are given in Figure 27.13.
It can be seen from the denoising results in Figures 27.14 and 27.15 that the wave atoms approach

produces unpleasant artifacts on lena, due to the fact that its basis functions are not well localized

Barbara Lena

FIGURE 27.13 Two standard images for denoising experiments.
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Curvelets, 17.64 dB Wave atoms, 19.22 dB

MPCT–X, 18.75 dB MPCPT, 18.85 dB

FIGURE 27.14 Comparative denoising results on detailed 10 dB barbara.

Curvelet, 23.10 dB Wave atom, 23.21 dB

MPCT-X, 22.88 dB MPCPT, 24.26 dB

FIGURE 27.15 Comparative denoising results on detailed 15 dB lena.
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in space and due to its inability to model edges well. The curvelet transform, MPCT, and MPCPT are all
constructed by block-based local transforms on top of the Laplacian pyramid. The MPCT
gives consistently better numerical results than curvelets, as well as well-matched visual results. Although
the underlying local operator has an oscillatory pattern instead of anisotropic ridge forms, the overlap-
ping blocks effectively compensate for the drawback in edge areas by confining the oscillations locally. In
textural regions, the MPCT shows significant gains over the curvelets. The MPCT packet denoising, as
expected, combines the merits of both curvelet transform and the MPCTs into one setting.
The difference in the numerical results between the MPCT-II and MPCT-X is compatible with the

nonlinear approximation results in Section 27.2.5. The MPCT-X generally performs better with heavier
noise, and MPCT-II can outperform MPCT-X by a significant margin when there is less noise. However,
visually, the two implementation do not differ significantly. Overall, the MPCPT can be regarded as the
winner for its better visual quality as well as numerical error measures.

27.3 Planelets

We now turn our attention to planelets, a special-purpose nonseparable representation for 3-D
image data.

27.3.1 Introduction

As mentioned earlier in this chapter, locally planar structures, such as moving edges or interfaces
between volumes, convey most of the information in 3-D image data. Preservation of such features
requires a basis in which they are sparsely represented. An obvious choice might, therefore, seem to be
the Fourier basis, since a planar surface in a volume corresponds to a line in the Fourier domain.
Of course, this misses the key epithet: local; all image data show only local planarity, with curvature a
significant feature at larger scales.
Planelets are designed specifically to efficiently represent planar singularities in 3-D image data.

Extraction of such planar features may be useful in various applications, such as video denoising,
video coding, geometry estimation [39], and tracking of objects in video sequences. Planelet represen-
tation offers translation invariance, good orientation-selectivity, localization in both space and time,
invertibility, and efficient computation. The planelet basis has a combination of scaling, locality,
and directional characteristics which are well matched to the locally planar surfaces of interest in
applications.
Planelets can be regarded as a modification of the complex wavelet bases proposed in Refs. [40,41]. The

computational complexity of a planelet transform is O(n), where n is the number of points in analysis
window. The computational complexity of planelet denoising is essentially equivalent to a windowed
Fourier transform (WFT) and it does not require any motion estimation. In its current form, the
representation provides a nonorthogonal basis and is redundant by less than 14%.

27.3.2 Continuous Planelet Transform

A prototypical planelet basis function in 1-D is of the following form:

fj,v,a(x) ¼ win
x � j

a

� �
exp �j

v(x � j)
a

� �
, (27:40)

where j,v, and a are, respectively, the location, frequency, and scale parameters of the function. The
function win(�) is a window function, chosen alongwith the sampling interval to ensure invertibility
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of the discrete form of the transform. In 2-D, the planelet basis can be regarded as a modification of the
complex wavelet bases proposed in Refs. [40,41], which show both translation invariance and directional
selectivity, and may be used as an alternative to the ridgelet representation. In 3-D, the basis comprises
of the set of Cartesian products over j,v at each scale a. That the continuous transform defined by
Wilson et al. [40] is invertible follows directly from the observation that it is simply the MFT [40].

27.3.3 Discrete Planelet Transform

The discrete form, however, is significantly different from that described in Ref. [40]. The discrete
planelet transform (DPT) is a combination of two well-known image transforms: the Laplacian pyramid
[42] and the WFT. In some ways, it is similar to the octave band Gabor representation proposed in
Ref. [43], but avoids some of the more unpleasant numerical properties of the Gabor functions. The DPT
of a video sequence x, in vector form, at scale m is given by

X̂m ¼ F n(I � Gm,mþ1Gmþ1,m)xm, (27:41)

where
X̂m denotes the DPT at scale m
F n is the WFT operator with window size n� n� n
I is the identity operator
xm is the Gaussian pyramid representation of x at level m

xm ¼
Ym�1

0

Glþ1, lx (27:42)

Gm,mþ1,Gmþ1,m are the raising and lowering operators associated with transitions between levels in
the Gaussian pyramid

Invertibility follows directly from Equations 27.41 and 27.42.

THEOREM 27.2

The representation defined by Equation 27.41 is invertible.

Proof: First we note that the WFT operator F n has an inverse, which can be denoted by F�1
n . Second,

we know from Burt and Adelson that the Laplacian pyramid is invertible, since, trivially,

xm ¼ xm � Gm,mþ1xmþ1 þ Gm,mþ1xmþ1 (27:43)

and the proof is completed by induction on m.

Importantly, although both the pyramid and WFT operators are Cartesian separable, the closeness
of the Burt and Adelson filter to a Gaussian function gives the pyramid virtually isotropic behavior,
which can be exploited well by the high-frequency resolution of a Fourier basis. The planelet basis
functions resemble planar structures and have compact support in both space–time and spatiotemporal
frequency.
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27.3.4 Denoising Algorithm

The denoising algorithm works in three steps: forward DPT, adaptive thresholding, and inverse DPT.
The coefficients of D forward DPT of the image volume are computed using the algorithm outlined in
Section 27.3.3. Since the presence of additive Gaussian white noise means that almost all the DPT
coefficients are affected by it, soft thresholding would reduce the contribution of noise to the restored
image volume. Based on the assumption that the coefficients relatively small in magnitude at each
resolution (i.e., below a certain threshold) are most probably due to the noise variation, coefficients with
magnitude above a certain threshold are kept while the remaining ones are discarded. The inverse DPT,
therefore, provides an estimation of the original uncorrupted image volume.
The choice of threshold is crucial to the performance of this type of transform domain denoising.

Donoho and Johnstone [44] have shown that an adaptive threshold u given by

u ¼ s
ffiffiffiffiffiffiffiffiffiffiffiffiffi
2 log n

p
(27:44)

is an asymptotically optimal choice for threshold value when denoising a 1-D noisy signal, where
n denotes the number of samples in the signal and s is standard deviation of the additive Gaussian
white noise. Our experiments showed that using an adaptive threshold for coefficients at different
resolutions gives better denoising results as compared to using same threshold value for trans-
form coefficients at all resolutions. We use threshold value ui for coefficients at level i of the pyramid
as given by

ui ¼ L(s)
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2 log ni

p
, (27:45)

where
ni denotes the number of pixels at level i of the pyramid
L(s) is a suitably chosen function of s

The following expression for L(s) was empirically chosen for our experiments:

L(s) ¼ a log10 sþ b, (27:46)

where a, b 2 < and b ¼ 2a.

27.3.5 Planar Feature Extraction

Planelets provide an ideal tool for representing local planes in a video sequence (or an image volume,
in general) due to their ability to localize planar surfaces which correspond to lines in the Fourier
domain. The presence of planar surface in a local analysis window can be inferred by computing
the eigenvalues of the local inertia tensor in the window and analysing them. The parameters
for orientation of the local planar surface and translation from center of the window can also be
estimated by analyzing the most significant coefficients in the locality. Consider a video sequence
synthesized by moving the center of a circle on a sinusoidal wave in the time direction. Nonlinear
approximations of this sequence using only 0.07% of the wavelet and planelet coefficients are shown
in Figures 27.16a and b, respectively. It is clear from this example that the planelet approximation of a
video sequence containing locally planar surfaces can result in a smaller approximation error as
compared to that using wavelets. Planelets, therefore, can also be used for a piecewise planar
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approximation of a video sequence. Moreover, the approximation can be made to be adaptive to the
local scale of the planar surfaces.

27.4 3-D Wavelet Packets

The case for thresholding in spatiotemporal wavelet domain is supported by the fact that certain errors in
motion estimation can be overcome by including the temporal direction in the realm of wavelet domain.
Recent attempts to solve the video restoration problem have included combined spatial and temporal
wavelet denoising [45], and the use of thresholding in nonseparable transform domains, such as oriented
3-D ridgelets [46] and 3-D complex wavelets [47].
Although wavelet shrinkage performs significantly better than most other commonly used denoising

methods, visual quality of the restored video can sometimes suffer from ringing type of artifacts, valleys
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FIGURE 27.16 Nonlinear approximation of a video sequence containing a moving circle using (a) wavelets and
(b) planelets.
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around the edges, due to the Gibbs phenomenon. The shift-variant nature of the wavelet transform
worsens the effect of the Gibbs phenomenon, resulting in unpleasant artifacts. Translation invariant (TI)
wavelet denoising of Coifman and Donoho [48] was developed to counter such artifacts by averaging out
the translation dependence. Another feature of wavelet denoising is that it imposes a fixed dyadic wavelet
basis on all types of input signals. Not only can the use of dyadic wavelets result in a blurred
reconstruction, it can also limit the analysis of a locally occurring phenomenon in the spatiotemporal
frequency domain. The solution to this problem lies in the use of basis functions which are well localized
in spatiotemporal frequency as well as in space and time.

27.4.1 Adaptive 3-D WP Transform

The ability of wavelet packets to capture locally occurring frequency phenomena in a signal has led to
their successful application to many problems including image coding [49,50]. The fundamental idea is
to relax the restricted decomposition of only the lowpass subband and allow the exploration of all
frequency bands up to the maximum depth. The discrete wavelet packet transform (DWPT) of a 1-D
signal x of length N can be computed as follows:

w2n,d,l ¼
X
k

gk�2lwn,d�1,k l ¼ 0, 1, . . . ,N2�d � 1,

w2nþ1,d,l ¼
X
k

hk�2lwn, d�1,k l ¼ 0, 1, . . . ,N2�d � 1,

w0,0,l ¼ xl l ¼ 0, 1, . . . ,N � 1,

where d ¼ 1, 2, . . . , J � 1 is the scale index, with J ¼ log2 N , n and l, respectively, denote the frequency
and position indices, fhng and fgng correspond to the lowpass and highpass filters, respectively, for a
two-channel filter bank and the transform is invertible if appropriate dual filters f~hng, f~gng are used on
the synthesis side. These equations can be used to compute full wavelet packet (FWP) tree of the signal
decomposition. However, this implies that a large number of combinations of basis functions is now
available to completely represent the signal. A tree-prunning approach such as Ref. [51] can be used to
efficiently select the best basis with respect to a cost function.
The 3-D DWPT can be computed by applying above equations separably in all three directions to

get the FWP decomposition up to the coarsest resolution of subbands. The best basis can be selected in
O(N log N) time, where N denotes the number of samples (frame resolution times the number of frames)
in the video sequence. Given the goal here is to capture the significant spatiotemporal frequency
phenomena in a video sequence, we used the Coifman–Wickerhauser entropy [51] as a cost function
to select the best basis.

27.4.2 Restoration Algorithm

The effect of the Gibbs phenomenon can be weakened by averaging the restored signal over a range of
circular shifts [48]. For this reason, we apply soft threhsolding to the 3-D wavelet packet coefficients of
the shifted (in all three directions) noisy video sequence. A modified BayesShrink [52] method is used to
compute the optimal value of threshold adaptively for each subband. Threshold ub for a subband of
length N in an L-level WP decomposition is given by
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ub ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
logN=L

p s2ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
max s2

b � s2, 0



)
q

0
B@

1
CA,

where
s2
b is the subband variance

s2 is the noise variance

If s2 is not known, a robust median estimate for noise standard deviation ŝ is obtained as follows:

ŝ ¼ EfŜg, ŝi ¼ Median(jYij)
0:6745

,

where ŝi 2 Ŝ,Yi 2 fYg, set of all HHH bands in the decomposition tree, and the mean E is taken only
on the smaller half of the sorted Ŝ excluding the smallest value.

27.5 Discussion and Conclusion

The denoising algorithms presented in Sections 27.3.4 and 27.4.2 were tested against a number of
other algorithms for restoration of several standard video sequences, three of which are included
here: Miss America, Hall, and Football, all at a resolution of 1283. The video sequences were corrupted
with additive white Gaussian noise, with the SNR of the noisy sequences being 0, 5, 10, and 15 dB.
Table 27.3 gives denoising results in terms of SNR for these noisy sequences using the following
algorithms: TI hard thresholding in 3-D wavelet domain (TIW3-D) 3-D wavelet packet (WP3-D) with
BayesShrink [52], both non-TI and TI 3-D wavelet packet (TIWP3-D) with the modified form of

TABLE 27.3 SNR Results for Three Standard Video Sequences

Denoising Algorithm (Transform þ Thresholding)

Video Noise TIW3D WP3D WP3D TIWP3D Planelet
Sequence (dB) Hard Bayes Proposed Proposed SURE

0 17.9 17.2 17.4 18.9 17.3

5 19.5 19.0 19.3 20.7 19.6

Miss America 10 21.5 21.1 21.5 23.0 21.5

15 23.9 23.1 23.8 25.2 23.5

0 14.7 14.8 15.0 16.7 14.8

5 16.6 17.2 17.3 18.9 17.2

Hall 10 19.0 19.5 19.8 21.3 19.5

15 21.7 22.1 22.5 24.1 21.8

0 11.9 11.9 12.0 12.8 12.1

5 13.1 12.9 13.3 14.3 13.2

Football 10 15.0 13.9 15.2 16.9 14.7

15 18.0 15.3 17.9 20.0 16.6
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BayesShrink described in Section 27.4.2, and nonseparable planelet [53] domain thresholding using
SUREShrink [54] method. Comparative SNR curves for individual frames for two of the test sequences
are provided in Figure 27.17. For all our experiments, the proposed algorithm produces by far the best
results in terms of both overall and individual SNR. Some of the frames of the test sequences restored
by our algorithm and TIW3-D-Hard, a 3-D realization of the algorithm in Ref. [48], are shown in
Figure 27.18. While TIW3-D restores clean and smooth version of the original frames, some of the
details are restored by TIWP3-D.
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FIGURE 27.17 Frame-by-frame comparative results (a) Miss America and (b) Football.
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For comparison purposes, computational complexity for each of the algorithms considered is also
provided in Table 27.4. It is clear from this table that the planelet algorithm of Ref. [53] is the least
computationally expensive, whereas the TI implementations of 3-D wavelet and 3-D WP are towards
the more expensive side with TIWP3-D being the most expensive due to the additional one-off cost of
best basis selection.

(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (l)

FIGURE 27.18 Denoising results for three standard video sequences. Frame# 90 of Miss America: (a) Original, (b)
Noisy (SNR ¼ 0 dB), (c) TIW3D-Hard (SNR ¼ 17:9 dB), and (d) TIWP3D (SNR ¼ 18:9 dB); Frame# 106 of Hall:
(e) Original, (f ) Noisy (SNR ¼ 10 dB), (g) TIW3D-Hard (SNR ¼ 19:0 dB), and (h) TIWP3D (SNR ¼ 21:3 dB);
Frame# 60 of Football: (i) Original, (j) Noisy (SNR ¼ 5 dB), (k) TIW3D-Hard (SNR ¼ 13:1 dB), and (l) TIWP3D
(SNR ¼ 14:3 dB).

TABLE 27.4 Computational Complexity
of the Tested Algorithms

Algorithm Complexity

TIW3D Hard O(N þ l3N)

WP3D Bayes O(N logN)

WP3D Proposed O(N logN)

TIWP3D Proposed O(N logN þ l3N)

Planelet SURE O(n)

Note: N and n, respectively, denote sequence
size and the planelet window size, and l denotes
length of the wavelet filter.
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In conclusion, planelets are an efficient representation tool for 3-D functions with planar singular-
ities. Such singularities are commonly found in video sequences in the form of moving luminance
edges. A piecewise planar approximation of a video sequence can be obtained by using a very small
fraction of transform coefficients in the planelet domain. The ability of planelets to extract planar
features from a video sequence makes them an attractive tool for analysis in various applications. It is
worth noting that while being the least expensive, the planelet method [53] produces SNR results which
are still comparable to those of TIW3-D-Hard. These results also suggest that the localization of
spatiotemporal frequency, achieved by TIWP3-D, is a desirable feature of the domain in which video
sequences are represented.

References

1. S. Clippingdale and R. Wilson. Least squares image restoration based on a multiresolution model.
In Proceedings ICASSP-89, Glasgow, U.K., 1989.

2. D. H. Hubel and T. N. Wiesel. Receptive fields, binocular interaction and functional architecture in
the cat’s visual cortex. Journal of Physiology, 160:106–154, 1962.

3. B. A. Olshausen and D. J. Field. Emergence of simple-cell receptive field properities by learning a
sparse code for natural images. Nature, 381:607–609, 1996.

4. B. A. Olshausen and D. J. Field. Sparse coding with an overcomplete basis set: A strategy employed
by V1? Vision Research, 37:3311–3325, 1997.

5. E. J. Candés. Ridgelets: Theory and applications. PhD thesis, Department of Statistics, Stanford,
University, Stanford, CA, 1998.

6. E. J. Candés and D. L. Donoho. Curvelets—A suprisingly effective non-adaptive representation
for objects with edges. In C. Rabut, A. Cohen, and L. L. Schumaker, editors, Curves and Surfaces,
pp. 105–120. Vanderbilt University Press, Nashville, TN, 2000.

7. J. Starck, E. J. Candés, and D. L. Donoho. The curvelet transform for image denoising. IEEE
Transactions on Image Processing, 11(6):670–684, June 2002.

8. D. Donoho. Wedgelets: Nearly-minimax estimation of edges. Annals of Statistics, 27:353–382, 1999.
9. D. L. Donoho and X. Huo. Beamlets and multiscale image analysis, Multiscale and Multiresolution

Methods: Theory and Applications, 20:149–196, 2002.
10. M. N. Do and M. Vetterli. Contourlet. In G. V. Welland, editor, Beyond Wavelets. Academic Press,

New York, 2003.
11. M. N. Do and M. Vetterli. The contourlet transform: An efficient directional multiresolution image

representation. IEEE Transactions Image Processing, 14(12):2091–2106, December 2005.
12. F. G. Meyer and R. R. Coifman. Brushlets: A tool for directional image analysis and image

compression. Applied and Computational Harmonic Analysis, 4(2):147–187, 1997.
13. P. Pongpiyapaiboon. Development of efficient algorithms for geometrical representation based on

arclet decomposition. Master’s thesis, Technische Universität München, Germany, 2005.
14. N. G. Kingsbury. Image processing with complex wavelets. Philosophical Transactions of the Royal

Society London, A(357):2543–2560, September 1999.
15. P. Auscher, G. Weiss, and M. V. Wickerhauser. Local sine and cosine bases of Coifman and Meyer

and the construction of smooth wavelets. In C. K. Chui, editor, Wavelets: A Tutorial in Theory and
Applications, pp. 237–256. Academic Press, San Diego, 1992.

16. G. Aharoni, R. Coifman A. Averbuch, and M. Israeli. Local cosine transform—A method for
the reduction of the blocking effect in JPEG. Journal of Mathematical Imaging and Vision, 3:7–38,
1993.

17. R. R. Coifman and Y. Meyer. Orthonormal wave packet bases. Technical report, Department of
Mathematics, Yale University, New Haven, 1990.

18. K. Ramchandran and M. Vetterli. Best wavelet packet bases in a rate distortion sense. IEEE
Transactions on Image Processing, 2(2):160–175, April 1993.

Nonlinear Filtering for Image Denoising 27-31



19. F. G. Meyer and R. R. Coifman. Brushlets: Steerable wavelet packets. In J. Stoeckler and G. V.
Welland, editors, Beyond Wavelets, pp. 1–25. Academic Press Inc., New York, 2001.

20. R. Wilson and G. H. Granlund. The uncertainty principle in image processing. IEEE Transactions on
Pattern Analysis and Machine Intelligence, 6(11):758–767, 1984.

21. A. Pinkus. Approximating by ridge functions. In A. Le Mehaute, C. Rabut, and L. L. Schumaker,
editors, Surface Filling and Multiresolution Methods, pp. 279–292, Vanderbilt University Press,
Nashville, TN, 1997.

22. R. N. Bracewell. Numerical transforms. Science, 248:697–704, 1990.
23. N. Ahmed, T. Natarajan, and K. R. Rao. Discrete cosine transform. IEEE Transactions on Computers,

100(23):90–93, January 1974.
24. G. K. Wallace. The JPEG still picture compression standard. Consumer, Electronics, IEEE Transac-

tions, 38(1):30–44, April 1992.
25. A. Averbuch, R. Coifman, D. L. Donoho, and M. Israeli. Fast slant stack: A notion of Radon

transform for data in a Cartesian grid which is rapidly computible, algebraically exact, geometrically
faithful and invertible. To appear in SIAM Scientific Computing.

26. A. Averbuch, R. Coifman, D. Donoho, M. Israeli, and J. Walden. The pseudopolar FFT and its
applications. Technical report, University of Yale, New Haven, CI 1999. YaleU=DCS=RR-1178.

27. E. J. Candés and D. L. Donoho. Ridgelets: A key to higher-dimensional intermittency? Philosophical
Transactions of the Royal Society of London A, 357(1760): 2495–2509, 1999.

28. T. Aach and D. Kunz. A lapped directional transform for spectral image analysis and its application
to restoration and enhancement. Signal Processing, 80:2347–2364, 2000.

29. E. J. Candés, L. Demanet, D. Donoho, and L. Ying. Fast discrete curvelet transforms. Technical
report, California Institute of Technology Pasadena, CA, July 2006.

30. R.R. Coifman and Y. Meyer. Remarques sur l’analyse de Fourier à fenêtre. Comptes Rendus de
I’Academie des Sciences, Série 1, Mathematique, 312(3):259–261, 1991.

31. H. S. Malvar. Lapped transforms for efficient transform=subband coding. IEEE Transactions on
Acoustics, Speech, and Signal Processing, 38:969–978, 1990.

32. R. R. Coifman and M. V. Wickerhauser. Entropy-based algorithms for best basis selection. IEEE
Transactions on Information Theory, 38(2):713–718, 1992.

33. G. H. Granlund. In search of a general picture processing operator. Computer Graphics and Image
Processing, 8:155–173, 1978.

34. P. J. Burt and E. H. Adelson. The Laplacian pyramid as a compact image code. IEEE Transactions on
Communications, 31:532–540, 1983.

35. A. G. Flesia, H. Hel-Or, A. Averbuch, E. J. Candés, R. R. Coifman, and D. L. Donoho. Digital
implementation of ridgelet packets. In G. Welland, editor, Beyond Wavelets, pp. 31–60. Academic
Press, New York, September 2003.

36. L. Demanet and L. Ying. Wave atoms and sparsity of oscillatory patterns. Applied Computational
Harmonic Analysis, 23(3):368–387, 2007.

37. L. Villemoes. Wavelet packets with uniform time–frequency localization. Comptes-Rendus Mathe-
matique, 335(10):793–796, 2002.

38. H. Krim, D. Tucker, S. Mallat, and D. Donoho. On denoising and best signal representation. IEEE
Transactions on Information Theory, 45(7):2225–2238, November 1999.

39. A. Bhalerao and R. Wilson. A Fourier approach to 3-D local feature estimation from volume data. In
Proceedings British Machine Vision Conference, Manchester, U.K., 2001.

40. R. G. Wilson, A. D. Calway, and E. R. S. Pearson. A generalized wavelet transform for Fourier
analysis: The multiresolution Fourier transform and its applications to image and audio signal
analysis. IEEE Transancation on Information Theory, 38(2):674–690, March 1992.

41. N. Kingsbury. Image processing with complex wavelets. Philosophical Transactions of the Royal
Society A: Mathematical, Physical and Engineering Sciences, 357(1760): 2543–2560, 1999.

27-32 Passive, Active, and Digital Filters



42. P. J. Burt and E. H. Adelson. The Laplacian pyramid as a compact image code. IEEE Transactions on
Communications, 31:532–540, 1983.

43. M. Porat and Y. Y. Zeevi. The generalized Gabor scheme of image representation in biological and
machine vision. IEEE Transactions on PAMI, 10:452–468, 1988.

44. D. L. Donoho and I. M. Johnstone. Ideal spatial adaptation via wavelet shrinkage. Biometrika, 31:425–
455, 1994.

45. A. Pizurica, V. Zlokolika, and W. Philips. Combined wavelet domain and temporal video denoising.
In Proceedings of the IEEE International Conference on Advanced Video and Signal Based Surveillance
(AVSS), July 2003.

46. P. Carre, D. Helbert, and E. Andres. 3-D fast ridgelet transform. In Proceedings of the IEEE
International Conference on Image Processing (ICIP), September 2003.

47. I. W. Selesnick and K. Y. Li. Video denoising using 2-D and 3-D dual-tree complex wavelet
transforms. In Proceedings SPIE Wavelets X, August 2003.

48. R. R. Coifman and D. L. Donoho. Translation-invariant denoising. InWavelets and Statistics. Lecture
Notes in Statistics, 1995.

49. F. G. Meyer, A. Z. Averbuch, and J.-O. Strömberg. Fast adaptive wavelet packet image compression.
IEEE Transactions on Image Processing, 9:792–800, May 2000.

50. N. M. Rajpoot, R. G. Wilson, F. G. Meyer, and R. R. Coifman. Adaptive wavelet packet basis selection
for zerotree image coding. IEEE Transactions on Image Processing, 12(12):1460–1472, December
2003.

51. R. R. Coifman and M. V. Wickerhauser. Entropy-based algorithms for best basis selection. IEEE
Transactions on Information Theory, 38(2):713–718, March 1992.

52. G. Chang, B. Yu, and M. Vetterli. Adaptive wavelet thresholding for image denoising and compres-
sion. IEEE Transactions on Image Processing, 9(9):1532–1546, September 2000.

53. N. M. Rajpoot, R. G. Wilson, and Z. Yao. Planelets: A new analysis tool for planar feature extraction.
In Proceedings of the 5th International Workshop on Image Analysis for Multimedia Interactive
Services (WIAMIS), April 2004.

54. M. Jansen. Noise Reduction by Wavelet Thresholding. Springer-Verlag, New York, 2001.

Nonlinear Filtering for Image Denoising 27-33





28
Video Demosaicking

Filters

Bahadir K. Gunturk
Louisiana State University

Yucel Altunbasak
Georgia Institute of Technology

28.1 Introduction ............................................................................ 28-1
28.2 Imaging Model ....................................................................... 28-2
28.3 Demosaicking Methods........................................................ 28-4

Single-Channel Interpolation . Constant-Hue-Based
Interpolation . Edge-Directed Interpolation . Using Gradients
as Correction Terms . Frequency-Domain Approach .

Homogeneity-Directed Interpolation . Projections
onto Convex Sets Approach . Spectral Response Modeling

28.4 Demosaicking of Video and Super-Resolution
Reconstruction...................................................................... 28-16

28.5 Related Research Problems................................................ 28-18
28.6 Evaluation of Demosaicking Algorithms ....................... 28-19
28.7 Conclusions and Future Directions................................. 28-20
Acknowledgments............................................................................ 28-20
References .......................................................................................... 28-20

28.1 Introduction

Consumer-level digital cameras were introduced in mid-1990s; in about a decade, the digital camera
market has grown rapidly to exceed film camera sales. Today, there are point-and-shoot cameras with
more than 8 million pixels; professional digital single lens reflex (SLR) cameras with more than 12
million pixels are available; resolution, light sensitivity, and dynamic range of the sensors have been
improved significantly. Image quality of digital cameras has become comparable to that of film cameras.
During an image capture process, a digital camera performs a significant amount of processing to

produce a viewable image. This processing includes auto focus, white balance adjustment, color inter-
polation, color correction, compression, and more. A very important part of the imaging pipeline is color
filter array interpolation or demosaicking.
To produce a high-quality color image, there should be at least three color samples at each pixel

location. One approach is to use beam-splitters along the optical path to project the image onto three
separate sensors as illustrated in Figure 28.1. Using a color filter in front of each sensor, three full-channel
color images are obtained. This is a costly approach as it requires three sensors and these sensors should
be aligned precisely. A more convenient approach is to put a color filter array (CFA) in front of the sensor
to capture one color component at a pixel and then interpolate the missing two color components.
Because of the mosaic pattern of the CFA, this interpolation process is known as demosaicking.
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A variety of patterns exist for the color filter array. Some of these patterns are illustrated in Figure 28.2.
Among these, the most common array is the Bayer color filter array. The Bayer array measures the green
image on a quincunx grid and the red and blue images on rectangular grids. The green image is measured
at a higher sampling rate because the peak sensitivity of the human visual system lies in the medium
wavelengths, corresponding to the green portion of the spectrum (see Figure 28.3). Although this chapter
discusses the demosaicking problem with reference to the Bayer CFA, the discussions and algorithms can
in general be extended to other patterns.
The simplest solution to the demosaicking problem is to apply a standard image interpolation

technique to each channel separately. However, this neglects the correlation among color channels and
results in visible artifacts. For example, in Figure 28.4, Bayer sampling is applied on a full-color image and
later bicubic interpolation is applied on each channel. The resulting image suffers from color artifacts.
This result motivates the need to find a specialized algorithm for the demosaicking problem. There have
been many algorithms published on this topic; this chapter surveys the main approaches.

28.2 Imaging Model

Most demosaicking algorithms model the imaging process as subsampling from a full-color image to a
mosaicked data. This is a sufficient model when the goal is only to estimate the missing color samples.
(When the goal is to obtain a higher resolution image, then the modulation transfer function of the
camera should also be taken into account.)

Scene

Lens

(a)

Beam-splitter

Filter

Sensor

(b)
Scene

Lens

CFA

Sensor

FIGURE 28.1 Illustration of optical paths for multichip and single-chip digital cameras.

FIGURE 28.2 Several CFA designs are illustrated. From left to right: (a) This is the most commonly used CFA
pattern: the Bayer CFA pattern. It consists of red, green, and blue samples. It leads to very good color reproduction
performance. (b) This is the Bayer pattern with subtractive primaries: yellow, magenta, and cyan. The color filters
have high transmittance values; therefore, good performance in low-light conditions is expected. (c) This pattern uses
red, green, blue, and emerald. It is recently used in some Sony cameras. (d) This is a pattern commonly used in video
cameras; it consists of yellow, magenta, cyan, and green. (e) This pattern consists of yellow, cyan, and green filters,
and unfiltered pixels. The unfiltered pixels improve light sensitivity. (f) This is a pattern that is introduced very
recently by Kodak. It has red, green, blue, and unfiltered pixels.
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According to this model, a full-color channel S, where S ¼ R for red, S ¼ G for green, and S ¼ B for
blue, is converted to a mosaicked observation z according to a CFA sampling pattern:

z ¼
X

S¼R,G,B

zS ¼
X

S¼R,G,B

MSS, (28:1)

where
zR, zG, zB are the subsampled color channels
mask MS takes a color sample at a pixel according to the CFA pattern
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FIGURE 28.3 (a) Luminous efficiency of human visual system. Photopic response is the luminance response of the
cone receptors. Scotopic response is the luminance response of the rod receptors, that is, response in low-light
conditions. (b) Typical color filter responses in a digital camera.
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For example, at a red pixel location, [MR,MG,MB] is [1, 0, 0].
In Ref. [1], the masks are explicitly written for a Bayer CFA in terms of cosine functions:

zR(i, j) ¼ MR(i, j)R(i, j) ¼ 1
4
(1� cospi)(1þ cospj)R(i, j),

zG(i, j) ¼ MG(i, j)G(i, j) ¼ 1
2
(1þ cospi cospj)G(i, j),

zB(i, j) ¼ MB(i, j)B(i, j) ¼ 1
4
(1þ cospi)(1� cospj)B(i, j),

(28:2)

where (i, j) indicate the pixel coordinates, starting with (0, 0). Figure 28.5 illustrates the CFA image z and
the sampled components zR, zG, and zB.

28.3 Demosaicking Methods

28.3.1 Single-Channel Interpolation

Single-channel interpolation methods treat each channel separately without utilizing any interchannel
correlation. Standard image interpolation techniques, such as bilinear interpolation, bicubic interpola-
tion, spline interpolation, and adaptive methods (e.g., edge-directed interpolation) are applied to each
color channel individually. These methods, in general, do not perform as well as the methods that use
interchannel correlation.
Among these methods, bilinear interpolation is commonly used as a part of other demosaicking

methods. Figure 28.6 provides the linear filters used to perform bilinear interpolation.

(a) (b)

FIGURE 28.4 Bicubic interpolation used for color filter array interpolation results in numerous artifacts.
(a) Original image and (b) bicubic interpolation.

= + +

FIGURE 28.5 The mosaicked image z and the sampled components zR, zG, and zB for the Bayer pattern.
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28.3.2 Constant-Hue-Based
Interpolation

One commonly used assumption in demosaicking
is that the hue (color ratios or differences) within
an object in an image is constant. Although this
is a simplification of image formation, it is a rea-
sonable assumption within small neighborhoods
of an image. This perfect interchannel correlation
assumption is formulated such that the color ratios

or differences within small neighborhoods are constant. This prevents abrupt changes in color intensities,
and has been extensively used for the interpolation of the chrominance (red and blue) channels [2–6]. This
approach is called the constant-hue-based interpolation approach.
As a first step, these algorithms interpolate the luminance (green) channel, which is typically done

using bilinear or edge-directed interpolation. The chrominance (red and blue) channels are then
estimated from the interpolated ‘‘red hue’’ (red-to-green ratio) and ‘‘blue hue’’ (blue-to-green ratio).
To be more explicit, the interpolated ‘‘red hue’’ and ‘‘blue hue’’ values are multiplied by the green value
to determine the missing red and blue values at a particular pixel location. The hues can be interpolated
with any method (bilinear, bicubic, edge-directed, etc.).
As mentioned, instead of interpolating the color ratios, it is also possible to interpolate the color

differences or the logarithm of the color ratios. This is illustrated in Figure 28.7.
It is also possible to update all color channels iteratively. That is, the green channel is interpolated first.

The red=blue channels are interpolated using constant-hue-based interpolation. The green channel is
then updated using the interpolated red=blue channels; and so on [7].
The constant difference idea is sometimes combined with median filtering and used as a postproces-

sing step to reduce color artifacts [5,8,9]. For example, in Ref. [9], the interpolated color channels are
updated as follows:

G0(i, j) ¼
R(i, j)�median

(i, j)
(R� G)

� �
þ B(i, j)�median

(i, j)
(B� G)

� �

2
,

R0(i, j) ¼ G0(i, j)þmedian
(i, j)

(R� G),

B0(i, j) ¼ G0(i, j)þmedian
(i, j)

(B� G),

(28:3)

0

0

0

0
(a) (b)

1/4 1/4 1/4

1/4 1/4
1/2 1/2

1/2

1/2
1–1/4 1/4

1/4
1

FIGURE 28.6 Filters for bilinear interpolation. (a) Fil-
ter applied on zG to obtain the green channel and (b)
filter applied on zR=zB to obtain the red=blue channels.

Red

Green Interpolate

Interpolate Interpolated
red

FIGURE 28.7 Constant-hue-based interpolation is illustrated for the interpolation of red channel. (From
Gunturk, B. K., et al., IEEE Signal Process. Mag., 22, 44, 2005. With permission.)
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where median(i, j)(�) returns the median within a small neighborhood of (i, j). In Ref. [8], red and blue
channels are updated first as given in the above equation, followed by the green channel update. This
procedure is repeated several times.

28.3.3 Edge-Directed Interpolation

Although nonadaptive algorithms can provide satisfactory results in smooth regions of an image, they
usually fail in textured regions and edges. Edge-directed interpolation is an adaptive approach, where
edge detection is performed for each pixel in question, and interpolation is done along the edges rather
than across them.
In the demosaicking problem, edge-directed interpolation is first applied to the green channel, which is

sampled more densely and therefore is less likely to be aliased. Red and blue channel interpolations
follow, based on the edge directions found for the green channel. A simple way of performing edge
detection is to compare the absolute difference among the neighboring pixels [10]. Referring to Figure
28.8, horizontal and vertical gradients at a missing green location can be calculated from the horizontally
and vertically adjacent green pixels. If the horizontal gradient is larger than the vertical gradient,
suggesting a possible edge in the horizontal direction, interpolation is performed along the vertical
direction. If the vertical gradient is larger than the horizontal gradient, interpolation is performed only in
the horizontal direction. When the horizontal and vertical gradients are equal, the green value is obtained
by averaging its four neighbors. It is also possible to compare the gradients against a predetermined
threshold value [10].
The edge-directed interpolation approach in Ref. [10] can be modified by using larger regions (around

the pixel in question) with more complex predictors and by exploiting the texture similarity in different
color channels. In Ref. [4], the red and blue channels (in the 5� 5 neighborhood of the missing pixel) are
used instead of the green channel to determine the gradients. In order to determine the horizontal and
vertical gradients at a blue (red) sample, second-order derivatives of blue (red) values are computed in
the corresponding direction. This algorithm is illustrated
in Figure 28.9.
Once the missing samples of the green channel are

computed, the red and blue channels are interpolated. A
typical approach for the red=blue interpolation is con-
stant-hue-based interpolation, which was explained in
Section 28.3.2.
In the algorithms explained so far, the edge direction

is determined first, and then the missing sample is
estimated by interpolating along the edge. This is a
‘‘hard’’ decision process. Instead, the likelihood of an
edge in a certain direction can be found, and the inter-
polation can be done based on the edge likelihoods. Such

ΔH = |G2 – G4| // horizontal gradient

if ΔH > ΔV,
G3 = (G1 + G5)/2

else if ΔH < V,
G3 = (G2 + G4)/2

else
G3 = (G1 + G5 + G2 + G4)/4

1
2 3

5
4

ΔV = |G1–G5| // vertical gradient

FIGURE 28.8 Edge-directed interpolation in
Ref. [10] is illustrated.G1,G2,G4, andG5 are mea-
sured green values; G3 is the estimated green value
at pixel 3. (From Gunturk, B. K., et al., IEEE Signal
Process. Mag., 22, 44, 2005. With permission.)

1 
2 

3 4 5 6 7 
8 
9 

ΔH = |(R3 + R7)/2 – R5| // horizontal gradient

if ΔH > ΔV,
G5 = (G2 + G8)/2

else if ΔH < V,

else
G5 = (G4 + G6)/2

G5 = (G2 + G8 + G4 + G6)/4

ΔV = |(R1 + R9)/2 – R5| // vertical gradient

FIGURE 28.9 Edge-directed interpolation in Ref. [4] is illustrated for estimating the green (G) value at pixel 5. The
red (R) values are used to determine the edge direction. When the missing green pixel is at a blue pixel, the blue values
are used to determine the edge direction. (From Gunturk, B. K., et al., IEEE Signal Process. Mag., 22, 44, 2005. With
permission.)
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1 + ( dS  
i  )2

Define:

• Interpolate the green at the missing locations:
eR

i−1G(i − 1) + eR
i+1G(i + 1)G(i) =

R(i − 1)
G(i − 1)

R(i + 1)
G(i + 1)R(i) = G(i)

+

• Repeat for three times:
• Interpolate the red using the ratio rule:

• Correct the green to fit the ratio rule:

eS
i  =

eR
i–1 + eR

i+1

eG
i − 1 eG

i + 1

eG
i − 1 + eG

i + 1

G(i − 1)
R(i − 1)

G(i + 1)
R(i + 1)G(i) = R(i)

+eR
i −1 eR

i + 1

eR
i − 1 + eR

i + 1

FIGURE 28.10 Reference [6] is illustrated for a one-dimensional signal. S is a generic symbol for red (R) and green
(G). dSi is the gradient for channel S at location i; and eSi is the corresponding edge indicator.

an algorithm is presented in Ref. [6]. The algorithm defines edge indicators in several directions as
measures of edge likelihood in those directions, and determines a missing pixel intensity as a weighted
sum of its neighbors. If the likelihood of an edge crossing in a particular direction is high, the edge
indicator returns a small value, which results in less contribution from the neighboring pixel of that
direction. The algorithm for one-dimensional signals is illustrated in Figure 28.10. The green channel is
interpolated first; the red and blue channels are interpolated from the red=green and blue=green ratios.
The color channels are then updated iteratively to obey the color-ratio rule. The extension to two-
dimensional images is given in Ref. [6].
A similar algorithm is proposed in Ref. [9], where edge indicators are determined in a 7� 7 window

for the green and a 5� 5 window for the red=blue channels. In this case, the edge indicator function is
based on the L1 norm (absolute difference) as opposed to the L2 norm of Ref. [6]. In Ref. [11], gradients
are filtered adaptively using local means and variances before deciding edge directions. Based on the edge
directions, interpolation is done horizontally, vertically, or bidirectionally. This edge direction selection
procedure is illustrated in Figure 28.11.

28.3.4 Using Gradients as Correction Terms

Linear interpolation methods have much less computational complexity compared to nonlinear methods,
but do not perform as well. When interchannel correlation is included in the linear interpolation, much
better performance can be achieved. Recently, the authors of Ref. [12] demonstrated that gradients in one
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channel can improve the interpolation performance in another one; and it can be put in a linear
interpolation framework: Suppose, the green value at a red location will be estimated by adding the
gradient of the red channel to an initial estimate:

Ĝ(i, j) ¼ Ĝbilinear(i, j)þ aDR(i, j), (28:4)

where
Ĝbilinear(i, j) is the initial estimate obtained through bilinear interpolation
a is a scale factor that controls the amount of correction

DR(i, j) is the gradient of the red channel defined as follows:

DR(i, j) ¼ R(i, j)� 1
4

X
(m, n)¼ (0,�2), (0, 2),

(�2, 0), (2, 0)

� �R(iþm, jþ n): (28:5)

Similarly, the red pixel values at green and blue locations can be estimated using green and blue gradients:

R̂(i, j) ¼ R̂bilinear(i, j)þ bDG(i, j) (28:6)

and

R̂(i, j) ¼ R̂bilinear(i, j)þ gDB(i, j): (28:7)

Specific green and blue gradient definitions are given in Ref. [12]. (Similar equations can be written for
the green pixels at blue locations and for the blue pixels at green and red locations.) To determine
appropriate values for the gain parameters a,b,g, Ref. [12] uses training images to find the least squares
estimates for the gain parameters. These gain parameters are then approximated by integer multiples of

i – 2 i – 1 i i + 1 i + 2

Calculate horizontal gradients
ΔH(i) = 2(G(i + 1) − G(i − 1)) + (R(i + 2) − R(i − 2))

Calculate mean and variance of horizontal gradients
1
3

i+1

j = i−1

1
3

i+1

j = i−1
Σ    (ΔH( j ) − μj)

2

Filter the horizontal gradients

(μi+1− μi−1)ΔH*(i) = μi−1+

Repeat the same procedure to obtain vertical gradients ΔV* (i)
If  ΔH*(i) < α  ΔV*(i) , then interpolate horizontally
Else if  ΔV*(i) <α ΔH*(i) , then interpolate vertically
Else interpolate bidirectionally

μi = Σ    ΔH( j )

σ2
i  =

σ2
i−1

σ2
i−1 + σ2

i+1

FIGURE 28.11 Reference [11] is illustrated. Gradients are calculated, and then adaptively filtered. The interpolation
direction at a pixel is selected based on the relative magnitude of filtered gradients. a is a number in the range [0–1].
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small powers of 1=2. The final results are a ¼ 1=2, b ¼ 5=8, and g ¼ 3=4. The equivalent linear FIR filter
coefficients for each interpolation case are shown in Figure 28.12.
It is possible to incorporate edge-directed interpolation idea to this approach. Reference [13] presents

such an algorithm. The gradient terms are added in either horizontal or vertical directions. The direction
is chosen adaptively based on edge direction estimates. (Historically earlier than Ref. [12], Ref. [13] does
not use training to obtain the optimal coefficients.) Figure 28.13 illustrates this algorithm.

28.3.5 Frequency-Domain Approach

There are two observations that are important for the demosaicking problem. The first is that for natural
images, there is a high correlation among the red, green, and blue channels. All three channels are very
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FIGURE 28.12 Filters (From Malvar, H. S., et al., Proc. IEEE Int. Conf. Acoustics, Speech and Signal Processing,
Montreal, Canada, 3, 485–488, 2004. With permission.)
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likely to have the same texture and edge locations. (Because of the similar edge content, we expect this
interchannel correlation to be even higher when it is measured between the high-frequency components
of the channels [14].) The second observation is that digital cameras often use a CFA in which the
luminance (green) channel is sampled at a higher rate than the chrominance (red and blue) channels.
Therefore, the green channel is less likely to be aliased, and details are preserved better in the green
channel than in the red and blue channels. This is illustrated in Figure 28.14.

28.3.5.1 Alias Canceling Interpolation

In Ref. [15], it is assumed that the high-frequency contents of green and red=blue channels are identical;
therefore, high-frequency content of the green image is used to remove aliasing in the red and blue
images. First, the red and blue images are interpolated with a rectangular low-pass filter according to the
rectangular sampling grid. This fills in the missing values in the grid, but allows aliasing distortions into
the red and blue output images. These output images are also the missing high-frequency components
needed to produce a sharp image. However, because the green image is sampled at a higher rate, the high-
frequency information can be taken from the green image to improve an initial interpolation of the red
and blue images. A horizontal high-pass filter and a vertical high-pass filter are applied to the green
image. This provides the high-frequency information that the low sampling rate of the red and blue
images cannot preserve. Aliasing occurs when high-frequency components are shifted into the low-
frequency portion of the spectrum, so if the outputs of the high-pass filters are modulated into the
low-frequency regions, an estimate of the aliasing in the red and blue images can be found. This estimate
is used to reduce the aliasing in the red and blue images, as illustrated in Figure 28.15. This method relies

1

2

3 4 5 6 7

8

9

ΔH = |G4 – G6| + | –R3 + 2 × R5 – R7 |  // horizontal gradient

if ΔH > ΔV,
G5 = (G2 + G8)/2 + (–R1 + 2 × R5 – R9)/4

else if ΔH < V,

else
G5 = (G4 + G6)/2 + (–R3 + 2 × R5 – R7)/4

G5 = (G2 + G8 + G4 + G6)/4 + (–R1 – R3 – R7 – R9 + 4 × R5)/8

ΔV = |G2 – G8| + | –R1 + 2 × R5 – R9 | // vertical gradient

FIGURE 28.13 Graphical illustration. (From Gunturk, B. K., et al., IEEE Signal Process. Mag., 22, 44, 2005. With
permission.)

1/2 1/2 1/2

1/2 1/2

–1/2

–1/2–1/2–1/2

–1/2–1/2

1/2

v V V

u u U

FIGURE 28.14 Frequency domain analysis of CFA sampling. (a) Suppose this is the frequency spectrum of the red,
green, and blue channels; (b) frequency spectrum of the sampled green channel; and (c) frequency spectrum of the
red=blue channels. Note that while there is no aliasing for the green channel, red and blue channels are aliased.
The green channel can be fully recovered with a low-pass filter whose pass-band is outlined in the middle figure.
For the red=blue channels, such a low-pass filtering operation cannot eliminate the aliasing.
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on the assumption that the high-frequency information in the red, green, and blue images is identical.
If this assumption does not hold, the addition of the green information into the red and blue images can
add unwanted distortions. This method also makes the assumption that the input image is band-limited
within the diamond-shaped Nyquist region of the green quincunx sampling grid (the region outlined in
Figure 28.14). When this assumption fails, the aliasing artifacts are enhanced instead of reduced because
the green image also contains aliasing. This system is composed entirely of linear filters, making it
efficient to implement.

28.3.5.2 Frequency-Domain Filtering

In Ref. [1], the CFA-sampled image is reorganized into newly defined luminance and chrominance
components. Analyzing the CFA sampling in Fourier domain, filters that recover these components are
designed. The derivation is as follows. Using Equation 28.2, the mosaicked image can be written as

z(i, j) ¼ zR(i, j)þ zG(i, j)þ zB(i, j)

¼ 1
4 (R(i, j)þ 2G(i, j)þ B(i, j))

þ 1
4 (B(i, j)� R(i, j))( cospi� cospj)

þ 1
4 (�R(i, j)þ 2G(i, j)� B(i, j)) cospi cospj: (28:8)

5. Subtract the aliasing estimate from the red
image.

1. Low-pass filter the sampled red image.

3. Add the green high-frequency components to 
the red image.

4. Modulate the green high-frequency components
to estimate aliasing in the red image.

2. Isolate the high-frequency components in the
green image.

FIGURE 28.15 An illustration of Ref. [15] by John Glotzbach. High-frequency information from the green image is
modulated and used to cancel aliasing in the red image. (From Gunturk, B. K., et al., IEEE Signal Process. Mag., 22, 44,
2005. With permission.)
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In this equation, L(i, j) ¼ (1=4)[R(i, j)þ 2G(i, j)þ B(i, j)] is defined as the luminance component, and
C1(i, j) ¼ (1=4)[B(i, j)� R(i, j)] and C2(i, j) ¼ (1=4)[�R(i, j)þ 2G(i, j)� B(i, j)] as the chrominance com-
ponents. With these definitions, Equation 28.8 becomes

z(i, j) ¼ L(i, j)þ C1(i, j) ( cospi� cospj)þ C2(i, j) cosp : cospj, (28:9)

where

L
C1

C2

2
4

3
5 ¼

1=4 1=2 1=4
�1=4 0 1=4
�1=4 1=2 �1=4

2
4

3
5 R

G
B

2
4

3
5: (28:10)

When the Fourier transform of Equation 28.9 is taken, the luminance component stays in the baseband,
the C1 component will be modulated at frequencies (0.5, 0) and (0, 0.5), and the C2 component will be
modulated at frequency (0.5, 0.5). This is illustrated in Figure 28.16. By designing appropriate filters, the
luminance and chrominance components can be recovered. Using the inverse of the matrix given in
Equation 28.10, the red=green=blue values are obtained. Figure 28.16 also shows the filter to recover the
luminance component.
An extension of this approach is given in Ref. [16], where it is noticed that the C1 component suffers

from spectral overlap, and the overlap often occurs in only one of the (horizontal=vertical) directions.
Therefore, a weighted sum of the horizontally and vertically filtered C1 components is taken, where the
weight is less for the one with least crosstalk.
Reference [17] gives another extension of Ref. [1]. This time adaptive filtering is applied on the

luminance component. The luminance values at green locations are estimated using a filter similar to
the one in Ref. [1]; while the values at red=blue locations are estimated as a weighted sum of neighboring
luminance values, where the weights are selected according to the horizontal and vertical gradients (edge
indicators).

28.3.6 Homogeneity-Directed Interpolation

Instead of choosing the interpolation direction based on edge indicators, Ref. [8] uses local homogeneity
as an indicator. The homogeneity-directed interpolation imposes the similarity of the luminance and
chrominance values within small neighborhoods, and it leads to very good perceptual results. The
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FIGURE 28.16 Filter design in Ref. [1]. Left: Luminance and chrominance components when the Fourier transform
of the mosaicked image is taken. The red line outlines the passband of the filter. The radii r1 and r2 are design
parameters, whose values are determined empirically. Middle and Right: Fourier domain and spatial domain
representations of the filter used in Ref. [1].
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underlying idea is to interpolate color channel horizontally and vertically, and to pick up either the
horizontally interpolated pixel values or the vertically interpolated pixel values at every pixel location
based on the homogeneity.
Reference [8] defines the homogeneity as follows. Suppose that R(i, j), G(i, j), B(i, j) are the values in

the RGB space, and L(i, j), a(i, j), b(i, j) are the corresponding luminance and chrominance values
in the CIELab space. Three neighbor sets of (i, j) are defined. The first one is the set of pixel locations
that are close in space:

ND(i, j) ¼ (m, n) j (m� i)2 þ (n� j)2
� �1=2� eD

n o
: (28:11)

The other two neighbor sets are the sets of pixel locations with similar luminance and chrominance
values:

NL(i, j) ¼ f(m, n) j jL(m, n)� L(i, j)j � eLg (28:12)

and

NC(i, j) ¼ (m, n) j [a(m, n)� a(i, j)]2 þ [b(m, n)� b(i, j)]2
� 	1=2� eC

n o
: (28:13)

Then the homogeneity is defined as

H(i, j) ¼ size[ND(i, j) \ NL(i, j) \ NC(i, j)]
size[ND(i, j)]

: (28:14)

Referring to Figure 28.17, the algorithm works as follows. The RGB data is first interpolated horizontally
and vertically. (The green channel is interpolated using red and blue data as correction terms, as in Ref.
[13]. The red and blue channels are interpolated from the interpolated red–green difference and blue–
green difference as shown in Figure 28.7.) The interpolated images are then converted to the CIELab
space. The homogeneity maps for horizontally and vertically interpolated images are found. The
homogeneity maps are smoothed with a 3� 3 averaging filter. At each pixel, either the horizontally or
the vertically interpolated color values are taken depending on which has the largest homogeneity.
In Ref. [8], the neighborhood parameter eD is kept constant, while eL and eC are determined

adaptively at each pixel such that they reflect typical variations among pixels of the same object. This
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Interpolation
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R and B  
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R and B 

Calculate
horizontal

homogeneity 

Calculate
vertical

homogeneity 

X 
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B 
Y

Z
If X >=Y

Z = A
Else

Z = B

FIGURE 28.17 Block diagram of the homogeneity-directed interpolation (From Hirakawa, K. and Parks, T. W.,
IEEE Trans. Image Process., 14, 360, 2005. With permission.)
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is achieved by analyzing the four nearest neighbors of the pixel in question. eL at location (i, j) is
calculated as follows:

eLH(i, j) ¼ maxfjL(i�1, j)� L(i, j)j, jL(iþ 1, j)� L(i, j)jg,
eLV (i, j) ¼ maxfjL(i, j�1)� L(i, j)j, jL(i, jþ 1)� L(i, j)jg,
eL(i, j) ¼ minfeLH(i, j), eLV (i, j)g,

(28:15)

where the first two equations give the maximum variations in horizontal and vertical directions, and the
last equation picks up the minimum of these, by which the maximum variation within the object is
determined. eC is determined similarly.

28.3.7 Projections onto Convex Sets Approach

The algorithm presented in Ref. [15] proposes to decompose the green channel into its frequency
components and then add the high-frequency components of the green channel to the low-pass filtered
red and blue channels. This is based on the observation that the high-frequency components of the red,
blue, and green channels are similar and the fact that the green channel is less likely to be aliased. One
problem with this approach is that the high-frequency components of the red, green, and blue channels
may not be identical. Therefore, replacement of the high-frequency components of the red and blue
channels with those of the green channel may not work well. Reference [14] proposes an algorithm that
ensures data consistency at the cost of higher computational complexity. The algorithm defines two
constraint sets, one ensuring that the restored images are consistent with the measured data and the other
imposing similar high-frequency components in the color channels, and reconstructs the color channels
using the projections onto convex sets (POCS) technique.

28.3.7.1 Constraint Sets

The first constraint set guarantees that the restored color channels are consistent with (are identical to)
the color samples captured by the digital camera.
The second constraint set is a result of the high interchannel correlation. Reference [14] shows that color

channels have very similar detail (high-frequency) subbands. This information would not be enough to
define constraint sets if all channels lost the same amount of information in sampling. However, the red
and blue channels lose more information (details) than the green channel when captured with a color
filter array. Therefore, it is reasonable to define constraint sets on the red and blue channels that force their
high-frequency components to be similar to the high-frequency components of the green channel. The
similarity is imposed such that the detail coefficients are within a fixed proximity.

28.3.7.2 Alternating Projections Algorithm

The block diagram of the POCS algorithm is given in Figure 28.18. The projection onto the observation
constraint set inserts the observed data into their corresponding locations in the current image. This
is illustrated in Figure 28.19. The projection operation onto the detail constraint set is illustrated in

Initial
interpolation

Projection
onto detail

constraint set

Projection onto
observation

constraint set
Final

estimate

Iterate

Observed
date

FIGURE 28.18 Block diagram of the algorithm given in Ref. [14]. Red=green=blue channels are interpolated first.
The red=blue channels are then updated by iteratively projecting on the detail and observation constraint sets.
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Figure 28.20. By alternately applying these two projections onto the initial red and blue channel
estimates, these channels are enhanced.

28.3.8 Spectral Response Modeling

The last group of methods models the image formation process and formulates the demosaicking
problem based on this model. To understand this approach, we first need to understand the imaging
process. The image acquisition process is usually modeled as a linear process between the light radiance
arriving at the camera and the pixel intensities produced by the sensors. An image sensor has a specific
spectral response LS(l), which is a function of the spectral wavelength l, and a spatial response hS(x, y),
which results from optical blur and the spatial integration at each sensor site. (Typical spectral sensor
sensitivities are illustrated in Figure 28.3. The l space is typically modeled as a 7–11 dimensional space.)
The imaging process can be formulated as

FIGURE 28.19 Projection onto observation constraint set (FromGunturk, B.K., Altunbasak, Y. andMersereau, R.M.,
IEEE Trans. Image Process., 11, 997, 2002. With permission.)
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FIGURE 28.20 Projection onto detail constraint set [14]. h0 and h1 are the low-pass and high-pass analysis filters.
g0 and g1 are the corresponding synthesis filters.
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S(x, y) ¼
ððð

LS(l)hS(x � u, y � v)r(u, v, l)du dv dlþ NS(x, y), (28:16)

where
S(x, y) is the pixel value at spatial location (x, y)
r(x, y,l) is the incident radiance
NS(x, y) is the additive noise that is a result of thermal=quantum effects and quantization

There are couple of assumptions in this formulation: (1) the input–output relation is assumed to be
linear; (2) the spatial blur hS(x, y) is assumed to be space-invariant and independent of wavelength; and
(3) only the additive noise is considered. These assumptions are reasonable for practical purposes.
Since we are dealing with digital data, we need to have the discrete version of Equation 28.16

S(i, j) ¼
X
l

X
m, n

LS(l)hS(i�m, j� n)r(m, n, l)þ NS(i, j): (28:17)

The color filters sample the signal S(i, j) to produce a mosaicked data z(i, j) as given in Equation 28.21.
Therefore, the observation model is a linear system, which can be written in the compact form

z ¼ HrþN, (28:18)

where
r, z, and N are the stacked forms of r(m, n, l), z(i, j), and CFA-sampled NS(i, j), respectively
H is the matrix that includes the combined effects of optical blur, sensor blur, spectral response,
and CFA sampling

In Refs. [18–20] the minimum mean square error (MMSE) solution of Equation 28.18 is given:

rMMSE ¼ E rzT
� �

E zzT
� �� 	�1

z, (28:19)

where E[�] is the expectation operation. In Ref. [20], the point spread function (PSF) is taken as an
impulse function; and r is represented as a weighted sum of spectral basis functions to reduce the
dimensionality of the problem. (Later, Ref. [21] extended Ref. [20] to include the PSF in the reconstruc-
tion.) In Ref. [19], adaptive reconstruction and ways to reduce computational complexity are discussed.
Reference [18] constructs a FIR filter based on a wide sense stationary assumption.

28.4 Demosaicking of Video and Super-Resolution
Reconstruction

When there are multiple images, it is possible to estimate the missing samples than in the case of a single
image. Even if a color sample does not exist in an image as a result of Bayer sampling, that particular
sample could have been captured in another frame (due to motion). By warping all captured samples
onto the common frame to be demosaicked, a better estimate of a missing sample can be obtained.
Figure 28.21 illustrates this multiframe interpolation idea. In the figure, red channels of three Bayer-

sampled images are shown. The grid locations with ‘‘triangles,’’ ‘‘circles,’’ and ‘‘squares’’ show the red
samples in these images.We would like to estimate themissing samples in themiddle image. The other two
images are warped onto themiddle image. The estimation problem now becomes an interpolation problem
from a set of nonuniformly sampled data. Taking the weighted of these samples, where the weights are
inversely proportional with the distance to the pixel in question, the missing sample can be estimated.
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This idea can be combined with the other demosaicking ideas, such as constant-hue-based inter-
polation, to formulate a solution. When these multiple frame are available, we can now talk about a
spatiotemporal neighborhood instead of a spatial neighborhood of a pixel.
It is also possible to obtain subpixel resolution by combining multiple images. This is known as super-

resolution reconstruction, and it was recently applied to CFA sampled color images. The imagingmodel for
super-resolution reconstruction starts with a high-resolution image: Let xS be a color channel of a high-
resolution image, where a channel can be red (xR), green (xG), or blue (xB). The ith observation, S(i), is
obtained from this high-resolution image through spatial warping, blurring, and downsampling operations:

S(i) ¼ DCW(i)xS, for S ¼ R,G,B, and i ¼ 1, 2, . . . , K , (28:20)

where
K is the number of input images
W(i) is the warping operation (to account for the relative motion between observations)
C is the convolution operation (to account for the point spread function of the camera)
D is the downsampling operation (to account for the spatial sampling of the sensor)

The full-color image (R(i),G(i),B(i)) is then converted to a mosaicked observation z(i) according to a CFA
sampling pattern:

z(i) ¼
X

S¼R,G,B

MSy
(i)
S (28:21)

as we explained earlier. Then, the super-resolution problem becomes estimation of the high-resolution
image xS, S ¼ R,G,B, from low-resolution mosaicked data z(i), i ¼ 1, 2, . . . , K . A typical flowchart of
super-resolution reconstruction is illustrated in Figure 28.22.

I

II

FIGURE 28.21 I: Input images are warped onto reference frame. II: Weighted average of samples are taken to find
values on the reference sampling grid.
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In Ref. [22], data fidelity and regularization terms are combined to produce high-resolution images. The
data fidelity term is based on a cost function that consists of the the sumof residual differences between actual
observations andhigh-resolution imageprojected onto observations (simulated observations). Regularization
functions are added to this cost function to eliminate color artifacts and preserve edge structures. These
additional constraints are defined as luminance, chrominance, and orientation regularization [22]. A similar
algorithm is presented inRef. [23]. Reference [24] extends thePOCSalgorithmof Ref. [14] tomultiple frames,
where observation constraint set is obtained through bilateral filtering of samples.

28.5 Related Research Problems

In this chapter, we have covered some of the basic demosaicking approaches. There are various others,
such as the Bayesian estimation based [25,26] and the neural network based [27]. There are also research
problems that are related to the CFA sampling, some of which are listed below:

Denoising: Denoising becomes critical in a digital camera pipeline, especially for images captured in low-
light conditions and with high ISO speed. Although standard denoising algorithms can be combined with
standard demosaicking algorithms, denoising and demosaicking can be done jointly. Reference [28]
proposes such a joint technique based on the total least squares denoising method. The technique reports
superior image quality compared to sequential applications of standard denoising and demosaicking
algorithms.

Compression: Compression is the last process in a digital camera pipeline. Typically, demosaicking is
done on raw CFA data to obtain full-color images, which are later compressed with a compression
algorithm, such as the JPEG for still images or the MPEG for videos. The image=video compression
algorithms generally decompose images into luminance and chrominance channels and then down-
samples chrominance channels to achieve higher compression rates. Because of this downsampling, it
seems redundant to do demosaicking before compression. Compression could be done on CFA data; and
demosaicking could be added to the end of the decoding processing. Recent studies [29,30] show that,
with this alternative processing chain, higher image quality can be achieved at low compression rates.
Also, the processing cost is reduced at the camera side.
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FIGURE 28.22 Typical super-resolution reconstruction algorithm is illustrated. The algorithm starts with a high-
resolution image estimate. Simulated observations are obtained by forward imaging operations, including the CFA
sampling. The residuals are computed on Bayer pattern samples for each channel, and then back-projected. The notation
in the figure is as follows.W(i): Spatial warping onto ith observation, C: Convolution with the PSF,D: Downsampling by
the resolution enhancement factor, U: Upsampling by zero insertion,W(i)

b : Back-warping to the reference grid.
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Camera identification and forgery detection: Due to the demosaicking process, pixels in a digital image are
correlated; since different cameras use different demosaicking algorithms, the correlation among the
pixels can be used to identify the camera or to detect image forgeries, such as cropping and pasting a
region from one image to another [31,32].

Optimal spectral sensitivity functions: Selection of the spectral sensitivity functions is an important part of
the digital camera design. The Bayer RGB CFA is known for its superior color reproduction; while the
CMYG CFA has better signal-to-noise ratio performance in low-light conditions. Methods for designing
optimal spectral sensitivities for color reproduction have been studied earlier [33]. Recently, importance
of spectral sensitivities on demosaicking [34] and design of optimal sensitivities for both color and spatial
reproduction [35] are discussed.

28.6 Evaluation of Demosaicking Algorithms

Since raw CFA data is not available for most digital cameras, demosaicking methods have been compared
based on simulations: Full color images are sampled according to a CFA pattern; the original and the
restored images are later compared quantitatively. (This neglects many of the processes in the camera
pipeline, most importantly, optical low-pass filtering. Therefore, simulation results may be misleading;

(a) (b) (c)

(d) (e) (f) (g)

(h) (i) (j) (k)

FIGURE 28.23 Result images for example lighthouse image. (a) Original image, (b) bilinear interpolation, (c) edge-
directed interpolation in Ref. [10], (d) constant hue-based interpolation in Ref. [3], (e) weighted sum in Ref. [6],
(f ) second-order gradients as correction terms in Ref. [13], (g) Bayesian approach in Ref. [25], (h) homogeneity-directed
in Ref. [8], (i) pattern matching (Chang) in Ref. [39], (j) Alias cancellation in Ref. [15], and (k) POCS in Ref. [14].
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the demosaicking algorithms should be tested on raw data; different cameras may have different
demosaicking algorithms working best for them.) Two commonly used quantitative measures for
evaluating demosaicking algorithms are mean square error and peak signal-to-noise ratio. Euclidean
distances in the perceptually uniform CIELab and CIELuv spaces and the s-CIELab [36] are better
measures considering the human visual perception.
For the demosaicking algorithms, the Kodak color image database [37] has become a standard test

image set. Many algorithms evaluate their performances using these images, enabling comparison among
different algorithms. Figure 28.23 provides a visual comparison of several demosaicking algorithms
available in 2005 [38]. Recent papers present improvement over these methods.
In addition to the restoration performance, computational complexity is also an important factor for

demosaicking algorithms due to the limited resources of a digital camera. The trade-off between the
image quality and computational time should be considered in designing the camera pipeline.

28.7 Conclusions and Future Directions

As the sensor technology and processing power of digital cameras advance, the image quality of digital
still and video cameras will continue to improve. Eventually, the image quality of consumer level digital
cameras will catch and exceed the quality of film cameras. Digital video cameras will be able to produce
images with the quality of digital still cameras.
Although the manufacturers are able to fit more and more pixels in a fixed size chip, higher pixel count

does always not correspond to higher image quality. As the dimensions of the photosensitive region of a
pixel decrease, the dynamic range and noise performance of the sensor decreases. The solution is therefore
to produce larger size sensor chips and to increase the fill ratio (photosensitive region area=pixel area).
There is also research to develop alternative sensor technologies. For example, a recent technology

exploits the absorption characteristics of silicon to eliminate CFA and increase resolution. The blue portion
of the light is absorbed at the surface of a silicon, while the red portion penetrates deeper. By putting
detectors at various depths, color information can be extracted without the need of a CFA. However, for
such a sensor, the color components are convoluted, the color reproduction and noise performance could
be problematic. Another approach is to placemicrogratings above pixels. Thesemicrogratings diffract light
according their spectral content, and detectors capture different spectral information.
Although these technologies look promising, single-chip image capture, and therefore, demosaicking

seem to remain essential for some time. Soon HDTVs will become widespread, and higher image quality
from digital video cameras will be expected. Some of the demosaicking algorithms that we explained in
this article cannot be included in a camera due to the limited resources. However, the computational
power of cameras will increase, and advanced image processing algorithms will be utilized in digital
cameras. The research on the inter-channel correlation can also help in modeling and restoration of
multi-frame and hyper-spectral data.
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Index

A

Active filters
cascaded realization

CAD methods, 4-24
operational amplifier, 4-26
polynomial coefficient, 4-23
Q-factor, 4-26–4-28
stages, 4-25–4-26

cascade realization, 1-23–1-24
first-order RC network, 1-25
inductorless filter, 1-23
Thévenin equivalent circuit, 1-24
transfer function, 1-24–1-25

Active RC prototype, see
Tow–Thomas biquad

Adaptive 3-D wavelet packet
transform, 27-27

Åkerberg–Mossberg biquad,
13-24–13-25

Alias-free 2-D decimation
antialiasing filter, 25-5
frequency cell, 25-6
periodicity matrix, 25-6–25-7
quincunx downsampling, 25-6

Allpass filters, 1-19
block diagram, 19-10
cascade filter, 19-9–19-10
magnitude response, 19-8
phase response, 19-9
pole-zero reciprocal pair,

19-8–19-9
All-pole filter, see Chebyshev filters
Analog filter characteristics

allpass filters, 1-19
amplitude and delay distortion,

1-16–1-17
applications, 1-1–1-2

components, classification, 1-2
design process

approximation step,
1-21–1-22

implementation, 1-23
realization step and

imperfections, 1-22
discrete- and continuous-time

signal, 1-2
ideal and practical filters,

1-15–1-16
Laplace transform, 1-3–1-4
minimum-phase filters

amplitude response, 1-18
phase response, 1-18–1-19
zero-pole plots, 1-17–1-18

nonminimum-phase transfer
functions, 1-20–1-21

realization
active filters, 1-23–1-25
biquads, 1-25–1-26
passive RLC filters, 1-23

section types
allpass section, 1-28–1-29
bandpass section, 1-27–1-28
high-pass section, 1-27
low-pass section, 1-26
notch section, 1-28

time-domain response
impulse and step responses,

1-8
inversion formula, 1-6–1-7
overshoot, delay time, and

rise time, 1-8–1-10
partial-fraction, 1-7

transfer function
convolution integral, 1-4–1-5

definition, 1-4
methods, network analysis,

1-5–1-6
stable and causal network,

1-6
Analog prototype filters

bandpass filter
bandpass-to-low-pass

conversion, 19-30
frequency response, 19-31
LPF to BPF transformation,

19-29–19-30
magnitude response

specification,
19-28–19-29

specification, 19-30–19-31
transfer function, 19-31

bandstop filter, 19-32
design steps, 19-20
high-pass filter

analog and digital frequency,
19-27

frequency response,
19-28–19-29

inverse Chebyshev filter
transfer function, 19-28

LPF to HPF transformation,
19-27

specification, 19-27–19-28
low-pass filter

bilinear transformation,
19-26

impulse invariant method,
19-24–19-25

transformation
bilinear transformation,

19-23
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impulse invariance method,
19-23–19-24

types, 19-20–19-22
Antisymmetrical impulse response,

odd filter length
error function, 18-32
frequency response, 18-31–18-32
problem formulation, 18-33
Remez algorithm, 18-34

Antoniou CGIC biquad, see 2-OA
CGIC biquad

Application-specific integrated
circuit (ASIC)

programmable logic
implementation, 21-11

special-purpose implementation,
21-8, 21-10

Approximation
approximation problem, 2-1–2-2
bandpass filter specifications,

2-7
Bessel–Thompson LPP

approximation
gain and group delay

characteristics, 2-22–2-23
loss function, 2-19
MFD and MFM

approximation, 2-21
rational function, 2-20
recursion formula, 2-22
third-order Bessel filter,

2-22–2-23
Butterworth LPP approximation

definition, 2-8
Feldtkeller’s equation, 2-9
gain and characteristic

function, 2-8–2-9
G(s)G(�s) poles, 2-10–2-11
loss function, 2-8–2-9
maximally flat magnitude

(MFM) approximation,
2-9–2-10

second- and third-order
Butterworth transfer
function, 2-11

Chebyshev LPP approximation
complex number, 2-14
elliptic approximation,

2-23–2-24
equiripple behavior, 2-13
frequency response, 2-14
G(s)G(�s) poles, 2-15–2-17
minimax error criterion, 2-12
pole location, 2-17–2-18

polynomial behavior,
2-12–2-13

ripple parameter, 2-14, 2-17
elliptic approximation

Chebyshev rational function,
2-26–2-27

elliptic and ordinary sine
function, 2-28–2-29

elliptic rational functions,
2-31

filter rank ordering, 2-32
gain and characteristic

functions, 2-24
gain plot, 2-31
Jacobian elliptic functions,

2-27
minimax error, 2-30–2-31
phase compensation, 2-32
rational approximation, 2-25
running integral, 2-27–2-28
sine transformation,

2-29–2-30
Weierstrass theorem, 2-23,

2-25–2-26
filter types, 2-3–2-5

B

Bamberger pyramids
2-D separable DWT, 25-24
image denoising, 25-26–25-28
Laplacian pyramid structure,

25-23–25-24
lowpass–highpass

decomposition, 25-23
multiresolution (MR) process,

25-22
polar-separable representation,

25-22–25-23
texture analysis and

segmentation,
25-25–25-26

Bandpass filters (BPF)
analog prototype filters

bandpass-to-low-pass
conversion, 19-30

frequency response, 19-31
LPF to BPF transformation,

19-29–19-30
magnitude response

specification,
19-28–19-29

specification, 19-30–19-31
transfer function, 19-31

approximation, 2-7
digital frequency transformation,

19-34–19-35
Sallen and Key filter, 11-8–11-9

Bandstop filters (BSF)
analog prototype filters, 19-32
digital frequency transformation,

19-35–19-36
Bartlett window

low-pass magnitude response,
18-10–18-11

spectrum, 18-10
Baseband communication,

26-28–26-29
Bayes minimum distance classifier,

25-25
Berka–Herpy biquad, 13-24–13-25
Bessel–Thompson low-pass

prototype (LPP)
approximation

gain and group delay
characteristics, 2-22–2-23

loss function, 2-19
MFD and MFM approximation,

2-21
rational function, 2-20
recursion formula, 2-22
third-order Bessel filter,

2-22–2-23
Bilinear transformation

analog filter transformation,
23-2, 23-4

1-D analog transfer function,
23-18–23-19

1-D discrete transfer function,
23-21

nonessential singularity, 23-22
Biorthogonal filter bank, 24-16
Biquad multiloop feedback, 11-17
Biquadratic filter, 17-23–17-24
Blackman window

amplitude spectrum, 18-13
expression, 18-12
magnitude response,

18-13–18-14
Broadband matching network

design
Butterworth networks

all-pass function,
10-15–10-16

Butterworth transducer
power-gain, 10-15

equalizer back-end
impedance, 10-16–10-17
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final reactive element, 10-17
LC ladder network,

10-17–10-18
load impedance, 10-14
minimum-phase solution,

10-15
Chebyshev networks

all-pass function, 10-23
equalizer back-end

impedance, 10-24
Laurent series expansion,

10-23
RCvc sinh a<2 sin g1 and

Lb1�L, 10-25
RCvc sinh a<2 sin g1 and

Lb1<L, 10-25
RCvc sinh a�2 sin g1 and

Lb1<L, 10-24–10-25
RCvc sinh a�2 sin g1 and

Lb1�L, 10-24
transducer power-gain, 10-22

coefficient constraints
normalized reflection

coefficient, 10-5–10-6
passive impedance,

10-7–10-8
zero of transmission,

10-2–10-4
design procedure, 10-8–10-9
network configuration,

10-1–10-2
transmission and reflection

coefficients, 10-1–10-2
Brune section

positive-real impedance,
6-9–6-10

two-port network, 6-8
type-A and type-B section,

6-8–6-9
type-E section, 6-7–6-8

Butterworth filters
factorized and normalized

Butterworth polynomials,
19-13

magnitude response square,
19-12–19-13

transfer function, 19-11–19-12
Butterworth low-pass prototype

(LPP) approximation
definition, 2-8
Feldtkeller’s equation, 2-9
gain and characteristic function,

2-8–2-9
G(s)G(�s) poles, 2-10–2-11

loss function, 2-8–2-9
maximally flat magnitude

(MFM) approximation,
2-9–2-10

second- and third-order
butterworth transfer
function, 2-11

Butterworth networks
broadband matching network

design
all-pass function,

10-15–10-16
Butterworth transducer

power-gain, 10-15
equalizer back-end

impedance, 10-16–10-17
final reactive element, 10-17
LC ladder network,

10-17–10-18
load impedance, 10-14
minimum-phase solution,

10-15
resistively terminated network

design
element values, 9-6–9-7
input impedance, 9-5
input reflection coefficient,

9-4–9-5
LC ladder, 9-6
minimum-phase

solution, 9-5
recurrence formula, 9-6
transducer power gain, 9-4

C

Cauer canonical form
LCM one-port network, 7-4
RC one-port network, 7-9

Cauer filters, see Elliptic filters
CCCS, see Current-controlled

current sources
CCVS, see Current-controlled

voltage sources
Cell Broadband Engine

Architecture, 21-8
CGIC, see Current generalized

immittance convertors
Chebyshev filters

magnitude response square,
19-14–19-15

normalized Chebyshev
polynomials,
19-15–19-16

polynomial coefficients, 19-14
transfer function, 19-13–19-14

Chebyshev low-pass prototype
(LPP) approximation

complex number, 2-14
elliptic approximation,

2-23–2-24
equiripple behavior, 2-13
frequency response, 2-14
G(s)G(�s) poles, 2-15–2-17
minimax error criterion, 2-12
pole location, 2-17–2-18
polynomial behavior, 2-12–2-13
ripple parameter, 2-14, 2-17

Chebyshev networks
broadband matching network

design
all-pass function, 10-23
equalizer back-end

impedance, 10-24
Laurent series expansion,

10-23
RCvc sinh a<2 sin g1 and

Lb1�L, 10-25
RCvc sinh a<2 sin g1 and

Lb1<L, 10-25
RCvc sinh a�2 sin g1 and

Lb1<L, 10-24–10-25
RCvc sinh a�2 sin g1 and

Lb1�L, 10-24
transducer power-gain,

10-22
resistively terminated network

design
element values, 9-10–9-11
input impedance, 9-10
input reflection coefficient,

9-9
minimum-phase solution,

9-9–9-10
transducer power-gain, 9-9

Circularly symmetric 2-D IIR filter
HP, BP, and BS filter realization

configuration, 23-24–23-25
Nyquist point, 23-25
subfilter contour plot,

23-23–23-24
LP filter

1-D analog transfer function,
23-18–23-21

1-D discrete transfer
function, 23-21–23-22

nonessential singularity
elimination, 23-22–23-23
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prescribed specification,
23-25–23-26

Coefficient sensitivity, 4-4–4-5
Color filter array (CFA)

Bayer pattern, 28-4
bicubic interpolation, 28-2, 28-4
designs, 28-2
mosaic pattern, 28-1
sampling

compression, 28-18
Fourier domain, 28-11
luminance channel, 28-10
optimal spectral sensitivity

function, 28-19
super-resolution

reconstruction,
28-17–28-18

Common-mode feedback (CMFB)
circuit, 17-22–17-23

Conjugate quadrature filter bank
(CQF), 24-16

Continuous-time integrated filters
gm-C filters

cascade realization,
16-23–16-26

circuit symbols, 16-15
difference current, 16-16
first- and second-order

sections, 16-22–16-23
gyrators, 16-20–16-22
integrators, 16-17–16-20
ladder simulation,

16-26–16-31
MOS device, 16-16
resistors, 16-15–16-16
small-signal equivalent

circuit, 16-14–16-15
transconductance designs,

16-16–16-17
MOSFET-C method

balanced linear MOSFET
conductance, 16-3–16-4

cascade realization,
16-9–16-11

equivalent resistor circuit,
16-4

first- and second-order
sections, 16-7–16-9

integrator, 16-5–16-7
ladder simulation,

16-11–16-14
nonlinear drain current, 16-3

tuning process, 16-31–16-32
Continuous-time signal, 1-2

Cosine modulated filter bank, 24-43
Current-controlled current sources

(CCCS), 4-18
Current-controlled voltage sources

(CCVS), 4-18
Current generalized immittance

converter (CGIC)
biquads

Antoniou CGIC (2-OA CGIC
biquad)

composite GIC biquad,
14-18, 14-19

configuration, 14-2–14-3
design and tuning procedure,

14-6–14-7
3G and 4G ports, 14-2
realization, 14-4–14-5
second-order transfer

function, 14-3–14-4
sensitivity analysis,

14-4, 14-6
stability properties, 14-4
universal biquad, 14-11,

14-13–14-14
3-OA CGIC biquad

design and tuning procedure,
14-15–14-16

sixth-order elliptic BP filter
design, 14-16–14-17

structure, 14-11,
14-14–14-15

Curvelet-99 transform, 27-20

D

Darlington type-D section
cascade connection, 6-12–6-13
impedance matrix, 6-13–6-14
positive-real impedance,

6-11–6-12
transmission matrix, 6-12–6-13

Daubechies wavelets
Bernstein polynomial, 24-18
conjugate quadrature filter bank

(CQF), 24-16
Daubechies 8-tap symlet filters,

24-18–24-19
impulse and frequency

responses, 24-16–24-18
Pt(Z) factorization, 24-16

Device under test (DUT), 17-31
DFT, see Discrete Fourier transform
Diamond filters, 22-22–22-23,

25-8, 25-14

Difference equation, 20-15–20-16
Digital differentiators, 18-34–18-35
Directional filter banks (DFBs)

Bamberger directional filter bank
(BDFB)

analysis filter, 25-10
analysis tree structure, 25-11
downsampling matrix,

25-11–25-12
eight-band BDFB analysis,

25-9–25-10
frequency band partition,

25-9
M-channel parallel structure,

25-10–25-11
wedge-shaped passband,

25-10–25-11
Bamberger pyramids

2-D separable DWT, 25-24
Laplacian pyramid structure,

25-23–25-24
lowpass–highpass

decomposition, 25-23
multiresolution (MR)

process, 25-22
polar-separable

representation,
25-22–25-23

2-D maximally decimated filter
bank, 25-7–25-8

2-D multirate system
alias-free 2-D decimation,

25-5–25-7
continuous time signal, 25-2
2-D decimation and

interpolation, 25-4–25-5
2-D unimodular matrix, 25-7
2-D upsampler and

interpolator, 25-7
fundamental parallepiped,

25-4
quincunx lattice, 25-3–25-4

2-D two-channel fan filter bank
BDFB design, ladder

structure, 25-16–25-20
FFB design, 1-D quadrature

mirror filter (QMF),
25-12–25-16

fingerprint enhancement and
recognition, 25-28

finite-field DFB, 25-28–25-29
image denoising

additive white Gaussian noise
and UDWT, 25-27–25-28
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Bamberger pyramid, 25-27
Gaussian white noise, 25-26
wavelet denoising procedure,

25-26–25-27
iris recognition, 25-28
texture analysis and

segmentation
Bamberger pyramid,

25-25–25-26
classification system, 25-25
multichannel method,

25-24–25-25
undecimated directional filter

bank (UDFB)
decomposition, 25-22–25-23
implementation,

25-21–25-22
shift invariance, 25-20–25-21
UCFB and UFFB,

25-21–25-22
undecimated discrete wavelet

transform (UDWT),
25-20

unimodular resampling
matrix, 25-22

velocity selective filter bank
(VSFB), 25-29–25-30

Discrete cosine transform (DCT),
24-43

Discrete Fourier transform (DFT),
22-10, 24-43

Discrete-space Fourier
transform, 22-7

Discrete-time signal, 1-2
Discrete wavelet packet transform

(DWPT), 27-27
Discrete wavelet transform (DWT),

24-8–24-9
1-D multirate filter banks

2-band filter bank
analysis, 24-3
downsampling and

upsampling, 24-4–24-5
output expression, 24-3
reconstruction operation,

24-3–24-4
binary filter trees

decomposition levels,
24-6–24-7

size and bandwidth, 24-7
transformation, 24-7–24-8

discrete wavelet transform
(DWT), 24-2

FIR filters and wavelets

antialiasing condition, 24-12
biorthogonal filter bank,

24-16
Daubechies wavelets,

24-16–24-19
high-pass filter, 24-14
LeGall 3,5-tap filter,

24-14–24-15
linear interpolation, 24-14
linear phase and balanced

frequency response,
24-19–24-21

low-pass product filter,
24-13

number of zeros,
24-13–24-14

perfect reconstruction
condition, 24-12

smoother wavelet,
24-21–24-24

Hilbert pairs
à trous algorithm,

24-43–24-44
common-factor dual-tree

filter design, 24-45
dual-tree wavelet transform,

24-44–24-45
metrics for shift dependence,

24-50–24-52
Q-shift dual-tree filter design,

24-46–24-50
shift dependence and shift

invariance, 24-43
IIR filter

all-pass filter design,
24-25–24-26

causal and anticausal
filtering, 24-24

transformation-based design,
24-26–24-28

types, 24-24
lifting scheme

construction, 24-34–24-36
implementation,

24-37–24-39
M-band filter bank

lifting, 24-42–24-43
type 1 polyphase

decomposition,
24-41–24-42

type 2 polyphase
decomposition, 24-42

types, 24-43
multirate filtering, 24-5–24-6

nonlinear filter bank,
24-40–24-41

polyphase representation
analysis and synthesis

outputs, 24-30
decomposition, 24-29–24-30
even- and odd-indexed

coefficients, 24-29
linear phase structure,

24-32–24-33
orthogonal lattice structure,

24-32
total system polyphase

matrix, 24-31–24-32
signal sparsity, 24-2
wavelets and scaling functions

analysis side equation, 24-9
convergence condition, 24-11
equivalent transfer function,

24-10–24-11
Fourier domain, 24-10
impulse and frequency

responses, 24-8–24-9
piecewise constant function,

24-11
synthesis side equation,

24-9–24-10
vanishing moments (VM),

24-11
Dual-amplifier twin-T biquads

band-rejection filter, 13-6–13-7
Cauer low-pass and high-pass

filter, 13-8–13-9
high-pass filter, 13-7–13-8
low-pass filter, 13-7
twin-T resonator, 13-5–13-6
voltage transfer ratios, 13-7

3-D wavelet packets
adaptive transform, 27-27
restoration algorithm,

27-27–27-28
thresholding, 27-26
wavelet denoising, 27-26–27-27

DWPT, see Discrete wavelet packet
transform

E

Elliptic approximation
Chebyshev rational function,

2-26–2-27
elliptic and ordinary sine

function, 2-28–2-29
elliptic rational functions, 2-31
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filter rank ordering, 2-32
gain and characteristic functions,

2-24
gain plot, 2-31
Jacobian elliptic functions, 2-27
minimax error, 2-30–2-31
phase compensation, 2-32
rational approximation, 2-25
running integral, 2-27–2-28
sine transformation, 2-29–2-30
Weierstrass theorem, 2-23,

2-25–2-26
Elliptic filters

elliptic integral, 19-18
equiripples, 19-17
magnitude response square,

19-17, 19-19
pole and coefficient calculation,

19-18–19-19
rational function, 19-18

Equiripple FIR filters, 18-15–18-16
alternation theorem, 18-19
amplitude response,

18-17–18-18
antisymmetrical impulse

response and odd filter
length

error function, 18-32
frequency response,

18-31–18-32
problem formulation,

18-33
Remez algorithm, 18-34

arbitrary amplitude response,
18-35

cubic-interpolation search
method, 18-25–18-26

digital differentiators,
18-34–18-35

error function, 18-16–18-17
frequency response, 18-16
multiband filter, 18-35, 18-37
noniterative=iterative methods,

18-15–18-16
piecewise-constant

amplitude-response
specification, 18-30

Remez exchange algorithm
exhaustive step-by-step

search, 18-21–18-23
extremal initialization,

18-20–18-21
iterative multivariable

algorithm, 18-20

maxima of error function,
18-21

superfluous potential
external rejection,
18-23–18-24

selective step-by-step search
method, 18-24–18-25

transfer function, 18-16
weighted-Chebyshev method,

18-16

F

Fan filter banks (FFBs), 25-8
Fast Fourier transform (FFT)

approximate minimax FIR filter,
22-13–22-14

window-based 2-D FIR filter
design, 22-10

FDNR, see Frequency-dependent
negative resistors

Field programmable gate array
(FPGA)

GNURadio, 21-8
programmable logic

implementation
FIR filter, 21-12–21-13
IIR filter, 21-13–21-14

Filter noise analysis, 11-27–11-29
Fingerprint enhancement and

recognition, 25-28
Finite-impulse response (FIR) filters

code segment
ADSP-21020 architecture,

21-4–21-5
Motorola 56001 architecture,

21-6–21-7
TMS320C30 architecture,

21-3
TMS320C50 architecture,

21-5
2-D filter implementation,

22-24
equiripple FIR filters

alternation theorem, 18-19
amplitude response,

18-17–18-18
antisymmetrical impulse

response and odd filter
length, 18-31–18-34

arbitrary amplitude response,
18-35

cubic-interpolation search
method, 18-25–18-26

digital differentiators,
18-34–18-35

error function, 18-16–18-17
frequency response, 18-16
multiband filter, 18-35, 18-37
noniterative=iterative

methods, 18-15–18-16
piecewise-constant

amplitude-response
specification, 18-30

Remez exchange algorithm,
18-20–18-24

selective step-by-step search
method, 18-24–18-25

transfer function, 18-16
weighted-Chebyshev

method, 18-16
filter banks, 22-25–22-26
frequency response

antisymmetric impulse
response and N¼ even,
18-5

antisymmetric impulse
response and N¼ odd,
18-4–18-5

masking approach,
18-38–18-45

symmetric impulse response
and N¼ even, 18-4

symmetric impulse response
and N¼ odd, 18-3–18-4

linear phase property
difference equation, 18-2
impulse response, 18-3
phase and group delay

functions, 18-2
phase response, 18-2–18-3
transfer function, 18-1–18-2

Lp norm, 22-11-22-12
multistage frequency-response

masking approach
complexity minimization,

18-48–18-49
implementation form,

18-47
synthesis, 18-47–18-48
three-stage filter, 18-47
transfer function,

18-46–18-47
narrowband filter design

amplitude response,
18-51–18-52

Jing–Fam approach, 18-49,
18-55, 18-57–18-58
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multiplier, minimization,
18-52–18-53

order of F(z) and G(z), 18-52
passband and stopband

ripples, 18-56
single-stage design, 18-57
subfilter design, 18-51
synthesis, 18-50–18-51,

18-57–18-58
transfer function, 18-49,

18-51, 18-55–18-56
narrow transition band, 18-38
nonlinear-phase low-pass filter,

22-4–22-5
programmable logic

implementation,
21-12–21-13

roundoff noise, 20-6–20-7
separable filter design,

22-16–22-17
special-purpose implementation

ASIC comparison,
21-10–21-11

Motorola 56200 architecture,
21-9–21-10

parallelism and pipelining,
21-9

180 MHz sampling rate,
21-9–21-10

wavelets
antialiasing condition, 24-12
biorthogonal filter bank,

24-16
Daubechies wavelets,

24-16–24-19
high-pass filter, 24-14
LeGall 3,5-tap filter,

24-14–24-15
linear interpolation, 24-14
linear phase and balanced

frequency response,
24-19–24-21

low-pass product filter, 24-13
number of zeros,

24-13–24-14
perfect reconstruction

condition, 24-12
smoother wavelet,

24-21–24-24
wideband filter design,

18-53–18-54
window-based filter design,

22-6–22-10
windowing techniques

Bartlett window, 18-10
Blackman window,

18-12–18-14
filter coefficient, 18-6
Hamming window,

18-11–18-12
Hanning window,

18-10–18-12
ideal low-pass filter response,

18-7
Kaiser window, 18-13–18-15
rectangular window,

18-7–18-9
zero locations, 18-5–18-6
zero-phase filters, 22-4–22-5

Finite wordlength effects
coefficient quantization error

alternate realization
structure, 20-16–20-17

clustered root, 20-16
definition, 20-15
grid, 20-15–20-16
realizable pole locations,

20-16–20-17
transfer function, 20-15

fixed-point quantization error
sum of products, 20-2–20-3
types, 20-3–20-4

floating-point quantization
error, 20-4–20-5

limit cycles
definition, 20-12
filter realization structure,

20-14
implementation sequence,

20-13
second-order filter,

20-12–20-13
number representation,

20-1–20-2
overflow oscillations,

20-14–20-15
realization, 20-17–20-18
roundoff noise

FIR filter, 20-6–20-7
fixed-point IIR filter,

20-7–20-10
floating-point IIR filter,

20-10–20-12
zero-mean white noise filter,

20-5
First-order RC network, 1-25
Fixed-point processors, 21-2
FLF, see Follow-the-leader feedback

Floating-point processors,
21-2

Follow-the-leader feedback (FLF)
topology

feedback resistors, 15-11
first-order lowpass functions,

15-8
GIC bandpass sections,

15-11–15-12
lowpass-to-bandpass

transformation, 15-8
matrix expression, 15-9
primary resonator block (PRB)

design process,
15-10–15-11

second-order bandpass biquads,
15-7

summer and feedback factor
implementation,
15-6–15-7

Foster canonical form
LCM one-port network, 7-3
RC one-port network, 7-8–7-10

Fourier slice theorem, 27-6–27-7
Fourier transform

analog filter, 1-16–1-17
Bartlett window, 18-10
Blackman window, 18-13
Hamming window, 18-11–18-12
Hanning window, 18-10–18-11
Rectangular window, 18-7–18-8

FPGA, see Field programmable gate
array

Frequency-dependent negative
resistors (FDNR), 15-27

Frequency-domain analysis
graphical construction

amplitude and phase
responses, 1-13

frequency response
evaluation, 1-13–1-14

gain and phase shift, 1-13
transfer function, 1-12–1-13

loss function, 1-14–1-15
sinusoidal response, 1-11–1-12

Frequency-response masking
approach

complementary periodic filter
pair, 18-40

error function, 18-43
F(Lv) design, 18-43
filter synthesis problem, 18-44
low-pass filter design,

18-40–18-42
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passband and stopband ripples,
18-42

prototype transfer function,
18-40

subfilter order, 18-44–18-45
transfer function, 18-38–18-39
transition bandwidth, 18-44
zero-phase frequency response,

18-39–18-40
Frequency sampling, 22-10–22-11
Frequency transformations

bandpass transformation
imaginary frequency axis,

3-8–3-9
narrow-band approximation,

3-8
network transformation,

3-9–3-10
passband and stopband

specifications, 3-8–3-9
rational function, 3-7

band-reject transformation
characterization, 3-10–3-11
frequency responses, 3-11
LPP transfer function,

3-12
network transformation,

3-12–3-13
frequency scaling

LP network transformation,
3-3–3-4

LPP transfer function,
3-2–3-3

high-pass transformation,
3-5–3-6

impedance scaling, 3-4
low-pass prototype, 3-1–3-2

Friend biquad, 12-12–12-13
Function sensitivity, 4-3–4-4

G

Gain-bandwidth
noninverting and inverting

amplifier, 11-23–11-25
Sallen–Key second-order

low-pass filter,
11-26–11-27

transfer function, 11-26
Generalized impedance converter

(GIC)
dual-amplifier biquads

all-pass building block,
13-14–13-15

bandpass building block,
13-12–13-13

Cauer high-pass building
block, 13-17–13-18

Cauer low-pass building
block, 13-15–13-16

high-pass building block,
13-13–13-14

low-pass building block,
13-10

notch filter building block,
13-14–13-15

resonator, 13-9
time constant and

conductance ratio,
13-11

transfer function, 13-12
voltage transfer ratio,

13-9–13-10
three-amplifier biquads,

13-18–13-19
gm-C filters

cascade realization
capacitor values,

16-25–16-26
filter parameters, 16-24
low-pass filter structure,

16-25–16-26
low-pass gm-C section,

16-24–16-25
circuit symbols, 16-15
difference current, 16-16
gyrators

definition, 16-20
inductive admittance, 16-21
inverting and noninverting

transconductor,
16-20–16-21

passive equivalent circuit,
16-21–16-22

integrators
floating=grounded capacitor,

16-17–16-18
gm-C–op amp integrator,

16-19
nominal correction, phase

errors, 16-19–16-20
parasitic capacitors,

16-18–16-19
quality factor, 16-18
transfer function, 16-17

ladder simulations
element replacement

methods, 16-26–16-29

signal-flow graph methods,
16-29–16-31

MOS device, 16-16
resistors, 16-15–16-16
small-signal equivalent circuit,

16-14–16-15
transconductor, 16-14

GNURadio, 21-7–21-8
Gorski-Popiel’s method

inductance networks,
15-25–15-26

LC ladder realization, 15-26
sixth-order LC bandpass filter,

15-26–15-27
Graphical construction,

frequency-domain
analysis

amplitude and phase responses,
1-13

frequency response evaluation,
1-13–1-14

gain and phase shift, 1-13
transfer function, 1-12–1-13

Group delay function, 2-20–2-21
Gyration resistance, 20

H

Haar filters
all-pass filter, 24-25–24-26
4-level tree, 24-8–24-9

Half-plane symmetric filter, 23-14
Hamming window

amplitude spectrum,
18-11–18-12

2-D FIR filter design, 22-8–22-9
magnitude response,

18-12–18-13
Hanning window

amplitude spectrum,
18-10–18-11

expression, 18-10
magnitude response, 18-10,

18-12
High-order filters

cascade realization
Åckerberg–Mossberg circuit,

15-5–15-6
biquadratic function,

15-3
intermediate gain-scaled

transfer functions, 15-4
nth-order transfer function,

15-2–15-3
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sixth-order transfer function,
15-5

ladder simulations
dynamic range

maximization,
15-18–15-23

element substitution,
15-23–15-27

signal-flow graph methods,
15-13–15-18

low-gain active filter,
11-16–11-17

multiple-loop feedback
realizations

feedback resistors, 15-11
first-order lowpass functions,

15-8
GIC bandpass sections,

15-11–15-12
leapfrog topology, 15-12
lowpass-to-bandpass

transformation, 15-8
matrix expression, 15-9
primary resonator block

(PRB) design process,
15-10–15-11

second-order bandpass
biquads, 15-7

summer and feedback factor
implementation,
15-6–15-7

High-pass filters (HPF)
analog prototype filters

analog and digital frequency,
19-27

frequency response,
19-28–19-29

inverse Chebyshev filter
transfer function, 19-28

LPF to HPF transformation,
19-27

specification, 19-27–19-28
configuration, 23-24–23-25
derivation, 23-23–23-24
digital frequency transformation,

19-33–19-34
1-D multirate filter banks, 24-14
Nyquist point, 23-25
Sallen and Key filter, 11-9–11-10
transfer function, 23-23–23-24

Hilbert pairs
à trous algorithm, 24-43–24-44
common-factor dual-tree filter

design, 24-45

dual-tree wavelet transform,
24-44–24-45

metrics, shift dependence
aliasing energy ratio, 24-51
analysis and reconstruction,

24-50–24-51
dual-tree complex wavelet

transform (DT-CWT),
24-51–24-52

shift invariance and shift
dependence, 24-50

Q-shift dual-tree filter design
impulse response, 24-46
iterative energy minimization

method, 24-48–24-49
zero-forcing method, 24-47

shift dependence and shift
invariance, 24-43

HPF, see High-pass filters
Hurwitz polynomials, 5-7–5-8, 9-10

I

Image denoising, 25-26–25-28
Impulse response, 1-8
Independent component analysis

(ICA), 27-3
Infinite impulse response (IIR)

filters
allpass filter

block diagram, 19-10
cascade filter, 19-9–19-10
magnitude response,

19-8
phase response, 19-9
pole-zero reciprocal pair,

19-8–19-9
analog low-pass filter (LPF)

Butterworth filter,
19-11–19-13

Chebyshev filter,
19-13–19-16

elliptic filter, 19-17–19-19
inverse Chebyshev filter,

19-15–19-17
specification, 19-11

analog prototype filters
bandpass filter, 19-28–19-31
bandstop filter, 19-32
design steps, 19-20
high-pass filter, 19-27–19-29
low-pass filter, 19-24–19-26
transformation, 19-20–19-24

causality, 19-2–19-3

code segment
Motorola 56001 architecture,

21-7
TMS320C30 architecture,

21-3–21-4
TMS320C50 architecture,

21-5–21-6
computer-aided design

least squares (L2-norm)
criterion, 19-36–19-40

weighted Chebyshev
(L1-norm) criterion,
19-40

digital frequency transformation
bandpass filter, 19-34–19-35
bandstop filter, 19-35–19-36
design process, 19-32–19-33
high-pass filter, 19-33–19-34
low-pass filter, 19-33

digital LPF specification,
19-11–19-12

direct form realizations
cascade second-order filter,

19-6
coefficient quantization,

19-7–19-8
parallel second-order filter,

19-7
system function, 19-5–19-6

1-D multirate filter banks
all-pass filter design,

24-25–24-26
causal and anticausal

filtering, 24-24
transformation-based design

magnitude response,
24-28
phase response,
24-27–24-28
prototype linear phase
low-pass filter, 24-27

types, 24-24
fixed-point IIR filter

first-order filter, 20-7
limit cycle, 20-13
normalized fixed-point

roundoff noise variance,
20-9

quantization, noise source,
20-8

roundoff noise-to-signal
ratio, 20-8–20-9

second-order filter,
20-8–20-9
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state-space filter realization,
20-10

transfer function, 20-7–20-8
floating-point IIR filter

first-order filter, 20-10–20-11
limit cycle, 20-13
normalized floating-point

roundoff noise variance,
20-12

roundoff noise-to-signal
ratio, 20-11–20-12

second-order filter,
20-11–20-12

zero-mean white noise, 20-10
frequency response

complex function, 19-3–19-4
group delay, 19-5
magnitude square, 19-4
phase response, 19-5

lattice digital filters
injected numerator structure,

19-41–19-42
injector gains, 19-44–19-45
reflection coefficient,

19-42–19-44
tap gains, 19-44
tapped numerator structure,

19-41–19-42
third-order one-multiplier

injected numerator filter,
19-42–19-43

minimum phase filter, 19-8
poles and zeros, 19-3
programmable logic

implementation,
21-13–21-14

special-purpose implementation,
21-11

stability
optimization techniques,

19-40–19-41
second-order system,

19-3–19-4
system function and impulse

response, 19-1–19-2
Inverse Chebyshev filters,

19-15–19-17
Iris recognition, 25-28
Iterative filter design algorithm,

22-13–22-14

J

Jing–Fam approach, 18-49, 18-55,
18-57–18-58

K

Kaiser window
definition, 18-15
magnitude response,

18-14–18-15
prolate spheroidal wave

function, 18-14
spectral properties, 18-15
stopband attenuation,

18-13–18-14
Kirchhoff current law equation, 5-1

L

Ladder simulations
dynamic range maximization

active circuit, 15-22–15-23
feed-in resistors, 15-23
fourth-order elliptic lowpass

ladder filter, 15-20–15-21
passive series branch,

15-19–15-20
passive shunt branch, 15-20
signal-level scaling,

15-18–15-19
transmittance, 15-21
voltage and current maxima,

15-21
element replacement methods

circuit capacitor value,
16–28–16-29

component values,
16-27

dual-input OTA,
16-27–16-28

third-order elliptic low-pass
ladder, 16–28–16-29

transconductor-C
simulation, 16-26–16-27

transfer function, 16–28
element substitution

Antoniou’s general
impedance converter
(GIC), 15-24

Gorski-Popiel’s method,
inductor replacement,
15-25–15-27

impedance converter,
15-23–15-24

MOSFET-C method
elliptic LC low-pass filter,

16-12
implementation,

16-13–16-14

transfer function magnitude,
16-12

V–I relationship,
16-12–16-13

signal-flow graph methods
block diagram, 15-13–15-14
fourth-order all-pole lowpass

ladder, 15-17–15-18
impedance- and signal-level

scaling, 15-16
inverting lossy Miller

integrator, 15-14
ladder structure, 15-13
noninverting lossy

phase-lead integrator,
15-14

series and shunt ladder
branch, 15-15–15-16

signal-flow graph (SFG)
methods

fifth-order elliptic low-pass
function, 16–29–16-30

third-order elliptic low-pass
filter, 16–30–16-31

Ladder structures
analysis–synthesis ladder

structure, 25-17–25-18
biorthogonal property,

25-19–25-20
closed-form Lagrange formula,

25-18
digital fan-shaped filter, 25-17
magnitude response,

25-18–25-19
regular biorthogonal wavelet

generation, 25-18
two-channel biorthogonal

analysis filter bank, 25-19
wavelet construction, 25-16

Laplace transform
analog filter characteristics,

1-3–1-4
analog IIR filter, 19-11

Laplacian statistics
filtering structure, 26-8–26-9
location estimation, 26-9–26-10
a-stable distributed samples,

26-10–26-11
weighted median (WM) filter,

26-9
Lattice digital filters

injected numerator structure,
19-41–19-42

injector gains, 19-44–19-45
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reflection coefficient,
19-42–19-44

tap gains, 19-44
tapped numerator structure,

19-41–19-42
third-order one-multiplier

injected numerator filter,
19-42–19-43

LC ladder
zero-producing step, 8-4–8-5
zero-shifting step, 8-2–8-4

LCM one-port network
admittance function, 7-3
driving-point immittance, 7-2
first and second Cauer canonical

form, 7-4
first and second Foster canonical

form, 7-3
input impedance, 7-1
reactance function, 7-2–7-3,

7-5–7-6
Leapfrog topology, 15-12
Learning vector quantization (LVQ)

algorithm, 25-25
Least squares (L2-norm) criterion

adaptive weighted least square
(WLS), 19-37–19-38

eigenfilter approach,
19-39–19-40

quadratic programming, 19-38
transfer function, IIR filter,

19-36
weighted square error,

19-36–19-37
LeGall 3,5-tap filter, 24-14–24-15
Lifting schemes; see also Ladder

structures
construction

analysis polyphase matrix
types, 24-34–24-35

elementary matrix,
24-34

perfect reconstruction (PR)
filter bank, 24-35

synthesis polyphase matrix,
24-35–24-36

implementation
division process,

24-37–24-38
dual lifting, 24-38–24-39
Matlab function, 24-37
scaling matrix, 24-39

Linear filtering, 26-7–26-8
Linear programming, 22-10–22-11

Linear shift-invariant system, 22-2
LM-estimation

definition, 26-11
generalized Cauchy density,

26-11–26-14
arg min and log functions,

26-13–26-14
error norm, 26-14–26-15
GCD function, 26-11–26-12
heavy-tailed distribution,

26-12
impulsive sequence, 26-12
minimization problem, 26-13

real-valued weights and
optimization,
26-26–26-27

running meridian smoothers,
26-21–26-26

medianity parameter,
26-21–26-22

meridian estimator, 26-22
mode–type estimator, d!0,

26-23–26-24
properties, 26-25
sample median, d!1,

26-22–26-23
sample meridian, 26-21
weighted meridian,

26-25–26-26
running myriad smoothers,

26-14–26-21
fixed point weighted myriad

search, 26-21
linearity parameter,

26-14–26-15
minimization problem, 26-18
mode–type estimator, g!0,

26-17
normalized linear estimation,

g!1, 26-19
no undershoot=overshoot,

26-17
objective function,

26-15–26-16
sample mean, g!1,

26-16–26-17
sample myriad, 26-14
shift and sign invariance,

26-18
unbiasedness, 26-18
weighted mode-type

estimation, g!0,
26-19–26-20

weighted myriad, 26-18

Low-gain active filters
first-order filter realizations,

11-6–11-7
first-order transfer functions,

11-1–11-2
frequency response, 11-4–11-5,

11-6, 11-7
higher order filters, 11-16–11-17
nonideality influence

gain-bandwidth,
11-23–11-27

noise analysis, 11-27–11-29
sensitivity analysis,

11-22–11-23
slew rate, 11-27

second-order biquadratic filters
biquadratic transfer function,

11-11–11-12
RC network realization,

11-14–11-15
single-amplifier low-gain

realization, 11-12–11-13
two-amplifier low-gain

biquad configuration,
11-14

second-order positive-gain filter
bandpass circuit, 11-8–11-9
high-pass filter, 11-9–11-10
low-pass filter, 11-6–11-8
notch filter circuits,

11-10–11-11
second-order transfer functions

biquadratic transfer function,
11-3–11-4

high-pass and bandpass
transfer functions, 11-3

low-pass filter, 11-2
tuning active filters, 11-6

Low-pass filters (LPF)
analog prototype filters

bilinear transformation,
19-26

impulse invariant method,
19-24–19-25

1-D analog transfer function
2-D zero-phase filter,

23-21
rotation angle, 23-20–23-21
subfilter stability and

realization, 23-20
1-D discrete transfer function,

23-21–23-22
digital frequency transformation,

19-33
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nonessential singularity
elimination, 23-22–23-23

Sallen and Key filter, 11-6–11-8
Low-pass transfer function

bandpass transformation
bandpass network

transformation, 3-9–3-10
bandpass transfer function,

3-7
imaginary frequency axis, 3-8
narrow-band approximation,

3-8
passband and stopband

specifications, 3-8–3-9
band-reject transformation

band-rejection network
transformation,
3-12–3-13

LPP transfer function,
3-12

transformation responses,
3-11–3-12

high-pass transformation
frequency range, 3-5–3-6
HP circuit, 3-6
imaginary axis, 3-5
network transformation, 3-6

LPF, see Low-pass filters

M

Magnitude truncation, 3
Maximally flat magnitude (MFM),

2-9–2-10
Maximum likelihood estimation

generalized Cauchy density
arg min and log functions,

26-13–26-14
error norm, 26-14–26-15
GCD function, 26-11–26-12
heavy-tailed distribution,

26-12
impulsive sequence, 26-12
minimization problem,

26-13
generalized Gaussian density

additive noise, 26-5
definition, 26-5–26-6
minimization problem,

26-6–26-7
M-band filter bank

lifting, 24-42–24-43
type 1 polyphase decomposition,

24-41–24-42

type 2 polyphase decomposition,
24-42

types, 24-43
McClellan transformation

Chebyshev polynomial, 22-17
frequency response, 22-17–22-21
nonlinear optimization problem,

22-21
window-based 2-D FIR filter

design, 22-7–22-8
zero-phase filter, 22-17

M-estimation
filtering structure, 26-5
Gaussian statistics, linear

filtering, 26-7–26-8
generalized Gaussian density,

26-5–26-7
additive noise, 26-5
definition, 26-5–26-6
minimization problem,

26-6–26-7
Laplacian statistics

filtering structure, 26-8–26-9
location estimation,

26-9–26-10
median filtering, 26-8–26-11
a-stable distributed samples,

26-10–26-11
weighted median (WM)

filter, 26-9
MFM, see Maximally flat magnitude
Mikhael–Bhattacharyya biquad,

13-18
Minimal mean-square-error

approximation, 23-38
Minimax algorithm

Charalambous minimax
algorithm, 23-32–23-33

objective function, 23-31–23-32
Minimum-phase filters, 1-17–1-19
MOSFET-C method

balanced linear MOSFET
conductance, 16-3–16-4

balanced symmetrical op amp,
16-4

cascade realization
aspect ratios, 16-11
gain constant, 16-10–16-11
high-order function,

16-9–16-10
nth-order transfer function,

16-10
equivalent resistor circuit, 16-4
first- and second-order sections

Tow–Thomas biquad,
16-7–16-8

transfer function, 16-8–16-9
integrators

active RC integrator, 16-5
differential MOSFET-C

integrator, 16-5–16-6
equivalent circuit, 16-5
four-MOSFET configuration,

16-6
lossy integrator, 16-6–16-7

ladder simulations
elliptic LC low-pass filter,

16-12
implementation,

16-13–16-14
transfer function magnitude,

16-12
V–I relationship,

16-12–16-13
MOS transistor, 16-3

Mother wavelet, 24-8–24-11
Multiband filter, 18-35, 18-37
Multiple-amplifier biquads

all-pass-based biquads,
13-25–13-26

decoupled time constants
dual-amplifier bandpass

filter, 13-2
dual op-amp bandpass filter

section, 13-4–13-5
dual op-amp high-pass filter

section, 13-4
dual op-amp low-pass filter

section, 13-3
Sallen and Key bandpass

circuit, 13-2
transfer voltage ratio, 13-2,

13-4
dual-amplifier twin-T biquads

twin-T band-rejection filter,
13-6–13-7

twin-T Cauer low-pass and
high-pass filter,
13-8–13-9

twin-T high-pass filter,
13-7–13-8

twin-T low-pass filter, 13-7
twin-T resonator, 13-5–13-6
voltage transfer ratios, 13-7

GIC-derived dual-amplifier
biquads

all-pass building block,
13-14–13-15
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bandpass building block,
13-12–13-13

Cauer high-pass building
block, 13-17–13-18

Cauer low-pass building
block, 13-15–13-16

high-pass building block,
13-13–13-14

low-pass building block,
13-10

notch filter building block,
13-14–13-15

resonator, 13-9
time constant and

conductance ratio, 13-11
transfer function, 13-12
voltage transfer ratio,

13-9–13-10
GIC-derived three-amplifier

biquads, 13-18–13-19
single- to multiple-amplifier

biquadratic filter, 13-1
state-variable-based biquads

Åkerberg–Mossberg biquad,
13-24–13-25

analog computer structure,
13-20–13-21

Berka–Herpy biquad,
13-24–13-25

low-pass transfer function,
13-21

noninverting integrator,
13-24

op-amp realization,
Tow–Thomas filter,
13-22–13-23

output amplifier,
13-21–13-22

Tow–Thomas biquad,
13-23–13-24

Multiple-feedback (MFB) filters
all-pole designs

equal-capacitor design,
12-5

low-pass structure,
12-3–12-4

realization, 12-3–12-5
transfer ratio, 12-4–12-5

design
finite amplifier gain effects,

12-8–12-9
sensitivity, 12-8
tuning function, 12-9–12-10

MMFB structure

bandpass transfer function,
12-10–12-11

biquadratic structure,
12-12–12-13

N

Narrowband filter
amplitude response,

18-51–18-52
Jing–Fam approach, 18-49,

18-55, 18-57–18-58
multiplier, minimization,

18-52–18-53
order of F(z) and G(z), 18-52
passband and stopband ripples,

18-56
single-stage design, 18-57
subfilter design, 18-51
synthesis, 18-50–18-51,

18-57–18-58
transfer function, 18-49, 18-51,

18-55–18-56
NMOS transistor, switch resistance,

17-19–17-20
Nondiagonal nonsingular integer

matrix, 22-22
Nonlinear filtering

image denoising
adaptive transform, 27-27
best basis selection,

27-16–27-17
brushlets and wave atoms,

27-20, 27-22
butterfly-based digital

implementation,
27-9–27-12

continuous planelet
transform, 27-23–27-24

continuous transform,
27-5–27-7

definition, 27-1
denoising algorithm,

27-25
discrete planelet transform

(DPT), 27-24
discrete transform,

27-7–27-8
fixed=adaptive transform,

27-4
image data corruption,

27-1–27-2
inverse problem, 27-2
mapping function, 27-3

multiresolution Fourier
transform, 27-19–27-20

multiscale polar cosine
transform, 27-17–27-19,
27-22

nonlinear approximation,
27-12–27-16

planar feature extraction,
27-25–27-26

polar cosine packets, 27-16
radon-based digital

implementation,
27-9

restoration algorithm,
27-27–27-28

ridgelet and curvelet
transform, 27-20, 27-22

separable=nonseparable
transform, 27-3–27-4

spatiotemporal denoising
method, 27-2

standard images, 27-21
standard video sequences,

27-28–27-31
texture representation, 27-5
thresholding, 27-26
transform domain, 27-3
wavelet denoising,

27-26–27-27
statistical signal models

additive noise extraction,
26-27

baseband communication,
26-28–26-29

corrupted image sample,
26-2–26-3

definition, LM-estimation,
26-11

filtering structure, 26-5
Gaussian statistics, linear

filtering, 26-7–26-8
generalized Cauchy density,

26-11–26-14
generalized Gaussian density,

26-5–26-7
highpass filtering,

26-29–26-31
Laplacian statistics, median

filtering, 26-8–26-11
optimal estimation-based

filter development,
26-2

power line communications
(PLCs), 26-29–26-30
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real-valued weights and
optimization,
26-26–26-27

running meridian smoothers,
26-21–26-26

running myriad smoothers,
26-14–26-21

signal processing,
26-1–26-2

symmetric a-stable
distributions, 26-28

Nonlinear-phase low-pass filter,
22-4–22-5

Nonminimum-phase transfer
functions, 1-20–1-21

Norton equivalent, 9-1–9-2
Nyquist points, 23-25

O

On-chip spectrum=vector analyzer,
17-31

2-Opamp (OA) CGIC biquad
composite GIC biquad, 14-18,

14-19
configuration, 14-2–14-3
design

second-order BP filter,
14-8–14-9

second-order Butterworth
LPF, 14-7–14-8

second-order HP filter, 14-9
sixth-order Chebyshev

low-pass filter,
14-10–14-11

sixth-order elliptic bandpass
filter, 14-11–14-12

and tuning procedure,
14-6–14-7

3G and 4G ports, 14-2
realization, 14-4–14-5
second-order transfer function,

14-3–14-4
sensitivity analysis, 14-4,

14-6
stability properties, 14-4
universal biquad, 14-11,

14-13–14-14
3-Opamp (OA) CGIC biquad

design and tuning procedure,
14-15–14-16

sixth-order elliptic BP filter
design, 14-16–14-17

structure, 14-11, 14-14–14-15

Operational transconductance
amplifier (OTA) filters,
see gm-C filters

P

Padukone–Mulawka–Ghausi
biquad, 13-19

Parallel=series ladders
Cauer canonical form, 8-14–8-15
open-circuit voltage ratio,

8-15–8-16
RC a- and b-ladder, 8-12–8-13
realization, 8-13–8-14
scale factors, 8-12
transfer admittance level,

8-13–8-14
two ladder networks, 8-11

Parks–McClellan algorithm, 25-18
Passive cascade synthesis

Darlington type-D Section
cascade connection, 6-12
impedance matrix, 6-13–6-14
positive-real impedance,

6-11–6-12
transmission matrix,

6-12–6-13
index set, 6-4
Richards section, 6-10–6-11
two-port network, 6-1–6-2
type-E section

Brune section, 6-7–6-9
Darlington type-C section,

6-7
impedance and transmission

matrix, 6-6–6-7
Passive immittances, one-port

network
average electric and magnetic

energy, 5-3
driving-point impedance, 5-2,

5-4
Hurwitz polynomial, 5-7–5-8
Kirchhoff current law equation,

5-1
positive-real function, 5-4–5-5
real rational function, 5-5–5-6
resistive, capacitive and

inductive branch,
5-2–5-3

RLCM one-port network,
5-1–5-2

Sturm’s theorem, 5-8
Passive RLC filters, 1-23

PLCs, see Power line
communications

Polar cosine transform
best basis selection,

27-16–27-17
brushlets and wave atoms, 27-20,

27-22
butterfly-based digital

implementation
Cartesian separable basis

function, 27-10–27-11
forward and inverse

transforms, 27-9–27-10
Fourier magnitude spectrum,

27-11–27-12
frequency spectrum, 27-10

continuous transform
Fourier slice theorem,

27-6–27-7
polar Fourier transform, 27-6
Radon transform, 27-6
real-to-complex ridge profile,

27-5
ridge function, 27-5–27-6

discrete transform, 27-7–27-8
multiresolution Fourier

transform, 27-19–27-20
multiscale polar cosine

transform
basis functions and

frequency tiling,
27-18–27-19

construction, 27-17–27-18
denoising results, 27-22

nonlinear approximation
ghosting artifact, 27-14,

27-16
image patches, 27-12
PSNR curves, 27-12–27-14
reconstructions, 27-12,

27-14–27-15
polar cosine packets, 27-16
radon-based digital

implementation, 27-9
ridgelet and curvelet transforms,

27-20, 27-22
standard images, 27-21
texture representation, 27-5

Polar Fourier transform,
27-6–27-7

Polar trigonometric transforms,
27-7

Polynomial filter, 2-11
Positive-real function, 5-4–5-5
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Power line communications (PLCs),
26-29–26-30

Primary resonator block (PRB),
15-10–15-11

Programmable switched-capacitor
filter

block diagram representation,
17-29

topology versatility,
17-29–17-30

transfer function, 17-28–17-29
Programmable switched-capacitor

oscillator
BPF-based SC oscillator,

17-32–17-33
finite-impulse-response (FIR)

filter, 17-34
four-level quasi-sinusoidal wave

generator, 17-33–17-34
high-quality-factor (Q-factor),

17-32–17-33
linearity, 17-33
measured frequency spectrum,

17-34–17-35
sinewave oscillator, 17-32

Q

Q factors, see Quality factors
Quadrant fan filter, 23-9–23-10
Quadrature mirror filter (QMF),

25-12–25-16
Quality factors, 1-26
Quantization error

coefficient quantization error
alternate realization

structure, 20-16–20-17
clustered root, 20-16
definition, 20-15
grid, 20-15–20-16
realizable pole locations,

20-16–20-17
transfer function,

20-15
fixed-point quantization error

sum of products, 20-2–20-3
types, 20-3–20-4

floating-point quantization
error, 20-4–20-5

Quasi-Newton algorithm,
23-29–23-30

Quincunx sampling matrix
diamond and fan filter banks,

25-8

nonsingular real matrix,
25-3–25-5

quadrature mirror filter (QMF),
25-13–25-14

R

Raised-cosine window, see Hanning
window

Rational function, 5-6–5-8
RC one-port networks

continued-fraction expansion,
7-8–7-9

first and second Cauer canonical
form, 7-9

first and second Foster canonical
form, 7-8–7-10

input impedance, 7-6–7-7
RC impedance function, 7-7

Reactance function, 7-2–7-3,
7-5–7-6

Rectangular window
causal and desired impulse

response, 18-7
definition, 18-7
2-D FIR filter design, 22-9
log–magnitude response,

18-8–18-9
spectrum, 18-8

Relative coefficient sensitivity, 4-4
Relative sensitivity, 4-1–4-2
Remez exchange algorithm

exhaustive step-by-step search,
18-21–18-23

extremal initialization,
18-20–18-21

iterative multivariable algorithm,
18-20

maxima of error function, 18-21
superfluous potential external

rejection, 18-23–18-24
Resistively terminated network

design
Butterworth networks

element values, 9-6–9-7
input impedance, 9-5
input reflection coefficient,

9-4–9-5
LC ladder, 9-6
minimum-phase solution,

9-5
recurrence formula, 9-6
transducer power gain, 9-4

Chebyshev networks

element values, 9-10–9-11
input impedance, 9-10
input reflection coefficient,

9-9
minimum-phase solution,

9-9–9-10
transducer power-gain, 9-9

input and output reflection
coefficients, 9-1

maximum average power, 9-3
Norton equivalent, 9-1–9-2
sinusoidal steady state, 9-2
Thévenin equivalent, 9-1–9-2
transfer voltage ratio and

impedance, 9-4
Richards function

arbitrary positivereal constant,
6-2–6-3

real nonnegative constant
impedance matrix, 6-5–6-6
index set, 6-4
transmission matrix, 6-5

RLC load formulas
Butterworth networks

all-pass function,
10-15–10-16

Butterworth transducer
power-gain, 10-15

equalizer back-end
impedance, 10-16–10-17

final reactive element, 10-17
LC ladder network,

10-17–10-18
load impedance, 10-14
minimum-phase solution,

10-15
Chebyshev networks

all-pass function, 10-23
equalizer back-end

impedance, 10-24
Laurent series expansion,

10-23
RCvc sinh a<2 sin g1 and

Lb1�L, 10-25
RCvc sinh a<2 sin g1 and

Lb1<L, 10-25
RCvc sinh a�2 sin g1 and

Lb1<L, 10-24–10-25
RCvc sinh a�2 sin g1 and

Lb1�L, 10-24
transducer power-gain, 10-22

RLCM one-port network, 5-1–5-2
Robust nonlinear estimators=filters

additive noise extraction, 26-27
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baseband communication,
26-28–26-29

highpass filtering, 26-29–26-31
power line communications

(PLCs), 26-29–26-30
symmetric a-stable distributions,

26-28
Root sensitivity

pole sensitivity, 4-5–4-7
semirelative root sensitivities,

4-5
Rotation-invariant classification

system, 25-25

S

Sallen and Key filter
bandpass circuit, 11-8–11-9,

13-2
high-pass filter, 11-9–11-10
low-pass filter, 11-6–11-8

Second-order filters
biquadratic filters

biquadratic transfer function,
11-11–11-12

RC network realization,
11-14–11-15

single-amplifier low-gain
realization, 11-12–11-13

two-amplifier low-gain
biquad configuration,
11-14

Butterworth LPF, 14-7–14-8
positive-gain filter

bandpass circuit, 11-8–11-9
high-pass filter, 11-9–11-10
low-pass filter, 11-6–11-8
notch filter circuits,

11-10–11-11
Semirelative coefficient sensitivity,

4-4–4-5
Sensivity and selectivity

active RC filters, 4-19, 4-30
bounds, 4-18–4-19
cascaded realization, active filters

CAD methods, 4-24
operational amplifier, 4-26
polynomial coefficient,

4-23
Q-factor, 4-26–4-28
stages, 4-25–4-26

coefficient sensitivity, 4-4–4-5
comparative errors, 4-30–4-31
computations, adjoint network

branch impedance and
branch admittance
matrices, 4-21–4-22

port variable separation, 4-21
Tellegen theorem, 4-20
transfer function calculation,

4-22
definition, 4-1–4-2
doubly terminated matched

lossless filters
Fettweis-Orchard theorem,

4-29–4-30
high-Q transfer function

poles, 4-28
steady-state sinusoidal

operation, 4-28–4-29
transducer function, 4-29

function sensitivity, 4-3–4-4
invariants

filter function, 4-16
frequency scaling, 4-17–4-18
homogeneous function,

4-15
impedance scaling, 4-17
passive RC circuits, 4-17
scaling operation, 4-15–4-16

limitations, 4-19
multiparameter sensitivities and

sensitivity measures
average sensitivity index, 4-9,

4-11
multivariable statistical

measure, 4-14
quadratic sensitivity index,

4-10, 4-12–4-13
sensitivity row vector,

4-9–4-10
worst-case sensitivity index,

4-10, 4-12–4-13
reduction methods, 4-22–4-23
root sensitivities

pole sensitivity, 4-5–4-7
semirelative root sensitivities,

4-5
statistical model, 4-7–4-8

Separable product filters
half-plane symmetric filter,

23-14
prescribed specification,

23-15–23-16
quadrantally symmetric filter,

23-12–23-13
transfer function, 23-11–23-12

Sinewave generator, 17-31–17-33

Single-amplifier multiple-feedback
filters

all-pole designs
equal-capacitor design, 12-5
low-pass structure,

12-3–12-4
transfer ratio, 12-4–12-5

design
finite amplifier gain effects,

12-8–12-9
sensitivity, 12-8
tuning function, 12-9–12-10

modified multiple-loop feedback
(MMFB) structure

bandpass transfer function,
12-10–12-11

biquadratic structure,
12-12–12-13

structures
all-pole realization,

12-3–12-5
double ladder

multiple-feedback
network, 12-2–12-3

infinite-gain single-amplifier
structure, 12-1–12-2

voltage transfer function,
12-2

Singular-value decomposition
(SVD)

Antoniou and Lu method
amplitude response matrix,

23-35–23-36
error compensation

procedure, 23-39
error correction section,

23-36–23-39
Deng and Kawamata method

design procedure,
23-41–23-43

2-D filter realization, 23-43
matrix decomposition,

23-41
problem formulation,

23-34–23-35
Sinusoidal response

Nth-order analog filter, 1-11
steady-state sinusoidal response,

1-11–1-12
Sixth-order Chebyshev low-pass

filter, 14-10–14-11
Sixth-order elliptic BP filter

2-OA CGIC biquad,
14-11–14-12
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3-OA CGIC biquad,
14-16–14-17

Slew rate, 11-27
Spatially adaptive wavelet

thresholding (SAWT)
algorithm, 25-27

Spectral transformation
complex transformation,

23-7–23-8
Constantinides transformation

application, 23-11
1-D digital filter design,

23-9–23-10
2-D discrete transfer

function, 23-10
low-pass transfer function,

23-10–23-11
linear transformation

algebraic structure, 23-5
frequency response,

multiplication table,
23-5–23-6

product of functions,
23-6–23-7

zero-phase filter, 23-7
quadrant fan filter, 23-9–23-10
symmetric fan filter, 23-8–23-9

Standard video sequences
computational complexity, 27-30
piecewise planar approximation,

27-31
SNR results, 27-28–27-29

Step response, 1-8
SVD, see Singular-value

decomposition
Switched-capacitor filters

analog switches, 17-19–17-21
biquadratic filter, 17-23–17-24
channel mobile charge, 17-17
clock feedthrough, 17-15–17-16
continuous-time filter,

17-1
dynamic range, 17-17–17-18
first-order blocks

offset and gain compensated
integrator, 17-6

reduced capacitance spread,
17-5–17-6

standard stray-insensitive
integrator, 17-4–17-5

transfer function, 17-5
fully differential filter

charge redistribution
analysis, 17-23

folded cascode amplifier and
CMFB circuit,
17-22–17-23

hold and integrate functions,
17-21

single-ended amplifier, 17-22
low-voltage operational

amplifiers, 17-18–17-19
noise

1=f noise, 17-12
op-amp noise contribution,

17-13–17-14
switched-capacitor

integrator, 17-14
switches, 17-14–17-15
thermal noise, 17-12

op-amp finite parameters,
17-10–17-11

programmable filter
block diagram

representation, 17-29
topology versatility,

17-29–17-30
transfer function,

17-28–17-29
programmable oscillator

BPF-based SC oscillator,
17-32–17-33

finite-impulse-response
(FIR) filter, 17-34

four-level quasi-sinusoidal
wave generator,
17-33–17-34

high-quality-factor
(Q-factor), 17-32–17-33

linearity, 17-33
measured frequency

spectrum, 17-34–17-35
sinewave oscillator, 17-32

properties, 17-1–17-2
reduced area, 17-30–17-31
sixth-order bandpass ladder filter

floating LC tank circuit,
17-26

frequency response,
17-27–17-28

grounded LC tank circuit,
17-25

lossless discrete integrator
(LDI) transformation,
17-27

passive LC tank, 17-26
RC active implementation,

17-25–17-26

RLC low-pass prototype,
17-24–17-25

spectrum analyzer, 17-31–17-33
switched-capacitor biquadratic

section
capacitance spread,

17-7–17-8
decoupled structure.,

17-8–17-9
high-sampling rate and

high-Q condition,
17-9–17-10

ideal transfer function, 17-9
Q-sensitivity and total

capacitance, 17-10
z-domain, 17-6–17-7

voltage gain amplifiers
clock phase, 17-3–17-4
leakage current, 17-2–17-3
open-loop dc gain, 17-4
z-domain transfer function,

17-3

T

Tarmy–Ghausi circuit, 13-25–13-26
Texas Instruments

ADSP-21020 chip architecture,
21-4–21-5

Motorola 56001 architecture,
21-6–21-7

TMS320C30 architecture,
21-3–21-4

TMS320C50 architecture,
21-5

TMS320C80 chip, 21-7
Texture analysis and segmentation

Bamberger pyramid,
25-25–25-26

classification system, 25-25
multichannel method,

25-24–25-25
Thévenin’s theorem, 1-24
Third-order Butterworth transfer

function, 2-11
Time-shifting theorem, 1-17
Tow–Thomas biquad, 16-7–16-8
Translation invariant (TI) wavelet

denoising, 27-27
Transmission coefficient, 9-1–9-4
Two-channel undecimated

checkerboard filter bank
(UCFB), 25-21–25-22

Two-dimensional FIR filters
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arbitrary specification
Chebyshev approximation,

22-6
frequency sampling and

linear programming,
22-10–22-11

iterative method,
approximate minimax
design, 22-13–22-14

Lp norm, 22-11–22-12
window-based filter design,

22-6–22-10
filter banks, 22-25–22-26
frequency transformation

method
Chebyshev polynomial,

22-17
frequency response,

22-17–22-21
nonlinear optimization

problem, 22-21
zero-phase filter, 12-17

implementation, 22-24
nonrectangular transformations

and sampling rate
conversions

diamond filter transfer
function, 22-22–22-23

half-band filter, 22-23
parallelogram-shaped

passband region, 22-21,
22-22

prototype filter impulse
response, 22-22

straight-line boundaries,
22-21

upsampling transformation
and decimation,
22-22

preliminary design
considerations

design techniques, 22-6
filter specification and

approximation criteria,
22-3–22-4

linear shift-invariant system,
22-2

zero-phase FIR filter and
symmetry consideration,
22-4–22-5

separable filter design,
22-16–22-17

Two-dimensional IIR filters
analog filter transformation

piecewise-constant
amplitude response
specification, 23-2

rotated filter, 23-3
two-variable reactance

function, 23-3–23-5
discrete transfer function,

23-26
HP, BP, and BS filter realization

configuration, 23-24–23-25
Nyquist point, 23-25
subfilter contour plot,

23-23–23-24
least pth optimization

elemental error function,
23-27

minimax algorithm,
23-31–23-33

problem formulation,
23-28–23-29

quasi-Newton algorithm,
23-29–23-30

linear digital filter
amplitude and phase

response, 23-1–23-2
group delay function, 23-2
transfer function, 23-1–23-2

lowpass (LP) filter
1-D analog transfer function,

23-18–23-21
1-D discrete transfer

function, 23-21–23-22
nonessential singularity

elimination, 23-22–23-23
separable product filter design

half-plane symmetric filter,
23-14

prescribed specification,
23-15–23-16

quadrantally symmetric
filter, 23-12–23-13

transfer function,
23-11–23-12

singular-value decomposition
(SVD)

Antoniou and Lu method,
23-35–23-39

Deng and Kawamata
method, 23-41–23-43

problem formulation,
23-34–23-35

spectral transformation
complex transformation,

23-7–23-8

Constantinides
transformation,
23-9–23-11

linear transformation,
23-5–23-7

quadrant fan filter,
23-9–23-10

symmetric fan filter,
23-8–23-9

two-variable network theory
design procedure,

23-44–23-45
input admittance, 23-44
(1þN1þN2þNr)-port 2-V

lossless network,
23-43–23-44

skew-symmetric matrix,
23-44

Two dimensional (2-D) two-channel
fan filter bank

BDFB design, ladder structure
analysis–synthesis ladder

structure, 25-17–25-18
biorthogonal property,

25-19–25-20
closed-form Lagrange

formula, 25-18
digital fan-shaped filter,

25-17
magnitude response,

25-18–25-19
regular biorthogonal wavelet

generation, 25-18
two-channel biorthogonal

analysis filter bank, 25-19
wavelet construction, 25-16

FFB design, 1-D quadrature
mirror filter (QMF)

change-of-variables scheme,
25-12–25-13

checkerboard magnitude
response, 25-13–25-14

2-D polyphase filter, 25-14
FIR PR filter, 25-12
four directional filter,

25-15–25-16
image decomposition, 25-15,

25-17
polyphase representation,

25-13
two-channel analysis

structure, 25-14
Two-port synthesis

LC ladder
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zero-producing step, 8-4–8-5
zero-shifting step, 8-2–8-4

parallel=series ladders
Cauer canonical form,

8-14–8-15
open-circuit voltage ratio,

8-15–8-16
RC a- and b-ladder,

8-12–8-13
realization, 8-13–8-14
scale factors, 8-12
transfer admittance level,

8-13
two ladder networks, 8-11

RC ladder, 8-7–8-9
sigan transmission, 8-1–8-2
transfer current and voltage

ratio, 8-1
Type-E section

Brune section
positive-real impedance,

6-9–6-10
two-port network, 6-8
type-A and type-B section,

6-8–6-9
Darlington type-C section, 6-7
impedance and transmission

matrix, 6-6
Type-I Chebyshev filters, see

Chebyshev filters
Type-II Chebyshev filters, see

Inverse Chebyshev filters

U

Undecimated á trous wavelet
transform, 27-20

Undecimated checkerboard filter
bank (UCFB),
25-21–25-22

Undecimated discrete wavelet
transform (UDWT),
25-20, 25-27–25-28

Undecimated fan filter bank
(UFFB), 25-21–25-22

V

VCCS, see Voltage-controlled
current sources

VCVS, see Voltage-controlled
voltage sources

Video demosaicking filters
bicubic interpolation, 28-2, 28-4

camera identification and
forgery detection, 28-19

compression, 28-18
constant-hue-based

interpolation, 28-5–28-6
demosaicking definition, 28-1
denoising, 28-18
digital camera, 28-1
edge-directed interpolation

direction selection,
28-7–28-8

edge indicator, 28-7
green channel, 28-6–28-7
hard decision process, 28-6

evaluation, 28-19–28-20
frequency-domain approach

alias canceling interpolation,
28-10–28-11

filtering, 28-11–28-12
high correlation, 28-9–28-10
luminance channel sampling,

28-10
gradients

gain parameter, 28-8–28-9
graphical illustration,

28-9–28-10
green and blue gradients,

28-8
linear FIR filter coefficients,

28-9
linear interpolation,

28-7–28-8
red channel, 28-8

homogeneity-directed
interpolation

block diagram, 28-13
definition, 28-13
luminance and chrominance

values, 28-12–28-13
neighborhood parameter,

28-13–28-14
human visual system,

28-2–28-3
imaging model

cosine function, 28-4
full-color channel, 28-3
subsampling, 28-2

optimal spectral sensitivity
function, 28-19

projections onto convex sets
(POCS) technique,
28-14–28-15

single-channel interpolation
method, 28-4

spectral response modeling,
28-15–28-16

super-resolution reconstruction
Bayer sampling, 28-16
CFA sampling pattern, 28-17
high-resolution image,

28-17–28-18
missing sample estimation,

28-16
multiframe interpolation,

28-16–82-17
regularization function,

28-18
VLSI implementation, digital filters

architectural approach, 21-1
computational structure, 21-1
design automation, 21-1–21-2
general-purpose processor

ADSP-21020 chip
architecture, 21-4–21-5

digital equipment company
(DEC) Alpha family, 21-8

fixed- and floating-point
processor, 21-2

GNURadio, 21-7–21-8
historical perspective, 21-2
Intel Pentium family, 21-8
Motorola 56001 architecture,

21-6–21-7
TMS320C30 architecture,

21-3–21-4
TMS320C50 architecture,

21-5
TMS320C80 chip, 21-7
wireless personal

communications system
(PCS), 21-8

programmable logic
implementation

application-specific
integrated circuit (ASIC),
21-11

field programmable gate
array (FPGA), 21-12

FIR filter, 21-12–21-13
IIR filter, 21-13–21-14

special-purpose implementation
bit-serial implementation,

21-9
extensive pipelining, 21-8
FIR filter, 21-9–21-11
IIR filter, 21-11
multiplier architecture, 21-9
parallelism, 21-8
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Voltage-controlled current sources
(VCCS), 4-18

Voltage-controlled voltage sources
(VCVS), 4-18

Voltage doubler, 17-19–17-21
Voltage gain amplifiers

clock phase, 17-3–17-4
leakage current, 17-2–17-3
open-loop dc gain, 17-4
z-domain transfer function, 17-3

Voltage transfer function, 1-24
2-V strictly Hurwitz polynomial,

23-43–23-45

W

Weierstrass theorem, 2-25–2-26
Weighted Chebyshev (L1-norm)

criterion, 19-40

Weighted median (WM) filter,
26-9

Wideband filter, 18-53–18-54
Window-based filter design

cutoff boundary, 22-9
Hamming window, 22-8–22-9
IIR sequence, 22-6–22-7
impulse and frequency responses

circularly symmetric
low-pass filter,
22-8–22-9

2-D filter, 22-9–22-10
ideal filter, 22-7

McClellan transformation,
22-7–22-8

rectangular window, 22-9
separable window, 22-7,

22-9–22-10
surface sampling, 22-7

Z

Zero-mean white noise filter,
20-5

Zero of transmission
binomial expansion formula,

10-4
classification, 10-3–10-4
definition, 10-2
input impedance, 10-3
Laurent series expansion,

10-4
Zero-phase filter

causal and noncausal filters,
23-7

1-D analog transfer function,
23-21

singular-value decomposition,
23-38–23-39
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Preface

The purpose of this book is to provide in a single volume a comprehensive reference work covering the
broad spectrum of mathematics for circuits and filters; circuits elements, devices, and their models; and
linear circuit analysis. This book is written and developed for the practicing electrical engineers in
industry, government, and academia. The goal is to provide the most up-to-date information in the field.

Over the years, the fundamentals of the field have evolved to include a wide range of topics and a broad
range of practice. To encompass such a wide range of knowledge, this book focuses on the key concepts,
models, and equations that enable the design engineer to analyze, design, and predict the behavior of
large-scale circuits. While design formulas and tables are listed, emphasis is placed on the key concepts
and theories underlying the processes.
This book stresses fundamental theories behind professional applications and uses several examples to

reinforce this point. Extensive development of theory and details of proofs have been omitted. The reader
is assumed to have a certain degree of sophistication and experience. However, brief reviews of theories,
principles, and mathematics of some subject areas are given. These reviews have been done concisely with
perception.
The compilation of this book would not have been possible without the dedication and efforts of

Professors Yih-Fang Huang and John Choma, Jr., and most of all the contributing authors. I wish to
thank them all.

Wai-Kai Chen
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1.1 Introduction

It is only after the engineer masters’ linear concepts—linear models and circuit and filter theory—that the
possibility of tackling nonlinear ideas becomes achievable. Students frequently encounter linear meth-
odologies, and bits and pieces of mathematics that aid in problem solution are stored away. Unfortu-
nately, in memorizing the process of finding the inverse of a matrix or of solving a system of equations,
the essence of the problem or associated knowledge may be lost. For example, most engineers are fairly
comfortable with the concept of a vector space, but have difficulty in generalizing these ideas to the
module level. Therefore, the intention of this section is to provide a unified view of key concepts in the
theory of linear circuits and filters, to emphasize interrelated concepts, to provide a mathematical
reference to the handbook itself, and to illustrate methodologies through the use of many and varied
examples.
This chapter begins with a basic examination of vector spaces over fields. In relating vector spaces, the

key ideas of linear operators and matrix representations come to the fore. Standard matrix operations
are examined as are the pivotal notions of determinant, inverse, and rank. Next, transformations are
shown to determine similar representations, and matrix characteristics such as singular values and
eigenvalues are defined. Finally, solutions to algebraic equations are presented in the context of matrices
and are related to this introductory chapter on mathematics as a whole.
Standard algebraic notation is introduced first. To denote an element s in a set S, use s 2 S. Consider

two sets S and T. The set of all ordered pairs (s, t) where s 2 S and t 2 T is defined as the Cartesian
product set S3T. A function f from S into T, denoted by f : S ! T, is a subset U of ordered pairs (s, t) 2
S3T such that for every s 2 S, one and only one t 2 T exists such that (s, t) 2 U. The function evaluated
at the element s gives t as a solution ( f(s)¼ t), and each s 2 S as a first element in U appears exactly once.
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A binary operation is a function acting on a Cartesian product set S3T. When T¼ S, one speaks of a
binary operation on S.

1.2 Vector Spaces over Fields

A field F is a nonempty set F and two binary operations, sum (þ) and product, such that the following
properties are satisfied for all a, b, c 2 F:

1. Associativity: (aþ b)þ c¼ aþ (bþ c); (ab)c¼ a(bc)
2. Commutativity: aþ b¼ bþ a ; ab¼ ba
3. Distributivity: a(bþ c)¼ (ab)þ (ac)
4. Identities: (Additive) 0 2 F exists such that aþ 0¼ a

(Multiplicative) 1 2 F exists such that a1¼ a
5. Inverses: (Additive) For every a 2 F, b 2 F exists such that aþ b¼ 0

(Multiplicative) For every nonzero a 2 F, b 2 F exists such that ab¼ 1

Examples

. Field of real numbers R

. Field of complex numbers C

. Field of rational functions with real coefficients R(s)

. Field of binary numbers

The set of integers Z with the standard notions of addition and multiplication does not form a field
because a multiplicative inverse in Z exists only for �1. The integers form a commutative ring. Likewise,
polynomials in the indeterminate s with coefficients from F form a commutative ring F[s]. If field
property 2 also is not available, then one speaks simply of a ring. An additive group is a nonempty set G
and one binary operationþ satisfying field properties 1, 4, and 5 for addition, that is, associativity and the
existence of additive identity and inverse. Moreover, if the binary operationþ is commutative (field
property 2), then the additive group is said to be abelian. Common notation regarding inverses is that the
additive inverse for a 2 F is b¼�a 2 F. In the multiplicative case b¼ a�1 2 F.

An F-vector space V is a nonempty set V and a field F together with binary operations þ: V3V ! V
and *: F3V ! V subject to the following axioms for all elements v, w 2 V and a, b 2 F:

1. V andþ form an additive abelian group
2. a * (vþw)¼ (a * v)þ(a *w)
3. (aþb) * v¼ (a * v)þ(b * v)
4. (ab) * v¼ a * (b * v)
5. 1 * v¼ v

Examples

. Set of all n-tuples (v1, v2, . . . , vn) for n> 0 and vi 2 F

. Set of polynomials of degree less than n with real coefficients (F¼ R)

Elements of V are referred to as vectors, whereas elements of F are scalars. Note that the terminology
vector space V over the field F is used often. A module differs from a vector space in only one aspect; the
underlying field in a vector space is replaced by a ring. Thus, a module is a direct generalization of a
vector space.
When considering vector spaces of n-tuples, þ is vector addition defined element by element using the

scalar addition associated with F. Multiplication (*), which is termed scalar multiplication, also is defined
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element by element using multiplication in F. The additive identity in this case is the zero vector (n-tuple
of zeros) or null vector, and Fn denotes the set of n-tuples with elements in F, a vector space over F.
A nonempty subset eV � V is called a subspace of V if for each v, w 2 eV and every a 2 F, vþw 2 eV ,
and a * v 2 eV . When the context makes things clear, it is customary to suppress the *, and write av in
place of a * v.
A set of vectors {v1, v2, . . . , vm} belonging to an F-vector space V is said to span the vector space if

any element v 2 V can be represented by a linear combination of the vectors vi. That is, scalars
a1, a2, . . . , am 2 F are such that

v ¼ a1v1 þ a2v2 þ � � � þ amvm (1:1)

A set of vectors {v1, v2, . . . , vp} belonging to an F-vector space V is said to be linearly dependent over F if
scalars a1, a2, . . . , ap 2 F, not all zero, exist such that

a1v1 þ a2v2 þ � � � þ apvp ¼ 0 (1:2)

If the only solution for Equation 1.2 is that all ai¼ 0 2 F, then the set of vectors is said to be linearly
independent.

Examples

. (1, 0) and (0, 1) are linearly independent.

. (1, 0, 0), (0, 1, 0), and (1, 1, 0) are linearly dependent over R. To see this, simply choose a1¼ a2¼ 1
and a3¼�1.

. s2þ 2s and 2sþ 4 are linearly independent over R, but are linearly dependent over R(s) by
choosing a1¼�2 and a2¼ s.

A set of vectors {v1, v2, . . . , vn} belonging to an F-vector space V is said to form a basis for V if it both
spans V and is linearly independent over F. The number of vectors in a basis is called the dimension of
the vector space, and is denoted as dim(V). If this number is not finite, then the vector space is said to be
infinite dimensional.

Examples

. In an n-dimensional vector space, any n linearly independent vectors form a basis.

. Natural (standard) basis

e1 ¼

1
0
0
..
.

0
0

2
6666664

3
7777775
, e2 ¼

0
1
0
..
.

0
0

2
6666664

3
7777775
, e3 ¼

0
0
1
..
.

0
0

2
6666664

3
7777775
, . . . , en�1 ¼

0
0
0
..
.

1
0

2
6666664

3
7777775
, en ¼

0
0
0
..
.

0
1

2
6666664

3
7777775

both spans Fn and is linearly independent over F.

Consider any basis {v1, v2, . . . , vn} in an n-dimensional vector space. Every v 2 V can be represented
uniquely by scalars a1, a2, . . . , an 2 F as
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v ¼ a1v1 þ a2v2 þ � � � þ anvn (1:3)

¼ [v1 v2 � � � vn]

a1
a2

..

.

an

2
66664

3
77775 (1:4)

¼ [v1 v2 � � � vn]a (1:5)

Here, a2 Fn is a coordinate representation of v2Vwith respect to the chosen basis. The reader will be able
to discern that each choice of basis will result in another representation of the vector under consideration.
Of course, in the applications, some representations are more popular and useful than others.

1.3 Linear Operators and Matrix Representations

First, recall the definition of a function f: S ! T. Alternate terminology for a function is mapping,
operator, or transformation. The set S is called the domain of f, denoted by D( f ). The range of f, R( f ), is
the set of all t 2 T such that (s, t) 2 U ( f(s)¼ t) for some s 2 D( f ).

Examples

Use S¼ {1, 2, 3, 4} and T¼ {5, 6, 7, 8}.

. eU¼ {(1, 5), (2, 5), (3, 7), (4, 8)} is a function. The domain is {1, 2, 3, 4} and the range is {5, 7, 8}.

. Û¼ {(1, 5), (1, 6), (2, 5), (3, 7), (4, 8)} is not a function.

. U¼ {(1, 5), (2, 6), (3, 7), (4, 8)} is a function. The domain is {1, 2, 3, 4} and the range is {5, 6, 7, 8}.

If R( f )¼T, then f is said to be surjective (onto). Loosely speaking, all elements in T are used up. If
f : S ! T has the property that f(s1)¼ f(s2) implies s1¼ s2, then f is said to be injective (one-to-one). This
means that any element in R( f ) comes from a unique element in D( f ) under the action of f. If a function
is both injective and surjective, then it is said to be bijective (one-to-one and onto).

Examples

. eU is not onto because 6 2 T is not in R( f). Also eU is not one-to-one because f(1)¼ 5¼ f(2),
but 1 6¼ 2.

. U is bijective.

Now consider an operator L:V!W, where V andW are vector spaces over the same field F. L is said
to be a linear operator if the following two properties are satisfied for all v, w 2 V and for all a 2 F:

L(av) ¼ aL(v) (1:6)

L(v þ w) ¼ L(v)þ L(w) (1:7)

Equation 1.6 is the property of homogeneity and Equation 1.7 is the property of additivity. Together they
imply the principle of superposition, which may be written as

L(a1v1 þ a2v2) ¼ a1L(v1)þ a2L(v2) (1:8)

for all v1, v2 2 V and a1, a2 2 F. If Equation 1.8 is not satisfied, then L is called a nonlinear operator.
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Examples

. Consider V¼ C and F¼ C. Let L: V ! V be the operator that takes the complex conjugate: L(v)¼�v
for v, �v 2 V. Certainly

L(v1 þ v2) ¼ v1 þ v2 ¼ v1 þ v2 ¼ L(v1)þ L(v2)

However,

L(a1v1) ¼ a1v1 ¼ a1L(v1) 6¼ a1L(v1)

Then L is a nonlinear operator because homogeneity fails.

. For F-vector spaces V and W, let V be Fn and W be Fn�1. Examine L: V ! W, the operator that
truncates the last element of the n-tuple in V, that is,

L((v1, v2, . . . , vn�1, vn)) ¼ (v1, v2, . . . , vn�1)

Such an operator is linear.

The null space (kernel) of a linear operator L: V ! W is the set

ker L ¼ {v 2 V such that L(v) ¼ 0} (1:9)

Equation 1.9 defines a vector space. In fact, ker L is a subspace of V. The mapping L is injective if and
only if ker L¼ 0; that is, the only solution in the right member of Equation 1.9 is the trivial solution. In
this case, L is also called monic.

The image of a linear operator L: V ! W is the set

im L ¼ {w 2 W such that L(v) ¼ w for some v 2 V} (1:10)

Clearly, im L is a subspace of W, and L is surjective if and only if im L is all of W. In this case, L is also
called epic.
A method of relating specific properties of linear mappings is the exact sequence. Consider a sequence

of linear mappings

� � �V !L W !~L U ! � � � (1:11)

This sequence is said to be exact atW if im L¼ ker ~L. A sequence is called exact if it is exact at each vector
space in the sequence. Examine the following special cases:

0 ! V !L W (1:12)

W !~L U ! 0 (1:13)

Sequence (Equation 1.12) is exact if and only if L is monic, whereas Equation 1.13 is exact if and only if ~L
is epic.
Further, let L: V ! W be a linear mapping between finite-dimensional vector spaces. The rank of L,

r(L), is the dimension of the image of L. In such a case
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r(L)þ dim ( ker L) ¼ dimV (1:14)

Linear operators commonly are represented by matrices. It is quite natural to interchange these two
ideas, because a matrix with respect to the standard bases is indistinguishable from the linear operator it
represents. However, insight may be gained by examining these ideas separately. For V and W, n- and
m-dimensional vector spaces over F, respectively, consider a linear operator L: V ! W. Moreover, let
{v1, v2, . . . , vn} and {w1, w2, . . . , wm} be respective bases for V and W. Then L: V! W can be represented
uniquely by the matrix M 2 Fm3n where

M ¼
m11 m12 . . . m1n

m21 m22 . . . m2n

..

. ..
. . .

. ..
.

mm1 mm2 . . . mmn

2
6664

3
7775 (1:15)

The ith column of M is the representation of L(vi) with respect to {w1, w2, . . . , wm}. Element mij 2 F of
Equation 1.15 occurs in row i and column j.
Matrices have a number of properties. A matrix is said to be square if m¼ n. The main diagonal of a

square matrix consists of the elements mii. If mij¼ 0 for all i> j (i< j), a square matrix is said to be upper
(lower) triangular. A square matrix with mij¼ 0 for all i 6¼ j is diagonal. Additionally, if all mii¼ 1, a
diagonal M is an identity matrix. A row vector (column vector) is a special case in which m¼ 1 (n¼ 1).
Also, m¼ n¼ 1 results essentially in a scalar.
Matrices arise naturally as a means to represent sets of simultaneous linear equations. For example, in

the case of Kirchhoff equations, Chapter 7 shows how incidence, circuit, and cut matrices arise. Or
consider a p network having node voltages vi, i¼ 1, 2 and current sources ii, i¼ 1, 2 connected across the
resistors Ri, i¼ 1, 2 in the two legs of the p. The bridge resistor is R3. Thus, the unknown node voltages
can be expressed in terms of the known source currents in the manner

(R1 þ R3)
R1R3

v1 � 1
R3

v2 ¼ i1 (1:16)

(R2 þ R3)
R2R3

v2 � 1
R3

v1 ¼ i2 (1:17)

If the voltages, vi, and the currents, ii, are placed into a voltage vector v 2 R2 and current vector i 2 R2,
respectively, then Equations 1.16 and 1.17 may be rewritten in matrix form as

i1

i2

" #
¼

(R1þR3)
R1R3

� 1
R3

� 1
R3

(R2þR3)
R2R3

" #
v1

v2

" #
(1:18)

A conductance matrix G may then be defined so that i¼Gv, a concise representation of the original pair
of circuit equations.

1.4 Matrix Operations

Vector addition in Fn was defined previously as an element-wise scalar addition. Similarly, two matrices
both M and N in Fm3n can be added (subtracted) to form the resultant matrix P 2 Fm3n by

mij � nij ¼ pij, i ¼ 1, 2, . . . ,m, j ¼ 1, 2, . . . , n (1:19)
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Matrix addition, thus, is defined using addition in the field over which the matrix lies. Accordingly, the
matrix, each of whose entries is 0 2 F, is an additive identity for the family. One can set up additive
inverses along similar lines, which, of course, turn out to be the matrices each of whose elements is the
negative of that of the original matrix.
Recall how scalar multiplication was defined in the example of the vector space of n-tuples. Scalar

multiplication can also be defined between a field element a 2 F and a matrix M 2 Fm3n in such a way
that the product aM is calculated element-wise:

aM ¼ P , amij ¼ pij, i ¼ 1, 2, . . . ,m, j ¼ 1, 2, . . . , n (1:20)

Examples

(F ¼ R): M ¼ 4 3
2 1

� �
, N ¼ 2 �3

1 6

� �
, a ¼ �0:5

. Mþ N ¼ P ¼ 4þ 2 3� 3
2þ 1 1þ 6

� �
¼ 6 0

3 7

� �

. M� N ¼ ~P ¼ 4� 2 3þ 3
2� 1 1� 6

� �
¼ 2 6

1 �5

� �

. aM ¼ P̂ ¼ (�0:5)4 (�0:5)3
(�0:5)2 (�0:5)1

� �
¼ �2 �1:5

�1 �0:5

� �

To multiply two matricesM and N to form the productMN requires that the number of columns ofM
equal the number of rows of N. In this case the matrices are said to be conformable. Although vector
multiplication cannot be defined here because of this constraint, Chapter 2 examines this operation in
detail using the tensor product. The focus here is on matrix multiplication. The resulting matrix will have
its number of rows equal to the number of rows in M and its number of columns equal to the number of
columns of N. Thus, for M 2 Fm3n and N 2 Fn3p, MN¼P 2 Fm3p. Elements in the resulting matrix P
may be determined by

pij ¼
Xn
k¼l

miknkj (1:21)

Matrix multiplication involves one row and one column at a time. To compute the pij term in P, choose
the ith row of M and the jth column of N. Multiply each element in the row vector by the corresponding
element in the column vector and sum the result. Notice that in general, matrix multiplication is not
commutative, and the matrices in the reverse order may not even be conformable. Matrix multiplication
is, however, associative and distributive with respect to matrix addition. Under certain conditions, the
field F of scalars, the set of matrices over F, and these three operations combine to form an algebra.
Chapter 2 examines algebras in greater detail.

Examples

(F ¼ R): M ¼ 4 3
2 1

� �
, N ¼ 1 3 5

2 4 6

� �

Linear Operators and Matrices 1-7



. MN ¼ P ¼ 10 24 38
4 10 16

� �

To find p11, take the first row of M, [4 3], and the first column of N,
1
2

� �
, and evaluate Equation

1.21: 4(1)þ 3(2)¼ 10. Continue for all i and j.

. NM does not exist because that product is not comformable.

. Any matrix M 2 Fm3n multiplied by an identity matrix I 2 Fn3n such that MI 2 Fm3n results in the
original matrix M. Similarly, IM¼M for I anm3m identity matrix over F. It is common to interpret I
as an identity matrix of appropriate size, without explicitly denoting the number of its rows and
columns.

The transpose MT 2 Fn3m of a matrix M 2 Fm3n is found by interchanging the rows and columns.
The first column of M becomes the first row of MT, the second column of M becomes the second row of
MT, and so on. The notations MT and M0 are also used. If M¼MT the matrix is called symmetric. Note
that two matricesM, N 2 Fm3n are equal if and only if all respective elements are equal:mij¼ nij for all i, j.
The Hermitian transpose M* 2 Cn3m of M 2 Cm3n is also termed the complex conjugate transpose.
To compute M*, form MT and take the complex conjugate of every element in MT. The following
properties also hold for matrix transposition for all M, N 2 Fm3n, P 2 Fn3p, and a 2 F : (MT)T¼M,
(MþN)T¼MTþNT, (aM)T¼ aMT, and (MP)T¼ PT MT.

Examples

(F ¼ C): M ¼ j 1� j
4 2þ j3

� �

. MT ¼ j 4
1� j 2þ j3

� �

. M* ¼ �j 4
1þ j 2� j3

� �

1.5 Determinant, Inverse, and Rank

Consider square matrices of the form [m11] 2 F131. For these matrices, define the determinant asm11 and
establish the notation det([m11]) for this construction. This definition can be used to establish the
meaning of det(M), often denoted by jMj, for M 2 F232. Consider

M ¼ m11 m12

m21 m22

� �
(1:22)

The minor of mij is defined to be the determinant of the submatrix which results from the removal of
row i and column j. Thus, the minors of m11, m12, m21, and m22 are m22, m21, m12, and m11, respectively.
To calculate the determinant of thisM, (1) choose any row i (or column j), (2) multiply each element mik

(or mkj) in that row (or column) by its minor and by (�1)iþk (or (�1)kþj), and (3) add these results. Note
that the product of the minor with the sign (�1)iþk (or (�1)kþj) is called the cofactor of the element in
question. If row 1 is chosen, the determinant ofM is found to be m11(þm22)þm12(�m21), a well-known
result. The determinant of 23 2 matrices is relatively easy to remember: multiply the two elements along
the main diagonal and subtract the product of the other two elements. Note that it makes no difference
which row or column is chosen in step 1.
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A similar procedure is followed for larger matrices. Consider

det (M) ¼
m11 m12 m13

m21 m22 m23

m31 m32 m33

������
������ (1:23)

Expanding about column 1 produces

det (M) ¼ m11

m22 m23

m32 m33

�����
������m21

m12 m13

m32 m33

�����
�����þm31

m12 m13

m22 m23

�����
����� (1:24)

¼ m11(m22m33 �m23m32)�m21(m12m33 �m13m32)

þm31(m12m23 �m13m22) (1:25)

¼ m11m22m33 þm12m23m31 þm13m21m32 �m13m22m31

�m11m23m32 �m12m21m33 (1:26)

An identical result may be achieved by repeating the first two columns next to the original matrix:

m11 m12 m13 m11 m12

m21 m22 m23 m21 m22

m31 m32 m33 m31 m32

(1:27)

Then, form the first three products of Equation 1.26 by starting at the upper left corner of Equation 1.27
with m11, forming a diagonal to the right, and then repeating with m12 and m13. The last three products
are subtracted in Equation 1.26 and are formed by starting in the upper right corner of Equation 1.27
withm12 and taking a diagonal to the left, repeating form11 andm13. Note the similarity to the 23 2 case.
Unfortunately, such simple schemes fail above the 33 3 case.
Determinants of n3 n matrices for n> 3 are computed in a similar vein. As in the earlier cases, the

determinant of an n3 n matrix may be expressed in terms of the determinants of (n� 1)3 (n� 1)
submatrices; this is termed as Laplace’s expansion. To expand along row i or column j inM 2 Fn3n, write

det (M) ¼
Xn
k¼l

mik ~mik ¼
Xn
k¼l

mkj ~mkj (1:28)

where the mik (mkj) are elements of M. The ~mik (~mkj) are cofactors formed by deleting the ith (kth)
row and the kth (jth) column ofM, forming the determinant of the (n� 1)3 (n� 1) resulting submatrix,
and multiplying by (�1)iþk ( (�1)kþj). Notice that minors and their corresponding cofactors are related
by �1.

Examples

(F ¼ R): M ¼
0 1 2
3 4 5
2 3 6

2
4

3
5

. Expanding about row 1 produces
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det (M) ¼ 0
4 5

3 6

����
����� 1

3 5

2 6

����
����þ 2

3 4

2 3

����
����

¼ �(18� 10)þ 2(9� 8) ¼ �6

. Expanding about column 2 yields

det (M) ¼ �1
3 5

2 6

����
����þ 4

0 2

2 6

����
����� 3

0 2

3 5

����
����

¼ �(18� 10)þ 4(0� 4)� 3(0� 6) ¼ �6

. Repeating the first two columns to form Equation 1.27 gives

0 1 2 0 1
3 4 5 3 4
2 3 6 2 3

Taking the appropriate products,

0 � 4 � 6þ 1 � 5 � 2þ 2 � 3 � 3� 1 � 3 � 6� 0 � 5 � 3� 2 � 4 � 2

results in �6 as the determinant of M.

. Any square matrix with a zero row and=or zero column will have zero determinant. Likewise, any
square matrix with two or more identical rows and=or two or more identical columns will have
determinant equal to zero.

Determinants satisfy many interesting relationships. For any n3 n matrix, the determinant may be
expressed in terms of determinants of (n� 1)3 (n� 1) matrices or first-order minors. In turn, deter-
minants of (n� 1)3 (n� 1) matrices may be expressed in terms of determinants of (n� 2)3 (n� 2)
matrices or second-order minors, etc. Also, the determinant of the product of two square matrices is
equal to the product of the determinants:

det (MN) ¼ det (M) det (N) (1:29)

For any M 2 Fn3n such that jMj 6¼ 0, a unique inverse M�1 2 Fn3n satisfies

MM�1 ¼ M�1M ¼ I (1:30)

For Equation 1.29 one may observe the special case in which N¼M�1, then (det(M))�1¼ det(M�1). The
inverse M�1 may be expressed using determinants and cofactors in the following manner. Form the
matrix of cofactors

~M ¼
~m11 ~m12 � � � ~m1n

~m21 ~m22 � � � ~m2n

..

. ..
. . .

. ..
.

~mn1 ~mn2 � � � ~mnn

2
6664

3
7775 (1:31)

The transpose of Equation 1.31 is referred to as the adjoint matrix or adj(M). Then,

M�1 ¼
~MT

Mj j ¼
adj(M)
Mj j (1:32)
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Examples

. Choose M of the previous set of examples. The cofactor matrix is

9 �8 1
0 �4 2

�3 6 �3

2
4

3
5

Because jMj ¼�6, M�1 is

� 3
2 0 1

2
4
3

2
3 �1

� 1
6 � 1

3
1
2

2
64

3
75

Note that Equation 1.32 is satisfied.

. M ¼ 2 1
4 3

� �
, adj(M) ¼ 3 �1

�4 2

� �
, M�1 ¼

3
2 � 1

2�2 1

� �

In the 23 2 case, this method reduces to interchanging the elements on the main diagonal,
changing the sign on the remaining elements, and dividing by the determinant.

. Consider the matrix equation in Equation 1.18. Because det(G) 6¼ 0, whenever the resistances are
nonzero, with R1 and R2 having the same sign, the node voltages may be determined in terms of
the current sources by multiplying on the left of both members of the equation using G�1. Then
G�1i¼ v.

The rank of a matrix M, r(M), is the number of linearly independent columns of M over F, or using
other terminology, the dimension of the image of M. For M 2 Fm3n the number of linearly independent
rows and columns is the same, and is less than or equal to the minimum of m and n. If r(M)¼ n,M is of
full-column rank; similarly, if r(M)¼m, M is of full-row rank. A square matrix with all rows (and all
columns) linearly independent is said to be nonsingular. In this case, det(M) 6¼ 0. The rank ofM also may
be found from the size of the largest square submatrix with a nonzero determinant. A full-rank matrix
has a full-size minor with a nonzero determinant.
The null space (kernel) of a matrix M 2 Fm3n is the set

ker M ¼ {v 2 Fn such that Mv ¼ 0} (1:33)

Over F, ker M is a vector space with dimension defined as the nullity of M, v(M). The fundamental
theorem of linear equations relates the rank and nullity of a matrix M 2 Fm3n by

r(M)þ v(M) ¼ n (1:34)

If r(M)< n, then M has a nontrivial null space.

Examples

. M ¼ 0 1
0 0

� �

The rank M is 1 because only one linearly independent column of M is found. To examine the null

space of M, solve Mv¼ 0. Any element in ker M is of the form
f1
0

� �
for f1 2 F. Therefore, v(M)¼ 1.
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. M ¼
1 4 5 2
2 5 7 1
3 6 9 0

2
4

3
5

The rank of M is 2 and the nullity is 2.

1.6 Basis Transformations

This section describes a change of basis as a linear operator. Because the choice of basis affects the
matrix of a linear operator, it would be most useful if such a basis change could be understood within
the context of matrix operations. Thus, the new matrix could be determined from the old matrix by
matrix operations. This is indeed possible. This question is examined in two phases. In the first phase the
linear operator maps from a vector space to itself. Then a basis change will be called a similarity
transformation. In the second phase, the linear operator maps from one vector space to another,
which is not necessarily the same as the first. Then a basis change will be called an equivalence
transformation. Of course, the first situation is a special case of the second, but it is customary to
make the distinction and to recognize the different terminologies. Philosophically, a fascinating special
situation exists in which the second vector space, which receives the result of the operation, is an identical
copy of the first vector space, from which the operation proceeds. However, in order to avoid confusion,
this section does not delve into such issues.
For the first phase of the discussion, consider a linear operator that maps a vector space into itself, such

as L: V ! V, where V is n-dimensional. Once a basis is chosen in V, L will have a unique matrix
representation. Choose {v1, v2, . . . , vn} and {�v1,�v2, . . . ,�vn} as two such bases. A matrix M 2 Fn3n may be
determined using the first basis, whereas another matrix M 2 Fn3n will result in the latter choice.
According to the discussion following Equation 1.15, the ith column of M is the representation of L(vi)
with respect to {v1, v2, . . . , vn}, and the ith column of M is the representation of L(�vi) with respect to
{�v1,�v2, . . . ,�vn}. As in Equation 1.4, any basis element vi has a unique representation in terms of the basis
{�v1,�v2, . . . ,�vn}. Define a matrix P 2 Fn3n using the ith column as this representation. Likewise, Q 2 Fn3n

may have as its ith column the unique representation of �v1 with respect to {v1, v2, . . . , vn}. Either
represents a basis change which is a linear operator. By construction, both P and Q are nonsingular.
Such matrices and linear operators are sometimes called basis transformations. Notice that P¼Q�1.

If two matrices M and M represent the same linear operator L, they must somehow carry essentially
the same information. Indeed, a relationship between M and M may be established. Consider av, aw, �av,
�aw 2 Fn such that Mav¼ aw and M�av¼ �aw. Here, av denotes the representation of v with respect to the
basis vi, �av denotes the representation of v with respect to the basis �vi, and so forth. In order to involve P
and Q in these equations, it is possible to make use of a sketch:

aw

M

M

P QP Q

awav

av

In this sketch, a vector at a given corner can be multiplied by a matrix on an arrow leaving the corner
and set equal to the vector that appears at the corner at which that arrow arrives. Thus, for example,
aw¼Mav may be deduced from the top edge of the sketch. It is interesting to perform ‘‘chases’’ around
such sketches. By way of illustration, consider the lower right corner. Progress around the sketch

1-12 Fundamentals of Circuits and Filters



counterclockwise so as to reach the lower left corner and set the result equal to that obtained by
progressing clockwise to the lower left corner. In equations this is carried out as follows:

�aw ¼ Paw ¼ PMav ¼ PMQ�av ¼ M�av (1:35)

Inasmuch as �av 2 Fn is arbitrary, it follows that

M ¼ PMP�1 (1:36)

Sketches that have this type of property, namely the same result when the sketch is traversed from a
starting corner to an finishing corner by two paths, are said to be commutative. It is perhaps more
traditional to show the vector space Fn instead of the vectors at the corners. Thus, the sketch would be
called a commutative diagram of vector spaces and linear operators. M and M are said to be similar
because a nonsingular matrix P 2 Fn3n is such that Equation 1.36 is true. The matrix P is then called a
similarity transformation. Note that all matrix representations associated with the same linear operator,
from a vector space to itself, are similar. Certain choices of bases lead to special forms for the matrices of
the operator, as are apparent in the following examples.

Examples

. Choose L: R2 ! R2 as the linear operator that rotates a vector by 908. Pick {v1, v2} as the natural
basis { ½1 0� T, ½0 1� T} and {�v1,�v2} as { ½1 1� T, ½1 0� T}. Then,

L(v1) ¼ v1 v2½ � 0

1

� �

L(v2) ¼ v1 v2½ � �1

0

� �

L(�v1) ¼ �v1 �v2½ � 1

�2

� �

L(�v2) ¼ �v1 �v2½ � 1

�1

� �

so that

M ¼ 0 �1
1 0

� �
, M ¼ 1 1

�2 �1

� �

To find the similarity transformation P, determine the representations of the basis vectors vi in
terms of the basis {�v1,�v2}. Then,

P ¼ 0 1
1 �1

� �
, �P ¼ 1 1

1 0

� �

so that PMP�1¼M.

. Suppose that M 2 Fn3n is a representation of L: V! V. Assume a v 2 Fn exists such that the vectors
{v,Mv, . . . ,Mn�1v} are linearly independent. Thus, these n vectors can be chosen as an alternate
basis. (Section 1.7 discusses the characteristic equation of a matrix M.) Using the Cayley–Hamilton
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theorem, which states that every matrix satisfies its own characteristic equation, it is always
possible to write Mnv as a linear combination of these alternate basis vectors

�anv � an�1Mv � � � � � a1M
n�1v

for ai 2 F. The matrix representation of L with respect to the alternate basis given by this set of
linearly independent vectors is

M ¼

0 0 � � � 0 �an

1 0 � � � 0 �an�1

0 1 � � � 0 �an�2

..

. ..
. . .

. ..
. ..

.

0 0 � � � 0 �a2

0 0 � � � 1 �a1

2
66666664

3
77777775

which is the transpose of what is known as the companion form.

For the second phase of the discussion, select a pair of bases, one for the vector space V and one
for the vector spaceW, and construct the resulting matrix representationM of L: V!W. Another choice
of bases exists for V and W, with the property that the resulting matrix M representing L is of the form

I 0
0 0

� �
(1:37)

where I is r(M)3r(M). Such a matrix is said to be in normal form. It is possible to transform M into M
with the assistance of three types of transformations which are called elementary: (1) interchange any
two rows or any two columns, (2) scale any row or column by a nonzero element in F, and (3) add any
F-multiple of any row (column) to any other row (column). It is apparent that each of the three
transformations involving rows may be accomplished by multiplying M on the left by a nonsingular
matrix. Column operations require a corresponding multiplication on the right. The secret to under-
standing elementary transformations is to recognize that each of them will carry one basis into another.
Not as easy to see, but equally true, is that any transformation that carries one basis into another basis
must be a product of such elementary transformations. The elementary column transformations are
interpreted as changing the basis in the vector space from which the operator takes vectors, whereas
the elementary row transformations correspond to changing the basis in the vector space into which the
operator places its result. It stands to reason that a simultaneous adjustment of both sets of basis vectors
could lead to some quite special forms for the matrices of an operator. Of course, a great deal of linear
algebra and its applications is concerned with just such constructions and forms. Space does not permit a
complete treatment here.
If a matrixM has been transformed into normal form, certain types of key information become available.

For example, one knows the rank ofM because r(M) is the number of rows and columns of the identity in
Equation 1.37. Perhaps more importantly, the normal form is easily factored in a fundamental way, and so
such a construction is a natural means to construct two factors of minimal rank for a given matrix. The
reader is cautioned, however, to be aware that computational linear algebra is quite a different subject than
theoretical linear algebra. One common saying is that ‘‘if an algorithm is straightforward, then it is not
numerically desirable.’’ This may be an exaggeration, but it is well to recognize the implications of finite
precision on the computer. Space limitations prevent addressing numerical issues.
Many other thoughts can be expressed in terms of elementary basis transformations. By way of

illustration, elementary basis transformations offer an alternative in finding the inverse of a matrix.
For a nonsingular matrix M 2 Fn3n, append to M an n3 n identity I to form the n3 2n matrix
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M̂ ¼ [M I] (1:38)

Perform elementary row transformations on Equation 1.38 to transformM into normal form. ThenM�1

will appear in the last n columns of the transformed matrix.

Examples

(F ¼ R): M ¼ 2 1
4 3

� �

. Transform M into normal form. The process can be carried out in many ways. For instance, begin
by scaling row 1 by 1

2,

L1M ¼
1
2 0
0 1

� �
2 1
4 3

� �
¼ 1 1

2
4 3

� �

Clear the first element in row 2 by

L2L1M ¼ 1 0
�4 1

� �
1 1

2
4 3

� �
¼ 1 1

2
0 1

� �

Finally, perform a column operation to produce M:

L2L1MR1 ¼ 1 1
2

0 1

� �
1 � 1

2
0 1

� �
¼ 1 0

0 1

� �

The rank of M is 2.

. Recall M�1 from previous examples. Form M̂ and transform M into normal form by the following
row operations:

L1M̂ ¼
1
2 0

0 1

" #
2 1 1 0

4 3 0 1

" #
¼

1 1
2

1
2 0

4 3 0 1

" #

L2L1M̂ ¼
1 0

�4 1

" #
1 1

2
1
2 0

4 3 0 1

" #
¼

1 1
2

1
2 0

0 1 �2 1

" #

L3L2L1M̂ ¼
1 � 1

2

0 1

" #
1 1

2
1
2 0

0 1 �2 1

" #
¼ 1 0 3

2 � 1
2

0 1 �2 1

" #

1.7 Characteristics: Eigenvalues, Eigenvectors,
and Singular Values

A matrix has certain characteristics associated with it. Of these, characteristic values or eigenvalues may
be determined through the use of matrix pencils. In general, a matrix pencil may be formed from two
matrices M and N 2 Fm3n and an indeterminate l in the manner
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[lN �M] 2 F[l]m�n (1:39)

In determining the eigenvalues of a square matrix M 2 Fn3n, one assumes the special case in which
N¼ I 2 Fn3n.

Assume thatM is a square matrix over the complex numbers. Then, l 2 C is called an eigenvalue ofM
if some nonzero vector v 2 Cn exists such that

Mv ¼ lv (1:40)

Any such v 6¼ 0 satisfying Equation 1.40 is said to be an eigenvector of M associated with l. It is easy to
see that Equation 1.40 can be rewritten as

(lI �M)v ¼ 0 (1:41)

Because Equation 1.41 is a set of n linear homogeneous equations, a nontrivial solution (v 6¼ 0) exists if
and only if

D(l) ¼ det (lI �M) ¼ 0 (1:42)

In other words, (lI�M) is singular. Therefore, l is an eigenvalue of M if and only if it is a solution of
Equation 1.42. The polynomial D(l) is the characteristic polynomial and D(l)¼ 0 is the characteristic
equation. Moreover, every n3 n matrix has n eigenvalues that may be real, complex, or both, where
complex eigenvalues occur in complex–conjugate pairs. If two or more eigenvalues are equal they are said
to be repeated (not distinct). It is interesting to observe that although eigenvalues are unique, eigenvec-
tors are not. Indeed, an eigenvector can be multiplied by any nonzero element of C and still maintain its
essential features. Sometimes this lack of uniqueness is resolved by selecting unit length for the
eigenvectors with the aid of a suitable norm.
Recall that matrices representing the same operator are similar. One may question if these matrices

indeed contain the same characteristic information. To answer this question, examine

det (lI �M) ¼ det (lPP�1 � PMP�1) ¼ det (P(lI �M)P�1) (1:43)

¼ det (P) det (lI �M) det (P�1) ¼ det (lI �M) (1:44)

From Equation 1.44 one may deduce that similar matrices have the same eigenvalues because their
characteristic polynomials are equal.
For every square matrix M with distinct eigenvalues, a similar matrix M is diagonal. In particular, the

eigenvalues of M, and hence M, appear along the main diagonal. Let l1,l2, . . . , ln be the eigenvalues
(all distinct) ofM and let v1, v2, . . . , vn be corresponding eigenvectors. Then, the vectors {v1, v2, . . . , vn} are
linearly independent over C. Choose P�1¼Q¼ [v1 v2 � � � vn] as the modal matrix. Because Mvi¼ livi,
M¼PMP�1 as before.

For matrices with repeated eigenvalues, a similar approach may be followed wherein M is block
diagonal, which means that matrices occur along the diagonal with zeros everywhere else. Each matrix
along the diagonal is associated with an eigenvalue and takes a specific form depending upon the
characteristics of the matrix itself. The modal matrix consists of generalized eigenvectors, of which
the aforementioned eigenvector is a special case; thus the modal matrix is nonsingular. The matrix M is
the Jordan canonical form. Space limitations preclude a detailed analysis of such topics here; the reader is
directed to Chen (1984) for further development.
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Examples

(F ¼ C): M ¼ 1 4
2 3

� �

. The characteristic polynomial is D(l)¼ (l� 1)(l� 3)� 8¼ (l� 5)(lþ 1). The eigenvalues are
l1¼ 5, l2¼�1. To find the associated eigenvectors recall that for each li, (liI�M) is singular,
and write Equation 1.41

(l1I �M)v1 ¼
4 �4

�2 2

" #
v11

v12

" #
¼

0

0

" #

(l2I �M)v2 ¼
�2 �4

�2 �4

" #
v21

v22

" #
¼

0

0

" #

Then, v11¼ v12 and v21¼�2v22 so that v1¼ ½1 1� T and v2¼ ½�2 1 �T are eigenvectors
associated with l1 and l2, respectively.

. Because the eigenvalues of M are distinct, M may be diagonalized. For verification, choose
P�1¼ [v1 v2]. Then,

M ¼ PMP�1 ¼ 1
3

1 2

�1 1

� �
1 4

2 3

� �
1 �2

1 1

� �

¼ 1
3

15 0

0 �3

� �
¼ 5 0

0 �1

� �
¼ l1 0

0 l2

� �

In general, a matrix M 2 Fm3n of rank r can be written in terms of its singular-value decomposi-
tion (SVD),

M ¼ USV* (1:45)

For any M, unitary matrices U and V of dimension m3m and n3 n, respectively, form the decompos-
ition; that is, UU*¼U*U¼ I and VV*¼V*V¼ I. The matrix

P 2 Fm�n of the form

P
r 0

0 0

� �
(1:46)

for
P

r 2 Fr�r , a diagonal matrix represented by

s1 0 � � � 0
0 s2 � � � 0
..
. ..

. . .
. ..

.

0 0 � � � sr

2
6664

3
7775 (1:47)

The elements si, called singular values, are related by s1�s2 �� � �� sr> 0, and the columns of U (V)
are referred to as left (right) singular vectors. Although the unitary matrices U and V are not unique for a
given M, the singular values are unique.
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SVD is useful in the numerical calculation of rank. After performing an SVD, the size of the matrix
P

r

may be decided. Additionally, the generalized inverse of a matrix M may be found by

My ¼ V S
�1
r 0
0 0

� �
U* (1:48)

It can be verified easily thatMMy M¼M andMy MMy¼My. In the special case in whichM is square and
nonsingular,

My ¼ M�1 ¼ VS�1U* (1:49)

1.8 On Linear Systems

Consider a set of n simultaneous algebraic equations, in m unknowns, written in the customary matrix
form w¼Mv where

w1

w2

..

.

wn

2
6664

3
7775 ¼

m11 m12 . . . m1n

m21 m22 . . . m2n

..

. ..
. . .

. ..
.

mm1 mm2 . . . mmn

2
6664

3
7775

v1
v2
..
.

vm

2
6664

3
7775 (1:50)

In the context of the foregoing discussion, Equation 1.50 represents the action of a linear operator. If the
left member is a given vector, in the usual manner, then a first basic issue concerns whether the vector
represented by the left member is in the image of the operator or not. If it is in the image, the equation
has at least one solution; otherwise the equation has no solution. A second basic issue concerns the kernel
of the operator. If the kernel contains only the zero vector, then the equation has at most one solution;
otherwise more than one solution can occur, provided that at least one solution exists.
When one thinks of a set of simultaneous equations as a ‘‘system’’ of equations, the intuitive transition

to the idea of a linear system is quite natural. In this case the vector in the left member becomes the input
to the system, and the solution to Equation 1.50, when it exists and is unique, is the output of the system.
Other than being a description in terms of inputs and outputs, as above, linear systems may also be

described in terms of sets of other types of equations, such as differential equations or difference
equations. When that is the situation, the familiar notion of initial condition becomes an instance of
the idea of state, and one must examine the intertwining of states and inputs to give outputs. Then, the
idea of Equation 1.50, when each input yields a unique output, is said to define a system function.
If the differential (difference) equations are linear and have constant coefficients, the possibility exists

of describing the system in terms of transforms, for example, in the s- or z-domain. This leads to
fascinating new interpretations of the ideas of the foregoing sections, this time, for example, over fields of
rational functions. Colloquially, such functions are best known as transfer functions.
Associated with systems described in the time-, s-, or z-domain, some characteristics of the system also

aid in analysis techniques. Among the most basic of these are the entities termed poles and zeros, which
have been linked to the various concepts of system stability. Both poles and zeros may be associated with
matrices of transfer functions, and with the original differential or difference equations themselves. A
complete and in-depth treatment of the myriad meanings of poles and zeros is a challenging undertaking,
particularly in matrix cases. For a survey of the ideas, see Schrader and Sain (1989). However, a great many
of the definitions involve such concepts as rank, pencils, eigenvalues, eigenvectors, special matrix forms,
vector spaces, and modules—the very ideas sketched out in the sections preceding.
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Algebraic methods are of growing importance in system theory. Of particular interest is the
historical survey by Schrader and Wyman (2008) which describes the module-theoretic approach to
zeros of a linear system and the application of these ideas to inverse systems and system design.
The longstanding notion that zeros of a linear system become the poles of its inverse system is
resolved using these methods. Additionally, for the first time, by employing module-theoretic
approaches, a structural algebraic meaning is given to the principle that the number of zeros of a
transfer function matrix equals the number of poles. Central to this result is the Fundamental Pole-
Zero Exact Sequence, an exact sequence of finite-dimensional vector spaces over the same field,
represented by

0 ! Z(G) ! X (G)
W ( kerG(z))

! W (im G(z)) ! 0

where
Z(G) is the global space of zeros of a transfer function matrix G(z)
X (G) is the global space of poles of G(z)
W () is the Wedderburn–Forney construction

The sequence is presented here to encourage further investigation into these powerful methods.
One very commonly known idea for representing solutions to Equation 1.50 is Cramer’s rule.

When m¼ n, and when M has an inverse, the use of Cramer’s rule expresses each unknown variable
individually by using a ratio of determinants. Choose the ith unknown vi. Define the determinant Mi as
the determinant of a matrix formed by replacing column i in M with w. Then,

vi ¼ Mi

det (M)
(1:51)

It turns out that this very interesting idea makes fundamental use of the notion of multiplying vectors,
which is not part of the axiomatic framework of the vector space. The reader may want to reflect further
on this observation, with respect to the foregoing treatment of determinants. When the framework of
vector spaces is expanded to include vector multiplication, as in the case of determinants, one gets to the
technical subject of algebras. Chapter 2 returns to this concept.
The concepts presented previously allow for more detailed considerations in the solution of circuit and

filter problems, using various approaches outlined in the remainder of this book. Chapter 2 discusses the
multiplication of vectors by means of the foundational idea of bilinear operators and matrices. Chapters
3 through 5 on transforms—Fourier, z, and Laplace—provide the tools for analysis by allowing a set of
differential or difference equations describing a circuit to be written as a system of linear algebraic
equations. Moreover, each transform itself can be viewed as a linear operator, and thus becomes a prime
example of the ideas of this chapter. The remaining chapters focus on graph–theoretical approaches to
the solution of systems of algebraic equations. From this vantage point, one can see the entire Section I in
the context of linear operators, their addition, and multiplication.
A brief treatment cannot deal with all the interesting questions and answers associated with linear

operators and matrices. For a more detailed treatment of these standard concepts, see any basic algebra
text, for example, Greub (1967).
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2.1 Introduction

The key player in Chapter 1 was the F-vector space V, together with its associated notion of bases, when
they exist, and linear operators taking one vector to another. The idea of basis is, of course, quite central
to the applications because it permits a vector v in V to be represented by a list of scalars from F. Such
lists of scalars are the quantities with which one computes. No doubt the idea of an F-vector space V is
the most common and widely encountered notion in applied linear algebra. It is typically visualized, on
the one hand, by long lists of axioms, most of which seem quite reasonable, but none of which is
particularly exciting, and on the other hand by images of classical addition of force vectors, velocity
vectors, and so forth. The notion seems to do no harm, and helps one to keep his or her assumptions
straight. As such it is accepted by most engineers as a plausible background for their work, even if the
ideas of matrix algebra are more immediately useful. Perhaps some of the least appreciated but most
crucial of the vector space axioms are the four governing the scalar multiplication of vectors. These link
the abelian group of vectors to the field of scalars. Along with the familiar distributive covenants, these
four agreements intertwine the vectors with the scalars in much the same way that the marriage vows
bring about the union of man and woman. This section brings forth a new addition to the marriage.
As useful as it is, the notion of an F-vector space V fails to provide for one of the most important ideas

in the applications—the concept of multiplication of vectors. In a vector space one can add vectors and
multiply vectors by scalars, but one cannot multiply vectors by vectors. Yet, there are numerous
situations in which one faces exactly these operations. Consider, for instance, the cross and dot products
from field theory. Even in the case of matrices, the ubiquitous and crucial matrix multiplication is
available, when it is defined. The key to the missing element in the discussion lies in the terminology for
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matrix operations, which will be familiar to the reader as the matrix algebra. What must occur in order
for vector-to-vector multiplication to be available is for the vector space to be extended into an algebra.
Unfortunately, the word ‘‘algebra’’ carries a rather imprecise meaning from the most elementary and

early exposures from which it came to signify the collection of operations done in arithmetic, at the time
when the operations are generalized to include symbols or literals such as a, b, and c or x, y, and z. Such a
notion generally corresponds closely with the idea of a field, F, as defined in Chapter 1, and is not much
off the target for an environment of scalars. It may, however, come as a bit of a surprise to the reader that
algebra is a technical term, in the same spirit as fields, vector spaces, rings, etc. Therefore, if one is to have
available a notion of multiplication of vectors, then it is appropriate to introduce the precise notion of an
algebra, which captures the desired idea in an axiomatic sense.

2.2 Algebras

Chapter 1 mentioned that the integers I and the polynomials F[s] in s with coefficients in a field F were
instances of a ring. In this section, it is necessary to carry the concept of ring beyond the example stage.
Of course, a long list of axioms could be provided, but it may be more direct just to cite the changes
necessary to the field axioms already provided in Section 1.2. To be precise, the axioms of a commutative
ring differ from the axioms of a field only by the removal of the multiplicative inverse. Intuitively, this
means that one cannot always divide, even if the element in question is nonzero. Many important
commutative rings are found in the applications; however, this chapter is centered on rings, wherein one
more axiom is removed—the commutativity of multiplication. The ring of n3n matrices with elements
from a field is a classic and familiar example of such a definition. It may be remarked that in some
references a distinction is made between rings and rings with identity, the latter having a multiplicative
identity and the former not being so equipped. This treatment has no need for such a distinction, and
hereafter the term ‘‘ring’’ is understood to mean ring with identity, or, as described above, a field with the
specified two axioms removed.

It is probably true that the field is the most comfortable of axiomatic systems for most persons because
it corresponds to the earliest and most persistent of calculation notions. However, it is also true that the
ring has an intuitive and immediate understanding as well, which can be expressed in terms of the well-
known phrase ‘‘playing with one arm behind one’s back.’’ Indeed, each time an axiom is removed, it is
similar to removing one of the options in a game. This adds to the challenge of a game, and leads to all
sorts of new strategies. Such is the case for algebras, as is clear from the next definition. What follows is
not the most general of possible definitions, but probably that which is most common.
An algebra A is an F-vector space A, which is equipped with a multiplication a1a2 of vectors a1 and a2

in such a manner that it is also a ring. First, addition in the ring is simply addition of vectors in the vector
space. Second, a special relationship exists between multiplication of vectors and scalar multiplication in
the vector space. If a1 and a2 are vectors in A, and if f is a scalar in F, then the following identity holds:

f (a1a2) ¼ ( fa1)a2 ¼ a1( fa2) (2:1)

Note that the order of a1 and a2 does not change in the above equalities. This must be true because no
axiom of commutativity exists for multiplication. The urge to define a symbol for vector multiplication is
resisted here so as to keep things as simple as possible. In the same way the notation for scalar
multiplication, as introduced in Chapter 1, is suppressed here in the interest of simplicity. Thus, the
scalar multiplication can be associated either with the vector product, which lies in A, or with one or
other of the vector factors. This is exactly the familiar situation with the matrix algebra.
Hidden in the definition of the algebra A above is the precise detail arising from the statement that A is

a ring. Associated with that detail is the nature of the vector multiplication represented above with the
juxtaposition a1a2. Because all readers are familiar with several notions of vector multiplication, the
question arises as to just what constitutes such a multiplication. It turns out that a precise notion for
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multiplication can be found in the idea of a bilinear operator. Thus, an alternative description of Section
2.3 is that of vector spaces equipped with vector multiplication. Moreover, one is tempted to inquire
whether a vector multiplication exists that is so general in nature that all the other vector multiplications
can be derived from it. In fact, this is the case, and the following section sets the stage for introducing
such a multiplication.

2.3 Bilinear Operators

Suppose that there are three F-vector spaces: U, V, and W. Recall that U3V is the Cartesian product of
U with V, and denotes the set of all ordered pairs, the first from U and the second from V. Now, consider
a mapping b from U3V into W. For brevity of notation, this can be written b: U3V ! W. The
mapping b is a bilinear operator if it satisfies the following pair of conditions

b( f1u1 þ f2u2, v) ¼ f1b(u1, v)þ f2b(u2, v) (2:2)

b(u, f1v1 þ f2v2) ¼ f1b(u, v1)þ f2b(u, v2) (2:3)

for all f1 and f2 in F, for all u, u1, and u2 in U, and for all v, v1, and v2 in V. The basic idea of the bilinear
operator is apparent from this definition. It is an operator with two arguments, having the property that if
either of the two arguments is fixed, the operator becomes linear in the remaining argument. A moment’s
reflection will show that the intuitive operation of multiplication is of this type.
One of the important features of a bilinear operator is that its image need not be a subspace ofW. This

is in marked contrast with the image of a linear operator, whose image is always a subspace. This
property leads to great interest in the manipulations associated with vector products. At the same time, it
brings about a great deal of nontriviality. The best way to illustrate the point is with an example.

Example

Suppose that U, V, andW have bases {u1, u2}, {v1, v2}, and {w1, w2, w3, w4}, respectively. Then, vectors u in U
and v in V can be represented in the following manner

u ¼ f1u1 þ f2u2 (2:4)

v ¼ g1v1 þ g2v2 (2:5)

where fi and gi are elements of F for i¼ 1, 2. Define a bilinear map by the action

b(u, v) ¼ 2f1g1w1 þ 3f1g2w2 þ 3f2g1w3 þ 2f2g2w4 (2:6)

It is clear that every vector

h1w1 þ h2w2 þ h3w3 þ h4w4 (2:7)

in the image of b has the property that 9h1h4¼ 4h2h3. If the {hi, i¼ 1, 2, 3, 4} are given so as to satisfy the
latter condition, consider the task of showing that this vector in W is a vector in the image of b. Suppose
that h1¼ 0. Then either h2 or h3, is zero, or both are zero. If h2 is zero, one may choose f1¼ 0, f2¼ 1,
g1¼ h3=3, and g2¼ h4=2. If h3¼ 0, one may choose g1¼ 0, g2¼ 1, f1¼ h2=3, and f2¼ h4=2. An analogous
set of constructions is available when h4¼ 0. For the remainder of the argument, it is assumed that
neither h1 nor h2 is zero. Accordingly, none of the coordinates {hi, i¼ 1, 2, 3, 4} is zero. Without loss,
assume that f1¼ 1. Then, g1 is given by h1=2, g2 is found from h2=3, and f2 is constructed from h3=3g1,
which is then 2h3=3h1. It is easy to check that these choices produce the correct first three coordinates;

Bilinear Operators and Matrices 2-3



the last coordinate is 4h3h2=9h1, which by virtue of the property 9h1h4¼ 4h2h3 is equal to h4 as desired.
Thus, a vector in W is in the image of b if and only if the relation 9h1h4¼ 4h2h3 is satisfied. Next, it is
shown that the vectors in this class are not closed under addition. For this purpose, simply select a pair of
vectors represented by (1, 1, 9, 4) and (4, 9, 1, 1). The sum, (5, 10, 10, 5), does not satisfy the condition.

It is perhaps not so surprising that the image of b in this example is not a subspace of W. After all, the
operator b is nonlinear, when both of its arguments are considered. What may be surprising is that a
natural and classical way can be used to circumvent this difficulty, at least to a remarkable degree. The
mechanism that is introduced in order to address such a question is the tensor. The reader should bear in
mind that many technical personnel have prior notions and insights on this subject emanating from areas
such as the theory of mechanics and related bodies of knowledge. For these persons, the authors wish to
emphasize that the following treatment is algebraic in character and may exhibit, at least initially, a flavor
different from that to which they may be accustomed. This difference is quite typical of the distinctive
points of view that often can be found between the mathematical areas of algebra and analysis. Such
differences are fortunate insofar as they promote progress in understanding.

2.4 Tensor Product

The notions of tensors and tensor product, as presented in this treatment, have the intuitive meaning of a
very general sort of bilinear operator, in fact, the most general such operator. Once again, F-vector spaces
U, V, andW are assumed. Suppose that b: U3V!W is a bilinear operator. Then the pair (b,W) is said
to be a tensor product of U and V if two conditions are met. The first condition is that W is the smallest
F-vector space that contains the image of b. Using alternative terminology this could be expressed as W
being the vector space generated by the image of b. The term ‘‘generated’’ in this expression refers to the
formation of all possible linear combinations of elements in the image of b. The second condition relates
b to an arbitrary bilinear operator �b: U3V ! X in which X is another F-vector space. To be precise, the
second condition states that for every such �b, a linear operator �B: W ! X exists with the property that

�b(u, v) ¼ �B(b(u, v)) (2:8)

for all pairs (u, v) in U3V. Intuitively, this means that the arbitrary bilinear operator �b can be factored in
terms of the given bilinear operator b, which does not depend upon �b, and a linear operator �B which does
depend upon �b.

The idea of the tensor product is truly remarkable. Moreover, for any bilinear operator �b, the induced
linear operator �B is unique. The latter result is easy to see. Suppose that there are two such induced linear
operators, e.g., �B1 and �B2. It follows immediately that

(�B1 � �B2)(b(u, v)) ¼ 0 (2:9)

for all pairs (u, v). However, the first condition of the tensor product assures that the image of b contains
a set of generators for W, and thus that (�B1� �B2) must in fact be the zero operator. Therefore, once the
tensor product of U and V is put into place, bilinear operations are in a one-to-one correspondence with
linear operations. This is the essence of the tensor idea, and a very significant way to parameterize
product operations in terms of matrices. In a certain sense, then, the idea of this chapter is to relate the
fundamentally nonlinear product operation to the linear ideas of Chapter 1. That this is possible is, of
course, classical; nonetheless, it remains a relatively novel idea for numerous workers in the applications.
Intuitively, what happens here is that the idea of product is abstracted in the bilinear operator b, with all
the remaining details placed in the realm of the induced linear operator �B.
When a pair (b,W) satisfies the two conditions above, and is therefore a tensor product for U and V, it

is customary to replace the symbol b with the more traditional symbol�. However, in keeping the notion
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that� represents a product and not just a general mapping it is common to write u� v in place of the more
correct, but alsomore cumbersome,� (u, v). Along the same lines, the spaceW is generally denotedU�V.
Thus, a tensor product is a pair (U� V, �). The former is called the tensor product of U with V, and� is
loosely termed the tensor product. Clearly, � is the most general sort of product possible in the present
situation because all other products can be expressed in terms of it by means of linear operators �B. Once
again, the colloquial use of the word ‘‘product’’ is to be identified with the more precise algebraic notion of
bilinear operation. In this way the tensor product becomes a sort of ‘‘grandfather’’ for all vector products.
Tensor products can be constructed for arbitrary vector spaces. They are not, however, unique. For

instance, if U � V has finite dimension, thenW obviously can be replaced by any other F-vector space of
the same dimension, and � can be adjusted by a vector space isomorphism. Here, the term ‘‘isomorph-
ism’’ denotes an invertible linear operator between the two spaces in question. It can also be said that the
two tensor product spaces U� V andW are isomorphic to each other. Whatever the terminology chosen,
the basic idea is that the two spaces are essentially the same within the axiomatic framework in use.

2.5 Basis Tensors

Attention is now focused on the case in which U and V are finite-dimensional vector spaces over the field
F. Suppose that {u1, u2, . . . , um} is a basis for U and {v1, v2, . . . , vn} is a basis for V. Consider the following
vectors

u1 � v1 u1 � v2 � � � u1 � vn u2 � v1 � � � um � vn (2:10)

which can be represented in the manner {ui � vj, i¼ 1, 2, . . . , m; j¼ 1, 2, . . . , n}. These vectors form a
basis for the vector space U � V. To understand the motivation for this, note that vectors in U and V,
respectively, can be written uniquely in the following forms

u ¼
Xm
i¼1

fiui (2:11)

v ¼
Xn
j¼1

gjvj (2:12)

Recall that �, which is an alternate notation for b, is a bilinear operator. It follows then that

u� v ¼
Xm
i¼1

Xn
j¼1

figjui � vj (2:13)

which establishes that the proposed basis vectors certainly span the image of �, and thus that they span
the tensor product space U � V. It also can be shown that the proposed set of basis vectors is linearly
independent. However, in the interest of brevity for this summary exposition, the details are omitted.
From this point onward, inasmuch as the symbol � has replaced b, it will be convenient to use b in

place of �b and B in place of �B. It is hoped that this leads to negligible confusion. Thus, in the sequel b
refers simply to a bilinear operator and B to its induced linear counterpart.

Example

Consider the bilinear form b: R23 R3 ! R with action defined by

b( f1, f2, g1, g2, g3) ¼ 2f2g3 (2:14)
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Observe that this can be put into the more transparent form

f1 f2½ � 0 0 0
0 0 2

� � g1
g2
g3

2
4

3
5 (2:15)

which, in turn, can be written in the compact notation uTMv. Clearly, U has dimension two, and V has
dimension three. Thus, U� V has a basis with six elements. The operator bmaps into R, which has a basis
with one element. All bases are chosen to be standard. Thus, an ith basis vector contains the
multiplicative field element 1 in its ith row, and the additive field element 0 in its other rows. Therefore,
the matrix of B has one row and six columns. To compute the entries, it is necessary to agree upon the
order of the basis elements in R2 � R3. It is customary to choose the natural ordering as introduced
previously

u1 � v1 u1 � v2 u1 � v3 u2 � v1 u2 � v2 u2 � v3 (2:16)

The coordinate h1 associated with the basis vector [1] in R, considered to be a vector space, is given by

h1 ¼ b(1, 0, 1, 0, 0) ¼ 0 (2:17)

when u and v are given by the respective first basis vectors in R2 and R3, respectively,

u ¼ 1
0

� �
(2:18)

v ¼
1
0
0

2
4
3
5 (2:19)

Similarly, for the other five pairings in order, one obtains

h1 ¼ b(1, 0, 0, 1, 0) ¼ 0 (2:20)

h1 ¼ b(1, 0, 0, 0, 1) ¼ 0 (2:21)

h1 ¼ b(0, 1, 1, 0, 0) ¼ 0 (2:22)

h1 ¼ b(0, 1, 0, 1, 0) ¼ 0 (2:23)

h1 ¼ b(0, 1, 0, 0, 1) ¼ 2 (2:24)

in order. In view of these calculations, together with the definitions of matrices in Chapter 1, it follows
that the matrix description of B : R2 � R3 ! R is given by

[B] ¼ 0 0 0 0 0 2½ � (2:25)

Observe that all the numerical information concerning B has been arrayed in [B]. It becomes increasingly
clear then that such numerical entries define all possible bilinear forms of this type.

Example

In order to generalize the preceding example, one has only to be more general in describing the matrix
of M. Suppose that
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[M] ¼ m11 m12 m13

m21 m22 m23

� �
(2:26)

so that the bilinear operator b has action

b( f1, f2, g1, g2, g3) ¼ f1 f2½ � m11 m12 m13

m21 m22 m23

� � g1
g2
g3

2
64

3
75 (2:27)

Thus, it is easy to determine that

[B] ¼ m11 m12 m13 m21 m22 m23½ � (2:28)

The two examples preceding help in visualizing the linear operator B by means of its matrix. They do
not, however, contribute to the understanding of the nature of the tensor product of two vectors. For that
purpose, it is appropriate to carry the examples a bit further.

Example

The foregoing example presents the following representations

f1
f2

� �
(2:29)

for u and

g1
g2
g3

2
64

3
75 (2:30)

for v. From the development of the ideas of the tensor product, it was established that b(u, v)¼ B(u � v).
The construction of u � v proceeds according to definition in the manner

u� v ¼
X2
i¼1

fiui

 !
�

X3
j¼1

gjvj

 !
(2:31)

¼
X2
i¼1

X3
j¼1

figjuivj (2:32)

From this and the basis ordering chosen above, it is clear that the representation of u � v is given by

[u� v] ¼ [ f1g1 f1g2 f1g3 f2g1 f2g2 f2g3]
T (2:33)

The total picture for the tensor representation of b(u, v), then, is
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b( f1, f2, g1, g2, g3) ¼
f1

f2

� �T m11 m12 m13

m21 m22 m23

� � g1

g2

g3

2
64

3
75 (2:34)

¼ m11 m12 m13 m21 m22 m23½ � f1

f2

� �
�

g1

g2

g3

2
64

3
75

0
B@

1
CA (2:35)

¼ m11 m12 m13 m21 m22 m23½ �

f1g1

f1g2

f1g3

f2g1

f2g2

f2g3

2
6666666664

3
7777777775

(2:36)

The reader should have no difficulty in extending the notions of these examples to cases in which the
dimensions of U and V differ from those used here. The extension to an X with dimension larger than 1 is
similar in nature, and can be carried out row by row.

Example

Another sort of example, which is likely to be familiar to most readers, is the formation of the ordinary
matrix product m(P, Q)¼ PQ for compatible matrices P and Q over the field F. Clearly, the matrix product
m is a bilinear operator. Thus, a linear operator M exists that has the property

m(P,Q) ¼ M(P � Q) (2:37)

The matrix P � Q is known in the applications as the Kronecker product. If the basis vectors are chosen in
the usual way, then its computation has the classical form. Thus, the Kronecker product of two matrices
is seen to be the most general of all such products. Indeed, any other product, including the usual matrix
product, can be found from the Kronecker product by multiplication with a matrix.

2.6 Multiple Products

It may happen that more than two vectors are multiplied together. Thus, certain famous and well-known
field formulas include both crosses and dots. While the notion of multiple products is part and parcel of
the concept of ring, so that no further adjustments need to be made there, one must undertake the
question of how these multiple products are reflected back into the tensor concept. The purpose of this
section, therefore, is to sketch the major ideas concerning such questions. A basic and natural step is the
introduction of a generalization of bilinear operators.
For obvious reasons, not the least of which is the finite number of characters in the alphabet, it is now

necessary to modify notation so as to avoid the proliferation of symbols. With regard to the foregoing
discussion, the modification, which is straightforward, is to regard a bilinear operator in the manner b:
U13U2 ! V in place of the previous U3V ! W. Generalizing, consider p F-vector spaces Ui, i¼ 1,
2, . . . , p. Let m: U13U23 � � �3Up ! V be an operator that satisfies the following condition

m(u1, u2, . . . , ui�1, fiui þ �fi�ui, uiþ1, . . . , up) ¼ fim(u1, u2, . . . , ui�1, ui, uiþ1, . . . up)

þ �fim(u1, u2, . . . , ui�1, �ui, uiþ1, . . . up) (2:38)
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for i¼ 1, 2, . . . , p, for all fi and �f i in F, and for all ui and �ui in Ui. Thus, m is said to be a p-linear operator.
Observe in this definition that when p� 1 of the arguments of m are fixed, m becomes a linear operator
in the remaining argument. Clearly, the bilinear operator is a special case of this definition, when p¼ 2.
Moreover, the definition captures the intuitive concept of multiplication in a precise algebraic sense.

Next, the notion of tensor product is extended in a corresponding way. To do this, suppose that m and
V satisfy two conditions. The first condition is that V is the smallest F-vector space that contains the
image of m. Equivalently, V is the F-vector space generated by the image of m. Recall that the image of m
is not equal to V, even in the bilinear case p¼ 2. The second condition is that

�m(u1, u2, . . . , up) ¼ �M(m(u1, u2, . . . , up)) (2:39)

where
�M: V ! W is a linear operator
W is an F-vector space
�m: U13U23 � � �3Up ! W is an arbitrary p-linear operator

If m satisfies these two conditions, the action of m is more traditionally written in the manner

m(u1, u2, . . . , up) ¼ u1 � u2 � � � � � up (2:40)

and the space V is given by the notation

V ¼ U1 � U2 � � � � � Up (2:41)

Once again, existence of the tensor product pair (m, V) is not a problem, and the same sort of uniqueness
holds, that is, up to isomorphism.
It is now possible to give a major example of the multiple product idea. The general import of this

example far exceeds the interest attached to more elementary illustrations. Therefore, it is accorded its
own section. The reason for this will shortly become obvious.

2.7 Determinants

The body of knowledge associated with the theory of determinants tends to occupy a separate and special
part of the memory which one reserves for mathematical knowledge. This theory is encountered somewhat
indirectly during matrix inversion, and thus is felt to be related to the matrix algebra. However, this
association can be somewhat misleading. Multiplication in the matrix algebra is really a multiplication of
linear operators, but determinants are more naturally seen in terms of multiplication of vectors. The
purpose of this section is tomake this idea apparent, and to suggest that a natural way to correlate this body
of knowledge is with the concept of an algebra constructed upon a given F-vector space. As such, it becomes
a special case of the ideas previously introduced. Fitting determinants into the larger picture is then much
less of a challenge than is usually the case, which can save precious human memory.
Consider at the outset a square array of field elements from F, denoted customarily by

D ¼

d11 d12 � � � d1p
d21 d22 � � � d2p
..
. ..

. . .
. ..

.

dp1 dp2 � � � dpp

0
BBB@

1
CCCA (2:42)

The determinant of D will be denoted by det(D). It is assumed that all readers are comfortable with at
least one of the algorithms for computing det(D). The key idea about det(D) is that it is a p-linear

Bilinear Operators and Matrices 2-9



operator on its columns or upon its rows. In fact, two of the three classical properties of determinants are
tantamount precisely to this statement. The third property, which concerns interchanging columns or
rows, is also of great interest here (see below).
Without loss of generality, suppose that det(D) is regarded as p-linear function of its columns. If the

columns, in order, are denoted by d1, d2, . . . , dp, then it is possible to set up a p-linear operator

m(d1, d2, . . . , dp) ¼ det (D) (2:43)

Accordingly, tensor theory indicates that this operator can be expressed in the manner

m(d1, d2, . . . , dp) ¼ M(d1 � d2 � � � � � dp) (2:44)

It is interesting to inquire about the nature of the matrix [M].
In order to calculate [M], it is necessary to select bases Ui, i¼ 1, 2, . . . , p. In this case it is possible to

identify Ui for each i with a fixed space U of dimension p. Let {u1, u2, . . . , up} be a basis for U and
represent this basis by the standard basis vectors {e1, e2, . . . , ep} in Fp. Moreover, select a basis for F and
represent it by the multiplicative unit 1 in F. Then the elements of [M] are found by calculating

det (ei1 ei2 � � � eip ) (2:45)

for all sequences i1i2 . . . ip in the increasing numerical order introduced earlier. Thus if p¼ 3, this set of
sequences is 111, 112, 113, 121, 122, 123, 131, 132, 133, 211, 212, 213, 221, 222, 223, 231, 232, 233, 311,
312, 313, 321, 322, 323, 331, 332, 333.

Example

For the case p¼ 3 described previously, it is desired to calculate [M]. The first few calculations are
given by

det (e1 e1 e1) ¼ 0 (2:46)

det (e1 e1 e2) ¼ 0 (2:47)

det (e1 e1 e3) ¼ 0 (2:48)

det (e1 e2 e1) ¼ 0 (2:49)

det (e1 e2 e2) ¼ 0 (2:50)

det (e1 e2 e3) ¼ þ1 (2:51)

det (e1 e3 e1) ¼ 0 (2:52)

det (e1 e3 e2) ¼ �1 (2:53)

det (e1 e3 e3) ¼ 0 (2:54)

det (e2 e1 e1) ¼ 0 (2:55)

det (e2 e1 e2) ¼ 0 (2:56)

det (e2 e1 e3) ¼ �1 (2:57)

..

.
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Rather than providing the entire list in this form, it is easier to give the elements in the right members of
the equations. Employing determinant theory, it follows that those sequences with repeated subscripts
correspond to 0. Moreover, interchanging two columns changes the sign of the determinant, the third
property mentioned previously. Thus, the desired results are

0, 0, 0, 0, 0, þ 1, 0, � 1, 0, 0, 0, � 1, 0, 0, 0, þ 1, 0, 0, 0, þ 1, 0, � 1, 0, 0, 0, 0, 0 (2:58)

Then, [M] is a row matrix having these numerical entries. It is 13 27.

Example

The preceding example indicates that the formation of the determinant in tensor notation results in the
appearance of numerous multiplications by zero. This is inefficient. Moreover, if all the zero entries in [M]
are dropped, the result is a product of the form

[þ 1 � 1 � 1 þ 1 þ 1 � 1]

d11d22d33
d11d32d23
d21d12d33
d21d32d13
d31d12d23
d31d22d13

2
66666664

3
77777775

(2:59)

easily seen to be the standard formula for classical calculation of the determinant. In view of this result,
one immediately wonders what to do about all the dropped zeros. The following section shows how to
do away with all the zeros. In the process, however, more things happen than might have been
anticipated; as a result, an entirely new concept appears.

2.8 Skew Symmetric Products

The determinant is an instance of skew symmetry in products. Consider a p-linear operator
m: U13U23 � � �3Up ! V with the property that each interchange of two arguments changes the
sign of the result produced by m. Thus, for example,

m(u1, . . . , ui�1, ui, . . . , uj�1, uj, . . . , up) ¼ �m(u1, . . . , ui�1, uj, . . . , uj�1, ui, . . . , up) (2:60)

If a list of k interchanges is performed, the sign is changed k times. Such an operator is described as skew
symmetric.
Provided that only skew symmetric multiplications are of interest, the tensor construction can be

streamlined. Let (mskewsym, V) be a pair consisting of a skew symmetric p-linear operator and an F-vector
space V. This pair is said to constitute a skew symmetric tensor product for the F-vector spaces
U1, U2, . . . ,Up, if two conditions hold. The reader can probably guess what these two conditions are.
Condition 1 is that V is the F-vector space generated by the image of mskewsym. Condition 2 is the
property that for every skew symmetric p-linear operator �mskewsym: U13U23 � � �3Up ! W, a linear
operator �Mskewsym: V ! W exists having the feature

�mskewsym(u1, u2, . . . , up) ¼ �Mskewsym(mskewsym(u1, u2, . . . , up)) (2:61)

If these two conditions hold for the pair (mskewsym, V), then the custom is to write

mskewsym(u1, u2, . . . , up) ¼ u1 ^ u2 ^ � � � ^ up (2:62)
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for the action of mskewsym and

V ¼ U1 ^ U2 ^ � � � ^ Up (2:63)

for the product of the vector spaces involved. Once again, this skew symmetric tensor product exists, and
is unique in the usual way.
Now suppose that Ui¼U, i¼ 1, 2, . . . , p and that {u1, u2, . . . , up} is a basis for U. It is straightforward to

show that ui1 ^ ui2 ^ � � � ^ uip vanishes whenever two of its arguments are equal. Without loss, assume that
uij¼ uik¼ u. If uij and uik are switched, the sign of the product must change. However, after the switch, the
argument list is identical to the previous list. Because the only number whose value is unchanged after
negation is zero, the conclusion follows. Accordingly, the basis U1 ^ U2 ^ � � � ^ Up is the family

{ui1 ^ ui2 ^ � � � ^ uip} (2:64)

where each i1 i2 � � � ip consists of p distinct nonzero natural numbers, and where the ordinary convention
is to arrange the {ik} so as to increase from left to right. A moment’s reflection shows that only
one such basis element can exist, which is u1 ^ u2 ^ � � � ^ up. Thus, if p¼ 4, the basis element in
question is u1 ^ u2 ^ u3 ^ u4. If we return to the example of the determinant, and regard it as a skew
symmetric p-linear operator, then the following representation

mskewsym(d1, d2, . . . , dp) ¼ Mskewsym(d1 ^ d2 ^ � � � ^ dp) (2:65)

is obtained. Next observe that each of the p columns of the array D can be written as a unique linear
combination of the basis vectors {u1, u2, . . . , up} in the manner

dj ¼
Xp
i¼1

dijui (2:66)

for j¼ 1, 2, . . . , p. Then, it follows that d1 ^ d2 ^ � � � ^ dp is given by

Xp
i1¼1

Xp
i2¼1

� � �
Xp
ip¼1

di11di22 � � � dippui1 ^ ui2 ^ � � � ^ uip (2:67)

which is a consequence of the fact that ^ is a p-linear operator. The only nonzero terms in this p-fold
summation are those for which the indices {ik, k¼ 1, 2, . . . , p} are distinct. The reader will correctly
surmise that these terms are the building blocks of det(D). Indeed,

d1 ^ d2 ^ � � � ^ dp ¼ det (D)u1 ^ u2 ^ � � � ^ up (2:68)

and, if U is Rp with the {ui} chosen as standard basis elements, then

d1 ^ d2 ^ � � � ^ dp ¼ det (D) (2:69)

because u1 ^ u2 ^ � � � ^ up becomes 1 in F. Moreover, it is seen from this example how the usual formula
for det(D) is altered if the columns of D are representations with respect to a basis other than the
standard basis. In turn, this shows how the determinant changes when the basis of a space is changed.
The main idea is that it changes by a constant that is constructed from the determinant whose columns
are the corresponding vectors of the alternate basis. Finally, because this new basis is given by an
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invertible linear transformation from the old basis, it follows that the determinant of the transformation
is the relating factor.
It can now be observed that the change from a tensor product based upon � to a tensor product based

upon ^ has indeed eliminated the zero multiplications associated with skew symmetry. However, and
this could possibly be a surprise, it has reduced everything to one term, which is the coordinate relative to
the singleton basis element in a tensor product space of dimension one. This may be considered almost a
tautology, except for the fact that it produces a natural generalization of the determinant to arrays in
which the number of rows is not equal to the number of columns. Without loss, assume that the number
of columns is less than the number of rows.

Example

Consider, then, an array of field elements from F, with fewer columns than rows, denoted by

D ¼

d11 d12 � � � d1p
d21 d22 � � � d2p
..
. ..

. . .
. ..

.

dq1 dq2 � � � dqp

2
6664

3
7775 (2:70)

where p< q. The apparatus introduced in this section still permits the formation of a skew symmetric
p-linear operation in the manner d1 ^ d2 ^ � � � ^ dp. This is a natural generalization in the sense that the
ordinary determinant is recovered when p¼ q. Moreover, the procedure of calculation is along the same
lines as before, with the following representations

dj ¼
Xq
i¼1

dijui (2:71)

for j¼ 1, 2, . . . , p. Note that the upper limit on the summation has changed from p to q. The reader will
observe, then, that d1 ^ d2 ^ � � � ^ dp can be found once again by the familiar step

Xq
i1¼1

Xq
i2¼1

� � �
Xq
ip¼1

di11di22 � � � dippui1 ^ ui2 ^ � � � ^ uip (2:72)

which is a consequence once again of the fact that ^ is a p-linear operator. In this case, however, there is
more than one way to form nonzero products in the family

{ui1 ^ ui2 ^ � � � ^ uip} (2:73)

in which i1 i2� � �ip contains p distinct numbers, and where the traditional convention is to arrange the {ik}
so that the numbers in each list are increasing, while the numbers which these sequences represent are
also increasing. This verbiage is best illustrated quickly.

Example

Suppose that p¼ 3 and q¼ 4. Thus, the sequences i1i2i3 of interest are 123, 124, 134, 234. It can be
observed that each of these sequences describes a 33 3 subarray of D in which the indices are
associated with rows. In a sense these subarrays lead to all the interesting 33 3 minors of D, inasmuch
as all the others are either zero or negatives of these four. Some of these designated four minors could
also be zero, but that would be an accident of the particular problem instead of a general feature.
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Example

This example investigates in greater detail the idea of q> p. Suppose that p¼ 2 and q¼ 3. Further, let
the given array be

D ¼
d11 d12
d21 d22
d31 d32

0
@

1
A (2:74)

Choose the standard basis {e1, e2, e3} for U¼ F3. Then,

d1 ¼ d11e1 þ d21e2 þ d31e3 (2:75)

d2 ¼ d12e1 þ d22e2 þ d32e3 (2:76)

from which one computes that

d1 ^ d2 ¼ (d11e1 þ d21e2 þ d31e3) ^ (d12e1 þ d22e2 þ d32e3)

¼ (d11d22 � d21d12)e1 ^ e2 (2:77)

þ (d11d32 � d31d12)e1 ^ e3 þ (d21d32 � d31d22)e2 ^ e3 (2:78)

that evidently can be rewritten in the form

d1 ^ d2 ¼ det
d11 d12
d21 d22

� �
e1 ^ e2

þ det
d11 d12
d31 d32

� �
e1 ^ e3

þ det
d21 d22
d31 d32

� �
e2 ^ e3 (2:79)

making clear the idea that the 23 2 minors of D become the coordinates of the expansion in terms of
the basis {e1 ^ e2, e1 ^ e3, e2 ^ e3} for R

3 ^ R3.

2.9 Solving Linear Equations

An important application of Section 2.8 is to relate the skew symmetric tensor algebra to one’s intuitive
idea of matrix inversion. Consider the following linear equation

d11 d12 � � � d1p
d21 d22 � � � d2p

..

. ..
. . .

. ..
.

dp1 dp2 � � � dpp

2
66664

3
77775

x1
x2

..

.

xp

2
66664

3
77775 ¼

c1
c2

..

.

cp

2
66664

3
77775 (2:80)

With the aid of the usual notation for columns of D, rewrite this equation in the manner

Xp
i¼1

xidi ¼ c (2:81)
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where c is a vector whose ith element is ci. To solve for xk, multiply both members of this equation by the
quantity

d1 ^ d2 ^ � � � ^ dk�1 ^ dkþ1 ^ � � � ^ dp (2:82)

which will be denoted by dk�. This multiplication can be done either on the left or the right, and the
vector product which is used is ^. Multiplying on the left provides the result

xkdk� ^ dk ¼ dk� ^ c (2:83)

Now if det(D) is not zero, then this equation solves for

xk ¼ (dk� ^ c)=(dk� ^ dk) (2:84)

and this is essentially Cramer’s rule. Using this rule conventionally one performs enough interchanges so
as to move c to the kth column of the array. If these interchanges are performed in an analogous way with
regard to dk in the denominator, the traditional form of the rule results. This approach to the result shows
that the solution proceeds by selecting multiplication by a factor which annihilates all but one of the
terms in the equation, where each term is concerned with one column of D.
This is simply a new way of viewing an already known result. However, the treatment of Section 2.8

suggests the possibility of extending the construction to the case in which are found more unknowns than
equations. The latter procedure follows via a minor adjustment of the foregoing discussion, and thus it
seems instructive to illustrate the steps by means of an example.

Example

Consider the problem corresponding to q¼ 3 and p¼ 2 and given by three equations in two unknowns
as follows:

1 2
3 4
5 6

2
4

3
5 x1

x2

� �
¼

7
8
9

2
4
3
5 (2:85)

Begin by rewriting the equation in the form

x1
1
3
5

2
4
3
5þ x2

2
4
6

2
4
3
5 ¼

7
8
9

2
4
3
5 (2:86)

To solve for x2, multiply from the left with [1 3 5]T. This gives

x2
1
3
5

2
4
3
5 ^

2
4
6

2
4
3
5 ¼

1
3
5

2
4
3
5 ^

7
8
9

2
4
3
5 (2:87)

which then implies

x2
�2
�4
�6

2
4

3
5 ¼

�13
�26
�13

2
4

3
5 (2:88)
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which implies that x2¼ 13=2. Next, consider a left multiplication by [2 4 6]T. Therefore,

x1
2
4
6

2
4
3
5 ^

1
3
5

2
4
3
5 ¼

2
4
6

2
4
3
5 ^

7
8
9

2
4
3
5 (2:89)

which then implies

x1
2
4
2

2
4
3
5 ¼

�12
�24
�12

2
4

3
5 (2:90)

which implies that x1¼�6. It is easy to check that these values of x1 and x2 are the unique solution of
the equation under study.

The reader is cautioned that the construction of the preceding example produces necessary conditions
on the solution. If any of these conditions cannot be satisfied, no solution can be found. On the other
hand, if solutions to the necessary conditions are found, we must check that these solutions satisfy the
original equation. Space limitations prevent any further discussion of this quite fascinating point.

2.10 Symmetric Products

The treatment presented in Section 2.8 has a corresponding version for this section. Consider a p-linear
operator m: U13U23 � � �3Up ! V with the property that each interchange of two arguments leaves
the result produced by m unchanged. Symbolically, this is expressed by

m(u1, . . . , ui�1, ui, . . . , uj�1, uj, . . . , up) ¼ m(u1, . . . , ui�1, uj, . . . , uj�1, ui, . . . , up) (2:91)

Such an operator is said to be symmetric.
If only symmetric multiplications are of interest, the tensor construction can once again be trimmed to

fit. Let (msym, V) be a pair consisting of a symmetric p-linear operator and an F-vector space V. This pair
is said to constitute a symmetric tensor product for the F-vector spaces U1, U2, . . . , Up if two conditions
hold. First, V is the F-vector space generated by the image of msym; and, second, for every symmetric
p-linear operator �msym: U13U23� � �3 Up ! W, linear operator �Msym: V ! W exists such that

�msym(u1, u2, . . . , up) ¼ �Msym(msym(u1, u2, . . . , up)) (2:92)

In such a case, one writes

msym(u1, u2, . . . , up) ¼ u1 _ u2 _ � � � _ up (2:93)

to describe the action of msym and

V ¼ U1 _ U2 _ � � � _ Up (2:94)

for the symmetric tensor product of the vector spaces involved. As before, this symmetric tensor product
exists and is essentially unique.
Next, let Ui¼U, i¼ 1, 2, . . . , p, and {u1, u2, . . . , up} be a basis for U. Because the interchange of two

arguments does not change the symmetric p-linear operator, the basis elements are characterized by the
family

{ui1 _ ui2 _ � � � _ uip} (2:95)
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where each i1i2 . . . ip consists of all combinations of p nonzero natural numbers, written in increasing
order, and where the ordinary convention is to arrange the basis vectors so that the numbers i1i2 . . . ip
increase. Unlike the skew symmetric situation, quite a few such basis vectors can, in general, exist. For
instance, the first basis element is u1 _ u1 _ � � � _ u1 with p factors and the last one is up _ up _ � � � _ up,
again with p factors.

Example

Suppose that p¼ 3 and that the dimension of U is 4. The sequences i1i2i3 of interest in the representation
of symmetric p-linear products are 111, 112, 113, 114, 122, 123, 124, 133, 134, 144, 222, 223, 224, 233, 234,
244, 333, 334, 344, 444. Section 2.7 showed a related example which produced 27 basis elements for the
tensor product space built upon �. In this case, it would be 64. The same situation in Section 2.8
produced four basis elements for a tensor product space constructed with ^. Twenty basis elements are
found for the tensor product space produced with _. Notice that 20þ 4 6¼ 64. This means that the most
general space based on � is not just a direct sum of those based on ^ and _.

Example

For an illustration of the symmetric product idea, choose U¼ R2 and form a symmetric bilinear form in
the arrangement of a quadratic form uTMu:

msym( f1, f2) ¼ f1
f2

� �T
m11 m12

m21 m22

� �
f1
f2

� �
(2:96)

A word about the matrix M is in order. Because of the relationship

M ¼ 1
2
(MþMT)þ 1

2
(M�MT) (2:97)

it is easy to see that M may be assumed to be symmetric without loss of generality, as the remaining
term in this representation of msym ( f1, f2) leads to a zero contribution in the result. Thus, one is
concerned with a natural candidate for the symmetric tensor mechanism. The tensor construction
begins by considering

f1
f2

� �
_ f1

f2

� �
(2:98)

Choose a standard basis {e1, e2} for R
2. Then the expression introduced previously becomes

X2
i¼1

X2
j¼1

fi fjei _ ej (2:99)

which becomes

f 21 e1 _ e1 þ 2f1f2e1 _ e2 þ f 22 e2 _ e2 (2:100)

The result may be represented with the matrix

f 21 2f1f2 f 22
� �T

(2:101)
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Because p¼ 2, the basis vectors of interest are seen to be {e1 _ e1, e1 _ e2, e2 _ e2}. Inserted into the
expression for msym, these produce the results m11, m12¼m21, m22, respectively. Thus,

[Msym] ¼ [m11 m12 m22] (2:102)

Finally, the symmetric tensor expression for msym is

msym( f1, f2) ¼ [m11 m12 m22]

f 21
2f1f2
f 22

2
64

3
75 (2:103)

Example

If M, as in the previous example, is real and symmetric, then it is known to satisfy the equation

ME ¼ EL (2:104)

where E is a matrix of eigenvectors of M, satisfying ETE¼ I, and L is a diagonal matrix of eigenvalues {li},
which are real. Then,

M ¼ ELET (2:105)

and the quadratic form uTMu becomes

uTMu ¼ [ETu]TL[ETu] (2:106)

¼
Xp
i¼1

li[E
Tu]i (2:107)

When one considers u to be an arbitrary vector in Rp, this quadratic form is nonnegative for all u if and
only if the {li} are nonnegative and is positive for all nonzero u if and only if the {li} are positive.M is then
nonnegative definite and positive definite, respectively.

Example

With reference to the preceding example, it is sometimes of interest to choose U¼ Cp, where the reader
is reminded that C denotes the complex numbers. In this case a similar discussion can be carried out,
with M as a complex matrix. The quadratic form must be set up a bit differently, with the structure u*Mu,
in which superscript * denotes a combined transposition and conjugation. Also, without loss one can
assume that M*¼M. A common instance of this sort of situation occurs when M is a function M(s) of the
Laplace variable s, which is under consideration on the axis s¼ jv.

2.11 Summary

The basic idea of this chapter is to examine the axiomatic framework for equipping an F-vector space V
with a vector multiplication, and thus developing it into an algebra. As vector multiplication is manifestly
a nonlinear operation, a very useful matrix theory can be developed for such multiplications. The
treatment is based upon notions of algebraic tensor products from which all other multiplications can
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be derived. The authors demonstrate that the determinant is nothing but a product of vectors, with a
special skew symmetric character attached to it. Specializations of the tensor product to such cases, and to
the analogous case of symmetric products, were discussed.
As a final remark, it should be mentioned that tensor products develop into a complete algebra of their

own. Although space does not permit treatment here, note that the key idea is the definition

(v1 � � � � � vp)� (vpþ1 � � � � � vq) ¼ v1 � � � � � vq (2:108)
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3.1 Introduction

The Laplace transform (LT) is the cornerstone of classical circuits, systems, and control theory.
Developed as a means of rendering cumbersome differential equation solution simple algebraic
problems, the engineer has transcended this original motivation and has developed an extensive toolbag
of analysis and design methods based on the ‘‘s-plane.’’ After a motivating differential equation
(circuit) problem is presented, this chapter introduces the formal principles of the LT, including its
properties and methods for forward and inverse computation. The transform is then applied to the
analysis of circuits and systems, exploring such topics as the system function and stability analysis.
Two appendices conclude the chapter, one of which relates the LT to other signal transforms to be
covered in this book.
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3.2 Motivational Example

3.2.1 Series RLC Circuit

Let us motivate our study of the LT with a simple circuit example. Consider the series RLC circuit shown
in Figure 3.1, in which we leave the component values unspecified for the moment. With the input and
output to the circuit taken to be the voltages x and y, respectively, the input–output dynamics of this
circuit are found to be governed by a linear, constant-coefficient differential equation

x(t) ¼ LC
d2y
dt2

þ RC
dy
dt

þ y(t) (3:1)

This equation arises from a circuit example, but is typical of many second-order systems arising in
mechanical, fluid, acoustic, biomedical, chemical, and other engineering models. We can, therefore, view
the circuit as a ‘‘system,’’ and the theory explored here as having broad applicability in modeling and
analysis of systems.
Suppose we are asked to find the complete solution for the output voltage y, given input

x(t) ¼ Mxe
sxt cos (vxt þ ux)u(t) (3:2)

in which u denotes the unit step function,

u(t) ¼def {0, t < 0 1=2, t ¼ 0 1, t > 0} (3:3)

For convenience and without loss of generality we assume that Mx> 0. The initial conditions (at time
t(0�)) on the circuit are given to be* i(0�)¼ i0 and y(0�)¼ y0 where y0 and i0 are known quantities.

3.2.2 Homogeneous Solution and the Natural Response

The homogeneous or complementary solution of the differential equation, say ~y, represents the natural,
or unforced, response of the system. The natural response occurs because of the inequity between the
initial conditions and the conditions imposed upon the system by the input at the instant it is applied.
The system must adjust to these new conditions and will do so in accordance with its own physical
properties (e.g., circuit values). For stable systems (see Section 3.4.3), the natural response will consist of

transients, signals which decay exponentially with
time. The unforced response will always be present
unless the system is stable, and either the input
was applied at time t¼�1 (transient will have
diminished in the infinite time interval prior to
time zero) or the initial conditions on the system
exactly nullify the ‘‘shock’’ of the input so that a
transient adjustment is not necessary. The form of
the natural response (homogeneous solution) is not
dependent on the input (except for its use in deter-
mining changes around time t¼ 0), but rather on
the inherent properties of the system.

L

C y (t)

+

–

R

x (t)

+

–

FIGURE 3.1 Series RLC circuit example.

* The notations 0þ and 0� indicate limits at t¼ 0 from the right and left, respectively. That y(0þ)¼ y(0�), for example,
indicates continuity of y(t) at t¼ 0.
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The homogeneous solution is found by initially seeking the input-free response which may be
written as

0 ¼ (LC$2 þ RC$þ 1)y(t) with $i ¼def di

dti
(3:4)

The characteristic equation is therefore

0 ¼ (LCp2 þ RCpþ 1) (3:5)

Solving for the roots, we find

p1, p2 ¼ �RC � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2C2 � 4LC

p

2LC
¼ � R

2L
�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2

4L2
� 1
LC

r
(3:6)

In general, p1 and p2 can be real and unequal (overdamped case), equal and real (critically damped case),
or complex conjugates (underdamped case). Except in the critically damped case (in which R2C2¼ 4LC
so that two identical real roots are found), the homogeneous solution takes the form.

~y(t) ¼ Aep1t þ Bep2t (3:7)

with A and B to be specified at the end of the solution.
For the sake of discussion, assume the underdamped case in which the natural response will

be oscillatory, corresponding to a complex-conjugate pair of roots of Equation 3.5. In this case we
have R2C2< 4LC and p2 ¼ p�1. Let us define ph ¼def p1, so the two roots are ph and¼ p�h. The meaning of the
subscript ‘‘h’’ will become clear later. Some manipulation of Equation 3.7 will simplify our future work.
We have

~y(t) ¼ Aepht þ Bep
�
ht (3:8)

We observe that A and B must be complex conjugates if ~y is to be a real signal. Thus, we write

~y(t) ¼ Aepht þ A�epht (3:9)

After some manipulation using Euler’s relation, eja¼ cos(a)þ j sin(a), we have

~y(t) ¼ 2Aree
sht cos (vht)� 2Aime

sht sin (vht)

¼ 2jAjesht cos (vht þ uA) (3:10)

where A¼Areþ jAim¼ jAj ejuA and ph¼shþ jvh. The numbers Are and Aim, or, equivalently, jAj and uA,
are to be determined later.* Note that the number ph is often called the complex frequency associated
with the dampedy sinusoid. The complex frequency is simply a convenient mathematical way to hold the
damping and frequency information in one quantity. Later in the chapter we see that ph is also a ‘‘pole’’
of the system being analyzed.

* In fact, because Are and Aim are unknowns, we could replace 2Are, 2Aim, and 2jAj with some simpler notations if desired.
y We use the term ‘‘damping’’ to refer to the real part of any complex frequency, ‘‘s,’’ with the understanding that two other
cases are actually possible: If s¼ 0 the signal is undamped, and if s> 0, the signal is exponentially increasing.
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3.2.3 Nonhomogeneous Solution and the Forced Response

The nonhomogeneous, or particular solution, say �y, represents the system’s forced, or driven, response.
For certain prevalent types of inputs, the forced response represents an attempt to ‘‘track’’ the forcing
function in some sense. If the natural response in a particular problem is transient and the forced
response is not, then a ‘‘long time’’ (theoretically, t ! 1) after the input is applied, only this ‘‘tracking’’
response will remain. In the present circuit example the forced response is uniquely present as t ! 1
if sh< 0 (natural response exponentially decays) and sx� 0 (forcing function persists in driving the
circuit for all time). Further, in the special case in which the forcing function is a periodic or constant
signal (an undamped sinusoid, undamped complex exponential, or a constant (in each case sx¼ 0)), this
‘‘tracking’’ response, in the absence of any transients, is called the steady-state response of the system.
Note that the forced response will be present for all t> 0, but may become uniquely evident only after
the transient natural response dies out. Also, note that the forced response might never become evident if
it is itself a transient (sx< 0), even though in this case the forced response will still represent an attempt
to track the input.
For mathematical convenience in finding �y, we let x be replaced by

x(t) ¼ Mxe
sx(jvxtþ0x)u(t)

¼ Mxe
sxtcos(vxt þ ux)½ � þ jMxe

sxtsin(vxt þ ux)½ �u(t) (3:11)

Because of the linearity of the system, the real and imaginary parts of the solution �y will correspond to the
real and imaginary parts of the complex x. Because we want the response to the real part (the cosine), we
simply take the real part of the solution at the end.* It is extremely useful to rewrite Equation 3.11 as

x(t) ¼ Mxe
jux e(sxþjvx)tu(t) ¼ Mxe

jux epxtu(t) (3:12)

We shall call the complex number X¼Mxe
jux a generalized phasor for the sinusoid, noting that the

quantity is a conventional phasor (see, e.g., [5]) when sx¼ 0 (i.e., when x represents an undamped
sinusoid). The complex frequency associated with the signal x is px¼defsx þ jvx .

Any signal that can be written as a sum of exponentials will be an eigensignal of a linear, time-variant
(LTI) system such as the present circuit. The forced response of a system to an eigensignal is a scaled,
time-shifted version of the eigensignal. This means that an eigensignal generally has its amplitude and
phase altered by the system, but never its frequency! Many signals used in engineering analysis are
eigensignals. This is the case with the present input x.
Because x is an eigensignal, the nonhomogeneous solution will be of the form

�y (t) ¼ H(px)j jMxe
sxte j(vxtþuxþarg{H(px)}) ¼ Mye

juy ePxt (3:13)

where jH(px)j represents the amplitude scaling imposed upon a signal of complex frequency px, and
arg {H(px)} is the phase shift. For the moment, do not be concerned about the seemingly excessive
notation jH(px)j and arg{H(px)}. The number H(px)¼ jH(px)je jarg{H(px)}, called the eigenvalue of the
system for complex frequency px, is a package containing the scaling and phase change induced upon a
sinusoid or exponential input of complex frequency px. In Equation 3.13 we have implicitly defined
My¼defjH(px)jMx and uy¼ uxþ arg{H(px)}, noting that

Y ¼ Mye
juy ¼ H(px)Mxe

jux ¼ H(px)X (3:14)

is the generalized phasor for the forced response �y.

* Alternatively, we could also find the response x*(t), and average the two responses at each t.
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Let us now put the expressions (Equations 3.12 and 3.13) into the differential equation (Equation 3.1)
(ignoring the u(t) because we are seeking a solution for t> 0)

Mxe
jux epxt ¼ p2xLCMye

juy epxt þ pxRCMye
juy epxt þMye

juy e pxt (3:15)

Dividing through by epxt (note this critical step),

Mxe
jux ¼ p2xLCMye

juy þ pxRCMye
juy þMye

juy (3:16)

Isolating Mye
juy on the left side of Equation 3.16, we have

Mye
juy ¼ Mxe jux

LCp2x þ RCpx þ 1
(3:17)

Because all quantities on the right are known, we can now solve for My and uy. For example (so that we
can compare this result with future work), suppose we have system parameters

L ¼ 2 H, C ¼ 1 F, R ¼ 1 V, y0 ¼ 1
2
V, i0 ¼ 0 A (3:18)

and signal parameters

Mx ¼ 3V , sx ¼ �0:1=s, vx ¼ 1 rad=s ux ¼ p=4 rad (3:19)

Then we find Mye
juy¼ 2.076e�j(0.519p).

Whatever the specific numbers, let us now assume that My and uy are known. We have

�y (t) ¼ Mye
juy e(sxþjvx)t (3:20)

Taking the real part,

�y (t) ¼ Mye
sxt cos (vxt þ uy) (3:21)

This nonhomogeneous solution is valid for t> 0

3.2.4 Total Solution

Combining the previous results, we obtain the complete solution for t> 0.

y(t) ¼ ~y(t)þ�y (t) ¼ 2 Aj jesht cos (vht þ uA)þMye
sxt cos (vxt þ uy) (3:22)

We must apply the initial conditions to find the unknown numbers jAj and uA. By a physical consid-
erations we know y(0þ)¼ y(0�)¼ y0 and i(0þ)¼ i(0�)¼ i0, so

y(0) ¼ y0 ¼ 2 Aj j cos (uA)þMy cos (uy) (3:23)

and

i(0) ¼ i0 ¼ C
dy
dt

���
t¼0

¼ 2 Aj jC[sh cos (uA)� vh sin (uA)� þMyC sh cos (uA)� vh sin (uA)]½ (3:24)

Laplace Transformation 3-5



These two equations can be solved for jAj and uA. For example, for the numbers given in Equations 3.18
and 3.19, using Equation 3.6 we find that ph ¼ �1=4þ j

ffiffiffi
7

p
=4 and A¼ 0.416e j(0.230p). Whatever the

specific numbers, let us assume that jAj and uA are known. Then, putting all the known numbers back
into Equation 3.23 gives a complete solution for t> 0.

3.2.5 Scrutinizing the Solution

The first term in the final solution, Equation 3.22, comprises the unforced response and corresponds to
the homogeneous solution of the differential equation in conjunction with the information provided by
the initial conditions. Notice that this response involves only parameters dependent upon the circuit
components, e.g., sh and vh, and information provided by the initial conditions, A¼ jAjejuA. The latter
term in Equation 3.22 is the forced response. We reemphasize that this part of the response, which
corresponds to the nonhomogeneous solution to the differential equation, is of the same form as the
forcing function x and that the system has only scaled and time-shifted (as reflected in the phase angle)
the input.
It is important to understand that the natural or unforced response is not altogether unrelated to the

forcing function. The adjustment that the circuit must make (using its own natural modes) depends
on the discrepancy at time zero between the actual initial conditions on the circuit components and
the conditions the input would ‘‘like’’ to impose on the components as the forcing begins. Accordingly,
we can identify two parts of the natural solution, one due to the initial energy storage, the other to the
‘‘shock’’ of the input at time zero. We can see this in the example above by reconsidering Equations 3.23
and 3.24 and rewriting them as

y0 ¼ 2Are þMy cos (uy) (3:25)

and

i0
C
¼ 2 Aresh � Aimvh½ � þMy sx cos (uy)� vx sin (uy)

� �
(3:26)

Solving

Are ¼ y0
2
�My cos (uy)

2
(3:27)

Aim ¼ shy0 � (i0=C)
2vh

þ My cos (uy)(sx � sh)�My sin (uy)vx

2vh
(3:28)

We see that each of the real and imaginary parts of the complex number A can be decomposed into a part
depending on initial circuit conditions, y0 and i0, and a part depending on the system’s interaction with
the input at the initial instant. Accordingly, we may write

A ¼ Aic þ Ainput (3:29)

where Aic¼Are,icþ jAim,ic and Ainput¼Are,inputþ jAim,input. In polar form Aic¼ jAicje juAic and
Ainput¼ jAinputje juAinput. Therefore, the homogeneous solution can be decomposed into parts

~y(t) ¼ ~yic(t)þ ~yinput(t) ¼ 2 Aicj jesht cos (vht þ uAic )þ 2 Ainput

�� ��esht cos (vht þ uAinput ) (3:30)

3-6 Fundamentals of Circuits and Filters



Hence, we observe that a natural response may occur even if the initial conditions on the circuit are zero.
The combined natural and forced response in this case, �y(t)þ~yinput(t), is called the zero-state response to
indicate the state of zero energy storage in the system at time t¼ 0. On the other hand, the response
to initial energy only, ~yic, is called the zero-input response for the obvious reason.

3.2.6 Generalizing the Phasor Concept: Onward to the Laplace Transform

To begin to understand the meaning of the LT, we reflect on the process of solving the circuit problem
above. Although we could examine this solution deeply to understand the LT connections to both the
natural and forced responses, it is sufficient for current purposes to examine only the forced solution.
Because the input to the system is an eigensignal previously, we could assume that the form of �y

would be identical to that of x, with modifications only to the magnitude and phase. In noting that
both x and �y would be of the formMeju, it seems reasonable that the somewhat tedious nonhomogeneous
solution would eventually reduce to an algebraic solution to find My and uy from Mx and ux. All
information needed and sought is found in the phasor quantities X and Y in conjunction with the
system information. The critical step which converted the differential equation solution to an algebraic
one comes in Equation 3.16 in which the superfluous term epx

t

is divided out of the equation.
Also observe that the ratio H(px)¼Mye

juy=Mxe
jux depends only on system parameters and

the complex frequency of the input, px¼sxþ jvx. In fact, this ratio, when considered a function,
e.g., H, of a general complex frequency, say, s¼sþ jv, is called the system function for the circuit. In
the present example, we see that

H(s) ¼ 1
LCs2 þ RCsþ 1

(3:31)

The complex number H(s), s¼sþ jv, contains the scaling and delay (phase) information induced by the
system on a signal with damping s and frequency v.
Let us now consider a slightly more general class of driving signals. Suppose we had begun the analysis

above with a more complicated input of the form*

x(t) ¼
XN
i¼1

Mie
sit cos (vit þ ui) (3:32)

which, for convenience, would have been replaced by

x(t) ¼
XN
i¼1

Mie
jui e(siþjvi)t ¼

XN
i¼1

Mie
jui e pit (3:33)

in the nonhomogeneous solution. It follows immediately from linearity that the solution could be
obtained by entering each of the components in the input individually, and then combining the N
solutions at the output. In each case we would clearly need to rid the analysis of the superfluous term
of the form epi

t

by division. This information is equivalent to the form esit cos(vit) which is known to
automatically carry through to the output.
Now, recalling that Mie

jui is the generalized phasor for the ith component in Equation 3.33, let us
rewrite this expression as

* We omit the unit step u which appears in the input above because we are concerned only with the forced response for t> 0.
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x(t) ¼
XN
i¼1

X(pi)e
pti (3:34)

where X(pi) ¼def Mie jui . Expression (Equation 3.34) is similar to a Fourier series (FS) (see Chapter 4),
except that here (unless all si¼ 0) the signal is only ‘‘pseudoperiodic’’ in that all of its sinusoidal
components may be decaying or expanding in amplitude. The generalized phasors X (pi) are similar to
FS coefficients and contain all the information (amplitude and phase) necessary to obtain steady-state
solutions. These phasors comprise frequency domain information as they contain packets of amplitude
and phase information for particular complex frequencies.
With the concepts gleaned from this example, we are now prepared to introduce LT in earnest.

3.3 Formal Developments

3.3.1 Definitions of the Unilateral and Bilateral Laplace Transforms

Most signals used in engineering analysis and design of circuits and filters can be modeled as a sort of
limiting case of Equation 3.34. Such a representation includes not just several complex frequency
exponentials as in Equation 3.34, but an uncountably infinite number of such exponentials, one for
every possible value of frequency v. Each of these exponentials is weighted by a ‘‘generalized phasor’’ of
infinitesimal magnitude. The exponential at complex frequency s¼sþ jv, for example, is weighted
by phasor X (sþ jv)dv=2p, where the differential dv assures the infinitesimal magnitude and the scale
factor of 2p is included by convention. The uncountably infinite number of terms is ‘‘summed’’ by
integration as follows:

x(t) ¼
ð1

�1
X(sþ jv)

dv
2p

e(sþjv)t (3:35)

The number s in this representation is arbitrary as long as the integral exists. In fact, if the integral
converges for any s, then the integral exists for an uncountable infinite number of s.

The complex function X (sþ jv) in Equation 3.35 is the LT for the signal x(t). Based on the foregoing
discussion, we can interpret the LT as a complex-frequency-dependent, uncountable infinite set of
‘‘phasor densities’’ containing all the magnitude and phase information necessary to find forced solutions
for LTI systems. We use the word ‘‘density’’ here to indicate that the LT at complex frequency sþ jv
must be multiplied by the differential dv=2p to become properly analogous to a phasor. The LT,
therefore has, for example, units volts per hertz. However, we find that the LT is much more than just
a phasor-like representation, providing a rich set of analysis tools with which to design and analyze
systems, including unforced responses, transients, and stability.
As in the preceding simpler examples, the solution of differential equations will be made easier by

ridding the signals of superfluous complex exponentials of form e(sþjv), that is, by working directly
with LTs. Before doing so we change variables, to put Equation 3.35 into a more conventional form.
Let s denote the general complex frequency s ¼def sþ jv. Then

x(t) ¼ 1
j2p

ðsþj1

s�j1
X(s)estds (3:36)

where we have dropped the bar over the LT, X. This integral, which we have interpreted as an
‘‘expansion’’ of the signal x in terms of an uncountably infinite set of infinitesimal generalized phasors
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and complex exponentials, offers a means for obtaining the signal x from the LT, X. Accordingly,
Equation 3.36 is known as the inverse Laplace transform (inverse LT). The inverse LT operation is
often denoted

x(t) ¼ +�1 X(s)f g (3:37)

How one would evaluate such an integral and for what values of s it would exist are issues we shall
address later.
In order to rid the signal x of the superfluous factors est, we can simply compute the LT. Without any

rigorous attempt to derive the transform from Equation 3.36, it is believed that

X(s) ¼
ð1

�1

x(t)
est

dt ¼
ð1

�1
x(t)e�stdt (3:38)

This is the bilateral, or two-sided, Laplace transform (BLT). The descriptor ‘‘bilateral’’ or ‘‘two-sided’’ is a
reference to the fact that the signal may be nonzero in both positive and negative time. In contrast, the
unilateral, or one-sided, Laplace transform (ULT) is defined as

X(s) ¼
ð1

0�

x(t)
est

dt ¼
ð1

0�

x(t)e�stdt (3:39)

When a signal is zero all for t< 0, the ULT and BLT are identical. The same inverse LT, Equation 3.36, is
applied in either case, with the understanding that the resulting time signal is zero by assumption in the ULT
case.While the BLT can be used to treat amore general class of signals, we find that ULT has the advantage of
allowing us to find the component of the natural response due to nonzero initial conditions. In other words,
ULT is used to analyze signals that ‘‘start’’ somewhere, a time we conventionally call* t¼ 0.
These transformations are reminiscent of the process of dividing through by the complex exponential

which was first encountered in the forced solution in the motivating circuit problem (see Equation 3.16).

3.3.2 Existence of the Laplace Transform

The variable s¼sþ jv is a complex variable over which the LT is calculated. The complex plane with s

along the abscissa and jv on the ordinate, is called the s-plane.We find some powerful tools centered on the
s-plane below. Note that the s-plane is not the LT, nor can the LT be ‘‘plotted’’ in the s-plane. The LT is a
complex function of the complex variable s, and a plot of the LT would require another two dimensions
‘‘over’’ the s-plane. For this reason, we need to place some constraints on either s or X(s) or both to create a
plot. For example, we could use the LT to plot jX(jv)j as a function of v, by evaluating the magnitude of X
(s) along the jv-axis in the s-plane.y An illustration of these points is found in Figure 3.2.
We now address the question: For what values of s (i.e., ‘‘where’’ in the s-plane) does the LT exist?

Consider first a two-sided (in time) signal, x. x is assumed piecewise continuous in every finite interval of
the real line. We assert that the BLT X ordinarily exists in the s-plane in a strip of the form

sþ < Re{s} ¼ s < s� (3:40)

as illustrated in Figure 3.3. In special cases the BLT may converge in the half-plane sþ<s, or the half-
plane s<s�, or even in the entire s-plane.

* Note that if we apply the ULT to a signal x(t) that ‘‘starts’’ in negative time, the result will be identical to that for the signal x
(t) u(t).

y This particular plot is equivalent to the magnitude spectrum of the signal that could be obtained using Fourier techniques
discussed in Chapter 4.
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The boundary values sþ and s� are associated with the positive-time and negative-time portions of
the signal, respectively. The minimum possible value of sþ and maximum possible value of s� are called
the abscissas of absolute convergence. We henceforth use the notations sþ and s� to explicitly mean
these extreme values. The vertical strip between but exclusive of, these abscissas is called the region of
convergence (ROC) for the LT. In the special cases the ROC extends indefinitely from a single abscissa to
the right (sþ<s) or left (s<s�) or covers the entire s-plane.
To verify that Equation 3.40 is a correct description of the ROC consider the positive-time part of

x first. We maintain that X(s) will exist on any s such that Re{s}¼s>sþ, if and only if (iff) a positive
M exists such x is bounded by Mesþt on t� 0,

x(t)j j < Mesþt t � 0 (3:41)
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FIGURE 3.2 LT is called ‘‘H’’ instead of ‘‘X’’ in this figure for a reason to be discovered later. (a) A plot of jH(s)j vs. s
for the LT H(s)¼ (0.5)=(s2þ 0.5sþ 0.5). Only the upper-half s-plane is shown (v� 0). Note that the peak occurs near
the value ph ¼ �1=4þ j

ffiffiffi
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p
=4, as a root of the denominator of H(s), which we shall later call a pole of the LT. The LT

is theoretically infinite at s¼ ph. (b) Evaluation of jH(s)j along the jv-axis (corresponding to s¼ 0) with the
magnitude plotted as function of v.
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Under this condition (letting Xþ denote the LT of
nonnegative-time part of x),

Xþ(s)j j ¼
ð1

0

x(t)e�stdt

������
������

�
ð1

0

x(t)e�stj jdt

�
ð1

0

x(t)j je�stdt <
ð1

0

Me(sþ�s)tdt

¼
M

s� sþ
, s > sþ

1, otherwise

8<
: (3:42)

If there is no finite, positive M such that Equation 3.30
holds, then the signal grows faster than e�sþt and the LT
integral (areaunderx(t)e�sþt ejvt)will not converge for at
least some value of s in the neighborhood of the vertical
line s¼sþ. In this case, sþ is not a proper abscissa.

By similar means, we can argue that the negative-time part of x must be bounded as

x(t)j j < Mes�t , t < 0 (3:43)

for some positive M, if the corresponding part of the LT, say X�, is to converge at s such that
Re{s}¼s<s�. Similarly to Equation 3.42 it is shown that

X�(s)j j ¼
ð0

�1
x(t)e�stdt

������
������ <

ð0

�1
Me(s��s)tdt

¼
M

s� � s
, s > s�

1, otherwise

8<
: (3:44)

and X� will not converge in some left neighborhood of s¼s� if the condition (Equation 3.43) is not met.
It should be clear from the discussion of the BLT that a ULT will ordinarily converge in the half-

plane Re{s}¼s>sþ iff a positive M exists such that Equation 3.41 is met. This follows immediately
from the fact that the ULT of x(t) is equivalent to the BLT of x(t)u(t). The ‘‘negative-time’’ part of x(t)
yields X�(s)¼ 0 which converges everywhere in the s-plane. The ULT may also converge everywhere in
the s-plane in special cases.

3.3.3 Example of Laplace Transform Computations and Table
of Unilateral Laplace Transforms

A listing of commonly used ULTs with ROCs is given in Table 3.1. Each entry in the table can be verified
by direct computation of the appropriate LT integral, or in many cases, properties of the LT can be
exploited to make the computation easier. These properties are developed in Section 3.3.5.

s-planejω

σ+ σ– σ

ROC

FIGURE 3.3 Except in special cases, the region of
convergence for the BLT will be a vertical strip in
the s-plane. This strip need not contain the jv-axis
as is the case in this illustration.
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It is rare to find a table of BLTs in engineering material because most of our work is done with the
ULT. However, BLTs can often be found by summing the results of two ULTs in the following way.
Suppose x is written as

x(t) ¼ xþ(t)þ x�(t) (3:45)

where xþ and x� are the causal and anticasual parts of the signal, respectively. To obtain Xþ, we can use a
ULT table. To obtain X�, note the following easily demonstrated property of the BLT: If +{y(t)}¼Y(s)
with ROC {s: Re{s}> a}, then +{y(�t)}¼Y(�s) with ROC {s: Re{s}>�a}. Therefore, we can find
+{x�(�t)} in a ULT table, and replace the argument s by �s to obtain X�(s). The X(s)¼Xþ (s)þX�(s).
This strategy is illustrated in Example 3.1. The ROC of the sum will ordinarily be the intersection of the
individual LTs Xþ and X�, but the total ROC may be larger than this if a pole–zero cancellation occurs
(see Section 3.3.4).
Let us consider some examples which illustrate the direct forward computation of the LT and the

process discussed in the preceding paragraph.

Example 3.1

Find the BLT and ULT for the signal

x(t) ¼ Aeatu(� t)þ Bebtu(t) jAj,jBj < 1 (3:46)

Note that A, B, a, and b may be complex.

TABLE 3.1 Table of ULT Pairs

Signal, x(t) ULT, X(s) ROC

d(t) 1 Entire s-plane
dkd
dtk

sk Entire s-plane

u(t)
1
s

{s : s> 0}

tn�1u(t)
(n� 1)!

sn
{s : s> 0}

epxtu(t)
1

(s� px)
{s : s>sx}

tnepxt u(t)
n!

(s� px)
nþ1 {s : s>sx}

cos(vxtþ ux)u(t)
s cos (ux)� vx sin (ux)

s2 þ v2
x

{s : s> 0}

esxt cos(vxtþ ux) u(t)
(s� sx) cos (ux)� vx sin (ux)

(s� sx)
2 þ v2

x

{s : s>sx}

Mxt
n�1esxt cos(vxtþ ux)u(t)

E
(s� px)

n þ
E�

s� px�ð Þn ; {s : s>sx}

Mx real and positive, E ¼ Mx
2 (n� 1)!ejux

Note: In each entry, s is the general complex number sþ jv, and, where relevant, px is the
specific complex number sxþ jvx.
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Solution

In the bilateral case, we have

X(s) ¼
ð0�

�1
Aeate�st þ

ð0�
�1

Bebte�stdt

¼ Ae(a�s)t

a� s

����
0�

�1
þ Be(b�s)t

b� s

����
1

0�

¼ � A
s� a

, Re{s} < Re{a}

1, otherwise

2
4

3
5

þ
B

s� b
, Re{s} > Re{b}

1, otherwise

2
4

3
5 (3:47)

The ROC for this LT is {s: Re{b}<Re{s}<Re{a} }. The LT does not exist for any s for which Re{s}�Re
{a} or Re{s}�Re{b}. Note also that when Re{b}�Re{a}, then no ROC can be found, meaning that the
BLT does not exist anywhere for the signal.
The ULT follows immediately from the previous work. We have

X(s) ¼
ð1

0�
Bebte�stdt ¼

B
s� b

, Re{s} > Re{b}

1, otherwise

(
(3:48)

The ROC in this case is {s: Re{s}>Re{b} }. We need not be concerned about the negative-time part of the
signal (and the associated ROC) because the LT effectively zeros the signal on t< 0.

Note. The result of this example is worth committing to memory because it will reappear frequently.

Note that if we had found the ULT, Equation 3.48, for the casual part of x in a table (call it Xþ (s)), then
we could employ the trick suggested above to find the LT for the anticausal part. Let x� denote the
negative-time part: x�(t)¼Aeatu(�t). We know that the LT of x�(�t)¼Ae�atu(t) (a casual signal) is

X�(�s) ¼ A
sþ a

, with ROC {s:Re{s} > �a} (3:49)

Therefore,

X�(s) ¼ �A
s� a

, with ROC {s:Re{s} < a} (3:50)

The overall BLT result is then X(s)¼Xþ (s)þX�(s) with ROC equal to the intersection of the individual
results. This is consistent with the BLT found by direct integration.
The preceding simple example suggests that the BLT can treat a broader class of signals at the expense

of greater required care in locating its ROC. A further and related complication of the BLT is the
nonuniqueness of the transform with respect to the time signals. Consider Example 3.2.

Example 3.2

Find the BLT for the following signals:

x1(t) ¼ ebtu(t) and x2(t) ¼ �ebtu(� t) (3:51)
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Solution

From our work in Example 3.1, we find immediately that

X1(s) ¼ 1
s� b

, Re{s} > Re{b} and

X2(s) ¼ 1
s� b

, Re{s} < Re{b}
(3:52)

Neither X1 nor X2 can be unambiguously associated with a time signal without knowledge of its ROC.
Another drawback of the BLT is its inability to handle initial conditions in problems like the one that

motivated our discussion. For this, reason, and also because signals tend to be casual (occurring only in
positive time) in engineering problems, the ULT is more widely used and we shall focus on it exclusively
after treating one more important topic in Section 3.3.4. Before moving to Section 3.3.4, let us tackle a few
more example computations.

Example 3.3

Find the ULT of the impulse function, d(t) (see Section 3.6).

Solution

D(s) ¼
ð1

0�

d(t)e�stdt ¼ 1 for all s (3:53)

The LT converges everywhere in the s-plane. We note that the lower limit 0� is important here to yield
the answer 1 (which will provide consistency of the theory) instead of 1=2.

Example 3.4

Find the ULT of the unit step function, u(t) (see Equation 3.3).

Solution

U(s) ¼
ð1

0�

1e�stdt ¼ �e�st

s

�����
1

0�
¼ 1

s
for Re{s} > 0 (3:54)

The ROC for this transform consists of the entire right-half s-plane exclusive of the jv-axis.

Example 3.5

Find the ULT of the damped (sx< 0), undamped (sx¼ 0), or expanding (sx> 0) sinusoid, x(t)¼Mxe
sxt

cos (vxt j ux) u(t).

Solution

Using Euler’s relation, write x as

x(t) ¼ Mx

2
esxt
h
ej(vxtþux) þ e�j(vxtþux)

i
¼ Mx

2
ejux epxt þ e�jux epx*t
h i

(3:55)
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with px¼defsx þ jvx . Taking the LT,

X(s) ¼ Mx

2

ð1

0�

e jux e pxt þ e�jux e p
�
xt

� �
e�stdt

¼
ð1

0�

Mx

2
e jux e pxte�stdt þ

ð1

0�

Mx

2
e�jux e p

�
xte�stdt (3:56)

Now using Equation 3.48 on each of the integrals

X(s) ¼ (Mx=2)ejux

(s� px)
þ (Mx=2)e�jux

s� p�x)
� (3:57)

with the ROC associated with each of the terms being Re{s}>Re{px}¼sx. Putting the fractions over a
common denominator yields

X(s) ¼ Mx

2

s� p�x
� �

e jux þ (s� px)e�jux

(s� px)(s� p�x)

� 	

¼ Mx

2

se jux þ se�jux � p�xe
jux � pxe�jux

� �
s2 � 2Re{px}sþ pxj j2

" #

¼ Mx
(s� sx) cos (ux)� vx sin (ux)

(s� sx)
2 þ v2

x

" #
(3:58)

The ROC of X is {s: Re{s}>sx}.

Note. The chain of denominators in Equation 3.58 is worth noting because these relations occur
frequently in LT work.

(s� px)(s� p�x) ¼ s2 � 2Re{px}sþ pxj j2¼ s2 � 2sxsþ pxj j2¼ (s� sx)
2 þ v2

x (3:59)

3.3.4 Poles and Zeros—Part I

‘‘Pole–zero’’ analysis is among the most important uses of the LT in circuit and system design and
analysis. We need to take a brief look at some elementary theory of functions of complex variables in
order to carefully describe the meaning of a pole or zero. When we study methods of inverting the LT in a
future section, this side trip will prove to be especially useful.
Let us begin with a general function, F, of a complex variable s. We stress that F(s) may or may not

be an LT. F is said to be analytic at s¼ a if it is differentiable at a and in a neighborhood of a. For
example, F(s)¼ s� 1 is analytic everywhere (or entire), but G(s)¼ jsj is nowhere analytic because its
derivative exists only at s¼ 0. On the other hand, a point p is an isolated singular point of F if the
derivative F does not exist at p, but F is analytic in a neighborhood of p. The function F(s)¼ e�s=(s� 1)
has a singular point at s¼ 1. There is a circular analytic domain around any singular point, p, of F, say {s:j
s� pj< p}, in which the function F can be represented by a Laurent series [3],

F(s) ¼
X1
i¼0

qi, p(s� p)i þ
X1
i¼1

ri,p
(s� p)i

(3:60)

The second sum in Equation 3.60 is called the principle part of the function F at p. When the principle
part of F at p contains terms up to order n, the isolated singular point p is called an nth-order pole of F.
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Evidently from Equation 3.60, F tends to infinity at a pole and the order of infinity is n. For
future reference, we note that the complex number rp ¼def r1,p is called the residue of F at s¼ p.
A zero of F is more simply defined as a value of s, say z, at which F is analytic and for which F(z)¼ 0.

If all the derivatives up to the (m� 1)st are also zero at z, but mth is nonzero, then z is called an
mth-order zero of F. It can be shown that the zeroes of an analytic function F are isolated, except in trivial
case F(s)¼ 0 for all s [3].
Most LTs encountered in signal and system problems are quotients of polynomials in s, say

X(s) ¼ N(s)
D(s)

(3:61)

because of the signals employed in engineering work, and because (as we shall see later) rational LTs are
naturally associated with LTI systems. N and D connote ‘‘numerator’’ and ‘‘denominator.’’ In this case
both N and D are analytic everywhere in the s-plane, and the poles and zeroes of X are easily found by
factoring the polynomials N and D, to express X in the form

X(s) ¼ C
YnN
i¼1

(s� zi)


YnD
i¼1

(s� pi)

 !
(3:62)

where
nN is the number of simple factors in N(s) (order of N in s)
nD is the number of simple factors in D(s) (order of D in s)
C is a constant
X is called a proper rational LT if nD> nN

After canceling all factors common to the numerator and denominator, if m terms (s� z) are left in the
numerator, then X has an mth order zero at s¼ z. Similarly, if n terms (s� p) are left in the denominator,
then X has an nth order pole at s¼ p.
Although the LT does not exist outside the ROC, all of the poles will occur at values of s outside the

ROC. None, some, or all of the zeros may also occur outside the ROC. This does not mean that the LT is
valid outside the ROC, but that its poles and zeroes may occur there. A pole is ordinarily indicated in the
s-plane by the symbol 3; whereas a zero is marked with a small circle 	.

Example 3.6

Find the poles and zeros of the LT

X(s) ¼ 3s2 þ 9sþ 9
(sþ 2)(s2 þ 2sþ 2)

(3:63)

Solution

Factoring the top and bottom polynomials to put X in form Equation 3.62, we have

X(s) ¼ 3
sþ 3� j

ffiffiffi
3

p� �
=2

� �
sþ 3þ j

ffiffiffi
3

p� �
=2

� �
(sþ 2)(sþ 1þ j)(sþ 1� j)

(3:64)

There are first-order zeros at s ¼ (�3þ j
ffiffiffi
3

p
)=2 and s ¼ (�3� j

ffiffiffi
3

p
)=2, and first order-poles at s¼�2,

s¼�1þ j, and s¼�1� j. The pole–zero diagram appears in Figure 3.4.
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Two points are worth noting. First, complex poles
and zeros will always occur in conjugate pairs, as they
have here, if the LT corresponds to a real signal. Second,
the denominator of Equation 3.64 also can be expressed
as (sþ 2)[(sþ 1)2þ 1] (recall Equation 3.59). Compar-
ing this form with the LT obtained in Example 3.5
suggests that the latter form might prove useful.
The purpose of introducing poles and zeros at this

point in our discussion is to note the relationship of
these singularities to the ROC. The preceding examples
illustrate the following facts:

1. For a ‘‘right-sided’’ (nonnegative-time only) sig-
nal, x, the ROC of LT X (either ULT or BLT) is
{s: Re{s}>Re{pþ}¼sþ}, where pþ is the pole of
X with maximum real part, namely, sþ. If X has
no poles, then the ROC is the entire s-plane.

2. For a ‘‘left-sided’’ (negative-time only) signal, x,
the ROC of BLT X is {s: Re{s}<Re{p�}¼s�},

where p� is the pole of X with minimum real part, namely, s�. If X has no poles, then the ROC is
the entire s-plane.

3. For a ‘‘two-sided’’ signal x, the ROC of the BLT X is {s: Re{pþ}¼sþ<Re{s}<Re{p�}¼s�} where
pþ is the pole of maximum real part associated with the right-sided part of x, and p� is the pole of
minimum real part associated with the left-sided part of x. If the right-sided signal has no pole,
then the ROC extends indefinitely to the right in the s-plane. If the left-sided signal has no
pole, then the ROC extends indefinitely to the left in the s-plane. Therefore, if neither part of
the signal has a pole, then the ROC is the entire s-plane.

Let us revisit three of the previous examples to verify these claims. In Example 3.1, we found the ROC for
the BLT to be {s: Re{b}<Re{s}<Re{a}}. The only pole associated with the left-sided sequence is at s¼ a.
The only pole associated with the right-sided signal occurs at s¼ b. Following rule 3 in the list above
yields exactly the ROC determined by analytical means. The poles of X as well as the ROC are shown in
Figure 3.5a.
In Example 3.4, we found the ROC to be the entire right-half s-plane, exclusive of the jv-axis. The

single pole of U(s)¼ 1=s occurs at s¼ 0. Figure 3.5b is consistent with rule 1.

jω s-plane

σ210–1

–1

–2

2

1

–2

×

×

×

FIGURE 3.4 Pole–zero diagram for Example 3.6.
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ROC
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× σ σx

ROC
jω

jωx

–jωx×

×

σ

ROC

FIGURE 3.5 Pole–zero plots ROCs for the LTs of (a) Examples 3.1, (b) 3.4, and (c) 3.5.
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The ULT of Example 3.5 has poles at s¼sx� jvx and a zero at s¼sxþvx tan(ux). Rule 1 therefore
specifies that the ROC should be {s: Re{s}>Re{sx� jvx}¼sx}, which is consistent with the solution to
Example 3.5. The pole–zero plot and ROC are illustrated in Figure 3.5c.

3.3.5 Properties of the Laplace Transform*

This section considers some properties of the LT which are useful in computing forward and inverse LTs,
and in other manipulations occurring in signal and system design and analysis. A list of properties
appears in Table 3.2.
In most cases, the verification of these properties follows in a straightforward manner from the

definition of the transform. Consider the following examples. For convenience, we define the notation

x(t) $ X(s) (3:65)

to mean that x and X are an LT pair, X(s)¼+{x(t)}.

TABLE 3.2 Operational Properties of the ULT

Description of Operation Formal Operation Corresponding LT

Linearity ax(t)þby(t) aX(s)þbY (s)

Time delay (t0> 0) x(t� t0)u(t� t0) e�st0 X(s)

Exponential modulation in time
(or complex frequency (‘‘s’’) shift)

es0tx(t) X(s� s0)

Multiplication by tk, k¼ 1, 2, . . . tkx(t) (�1)k d
kX
dsk

Time differentiation
dkx
dtk

skX(s)�
Xk�1

i¼0

six(k�1�i)(0�)

x(i)(0�) ¼def d
ix
dti

����
t¼0�

Time integration
ðt

�1
x(l)d(l)

X(s)
s

þ x(�1)(0�)
s

x(�1)(0�)¼def
ðt

�1
x(l)d(l)

����
t¼0�

Convolution
ð1

0

x(l)y(t � l)dl X(s)Y(s)

Correlation
ð1

0

x(t)y(t þ t)dt X(s)Y(� s)

Product (s-domain convolution) x(t)y(t)
1
j2p

ðsþj1

s�j1
X(l)Y(s� l)dl

Initial signal value (if time limit exists) limt!0þ x(t) lims!1 sX(s)

Final signal value (if time limit exists) limt!1 x(t) lims!0 sX(s)

Time scaling x(at), a> 0
1
a
X

s
a

� �

Periodicity (period T)
X1
i¼0

x(t � iT)
X(s)

1� e�sTð Þ
x(t)¼ 0, t =2 [0, T]

Note: Throughout, X and Y are LTs of signals x and y, respectively; x and y are casual signals.

* Henceforth, this study restricts attention to the ULT and uses the acronym ‘‘LT’’ only.
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Example 3.7

Verify the modulation property of the LT which states that if x(t) $ X(s), then es0t x(t) $ X(s� s0).

Solution

By definition,

+ es0tx(t)f g ¼
ð1

0�

es0tx(t)e�stdt

¼
ð1

0�

x(t)e�(s�s0)dt ¼ X(s� s0) (3:66)

Example 3.8

Verify the periodicity property and find the LT for a square wave of period T¼ 2 and duty cycle 1=2.

Solution

Using the linearity and time-delay properties of the LT

+
X1
i¼0

x(t � iT)

( )
¼
X1
i¼0

X(s)e�siT ¼ X(s)
X1
i¼0

e�siT ¼ X(s)
(1� e�sT )

(3:67)

Let us call the square wave z(t) and its LT Z(s). Now one period of z can be written as x(t)¼ u(t)� u
(t� 1), 0� t< 2 (see Figure 3.6). Using the delay property, therefore, X(s)¼ (1=s)� (e�s=s). Using
Equation 3.67 with T¼ 2, we have

Z(s) ¼ (1=s)� (e�s=s)
(1� e�2s)

¼ (1� e�s)
s(1� e�2s)

(3:68)

10 32 5 t

z(t)

4

FIGURE 3.6 Square wave of Example 3.8.
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Example 3.9

Verify the time-differentiation property of the LT which states that if x(t)$ X(s), then dx=dt$ sX(s)� x(0�).

Solution

By definition, +{dx=dt} ¼ Ð10� (dx=dt)e�stdt. Integrating by parts yields

+
dx
dt

 �
¼ x(t)e�st

����
1

0�
þ s

ð1

0�

x(t)e�stdt ¼ sX (s)� x(0�) (3:69)

Example 3.10

Verify the initial value theorem of the LT which states that if x(0þ) ¼ limt#0 x(t) < 1, then
lims!1 sX (s) ¼ x(0þ).

Solution

In case a discontinuity exists in x at t¼ 0, define the signal

y(t) ¼ x(t)� cd(t) (3:70)

where c is the amplitude shift at the discontinuity, c¼ x(0þ)� x(0�). Then y will be continuous at t¼ 0
(see Figure 3.7). Further,

dx
dt

¼ dy
dt

þ cd(t) (3:71)

so that using the time-differentiation property and the fact that +{cd(t)}¼ c, we have

sX(s)� x(0�) ¼
ð1

0�

dy
dt

e�stdt þ c (3:72)

Because c¼ x(0þ) – x(0�),

sX(s) ¼
ð1

0�

dy
dt

e�stdt þ x(0þ) (3:73)

Assuming that the LT of the signal y has a ROC (y is
of exponential order), the integral in Equation 3.73
vanishes as s ! 1. Finally, therefore, we obtain that
lims!1sX (s)¼ x(0þ).

Example 3.11

Verify the convolution property of the LT which
states that if x and h are casual signals with x(t) $
X(s), and h(t) $ H(s), then

y(t)

x(t)

c

t

FIGURE 3.7 Signals x and y used in Example 3.10.
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x tð Þ � h tð Þ ¼
ð1

�1
x jð Þh t � jð Þdj $ X sð ÞH sð Þ (3:74)

Solution

Because x(t)¼ 0 for t< 0, we can write

ð1

�1
x jð Þh t � jð Þdj ¼

ð1

0�

x jð Þh t � jð Þdj (3:75)

Now

+

ð1

�1
x jð Þh t � jð Þdj

8<
:

9=
; ¼

ð1

0�

ð1

0�

x jð Þh t � jð Þe�st djdt

¼
ð1

0�

ð1

0�

x jð Þh bð Þe�sbe�sj dbdj

¼
ð1

0�

x jð Þe�sjdj
ð1

0�

x bð Þe�sb db

¼ X sð ÞH sð Þ (3:76)

The causality of h is used in line (Equation 3.76) in setting the lower limit of integration over b to 0�.
The operational properties are used to simplify forward and inverse transform computations and other

manipulations involving transforms. To briefly illustrate, three examples follow.

Example 3.12

Using operational properties, rederive the LT for x(t)¼Mx cos(vxtþ ux)u(t), which was first considered in
Example 3.5.

Solution

Write x as

x tð Þ ¼ Mx

2
e jux e(sxþjvx)tu tð Þ þMx

2
e�jux e(sx�jvx)tu(t) (3:77)

The linearity property allows us to ignore the factors Mxe
�jux in the process of taking the

transform, and returning them afterward. Recalling the previous result, Equation 3.48, we can write
immediately

+ e(sxþjvx)tu tð Þ� � ¼ 1
s� sx þ jvxð Þ , Re sf g > sx (3:78)

+ e sx�jvxð Þtu tð Þ
n o

¼ 1
s� sx � jvxð Þ , Re sf g > sx (3:79)
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so

X sð Þ ¼ Mx

2
ejux

1
s� sx þ jvxð Þ

þMx

2
e�jux 1

s� sx � jvxð Þ , Re{s} > sx (3:80)

Placing the fractions over a common denominator yields the same result as that found using direct
integration in Example 3.5.

Example 3.13

Find the time signals corresponding to the following LTs:

X sð Þ ¼ e�ps for all s

Y sð Þ ¼ log (7)
e�32s

s
, Re{s} > 0

Z sð Þ ¼ e
ffiffi
2

p
s

sþ 5
þ

ffiffiffi
3

p

s� 5
, Re{s} > 5

(3:81)

Solution

Recognize that X(s)¼ e�psD(s), where D(s)¼ 1 is the LT for the impulse function d(t). Using the time-shift
property, therefore, we have x(t)¼ d(t�p).

Recognize that Y(s)¼ log(7)e�32s U(s) where U(s)¼ 1=s is the LT for the step function u(t). Using
linearity and the time-shift properties, therefore, y(t)¼ log(7) u(t� 32).
Infinding z, linearity allows us to treat the two terms separately. Further, fromEquation 3.48, we know that

+�1{1=(s� 5)}¼ e�5tu(t) and+�1{1=(s� 5)}¼ e5tu(t). Therefore, x(t) ¼ e�5(tþ ffiffi
2

p
)u(t þ ffiffiffi

2
p

)þ ffiffiffi
3

p
e5tu(t).

Note that the first term has a ROC {s: Re{s}>�5}, while the second has ROC {s: Re{s}< 5}. The overall ROC
is therefore consistent with these two components.

3.3.6 Inverse Laplace Transform

In principle, finding a time function corresponding to a given LT requires that we compute the integral in
Equation 3.36:

x tð Þ ¼ 1
j2p

ðsþj1

s�j1
X sð Þestds (3:82)

Recall that s is constant and taken to be in the ROC of X. Direct computation of this line integral requires a
knowledge of the theory of complex variables. However, several convenient computational procedures are
available that circumvent the need for a detailed understanding of the complex calculus. These measures
are the focus of this section. The reader interested inmore detailed information on complex variable theory
is referred to [3]. ‘‘Engineering’’ treatments of this subject are also found in Ref. [10].
We first study the most challenging of the inversion methods, and the one that most directly solves the

inversion integral above. The reader interested in quick working knowledge of LT inversion might wish
to proceed immediately to Section 3.3.6.2.
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3.3.6.1 Residue Theory

It is important to be able to compute residues of a function of a complex variable. Recall the Laurent
series expansion of a complex function, say, F, which was introduced in Section 3.3.4, Equation 3.60.
Also, recall that the coefficient r1,p is called the residue of F at p, and that we defined the simplified
notation rp ¼def r1,p to indicate the residue because the subscript ‘‘1’’ is not useful outside the Laurent
series. In the analytic neighborhood of singular point s¼ p (an nth-order pole) we define the function

wp sð Þ ¼ s� pð ÞnF sð Þ ¼ r1, p s� pð Þn�1þr2, p s� pð Þn�2þ 
 
 
 þ rn, p þ
X1
i¼0

qi, p s� pð Þnþi (3:83)

in which it is important to note that rn, p 6¼ 0. Because F is not analytic at s¼ p, wp is not defined,
and is therefore not analytic, at s¼ p. We can, however, make wp analytic at p by simply defining
wp(p) ¼def rn, p. In this wp is said to have a removable singular point (at p). Note that Equation 3.83 can be
interpreted as the Taylor series expansion of wp about the point s¼ p. Therefore, the residue is apparently
given by

rp ¼def r1,p ¼
w(n�1)
p (p)

(n� 1)!
(3:84)

where w(i)
p indicates the ith derivative of wp. When n¼ 1 (first-order pole), which is frequently the case in

practice, this expression reduces to

rp ¼ wp(p) ¼ lim
s!p

(s� p)F(s) (3:85)

The significance of the residues appears in the following key result (e.g., see Ref. [3]):

THEOREM 3.1: (Residue theorem)

Let C be a simple closed contour within and on which a
function F is analytic except for a finite number of singu-
larity points, p1, p2, . . . , pk interior to C. If the respective
residues at the singularities are rp1, rp2, . . . , rpk, then

þ
C

F(s)ds ¼ j2p(rp1 þ rp2 þ 
 
 
 þ rpk) (3:86)

where the contour C is traversed in the counterclockwise
direction.

The relevance of this theorem in our work is as
follows: In principle, according to Equation 3.82, we
want to integrate the complex function F(s)¼X (s)est

on some vertical line in the ROC, for example, c� j1
to cþ j1, where c>sþ. Instead, suppose we integrate
over the contour shown in Figure 3.8. By the residue
theorem, we have

C2

c + jp

c – jp

σ+ σ = c σ

ROC

jω

C1

FIGURE 3.8 Contour in the s-plane for evaluat-
ing the inverse LT.
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þ
C

X(e)estds ¼ j2p(rp1 þ rp2 þ 
 
 
 þ rpk) (3:87)

where rp1, rp2, . . . , rpk are the k residues of the function X(s)est. The integral can be decomposed as

þ
C

X(s)estds ¼
þ
C1

X(s)estdsþ
þ
C2

X(s)estds (3:88)

where, as r ! 1, C1 approaches the line over which we wish to integrate according to Equation 3.82.
It can be shown* that the integral over C2 contributes nothing to the answer for t> 0, provided that
X approaches zero uniformlyy on C2. Therefore,

lim
r!1

þ
C

X(s)estds ¼ lim
r!1

þ
C1

X(s)estds

¼ lim
v!1

1
j2p

ðcþjv

c�jv

X(s)estds (3:89)

From Equation 3.87, we have

1
j2p

ðsþj1

s�j1
X(s)estds ¼ rp1 þ rp2 þ 
 
 
 þ rpk , t > 0 (3:90)

Thus, recalling that the left side is the original inversion integral, we have

x(t) ¼
Xk
i¼1

rpi , t > 0 (3:91)

where the rpi are the residues of X(s)e
st at its k singular points.

Note that the residue method returns a time function only over the positive time range. We might
expect a result beginning at t¼ 0 or t¼ 0� because we have defined the forward LT as an integral
beginning at t¼ 0�. The reason for this lower limit is so that an impulse function at the time origin
will be transformed ‘‘properly.’’ Another important place at which the initial condition ‘‘x(0�)’’ appears
is in the LT of a differentiated time function (see Table 3.2 and Example 3.9). Again, the condition is
included to properly handle the fact that if x has a discontinuity at t¼ 0, its derivative should include
an impulse and the LT of the derivative should include a corresponding constant. The residue cannot
properly invert LTs of impulse functions (constants over the s-plane) because such LTs do not converge
uniformly to zero over the semicircular part of the contour C2. Such constants in the LT must be
inverted in a more ad hoc way. If no apparent impulses occur and the residue method has provided x
for t> 0, it is, in fact, possible, to assign an arbitrary finite value to x(0). This is because one point in
the time signal will not affect the LT, so the proper correspondence between x and X remains.z If it is
necessary to assign a value to x(0), the most natural procedure is to let x(0) ¼def x(0þ). Then when we

* A rigorous mathematical discussion appears in Ref. [3], while a particularly clear ‘‘engineering’’ discussion appears in
Appendix B of Ref. [6].

y At the same rate regardless of the angle considered along C2.
z In fact, any two signals that differ only on a set of measure zero (e.g., see Ref. [7]) will have the same LT.
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write the final answer as x(t)¼ [time signal determined by residues] u(t), the signal takes an implied
value x(0þ)=2 at t¼ 0.

The preceding discussion emphasizes that, in general, successful application of the residue method
depends on the uniform convergence of the LT to zero on the contour segment C2. In principle each LT
to be inverted must be checked against this criterion. However, this seemingly foreboding process is
usually not necessary in linear signal and system analysis. The reason is that a practical LT ordinarily will
take the form of a ratio of polynomials in s like (Equation 3.61). The check for proper convergence is a
simple matter of assuring that the order of the denominator in s exceeds that of the numerator. When
this not the case, a simply remedy exists which we illustrate in Example 3.15. Another frequent problem
is the occurrence of an LT of form

X(s) ¼ N(s)est0

D(s)
, t0 < 0 (3:92)

where N and D are polynomials. The trick here is to recognize the factor est0 as corresponding to a time
shift which can be taken care of at the end of the problem, once the rational part of the transform is
inverted.
Finally, we remark that similar results apply to the bilateral LT. When the signal is two-sided in time,

the casual part is obtained using the procedure above, but including only residues of poles known to be
associated with the nonnegative-time part of the signal. The noncausal part of the signal is found by
summing residues belonging to ‘‘noncausal’’ poles. Note that the association of poles with the casual and
noncausal parts of the signal follows from a specification of the ROC. Poles belonging to the causal signal
are to the left of the ROC, while noncausal poles are to the right.
Let us now illustrate the procedure with two examples.

Example 3.14

In Example 3.5, we showed that

+ Mxe
sxt cos (vxt þ ux)u(t)f g ¼ Mx

(s� sx) cos (ux)� vx sin (ux)

s� sxð Þ2þ v2
x

" #
(3:93)

with ROC {s: Re{s}>sx}. Verify that this is correct by finding the inverse LT using residues. Call the
signal x and LT X.

Solution

We can ignore the scalar Mx until the end due to linearity. Two poles are in the transform: px¼sxþ jvx

and p�x ¼ sx þ jvx (k¼ 2 in the discussion above). These can be obtained by expanding the denomin-
ator and using the quadratic equation, but it is useful to remember the relationship between a quadratic
polynomial written in this form and the conjugate roots (recall Equation 3.59). The residue for the pole at
px is given by

wpx(px) ¼ X(s)est(s� px)
���
s¼px

¼ [(s� sx) cos (ux)� vx sin (ux)�est
s� p�x
� �

����
s¼px

¼ (px � sx) cos (ux)� vx sin (ux)½ �epxt
(px � p�x)

¼ ( jvx) cos (ux)� vx sin (ux)½ �e(sxþjvx)t

(2jvx)
(3:94)
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Similarly, we have for the pole at p�x , w�
px
(p�x ) ¼ [(� jvx ) cos (ux )� vx sin (ux )]e(sx�jvx )t=(�2jvx ). For t> 0,

therefore,

x(t)
Mx

¼ wpx (px )þ wp�x (p
�
x )

¼ esx t jvx cos (ux )(ejvx t þ e�jvx t)� vxt sin (ux )(ejvx t � e�jvx t )½ �
2jvx

(3:95)

¼ esx t cos (ux ) cos (vxt)� sin (ux ) sin (vxt)½ � ¼ esx t cos (vx t þ ux ) (3:96)

and the transform is verified.

Example 3.15 illustrates the technique for handling polynomial quotients in which the order of the
denominator does not exceed the numerator (X is not a proper rational LT).

Example 3.15

Find the causal time signal corresponding to LT

X(s) ¼ N(s)
D(s)

¼ Gs2

(s� p)2
, G, p are real (3:97)

Solution

To use the residue method, we must reduce the order of the numerator to at most unity. By dividing
polynomial D and N using long division, we can express X as

X(s) ¼ Gþ 2Gps� Gp2

(s� p)2
¼def X1(s)þ X2(s) (3:98)

First note that we can use linearity and invert the two terms separately. The first is simple because
(see Table 3.1) +�1{X1(s)}¼+�1{G}¼Gd(t). In the second term we find a pole of order n¼ 2 at
s¼ p. To use Equation 3.84 to compute the residue, we require wp(s)¼X2(s)e

st(s� p)2¼ [2Gps�Gp2]
est. Then, for t> 0, the residue is

rp ¼ 1
1!

dwp

ds

����
s¼p

¼ G[2pept þ 2p2tept � p2tept] ¼ Gpept[2þ pt] (3:99)

Because rp is the only residue, we have x(t)¼Gd(t)þGpept [2þ pt]u(t).

Remark. If the order of the numerator exceeds the denominator by k> 0, the long division will result
in a polynomial of the form Aks

kþAk� 1s
k� 1 þ 
 
 
 þ A0. Consequently, the time domain signal will

contain derivatives of the impulse function. In particular, if k¼ 1, and a ‘‘doublet’’ will be present in the
time signal. (See Table 3.1 and Appendix A for more information.)
We can usually find several ways to solve inverse LT problems, residues often being among the most

challenging. In this example, for instance, we could use Equation 3.98 to write

X(s) ¼ Gþ 2Gps

(s� p)2
� Gp2

(s� p)2
¼ Gþ X3(s)� X4(s) (3:100)
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then use Table 3.1 to find+�1{G}¼Gd(t) and+�1{X4}¼ x4(t) [or use residues to find x4(t)]. Noting that
X3(s)¼ 2 psX4(s), we could then use the s-differentiation property (Table 3.2) to find x3 from x4. This
alternative solution illustrates a general method that ordinarily is used regardless of the fundamental
inversion technique. Linearity allows us to divide the problem into a sum of smaller, easier problems to
invert, and then combine solutions at the end. The method presented next is probably the most popular,
and clearly follows this paradigm.

3.3.6.2 Partial Fraction Expansion

The partial fraction expansion (PFE) method can be used to invert only rational LTs, with the exception
that factors of the form est0 can be handled as discussed near Equation 3.92. As noted previously, this is
not practically restricting for most engineering analyses. Partial fraction expansion is closely related to
the residue method, a relationship evident via our examples.
As in the case of residues, a rational LT to be inverted must be proper, having a numerator polynomial

whose order is strictly less than that of the denominator. If this is not the case, long division should be
employed in the same manner as in the residue method (see Example 3.15).
Consider the LT X(s)¼N(s)=D(s). Suppose X has k poles, p1, p2, . . . , pk and D is factored as

D(s) ¼ (s� p1)
n1 (s� p2)

n2 
 
 
 (s� pk)
nk (3:101)

where ni is the order of the ith pole. (Note that Sk
i ¼ 1ni¼ nD.) Now if x is a real signal, the complex poles

will appear in the conjugate pairs. It will sometimes be convenient to combine the corresponding factors
into a quadratic following Equation 3.59,

(s� p)(s� p�) ¼ s2 þ bsþ g ¼ s2 � Re{p}sþ
���p���2 ¼ s2 � 2spsþ

���p���2 (3:102)

for each conjugate pair. Assuming that the poles are ordered in Equation 3.101 so that the first k0 are real
and the last 2k00 are complex (k¼ k0 þ 2k00), D can be written

D(s) ¼ (s� p1)
nre,1 (s� p2)

nre,2 
 
 
 (s� pk0 )
nre,k0 (s2 þ b1sþ g1)

nc,1

� (s2 þ b2sþ g2)
nc,2 
 
 
 (s2 þ bk00 sþ gk00 )

nc,k00 (3:103)

Terms of the form (s� p) are called simple linear factors, while those of form (s2þbsþg) are simple
quadratic factors. When a factor is raised to a power greater than one, we say that there are repeated
linear (or quadratic) factors. We emphasize that linear factors need not always be combined into
quadratics when they represent complex poles. In other words, in the term (s� pi)

ni, the pole pi may
be complex. Whether quadratics are used depends on the approach taken to solution.
The idea behindPFE is to decompose the larger problem into the sumof smaller ones.We expand the LT as

X(s) ¼ N(s)
D(s)

¼ N(s)
factor1factor2 
 
 
 factork0 factork0þ1 
 
 
 factork0þk00

¼ N1(s)
factor1

þ N2(s)
factor2

þ 
 
 
 þ Nk0 (s)
factork0

þ Nk0þ1(s)
factork0þ1

(3:104)

þ Nk0þk00 (s)
factork0þk00

(3:105)

Now, because of linearity, we can invert each of the partial functions in the sum individually, then add the
results. Each of these ‘‘small’’ problems is easy and ordinarily can be looked up in a table or solved by
memory.
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We now consider a series of cases and examples.

Case 1: Simple linear factors. Let X(s)¼N(s)=D(s). Assume that the order of N is strictly less than the
order of D. Without loss of generality (for the case under consideration), assume that the first factor in D
is a simpler linear factor so that D can be written D(s)¼ (s� p1)Dother (s) where Dother is the product of all
remaining factors. Then the PFE will take the form

X(s) ¼ N(s)
D(s)

¼ N(s)
(s� p1)Dother(s)

¼ N1(s)
(s� p1)

þ [other PFs corresponding to factors in Dother(s)] (3:106)

Now note that

(s� p1)X(s) ¼ N(s)
Dother(s)

¼ N1(s)þ (s� p1)[other PFs corresponding to factors in Dother(s)] (3:107)

Letting s¼ p1 reveals that

N1(p1) ¼ A1 ¼ N(p1)
Dother(p1)

¼ [(s� p1)X(s)]js¼p1 (3:108)

Note that the number A1 is the residue of the pole at s¼ p1. In terms of our residue notation

wp1 (s) ¼ (s� p1)X(s) ¼ N(s)
Dother(s)

and rp1 ¼ A1 ¼ wp1 (p1) (3:109)

Carefully note that we are computing residues of poles of X(s), not X(s)est, in this case.

Example 3.16

Given LT

X(s) ¼ s2 þ 3s
(sþ 1)(sþ 2)(sþ 4)

(3:110)

with ROC {s: Re{s}>�1}, find the corresponding time signal x.

Solution

Check that the order of the denominator exceeds that of the numerator. Because it does, we can
proceed by writing

X(s) ¼ A1

(sþ 1)
þ A2

(sþ 2)
þ A3

(sþ 4)
(3:111)

Using the previous method, we find that

A1 ¼ s2 þ 3s
(sþ 2)(sþ 4)

�����
s¼�1

¼ � 2
3

(3:112)
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In a similar manner, we find that A2¼ 1 and A3¼ 2=3. Therefore,

X(s) ¼ � 2=3
(sþ 1)

þ 1
(sþ 2)

þ 2=3
(sþ 4)

(3:113)

Now, using linearity and Table 3.1 (or recalling Equation 3.48), we can immediately write

x(t) ¼ � 2
3
e�t þ e�2t þ 2

3
e�4t

� 	
u(t) (3:114)

Case 2: Simple quadratic factors. When D(s) contains a simple quadratic factor, the LT can be expanded as

X(s) ¼ N(s)
D(s)

¼ N(s)
(s2 � bsþ g)Dother(s)

¼ Bsþ C
(s2 � bsþ g)

þ [other PFs corresponding to factors in Dother(s)] (3:115)

The usefulness of this form is illustrated next.

Example 3.17

Find the time signal x corresponding to LT

X(s) ¼ (sþ 4)
(sþ 2)(s2 þ 6sþ 34)

, ROC{s:Re{s} > �3} (3:116)

Solution

The order of D exceeds the order of N, so we may proceed. The roots of the quadratic term are
p, p� ¼ (�6� ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

36� 136
p

=2 ¼ �3� j5), so we leave it as a quadratic. (If the roots were real, we would
use the simple linear factor approach.) Expand the LT into PFs

X(s) ¼ A
(sþ 2)

þ Bsþ C
(s2 þ 6sþ 34)

(3:117)

Using the method for simple linear factors, we find that A¼ 1=13. Now multiply both sides of Equation
3.117 by D(s)¼ (sþ 2) (s2þ 6sþ 34) to obtain

(sþ 4) ¼ 1
13

(s2 þ 6sþ 34)þ (Bsþ C)(sþ 2) (3:118)

Equating like powers of s on the two sides of the equation yields B¼�1=13 and C¼�1=13, so

X(s) ¼ 1=13
(sþ 2)

þ [(�1=13)sþ (9=13)]
(s2 þ 6sþ 34)

(3:119)

The first fraction has become familiar by now and corresponds to time function (1=13)e�2t u(t). Let us
focus on the second fraction. Note that (recall Equation 3.59)

s2 þ 6sþ 34 ¼ (s� p)(s� p�) ¼ (sþ 3� j5)(sþ 3þ j5) ¼ (sþ 3)2 þ 52 (3:120)
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The second fraction, therefore, can be written as

� 1
13

(sþ 3)

(sþ 3)2 þ 52
� 12

(sþ 3)2 þ 52

� 	

¼ � 1
13

(sþ 3)

(sþ 3)2 þ 52
� (12=5)5

(sþ 3)2 þ 52

� 	
(3:121)

The terms in brackets correspond to a cosine and sine, respectively, according to Table 3.1. Therefore,

X(t) ¼ 1
13

e�2t � 1
13

e�3t cos (5t)þ 12
5(13)

e�3t sin (5t)

� 	
u(t) (3:122)

Simple quadratic factors need not be handled by the above procedure, but can be treated as simple linear
factors, as illustrated by Example 3.18.

Example 3.18

Repeat the previous problem using simple linear factors.

Solution

Expand X into simple linear PFs

X(s) ¼ A
(sþ 2)

þ E
(s� p)

þ E�

(s� p�)
, p ¼ �3þ j5 (3:123)

Note that the PFE coefficients corresponding to complex-conjugate pole pairs will themselves be complex
conjugates. In order to derive a useful general relationship, we ignore the specific numbers for the
moment. Using the familiar inverse transform, we can write

x(t) ¼ [Ae�2t þ Eept þ E�e p�t]u(t) (3:124)

Letting E¼ jEjejuE and p¼spþ jvp, we have

Eept þ E*ep�t ¼ jEjejuE e(spþjvp)t þ jEje�juE e(spþjvp)t ¼ 2jEjespt cos (vpt þ uE) (3:125)

This form should be noted for use with complex-conjugate pairs.
Using the method for finding simple linear factor coefficients, we find that A¼ 1=13. Also

E ¼ X(s) (s� p)js¼p ¼
(sþ 4)

(sþ 2)(s� p�)

����
s¼p

¼ (pþ 4)
(pþ 2)( j2Im{p})

¼ (1þ j5)
(�1þ j5)( j10)

¼ 0:1e�j0:626p (3:126)

Therefore, the answer can be written as

x(t) ¼ 1
13

e�2t þ 0:2e�3t cos (5t � 0:626p)

� 	
u(t) (3:127)

This solution is shown to be consistent with that of the previous example using the trigonometric identity
cos (aþb)¼ cos(a) cos(b) – sin(a) sin(b).
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Case 3: Repeated linear factors. When D(s) contains a repeated linear factor, for example, (s� p)n the LT
must be expanded as

X(s) ¼ N(s)
D(s)

¼ N(s)
(s� p)nDother(s)

¼ An

(s� p)n
þ An�1

(s� p)n�1 þ 
 
 
 þ A1

(s� p)

þ [other PFs corresponding to factors in Dother(s)] (3:128)

The PFE coefficients of the n fractions are found as follows. Define

wp(s) ¼ (s� p)nX(s) (3:129)

Then

An�i ¼ 1
i!

di

dsi
wp

����
s¼p

(3:130)

The similarity of these computations to residues is apparent, but only A1 can be interpreted as the residue
of pole p. We illustrate this method by example.

Example 3.19

Find the time signal x corresponding to LT X(s)¼ (sþ 4)=(sþ 1)3.

Solution

The order of D exceeds the order of N, so we may proceed. X has a third-order pole at s¼�1, so we
expand X as

X(s) ¼ (sþ 4)

(sþ 1)3
¼ A3

(sþ 1)3
þ A2

(sþ 1)2
þ A1

(sþ 1)
(3:131)

Let w�1(s)¼ (sþ 1)3 X(s)¼ (sþ 4). Then

A3 ¼ w�1(� 1) ¼ 3, A2 ¼ dw�1

ds

����
s¼�1

¼ 1, and A1 ¼ 1
2
d2w�1

ds2

����
s¼�1

¼ 0 (3:132)

So

X(s) ¼ 3

(sþ 1)3
þ 1

(sþ 1)2
(3:133)

Using Table 3.1, we have

x(t) ¼ 3
2
t2e�t þ te�t

� 	
u(t) (3:134)

Case 4: Repeated quadratic factors. When D(s) contains a repeated quadratic factor, e.g., (s2þbsþg)n,
the LT may be either inverted by separating the quadratic into repeated linear factors (one nth-order
factor for each of the complex roots; see Equation 3.155), then treated using the method of Case 3, or it
can be expanded as
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X(s) ¼ N(s)
D(s)

¼ N(s)
(s2 þ bsþ g)nDother(s)

¼
Xn�1

i¼0

(Bn�isþ Cn�i)
(s2 þ bsþ g)n

þ [other PFs corresponding to factors in Dother(s)] (3:135)

The PFE coefficients of the n factions are found algebraically as we illustrate by example.

Example 3.20

Find the time signal x corresponding to X(s)¼ 4s2=(s2þ 1)2 (sþ 1) [10].

Solution

Recognize the factor (s2þ 1)2 as an n¼ 2 order quadratic factor with b¼ 0 and g¼ 1. We know from our
previous work that b¼�2 Re{p}, where p and p* are the poles associated with the quadratic factor, in
this case� j. In turn, the real part of p provides the damping term in front of the sinusoid represented by
the quadratic factor. In this case, therefore, we should expect one of the terms in the time signal to be a
pure sinusoid.

Write X as

X(s) ¼ (B2sþ C2)

(s2 þ 1)2
þ (B1sþ C1)

(s2 þ 1)
þ A
(sþ 1)

(3:136)

Using the familiar technique for simple linear factors, we find that A¼ 1. Now multiplying both
sides of Equation 3.136 by (s2þ 1)2 (sþ 1), we obtain 4s2¼ (B2sþC2)(sþ 1)þ (B1sþC1)(s

2þ 1)(sþ 1)þ
(s2þ 1)2. Equating like powers of s, we obtain B2¼�1, C2¼ 1, B1¼ 2, and C1¼ � 2. Hence,

X(s) ¼ 1
(sþ 1)

þ (2s� 2)

(s2 þ 1)2
þ (s� 1)
(s2 þ 1)

(3:137)

We can now use Tables 3.1 and 3.2 to invert the three fractions. Note that the third term will yield an
undamped sinusoid as predicted. Also note that the middle term is related to the third by differentiation.
This fact can be used in obtaining the inverse.

3.4 Laplace Transform Analysis of Linear Systems

Let us return to the example circuit problem, which originally motivated our discussion, and discover
ways in which the LT can be used in system analysis. Three fundamental means are available for using
the LT in such problems. The most basic is the use of LT theory to solve the differential equation
governing the circuit dynamics. The differential equation solution methods are quite general and apply to
linear, constant coefficient differential equations arising in any context. The second method involves the
use of the ‘‘system function,’’ an LT-based representation of an LTI system, which embodies all the
relevant information about the system dynamics. Finally, we preview ‘‘LT equivalent circuits,’’ an LT
method that is primarily used for circuit analysis, and is treated more completely in Chapter 20.

3.4.1 Solution of the System Differential Equation

Consider a system is governed by a linear, constant coefficient differential equation of the form

XnD
‘¼0

a‘
d‘

dt‘
y(t) ¼

XnN
‘¼0

b‘
d‘

dt‘
x(t) (3:138)
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with appropriate initial conditions given. (The numbers nN and nD should be considered fixed integers
for now, but are later seen to be consistent with similar notation used in the discussion of rational LTs.)
Using the linearity and time-differentiation properties of the LT, we can transform both sides of the
equation to obtain

XnD
‘¼0

a‘ s‘Y(s)�
X‘�1

i¼0

y(i)(0�)s‘�i�1

" #

¼
XnN
‘¼0

b‘ s‘X(s)�
X‘�1

i¼0

x(i)(0�)s‘�i�1

" #
(3:139)

where y(i) and x(i) are the ith derivatives of y and x. Rearranging, we have

Y(s) ¼ X(s)
PnN

‘¼0 b‘s
‘ �PnN

‘¼0 b‘
P‘�1

i¼0 x
(i)(0�)s‘�i�1 þPnD

‘¼0 a‘
P‘�1

i¼0 y
(i)(0�)s‘�i�1PnD

‘¼0 a‘s
‘

(3:140)

Given the input signal x and all necessary initial conditions on x and y, all quantities on the right side of
Equation 3.140 are known and can be combined to yield Y. Our knowledge of LT inversion will then, in
principle, allow us to deduce y. This process often turns an unwieldy differential equation solution into
simpler algebraic operations. The price paid for this simplification, however, is that the process of
inverting Y to obtain y is sometimes challenging.
Recall that in the motivating example, a similar conversion of the (nonhomogeneous) differential

equation solution to algebraic operations occurred (recall Equation 3.16 and surrounding discussion), as
the superfluous term epx

t

was divided out of the equation. Except for the lack of attention paid to initial
conditions, what remains in Equation 3.16 is tantamount to an LT equation of form Equation 3.139, as
shown below. The homogeneous solution and related initial conditions were not included in the earlier
discussion to avoid obfuscating the main issue. The reader was encouraged to think of the LT as a process
of ‘‘dividing’’ the ‘‘est’’ term out of the signals before starting the solution. We can now clearly see this
fundamental connection between the differential equation and LT solutions.

Example 3.21

Return to the motivating example in Section 3.2 and solve the problem using LT analysis.

Solution

Recall the differential equation governing the circuit, Equation 3.1, x(t)¼ LC(d2 y=dt2)þ RC(dy=dt)þ y(t).
The initial conditions are y(0�)¼ y0 and i(0�)¼ i0. Recall also that for convenience we seek the solution
for x(t)¼Mxe juxe(sþjvx )tu(t) ¼ Mxe juxe px tu(t) recognizing that the ‘‘correct’’ solution will be the real part of
that obtained.

Taking the LT of each side of the differential equation, we have

X(s) ¼ LC[s2Y(s)� sy(0�)� y(1)(0�)]þ RC[sY(s)� y(0�)]þ Y(s) (3:141)

or

Y(s) ¼ X(s)
(LCs2 þ RCsþ 1)

þ (sLC � RC)y(0�)þ LCy(1)(0�)
(LCs2 þ RCsþ 1)

(3:142)
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Dividing both numerator and denominator of each fraction by LC, and inserting the LT X(s)¼
Mxe

jux=(s� px) and the initial conditions [recall that Cy(1)¼ i(t) ) Cy(1)(0�)¼ i0], we have

Y(s) ¼ Mxejux=LC
(s� px)[s2 þ (R=L)sþ 1]

þ [s� (R=L)]y0 þ i0=C
[s2 þ (R=L)sþ 1]

(3:143)

Using PFE, this can be written

Y(s) ¼
Mxe jux=LC�

p2x þ (R=L)px þ 1
�

(s� px)
þ
Mxe jux=LC
(ph � px)
(s� ph)

þ
Mxejux=LC
(ph � px)

� ��

(s� p�h)
þ [s� (R=L)]y0 þ i0=C

(s� ph)(s� p�h)
(3:144)

where ph and ph* are the system poles. We have expanded the first fraction in Equation 3.143 using simpler
linear factors involving the poles px, ph, and ph*.The latter two poles correspond to the system (roots of
(s2þ (r=L)sþ 1)), and the resulting terms in Equation 3.144 are part of the natural response. The first pole,
px, is attributable to the forcing function, and the resulting term in Equation 3.144 will yield the forced
response in the time domain. Finally, the last term in Equation 3.144, which arises from the last term in
Equation 3.143, is also part of the natural response. The separation of the natural response into these three
LT terms harkens back to the time-domain discussion about the distinct contributions of the input and
initial conditions to the natural response. The last term is clearly related to initial conditions and the
circuit’s natural means of dissipating that energy. The former, terms, which will also yield a damped
sinusoid of identical complex frequency to that of the third term, are clearly ‘‘caused’’ by the input.

Remark. The reader may wonder why the first fractions in Equations 3.17 and 3.144, both of which
represent the forced response, are not identical. After all, we have been encouraged to view the LT as a kind
of generalized phasor representation. Recall, however, that the LT at a particular smust be thought of as a
‘‘phasor density.’’ If an eigensignal of the system represents one complex frequency, e.g., s¼ px, the LT is
infinitely dense at that point in the s-plane, corresponding to the existence of a pole there. If the signal does
have a conventional phasor representation such as Y ¼Mye

juy, then this phasor will be related to the LT as

�Y ¼ Y(s)
ds
2p

����
s¼px

¼ lim
s!px

Y(s)(s� px) (3:145)

which we recognize as the residue of the LT Y at the pole px. The reader can easily verify this assertion
using Equation 3.143. This discussion is closely related to the interconnection between the FS coefficients
(which are similar to conventional sinusoidal phasors) and the Fourier transform (FT). These signal
representations are discussed in Chapter 4.

3.4.2 System Function

Definition 3.1: In our motivating example an input sinusoid with generalized phasor Mxe
jux

produced an output sinusoid with generalized phasor Mye
juy. We discovered that the ratio of phasors

was dependent only upon system parameters and the complex frequency, px. We noted that when
considered as a function of the general complex frequency, s, this ratio is called the system function. That
is, the system function is a complex function, H, of complex frequency, s, such that if a damped sinusoid
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of complex frequency s¼ px and with generalized phasor X¼Mxe
jux is used as input to the system, the

forced response will be a sinusoid of complex frequency px and with generalized phasor

Mye
juy ¼ H(px)Mxe

jux (3:146)

3.4.2.1 Preview of Magnitude and Phase Responses

It is often important to know how a system will respond to a pure sinusoid of radian frequency, e.g., vx.
In particular, we would like to know the amplitude and phase changes imposed on the sinusoid by the
system. In terms of the definition just given, we see that this information is contained in the system
function evaluated at frequency px¼ jvx. In particular, *H(jvx)* represents the magnitude factor and
arg {H(jvx)} the phase change at this frequency. When plotted as functions of general frequency v, the
real functions *H(jv)* and arg {H(jvx)} are called the magnitude (or sometimes frequency) response, and
phase response of the system, respectively. The complex function H(jv) will be seen to be the FT of the
impulse response (see Appendix B and Chapter 4) and is sometimes called the transfer function for the
system. Returning to Figure 3.2b, the reader will discover that we have plotted the magnitude response
for the series RLC circuit of Section 3.2 with numerical values given in Equation 3.18.
The magnitude and phase responses of the system can be obtained graphically from the pole–zero

diagram. Writing H(s) similarly to Equation 3.62,
H(s) ¼ CQnN

i¼1 (s� zi)=
QnD

i¼1 (s� pi). Therefore,

jH(jv)j ¼ C
QnN

i¼1 j jv� zijQnD
i¼1 j jv� pij and

arg H jvð Þf g ¼
XnN
i¼1

arg ( jv� zi)f g �
XnD
i¼1

arg ( jv� pi)f g
(3:147)

where we have assumed C> 0 (if not, add p radians to arg{H(jvx)}). By varying v the desired plots are
obtained as illustrated in Figure 3.9.

(a)

p2

z1 σ

×

p1

jω

×

jω – p1

jω – p2

jω – z1

(b)

p2

z1 σ

×

p1

α1

β1

α2

jω

×

α1 (ω) = arg ( jω – p1)
α2 (ω) = arg ( jω – p2)
β1 (ω) = arg ( jω – z1)

FIGURE 3.9 Pole–zero plot for an example system function, H(s)¼C(s� z1)=(s� p1)(s� p2). (a) To obtain the
magnitude response jH(sv)j at frequency v, the product of lengths from all zeroes to s¼ jv is divided by the product
of lengths from all poles to s¼ jv. The result must be multiplies by the gain term jCj. (b) To obtain the phase response
{H(jvx)} at frequency v, the sum of angles from all poles to s¼ jv is subtracted from the sum of angles from all zeroes
to s¼ jv. An additional p radians is added if C< 0.
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Definition 3.2: More generally, the system function, H(s), for an LTI system can be defined as the
ratio of the LT, for example, Y(s), of the output, resulting from any input with LT, for example, X(s),
when the system is initially at rest (zero initial conditions). In other words, H is the ratio of the LT of the
zero-state response to the LT of the input,

H sð Þ ¼def Y sð Þ
X sð Þwhen all initial conditions are zero (3:148)

While the latter definition is more general, the two definitions are consistent when the input is an
eigensignal, as we show by example.

Example 3.22

Show that the two definitions of the system function described previously are consistent for the RLC
circuit of Section 3.2.

Solution

Replacing the specific frequency px by a general complex frequency s in the initial example using phasor
analysis, we found that (recall Equation 3.31) H(s)¼ 1=(LCs2þ RCsþ 1). On the other hand, using more
formal LT analysis on the same problem, we derived Equation 3.142. Forming the ratio Y(s)=X(s) where
both initial conditions are set to zero, yields an identical result.

Finally, another very useful definition of the system is as follows.

Definition 3.3: The output of LTI system to an impulse excitation, x(t)¼ d(t) (see Section 3.6,
Appendix A), when all initial conditions are zero, is called the impulse response of the system. The
impulse response is usually denoted h(t). The system function can be defined as the LT of the impulse
response H(s)¼+{h(t)}.

The consistency of this definition with the first two is easy to demonstrate. Let H denote the
system function for the system, regardless of how it might be related to h(t). From Definition 3.2,
we have H(s)¼Y(s)=X(s) for any valid LTs X and Y. Let x(t)¼ d(t), in which X(s)¼ 1. By definition,
y(t)¼ h(t), so +{h(t)}¼+{y(t)}¼H(s)X(s)¼H(s).

This interpretation of H enables us to find the impulse response of the system, a task which is not
always easy in the time domain because of the pitfalls of working with impulse functions.

Example 3.23

Find the impulse response, h, for the circuit of Section 3.2.

Solution

Using various means we showed that the system function is H(s)¼ 1=(LCs2þ RCsþ 1). Let us find h by
computing h(t)¼+�1{H(s)}. Using the quadratic equation, we find the roots of the denominator (poles
of the system) to be (cf., Equation 3.6)

p1,p2 ¼ �RC �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2C2 � 4LC

p

2LC
¼ � R

2L
�

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2

4L2
� 1
LC

r
(3:149)
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Assume that these poles are complex conjugates and call them ph , p�h , where

ph ¼ � R
2L

þ j

ffiffiffiffiffi
1
LC

r
� R2

4L2
¼def sh þ jvh (3:150)

Comparing to our initial work on finding the homogeneous solution of the differential equation, we
see that these system poles are the roots of the characteristic equation. The reason for using subscript
‘‘h’’ in our early work should now be clear. In terms of Equation 3.150 we can rewrite H as

H(s) ¼ 1=LC

(s� sh)
2 þ v2

h

(3:151)

(recall Equation 3.59). Now using Table 3.1: +{esht cos (vhtþ uh)} ¼ [(s� sh) cos (uh)� vh sin (uh)]=
[(s� sh)

2 þ v2
h]. Letting uh¼p=2 and using linearity, we have

h(t) ¼ � 1
LCvh

esht cos vht þ p

2

� �
u(t) ¼ 1

LCvh
esht sin (vht)u(t) (3:152)

We could also note that phj j ¼ ffiffiffiffiffiffiffiffiffiffi
1=LC

p
and write the initial scale factor as jphj2=vh.

We see clearly that the impulse response is closely related to the natural responses of a system, which
in turn are tied to the homogeneous solution of the differential equation. These transient responses
depend only on properties of the system, and not on properties of the input signal (beyond the initial
instant of excitation). The form of the homogeneous differential equation solution is specified by the
number and values of the roots of the characteristic equation. These roots are, thus, the poles of
the system function H. The system function offers an extremely valuable tool for the design and analysis
of systems. We now turn to this important topic.

3.4.3 Poles and Zeros—Part II: Stability Analysis of Systems

We return to the issue of poles and zeroes, this time with attention restricted to rational LTs. In
particular, we focus on the poles and zeroes of a system function and their effects on the performance
of the system.

3.4.3.1 Natural Modes

The individual time responses corresponding to the poles of H are often called natural modes of the
system. These modes are indicators of the physical properties of the system (e.g., circuit values), which in
turn determine the natural way in which the system will dissipate, store, amplify, or respond to energy of
various frequencies. Consider two general cases. Suppose H has a real pole of order n at s¼ p, so that it
can be written

H(s) ¼
Xn
i¼1

Ai

(s� p)i
þ [other terms] (3:153)

We know from previous work, therefore, that (see Table 3.1) h has corresponding modal components,

h(t) ¼
Xn
i¼1

Ai

(i� 1)!
ti�1eptu(t)þ [other terms] (3:154)
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When jpj< 0, the modal components due to pole p will decay exponentially with time (modulated by the
terms ti� 1). When jpj> 0, these modal components will increase exponentially with time (modulated by
the terms ti� 1). When p¼ 0, the term will either remain bounded if n¼ 1, or terms will increase with
power n as t increases. These cases are illustrated in Figure 3.10a.
Next, let H have a complex pole pair of order n at s¼ p, p*, so that it can be written

H(s) ¼
Xn
i¼1

Ei
(s� p)i

þ Ei*

(s� p*)i

" #
þ [other terms] (3:155)

Using Table 3.1, we see that h has a corresponding modal component

h(t) ¼
Xn
i¼1

2 Eij j
(i� 1)!

ti�1espt cos (vpt þ uEi )u(t)þ [other terms] (3:156)

where p¼spþ jvp, and uEi
¼ arg{Ei}. In this case, when jpj< 0, the sinusoidal components will decay

exponentially with time (modulated by the terms ti� 1); when jpj> 0, these terms will increases expo-
nentially with time (modulated by the terms ti� 1); and when p¼ 0, the terms due to p will either
represent a constant or increasing sinusoid, depending on the value of n. These cases are illustrated in
Figure 3.10b.

3.4.3.2 BIBO Stability

We digress momentarily to discuss the concept of stability. To avoid some unnecessary complications, we
restrict the discussion to causal systems, and, as usual, to the unilateral LT. There are various ways to
define stability, but the most frequent and useful definition for an LTI system is that of BIBO stability.
A system is said to be bounded-input–bounded-output (BIBO) stable iff every bounded input produces a
bounded output. Formally, any bounded input, for example, x such that jx(t)j � Bx<1 for all t, must
result in an output, y, for which By<1 exists so that jy(t)j �By for all t.

A necessary and sufficient condition for BIBO stability of an LTI system is that its impulse response be
absolutely integrable

Time, t (s)(a)

1
0.9
0.8
0.7

Am
pl

itu
de

, x
 (t

)

0.6

0.4
0.5

0.3
0.2
0.1

0
0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5 5.5 6

p = –1, n = 1

p = –1, n = 2

1

0.6

0.8

0.4

Am
pl

itu
de

, x
 (t

)

0.2

0

–0.2

–0.4

–0.6

–0.8

1 2 3 4 5 6 7 8 9 10

Time, t (s)(b)

p = – 0.4 + j, n = 1

p = – 0.4 + j, n = 2

0

FIGURE 3.10 Modal components in the impulse response corresponding to (a) a real pole of orders n¼ 1 and
n¼ 2 at s¼ p, and (b) a complex pole pair of orders n¼ 1 and n¼ 2 and s¼ p, p*.
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ð1

0

h(t)j jdt < 1 (3:157)

This is easy to show. First, assume jx(t)j<Bx for all t. Then, form the convolution integral

y(t)j j ¼
ð1

0

x(t � l)h(l)dl

������
������ (3:158)

Now, using the Schwarz inequality (see Ref. [7]), we have

y(t)j j �
ð1

0

���x(t � l)
��� h(l)jdl � Bx

ð1

0

h(l)j jdl (3:159)

Consequently, it is sufficient that Equation 3.157 be true for By<1 to exist. On the other hand, suppose
that condition (Equation 3.157) were not true, but the system were BIBO stable. For a fixed t, consider
the input

x(t � l) ¼
1, h(l) > 0
�1, h(l) < 0
0, h(l) ¼ 0

8<
: (3:160)

For this input, the output at time t is

y(t) ¼
ð1

0

���h(l)���dl (3:161)

which is not bounded according to assumption. Therefore, we encounter a contradiction showing that
the condition (Equation 3.157) is also necessary for BIBO stability.

3.4.3.3 Stability and Natural Modes

Now we tie the stability analysis to the discussion of modal components above. We assert that a ‘‘causal
LTI system with proper rational system function H will be BIBO stable iff all of its poles are in the left-
half s-plane.’’ That this is true is easily seen. If any pole is in the right-half s-plane, we know that h will
contain at least one mode that will increase without bound. Therefore, Equation 3.157 cannot hold and
the system is not BIBO stable. Conversely, if all poles are in the left-half s-plane, Equation 3.157 will hold.
The case in which one or more simple poles fall exactly on the s¼ jv-axis (and none in the right-half
s-plane) is called marginal BIBO stability. In this case Equation 3.157 does not hold, so the system is not
strictly BIBO stable. However, the system does theoretically produce bounded outputs for some inputs.
Finally, note that we show by example below Example 3.24(a) that an improper rational system function
cannot represent a BIBO stable system.
Based on our earlier discussion of LT ROCs, an equivalent way to state the BIBO stability condition

is as follows: ‘‘A causal, LTI system is BIBO stable iff the ROC of its system function H includes the
s¼ jv-axis in the s-plane.’’We recall that the failure to include the jv- axis would imply at least one pole
of H in the right-half s-plane.

Let us conclude this discussion by considering some examples.
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Example 3.24

Comment on the BIBO stability of the following systems:

(a) H sð Þ ¼ N sð Þ
D sð Þ ¼

1=2ð Þs3
s2 þ 2sþ 1

¼ 1=2ð Þs3
ðsþ 1Þ2

(b) H sð Þ ¼ s� 3ð Þ
s2 þ 5sþ 4

(c) H sð Þ ¼ s� 3ð Þ
s2 þ 5sþ 4ð Þ s2 � 2s� 3ð Þ

(d) H sð Þ ¼ 6

sþ 3ð Þ2þ25
h i

sþ 8ð Þ

(e) H sð Þ ¼ s
s2 þ 4

Solution

(a) H is not a proper rational fraction because the order of N(s)> order of D(s). We illustrate that such
a system is not BIBO stable. Dividing D into N, we can write

H sð Þ ¼ 1
2
s� 1þ 3=2

s s2 þ 2sþ 1ð Þ (3:162)

Suppose we enter x(t)¼ u(t) as a (bounded) input. Then

Y sð Þ ¼ H sð ÞX sð Þ ¼ H sð Þ
s

¼ 1
2
� 1

s
þ 3=2
s s2 þ 2sþ 1ð Þ (3:163)

Therefore,

y tð Þ ¼ 1
2
d tð Þ � u tð Þ þ terms resulting from

3=2
s s2 þ 2sþ 1ð Þ

� 	
(3:164)

The output is unbounded in response to a bounded input and the system is therefore not BIBO
stable. ‘‘A similar result will occur whenever H is not proper.’’

(b) H has poles at s¼� 1,� 4, and zero at s¼ 3. The system is BIBO stable. Note that the right-half plane
zero has no adverse effect on stability.

(c) H(s)¼N(s)=D(s) has a second-order pole at s¼�1, and a simple pole at s¼�4. Both N and D have
roots s¼ 3, thus neither a pole nor zero is found there (they cancel). The system is therefore BIBO
stable.

Remark. The response to nonzero initial conditions of a system which has one or more
‘‘cancelled poles’’ in the right-half s-plane will increase without bound, and therefore could be
considered ‘‘unstable’’ in some sense, even though it is BIBO stable. The reader is invited to show
that the present system will respond in this undesirable manner to nonzero initial conditions. A
system is said to be asymptotically stable if it is BIBO stable and its response to initial conditions
approaches zero as t!1. We see that asymptotic stability implies BIBO stability but the converse
is not true.

(d) Recalling Equation 3.59, we find H has poles s¼�3� j5 and s¼�8. No finite zeros are included. The
system is BIBO stable and will have both an oscillatory mode and a damped exponential mode.

(e) H has poles at s ¼ � j2 which are on the jv-axis. The system is marginally BIBO stable.
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Example 3.25

Return to the series RLC circuit of Section 3.2 and discuss the system’s stability as R varies for a fixed L and
C. Assume that R < 2

ffiffiffiffiffiffiffiffi
L=C

p
.

Solution

In light of Equation 3.149, the upper bound on R means that the poles of the system will always be
complex conjugates, e.g., ph, ph* (h is oscillatory). From Equation 3.150 we see that the poles of the
system can be written in polar form as

ph, p
�
h ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
s2
h þ v2

h

q
e�j tan�1 (vh=sh) ¼ 1ffiffiffiffiffiffi

LC
p e� j tan�1 (vh=sh) (3:165)

For fixed L and C, the poles remain on a circle of radius 1=
ffiffiffiffiffiffi
LC

p
in the s-plane. Having established this

fact, recall the Cartesian form of ph given in Equation 3.149 and note that as R ! 0, ph ! j
ffiffiffiffiffiffiffiffiffiffiffi
1=LC

p
. On

other hand, as R ! 2
ffiffiffiffiffiffi
LC

p
, ph ! � ffiffiffiffiffiffiffiffiffiffiffi

1=LC
p

(see Figure 3.11). Therefore, the poles remain in the left-half
s-plane over the specified range for R, except when R¼ 0, in which case the poles are exactly on the jv-
axis at s ¼ � j(1=

ffiffiffiffiffiffi
LC

p
). Therefore, the system is BIBO stable, except when R¼ 0, in which case it is

marginally stable. Only if R were to take negative values would the circuit go unstable. This is not realistic
unless active circuit elements are present which effectively present negative resistance. The reader is
encouraged to explore what happens as R continues to increase beyond the given upper bound.

3.4.4 Laplace-Domain Phasor Circuits

After completing a sufficient number of circuit problems involving differential equations like Example
3.21, certain patterns would become apparent in a Laplace-transformed differential equation like
Equation 3.141. These patterns occur precisely because of the invariant relationships between currents
and voltages across lumped parameter components. For example, because the current and voltage

ph,ph
* = ± j 1

LC
pole at ph = – 1

LC

When R = 2 , doubleL
C 1

LC When R = 0, poles at

jω

σ

R increases

R increases

s-plane

×

×

×

×

FIGURE 3.11 Locus of the poles as R varies in Example 3.25.
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through an inductor are related as vL(t)¼ L(diL=dt), whenever this relationship is encountered and
transformed in a circuit problem, it becomes VL(s)¼ sLIL(s)� LiL(0

�). This relationship may be written
without recourse to the time domain by treating VL(s) and IL(s) as a ‘‘DC voltage’’ and a ‘‘DC current,’’
by replacing the inductor with a ‘‘resistor’’ with value sL, by adding a voltage source in series with value
LiL(0

�) having proper polarity, a small DC circuit problem.
In general, we canmake ‘‘Laplace’’ substitutions for each component in a circuit, then use ‘‘DC’’ analysis to

write the Laplace-transformed differential equation directly. The appropriate substitutions and variations for
both mesh and nodal analysis are discussed in detail in Chapter 12 of Feedback, Nonlinear, and Distributed
Circuits, along with more advanced frequency-domain uses of such LT replacements. After studying that
material, the reader may wish to provide closure to the present discussion by solving the following problem.

Example 3.26

Derive the Laplace-transformed differential equation (Equation 3.141) using Laplace circuit equivalents.

3.5 Conclusions and Further Readings

The LT is a powerful tool in the analysis and design of linear, time-invariant circuits and systems. In this
exposition we have developed the LT by appealing to the manner in which it turns differential equation
solutions into simple algebraic problems. We have focused not only on the technique for exploiting this
advantage, but also the reasons that this happens. Along the way we have discovered some useful
properties of the LT, as well as the meaning of poles and zeros. We also discussed numerous techniques
for recovering the time signal from the LT, noting that this sometime difficult task is the price paid for
alleviating the difficulties of time-domain solution. In the latter part of the chapter we turned our
attention to the analysis of systems, in particular the meaning and derivation of the system function.
This study led to the understanding of the relationship between the system function and impulse
response, and between the pole locations of the system function and stability of the system.
Most of our work has focused on the ULT, although the BLT was carefully discussed at the outset. The

advantage of the ULT is that it provides a way to incorporate initial condition information, a very
important property in many design and analysis problems, particularly because the initial conditions play
an important role in the transient response of the system. On the other hand, the BLT can handle a much
broader class of signals, a feature that is often advantageous in theoretical and formal developments. The
ROC of the LT in the s-plane becomes much more important for the BLT as the LT itself is not unique
without it. Accordingly, we spent a significant amount of effort studying the ROC.

The LT is closely related to the Fourier and z-transforms (ZTs), which are the subjects of subsequent
chapters. Section 3.7, Appendix B previews these ideas.
Finally, we note that several LT topics have not been treated here. These topics, such as the analysis of

feedback systems and state-space models, deal principally with control theory and applications and are
therefore outside of the scope of this book. Many fine books on signals and systems are available to which
the reader can turn to explore these subjects. Some of these texts are referenced below. Many excellent
books on circuit analysis and filter design, too numerous to cite here, are also available.

3.6 Appendix A: The Dirac Delta (Impulse) Function

The Dirac delta, or impulse, function, d(t), is defined as the function with the following properties:
If signal x is continuous at t0 (‘‘where the impulse is located in time’’), then

ðb

a

x tð Þd t � t0ð Þdt ¼ 0, t0 =2 [a,b]
x t0ð Þ, t0 2 (a,b)


(3:166)
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Two special cases are noted:

1. Note that Equation 3.166 does not cover the case in which the impulse is located exactly at one of
the limits of integration. In such cases whether x is continuous at t0.
The integral takes the value 1

2 x(t
þ
0 ) if t0 is the lower limit, t0¼ a.

The integral takes the value 1
2 x(t

�
0 ) if t0 is the upper limit, t0¼ b.

2. The only case not explicitly covered is one in which x is discontinuous at t0 and t0 is not a limit of
integration. In this case the integral takes the value 1

2 [x(t
�
0 )þ x(tþ0 )] if t0 2 (a, b), and 0 otherwise.

Note that this answer is also valid if x is continuous at t0, but it is unnecessarily complicated.

Note what happens in the special case in which x(t)¼ 1, a¼ –1, b¼ t, and t0¼ 0. From the definition,
we can write

ðt

�1
d(l)dl ¼

0, t < 0
1, 5t > 0
1
2
, t ¼ 0

8><
>: (3:167)

We see that

ðt

�1
d(l)dl ¼ u(t) (3:168)

Therefore, except at t¼ 0,

du
dt

¼ d(t) (3:169)

What emerges here is a very strange function. We see from Equation 3.168 that d must be zero
everywhere except at t¼ 0 because, apparently we accumulate area at only that point. The area under
that one point is unity because the integral takes a jump from 0 to 1 as t crosses zero. Because d has zero
width and unity total area, it must have infinite amplitude (at that one point!). To indicate the delta
function, therefore, we draw ‘‘arrows’’ as shown in Figure 3.12. It is sometimes mathematically useful to
indicate a delta function with area other than unity. In this case we simply label the arrow with a number
called the ‘‘weight’’ of the impulse. Note that it makes no sense to draw taller and shorter arrows for

0 3 8

7

t

FIGURE 3.12 Impulse functions d(t), d(t� 3), and 7d(t� 8).
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different weights, although this is sometimes done in textbooks, because
the weight does not indicate the ‘‘height’’ of the function (1!), but
instead, its area!
Finally, note that computing integrals with delta functions in them is

very easy because one need only follow the rules of the definition. For
example,

ð1

�18

ep(l�4)d(l� 6)dl ¼ e2p (3:170)

and

ð2

0

3u(t)d(t)dt ¼ 3
u(0þ)
2

¼ 3
2

(3:171)

Remark. The kth derivative of the impulse (usually k� 2) occasionally
appears in LT work. The notation

d(k)(t) ¼def d
kd

dtk
(3:172)

is often used to denote this signal. The signal d(1)(t) is called a doublet and is plotted as shown in
Figure 3.13.

3.7 Appendix B: Relationships among the Laplace, Fourier,
and z-Transforms

The transforms previewed here are most frequently defined and discussed for two-sided signals.
Therefore, it is most natural to base this discussion on the BLT, as defined in Equation 3.38.
The FT, XF, of a signal x is defined by the integral

XF(v) ¼
ð1

�1
x(t)ejvtdt (3:173)

Upon comparison with Equation 3.38, it is apparent that the FT evaluated at radian frequency v is
equivalent to the BLT of x evaluated at s¼ jv in the s-plane. The FT can, therefore, be obtained over all
v by evaluating the BLT, e.g., XL along the jv-axis:

XF(v) ¼ XL(s)js¼jv (3:174)

Evidently, the FT will only exist for a signal x if its BLT has an ROC that includes the jv-axis.
One very important class of signals whose BLT ROCs include the entire left-half s-plane, but not the

jv-axis, is the periodic signals. For this purpose, the FS can be used to expand the signal on a set of
discrete, harmonically related, basis functions (either complex exponentials or sinusoids). The complex
version is

0– 0+

δ(1) (t)

t

FIGURE 3.13 Doublet.
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x(t) ¼
X1
‘¼�1

c‘e
j‘v0t (3:175)

where v0¼ 2p=T0 is the fundamental radian frequency, with T0 the period of the waveform. The
complex numbers c‘, ‘ ¼ . . . , �1, 0, 1, 2, . . . are the FS coefficients computed as

c‘ ¼ 1
T0

ð
T0

x(t)e�j‘v0tdt (3:176)

where the integral is taken over any period of the waveform.
Comparing Equations 3.176 and 3.173, we see that the FS coefficients are equivalent to (scaled)

samples of the FT of one period of x, where the samples are taken at frequencies ‘v0. If we have a
periodic waveform, therefore, we can always represent it by samples of the FT of one period. Similarly, if
we have ‘‘short’’ signal and want to represent it using only frequency samples, we can let it be periodic
and represent it using the FS coefficients. In this case, we simply need to recall that the signal is not truly
periodic and work with only one period.
Conversely, the FT may be represented using only samples of the time waveform by artificially letting

the FT become periodic, then letting the time samples play the role of the FS coefficients. In this case, we
in effect, let the BLT become periodic along the jv-axis. This ‘‘backward FS’’ is what is known as
the discrete-time Fourier transform (DTFT). The DTFT is discussed in Chapter 4 along with the discrete
Fourier transform, a Fourier-type transform which is discrete and periodic in both time and frequency.
For the latter, the connections to the BLT are too obtuse to describe in brief terms here.
Finally, if we let the BLT become periodic in v with some fixed period along each s line, the BLT can

also be represented by discrete-time samples. This is similar to writing a ‘‘FS’’ which changes for each s.
This discrete-time Laplace transform (DTLT) could, in principle, be used in the design and analysis of
discrete-time systems in much the same way the BLT is used incontinuous-time work. For historical
reasons and for mathematical convenience, however, the ZT is almost universally used. The ZT is
obtained from the DTLT using the mapping esT ! z, where T is the sample period on the time signal.
As a consequence of this mapping, ‘‘strips’’ in the s-plane map into annuli in the z-plane. Therefore, the
ROC of a ZT takes the form of an annulus and the unit circle in the z-plane plays the role of the jv-axis in
the s-plane.
These ideas will become clearer and more precise through the study of successive Chapters 4 and 5.

The reader is also encouraged to see Ref. [2] for an elementary approach to discrete FTs.
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4.1 Introduction

The Fourier transform is a mathematical tool that is used to expand signals into a spectrum of sinusoidal
components to facilitate the signal representation and the analysis of system performance. In certain
applications, the Fourier transform is used for spectral analysis, and while in others it is used for
spectrum shaping that adjusts the relative contributions of different frequency components in the filtered
result. In certain applications, the Fourier transform is used for its ability to decompose the input signal
into uncorrelated components, so that signal processing can be more effectively implemented on the
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individual spectral components. Different forms of the Fourier transform, such as the continuous-time
(CT) Fourier series, the CT Fourier transform, the discrete-time (DT) Fourier transform (DTFT), the
discrete Fourier transform (DFT), and the fast Fourier transform (FFT), are applicable in different
circumstances. The goal of this section is to clearly define the various Fourier transforms, to discuss
their properties, and to illustrate how each form is related to the others in the context of a family tree of
Fourier signal processing methods.
Classical Fourier methods such as the Fourier series and the Fourier integral are used for CT

signals and systems, i.e., systems in which the signals are defined at all values of t on the continuum
�1< t<1. A more recently developed set of discrete Fourier methods, including the DTFT and the
DFT, are extensions of basic Fourier concepts for DT signals and systems. A DT signal is defined only for
integer values of n in the range �1< n<1. The class of DT Fourier methods is particularly useful as a
basis for digital signal processing (DSP) because it extends the theory of classical Fourier analysis to DT
signals and leads to many effective algorithms that can be directly implemented on general computers or
special-purpose DSP devices.

4.2 Classical Fourier Transform for Continuous-Time Signals

A CT signal s(t) and its Fourier transform S(jv) form a transform pair that are related by the following
equations for any s(t) for which the integral (Equation 4.1a) converges:

S( jv) ¼
ð1

�1
s(t)e�jvtdt (4:1a)

s(t) ¼ 1
2P

ð1

�1
S(jv)ejvtdv (4:1b)

In most literatures, Equation 4.1a is simply called the Fourier transform, whereas Equation 4.1b is called
the Fourier integral. The relationship S(jv)¼ F{s(t)} denotes the Fourier transformation of s(t), where
F{�} is a symbolic notation for the integral operator, and where v is the continuous frequency variable
expressed in rad=s. A transform pair s(t) $ S(jv) represents a one-to-one invertible mapping as long as
s(t) satisfies conditions which guarantee that the Fourier integral converges.
In the following discussion, the symbol d(t) is used to denote a CT impulse function that is defined to be

zero for all t 6¼ 0, undefined for t¼ 0, and has unit area when integrated over the range�1< t<1. From
Equation 4.1a, it is found that F{d(t� t0)}¼ e�jvt0 due to the well-known shifting property of d(t). Simi-
larly, from Equation 4.1b we find that F�1{2pd(v�v0)}¼ ejv0t, so that d(t� t0) $ e� jvt0 and ejv0t $
2pd(v�v0) are Fourier transform pairs. Using these relationships, it is easy to establish the Fourier
transforms of cos(v0t) and sin(v0t), as well as many other useful waveforms, many of which are listed in
Table 4.1.
The CT Fourier transform is useful in the analysis and design of CT systems, i.e., systems that process

CT signals. Fourier analysis is particularly applicable to the design of CT filters, which are characterized
by Fourier magnitude and phase spectra, i.e., by jH(jv)j and arg H(jv), where H(jv) is commonly called
the frequency response of the filter.

4.2.1 Properties of the Continuous-Time Fourier Transform

The CT Fourier transform has many properties that make it useful for the analysis and design of linear
CT systems. Some of the more useful properties are summarized in this section, while a more complete
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list of the CT Fourier transform properties is given in Table 4.2. Proofs of these properties are found in
Oppenheim et al. (1983) and Bracewell (1986). Note that F{�} denotes the Fourier transform operation,
F�1{�} denotes the inverse Fourier transform operation, and ‘‘*’’ denotes the linear convolution operation
defined as

f1(t) * f2(t) ¼
ð1

�1
f1(t)f2(t � t)dt

TABLE 4.1 Continous Time Fourier Transform Pairs

Signal Fourier Transform
Fourier Series Coefficients

(if Periodic)

Pþ1

k¼�1
akejkv0t 2p

Pþ1

k¼�1
akd(v� kv0) ak

ejv0t 2pd(v � v0) a1 ¼ 1

ak ¼ 0, otherwise

cos v0t p[d(v � v0) þ d(v þ v0)] a1 ¼ a�1 ¼ 1
2

ak ¼ 0, otherwise

sin v0t
p
j [d(v� v0)� d(vþ v0)] a1 ¼ �a�1 ¼ 1

2j

ak ¼ 0, otherwise

x(t) ¼ 1 2pd(v) a0 ¼ 1, ak ¼ 0, k 6¼ 0 (has this
Fourier series representation
for any choice of T0 > 0)

Periodic square wave

x(t) ¼ 1, jtj < T1

0, T1 < jtj � T0
2

� Pþ1

k¼�1
2 sin kv0T1

k d(v� kv0)
v0T1

p
sin c

kv0T1

p

� �
¼ sin kv0T1

kp
and

x(t þ T0) ¼ x(t)

Pþ1

n¼�1
d(t � nT)

2p
T

Xþ1

k¼�1
d v� 2pk

T

 !
ak ¼ 1

T
for all k

x(t) ¼ 1, jtj < T1

0, jtj > T1

�
2T1 sin c

vT1

p

� �
¼ 2 sinvT1

v
—

W
p

sin c
Wt
p

� �
¼ sinWt

pt
X(v) ¼ 1, jvj < W

0, jvj > W

�
—

d(t) 1 —

u(t)
1
jv

þ pd(v) —

d(t � t0) e�jvt0 —

e�atu(t), R e{a} > 0
1

aþ jv
—

te�atu(t), R e{a} > 0
1

(aþ jv)2
—

tn�1

(n� 1)!
e�atu(t), R e{a} > 0

1
(aþ jv)n

—

Source: Oppenheim, A.V. et al., Signals and Systems, Prentice Hall, Englewood Cliffs, NJ, 1983. With permission.
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1. Linearity (a and b are complex constants) F{af1(t)þ bf2(t)}¼ aF{f1(t)}þ bF{f2(t)}

2. Time-shifting F{f(t� t0)}¼ e�jvt0 F{f(t)}

3. Frequency-shifting ejv0t F�1{F{j(v�v0)}

4. Time-domain convolution F{f1(t)* f2(t)}¼ F{f1(t)} � F{f2(t)}
5. Frequency-domain convolution F{f1(t) � f2(t)} ¼ 1

2P F{f1(t)}*F{f2(t)}

6. Time-differentiation �jvF(jv)¼ F{d( f(t))=dt}

7. Time-integration F
Ðt

�1
f (t)dt

� �
¼ 1

jv F(jv)þ pF(0)d(v)

The above properties are particularly useful in CT system analysis and design, especially when the system
characteristics are easily specified in the frequency domain, as in linear filtering. Note that properties
(1), (6), and (7) are useful for solving differential or integral equations. Property (4) (time-domain

TABLE 4.2 Properties of the CT Fourier Transform

Name If F f (t) ¼ F(jv), then:

Definition F(jv) ¼ Ð1
�1

f (t)e�jvtdt

f (t) ¼ 1
2p

ð1

�1
F(jv)ejvtdv

Superposition F [af1(t) þ bf2(t)] ¼ aF1(jv) þ bF2(jv)

Simplification if:

(a) f(t) is even F(jv) ¼ 2
Ð1
0
f (t) cosvt dt

(b) f(t) is odd F(jv) ¼ 2j
Ð1
0
f (t) sinvt dt

Negative t F f(�t) ¼ F*(jv)

Scaling:

(a) Time Ff (at) ¼ 1
jaj F

jv
a

� �

(b) Magnitude F af(t) ¼ aF(jv)

Differentiation F
dn

dtn
f (t)

� �
¼ (jv)nF(jv)

Integration F

ðt

�1
f (x)dx

2
4

3
5 ¼ 1

jv
F(jv)þ pF(0)d(v)

Time shifting F f(t � a) ¼ F(jv)e�jva

Modulation F f(t)ejv0t ¼ F[j(v � v0)]

F f (t) cosv0t ¼ 1
2
{F[j(v� v0)]þ F[j(vþ v0)]}

F f (t) sinv0t ¼ 1
2
j{F[j(v� v0)]þ F[j(vþ v0)]}

Time convolution F�1[F1(jv)F2(jv)] ¼
Ð1

�1
f1(t)f2(t � t)dt

Frequency convolution F [f1(t)f2(t)] ¼ 1
2p

ð1

�1
F1(jl)F2[j(v� l)]dl

Source: Van Valkinburg, M.E., Network Analysis, 3rd edn., Prentice Hall, Englewood Cliffs,
NJ, 1974. With permission.
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convolution) provides the basis for many signal processing algorithms, since many systems can be
specified directly by their impulse or frequency response. Property (3) (frequency-shifting) is useful for
analyzing the performance of communication systems where different modulation formats are com-
monly used to shift spectral energy among different frequency bands.

4.2.2 Sampling Models for Continuous- and Discrete-Time Signals

The relationship between the CT and the DT domains is characterized by the operations of sampling and
reconstruction. If sa(t) denotes a signal s(t) that has been uniformly sampled every T seconds, then the
mathematical representation of sa(t) is given by

Sa(t) ¼
Xn¼1

n¼�1
s(t)d(t � nT) (4:2a)

where d(t) is the CT impulse function defined previously. Since the only places where the product
s(t)d(t� nT) is not identically equal to zero are at the sampling instances, s(t) in Equation 4.2a can be
replaced with s(nT) without changing the overall meaning of the expression. Hence, an alternate
expression for sa(t) that is often useful in Fourier analysis is

Sa(t) ¼
Xn¼1

n¼�1
s(nT)d(t � nT) (4:2b)

The CT sampling model sa(t) consists of a sequence of CT impulse functions uniformly spaced at
intervals of T seconds and weighted by the values of the signal s(t) at the sampling instants, as depicted
in Figure 4.1. Note that sa(t) is not defined at the sampling instants because the CT impulse function itself
is not defined at t¼ 0. However, the values of s(t) at the sampling instants are imbedded as ‘‘area under
the curve’’ of sa(t), and as such represent a useful mathematical model of the sampling process. In the DT
domain, the sampling model is simply the sequence defined by taking the values of s(t) at the sampling
instants, i.e.,

s[n] ¼ s(t)jt¼nT (4:3)

In contrast to sa(t), which is not defined at the sampling instants, s[n] is well defined at the sampling
instants, as illustrated in Figure 4.2. From this discussion, it is now clear that sa(t) and s[n] are different
but equivalent models of the sampling process in the CT and DT domains, respectively. They are both
useful for signal analysis in their corresponding domains. It will be shown later that their equivalence is
established by the fact that they have equal spectra in the Fourier domain, and that the underlying CT

s(–2T)

–2T 2T–T T0

s(–T)

sa (t)

s(0) s(T) s(2T)

FIGURE 4.1 CT model of a sampled CT signal.
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signal from which sa(t) and s[n] are derived can be recovered from either sampling representation
provided that a sufficiently high sampling rate is used in the sampling operation.

4.2.3 Fourier Spectrum of a Continuous-Time Sampled Signal

The operation of uniformly sampling a CT signal s(t) at every T seconds is characterized by Equation 4.2a
and b, where d(t) is the CT time impulse function defined earlier:

sa(t) ¼
X1

n¼�1
sa(t)d(t � nT) ¼

X1
n¼�1

sa(nT)d(t � nT)

Since sa(t) is a CT signal, it is appropriate to apply the CT Fourier transform to obtain an expression for
the spectrum of the sampled signal:

F{sa(t)} ¼ F
X1

n¼�1
sa(nT)d(t � nT)

( )
¼
X1

n¼�1
sa(nT)[e

jvT ]�n (4:4)

Since the expression on the right-hand side of Equation 4.4 is a function of ejvT, it is customary to express
the transform as F(ejvT)¼ F{sa(t)}. If v is replaced with a normalized frequency v0 ¼v=T, so that
�p<v0 <p, then the right side of Equation 4.4 becomes identical to the DTFT that is defined directly
for the sequence s[n]¼ sa(nT).

4.2.4 Generalized Complex Fourier Transform

The CT Fourier transform characterized by Equation 4.1 can be generalized by considering the variable
jv to be the special case of u¼sþ jv with s¼ 0, writing Equation 4.1 in terms of u, and interpreting u
as a complex frequency variable. The resulting complex Fourier transform pair is given by Equation 4.5a
and b (Bracewell 1986):

s(t) ¼ 1
2Pj

ðsþj1

s�j1
S(u)ejutdu (4:5a)

S(u) ¼
ð1

�1
s(t)e�jutdt (4:5b)

s(–2T)

–2 2–1 10

s(–T)

s[n]

s(0)

s(T)

s(2T)

FIGURE 4.2 DT model of a sampled CT signal.
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The set of all values of u for which the integral of Equation 4.5b converges is called the region of
convergence (ROC). Since the transform S(u) is defined only for values of u within the ROC, the path of
integration in Equation 4.5a must be defined so the entire path lies within the ROC. In some literature
this transform pair is called the bilateral Laplace transform because it is the same result obtained by
including both the negative and positive portions of the time axis in the classical Laplace transform
integral. The complex Fourier transform (bilateral Laplace transform) is not often used in solving
practical problems, but its significance lies in the fact that it is the most general form that represents
the place where Fourier and Laplace transform concepts merge together. Identifying this connection
reinforces the observation that Fourier and Laplace transform concepts share common properties
because they result from placing different constraints on the same parent form.

4.3 Fourier Series Representation of Continuous-Time
Periodic Signals

The classical Fourier series representation of a periodic time-domain signal s(t) involves an expansion of
s(t) into an infinite series of terms that consist of sinusoidal basis functions, each weighted by a complex
constant (Fourier coefficient) that provides the proper contribution of that frequency component to the
complete waveform. The conditions under which a periodic signal s(t) can be expanded in a Fourier
series are known as the Dirichlet conditions. They require that in each period s(t) has a finite number of
discontinuities, a finite number of maxima and minima, and satisfies the absolute convergence criterion
of Equation 4.6 (VanValkenburg 1974):

ðT=2

�T=2

js(t)jdt < 1 (4:6)

It is assumed throughout the following discussion that the Dirichlet conditions are satisfied by all
functions that will be represented by a Fourier series.

4.3.1 Exponential Fourier Series

If s(t) is a CT periodic signal with period T the exponential Fourier series expansion of s(t) is given by

s(t) ¼
X1

n¼�1
ane

jnv0t (4:7a)

where v0¼ 2p=T. The ans are the complex Fourier coefficients given by

an ¼ 1
T

ðT=2

�T=2

s(t)e�jnv0tdt, �1 < n < 1 (4:7b)

For every value of t where s(t) is continuous the right side of Equation 4.7a converges to s(t). At values of t
where s(t) has a finite jump discontinuity, the right side of Equation 4.7a converges to the average of s(t�)
and s(tþ), where

s(t�) ¼ lim
e!0

(t � e) and s(tþ) ¼ lim
e!0

(t þ e):
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For example, the Fourier series expansion of the sawtooth waveform (Example 1) illustrated in Figure 4.3
is characterized by T¼ 2p, v0¼ 1, a0¼ 0, and an¼ a�n¼A cos(np)=(jnp) for n¼ 1, 2,. . . . The
coefficients of the exponential Fourier series given by Equation 4.7b can be interpreted as a spectral
representation of s(t), since the anth coefficient represents the contribution of the (nv0)th frequency
component to the complete waveform. Since the ans are complex valued, the Fourier domain (spectral)
representation has both magnitude and phase spectra. For example, the magnitudes of the ans are plotted
in Figure 4.4 for the sawtooth waveform of Figure 4.3. The fact that the ans constitute a discrete set is
consistent with the fact that a periodic signal has a spectrum that contains only integer multiples of the
fundamental frequency v0. The equation pair given by Equation 4.7a and b can be interpreted as a
transform pair that is similar to the CT Fourier transform for periodic signals. This leads to the
observation that the classical Fourier series can be interpreted as a special transform that provides a
one-to-one invertible mapping between the discrete-spectral domain and the CT domain.

4.3.2 Trigonometric Fourier Series

Although the complex form of the Fourier series expansion is useful for complex periodic signals, the
Fourier series can be more easily expressed in terms of real-valued sine and cosine functions for real-
valued periodic signals. In the following discussion it is assumed that the signal s(t) is real-valued. When
s(t) is periodic and real-valued, it is convenient to replace the complex exponential Fourier series with a
trigonometric expansion that contains sin (v0t) and cos (v0t) terms with corresponding real-valued
coefficients (VanValkenburg 1974). The trigonometric form of the Fourier series for a real-valued signal
s(t) is given by

s(t) ¼
X1
n¼0

bn cos (nv0)þ
X1
n¼1

cn sin (nv0) (4:8a)

s(t)

A

–A
–2π 2π–π π0

FIGURE 4.3 Periodic CT signal used in Fourier series Example 1.

an

A/π

A/2π

–4 –3 –2 –1 0 1 2 3 4 n

FIGURE 4.4 Magnitude of the Fourier coefficients for Example 1.
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where v0¼ 2p=T. In Equation 4.8a the bns and cns are real-valued Fourier coefficients determined by

b0 ¼ 1
T

ðT=2

�T=2

s(t)dt

bn ¼ 2
T

ðT=2

�T=2

s(t) cos (nv0t)dt, n ¼ 1, 2, . . .

(4:8b)

and

cn ¼ 2
T

ðT=2

�T=2

s(t) sin (nv0t)dt, n ¼ 1, 2, . . .

An arbitrary real-valued signal s(t) can be expressed as a sum of even and odd components, s(t)¼
seven(t)þ sodd(t), where seven(t)¼ seven(�t) and sodd(t)¼�sodd(�t), and where seven(t)¼ [s(t)þ s(�t)]=2
and sodd(t)¼ [s(t)� s(�t)]=2. For the trigonometric Fourier series, it can be shown that seven(t) is
represented by the (even) cosine terms in the infinite series, sodd(t) is represented by the (odd) sine
terms, and b0 is the DC level of the signal. Therefore, if it can be determined by inspection that a signal
has a DC level, or if it is even or odd, then the correct form of the trigonometric series can be chosen to
simplify the analysis. For example, it is easily seen that the signal shown in Figure 4.5 (Example 2) is an
even signal with a zero DC level, and therefore, can be accurately represented by the cosine series with
bn¼ 2A sin(pn=2)=(pn=2), n¼ 1, 2, . . . as shown in Figure 4.6. In contrast note that the sawtooth
waveform used in the previous example is an odd signal with zero DC level, so that it can be completely

s(t)
A

–2π 2π–π π0

FIGURE 4.5 Periodic CT signal used in Fourier series Example 2.

bn

n

4A

4A/π

–3 –2 –1 0 1 2 3

FIGURE 4.6 Fourier coefficients for example of Figure 4.5.
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specified by the sine terms of the trigonometric series. This result can be demonstrated by
pairing each positive frequency component from the exponential series with its conjugate partner, i.e.,
cn¼ sin(nv0t)¼ ane

jnv0tþ a�ne
�jnv0t, whereby it is found that cn¼ 2A cos(np)=(np) for this example. In

general, it is found that an¼ (bn� jcn)=2 for n¼ 1, 2, . . . , a0¼ b0, and a�n¼ an*. The trigonometric
Fourier series is common in the signal processing literature because it replaces complex coefficients
with real ones and often results in a simpler and more intuitive interpretation of the results.

4.3.3 Convergence of the Fourier Series

The Fourier series representation of a periodic signal is an approximation that exhibits mean squared
convergence to the true signal. If s(t) is a periodic signal of period T, and s0(t) denotes the Fourier series
approximation of s(t), then s(t) and s0(t) are equal in the mean square sense if

mse ¼
ðT=2

�T=2

s(t)� s0(t)j j2dt ¼ 0 (4:9)

Even if Equation 4.9 is satisfied,mean square error (MSE) convergence does not guarantee that s(t)¼ s0(t)
at every value of t. In particular, it is known that at values of t where s(t) is discontinuous, the Fourier
series converges to the average of the limiting values to the left and right of the discontinuity. For
example, if t0 is a point of discontinuity, then s0(t0) ¼ [s(t�0 ) þ s(tþ0 )]=2, where s(t

�
0 ) and s(tþ0 ) were

defined previously (note that at points of continuity, this condition is also satisfied by the very definition
of continuity). Since the Dirichlet conditions require that s(t) have at most a finite number of points
of discontinuity in one period, the set St such that s(t) 6¼ s0(t) within one period contains a finite number
of points, and St is a set of measure zero in the formal mathematical sense. Therefore s(t) and its Fourier
series expansion s0(t) are equal almost everywhere, and s(t) can be considered identical to s0(t) for analysis
in most practical engineering problems.
The condition of convergence almost everywhere is satisfied only in the limit as an infinite number of

terms are included in the Fourier series expansion. If the infinite series expansion of the Fourier series is
truncated to a finite number of terms, as it must always be in practical applications, then the approxi-
mation will exhibit an oscillatory behavior around the discontinuity, known as the Gibbs phenomenon
(VanValkenburg 1974). Let s0N (t) denote a truncated Fourier series approximation of s(t), where only the
terms in Equation 4.7a from n¼�N to n¼N are included if the complex Fourier series representation is
used, or where only the terms in Equation 4.8a from n¼ 0 to n¼N are included if the trigonometric form of
the Fourier series is used. It is well known that in the vicinity of a discontinuity at t0 the Gibbs phenomenon
causes s0N(t) to be a poor approximation to s(t). The peakmagnitude of the Gibbs oscillation is 13% of the size
of the jump discontinuity s(t�0 )� s(tþ0 ) regardless of the number of terms used in the approximation. As N
increases, the region that contains the oscillation becomes more concentrated in the neighborhood of the
discontinuity, until, in the limit asN approaches infinity, the Gibbs oscillation is squeezed into a single point
of mismatch at t0. The Gibbs phenomenon is illustrated in Figure 4.7 where an ideal low-pass frequency
response is approximated by impulse response function that has been limited to having only N nonzero
coefficients, and hence the Fourier series expansion contains only a finite number of terms.
An important property of the Fourier series is that the exponential basis functions ejnv0t (or sin(nv0t)

and cos(nv0t) for the trigonometric form) for n¼ 0, �1, �2, . . . (or n¼ 0, 1, 2, . . . for the trigonometric
form) constitute an orthonormal set, i.e., tnk¼ 1 for n¼ k, and tnk¼ 0 for n 6¼ k, where

tnk ¼ 1
T

ðT=2

�T=2

(e�jnv0t)(ejkv0t)dt
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As terms are added to the Fourier series expansion, the orthogonality of the basis functions guarantees
that the approximation error decreases in the mean square sense, i.e., that MSEN decreases monotonically
as N is increased, where

MSEN ¼
ðT=2

�T=2

s(t)� s0N (t)
�� ��2dt

Therefore, when applying Fourier series analysis including more terms always improves the accuracy of
the signal representation.

4.3.4 Fourier Transform of Periodic Continuous-Time Signals

For a periodic signal s(t), the CT Fourier transform can then be applied to the Fourier series expansion of
s(t) to produce a mathematical expression for the ‘‘line spectrum’’ that is characteristic of periodic
signals:

F{s(t)} ¼ F
X1

n¼�1
ane

jnv0t

( )
¼ 2p

X1
n¼�1

and(v� v0) (4:10)

The spectrum is shown in Figure 4.8. Note the similarity between the spectral representation of Figure 4.8
and the plots of the Fourier coefficients in Figures 4.4 and 4.6, which were heuristically interpreted as a
line spectrum. Figures 4.4 and 4.6 are different from Figure 4.8 but they are equivalent representations of
the Fourier line spectrum that is characteristic of periodic signals.

Truncated
filter

0 ωb
ω

|H
(σ

ω )|
FIGURE 4.7 Gibbs phenomenon in a low-pass digital filter caused by truncating the impulse response to N terms.

–2 –1 0 1 2 n

F{s(t)}

2πc–2 2πc–1 2πc0 2πc1 2πc2

FIGURE 4.8 Spectrum of the Fourier representation of a periodic signal.
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4.4 Discrete-Time Fourier Transform

The DTFT is obtained directly in terms of the sequence samples s[n] by taking the relationship obtained
in Equation 4.4 to be the definition of the DTFT. Letting T¼ 1 so that the sampling period is removed
from the equations and the frequency variable is replaced with a normalized frequency v0 ¼vT, the
DTFT pair is defined by Equation 4.11. In order to simplify notation, it is not customary to distinguish
between v and v0, but rather to rely on the context of the discussion to determine whether v refers to the
normalized (T¼ 1) or the unnormalized (T 6¼ 1) frequency variable.

S(ejv
0
) ¼

X1
n¼�1

s[n]e�jv0n (4:11a)

s[n] ¼ 1
2P

ðP

�P

S(ejv
0
)ejnv

0
dv0 (4:11b)

The spectrum S(ejv
0
) is periodic in v0 with period 2p. The fundamental period in the range �p<v0 �p,

referred to as the baseband, is the useful frequency range of the DT system because frequency compon-
ents in this range can be represented unambiguously in sampled form (without aliasing error). In much
of the signal processing literature the explicit primed notation is omitted from the frequency variable.
However, the explicit primed notation will be used throughout this section because there is a potential for
confusion when so many related Fourier concepts are discussed within the same framework.
By comparing Equations 4.4 and 4.11a, and noting that v0 ¼vT, it is seen that

F{sa(t)} ¼ DTFT{s[n]}

where s[n]¼ sa(t)jt¼ nT. This demonstrates that the spectrum of sa(t) as calculated by the CT Fourier
transform is identical to the spectrum of s[n] as calculated by the DTFT. Therefore although sa(t) and s[n]
are quite different sampling models, they are equivalent in the sense that they have the same Fourier
domain representation. A list of common DTFT pairs is presented in Table 4.3. Just as the CT
Fourier transform is useful in CT signal system analysis and design, the DTFT is equally useful for
DT system analysis and design.
In the same way that the CT Fourier transform was found to be a special case of the complex Fourier

transform (or bilateral Laplace transform), the DTFT is a special case of the bilateral z-transform with
z¼ ejv

0t. The more general bilateral z-transform is given by

S(z) ¼
X1

n¼�1
s[n]z�n (4:12a)

s[n] ¼ 1
2pj

þ
c
S(z)zn�1dz (4:12b)

where C is a counter clockwise contour of integration which is a closed path completely contained within
the ROC of S(z). Recall that the DTFT was obtained by taking the CT Fourier transform of the CT
sampling model sa(t). Similarly, the bilateral z-transform results by taking the bilateral Laplace transform
of sa(t). If the lower limit on the summation of Equation 4.12a is taken to be n¼ 0, then Equation 4.12a
and b becomes the one-sided z-transform, which is the DT equivalent of the one-sided Laplace transform
for CT signals.

4-12 Fundamentals of Circuits and Filters



4.4.1 Properties of the Discrete-Time Fourier Transform

Since the DTFT is a close relative of the classical CT Fourier transform, it should come as no surprise that
many properties of the DTFT are similar to those of the CT Fourier transform. In fact, for many of
the properties presented earlier, there is an analogous property for the DTFT. The following list parallels
the list that was presented earlier for the CT Fourier transform, to the extent that the same properties
exist (a more complete list of DTFT properties is given in Table 4.4). Note that F{�} denotes the DT
Fourier transform operation, F�1{�} denotes the inverse DT Fourier transform operation, and ‘‘*’’ denotes
the DT convolution operation defined as

f1[n]*f2[n] ¼
Xþ1

k¼�1
f1[n]f2[n� k]

1. Linearity (a and b are complex constants) DTFT{af1[n]þ bf2[n]}¼ a � DTFT{f1[n]}þ b � DTFT{f2[n]}
2. Index-shifting DTFT{f[n� n0]}¼ e�jvn0 DTFT{f[n]}

3. Frequency-shifting ejv0n f[n]¼DTFT�1 {F(jv�v0)}

4. Time-domain convolution DTFT{f1[n]* f2[n]}¼ F{f1[n]} � F{f2[n]}
5. Frequency-domain convolution DTFT{f1[n] � f2[n]} ¼ 1

2PDTFT{f1[n]} � DTFT{f2[n]}
6. Frequency-differentiation nf[n]¼DTFT�1{dF(jv)=dv}

Note that the time-differentiation and time-integration properties of the CT Fourier transform do not
have analogous counterparts in the DTFT because time-domain differentiation and integration are not

TABLE 4.3 Some Basic Discrete Time Fourier Transform Pairs

Sequence Fourier Transform

1. d[n] 1

2. d[n � n0] e�jvn0

3. 1 (�1 < n < 1)
P1

k¼�1
2pd(vþ 2pk)

4. anu[n] (jaj < 1)
1

1� ae�jv

5. u[n]
1

1� e�jv
þ
X1
k¼�1

pd(vþ 2pk)

6. (n þ 1)anu[n] (jaj < 1)
1

(1� ae�jv)2

7.
rn sinvp(nþ 1)

sinvp
u[n] (jrj < 1)

1
1� 2r cosvpe�jv þ r2e�j2v

8.
sinvcn
pn

X(ejv) ¼ 1, jvj < vc,
0, vc < jvj � p

�

9. x[n] ¼ 1, 0 � n � M
0, otherwise

�
sin [v(M þ 1)=2]

sin (v=2)
e�jvM=2

10. ejv0n
P1

k¼�1
2pd(v� v0 þ 2pk)

11. cos (v0n þ f) p
P1

k¼�1
[ejfd(v� v0 þ 2pk)þ e�jfd(vþ v0 þ 2pk)]

Source: Oppenheim, A.V. and Schafer, R.W., Discrete-Time Signal Processing, Prentice
Hall, Englewood Cliffs, NJ, 1989. With permission.
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defined for DT signals. When working with DT systems practitioners must often manipulate difference
equations in the frequency domain. For this purpose the properties of linearity and index-shifting are
very important. As with the CT Fourier transform, time-domain convolution is also important for DT
systems because it allows engineers to work with the frequency response of the system in order to achieve
proper shaping of the input spectrum, or to achieve frequency selective filtering for noise reduction or
signal detection.

4.4.2 Relationship between the CT and DT Spectra

Since DT signals often originate by sampling a CT signal, it is important to develop the relationship
between the original spectrum of the CT signal and the spectrum of the DT signal that results. First, the
CT Fourier transform is applied to the CT sampling model, and the properties are used to produce the
following result:

F{sa(t)} ¼ F sa(t)
X1

n¼�1
d(t � nT)

( )
¼ 1

2p
Sa(jv)F

X1
n¼�1

d(t � nT)

( )
(4:13)

Since the sampling function (summation of shifted impulses) on the right-hand side of Equation 4.13 is
periodic with period T it can be replaced with a CT Fourier series expansion and the frequency-domain
convolution property of the CT Fourier transform can be applied to yield two equivalent expressions for
the DT spectrum:

S(ejvT) ¼ 1
T

X1
n¼�1

Sa( j[v� nvs]) or S(ejv
0
) ¼ 1

T

X1
n¼�1

Sa(j[v
0 � n2p=T]) (4:14)

TABLE 4.4 Properties of the Discrete Time Fourier Transform

Sequence Fourier Transform
x[n] X(ejv)
y[n] Y(ejv)

1. ax[n] þ by[n] aX(ejv) þ bY(ejv)

2. x[n � nd] (nd an integer) e�jvnd X(ejv)

3. ejv0nx[n] X(ej(v�v0))

4. x[�n] X(e�jv) if x[n] real

X*(ejv)

5. nx[n] j
dX(ejv)
dv

6. x[n] * y[n] X(ejv)Y(ejv)

7. x[n]y[n] 1
2p

Ðp
�p

X(eju)Y(ej(v�u))du

Parseval’s theorem

8.
P1

n¼�1
jx[n]j2 ¼ 1

2p

ðp

�p

jX(ejv)j2dv

9.
P1

n¼�1
x[n]y*[n] ¼ 1

2p

ðp

�p

X(ejv)Y*(ejv)dv

Source: Oppenheim, A.V. and Schafer, R.W., Discrete-Time Signal
Processing, Prentice Hall, Englewood Cliffs, NJ, 1989. With permission.
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In Equation 4.14 vs¼ (2p=T) is the sampling frequency and v0 ¼vT is the normalized DT frequency
axis expressed in radians. Note that S(ejvT)¼ S(ejv

0
) consists of an infinite number of replicas of the CT

spectrum S(jv), positioned at intervals of (2p=T) on the v axis (or at intervals of 2p on the v0 axis), as
illustrated in Figure 4.9. Note that if S(jv) is band-limited with a bandwidth vc, and if T is chosen
sufficiently small so that vs> 2vc, then the DT spectrum is a copy of S(jv) (scaled by 1=T) in
the baseband. The limiting case of vs¼ 2vc is called the Nyquist sampling frequency. Whenever a CT
signal is sampled at or above the Nyquist rate, no aliasing distortion occurs (i.e., the baseband spectrum
does not overlap with the higher order replicas) and the CT signal can be exactly recovered from its
samples by extracting the baseband spectrum of S(ejv

0
) with an ideal low-pass filter that recovers the

original CT spectrum by removing all spectral replicas outside the baseband and scaling the baseband by
a factor of T.

4.5 Discrete Fourier Transform

To obtain the DFT the continuous-frequency domain of the DTFT is sampled at N points uniformly
spaced around the unit circle in the z-plane, i.e., at the points vk¼ (2pk=N), k¼ 0, 1, . . . ,N� 1.
The result is the DFT transform pair defined by Equation 4.15a and b:

S[k] ¼
XN�1

n¼0

s[n]e�j2pknN , k ¼ 0, 1, . . . , N � 1 (4:15a)

s[k] ¼ 1
N

XN�1

k¼0

S[k]ej
2pkn
N , n ¼ 0, 1, . . . ,N � 1 (4:15b)

The signal s[n] is either a finite length sequence of length N, or it is a periodic sequence with period N.
Regardless of whether s[n] is a finite length or periodic sequence, the DFT treats the N samples of s[n] as
though they are one period of a periodic sequence. This is a peculiar feature of the DFT, and one that
must be handled properly in signal processing to prevent the introduction of artifacts.

4.5.1 Properties of the DFT

Important properties of the DFT are summarized in Table 4.5. The notation ([k])N denotes k modulo N,
and RN[n] is a rectangular window such that RN[n]¼ 1 for n¼ 0, . . . , N� 1, and RN[n]¼ 0 for n< 0 and
n�N. The transform relationship given by Equation 4.15a and b is also valid when s[n] and S[k] are
periodic sequences, each of period N. In this case n and k are permitted to range over the complete set of
real integers, and S[k] is referred to as the discrete Fourier series (DFS). In some cases, the DFS is
developed as a distinct transform pair in its own right (Jenkins 1986). Whether or not the DFT and the
DFS are considered identical or distinct is not important in this discussion. The important point to be

S(e jώ )

Sa(jω)
ώ = ωT

T

0

Baseband spectrum

–ωć ωć 2π–2π ώ

FIGURE 4.9 Relationship between the CT and DT spectra.

Fourier Methods for Signal Analysis and Processing 4-15



emphasized here is that the DFT treats s[n] as though it were a single period of a periodic sequence, and
all signal processing done with the DFT will inherit the consequences of this assumed periodicity.
Most of the properties listed in Table 4.5 for the DFT are similar to those of the Z-transform and the

DTFT, although there are important differences. For example, Property (5) (time-shifting property),
holds for circular shifts of the finite length sequence s[n], which is consistent with the notion that the
DFT treats s[n] as one period of a periodic sequence. Also, the multiplication of two DFTs results in
the circular convolution of the corresponding DT sequences, as specified by Property (7). This latter
property is quite different from the linear convolution property of the DTFT. Circular convolution is
simply a linear convolution of the periodic extensions of the finite sequences being convolved, where each
of the finite sequences of length N defines the structure of one period of the periodic extensions.
For example, suppose it is desired to implement a digital filter with finite impulse response (FIR) h[n].

The output in response to s[n] is

y[n] ¼
XN�1

k¼0

h[k]s[n� k] (4:16)

which is obtained by transforming h[n] and s[n] into H[k] and S[k] using the DFT, multiplying the
transforms point-wise to obtain Y[k]¼H[k]S[k], and then using the inverse DFT to obtain y[n]¼
DFT�1{Y[k]}. If s[n] is a finite sequence of length M, then the results of the circular convolution

TABLE 4.5 Properties of the Discrete Fourier Transform (DFT)

Finite-Length Sequence (Length N) N-Point DFT (Length N)

1. x[n] X[k]

2. x1[n], x2[n] X1[k], X2[k]

3. ax1[n] þ bx2[n] aX1[k] þ bX2[k]

4. X[n] Nx[((�k))N]

5. x[( (n � m))N] Wkm
N X[k]

6. W�‘n
N x[n] X[((k � ‘))N]

7.
PN�1

m¼0
x1(m)x2[((n�m))N ] X1[k]X2[k]

8. x1[n]x2[n] 1
N

PN�1

‘¼0
X1(‘)X2[((k� ‘))N ]

9. x*[n] X*[( (�k))N]

10. x*[((�n))N] X*[k]

11. R e{x[n]} Xep[k] ¼ 1
2 {X[((k))N ]þ X*[((�k))N ]}

12. jIm{x[n]} Xop[k] ¼ 1
2 {X[((k))N ]� X*[((�k))N ]}

13. xep[n] ¼ 1
2 {x[n]þ x*[((�n))N ]} R e {X[k]}

14. xop[n] ¼ 1
2 {x[n]� x*[((�n))N ]} jIm {X[k]}

Properties 15–17 apply only when x[n] is real.

15. Symmetry properties

X[k] ¼ X*[((�k))N ]
Re{X[k]} ¼ Re{X[((�k))N]}
Im{X[k]} ¼ �Im{X[((�k))N ]}
jX[k]j ¼ jX[((�k))N ]j
ff\{X[k]} ¼ � ff\{X[((�k))N ]}

8>>><
>>>:

16. xep[n] ¼ 1
2 {x[n]þ x[((�n))N ]} R e{X[k]}

17. xop[n] ¼ 1
2 {x[n]� x[((�n))N ]} jIm{X[k]}

Source: Oppenheim, A.V. and Schafer, R.W., Discrete-Time Signal Processing, Prentice Hall,
Englewood Cliffs, NJ, 1989. With permission.
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implemented by the DFT will correspond to the desired linear convolution if and only if the block length
of the DFT, NDFT, is chosen sufficiently large so that NDFT>NþM� 1 and both h[n] and s[n] are
padded with zeros to form blocks of length NDFT.

4.5.2 Fast Fourier Transform Algorithms

The DFT is typically implemented in practice with one of the common forms of the FFT algorithm. The
FFT is not a Fourier transform in its own right, but rather it is simply a computationally efficient
algorithm that reduces the complexity of the computing DFT from Order {N2} to Order {N log2N}. When
N is large, the computational savings provided by the FFT algorithm is so great that the FFT makes real-
time DFT analysis practical in many situations which would be entirely impractical without it. There are
numerous FFT algorithms, including decimation-in-time (D-I-T) algorithms, decimation-in-frequency
(D-I-F) algorithms, bit-reversed algorithms, normally ordered algorithms, mixed-radix algorithms
(for block lengths that are not powers-of-2 [PO2]), prime factor algorithms, and Winograd algorithms
(Blahut 1985). The D-I-T and the D-I-F radix-2 FFT algorithms are the most widely used in practice.
Detailed discussions of various FFT algorithms can be found in Brigham (1974) and Oppenheim and
Schafer (1975).
The FFT is easily understood by examining the simple example of N¼ 8. There are numerous ways to

develop the FFT algorithm, all of which deal with a nested decomposition of the summation operator of
Equation 4.20a. The development presented here is called an algebraic development of the FFT because it
follows straightforward algebraic manipulation. First, each of the summation indices (k, n) in Equation
4.15a is expressed as explicit binary integers, k¼ k24þ k12þ k0 and n¼ n24þ n12þ n0, where ki and ni
are bits that take on the values of either 0 or 1. If these expressions are substituted into Equation 4.20a, all
terms in the exponent that contain the factor N¼ 8 can be deleted because e�j2pl¼ 1 for any integer l.
Upon deleting such terms and regrouping the remaining terms, the product nk can be expressed in either
of two ways:

nk ¼ (4k0)n2 þ (4k1 þ 2k0)n1 þ (4k2 þ 2k1 þ k0)n0 (4:17a)

nk ¼ (4n0)k2 þ (4n1 þ 2n0)k1 þ (4n2 þ 2n1 þ n0)k0 (4:17b)

Substituting Equation 4.17a into Equation 4.15a leads to the D-I-T FFT, whereas substituting Equation
4.25b leads to the D-I-F FFT. Only the D-I-T FFT is discussed further here. The D-I-F and various related
forms are treated in detail in Oppenheim and Schafer (1975).
The D-I-T FFT decomposes into log2 N stages of computation, plus a stage of bit reversal,

x1[k0, n1, n0] ¼
Xn2¼1

n2¼0

s[n2, n1, n0]W
4k0n2
8 (stage 1) (4:18a)

x2[k0, k1, n0] ¼
Xn1¼1

n1¼0

x1[k0, n1, n0]W
4k1þ2k0)n1
8 (stage 2) (4:18b)

x3[k0, k1, k2] ¼
Xn0¼1

n0¼0

x2[k0, k1, n0]W
4k2þ2k1þk0)n0
8 (stage 3) (4:18c)

s(k2, k1, k0) ¼ x3(k2, k1, k2) (bit reversal) (4:18d)

In each summation above, one of the nis is summed out of the expression, while at the same time a new ki
is introduced.
The notation is chosen to reflect this. For example, in stage 3, n0 is summed out, k2 is introduced as a

new variable, and n0 is replaced by k2 in the result. The last operation, called bit reversal, is necessary to
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correctly locate the frequency samples X[k] in the memory. It is easy to show that if the samples are
paired correctly, an in-place computation can be done by a sequence of butterfly operations. The term in-
place means that each time a butterfly is to be computed, a pair of data samples is read from memory, and
the new data pair produced by the butterfly calculation is written back into the memory locations where
the original pair was stored, thereby overwriting the original data. An in-place algorithm is designed so
that each data pair is needed for only one butterfly, and so the new results can be immediately stored on
top of the old in order to minimize memory requirements.
For example, in stage 3 the k¼ 6 and k¼ 7 samples should be paired, yielding a ‘‘butterfly’’

computation that requires one complex multiply, one complex add, and one subtract.

x3(1, 1, 0) ¼ x2(1, 1, 0)þW3
8x2(1, 1, 1) (4:19a)

x3(1, 1, 1) ¼ x2(1, 1, 0)�W3
8x2(1, 1, 1) (4:19b)

Samples x2(6) and x2(7) are read from the memory, the butterfly is executed on the pair, and x3(6) and
x3(7) are written back to the memory, overwriting the original values of x2(6) and x2(7). In general, there
are N=2 butterflies per stage and log2N stages, so the total number of butterflies is [N=2]log2N. Since there
is at most one complex multiplication per butterfly, the total number of multiplications is bounded by
(N=2)log2N (some of the multiplies involve factors of unity and should not be counted).
Figure 4.10 shows the signal flow graph of the D-I-T FFT algorithm for N¼ 8. This algorithm is

referred to as an in-place FFT with normally ordered input and bit-reversed output samples. Minor
variations that include bit-reversed inputs and normally ordered outputs, and non-in-place algorithms
with normally ordered inputs and outputs are also possible. Also, when N is not a ‘‘power-of-2’’ (PO2), a
mixed-radix algorithm can be used to reduce the computation. The mixed-radix FFT is most efficient
when N is highly composite, i.e., when N can be expressed as N¼ p1

rip2
r2� � �pLrL, where the pis are small
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FIGURE 4.10 D-I-T FFT algorithm with normally ordered inputs and bit-reversed outputs.
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prime numbers and the ris are positive integers. It can be shown that the order of complexity of the
mixed-radix FFT is Order {N(r1(p1� 1)þ r2(p2� 1)þ � � � þ rL(p

L� 1)}. Because of the lack of uniformity
of structure among stages, this algorithm has not received much attention for hardware implementation.
However, the mixed-radix FFT is often used in software applications, especially for processing
data recorded in laboratory experiments where it is not convenient to restrict the block lengths to be
PO2. Many advanced FFT algorithms, such as higher-radix forms, the mixed-radix form, the prime-
factor algorithm, and the Winograd algorithm, are described in Blahut (1985). Algorithms specialized for
real-valued data reduce the computational cost by a factor-of-2.

4.6 Family Tree of Fourier Transforms

Figure 4.11 illustrates the functional relationships among the various forms of CT and DT Fourier
transforms that have been discussed in the previous sections. The family of CT Fourier transforms is
shown on the left side of Figure 4.11, whereas the right side of the figure shows the hierarchy of DT
Fourier transforms. Note that the most general, and consequently the most powerful, Fourier transform
is the classical complex Fourier transform (or equivalently, the bilateral Laplace transform). Note also
that the complex Fourier transform is identical to the bilateral Laplace transform, and it is at this level
that the classical Laplace transform techniques and Fourier transform techniques become identical. Each
special member of the CT Fourier family is obtained by impressing certain constraints on the general

Complex Fourier transform
Bilateral Laplace transform

u = σ + jω (complex frequency)

Continuous time domain Discrete time domain

Bilateral z–transform
z = exp uT

Sampling

Reconstruction

Continuous time
Fourier transform

Signal
with

period T

Signal
with

period N

Fourier series DFT

u = jω z = exp jω 

DTFT

FIGURE 4.11 Functional relationships among various forms of the Fourier transform.
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form, thereby producing special transforms that are simpler and more useful in practical problems where
the constraints are met.
In Figure 4.11 it is seen that the bilateral z-transform is analogous to the complex Fourier transform,

the unilateral z-transform is analogous to the classical (one-sided) Laplace transform, the DTFT
is analogous to the classical Fourier (CT) transform, and the DFT is analogous to the classical (CT)
Fourier series.

4.6.1 Walsh–Hadamard Transform

The Walsh–Hadamard transform (WHT) is a computationally attractive orthogonal transform that is
structurally related to the DFT, and which can be implemented in practical applications without
multiplication, and with a computational complexity for addition that is on the same order of complexity
as that of an FFT. The tmkth element of the WHT matrix TWHT is given by

tmk ¼ 1ffiffiffiffi
N

p
Yp�1

‘¼0

(�1)b1(m)bp�1�‘(k) , m and k ¼ 0, . . . ,N � 1

where b‘(m) is the ‘th order bit in the binary representation of m, and N¼ 2p. The WHT is defined only
when N is a PO2. Note that the columns of TWHT form a set of orthogonal basis vectors whose elements
are all 1s or �1s, so that the calculation of the matrix–vector product TWHT X can be accomplished with
only additions and subtractions. It is well known that TWHT of dimension (N3N), for N a PO2, can be
computed recursively according to

Tk ¼ Tk=2 Tk=2

Tk=2 �Tk=2

� �
for K ¼ 4, . . . ,N (even) and T2 ¼ 1 1

1 �1

� �

The above relationship provides a convenient way of quickly constructing the Walsh–Hadamard matrix
for any arbitrary (even) size N.

Due to structural similarities between the DFT and the WHT matrices, the WHT transform can be
implemented using a modified FFT algorithm. The core of any FFT program is a butterfly calculation that
is characterized by a pair of coupled equations that have the following form:

Xiþ1(‘,m) ¼ Xi(‘,m)þ eju(‘,m,k,s)Xi(k, s)

Xiþ1(‘,m) ¼ Xi(‘,m)� eju(‘,m,k,s)Xi(k, s)

If the exponential factor in the butterfly calculation is replaced by a ‘‘1,’’ so the ‘‘modified butterfly’’
calculation becomes

Xiþ1(‘,m) ¼ Xi(‘,m)þ Xi(k, s)

Xiþ1(‘,m) ¼ Xi(‘,m)� Xi(k, s)

the modified FFT program will in fact perform a WHT on the input vector. This property not only
provides a quick and convenient way to implement the WHT, but it also establishes clearly that in
addition to the WHT requiring no multiplication, the number of additions required has order of
complexity of (N=2)log2N, i.e., the same as the that of the FFT.

The WHT is used in many applications that require signals to be decomposed in real time into a set of
orthogonal components. A typical application in which the WHT has been used in this manner is in code
division multiple access (CDMA) wireless communication systems. A CDMA system requires spreading
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of each user’s signal spectrum using a PN sequence. In addition to the PN spreading codes, a set of
length-64 mutually orthogonal codes, called the Walsh codes, are used to ensure orthogonality among the
signals for users received from the same base station. The length N¼ 64 Walsh codes can be thought of as
the orthogonal column vectors from a (643 64) Walsh–Hadamard matrix, and the process of demodu-
lation in the receiver can be interpreted as performing a WHT on the complex input signal containing all
the modulated user’s signals so they can be separated for accurate detection.

4.7 Selected Applications of Fourier Methods

4.7.1 DFT (FFT) Spectral Analysis

An FFT program is often used to perform spectral analysis on signals that are sampled and recorded as
part of laboratory experiments, or in certain types of data acquisition systems. There are several issues to
be addressed when spectral analysis is performed on (sampled) analog waveforms that are observed over
a finite interval of time.

Windowing: The FFT treats the block of data as though it were one period of a periodic sequence. If the
underlying waveform is not periodic, then harmonic distortion may occur because the periodic waveform
created by the FFT may have sharp discontinuities at the boundaries of the blocks. This effect is
minimized by removing the mean of the data (it can always be reinserted) and by windowing the data
so the ends of the block are smoothly tapered to zero. A good rule of thumb is to taper 10% of the data on
each end of the block using either a cosine taper or one of the other common windows (e.g., Hamming,
Von Hann, Kaiser windows, etc.). An alternate interpretation of this phenomenon is that the finite length
observation has already windowed the true waveform with a rectangular window that has large spectral
sidelobes. Hence, applying an additional window results in a more desirable window that minimizes
frequency-domain distortion.

Zero-padding: An improved spectral analysis is achieved if the block length of the FFT is increased. This
can be done by (1) taking more samples within the observation interval, (2) increasing the length of
the observation interval, or (3) augmenting the original data set with zeros. First, it must be understood
that the finite observation interval results in a fundamental limit on the spectral resolution, even
before the signals are sampled. The CT rectangular window has a (sin x)=x spectrum, which is convolved
with the true spectrum of the analog signal. Therefore, the frequency resolution is limited by the width of
the mainlobe in the (sin x)=x spectrum, which is inversely proportional to the length of the observation
interval. Sampling causes a certain degree of aliasing, although this effect can be minimized by using a
sufficiently high sampling rate. Therefore, lengthening the observation interval increases the fundamental
resolution limit, while taking more samples within the observation interval minimizes aliasing distortion
and provides a better definition (more sample points) on the underlying spectrum.
Padding the data with zeros and computing a longer FFT does give more frequency-domain points

(improved spectral resolution), but it does not improve the fundamental limit, nor does it alter the effects
of aliasing error. The resolution limits are established by the observation interval and the sampling rate.
No amount of zero padding can improve these basic limits. However, zero padding is a useful tool for
providing more spectral definition, i.e., it enables one to get a better look at the (distorted) spectrum that
results once the observation and sampling effects have occurred.

Leakage and the picket-fence effect: An FFT with block length N can accurately resolve only frequencies
wk¼ (2p=N)k, k¼ 0, . . . , N�1 that are integer multiples of the fundamental w1¼ (2p=N). An analog
waveform that is sampled and subjected to spectral analysis may have frequency components between the
harmonics. For example, a component at frequency wkþ1=2¼ (2p=N)(kþ 1=2) will appear scattered
throughout the spectrum. The effect is illustrated in Figure 4.12 for a sinusoid that is observed through
a rectangular window and then sampled a N points. The ‘‘picket-fence effect’’ means that not all
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frequencies can be seen by the FFT. Harmonic components are seen accurately, but other components
‘‘slip through the picket fence’’ while their energy is ‘‘leaked’’ into the harmonics. These effects produce
artifacts in the spectral domain that must be carefully monitored to assure that an accurate spectrum is
obtained from FFT processing.

4.7.2 FIR Digital Filter Design

A common method for designing FIR digital filters is by the use of windowing and FFT analysis. In
general, window designs can be carried out with the aid of a hand calculator and a table of well-known
window functions. Let h[n] be the impulse response that corresponds to some desired frequency
response, H(ejv). If H(ejv) has sharp discontinuities then h[n] will represent an infinite impulse response
(IIR) function. The objective is to time-limit h[n] in such a way as to not distort H(ejv) any more than
necessary. If h[n] is simply truncated, a ripple (Gibbs phenomenon) occurs around the discontinuities in
the spectrum, resulting in a distorted filter, as was earlier illustrated in Figure 4.7.

Suppose that w[n] is a window function that time-limits h[n] to create an FIR approximation, h0[n];
i.e., h0[n]¼w[n]h[n]. Then if W(ejv) is the DTFT of w[n], h0[n] will have a Fourier transform given by
H0(ejv)¼W(ejv)*H(ejv), Where *. denotes convolution. From this it can be seen that the ripples in H(ejv)
result from the sidelobes of W(ejv). Ideally, W(ejv) should be similar to an impulse so that H0(ejv) is
approximately equal to H(ejv).

Special case: Let h[n]¼ cos nv0, for all n. Then h[n]¼w[n]cos nv0, and

H0(ejv) ¼ (1=2)W(ej(vþ~v))þ (1=2)W(ej(vþ~v)) (4:20)

as illustrated in Figure 4.13. For this simple class, the center frequency of the passband is controlled by
v0, and both the shape of the passband and the sidelobe structure are strictly determined by the choice of
the window. While this simple class of FIRs does not allow for very flexible designs, it is a simple
technique for determining quite useful low-pass, bandpass, and high-pass FIR filters.

General case: Specify an ideal frequency response, H(ejv), and choose samples at selected values of w. Use
a long inverse FFT of length N0 to find h0[n], an approximation to h[n], where if N is the desired length of
the final filter, then N0 >> N. Then use a carefully selected window to truncate h0[n] to obtain h[n] by

Underlying spectrum

Underlying spectrum

(a) FFT of a windowed sinusoid with frequency ωk = 2πk/N

(b) Leakage for a nonharmonic sinusoidal component
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FIGURE 4.12 Illustration of leakage and the picket-fence effects.
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letting h[n]¼w[n]h0[n]. Finally, use an FFT of length N0 to find H0(ejv). If H0(ejv) is a satisfactory
approximation to H(ejv), the design is finished. If not, choose a new H(ejv), or a new w[n] and repeat.
Throughout the design procedure, it is important to choose N0 ¼ kN, with k an integer that is typically in
the range [4, . . . ,10]. Since this design technique is a trial-and-error procedure, the quality of the result
depends to some degree on the skill and experience of the designer.

4.7.3 Fourier Block Processing in Real-Time Filtering Applications

In some practical applications, either the value ofM is too large for the memory available, or s[n] may not
actually be finite in length, but rather a continual stream of data samples that must be processed by a filter
at real time rates. Two well-known algorithms are available that partition s[n] into smaller blocks and
process the individual blocks with a smaller-length DFT (1) overlap-save partitioning and (2) overlap-
add partitioning. Each of these algorithms is summarized below (Burrus 1985; Jenkins 2002).

1. Overlap-save processing: In this algorithm, NDFT is chosen to be some convenient value with
NDFT>N. The signal s[n], is partitioned into blocks which are of length NDFT and which overlap
by N� 1 data points. Hence, the kth block is sk[n]¼ s[nþ k(NDFT�Nþ 1)], n¼ 0, . . . , NDFT� 1.
The filter impulse response h[n] is augmented with NDFT�N zeros to produce

hpad[n] ¼ h[n], n ¼ 0, . . . ,N � 1
0, n ¼ N , . . . ,NDFT � 1

�
(4:21)

The DFT is then used to obtain Ypad[n]¼DFT{hpad[n]} �DFT{sk[n]}, and ypad[n]¼ IDFT{Ypad[n]}.
From the ypad[n] array the values that correctly correspond to the linear convolution are
saved; values that are erroneous due to wrap-around error caused by the circular convolution of
the DFT are discarded. The kth block of the filtered output is obtained by

yk[n] ¼ ypad[n], n ¼ 0, . . . ,N � 1
0, n ¼ N , . . . ,NDFT � 1

�
(4:22)

For the overlap-save algorithm, each time a block is processed there are NDFT � N þ 1 points saved
and N� 1 points discarded. Each block moves forward by NDFT�Nþ 1 data points and overlaps
the previous block by N� 1 points.

2. Overlap-add processing: This algorithm is similar to the previous one except that the kth input
block is defined to be

sk[n] ¼ s[n], n ¼ 0, . . . , L� 1
0, n ¼ L, . . . ,NDFT � 1

�
(4:23)

where L¼NDFT�Nþ 1. The filter function hpad[n] is augmented with zeros, as before, to create
hpad[n], and the DFT processing is executed as before. In each block ypad[n] that is obtained at the
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FIGURE 4.13 Design of a simple bandpass FIR filter by windowing.
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output, the first N� 1 points are erroneous, the last N� 1 points are erroneous, and the middle
NDFT� 2(N� 1) points correctly correspond to the linear convolution. However, if the last N� 1
points from block k are overlapped with the first N� 1 points from block kþ 1 and added pairwise,
correct results corresponding to linear convolution are obtained from these positions, too. Hence,
after this addition, the number of correct points produced per block is NDFT�Nþ 1, which is the
same as that for the overlap-save algorithm. The overlap-add algorithm requires approximately the
same amount of computation as the overlap-save algorithm, although the addition of the overlap-
ping portions of blocks is extra. This feature, together with the extra delay of waiting for the next
block to be finished before the previous one is complete, has resulted in more popularity for the
overlap-save algorithm in practical applications.

Block filtering algorithms make it possible to efficiently filter continual data streams in real time
because the FFT algorithm can be used to implement the DFT, thereby minimizing the total computation
time and permits reasonably high overall data rates. However, block filtering generates data in bursts,
i.e., there is a delay during which no filtered data appears, and then suddenly an entire block is generated.
In real-time systems, buffering must be used. The block algorithms are particularly effective for filtering
very long sequences of data that are prerecorded on magnetic tape or disk.

4.7.4 Fourier Domain Adaptive Filtering

A transform domain adaptive filter (TDAF) is a generalization of the well-known leastmean squares (LMS)
adaptive filter in which the input signal is passed through a linear transformation in order to decompose it
into a set of orthogonal components and to optimize the adaptive step size for each component and thereby
maximize the learning rate of the adaptive filter (Jenkins et al. 1996). The LMS algorithm is an approxi-
mation to the steepest descent optimization strategy. For a lengthN FIR filter with the input expressed as a
column vector x(n)¼ [x(n), x(n� 1), . . . , x(n�Nþ 1)]T, the filter output y(n) is expressed as

y(n) ¼ wT(n)x(n)

where w(n)¼ [w0(n), w1(n), . . . , wN� 1(n)]
T is the time varying vector of filter coefficients (tap weights),

and the superscript ‘‘T’’ denotes vector transpose. The output error is formed as the difference between
the filter output and a training signal d(n), i.e., e(n)¼ d(n)� y(n). Strategies for obtaining an appropriate
d(n) vary from one application to another. In many cases the availability of a suitable training signal
determines whether an adaptive filtering solution will be successful in a particular application. The ideal
cost function is defined by the MSE criterion, E{je(n)j2}. The LMS algorithm is derived by approximating
the ideal cost function by the instantaneous squared error, resulting in JLMS(n)¼ je(n)j2. While the LMS
seems to make a rather crude approximation at the very beginning, the approximation results in an
unbiased estimator. In many applications the LMS algorithm is quite robust and is able to converge
rapidly to a small neighborhood of the Wiener solution.
When a steepest descent optimization strategy is combined with a gradient approximation formed

using the LMS cost function JLMS(n)¼ je(n)j2, the conventional LMS adaptive algorithm results:

w(nþ 1) ¼ w(n)þ me(n)x(n)

e(n) ¼ d(n)� y(n)

y(n) ¼ x(n)Tw(n)

(4:24)

The convergence behavior of the LMS algorithm, as applied to a direct form FIR filter structure, is
controlled by the autocorrelation matrix Rx of the input process, where

Rx 	 E[x*(n)xT(n)] (4:25)
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The autocorrelation matrix Rx is usually positive definite, which is one of the conditions necessary
to guarantee convergence to the Wiener solution. Another necessary condition for convergence is
0<m< 1=lmax, where lmax is the largest eigenvalue of Rx. It is well established that the convergence of
this algorithm is directly related to the eigenvalue spread of Rx. The eigenvalue spread is measured by the
condition number of Rx, defined as k¼ lmax=lmin, where lmin is the minimum eigenvalue of Rx.
Ideal conditioning occurs when k¼ 1 (white noise); as this ratio increases, slower convergence results.
The eigenvalue spread (condition number) depends on the spectral distribution of the input signal, and is
related to the maximum and minimum values of the input power spectrum. From this line of reasoning
it becomes clear that white noise is the ideal input signal for rapidly training an LMS adaptive filter.
The adaptive process is slower and requires more computation for input signals that are colored.
The TDAF structure is shown in Figure 4.14. The input x(n) and the desired signal d(n) are assumed to

be zero mean and jointly stationary. The input to the filter is a vector of N current and past input samples,
defined in the previous section and denoted as x(n). This vector is processed by a unitary transform, such
as the DFT. Once the filter Order N is fixed, the transform is simply an N3N matrix T, which is in
general complex, with orthonormal rows. The transformed outputs form a vector v(n) which is given by

v(n) ¼ [v0(n), v1(n), . . . , vN�1(n)]
T ¼ Tx(n)

With an adaptive tap vector defined as w(n)¼ [w0(n), w1(n), . . . , wN�1(n)]
T, the filter output is given by

y(n) ¼ wT(n)v(n) ¼ WT(n)Tx(n) (4:26)

The instantaneous output error is then formed and used to update the adaptive filter taps using a
modified form of the LMS algorithm (Jenkins 1996):

W(nþ 1) ¼ W(n)þ me(n)L�2v*(n)

L2 	 diag s2
1,s

2
1, . . . ,s

2
N


 � (4:27)

where

s2
i ¼ E jvi(n)j2


 �

The power estimates si
2 can be developed online by computing an exponentially weighted average of past

samples according to

s2
i (n) ¼ as2

i (n� 1)þ jvi(n)j2, 0 < a < 1 (4:28)
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FIGURE 4.14 TDAF structure.
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If si
2 becomes too small due to an insufficient amount of energy in the ith channel, the update

mechanism becomes ill-conditioned due to a very large effective step size. In some cases, the process
will become unstable and register overflow will cause the adaptation to catastrophically fail. So the
algorithm given by Equation 4.27 should have the update mechanism disabled for the ith orthogonal
channel if si

2 falls below a critical threshold.
The motivation for using the TDAF adaptive system instead of a simpler LMS-based system is to

achieve rapid convergence of the filters coefficients when the input signal is not white, while maintaining
a reasonably low computational complexity requirement. The optimal decorrelating transform is com-
posed of the orthonormal eigenvectors of the input autocorrelation matrix, and is known as the
Karhunen–Loe’ve transform (KLT). The KLT is signal dependent and usually cannot be easily computed
in real time. Throughout the literature the DFT, the discrete cosine transform (DCT), and the WHT have
received considerable attention as possible candidates for use in the TDAF.
Figure 4.15 shows learning characteristics for computer generated TDAF examples using six

different orthogonal transforms to decorrelate the input signal. The examples presented are for system
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FIGURE 4.15 Comparison of (smoothed) learning curves for five different transforms operating on a colored noise
input signal with condition number 681 fault in any of the coefficients. When R redundant coefficients are added as
many as R coefficients can fail to adjust without any adverse effect on the filter’s ability to achieve the minimum MSE
condition.
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identification experiments, where the desired signal was derived by passing the input through an 8-tap
FIR filter that is the ‘‘unknown system’’ to be identified. The filter input was generated by filtering
white pseudonoise with a 32-tap linear phase FIR coloring filter to produce an input autocorrelation
matrix with a condition number (eigenvalue ratio) of 681. Examples were then produced using
the DFT, the DCT, the WHT, discrete Hartley transform (DHT), and a specially designed computa-
tionally efficient (PO2) transform. The condition numbers that result from transform processing with
each of these transforms are also shown in Figure 4.15. Note that all of the transforms used in this
example are able to reduce the input condition number and greatly improve convergence rates,
although some transforms are seen to be more effective than others for the coloring chosen for these
examples.

4.7.5 Adaptive Fault Tolerance via Fourier Domain Adaptive Filtering

Adaptive systems adjust their parameters to minimize a specified error criterion under normal operating
conditions. Fixed errors or hardware faults would prevent the system to minimize the error criterion,
but at the same time the system will adapt the parameters such that the best possible solution is reached.
In adaptive fault tolerance (AFT), the inherent learning ability of the adaptive system is used to
compensate for failure of the adaptive coefficients. This mechanism can be used with specially designed
structures whose redundant coefficients have the ability to compensate for the adjustment failures of
other coefficients (Jenkins et al. 1996).
The FFT-based transform domain fault tolerant adaptive filter (FTAF) is described by the following

equations:

x[n] ¼ [xin[n],00 � � � 0]
xT[n] ¼ Tx[n]

y[n] ¼ wt
T[n]xT[n]

(4:29)

where xin[n]¼ [x[n], x[n� 1], . . . , x[n�Nþ 1]] is the vector of the current input and N� 1 past inputs
samples, x[n] is xin[n] zero-padded with R zeros, T is the M3M DFT matrix where M¼NþR, wT[n]
is the vector of M adaptive coefficients in the transform domain, and d[n] is the desired response.
The FFT-based transform domain FTAF is similar to a standard TDAF except that the input data
vector is zero-padded with R zeros before it is multiplied by the transform matrix. Since the input
data vector is zero-padded, the transform domain FTAF maintains a length N impulse response and
has R redundant coefficients in the transform domain. When used with the zero padding strategy
described above, this structure possesses a property called full fault tolerance, where each redundant
coefficient is sufficient to compensate for a single ‘‘stuck at’’ fault condition in any of the coefficients.
When R redundant coefficients are added as many as R coefficients can fail without any adverse effect
on the filter’s ability to achieve the minimum MSE condition.

An example of a transform domain FTAF with one redundant filter tap (R¼ 1) is demonstrated
below for the identification of a 64-tap FIR low-pass ‘‘unknown’’ system. The training signal is
Gaussian white noise with a unit variance and a noise floor of �60 dB. A fixed fault is introduced
at iteration 3000 by setting an arbitrary filter coefficient to a random fixed value. Simulated learning
curves are shown in Figure 4.16 in which both demonstrated that the redundant tap allows the filter
to reconverge after the occurrence of the fault, although the postfault convergence rate
slowed somewhat due to an increased condition number of the postfault autocorrelation matrix
(Jenkins 1996).
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4.8 Summary

Numerous Fourier transform concepts have been presented for both CT and DT signals and systems.
Emphasis was placed on illustrating how various forms of the Fourier transform relate to one another,
and how they are all derived from more general complex transforms, the complex Fourier (or bilateral
Laplace) transform for CT, and the bilateral z-transform for DT. It was shown that many of these
transforms have similar properties that are inherited from their parent forms, and that there is a parallel
hierarchy among Fourier transform concepts in the CT and DT domains. Both CT and DT sampling
models were introduced as a means of representing sampled signals in these two different domains and it
was shown that the models are equivalent by virtue of having the same Fourier spectra when transformed
into the Fourier domain with the appropriate Fourier transform. It was shown how Fourier analysis
properly characterizes the relationship between the spectra of a CT signal and its DT counterpart
obtained by sampling, and the classical reconstruction formula was obtained as a result of this analysis.
Finally, the DFT, the backbone for much of modern DSP, was obtained from more classical forms of the
Fourier transform by simultaneously discretizing the time and frequency domains. The DFT, together with
the remarkable computational efficiency provided by the FFT algorithm, has contributed to the resounding
success that engineers and scientists have had in applying DSP to many practical scientific problems.
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5.1 Introduction

When analyzing linear systems, one of the problems we often encounter is that of solving linear,
constant-coefficient differential equations. A tool used for solving such equations is the Laplace trans-
form. At the same time, to aid the analysis of linear systems, we extensively use Fourier-domain methods.
With the advent of digital computers, it has become increasingly necessary to deal with discrete-time
signals, or, sequences. These signals can be either obtained by sampling a continuous-time signal, or they
could be inherently discrete. To analyze linear discrete-time systems, one needs a discrete-time coun-
terpart of the Laplace transform (LT). Such a counterpart is found in the z-transform, which similarly to
the LT, can be used to solve linear constant-coefficient difference equations. In other words, instead of
solving these equations directly, we transform them into a set of algebraic equations first, and then solve
in this transformed domain. On the other hand, the z-transform can be seen as a generalization of the
discrete-time Fourier transform (FT)

X(ejv) ¼
Xþ1

n¼�1
x[n]e�jvn (5:1)

This expression does not always converge, and thus, it is useful to have a representation which will exist
for these nonconvergent instances. Furthermore, the use of the z-transform offers considerable notational

5-1



simplifications. It also allows us to use the extensive body of work on complex variables to aid in
analyzing discrete-time systems.
The z-transform, as pointed out by Jury in his classical text [3], is not new. It can be traced back to the

early eighteenth century and the times of DeMoivre, who introduced the notion of the generating
function, extensively used in probability theory

G(z) ¼
Xþ1

n¼�1
p[n]zn (5:2)

where p[n] is the probability that the discrete random variable n will take a value n [8]. By comparing
Equations 5.2 and 5.3, we can see that the generating function G (1=z) is the z-transform of the sequence
p[n]¼ p{n¼ n}. After these initial efforts, and due to the fast development of digital computers, a
renewed interest in the z-transform occurred in the early 1950s, and z-transform has been used for
analyzing discrete-time systems ever since.
This section is intended as a brief introduction to the theory and application of the z-transform. For a

rigorous mathematical treatment of the transform itself, the reader is referred to the book by one of the
pioneers in the development of analysis of sampled data systems, Jury [3], and the references therein. For
a more succinct account of the z-transform, its properties and use in discrete-time systems, consult, for
example, Ref. [7]. A few other texts which contain parts on the z-transform include Refs. [1,2,5,6,10].

5.2 Definition of the z-Transform

Suppose we are given a discrete-time sequence x[n], either inherently discrete time, or obtained by
sampling a continuous-time signal xc(t), so that x[n]¼ xc(nT), n 2 Z, where T is the sampling period.
Then the two-sided z-transform of x[n] is defined as

X(z) ¼
Xþ1

n¼�1
x[n]z�n (5:3)

Here, z is a complex variable, and depending on its magnitude and the sequence x[n], the above sum may
or may not converge. The region in the z-plane where the sum does converge is called the region of
convergence (ROC), and is discussed in more detail later.
Observe that in Equation 5.3, n ranges from �1 to þ1. That is why the z-transform defined in this

way is called two-sided. One could define a one-sided z-transform, where n would range from 0 to þ1.
Obviously, the two definitions are equivalent only if the signal itself is one-sided, that is, if x[n]¼ 0, for
n< 0. The advantage of using the one-sided z-transform is that it is useful in solving linear constant-
coefficient difference equations with nonzero initial conditions and in the study of sampled-data feedback
systems, discussed later. However, from now on, we deal mostly with the two-sided z-transform (see also
Chapter 3 where the one-sided LT is used).
A power series given in Equation 5.3 is a Laurent series, and thus for it to converge uniformly, it has to

be absolutely summable, that is, the following must hold:

Xn¼þ1

n¼�1
jx[n] zj j�n< 1 (5:4)

where jzj is the magnitude of the complex variable z, i.e., z¼ jzj ejargz. We can now see that if the
z-transform converges for z¼ z1, it will converge for all z such that jzj ¼ jz1j; that is, for all z on the circle
jzj ¼ jz1j. In general, therefore, the ROC will be an annular region in the z-plane, and will be of the form

0 � R� < jzj < Rþ � 1 (5:5)
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Here, R� could be zero, and Rþ could be infinity, so that all of the cases given in Figure 5.1 are possible.
Note that the points z¼ 0, or z¼1 could be included in the region of convergence.
A very important notion when talking about the ROC of the z-transform is that of the unit circle,

because it makes the connection to the discrete-time FT. The unit circle is defined as the set of points in
the z-plane for which jzj ¼ 1. Let us evaluate the z-transform of a sequence on the unit circle. Because
jzj ¼ 1, it can be expressed as z¼ ejv, where v¼ arg z. Thus,

X(z)jjzj¼1 ¼ X(ejv) ¼
Xþ1

n¼�1
x[n]e�jvn (5:6)

Note that here we use X(ejv) instead of X(v) to make it explicit that this is a function of ejv. As can be
seen from the equation, the z-transform evaluated on the unit circle is equivalent to the discrete-time FT
given in Equation 5.1. This immediately justifies the statement from the beginning of the section that the
z-transform can be seen as a generalization of the FT. In other words, instances occur when the FT does
not converge, while the z-transform does. One such instance is the unit-step function u[n]:

u[n] ¼ 1, n � 0,
0, otherwise

�

The sum

U(ejv) ¼
Xþ1

n¼�1
u[n]e�jvn ¼

Xþ1

n¼0

e�jvn

is not absolutely summable and thus its FT does not converge, while

Im z

Im z Im z

Im z

Re zR– R+

(a)

Re z

Re zRe z

R+

(b)

(c) (d)

R–

FIGURE 5.1 ROC of the z-transform. (a) General case: 0�R�< jzj<Rþ�1. (b) ROC is the inside of the circle
jzj<Rþ (z¼ 0 might be excluded). (c) ROC is the outside of the circle R�< jzj (z¼1 might be excluded). (d) ROC
is the whole z-plane (except possibly z¼ 0 or z¼1).
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U(z) ¼
Xþ1

n¼�1
u[n]z�n ¼

Xþ1

n¼0

z�n

converges for jzj> 1. As a consequence, if the ROC includes the unit circle, then the discrete-time FT of a
given sequence will exist, otherwise it will not.
The unit circle captures the periodicity of the discrete-time FT. If we start evaluating the z-transform

on the unit circle at the point (Re z, Im z)¼ (1, 0) corresponding to v¼ 0, going through (Re z,
Im z)¼ (0, j), (Re z, Im z)¼ (�1, 0) which corresponds to v¼p, and (Re z, Im z)¼ (0, �j), back to
(Re z, Im z)¼ (1, 0) corresponding to v¼ 2p, we have evaluated one period of the FT and have
returned to the same point. Thus, we are effectively warping the linear frequency axis into the unit
circle (Figure 5.2).
We also mentioned that the z-transform is the discrete-time counterpart of the LT. Consider the

function

xcs(t) ¼
Xþ1

n¼�1
xc(nT)d(t � nT) (5:7)

or, the sampled version of the original continuous time function xc(t). Here, T is the sampling period,
and d(t) is the Dirac function. Taking the LT of xcs(t), we obtain

Xcs(s) ¼
Xþ1

n¼�1
xc(nT)e

�nTs (5:8)

If we now replace esT by z, we obtain the z-transform. Now, observe that Xcs(s) in Equation 5.8 is periodic,
because

Xcs sþ j
2p
T

� �
¼
Xþ1

n¼�1
xc(nT)e

�nT[sþj(2p)=T]

¼
Xþ1

n¼�1
xc(nT)e

�nTse�j2pn

¼ Xcs(s) (5:9)

2π 4π ω

|X(ejω)|
Im z

|z| = 1
ω = 2 (k + 1)π ω = 2kπ Re z

FIGURE 5.2 Warping of the linear frequency axis of the discrete-time FT into the unit circle of the z-transform. For
example, the point (Re z, Im z)¼ (1, 0) on the unit circle corresponds to points v¼ 2kp on the v-axis.
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This means that Xcs(s) is periodic along constant lines s¼sconst (parallel to the jv-axis). This further
means that any line parallel to the jv-axis maps into a circle in the z-plane. It is easy to see that the jv-
axis itself would map into the unit circle, while the left (or right) half-planes would map into the inside
(or outside) of the unit circle, respectively.
Finally, let us say a few words about a very important class of signals, those whose z-transform is a

rational function of z. They arise from systems that can be represented by linear constant-coefficient
difference equations and are the signals with which we deal mostly in practice. If we represent such
signals by

X(z) ¼ N(z)
D(z)

(5:10)

then the zeroes of the numerator N(z) are called zeroes of X(z), while the zeroes of the denominator D(z)
are called poles of X(z) (more precisely, a pole zp will be a point at which limz!zpX(z) does not exist).
How the poles can determine the region of convergence is the subject of a discussion later in this chapter.

5.3 Inverse z-Transform

We have seen that specifying the ROC when taking the z-transform of a sequence is an integral part of
the process. For example, consider the following sequences: x[n]¼ u[n] and y[n]¼�u[�n�1], where
u[n] is the unit-step function. Taking their z-transforms, we obtain

X(z) ¼ 1
1� z�1

, zj j > 1 (5:11)

Y(z) ¼ 1
1� z�1

, zj j < 1 (5:12)

They are identical except for their ROCs (Figure 5.3). This tells us that without the ROC, our z-transform
is not complete, and that if we are given 1=(1� z�1) as the z-transform of a sequence, the inverse is not
uniquely specified unless we know the ROC.
We examine two ways of finding the inverse z-transform: first, and the formal one, by contour

integration, and second, by partial fraction expansion. Note that the latter can be used only when X(z)
is a rational function of z; however, because most of the time we are dealing with rational functions of z,
the partial fraction expansion method is used more often. We also mention two other informal
techniques for determining the inverse z-transform.

5.3.1 Contour Integration

The formal inversion process for the z-transform is given by contour integration. It is obtained by taking
the expression for the z-transform given by Equation 5.3 and multiplying both sides by (1=2pj)zk�1.
Then the result is integrated counterclockwise along a closed contour C in the z-plane containing the
origin, leading to

þ
C

1
2pj

X(z)zk�1dz ¼
þ
C

1
2pj

zk�1
Xþ1

n¼�1
x[n]z�ndz (5:13)

We choose the contour of integration to lie within the ROC, which will allow us to interchange the order
of integration and summation on the right side of Equation 5.13. This leads to
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1
2pj

þ
C

X(z)zk�1dz ¼
Xþ1

n¼�1
x[n]

1
2pj

þ
C

z�nþk�1dz

0
@

1
A (5:14)

The integral in parentheses on the right side of Equation 5.14 can be evaluated using Cauchy’s integral
formula, which states that if the contour of integration C contains the origin, and integration is
performed counterclockwise, then

1
2pj

þ
C

zkdz ¼ 1, k ¼ �1,
0, otherwise

�
(5:15)

Substituting Equation 5.15 in Equation 5.14, we see that the integral is nonzero only for n¼ k, and thus
Equation 5.14 can be rewritten as

1
2pj

þ
C

X(z)zk�1dz ¼ x[k] (5:16)

Equation 5.16 is the inversion formula for the z-transform. To evaluate it for general functions can be
quite difficult. However, in cases in which X(z) is a rational function of z, we can make use of Cauchy’s
formula. It tells us that

1
2pj

þ
C

F(z)
z � zp

dz ¼ F(zp), zp inside C,
0, otherwise

�
(5:17)

x[n]

y[n]

(a)

Y(z) =

(c)

(b)

Im z

Re z

Re z0

Im z

(d)

–4 –3 –2 –1

10 n2 3 4

n
1

1 – z–1

X(z) = 1
1 – z–1

|z| = 1

|z| = 1

FIGURE 5.3 Two different sequences giving rise to the same z-transforms 1=(1� z�1) except for their ROCs. (a)
Sequence x[n]¼ u[n] and (b) its ROC jzj> 1. (c) Sequence y[n]¼�u[�n� 1] and (d) its ROC jzj< 1.

5-6 Fundamentals of Circuits and Filters



where C is a simple closed path and F0(z), the derivative of F(z), exists on and inside C. If we have a pole
of multiplicity r enclosed in the contour C, and F(z) and its (rþ 1) derivatives exist in and on C, then

1
2pj

þ
C

F(z)
(z � zp)

r dz ¼
1

(r�1)!
dr�1

dzr�1 F(z)jz¼zp , zp inside C,
0, otherwise

�
(5:18)

Equations 5.17 and 5.18 are called residues. Use Equations 5.17 and 5.18, and if we express

X(z)zk�1 ¼ F(z)
(z � zp)

r (5:19)

where F(z) has no poles at z¼ zp, then Cauchy’s residue theorem says that

x[k] ¼ 1
2pj

þ
C

X(z)zk�1dz ¼
X
i

Ri (5:20)

where Ri are residues of X(z)z
k�1 at the poles inside the contour C. The poles outside the contour do not

contribute to the sum. If no poles are inside the contour of integration for a certain k, then x[k] is zero for
that k. Do not ignore the fact that the contour of integration C must lie within the ROC.
In some instances, it may be quite cumbersome to evaluate Equation 5.20, for example, when we have a

multiple-order pole at z¼ 0, whose order depends on k. In that case we can rewrite Equation 5.20 as

x[k] ¼
X
i

R0
i

where
R0
i is the residue of X(1=z)z�k�1 at the poles inside the contour C0

C0 is a circle of radius 1=s if C is a circle of radius s

For more details, see Ref. [7].

5.3.2 Partial Fraction Expansion

Another method of obtaining the inverse z-transform is by using partial fraction expansion. Note,
however, that the partial fraction expansion method can be applied only to rational functions. Thus,
suppose that X(z) can be represented as in Equation 5.10. We can then rewrite it as

X(z) ¼ N0

D0
�
QN

i¼1 1� niz�1ð ÞQD
i¼1 1� diz�1ð Þ (5:21)

where
ni are the nontrivial zeroes of N(z)
di are the zeroes of D(z)

The partial fraction expansion of X(z) can be written as

X(z) ¼
XN�D

i¼0

Aiz
�i þ

XDs

i¼1

Bi

1� diz�1ð Þ þ
XDm

i¼1

Xpi
m¼1

Cmi

1� diz�1ð Þm (5:22)
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Here, if N�D, Ai can be obtained by long division of the numerator by the denominator; otherwise, that
first sum in Equation 5.22 disappears. In the second sum Ds denotes the number of single poles di of X(z),
and the coefficients Bi can be obtained as

Bi ¼ 1� diz
�1

� �
X(z)jz¼di (5:23)

The third sum (double sum) represents the part with multiple poles. Dm is the number of multiple poles
di, and pi are their respective multiplicities. The coefficients Cmi can be obtained as

Cmi ¼ 1

(pi �m)!(� di)
pi�m

dpi
�m

dzpi�m [(1� diz)
piX(z�1)]jz¼d�1

i
(5:24)

Once we have the expression (Equation 5.22), we can recognize each term as the z-transform of a known
sequence. For example, Bi=(1� diz

�1) will be the z-transform of either Bidni u[n] or �Bidni u[�n�1],
depending on whether jzj> jdij, or jzj< jdij.

5.3.3 Other Methods for Obtaining the Inverse z-Transform

Although the two methods presented previously will work in most cases, sometimes it can be more
convenient to use simpler techniques.
One of these is the inspection method [7]. It consists of learning to recognize some often-used

z-transform pairs. For example, if we are given 3=(1� z�1) with the ROC jzj< 1, from Equation 5.21
we can recognize it as the z-transform of �3u[�n�1]. In this process the tables of z-transform pairs are
an invaluable tool. An extensive list of z-transform pairs can be found in Ref. [3].
Another technique can be used if we are given a z-transform in the form of a power series expansion:

X(z) ¼ � � � þ x[�1]z þ x[0]þ x[1]z�1 þ � � �

Then, we can identify each term with the appropriate power of z. For example, the coefficient with z�k

will be x[k].

5.4 Properties of the z-Transform

Although we can always obtain a z-transform of a sequence by directly applying its definition as given in
Equation 5.3, it is useful to have a list of properties at hand to help calculate a particular z-transform or
inverse z-transform more easily. We divide these properties into two categories: properties of the ROC,
and properties of the z-transform itself. In what follows Rx will denote the ROC of the signal x[n], while
Rx� and Rxþ will denote its lower=upper bounds, respectively (as given in Equation 5.5).

5.4.1 Region of Convergence

The ROC is an integral part of the z-transform of a sequence. Thus, this section goes into more detail on
some of the points touched upon earlier. These properties and the order in which they are presented
follow those in Ref. [7]; therefore, for more details, see Ref. [7].
First, we said that the ROC is an annular region in the z-plane, i.e., 0�R�< jzj<Rþ�1. This

follows from the fact that if the z-transform converges for z¼ z1, it will converge for all z such that
jzj ¼ jz1j, that is, for all z on the circle jzj ¼ jz1j. Then, if we put jzj ¼ 1 in Equation 5.3, we obtain
Equation 5.6, or the discrete-time FT. Therefore, it is obvious that the FT of x[n] converges iff the
z-transform of x[n] converges for jzj ¼ 1, that is, iff the ROC of the z-transform contains the unit circle.
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Another useful property is that the ROC cannot contain any poles. This stems from the fact that if it did,
the z-transform at the pole would be infinite and would not converge.
Consider now what happens if the sequence is of finite duration—it is zero except in a finite interval

�1<N1� n�N2<þ1. If all the values are finite, then the sequence is clearly absolutely summable
and the z-transform will converge everywhere, except possibly at points z¼ 0 or z¼1. Using the same
type of arguments one can conclude that if the sequence is right-sided (it is zero for n<N1<þ1), then
the ROC will be the annular region outside of the finite pole of X(z) of the largest magnitude. Similarly, if
the sequence is left-sided (it is zero for n>N2>�1), then the ROC will be the annular region inside the
finite pole of X(z) of the smallest magnitude. As a result, if a sequence is neither left- nor right-sided, the
ROC will be an annular region bounded on the interior and the exterior by a pole.

5.4.2 Properties of the Transform

The sequences x[n], y[n], . . . will have associated z-transforms X(z), Y(z), . . . , with ROCs Rx, Ry, . . . , in
which each ROC will have its associated lower and upper bounds, as given in Equation 5.5.

5.4.2.1 Linearity

ax[n]þ by[n] $ aX(z)þ bY(z) ROC � Rx \ Ry (5:25)

To prove this, apply the definition given in Equation 5.5. Note that the resulting ROC is at least as large as
the intersection of the two starting ROCs. For example, if both X(z) and Y(z) are rational functions of z,
and by adding aX(z) to bY(z) we introduce a zero that cancels one of the poles, the resulting ROC is
larger than the intersection. If, on the other hand, no pole=zero cancelation exists, the resulting ROC
is exactly the intersection.

5.4.2.2 Shift in Time

x[n� i] $ z�iX(z) ROC ¼ Rx (5:26)

The proof is straightforward and follows by the change of variables k¼ n� i in Equation 5.5. Note that
the resulting ROC could gain or lose a few poles at z¼ 0 or z¼1.

5.4.2.3 Time Reversal

x[�n] $ X
1
z

� �
1
Rxþ

< jzj < 1
Rx�

(5:27)

Again, the proof is straightforward and follows by the change of variables k¼�n in Equation 5.5.

5.4.2.4 Multiplication by an Exponential Sequence

One can easily show that the following holds:

anx[n] $ X
z
a

� �
jajRx� < jzj < jajRxþ (5:28)

Because z=a is the variable in the transform domain, we can see that all the poles of the original X(z) have
been scaled by a.
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5.4.2.5 Multiplication by a Ramp

This property could also be called ‘‘differentiation of X(z)’’:

nx[n] $ �z
dX(z)
dz

, ROC ¼ Rx (5:29)

To demonstrate this, differentiate both sides of Equation 5.3 with respect to z and then multiply by �z to
obtain Equation 5.29.

5.4.2.6 Convolution in Time

In transform domain convolution becomes simply the product of the two sequences. If we denote
convolution by *

x[n]*y[n] ¼
Xþ1

k¼�1
x[k]y[n� k] ¼

Xþ1

k¼�1
y[k]x[n� k] (5:30)

then

x[n]*y[n] $ X(z) � Y(z), ROC � Rx \ Ry (5:31)

Although the proof is not difficult, we write it here, because this is one of the most useful properties.
Thus, take the convolution in Equation 5.30, multiply it by z�n and sum over n

Xþ1

n¼�1

Xþ1

k¼�1
x[k]y[n� k]z�n ¼

Xþ1

k¼�1
x[k]

Xþ1

n¼�1
y[n� k]z�n

¼
Xþ1

k¼�1
x[k]

Xþ1

p¼�1
y[p]z�(pþk)

¼
Xþ1

k¼�1
x[k]z�k

Xþ1

p¼�1
y[p]z�p

¼ X(z)Y(z)

where we have used change of variables p¼ n� k. As in the case of linearity, if it happens that a pole
residing at the border of one of the ROCs is canceled by a zero from the other transform, then the
resulting ROC will be larger than the intersection of the individual ROCs; otherwise, it will be exactly
their intersection.

5.4.3 Convolution in z-Domain

Convolution in z-domain is given by (for more details, refer to Ref. [3] or [7])

x[n] � y[n] $ 1
2pj

þ
C

X(l)Y
z
l

� �
l�1dl Rx�Ry� < zj j < RxþRyþ (5:32)

where C is a closed contour in the intersection of the ROCs of X(l) and Y(z=l), and integration is
performed counterclockwise. This property is the generalization of the periodic convolution property of
the FT. Suppose that the contour C is the unit circle and l¼ ejv, z¼ eju. Also, observe that dl¼ jejv dv,
and that if l goes around the unit circle, v ranges from �p to p. Then,
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1
2pj

þ
C

X(l)Y
z
l

� �
l�1dl ¼ 1

2p

ðp

�p

X(ejv)Y[ej(u�v)]dv

This equation states that the product of two sequences has as its FT the periodic convolution of their FTs.

5.4.3.1 Conjugation

If we are given a complex sequence x*[n], then its z-transform pair is

x*[n] $ X*(z*) ROC ¼ Rx (5:33)

5.4.3.2 Real Part

This property and the next one use the conjugation property given in Equation 5.33. Thus, if we express

Re{x[n]} ¼ x[n]þ x*[n]
2

then by Equation 5.33 and the linearity of the z-transform

Re{x[n]} $ 1
2
[X(z)þ X*(z*)] ROC � Rx (5:34)

5.4.3.3 Imaginary Part

Similarly to the previous property, if we express

Im{x[n]} ¼ x[n]� x*[n]
2j

then by Equation 5.33 and the linearity of the z-transform

Im{x[n]} $ 1
2j

X(z)� X*(z*)½ � ROC � Rx (5:35)

5.4.3.4 Parseval’s Relation

Parseval’s relation is widely used in various transform domains, usually to find the energy of a signal. We
start here with its more general formulation, and then reduce it to its usual form

Xþ1

n¼�1
x[n]y*[n] ¼ 1

2pj

þ
C

X(l)Y*
1
l*

� �
l�1dl (5:36)

where C is a closed contour in the intersection of the ROCs of X(l) and Y*(1=l*), and integration is
performed counterclockwise. Again, for the proof, we refer the reader to Ref. [3] or [7].
Suppose now that y[n]¼ x[n]. Then Equation 5.36 reduces to

Xþ1

n¼�1
x[n]j j2¼ 1

2pj

þ
C

X(l)X*
1
l*

� �
l�1dl (5:37)

If both x[n] and y[n] converge on the unit circle, i.e., their FTs exist, then, we can choose l¼ ejv and
Equation 5.36 becomes
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Xþ1

n¼�1
x[n]y*[n] ¼ 1

2pj

þ
C

X(ejv)Y*(ejv)e�jvd(ejv)

¼ 1
2p

ðp

�p

X(ejv)Y*(ejv)dv

which is the usual Parseval’s relation in Fourier domain.

5.4.3.5 Initial Value Theorem

If x[n] is causal (it is 0 for n< 0), then

x[0] ¼ lim
z!1X(z) (5:38)

5.4.3.6 Final Value Theorem

If the poles of X(z) are all inside the unit circle, then

lim
n!1 x[n] ¼ lim

z!1
[(1� z�1)X(z)] (5:39)

5.5 Role of the z-Transform in Linear Time-Invariant Systems

The class of systems dealt with mostly are linear time-invariant systems. We discuss here the role of the
z-transform in such systems. Recall that if we are given a system with input x[n] and output y[n],
described by an operator H[�]

y[n] ¼ H[x[n]]

and H[�] is defined to be linear and time invariant, then

1. If inputs x1[n] and x2[n] produce outputs y1[n] and y2[n], then the input ax1[n]þbx2[n] will
produce the output ay1[n]þ by2[n].

2. If the input x[n] produces output y[n], then the input x[n� k] will produce the output y[n� k].

We recall a few properties of discrete linear time-invariant systems. For more details, refer to Refs. [4,7].
Note first that x[n] can be written as a superposition of unit samples as

x[n] ¼
Xþ1

k¼�1
x[k]d[n� k] (5:40)

If this is the input and we want to find the corresponding output, then

y[n] ¼ H[x[n]]

¼ H
Xþ1

k¼�1
x[k]d[n� k]

" #

¼
Xþ1

k¼�1
x[k]H[d[n� k]]

¼
Xþ1

k¼�1
x[k]h[n� k] (5:41)
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Here, h[n] is called the unit-sample response, defined as the response of the system to the unit sample
d[n]. Equation 5.41 is a convolution sum, thus it can be written as

y[n] ¼ x[n]*h[n] (5:42)

One of the most important properties of the z-transform is that the convolution in time has a product as
its transform-domain pair. Therefore, using Equation 5.31, we can write Equation 5.42 in z-domain as

Y(z) ¼ X(z)H(z) (5:43)

Here, H(z) is called the system transfer function

H(z) ¼
Xþ1

n¼�1
h[n]z�n (5:44)

We may also obtain this transfer function in another manner, if we assume that the systems we are
dealing with are those that can be described by linear constant-coefficient difference equations (much in
the same way as continuous-time systems that can be represented by linear constant-coefficient differ-
ential equations). Along the way, the use of z-transform greatly simplifies analysis of such systems and
the solutions to these equations reduce to solutions of algebraic equations. Hence, suppose that our
system can be described by the following linear constant-coefficient difference equation:

XD
k¼0

bky[n� k] ¼
XN
k¼0

akx[n� k] (5:45)

This equation has many solutions. We assume that the system is causal and moreover, we assume that the
initial conditions are satisfied so that the system is linear and time invariant. With these factors in mind,
we can write the expression for the output of the system as

y[n] ¼ �
XD
k¼1

bk
b0

y[n� k]þ
XN
k¼0

ak
b0

x[n� k] (5:46)

This means that the output at time n depends on the outputs from D previous instants as well as from the
input at time n and at N previous instants. Taking the z-transform of both sides of Equation 5.45 and
using the linearity and shift in time properties of the z-transform, we obtain

Y(z) ¼
PN

k¼0 akz
�kPD

k¼0 bkz
�kX(z)

(5:47)

Finally, using Equation 5.43 we can identify H(z) here as

H(z) ¼
PN

k¼0 akz
�kPD

k¼0 bkz
�k

(5:48)

The function H(z) is often referred to as a filter. If the denominator is a delay, i.e., bi z
�i, such a filter will

be a finite impulse response filter (FIR), as opposed to the infinite impulse response filter (IIR). Taking
the inverse z-transform of Equation 5.48 we may obtain the unit-sample response of the system h[n].
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Finally, let us see how one might obtain the frequency response of the system. Evaluate Equation 5.44
on the unit circle (assuming that the ROC of H(z) contains the unit circle)

H(z)jjzj¼1 ¼ H(ejv) ¼
Xþ1

n¼�1
h[n]e�jvn (5:49)

Therefore, the frequency response of the system is the system transfer function evaluated on the unit
circle:

H(ejv) ¼ H(z)jz¼ejv (5:50)

A consequence of this is that a linear time-invariant system is bounded-input–bounded-output stable
(i.e., bounded input produces bounded output), iff the ROC of the transfer function H(z) contains the
unit circle.
We mentioned earlier that we are using the double-sided z-transform, while the one-sided z-transform

is most useful when solving linear constant-coefficient difference equations with nonzero initial condi-
tions. To transform such an equation into an algebraic equation, we used the linearity and shift in time
properties of the double-sided z-transform. We would like to be able to do the same with the one-sided
z-transform; however, we must re-derive the shift in time property in order to do that. Therefore, assume
we are given a sequence x[n� i] as in Equation 5.26.
Taking its one-sided z-transform, we obtain

Xþ1

n¼0

x[n� i]z�n ¼
Xþ1

p¼�i

x[p]z�(pþi)

¼
X�1

p¼�i

x[p]z�(pþi) þ z�i
Xþ1

p¼0

x[p]z�p

¼ x[�i]þ � � � þ x[�1]z�(i�1) þ z�iX(z)

(5:51)

To solve Equation 5.45, we can take the one-sided z-transform of both sides and use the linearity and
shift in time properties to obtain

XD
k¼0

bk
X�1

p¼�k

y[p]z�(pþk) þ z�kY(z)

2
4

3
5 ¼

XN
k¼0

ak
X�1

p¼�k

x[p]z�(pþk) þ z�kX(z)

2
4

3
5 (5:52)

The output y[n] for n� 0 can be obtained as the inverse z-transform of

Y(z) ¼
PN

k¼0 akz
�kPD

k¼0 bkz
�k

 !
X(z)þ

PN
k¼0 ak

P�1
p¼�k x[p]z

�(pþk) �PD
k¼0 bk

P�1
p¼�k y[p]z

�(pþk)

PD
k¼0 bkz

�k

" #
(5:53)

To solve for Y(z) we need to know initial conditions y[n], for n¼�D, . . . ,�1, and for x[n] for
n¼�N, . . . ,�1. Note that if x[n] is causal, and the initial conditions are all zero, the above solution is
the same as the one when the double-sided z-transform is used; i.e., it reduces to the first term on the
right side of Equation 5.53.
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5.6 Variations on the z-Transform

5.6.1 Multidimensional z-Transform

Although the two-dimensional and multidimensional z-transforms are related to the one-dimensional
z-transform, they are not straightforward generalizations of it. We give here a brief overview of the two-
dimensional z-transform. For more details on it and the multidimensional z-transform, see Refs. [1,2].
The two-dimensional z-transform of a sequence x[n1, n2] is given by

X(z1, z2) ¼
Xþ1

n1¼�1

Xþ1

n2¼�1
x[n1, n2]z

�n1
1 z�n2

2 (5:54)

Here, z1 and z2 are complex variables and the region in the four-dimensional (z1, z2) space in which the
previous double sum converges is called the ROC. In one dimension, the ROC is an annular region in the
z-plane, while here it is called the Reinhardt domain. The analog of the unit circle in one dimension is
the unit bicircle for jz1j ¼ 1 and jz2j ¼ 1. On the unit bicircle, the two-dimensional z-transform becomes
the two-dimensional discrete-time FT.
Properties of the two-dimensional z-transform are similar to those of the one-dimensional z-transform,

and they can be found in Refs. [1,2]. Here, we list just two. First, for separable signals, the following holds:

x[n1]y[n2] $ X(z1)Y(z2) (5:55)

where (z1, z2) is the ROC, if z1 is in Rx and z2 is in Ry. The differentiation property is as follows:

n1n2x[n1, n2] $ z1z2
@2

@z1@z2
X[z1, z2], ROC ¼ Rx (5:56)

In analyzing two-dimensional systems it is useful to identify singularities. Given a two-dimensional linear
shift-invariant system with an associated constant-coefficient difference equation

XD1

k1¼0

XD2

k2¼0

bk1k2 y[n1 � k1, n2 � k2] ¼
XN1

k1¼0

XN2

k2¼0

ak1k2 x[n1 � k1, n2 � k2] (5:57)

we can find the equivalent transfer function as

H(z1, z2) ¼
PN1

k1¼0

PN2
k2¼0 ak1k2z

�k1
1 z�k2

2PD1
k1¼0

PD2
k2¼0 bk1k2z

�k1
1 z�k2

2

 !
¼ N(z1, z2)

D(z1, z2)
(5:58)

Then, the zero of H(z1, z2) is a point at which A(z1, z2)¼ 0 and B(z1, z2) 6¼ 0, while a pole is a point at
which B(z1, z2)¼ 0. Note, however, that both zeroes and poles are continuous surfaces rather than a
discrete set of points, as in one dimension. Note, also, that unlike in one dimension, no fundamental
theorem of algebra tells us how to factorize a multidimensional polynomial into its factors, and thus, it is
not easy to isolate poles and zeroes.
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5.6.2 Modified z-Transform

The original, one-sided z-transform was developed to deal only with the signal at is sampling instants,
and discard the rest. In many systems, particularly in mixed analog-digital systems, it is important to
conserve the information about the signal between the sampling instants. Jury, among others, used the
modified z-transform [3] to take care of this problem. The idea is to delay the continuous-time function
xc(t) by a fictitious delay (1�D)T, where D varies from 0 to 1 (Figure 5.4) in order to get all the values of
xi(t) for t¼ (n� 1þD)T, 0�D� 1, n 2 Z; T is the sampling period. Then, the modified z-transform is
defined as follows:

Xc(z,D) ¼
Xþ1

n¼�1
xc[(n� 1þ D)T]z�n, 0 � D � 1 (5:59)

or, using the change of variable k¼ n� 1,

Xc(z, D) ¼ z�1
Xþ1

k¼�1
xc[(kþ D)T]z�k, 0 � D � 1 (5:60)

It is easy to see that the z-transform as defined in Equation 5.3 can be obtained as a special case of the
modified z-transform as

Xc(z) ¼ Xc(z, D)j jD¼1 (5:61)

Similar to the z-transform, the modified z-transform possesses a number of useful properties. For these,
the reader is referred to Ref. [3].

T

(1 – Δ)T

xc (t– (1 – Δ)T)

xc (t)

2T 3T 4T 5T

t

FIGURE 5.4 Modified z-transform takes into account values of the function between sampling instants by creating
a fictitious delay (1�D)T.
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5.6.3 Chirp z-Transform Algorithm

This is a brief discussion of an algorithm for computing the z-transform of a finite-length sequence,
much as was done in the case of the DFT. Suppose we wanted to compute the z-transform on a circle
concentric to the unit circle. We could use the DFT algorithm, with some minor modifications. However,
the chirp z-transform algorithm used in radar systems [9] can be more efficient and allows one to
compute the z-transform of a finite-length sequence on a spiral contour in the z-plane. The samples we
compute are equally spaced in angle over some portion of the spiral. The algorithm employs the DFT as
well, and has the complexity of

(N þM � 1) log2 (N þM � 1)

where
N is the number of nonzero values of the sequence x[n], i.e., x[0], . . . , x[N� 1]
M is the number of points at which we evaluate the z-transform, zk, k¼ 1, . . . , M

5.7 Concluding Remarks

This chapter developed the basics of the z-transform. We demonstrated that it is a generalization of the
discrete-time FT, and have explored the relationships between the two. We also discussed the connection
to the LT. The inverse z-transform was presented, using both contour integration and partial fraction
expansion. Although the partial fraction expansion method is easier, it can be used only for rational
functions of z. We explored a number of properties of the ROC of the z-transform, as well as important
properties of the transform itself. Finally, we showed how the z-transform is used in solving linear
constant-coefficient difference equations. To conclude the section, we discussed the modified z-transform
and the multidimensional z-transform. We also briefly mentioned the chirp z-transform algorithm, used
for computing a few points of the z-transform of a finite-length sequence. For more details on these
topics, refer to Refs. [1–3,5–7,9,10].
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6.1 Introduction

Transform techniques such as the Fourier and Laplace transforms and the z-transform have long been
used in a wide variety of scientific and engineering disciplines [1,2]. In a number of applications in which
we require a joint time–frequency picture, it is necessary to consider other types of transforms or time–
frequency representations. Many such methods have evolved. The wavelet transform (WT) technique
[3–5] in particular has some unique advantages over other kinds of time–frequency representations such
as the short-time Fourier transform (STFT). For historical developments as well as many technical details
and original material, see Ref. [5]. This chapter describes some of these representations and explains the
advantages of the wavelet transform, as well as the reason for its recent popularity.
A subclass of wavelet transforms [6] has an intimate connection with the theory of digital filter banks

[7–10]. Filter banks have been known to the signal processing community for over three decades (see
Ref. [7] and references therein). It is this relation that makes it possible to construct in a systematic way a
wide family of wavelets with several desirable properties such as compact support (i.e., finite duration),
smoothness, good time–frequency localization, and basis orthonormality (all these terms will be
explained later).
The connection between wavelets and filter banks finds beautiful mathematical expression in the

theory of multiresolution [11]. This enables us to compute the wavelet transform coefficients using the
so-called fast wavelet transform (FWT), which is essentially a tree-structured filter bank. In addition to
the practical value, many deep results from several disciplines find a unified home in the theory and
development of the wavelet transform. This includes signal processing, circuit theory, communications,
and mathematics. Our emphasis here is on this unification, and the beautiful big picture that it provides.
Other tutorials on wavelets with different choices of emphasis can be found in Refs. [7,12–14].

6.1.1 Scope and Outline

The literature on wavelets is enormous, and an attempt to do justice to everything would prove futile.
Even a list of references that is fair to all contributors would be too long. We, therefore, restrict
discussions to basic, core material. Sections 6.2 through 6.5 provide an overview, with the presentation
given at a level that can be comprehended by most engineers. The more advanced results on wavelets,
which brought them great attention in recent years, are presented in Sections 6.9 through 6.13. At the
heart of these results lie several powerful mathematical tools, which are usually not familiar to engineers,
and so we present a fairly extensive math review in three sections (Sections 6.6 through 6.8). We suggest
that the reader go through this review material once and then use it primarily as a reference.
The advanced Sections 6.9 through 6.13 are organized such that the main points, summarized as

theorems for convenience of reference, can be appreciated even without the mathematical background
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material in Sections 6.6 through 6.8. The mathematical sections do, however, facilitate a deeper under-
standing. It is our hope that these sections will bring most readers to a point where they can pursue
wavelet literature without difficulty.

Why Wavelets?
A commonly asked question is ‘‘Why wavelets?,’’ that is, ‘‘what are the advantages offered by wavelets
over other types of transform techniques such as, the Fourier transform?’’ The answer to this question is
fairly sophisticated, and also depends on the level at which we address the question. Several discussions
addressing this question are scattered throughout this chapter. A convenient listing of the locations of
these discussions is given in Section 6.14 under ‘‘Why Wavelets?’’

6.1.2 General Notations and Acronyms

1. Boldfaced quantities represent matrices and vectors.
2. Notations AT, A*, and Ay represent, respectively, the transpose, conjugate, and transpose–

conjugate of the matrix A.
3. Accent tilde is defined as follows: ~H(z)¼Hy(1=z*); thus, if H(z)¼Snh(n)z

�n, then
~H(z) ¼ P

n h
y(�n)z�n. On the unit circle ~H(z)¼Hy(z).

4. Acronyms. BIBO (bounded-input–bounded-output); FIR (finite impulse response); IIR (infinite
impulse response); LTI (linear time invariant); PR (perfect reconstruction); STFT (short-time
Fourier transform); WT (wavelet transform).

5. For LTI systems, ‘‘stability’’ stands for BIBO stability.
6. d(n) denotes the unit pulse or discrete time impluse, defined such that d(0)¼ 1 and d(n)¼ 0

otherwise. This should be distinguished from the Dirac delta function [2], which is denoted as
da(t).

7. Figures. Sampled versions of continuous time signals are indicated with an arrow on the top (e.g.,
Figure 6.10a). The sampled versions are impulse trains of the form Snc(n)da(t� n), and are
functions of continuous t.

6.2 Signal Representation Using Basis Functions

The electrical engineer is very familiar with the Fourier transform (FT) and its role in the study of LTI
systems or filters. For example, the frequency response of an LTI system is the FT of its impulse response.
The FT is also used routinely in the design and analysis of circuits. As a reminder, the FT of a signal x(t)
is given by the familiar integral X(v) ¼ Ð1

�1 x(t)e�jvtdt and the inverse transform by*

x(t) ¼ 1
2p

ð1

�1
X(v)e jvtdv (6:1)

From this equation, we can say that x(t) has been expressed as a linear superposition (or linear
combination) of an infinite number of functions gv(t) ¼D e jvt. Because the frequency v is a continuous
variable, uncountably many functions gv(t) are superimposed. Electrical engineers, in particular signal
processors and communications engineers, are also familiar with two special classes of signals which can
be regarded as a superposition of countably many functions:

x(t) ¼
X1

n¼�1
angn(t) (6:2)

* At the moment, it is not necessary to worry about the existence, invertibility, and the type (e.g., L1 or L2) of the FT. We
return to the mathematical subtleties in Section 6.6.
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where an are scalars (possibly complex)
uniquely determined by x(t). These two
examples are time-limited signals for which
we can find a Fourier series (FS), and band-
limited signals that can be reconstructed from
uniformly spaced samples by weighting them
with shifted sinc functions (see the following
paragraph).
First consider a time-limited signal x(t)

with duration 0� t� 1 (Figure 6.1). Under
some mild conditions such a signal can be
represented in the form of Equation 6.2 with
gn(t)¼ e j2pnt. The expression 6.2 is then the
FS of x(t), and an are the Fourier coefficients.
(In contrast we say that Equation 6.1 is the
Fourier integral of x(t).) The transform
domain signal {an} is a sequence, and the
transform domain variable is discrete, namely,
the frequencies vn ¼D 2pn. Because e j2pnt is

periodic in t with period one, the right-hand side of Equation 6.2 is periodic, and it represents x(t) only in
0� t� 1. It is sometimes convenient to replace the complex functions e j2pnt with the set of real functions
1,

ffiffiffi
2

p
cos (2pnt),

ffiffiffi
2

p
sin (2pnt), n > 0, especially in circuit analysis.

Next, consider a band-limited signal x(t) with FT X(v) as demonstrated in Figure 6.2. If we sample the
signal at the Nyquist rate 2b rad=s (i.e., sampling period T¼p=b), then multiple copies of the FT
are generated [2], and we can recover x(t) from the samples by use of an ideal low-pass filter F((v)
(Figure 6.3). The impulse response of the filter is the sinc function f (t)¼ sin bt=bt so that the
reconstruction formula is

x(t) ¼
X1

n¼�1
x(nT)f (t � nT) ¼

X1
n¼�1

x(nT)
sinb(t � nT)
b(t � nT)

, T ¼ p=b (6:3)

Comparing to Equation 6.2 we see that the transform domain coefficients an can be regarded as the
samples x(nT), whereas the functions gn(t) are the shifted sinc functions.
If a signal is time limited or band limited, we can express it as a countable linear combination of a set of

fundamental functions (called basis functions, in fact an orthonormal basis; see below). If the signal is
more arbitrary, i.e., not limited in time or bandwidth, can we still obtain such a countable linear
combination? Suppose we restrict x(t) to be a finite energy signal (i.e.,

Ð jx(t)j2dt < 1; also called
L2 signals, see below). Then this is possible. In fact, we can find an unusual kind of basis called the
wavelet basis, fundamentally different from the Fourier basis. Representation of x(t) using this basis has,

x(t)

t
10

FIGURE 6.1 Finite duration signal, with support 0� t� 1.

x(ω)

ω
β–β 0

FIGURE 6.2 Fourier transform of a signal band-limited to
jvj<b.

x(ω)/TLow-pass filter F(ω) Copies created
by samplingT

T = π/β
ω

β–β 0

FIGURE 6.3 Use of low-pass filter F(v) to recover x(t) from its samples.
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in some applications, some advantages over the Fourier representation or the short-time (windowed)
Fourier representation. Wavelet bases also exist for many other classes of signals, but this discussion is
limited to the L2 class of signals.

The most common kind of wavelet representation takes the form

x(t) ¼
X1
k¼�1

X1
n¼�1

ckn 2
k=2c(2kt � n)|fflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflffl}

ckn(t)

(6:4)

The functions ckn(t) are typically (but not necessarily) linearly independent and form a basis for finite
energy signals. The basis is very special in the sense that all the functions ckn(t) are derived from a single
function c(t) called the wavelet, by two operations: dilation (t ! 2kt) and time shift (t ! t� 2�kn). The
advantage of such a basis is that it allows us to capture the details of a signal at various scales, while
providing time-localization information for these ‘‘scales.’’ Examples in future sections clarify this idea.

Why Worry about Signal Representations?
A common feature of all the previous discussions is that we have taken a signal x(t) and found an
equivalent representation in terms of the transform domain quantity {an} in Equation 6.2, or {ckn} in
Equation 6.4. If our only aim is to compute an from x(t) and then recompute x(t) from an, that would be
a futile exercise. The motivation in practice is that the transform domain quantities are better suited in
some sense. For example, in audio coding, decomposition of a signal into frequency components is
motivated by the fact that the human ear perceives higher frequencies with less frequency resolution. We
can use this information. We can also code the high-frequency components with relatively less precision,
thereby enabling data compression. In this way, we can take into account perceptual information during
compression. Also, we can account for the fact that the error allowed by the human ear (due to
quantization of frequency components) depends on the frequency masking property of the ear, and
perform optimum-bit allocation for a given bit rate. Other applications of signal representations using
wavelets include numerical analysis, solution of differential equations, and many others [5,15,16].
The main point, in any case, is that we typically perform certain manipulations with the transform

domain coefficients an (or ckn in Equation 6.4) before we recombine them to form an approximation of
x(t). Therefore, we really only have

x̂(t) ¼
X
n

ângn(t) (6:5)

where {ân} approximates {an}. This discussion gives rise to many questions: how best to choose the basis
functions gn(t) for a given application? How to choose the compressed signal {ân} so that for a given data
rate the reconstruction error isminimized?What, indeed, is the best way to define the reconstruction error?
These questions are deep and complicated and will take us too far afield. Our goal is to point out the

basic advantages (sometimes) offered by the WT over other kinds of transforms (e.g., the FT).

6.2.1 Ideal Bandpass Wavelet

Consider a bandpass signal x(t) with FT as shown in Figure 6.4. Such signals arise in communication
applications. The bandedges of the signal are v1 and v2 (and �v1 and ((v2 on the negative side, which is
natural if x(t) is real). Viewed as a low-pass signal, the total bandwidth (counting negative frequencies
also) is 2v2, but viewed as a bandpass signal, the total bandwidth is only 2b where b¼v2�v1. Does it
mean that we can sample it at the rate 2b rad=s (which is the Nyquist rate for the low-pass case)?
In the low-pass case, sampling at Nyquist rate was enough to ensure that the copies of the spectrum

created by the sampling did not overlap (Figure 6.3). In the bandpass case, we have two sets of
such copies; one created by the positive half of the frequency v1�v � v2 and the other by the negative
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half �v2�v��v1. This makes the problem somewhat more complicated. It can be shown that, for
sampling at the rate 2b, no overlap of images exists iff one of the edges, v1 or v2, is a multiple of 2b.
This is called the bandpass sampling theorem. The reconstruction of x(t) from the samples proceeds
exactly as in the low-pass case, except that the reconstruction filter F(v) is now a bandpass filter
(Figure 6.5), occupying precisely the signal bandwidth. The first part of Equation 6.3, therefore, is still
valid, i.e., x(t)¼Sn x(nT) f (t� nT), where T¼p=b again, but the sinc function is replaced with the
bandpass impulse response f (t).
Given a signal x(t), imagine now that we have split its frequency axis into subbands in some manner

(Figure 6.6). Letting yk(t) denote the kth subband signal, we can write x(t)¼Skyk(t). This can be
visualized as passing x(t) through a bank of filters {Hk(v)} (Figure 6.7a), with responses as in Figure
6.7b. Note that each subband region is symmetric with respect to zero frequency, and therefore supports
positive as well as negative frequencies. If the subband region vk� jvj<vkþ1 satisfies the bandpass
sampling condition, then the bandpass signal yk(t) can be expressed as a linear combination of its samples
as before. Thus, x(t) ¼ P

k yk(t) ¼
P

k

P
n yk(nTk)fk(t � nTk), where Tk¼p=bk. Here, fk(t) is the

impulse response of the reconstruction filter (or synthesis filter) Fk(v) shown in Figure 6.7c.
Figure 6.7a also illustrates this reconstruction schematic.
Figure 6.8 shows the set of synthesis filters {Fk(v)} for two examples of frequency splitting arrange-

ment, namely uniform splitting and nonuniform (octave) splitting. We will see later that the uniform
splitting arrangement gives an example of the STFT representation (Sections 6.3 and 6.9). In this section,
we are interested in octave splitting. The bandedges of the filters here are vk¼ 2kp (k ¼ . . .�1, 0,
1, 2, . . . ). The bandedges are such that yk(t) is a signal satisfying the bandpass sampling theorem. It has

X(ω)
β

ω
–ω1–ω2 0 ω2ω1

FIGURE 6.4 Fourier transform of a bandpass signal.

F (ω) β

ω
–ω1

π/β

–ω2 0 ω2ω1

FIGURE 6.5 Bandpass filter to be used in the reconstruction of the bandpass signal from its samples.

Low-pass
subband

A bandpass subband

X(ω)

ω
– ω2– ω3 0 ω3ω2ω1– ω1

FIGURE 6.6 Splitting a signal into frequency subbands.
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bk¼ 2kp, according to the notation of Figure 6.7. It can be sampled at period Tk¼p=bk¼ 2�k without
aliasing, and we can reconstruct it from samples as

yk(t) ¼
X1

n¼�1
yk(2

�kn)fk(t � 2�kn) (6:6)

Hk–1(ω) Fk–1(ω)
yk–1(t)

x(t)

Analysis
filters

Sampler

Hk+1(ω)

Subband decomposition

kth analysis
filter

Fk+1(ω)

Reconstruction

yk+1(t)
Sampler

Hk(ω) Fk(ω)
yk(t)

Sampler

Synthesis
filters

(a)

(b)

(c)

Hk(ω) βk

ω
–ωk

1

–ωk+1 0 ωk+1ωk

kth synthesis
filter

Fk(ω) βk

ω
–ωk

π/βk

–ωk+1 0 ωk+1ωk

FIGURE 6.7 (a) Splitting a signal into subband signals, sampling, and then recombining; (b) response of the kth
analysis filter; and (c) response of kth synthesis filter.
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F–1
2

1 1/2

FIGURE 6.8 Two possible schemes to decompose a signal into frequency bands: (a) uniform splitting and
(b) octave-band splitting. The responses shown are those of synthesis filters.
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As k increases, the bandwidths of the filters increase so the sample spacing Tk¼ 2�k becomes finer.
Because x(t)¼Skyk(t) we see that x(t) can be expressed as

x(t) ¼
X1
k¼�1

X1
n¼�1

yk(2
�kn)fk(t � 2�kn) (6:7)

Our definition of the filters shows that the frequency responses are scaled versions of each other,
i.e., Fk(v)¼ 2�k c(2�kv), with c(v) as in Figure 6.9. The impulse responses are therefore related as
fk(t)¼c(2kt), and we can rewrite Equation 6.7 as

x(t) ¼
X1
k¼�1

X1
n¼�1

yk(2
�kn)c(2�kt � n) (6:8)

We will write this as x(t)¼SkSnCkn ckn(t) by defining ckn¼ 2�k=2yk(2
�kn) and

ckn(t) ¼ 2k=2c(2kt � n) ¼ 2k=2c(2k(t � 2�kn)) (6:9)

Then the functions ykn(t) will have the same energy
Ð jckn(t)j2 dt for all k, n. From the analysis=synthesis

filter bank point of view (Figure 6.7) this is equivalent to making Hk(v)¼ Fk(v) and rescaling, as shown
in Figure 6.10. With filters so rescaled, the wavelet coefficients ckn are just samples of the outputs of the
analysis filters Hk(v).
The function c(2kt) is a dilated version of c(t) (squeezed version if k> 0 and stretched version

if k< 0). The dilation factor 2k is a power of 2, so this is said to be a dyadic dilation. The function
c(2k(t� 2�kn)) is a shifted version of the dilated version. Thus, we have expressed x(t) as a linear
combination of shifted versions of (dyadic) dilated versions of a single function c(t). The shifts 2�kn, are
in integer multiples of 2�k, where k governs the dilation. For completeness, note that the impulse
response c(t) corresponding to the function in Figure 6.9 is given by

c(t) ¼ sin (pt=2)
pt=2

cos (3pt=2) (ideal bandpass wavelet) (6:10)

This is plotted in Figure 6.11.
In Equation 6.8 we obtained a wavelet representation for x(t) (compare to Equation 6.4). The function

c(t) is called the ideal bandpass wavelet, also known as the Littlewood–Paley wavelet. We now introduce
some terminology for convenience and then return tomore detailed definitions and discussions of theWT.

6.2.2 L2 Spaces, Basis Functions, and Orthonormal Bases

Most of our discussions are restricted to the class of L2 functions or square integrable functions, i.e.,
functions x(t) for which

Ð jx(t)j2 dt exists and has a finite value. The norm, or L2 norm, of such functions,
denoted kx(t)k2, is defined as kx(t)k2¼ (

Ð jx(t)j2dt)1=2. The notation L2[a, b] stands for L2 functions that

Ψ(ω)

ω
0

1

2ππ–π–2π

FIGURE 6.9 Fundamental bandpass function that generates a bandpass wavelet.
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are zero outside the interval a� t� b. The set L2(R) is the class of L2 functions supported on the real line
�1< t<1. We often abbreviate L2(R) as L2.
The class of L2 functions forms a (normed) linear vector space, i.e., any finite linear combination of

functions in L2 is still in L2. In fact, it forms a special linear space such that a countable basis exists. That
is, a sequence of linearly independent functions {gn(t)} exists in L2 such that any L2 function x(t) can be

H–1(ω) Sampler

C–1,n

F–1(ω)0 2
t

H0(ω) Samplerx(t) x(t)

C0n

F0(ω)0 21
t

H1(ω) Sampler
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F1(ω)0 1
t

ω
–π π

(b)

(a)
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bank
Analysis
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0 2π 4π 8π

H1 and F1 H2 and F2

H0 and F0

H–1 and F–1

√2

1
1/2√21

FIGURE 6.10 Octave-band splitting scheme. (a) The analysis bank, samplers, and synthesis bank and (b) the filter
responses.

1

t
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t = 2

FIGURE 6.11 Ideal bandpass wavelet.
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expressed as x(t)¼Snan gn(t), for a unique set of {an}. We say that gn(t) are the basis functions. L
2 spaces

have orthonormal bases. For such a basis, the basis functions satisfy

hgk(t), gm(t)i ¼ d(k�m) (6:11)

where the notation h f (t), g(t)i¼D Ð
f (t)g*(t)dt denotes the inner product between f (t) and g(t). For an

orthonormal basis, the coefficients an in the expansion x(t) ¼ P1
n¼�1 angn(t) can thus be computed

using the exceptionally simple relation

an ¼ hx(t), gn(t)i (6:12)

Two examples of orthonormal basis were shown previously. The first is the FS expansion of a time-
limited signal (0� t� 1). Here, the basis functions {e j2pnt} are clearly orthonormal, with integrals going
from 0 to 1. The second example is the expansion Equation 6.3 of a band-limited signal; it can be shown
that the shifted versions f (t � nT) of the sinc functions form an orthonormal basis for band-limited
signals (integrals going from �1 to 1).

Orthogonal Projections
Suppose we consider a subset {gnk(t)} of the orthonormal basis {gn(t)}. Let 6 denote the subspace
generated by {gnk(t)} (an accurate statement would be that 6 is the ‘‘closure of the span of {gnk(t)}’’;
see Section 6.7). Consider the linear combination y(t) ¼ P

k ankgnk(t) where the ank are evaluated as
above, i.e., ank¼hx(t), gnk(t)i for some signal x(t). Then, y(t) 2 6, and it can be shown that among all
functions in 6, y(t) is the unique signal closest to x(t) (i.e, kx(t)� y(t)k2 is the smallest). We say that y(t)
is the orthogonal projection of x(t) onto the subspace 6, and write

y(t) ¼ P6[x(t)] (6:13)

6.2.3 Wavelet Transforms

If a signal x(t) is in L2, then its FT X(v) exists in the L2 sense (Section 6.6). We will see in Section 6.6 that
the discussion which resulted in Equation 6.8 is applicable for any signal x(t) in L2. Equation 6.8 means
that the signal can be expressed as a linear combination of the form

x(t) ¼
X1
k¼�1

X1
n¼�1

ckn 2
k=2c(2kt � n)|fflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflffl}

ckn(t)

(6:14)

where c(t) is the impulse response (Figure 6.11) of the bandpass function c(v) in Figure 6.9.* Because
the frequency responses for two different values of k do not overlap, the functions ckn(t) and cmi(t) are
orthogonal for k 6¼ m (use Parseval’s relation). For a given k, the functions ckn(t) are shifted versions of
the impulse responses of the bandpass filter Fk(v). From the ideal nature of this bandpass filter, we can
show that ckn(t) and ckm(t) are also orthonormal for n 6¼ m. Thus, the set of functions {ckn(t)}, with k
and n ranging over all integers, forms an orthonormal basis for the class of L2 functions, i.e., any L2

function can be expressed as in Equation 6.14 and furthermore,

hckn(t),cmi(t)i ¼ d(k�m)d(n� i) (6:15)

Because of this orthonormality, the coefficients ckn are computed very easily as

ckn ¼ hx(t),ckn(t)i ¼
ð1

�1
x(t)2k=2c*(2kt � n)dt (6:16)

* The above equality and the convergence of the summation should be interpreted in the L2 sense; see Section 6.6.
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Defining

h(t) ¼ c*(�t) (6:17)

this takes the form

ckn ¼ hx(t),hkn* (�t)i ¼
ð1

�1
x(t)2k=2h(n� 2kt)dt (6:18)

resembling a convolution.

Wavelet Transform Definitions
A set of basis functions ckn(t) derived from a single function c(t) by dilations and shifts of the form

ckn(t) ¼ 2k=2c(2kt � n) (6:19)

is said to be a wavelet basis, and c(t) is called the wavelet function. The coefficients ckn are the wavelet
transform coefficients. The formula (Equation 6.16) that performs the transformation from x(t) to ckn is
the wavelet transform of the signal x(t). Equation 6.14 is the wavelet representation or the inverse wavelet
transform. While this is only a special case of more general wavelet decompositions outlined at the end of
this section, it is perhaps the most popular and useful.
Note that the kth dilated version c(2k t) has the shifted versions c(2k t� n)¼c(2k(t� 2�kn)), so the

amount of shift is in integer multiples of 2�k. Thus, the stretched versions are shifted by larger amounts
and squeezed versions by smaller amounts. Even though we developed these ideas based on an example,
the above definitions still hold generally for any orthonormal wavelet basis. For the ideal bandpass
wavelet, the function c(t) is real and symmetric (Equation 6.10) so that h(t)¼c(t). For more general
orthonormal wavelets, we have the relation h(t)¼c* (�t). We say that h(t) is the analyzing wavelet
(because of Equation 6.18) and c(t) the synthesis wavelet (because of Equation 6.14). For the nonortho-
normal case we still have the transform and inverse transform equations as above, but the relation
between c(t) and h(t) is not as simple as h(t)¼c* (�t).

Before exploring the properties and usefulness of wavelets let us turn to a distinctly different example.
This shows that unlike the Fourier basis functions {e j2pnt}, the wavelet basis functions can be designed by
the user. This makes them more flexible, interesting, and useful.

6.2.4 Haar Wavelet Basis

An orthonormal basis for L2 functions was found by Haar [5] as early as 1910, which satisfies the
definition of a wavelet basis given above. That is, the basis functions ckn(t) are derived from a single
function c(t) using dilations and shifts as in Equation 6.19. To explain this system, first, consider a signal
x(t) 2 L2[0, 1]. The Haar basis is built from two functions called f(t) and c(t), as described in Figure 6.12.
The basis function f(t) is a constant in [0, 1]. The basis function c(t) is constant on each half interval,
and its integral is zero. After this, the remaining basis functions are obtained from c(t) by dilations and
shifts as indicated. It is clear from the figure that any two of these functions are mutually orthogonal. We
have an orthonormal set, and it can be shown that this set of functions is an orthonormal basis for
L2[0, 1]. However, this is not exactly a wavelet basis yet because of the presence of f(t).*

If we eliminate the requirement that x(t) be supported or defined only on [0, 1] and consider L2(R)
functions then we can still obtain an orthonormal basis of the above form by including the shifted
versions {c(2k t� n)} for all integer values of n, as well as the shifted versions {f(t� n)}.
An alternative to the use of {f(t� n)} would be to use stretched (i.e., c(2k t), k< 0) as well as squeezed

(i.e., c(2k t), k> 0) versions of c(t). The set of functions can thus be written as in Equation 6.19, which

* We see in Section 6.10 that the function f(t) arises naturally in the context of the fundamental idea of multiresolution.
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has the form of a wavelet basis. It can be shown that this forms an orthonormal basis for L2(R). The FT of
the Haar wavelet c(t) is given by

C(v) ¼ je�jv=2 sin
2 (v=4)
v=4

(Haar wavelet) (6:20)

The Haar wavelet has limited duration in time, whereas the ideal bandpass wavelet (Equation 6.10), being
band limited, has infinite duration in time.

6.2.5 Basic Properties of Wavelet Transforms

Based on the definitions and examples provided so far, we can already draw some very interesting
conclusions about wavelet transforms, and obtain a preliminary comparison to the FT.

1. Concept of scale: The functions ckn(t) are useful to represent increasingly finer ‘‘variations’’ in the
signal x(t) at various levels. For large k, the function ckn(t) looks like a ‘‘high frequency signal.’’
This is especially clear from the plots of the Haar basis functions. (For the bandpass wavelets, see
below.) Because these basis functions are not sinusoids, we do not use the term ‘‘frequency’’ but
rather the term ‘‘scale.’’ We say that the component ckn(t) represents a finer scale for larger k.
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FIGURE 6.12 Examples of basis functions in the Haar basis for L2[0, 1].
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Accordingly k (sometimes 1=k) is called the scale variable. Thus, the function x(t) has been
represented as a linear combination of component functions that represent variations at different
scales. For instance, consider the Haar basis. If the signal expansion (Equation 6.14) has a relatively
large value of c4,2 this means that the component at scale k¼ 4 has large energy in the interval
[2=24, 3=24] (Figure 6.14).

2. Localized basis: The preceding comment shows that if a signal has energy at a particular scale
concentrated in a slot in the time domain, then the corresponding ckn has large value, i.e., ckn(t)
contributes more to x(t). The wavelet basis, therefore, provides localization information in time
domain as well as in the scale domain. For example, if the signal is zero everywhere except in the
interval [2=24, 3=24] then the subset of the Haar basis functions which do not have their support in
this interval are simply absent in this expansion.

Note that the Haar wavelet has compact support, that is, the function c(t) is zero everywhere outside a
closed bounded interval ([0, 1] here). While the above discussions are motivated by the Haar basis, many
of them are typically true, with some obvious modifications, for more general wavelets. Consider, for
example, the ideal bandpass wavelet (Figure 6.11) obtained from the bandpass filter C(v) in Figure 6.9.
In this case the basis functions do not have compact support, but are still locally concentrated around
t¼ 0. Moreover, the basis functions for large k represent ‘‘fine’’ information, or the frequency component
around the center frequency of the filter Fk(v) (Figure 6.10). The Haar wavelet and the ideal bandpass
wavelet are two extreme examples (one is time limited and the other band-limited). Many intermediate
examples can be constructed.

6.2.6 Filter Bank Interpretation and Time–Frequency Representation

We know that the wavelet coefficients ckn for the ideal bandpass wavelet can be viewed as the sampled
version of the output of a bandpass filter (Figure 6.10a). The same is true for any kind ofWT. For this recall,
the Equation 6.18 for thewavelet coefficients. This can be interpreted as the set of sampled output sequences
of a bank of filters Hk(v), with impulse response hk(t)¼ 2k=2 ho(2

kt), where ho(t)¼h(t). Thus the wavelet
transform can be interpreted as a nonuniform continuous time analysis filter bank, followed by samplers.
The Haar basis and ideal bandpass wavelet basis are two examples of the choice of these bandpass filters.
The wavelet coefficients ckn for a given scale k are therefore obtained by sampling the output yk(t) of

the bandpass filter Hk(v), as indicated in Figure 6.13a. The first subscript k (the scale variable) represents
the filter number. As k increases by 1, the center frequency vk increases by a factor of 2. The wavelet
coefficients ckn at scale k are merely the samples yk(2

�kn). As k increases, the filter bandwidth increases,
and thus the samples are spaced by a proportionately finer amount 2�k. The quantity ckn¼ yk(2

�kn)
measures the ‘‘amount’’ of the ‘‘frequency component’’ around the center frequency vk of the analysis
filter Hk(v), localized in time around 2�kn.

In wavelet transformation, the transform domain is represented by the two integer variables k and n.
This means that the transform domain is two dimensional (the time–frequency domain), and is
discretized. We say that ckn is a time–frequency representation of x(t). Section 6.3 explains that this is
an improvement over another time–frequency representation, the STFT, introduced many years ago in
the signal-processing literature.

Synthesis Filter Bank and Reconstruction
The inner sum in Equation 6.14 can be interpreted as follows: For each k, convert the sequence ckn into an
impulse train* Sncknda(t� 2�kn) and pass it through a bandpass filter Fk(v)¼ 2�k=2C(2�kv) with
impulse response fk(t)¼ 2k=2C(2kt). The outer sum merely adds the outputs of all these filters. Figure
6.13a shows this interpretation. Therefore, the reconstruction of the signal x(t) from the wavelet

* da(t) is the Dirac delta function [2]. It is used here only as a schematic. The true meaning is that the output of fk(t) is
Sncknfk(t� 2�kn).
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coefficients ckn is equivalent to the implementation of a nonuniform continuous time synthesis filter
bank, with synthesis filters fk(t)¼ 2k=2 f0(2

kt) generated by dilations of a single filter f0(t) ¼D c(t).
As mentioned earlier, the analyzing wavelet h(t) and the synthesis wavelet c(t) are related by h(t)¼

c*(�t) in the orthonormal case. Thus, the analysis and synthesis filters are related as hk(t)¼ fk*(�t); i.e.,
Hk (v)¼ Fk*(v). For the special case of the ideal bandpass wavelet (Equation 6.10), c(t) is real and
symmetric so that fk(t)¼ fk*(�t); i.e., hk(t)¼ fk(t). Figure 6.13 summarizes the relations described in the
preceding paragraphs.

Design of Wavelet Functions
Because all the filters in the analysis and synthesis banks are derived from the wavelet function c(t), the
quality of the frequency responses depends directly onC(v). In the time domain the Haar basis has poor
smoothness (it is not even continuous), but it is well localized (compactly supported). Its FT c(v), given
in Equation 6.20, decays only as 1=v for large v. The ideal bandpass wavelet, on the other hand, is poorly
localized in time, but has very smooth behavior. In fact, because it is band limited, c(t) is infinitely
differentiable, but it decays only as 1=t for large t. Thus, the Haar wavelet and the ideal bandpass wavelet
represent two opposite extremes of the possible choices.
We could carefully design the wavelet c(t) such that it is reasonably well localized in time domain,

while at the same time sufficiently smooth or ‘‘regular.’’ The term regularity is often used to quantify the
degree of smoothness. For example, the number of times we can differentiate the wavelet c(t) and the
degree of continuity (so-called Hölder index) of the last derivative are taken as measures of regularity. We
return to this in Sections 6.11 through 6.13, where we also present systematic procedures for design of the
function c(t). This can be designed in such a way that {2k=2c(2k t� n)} forms an orthonormal basis with
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FIGURE 6.13 (a) Representing the dyadic WT as an analysis bank followed by samplers, and the inverse transform
as a synthesis bank. For the orthonormal case, c(t)¼h*(�t), and fk(t)¼ hk*(�t). (b) Filter responses for the example
in which c(t) is the ideal bandpass wavelet.
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prescribed decay and regularity properties. It is also possible to design c(t) such that we obtain other
kinds of structures rather than an orthonormal basis, e.g., a Riesz basis or a frame (Sections 6.7 and 6.8).

6.2.7 Wavelet Basis and Fourier Basis

Returning to the Fourier basis gk(t)¼ {e j2pkt} for functions supported on [0, 1], we see that gk(t)¼ g1(kt),
so that all the functions are dilated versions (dilations being integers rather than powers of integers)
of g1(t). However, these do not have the localization property of wavelets. To understand this, note that
e j2pkt has unit magnitude everywhere, and sines and cosines are nonzero almost everywhere. Thus, if we
have a function x(t) that is identically zero in a certain time slot (e.g., Figure 6.14), then in order for the
infinite series Snane

j2pnt to represent x(t), extreme cancellation of terms must occur in that time slot.
In contrast, if a compactly supported wavelet basis is used, it provides localization information as well as
information about ‘‘frequency contents’’ in the form of scales. The ‘‘transform domain’’ in traditional
FT is represented by a single continuous variable v. In the wavelet transform, where the transform
coefficients are ckn, the transform domain is represented by two integers k and n.
It is also clear that WT provides a great deal of flexibility because we can choose c(t). With FTs, on

the other hand, the basis functions (sines and cosines) are pretty much fixed (see, however, Section 6.3
on STFT).

6.2.8 Most General Form of Wavelet Transformation

The most general form of wavelet transform is given by

X(a, b)
1ffiffiffiffiffijajp

ð1

�1
x(t)c

t � b
a

� �
dt (6:21)

where a and b are real. This is called the continuous wavelet transform (CWT) because a and b are
continuous variables. The transform domain is a two-dimensional domain (a, b). The restricted version
of this, in which a and b take a discrete set of values a¼ c�k and b¼ c�kn (where k and n vary over the set
of all integers), is called the discrete wavelet transform (DWT). The further special case, in which c¼ 2,
i.e., a¼ 2�k and b¼ 2�kn, is the WT discussed so far (Equation 6.16) and is called the dyadic DWT.
Expansions of the form given in Equation 6.14 are also called wavelet series expansions by analogy with
the FS expansion (a summation rather than an integral).
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FIGURE 6.14 Example of an L2[0, 1] signal x(t) for which the Haar component c4,2(t) dominates.
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For fixed a, Equation 6.21 is a convolution. Thus, if we apply the input signal x(t) to a filter with
impulse response c(�t=a)=

ffiffiffiffiffijajp
, its output, evaluated at time b, will be X(a, b). The filter has frequency

response
ffiffiffiffiffijajp

c(�av). If we imagine that c(v) has a good bandpass response with center frequency v0,
then the above filter is bandpass with center frequency �a�1v0; i.e., the wavelet transform X(a, b), which
is the output of the filter at time b, represents the ‘‘frequency content’’ of x(t) around the frequency
�a�1v0 ‘‘around’’ time b. Ignoring the minus sign (because c(t) and x(t) are typically real anyway), we
see that the variable a�1 is analogous to frequency. In wavelet literature, the quantity jaj is usually
referred to as the scale rather than inverse frequency.
For reasons that cannot be explained with our limited exposure thus far, the wavelet function c(t) is

restricted to be such that
Ð
c(t)dt¼ 0. For the moment, notice that is equivalent to C(0)¼ 0, which is

consistent with the bandpass property of c(t). In Section 6.10, where we generate wavelets systematically
using multiresolution analysis, we see that this condition follows naturally from theoretical considerations.

6.3 Short-Time Fourier Transform

In many applications, we must accommodate the notion of frequency that evolves or changes with time.
For example, audio signals are often regarded as signals with a time-varying spectrum, e.g., a sequence of
short-lived pitch frequencies. This idea cannot be expressed with the traditional FT because X(v) for each
v depends on x(t) for all t.
The STFT was introduced as early as 1946 by Gabor [5] to provide such a time–frequency picture of

the signal. Here, the signal x(t) is multiplied with a window v(t� t) centered or localized around time t
(Figure 6.15) and the FT of x(t) v(t� t) computed as

X(v, t) ¼
ð1

�1
x(t)v(t � t)e�jvtdt (6:22)

This is then repeated for shifted locations of the window, i.e., for various values of t. That is, we compute not
just one FT, but infinitely many. The result is a function of both time t and frequency v. If this must be
practical wemustmake two changes: compute the STFTonly for discrete values ofv, and use only a discrete a
number of window positions t. In the traditional STFT both v and t are discretized on uniform grids:

v ¼ kvs, t ¼ nTs (6:23)

The STFT is thus defined as

XSTFT(kvs, nTs) ¼
ð1

�1
x(t)v(t � nTs)e

�jkvstdt, (6:24)

t

t

x(t)

v(t –τ)

τ

Shifted
version

FIGURE 6.15 Signal x(t) and the sliding window v(t� t).
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which we abbreviate as XSTFT (k, n) when there is no confusion. Thus the time domain is mapped into the
time–frequency domain. The quantity XSTFT(kvs, nTs) represents the FT of x(t) around time nTs and
around frequency kvs. This, in essence, is similar to the WT: in both cases the transform domain is a two-
dimensional discrete domain.
We compare wavelets and STFT on several grounds, giving a filter bank view and comparing time–

frequency resolution and localization properties. Section 6.9 provides a comparison on deeper grounds:
for example, when can we reconstruct a signal x(t) from the STFT coefficients XSTFT (k, n)? Can we
construct an orthonormal basis for L2 signals based on the STFT? The advantage of WTs over the STFT
will be clear after these discussions.

6.3.1 Filter Bank Interpretation

The STFT evaluated for some frequency vk can be rewritten as

XSTFT(vk, t) ¼ e�jvkt

ð1

�1
x(t)v(t � t)e�jvk(t�t)dt (6:25)

This integral looks like a convolution of x(t) with the filter impulse response

hk(t)¼D v(�t)e jvkt (6:26)

If v(�t) has a FT looking like a low-pass filter then hk(t) looks like a bandpass filter with center frequencyvk

(Figure 6.16). Thus, XSTFT (vk, t) is the output of this bandpass filter at time t, downshifted in frequency by
vk. The result is a low-pass signal yk(t) whose output is sampled uniformly at time t¼ nTs. For every
frequency vk so analyzed, one such filter channel exists. With the frequencies uniformly located at
vk¼ kvs, we get the analysis filter bank followed by downshifters and samplers as shown in Figure 6.17.

The STFT coefficients XSTFT(kvs, nTs), therefore, can be regarded as the uniformly spaced samples
of the outputs of a bank of bandpass filters Hk(v), all derived from one filter h0(t) by modulation:

0 ωk

FT of v(–t) Hk(ω)

ω

ω

0

0

ωk

X(ω)
X(ω)Hk(ω)

ω

Downshifted X(ω)Hk(ω)

FIGURE 6.16 STFT viewed as a bandpass filter followed by a downshifter.
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hk(t)¼ e jkvst h0(t); i.e., Hk(v)¼H0(v� kvs). (The filters are one sided in frequency so they have complex
coefficients in the time domain, but ignore these details for now.) The output of Hk(v) represents a
portion of the FT X(v) around the frequency kvs. The downshifted version yk(t) is therefore a low-pass
signal. In other words, it is a slowly varying signal, whose evolution as a function of t represents the
evolution of FT X(v) around frequency kvs. By sampling this slowly varying signal, we can therefore
compress the transform domain information.
If the window is narrow in the time domain, then Hk(v) has large bandwidth. That is, a good time

resolution and poor frequency resolution are obtained. If the window is wide, the opposite is true. Thus, if
we try to capture the local information in time by making a narrow window, we get a fuzzy picture in
frequency. Conversely, in the limit, as the filter becomes extremely localized in frequency, the window is
very broad and STFT approaches the ordinary FT. That is, the time–frequency information collapses to
the all-frequency information of ordinary FT. We see that time–frequency representation is inherently a
compromise between time and frequency resolutions (or localizations). This is related to the uncertainty
principle: as windows get narrow in time they have to get broad in frequency, and vice versa.

Optimal Time–Frequency Resolution: The Gabor Window
What is the best frequency resolution one can obtain for a given time resolution? For a given duration of
the window v(t) how small can the duration of V(v) be? If we define duration according to common
sense, we are already in trouble because if v(t) has finite duration then V(v) has infinite duration. A more
useful definition of duration is called the root mean square (RMS) duration. The RMS time duration Dt

and the RMS frequency duration Df for the window v(t) are defined such that

D2
t ¼

Ð
t2jv(t)j2dtÐ jv(t)j2dt , D2

f ¼
Ð
v2jV(v)j2dvÐ jV(v)j2dv (6:27)

Intuitively, Dt cannot be arbitrarily small for a specified Df. The uncertainty principle says that
DtDf� 0.5. Equality holds iff v(t) has the shape of a Gaussian, i.e., v(t)¼Ae�at2, a> 0. Thus, best joint
time–frequency resolution is obtained by using the Gaussian window. This is also intuitively acceptable
for the reason that the Gaussian is its own FT (except for scaling of variables and so forth). Gabor used
the Gaussian window as early as 1946. Because it is of infinite duration, a truncated approximation is
used in practice. The STFT based on the Gaussian is called the Gabor transform. A limitation of the

H–1(ω)
y–1(t)

x(t)

sampler Ts

STFT coefficients

t

H0(ω)
y0(t)

sampler Ts t

ejωst

H1(ω)
y1(t)

sampler Ts t

e–jωst

1

ω
0

H0(ω) H1(ω)H–1(ω)

–ωs ωs 2ωs

FIGURE 6.17 STFT viewed as an analysis bank of uniformly shifted filters.
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Gabor transform is that it does not give rise to an orthonormal signal representation; in fact, it cannot
even provide a ‘‘stable basis.’’ (Sections 6.7 and 6.9 explain the meaning of this.)

6.3.2 Wavelet Transform versus Short-Time Fourier Transform

The STFT works with a fixed window v(t). If a high-frequency signal is being analyzed, many cycles are
captured by the window, and a good estimate of the FT is obtained. If a signal varies very slowly with
respect to the window, however, then the window is not long enough to capture it fully. From a filter
bank viewpoint, notice that all the filters have identical bandwidths (Figure 6.17). This means that the
frequency resolution is uniform at all frequencies, i.e., the ‘‘percentage resolution’’ or accuracy is poor for
low frequencies and becomes increasingly better at high frequencies. The STFT, therefore, does not
provide uniform percentage accuracy for all frequencies; the computational resources are somehow
poorly distributed.
Compare this with the WT, which is represented by a nonuniform filter bank (Figure 6.8b). Here, the

frequency resolution gets poorer as the frequency increases, but the fractional resolution (i.e., the filter
bandwidth Dvk divided by the center frequency vk) is constant for all k (the percentage accuracy is
uniformly distributed in frequency). In the time domain this is roughly analogous to having a large library
of windows; narrow windows are used to analyze high-frequency components and very broad windows are
used to analyze low-frequency components. In electrical engineering language the filter bank representing
WT is a constant Q filter bank, or an octave band filter bank. Consider, for example, the Haar wavelet basis.
Here, the narrow basis functions c2,n(t) of Figure 6.12 are useful to represent the highly varying compon-
ents of the input, and are correspondingly narrower (have shorter support than the functions c1,n(t)).
A second difference between the STFT and the WTs is the sampling rates at the outputs of the

bandpass filters. These are identical for the STFT filters (since all filters have the same bandwidth). For
the wavelet filters, these are proportional to the filter bandwidths, hence nonuniform (Figure 6.10a). This
is roughly analogous to the situation that the narrower windows move in smaller steps compared to the
wider windows. Compare again with Figure 6.12 where c2,n(t) are moved in smaller steps as compared to
c1,n(t) in the process of constructing the complete set of basis functions. The nonuniform (constant Q)
filter stacking (Figure 6.8b) provided by wavelet filters is also naturally suited for analyzing audio signals
and sometimes even as components in the modeling of the human hearing system.

Time–Frequency Tiling
The fact that the STFT performs uniform sampling of time and frequency whereas the WT performs
nonuniform sampling is represented by the diagram shown in Figure 6.18. Here, the vertical lines
represent time locations at which the analysis filter bank output is sampled, and the horizontal lines
represent the center frequencies of the bandpass filters. The time–frequency tiling for the STFT is a
simple rectangular grid, whereas for the WT it has a more complicated appearance.

Example 6.1

Consider the signal x(t)¼ cos(10pt)þ 0.5 cos(5pt)þ 0.5 cos(5pt)þ 1.2da(t� 0.07)þ 1.2da(tþ 0.07). It has
impulses at t ¼ � 0.07 in the time domain. Two impulses (or lines) are found in the frequency domain,
at v1¼ 5p and v2¼ 10p. The function is illustrated in Figure 6.19 with impulses replaced by narrow
pulses. The aim is to try to compute the STFT or WT such that the impulses in time as well as those in
frequency are resolved. Figure 6.20a through c shows the STFT plot for three widths of the window v(t)
and Figure 6.20d shows the wavelet plot. The details of the window v(t) and the wavelet c(t) used for
this example are described next, but first let us concentrate on the features of these plots.

The STFT plots are time–frequency plots, whereas the wavelet plots are (a �1, b) plots, where a and b
are defined by Equation 6.21. As explained in Section 6.2, the quantity a�1 is analogous to frequency in
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the STFT, and b is analogous to time in the STFT. The brightness of the plots in Figure 6.20 is
proportional to the magnitude of the STFT or WT, so the transform is close to zero in the dark regions.
We see that for a narrow window with width equal to 0.1, the STFT resolves the two impulses in time
reasonably well, but the impulses in frequency are not resolved. For a wide window with width equal to
1.0, the STFT resolves the lines in frequency very well, but not the time domain impulses. For an
intermediate window width equal to 0.3, the resolution is poor in both time and frequency. The wavelet
transform plot (Figure 6.20d), on the other hand, simultaneously resolves both time and frequency very
well. We can clearly see the locations of the two impulses in time, as well as the two lines in frequency.
The STFT for this example was computed using the Hamming window [2] defined as v(t)¼

c[0.54þ 0.46 cos(pt=D)] for�D� t�D and zero outside. The widths indicated in the figure correspond
to D¼ 0.1, 1.0, and 0.3 (although the two-sided width is twice this). The wavelet transform was computed
by using an example of the Morlet wavelet [5]. Specifically,

c(t) ¼ e�t2=16(e jpt � a)

–2Ts 2Ts

2ωs

4ωs

8ωs

ωs 
–Ts –Ts/2 Ts/2 Ts0

(b)(a)
–3Ts 3Ts

ωs

2ωs

4ωs

5ωs

6ωs

3ωs

–2Ts –Ts Ts 2Ts0

FIGURE 6.18 Time–frequency tiling schemes for (a) the STFT and (b) the WT.

0.4–0.4 0.2

x(t)

t

FIGURE 6.19 Signal to be analyzed by STFT and WT.
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First, let us understand what this wavelet function is doing. The quantity e�t2=16 is the Gaussian (except
for a constant scalar factor) with Fourier transform 4

ffiffiffiffi
p

p
, e�4v2

which is again Gaussian, concentrated
near v¼ 0. Thus, e�t2=16 e jpt has an FT concentrated around v¼p. Ignoring the second term a in the
expression for c(t), we see that the wavelet is a narrowband bandpass filter concentrated around p

(Figure 6.21).* If we set a¼ 1 in Equation 6.21, then X(1, b) represents the frequency contents around p.
Thus, the frequencies v1¼ 5p and v2¼ 10p in the given signal x(t) show up around points a �1¼ 5 and
a�1¼ 10 in the WT plot, as seen from Figure 6.20d. In the STFT plots, we have shown the frequency axis

(a)

(c)

(b)

(d)

100
90
80
70
60
50
40
30ω/

π

20
10

0
–1.5–2 –1 –0.5 0

Time
0.5 1 1.5 2

STFT 1.0
100

90
80
70
60
50
40
30ω/

π

20
10

0
–1.5–2 –1 –0.5 0

Time
0.5 1 1.5 2

STFT 0.1

100
90
80
70
60
50
40
30ω/

π

20
10

0
–1.5–2 –1 –0.5 0

Time
0.5 1 1.5 2

100
90
80
70
60
50
40
30
20
10

0
–1.5–2 –1 –0.5 0

b
0.5 1 1.5 2

a–1

STFT 0.3 Wavelet
transform

FIGURE 6.20 (a)–(c) STFT plots with window widths of 0.1, 1.0, and 0.3, respectively, and (d) WT plot.

* The quantity a in the expression of c(t) ensures that
Ð
c(t) dt¼ 0 (Section 6.2). Because a is very small, it does not

significantly affect the plots in Figure 6.20.
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FIGURE 6.21 FT magnitude for the Morlet wavelet.
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as v=p so that the frequencies v1 and v2 show up at 5 and 10, making it easy to compare the STFT plots
with the wavelet plot.

Mathematical Issues to Be Addressed
While the filter bank viewpoint places wavelets and STFT on unified ground, several mathematical issues
remain unaddressed. It is this deeper study that brings forth further subtle differences, giving wavelets a
definite advantage over the STFT.
Suppose we begin from a signal x(t) 2 L2 and compute the STFT coefficients X(kvs, nTs). How should

we choose the sampling periods Ts and vs of the time and frequency grids so that we can reconstruct x(t)
from the STFT coefficients? (Remember that we are not talking about band-limited signals, and no
sampling theorem is at work.) If the filters Hk(v)are ideal one-sided bandpass filters with bandwidth vs,
the downshifted low-pass outputs yk(t) (Figure 6.16) can be sampled separately at the Nyquist rate vs or
higher. This then tells us that Ts� 2p=vs, that is,

vsTs � 2p (6:28)

However, the use of ideal filters implies an impractical window v(n).
If we use a practical window (e.g., one of finite duration), how should we choose Ts in relation to vs so

that we can reconstruct x(t) from the STFT coefficients X(kvs, nTs)? Is this a stable reconstruction? That
is, if we make a small error in some STFT coefficient does it affect the reconstructed signal in an
unbounded manner? Finally, does the STFT provide an orthonormal basis for L2? These questions are
deep and interesting, and require more careful treatment. We return to these in Section 6.9.

6.4 Digital Filter Banks and Subband Coders

Figure 6.22a shows a two-channel filter bank with input sequence x(n) (a discrete-time signal). Ga(z) and
Ha(z) are two digital filters, typically low-pass and high-pass. x(n) is split into two subband signals, x0(n)
and x1(n), which are then downsampled or decimated (see the following paragraphs for definitions). The
total subband data rate, counting both subbands, is equal to the number of samples per unit time in the
original signal x(n). Digital filter banks provide a time–frequency representation for discrete time signals,
similar to the STFT and WT for continuous time signals. The most common engineering application of
the digital filter bank is in subband coding, which is used in audio, image, and video compression.
Neither subband coding nor such a time–frequency representation is the main point of our discussion

here. We are motivated by the fact that a deep mathematical connection exists between this digital filter

(a)

(b) π
ω

π/20

|Ha(e jω)|
|Ga(e jω)| |X(e jω)|
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FIGURE 6.22 (a) The two-channel digital filter bank, (b) typical filter responses, and (c) typical input spectrum.
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bank and the continuous time WT. This fundamental relation, discovered by Daubechies [6], is fully
elaborated in Sections 6.10 through 6.13. This relation is what makes the WT so easy to design and
attractive to implement in practice. Several detailed references on the topic of multirate systems and
digital filter banks are available [7], and a detailed treatment can be found in Chapter 24 of Passive,
Active, and Digital Filters, so we will be brief.

The Multirate Signal Processing Building Blocks: The building blocks in the digital filter bank of
Figure 6.22a are digital filters, decimators, and expanders. The M-fold decimator or downsampler
(denoted # M) is defined by the input–output relation y(n)¼ x(Mn). The corresponding z-domain
relation is Y(z) ¼ (1=M)

PM�1
k¼0 X(z1=Me�j2pk=M). This relation is sometimes abbreviated by the notation

Y(z)¼X(z)j#M or Y(e jv)¼X(e jv)j#M. The M-fold expander or upsampler (denoted " M) is defined by

y(n) ¼ x(n=M), n ¼ multiple of M,
0, otherwise

�
(6:29)

The transform domain relation for the expander is Y(z)¼X(zM), i.e., Y(e jv)¼X(e jMv).

6.4.1 Reconstruction from Subbands

In many applications, it is desirable to reconstruct x(n) from the decimated subband signals yk(n)
(possibly after quantization). For this, we pass yk(n) through expanders and combine them with the
synthesis filters Gs(z) and Hs(z). The system is said to have the perfect reconstruction (PR) property if
x̂(n)¼ cx(n� n0) for some c 6¼ 0 and some integer n0. The PR property is not satisfied for several reasons.
First, subband quantization and bit allocation are present, which are the keys to data compression using
subband techniques. However, because our interest here lies in the connection between filter banks and
wavelets, we will not be concerned with subband quantization. Second, because the filters Ga(z) and Ha(z)
are not ideal, aliasing occurs due to decimation. Using the above equations for the decimator and
expander building blocks, we can obtain the following expression for the reconstructed signal: X̂(z)¼
T(z)X(z)þA(z)X(�z), where T(z)¼ 0.5[Ga(z)Gs(z)þHa(z)Hs(z)] and A(z)¼ 0.5[Ga(�z)Gs(z)þHa(�z)
Hs(z)]. The second term having X(�z) is the aliasing term due to decimation. It can be eliminated if the
filters satisfy

Ga(�z)Gs(z)þHa(�z)Hs(z) ¼ 0 (alias cancellation) (6:30)

We can then obtain PR [x̂(z)¼ 0.5X(z)] by setting

Ga(z)Gs(z)þ Ha(z)Hs(z) ¼ 1 (6:31)

A number of authors have developed techniques to satisfy the PR conditions. In this chapter we are
interested in a particular technique to satisfy Equations 6.30 and 6.31, the conjugate quadrature filter
(CQF) method, which was independently reported by Smith and Barnwell in 1984 [18] and by Mintzer in
1985 [19]. Vaidyanathan [20] showed that these constructions are examples of a general class of M
channel filter banks satisfying a property called orthonormality or paraunitariness. More references can
be found in Ref. [7]. The two-channel CQF solution was later rediscovered in the totally different
contexts of multiresolution analysis [11] and compactly supported orthonormal wavelet construction
[6]. These are discussed in subsequent sections.

Conjugate Quadrature Filter Solution
Suppose the low-pass filter Ga(z) is chosen such that it satisfies the condition

~Ga(z)Ga(z)þ ~Ga(�z)Ga(�z) ¼ 1 for all z (6:32)
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If we now choose the high-pass filter Ha(z) and the two synthesis filters as

Ha(z) ¼ z�1~Ga(�z), Gs(z) ¼ ~Ga(z), Hs(z) ¼ ~Ha(z) (6:33)

then Equations 6.30 and 6.31 are satisfied, and x̂(n)¼ 0.5x(n). In the time domain the above equations
become

ha(n) ¼ �(�1)nga*(�nþ 1), gs(n) ¼ ga*(�n), hs(n) ¼ ha*(�n) (6:34)

The synthesis filters are time-reversed conjugates of the analysis filters. If we design a filter Ga(z)
satisfying the single condition (Equation 6.32) and determine the remaining three filters as described
previously, then the system has the PR property. A filter Ga(z) satisfying Equation 6.32 is said to be power
symmetric. Readers familiar with half-band filters will notice that the condition (Equation 6.32) says
simply that ~Ga(z)Ga(z) is half-band. To design a PR CQF system, we first design a low-pass half-band
filter G(z) with G(e jv)� 0, and then extract a spectral factor Ga(z). That is, find Ga(z) such that
G(z)¼ ~Ga(z)Ga(z). The other filters can be found from Equation 6.33.

6.4.2 Polyphase Representation

The polyphase representation of a filter bank provides a convenient platform for studying theoretical
questions and also helps in the design and implementation of PR filter banks. According to this
representation the filter bank of Figure 6.22a can always be redrawn as in Figure 6.23a, which in turn
can be redrawn as Figure 6.23b using standard multirate identities. Here, E(z) and R(z) are the
‘‘polyphase matrices,’’ determined uniquely by the analysis and synthesis filters, respectively.

If we impose the condition R(z)E(z)¼ I, that is

R(z) ¼ E�1(z) (6:35)
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FIGURE 6.23 (a) The polyphase form of the filter bank, (b) further simplification, and (c) equivalent structure
when R(z)¼E�1(z).
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the system reduces to Figure 6.23c, which is a perfect reconstruction system with x̂(n)¼ x(n). Equation
6.35 will be called the PR condition. Notice that insertion of arbitrary scale factors and delays to obtain
R(z)¼ cz�KE�1(z) does not affect the PR property.

6.4.3 Paraunitary Perfect Reconstruction System

A transfer matrix* H(z) is said to be paraunitary if H(e jv) is unitary; that is, Hy(e jv)H(e jv)¼ I (more
generally Hy(e jv)H(e jv)¼ cI, c> 0, for all v). In all practical designs, the filters are rational transfer
functions so that the paraunitary condition implies ~H(z)H(z)¼ I for all z, where the notation ~H(z) was
explained in Section 6.1. Note that ~H(z) reduces to transpose conjugation Hy(e jv) on the unit circle. A
filter bank in which E(z) is paraunitary and R(z)¼ ~E(z) enjoys the PR property x̂(n)¼ cx(n), c 6¼ 0. We
often say that the analysis filter pair {Ga(z), Ha(z)} is paraunitary instead of saying that the corresponding
polyphase matrix is paraunitary.
The paraunitary property has played a fundamental role in electrical network theory [1,21], and has a

rich history (see references in Chapters 6 and 14 of Ref. [7]). Essentially, the scattering matrices of lossless
(LC) multiports are paraunitary, i.e., unitary on the imaginary axis of the s-plane.

Properties of Paraunitary Filter Banks
Define the matrices Ga(z) and Gs(z) as follows:

Ga(z) ¼ Ga(z) Ga(�z)
Ha(z) Ha(�z)

� �
, Gs(z) ¼ Gs(z) Hs(z)

Gs(�z) Hs(�z)

� �
(6:36)

Notice that these two matrices are fully determined by the analysis filters and synthesis filters, respect-
ively. If E(z) and R(z) are paraunitary with ~E(z) E(z)¼ 0.5I and ~R(z) R(z)¼ 0.5I, it can be shown that

~Ga(z)Ga(z) ¼ I, ~Gs(z)Gs(z) ¼ I (6:37)

In other words, the matrices Ga(z) and Gs(z) defined previously are paraunitary as well.

Half-Band Property and Power Symmetry Property: The paraunitary property Ga(z)~Ga(z)¼ I is also
equivalent to Ga(z)~Ga(z)¼ I, which implies

~Ga(z)Ga(z)þ ~Ga(�z)Ga(�z) ¼ 1 (6:38)

In other words, Ga(z) is a power symmetric filter. A transfer function G(z) satisfying G(z)þG(�z)¼ 1 is
called a half-band filter. The impulse response of such G(z) satisfies g(2n)¼ 0 for all n 6¼ 0 and g(0)¼ 0.5.
We see that the power symmetry property of Ga(z) says that ~Ga(z)G1(z) is a half-band filter. In terms of
frequency response the power symmetry property of Ga(z) is equivalent to

jGa(e
jv)j2 þ jGa(�e jv)j2 ¼ 1 (6:39)

Imagine that Ga(z) is a real-coefficient low-pass filter so that jGa(e
jv)j2 has symmetry with respect to zero

frequency. Then jGa(e
jv)j2 is as demonstrated in Figure 6.24, and the power symmetry property means

that the two plots in the figure add up to unity. In this figure vp and vs are the bandedges, and d1 and d2
are the peak passband ripples of Ga(e

jv) (for definitions of filter specifications see Refs. [2] or [7]). Notice

* Transfer matrices are essentially transfer functions of multi-input multi-output systems. A review is found in Chapter 13 of
Ref. [7].
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in particular that power symmetry of Ga(z)
implies that a symmetry relation exists
between the passband and stopband spec-
ifications of Ga(e

jv). This is given by vs¼
p�vp, d2

2¼ 1� (1� 2d1)
2.

Relation between Analysis Filters: The
property ~Ga(z)Ga(z)¼ I implies a relation
between Ga(z) and Ha(z), namely Ha(z)¼
e juzN ~Ga (�z), where u is arbitrary and N is
an arbitrary odd integer. Let N¼�1 and
u¼ 0 for future simplicity. Then

Ha(z) ¼ z�1~Ga(�z) (6:40)

In particular, we have jHa (e
jv)j ¼ jGa(�e jv). Combining with the power symmetry property (Equation

6.39), we see that the two analysis filters are power complementary:

jGa(e
jv)j2 þ jHa(e

jv)j2 ¼ 1 (6:41)

for all v. With Ga(z)¼Snga(n)z
�n and Ha(z)¼Snha(n)z

�n we can rewrite Equation 6.40 as

ha(n) ¼ �(�1)nga*(�nþ 1) (6:42)

Relation between Analysis and Synthesis Filters: If we use the condition R(z)¼ ~E(z) in the definitions of
Gs(z) and Ga(z) we obtain Gs(z)¼ ~Ga (z), from which we conclude that the synthesis filters are given by
Gs(z)¼ ~Ga(z) and Hs(z)¼ ~Ha(z). We can also rewrite these in the time domain; summarizing all this,
we have

Gs(z) ¼ ~Ga(z), Hs(z) ¼ ~Ha(z), gs(n) ¼ ga*(�n), hs(n) ¼ ha*(�n) (6:43)

The synthesis filter coefficients are time-reversed conjugates of the analysis filters. Their frequency
responses are conjugates of the analysis filter responses. In particular, jGs(e

jv)j ¼ jGa(e
jv)j and

jHs(e
jv)j ¼ jHa(e

jv)j. In view of the preceding relations, the synthesis filters have all the properties of
the analysis filters. For example, Gs(e

jv) is power symmetric, and the pair {Gs(e
jv), Hs(e

jv)} is power
complementary. Finally, Hs(z)¼ z~Gs(�z), instead of Equation 6.40.

Relation to Conjugate Quadrature Filter Design: The preceding discussions indicate that in a paraunitary
filter bank the filter Ga(z) is power symmetric, and the remaining filters are derived from Ga(z) as in
Equations 6.40 and 6.43. This is precisely the CQF solution for PR, stated at the beginning of this section.

Summary of Filter Relations in a Paraunitary Filter Bank
If the filter bank of Figure 6.22a is paraunitary, then the polyphase matrices E(z) and R(z) (Figure 6.23)
satisfy ~E(z) E(z)¼ 0.5I and ~R(z) R(z)¼ 0.5I Equivalently, the filter matrices Ga(z) and Gs(z) and satisfy
~Ga(z)Ga(z)¼ I and ~Gs(z)Gs(z)¼ I. A number of properties follow from these:

1. All four filters, Ga(z), Ha(z), Gs(z), and Hs(z) are power symmetric. This property is defined, for
example, by the relation given in Equation 6.38. This means that the filters are spectral factors of
half-band filters; for example, ~Gs(z)Gs(z) is half band.

2. The two analysis filters are related as in Equation 6.40, so the magnitude responses are related as
jHa(e

jv)j ¼ jGa(�e jv)j. The synthesis filters are time-reversed conjugates of the analysis filters as
shown by Equation 6.43. In particular, Gs(e

jv)¼Ga*(e
jv) and Hs(e

jv)¼Ha*(e
jv).

3. The analysis filters form a power complementary pair, i.e., Equation 6.41 holds. The same is true
for the synthesis filters.

ω
0

1

πωsωp

0.5π

(1– 2δ1)2

δ2
2

|Ga(e jω)|2 |Ga(–e jω)|2

FIGURE 6.24 Magnitude responses jGa(e
jv)j2 and jGa(e

jv)j2
for a real-coefficient power symmetric filter Ga(z).
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4. Any two-channel paraunitary system satisfies the CQF equations (Equations 6.32 and 6.33) (except
for delays, constant scale factors, etc.). Conversely, any CQF design is a paraunitary filter bank.

5. The design procedure for two-channel paraunitary (i.e., CQF) filter banks is as follows: design a
zero-phase, low-pass, half-band filter G(z) with G(e jv)� 0 and then extract a spectral factor Ga(z).
That is, find Ga(z) such that G(z)¼ ~Ga(z)Ga(z). Then choose the remaining three filters as in
Equation 6.33, or equivalently, as in Equation 6.34.

6.4.4 Parametrization of Paraunitary Filter Banks

Factorization theorems exist for matrices, which allow the expression of paraunitary matrices as a cascade
of elementary paraunitary blocks. For example, let H(z) ¼ PL

n¼0 h(n)z
�n be a 23 2 real causal FIR

transfer matrix (thus, h(n) are 23 2 matrices with real elements). This is paraunitary iff it can be
expressed as H(z)¼RN L(z)RN�1 . . .R1(z)LzR0H0 where

Rm ¼ cos um sin um
�sin um cos um

� �
, L(z) ¼ 1 0

0 z�1

� �
, H0 ¼ a 0

0 �a

� �
(6:44)

where a and um are real. For a proof see Ref. [7]. The unitary matrix Rm is called a rotation operator or the
Givens rotation. The factorization gives rise to a cascaded lattice structure that guarantees the paraunitary
property structurally. This is useful in the design as well as the implementation of filter banks, as explained
in Ref. [7]. Thus, if the polyphase matrix is computed using the cascaded structure, Ga(z) is guaranteed to
be power symmetric, and the relation Ha(z)¼ z�1~Ga(�z) between the analysis filters automatically
holds. Further results on factorizations are described in Chapter 24 of Passive, Active, and Digital Filters.

6.4.5 Maximally Flat Solutions

The half-band filter G(z)¼D ~Ga(z)Ga(z) can be designed in many ways. One can choose to have equiripple
designs or maximally flat designs [2]. An early technique for designing FIR maximally flat filters was
proposed by Herrmann in 1971 [7]. This method gives closed form expressions for the filter coefficients
and can be adapted easily for the special case of half-band filters. Moreover, the design automatically
guarantees the condition G(e jv) � 0, which in particular implies zero phase.

The family of maximally flat half-band filters designed by Herrmann is demonstrated in Figure 6.25.
The transfer function has the form

G(z) ¼ zK
1þ z�1

2

� �2K XK�1

n¼0

(�z)n
K þ n� 1

n

� �
1� z�1

2

� �2n

(6:45)

The filter has order 4K� 2. On the unit
circle we find 2K zeroes, and all of these
zeroes are concentrated at the point z¼�1
(i.e., at v¼p). The remaining 2K� 2 zeroes
are located in the z-plane such that G(z) has
the half-band property described earlier (i.e.,
G(z)þG(�z)¼ 1).
Section 6.13 explains that if the CQF bank

is designed by starting from Herrmann’s
maximally flat half-band filter, then it can
be used to design continuous time wavelets
with arbitrary regularity (i.e., smoothness)
properties.

ω0

K

2K zeros

1

π

G(e jω)

FIGURE 6.25 Maximally flat half-band filter response with
2K zeroes at p.
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6.4.6 Tree-Structured Filter Banks

The idea of splitting a signal x(n) into two subbands can be extended by splitting a subband signal
further, as demonstrated in Figure 6.26a. In this example the low-pass subband is split repeatedly. This is
called a tree-structured filter bank. Each node of the tree is a two-channel analysis filter bank.
The synthesis bank corresponding to Figure 6.26a is illustrated in Figure 6.26b. We combine the

signals in pairs in the same manner that we split them. It can be demonstrated that if {Ga(z), Ha(z), Gs(z),
Hs(z)} is a PR system (i.e., satisfies x̂(n)¼ x(n) when connected in the form Figure 6.22a), then the tree-
structured analysis=synthesis system of Figure 6.26 has PR x̂(n)¼ x(n).
The tree-structured system can be redrawn in the form shown in Figure 6.27. For example, if we have a

tree structure similar to Figure 6.26 with three levels, we haveM¼ 4, n0¼ 2, n1¼ 4, n2¼ 8, and n3¼ 8. If
we assume that the responses of the analysis filters Ga(e

jv) and Ha(e
jv) are as in Figure 6.28a, the

(a)

(b)

Gs(z)

Hs(z) Gs(z)

Hs(z) Gs(z)

Hs(z) x̂ (n)

Ga(z)

Ha(z)Ga(z)

Ha(z)Ga(z)

Ha(z)
x(n)

2

2

2

2

2

2

2

2

2

2

2

2

FIGURE 6.26 Tree-structured filter banks: (a) analysis bank and (b) synthesis bank.

H0(z)
y0(n)

y1(n)

n0

n1

nM–1

n0

n0

nM–1

F0(z)

x̂ (n)

x(n)

H1(z) F1(z)

yM–1(n)
HM–1(z) FM–1(z)

FIGURE 6.27 General nonuniform digital filter bank.
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responses of the analysis filters Hk(e
jv) are as shown in Figure 6.28b. Note that this resembles the wavelet

transform (Figure 6.8b). The outputs of different filters are subsampled at different rates exactly as for
wavelets. Thus, the tree-structured filter bank bears a close relationship to the WT. Sections 6.10 through
6.13 present the precise mathematical connection between the two, and the relation to multiresolution
analysis.

6.4.7 Filter Banks and Basis Functions

Assuming PR x̂(n)¼ x(n), we can express x(n) as

x(n) ¼
XM�1

k¼0

X1
m¼�1

yk(m) fk(n� nkm)|fflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflffl}
hkm(n)

(6:46)

where
yk(n) are the decimated subband signals
fk(n) are the impulse response of Fk(z)

Thus, the system is analogous to the filter bank systems which represented the continuous time STFT and
WT in Sections 6.2 and 6.3. The collection of subband signals yk(m) can be regarded as a time–frequency
representation for the sequence x(n). As before, k denotes the frequency index and m the time index in
the transform domain. If we have a PR filter bank, we can recover x(n) from this time–frequency
representation using Equation 6.46. The doubly indexed family of discrete time sequences {hkm(n)} can
be regarded as ‘‘basis functions’’ for the representation of x(n).
To make things mathematically accurate, let x(n) 2 l2 (i.e., Snjx(n)j2 is finite). If the two-channel filter

bank {Ga(z), Ha(z), Gs(z), Hs(z)}, which makes up the tree structure of Figure 6.26 is paraunitary, it can be
shown that hkm(n) is an orthonormal basis for l2. Orthonormality means

X1
n¼�1

hk1m1
(n)hk2m2

* (n) ¼ d(k1 � k2)d(m1 �m2) (6:47)

0 ππ/2
ω

HaGa

(a)

(b)
0 ππ/2π/4

ω

H0H1H2H3

FIGURE 6.28 Example of responses: (a) Ga(z) and Ha(z) and (b) tree-structured analysis bank.
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Notice that the basis functions (sequences) are not derived from a single function. Instead, they
are derived from a finite number of filters { fk(n)} by time shifts of a specific form. The wavelet basis
{2k=2 c (2kt� n)}, on the other hand, is derived from a single wavelet function c(t). We say that {hkm(n)}
is a filter bank type of basis for the space of l2 sequences.

6.5 Deeper Study of Wavelets, Filter Banks, and Short-Time
Fourier Transforms

We already know what the WT is and how it compares with the STFT, at least qualitatively. We are also
familiar with time–frequency representations and digital filter banks. It is now time to fill in several
important details, and generally be more quantitative. For example, we would like to mention some
major technical limitations of the STFT which are not obvious from its definition, and explain that
wavelets do not have this limitation.
For example, if the STFT is used to obtain an orthonormal basis for L2 signals, the time–frequency RMS

durations of the window v(t) should satisfyDtDf¼1. That is, either the time or the frequency resolution is
very poor (Theorem 6.5). Also, if we have an STFT system in which the time–frequency sampling product
vsTs is small enough to admit redundancy (i.e., the vectors are not linearly independent as they would be in
an orthonormal basis), the previous difficulty can be eliminated (Section 6.9).
The Gabor transform, while admittedly a tempting candidate because of the optimal time–frequency

resolution property (DtDf minimized), has a disadvantage. For example, if we want to recover the signal
x(t) from the STFT coefficients, the reconstruction is unstable in the so-called critically sampled case
(Section 6.9). That is, a small error in the STFT coefficients can lead to a large error in reconstruction.

The WT does not suffer from the above limitations of the STFT. Sections 6.11 through 6.13 show how
to construct orthonormal wavelet bases with good time and frequency resolutions. We also show that we
can start from a paraunitary digital filter bank and construct orthonormal wavelet bases for L2(R) very
systematically (Theorem 6.13). Moreover, this can be done in such a way that many desired properties
(e.g., compact support, orthonormality, good time–frequency resolution, smoothness, and so forth) can
be incorporated during the construction (Section 6.13). Such a construction is placed in evidence by the
theory of multiresolution, which gives a unified platform for wavelet construction and filter banks
(Theorems 6.6. and 6.7).
At this point, the reader may want to preview the above-mentioned theorems in order to get a flavor of

things to come. However, to explain these results quantitatively, it is very convenient to review a number
of mathematical tools. The need for advanced tools arises because of the intricacies associated with basis
functions for infinite dimensional spaces, i.e., spaces in which the set of basis functions is an infinite set.
(For finite dimensional spaces an understanding of elementary matrix theory would have been sufficient.)
For example, a representation of the form x(t)¼Scnfn(t) in an infinite dimensional space could be
unstable in the sense that a small error in the transform domain {cn} could be amplified in an unbounded
manner during reconstruction. A special type of basis called the Riesz basis does not have this problem
(orthonormal bases are special cases of these). Also, the so-called frames (Section 6.8) share many good
properties of the Riesz bases but may have redundant vectors (i.e., not a linearly independent set of
vectors). For example, the concept of frames arises in the comparison of wavelets and the STFT. General
STFT frames have an advantage over STFT bases. Frames also come into consideration when the
connection between wavelets and paraunitary digital filter banks is explained in Section 6.11. When
describing the connection between wavelets and nonunitary filter banks, one again encounters Riesz
bases and the idea of biorthogonality.
Because it is difficult to find all the mathematical background material in one place, we review a

carefully selected set of topics in the next few sections. These are very useful for a deeper understanding
of wavelets and STFT. The material in Section 6.6 is fairly standard (Lebesgue integrals, Lp spaces, L1 and
L2 FTs). The material in Sections 6.7 and 6.8 (Riesz bases and frames) are less commonly known among
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engineers, but play a significant role in wavelet theory. The reader may want to go through these review
sections (admittedly dense), once during first reading and then use them as a reference. Following this
review, we return to our discussions of wavelets, STFT, and filter banks.

6.6 Space of L1 and L2 Signals

We developed the wavelet representation in Section 6.2 based on the framework of a bank of bandpass
filters. To make everything mathematically meaningful it becomes necessary to carefully specify the types
of signals, types of FTs, etc. For example, the concept of ideal bandpass filtering is appealing to engineers,
but a difficulty arises. An ideal bandpass filter H(v) is not stable, that is,

Ð jh(t)jdt does not exist [2]. In
other words h(t) does not belong to the space L1 (see below).

Why should this matter if we are discussing theory? The frequency domain developments based
on Figure 6.2, which finally give rise to the time domain expression (Equation 6.8), implicitly rely on
the convolution theorem (convolution in time implies multiplication in frequency). However, the
convolution theorem is typically proved only for L1 signals and bounded L2 signals; it is not valid for
arbitrary signals. Therefore, care must be exercised when using these familiar engineering notions in a
mathematical discussion.

6.6.1 Lebesgue Integrals

In most engineering discussions, we think of the integrals as Riemann integrals, but in order to handle
several convergence questions in the development of Fourier series, convolution theorems, and wavelet
transforms, it is necessary to use Lebesgue integration. Lebesgue integration theory has many beautiful
results which are not true for the Riemann integral under comparable assumptions about signals. This
includes theorems that allow us to interchange limits, integrals, and infinite sums freely.
All integrals in this chapter are Lebesgue integrals. A review of Lebesgue integration is beyond the

scope of this chapter, although many excellent references, for example, [22], are available. A few
elementary comparisons between Riemann and Lebesgue integrals are given next.

1. If x(t) is Riemann integrable on a bounded interval [a, b] then it is also Lebesgue integrable on
[a, b]. The converse is not true, however. For example, if we define x(t)¼�1 for all rationals and
x(t)¼ 1 for all irrationals in [0, 1] then x(t) is not Riemann integrable in [0, 1], but it is Lebesgue
integrable, and

Ð 1
0 x(t)dt ¼ 1.

2. A similar statement is not true for the unbounded interval (�1, 1). For the unbounded interval
(�1, 1) the Riemann integral is defined only as a limit called the improper integral.* Consider
the sinc function defined as: s(t)¼ sin t=t for t 6¼ 0, and s(0)¼ 1. This has an improper Riemann
integral¼p, but is not Lebesgue integrable.

3. If x(t) is Lebesgue integrable, so is jx(t)j. The same is not true for Riemann integrals, as
demonstrated by the sinc function s(t) of the preceding paragraph.

4. If jx(t)j is Lebesgue integrable, so is x(t) as long as it is measurable.y This, however, is not true for
Riemann integrals. If we define x(t)¼�1 for all rationals and 1 for all irrationals in [0, 1], it is not
Riemann integrable in [0, 1] although jx(t)j is.

5. If x(t) is (measurable and) bounded by nonnegative Lebesgue integrable function g(t) (i.e.,
jx(t)j � g(t)), then x(t) is Lebesgue integrable.

* Essentially, we consider
Ð b
�a x(t)dt and let a and b go to1 separately. This limit, the improper Riemann integral, should not

be confused with Cauchy principal value, which is the limit of
Ð a
�a x(t)dt as a ! 1. The function x(t)¼ t has Cauchy

principal value¼ 0, but the improper Riemann integral does not exist.
y The notion of measurable function is very subtle. Any continuous function is measurable, and any Lebesgue integrable
function is measurable. In fact, examples of nonmeasurable functions are so rare and so hard to construct that practically
no danger exists that we will run into one. We take measurability for granted and never mention it.
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Sets of Measures Zero
A subset 6 of real numbers is said to have measure zero if, given e> 0, we can find a countable union [i Ii
of open intervals Ii (intervals of the form (ai, bi), i.e., ai< x< bi) such that 6� [i Ii and the total length of
the intervals is less than e. For example, the set of all integers (in fact, any countable set of real numbers,
e.g., rationals) has measure zero. Uncountable sets of real numbers exist that have measure zero, a famous
example being the Cantor set [22].
When something is said to be true ‘‘almost everywhere’’ (abbreviated a.e.) or ‘‘for almost all t,’’ it

means that the statement holds everywhere, except possibly on a set of measure zero. For example, if
x(t)¼ y(t) everywhere except for integer values of t, then x(t)¼ y(t) a.e. An important fact in Lebesgue
integration theory is that if two Lebesgue integrable functions are equal a.e., then their integrals are equal.
In particular, if x(t)¼ 0 a.e., the Lebesgue integral

Ð
x(t)dt exists and is equal to zero.

Convergence Theorems
What makes the Lebsegue integral so convenient is the existence of some powerful theorems which allow
us to interchange limits with integrals and summations under very mild conditions. These theorems have
been at the center of many beautiful results in Fourier and wavelet transform theory.
Let {gk(t)}, 1� k�1 be a sequence of Lebesgue integrable functions. In general, this sequence may

not have a limit, and even if it did, the limit may not be integrable. Under some further mild postulates,
we can talk about limits and their integrals. In what follows we often say ‘‘g(t) is a pointwise limit a.e.,
of the sequence {gk(t)},’’ or ‘‘gk(t) converges to g(t) a.e.’’ This means that for any chosen value of t
(except possibly in a set of measure zero), we have gk(t) ! g(t) as k ! 1.

Monotone Convergence Theorem: Suppose {gk(t)} is nondecreasing a.e., (i.e., for almost all values of t,
gk(t) is nondecreasing in k) and

Ð
gk(t)dt is a bounded sequence. Then {gk(t)} converges a.e., to a

Lebesgue integrable function g(t) and limk

Ð
gk(t)dt¼

Ð
limk gk(t)dt, i.e., limk

Ð
gk(t)dt¼

Ð
g(t)dt. That

is, we can interchange the limit with the integral.
Dominated Convergence Theorem: Suppose {gk(t)} is dominated by a nonnegative Lebesgue

integrable function f(t), i.e., jgk(t)j � f(t) a.e., and {gk(t)} converges to a limit g(t) a.e. Then the
limit g(t) is Lebesgue integrable and limk

Ð
gk(t)dt¼

Ð
limkgk(t)dt, i.e., limk

Ð
gk(t)dt¼

Ð
g(t)dt.

That is, we can interchange the limit with the integral.
Levi’s Theorem: Suppose

Ð Pm
k¼1 jgk(t)jdt is a bounded sequence in m. Then

Ð P1
k¼1 gk(t)dt ¼P1

k¼1

Ð
gk(t)dt. This means, in particular, that

P1
k¼1 gk(t) converges a.e., to a Lebesgue integrable

function. This theorem permits us to interchange infinite sums with the integrals.
Fatou’s Lemma: Let (a) gk(t)� 0 a.e., (b) gk(t)! g(t) a.e., and (c)

Ð
gk(t) dt�A for some 0<A<1.

Then the limit g(t) is Lebesgue integrable and
Ð
g(t)�A. (Stronger versions of this result exist [23],

but we shall not require them here.)

6.6.2 Lp Signals

Let p be an integer such that 1� p<1. A signal x(t) is said to be an Lp signal if it is measurable, and ifÐ jx(t)jp dt exists. We define the Lp norm of x(t) as kx(t)kp ¼
Ð jx(t)jpdt	 
1=p

. For fixed p, the set of Lp

signals forms a vector space. It is a normed linear vector space, with norm defined previously. The term
‘‘linear’’ means that if x(t) and y(t) are in Lp, then ax(t)þby(t) is also in Lp for any complex a and b.
Because any two signals x(t) and y(t) that are equal a.e., cannot be distinguished (i.e., kx(t)� y(t)kp¼ 0),
each element in Lp is in reality ‘‘a set of functions that are equal a.e.’’ Each such set becomes an
‘‘equivalence class’’ in mathematical language. For p¼ 2 the quantity kx(t)kp2 is equal to the energy of
x(t), as defined in signal processing texts. Thus, an L2 signal is a finite-energy (or square-integrable)
signal. For p¼1 the above definitions do not make sense, and we simply define L1 to be the space of
essentially bounded signals. A signal x(t) is said to be essentially bounded if there exists a number B<1
such that jx(t)j �B a.e. We often omit the term ‘‘essential’’ for simplicity; it arises because of the a.e. in
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the inequality. The norm kx(t)k1 is taken as essential supremum of jx(t)j over all t. That is, kx(t)k1 is the
smallest number such that jx(t)j � kx(t)k1 a.e.

L1, L2, and L1 functions are particularly interesting for engineers. Note that neither L1 nor L2 contains
the other. However, bounded L1 functions are in L2, and L2 functions on bounded intervals are in L1.
That is

L1 \ L1 � L2 and L2[a, b] � L1[a, b] (6:48)

Thus, L2 is already bigger than bounded L1 functions. Moreover,

x(t) 2 L1 \ L1 ) x(t) 2 Lp for all p > 1

This follows because jx(t)jp� jx(t)j kx(t)kp�1
1 .Thus, jx(t)jp is (measurable and) bounded by a Lebesgue

integrable function (because jx(t)j is integrable), and is therefore integrable.

Orthonormal Signals in L2

The inner product hx(t), y(t)i¼ Ð
x(t)y*(t)dt always exists for any x(t) and y(t) in L2. Thus, the product

of two L2 functions is an L1 function. If hx(t), y(t)i¼ 0 we say that x(t) and y(t) are orthogonal. Clearly,
kx(t)k22 ¼hx(t), x(t)i. Consider a sequence {gn(t)} of signals such that any pair of these are orthogonal,
and kgn(t)k2¼ 1 for all n. This is said to be an orthonormal sequence. The following two results are
fundamental.

THEOREM 6.1

Let {gn(t)}, 1� n�1 be an orthonormal sequence in L2. Define cn¼hx(t), gn(t)i for some x(t) 2 L2. Then
the sum Snjcnj2 converges, and Snjcnj2�kx(t)k2.

THEOREM 6.2: (Riesz–Fischer Theorem)

Let {gn(t)}, 1� n�1 be an orthonormal sequence in L2 and let {cn} be a sequence of complex numbers
such that Snjcnj2 converges. Then there exists x(t) 2 L2 such that cn¼hx(t), gn(t)i, and x(t)¼Sncngn(t)
(with equality interpreted in the L2 sense; see below).

The space L2 is more convenient to work with than L1. For example, inner product and the concept of
orthonormality are undefined in L1. Moreover (see following section), the FT in L2 has more time–
frequency symmetry than in L1. In Section 6.7, we will define unconditional bases, which have the
property that any rearrangement continues to be a basis. It turns out that any orthonormal basis in L2 is
unconditional, whereas the L1 space does not even have an unconditional basis.

Equality and Convergence in Lp Sense
Let x(t) and y(t) be LP functions (p<1). Then kx(t)� y(t)kp¼ 0 iff x(t)¼ y(t) a.e. For example, if x(t)
and y(t) differ only for every rational t we still have kx(t)� y(t)kp¼ 0. Whenever kx(t)� y(t)kp¼ 0, we
say that x(t)¼ y(t) in Lp sense. Now consider a statement of the form

x(t) ¼
X1
n¼1

cngn(t) (6:49)
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for p<1, where gn(t) and x(t) are in Lp. This means that the sum converges to x(t) in the Lp sense; that
is, kx(t)�Sn¼ 1

N cngn(t)kp goes to zero as N ! 1. If we modify the limit x(t) by adding some number to
x(t) for all rational t, the result is still a limit of Sn¼ 1

N cngn(t) in the Lp sense. Lp limits are unique only the
a.e. sense. We omit the phrase ‘‘in the Lp sense’’ whenever it is clear from the context.

lp Spaces
Let p be an integer with 1� p�1. The collection of all sequences x(n) such that Snjx(n)jp
converges to a finite value is denoted lp. This is a linear space with norm kx(n)kp defined so that
kx(n)kp¼ (Snjx(n)jp)1=p. Unlike Lp spaces, lp spaces satisfy the following inclusion rule:

l1 � l2 � l3 . . . l1 (6:50)

The spaces l1 and l2 are especially interesting in circuits and signal processing. If h(n) 2 l1, Snjh(n)j<1.
This is precisely the condition for the BIBO stability of a linear time invariant system with impulse
response h(n) [2].

Continuity of Inner Products
If {xn(t)} is a sequence in L2 and has an L2 limit x(t), then, for any y(t) 2 L2,

lim
n!1

hxn(t), y(t)i ¼ lim
n!1

xn(t), y(t)
D E

¼ hx(t), y(t)i (6:51)

with the second limit interpreted in the L2 sense. Thus, limits can be interchanged with inner product
signs. Similarly, infinite summation signs can be interchanged with the inner product sign, that is,P1

n¼1 hanxn(t), y(t)i ¼
P1

N¼1 anxn(t), y(t)
� �

, provided the second summation is regarded as an L2 limit.
These follow from the fundamental property that inner products are continuous [23].

Next, suppose {xn(t)} is a sequence of functions L
p for some integer p� 1, and suppose xn(t) ! x(t) in

the Lp sense. Then kxn(t)kp ! kx(t)kp as well. We can rephrase this as

lim
n!1kxn(t)kp ¼ lim

n!1 xn(t)
 

p
¼ kx(t)kp (6:52)

Thus, the limit sign can be interchanged with the norm sign, where the limit in the second expression is
in the Lp sense. This follows because

��kxn(t)kp � kx(t)kp
�� � kxn(t)� x(t)kp ! 0 as n ! 1:

6.6.3 Fourier Transforms

The Fourier transform is defined for L1 and L2 signals in different ways. The properties of these two types
of FT are significantly different. In the signal processing literature, in which we ultimately seek
engineering solutions (such as filter approximation with rational transfer functions), this distinction
often is not necessary. However, when we try to establish that a certain set of signals is a basis for a certain
class, we must be careful, especially if we use tools such as the FT, convolution theorem, etc. (as we
implicitly did in Section 6.2). Detailed references for this section include Refs. [15,22,23].

L1 Fourier Transform
Given a signal x(t) 2 L1, its FT X(v) (the L1 FT) is defined in a manner that is familiar to engineers:

X(v) ¼
ð1

�1
x(t)e�jvtdt (6:53)
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The existence of this integral is assured by the fact that x(t) is in L1.* In fact, the preceding integral exists
iff x(t) 2 L1. The L1 FT has the following properties:

1. X(v) is a continuous function of v.
2. X(v) ! 0 as jvj ! 1. This is called the Riemann–Lebesgue lemma.
3. X(v) is bounded, and kx(v)k�kx(t)k1.

In engineering applications, we often draw the ideal low-pass filter response (F(v) in Figure 6.3) and
consider it to be the FT of the impulse response f(t), but this frequency response is discontinuous and
already violates property 1. This is because f (t) is not in L1 and F(v) is not the L1-FT of f (t). That f (t) is
not in L1 is consistent with the fact that the ideal filter is not BIBO stable (i.e., a bounded input may not
produce bounded output because

Ð jf (t)j dt is not finite).
Inverse Fourier Transform: The FT X(v) of an L1 signal generally is not in L1. For example, if x(t) is the
rectangular pulse, then X(v) is the sinc function which is not absolutely integrable. Thus, the familiar
inverse transform formula

x(t) ¼ 1
2p

ð1

�1
X(v)e jvtdv (6:54)

does not make sense in general. However, because X(v) is continuous and bounded, it is integrable on
any bounded interval, so

Ð c
�c X(v)e

jvtdv=2p exists for any finite c. This quantity may even have a limit as
c ! 1, even if the Lebesgue integral or improper Rieman integral, does not exist. Such a limit (the
Cauchy principal value) does represent the original function x(t) under some conditions. Two such cases
are outlined next.

Case 1: Thus, suppose x(t) 2 L1 and suppose that is of bounded variation in an interval [a, b]; that is, it
can be expressed as the difference of two nondecreasing functions [22]. Then, we can show that the above
Cauchy principal value exists, and

x(tþ)þ x(t�)
2

¼ lim
c!1

1
2p

ðc

�c

X(v)e jvtdv (6:55)

for every t 2 (a, b). The notations x(t�) and x(tþ) are the left-hand limit and the right-hand limit
respectively, of x(�) at t; for functions of bounded variation, these limits can be shown to exist. If x(�) is
continuous at t, then x(t�)¼ x(tþ)¼ x(t), and above reduces to the familiar inversion formula.

Case 2: Suppose now that x(t) 2 L1 and X(v) 2 L1 as well. Then, the integral y(t)¼D Ð1
�1 X(v)e jvtdv=2p

exists as a Lebesgue integral, and y(t)¼ x(t) a.e. [23]. In particular, if x(�) is continuous at t,
x(t) ¼ Ð c

�c X(v)e
jvtdv=2p.

If x(t) and X(v) are both in L1 they are both in L2 as well. This is shown as follows: because x(t) 2 L1

implies that X (v) is bounded. We see that X(v) 2 L1 \ L1. So X(v) 2 Lp for all integer p (see Section
6.6.2). In particular, X(v) 2 L2, so x(t) 2 L2 as well (by Parseval’s relation; see below).

L2 Fourier Transform
The L1 Fourier transform lacks the convenient property of time–frequency symmetry. For example, even
though x(t) is in L1, X(v) may not in L1. Also, even though x(t) may not be continuous, X(v) is
necessarily continuous. The space L2 is much easier to work with. Not only can we talk about inner
products and orthonormal bases, perfect symmetry also exists between time and frequency domains. We
must define L2-FT differently because the usual definition (Equation 6.53) is meaningful only for L1

* Because x(t) is Lebesgue integrable (hence, measurable), the product x(t)e�jvt is measurable, and it is bounded by the
integrable function jx(t)j. Thus, x(t)e�jvt is integrable.
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signals. Suppose x(t) 2 L2 and we truncate it to the interval [�n, n]. This truncated version is in L1

because of Equation 6.48, and its L1 FT exists:

Xn(v) ¼
ðn

�n

x(t)e�jvt dt (6:56)

It can be shown that Xn(v) is in L2 and that the sequence {Xn(v)} has a limit in L2. That is, there exists an
L2 function X(v) such that

lim
n!1

kXn(v)� X(v)k2 ¼ 0 (6:57)

This limit X(v) is defined to be the L2 FT of x(t). Some of the properties are listed next:

1. X(v) is in L2, and we can compute x(t) from X(v) in an entirely analogous manner, namely the L2

limit of
Ð n
�n X(v)e

jvtdv=2p.
2. If x(t) is in L1 and L2, then the above computation gives the same answer as the L1-FT Equation

6.53 a.e. For example, consider the rectangular pulse x(t)¼ 1 in [�1, 1] and zero otherwise. This is
in L1 and L2, and the FT using either definition is X(v)¼ 2sin v=v. This answer is in L2, but not in
L1. The inverse L2-FT of X(v) is the original x(t).

3. If x(v)2 L2 and x(v) 2 L1 then the Lebesgue integral
Ð1
�1 X(v)e jvtdv=2p exists, and equals x(t) a.e.

4. Parseval’s relation holds, i.e.,
ffiffiffiffiffiffi
2p

p kx(t)k2 ¼ kX(v)k2. Thus, the FT is a linear transformation from
L2 to L2, which preserves norms except the scale factor

ffiffiffiffiffiffi
2p

p
. (Note that this would not make sense

if x(t) were only in L1.) In particular, it is a bounded transformation because the norm kX(v)k2 in
the transform domain is bounded by the norm kx(t)k2 in the original domain.

5. Unlike the L1-FT, the L2-FT X(v) need not be continuous. For example, the impulse response of an
ideal low-pass filter (sinc function) is in L2 and its FT is not continuous.

6. Let { fn(t)} be a sequence in L2 and let x(t)¼Sncnfn(t) be a convergent summation (in the L2 sense).
With upper case letters denoting the L2-FTs, x(w)¼SncnFn(v). This result is obvious for finite
summations because of the linearity of the FT. For infinite summations, this follows from the
property that the L2-FT is a continuous mapping from L2 to L2. (This in turn follows from
the result that it is a bounded linear transformation). The continuity allows us to move the FT
operation inside the infinite summation.

Thus, complete symmetry exists between the time and frequency domains. The L2-FT is a one-to-one
mapping from L2 onto L2. Moreover, because

ffiffiffiffiffiffi
2p

p kx(t)k2 ¼ kX(v)k2, it is a norm preserving
mapping—one says that the L2-FT is an isometry from L2 to L2.

l1 Fourier Transform
If a sequence x(n) 2 l1 its discrete-time FT X(e jv)¼Snx(n)e

�jvn exists, and is the l1-FT of x(n). It can be
demonstrated that X(e jv) is a continuous function of v and that jX(e jv)j is bounded.

6.6.4 Convolutions

Suppose h(t) 2 L1 and h(t) 2 Lp for some p in 1� p�1. The familiar convolution integral defined by
(x* h)(t)¼ Ð

x(t)h(t� t)dt exists for almost all t [23]. If we define a function y(t) to be x � h where it
exists and to be zero elsewhere, the result is, in fact, an Lp function. We simply say that the convolution
of an L1, function with an Lp function gives an Lp function. By recalling that an LTI system is stable
(i.e., BIBO stable), iff its impulse response is in L1, we have the following examples:

1. If an L1 signal is input to a stable LTI system, the output is in L1. Because the convolution of two L1

signals is in L1, the cascade of two stable LTI systems is stable, a readily accepted fact in engineering.
2. If an L2 signal (finite energy input) is input to a stable LTI system, the output is in L2.
3. If an L1 signal is input to a stable LTI system, the output is in L1 (i.e., bounded inputs produce

bounded outputs).
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If x(t) and h(t) are both in L1, their convolution y(t) is in L1, and all three signals have L1-FT. The
convolution theorem [23] says that theses three are related as Y(v)¼H(v) X(v). When signals are not
necessarily in L1 we cannot in general write this, even if convolution might itself be well defined.

Convolution Theorems for L2 Signals
For all our discussions in the preceding sections, the signals were restricted to be in L2, but not necessarily
in L1. In fact, even the filters are often only in L2. For example, ideal bandpass filters (Figure 6.8) are
unstable, and therefore only in L2. For arbitrary L2 signals x(t) and h(t), the convolution theorem does
not hold. We therefore need to better understand L2 convolution.

Assume that x(t) and h(t) are both in L2. Their convolution y(t)¼ Ð
x(t)h(t� t)dt exists for all t, as the

integral is only an inner product in L2. Using Schwartz inequality [23], we also have jy(t)j � kx(t)k2
kh(t)k2, that is, y(t) 2 L1. Suppose the filter h(t) has the further property that the frequency response
H(v) is bounded, i.e., jH(v)j �B a.e., for some B<1. Then we can show that y(t) 2 L2, and that the
convolution theorem holds (Y(v)¼H(v)X(v)). To prove this, note that

y(t) ¼
ð
x(t)h(t � t)dt ¼ 1

2p

ð
X(v)H(v)e jvtdv (6:58)

from Parseval’s relation which holds for L2 signals [23]. If jH(v)j �B, then jX(v)H(v)j2�B2jX(v)j2.
Therefore, jX(v)H(v)j2 is bounded by the integrable function jX(v)j2, and is therefore integrable. Thus,
X(v)H(v) 2 L2, and the preceding equation establishes that y(t) 2 L2. The equation also shows that y(t)
and H(v)X(v) form an L2-FT pair, so Y(v)¼H(v)X(v).

Bounded L2 Filters
Filters for which h(t) 2 L2 and H(v) bounded are called bounded L2 filters. The preceding discussion
shows that bounded L2 filters admit the convolution theorem, although arbitrary L2 filters do not.
Another advantage of bounded L2 filters is that a cascade of two bounded L2 filters, h1(t) and h2(t), is
a bounded L2 filter, just as a cascade of two stable filters would be stable. To see this, note that the
cascaded impulse response is the convolution h(t)¼ (h1*h2)(t). By the preceding discussion, h(t) 2 L2,
and moreover, H(v)¼H1(v)H2(v). Clearly, H(v) is still bounded. Bounded L2 filters are therefore very
convenient to work with. Fortunately, all filters in the discussion of wavelets and filter banks are bounded
L2 filters, even though they may not be BIBO stable (as are the ideal bandpass filters in Figure 6.8). We
summarize the preceding discussions as follows.

THEOREM 6.3: (Convolution of L2 functions)

We say that h(t) is a bounded L2 filter if h(t) 2 L2 and jH(v) j �B<1 a.e.

1. Let x(t) 2 L2 and let h(t) be a bounded L2 filter. Then y(t)¼ (x * h)(t) exists for all t and y(t) 2 L2.
Moreover, Y(v)¼H(v)X(v).

2. If h1(t) and h2(t) are bounded L2 filters, then their cascade h(t)¼ (h1 * h2)(t) is a bounded L2 filter
and H(v)¼H1(v)H2(v).

6.7 Riesz Basis, Biorthogonality, and Other Fine Points

In a finite dimensional space, such as the space of all N-component Euclidean vectors, the ideas of basis
and orthonormal basis are easy to appreciate. When we extend these ideas to infinite dimensional spaces
(i.e., where the basis {gn(t)} has infinite number of functions), a number of complications and subtleties
arise. Our aim is to point these out. References for this section include Refs. [5,15,24].
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Readers familiar Hilbert spaces will note that the L2 space is a Hilbert space; all our developments
here are valid for any Hilbert space *. Elements in * (vectors) are typically denoted x, y, etc. When we
deal with Hilbert space L2, the vectors are functions and are denoted as x(t), y(t), etc., for clarity.
Similarly, for the special case of Euclidean vectors we use boldface, e.g., x, y, etc. The reader not familiar
with Hilbert spaces can assume that all discussions are in L2 and that x is merely a simplification of
the notation x(t).

6.7.1 Finite Dimensional Vector Spaces

We first look at the finite dimensional case and then proceed to the infinite dimensional case. Consider
an N3N matrix F¼ [f1 f2 . . . fN]. We assume that this is nonsingular, that is, the columns fn are linearly
independent. These column vectors form a basis for the N-dimensional Euclidean space #N of complex
N-component vectors. This space is an example of a finite dimensional Hilbert space, with inner product
defined as hx, yi ¼ yy ¼ PN

n¼1 xnxn*. The norm kxk induced by this inner product is defined as
kxk ffiffiffiffiffiffiffiffiffiffiffihx, xip

. Thus, kxk2 ¼ xyx ¼ PN
n¼1 jxnj2.

Any vector x 2 #N can be expressed as x¼Sn¼1
N cnfn for some uniquely determined set of scalars cn.

We can abbreviate this as x¼Fc, where c¼ [c1 c2 . . . cN]
T. The matrix F can be regarded as a linear

transformation from #N to #N. The nonsingularity of Fmeans that for every x 2 #N we can find a unique
c such that x¼Fc.

6.7.1.1 Boundedness of F and Its Inverse

In practice, we have further requirement that if the norm kck is ‘‘small’’ then kxk should also be
‘‘small,’’ and vice versa. This requirement implies, for example, that if a small error occurs in the
transmission or estimate of the vector c, the corresponding error in x is also small. From the relation
x¼Fc we obtain

kxk2 ¼ xyx ¼ cyFyFc (6:59)

Letting lM and lm denote the maximum and minimum eigenvalues of FyF, it then follows that kxk2�
lm kck2 and that kxk2�lM kck2. That is

lmkck2 � kxk2 � lMkck2 (6:60)

with 0<lm�lM<1, where 0<lm follows from the nonsingularity of F. Thus, the transformation F,
which converts c into x, has an amplification factor bounded by lM in the sense that kxk2�lM kck2.
Similarly, the inverse transformation G¼ F�1, which converts x into c, has amplification bounded by
1=lm. Because lM is finite, we say that F is a bounded linear transformation, and because lm 6¼ 0, we see
that the inverse transformation is also bounded.
Using x¼Sncnfn and kck2¼Snjcnj2 we can rewrite the preceding inequality as

A
X
n

jcnj2 �

X
n

cnfn


2

� B
X
n

jcnj2 (6:61)

where
A¼ lm> 0
B¼ lM<1, and all summations are for 1� n�N

Readers familiar with the idea of a Riesz basis in infinite dimensional Hilbert spaces will notice that the
above is in the form that agrees with that definition. We will return to this issue later.

6-38 Fundamentals of Circuits and Filters



Biorthogonality
With F�1 denoted as G, let gn

y denote the rows of G:

G ¼
gy1
gy2
..
.

gyN

2
6664

3
7775, F ¼ [f1 f2 . . . fN ] (6:62)

The property GF¼ I implies gk
y fn¼ d(k� n):

hfn, gki ¼ d(k� n) (6:63)

for 1� k, n�N. Equivalently, hgk fni¼ d(k� n).
Two sets of vectors, {fn} and {gk}, satisfying Equation 6.63 are said to be biorthogonal. Because

c¼ F�1 x¼Gx we can write the elements of c as cn¼ gn
yx¼hx, gni. Then x ¼ P

n cnfn ¼
P

n hx, gnifn.
Next, Gy is a nonsingular matrix, therefore, we can use its columns gn, instead of the columns of F, to
obtain a similar development, and express the arbitrary vector x 2 #N as x¼Snhx, fnign. Summarizing,
we have

x ¼
X
n

hx, gnifn ¼
X
n

hx, fnign (6:64)

where the summations are for 1� n�N. By using the expressions cn¼hx, gni and x¼Sncnfn, we can
rearrange the inequality Equation 6.61 into B�1 kxk2�Sn jhx, gnij2�A�1kxk2. With the columns gn of
Gy, instead of the columns of F, used as the basis for #N, we obtain similarly

Akxk2 �
X
n

hx, fnij j2 � Bkxk2 (6:65)

where 1� n�N, and A¼ lm, B¼ lM again. Readers familiar with the idea of a frame in an infinite
dimensional Hilbert space will recognize that the above inequality defines a frame {fn}.

Orthonormality
The basis fn is said to be orthonormal if hfk, fni¼ d(k� n), i.e., fn

yfk¼ d(k� n). Equivalently, F is unitary,
i.e., Fy F¼ I. In this case the rows of the inverse matrix G are the quantities fn

y. But Fy F¼ I, and we have
lm¼lM¼ 1 or A¼B¼ 1. With this, Equation 6.60 becomes kck¼kxk, or Snjcnj2¼kSncnfnk2. This
shows that Equation 6.61 is a generalization of the orthonormal situation. Similarly, biorthogonality
(Equation 6.63) is a generalization of orthonormality.

Basis in Infinite Dimensional Spaces
When the simple idea of a basis in a finite dimensional space (e.g., the Euclidean space #N) is extended to
infinite dimensions, several new issues arise which make the problem nontrivial. Consider the sequence
of functions { fn}, 1� n�1 in a Hilbert space *. Because of the infinite range of n, linear combinations
of the form

P1
n¼1cnfn must now be considered. The problem that immediately arises is one of

convergence. For arbitrary sequences cn this sum does not converge, so the statement ‘‘all linear
combinations’’ must be replaced with something else.*

* Our review uses 1� n�1 to be consistent with standard math texts, but all the crucial results hold for doubly infinite
sequences and summations, i.e., for the case �1� n�1. This is what we need in the case of Fourier and wavelet bases;
see, for example, Equations 6.3 and 6.4.
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Closure of Span
First define the set of all finite linear of the form

P1
n¼1 cnfn, where N varies over all integers �1. This is

called the span of { fn}. Now suppose x 2 * is a vector not necessarily in the span of { fn}, but can be
approximated as closely as we wish by vectors in the span. In other words, given an e> 0 we can find N
and the sequence of constants cnN such that

x �
XN
n¼1

cnNfn


 < e (6:66)

where kxk is the norm defined as kxk ¼ ffiffiffiffiffiffiffiffiffiffiffihx, xip
. If we append all such vectors x to the span of { fn} we

get the closure of the span of { fn}.* Note that cnN, in general, depends on e because N depends on e.

Completeness
A sequence of vectors { fn} is said to be complete in * if the closure of the linear span of { fn} equals *.
Therefore, any x 2* can be approximated, as closely as we wish, by finite linear combinations of fn in the
sense of Equation 6.66. This is also expressed by saying that the linear span of { fn} is dense in *.
Completeness of { fn} in a Hilbert space is equivalent to the statement that the only vector orthogonal to
all fn is the zero vector.

Infinite Summations
When we write x ¼ P1

n¼1 cnfn, we mean that the infinite summation converges to x in the norm of *.
In other words, given e> 0, there exists n0 such that

x �
XN
n¼1

cnfn


 < e for all N � n0 (6:67)

This statement is stronger than saying that x is in the closure of the linear span of { fn}. The latter
statement only requires Equation 6.66, where N and hence cnN depends on e. In Equation 6.67, {cn} is a
fixed sequence.

Linear Independence
Let { fn}, n¼ 1, 2, . . . be a sequence of vectors in an infinite dimensional Hilbert space*. Unlike in a finite
dimensional space, one must distinguish between several types of linear independence.

Type 1: { fn} has finite linear independence if
PN

n¼1cnfn ¼ 0, for any finite N implies cn¼ 0,
1� n�N.

Type 2: { fn} is v-independent if
P1

n¼1cnfn ¼ 0 implies cn¼ 0 for all n (where the infinite sum is
interpreted as explained above).

Type 3: { fn} is minimal if none of the fm is in the closure of the span of the remaining set of fn.

Type 3 independence implies type 2, which in turn implies type 1. Thus, type 3 is the strongest kind of
linear independence. The reason that it is stronger than type 2 is that type 2 implies we cannot have
fm¼Sn 6¼mcn fn. However, for a type 2 independent sequence { fn}, it is possible that we can make

fm �
XN
n¼1
n6¼m

cnNfn


 < e (6:68)

* The term ‘‘closure’’ has its origin from the theory of metric spaces, more generally, topological vector spaces. We do not
require the deeper, more general meaning here.
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for any given e> 0 by choosing N and cnN properly.* Type 3 linear independence prohibits even this. The
comments following Example 6.3 make this distinction more clear (see p. 6–42 and 6–43).

Basis or Schauder Basis
A sequence of vectors { fn} in * is a Schauder basis for * if any x 2 * can be expressed as x¼S1

n¼1cn fn,
and the sequence of scalars {cn} is unique for a given x. The second condition can be replaced with the
statement that { fn} is v-independent. A subtle result for Hilbert spaces [24] is that a Schauder basis
automatically satisfies minimality (i.e., type 3 independence).

A Schauder basis is v-independent and complete in the sense defined above. Conversely, v-inde-
pendence and completeness do not imply that { fn} is a Schauder basis; completeness only means that we
may approximate any vector as closely as we wish in the sense of Equation 6.66, where ckN depend on N.
In this chapter ‘‘independence’’ (or linear independence) stands for v-independence. Similarly ‘‘basis’’
stands for Schauder basis unless qualified otherwise.

Riesz Basis
Any basis {fn} in a finite dimensional space satisfies Equation 6.61, which in turn ensures that the
transformation from x to {cn} and that from {cn} to x are stable. For a basis in an infinite dimensional
space, Equation 6.61 is not automatically guaranteed, as shown by the following example.

Example 6.2

Let {en}, 1� n�1 be an orthonormal basis in a Hilbert space *, and define the sequence { fn} by
fn¼ en=n. Then we can show that fn is still a basis, i.e., it satisfies the definition of a Schauder basis.
Suppose we pick x¼ eek for some k. Then, x¼Sncnfn, with ck¼ ek, and cn¼ 0 for all other n. Thus,
Snjcnj2¼ e2 k2 and grows as k increases, although kxk¼ e for all k. That is, a ‘‘small’’ error in x can
become amplified in an unbounded manner. Recall that this could never happen in the finite dimen-
sional case because A> 0 in Equation 6.61. For our basis { fn}, we can indeed show that no A> 0 satisfies
Equation 6.61. To see this let cn¼ 0 for all n, except that ck¼ 1. Then, Sncnfn¼ fk¼ ek=k and has norm 1=k.
So Equation 6.61 reads A� 1=k2� B for all k� 1. This is not possible with A> 0.

If {en}, 1� n�1 is an orthonormal basis in an infinite dimensional Hilbert space *, then any vector
x 2 * can be expressed uniquely as x ¼ P1

n¼1 cnen where

xk k2 ¼
X1
n¼1

cnj j2

This property automatically ensures the stability of the transformations from x to {cn} and vice versa. The
Riesz basis is defined such that this property is made more general.y

Definition of a Riesz Basis: A sequence { fn}, 1� n�1 in a Hilbert space* is a Riesz basis if it is complete
and constants A and B exist such that 0<A�B<1 and

A
X1
n¼1

cnj j2 �
X1
n¼1

cnfn



2

� B
X1
n¼1

cnj j2 (6:69)

for all choice of cn satisfying Snjcnj2<1.

* As we make e increasingly smaller, we may need to change N and all coefficients ckN. Therefore, this does not imply
fm¼Sn6¼mcnfn for fixed {cn}.

y For readers familiar with bounded linear transformations in Hilbert spaces, we state that a basis is a Riesz basis iff it is
related on an orthonormal basis via a bounded linear transformation with bounded inverse.
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In a finite dimensional Hilbert space, A and B come from the extreme eigenvalues of a nonsingular
matrix FyF, so automatically A> 0 and B<1. In other words, any basis in a finite dimensional space is a
Riesz basis. As Example 6.2 shows, this may not be the case in infinite dimensions.

Unconditional Basis
It can be shown that the Riesz basis is an unconditional basis, that is, any reordering of { fn} is also a basis
(and the new cn are the correspondingly reordered versions). This is a nontrivial statement; an arbitrary
(Schauder) basis is not necessarily unconditional. In fact, the space of L1 functions (which is a Banach
space, not a Hilbert space) does not have an unconditional basis.

Role of the Constants A and B

1. Strongest linear independence: The condition A> 0 means, in particular, thatSncnfn 6¼ 0 unless cn is
zero for alln. This is justv-independence.Actually the conditionA> 0means that the vectors { fn} are
independent in the strongest sense (type 3), that is, { fn} is minimal. To see this, assume this is not the
case by supposing some vector fm is in the closure of the span of the others. Then, given arbitrary e> 0
we can findN and cnN satisfying Equation 6.66 with x¼ fm. Defining cn¼ –cnN for n 6¼m and cm¼ 1,
Equation 6.69 implies A(1þSn 6¼mjcnNj2)� e2. Because e is arbitrary, this is not possible for A> 0.

2. Distance between vectors: The condition A> 0 also implies that no two vectors in { fn} can become
‘‘arbitrarily close.’’ To see this, choose ck¼�cm¼ 1 for some k, m and cn¼ 0 for all other n. Then
Equation 6.69 gives 2A�kfk� fmk2� 2B. Thus, the distance between any two vectors is at leastffiffiffiffiffiffi
2A

p
, at most

ffiffiffiffiffiffi
2B

p
.

3. Bounded basis: A Riesz basis is a bounded basis in the sense that kfnk cannot get arbitrarily large. In
fact, by choosing cn¼ 0 for all but one value of n, we can see that 0<A�kfnk2�B<1. That is,
the norms of the vectors in the basis cannot become arbitrarily small or large. Note that the basis in
Example 6.2 violates this, because kfnk¼ 1=n. Therefore, Example 6.2 is only a Schauder basis and
not a Riesz basis.

4. Stability of basis. The condition A> 0 yields Snjcnj2�A�1kxk2, where x¼Sncnfn. This means that
the transformation from the vector x to the sequence {cn} is bounded, so a small error in x is not
amplified in an unbounded manner. Similarly, the inequality kxk2�B Sn jcnj2 shows that role of B
is to ensure that the inverse transformation from cn to x is bounded. Summarizing, the transform-
ation from x to {cn} is numerically stable (i.e., small errors not severely amplified) because A> 0,
and the reconstruction of x from {cn} is numerically stable because B<1.

5. Orthonormality: For a Riesz basis with A¼B¼ 1 the condition (Equation 6.69) reduces to
Snjcnj2¼kSncnfnk2. It can be shown that such a Riesz is as simply an orthonormal basis. The
properties listed above show that the Riesz basis is as good as orthonormal basis in most
applications. Any Riesz basis can be obtained from an orthonormal basis by means of a bounded
linear transformation with a bounded linear inverse.

Example 6.3: Mishaps with a System That Is Not a Riesz Basis

Let us modify Example 6.2 to fn¼ (en=n)þ e1, n� 1, where {en} is an orthonormal basis. As n ! 1 the
vectors fn move arbitrarily closer together (although kfnk approaches unity from above). Formally,
fn� fm¼ (en=n)� (em=m), so kfn� fmk2¼ (1=n2)þ (1=m2), which goes to zero as n, m!. 1. Thus there
does not exist A> 0 satisfying Equation 6.69 (because of comment 2 above). This, then, is not a Riesz
basis; in fact, this is not even a Schauder basis (see below). This example also has B¼1. To see this let
cn¼1=n, then Snjcnj2 converges, but kSn¼ 1

N cnfnk2 does not converge as N!. 1 (as we can verify), so
Equation 6.69 is not satisfied for finite B. Such mishaps cannot occur with a Riesz basis.

In this example, { fn} is not minimal (which is type 3 independence). Note that j f1� fnj gets
arbitrarily small as n increases to infinity, therefore, f1 is in the closure of the span of { fn}, n 6¼ 1.
However, { fn} is v-independent; no sequence {cn} exists such that kSn¼ 1

N cnfnk ! 0 as N!. 1. In
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any case, the fact that { fn} is not minimal (i.e., not independent in the strongest sense) shows that it
is not even a Schauder basis.

6.7.2 Biorthogonal Systems, Riesz Bases, and Inner Products

When discussing finite dimensional Hilbert spaces, we found that given a basis fn (columns of a
nonsingular matrix) we can express any vector x as a linear combination x¼Sn hx, gni fn, where gn
is such that the biorthogonality property hfm, gni¼ d(m� n) holds. A similar result is true for infinite
dimensional Hilbert spaces.

THEOREM 6.4: Biorthogonality and Riesz Basis

Let { fn} be a basis in a Hilbert space*. Then, there exists a unique sequence {gn} biorthogonal to { fn}, that is,

h fm, gni ¼ d(m� n) (biorthogonality) (6:70)

Moreover, the unique expansion of any x 2 * in terms of the basis { fn} is given by

x ¼
X1
n¼1

hx, gnifn (6:71)

It is also true that the biorthogonal sequence {gn} is a basis and that x¼Sn¼ 1
1 hx,fnign.Moreover, if { fn} is a

Riesz basis, then Snjhx, gnij2 and Snjhx, fnij2 are finite, and we have

A xk k2 �
X1
n¼1

hx, fnij j2 � B xk k2 (6:72)

where A and B are the same constants as in the definition (Equation 6.69) of a Riesz basis.

This beautiful result resembles the finite dimensional version, where fn corresponds to the column of a
matrix and gn corresponds to the rows (conjugated) of the inverse matrix. In this sense we can regard the
biorthogonal pair of sequences { fn}, {gn} as inverses of each other. Both are bases for *. A proof of the
above result can be obtained by combining the ideas on pages 28–32 of Ref. [24]. The theorem implies, in
particular, that if { fn} is a Riesz basis, then any vector in the space can be written in the form Sn¼ 1

1 cnfn,
where cn 2 l2.

Summary of Riesz Basis
The Riesz basis { fn} in a Hilbert space is a complete set of vectors, linearly independent in the strongest
sense (i.e., type 3 or minimal). It is a bounded basis with bounded inverse. Any two vectors are separated
by at least

ffiffiffiffiffiffi
2A

p
, that is, kfn� fmk2� 2A. The norm of each basis vector is bounded as kfnk�

ffiffiffi
B

p
. In

the expression x ¼ P
ncnfn the computation of x from cn as well as the computation of cn from x

are numerically stable because B<1 and A> 0, respectively. A Riesz basis with A¼B¼ 1 is an
orthonormal basis. In fact, any Riesz basis can be obtained from an orthonormal basis via a bounded
linear transformation with a bounded inverse. Given any basis { fn} in a Hilbert space, a unique
biorthogonal sequence {gn} exists such that we can express any x 2 * as x¼Sn¼ 1

1 hx, gnifn as well as
x¼Sn¼ 1

1 h x, fnign; if this basis is also a Riesz basis, then Snjhx, fnij2 and Snjhx, gnij2 are finite. If { fn} is a
Riesz basis, then any vector x 2 * can be written in the form x¼Sn¼ 1

1 cnfn, where cn 2 l2.

6.8 Frames in Hilbert Spaces

A frame in a Hilbert space* is a sequence of vectors { fn} with certain special properties. While a frame is
not necessarily a basis, it shares some properties of a basis. For example, we can express any vector x 2*
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as a linear combination of the frame elements, i.e., x¼Sncnfn. However, frames generally have
redundancy—the frame vectors are not necessarily linearly independent, even in the weakest sense
defined in Section 6.7. The Riesz basis (hence, any orthonormal basis) is a special case of frames. The
concept of a frame is useful when discussing the relation between wavelets, STFTs, and filter banks.
Frames were introduced by Duffin and Schaeffer [25], and used in the context of wavelets and STFT by
Daubechies [5]. Excellent tutorials can be found in Refs. [12,24].

6.8.1 Definition of a Frame

A sequence of vectors { fn} in a (possibly infinite dimensional) Hilbert space x 2* is a frame if there exist
constants A and B with 0<A�B<1 such that for any x 2 * we have

A xk k2 �
X1
n¼1

hx, fnij j2 � B xk k2 (6:73)

The constants A and B are called frame bounds.
In Section 6.7, we saw that a Riesz basis, which by definition satisfies Equation 6.69 and also satisfies

Equation 6.72, which is precisely the frame definition. A Riesz basis is, therefore, also a frame, but it is a
special case of a frame, where the set of vectors is minimal.
Any frame is complete. That is, if a vector x 2 * is orthogonal to all elements in { fn}, then x¼ 0,

otherwise A> 0 is violated. Thus, any x 2 * is in the closure of the span of the frame. In fact, we will see
that more is true; for example, we can express x¼Scn fn, although {cn} may not be unique. The frame
elements are not necessarily linearly independent, as demonstrated by examples below. A frame, then, is
not necessarily a basis. Compare Equation 6.73 with the Riesz basis definition (Equation 6.69), where the
left inequality forced the vectors fn to be linearly independent (in fact, minimal). The left inequality for a
frame only ensures completeness, not linear independence.

6.8.2 Representing Arbitrary Vectors in Terms of Frame Elements

We will see that, given a frame { fn} we can associate with it another sequence {gn} called the dual frame,
such that any element x 2* can be represented as x¼Sn¼ 1

1 hx, gnifn. We also can write x¼Sn¼ 1
1 hx, fnign.

This representation in terms of { fn} and {gn} resembles the biorthogonal system discussed in Section 6.7,
but some differences are pointed out later.

Stability of Computations
To obtain the representation x ¼ P1

n¼1 hx, fnign we compute (at least conceptually) the coefficients hx, fni
for all n. This computation is a linear transformation from * to the space of sequences. The inverse
transform computes x from this sequence by using the formula x ¼ P1

n¼1 hx, fnign. The condition B<1
in the frame definition ensures that the transformation from x to hx, fni is bounded. Similarly, the
condition A> 0 ensures that the inverse transformation, from hx, fni to x is bounded. The conditions
A> 0 and B<1, therefore, ensure stability; small errors in one domain are not arbitrarily amplified in
the other domain. A similar advantage was pointed out earlier for the Riesz basis—for arbitrary bases in
infinite dimensional spaces such an advantage cannot be claimed (Example 6.4).

If we wish to use the dual representation x ¼ P1
n¼1 hx, gnifn instead of x ¼ P1

n¼1hx, fnign, we must
compute hx, gni, etc.; the roles of A and B are taken up by 1=B and 1=A, respectively, and similar
discussions hold. This is summarized in Figure 6.29.

6.8.3 Exact Frames, Tight Frames, Riesz Bases, and Orthonormal Bases

The resemblance between a Riesz basis and a frame is striking. Compare Equation 6.69 with Equation
6.73. One might wonder what the precise relation is. Thus far, we know that a Riesz basis is a frame.
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To go deeper, we need a definition: a frame
{ fn} which ceases to be a frame if any element
fk is deleted is said to be an exact frame. Such a
frame has no redundancy. A frame with A¼B
is said to be a tight frame. The defining prop-
erty reduces to kxk2¼A�1 Snjhx, fnij2, resem-
bling Parseval’s theorem for an orthonormal
basis. A frame is normalized if kfnk¼ 1 for all
n. The following facts concerning exact frames
and tight frames are fundamental:

1. A tight frame with A¼B¼ 1 and
kfnk¼ 1 for all n (i.e., a normalized
tight frame with frame bound¼ 1) is
an orthonormal basis [5].

2. { fn} is an exact frame iff it is a Riesz basis [24]. Moreover, if a frame is not exact then it cannot be a
basis [12]. Thus, if a frame is a basis, it is certainly a Riesz basis.

3. Because an orthonormal basis is a Riesz basis, a normalized tight frame with frame bound equal to
1 is automatically an exact frame.

Some examples follow that serve to clarify the preceding concepts and definitions. In these examples,
the sequence {en}, n� 1 is an orthonormal basis for *. Thus, {en} is a tight frame with A¼B¼ 1,
and kenk¼ 1.

Example 6.4

Let fn¼ en=n as in Example 6.2. Then { fn} is still a (Schauder) basis for *, but it is not a frame. In fact,
this satisfies Equation 6.73 only with A¼ 0; i.e., the inverse transformation (reconstruction) from hx, fni
to x is not bounded. To see why A¼ 0, note that if we let x¼ ek for some k> 0 then kxk¼ 1, whereas
Snjhx, fnij2¼ 1=k2. The first inequality in the frame definition becomes A� 1=k2, which cannot be
satisfied for all k unless A¼ 0. In this example a finite B works because jh x, fn ij ¼ jh x, en ij=n for each
n. Therefore, Sn jhx, fnij2�Snjhx, enij2¼kxk2.

Example 6.5

Suppose we modify the above example as follows: define fn¼ (en=n)þ e1. We know that this is no longer
a basis (Example 3). We now have B¼1 in the frame definition, so this is not a frame. To verify this, let
x¼ e1 so kxk¼ 1. Then hx, fni¼ 1 for all n> 1, so Snjh x, fn ij2 does not converge to a finite value.

Example 6.6

Consider the sequence of vectors {e1, e1, e2, e2, . . . }. This is a tight frame with frame bounds A¼ B¼ 2.
Note that, even though the vectors are normalized and the frame is tight, this is not an orthonormal
basis. This has a redundancy of two in the sense that each vector is repeated twice. This frame is not
even a basis, therefore, it is not a Riesz basis.

Example 6.7

Consider the sequence of vectors {e1, (e2=
ffiffiffi
2

p
), (e2=

ffiffiffi
2

p
), (e3=

ffiffiffi
3

p
), (e3=

ffiffiffi
3

p
), (e3=

ffiffiffi
3

p
), . . . }. Again, redun-

dancy occurs, so it is not a basis. It is a tight frame with A¼ B¼ 1, but not an exact frame, and clearly
not a basis. It has redundancy (repeated vectors).

Linear
transform

Stable, because A > 0

x x, gn = cn

cn =  x, gn

x =Σ
∞

 cn fn
n=1

Linear
transform

Stable because B < ∞

x

FIGURE 6.29 Representation of x using frame elements
{fn}. The transformation from x to {cn} and vice versa are
stable.
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Frame Bounds and Redundancy
For a tight frame with unit norm vectors fn, the frame bound measures the redundancy. In Example 6.6
the redundancy is two (every vector repeated twice), and indeed A¼B¼ 2. In Example 6.7, where we still
have redundancy, the frame bound A¼B¼ 1 does not indicate it. The frame bound of a tight frame
measures redundancy only if the vectors fn have unit norm as in Example 6.6.

6.8.4 Frame Operator, Dual Frame, and Biorthogonality

The frame operator ^ associated with a frame { fn} in a Hilbert space * is a linear operator defined as

^x ¼
X1
n¼1

hx, fnifn (6:74)

The summation can be shown to be convergent by using the definition of the frame. The frame operator
^ takes a vector x 2 * and produces another vector in *. The norm of ^ x is bounded as follows:

Akxk � k^xk � Bkxk (6:75)

The frame operator is a bounded linear operator (because B<1; hence, it is a continuous operator [12].
Its inverse is also a bounded linear operator because A> 0).
From Equation 6.74 we obtain h^x, xi¼Snjhx, fnij2 by interchanging the inner product with

the infinite summation. This is permitted by the continuity of the operator ^ and the continuity of
inner products (Section 6.6). Because { fn} is complete, the right-hand side is positive for x 6¼ 0. Thus,
h^x, xi> 0 unless x¼ 0, that is, ^ is a positive definite operator. The realness of h^x, xi also means that
^ is self-adjoint, or h^x, yi¼ hx, ^yi for any x, y 2 *.
The importance of the frame operator arises from the fact that if we define gn¼^1fn, any x 2* can be

expressed as

x ¼
X1
n¼1

hx, gnifn ¼
X1
n¼1

hx, fnign (6:76)

The sequence {gn} is itself a frame in * called the dual frame. It has frame bounds B�1 and A�1. Among
all representations of the form x¼Sncnfn, the representation x¼Snhx, gnifn possesses the special
property that the energy of the coefficients is minimized, i.e., Snjhx, gnij2�Snjcnj2 with equality iff
cn¼hx, gni for all n [12]. As argued earlier, the computation of hx, fni from x and the inverse
computation of x from hx, fni are numerically stable operations because B<1 and A> 0, respectively.

For the special case of a tight frame (A¼B), the frame operator is particularly simple. We have
^x¼Ax, and so gn¼^�1 fn¼ fn=A. Any vector x 2 * can be expressed as

x ¼ 1
A

X1
n¼1

hx, fnifn (tight frames) (6:77)

Notice also that Equation 6.73 gives

X1
n¼1

jhx, fnij2 ¼ Akxk2 (tight frames) (6:78)

For a tight frame with A¼ 1, these equations resemble the representation of x using an orthonormal basis,
even though such a tight frame is not necessarily a basis because of possible redundancy (Example 6.7).
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Exact Frames and Biorthogonality
For the special case of an exact frame (i.e., a Riesz basis) the sequence { fn} is minimal, and it is
biorthogonal to the dual frame sequence {gn}. This is consistent with our observation at the end of
Section 6.7.

Summary of Frames
A sequence of vectors { fn} in a Hilbert space * is a frame if there exist constants A> 0 and B<1 such
that Equation 6.73 holds for every vector x 2*. Frames are complete (because A> 0), but not necessarily
linearly independent. The constants A and B are called the frame bounds. A frame is tight if A¼B. A
tight frame with A¼B¼ 1 and with normalized vectors (kfnk¼ 1) is an orthonormal basis. For a tight
frame with kfnk¼ 1, the frame bound A measures redundancy. Any vector x 2 * can be expressed in
either of the two ways shown in Equation 6.76. Here, gn¼^�1 fn, where ^ is the frame operator defined
in Equation 6.74. The frame operator is a bounded linear operator and is self-adjoint (in fact, positive).
The sequence {gn} is the dual frame and has frame bounds B�1 and A�1. For a tight frame the frame
representation reduces to Equation 6.77. A frame is exact if deletion of any vector fm destroys the frame
property. A sequence { fn} is an exact frame iff it is a Riesz basis. An exact frame { fn} is biorthogonal to the
dual frame {gn}.

Figure 6.30 is a Venn diagram, which shows the classification of frames and bases and the relationship
between these.

6.9 Short-Time Fourier Transform: Invertibility,
Orthonormality, and Localization

In Section 6.8, we saw that a vector x in an infinite dimensional Hilbert space (e.g., a function x(t) in L2)
can be expanded in terms of a sequence of vectors { fn} called a frame, that is x¼St¼ 1

1 hx, gni fn.
One of the most important features of frames is that the construction of the expansion coefficients hx, gni
from x as well as the reconstruction of x from these coefficients are numerically stable operations

Bases

Orthonormal bases
 normalized tight frames

with A = 1

Exact frames    Riesz bases

Tight frames (A = B)

Frames

FIGURE 6.30 Venn diagram showing the relation between frames and bases in a Hilbert space.

Wavelet Transforms 6-47



because A> 0 and B<1 (Section 6.8). Riesz and orthonormal bases, which are special cases of a frame
(Figure 6.30), also share this numerical stability.
In Section 6.3, we attempted to represent an L2 function in terms of the STFT. The STFT coefficients

are constructed using the integral (Equation 6.24). Denote for simplicity

gkn(t) ¼ v*(t � nTs)e
jkvst (6:79)

The computation of the STFT coefficients can be written as

XSTFT(kvs, nTs) ¼ hx(t), gkn(t)i (6:80)

This is a linear transformation which converts x(t) into a two-dimensional sequence because k and n are
integers. Our hope is to be able to reconstruct x(t) using an inverse linear transformation (inverse STFT)
of the form

x(t) ¼
X1
k¼�1

X1
n¼�1

XSTFT(kvs, nTs)fkn(t) (6:81)

We know that this can be done in a numerically stable manner if {gkn(t)} is a frame in L2 and { fkn(t)} is
the dual frame. The fundamental questions, then, are under what conditions does {gkn(t)} constitute a
frame? Under what further conditions does this become a Riesz basis, better still, an orthonormal basis?
With such conditions, what are the time–frequency localization properties of the resulting STFT? The
answers depend on the window v(t) and the sample spacings vs and Ts.
We first construct a very simple example which shows the existence of orthonormal STFT bases, and

indicate a fundamental disadvantage in the example. We then state the answers to the above general
questions without proof. Details can be found in Refs. [5,12,16].

Example 6.8: Orthonormal Short-Time Fourier Transform Basis

Suppose v(t) is the rectangular window shown in Figure 6.31, applied to an L2 function x(t). The product
x(t)v(t) therefore has finite duration. If we sample its FT at the rate vs¼ 2p we can recover x(t)v(t) from
these samples (this is like a Fourier series of the finite duration waveform x(t)v(t)). Shifting the window by
successive integers (i.e., Ts¼ 1), we can in this way recover successive pieces of x(t) from the STFT, with
sample spacing vs¼ 2p in the frequency domain. Thus, the choice Ts¼ 1 and vs¼ 2p (so, vsTs¼ 2p)
leads to an STFT XSTFT(kvs, nTs), from which we can reconstruct x(t) for all t. The quantity gkn(t) becomes

gkn(t) ¼ v(t � n)e jkvst ¼ v(t � n)e j2pkt (6:82)

Because the successive shifts of the window do not overlap, the functions gkn(t) are orthonormal for
different values of n. The functions are also orthonormal for different values of k. Summarizing, the

rectangular window of Figure 6.31, with the
time–frequency sampling durations Ts¼ 1
and vs¼ 2p, produces an orthonormal
STFT basis for L2 functions.

This example is reminiscent of the
Nyquist sampling theorem in the sense
that we can reconstruct x(t) from (time–
frequency) samples, but the differences are
that x(t) is an L2 signal, not necessarily

t
10

x(t)

v(t –1)v(t)

FIGURE 6.31 Rectangular window in STFT.
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band-limited. Note that Ts and vs cannot be arbitrarily interchanged (even if vsTs¼ 2p is preserved).
Thus, if we had chosen Ts¼ 2 and vs¼p (preserving the product vsTs) we would not have obtained a
basis because two successive positions of the window would be spaced too far apart and we would miss
50% of the signal x(t).

6.9.1 Time–Frequency Sampling Density for Frames and Orthonormal Bases

Let us assume that v(t) is normalized to have unit energy, i.e.,
Ð jv(t)j2 dt¼ 1 so that k gkn(t)k¼ 1 for all

k, n. If we impose the condition that gkn(t) be a frame, then it can be shown that the frame bounds satisfy
the condition

A � 2p
vsTs

� B (6:83)

regardless of how v(t) is chosen. As an orthonormal basis is a tight frame with A¼B¼ 1, an STFT
orthonormal basis must therefore have vsTs¼ 2p.
It can further be shown that if vsTs> 2p, {gkn(t)} cannot be a frame. For vsTs< 2p, we can find frames

(but not orthonormal basis) by appropriate choice of window v(t). The critical time–frequency sampling
density is (vsTs)

�1¼ (2p)�1. If the density is smaller we cannot have frames, and if it is larger we cannot
have orthonormal basis, only frames.

6.9.1.1 Orthonormal Short-Time Fourier Transform Bases Have Poor
Time–Frequency Localization

If we wish to have an orthonormal STFT basis, the time–frequency density is constrained so that
vsTs¼ 2p. Under this condition suppose we choose v(t) appropriately to design such a basis. The
time–frequency localization properties of this system can be judged by computing the mean square
durations Dt

2 and Df
2 defined in Equation 6.27 It has been shown by Balian and Low [5,16] that one of

these is necessarily infinite no matter how v(t) is designed. Thus, an orthonormal STFT basis always
satisfies DtDf¼1. That is, either the time localization or the frequency resolution is very poor. This is
summarized in the following theorem.

THEOREM 6.5

Let the window v(t) be such that {gkn(t)} in Equation 6.79 is an orthonormal basis for L2 (which means, in
particular, that vsTs¼ 2p). Define the RMS durations Dt and Df for the window v(t) as usual (Equation
6.27). Then, either Dt¼1 or Df¼1.

Return now to Example 6.8, where we constructed an orthonormal STFT basis using the rectangular
window of Figure 6.31. Here, Ts¼ 1 and vs¼ 2p so that vsTs¼ 2p. The window v(t) has finite mean
square duration Dt

2. Its FT V(v) has magnitude jV(v)j ¼ jsin(v=2)=(v=2)j so that
Ð
v2jV(v)j2 dv is not

finite. This demonstrates the result of Theorem 6.5. One can try to replace the window v(t) with
something for which DtDf is finite, but this cannot be done without violating orthonormality.

6.9.1.2 Instability of the Gabor Transform

Gabor constructed the STFT using the Gaussian window v(t)¼ ce�t2=2. In this case the sequence of
functions {gkn(t)} can be shown to be complete in L2 (in the sense defined in Section 6.7) as long as
vsTs� 2p. However, if vsTs¼ 2p the system is not a frame because it can be shown that A¼ 0 in
Equation 6.73. Thus, the reconstruction of x(t) from XSTFT(kvs, nTs) is unstable if vsTs¼ 2p (Section
6.8), even though {gkn(t)} is complete. Although the Gabor transform has the ideal time–frequency
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localization (minimum Dt Df), it cannot provide a stable basis; hence, it is certainly not an orthonormal
basis, whenever vsTs¼ 2p.
Because orthonormal STFT basis is not possible if vsTs 6¼ 2p, this shows that an orthonormal basis can

never be achieved with the Gabor transform (Gaussian windowed STFT), no matter how we choose vs

and Ts. The Gabor example also demonstrates the fact that even if we successfully construct a complete
set of functions (not necessarily a basis) to represent x(t), it may not be useful because of the instability of
reconstruction. If we construct Riesz bases (e.g., orthonormal bases) or more generally frames, this
disadvantage disappears. For example, with the Gabor transform if we let vsTs< 2p then all is well. We
obtain a frame (so A> 0 and B<1 in Equation 6.73); we have stable reconstruction and good time–
frequency localization, but not orthonormality. Figure 6.32 summarizes these results pertaining to the
time–frequency product vsTs in the STFT.
A major advantage of the WT over the STFT is that it is free from the above difficulties. For example,

we can obtain an orthonormal basis for L2 with excellent time–frequency localization (finite, controllable
DtDf). We will also see how to constrain such a wavelet c(t) to have the additional property of regularity
or smoothness. Regularity is a property which is measured by the continuity and differentiability of c(t).
More precisely, it is quantified by the Hölder index (defined in Section 6.13). In the next few sections
where we construct wavelets based on paraunitary filter banks, we will see how to achieve all this
systematically.

6.10 Wavelets and Multiresolution

Sections 6.11 through 6.13 show how to construct compactly supported wavelets systematically to obtain
orthonormal bases for L2. The construction is such that excellent time–frequency localization is possible.
Moreover, the smoothness or regularity of the wavelets can be controlled. The construction is based on
the two-channel paraunitary filter bank described in Section 6.4. In that section, we denoted the synthesis
filters as Gs(z) and Hs(z), with impulse response gs(n) and hs(n), respectively.

All constructions are based on obtaining the wavelet c(t) and an auxiliary function f(t), called the
scaling function, from the impulse response sequences gs(n) and hs(n). We do this by using time domain
recursions of the form

f(t) ¼ 2
X1

n¼�1
gs(n)f(2t � n), c(t) ¼ 2

X1
n¼�1

hs(n)f(2t � n) (6:84)

ωsTs > 2π;
no frames possible

ωsTs = 2π; necessary condition for orthonormality. 
Orthonormality implies DtDf = ∞,

so poor time–frequency localization
ωsTs < 2π

Good tight
frames possible

ω s

Ts

FIGURE 6.32 Behavior of STFT representation for various regions of time–frequency sampling product vsTs. The
curve vsTs¼ 2p is critical; see text.
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called dilation equations. Equivalently, in the frequency domain

F(v) ¼ Gs(e
jv=2)F(v=2), C(v) ¼ Hs(e

jv=2)F(v=2) (6:85)

If {Gs(z), Hs(z)} is a paraunitary pair with further mild conditions (e.g., that the low-pass filter Gs(e
jv) has

a zero at p and no zeroes in [0, p=3]) the preceding recursions can be solved to obtain c(t), which gives
rise to an orthonormal wavelet basis {2k=2c(2kt� n)} for L2. By constraining Gs(e

jv) to have a sufficient
number of zeroes at p we can further control the Hölder index (or regularity) of c(t) (Section 6.13).
Our immediate aim is to explain the occurrence of the function f(t), and the curious recursions

(Equation 6.84) called the dilation equations or two-scale equations. These have origin in the beautiful
theory of multiresolution for L2 spaces [4,11]. Because multiresolution theory lays the foundation for the
construction of the most practical wavelets to date, we give a brief description of it here.

6.10.1 Idea of Multiresolution

Return to Figure 6.13a, where we interpreted the wavelet transformation as a bank of continuous time
analysis filters followed by samples, and the inverse transformation as a bank of synthesis filters. Assume
for simplicity the filters are ideal bandpass. Figure 6.13b is a sketch of the frequency responses. The
bandpass filters Fk(v)¼ 2�k=2c(v=2k) become increasingly narrow as k decreases (i.e., as k becomes more
and more negative). Instead of letting k be negative, suppose we keep only k� 0 and include a low-pass
filterF(v) to cover the low frequency region. Then, we get the picture of Figure 6.33. This is analogous to
Figure 6.12, where we used the pulse function f(t) instead of using negative k in c(2kt� n).

Imagine for a moment that F(v) is an ideal low-pass filter with cutoff �p. Then we can represent any
L2 function F(v) with support restricted to �p in the form F(v)¼Sn¼�1

1 an F(v)e�jvn. This is simply
the FS expansion of F(v) in [�p, p], and it follows that Snjanj2<1 (Theorem 6.1). In the time domain,
this means

f (t) ¼
X1

n¼�1
anf(t � n) (6:86)

Let us denote by V0 the closure of the span of {f(t� n)}. Thus, V0 is the class of L
2 signals that are band-

limited to [�p, p]. Because f(t) is the sinc function, the shifted functions {f(t� n)} form an ortho-
normal basis for V0.

Consider now the subspace W0 � L2 of bandpass functions band-limited to p< jvj � 2p. The
bandpass sampling theorem (Section 6.2) allows us to reconstruct such a bandpass signal g(t) from its
samples g(n) by using the ideal filter C(v). Denoting the impulse response of C(v) by c(t) we see

ω

ω

–2π–4π–8π π0

0

2π 4π 8π

F1(ω) F2(ω)

Ψ(ω) = F0(ω)Fk(ω) = 2–k/2 Ψ(2–kω)

1

–π π

Φ(ω)1

FIGURE 6.33 Low-pass function F(v), bandpass function C(v), and stretched bandpass filters Fk(v).
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that {c(t� n)} spans W0. It can be verified that {c(t� n)} is an orthonormal basis for W0. Moreover,
as C(v) and F(v) do not overlap, it follows from Parseval’s theorem that W0 is orthogonal to V0.
Next, consider the space of all signals of the form f (t)þ g(t), where f (t) 2 V0 and g(t) 2W0. This space

is called the direct sum (in this case, orthogonal sum) of V0 and W0, and is denoted as V1¼V0 � W0.
It is the space of all L2 signals band limited to [�2p, 2p]. We can continue in this manner and define
the spaces Vk and Wk for all k. Then, Vk is the space of all L

2 signals band limited to [�2kp, 2kp], and
Wk is the space of L2 functions band limited to 2kp< jvj � 2kþ1p. The general recursive relation is
Vkþ1¼Vk � Wk. Figure 6.34 demonstrates this for the case in which the filters are ideal bandpass.
Only the positive half of the frequency axis is shown for simplicity.
It is clear that we could imagine V0 itself to be composed of subspaces V�1 and W�1. Thus, V0¼V�1 �

W�1,V�1¼V�2�W�2, and so forth. In this way, we have defined a sequence of spaces {Vk} and {Wk} for all
integers k such that the following conditions are true:

Vkþ1 ¼ Vk �Wk, Wk?Wm, k 6¼ m (6:87)

where ? means ‘‘orthogonal,’’ i.e., the functions in Wk are orthogonal to those in Wm. It is clear that
Vk � Vkþ1.

We will see later that even if the ideal filtersF(v) andC(v) are replaced with nonideal approximations,
we can sometimes define sequences of subspaces Vk and Wk satisfying the above conditions.
The importance of this observation is that whenever C(v) and F(v) are such that we can construct
such a subspace structure, the impulse response c(t) of the filter C(v) can be used to generate
an orthonormal wavelet basis. Although this might appear to be too complicated and convoluted, we will
see that the construction of the function f(t) is quite simple and elegant, and simplifies the construction of
orthonormal wavelet bases. A realization of these ideas based on paraunitary filter banks is presented in
Section 6.11. It is now time to be more precise with definitions as well as statements of the results.

6.10.2 Definition of Multiresolution Analysis

Consider a sequence of closed subspaces {Vk} in L2, satisfying the following six properties:

1. Ladder property: � � � V�2 � V�1 � V0 � V1 � V2 � � � .
2.

T1
k¼�1

Vk ¼ {0}.

3. Closure of
S1

k¼�1Vk is equal to L2.
4. Scaling property : x(t) 2 Vk iff x(2t) 2 Vkþ1. Because this implies ‘‘x(t) 2 V0 iff x(2

k t) 2 Vk,’’ all the
spaces Vk are scaled versions of the space V0. For k> 0, Vk is a finer space than V0.

5. Translation invariance: If x(t) 2 V0, then x(t� n) 2 V0; that is, the space V0 is invariant to
translations by integers. By the previous property, this means that Vk is invariant to translations
by 2�kn.

ω
π0 2π 4π 8π

V1

V2

V3

W2W1
W0V0

FIGURE 6.34 Toward multiresolution analysis. The spaces {Vk} and {Wk} spanned by various filter responses.
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6. Special orthonormal basis: A function f(t) 2 V0 exists such that the integer shifted versions
{f(t� n)} form an orthonormal basis for V0. Employing property 4, this means that {2k=2

f(2kt� n)} is an orthonormal basis for Vk. The function f(t) is called the scaling function of
multiresolution analysis.

Comments on the Definition
Notice that the scaling function f(t) determines V0, hence all Vk. We say that f(t) generates the entire
multiresolution analysis {Vk}. The sequence {Vk} is said to be a ladder of subspaces because of the
inclusion property Vk � Vkþ1. The technical terms closed and closure, which originate from metric space
theory, have simple meanings in our context because L2 is a Hilbert space. Thus, the subspace Vk is
‘‘closed’’ if the following is true: whenever a sequence of functions { fn(t)} 2 Vk converges to a limit
f (t) 2 L2 (i.e., kf (t)� fn(t)k ! 0 as n ! 1), the limit f (t) is in Vk itself. In general, an infinite union of
closed sets is not closed, which is why we need to take ‘‘closure’’ in the third property on page 187.
The third property simply means that any element x(t)L2 can be approximated arbitrary closely (in the
L2 norm sense) by an element in

S1
k¼�1Vk.

General Meaning of Wk

In the general setting of the previous definition, the subspace Wk is defined as the orthogonal comple-
ment of Vk with respect to Vkþ1. Thus, the relation Vkþ1¼Vk � Wk, which was valid in the ideal
bandpass case (Figure 6.34), continues to hold.

Haar Multiresolution
A simple example of multiresolution in which F(v) is not ideal low-pass is the Haar multiresolution,
generated by the function f(t) in Figure 6.35a. Here, V0 is the space of all functions that are piecewise
constants on intervals of the form [n, nþ 1]. We will see later that the function c(t) associated with
this example is as in Figure 6.35b—the space W0 is spanned by {c(t� n)}. The space Vk contains
functions that are constants in [2�k n, 2�k (nþ 1)]. Figure 6.35c and d shows examples of functions
belonging to V0 and V1. For this example, the six properties in the definition of multiresolution are
particularly clear (except perhaps property 3,
which also can be proved).
The multiresolution analysis generated by

the ideal bandpass filters (Figures 6.33 and
6.34) is another simple example, in which
f(t) is the sinc function. We see that the two
elementary orthonormal wavelet examples
(Haar wavelet and the ideal bandpass wavelet)
also generate a corresponding multiresolution
analysis. The connection between wavelets
and multiresolution is deeper than this, and
is elaborated in the following section.

Derivation of the Dilation Equation
Because {

ffiffiffi
2

p
f(2t � n)} is an orthonor-

mal basis for V1 (see p. 6-53), and because
f(t) 2V0 � V1,f(t) can be expressed as a
linear combination of the functions
{

ffiffiffi
2

p
f(2t � n)}:

f(t) ¼ 2
X1

n¼�1
gs(n)f(2t � n)

(dilation equation)

(6:88)

(a)

1

10 t
φ(t), the scaling function

(b)

1
1

0 t
ψ(t)

(c)

A function in V0

t

(d)

A function in V1

t

FIGURE 6.35 Harr multiresolution example. (a) The scal-
ing function f(t) that generates multiresolution, (b) the func-
tion c(t) that generates W0, (c) example of a member of V0,
and (d) example of a member of V1.
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Thus, the dilation equation arises naturally out of the multiresolution condition. For example, the Haar
scaling function f(t) satisfies the dilation equation

f(t) ¼ f(2t)þ f(2t � 1) (6:89)

The notation gs(n) and the factor 2 in the dilation equation might appear arbitrary now, but are convenient
for future use. Orthonormality of {f(t� n)} implies that kf(t)k¼ 1, and that {

ffiffiffi
2

p
f(2t � n)} are ortho-

normal. Therefore, Snjgs(n)j2¼ 0.5 from Equation 6.88.

Example 6.9: Nonorthonormal Multiresolution

Consider the triangular function shown in Figure 6.36a. This has kf(t)k¼ 1 and satisfies the dilation
equation

f(t) ¼ f(2t)þ 0:5f(2t � 1)þ 0:5f(2t þ 1) (6:90)

as demonstrated in Figure 6.36b. With Vk denoting the closure of the span of {2k=2f(2kt� n)} it can be
shown that the spaces {Vk} satisfy all the conditions in the multiresolution definition, except one. Namely,
{f(t� n)} does not form an orthonormal basis (for example, compare f(t) and f(t� 1)). We will see
later (Example 6.10) that it does form a Riesz basis and that it can be converted into an orthonormal basis
by orthonormalization. This example is a special case of a family of scaling functions called spline
functions [15].
We will see below that starting from an orthonormal multiresolution system (in particular from the

function f(t)) one can generate an orthonormal wavelet basis for L2. The wavelet bases generated from
splines f(t) after orthonormalization are called spline wavelets [15]. These are also called the Battle–
Lemarié family of wavelets. The link between multiresolution analysis and wavelets is explained
quantitatively in Section 6.10.3.

Multiresolution Approximation of L2 Functions
Given a multiresolution analysis, we know that

T1
k¼�1Vk ¼ {0} and that the closure of

S1
k¼�1Vk ¼ L2.

From this it can be shown that the Wk make up the entire L2 space, that is

L2 ¼ �1
k¼�1

Wk (6:91a)

(a)

(b)

φ(t)

t
–1 1

√3/2

t
0.5–0.5–1

φ(2t)
φ(2t + 1) φ(2t – 1)

0 1

√3/2

FIGURE 6.36 Example of a scaling function f(t) generating nonorthogonal multiresolution. (a) The scaling
function and (b) demonstrating the dilation equation.
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We can approximate an arbitrary L2 function x(t) to a certain degree of accuracy by projecting it onto Vk

for appropriate k. Thus, let xk(t) be this orthogonal projection (Section 6.2). Suppose we increase k to
kþ 1. Because Vkþ1¼Vk � Wk and Wk is orthogonal to Vk, we see that the new approximation xkþ1(t)
(projection onto the finer space Vkþ1) is given by xkþ1(t)¼ xk(t)þ yk(t), where yk(t) is in Wk.

Thus, when we go from scale k to scale kþ 1 we go to a larger space Vkþ1 	 Vk, which permits a finer
approximation. This is nicely demonstrated in the two extreme examples mentioned previously. For the
example with ideal filters (Figures 6.33 and 6.34), the process of passing from scale k to kþ 1 is like
admitting higher frequency components, which are orthogonal to the existing low-pass components. For
the Haar example (Figure 6.35) where c(t) and f(t) are square pulses, when we pass from k to kþ 1 we
permit finer pulses (i.e., highly localized finer variations in the time domain). For this example, Figure
6.35c and d demonstrates the projections xk(t) and xkþ1(t) at two successive resolutions. The projections
are piecewise-constant approximations of an L2 signal x(t).

By repeated application of Vkþ1¼Vk � Wk, we can express V0 as

V0 ¼ ��1

k¼�1
Wk (6:91b)

which, together with Equation 6.91a, yields

L2 ¼ V0 �W0 �W1 �W2 � � � � (6:91c)

This has a nice interpretation based on Figure 6.34. The L2 signal x(t) has been decomposed into
orthogonal components belonging to V0 (low-pass component), W0 (bandpass component), W1 (band-
pass with higher bandwidth and center frequency), etc.
We can find an infinite number of multiresolution examples by choosing f(t) appropriately. It is more

important now to obtain systematic techniques for constructing such examples. The quality of the
example is governed by the quality of c(t) and f(t)—the time localization and frequency resolution
they can provide, the smoothness (regularity) of these functions, and the ease with which we can
implement these approximations.

6.10.3 Relation between Multiresolution and Wavelets

Suppose f(t) 2 L2 generates an orthonormal multiresolution {Vk}, as defined in Section 6.10.2. We know
f(t) 2 V0 and that {f(t� n)} is an orthonormal basis for V0. Moreover, f(t) satisfies the dilation
Equation 6.88, and the sequence {gs(n)} 2 ‘2 defines the filter Gs(e

jv).
Now consider the finer space V1¼V0�W0, whereW0 is orthonormal to V0. If f (t) 2W0 then f (t) 2 V1,

so it is a linear combination of
ffiffiffi
2

p
f(2t � n) (property 6; see definitions). Using this and the fact thatW0 is

orthogonal to V0, we can show that F(v) (the L2-FT of f (t)) has a special form. This is given by

F(v) ¼ e jv=2Gs*(�e jv=2)F(v=2)H(e jv)

where H(e jv) is 2p-periodic. The special case of this with H(e jv)¼ 1 is denoted C(v); that is

C(v) ¼ e jv=2Gs*(�e jv=2)F(v=2) (6:92)

The above definition of C(v) is equivalent to

c(t) ¼ 2
X1

n¼�1
(�1)nþ1gs*(�n� 1)f(2t � n) [dilation equation for c(t)] (6:93)
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The function c(t) satisfying this equation has some useful properties. First, it is in L2. This follows from
Theorem 6.2 (Riesz–Fisher Theorem), because

P
n jgs(n)j2 is finite. It can be shown that c(t� n) 2 W0

and that {c(t� n)} is an orthonormal basis for W0. This implies that {2k=2c(2k t� n)} is an orthonormal
basis for Wk because f (t) 2 W0 iff f (2kt) 2 Wk, which is a property induced by the scaling property
(property 4 in the definition of multiresolution). In view of Equation 6.91 we conclude that the sequence
{2k=t c(2k t� n)}, with k and n varying over all integers, forms a basis for L2. Summarizing we have the
following result:

THEOREM 6.6: (Multiresolution and Wavelets)

Let f(t) 2 L2 generate an orthonormal multiresolution, i.e., a ladder of spaces {Vk} satisfying the
six properties in the definition of multiresolution; {f(t� n)} is an orthonormal basis for V0. Then, f(t)
satisfies the dilation Equation 6.88 for some gs(n) with Sn jgs(n) j2¼ 0.5. Define the function c(t) according
to the dilation Equation 6.93. Then, c(t) 2 W0 � L2, and {c(t� n)} is an orthonormal basis for W0.
Therefore, {2k=2 c(2k t� n)} is an orthonormal basis for Wk, just as {2

k=2 f(2k t� n)} is an orthonormal
basis for Vk (for fixed k). Moreover, with k and n varying over all integers, the doubly indexed sequence
{2k=2 c(2k t� n)} is an orthonormal wavelet basis for L2.

Thus to construct a wavelet basis for L2 we have only to construct an orthonormal basis {f(t� n)} for
V0. Everything else follows from that. All proofs can be found in Refs. [5,11,15].

6.10.4 Relation between Multiresolution Analysis
and Paraunitary Filter Banks

Denoting

hs(n) ¼ (�1)nþ1gs*(�1� n), i:e:, Hs(e
jv) ¼ e jvGs*(�e jv)

we see that f(t) and c(t) satisfy the two dilation equations in Equation 6.84. By construction, c(t) 2 W0

and f(t) 2 V0. The fact that W0 and V0 are mutually orthogonal subspaces can be used to show that
Hs(e

jv) and Gx(e
jv) satisfy

Gs*(e
jv)Hs(e

jv) þ !Gs*(�e jv)Hs(�e jv) ¼ 0 (6:94)

Also, orthonormality of {f(t� n)} leads to the power complementary property

Gs e jv
� ��� ��2 þ Gs �e jv

� ��� ��2¼ 1 (6:95)

In other words, Gs(e
jv) is a power symmetric filter. That is, the filter jGs(e

jv)j2 is a half-band filter. Using
Hs(e

jv)¼ e jvGs(�e jv), we also have

Hs e jv
� ��� ��2 þ Hs �e jv

� ��� ��2¼ 1 (6:96)

A compact way to express the above three equations is by defining the matrix

Gs(e
jv) ¼ Gs(e jv) Hs(e jv)

Gs(�e jv) Hs(�e jv)

� �

The three properties in Equations 6.94 through 6.96 are equivalent to Gs
y(e jv)Gs(e

jv)¼ I; i.e., the matrix
Gs(e

jv) is unitary for all v. This matrix was defined in Section 6.4 in the context of paraunitary digital
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filter banks. Thus, the filters Gs(e
jv) and Hs(e

jv) constructed from a multiresolution setup constitute a
paraunitary (CQF) synthesis bank.
Thus, orthonormal multiresolution automatically gives rise to paraunitary filter banks. Starting from a

multiresolution analysis we obtained two functions f(t) and c(t). These functions generate orthonormal
bases {f(t� n)} and {c(t� n)} for the orthogonal subspaces V0 and W0. The functions f(t) and c(t)
generated in this way satisfy the dilation equations (Equation 6.84). Defining the filters Gs(z) and Hs(z)
from the coefficients gs(n) and hs(n) in an obvious way, we find that these filters form a paraunitary pair.

This raises the following fundamental question: If we start from a paraunitary pair {Gs(z), Hs(z)} and
define the functions f(t) and c(t) by (successfully) solving the dilation equations, do we obtain an
orthonormal basis {f(t� n)} for multiresolution, and a wavelet basis {2k=2 c(2k t� n)} for the space of L2

functions? The answer, fortunately, is in the affirmative, subject to some minor requirements which can
be trivially satisfied in practice.

6.10.4.1 Generating Wavelet and Multiresolution Coefficients
from Paraunitary Filter Banks

Recall that the subspaces V0 and W0 have the orthonormal bases {f(t� n)} and {c(t� n)}, respectively.
By the scaling property, the subspace Vk has the orthonormal basis {fkn(t)}, and similarly the subspace
Wk has the orthonormal basis {ckn(t)}, where, as usual, fkn(t)¼ 2k=2f (2k t� n) and ckn(t)¼ 2k=2

c(2kt� n). The orthogonal projections of a signal x(t) 2 L2 onto Vk and Wk are given, respectively, by

Pk[x(t)] ¼
X1

n¼�1
x(t),fkn(t)h ifkn(t) and

Qk[x(t)] ¼
X1

n¼�1
x(t),ckn(t)h ickn(t)

(6:97)

(Section 6.2). Denote the scale-k projection coefficients as dk(n)¼hx(t), fkn(t)i and ck(n)¼hx(t), ckn(t)i
for simplicity. (The notation ckn was used in earlier sections, but ck(n) is convenient for the present
discussion.) We say that dk(n) are the multiresolution coefficients at scale k and ck(n) are the wavelet
coefficients at scale k.
Assume that the projection coefficients dk(n) are known for some scale, e.g., k¼ 0. We will show that

dk(n) and ck(n) for the coarser scales, i.e., k¼�1, �2, . . . can be generated by using a paraunitary analysis
filter bank {Ga(e

jv), Ha(e
jv)}, corresponding to the synthesis bank {Gs(e

jv), Hs(e
jv)} (Section 6.4). We

know f(t) and c(t) satisfy the dilation equations (Equation 6.84). By substituting the dilation equations
into the right-hand sides of fkn(t)¼ 2k=2 f(2k t� n) and ckn(t)¼ 2k=2 c(2k t� n), we obtain

fkn(t) ¼
ffiffiffi
2

p X1
m¼�1

gs(m� 2n)fkþ1,m(t) and

ckn(t) ¼
ffiffiffi
2

p X1
m¼�1

hs(m� 2n)fkþ1,m(t)

(6:98)

A computation of the inner products dk(n)¼hx(t), fkn(t)i and ck(n)¼hx(t), ckn(t)i yields

dk(n) ¼
X1

m¼�1

ffiffiffi
2

p
ga(2n�m)dkþ1(m)

ck(n) ¼
X1

m¼�1

ffiffiffi
2

p
ha(2n�m)dkþ1(m)

(6:99)

where ga(n)¼ gs*(�n) and ha(n)¼ hs*(�n) are the analysis filters in the paraunitary filter bank.
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The beauty of these equations is that they look like discrete-time convolutions. Thus, if dkþ1(n) is
convolved with the impulse response

ffiffiffi
2

p
ga(n) and the output decimated by 2, the result is the sequence

dk(n). A similar statement follows for ck(n). The above computation can therefore be interpreted in filter
bank form as in Figure 6.37. Because of the PR property of the two-channel system (Figure 6.22),
it follows that we can reconstruct the projection coefficients dkþ1(n) from the projection coefficients
dk(n) and ck(n).

6.10.4.2 Fast Wavelet Transform

Repeated application of this idea results in Figure 6.38, which is a tree-structured paraunitary filter bank
(Section 6.4) with analysis filters

ffiffiffi
2

p
ga(n)and

ffiffiffi
2

p
ha(n) at each stage. Thus, given the projection coeffi-

cients d0(n) for V0, we can compute the projection coefficients dk(n) and ck(n) for the coarser spaces V�1,
W�1, V�2, W�2,. . . . This scheme is sometimes referred to as the fast wavelet transform (FWT). Figure
6.39 shows a schematic of the computation. In this figure each node (heavy dot) represents a decimated
paraunitary analysis bank {

ffiffiffi
2

p
ga(n),

ffiffiffi
2

p
ha(n)}. The subspaces Wm and Vm are indicated in the figure

rather than the projection coefficients.

Computation of the Initial Projection Coefficient:
Everythingdepends on the computationofd0(n).
Note that d0(n)¼hx(t), f(t� n)i, which can be
written as the integral d0(n)¼

Ð
x(t)f*(t� n)dt.

An elaborate computation of this integral is
avoided in practice. If the scale k¼ 0 is fine
enough—if x(t) does not change much within
the duration where f(t) is significant—we can
approximate this integral with the sample value
x(n); i.e., d0(n)
 x(n). Improved approxima-
tions of d0(n) have been suggested by other
authors, but are not reviewed here.

Multiresolution coeff.
at level k+1

Wavelet coeff.
at level k

Multiresolution coeff.
at level kdk+1(n) dk(n)

ck(n)

2

2

√2ga(n)

√2ha(n)

FIGURE 6.37 Generating the wavelet and multiresolution coefficients at level k from level kþ 1.
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√2ga(n)

Scale 0 Scale –1 Scale –2 Scale –3

Wavelet
coefficients

Multiresolution
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FIGURE 6.38 Tree-structured analysis bank generating wavelet coefficients ck(n) and multiresolution coefficients
dk(n) recursively.

V–1
V0

V–2 V–3

W–3W–2W–1

FIGURE 6.39 Schematic of the tree-structured filter bank,
which generates the coefficients of the projections onto Vk

and Wk.

6-58 Fundamentals of Circuits and Filters



6.10.5 Continuous Time Filter Banks and Multiresolution

The preceding discussions show the deep connection between orthonormal multiresolution analysis and
discrete-time paraunitary filter banks. As shown by Equation 6.91c, any L2 signal x(t) can be written as a
sum of its projections onto the mutually orthogonal spaces V0, W0, W1, etc.:

x(t) ¼
X
n

d0(n)f(t � n)þ
X1
k¼0

X
n

ck(n)2
k=2c(2kt � n)

This decomposition itself can be given a simple filter bank interpretation, with continuous time filters
and samplers. For this, first note that the V0 component

P
n d0(n)f(t � n) can be regarded as the output

of a filter with impulse response f(t), with the input chosen as the impulse train
P

n d0(n)da(t � n).
Similarly, the Wk component

P
n ck(n)2

k=2c(2kt � n) is the output of a filter with impulse response
fk(t)¼ 2k=2c(2kt), in response to the input

P
n ck(n)da(t � 2�kn). This interpretation is shown by the

synthesis bank of Figure 6.40a.
The projection coefficients d0(n) and ck(n) can also be interpreted nicely. For example, we have

d0(n)¼hx(t), f(t� n)i by orthonormality. This inner product can be explicitly written out as

d0(n) ¼
ð
x(t)f*(t � n)dt

The integral can be interpreted as a convolution of x(t) with f*(�t). Consider the output of the filter with
impulse response f*(�t), with the input chosen as x(t). This output, sampled at time n, gives d0(n).

(a)

(b)

φ*(–t) φ(t)

d0(n)
Signal in V0x(t) x(t)Sampler

Ts = 1

ψ*(–t) ψ(t)

c0(n) Signal in W0
Sampler

Ts = 1
c1(n) Signal in W1

Sampler
Ts = 0.5

Analysis bank
(multiresolution analysis)

Synthesis bank

√2ψ*(–2t) √2ψ(2t)

ω

Fr
eq

ue
nc

y r
es

po
ns

e 
m

ag
ni

tu
de

W2
W1W0V0

For φ(t) and φ*(–t)

For ψ(t) and ψ*(–t)
For √2 ψ(2t) and √2 ψ*(–2t)

V0

V1 = V0    W0

V2 = V1    W1

FIGURE 6.40 (a) Multiresolution analysis and resynthesis in filter bank form and (b) typical frequency responses.
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Similarly, ck(n) can be interpreted as the output of the filter hk(t)¼ 2k=2c*(�2k t), sampled at the time
2�kn. The analysis bank of Figure 6.40a illustrates this interpretation. Thus, the projection coefficients
d0(n) and ck(n) are the sampled versions of the outputs of an analysis filter bank.

Notice that all the filters in the filter bank are determined by the scaling function f(t) and the wavelet
function c(t). Every synthesis filter fk(t) is the time-reversed conjugate of the corresponding analysis filter
hk(t), that is, fk(t)¼ h*k(�t) (a consequence of orthonormality). In terms of frequency responses this
means Fk(v)¼Hk*(v). For completeness of the picture, Figure 6.40b shows typical frequency response
magnitudes of these filters.

6.10.6 Further Manifestations of Orthonormality

The orthonormality of the basis functions {f(t� n)} and {c(t� n)} have further consequences, sum-
marized below. A knowledge of these will be useful when we generate the scaling function f(t) and the
wavelet function c(t) systematically in Section 6.11 from paraunitary filter banks.

6.10.6.1 Nyquist Property and Orthonormality

With f(t) 2 L2, the autocorrelation function R(t)¼ Ð
f(t)f*(t� t)dt exists for all t because this is simply

an inner product of two elements in L2. Clearly, R(0)¼ jf(t)j2¼ 1. Further, the orthonormality property
hf(t), f(t� n)i¼ d(n) can be rewritten as R(n)¼ d(n). Thus, R(t) has periodic zero crossings at nonzero
integer values of t (Figure 6.41). This is precisely the Nyquist property familiar to communication
engineers. The autocorrelation of the scaling function f(t) is a Nyquist function. The same holds for
the wavelet function c(t).

Next, using Parseval’s identity for L2-FTs, we obtain hf(t), f(t� n)i¼ Ð
F(v)F(v)e jvndv=2p¼ d(n). If

we decompose the integral into a sum of integrals over intervals of length 2p and use the 2p-periodicity
of e jvn, we obtain, after some simplification:

X1
k¼�1

jF(vþ 2pk)j2 ¼ 1 a:e: (6:100)

This is the Nyquist condition, now expressed in the frequency domain. The term a.e., almost everywhere,
arises from the fact that we have drawn a conclusion about an integrand from the value of the integral.
Thus, {f(t� n)} is orthonormal iff the preceding equation holds. A similar result follows for C(v), so
orthonormality of {c(t� n)} is equivalent to

X1
k¼�1

jC(vþ 2pk)j2 ¼ 1 a:e: (6:101)

6.10.6.2 Case in Which Equalities Hold Pointwise

If we assume that all FTs are continuous, then equalities in the Fourier domain actually hold pointwise.
This is the most common situation; in all examples here, the following are true: the filters Gs(e

jv) and

0 1

1

2

R(τ)

τ

FIGURE 6.41 Example of an autocorrelation of the scaling function f(t).
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Hs(e
jv) are rational (FIR or IIR), so the frequency responses are continuous functions of v, and f(t) and

c(t) are not only in L2, but also in L1; i.e., f(t), c(t) 2 L1 \ L2. Thus, F(v) and C(v) are continuous
functions (Section 6.6).
With the dilation equation F(v)¼Gs(e

jv=2)F(v=2) holding pointwise, we have F(0)¼Gs(e
j0)F(0).

In all our applications F(0) 6¼ 0 (it is a low-pass filter), so Gs(e
j0)¼ 1. The power symmetry property

Gs(e
jv)

�� ��2 þ Gs(�e jv)
�� ��2¼ 1

then implies Gs(e
jp)¼ 0. Because the high-pass synthesis filter is Hs(e

jv)¼ e jvGs* (�e jv) we conclude
Hs(e

j0)¼ 0 and Hs(e
jp)¼�1. Thus,

Gs(e
j0) ¼ 1, Gs(e

jp) ¼ 0, Hs(e
j0) ¼ 0, Hs(e

jp) ¼ �1 (6:102)

In particular, the low-pass impulse response gs(n) satisfies Sngs(n)¼ 1. Because we already have
Snjgs(n)j2¼ 0.5 (Theorem 6.6), we have both of the following:

X1
n¼�1

gs(n) ¼ 1 and
X1

n¼�1
j gs(n)j2 ¼ 0:5 (6:103)

From the dilation equation F(v)¼Gs(e
jv=2)F(v=2), we obtain F(2pk)¼Gs(e

jpk)F(pk). By using the
fact that Gs(e

jp)¼ 0, and after elementary manipulations, we can show that

F(2pk) ¼ 0, k 6¼ 0 (6:104)

In other words, F(v) is itself a Nyquist function of v. If Equation 6.100 is assumed to hold pointwise, the
above implies that jF(0)j ¼ 1.Without loss of generality we will letF(0)¼ 1, i.e.,

Ð
(f(t)dt¼ 1. The dilation

equation for the wavelet function C(v) in Equation 6.85 shows that C(0)¼ 0 (because Hs(e
j0)¼ 0 by

Equation 6.102). That is,
Ð
c(t)dt¼ 0. Summarizing, the scaling and wavelet functions satisfy

ð1

�1
f(t)dt ¼ 1,

ð1

�1
c(t)dt ¼ 0 and

ð1

�1
jf(t)j2dt ¼

ð1

�1
jc(t)j2dt ¼ 1

(6:105)

where property 3 follows from orthonormality. These integrals make sense because of the assumption
f(t) 2 L1 \ L2. Another result that follows from F(2pk)¼ d(k) is that

X1
n¼�1

f(t � n) ¼ 1 a:e: (6:106)

Thus, the basis functions of the subspace V0 add up to unity. Return to the Haar basis and notice how
beautifully everything fits together.

6.10.7 Generating Wavelet and Multiresolution Basis by Design of f(t)

Most of the well-known wavelet basis families of recent times were generated by first finding a scaling
function f(t) such that it is a valid generator of multiresolution, and then generating c(t) from f(t). The
first step, therefore, is to identify the conditions under which a function f(t) will be a valid scaling
function (i.e., it will generate a multiresolution). Once this is done and we successfully identify the
coefficients gs(n) in the dilation equation for f(t), we can identify the wavelet function c(t) using the
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second dilation equation in Equation 6.84. From Theorem 6.6, we know that if c(t) is computed in this
way, then {2k=2 c(2kt� n)} is an orthonormal wavelet basis for L2. The following results can be deduced
from the many detailed results presented in Ref. [5].

THEOREM 6.7: (Orthonormal Multiresolution)

Let f(t) satisfy the following conditions: f(t) 2 L1
T

L2,
Ð
f(t) dt 6¼ 0 (i.e., F(0) 6¼ 0), f(t)¼ 2Sngs(n)

f(2t� n) for some {gs(n)}, and {f(t� n)} is an orthonormal sequence. Then the following are true:

1. f(t) generates a multiresolution. That is, if we define the space Vk to be the closure of the span
of {2k=2 f(2kt� n)}, then the set of spaces {Vk} satisfies the six conditions in the definition of
multiresolution.

2. Define c(t)¼ 2Sn(�1)nþ1 gs*(�n�1) f (2t� n). Then, c(t) generates an orthonormal wavelet basis
for L2 ; that is, {2k=2c(2kt� n)}, with k and n varying over all integers, is an orthonormal basis for L2.
In fact, for fixed k, the functions {2k=2c(2kt� n)} from an orthonormal basis for the subspace Wk

(defined following the definition of multiresolution analysis).

Comments: In many examples, f(t) 2 L2, and it is compactly supported. Then it is naturally in L1 as well,
so the assumption f(t) 2 L2 \ L1 is not too restrictive. Because L1 \ L2 is dense in L2, the previous
construction still gives a wavelet basis for L2. Notice also that the orthonormality of {f(t� n)} implies
orthonormality of {

ffiffiffi
2

p
f(2t � n)}. The recursion f(t)¼ 2Sngs(n)f(2t� n), therefore, is a Fourier series

for f(t) in L2. Thus the condition Sn jgs(n)j2¼ 0.5 is automatically implied. This is not explicitly stated as
part of the conditions in the theorem.

Orthonormalization
We know that orthonormality of {f(t� n)} is equivalent to

X1
k¼�1

jF(vþ 2pk)j2 ¼ 1 (6:107)

Suppose now that this is not satisfied, but the weaker condition

a �
X1
k¼�1

jF(vþ 2pk)j2 � b (6:108)

holds for some a> 0 and b<1. Then, it can be shown that, we can at least obtain a Riesz basis
(Section 6.7) of the form {f(t� n)} for V0. We can also normalize it to obtain an orthonormal sequence
{f̂(t� n)} from which an orthonormal wavelet basis can be generated in the usual way. The following
theorem summarizes the main results.

THEOREM 6.8

Let f(t) 2 L1 \ L2,
Ð
f(t)dt 6¼ 0 (i.e., F(0) 6¼ 0), and f(t)¼ 2Sngs(n)f(2t� n) with Snjgs(n)j2<1.

Instead of the orthonormality condition (Equation 6.107), let Equation 6.108 hold for some a> 0 and
b<1. Then the following are true:

1. {f(t� n)} is a Riesz basis for the closure V0 of its span.
2. f(t) generates a multiresolution. That is, if we define the space Vk to be the closure of the span of

{2k=2f(2kt� n)} the set of spaces {Vk} satisfies the six conditions in the definition of multiresolution.
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If we define a new function f̂(t) in terms of its FT as

F̂(v) ¼ F(v)P
k jF(vþ 2pk)j2� �0:5 (6:109)

then f̂(t) generates an orthonormal multiresolution, and satisfies a dilation equation similar to Equation
6.84. Using this we can define a corresponding wavelet function ĉ(t) in the usual way. That is, if f̂(t)¼
2Sngs(n)f̂(2t� n), choose ĉ(t)¼ 2Snhs(n)f̂(2t� n), where hs(n)¼ (�1)nþ1gs*(�n� 1). This wavelet
ĉ(t) generates an orthonormal wavelet basis for L2. Note that the basis is not necessarily compactly
supported if we start with compactly supported f(t). An example is given in Figure 6.46b later.

Example 6.10: Battle–Lemarié Orthonormal Wavelets from Splines

In Example 6.9, we considered a triangular f(t) (Figure 6.36), which generates a nonorthonormal
multiresolution. In this example, we have

F(v) ¼
ffiffiffi
3
2

r
sin (v=2)
(v=2)

� �2

(6:110)

and it can be shown that

X1
k¼�1

jF(vþ 2pk)j2 ¼ 2þ cosv
2

(6:111)

The inequality Equation 6.108 is satisfied with a¼ 1=2 and b¼ 3=2. Thus, we have a Riesz basis {f(t� n)}
for V0. From this scaling function, we can obtain the normalized function F̂(v) as above and then
generate the wavelet function ĉ(t) as explained earlier. This gives an orthonormal wavelet basis for L2.
f̂(t) does not, however, have compact support (unlike f(t)). Thus, the wavelet function ĉ(t) generating
the orthonormal wavelet basis is not compactly supported either.

6.11 Orthonormal Wavelet Basis from Paraunitary Filter Banks

The wisdom gained from the multiresolution viewpoint (Section 6.10) tells us a close connection exists
between wavelet bases and two-channel digital filter banks. In fact, we obtained the equations of a
paraunitary filter bank just by imposing the orthonormality condition on the multiresolution basis
functions {f(t� n)}. This section presents the complete story. Suppose we start from a two-channel
digital filter bank with the paraunitary property. Can we derive an orthonormal wavelet basis from this?
To be more specific, return to the dilation equations (Equation 6.84) or equivalently Equation 6.85. Here,
gs(n) and hs(n) are the impulse response coefficients of the two synthesis filters Gs(e

jv) and Hs(e
jv) in the

digital filter bank. Given these two filters, can we ‘‘solve’’ for f(t) and c(t)? If so, does this c(t) generate
an orthonormal basis for L2 space? This section answers some of these questions. Unlike any other
section, we also indicate a sketch of the proof for each major result, in view of the importance of these in
modern signal processing theory.
Recall first that under some mild conditions (Section 6.10) we can prove that the filters must satisfy

Equations 6.102 and 6.103, if we need to generate wavelet and multiresolution bases successfully. We
impose these at the outset. By repeated application of the dilation equation, we obtain F(v)¼Gs(e

jv=2)
Gs(e

jv=4)F(v=4). Further indefinite repetition yields an infinite product. Using the condition F(0)¼ 1,
which we justified earlier, we obtain the infinite products

F(v) ¼
Y1
k¼1

Gs(e
jv=2k ) ¼ Gs(e

jv=2)
Y1
k¼2

Gs(e
jv=2k) (6:112a)
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C(v) ¼ Hs(e
jv=2)

Y1
k¼2

Gs(e
jv=2k) (6:112b)

The first issue to be addressed is the convergence of the infinite products above. For this we need to
review some preliminaries on infinite products [22,23].

Ideal Bandpass Wavelet Rederived from the Digital Filter Bank: Before we address the mathematical
details, let us consider a simple example. Suppose the pair of filters Gs(e

jv) and Hs(e
jv) are ideal brickwall

low-pass and high-pass filters in Figure 6.28a. Then we can verify, by making simple sketches of a few
terms in Equation 6.112, that the above infinite products yield the functions F(v) and c(v) shown in
Figure 6.33. That is, the ideal bandpass wavelet is indeed related to the ideal paraunitary filter bank by
means of the above infinite product.

6.11.1 Convergence of Infinite Products

To define convergence of a product of the form
Q1

k¼1 ak, consider the sequence {pn} of partial products
pn ¼

Q1
k¼1 ak. If this converges to a (complex) number A with 0< jAj<1, we say that the infinite

product converges to A. Convergence to zero should be defined more carefully to avoid degenerate
situations (e.g., if a1¼ 0, then pn¼ 0 for all n regardless of the remaining terms ak, k> 1). We use
definition in Ref. [22]. The infinite product is said to converge to zero iff ak¼ 0 for a finite nonzero
number of values of k, and if the product with these ak deleted converges to a nonzero value.

6.11.1.1 Useful Facts about Infinite Products

1. Whenever
Q1

k¼1 ak converges, it can be shown ak ! 1 as k!1. For this reason it is convenient to
write ak¼ 1þ bk.

2. We say that
Q1

k¼1(1þ bk) converges absolutely if
Q1

k¼1(1þ jbkj) converges. Absolute convergence
of

Q1
k¼1(1þ bk) implies its convergence.

3. It can be shown that the product
Q1

k¼1(1þ jbkj) converges iff the sum
P1

k¼1jbkj converges. That is,Q1
k¼1(1þ bk) converges absolutely iff

P1
k¼1bk converges absolutely.

Example 6.11

The product
Q1

k¼1 (1þ k�2) converges because
P1

k¼1 1=k
2 converges. Similarly,

Q1
k¼1 (1� k�2) con-

verges because it converges absolutely, by the preceding example. The product
Q1

k¼1 (1þ k�1) does not
converge because

P1
k¼1 1=k diverges. Products such as

Q1
k¼1 (1=k

2) do not converge because the terms
do not approach unity as k ! 1.

6.11.1.2 Uniform Convergence

A sequence {pn(z)} of functions of the complex variable z converges uniformly to a function p(z) on a set6
in the complex plane if the convergence rate is the same everywhere in 6. More precisely, if we are given
e> 0 we can findN such that jpn (z)� p(z)j< e for every z26, as long as n�N. The crucial thing is thatN
depends only on e and not on z, as long as z 26. A similar definition applies for functions of real variables.
We say that an infinite product of functions

Q1
k¼1 ak(z) converges at a point z if the sequence of partial

products pn(z) ¼
Qn

k¼1 ak(z) converges as described previously. If this convergence of pn(z) is uniform in a
set6, we say that infinite product converges uniformly on6. Uniform convergence has similar advantages,
as in the case of infinite summations. For example, if each of the functions ak(v) is continuous on the real
interval [v1,v2], then uniform convergence of the infinite productA(v) ¼ Q1

k¼1 ak(v) on [v1,v2] implies
that the limit A(v) is continuous on [v1, v2]. We saw above that convergence of infinite products can be
related to that of infinite summations. The following theorem [23] makes the connection between uniform
convergence of summations and uniform convergence of products.
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THEOREM 6.9

Let bk(z), k� 1 be a sequence of bounded functions of the complex variable z, such that
P1

k¼1 jbk(z)j
converges uniformly on a compact set* 6 in the complex z plane. Then, the infinite productQ1

k¼1(1þ bk(z)) converges uniformly on 6. This product is zero for some z0 iff 1þ bk (z0)¼ 0 for some k.

Uniform convergence and analyticity: We know that if a sequence of continuous functions converges
uniformly to a function, then the limit is also continuous. A similar result is true for analytic functions.
If a sequence { fn(s)} of analytic functions converges uniformly to a function f (s), then f (s) is analytic as
well. For a more precise statement of this result see Theorem 10.28 in Ref. [23].

6.11.2 Infinite Product Defining the Scaling Function

Return now to the infinite product (Equation 6.112a). As justified in Section 6.10, assume Gs(e
jv) to be

continuous, Gs(e
j0)¼ 1, and F(0) 6¼ 0. Note that Gs(e

j0)¼ 1 is necessary for the infinite product to
converge (because convergence of

Q
kak implies that ak ! 1; apply this for v¼ 0). The following

convergence result is fundamental.

THEOREM 6.10: Convergence of the Infinite Product

Let Gs(e jv) ¼
P1

n¼�1 gs(n)e�jvn. Assume that Gs(e
j0)¼ 1 and Snjngs(n)j<1. Then

1. The infinite product (Equation 6.112a) converges pointwise for all v. In fact, it converges absolutely
for all v, and uniformly on compact sets (i.e., closed bounded sets, such as sets of the form [v1,v2]).

2. The quantity Gs(e
jv) as well as the limit F(v) of the infinite product (Equation 6.112a) are

continuous functions of v.
3. Gs(e

jv) is in L2.

Because the condition Snjngs(n)j<1 implies Snjgs(n)j<1, the filter Gs (e
jv) is restricted to be stable,

but the above result holds whether gs(n) is FIR or IIR.

Sketch of Proof: Theorem 6.9 allows us to reduce the convergence of the product to the convergence of an
infinite sum. For this we must write Gs(e

jv) in the form 1� F(e jv) and consider the summationP1
k¼1 jF(e jv=2

k

)j. Because, Gs(e
j0)¼ 1¼Sngs(n), we can write Gs(e

jv)¼ 1� (1�Gs(e
jv))¼

1�Sngs (n)(1� e�jvn). However, jSngs(n)(1� e�jvn)j� 2Snjgs(n) sin(vn=2)j � jvjSnj ngs(n)j(use j sin
x=xj� 1). Snjngs(n)j is assumed to converge, thus we have jSn gs(n)(1� e� jvn)j � cj vj. Using this and
the fact that

P1
k¼12

�k converges, we can complete the proof of part 1 (by applying Theorem 6.9). Snjngs
(n)j< 1 implies in particular that gs(n) 2 ‘1 therefore, its ‘1� FT Gs(e

jv) is continuous (Section 6.6).
The continuity Gs(e

jv), together with uniform convergence of the infinite product, implies that the
pointwise limit F(v) is also continuous. Finally, because ‘1 � ‘2 (Section 6.6), we have gs(n) 2 ‘2, that is,
Gs(e

jv) 2 L2[0, 2p] as well.

6.11.3 Orthonormal Wavelet Basis from Paraunitary Filter Bank

We now consider the behavior of the infinite product
Q1

k¼1 Gs(e jv=2
k
), when Gs(e

jv) comes from
a paraunitary filter bank. The paraunitary property implies that Gs(e

jv) is power symmetric. If we
impose some further mild conditions on Gs(e

jv), the scaling function f(t) generates an orthonormal

* For us, a compact set means any closed bounded set in the complex plane or on the real line. Examples are all points on and
inside a circle in the complex plane, and the closed interval [a, b] on the real line.
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multiresolution basis {f(t� n)}. We can then obtain an orthonormal wavelet basis {ckn(t)} (Theorems
6.6 and 6.7). The main results are given in Theorems 6.11 through 6.15.
First, we define the truncated partial products Pn(v). Because Gs(e

jv) has period 2p, the term
Gs(e

jv=2k) has period 2kþ1 p. For this reason the partial product
Qn

k¼1 Gs(e jv=2
k
) has period 2nþ1p, and

we can regard the region [�2np, 2np] to be the fundamental period. Let us truncate the partial product
to this region, and define

Pn(v) ¼
Qn

k¼1 Gs(e jv=2
k
), for �2np � v � 2np,

0, otherwise

�
(6:113)

This quantity will be useful later. We will see that this is in L2(R), and we can discuss pn(t), its inverse
L2-FT.

THEOREM 6.11

Let Gs(e
jv) be as in Theorem 6.10. In addition let it be power symmetric; in other words, jGs(e

jv)j2þ
Gs(�e jv)j2¼ 1. Notice in particular that this implies Gs(e

jp)¼ 0, because Gs(e
j0)¼ 1. Then the following

are true:

1.
Ð 2p
0 jGs(e jv)j2dv=2p ¼ 0:5.

2. The truncated partial product Pn(v) is in L2, and
Ð1
�1 jPn(v)j2dv=2p ¼ 1 for all n. Further,

the inverse L2-FT, denoted as pn(t), gives to an orthonormal sequence {pn(t� k)}, i.e., hpn(t� k),
pn(t� i)i¼ d(k� i) for any n � 1.

3. The limit F(v) of the infinite product (Equation 6.112a) is in L2; hence, it has an inverse L2-FT,
f(t) 2 L2. Moreover, kf(t)k2� 1.

Sketch of Proof: Part 1 follows by integrating both sides of jGs(e
jv)j2þ jGs(�e jv)j2¼ 1. The integral in

part 2 is
Ð 2nþ1p

0

Qn
k¼1 jGs(e jv=2

k
)j2dv=2p, which we can split into two terms such as

Ð 2np
0 þ Ð 2nþ1p

2np
. Using

the 2p periodicity and the power symmetric property of Gs(e
jv), we obtain

Ð jPnj2 dv¼ Ð jPn�1j2dv.
Repeated application of this, together with part 1, yields

Ð1
�1 jPn(v)j2dv=2p ¼ 1. The proof of ortho-

normality of {pn(t� k)} follows essentially similarly by working with the modified integralÐ1
�1 jPn(v)j2e jv(k�i)dv=2p, and using the half-band property of jGs(e

jv)j2.
The third part is the most subtle, and uses Fatou’s lemma for Lebesgue integrals (Section 6.6). For this,

define gn(v)¼ jPn(v)j2. Then, {gn(v)} is a sequence of nonnegative integrable functions such that
gn(v)!jF(v)j2 pointwise for each v. Because

Ð
gn(v)dv¼ 2p (from part 2), Fatou’s lemma assures

us that jF(v)j2 is integrable with integral� 2p. This proves part 3.
It is most interesting that the truncated partial products Pn(v) give rise to orthonormal sequences

{pn(t� k)}. This orthonormality is induced by the paraunitary property, more precisely the power
symmetry property of Gs(e

jv). This is consistent with the fact that the filter bank type of basis introduced
in Section 6.4 is an orthonormal basis for ‘2 whenever the filter bank is paraunitary.

As the scaling function F(v) is the pointwise limit of {Pn(v)} as n ! 1, this leads to the hope that
{f(t� k)} is also an orthonormal sequence, so that we can generate a multiresolution and then a wavelet
basis as in Theorems 6.6 and 6.7. This, however, is not always true. The crux of the reason is that F(v) is
only the pointwise limit of {Pn(v)}, and not necessarily the L2 limit. The distinction is subtle (see below).
The pointwise limit property means that for any fixed v, the function Pn(v) approaches F(v). The L2

limit property means that
Ð jPn(v)�F(v)j2dv ! 0. Neither of these limit properties implies the other;

neither is stronger than the other. It can be shown that it is the L2 limit that propagates the orthonorm-
ality property, and this is what we want.
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THEOREM 6.12

Let {pn (t� k)} be an orthonormal sequence for each n. That is hpn(t� k), pn(t� i)i¼ d (k� i). Suppose
pn(t) ! f(t) in the L2 sense. Then {f(t� k)} is an orthonormal sequence.

Proof: If we take limits as n ! 1, we can write

lim
n!1 hpn(t � k), pn(t � i)i ¼ lim

n!1 pn(t � k), lim
n!1 pn(t � i)

D E
(6:114)

This movement of the ‘‘limit’’ sign past the inner product sign is allowed (by continuity of inner
products, Section 6.6), provided the limits in the second expression are L2 limits. By the conditions of
the theorem, the left side of the above equation is d(k� i), whereas the right side is hf(t� k), f(t� i)i.
So the result follows.

6.11.3.1 L2 Convergence versus Pointwise Convergence

The fact that L2 limits are not necessarily pointwise limits is obvious from the fact that differences at a
countable set of points do not affect integrals. The fact that pointwise limits are not necessarily L2 limits is
demonstrated by the sequence of L2 functions { fn(t)}, with fn(t) as in Figure 6.42. Note that fn(t) ! 0
pointwise for each t, that is, the pointwise limit is f (t) � 0. Hence, k fn(t)� f (t) k¼k fn(t)k¼ 1 for all n,
so k fn(t)� f (t)k does not go to zero as n ! 1 and thus, f (t) is not the L2 limit of fn(t). Notice in this
example that 1¼ limn!1

Ð jfn(t)j2 dt 6¼ Ð
limn!1 jfn(t)j2 dt¼ 0. This is consistent with the fact that the

Lebesgue dominated convergence theorem cannot be applied here—no integrable function dominates
jfn(t)j2 for all n. In this example, the sequence { fn(t)} does not converge in the L2 sense. In fact,
kfn(t)� fm(t)k2¼ 2 for n 6¼ m. Thus, { fn} is not a Cauchy sequence [22] in L2.

Some facts pertaining to pointwise and L2 convergences: It can be shown that if fn(t)! f (t) in L2 sense
and fn(t)! g(t) 2 L2 pointwise as well, then f (t)¼ g(t) a.e. In particular, kf (t)� g(t)k¼ 0 and kf (t)k¼kg
(t)k. It also can be shown that if fn(t)! f (t) in L2 sense, then kfn(t)k ! kf (t)k. Finally, if fn(t)! f (t) 2 L2

pointwise a.e., and kfn(t)k ! kf (t)k then fn(t) ! f (t) in L2 sense as well [23].

THEOREM 6.13: Orthonormal Wavelet Basis

Let the filter Gs(e jv) ¼
P1

n¼�1 gs(n)e�jvn satisfy the following properties:

1. Gs(e
j0)¼ 1

2. Snjngs(n)j<1
3. jGs(e

jv)j2þ jGs(�e jv)j2¼ 1 (power symmetry)
4. Gs(e

jv) 6¼ 0 for v 2 [�0.5p, 0.5p]

Then the infinite product (Equation
6.112a) converges to a limit F(v) 2 L2,
and its inverse FT f(t) is such that
{f(t� n)} is an orthonormal sequence.
Defining the wavelet function c(t) as
usual, i.e., as in Equation 6.93, the
sequence {2k=2 c(2k t� n)} (with k and n
varying over all integers) forms an ortho-
normal wavelet basis for L2.

t
0 n n + 1

1 fn(t)

FIGURE 6.42 Sequence {fn(t)} with a pointwise limit is not a
limit in the L2 sense.
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Sketch of Proof: We will show that the sequence {Pn(v)} of partial products converges to F(v) in the L2

sense, i.e.,
Ð jPn(v)�F(v)j2dv ! 0, so that pn(t) ! f(t) in L2 sense. The desired result then follows in

view of Theorems 6.11 and 6.12. The key tool in the proof is the dominated convergence theorem for
Lebesgue integrals (Section 6.6). First, the condition G(e jv) 6¼ 0 in [�0.5p, 0.5p] implies that F(v) 6¼ 0
in [�p, p]. Because jF(v)j2 is continuous (Theorem 6.10) it has a minimum value c2> 0 in [�p, p].
Now the truncated partial product Pn(v) can always be written as Pn(v)¼F(v)=F(v=2n) in its region of
support. Because jF(v=2n)j2� c2 in [�2np, 2np], we have jPn(v)j2� jF(v)j2=c2 for all v. Define
Qn(v)¼ jPn(v)�F(v)j2. Then using jPn(v)j2� jF(v)j2=c2 we can show that Qn(v)�ajF(v)j2
for some constant a. Because the right-hand side is integrable, and because Qn(v) ! 0 pointwise
(Theorem 6.10) we can use the dominated convergence theorem (Section 6.6) to conclude that
limn

Ð
Qn(v)dv¼ Ð

limnQn(v) dv¼ 0. This completes the proof.

6.11.3.2 Computing the Scaling and Wavelet Functions

Given the coefficients gs(n) of the filter G(e jv), how do we compute the scaling function F(t) and the
wavelet function c(t)? Because we can compute c(t) using c(t) ¼ 2

P1
n¼�1(�1)nþ1gs*(�n� 1)f(2t � n),

the key issue is the computation of f(t). In the preceding theorems f(t) was defined only as an inverse
L2–FT of the infinite productF(v) given in Equation 6.112a. Because an L2 function is determined only in
the a.e. sense, this way of definingf(t) itself does not fully determinef(t). Recall, however, that the infinite
product for F(v) was only a consequence of the more fundamental equation, the dilation equation
f(t) ¼ 2

P1
n¼�1 gs(n)f(2t � n). In practice f(t) is computed using this equation, which is often a finite

sum (Section 6.12). The procedure is recursive; we assume an initial solution for the function f(t),
substitute it into the right-hand side of the dilation equation, thereby recomputing f(t), and then
repeat the process. Details of this and discussions on convergence of this procedure can be found in
Refs. [5,15,26].

6.11.3.3 Lawton’s Eigenfunction Condition for Orthonormality [5]

Equation 6.100 is equivalent to the orthonormality of {f(t� n)}. Let S(e jv) denote the left-hand side
of Equation 6.100, which evidently has period 2p in v. Using the frequency domain version of the
dilation equation (Equation 6.85), it can be shown that the scaling function f(t) generated from GS(e

jv)
is such that

jGs(e
jv)j2S(e jv)��#2¼ 0:5S(e jv) (6:115)

where the notation #2 indicates decimation (Section 6.4). Thus, the function S(e jv) can be regarded as an
eigenfunction (with eigenvalue¼ 0.5) of the operator ^, which performs filtering by jGs(e

jv)j2 followed
by decimation.
Now consider the case in which the digital filter bank is paraunitary, so that GS(e

jv) is power
symmetric (i.e., satisfies Equation 6.95). The power symmetric condition can be rewritten in the form
Gs(e jv)j j2j#2 ¼ 0:5. Thus, in the power symmetric case the identity function is an eigenfunction of the
operator F. If the only eigenfunction of the operatior F is the identity function, it then follows that
S(e jv)¼ 1; i.e., Equation 6.100 holds and {f(t� n)} is orthonormal.

The FIR Case: Section 6.12 shows that restricting Gs(z) to be FIR ensures that f(t) has finite duration. For
the FIR case, Lawton and Cohen independently showed that the previous eigenfunction condition also
works in the other direction. That is, if {f(t� n)} has to be orthonormal, then the trignometric
polynomial S(e jv) satisfying Equation 6.115 must be unique up to a scale factor.* Details can be found
in Ref. [5].

* A finite sum of the form
PN2

n¼N1
pne jvn is said to be a trignometric polynomial. If Gs(e

jv) is FIR, it can be demonstrated that
the left-hand side of Equation 6.100 is not only periodic in v, but is in fact a trignometric polynomial.
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6.11.3.4 Examples and Counter-Examples

We already indicated after the introduction of Equation 6.112 that the example of the ideal bandpass
wavelet can be generated formally by starting from the ideal brickwall paraunitary filter bank. We now
discuss some other examples.

Example 6.12: Haar Basis from Filter Banks

A filter bank of the form Figure 6.22a with filters

Ga(z) ¼ 1þ z�1

2
Ha(z) ¼ z�1 � 1

2
Gs(z) ¼ 1þ z�1

2
Hs(z) ¼ 1� z�1

2

is paraunitary. The magnitude responses of the synthesis filters, jGs(e jv)j ¼ jcos(v=2)j and jHs(e jv)j ¼ jsin
(v=2)j, are shown in Figure 6.43a. Gs(z) satisfies all the conditions of Theorem 6.13. In this case
we can evaluate the infinite products for F(v) and c(v) explicitly by using the identityQ1

m¼1 cos (2
�mv) ¼ sinv=v. The resulting f(t) and c(t) are as shown in Figure 6.43b and c. These are

precisely the functions that generate the Haar orthonormal basis.

Example 6.13: Paraunitary Filter Bank That Does Not Give Orthonormal Wavelets

Consider the filter bank with analysis filters Ga(z)¼ (1þ z�3)=2, Ha(z)¼�(1� z�3)=2, and synthesis filters
Gs(z)¼ (1þ z�3)=2, Hs(z)¼ (1� z�3)=2. Because this is obtained from the preceding example by the
substitution z! z3, it remains paraunitary and satisfies the PR property. Gs(z) satisfies all the properties of
Theorem 6.13, except the fourth condition. With f(t) and c(t) obtained from Gs(e

jv) using the usual
dilation equations, the functions {f(t� n)} are not orthonormal. In addition, the wavelet functions
{2k=2 c(2k t� n)} do not form an orthonormal basis. These statements can be verified from the sketches
of the functions f(t) and c(t) shown in Figure 6.44. Clearly, f(t) and f(t� 1) are not orthogonal, and c(t)
and c(t� 2) are not orthogonal. In this example, kPn(v)k¼ 1 for all n, whereas kF(v)k ¼ 1=

ffiffiffi
3

p
. The limit

of kPn(v)k does not agree with kF(v)k, and our conclusion is thatF(v) is not the L2 limit of Pn(v). The L2
limit of Pn(v) does not exist in this example.

(c)

1

0
1 t

Haar wavelet

ψ(t)

(b)

1

0 1
t

Scaling function

φ(t)

(a)
0 π

ω

Gs(z) = (1 + z–1)/2

Hs(z) = (1 – z–1)/2

|Hs(e jω)||Gs(e jω)|

FIGURE 6.43 Haar basis generated from a paraunitary filter bank. (a) The synthesis filters in the paraunitary filter
bank, (b) the scaling function, and (c) the wavelet function generated using dilation equations.
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Thus, a paraunitary filter bank may not generate an orthonormal wavelet basis if the fourth condition
in Theorem 6.13 is violated. However, this is hardly of concern in practice, because any reasonable low-
pass filter designed for a two-channel filter bank will be free from zeroes in the region [�0.5p, 0.5p].
In fact, a stronger result was proved by Cohen, who derived necessary and sufficient conditions for an
FIR paraunitary filter bank to generate an orthonormal wavelet basis. One outcome of Cohen’s analysis is
that the fourth condition in Theorem 6.13 can be replaced by the even milder condition that Gs(e

jv) not
be zero in [�p=3, p=3]. In this sense, the condition for obtaining an orthonormal wavelet basis is trivially
satisfied in practice. The case in which the fourth condition fails is primarily of theoretical interest; an
attractive result in this context is Lawton’s tight frame theorem.

6.11.4 Wavelet Tight Frames

Although the wavelet functions {2k=2c(2k t� n)} generated from a paraunitary filter bank may not form
an orthonormal basis when the fourth condition of Theorem 6.13 is violated, the functions always form a
tight frame for L2. Thus, any L2 function can be expressed as an infinite linear combination of the
functions {2k=2c(2k t� n)}. More precisely, we have the following result due to Lawton [5].

THEOREM 6.14: Tight Frames from Paraunitary Filter Banks

Let Gs(e jv) ¼
PN

n¼0 gs(n)e
�jvn be a filter satisfying the following properties:

1. Gs(e
j0)¼ 1

2. jGs(e
jv)j2þ jGs(�e jv)j2¼ 1 (power symmetry)

Then, f(t) 2 L2. Defining the wavelet function c(t) as in Equation 6.93, the sequence {2k=2c(2k t� n)}
(with k and n varying over all integers) forms a tight frame for L2, with frame bound unity (i.e., A¼B¼ 1;
see Section 6.8).

(b)

1/3

1/3 1/3

0 3
t

Scaling function
φ(t)

(c)

Wavelet function

0
3 t

ψ(t)

(a)
0

1

π
ω

2π/3π/3

(d)

0 3
t

ψ(t–2)

|Gs(e jω)|

FIGURE 6.44 Paraunitary filter bank generating nonorthonormal {f(t� n)}. (a) The synthesis filter response,
(b) the scaling function, (c) the wavelet function, and (d) a shifted version.
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Thus, the functions ckn(t) in Example 6.13 constitute a tight frame for L2. From Section 6.8, we know
that this tight frame property means that any x(t) 2 L2 can be expressed as

x(t) ¼
X1
k¼�1

X1
n¼�1

hx(t),ckn(t)ickn(t) (6:116)

where ckn(t)¼ 2k=2 c(2k t� n). This expression is pretty much like an expansion into an orthonormal
basis. We can find the wavelet coefficients ckn¼hx(t), ckn(t)i exactly as in the orthonormal case. We also
know that frames offer stability of reconstruction. Thus, in every respect this resembles an orthonormal
basis, the only difference being that the functions are not linearly independent (redundancy exists in the
wavelet tight frame {ckn(t)}).

6.12 Compactly Supported Orthonormal Wavelets

Section 6.11 showed how to construct an orthonormal wavelet basis for L2 space by starting from a
paraunitary filter bank. Essentially, we defined two infinite products F(v) and C(v) starting from
the digital low-pass filter Gs(e

jv). Under some mild conditions on Gs(e
jv), the products converge

(Theorem 6.10). Under the further condition that Gs(e
jv) be power symmetric and nonzero in

[�0.5, 0.5], we saw that {f(t� k)} forms an orthonormal set, and the corresponding {2k=2 c(2k t� n)}
forms an orthonormal wavelet basis for L2 (Theorem 6.13). If we further constrain Gs(e

jv) to be FIR, that
is, Gs(z) ¼

PN
n¼0 gs(n)z

�n, then the scaling function f(t) and the wavelet function c(t) have finite
duration [5,6].

THEOREM 6.15

Let Gs(z) ¼
PN

n¼0 gs(n)z
�n, with Gs(e

j0)¼ 1 and Hs(e
jv)¼ e jv Gs*(�e jv). Define the infinite products as

in Equation 6.112a and b, and assume that the limits F(v) and C(v) are L2 functions, for example, by
imposing power symmetry condition on Gs(z) as in Theorem 6.11. Then f(t) and c(t) (the inverse L2-FTs)
are compactly supported, with support in [0, N].

The time decay of the wavelet c(t) is therefore excellent. In particular, all the basis functions {2k=2 c(2k

t� n)} are compactly supported. By further restricting the low-pass filter Gs(z) to have a sufficient
number of zeroes at v¼p, we also ensure (Section 6.13) that the FT C(v) has excellent decay
(equivalently c(t) is regular or smooth in the sense to be quantified in Section 6.13).
The rest of this section is devoted to the technical details of the above result. The reader not interested

in these details can move to Section 6.13 without loss of continuity. The theorem might seem ‘‘obvious’’
at first sight, and indeed a simple engineering argument based on Dirac delta functions can be given
(p. 521 of Ref. [7]). However, the correct mathematical justification relies on a number of deep results in
function theory. One of these is the celebrated Paley–Wiener theorem for band-limited functions.

Paley–Wiener Theorem: A beautiful result in the theory of signals is that if an L2 function f (t) is band-
limited, that is, F(v)¼ 0, jvj �s, then f (t) is the ‘‘real-axis restriction of an entire function.’’We say that
a function f (s) of the complex variable s is entire if it is analytic for all s. Examples are polynomials in s,
exponentials such as es, and simple combinations of these. The function f (t) obtained from f (s) for real
values of s(s¼ t) is the real-axis restriction of f (s).
Thus, if f (t) is a band-limited signal then an entire function f (s) exists such that its real-axis restriction is

f (t). In particular, therefore, a band-limited function f (t) is continuous and infinitely differentiable with
respect to the time variable t. The entire function f (s) associated with band-limited function has the further

Wavelet Transforms 6-71



property j f (s)j � cesjsj for some c> 0.We express this by saying that f (s) is exponentially bounded or of the
exponential type. What is even more interesting is that the converse of this result is true: if f (s) is an entire
function of the exponential type, and the real-axis restriction f (t) is in L2, then f (t) is band-limited. By
interchanging the time and frequency variables, we can obtain similar conclusions for time-limited signals;
this is what we need in the discussion of the time-limited (compactly supported) wavelets.

THEOREM 6.16: (Paley–Wiener)

Let W(s) be an entire function such that for all s, we have jW(s)j � c exp (Ajsj) for some c, A> 0, and the
real-axis restriction W(v) is in L2. Then, there exists a function w(t) in L2 such that W(s)¼ Ð A

�A w(t)e
�jtsdt.

A proof can be found in Ref. [23]. Thus, w(t) can be regarded as a compactly supported function
support in [�A, A]. Recall Equation 6.48 that L2[�A, A] � L1[�A, A] so w(t) is in L1[�A, A] and
L2[�A, A]. Therefore, W(v) is the L1-FT of w(t), and agrees with the L2-FT a.e.
Our aim is to show that the infinite product for F(v) satisfies the conditions of the Paley–Wiener

theorem, and therefore that f(t) is compactly supported. A modified version of the previous result is
more convenient for this. The modification allows the support to be more general, namely [�A1, A2], and
permits us to work with the imaginary part of s instead of the absolute value.

THEOREM 6.17: (Paley–Wiener, Modified)

Let W(s) be an entire function such that

jW(s)j � c1 exp (A1jIm sj), Im s � 0
c2 exp (A2jIm sj), Im s � 0

�
(6:117)

for some c1, c2, A1, A2> 0, and such that the real-axis restriction W(v) is in L2. Then a function w(t) exists
in L2 such that W(s) ¼ Ð A1

�A2
w(t)e�jtsdt. We can regard W(v) as the FT of the function w(t) supported in

[�A2, A1].

This result can be made more general; the condition given in Equation 6.117 can be replaced with one
in which the right-hand sides have the form Pi(s) exp(AijIm sj), where Pi(s) are polynomials. We are now
ready to sketch the proof that f(t) and C(t) have the compact support [0, N].

1. Using the fact that Gs(z) is FIR and that Gs(e
j0)¼ 1, show that the product

Q1
k¼1Gs(e js=2

k
)

converges uniformly on any compact set of the complex s-plane. (For real s, namely s¼v, this
holds even for the IIR case as long as

P
n jngs(n)j converges. This was shown in Theorem 6.10.)

2. Uniformity of convergence of the product guarantees that is limit F(s) is an entire function of the
complex variable s (Theorem 10.28 [23]).

3. The FIR nature of Gs(z) allows us to establish the exponential bound Equation 6.117 for F(s) with
A2¼ 0 and A1¼N. This shows that f(t) is compactly supported in [0, N]. BecauseC(t) is obtained
from the dilation Equation 6.93, the same result follows for C(t) as well.

6.13 Wavelet Regularity

From the preceding section, we know that if we construct the power symmetric FIR filter Gs(z) prope-
rly, we can get an orthonormal multiresolution basis {f(t� n)}, and an orthonormal wavelet basis
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{2k=2c(2k t� n)} for L2. Both of these bases are compactly supported. These are solutions to the two-scale
dilation equations

f(t) ¼ 2
XN
n¼0

gs(n)f(2t � n) (6:118)

c(t) ¼ 2
XN
n¼0

hs(n)f(2t � n) (6:119)

where hs(n)¼ (�1)nþ1gs*(�n� 1). In the frequency domain we have the explicit infinite product
expressions (Equation 6.112) connecting the filters Gs(z) and Hs(z) to the L2-FTs F(v) and C(v).
Figure 6.45a shows two cases of a ninth-order FIR filter Gs(e

jv) used to generate the compactly
supported wavelet. The resulting wavelets are shown in Figure 6.45b and c. In both cases all conditions of
Theorem 6.13 are satisfied so we obtain orthonormal wavelet bases for L2. The filter Gs(e

jv) has more
zeroes at p for case 2 than for case 1. The corresponding wavelet looks much smoother or ‘‘regular’’; this
is an example of a Daubechies wavelet. By designing Gs(z) to have a sufficient number of zeroes at p, we
can make the wavelet ‘‘as regular as we please.’’ A quantitative discussion of the connection between the
number of zeroes at p and the smoothness of c(t) is given in the following discussions.

(a)
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FIGURE 6.45 Demonstrating the importance of zeroes at p. (a) The response of the FIR filter Gs(z) for two cases,
and (b) and (c) the corresponding wavelet functions.
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Quantitatively, the idea is that if Gs(e
jv) has a large number of zeroes at p, the function F(v) given by

the infinite product (Equation 6.112a) decays ‘‘fast,’’ as v ! 1. This fast asymptotic decay in the
frequency domain implies that the time function f(t) is ‘‘smooth.’’ Because c(t) is derived from f(t)
using a finite sum (Equation 6.119), the smoothness of f(t) is transmitted to c(t). We will the make ideas
more quantitative in the next few sections.

Why Regularity?
The point made above was that if we design an FIR paraunitary filter bank with the additional constraint
that the low-pass filter Gs(e

jv) should have a sufficient number of zeroes at p, the wavelet basis functions
Ckn(t) are sufficiently smooth. The smoothness requirement is perhaps the main new component
brought into the filter bank theory from the wavelet theory. Its importance can be understood in a
number of ways.
Consider the expansion x(t)¼Sk,n ck,n Ckn(t). Suppose we truncate this to a finite number of terms, as

is often done in practice. If the basis functions are not smooth, the error can produce perceptually
annoying effects in applications such as audio and image coding, even though the L2 norm of the error
may be small.
Next, consider a tree-structured filter bank. An example is shown in Figure 6.26. In the syntheses bank,

the first path can be regarded as an effective interpolation filter, or an expander (e.g., "8 in Figure 6.26b)
followed by a filter of the form Gs(e

jv)Gs (e
2jv)Gs (e

4jv) � � � Gs (e
2L jv). The same finite product can be

obtained by truncating to Lþ 1 terms the infinite product defining F(v) (Equation 6.112), and making a
change of variables. Similarly, the remaining paths can be related to interpolation filters which are various
truncated versions of the infinite product defining C(v) in Equation 6.112. Imagine we use the tree-
structured system in subband coding. The quantization error in each subband is filtered through an
interpolation filter. If the impulse response of the interpolation filter is not smooth enough (e.g., if it
resembles Figure 6.45b), the filtered noise tends to show severe perceptual effects, for example, in image
reconstruction. This explains, qualitatively, the importance of having ‘‘smooth impulse responses’’ for
the synthesis filters.

6.13.1 Smoothness and Hölder Regularity Index

We are familiar with the notion of continuous functions. We say that f (t) is continuous at t0 if, for any
e> 0, we can find a d> 0 such that jf (t)� f (t0)j< e for all t satisfying jt� t0 j< d. A stronger type of
continuity, called Hölder continuity, is defined as follows: f (t) is Hölder continuous in a region 6 if
jf (t0)� f (t1)j � cjt0� t1jb for some c, b> 0, for all t0, t1 2 6. This implies, in particular, continuity in the
ordinary sense. If b> 1 the above would imply that f (t) is constant on 6. For this reason, we have
the restriction 0<b� 1. As b increases from 0 to 1, the function becomes increasingly ‘‘smoother.’’ The
constant b is called the Lipschitz constant of the function f (t).
Suppose the function f (t) is n times differentiable in some region 6 and the nth derivative f (n)(t) is

Hölder continuous with Lipschitz constant b. Define a¼ nþb. We say that f (t) belongs to the class Ca.
The coefficient a is called the Hölder regularity index of f (t). For example, C3,4 is the class of functions
that are three times differentiable and the third derivatives are Hölder continuous with Lipschitz constant
equal to 0.4.
The Hölder regularity index a is taken as a quantitative measure of regularity or smoothness of the

function c(t). We sometimes say c(t) has regularity a. Qualitatively speaking, a function with a large
Hölder index is regarded as more ‘‘smooth’’ or ‘‘well-behaved.’’ Because the dilation equations in the FIR
case are finite summations, the Hölder indices of f(t) and c(t) are identical.
Some functions are differentiable an infinite number of times. That is, they belong to C1. Examples are

et, sin t, and polynomials. C1 functions even exist that are compactly supported (i.e., have finite duration;
they will not be discussed here).
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6.13.2 Frequency-Domain Decay and Time-Domain Smoothness

We can obtain time-domain smoothness of a certain degree by imposing certain conditions on the
FT C(v). This is made possible by the fact that the rate of decay of C(v) as v ! 1 (i.e., the asymptotic
decay) governs the Hölder regularity index a of c(t). Suppose C(v) decays faster than (1þ jvj)�(1þa):

jC(v)j � c

(1þ jvj)1þaþ« for all v (6:120)

for some c> 0, e> 0. Then, C(v)(1 þjvj)a is bounded by the integrable function c=(1þ jvj)1þ«, and is
therefore (Lebesgue) integrable. Using standard Fourier theory it can be shown that this implies c(t) 2
Ca. In the wavelet construction of Section 6.11, which begins with a digital filter bank, the above decay of
c(v) can be accomplished by designing the digital filter Gs(e

jv) such that it has a sufficient number of
zeroes at v¼p.

Thus, the decay in the frequency domain translates into regularity in the time domain. Similarly, one
can regard time-domain decay as an indication of smoothness in frequency. When comparing two kinds
of wavelets, we can usually compare them in terms of time-domain regularity (frequency domain decay)
and time-domain decay (frequency domain smoothness). An extreme example is one in which c(t) is
band limited. This means that C(v) is zero outside the passband, and so the ‘‘decay’’ is the best possible.
Correspondingly, the smoothness of c(t) is excellent; in fact, c(t) 2 C1. However, the decay of c(t) may
not be excellent (certainly it cannot be time limited if it is band limited).
Return to the two familiar wavelet examples, the Haar wavelet (Figure 6.12) and the bandpass wavelet

(Figures 6.9 and 6.11). We see that the Haar wavelet has poor decay in the frequency domain because
C(v) decays only as v�1. Correspondingly, the time-domain signal c(t) is not even continuous, hence,
not differentiable.* The bandpass wavelet, on the other hand, is band limited, so the decay in frequency is
excellent. Thus, c(t) 2 C1, but it decays slowly, behaving similarly to t�1 for large t. These two examples
represent two extremes of orthonormal wavelet bases for L2.

The game, therefore, is to construct wavelets that have good decay in time as well as good regularity in
time. An extreme hope is where c(t) 2 C1, and has compact support as well. It can be shown that such
c(t) can never give rise to an orthonormal basis, so we must strike a compromise between regularity in
time and decay in time.

6.13.2.1 Regularity and Decay in Early Wavelet Constructions

In 1982, Stromberg showed how to construct wavelets in such a way that c(t) has exponential decay, and
at the same time has arbitrary regularity (i.e., c(t) 2 Ck for any chosen integer k). In 1985, Meyer
constructed wavelets with band-limited c(t) (so c(t) 2 C1 as for the bandpass wavelet), but he also
showed how to design this c(t) to decay faster than any chosen inverse polynomial, as t ! 1. Figure
6.46a shows an example of a Meyer wavelet; a detailed description of this wavelet can be found in Ref. [5].
In both of the above constructions the wavelets gave rise to orthonormal bases for L2.

In 1987 and 1988, Battle and Lemarié independently constructed wavelets with similar properties as
Stromberg’s wavelets, namely, c(t) 2 Ck for arbitrary k, and c(t) decays exponentially. Their construction
is based on spline functions and an orthonormalization step, as described in Section 6.10. The resulting
wavelets, while not compactly supported, decay exponentially and generate orthonormal bases. Figure
6.46b shows an example of the Battle–Lemarié wavelet.
Table 6.1 gives a summary of the main features of these early wavelet constructions (first three entries).

When these examples were constructed, the relation between wavelets and digital filter banks was not
known. The constructions were not systematic or unified by a central theory. Moreover, it was not clear
whether one could get a compactly supported (i.e., finite duration) wavelet c(t), which at the same time

* It is true that c(t) is differentiable almost everywhere, but the discontinuities at the points t¼ 0, 0.5, 1.0 will be very
noticeable if we take linear combinations such as Sk,nckn ckn(t).
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had arbitrary regularity (i.e., c(t) 2 Ck for any chosen k), and generated an orthonormal wavelet basis.
This was made possible for the first time when the relation between wavelets and digital filter banks was
observed by Daubechies in Ref. [6]. Simultaneously and independently, Mallat invented the multiresolu-
tion framework and observed the relation between his framework, wavelets, and paraunitary digital filter
banks (the CQF bank, Section 6.4). These discoveries have made the wavelet construction easy and
systematic, as described in Sections 6.11 and 6.12. The way to obtain arbitrary wavelet regularity with this
scheme is described next.

6.13.3 Time-Domain Decay and Time-Domain Regularity

We now state a fundamental limitation which arises when trying to impose regularity and decay
simultaneously [5].

THEOREM 6.18: Vanishing Moments

Let {2k=2 c(2kt� n)}, �1� k, n�1 be an orthonormal set in L2. Suppose the wavelet c(t) satisfies the
following properties:

1. jc(t)j � c(1þ jtj)�(mþ1þe) for some integer m and some e> 0; that is, the wavelet decays faster than
(1þ jtj)�(mþ1).

2. c(t) 2 Cm (i.e., c(t) differentiable m times), and the m derivatives are bounded.

Then, the first m moments of c(t) are zero, that is,
Ð
tic(t)dt¼ 0 for 0� i�m.

(a)

Meyer wavelet

t
2 4– 4 –2

1
ψ(t)

(b)

Battle–Lemarié
wavelet

t4
1

0.5
ψ(t)

FIGURE 6.46 (a) An example of Meyer wavelet, and (b) an example of Battle–Lemarié wavelet.

TABLE 6.1 Summary of Several Types of Wavelet Bases for L2(R)

Type of Wavelet Decay of c(t) in Time Regularity of c(t) in Time Type of Wavelet Basis

Stromberg (1982) Exponential c(t) 2 Ck; k can be chosen arbitrarily large Orthonormal

Meyer (1985) Faster than any chosen
inverse polynomial

c(t) 2 C1 (band limited) Orthonormal

Battle–Lemarié (1987,
1988) (splines)

Exponential c(t) 2 Ck; k can be chosen arbitrarily large Orthonormal

Daubechies (1988) Compactly supported c(t) 2 Ca;. a can be chosen as
large as we please

Orthonormal
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Impossibility of Compact Support, Infinite Differentiability, and Orthonormality: Suppose we have
an orthonormal wavelet basis such that c(t) is compactly supported, and infinitely differentiable
(i.e., c(t) 2 C1). Then all the conditions of Theorem 6.18 are satisfied. So the moments of c(t) are
zero, and therefore c(t)¼ 0 for all t violating the unit-norm property of c(t). Thus, we cannot design
compactly supported orthonormal wavelets which are infinitely differentiable; only a finite Hölder index
can be accomplished. A similar observation can be made even when c(t) is not compactly supported as
long as it decays faster than any inverse polynomial (e.g., exponential decay).
The vanishing moment condition

Ð
ti c(t)dt¼ 0, 0� i�m implies that the L2-FT C(v) has mþ 1

zeroes at v¼ 0. This follows by using standard theorems on the L1-FT [23].* Thus, the first m derivatives
of C(v) vanish at v¼ 0. This implies a certain degree of flatness at v¼ 0. Summarizing, we have the
following result.

THEOREM 6.19: Flatness in Frequency and Regularity in Time

Suppose we have a compactly supported c(t) generating an orthonormal wavelet basis {2k=2 C(2kt� n)},
and let c(t) 2 Cm, with m derivatives bounded. Then, c(v) has mþ 1 zeroes at v¼ 0.

Return now to the wavelet construction technique described in Section 6.11. We started from a
paraunitary FIR filter bank (Figure 6.22a) and obtained the scaling function f(t) and wavelet function
c(t) as in Equations 6.118 and 6.119. The FIR nature implies that c(t) has compact support (Section
6.12). With the mild conditions of Theorem 6.13 satisfied, we have an orthonormal wavelet basis for L2.
We see that if the wavelet c(t) has Hölder index a, it satisfies all the conditions of Theorem 6.19, wherem
is the integer part of a. Thus, c(v) has mþ 1 zeroes at v¼ 0, but because F(0) 6¼ 0 (Section 6.10), we
conclude from the dilation equation C(v)¼Hs(e

jv=2)F(v=2) that the high-pass FIR filter Hs(z) has
mþ 1 zeroes at v¼ 0 (i.e., at z¼ 1). Using the relation Hs(e

jv)¼ e jv Gs. (�e jv), we conclude that Gs(e
jv)

has mþ 1 zeroes at v¼p; that is, the low-pass FIR filter Gs(z) has the form Gs(z)¼ (1þ z�1)mþ1 F(z),
where F(z) is FIR. Summarizing, we have the theorem below.

THEOREM 6.20: Zeroes at p and Regularity

Suppose we wish to design a compactly supported orthonormal wavelet basis for L2 by designing an FIR
filter Gs(z) satisfying the conditions of Theorem 6.13. If c(t)must have the Hölder regularity index a then it
is necessary that Gs(z) have the form Gs(z)¼ (1þ z�1)mþ1 F(z), where F(z) is FIR, and m is the integer part
of a.

One zero at p is essential. From Theorem 6.10, we know that we must have Gs(e
j0)¼ 1, for the infinite

product (Equation 6.112a) to converge. Theorem 6.13 imposes further conditions that enable us to
obtain an orthonormal wavelet basis for L2. One of these conditions is the power symmetric property
jGs(e

jv)j2þ jGs(�e jv)j2¼ 1. Together with Gs(e
j0)¼ 1, this implies Gs(e

jp)¼ 0. Thus, it is necessary to
have at least one zero for Gs(e

jv) at p. The filter that generates the Haar basis (Example 6.12) has exactly
one zero at p, but the Haar wavelet c(t) is not even continuous. If we desire increased regularity
(continuity, differentiability, etc.), we need to put additional zeroes at p, as the above theorem shows.

Design techniques for paraunitary filter banks do not automatically yield filters which have zeroes at p.
This condition must be incorporated separately. The maximally flat filter bank solution (Section 6.4) does
satisfy this property, and in fact even allows us to specify the number of zeroes at p.

* Because c(t) 2 L2 and has compact support, c(t) 2 L1 as well.
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6.13.4 Wavelets with Specified Regularity

The fundamental connection between digital filter banks and continuous time wavelets, elaborated in the
preceding sections, allows us to construct the scaling function f(t) and the wavelet function c(t) with
specified regularity index a. If Gs(z) has a certain number of zeroes at p, this translates into the Hölder
regularity index a. What really matters is not only the number of zeroes at p, but also the order of the
FIR filter Gs(z).

For a given order N of the filter Gs(z), suppose we wish to put as many of its zeroes as possible at p. Let
this number be K. What is the largest possible K? Not all N zeroes can be at p because we have imposed
the power symmetric condition on Gs(z). The best we can do is to put all the unit circle zeroes at p. The
power symmetric condition says that G(z) ¼D Gs(z)Gs(z) is a half-band filter. This filter has order 2N, with
2K zeroes at p. Because we wish to maximize K for fixed N, the solution for G(z) is the maximally flat FIR
filter (Figure 6.25), given in Equation 6.45. As the filter in Equation 6.45 has 2K zeroes at p and order
2N¼ 4K� 2, we conclude that K¼ (Nþ 1)=2. For example, if Gs(z) is a fifth-order power symmetric filter
it can have at most three zeroes at p.

The 20% Regularity Rule
Suppose Gs(z) has been designed to be FIR power symmetric of order N, with the number K of zeroes at p
adjusted to be maximum (i.e., K¼ (Nþ 1)=2). It can be shown that the corresponding scaling and wavelet
functions have a Hölder regularity index a
 0.2 K. This estimate is poor for small K, but improves as K
grows. Thus, every additional zero at p contributes to 
20% improvement in regularity.

For K¼ 4 (i.e., seventh-order Gs(z)), we have a¼ 1.275, which means that the wavelet c(t) is once
differentiable and the derivative is Hölder continuous with Lipschitz constant 0.275. For K¼ 10 (19th-
order Gs(z)) we have a¼ 2.9, so the wavelet c(t) is twice differentiable and the second derivative has
Hölder regularity index 0.9.

Design Procedure: The design procedure is therefore very simple. For a specified regularity index a, we
can estimate K and hence N¼ 2K� 1. For this K, we compute the coefficients of the FIR half-band
maximally flat filter G(z) using Equation 6.45. From this, we compute a spectral factor Gs(z) of the filter
G(z). Tables of the filter coefficients gs(n) for various values of N can be found in Ref. [5]. From the
coefficients gs(n) of the FIR filter Gs(z), the compactly supported scaling and wavelet functions are fully
determined via the dilation equations. These wavelets are called Daubechies wavelets and were first
generated in Ref. [6]. Figure 6.45c is an example, generated with a ninth-order FIR filter Gs(z), where
response is shown as case 2 in Figure 6.45a.
The above regularity estimates, based on frequency domain behavior, give a single number a, which

represents the regularity of c(t) for all t. It is also possible to define pointwise or local regularity of the
function c(t) so that its smoothness can be estimated as a function of time t. These estimation methods,
based on time domain iterations, are more sophisticated, but give a detailed view of the behavior of c(t).
Detailed discussions on obtaining various kinds of estimates for regularity can be found in Refs. [5,26].

6.14 Concluding Remarks

We introduced the WT and studied its connection to filter banks and STFTs. A number of mathematical
concepts such as frames and Riesz bases were reviewed and used later for a more careful study of
wavelets. We introduced the idea of multiresolution analysis and explained the connections both to filter
banks and wavelets. This connection was then used to generate orthonormal wavelet bases from
paraunitary filter banks. Such wavelets have compact support when the filter bank is FIR. The regularity
or smoothness of the wavelet was quantified in terms of the Hölder exponent. We showed that we can
achieve any specified Hölder exponent for compactly supported wavelets by restricting the low-pass filter
of the FIR paraunitary filter bank to be a maximally flat power symmetric filter, with a sufficient number
of zeroes at p.
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6.14.1 Why Wavelets?

Discussions comparing wavelets with other types of time–frequency transforms appear at several places
in this chapter. Here is a list of these discussions:

1. Section 6.2 discusses basic properties of wavelets and gives an elementary comparison of wavelet
basis with the Fourier basis.

2. Section 6.3 compares the WT with the STFT and shows the time–frequency tilings for both cases
(Figures 6.18 and 6.20).

3. Section 6.9 gives a deeper comparison with the STFT in terms of stability properties of the inverse,
existence of frames, etc.

4. Section 6.13 presents a comparison to the traditional filter bank design approach. In traditional
designs, the appearance of zero(es) at p is not considered important. At the beginning of Section
6.13.1, we discuss the importance of these zeroes in wavelets as well as in tree-structured filter
banks.

6.14.2 Further Reading

The literature on wavelet theory and applications is enormous. This chapter is only a brief introduction,
concentrating on one-dimensional orthonormal wavelets. Many results can be found on the topics of
multidimensional wavelets, biorthogonal wavelets, and wavelets based on IIR filter banks. Two special
issues of the IEEE Transactions have appeared on the topic thus far [27,28]. Multidimensional wavelets
are treated by several authors in the edited volume of Ref. [15], and the filter bank perspective can be
found in the work by Kova�cevi�cand Vetterli [27]. Advanced results on multidimensional wavelets can
be found in Ref. [29]. Advanced results on wavelets constructed from M-channel filter banks can be
found in the chapter by Gopinath and Burrus in the edited volume of Ref. [15], and in the work by
Steffen et al. [28]. The reader can also refer to the collections of chapters in Refs. [15,16], and the many
references therein.
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7.1 Introduction

Graph theory had its beginning in Euler’s solution of what is known as the Konigsberg Bridge problem.
Kirchhoff developed the theory of trees in 1847 as a tool in the study of electrical networks. This was
the first application of graph theory to a problem in physical science. Electrical network theorists
have since played a major role in the phenomenal advances of graph theory that have taken place.
A comprehensive treatment of these developments may be found in Ref. [1]. In this chapter, we develop
most of those results which form the foundation of graph theoretic study of electrical networks.
Our development of graph theory is self-contained, except for the definitions of standard set-theoretic

operations and elementary results from matrix theory. We wish to note that the ring sum of two sets S1
and S2 refers to the set consisting of all those elements which are in S1 or in S2 but not in both S1 and S2.

7.2 Basic Concepts

A graphG¼ (V, E) consists of two sets: a finite setV¼ (v1, v2, . . . , vn) of elements called vertices and a finite
set E¼ (e1, e2, . . . , em) of elements called edges. Each edge is identified with a pair of vertices. If the edges
ofG are identified with ordered pairs of vertices, thenG is called a directed or an oriented graph. Otherwise
G is called an undirected or a nonoriented graph. Graphs are amenable for pictorial representations. In
a pictorial representation each vertex is represented by a dot and each edge is represented by a line segment
joining the dots associated with the edge. In directed graphs, we assign an orientation or direction to
each edge. If the edge is associated with the ordered pair (vi, vj), then this edge is oriented from vi to vj. If
an edge e connects vertices vi and vj, then it is denoted by e¼ (vi, vj). In a directed graph, (vi, vj) refers to an
edge directed from vi to vj. An undirected graph and a directed graph are shown in Figure 7.1. Unless
explicitly stated, the term ‘‘graph’’ may refer to an undirected graph or to a directed graph.
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The vertices vi and vj associated with an edge are called the end vertices of the edge. All edges having
the same pair of end vertices are called parallel edges. In a directed graph, parallel edges refer to edges
connecting the same pair of vertices vi and vj oriented in the same direction from vi to vj or from vj to vi.
For instance, in the graph of Figure 7.1a, the edges connecting v1 and v2 are parallel edges. In the directed
graph of Figure 7.1b the edges connecting v3 and v4 are parallel edges. However, the edges connecting v1
and v2 are not parallel edges because they are not oriented in the same direction. If the end vertices of an
edge are not distinct, then the edge is called a self-loop. The graph of Figure 7.1a has one self-loop and the
graph of Figure 7.1b has two self-loops.
An edge is said to be incident on its end vertices. In a directed graph the edge (vi, vj) is said to be incident

out of vi and is said to be incident into vj. Vertices vi and vj are adjacent if an edge connects vi and vj.
The number of edges incident on a vertex vi is called the degree of vi and is denoted by d(vi). In a

directed graph din(vi) refers to the number of edges incident into vertex vi, and it is called the in-degree
of vi. dout(vi) refers to the number of edges incident out of vertex vi, and it is called the out-degree of vi.
If d(vi)¼ 0, then vi is called an isolated vertex. If d(vi)¼ 1, then vi is called a pendant vertex. A self-loop at
a vertex vi is counted twice while computing d(vi). As an example, in the graph of Figure 7.1a, d(v1)¼ 3,
d(v4)¼ 3, and v5 is an isolated vertex. In the directed graph of Figure 7.1b din(v1)¼ 3, dout(v1)¼ 2.

Note that in a directed graph, for every vertex vi,

d(vi) ¼ din(vi)þ dout(vi)

THEOREM 7.1

1. The sum of the degrees of the vertices of a graph G is equal to 2m, where m is the number of edges
of G.

2. In a directed graph with m edges, the sum of the in-degrees and the sum of the out-degrees are both
equal to m.

Proof

1. Because each edge is incident on two vertices, it contributes 2 to the sum of the degrees of G.
Hence, all edges together contribute 2m to the sum of the degrees.

2. Proof follows if we note that each edge is incident out of exactly one vertex and incident into
exactly one vertex.

v1
v1

v2 v2

v3 v3v4 v4

v5

(a) (b)

FIGURE 7.1 (a) An undirected graph; (b) a directed graph.
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THEOREM 7.2

The number of vertices of odd degree in any graph is even.

Proof: By Theorem 7.1, the sum of the degrees of the vertices is even. Thus, the sum of the odd degrees
must be even. This is possible only if the number of vertices of odd degree is even.

Consider a graph G¼ (V, E). The graph G0 ¼ (V0, E0) is a subgraph of G if V0 � V and E0 � E. If every
vertex in V0 is an end vertex of an edge in E0, then G0 is called the induced subgraph of G on E0. As an
example, a graph G and two subgraphs of G are shown in Figure 7.2.
In a graph G, a path P connecting vertices vi and vj is an alternating sequence of vertices and

edges starting at vi and ending at vj with all vertices except vi and vj being distinct. In a directed graph,
a path P connecting vertices vi and vj is called a directed path from vi to vj if all the edges in P are oriented
in the same direction as we traverse P from vi toward vj. If a path starts and ends at the same vertex, it is
called a circuit.* In a directed graph, a circuit in which all the edges are oriented in the same direction
is called a directed circuit. It is often convenient to represent paths and circuits by the sequence of edges
representing them.
For example, in the undirected graph of Figure 7.3a P: e1, e2, e3, e4 is a path connecting v1 and v5 and

C: e1, e2, e3, e4, e5, e6 is a circuit. In the directed graph of Figure 7.3b P: e1, e2, e7, e5 is a directed path
and C: e1, e2, e7, e6 is a directed circuit. Note that e7, e5, e4, e1, e2 is a circuit in this directed graph, although
it is not a directed circuit.
Two vertices vi and vj are said to be connected in a graph G if a path in G connects vi and vj. A graph G

is connected if every pair of vertices in G is connected; otherwise, it is a disconnected graph. For example,
the graph G in Figure 7.4a is connected, but the graph in Figure 7.4b is not connected.
A connected subgraph G0 ¼ (V0, E0) of a graph G¼ (V, E) is a component of G if adding to G0 an edge

e 2 E�E0 results in a disconnected graph. Thus, a connected graph has exactly one component.
For example, the graph in Figure 7.4b is not connected and has two components.

v1 v1 v1

v3 v3 v3

v5(a) (b) (c)v5

v4
v4 v4

v2 v2

FIGURE 7.2 (a) Graph G; (b) subgraph of G; (c) an edge-induced subgraph of G.

* In electrical network theory literature, the term ‘‘loop’’ is also used to refer to a circuit.
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A tree is a graph that is connected and has no circuits. Consider a connected graph G. A subgraph of G
is a spanning tree* of G if the subgraph is a tree and contains all the vertices of G. A tree and a spanning
tree of the graph of Figure 7.5a are shown in Figure 7.5b and c, respectively.
The edges of a spanning tree T are called the branches of T. Given a spanning tree of a connected graph

G, the cospanning tree* relative to T is the subgraph of G induced by the edges that are not present in T.
For example, the cospanning tree relative to the spanning tree T of Figure 7.5c consists of the edges e3, e6,
and e7. The edges of a cospanning tree are called chords.

A subgraph of a graph G is a k-tree of G if the subgraph has exactly k components and has no circuits.
For example, a 2-tree of the graph of Figure 7.5a is shown in Figure 7.5d. If a graph has k components,
then a forest of G is a spanning subgraph that has k components and no circuits. Thus, each component
of the forest is a spanning tree of a component of G. A graph G and a forest of G are shown in Figure 7.6.
Consider a directed graph G. A spanning tree T of G is called a directed spanning tree with root vi if T

is a spanning tree of G, and din(vi)¼ 0 and din(vj)¼ 1 for all vj 6¼ vi. A directed graph G and a directed
spanning tree with root v1 are shown in Figure 7.7.

It can easily be verified that, in a tree, exactly one path connects any two vertices.

THEOREM 7.3

A tree on n vertices has n� 1 edges.

Proof: Proof is by induction on the number of vertices of the tree. Clearly, the result is true if a tree
has one or two vertices. Assume that the result is true for trees on n� 2 or fewer vertices. Consider now a

v1
v2 v3 v1 v2 v3e1 e2 e3 e1

e3
e4 e6 e9

e7

e2e8

e5

e9e7 e8

e4e5

e6

v6 v5 v4 v6 v5

(b)(a)
v4

FIGURE 7.3 (a) An undirected graph; (b) a directed graph.

(a) (b)

FIGURE 7.4 (a) A connected graph; (b) a disconnected graph.

* In electrical network theory literature, the terms ‘‘tree’’ and ‘‘cotree’’ are usually used to mean spanning tree and
cospanning tree, respectively.
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tree T on nþ 1 vertices. Pick an edge e¼ (vi, vj) in T. Removing e from T would disconnect it into
exactly two components T1 and T2. Both T1 and T2 are trees. Let n1 andm1 be the number of vertices and
the number of edges in T1, respectively. Similarly n2 and m2 are defined. Then, by the induction
hypothesis

v1

v3 v3
v2

v1

v3v2

v2

v4 v4v5

v4 v5

v5

e5

e3

e1

e2

e2

e1 e5

e2e4

e4

e4
e6

e7 e7

(a)

(c)

v3

v4

v2

v1

v5

e7

e1

e4

(d)

(b)

FIGURE 7.5 (a) Graph G; (b) a tree of graph G; (c) a spanning tree of G; (d) a 2-tree of G.
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v7
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v3 v4 v6 v7

v10

v5

v8

v9

v11
(b)(a)

v3

v8

v11

FIGURE 7.6 (a) Graph G; (b) a forest of G.
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m1 ¼ n1 � 1

and

m2 ¼ n2 � 1

Thus, the number m of edges in T is given by

m ¼ m1 þm2 þ 1

¼ (n1 � 1)þ (n2 � 1)þ 1

¼ n1 þ n2 � 1

¼ n� 1

This completes the proof of the theorem.
If a connected graph G has n vertices, m edges, and k components, then the rank r and nullity m of G

are defined as follows:

r(G) ¼ n� k (7:1)

m(G) ¼ m� nþ k (7:2)

Clearly, if G is connected, then any spanning tree of G has r¼ n� 1 branches and m¼m� nþ 1 chords.
We conclude this section with the following theorems. Proof of these theorems may be found

in Ref. [2].

THEOREM 7.4

A tree on n� 2 vertices has at least two pendant vertices.

THEOREM 7.5

A subgraph of an n-vertex connected graph G is a spanning tree of G if and only if the subgraph has no
circuits and has n� 1 edges.

v1 v2

v3

v1

v5

v4

v2

v6

(b)

v6

v3

v5

(a)

v4

e2

e4
e5

e7

e2

e4

e6e8
e6e8

e10

e9

e1 e3

e7

FIGURE 7.7 (a) Directed graph G; (b) a directed spanning tree of G with root v1.
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THEOREM 7.6

If a subgraph G0 of a connected graph G has no circuits then there exists a spanning tree of G that
contains G0.

7.3 Cuts, Circuits, and Orthogonality

We introduce here the notions of a cut and a cutset and develop certain results which bring out the dual
nature of circuits and cutsets.
Consider a connected graph G¼ (V, E) with n vertices and m edges. Let V1 and V2 be two mutually

disjoint nonempty subsets of V such that V¼V1�V2. Thus, V2¼V1, the complement of V1 in V. V1 and
V2 are also said to form a partition of V. Then the set of all those edges which have one end vertex in V1

and the other in V2 is called a cut of G and is denoted by hV1, V2i. As an example, a graph G and a cut
hV1, V2i of G are shown in Figure 7.8.

The graph G0 which results after removing the edges in a cut will have at least two components and so
will not be connected. G0 may have more than two components. A cutset S of a connected graph G is a
minimal set of edges of G such that removal of S disconnects G into exactly two components. Thus, a
cutset is also a cut. Note that the minimality property of a cutset implies that no proper subset of a cutset
is a cutset.
Consider a spanning tree T of a connected graph G. Let b be a branch of T. Removal of the branch b

disconnects T into exactly two components, T1 and T2. Let V1 and V2 denote the vertex sets of T1 and T2,
respectively. Note that V1 and V2 together contain all the vertices of G. We can verify that the cut hV1, V2i
is a cutset of G and is called the fundamental cutset of G with respect to branch b of T. Thus, for a given
connected graph G and a spanning tree T of G, we can construct n� 1 fundamental cutsets, one for each
branch of T. As an example, for the graph shown in Figure 7.8, the fundamental cutsets with respect to
the spanning tree T¼ [e1, e2, e6, e8] are

Branch e1: (e1,e3,e4)

Branch e2: (e2,e3,e4,e5)

Branch e6: (e6,e4,e5,e7)

Branch e8: (e8,e7)

v2

v1

v3 v1

v3

v4

v2

v5

v2v1
v5v4

e1

e5

e4

e2

e8e6

(a) (b)
e7

e3

e1
e2
e5

e8

e7

FIGURE 7.8 (a) Graph G; (b) cut hV1, V2i of G.
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Note that the fundamental cutset with respect to branch b contains b. Furthermore, the branch b is not
present in any other fundamental cutset with respect to T.
Next, we identify a special class of circuits of a connected graph G. Again, let T be a spanning tree of G.

Because exactly one path exists between any two vertices of T, adding a chord c to T produces a unique
circuit. This circuit is called the fundamental circuit of G with respect to chord c of T. Note again that
the fundamental circuit with respect to chord c contains c, and the chord c is not present in any other
fundamental circuit with respect to T. As an example, the set of fundamental circuits with respect to the
spanning tree T¼ (e1, e2, e6, e8) of the graph shown in Figure 7.8 is

Chord e3: (e3,e1,e2)

Chord e4: (e4,e1,e2,e6)

Chord e5: (e5,e2,e6)

Chord e7: (e7,e8,e6)

We now present a result that is the basis of what is known as the orthogonality relationship.

THEOREM 7.7

A circuit and a cutset of a connected graph have an even number of common edges.

Proof: Consider a circuit C and a cutset S¼hV1, V2i of G. The result is true if C and S have no common
edges. Suppose that C and S possess some common edges. Let us traverse the circuit C starting from a
vertex, e.g., v1 and V1. Because the traversing should end at v1, it is necessary that every time we
encounter an edge of S leading us from V1 to V2 an edge of S must lead us from V2 back to V1. This is
possible only if S and C have an even number of common edges.

The above result is the foundation of the theory of duality in graphs. Several applications of this simple
result are explored in different parts of this chapter.
A comprehensive treatment of the duality theory and its relationship to planarity may be found in

Ref. [2]. The following theorem establishes a close relationship between fundamental circuits and
fundamental cutsets.

THEOREM 7.8

1. The fundamental circuit with respect to a chord of a spanning tree T of a connected graph consists of
exactly those branches of T whose fundamental cutsets contain the chord.

2. The fundamental cutset with respect to a branch of a spanning tree T of a connected graph consists of
exactly those chords of T whose fundamental circuits contain the branch.

Proof: Let C be the fundamental circuit of a connected graph G with respect to a chord c of a spanning
tree T of G. Let C contain, in addition to the chord c, the branches b1, b2, . . . , bk of T. Let Si be the
fundamental cutset with respect to branch bi.
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We first show that each Si, 1� i� k contains c. Note that bi is the only branch common to Si and
C, and c is the only chord in C. Because by Theorem 7.7, Si and Cmust have an even number of common
edges, it is necessary that Si contains c.
Next, we show that no other fundamental cutset of T contains c. Suppose the fundamental cutset Skþ 1

with respect to some branch bkþ 1 of T contains c. Then c will be the only edge common to Skþ 1 and
C, contradicting Theorem 7.7. Thus the chord c is present only in those cutsets defined by the branches
b1, b2, . . . , bk.

The proof for item 2 of the theorem is similar to that of item 1.

7.4 Incidence, Circuit, and Cut Matrices of a Graph

The incidence, circuit, and cut matrices are coefficient matrices of Kirchhoff’s equations which describe
an electrical network. We develop several properties of these matrices that have proved useful in the
study of electrical networks. Our discussions are mainly in the context of directed graphs. The results
become valid in the case of undirected graphs if addition and multiplication are in GF(2), the field of
integers modulo 2. (Note that 1þ 1¼ 0 in this field.)

7.4.1 Incidence Matrix

Consider a connected directed graph G with n vertices and m edges and have no self-loop. The all-vertex
incidence matrix Ac¼ [aij] of G has n rows, one for each vertex, and m columns, one for each edge. The
element aij of Ac is defined as follows:

aij ¼
1, if the jth edge is incident out of the ith vertex

�1, if the jth edge is incident into the ith vertex
0, if the jth edge is not incident on the ith vertex

8<
:

A row of Ac will be referred to as an incidence vector. As an example, for the directed graph shown in
Figure 7.9, the matrix Ac is

e1 e2 e5 e6 e3 e4 e7

Ac ¼

v1
v2
v3
v4
v5

1 0 0 0 0 1 �1
�1 1 0 0 0 0 0
0 �1 1 0 1 0 0
0 0 �1 �1 0 �1 0
0 0 0 1 �1 0 1

2
66664

3
77775

v1

v2

v5

v3 v4

e7

e6

e5

e3

e4

e1

e2

FIGURE 7.9 Directed graph.
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From the definition of Ac it should be clear that each column of this matrix has exactly two nonzero
entries, one þ1 and one �1, and therefore, we can obtain any row of Ac from the remaining rows. Thus,

rank(Ac) � n� 1 (7:3)

An (n� 1) rowed submatrix of Ac is referred to as an incidence matrix of G. The vertex which
corresponds to the row of Ac that is not in A is called the reference vertex of A.

THEOREM 7.9

The determinant of an incidence matrix of a tree is �1.

Proof: Proof is by induction on the number m of edges in the tree. We can easily verify that the result is
true for any tree withm� 2 edges. Assume that the result is true for all trees havingm� 2 or fewer edges.
Consider a tree T with mþ 1 edges. Let A be the incidence matrix of T with reference vertex vr. Because,
by Theorem 7.4, T has at least two pendant vertices, we can find a pendant vertex vi 6¼ vr. Let (vi, vj) be the
only edge incident on vi. Then, the remaining edges form a tree T1. Let A1 be the incidence matrix of T1
with vertex vr as reference. Now let us rearrange the rows and columns of A so that the first n� 2 rows
correspond to the vertices in T1 (except vr) and the first n� 1 columns correspond to the edges of T1.
Then, we have

A ¼ A1 A3

0 �1

� �

So

detA ¼ �( detA1) (7:4)

A1 is the incidence matrix of T1 and T1 has m edges, it follows from the induction hypothesis that det
A1¼�1. Hence the theorem.

Because a connected graph has at least one spanning tree, it follows from the above theorem that any
incidence matrix A of a connected graph has a nonsingular submatrix of order n� 1. Therefore,

rank(Ac) � n� 1 (7:5)

Combining Equations 7.3 and 7.5 yields the following theorem.

THEOREM 7.10

The rank of any incidence matrix of a connected directed graph G is equal to n� 1, the rank of G.

7.4.2 Cut Matrix

Consider a cut hVa, Vai in a connected directed graph G with n vertices andm edges. Recall that hVa, Vai
consists of all those edges connecting vertices in Va to those in Va. This cut may be assigned on
orientation from Va to Va or from Va to Va. Suppose the orientation of hVa, Vai is from Va to Va.
Then the orientation of an edge (vi, vj) is said to agree with the cut orientation if vi 2 Va, and vj 2 Va.
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The cut matrix Qc¼ [qij] of G has m columns, one for each edge, and has one row for each cut. The
element qij is defined as follows:

qij ¼
1, if the jth edge is in the ith cut and its orientation agrees with the cut orientation
�1, if the jth edge is in the ith cut and its orientation does not agree with the cut orientation
0, if the jth edge is not in the ith cut

8<
:

Each row of Qc is called a cut vector.
The edges incident on a vertex form a cut. Thus, it follows that the matrix Ac is a submatrix of Qc.

Next we identify another important submatrix of Qc.
Recall that each branch of a spanning tree T of a connected graph G defines a fundamental cutset. The

submatrix of Qc corresponding to the n� 1 fundamental cutsets defined by T is called the fundamental
cutset matrix Qf of G with respect to T.
Let b1, b2, . . . , bn� 1 denote the branches of T. Let us assume that the orientation of a fundamental

cutset is chosen so as to agree with that of the defining branch. Suppose we arrange the rows and the
columns of Qf so that the ith column corresponds to branch bi, and the ith row corresponds to the
fundamental cutset defined by bi. Then, the matrix Qf can be displayed in a convenient form as follows:

Qf ¼ U jQfc½ � (7:6)

where U is the unit matrix of order n� 1 and its columns correspond to the branches of T.
As an example, the fundamental cutset matrix of the graph in Figure 7.9 with respect to the

spanning tree

T ¼ (e1, e2, e5, e6) is

e1 e2 e5 e6 e3 e4 e7

Qf ¼
e1
e2
e5
e6

1 0 0 0 �1 �1 �1
0 1 0 0 �1 �1 �1
0 0 1 0 0 �1 �1
0 0 0 1 1 1 0

2
664

3
775

It is clear from Equation 7.6 that the rank of Qf is n� 1. Hence,

rank(Qc) � n� 1 (7:7)

7.4.3 Circuit Matrix

Consider a circuit C in a connected directed graph G with n vertices and m edges. This circuit can be
traversed in one of two directions, clockwise or counterclockwise. The direction we choose for traversing
C is called the orientation of C. If an edge e¼ (vi, vj) directed from vi to vj is in C, and if vi appears before
vj as we traverse C in the direction specified by its orientation, then we say that the orientation of e agrees
with the orientation of C.
The circuit matrix Bc¼ [bij] of G hasm columns, one for each edge, and has one row for each circuit in

G. The element bij is defined as follows:

bij ¼
1, if the jth edge is in the i th circuit and its orientation agrees with the circuit

orientation
�1, if the jth edge is in the ith circuit and its orientation does not agree with the orientation
0, if the jth edge is not in the ith circuit

8><
>:

Each row of Bc is called a circuit vector.
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The submatrix of Bc corresponding to the fundamental circuits defined by the chords of a spanning
tree T is called the fundamental circuit matrix Bf of G with respect to the spanning tree T.
Let c1, c2, . . . , cm� nþ 1 denote the chords of T. Suppose we arrange the columns and the rows of Bf so

that the ith row corresponds to the fundamental circuit defined by the chord ci, and the ith column
corresponds to the chord ci.

If, in addition, we choose the orientation of a fundamental circuit to agree with the orientation of the
defining chord, we can write Bf as

Bf ¼ [U jBft] (7:8)

where U is the unit matrix of order m� nþ 1, and its columns correspond to the chords of T.
As an example, the fundamental circuit matrix of the graph shown in Figure 7.9 with respect to the tree

T¼ (e1, e2, e5, e6) is given below:
e3 e4 e7 e1 e2 e5 e6

Bf ¼
e3
e4
e7

1 0 0 1 1 0 �1
0 1 0 1 1 1 �1
0 0 1 1 1 1 0

2
4

3
5

It is clear from Equation 7.8 that the rank of Bf is m� nþ 1. Hence,

rank(Bc) � m� nþ 1 (7:9)

7.5 Orthogonality Relation and Ranks of Circuit
and Cut Matrices

THEOREM 7.11

If a cut and a circuit in a directed graph have 2k edges in common, then k of these edges have the same
relative orientation in the cut and in the circuit, and the remaining k edges have one orientation in the cut
and the opposite orientation in the circuit.

Proof: Consider a cut hVa,Vai and a circuit C in a
directed graph. Suppose we traverse C starting
from a vertex in Va. Then, for every edge e1 that
leads fromVa toVa, an edge e2 leads fromVa toVa.
Suppose the orientation of e1 agrees with the
orientation of the cut and that of the circuit. Then
we can easily verify that e2 has one orientation in
the cut and the opposite orientation in the circuit
(Figure 7.10). On the other hand, we can also verify
that if e1 has one orientation in the cut and the
opposite orientation in the circuit, then e2 will have
the same relative orientation in the circuit and in
the cut. This proves the theorem.
Next we prove the orthogonality relation.

Va Va

e2

e1

c

FIGURE 7.10 Relative orientations of an edge in a cut
and a circuit.
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THEOREM 7.12

If the columns of the circuit matrix Bc and the columns of the cut matrix Qc are arranged in the same edge
order, then

BcQ
t
c ¼ 0 (7:10)

Proof: Each entry of the matrix BcQt
c is the inner product of a circuit vector and a cut vector. Suppose a

circuit and a cut have 2k edges in common. The inner product of the corresponding vectors is zero,
because by Theorem 7.11, this product is the sum of k 1’s and k� 1’s.

The orthogonality relation is a profound result with interesting applications in electrical network
theory. Consider a connected graph G with m edges and n vertices. Let Qf be the fundamental cutset
matrix and Bf be the fundamental circuit matrix of G with respect to a spanning tree T. If we write Qf and
Bf as in Equations 7.6 and 7.8, then using the orthogonality relation we get

BfQ
t
f ¼ 0

that is,

[BftU]
U
Qt

fc

� �
¼ 0

that is,

Bft ¼ �Qt
fc (7:11)

Using Equation 7.11, each circuit vector can now be expressed as a linear combination of the funda-
mental circuit vectors. Consider a circuit vector b¼b1, b2, . . . ,br jbrþ 1, . . . ,bm of G where r¼ n� 1, is
the rank of G. Then, again by the orthogonality relation we have

bQt
f ¼ [b1,b2, . . . ,brjbrþ1 	 	 	bm]

U
Qt

fc

� �
¼ 0 (7:12)

Therefore,

[b1,b2, . . . ,br] ¼ �[brþ1,brþ2, . . . ,bm]Q
t
fc

¼ [brþ1,brþ2, . . . ,bm]Bft

So,

[b1,b2, . . . ,bm] ¼ [brþ1,brþ2 	 	 	bm] [Bft U ]

¼ [brþ1,brþ2 	 	 	bm]Bf (7:13)

Thus, any circuit vector can be expressed as a linear combination of the fundamental circuit vectors. So
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rank(Bc) � rank(Bf ) ¼ m� nþ 1

Combining the above with Equation 7.9 we obtain

rank(Bc) ¼ m� nþ 1 (7:14)

Starting from a cut vector and using the orthogonality relation, we can prove in an exactly similar
manner that

rank(Qc) � rank(Qf ) ¼ n� 1

Combining the above with Equation 7.7, we get

rank(Qc) ¼ n� 1

Summarizing, we have the following theorem.

THEOREM 7.13

For a connected graph G with m edges and n vertices

rank(Bc) ¼ m� nþ 1

rank(Qc) ¼ n� 1

We wish to note from Equation 7.13 that the vector corresponding to a circuit C can be expressed as an
appropriate linear combination of the fundamental circuit vectors corresponding to the chords present in
C. Similarly, the vector corresponding to a cut can be expressed as an appropriate linear combination of
the fundamental cut vectors corresponding to the branches present in the cut. Because modulo 2 addition
of two vectors corresponds to the ring sum of the corresponding subgraphs, we have the following results
for undirected graphs.

THEOREM 7.14

Let G be a connected undirected graph.

1. Every circuit can be expressed as a ring sum of the fundamental circuits with respect to a spanning
tree.

2. Every cut can be expressed as a ring sum of the fundamental cutsets with respect to a spanning tree.

We can easily verify the following consequences of the orthogonality relation:

1. A linear relationship exists among the columns of the cut matrix (also of the incidence matrix),
which correspond to the edges of a circuit.

2. A linear relationship exists among the columns of the circuit matrix, which correspond to the edges
of a cut.

The following theorem characterizes the submatrices of Ac, Qc, and Bc which correspond to spanning
trees and cospanning trees. Proof follows from the above results and may be found in Ref. [2].
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THEOREM 7.15

Let G be a connected graph G with n vertices, and m edges.

1. A square submatrix of order n� 1 of Qc (also of Ac) is nonsingular iff the edges corresponding to the
columns of this submatrix form a spanning tree of G.

2. A square submatrix of order m� nþ 1 of Bc is nonsingular iff the edges corresponding to the
columns of this submatrix form a cospanning tree of G.

7.6 Spanning Tree Enumeration

Here, we first establish a formula for counting the number of spanning trees of an undirected graph. We
then state a generalization of this result for the case of a directed graph. These formulas have played key
roles in the development of topological formulas for electrical network functions. A detailed development
of topological formulas for network functions may be found in Swamy and Thulasiraman [1].
The formula for counting the number of spanning trees of a graph is based on Theorem 7.9 and a

result in matrix theory, known as the Binet–Cauchy theorem.
A major of a matrix is a determinant of a maximum order. Consider a matrix P of order p3 q and a

matrix Q of order q3 p, with p� q. The majors of P and Q are of order p. If a major of P consists of
columns i1, i2, . . . , ip, the corresponding major of Q is formed by rows i1, i2, . . . , ip of Q. For example, if

P ¼ 1 �2 �2 4
2 3 �1 2

� �
and Q ¼

�5 0
2 1

�2 2
3 1

2
664

3
775

then for the major

�2 4
3 2

����
����

of P

2 1
3 1

����
����

is the corresponding major of Q.
The Binet–Cauchy theorem is stated next. Proof of this theorem may be found in Hohn [3].

THEOREM 7.16

If P is a p3 q matrix and Q is a q3 p matrix, with p� q, then

det (PQ) ¼ S (product of the corresponding majors of P and Q):

THEOREM 7.17

Let G be a connected undirected graph and A an incidence matrix of a directed graph obtained by assigning
orientations to the edges of G. Then
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t(G) ¼ det (AAt) (7:15)

where t(G) is the number of spanning trees of G.

Proof: By the Binet–Cauchy theorem, we have

det (AAt) ¼ S (product of the corresponding majors of A and At) (7:16)

Recall from Theorem 7.15 that a major of A is nonzero iff the edges corresponding to the columns of the
major form a spanning tree of G. Also, the corresponding majors of A and At have the same value equal
to 0, 1, or�1 (Theorem 7.9). Thus, each nonzero term in the sum on the right-hand side of Equation 7.16
has the value 1, and it corresponds to a spanning tree and vice versa—hence the theorem.

For example, consider the undirected graph G shown in Figure 7.11a. Assigning arbitrary orientations
to the edges of G, we obtain the directed graph in Figure 7.11b. If A is the incidence matrix of this
directed graph with vertex v4 as reference vertex then it can be verified that

AAt ¼
3 �1 �1

�1 2 0
�1 0 2

2
4

3
5

and det(AAt)¼ 8. Thus, G has eight spanning trees.
An interesting and useful interpretation of the matrix AAt now follows. Let v1, v2, . . . , vn be the vertices

of an undirected graph G. The degree matrix K¼ [kij] of G is an n3 n matrix defined as follows.

kij ¼ �p, if i 6¼ j and p parallel edges connect vi and vj
d(vi), if i ¼ j

�

We may easily verify that K¼Ac	At
c, and that it is independent of the choice of orientations for the edges

of G. Also, if vi is the reference vertex, AA
t is obtained by removing row i and column i of K. In other

words, det(AAt) is the (i, i) cofactor of K. It then follows from Theorem 7.17 that all of the cofactors of K
are equal to the number of spanning trees of G. Thus, Theorem 7.17 may be stated in the following form
originally presented by Kirchhoff [4].

THEOREM 7.18

All the cofactors of the degree matrix of an undirected graph G have the same value equal to the number of
spanning trees of G.

v1

v1

v2

v2

v4 v4
(b)(a)

v3 v3

FIGURE 7.11 (a) An undirected graph G; (b) directed graph obtained after assigning arbitrary orientations to the
edges of G.
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Consider a connected undirected graph G. Let A be the incidence matrix of G with reference vertex vn.
Let ti,n denote the number of spanning 2-trees of G such that the vertices vi and vn are in different
components of these spanning 2-trees. Also, let tij,n denote the number of spanning 2-trees such that
vertices vi and vj are in the same component, and vertex vn is in a different component of these spanning
2-trees. If Dij denotes the (i, j) cofactor of (AA

t), then we have the following result, proof of which may be
found in Ref. [2].

THEOREM 7.19

For a connected graph G,

ti,n ¼ Dii (7:17)

tij,n ¼ Dij (7:18)

Consider next a directed graph G¼ (V, E) without self-loops and with V¼ (v1, v2, . . . , vn). The in-degree
matrix K¼ [kij] of G is an (n3 n) matrix defined as follows:

kij ¼ �p if i 6¼ j and p parallel edges are directed from vi to vj
din(vi), if i ¼ j

�

The following result is due to Tutte [5]. Proof of this result may also be found in Ref. [2].

THEOREM 7.20

Let K be the in-degree matrix of a directed graph G without self-loops. Let the ith row of K correspond to
vertex vi. Then, the number td of directed spanning trees of G having vr as root is given by

td ¼ Drr (7:19)

where Drr is the (r, r) cofactor of K.
Note the similarity between Theorem 7.18 and Theorem 7.20.
To illustrate Theorem 7.20, consider the directed graph G shown in Figure 7.12. The in-degree matrix

K and G is

K ¼
1 �1 �2

�1 2 �1
0 �1 3

2
4

3
5

Then

D11 ¼ 2 �1
�1 3

� �
¼ 5

The five directed spanning trees of G with vertex v1 as
root are (e1, e5), (e1, e6), (e1, e3), (e4, e5), and (e4, e6).

v2

v1

v3

e2

e1

e4e6

e5

e3

FIGURE 7.12 A directed graph G.
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7.7 Graphs and Electrical Networks

An electrical network is an interconnection of electrical network elements such as resistances, capaci-
tances, inductances, voltage and current sources, etc. Each network element is associated with
two variables, the voltage variable v(t) and the current variable i(t). We also assign reference directions
to the network elements (Figure 7.13) so that i(t) is positive whenever the current is in the direction of
the arrow, and v(t) is positive whenever the voltage drop in the network element is in the direction
of the arrow. Replacing each element and its associated reference direction by a directed edge results in
the directed graph representing the network. For example, a simple electrical network and the corre-
sponding directed graph are shown in Figure 7.14.
The physical relationship between the current and voltage variables of a network element is specified

by Ohm’s law. For voltage and current sources, the voltage and current variables are required to have
specified values. The linear dependence among the voltage variables in the network and the linear
dependence among the current variables are governed by Kirchhoff’s voltage and current laws.
Kirchhoff’s Voltage Law (KVL): The algebraic sum of the voltages around any circuit is equal to zero.
Kirchhoff’s Current Law (KCL): The algebraic sum of the currents flowing out of a node is equal

to zero.
As an example, the KVL equation for the circuit 1, 3, 5 and the KCL equation for the vertex b in the

graph of Figure 7.14 are

Circuit: 1, 3, 5 v1 þ v3 þ v5 ¼ 0

Vertex b:�i1 þ i2 þ i3 ¼ 0

It can easily be seen that KVL and KCL equations for an electrical network N can be conveniently
written as

AcIe ¼ 0 (7:20)

+ v (t)

i (t)

FIGURE 7.13 A network element with reference convention.

6

2

3
5 4

1 ba

d(b)

c

6

1

3

2
45

b

d(a)

ca

+

FIGURE 7.14 (a) An electrical network N; (b) directed graph representation of N.
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and

BcVe ¼ 0 (7:21)

where
Ac and Bc are, respectively, the incidence and circuit matrices of the directed graph representing N
Ie and Ve are, respectively, the column vectors of element currents and voltages in N

Because each row in the cut matrix Qc can be expressed as a linear combination of the rows of the matrix,
in Equation 7.20 we can replace Ac by Qc. Thus, we have

KCL: QcIe ¼ 0 (7:22)

KVL: BeVe ¼ 0 (7:23)

From Equation 7.22, we can see that KCL can also be stated as: The algebraic sum of the currents in any
cut of N is equal to zero.
If a network N has n vertices, m elements, and its graph is connected then there are only (n� 1)

linearly independent cuts and only (m� nþ 1) linearly independent circuits (Theorem 7.13). Thus, in
writing KVL and KCL equations we need to use only, Bf, a fundamental circuit matrix and Qf, a
fundamental cutset matrix, respectively. Thus, we have

KCL: Qf Ie ¼ 0 (7:24)

KVL: BfVe ¼ 0 (7:25)

We note that the KCL and the KVL equations depend only on the way the network elements are
interconnected and not on the nature of the network elements. Thus, several results in electrical network
theory are essentially graph theoretic in nature. Some of these results and their usefulness in electrical
network analysis are presented in the remainder of this chapter. In the following a network N and its
directed graph are both denoted by N.

THEOREM 7.21

Consider an electrical network N. Let T be a spanning tree of N, and let Bf and Qf denote the fundamental
circuit and the fundamental cutset matrices of N with respect to T. If Ie and Ve are the column vectors of
element currents and voltages and Ic and Vt are, respectively, the column vector of currents associated with
the chords of T and the column vector of voltages associated with the branches of T, then

Loop transformation: Ie ¼ Bt
f Ic (7:26)

Cutset transformation: Ve ¼ Qt
fVt (7:27)

Proof: From Kirchhoff’s laws, we have

Qf Ie ¼ 0 (7:28)
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and

BfVe ¼ 0 (7:29)

Let us partition Ie and Ve as

Ie ¼ Ic
It

� �

and

Ve ¼ Vc

Vt

� �

where the vectors that correspond to the chords and branches of T are distinguished by the subscripts
c and t, respectively. Then Equations 7.28 and 7.29 can be written as

[Qfc U ]
Ic
It

� �
¼ 0 (7:30)

and

[U Bft ]
Vc

Vt

� �
¼ 0 (7:31)

Recall Equation 7.11 that

Bft ¼ �Qt
fc

Then, we get from Equation 7.30

It ¼ �QfcIc
¼ Bt

ftIc

Thus,

Ie ¼ U
Bt
ft

� �
Ic ¼ Bt

f Ic

This establishes the loop transformation.
Starting from Equation 7.31, we can show in a similar manner that

Ve ¼ Qt
fVt

thereby establishing the cutset transformation.

In the special case in which the incidence matrix A is used in place of the fundamental cutset matrix,
the cutset transformation (Equation 7.27) is called the node transformation. The loop, cutset, and node
transformations have been extensively employed to develop different methods of network analysis. The
loop method of analysis develops a system of network equations which involve only the chord currents as
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variables. The cutset (node) method of analysis develops a system of equations involving only the branch
(node) voltages as variables. Thus, the loop and cutset (node) methods result in systems of equations
involving m� nþ 1 and n� 1 variables, respectively. In the mixed-variable method of analysis, which is
essentially a combination of both the loop and cutset methods, some of the independent variables are
currents and the others are voltages. The minimum number of variables required in the mixed-variable
method of analysis is determined by what is known as the principal partition of a graph introduced by
Kishi and Kajitani in a classic paper [6]. Ohtsuki et al. [7] discuss several issues relating to the mixed-
variable method of analysis. A detailed discussion of the principal partition of a graph and the different
methods of network analysis including the state-variable method may be found in Ref. [1].

7.8 Tellegen’s Theorem and Network Sensitivity Computation

Here, we first present a simple and elegant theorem due to Tellegen [8]. The proof of this theorem is
essentially graph theoretic in nature and is based on the loop and the cutset transformations, Equations
7.26 and 7.27, and the orthogonality relation (Theorem 7.12). Using this theorem, we develop the concept
of the adjoint of a network and its application in network sensitivity computations.

THEOREM 7.22

Consider two electrical networks, N and N̂, such that the graphs associated with them are identical. Let Ve

and ce denote the element voltage vectors of N and N̂, respectively, and let Ie and Le be the corresponding
element current vectors. Then,

Vt
eLe ¼ 0

Itece ¼ 0

Proof: If Bf and Qf are the fundamental circuit and cutset matrices of N (and hence also of N̂), then
from the loop and cutset transformations, we obtain

Ve ¼ Qt
fVt

and

Le ¼ Bt
fLc

So

Vt
eLe ¼ Vt

t (QfB
t
f )Lc

¼ 0, by Theorem 7:12

Proof of the second part follows in a similar manner.

The adjoint network was introduced by Director and Rohrer [9], and our discussion is based on their
work. A more detailed discussion may be found in Ref. [1].
Consider a lumped, linear time-invariant network N. We assume, without loss of generality, that N is a

2-port network. Let N̂ be a 2-port network that is topologically equivalent to N. In other words, the graph
of N̂ is identical to that of N. The corresponding elements of N and N̂ are denoted by the same symbol.
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Our goal now is to define the elements of N̂ so that N̂ in conjunction with N can be used in computing
the sensitivities of network functions of N.

Let Ve and Ie denote, respectively, the voltage and the current associated with the element e in N, and
ce and le denote, respectively, the voltage and the current associated with the corresponding element e in
N̂ . Also, Vi and Ii, i¼ 1, 2, denote the voltage and current variables associated with the ports of N, and ci

and li, i¼ 1, 2, denote the corresponding variables for the ports of N̂ (Figure 7.15).
Applying Tellegen’s theorem to N and N̂ , we get

V1l1 þ V2l2 ¼
X
e

Vele (7:32)

and

I1c1 þ I2c2 ¼
X
e

Iec (7:33)

Suppose we now perturb the values of elements of N and apply Tellegen’s theorem to N̂ and the
perturbed network N:

(V1 þ DV1)l1 þ (V2 þ DV2)l2 ¼
X
e

(Ve þ DVe)le (7:34)

and

(I1 þ DI1)c1 þ (I2 þ DI2)c2 ¼
X
e

(Ie þ DIe)ce (7:35)

where DV and DI represent the changes in the voltage and current which results as a consequence of the
perturbation of the element values in N. Subtracting Equation 7.32 from Equation 7.34 and subtracting
Equation 7.33 from Equation 7.35,

DV1l1 þ DV2l2 ¼
X
e

DVele (7:36)

I1

(a)

(b)

I2

λ1 λ2

v1 v2

+

–

ψ1 ψ2
ψe, λe

Ve, Ie

+

–

+

–

+

–

FIGURE 7.15 (a) A 2-port network N; (b) adjoint network N̂ of N.
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and

DI1c1 þ DI2c2 ¼
X
e

DIece (7:37)

Subtracting Equation 7.37 from Equation 7.36 yields

(DV1l1 � DI1c1)þ (DV2l2 � DI2c2) ¼
X
e

(DVele � DIece) (7:38)

We wish to define the corresponding element of N̂ for every element in N so that each term in the
summation on the right-hand side of Equation 7.38 reduces to a function of the voltage and current
variables and the change in value of the corresponding network element. We illustrate this for resistance
elements. Consider a resistance element R in N. For this element, we have

VR ¼ RIR (7:39)

Suppose we change R to DR, then

(VR þ DVR) ¼ (Rþ DR)(IR þ DIR) (7:40)

Neglecting second-order terms, Equation 7.40 simplifies to

VR þ DVR ¼ RIR þ RDIR þ IRDR (7:41)

Subtracting Equation 7.39 from Equation 7.41,

DVR ¼ RDIR þ IRDR (7:42)

Now using Equation 7.42 the terms in Equation 7.38 corresponding to the resistance elements of N can
be written as

X
R

[RlR � cR]DIR þ IRlRDR (7:43)

If we now choose

cR ¼ RlR (7:44)

then Equation 7.43 reduces to

X
R

IRlRDR (7:45)

which involves only the network variables in N (before perturbation) and N̂ and the changes in resistance
values. Equation 7.44 is the relation for a resistance. Therefore, the element in N̂ corresponding to a
resistance element of value R in N is also a resistance of value R.
Proceeding in a similar manner we can determine the element of N̂ corresponding to other types of

network elements (inductance, capacitance, controlled sources, etc.) The network N̂ so obtained is called
the adjoint of N. A table defining adjoint elements corresponding to different types of network elements
may be found in Ref. [1].
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We now illustrate the application of the adjoint network in the computation of the sensitivity of a
network function. Note that the sensitivity of a network function F with respect to a parameter x is a
measure of the effect on F of an incremental change in x. Computing this sensitivity essentially involves
determining qF=qx.
For the sake of simplicity, consider the resistance network shown in Figure 7.16a. Let us assume

that resistance R is perturbed from its nominal value of 3 V. Assume that no changes occur in the values
of the other resistance elements. We wish to compute qF=qR where F is the open-circuit voltage ratio,
that is,

F ¼ V2

V1

����
I2¼0

In other words, to compute F, we connect a voltage source of value V1¼ 1 across port 1 of N and open-
circuit port 2 of N (so that I2¼ 0). So, DV1¼ 0 and DI2¼ 0 and Equation 7.38 reduces to

�DI1c1 þ DV2l2 ¼ IRlRDR (7:46)

Now we need to determine DV2 as a function of DR. This could be achieved if we set c1¼ 0 and l2¼ 1
for the adjoint network N̂ . Connect a current source of value l2¼ 1 across port 2 and short circuit port 1
of N̂ . The resulting adjoint network is shown in Figure 7.16b. With port variables of N̂ defined as above,
Equation 7.46 reduces to

DV2 ¼ IRlRDR

Thus,

qF=qR ¼ qV2=qR ¼ IRlR

where IR and lR are the currents in the networks N and N̂ shown in Figure 7.16. Thus, in general,
computing the sensitivity of a network function essentially reduces to the analysis of N and N̂ under
appropriate excitations at their ports. Note that we do not need to express the network function explicitly
in terms of network elements, nor do we need to calculate partial derivatives.
For the example under consideration, we calculate IR¼ 1=12 A and lR¼�7=12 A with the result

that qF=qR¼�7=144. A further discussion of the adjoint network and related results may be found in
Section 7.3.

3 Ω

3 Ω 3 Ω

2 Ω

(b)

λR

λ2 =1ψ1 = 0

R = 3 Ω

3 Ω 3 Ω ++
–

+
– 2 Ω

(a)

IR

v1 v2

FIGURE 7.16 (a) A 2-port network N; (b) adjoint network N̂ .
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7.9 Arc Coloring Theorem and the No-Gain Property

We now derive a profound result in graph theory, the arc coloring theorem for directed graphs, and
discuss its application in establishing the no-gain property of resistance networks. In the special case of
undirected graphs the arc coloring theorem reduces to the ‘‘painting’’ theorem. Both of these theorems
[10] are based on the notion of painting a graph.
Given an undirected graph with edge set E, a painting of the graph is a partitioning of E into three

subsets, R, G, and B, such that jGj ¼ 1. We may consider the edges in the set R as being ‘‘painted red,’’
edge in G as being ‘‘painted green,’’ and the edges in B as being ‘‘painted blue.’’

THEOREM 7.23

For any painting of a graph, there exists a circuit C consisting of the green edge and no blue edges, or a
cutset C* consisting of the green edge and no red edges.

Proof: Consider a painting of the edge set E of a graph G. Assuming that there does not exist a required
circuit, we shall establish the existence of a required cutset.

Let E0 ¼R [ G and T0 denote a spanning forest of the subgraph induced by E0 containing the green edge.
(Note that the subgraph induced by E0 may not be connected). Then, construct a spanning tree T of G
such that T0 � T.

Now consider any red edge y that is not in T0, and hence not in T. Because the fundamental circuit of y
with respect to T is the same as the fundamental circuit of y with respect to T0, this circuit consists of no
blue edges. Furthermore, this circuit will not contain the green edge, for otherwise a circuit consisting of
the green edge and no blue edges would exist contrary to our assumption. Thus, the fundamental circuit
of a red edge with respect to T does not contain the green edge. Then, it follows from Theorem 7.8 that
the fundamental cutset of the green edge with respect to T contains no red edges. Thus, this cutset
satisfies the requirements of the theorem.
A painting of a directed graph with edge set E is a partitioning of E into three sets R, G, and B, and the

distinguishing of one element of the set G. Again, we may regard the edges of the graph as being colored
red, green, or blue with exactly one edge of G being colored dark green. Note that the dark green edge is
also to be treated as a green edge.
Next, we state and prove Minty’s arc coloring theorem.

THEOREM 7.24

For any painting of a directed graph exactly one of the following is true.

1. A circuit exists containing the dark green edge, but no blue edges, in which all the green edges are
similarly oriented.

2. A cutset exists containing the dark green edge, but no red edges, in which all the green edges are
similarly oriented.

Proof: Proof is by induction on the number of green edges. If only one green edge exists, then the result
will follow from Theorem 7.23. Assume then that the result is true when the number of green edges is
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m� 1. Consider a painting in which mþ 1 edges are
colored green. Pick a green edge x other than the dark
green edge (Figure 7.17). Color the edge x red. In the
resulting painting we find m green edges. If a cutset of
type 2 is now found, then the theorem is proved. On
the other hand if we color the edge x blue and in the
resulting painting a circuit of type 1 exists, then the
theorem is proved.

Suppose neither occurs. Then, using the induction
hypothesis we have following:

1. Cutset of type 2 exists when x is colored blue.
2. Circuit of type 1 exists when x is colored red.

Now let the corresponding rows of the circuit and
cutset matrices be

dg R B G x

Cutset þ1 00 	 	 	 0 0 1� 1 	 	 	 01 111 	 	 	 0 ?

Circuit þ1 �11 	 	 	 0�1 0 0 	 	 	 00 011 	 	 	 0 ?

Here, we have assumed, without loss of generality, that þ1 appears in the dark green position of
both rows.
By the orthogonality relation (Theorem 7.12) the inner product of these two row vectors is zero.

No contribution is made to this inner product from the red edges or from the blue edges. The
contribution from the green edges is a non-negative integer p. The dark green edge contributes 1 and
the edge x contributes an unknown integer q which is 0, 1, or �1. Thus, we have 1þ pþ q¼ 0. This
equation is satisfied only for p¼ 0 and q¼�1. Therefore, in one of the rows, the question mark is þ1
and in the other it is �1. The row in which the question mark is 1 corresponds to the required circuit or
cutset. Thus, either statement 1 or 2 of the theorem occurs. Both cannot occur simultaneously because
the inner product of the corresponding circuit and cutset vectors will then be nonzero.

THEOREM 7.25

Each edge of a directed graph belongs to either a directed circuit or to a directed cutset, but no edge belongs
to both. (Note: A cutset is a directed cutset if all its edges are similarly oriented.)

Proof: Proof will follow if we apply the arc coloring theorem to a painting in which all the edges are
colored green and the given edge is colored dark green.

We next present an application of the arc coloring theorem in the study of electrical networks. We
prove what is known as the no-gain property of resistance networks. Our proof is the result of the work of
Wolaver [11] and is purely graph theoretic in nature.

G

xR B

dg

FIGURE 7.17 Painting of a directed graph.
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THEOREM 7.26

In a network of sources and (linear=nonlinear) positive resistances, the magnitude of the current through
any resistance with nonzero voltage is not greater than the sum of the magnitudes of the currents through
the sources.

Proof: Let us eliminate all the elements with zero voltage by considering them to be short-circuits and
then assign element reference directions so that all element voltages are positive.

Consider a resistance with nonzero voltage. Thus, no directed circuit can contain this resistance, for if
such a directed circuit were present, the sum of all the voltages in the circuit would be nonzero, contrary
to Kirchhoff’s voltage law. It then follows from Theorem 7.25 that a directed cutset contains the
resistance under consideration.
Pick a directed cutset that contains the considered resistance. Let the current through this resistance be i0.

Let R be the set of all other resistances in this cutset and let S be the set of all sources. Then, applying
Kirchhoff’s current law to the cutset, we obtain

i0 þ
X
k2R

ik þ
X
s2S

�is ¼ 0 (7:47)

Because all the resistances and voltages are positive, every resistance current is positive. Therefore, we can
write the above equation as

ji0j þ
X
k2R

jikj þ
X
s2S

�is ¼ 0 (7:48)

and so

ji0j �
X
s2S


is �
X
s2S

jisj (7:49)

Thus follows the theorem.

The following result is the dual of the above theorem. Proof of this theorem follows in an exactly dual
manner, if we replace current with voltage, voltage with current, and circuit with cutset in the proof of the
above theorem.

THEOREM 7.27

In a network of sources and (linear=nonlinear) positive resistances, the magnitude of the voltage across any
resistance is not greater than the sum of the voltages across all the sources.

Chua and Green [12] used the arc coloring theorem to establish several properties of nonlinear
networks and nonlinear multiport resistive networks.
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8.1 Introduction

Signal flow graph theory is concerned with the development of a graph theoretic approach to solving a
system of linear algebraic equations. Two closely related methods proposed by Coates [1] and Mason
[2,3] have appeared in the literature and have served as elegant aids in gaining insight into the structure
and nature of solutions of systems of equations. In this chapter, we develop these two methods. Our
development follows these methods closely [4].
An extensive discussion of signal flow theory may be found in Ref. [5]. Applications of signal flow

theory in the analysis and synthesis electrical networks may be found in Sections 8.3 and 8.4. Coates’ and
Mason’s methods may be viewed as generalizations of a basic theorem in graph theory due to Harary [6],
which provides a formula for finding the determinant of the adjacency matrix of a directed graph. Thus,
our discussion begins with the development of this theorem. For graph theoretic terminology, the reader
may refer to Chapter 7.

8.2 Adjacency Matrix of a Directed Graph

Consider a directed graph G¼ (V, E) with no parallel edges. Let V¼ {v1, . . . , vn}. The adjacency matrix
M¼ [mij] of G is an n3 n matrix defined as follows:

mij ¼ 1, if (vi, vj) 2 E

0, otherwise

�

The graph in Figure 8.1 has the following adjacency matrix:

M ¼
v1
v2
v3
v4

1 1 1 0

0 1 0 0

1 0 0 1

1 1 1 1

2
6664

3
7775

v1 v2 v3 v4
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In the following, we shall develop a topological for-
mula for det M. Toward this end, we introduce some
basic terminology. A 1-factor of a directed graph G is a
spanning subgraph of G in which the in-degree and the
out-degree of every vertex are both equal to 1. It is easy
to see that a 1-factor is a collection of vertex-disjoint
directed circuits. Because a self-loop at a vertex contrib-
utes 1 to the in-degree and 1 to the out-degree of the
vertex, a 1-factor may have some self-loops. As an
example, the three 1-factors of the graph of Figure 8.1
are illustrated in Figure 8.2.
A permutation ( j1, j2, . . . , jn) of integers 1, 2, . . . , n is

even (odd) if an even (odd) number of interchanges are
required to rearrange it as (1, 2, . . . , n). The notation

1, 2, . . . , n
j1, j2, . . . , jn

� �

is also used to represent the permutation ( j1, j2, . . . , jn). As an example, the permutation (4, 3, 1, 2) is odd
because it can be rearranged as (1, 2, 3, 4) using the following sequence of interchanges:

1. Interchange 2 and 4
2. Interchange 1 and 2
3. Interchange 2 and 3

For a permutation ( j)¼ ( j1, j2, . . . , jn), ej1, j2, . . . , jn, is defined as equal to 1, if ( j) is an even permutation;
otherwise, ej1, j2, . . . , jn, is equal to �1.

v1

v2

v3
v4

FIGURE 8.1 Graph G.

v3
v4

v2

v1

(c)

v3

v4

v2

v1

(b)

v3

v1
v2

v4

(a)

FIGURE 8.2 Three 1-factors of the graph of Figure 8.1.
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Given an n3 n square matrix X¼ [xij], we note that det X is given by

detX ¼
X
( j)

ßj1, j2, j3,..., jn x1j1 , x2j2 , . . . , xnjn

where the summation S( j) is over all permutations of 1, 2, . . . , n [7].
The following theorem is due to Harary [6].

THEOREM 8.1

Let Hi, i¼ 1, 2, . . . , p be the 1-factors of an n-vertex directed graph G. Let Li denote the number of directed
circuits in Hi, and let M denote the adjacency matrix of G. Then,

detM ¼ (� 1)n
Xp
i¼1

(� 1)Li

Proof. From the definition of a determinant, we have

detM ¼
X
(j)

ej1, j2,..., jnm1j1 �m2j2 � � �mnjn (8:1)

Proof will follow if we establish the following:

1. Each nonzero term m1j1 � m2j2 � � � mnjn corresponds to a 1-factor of G, and conversely, each 1-factor
of G corresponds to a nonzero term m1j1 � m2j2 � � � mnjn.

2. ej1, j2, . . . , jn¼ (�1)nþ L if the 1-factor corresponding to a nonzero m1j1 � m2j2 � � � mnjn has L directed
circuits.

A nonzero term m1j1 � m1j2 � � � mnjn corresponds to the set of edges (v1, vj1), (v2, vj2), . . . , (vn, vjn). Each
vertex appears exactly twice in this set, once as an initial vertex and once as a terminal vertex of a pair of
edges. Therefore, in the subgraph induced by these edges, for each vertex its in-degree and its out-degree
are both equal to 1, and this subgraph is a 1-factor of G. In other words, each nonzero term in the sum in
Equation 8.1 corresponds to a 1-factor of G. The fact that each 1-factor of G corresponds to a nonzero
term m1j1 � m2j2 � � � mnjn is obvious.
Regarding ej1, j2, . . . , jn, consider a directed circuit C in the 1-factor corresponding to m1j1 � m2j2 � � � mnjn.

Without loss of generality, assume that C consists of the w edges

(v1, v2), (v2, v3), . . . , (vw, v1)

It is easy to see that the corresponding permutation (2, 3, . . . , w, 1) can be rearranged as (1, 2, . . . , w)
using w� 1 interchanges. If the 1-factor has L directed circuits with lengths w1, . . . , wL, the permutation
( j1, . . . , jn) can be rearranged as (1, 2, . . . , n) using

(w1 � 1)þ (w2 � 1)þ � � � þ (wL � 1) ¼ n� L

interchanges. So,

ej1, j2, jn ¼ (�1)nþL
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As an example, for the 1-factors (Figure 8.2) of the graph of Figure 8.1, the corresponding Li are L1¼ 3,
L2¼ 3, and L3¼ 2. So, the determinant of the adjacency matrix of the graph of Figure 8.1 is

(�1)4 (�1)3 þ (�1)3 þ (�1)2
� � ¼ �1

Consider next a weighted directed graph G in which each edge (vi, vj) as associated with a weight wij.
Then we may define the adjacency matrix M¼ [mij] of G as follows:

mij ¼ wij if vi, vj
� � 2 E

0, otherwise

�

Given a subgraphH of G, let us define weight w (H) ofH as the product of the weights of all edges inH.
IfH has no edges, then we define w (H)¼ 1. The following result is an easy generalization of Theorem 8.1.

THEOREM 8.2

The determinant of the adjacency matrix of an n-vertex directed graph G is given by

detM ¼ (�1)n
X
H

(�1)LHw(H),

where H is a 1-factor, w(H) is the weight of H, and LH is the number of directed circuits in H.

8.3 Coates’ Gain Formula

Consider a linear system described by the equation

AX ¼ Bxnþ1 (8:2)

where
A is a nonsingular n3 n matrix
X is a column vector of unknown variables x1, x2, . . . , xn
B is a column vector of elements b1, b2, . . . , bn
xnþ1 is the input variable

It is well known that

xk
xnþ1

¼
Pn

i¼1 biDik

detA
(8:3)

where Dik is the (i, k) cofactor of A.
To develop Coates’ topological formulas for the numerator and the denominator of Equation 8.3, let us

first augment the matrix A by adding�B to the right of A and adding a row of zeroes at the bottom of the
resulting matrix. Let this matrix be denoted by A0. The Coates flow graph* Gc(A0), or simply the Coates
graph, associated with matrix A0 is a weighted directed graph whose adjacency matrix is the transpose of
the matrix A0. Thus, Gc(A0) has nþ 1 vertices x1, x2, . . . , xnþ 1, and if aji . . . 6¼ 0, Gc(A0) has an edge
directed from xi to xj with weight aji. Clearly, the Coates graph Gc(A) associated with matrix A can be
obtained from Gc(A0) by removing the vertex xnþ 1.

* In network and systems theory literature, the Coates graph is referred to as a flow graph.
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As an example, for the following system of equations

3 �2 1
�1 2 0
3 �2 2

2
4

3
5 x1

x2
x3

2
4

3
5 ¼

3
1

�2

2
4

3
5x4 (8:4)

the matrix A0 is

A0 ¼
3 �2 1 �3

�1 2 0 �1
3 �2 2 2
0 0 0 0

2
664

3
775

The Coates’ graphs Gc(A0) and Gc(A) are depicted in Figure 8.3.
Because a matrix and its transpose have the same determinant value, and because A is the transpose of

the adjacency matrix of Gc(A), we obtain the following result from Theorem 8.2.

THEOREM 8.3

If a matrix A is nonsingular, then

detA ¼ (�1)n
X
H

(�1)LHw(H) (8:5)

where H is a 1-factor of Gc(A), w(H) is the weight of H, and LH is the number of directed circuits in H.

–3

3

2

(c)

x3

x1

x4

x2

x3

1

–1

–1
–2

–2

–3

2

2

2

3

(a)

3
x2

x1

x4

–1

–2

–2

2

2

1

3

3

(b)

x3

x2

x1

FIGURE 8.3 (a) The Coates graph Gc(A0); (b) the graph Gc(A); (c) a 1-factorial connection H4,3 of the graph Gc(A0).
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To derive a similar expression for the sum in the numerator of Equation 8.3, we first define the concept
of a 1-factorial connection. A 1-factorial connection Hij from xi to xj in Gc(A) is a spanning subgraph
of G that contains a directed path P from xi to xj and a set of vertex-disjoint directed circuits, which
include all the vertices of Gc(A) other than those that lie on P. Similarly, a 1-factorial connection of Gc(A0)
can be defined. As an example, a 1-factorial connection from x4 to x3 of the graph Gc(A0) of Figure 8.3a
is also in Figure 8.3c.

THEOREM 8.4

Let Gc(A0) be the Coates graph associated with an n3 n matrix A. Then,

1: Dii ¼ (�1)n�1
X
H

(�1)LH w(H)

2: Dij ¼ (�1)n�1
X
Hij

(�1)L
0
H w(Hij) i 6¼ j

where H is a 1-factor in the graph obtained by removing vertex xi from Gc(A), Hij is a 1-factorial
connection in Gc(A) from vertex xi to vertex xj, and LH and L0H are the numbers of directed circuits in
H and Hij, respectively.

Proof

1. Note that Dii is the determinant of the matrix obtained from A by removing its row i and column i.
Also, the Coates graph of the resulting matrix can be obtained from Gc(A) by removing vertex xi.
Proof follows from these observations and Theorem 8.3.

2. Let Aa denote the matrix obtained from A by replacing its jth column by a column of zeroes, except
for the element in row i, which is 1. Then it is easy to see that

Dij ¼ detAa

Now, the Coates graph Gc(Aa) can be obtained from Gc(A) by removing all edges incident out of
vertex xj and adding an edge directed from xj to xi with weight 1. Then from Theorem 8.3, we get

Dij ¼ detAa

¼ (�1)n
X
Ha

(�1)La w(Ha) (8:6)

where
Ha is a 1-factor of Gc(Aa)
La is the number of directed circuits in Ha

Consider now a 1-factor Ha in Gc(Aa). Let C be the directed circuit of Ha containing xi. Because in
Gc(Aa), (xj, xi) is the only edge incident out of xj, it follows that xj also lies in C. If we remove the edge
(xj, xi) from Ha we get a 1-factorial connection, Hij. Furthermore, L0H¼ La� 1 and w(Hij)¼w(Ha)
because (xj, xi) has weight equal to 1. Thus, each Ha corresponds to a 1-factorial connection Hij of Gc(Aa)
with w(Ha)¼w(Hij) and L0H¼ La – 1. The converse of this is also easy to see. Thus, in Equation 8.6 we
can replace Ha by Hij and La by (L0Hþ 1). Then we obtain

Dij ¼ (�1)n�1
X
Hij

(�1)L
0
H w(Hij)
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Having shown that each Dij can be expressed in terms of the weights of the 1-factorial connections Hij

in Gc(A), we now show that SbiDik can be expressed in terms of the weights of the 1-factorial connections
Hnþ1,k in Gc(A0).

First, note that adding the edge (xnþ1, xi) to Hik results in a 1-factorial connection Hnþ1,k, with
w(Hnþ1,k)¼�bi w(Hik). Also, Hnþ1,k has the same number of directed circuits as Hik. Conversely, from
each Hnþ1,k that contains the edge (xnþ1, xi) we can construct a 1-factorial connection Hik satisfying
w(Hnþ1,k)¼�bi w(Hik). Also, Hnþ1,k and the corresponding Hik will have the same number of directed
circuits. Thus, a one-to-one correspondence exists between the set of all 1-factorial connections Hnþ1,k in
Gc(A0) and the set of all 1-factorial connections in Gc(A) of the form Hik such that each Hnþ1,k and the
corresponding Hik have the same number of directed circuits and satisfy the relation w (Hnþ1,k)¼�bi w
(Hik). Combining this result with Theorem 8.4, we get

Xn
i¼1

biDik ¼ (�1)n
X
Hnþ1, k

(�1)L
0
H w(Hnþ1, k) (8:7)

where the summation is over all 1-factorial connections, Hnþ1,k in Gc(A0), and L0H is the number of
directed circuits in Hnþ1,k. From Equations 8.5 and 8.7 we get the following theorem.

THEOREM 8.5

If the coefficient matrix A is nonsingular, then the solution of Equation 8.2 is given by

xk
xnþ1

¼
P

Hnþl, k
(�1)L

0
H w(Hnþ1,k)P

H (�1)LH w(H)
(8:8)

for k¼ 1, 2, . . . , n, where Hnþ1,k is a 1-factorial connection of Gc(A0) from vertex xnþ1 to vertex xk, H is a
1-factor of Gc(A), and L0H and LH are the numbers of directed circuits in Hnþ1,k and H, respectively.

Equation 8.8 is the called Coates’ gain formula. We now illustrate Coates’ method by solving the
system, Equation 8.4, for x2=x4. First, we determine the 1-factors of the Coates’ graph Gc(A) shown in
Figure 8.3b. These 1-factors, along with their weights, are listed below. The vertices enclosed within
parentheses represent a directed circuit.

1-Factor, H Weight, w(H) LH

(x1) (x2) (x3) 12 3

(x2) (x1, x3) 6 2

(x3) (x1, x2) 4 2

(x1, x2, x3) 2 1

From the above we get the denominator in Equation 8.8 as

X
H

(�1)LH w(H) ¼ (�1)3 � 12þ (�1)2 � 6þ (�1)2 � 4þ (�1)1 � 2 ¼ �4

To compute the numerator in Equation 8.8 we need to determine the 1-factorial connections H4,2 in the
Coates graph Gc(A0), shown in Figure 8.3a. They are listed below along with their weights. The vertices in
a directed path from x4 to x2 are given within parentheses.
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1-Factorial Connection, H4,2 w(H4,2) L0H

(x4, x1, x2) (x3) 6 1

(x4, x2) (x1) (x3) �6 2

(x4, x2) (x1, x3) �3 1

(x4, x3, x1, x2) �2 0

From the above we get the numerator in Equation 8.8 as

X
H4,2

(�1)L
0
H w(H4,2) ¼ (�1)1 � 6þ (�1)2(�6)þ (�1)1(�3)þ (�1)0(�2) ¼ �11

Thus, we get

x2
x4

¼ 11
4

8.4 Mason’s Gain Formula

Consider again the system of equations

AX ¼ Bxnþ1

We can rewrite the above as

xj ¼ (ajj þ 1)xj þ
Xn
k¼1
k6¼j

ajkxk � bjxnþ1, j ¼ 1, 2, . . . , n, xnþ1 ¼ xnþ1 (8:9)

Letting X0 denote the column vector of the variables x1, x2, . . . , xnþ 1, and Unþ 1 denote the unit matrix of
order n, we can write Equation 8.9 in matrix form as follows:

(A0 þ Unþ1)X
0 ¼ X0 (8:10)

where A0 is the matrix defined earlier in Section 8.3.
The Coates graph Gc(A0 þUnþ 1) is called the Mason’s signal flow graph or simply the Mason

graph* associated with A0 and it is denoted by Gm(A0). The Mason graph Gm(A) is defined in a similar
manner. The Mason graphs Gm(A0) and Gm(A) associated with the system (Equation 8.4) are illustrated
in Figure 8.4. Mason’s graph elegantly represents the flow of variables in a system. If we associate each
vertex with a variable and if an edge is directed from xi to xj, then we may consider the variable xi as
contributing (ajixi) to the variable xj. Thus, xj is equal to the sum of the products of the weights of the
edges incident into vertex xj and the variables corresponding to the vertices from which these edges
emanate.
Note that, to obtain the Coates graph Gc(A) from the Mason graph Gm(A), we simply subtract one

from the weight of each self-loop. Equivalently, we may add at each vertex of the Mason graph a self-loop
of weight –1. Let S denote the set of all such loops of weight –1 added to construct the Coates graph Gc

from the Mason graph Gm(A).

* In network and systems theory literature, Mason graphs are usually referred to as signal flow graphs.
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Consider now the Coates graph Gc constructed as above and a 1-factor H in Gc having j self-loops from
the set S. If H has a total of LQþ j directed circuits, then removing the j self-loops from H will result in a
subgraph Q of Gm(A), which is a collection of LQ vertex disjoint directed circuits. Also,

w(H) ¼ (�1)j w(Q)

Then, from Theorem 8.3 we get

detA ¼ (�1)n
X
H

(�1)LQþj w(H)

¼ (�1)n
X
Q

(�1)LQ w(Q)

¼ (�1)n 1þ
X
Q

(�1)LQ w(Q)

" #
(8:11)

We can rewrite the above as

detA ¼ (�1)n 1�
X
j

Qj1 þ
X
j

Qj2 �
X
j

Qj3 � � �
" #

(8:12)

where each term in SjQji is the weight of a collection of i vertex-disjoint directed circuits in Gm(A).
Suppose we refer to (–1)n det A as the determinant of the graph Gm(A). Then, starting from Hnþ1,k and

reasoning exactly as above we can express the numerator of Equation 8.3 as

Xn
i¼1

biDik ¼ (�1)n
X
j

w Pj
nþ1,k

	 

Dj (8:13)

where
Pj
nþ1,k is a directed path from xnþ1 to xk of Gm(A0)

Dj is the determinant of the subgraph of Gm(A0), which is vertex disjoint from the path Pj
nþ1,k

From Equations 8.12 and 8.13, we get the following theorem.

3

3

4 3

(a)

2 –2

–2
–3

–1

–1

1

1

3
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3

3 –2

–1
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1

4

FIGURE 8.4 (a) The Mason graph Gm(A0); (b) the Mason graph Gm(A).
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THEOREM 8.6

If the coefficient matrix A in Equation 8.2 is nonsingular, then

xk
xnþ1

¼
P

j w Pj
nþl, k

	 

Dj

D
, k ¼ 1, 2, . . . , n (8:14)

where Pj
nþ1,k is the jth directed path from xnþ1 to xk of Gm(A0), Dj is the determinant of the subgraph of

Gm(A0), which is vertex disjoint from the jth directed path Pj
nþ1,k, and D is the determinant of the graph

of Gm(A).

Equation 8.14 is known as Mason’s gain formula. In network and systems theory, Pj
nþ1,k is referred to

as a forward path from vertex xnþ1 to vertex xk. The directed circuits of Gm(A0) are called the feedback
loops.
We now illustrate Mason’s method by solving the system (Equation 8.4) for x2=x4. To compute the

denominator in Equation 8.14, we determine the different collections of vertex-disjoint directed circuits
of the Mason graph Gm(A) shown in Figure 8.4b. They are listed below along with their weights.

Collection of Vertex-Disjoint
Directed Circuits of Gm(A) Weight

No. of
Directed Circuits

(x1) 4 1

(x2) 3 1

(x3) 3 1

(x1, x2) 2 1

(x1, x3) 3 1

(x1, x2, x3) 2 1

(x1) (x2) 12 2

(x1) (x3) 12 2

(x2) (x3) 9 2

(x2) (x1, x3) 9 2

(x3) (x1, x2) 6 2

(x1) (x2) (x3) 36 3

From the above, we obtain the denominator in Equation 8.14

D ¼ 1þ (�1)1[4þ 3þ 3þ 2þ 3þ 2]

þ (�1)2[12þ 12þ 9þ 9þ 6]þ (�1)3 36 ¼ �4

To compute the numerator in Equation 8.14 we need the forward paths in Gm(A0) from x4 to x2. They are
listed below with their weights.

j Pj
4;2 Weight

1 (x4, x2) –1

2 (x4, x1, x2) 3

3 (x4, x3, x1, x2) –2
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The directed circuits which are vertex disjoint from P1
4;2 are (x1), (x3), (x1, x3). Thus

D1 ¼ 1� (4þ 3þ 3)þ 12 ¼ 1� 10þ 12 ¼ 3

(x3) is the only directed circuit which is vertex disjoint from P2
4;2. So,

D2 ¼ 1� 3 ¼ �2

No directed circuit is vertex disjoint from P3
4;2 so D3¼ 1. Thus, the numerator in Equation 8.14 is

P1
4,2D1 þ P1

4,2D2 þ P1
4,3D3 ¼ �3� 6� 2 ¼ �11

and

x2
x4

¼ 11
4
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9.1 Introduction

The advances in two-dimensional (2-D) signal and image processing activities have stimulated active
research in 2-D circuits and systems area. Two-variable (2-V) or 2-D Hurwitz polynomial study finds
application in areas such as generation and testing of (2-V) reactance functions, bounded=positive real
functions, and matrices; testing the stability of 2-D digital filters; and the generation of stable 2-D digital
transfer functions. Stability analysis is an important aspect of the design of dynamic systems. This
analysis is often carried out by examining for the absence of zeroes of the denominator polynomial of a
system transfer function in some specified regions of the complex plane. 1-D systems are studied through
the characterization whether or not the denominator polynomial is Hurwitz. By expanding this idea, we
can define and study 2-D (also called bivariate, 2-V) Hurwitz polynomials. In view of the diverse needs of
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several different applications a number of 2-D Hurwitz polynomials have been defined and their test
procedures established. In this chapter, a detailed presentation of various 2-D Hurwitz polynomials and
their relationships to one another is given. We also study their relevant applications.
To highlight the relationships among the various Hurwitz polynomials, the definitions of all the

Hurwitz polynomials are presented. This is done in terms of the absence of or the nature of their zerosets
in specified regions such as the open or closed right half of the (S1, S2)-biplane. The goal is to make a
tutorial exposition on 2-D Hurwitz polynomials.
Section 9.2 gives some preliminaries and notations. We next present the definitions of a number of

(S1, S2)-domain Hurwitz polynomials. Based on the continuity property of the zeroes of 2-V polynomials,
testsets for the various Hurwitz polynomials are given in Section 9.5. Following that, a 2-D, very strict
Hurwitz polynomial is discussed in detail because this is the counterpart of strict Hurwitz in the 1-D case.
Some of the applications of the various Hurwitz polynomials are described in Section 9.7.

9.2 Preliminaries and Notations

9.2.1 Infinite Distant Points

The following discussion is crucial to the understanding of certain classes of stable 2-D polynomials. The
points at infinite distances in the (S1, S2)-biplane play an important role in the definition of certain 2-D
Hurwitz polynomials. Some of the confusion that resulted in the application of these Hurwitz polyno-
mials can be attributed to the neglect or omission of these infinite distant points. This chapter considers
the extended (S1, S2)-biplane, which includes the infinite distance points. For the sake of clarity, we also
explicitly indicate whether the infinite distant points are included in or excluded from the regions
considered. The behavior of 2-V polynomials at infinite distant points is well described in the literature
[2,3]. Seemingly many infinite distant points in the 1-D plane, such as the S1-plane or the S2-plane, may
be assumed to merge to a single point. Thus, infinity is treated as a single point, and any shift from this
infinite distant point, however small, leads to a finite distant point.

9.2.2 Analog Biplane

Re(s)¼Real part of the variable s

For i¼ 1, 2
Si þ¼ {sijRe(si)> 0, jsij<1}, open right half of the Si-plane
Sio¼ {sijRe(si)¼ 0, jsij �1}, imaginary axis of the Si-plane
Si�¼ {sijRe(si)� 0, jsij �1}, closed right half of the Si-plane
S2þ0 ¼ {(s1, s2) j Re(s1)> 0, Re(s2)¼ 0, js1j<1, js2j �1}, open right half of the S1-plane and the
imaginary axis of the S2-plane
S20þ ¼ {(s1, s2) j Re(s1)¼ 0, Re(s2)> 0, js1j �1, js2j<1}, open right half of the S2-plane and the
imaginary axis of the S1-plane
S2þþ ¼ {(s1, s2) j Re(s1)> 0, Re(s2)> 0, js1j<1, js2j<1}, open right half of the (S1, S2)-biplane
S200 ¼ {(s1, s2) j Re(s1)¼ 0, Re(s2)¼ 0, js1j �1, js2j �1}, distinguished boundary of the
(S1, S2)-biplane
S��
2 ¼ {(s1, s2) j Re(s1)� 0, Re(s2)� 0, js1j �1, js2j�1}, closed right half of the (S1, S2)-biplane

PRF: Positive real function
RF: Reactance function
TPRF: 2-Variable positive real function
TRF: 2-Variable reactance function
TBRF: 2-Variable bounded real function
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TLBRF: 2-Variable lossless bounded real function
B*(s1, s2)¼ Paraconjugate of B(s1, s2)¼ [B(–s1*,–s2*)]*,where s* represents complex conjugate of s
Be(s1, s2)¼ Para-even part of B(s1, s2)¼ [B(s1, s2)þB*(s1, s2)]=2
B0(s1, s2)¼Para-odd part of B(s1, s2) ¼ [B(s1, s2) – B*(s1, s2)]=2

Definition A: A rational function F(s) with real coefficients such that Re[F(s)]> 0 for Re(s)> 0 is
called a positive real function (PRF).

Definition B: A PRF F(s) is said to be a strict PRF if Re[F(s)]> 0 for Re(s)� 0.

Definition C: A PRF F(s) is said to be a minimum reactive and susceptive if it has neither poles nor
zeroes on the imaginary axis of the S-plane.

Definition D: A PRF F(s) is called a reactance function (RF) if Re[F(s)]¼ 0 for Re(s)¼ 0.

Definition E: A 2-V rational function F(s1, s2) with real coefficients such that Re[F(s1, s2)]> 0 for
S2þþ is called a TPRF. A TPRF F(s1, s2)¼ –F(–s1, –s2) is called a TRF.

Definition F: A 2-V rational function H(s1, s2) with real coefficients such that jH(s1, s2) j< 1 for
S2þþ is called a TBRF. A TBRF H(s1, s2) satisfying the condition jH(s1, s2) j ¼ 1 or 0=0 for S200 is called
TLBRF.

9.2.3 Isolated and Continuum of Zeroes

Some types of Hurwitz polynomials are distinguished on the basis of whether they have isolated zeroes
or a continuum of zeroes on S200. As a point on S200 is characterized by s1¼ jw1 and s2¼ jw2, where w1 and
w2 are real quantities, the region S200 can be graphically represented by the (W1,W2)-plane. The isolated
zeroes on S200 are, thus, points on this plane and the continuum of zeroes is represented by continuous
curves. Isolated and continuum of zeroes for the 2-D case are illustrated on the (W1,W2)-plane in
Figure 9.1, where zeroes of some simple polynomials are shown.

9.3 Value of a Two-Variable Polynomial at Infinity

Because later in the chapter it is necessary to determine the value of a 2-V polynomial at infinite distance
points, the following explanation is in order. In 1-D complex plane S the infinite distant points can be
represented by a single point, and the value of any function at this point is found by applying some
transformation which transforms the point at infinity to some finite point s0, and the value of the
transformed function at s0 is determined. Often s¼ 1=u is the transformation used and infinity is mapped
onto the origin. Using this transformation, the value of B(s) at infinity can be defined as B(1)¼BT (0),
where BT (u)¼B(1=u).
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In the 2-D biplane (S1, S2) consisting of two complex planes, S1 and S2, an infinite distant point can
have infinite coordinates in either one or both of these planes, and thus an infinite number of infinite
distant points exists. They can be classified into three categories [3]:

1: s1 ¼ 1 and s2 ¼ finite (9:1a)

2: s1 ¼ finite and s2 ¼ 1 (9:1b)

3: s1 ¼ 1 and s2 ¼ 1 (9:1c)

Applying the transformation method to each variable, the value of the function at each of the above
points is defined as

B(1, s02) ¼ B1(0, s
0
2) where B1(u, s2) ¼ B(1=u, s2), s

0
2

�� �� < 1 (9:2a)

B(s01,1) ¼ B2(s
0
1, 0) where B2(s1, v) ¼ B(s1, 1=v), s

0
1

�� �� < 1 (9:2b)

B(1,1) ¼ B3(0, 0) where B3(u, v) ¼ B(1=u, 1=v) (9:2c)

9.3.1 Nonessential Singularities of the Second Kind

It is well known [3] that 2-V polynomials may have nonessential singularities of the second kind (NSSK)
at some infinite distant points where the value of the polynomial is indeterminate. For the sake of
notational convenience and to indicate the type of indeterminacy involved we write B(s10, s20)¼ 0=0 to
say that B(s1, s2) has an NSSK at (s10, s20). Of course, for a polynomial B(s1, s2), this can occur only if
s10, s20, or both, have infinite value.

9.4 Various Analog Hurwitz Polynomials

Following up the definition of 1-V Hurwitz polynomials, 2-D Hurwitz polynomials have been tradition-
ally defined on the basis of the regions in the S2-biplane where the 2-V polynomials have no zeroes or
have only some constrained types of zeroes. At least eight types of Hurwitz polynomials have been

α

β

W2

(s1 – jα)

(s2 – jβ)

s1 + s2 + s1 s2
(s1

2
  +  s2

2
  +  2)

W1

FIGURE 9.1 Zero distribution of some simple polynomials in (W1,W2) plane (S200). (Polynomial (s1þ s2þ s1s2) has
an isolated zero, whereas polynomials (s1� ja), (s2� jb), and (S21þ S22 þ 2) have a continuum of zeroes.)
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defined. Below we present their definitions so as to bring out their zero-free regions and the constraints
(if any) on their zeroes in some regions.

9.4.1 Self-Paraconjugate Polynomial

A 2-V polynomial B(s1, s2) is said to be an (analog) self-paraconjugate polynomial if B*(s1, s2)¼ cB(s1, s2),
where c is a unimodular complex constant, i.e., jcj ¼ 1. When c¼þ1, B(s1, s2) is said to be a para-even
polynomial, and when c¼�1, a para-odd polynomial. It is easy to verify that the para-even and para-odd
parts of a polynomial are self-paraconjugate, i.e., Be*(s1, s2)¼Be(s1, s2) and B0*(s1, s2)¼�B0(s1, s2). In the
case of real polynomials para-even and para-odd polynomials are simply called even and odd polynomials.

9.4.2 Broad-Sense Hurwitz Polynomial

This represents the weakest class of Hurwitz polynomials in the sense that their zero-free region in the
S2-biplane is the smallest of all the 2-D Hurwitz polynomials. B(s1, s2) is a broad-sense Hurwitz
polynomial (BHP) if B(s1, s2) 6¼ 0 in S2þþ. For example,

B1(s1, s2) ¼ (s22 þ 4)i(s1 þ s2)
j(s1s2 þ s1 þ s2)

k(s1 þ s2 þ 1)l(s1s2 þ s1 þ s2 þ 1)m

where i, j, k, l, m are nonnegative integers. In the literature this Hurwitz polynomial has been known
by different names: Hurwitz polynomial in the extended sense, widest sense Hurwitz, or simply
Hurwitz [4–7,10].

9.4.3 Narrow-Sense Hurwitz Polynomial

A subclass of BHP is narrow-sense Hurwitz polynomial (NHP), which was introduced by Ansell [1] in
the study of two-variable reactance functions (TRFs). They may be characterized by the following
equivalent definitions:

1. B(s1, s2) is an NHP if B(s1, s2) 6¼ 0 in S2�� � S200 ¼ S2þþ þ S2þ0 þ S20þ where the minus sign is used to
denote set theoretic subtraction and the plus sign, set theoretic union.

2. B(s1, s2) is an NHP if B(s1, s2) is a BHP [i.e., B(s1, s2) 6¼ 0 in S2þþ] and B(s1, s2) has no 1-V factor
having zeroes on the imaginary axis of the S1- or S2-plane. For example,

B1(s1, s2) ¼ (s1 þ s2)
i(s1s2 þ s1 þ s2)

j(s1 þ s2 þ 1)m(s1s2 þ s1 þ s2 þ 1)n

where i, j, m, n are nonnegative constants, is an NHP, whereas (S21þ 1)(s1þ s2þ 1) is not an NHP
because of the factor (S21þ 1).

We see that an NHP may have zeroes on S200. The irreducible 2-V factors that give rise to zeroes on S200
with no zeroes on S2þþ can be shown to belong to one of two types: (1) those that become zero only at
isolated points on S200; (2) those that become zero on a continuum of points on S200. The fact that no
irreducible factor can have isolated zeroes as well as continuum of zeroes without having zeroes in S2þþ
can be established based on the continuity property of the zeroes of 2-V polynomials. For example, the
factor (s1s2þ s1þ s2) with a zero at (0,0) on S200 corresponds to the first type, and the factor s1þ s2 with a
continuum of zeroes given by s1¼�s2 on S200 corresponds to the second type.

9.4.4 Scattering Hurwitz Polynomial

Based on the above observation, the next class is identified as a subclass of NHP which can have only
discrete (isolated) zeroes on S200. Scattering Hurwitz polynomial (SHP) or principal Hurwitz polynomial
corresponds to this class [7,13,18]. The following equivalent definitions characterize an SHP:
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1. A 2-V polynomial B(s1, s2) is an SHP if B(s1, s2) is an NHP and if B(s1, s2) has no (1-D) continuum
of zeroes on S200.

2. A 2-V polynomial B(s1, s2) is an SHP if B(s1, s2) is a BHP and if B(s1, s2) has no (1-D) continuum of
zeroes on S200.

3. A 2-V polynomial B(s1, s2) is an SHP if B(s1, s2) is a BHP and if B(s1, s2) has no 1- or 2-V self-
paraconjugate factors.

4. A 2-V polynomial B(s1, s2) is an SHP if B(s1, s2) is a BHP, i.e., B(s1, s2) 6¼ 0 in S2þþ, and if B(s1, s2)
and B*(s1, s2) are relatively prime. For example,

B(s1, s2) ¼ (s1s2 þ s1 þ s2)
i(s1 þ s2 þ 4)j(3s1s2 þ s1 þ s2 þ 1)k

where i, j, k are nonnegative integers.

Fettweis [14] identified and popularized this class and suggested the names ‘‘principal Hurwitz polyno-
mials’’ and ‘‘scattering Hurwitz polynomials.’’ He studied the properties of SHP in depth, and his
pioneering efforts established SHP as a very important class of Hurwitz polynomials in stability and
passivity studies.

9.4.5 Hurwitz Polynomial in the Strict Sense

Increasing the zero-free regions of a Hurwitz polynomial further by the addition of the whole finite
imaginary axes of the S1- and S2-planes, we get the definition of a Hurwitz polynomial in the strict sense:
B(s1, s2) is a Hurwitz polynomial in the strict sense (HPSS) if B(s1, s2) 6¼ 0 in {S��

2 –infinite distant points}.
For example,

B(s1, s2) ¼ (s1 þ s2 þ 7)m(4s1s2 þ s1 þ s2 þ 1)n

where integers m and n are nonnegative.
This class appears to have been first defined and used by Saito [4] and Youla [5,17]. This strict Hurwitz

polynomial definition has been used by a number of authors such as Huang [8], in the derivation of
stability tests for 2-D digital filters, Strintzis [15], in the extension of digital filter stability tests to
continuous domain functions, and Goodman [16,23], in the study of double bilinear transformation.
In order to get a 2-D Hurwitz polynomial that is a counterpart of 1-D strict Hurwitz we need to include
the infinite distant points in the 2-D plane. (Note that, in certain cases, 2-D scattering Hurwitz appears to
be the counterpart of the 1-D strict Hurwitz polynomial.)

9.4.6 Very Strict Hurwitz Polynomial

By including the infinite distant points we get the most strict Hurwitz polynomial, the very strict Hurwitz
polynomial (VSHP), named by Reddy et al. [2,24]. Similar conclusions were reached by Delsarte et al. [9].
The following equivalent definitions characterize this type of Hurwitz polynomial:

1. B(s1, s2) is a VSHP if B(s1, s2) 6¼ 0 or if B(s1, s2) 6¼ 0=0 in S��
2.

2. B(s1, s2) is a VSHP if 1=B(s1, s2) has no (first or second kind) singularities in S��
2 . For example,

B(s1, s2) ¼ (5s1s2 þ s1 þ s2 þ 8)

We discuss 2-D VSHP in detail in a later section of this chapter.
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9.4.7 Self-Paraconjugate Hurwitz Polynomial

B(s1, s2) is said to be a self-paraconjugate Hurwitz polynomial (SPHP) if B(s1, s2) is a self-paraconjugate
polynomial and if B(s1, s2) 6¼ 0 in S2þþ. In other words, B(s1, s2) is a BHP. For example,

B(s1, s2) ¼ (s21 þ 1)j(s1s2 þ 1)k

where j, k are nonnegative integers.

9.4.8 Reactance Hurwitz Polynomial

A reactance Hurwitz polynomial (RHP) is defined as the para-even or para-odd part of a SHP. B(s1, s2) is
said to be a RHP if B(s1, s2) is an SPHP and if each zero locus of B(s1, s2) on S200 is of multiplicity unity;
i.e., B(s1, s2) has no repeated factors. For example,

B(s1, s2) ¼ (s21 þ 1)(s1s2 þ 1)k

is an RHP whereas

B(s1, s2) ¼ (s21 þ 1)2(3s1s2 þ 1)2

is not an RHP.

9.4.9 Immittance Hurwitz Polynomial

An immittance Hurwitz polynomial (IHP) is defined as the product of an RHP and an SHP [10]. An
alternate definition is given in terms of the zero-free regions.
B(s1, s2) is said to be an IHP if B(s1, s2) is a BHP and if each continuum zero locus of B(s1, s2) on S200 is

of multiplicity unity; i.e., B(s1, s2) has no repeated self-paraconjugate factors. For example, B(s1, s2)¼
(s21þ 1)(s1s2þ 1)(2s1s2þ 7s1þ s2)(s1þ s2þ 1).

9.4.10 Summary

The definitions of BHP, NHP, SHP, HPSS, and VSHP are such that in the above sequence each Hurwitz
polynomial satisfies the conditions required for each of the preceding polynomials, and hence form a
subset of each. In other words,

{VSHP} � {HPSS} � {SHP} � {NHP} � {BHP}

{IHP} � {BHP}

{SPHP} � {BHP}

{RHP} ¼ {IHP} \ {SPHP}

9.5 Testsets for Analog Hurwitz Polynomials

9.5.1 Continuity Property of the Zeroes of 2-V Polynomials

Let B(s1, s2) be a 2-V polynomial of degree m in s1 and n in s2. Let x1 be a point in the S1-plane. Then,
B(x1, s2) is a 1-V polynomial in s2 and has n zeroes (possible some at infinity) in the S2-plane. When x1 is
such that the coefficients of r consecutive terms sn2 , s

n�1
2 , . . . , sn�rþ1

2 become zero, B(x1, s2) becomes a
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polynomial of degree n� r in s2 and has only (n� r) zeroes in the finite part of the S2-plane. If this
polynomial is considered an n – r degree polynomial in s2, then it has n poles at s2¼1. Further, we also
know that for a polynomial (in general, for a rational function), the number of poles and zeroes are equal
when those that are at infinity are also counted. Hence, in the present use, where r leading coefficients
become zero, the r missing zeroes are accounted to be at infinity.
As discussed earlier, the infinite distant points of the S2-plane are assumed to converge to a single

point at infinity. We further note that at an NSSK the function possesses zeroes as well as poles.
Consider a zero s02 of B(x1, s2). When x1 is moved on a continuous line in the S1-plane, S02 either moves
continuously or remains stationary. Further, when K(K� n), zeroes are present at a point, among which
K0 zeroes are stationary, (K�K0) incoming and (K�K0) outgoing loci exist at that point. We may
associate an incoming locus with an outgoing locus arbitrarily on a one-to-one basis. With these
remarks in mind, the continuity property of the zeroes of 2-V polynomials can be stated in the form
of a theorem.

THEOREM 9.1

Let B(x1, s2) be not identically zero. [If B(x1, s2)� 0, (s1� x1)
k, K � M, is a factor of B(s1, s2). Divide this

factor out and consider the resulting polynomial]. Then, the locus of a zero ŝ2 of B(x1, s2) generated by the
movement of x1 on a continuous line in the S1-plane is a continuous line or a fixed point in the S2 plane. In
the latter case, (s2� ŝ2) is a factor of B(s1, s2).

Proof: The proof of Theorem 9.1 can be given based on the properties of algebraic functions discussed
by Bliss [27]. Also note that the locus may pass through the point at infinity; this is treated just like any
other point in the S2-plane. A similar property also holds for the zeroes s1 of B(s1, x2).

As a first step to identifying smaller testsets, we show that, because of the continuity property of the
zeroes of 2-V polynomials, tests at some isolated points can be omitted. We do this for the tests in the
region s20þ in the following lemma [24].

LEMMA 9.1

A 2-V polynomial B(s1, s2) 6¼ 0 or 0=0 in the region S20þ if B(s1, s2) 6¼ 0 or 0=0 in {S10–some isolated
points}3 S2þ (i.e., the Cartesian product of the whole imaginary axis of the S1-plane, except some isolated
points, and the open right half of the S2-plane), and if B(̂s1, s2) 6¼ 0, where ŝ1 is any such isolated point in S10
[i.e., no 1-V factor of the form (s1 � ŝ1) is present in B(s1, s2)].

COROLLARY 9.1

A 2-V polynomial B(s1, s2) 6¼ 0 or 0=0 in the region S20þ if B(jw1, s2) 6¼ 0 for �1<w1<1 and Re(s2)> 0,
js2j<1.

Note that to test for the absence of the zeroes of B(s1, s2) in s0�
2 , we must test all the boundary points

and we cannot leave any isolated point untested, as in the case of s20þ.
Next, we discuss test procedure for the various Hurwitz polynomials.
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THEOREM 9.2

A 2-V polynomial B(s1, s2) is a BHP iff B(jw1, s2) 6¼ 0 in S2þ for all real finite w1, except possibly some
isolated w1 and if the polynomial B(s1, b) has no zeroes in S1þ for some b 2 S2þ.

THEOREM 9.3

A 2-V polynomial B(s1, s2) is anNHP iff for all real finite w1, B(jw1, s2) 6¼ 0 in S2þ; the polynomial in s1, B(s1, b)
6¼ 0 in S1þ for some b 2 S2þ, and B(s1, s2) has no factor of the type (s2� ja), where a is a real constant.

THEOREM 9.4

A 2-V polynomial B(s1, s2) is an SHP iff for all real finite w1, B(jw1, s2) has no zeroes in S2þ; the polynomial
B(s1, b) has no zeroes in S1þ for some b 2 S2þ, and B(s1, s2) and B*(s1, s2) are relatively prime.

THEOREM 9.5

A 2-V polynomial B(s1, s2) is a HPSS iff for all finite w1, B(jw1, s2) has no zeroes in {s2: Re(s2)� 0, js2j<1}
and the polynomial, B(s1, b) has no zeroes in Re s1� 0, for some b 2 S2þ. It is easy to verify that only
infinite distant points on S200 are omitted from S200 in testing for the zero locations of B(s1, s2).Hence, B(s1, s2)
is a HPSS.

THEOREM 9.6

The necessary and sufficient conditions for a 2-V polynomial B(s1, s2) to be a VSHP are [19]

1. B(s1, s2) is a HPSS
2a. B(1, s2) 6¼ 0=0 for Re(s2)¼ 0 and js2j<1
2b. B(s1, 1) 6¼ 0=0 for Re(s1)¼ 0 and js1j<1
2c. B(1,1) 6¼ 0=0

The infinite point testing method shown in Equations 9.2a through c could be followed for the testing
of the three conditions under number 2 above. Let

B(s1, s2) ¼
XM
i¼0

XN
j¼0

bijs
i
1s

j
2

Then, conditions 2a to 2c are equivalent to:

AM(s2) ¼
XN
j¼0

bMjs
j
2 6¼ 0 for Re(s2) ¼ 0

BN (s1) ¼
XM
i¼0

biNs
i
1 6¼ 0 for Re(s1) ¼ 0

bMN 6¼ 0
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THEOREM 9.7

Let

B(s1, s2) ¼
XN
j¼0

aj(s1)s
j
2

¼
XM
i¼0

bi(s2)s
i
1

¼
XM
i¼0

XN
j¼0

cij s
i
1s

j
2

Then, B(s1, s2) is a VSHP iff B(jw1, jw2) 6¼ 0,�1<wi<1 i¼ 1, 2, and aN (s1) 6¼ 0 in S1�, and bM (s2) 6¼ 0
in S2�, and cMN 6¼ 0.

Testsets for SPHP, RHP, and IHP can be formulated easily based on their definitions and the testset of
a BHP.

9.6 Two-Variable Very Strict Hurwitz Polynomials

A brief, additional discussion of VSHPs is given in this section because this class of 2-V Hurwitz
polynomials is a counterpart to the 1-V SHP, at least from the domain description of a closed right-
half plane. We now state some of the properties of 2-V VSHPs. Let a two-variable transfer function
T(s1, s2) be expressed as

T(s1, s2) ¼ P(s1, s2)=Q(s1, s2) (9:3)

where

P(s1, s2) ¼
X
i

X
j

pijs
i
1s

j
2 (i ¼ 0, 1, . . . , k; j ¼ 0, 1, . . . , l)

Q(s1, s2) ¼
X
i

X
j

qijs
i
1s

j
2 (i ¼ 0, 1, . . . ,m; j ¼ 0, 1, . . . , n)

By applying the transformation method of Equations 9.2a through c it can be shown that unless m� k
and n� l, polar singularities exist at a set of infinite distant points in the closed right half of the {S1, S2}-
biplane. Therefore, assume the m� k and n� 1. Then, the following theorem regarding the singularity in
the closed right-half biplane can be stated.

THEOREM 9.8

T (s1, s2) does not possess any singularity on the closed right half of {S1, S2}-biplane defined by S2�� iff
Q(s1, s2) is a VSHP.

Proof: The proof of the theorem is straightforward if the infinite distant points are also taken into
account.
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Some other useful properties of VSHPs are [2]

. B(s1, s2)¼ [B1(s1, s2). B2(s1, s2)] is a VSHP iff B1(s1, s2) and B2(s1, s2) are VSHPs.

. If B(s1, s2) is a VSHP, then @=@si [B(s1, s2)], i¼ 1, 2 are also VSHPs. This property is not true for
other 2-D Hurwitz polynomials. Let

B(s1, s2) ¼ AM(s2)s
M
1 þ AM�1(s2)s

M�1
1 þ � � � þ A1(s2)s1 þ A0(s2) (9:4)

¼ CN(s1)s
N
2 þ CN�1(s1)s

N�1
2 þ � � � þ C1(s1)s2 þ C0(s1) (9:5)

. Let B(s1, s2) be expressed as in Equations 9.4 and 9.5. Then, Ai(s2), i¼ 0, 1, . . . , M and Cj(s1),
j¼ 0, 1, . . . , N are 1-V strict Hurwitz polynomials. This property readily follows from the
preceding partial derivative property.

. Let B(s1, s2)¼Si Sj bij si1s
j
2 be a real 2-D VSHP. Then bMN bij> 0 for all i and j (i¼ 0, 1, . . . , M;

j¼ 0, 1, . . . , N).
. Let B(s1, s2) be expressed as in Equations 9.4 and 9.5. Then, Ai(s2)=Ai�1 (s2) for i¼ 1, . . . , M and

Cj(s1)=Cj�1(s1) for j¼ 1, . . . , N are minimum reactive, susceptive, strict PRFs.

The preceding property gives the following the necessary and sufficient condition for B(s1, s2), which has
a first degree in s1 and any degree in s2.

The necessary and sufficient condition that allows a 2-V polynomial B(s1, s2)¼B1(s2)s1þB0(s2) to be
a VSHP is that the 1-V function F(s2)¼B1(s2)=B0(s2) be a minimum reactive, susceptive, strict PRF.

Finally, we give a transformation theorem that transforms a 1-D strict Hurwitz polynomial into a 2-D
VSHP. This is called a reactance transformation.

THEOREM 9.9

Let D(s) be any strict Hurwitz polynomial of order n. Generate a 2-D polynomial in the following way:

B(s1, s2) ¼ [N(s1, s2) ]
n � {D(s)}js ¼ M(s1, s2)=N(s1, s2)

where M and N are, respectively, the even and odd 2-D polynomials. The necessary and sufficient condition
for B(s1, s2) to be a VSHP is that M(s1, s2)þN(s1, s2) be a VSHP [2].

The odd TPRF Z(s1, s2)¼M(s1, s2)=N(s1, s2) does not possess NSSK on the distinguished boundary S200
and is called a proper or strict 2-D reactance function [2].

9.7 Application of Two-Dimensional Hurwitz Polynomials
for Two-Variable Passive Networks and Stability

This section enumerates some properties of 2-V passive network functions, with particular reference to
the Hurwitz nature of the polynomials [24]. (The following assumes Re F(1, 1)> 0.)
Let F(s1, s2)¼N(s1, s2)=D(s1, s2) be the driving-point immittance of a passive network. Then, N(s1, s2)

and D(s1, s2) are BHPs. Let the common factors of N(s1, s2) and D(s1, s2) be canceled out and the resulting
polynomials be called N1(s1, s2) and D1(s1, s2). Then, N1(s1, s2) and D1(s1, s2) are immittance Hurwitz
polynomials.
Let F(s1, s2)¼A(s1, s2)=B(s1, s2) be a relatively prime 2-V odd rational function. Then, F(s1, s2) is a

2-V reactance function if A(s1, s2)þB(s1, s2) is a VSHP. F(s1, s2) is A 2-V reactance function iff
A(s1, s2)þB(s1, s2) is a scattering Hurwitz polynomial. The self-paraconjugate polynomials A(s1, s2)
and B(s1, s2) satisfy the reactance Hurwitz properties.
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A relatively prime 2-V odd function F(s1, s2)¼A(s1, s2)=B(s1, s2) having no second-kind singularities is
a reactance function iff A(s1, s2)þB(s1, s2) is a VSHP. Such functions are called proper or strict reactance
functions [2], and are useful as transformation functions to generate a (structurally stable) 2-D network
from a stable 1-D network. This is one of the main applications of VSHP.
Let us now consider a relatively prime function F(s1, s2)¼N(s1, s2)=D(s1, s2). F(s1, s2) is a TPRF iff

N(s1, s2)þD(s1, s2) is a scattering Hurwitz polynomial. Further, if no second-kind singularities exist for
F(s1, s2) on S200, N(s1, s2)þD(s1, s2) will be a VSHP. From the previous discussion, we can conclude that
the Hurwitz nature determines important necessary conditions (and in some cases necessary and
sufficient conditions) of 2V positive lossless functions. Hurwitz polynomials can be used to generate
2-V positive and lossless functions as in 1-V case through partial derivative operations [6].
The following property relates to sum separability and Hurwitz nature [20]. Let F(s1, s2)¼N(s1, s2)=

D(s1, s2) be a 2-V positive function. Assume D(s1, s2) is an immittance Hurwitz polynomial having self-
paraconjugate factors. In other words, D(s1, s2) is written as D(s1, s2)¼D1(s1, s2)D2(s1, s2), where D1(s1, s2)
is a reactance Hurwitz and D1(s1, s2) is a scattering Hurwitz. Then, F(s1, s2) is sum separable as

F(s1, s2) ¼ N1(s1, s2)
D1(s1, s2)

þ N2(s1, s2)
D2(s1, s2)

where N1=D1 is a reactance function and N2=D2 is a positive function.
Now, we turn our attention to some applications concerning transfer functions. Let T(s1, s2)¼

A(s1, s2)=B(s1, s2) be the transfer function of a singly terminated or doubly terminated 2-V lossless
network. Then, B(s1, s2) is a scattering Hurwitz polynomial. References [21,22] provide a detailed
discussion of networks with transfer functions having scattering and VSHP denominators. It is not
necessary that the denominator of all RLC 2-V network transfer functions be scattering Hurwitz. In the
most general case it could be a broad-sense Hurwitz.
Another interesting observation is that in the 1-V case the voltage transfer function cannot have a pole

at origin and infinity. Extending this to the 2-V situation, we find that the 2-V voltage transfer function,
T(s1, s2) cannot have first-kind (polar) singularities at si¼ 0 or 1 (i¼ 1, 2), but T(s1, s2) can be 0=0 at
si¼ 0 or 1 (i¼ 1, 2).
LetH(s1, s2)¼P(s1, s2)=Q(s1, s2) be a 2-V bounded real or lossless bounded real function. Then, Q(s1, s2)

is a scattering Hurwitz polynomial. If H(s1, s2) has no NSSK on S200 then Q(s1, s2) must be a VSHP.

9.7.1 Application to Two-Dimensional Analog System Stability

We consider the following important theorem [12].

THEOREM 9.10

The 2-D analog transfer function T(s1, s2)¼A(s1, s2)=B(s1, s2) is bounded-input–bounded-output (BIBO)
stable only if B(s1, s2) is a scattering Hurwitz polynomial. The sufficient condition for stability is that
B(s1, s2) be a VSHP (assume that T(s1, s2) has no polar singularities at infinite distant points).

We conclude this section with the following unresolved problem of BIBO stability of 2-D continuous
time systems [12]:

Conjecture: The 2-D analog transfer function T(s1, s2) described in Theorem 9.10 is BIBO stable with no
NSSK on S200 iff B(s1, s2) is a VSHP.

The sufficiency part of this statement is proved. The necessity has yet to be established.
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9.8 Conclusion

This chapter provides a comprehensive, yet compact treatment of the theory of 2-D (analog) Hurwitz
polynomials. With the help of double bilinear transformation s1¼ (1� zi)=(1þ zi), i¼ 1, 2, most of the
theory could easily be translated to the 2-D discrete case, and thus to the stability theory and design of
2-D digital filters [2,24]. As in the 1-D case the 2-D Hurwitz polynomials play a critical role in the study
of 2-D circuits, systems, and filters. In this chapter, a detailed classification and testing (see theorems) of
various 2-D Hurwitz polynomials is presented. Discussion of the properties of 2-D very strict Hurwitz
polynomials is also given. The various testing procedures (algorithms) are not discussed. The test
procedures can be found in Refs. [11,12,25,26]. The chapter concludes by discussing how various
Hurwitz polynomials arise in passive 2-V circuit theory and 2-D analog stability.
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10.1 Introduction

Two-dimensional (2-D) digital filters find applications in many fields such as image processing and
seismic signal processing. Design of 2-D digital filters is more complicated than that of 1-D digital filters
because of the increase in the number of coefficients with the increase in the dimension and also the
difficulty of testing their stability. Fortunately, 2-D frequency responses possess many types of symmet-
ries and the presence of these symmetries can be used to reduce the complexity of the design as well as
the implementation of these filters. Symmetry in the frequency response of a filter induces certain
constraints on the coefficients of the filter, which in turn reduces the filter design complexity [1–28].
Therefore, a study of the symmetries of the filter frequency responses and the resulting constraints on the
filter coefficients is undertaken in this chapter. As there is a close relationship between digital and analog
filter functions, symmetry properties are discussed in this chapter for both analog and digital domain
functions. In addition to filter design, symmetry can also be applied in the computation of Fourier
transform of 2-D signals. To facilitate this, the symmetry properties in the Fourier transform pairs will be
presented. It will also be shown that the presence of symmetry will reduce the complexity in the
implementation of the fast Fourier transform (FFT) of 2-D signals [29].
The following is the layout of the sections. First, the symmetries are defined. Then, the

Fourier transform pairs with symmetry and the use of symmetry in the implementation of FFT are
presented. Next, symmetry in the magnitude functions of filters is discussed. This is followed by
the symmetry constraints on polynomials and a procedure to design 2-D filters employing the con-
straints. Finally, several examples are given to illustrate the application of the symmetry-based filter
design procedure.

10.2 Basic Symmetry Definitions

Let us consider a real rational function f(x1, x2) in two independent variables x1 and x2, where the
function f assumes a unique value for each pair of x1 and x2. The existence of symmetry in f(x1, x2)
implies the value of the function at (x1, x2) is related to the value at (x1T, x2T), where (x1T, x2T) is obtained
by some operation on (x1, x2) [30–32]. Expanding on this concept, a function f is said to possess a
symmetry if a pair of operations, T and c, performed simultaneously on the vector of variables, (x1, x2),
and the function value leaves the shape of the function f undisturbed. The T�c symmetry of a function
is defined as follows:

Definition 10.1: A function f(x) is said to possess a T�c symmetry over a domain D if

c[ f (T[x])] ¼ f (x) for all x 2 D (10:1)

where
c is an operation on the value of f(x)
T is an operation on x that maps D onto itself on a one-to-one basis
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Depending on the T�c operations, different symmetries are obtained such as x1¼ x2 diagonal
reflection antisymmetry, fourfold rotational conjugate symmetry, and so on. The nature of T and c

operations is discussed next.

10.2.1 Nature of T-Operations

In the study of symmetry, the basic T-operation can be represented by the transformation:

T[x] ¼ A � x þ b (10:2)

where
A is a nonsingular (23 2) real square matrix
b is a (23 1) real vector

Some of the common T-transformations are displacement transformation, rotational transformation,
and reflection transformation. In Table 10.1, we list only the basic reflection and rotational transform-
ations where b¼ 0 and the A matrices are formed using 1 or �1 as elements on the diagonal or off the
diagonal. Of the seven operations listed, only the first five are needed as the product of them will give the
remaining two. Thus we will only focus on operations (i)–(v) listed in the table.
It is to be noted that the T-operations can be compounded. For example, T1T2 refers to the compound

operation consisting of operation T2 followed by T1. The compounding of transformations always obey
the associative law, i.e., T1(T2T3)¼ (T1T2)T3.

The T-operations can also be classified by the number of cycles. A T-operation is said to be k-cyclic
if k repeated T-operations on x yield the same original x. That is: Tk[x]¼ x or stated in another way
Tk¼ I (where I is the identity matrix). For example, T1

2¼ I and T5
4¼ I. So, operations (i)–(iv) listed in

Table 10.1 are 2-cyclic, while (v) is 4-cyclic.

TABLE 10.1 Basic T-Operations

A b Name of Operation Symbol

(i)
1 0
0 �1

� �
0 Reflection about x1-axis T1

(ii)
�1 0
0 1

� �
0 Reflection about x2-axis T2

(iii)
0 1
1 0

� �
0 Reflection about x1¼ x2 diagonal T3

(iv)
0 �1
�1 0

� �
0 Reflection about x1¼�x2 diagonal T4

(v)
0 1
�1 0

� �
0 908 clockwise rotation about origin T5

(vi)
0 �1
1 0

� �
0 908 anticlockwise rotation about origin T6

(vii)
�1 0
0 �1

� �
0 1808 rotation about origin T7
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10.2.2 Nature of c-Operations

The basic c-operation can be represented by

c[ f (x)] ¼ j f (x)jej(dff\ f (x)þbtxþf) (10:3)

where
d¼�1
ff\f(x) denotes the argument of f(x)
b is a (23 1) real constant vector
f is a real constant

In Equation 10.3, it can be seen that c does not alter the magnitude of f(x) as the parameters d, b, and f

affect only the argument of f(x). Most commonly occurring symmetries have b¼ 0. The term bt has been
included in the c operation to account for delay type symmetries that may be present in some functions.
In Table 10.2, we list four common c-operations that are used in various symmetry descriptions.

10.2.3 Various T–c Symmetries

The T and c operations in Equations 10.2 and 10.3 can be combined to form a composite symmetry
operation that is described by the symmetry parameters (A, b, d, b, f). This composite operation can be
used to generate various symmetries. For example, using the T-operations (i)–(v) in Table 10.1 and
assuming the identity cI, we have the following standard symmetries. (Note that the corresponding
antisymmetry, conjugate-symmetry, and conjugate-antisymmetry can be obtained by applying the cA,
cC, and cCA operations, respectively, shown in Table 10.2.)

1. Reflection about x1-axis symmetry: f(x)¼ f(T1[x]).
2. Reflection about x2-axis symmetry: f(x)¼ f(T2[x]).
3. Reflection about x1¼ x2 diagonal symmetry: f(x)¼ f(T3[x]).
4. Reflection about x1¼�x2 diagonal symmetry: f(x)¼ f(T4[x]).
5. 908 clockwise rotational symmetry: f(x)¼ f(T5 [x]). This also implies f(T5[x])¼ f(T5

2[x]) and
f(T5

2[x])¼ f(T5
3[x]), through repeated substitution of x¼T5[x].

6. Centrosymmetry (1808 rotation): f(x)¼ f(� x). This can also be expressed as f(x)¼ f(T5
2[x]) or

f(x)¼ f(T1T2[x]) or f(x)¼ f(T3T4[x]).

These symmetries are shown in Figure 10.1a through f. It is to be noted that the values of the function at
corresponding points in the shaded regions are the same since we assume c¼cI.

The various symmetries can also be classified according to their cycles. Reflection symmetries about
x1-axis, x2-axis, x1¼ x2 diagonal, x1¼�x2 diagonal, and centrosymmetry are all 2-cyclic symmetries. On
the other hand, 908 clockwise rotational symmetry is 4-cyclic, and we usually call it fourfold (908)
rotational symmetry.

TABLE 10.2 Basic c-Operations

d b f c-Operations Symmetry Name Symbol

1 0 0 c[ f(x)]¼ f(x) Identity symmetry cI

1 0 p c[ f(x)]¼�f(x) Antisymmetry cA

�1 0 0 c[ f(x)]¼ [ f(x)]* Conjugate symmetry cC

�1 0 p c[ f(x)]¼�[ f(x)]* Conjugate antisymmetry cCA
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In addition to these basic symmetries, more complex symmetries can be generated using a combin-
ation of different T-operations. For example, using a combination of T1 and T2 operations, we can obtain
quadrantal symmetry. These compound symmetries are listed in Table 10.3. (Once again, for illustration,
we show only the symmetries resulting from the cI operation.)
We can make some important observations on the compound symmetries in Table 10.3:

1. Quadrantal symmetry is a combination of x1-axis reflection, x2-axis reflection, and centrosymme-
tries. The presence of any two of the symmetries implies the existence of the third, i.e., T1 �T2 ¼>
�I, �I�T1 ¼> T2, and �I�T2 ¼> T1. So only two of the three symmetries are needed to ensure
quadrantal symmetry. In terms of cycles, quadrantal symmetry is a double 2-cyclic symmetry as
(T1�T2)�(T1�T2)¼ I.

TABLE 10.3 Definitions of Compound T–cI Symmetries

Type of Symmetry Conditions

Quadrantal symmetry f(x)¼ f(T1[x])¼ f(T1T2[x])¼ f(T2[x])

Diagonal symmetry f(x)¼ f(T3[x])¼ f(T3T4[x])¼ f(T4[x])

Fourfold (908) rotational symmetry f(x)¼ f(T5[x])¼ f(T5
2[x])¼ f(T5

3[x])

Octagonal symmetry f (x) ¼ f (T1[x]) ¼ f (T2[x])

¼ f (T3[x]) ¼ f (T4[x])

¼ f (T5[x]) ¼ f (T2
5 [x]) ¼ f (T3

5 [x])

x2

x1

f (x_)

0 f (T1[x_])
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f (–x_)
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FIGURE 10.1 (a) x1-Axis reflection symmetry, (b) x2-axis reflection symmetry, (c) x1¼ x2 diagonal reflection
symmetry, (d) x1¼�x2 diagonal reflection symmetry, (e) 908 clockwise rotation symmetry, and (f) centrosymmetry
(1808 rotation).
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2. Diagonal symmetry is a combination of x1¼ x2 diagonal, x1¼�x2 diagonal, and centrosymme-
tries. The presence of any two of the three symmetries implies the existence of the third and is
enough to ensure diagonal symmetry. Diagonal symmetry is a double 2-cyclic symmetry.

3. Fourfold (908) rotational symmetry is a 4-cyclic symmetry. It is formed by four repeated applica-
tions of T5.

4. Octagonal symmetry is a combination of quadrantal, diagonal, and fourfold rotational symmetries.
The presence of any two of the three symmetries implies the existence of the third, and is sufficient
to guarantee octagonal symmetry. Octagonal symmetry can be classified as a triple 2-cyclic
symmetry, or a combination of 4-cyclic and 2-cyclic symmetries.

To aid in understanding, Figure 10.2a through d shows the graphical interpretation of the quadrantal,
diagonal, rotational, and octagonal symmetries. Once again, the values of the function in the shaded
regions are related to one another in the manner specified by the c operation (i.e., identity, negative,
conjugate, or negative conjugate). From the figures, one can also see that there are four regions of

x2

x1

f(x_)

0
f(T1[x_])f(T1T2[x_])

f(T2[x_])

(a)

x2

x1

f(x_)

0

f(T4[x_])

f(T3T4[x_])

f(T3[x_])

(b)
x2

x1

f(x)

0
f(T5

2[x])

f(T5
3[x])

f(T5[x])

(c)

x2
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f(T1[x_])f(T 5

2[x_])

f(T5
3[x_]) f(T3[x_])

f(T2[x_])

f(T4[x_]) f(T5[x_])

(d)

FIGURE 10.2 (a) Quadrantal symmetry, (b) diagonal symmetry, (c) fourfold rotational symmetry, and
(d) octagonal symmetry.
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symmetry in the X-plane for quadrantal, diagonal, and fourfold rotational symmetries, and eight regions
for octagonal symmetry.

10.3 Two-Dimensional Fourier Transform Pairs with Symmetry

Two-dimensional Fourier transform is a very important tool in the analysis and design of 2-D linear
systems. Since the transform uniquely relates the impulse or unit sample response of a linear system with
its frequency response, symmetry present in one response may be expected to induce some form of
symmetry in the other response. The existence of such symmetries can then be utilized to simplify the
analysis and design of these systems. In this section, we present, for both continuous and discrete-time
signals, the type of symmetry induced in one function (Fourier transform or inverse Fourier transform)
as a result of a particular symmetry in the other function.

10.3.1 Continuous-Time Continuous-Frequency Case

Let h(l)¼ h(l1, l2) be a 2-D signal, and H(v)¼H(v1, v2) be the 2-D Fourier transform of h(l). If h(l) is
the impulse response of a stable continuous-time system, then its Fourier transform H(v) always exists
and the Fourier transform pair are given as follows:

H(v) ¼
ð
l2L

h(l) � e�jvt l � dl (10:4)

and

h(l) ¼ 1

(2p)2

ð
v2W

H(v) � ejltv � dv (10:5)

where
dl ¼D dl1 � dl2
dv ¼D dv1 � dv2

The following theorem describes the nature of the symmetry that will be present in h(l), given a
symmetry in H(v), and vice versa [29].

THEOREM 10.1

Let h(l) and H(v) form a 2-D Fourier transform pair. Then H(v) possesses a T – c symmetry with
parameters (A, b, d, b, f), jAj ¼�1, if and only if h(l) possesses a T – c symmetry with parameters
(d�(A�1)t, db, d, �db, bt bþf) where A, b, d, b, f are as defined in Section 10.2.

Observations
We can make the following observations based on Theorem 10.1:

1. If (A, b, d, b, f)v and (A, b, d, b, f)l are respectively the v-domain and the l-domain symmetry
parameters, the corresponding l and v domain parameters are obtained by the following relations:

(A, b, d,b,f)v ) (d � (A�1)t , db, d,� db, btbþ f)l (10:6)

Application of Symmetry 10-7



and

(A, b, d,b,f)l ) (d � (A�1)t , � db, d, db, btbþ f)v (10:7)

This illustrates the duality present in v and l domain symmetries.
2. Nature of symmetry transformation, such as rotation, reflection, etc., as identified by the A-matrix

remains the same in both the v and l domains.
3. Identical symmetries resu1t in both v and l domains if d¼ 1, b¼ 0, and b¼ 0.

10.3.2 Continuous-Time Discrete-Frequency Case (Fourier Series)

Let h(l)¼ h(l1, l2) be a 2-D continuous-time periodic signal with periods L1 and L2, respectively in l1 and
l2 directions. Let H[k]¼H[k1, k2] be the 2-D Fourier series coefficients of h(l1, l2). The relations between
h(l) and H[k] are given by

H[k] ¼ 1
L1 � L2 �

ðL1
l1¼0

ðL2
l2¼0

h(l) � e�j�kt �V�l � dl (10:8)

and

h(l) ¼
X
k

H[k] � ej�kt �V �l (10:9)

where

V ¼ V1 0
0 V2

� �
¼

2�p
L1

0
0 2�p

L2

" #

It may be verified that h(l) is a doubly periodic function indicating the existence of displacement
symmetries. In the following, we will consider the general T�c symmetry relations.

THEOREM 10.2

Let H[k] be the Fourier series representation of a periodic function h(l). Then h(l) possesses a T�c

symmetry with parameters (A, b, d, b, f), jAj ¼�1, if and only if H[k] possesses a T�c symmetry with
parameters (d�(A�1)t, �d�V�1�b, d, d�V �b, bt bþf) where A, b, d, b, f are as defined in Section 10.2. It
should be noted that b and �d�V�1�b are integer vectors.

Since the observations made on the continuous domain case are also applicable here, the relations
between k and l domain parameters are given by

(A, b, d,b,f)l ) (d � (A�1)t ,� d � V�1 � b, d, d � V � b, btbþ f)k (10:10)

and

(A, b, d,b,f)k ) (d � (A�1)t , d � V�1 � b, d,� d � V � b, btbþ f)l (10:11)
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10.3.3 Discrete-Time Continuous-Frequency Case

Let h(n)¼ h(n1, n2), where n1, n2 are integers, be a 2-D discrete-domain signal and H(u)¼H(e�ju1, e�ju2)
be the 2-D Fourier transform of h(n). The Fourier transform pair connecting h(n) and H(u) are given by

H(u) ¼
X
n2N2

h(n) � e�jutn (10:12)

and

h(n) ¼ 1

(2p)2

ð
u2up

H(u) � ejntu � du (10:13)

where
up¼ {uj�p� u1�p, �p� u2�p}
du¼ du1�du2

Itmay easily be verified fromEquation 10.12 thatH(u) is a periodic function of uwith a period of 2p in the u1
and u2 directions. Because of the periodic nature ofH(u), displacement symmetries in u1 and u2 directions are
always present. This is due to the discrete nature of h(n). We will consider the effects of the remaining
symmetries that will be present in h(n), given a symmetry in H(u) and vice versa, in the following theorem.

THEOREM 10.3

Let h(n) and H(u) be a 2-D Fourier transform pair. Then H(u) possesses a T�c symmetry with
parameters (A, b, d, b, f), jAj ¼�1, if and only if h(n) possesses a T�c symmetry with parameters
(d�(A�1)t, db, d, �db, bt bþf) where A, b, d, b, f are as defined in Section 10.2.

Because of the similarity between Theorem 10.3 and Theorem 10.1, the observations made in the
continuous domain case are also applicable here. Consequently, the relations between u and n symmetry
parameters are given by

(A, b, d,b,f)u ) (d � (A�1)t , db, d,� db, btbþ f)n (10:14)

and

(A, b, d,b,f)n ) (d � (A�1)t ,� db, d, db, btbþ f)u (10:15)

In the application of this theorem, it should be noted that h(n) is a function of discrete-domain variable
n and h(n)¼ 0 if n is not an integer vector.

10.3.4 Discrete-Time Discrete-Frequency Case (Discrete Fourier Transform)

Let h[n]¼ h[n1, n2] be a 2-D discrete-domain signal defined over 0� n1� (N1� 1) and 0� n2�
(N2� 1). Then its (N1, N2) length 2-D discrete Fourier transform (DFT) is given by

H[k] ¼ H[k1, k2] ¼
XN1�1

n1¼0

XN2�1

n2¼0

h[n] � e�j�kt �V�n, 0 � k1 � (N1 � 1), 0 � k2 � (N2 � 1) (10:16)
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where

V ¼
2�p
N1

0
0 2�p

N2

" #

The inverse DFT is given by

h[n] ¼ h[n1, n2] ¼ 1
N1 � N2

�
XN1�1

k1¼0

XN2�1

k2¼0

H[k] � ej�kt �V �n (10:17)

It may be noted that even though h[n1, n2] and H[k1, k2] are defined in the rectangle [0, N1� 1]3
[0, N2� 1], they satisfy the doubly periodic relations:

h[n1 þ r1 � N1, n2 þ r2 � N2] ¼ h[n1, n2] for any integer r1 and r2

and similarly

H[k1 þ r1 � N1, k2 þ r2 � N2] ¼ H[k1, k2] for any integer r1 and r2

The symmetry relations between h andH are given in terms of T�c parameters in the following theorem.

THEOREM 10.4

Let H[k] be the DFT of h[n]. Then h[n] possesses a T�c symmetry with parameters (A, b, d, b, f) if and
only if H[k] possesses a T�c symmetry with parameters (d � (A�1)t, �d �V�1 �b, d, d �V � b, bt bþf)
where A, b, d, b, f are as defined in Section 10.2.
As in the previous cases, the symmetry parameters of n and k domains can be written as

(A, b, d,b,f)n ) (d � (A�1)t ,�d � V�1 � b, d, d � V � b, btbþ f)k (10:18)

and

(A, b, d,b,f)k ) (d � (A�1)t , d � V�1 � b, d,� d � V � b, btbþ f)n (10:19)

In the application of this theorem it should be noted that n and k are integer vectors and h[n] and H[k]
are periodic with periods N1 and N2 in the two dimensions.

10.4 Symmetry and 2-D Fast Fourier Transform

FFT is a frequently used operation on 2-D signals. For large size signals, it is also a very time-consuming
operation. So, any technique that reduces this complexity is desirable. As noted earlier, presence of
symmetry in a signal yields some constraints on the spectrum. Therefore, use of symmetry constraints
can be expected to reduce the complexity of evaluation of 2-D Fourier transforms. In this section, we will
see how symmetry constraints can be used to speed up the computation of the FFT. First we will consider
1-D signals and then we will discuss symmetry application to 2-D FFTs.
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10.4.1 Symmetry-Based 1-D FFT

Let x[n], n¼ 0, 1, . . . , (N� 1) be an N-length 1-D complex signal and X[k], k¼ 0, 1, . . . , (N� 1), be the
N-length DFT of x[n]. X[k] is given by

X[k] ¼
XN�1

n¼0

x[n] �Wk�n
N , k ¼ 0, 1, . . . , (N�1) (10:20)

where WN ¼ e�j2pN .
The DFT requires approximately N2 complex multiplication and N2 complex additions. When N is a

power of 2, this can be reduced to N
2 log2 N complex multiplications and N2 additions using what is

called the Cooley–Tukey FFT.
1-D signals may possess reflection symmetries, translation symmetries, and identity symmetries.

Reflection symmetries themselves can be with respect to the point at N=2 or (N� 1)=2. To illustrate
the application of symmetries and the resultant reduction in the complexity, we use reflection symmetry
about the point (N� 1)=2. Application of other symmetries yields similar reductions in complexity.
If x[n] possesses reflection symmetry about n¼ (N� 1)=2, then x[N� 1� n]¼ x[n] for n¼ 0, 1, . . . ,

(N� 1). In terms of T�c parameters, this corresponds to A¼ [�1], b¼ [N� 1], d¼ 1, b¼ 0, and f¼ 0.
The corresponding symmetry parameters in DFT domain is given by

Ak ¼ [�1], bk ¼ [0], dk ¼ 1, bk ¼ N � 1, and fk ¼ 0,

which yields the symmetry relation after employing the periodic property of X[k],

X[k] ¼ W�k
N � X[N � k], k ¼ 0, 1, . . . , (N � 1) (10:21)

Therefore, only half of X[k] and x[n] are independent and once they are known, the other half can be
determined using the symmetry relation (Equation 10.21).
Assuming N to be even, we next show how X[k] can be determined with less number of operations

than the FFT. Using even and odd sample decomposition we can write X[k] as

X[k] ¼
XN�1

n¼0
n even

x[n] �Wk�n
N þ

XN�1

n¼0
n odd

x[n] �Wk�n
N

¼
XN2�1

r¼0

x[2r] �Wk�2r
N þ

XN2�1

r¼0

x[2r þ 1] �Wk�(2rþ1)
N

¼ S0[k]þWk
N � S1[k] (10:22)

where S0 and S1 are N=2 point DFTs. Now using the symmetry properties x[N� 1� n]¼ x[n], we can
write S1[k] in terms of S0[k] as

S1[k] ¼ W�2k
N � S0 N

2
� k

� �
(10:23)

Application of Symmetry 10-11



So, for k ¼ 0, 1, 2, . . . , N2 � 1,

X[k] ¼ S0[k]þWk
N �W�2k

N � S0 N
2
� k

� �

¼ S0[k]þW�k
N � S0 N

2
� k

� �

X
N
2
þ k

� �
¼ S0[k]�W�k

N � S0 N
2
� k

� �
(10:24)

Thus, X[k] for k¼ 0, 1, 2, . . . , (N� 1) can be determined using N=2 even indexed samples. This is
illustrated in the flow diagram shown in Figure 10.3.
It is noted that we need only one N

2 -point FFT instead of the normal two. As a result, the total number of
complex multiplications needed is reduced to N

4 log2
N
2

� �þ N
2 instead of N

2 log2 N in the nonsymmetrical
case. Thus use of symmetry results in approximately 50% reduction in the computational complexity.

10.4.2 2-D Symmetries

As in the 1-D case, symmetry can be utilized to reduce the computational complexity of 2-D DFTs. In the
following, we illustrate the symmetry application for centrosymmetry and quadrantal symmetry cases.
As in the 1-D case, the reflection and rotation symmetries can be defined with respect to N

2 ,
N
2

� �
point

or N�1
2 , N�1

2

� �
point. Because of periodicity of h, the symmetries with respect to N

2 ,
N
2

� �
will also

correspond to symmetries with respect to the origin (0,0) for the periodically extended signal. On the
other hand, with the choice of N�1

2 , N�1
2

� �
point for reflection or rotation, the various symmetries will

occur for h[n] with respect to the center of the given data. In the following, N�1
2 , N�1

2

� �
is chosen in the

definition of various symmetries for h[n].

S0[0]

WN
0

WN
–1

WN
–(N—2  –2)

–(N—2  –1)WN –1

–1

–1

–1

X[N – 1]

X[N – 2]

X[N—2 + 1]

X[N—2 – 1]

X[2]

X[1]

X[0]

X[N—2 ]

x[0]

x[2]

x[N – 2 ]

S0[1]

S0[2]

S0[N—2 – 1]

N—2 – FFT

FIGURE 10.3 Symmetry-based FFT diagram.
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10.4.2.1 Centrosymmetry about (N�1
2 ,N�1

2 )

An N�N array 2-D signal x[m, n] is said to possess centrosymmetry about N�1
2 , N�1

2

� �
if

x[N � 1�m, N � 1� n] ¼ x[m, n] for 0 � m, n � N � 1

The corresponding symmetry relation for its 2-D DFT X[k, l] is given by

X[N � k, N � l] ¼ Wkþl
N � X[k, l] (10:25)

Now employing the even- and odd-indexed samples decomposition, X[k, l] can be written as

X[k, l] ¼ S00[k, l]þWk
N � S10[k, l]þWl

N � S01[k, l]þWkþl
N � S11[k, l] (10:26)

where

S00[k, l] ¼
XN2�1

p¼0
p even

XN2�1

q¼0
q even

x[2p, 2q] �Wk�pþl�q
N
2

S10[k, l] ¼
XN2�1

p¼0

XN2�1

q¼0

x[2pþ 1, 2q] �Wk�pþl�q
N
2

S01[k, l] ¼
XN2�1

p¼0

XN2�1

q¼0

x[2p, 2qþ 1] �Wk�pþl�q
N
2

S11[k, l] ¼
XN2�1

p¼0

XN2�1

q¼0

x[2pþ 1, 2qþ 1] �Wk�pþl�q
N
2

Now applying the symmetry relation we can write

S01[k, l] ¼ W�2(kþl)
N � S10 N

2
� k,

N
2
� l

� �

and S11[k, l] ¼ W�2(kþl)
N � S00 N

2
� k,

N
2
� l

� �

Then,

X[k, l] ¼ S00[k, l]þWk
N � S10[k, l]þW�2k�l

N � S10 N
2
� k,

N
2
� l

� �
þW�(kþl)

N � S00 N
2
� k,

N
2
� l

� �

(10:27)

From the above expression it is seen that when the centrosymmetry relation is employed, we need to
compute only two N

2 � N
2

� �
size 2-D FFTs instead of four N

2 � N
2

� �
size 2-D FFTs. Thus there is a 50%

reduction in the computational complexity.
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10.4.2.2 Quadrantal Symmetry

A 2-D array x[m, n] is said to possess quadrantal symmetry if the following condition is satisfied:

x[m, n] ¼ x[N � 1�m, n] ¼ x[m,N � 1� n] ¼ x[N � 1�m,N � 1� n] (10:28)

It may be noted that quadrantal symmetry is defined here with respect to the center of the array,
N�1
2 , N�1

2

� �
. In the expression for X [k, l] in Equation 10.26, S10[k, l], S01[k, l], and S11[k, l] can be

expressed in terms of S00[k, l] as

S10[k, l] ¼
XN2�1

p¼0

XN2�1

q¼0

x[2pþ 1, 2q] � Wp�kþq�l
N
2

¼ W�2k
N � S00 N

2
� k, l

� �

S01[k, l] ¼ W�2l
N � S00 k,

N
2
� l

� �

and S11[k, l] ¼ W�2(kþl)
N � S00 N

2
� k,

N
2
� l

� �
:

Then X[k, l] can be written in terms of S00 solely as

X[k, l] ¼ S00[k, l]þW�k
N � S00 N

2
� k, l

� �
þW�l

N � S00 k,
N
2
� l

� �
þW�(kþl)

N � S00 N
2
� k,

N
2
� l

� �
(10:29)

It is then noted that evaluation of X[k, l] requires the evaluation of four N
2 � N

2 size 2-D FFTs when x[m, n]
does not possess any symmetry whereas only one N

2 � N
2 size 2-D FFT is required when quadrantal

symmetry is present in x[m, n]. In other words, utilization of the quadrantal symmetry in x[m, n] reduces
the computational complexity by approximately 75%. It may also be noted that quadrantal symmetry in x
[m,n] as defined in Equation 10.28 results in a form of quadrantal symmetry in X[k, l] as

X[k, l] ¼ W�k
N � X[N � k, l] ¼ W�l

N � X[k,N � l] ¼ W�(kþl)
N � X[N � k,N � l] (10:30)

10.4.3 Symmetrical Decomposition for Data without Symmetry

In many situations, signals do not possess any symmetries. In those cases, symmetry results cannot be
applied if we process the signals as they are. One way of dealing with this situation is to decompose the
signal into signals possessing symmetries and antisymmetries [20,33]. For example, x[m, n] can be
decomposed as

x[m, n] ¼ x00[m, n]þ x10[m, n]þ x01[m, n]þ x11[m, n] (10:31)

where
x00 possesses quadrantal symmetry
x10 possesses quadrantal antisymmetry of type 1 (antisymmetry w.r.t. m and symmetry w.r.t. n)
x01 possesses quadrantal antisymmetry of type 2 (symmetry w.r.t. m and antisymmetry w.r.t. n)
x11 possesses quadrantal antisymmetry of type 3 (antisymmetry w.r.t. both m and n)

Then each component can be processed using appropriate symmetry properties. While this method
may not reduce the overall complexity, it will facilitate parallel processing of major computations.
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10.5 Symmetry in 2-D Magnitude Response

In the design of 2-D filters, the design specifications are usually given in terms of the magnitude
spectrum which possesses certain symmetries, while the phase characteristic is either not known or is
not important. In such cases, it is desirable to know the types of transfer functions that can support the
specified symmetry in the magnitude response. Recall that the c operation only affects the phase of
the frequency response and not the magnitude. Hence, when dealing with magnitude symmetry, we
assume c¼cI and call our T�c symmetry as simply T-symmetry. Now, in order for the magnitude
response of a transfer function to possess a particularly symmetry, both the numerator and denomin-
ator polynomials have to possess the symmetry individually. In other words, when studying the
symmetry constraints on the transfer function, one need only focus on the polynomial symmetry
constraints on the numerator and denominator. In this section, we discuss the frequency response of
the continuous-time and discrete-time 2-D polynomials and present the symmetry that might be
present in the magnitude responses.

10.5.1 Continuous-Time Frequency Response

Let P(s1, s2) be a 2-D s-domain polynomial with complex coefficients. Its frequency response is given by
P(jv1, jv2) where v1 and v2 are the radian frequencies. This is equivalent to evaluating the polynomial
on the imaginary axes of the (s1, s2) biplane as shown in Figure 10.4. The magnitude-squared function of
the frequency response is then given by

F(v1,v2) ¼ P(jv1, jv2) � P*(�jv1,�jv2)

¼ P(s1, s2) � P*(�s1,�s2)jsi¼jvi
, i ¼ 1, 2 (10:32)

where P* is obtained by complex conjugating the coefficients of P.

10.5.2 Discrete-Time Frequency Response

For a 2-D z-domainpolynomialQ(z1, z2)with complex coefficients, its frequency response is given byQ(eju1,
eju2). This is the same as evaluating the polynomial on the boundary of the unit circle in the (z1, z2) biplane as
shown in Figure 10.5. Note that ui¼vi T, wherev1 andv2 are the same analog radian frequencies as above,
and T is the sampling period. The magnitude-squared function of the frequency response is given by

F(u1, u2) ¼ Q eju1 , eju2
� � � Q* e�ju1 , e�ju2

� �
¼ Q(z1, z2)�Q* z�1

1 , z�1
2

� ���
zi¼ejui, i ¼ 1, 2 (10:33)

where Q* is obtained by complex conjugating the coefficients of Q.

jω1 jω2

σ1 σ200

FIGURE 10.4 (s1, s2) biplane. (The frequency response is evaluated on the imaginary axes, si¼ jvi.)
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10.5.3 Symmetry in Magnitude Response

It can be seen in Equations 10.32 and 10.33 that if P and Q are real coefficient polynomials, F(v1, v2)¼
F(�v1, �v2) and F(u1, u2)¼ F(�u1, �u2). Therefore, a real polynomial, analog or digital, always
possesses centrosymmetry. Because of this, only the compound symmetries in Table 10.3 need to
be considered. We summarize in Table 10.4 these symmetry conditions for the magnitude-squared
functions in both continuous and discrete domains. These symmetries are the same as those shown in
Figure 10.2a–d, with the appropriate change in function and variable names.

Im(z1) Im(z2)

Re(z2)Re(z1)0
θ1

0
θ2

FIGURE 10.5 (z1, z2) biplane. (The frequency response is evaluated on the unit circles, zi¼ ejui.)

TABLE 10.4 Symmetries Conditions for Continuous and Discrete Domain
Magnitude-Squared Functions

Type of Symmetry
Condition on

F(v1, v2), 8 (v1, v2)
Condition on

F(u1, u2), 8 (u1, u2)

Quadrantal F(v1,v2) ¼ F(�v1,v2)

¼ F(v1,�v2)

¼ F(�v1,�v2)

F(u1, u2) ¼ F(�u1, u2)

¼ F(u1,�u2)

¼ F(�u1,�u2)

Diagonal F(v1,v2) ¼ F(v2,v1)

¼ F(�v1,�v2)

¼ F(�v2,�v1)

F(u1, u2) ¼ F(u2, u1)

¼ F(�u1,�u2)

¼ F(�u2,�u1)

Fourfold (908) Rotational F(v1,v2) ¼ F(�v2,v1)

¼ F(�v1,�v2)

¼ F(v2,�v1)

F(u1, u2) ¼ F(�u2, u1)

¼ F(�u1,�u2)

¼ F(u2,�u1)

Octagonal F(v1,v2) ¼ F(v2,v1)

¼ F(�v2,v1)

¼ F(�v1,v2)

¼ F(�v1,�v2)

¼ F(�v2,�v1)

¼ F(v2,�v1)

¼ F(v1,�v2)

F(u1, u2) ¼ F(u2, u1)

¼ F(�u2, u1)

¼ F(�u1, u2)

¼ F(�u1,�u2)

¼ F(�u2,�u1)

¼ F(u2,�u1)

¼ F(u1,�u2)
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10.6 Polynomial Operations and Definitions

In this section, we present the polynomial operations and definitions that will be used later for deriving
the polynomial factors with symmetry.

Definition 10.2: Paraconjugate operation

The paraconjugate of an analog polynomial P(s1, s2) is defined as

P*(s1, s2) ¼ P*(�s1,�s2) (10:34)

The subscript ‘‘*’’ indicates the paraconjugate of a polynomial, whereas the superscript ‘‘*’’ indicates the
complex conjugation of coefficients alone.
Then in terms of the paraconjugate of a polynomial, the magnitude-squared function of P(s1, s2) can be

expressed as

F(v1,v2) ¼ P(s1, s2) � P*(s1, s2)
��
si¼jvi

, i ¼ 1, 2 (10:35)

The paraconjugate operation can also be performed w.r.t. a single variable, s1 or s2:

P*s1 (s1, s2) ¼ P*(�s1, s2) (10:36)

P*s2 (s1, s2) ¼ P*(s1,�s2) (10:37)

The paraconjugate of a discrete-time polynomial Q(z1, z2) is called the inverse polynomial, and is
defined as

Q*(z1, z2) ¼ Q*(z�1
1 , z�1

2 ) (10:38)

It may be noted that Q(z1, z2) is considered to be a pseudo polynomial which may have negative
powers also.
The inverse operation for discrete-time polynomials can also be performed w.r.t. a single variable,

z1 or z2.

Q*z1 (z1, z2) ¼ Q*(z�1
1 , z2) (10:39)

Q*z2 (z1, z2) ¼ Q*(z1, z
�1
2 ) (10:40)

Definition 10.3: Self-paraconjugate polynomial

P(s1, s2) is said to be self-paraconjugate or para-even if

P*(s1, s2) ¼ P(s1, s2) (10:41)

Henceforth, Pe(s1, s2) will denote a para-even polynomial.
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A polynomial can also be para-even w.r.t. a single variable si:

P*si (s1, s2) ¼ P(s1, s2), i ¼ 1, 2 (10:42)

An example of a polynomial that is para-even w.r.t. s1 is Pe,s1 (s1, s2)¼ s1
2þ s2þ 1.

Definition 10.4: Anti-self-paraconjugate polynomial

P(s1, s2) is said to be anti-self-paraconjugate or para-odd if

P*(s1, s2) ¼ �P(s1, s2) (10:43)

Henceforth, Po(s1, s2) will denote a para-odd polynomial.
A polynomial can also be para-odd w.r.t. a single variable si:

P*si (s1, s2) ¼ �P(s1, s2), i ¼ 1, 2 (10:44)

Para-even and para-odd in (s1, s2) correspond to self-inverse and anti-self-inverse in (z1, z2) respectively.
A discrete-time polynomial Q(z1, z2) is self-inverse if

Q*(z1, z2) ¼ Q(z1, z2) (10:45)

Q(z1, z2) is anti-self -inverse if

Q*(z1, z2) ¼ �Q(z1, z2) (10:46)

The discrete-time polynomial can also be self-inverse or anti-self-inverse w.r.t. a single variable, z1 or z2.

Property 1: Unique decomposition of polynomials
Any analog polynomial can be expressed as the sum of a para-even and a para-odd polynomial.

That is,

P(s1, s2) ¼ Pe(s1, s2)þ Po(s1, s2) (10:47)

From the above, Pe(s1, s2) and Po(s1, s2) are given by

Pe(s1, s2) ¼ P(s1, s2)þ P*(s1, s2)

2
(10:48)

Po(s1, s2) ¼ P(s1, s2)� P*(s1, s2)

2
(10:49)

The same holds when we deal with the operation w.r.t. a single variable si:

P(s1,s2) ¼ Pe,si (s1,s2)þ Po,si (s1, s2) (10:50)
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where

Pe, si (s1, s2) ¼
P(s1, s2)þ P*si (s1, s2)

2
(10:51)

Po, si (s1, s2) ¼
P(s1, s2)� P*si (s1, s2)

2
(10:52)

In Equations 10.51 and 10.52 above, if i¼ 1, then we have a polynomial restricted in s1 and general in s2.
In such a case, we can further decompose into para-even and para-odd w.r.t. s2 variable. In other words,
P(s1, s2) can be expressed as

P(s1, s2) ¼ Pe,s1;e,s2 (s1, s2)þ Po,s1;o,s2 (s1, s2)þ Po,s1;e,s2 (s1, s2)þ Pe,s1;o,s2 (s1, s2) (10:53)

More specifically,

P(s1, s2) ¼ P1 s21, s
2
2

� �þ s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �
(10:54)

The above (s1, s2) decomposition is the most general w.r.t. paraconjugate operation. It compares as
follows to the standard decomposition in discrete-time (z1, z2):

Q(z1, z2) ¼ Q1(x1, x2)þ y1y2Q2(x1, x2)þ y1Q3(x1, x2)þ y2Q4(x1, x2) (10:55)

where

xi ¼ zi þ z�1
i

yi ¼ zi � z�1
i , i ¼ 1,2

10.7 Spectral Forms for Magnitude-Squared Function

In this section, we present the spectral forms of the magnitude-squared function for the various symmetries.
Recall that the magnitude-squared function, F(v1, v2), of a polynomial P(s1, s2) is defined as

F(v1,v2) ¼ P(s1, s2) � P*(�s1,�s2)jsi¼jvi
, i ¼ 1, 2 (10:56)

Analogous to Equation 10.54, we can express the general magnitude-squared function as

F(v1,v2) ¼ F1 v2
1,v

2
2

� �þ v1v2F2 v2
1,v

2
2

� �þ v1F3 v2
1,v

2
2

� �þ v2F4 v2
1,v

2
2

� �
(10:57)

A polynomial with real coefficients always possesses centrosymmetry in its magnitude response. So,

F(v1,v2) ¼ F(�v1,�v2)

Using Equation 10.57, this can be written as

F1 v2
1,v

2
2

� �þ v1v2F2 v2
1,v

2
2

� �þ v1F3 v2
1,v

2
2

� �þ v2F4 v2
1,v

2
2

� �
¼ F1 v2

1,v
2
2

� �þ v1v2F2 v2
1,v

2
2

� �� v1F3 v2
1,v

2
2

� �� v2F4 v2
1,v

2
2

� �

, v1F3 v2
1,v

2
2

� �þ v2F4 v2
1,v

2
2

� � ¼ �v1F3 v2
1,v

2
2

� �� v2F4 v2
1,v

2
2

� �
(10:58)

The above is only possible if F3(v1
2, v2

2)¼ 0 and F4(v1
2, v2

2)¼ 0.
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Thus,

F(v1,v2) ¼ F1 v2
1,v

2
2

� �þ v1v2F2 v2
1,v

2
2

� �
(10:59)

Using analytic continuation and Equation 10.56, this can be written as

P(s1, s2) � P(�s1,�s2) ¼ F1 s21, s
2
2

� �þ s1s2F2 s21, s
2
2

� �

¼
Xm1

i¼0

Xn1
j¼0

aijs
2i
1 s

2j
2 þ s1s2

Xm2

i¼0

Xn2
j¼0

bijs
2i
1 s

2j
2

(10:60)

The above is the spectral form of the magnitude-squared function possessing centrosymmetry.
Now, for a real-coefficient P(s1, s2) to possess quadrantal symmetry in its magnitude-squared response,

we need

F(v1,v2) ¼ F(v1,�v2)

Using Equation 10.59, this can be written as

F1 v2
1,v

2
2

� �þ v1v2F2 v2
1,v

2
2

� � ¼ F1 v2
1,v

2
2

� �� v1v2F2 v2
1,v

2
2

� �
(10:61)

The above is only possible if F2(v1
2, v2

2)¼ 0. Thus,

F(v1,v2) ¼ F1 v2
1,v

2
2

� �
, (10:62)

TABLE 10.5 Spectral Forms of Magnitude-Squared Function for Various Symmetries

Analog Digitala

Centrosymmetry

P(s1, s2) �P(�s1,�s2)¼
Pm1

i¼0

Pn1
j¼0

aijs2i1 s
2j
2 þ s1s2

Pm2

i¼0

Pn2
j¼0

bijs2i1 s
2j
2 Q(z1,z2) �Q(z�1

1 ,z�1
2 )¼Pm1

i¼0

Pn1
j¼0

cijxi1x
j
2þy1y2

Pm2

i¼0

Pn2
j¼0

dijxi1x
j
2

Quadrantal symmetry

P(s1, s2) �P(�s1,�s2)¼
Pm1

i¼0

Pn1
j¼0

aijs2i1 s
2j
2 Q(z1,z2) �Q(z�1

1 ,z�1
2 )¼Pm1

i¼0

Pn1
j¼0

cijxi1x
j
2

Diagonal symmetry

P(s1,s2) �P(�s1,�s2)¼
Xm1

i¼0

Xn1
j¼0

aijs
2i
1 s

2j
2 þ s1s2

Xm2

i¼0

Xn2
j¼0

bijs
2i
1 s

2j
2

where aij ¼ aji and bij ¼ bji

Q(z1,z2) �Q(z�1
1 ,z�1

2 )¼
Xm1

i¼0

Xn1
j¼0

cijx
i
1x

j
2þy1y2

Xm2

i¼0

Xn2
j¼0

dijx
i
1x

j
2

where cij ¼ cji and dij ¼ dji

Fourfold (908) rotational symmetry

P(s1,s2) �P(�s1,�s2)¼
Xm1

i¼0

Xn1
j¼0

aijs
2i
1 s

2j
2 þ s1s2

Xm2

i¼0

Xn2
j¼0

bijs
2i
1 s

2j
2

where aij ¼ aji and bij ¼�bji

Q(z1,z2) �Q(z�1
1 ,z�1

2 )¼
Xm1

i¼0

Xn1
j¼0

cijx
i
1x

j
2þy1y2

Xm2

i¼0

Xn2
j¼0

dijx
i
1x

j
2

where cij ¼ cji and dij ¼�dji

Octagonal symmetry

P(s1,s2) �P(�s1,�s2)¼
Xm1

i¼0

Xn1
j¼0

aijs
2i
1 s

2j
2

where aij ¼ aji

Q(z1,z2) �Q(z�1
1 ,z�1

2 )¼
Xm1

i¼0

Xn1
j¼0

cijx
i
1x

j
2

where cij ¼ cji

a Note that xi¼ ziþ zi
�1 and yi¼ zi� zi

�1, i¼ 1, 2.
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and so the spectral form for the magnitude-squared function that possesses quadrantal symmetry is

P(s1, s2) � P(�s1,�s2) ¼ F1 s21, s
2
2

� �

¼
Xm1

i¼0

Xn1
j¼0

aijs
2i
1 s

2j
2

(10:63)

We can obtain the spectral forms for the other symmetries in a similar manner. They are listed in
Table 10.5, together with the spectral forms for the z-domain functions.

10.8 Determination of 2-D Polynomials Possessing
Various Symmetries

In this section, we present the polynomial factors that possess symmetry in their magnitude responses.
We begin by showing the conditions that the s-domain polynomials must satisfy in order to possess the
required symmetry. Then, the s-domain polynomial factors that satisfy those conditions are given. (The
proof is provided for quadrantal symmetry). Finally, at the end of the section, the z-domain polynomial
factors possessing symmetry are listed, alongside the analog polynomial factors.

10.8.1 Quadrantal Symmetry for Analog Polynomials

THEOREM 10.5

A polynomial P(s1, s2) possesses quadrantal symmetry in its magnitude response if its factors either alone
or jointly satisfy one of the following conditions:

1: P(s1, s2) ¼ P(s1,�s2) (10:64)

2: P(s1, s2) ¼ �P(s1,�s2) (10:65)

3: P(s1, s2) ¼ P(�s1, s2) (10:66)

4: P(s1, s2) ¼ �P(�s1, s2) (10:67)

5: P(s1, s2) ¼ P1(s1, s2) � P1(s1,�s2) (10:68)

6: P(s1, s2) ¼ P1(s1, s2) � P1(�s1, s2) (10:69)

Proof of Theorem 10.5: From Table 10.4, a magnitude-squared response possesses quadrantal symmetry if

F(v1,v2) ¼ F(v1,�v2) (10:70)

Applying Equation 10.32, this can be written as

P(jv1, jv2) � P(�jv1,�jv2) ¼ P(jv1,�jv2) � P(�jv1, jv2)
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Using analytic continuation, this becomes

P(s1, s2) � P(�s1,�s2) ¼ P(s1,�s2) � P(�s1, s2) (10:71)

If we assume P(s1, s2) to be irreducible, the unique factorization property of 2-variable polynomials [34]
states that P(s1, s2) should satisfy one of the following two conditions:

(i) P(s1, s2) ¼ k1 � P(s1,�s2) where k1 is a real constant (10:72)

(ii) P(s1, s2) ¼ k2 � P(�s1, s2) where k2 is a real constant (10:73)

We first consider case (i) above. Substituting s2¼�s2 into Equation 10.72, we obtain

P(s1,�s2) ¼ k1 � P(s1, s2)

Substituting this back into Equation 10.72, we get

P(s1, s2) ¼ k21 � P(s1, s2) (10:74)

So, k1
2¼ 1, i.e., k1¼þ1 or �1. Thus, Equation 10.72 becomes

P(s1, s2) ¼ �1 � P(s1,�s2) (10:75)

With that, we have the first two conditions of Theorem 10.5, Equations 10.64 and 10.65.
We now work on case (ii). Substituting s1¼�s1 into Equation 10.73, we have

P(�s1, s2) ¼ k2 � P(s1, s2) (10:76)

Substituting Equation 10.76 back into Equation 10.73, we get k2
2¼ 1, i.e., k2¼þ1 or �1. This gives us the

next two conditions for Theorem 10.5, Equations 10.66 and 10.67.
So far, we have assumed P(s1, s2) to be irreducible. If P(s1, s2) is reducible, then it can be expressed as a

product of irreducible factors:

P(s1, s2) ¼ k �
YN
i¼1

Pi(s1, s2) (10:77)

Let Pi(s1, s2) be one such irreducible factor in P(s1, s2). Invoking the unique factorization property on
Equation 10.71, we can see that Pi(s1, s2) must be present in either P(s1, �s2) or P(�s1, s2) and thus must
satisfy one of the following four conditions:

(a) Pi(s1, s2)¼ k1 � Pi(s1, �s2)
(b) Pi(s1, s2)¼ k2 � Pj(s1, �s2) where i 6¼ j
(c) Pi(s1, s2)¼ k3 � Pi(�s1, s2)
(d) Pi(s1, s2)¼ k4 � Pj(�s1, s2) where i 6¼ j

Cases (a) and (c) are identical to the ones for irreducible polynomials, so the previous results apply.
We need only investigate cases (b) and (d) here.
For case (b),

Pi(s1, s2) ¼ k2 � Pj(s1,�s2) (10:78)

10-22 Fundamentals of Circuits and Filters



We solve for Pj(s1, s2) by multiplying both sides by 1=k2 and substituting s2¼�s2:

Pj(s1, s2) ¼ 1
k2

� Pi(s1,�s2) (10:79)

Pi(s1, s2) � Pj(s1, s2) is a factor in P(s1, s2). Using Equation 10.79, this can be expressed as

Pi(s1, s2) � Pj(s1, s2) ¼ Pi(s1, s2) � 1k2 � Pi(s1,�s2) (10:80)

So, Pi(s1, s2) � Pi(s1, �s2) is a possible factor in P(s1, s2). This proves Equation 10.68 in Theorem 10.5.
Now, we work on case (d),

Pi(s1, s2) ¼ k4 � Pj(�s1, s2) (10:81)

Solving for Pj(s1, s2):

Pj(s1, s2) ¼ 1
k4

� Pi(�s1, s2) (10:82)

Now using Equation 10.82, the product of Pi(s1, s2) � Pj(s1, s2) can be expressed as

Pi(s1, s2) � Pj(s1, s2) ¼ Pi(s1, s2) � 1k4 � Pi(�s1, s2) (10:83)

Therefore Pi (s1, s2) � Pi (�s1, s2) is a factor in P(s1, s2) and this corresponds to Equation 10.69 in Theorem
10.5. This concludes the proof for Theorem 10.5.
Theorem 10.5 specifies the conditions each factor of a polynomial should satisfy to ensure quadrantal

symmetry in the magnitude response of the overall polynomial. However, these conditions (except 5
and 6) do not show the way of generating the polynomial factor that possesses the symmetry. In the
following, we will derive the forms of the polynomial factors that satisfy conditions 1 to 4 of
Theorem 10.5.

Corollary of Condition 1
Using Equation 10.54, we can write Equation 10.64 as the following:

P1 s21, s
2
2

� �þ s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �
¼ P1 s21, s

2
2

� �� s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �� s2P4 s21, s
2
2

� �

, s1s2P2 s21, s
2
2

� �þ s2P4 s21, s
2
2

� � ¼ �s1s2P2 s21, s
2
2

� �� s2P4 s21, s
2
2

� �

The above is only possible if P2(s1
2, s2

2)¼ 0 and P4(s1
2, s2

2)¼ 0.
Therefore,

P(s1, s2) ¼ P1 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �

This can be expressed as

P5(s1, s
2
2) (10:84)
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Corollary of Condition 2
Using Equation 10.54, we can write Equation 10.65 as the following:

P1 s21, s
2
2

� �þ s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �
¼ �P1 s21, s

2
2

� �þ s1s2P2 s21, s
2
2

� �� s1P3 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �

, P1 s21, s
2
2

� �þ s1P3 s21, s
2
2

� � ¼ �P1 s21, s
2
2

� �� s1P3 s21, s
2
2

� �

The above is only possible if P1(s1
2, s2

2)¼ 0 and P3(s1
2, s2

2)¼ 0. So,

P(s1, s2) ¼ s1s2P2 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �

This can be expressed as

s2 � P5(s1, s22) (10:85)

Corollary of Condition 3
Using Equation 10.54, we can write Equation 10.66 as the following:

P1 s21, s
2
2

� �þ s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �
¼ P1 s21, s

2
2

� �� s1s2P2 s21, s
2
2

� �� s1P3 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �

, s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� � ¼ �s1s2P2 s21, s
2
2

� �� s1P3 s21, s
2
2

� �

The above is only possible if P2(s1
2, s2

2)¼ 0 and P3(s1
2, s2

2)¼ 0.
Therefore,

P(s1, s2) ¼ P1 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �

This can be expressed as

P6(s
2
1, s2) (10:86)

Corollary of Condition 4
Using Equation 10.54, we can write Equation 10.67 as the following:

P1 s21, s
2
2

� �þ s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �þ s2P4 s21, s
2
2

� �
¼ �P1 s21, s

2
2

� �þ s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �� s2P4 s21, s
2
2

� �

, P1 s21, s
2
2

� �þ s2P4 s21, s
2
2

� � ¼ �P1 s21, s
2
2

� �� s2P4 s21, s
2
2

� �

The above is only possible if P1(s1
2, s2

2)¼ 0 and P4(s1
2, s2

2)¼ 0. So,

P(s1, s2) ¼ s1s2P2 s21, s
2
2

� �þ s1P3 s21, s
2
2

� �

This can be expressed as

s1 � P6(s21, s2) (10:87)
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Reviewing all the above, we can see that the general polynomial form, P5 (s1, s2
2) � P6 (s1

2, s2), satisfies
Equations 10.84 through 10.87.
Now, we can state the polynomials factors that satisfy conditions 1 through 6 of Theorem 10.5 in the

following corollary.

Corollary of Theorem 10.5
The following polynomial factors possess quadrantal symmetry in their magnitude responses:

1: P(s1, s
2
2) (10:88)

2: P(s21, s2) (10:89)

3: P(s1, s2) � P(s1,�s2) (10:90)

4: P(s1, s2) � P(�s1, s2) (10:91)

It is obvious that the product of any of the above polynomial factors satisfy the symmetry as well.

Examples

We now provide examples of (2,2) degree polynomials satisfying Equations 10.88 and 10.90.

1: P(s1, s
2
2) ¼ a0 þ a1s1 þ a2s

2
1 þ a3s

2
2 þ a4s1s

2
2 þ a5s

2
1s

2
2:

2: P(s1, s2) � P(s1,�s2)

Let P(s1, s2)¼ b0þ b1 s1þ b2 s2þ b3 s1 s2
Then,

P(s1, s2) � P(s1,�s2) ¼ (b0 þ b1s1 þ b2s2 þ b3s1s2) � (b0 þ b1s1 � b2s2 � b3s1s2)

¼ b20 þ 2b0b1s1 þ b21s
2
1 � b22s

2
2 � 2b2b3s1s

2
2 � b23s

2
1s

2
2

Using the same derivation procedure outlined above for quadrantal symmetry, we can obtain the
conditions and polynomial factors for the other symmetries.

10.8.2 Diagonal Symmetry for Analog Polynomials

THEOREM 10.6

A polynomial P(s1, s2) possesses diagonal symmetry in its magnitude response if its factors either alone
or jointly satisfy one of the following conditions:

1: P(s1, s2) ¼ P(s2, s1) (10:92)

2: P(s1, s2) ¼ �P(s2, s1) (10:93)

3: P(s1, s2) ¼ P(�s2,�s1) (10:94)

4: P(s1, s2) ¼ �P(�s2,�s1) (10:95)
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5: P(s1, s2) ¼ P1(s1, s2) � P1(s2, s1) (10:96)

6: P(s1, s2) ¼ P1(s1, s2) � P1(�s2,�s1) (10:97)

Corollary of Theorem 10.6
The following polynomial factors possess diagonal symmetry in their magnitude responses:

1: P1(s1, s2) (10:98)

2: P2 s21, s
2
2

� �þ s1s2P3 s21, s
2
2

� �þ s1P4 s21, s
2
2

� �� s2P4(s
2
2, s

2
1) (10:99)

3: P(s1, s2) � P(s2, s1) (10:100)

4: P(s1, s2) � P(�s2,�s1) (10:101)

where

P1(s1, s2) ¼ P1(s2, s1)

Pk s21, s
2
2

� � ¼ Pk(s
2
2, s

2
1) for k ¼ 2, 3

10.8.3 Fourfold (908) Rotational Symmetry for Analog Polynomials

THEOREM 10.7

A polynomial P(s1, s2) possesses fourfold rotational symmetry in its magnitude response if its factors
either alone or jointly satisfy one of the following conditions:

1: P(s1, s2) ¼ P(�s2, s1) (10:102)

2: P(s1, s2) ¼ �P(�s2, s1) (10:103)

3: P(s1, s2) ¼ P(s2,�s1) (10:104)

4: P(s1, s2) ¼ �P(s2,�s1) (10:105)

5: P(s1, s2) ¼ P1(s1, s2) � P1(�s2, s1) (10:106)

6: P(s1, s2) ¼ P1(s1, s2) � P1(s2,�s1) (10:107)

7: P(s1, s2) ¼ P1(s1, s2) � P1(�s2, s1) � P1(�s1,�s2) � P1(s2,�s1) (10:108)

Corollary of Theorem 10.7
The following polynomial factors possess fourfold rotational symmetry in their magnitude responses:

1: P1 s21, s
2
2

� �þ s1s2 � (s21 � s22) � P2 s21, s
2
2

� �
(10:109)

2: (s21 � s22)P1 s21, s
2
2

� �þ s1s2P2 s21, s
2
2

� �
(10:110)

3: P(s1, s2) � P(�s2, s1) (10:111)

4: P(s1, s2) � P(s2,� s1) (10:112)

5: P(s1, s2) � P(�s2, s1) � P(�s1,�s2) � P(s2,�s1) (10:113)

where Pk(s1
2, s2

2)¼Pk(s2
2, s1

2) for k¼ 1, 2.
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10.8.4 Octagonal Symmetry for Analog Polynomials

THEOREM 10.8

The following polynomial factors possess octagonal symmetry in their magnitude responses:

1: (s21 � s22)
a � P1 s21, s

2
2

� �
, where a ¼ 0 or 1 (10:114)

2: P(s21, s2) � P(s22, s1) (10:115)

3: P(s21, s2) � P(s22,�s1) (10:116)

4: P(s1, s
2
2) � P(�s2, s

2
1) (10:117)

5: P2(s1, s2) � P2(�s1, s2) (10:118)

6: P2(s1, s2) � P2(s1,�s2) (10:119)

where

P1 s21, s
2
2

� � ¼ P1(s
2
2, s

2
1)

P2(s1, s2) ¼ P2(s2, s1)

10.8.5 Summary of Analog and Digital Polynomial Factors
Possessing Symmetry

In Table 10.6, we state the digital polynomial factors that possess the various symmetries, alongside the
analog polynomial factors presented earlier. The digital polynomial factors can be derived by assuming
the general z-domain polynomial form in Equation 10.55 and following the same derivation steps as the
analog case.

10.9 Symmetry and Stability

A sufficient condition for the stability of 2-D analog filters [35–37] is that their transfer functions do not have
any poles in the region of the (s1, s2) biplane defined by Re(s1)� 0 and Re(s2)� 0, including infinite distant
points. Similarly, a sufficient condition for the stability of 2-D digital filters is that their transfer functions
do not have any poles in the region of the (z1, z2) biplane defined by jz1j � 1 and jz2j � 1. We will next
consider the analog domain and the digital domain stability conditions under the presence of symmetry.

10.9.1 Stability of Analog Filters with Symmetric Magnitude Response

The transfer function of an analog 2-D filter can be represented as a rational function in s1 and s2 as

T(s1, s2) ¼ P(s1, s2)
Q(s1, s2)

(10:120)

It can be shown that T(jv1, jv2) possesses various magnitude symmetries if P(jv1, jv2) and Q(jv1, jv2)
possess the same symmetries individually. Then for T(s1, s2) to possess a symmetry and be stable, Q(s1, s2)
should satisfy the conditions for the symmetry as well as the conditions for stability. The type of Q(s1, s2)
that satisfies these two conditions for quadrantal symmetry is presented in the following theorem.
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10.9.1.1 Quadrantal Symmetry

THEOREM 10.9

For T(s1, s2) to be stable and to possess quadrantal magnitude symmetry, P(s1, s2) should satisfy the
quadrantal symmetry conditions listed in Table 10.6 and the denominator polynomial should be product
separable as Q(s1, s2)¼Q1(s1)�Q2(s2) where Q1 and Q2 are stable 1-D polynomials.

Proof of Theorem 10.9: As mentioned above for T(s1, s2) to possess quadrantal magnitude symmetry in its
frequency response, Q(s1, s2) should be expressible as

Q(s1, s2) ¼ QA(s1, s
2
2) � QB(s

2
1, s2) (10:121)

TABLE 10.6 Analog and Digital Polynomial Factors Possessing Symmetry

Analog s-Domain Digital z-Domaina

Quadrantal symmetry

1. P(s1, s2
2) 1. Q(z1, x2)

2. P(s1
2, s2) 2. Q(x1, z2)

3. P(s1, s2)�P(s1,�s2) 3. Q(z1, z2)�Q(z1, z2�1)

4. P(s1, s2)�P(�s1, s2) 4. Q(z1, z2)�Q(z1�1, z2)

Diagonal symmetry

1. P1(s1, s2) 1. Q1(z1, z2)

2. P2(s1
2, s2

2)þ s1s2P3(s1
2, s2

2)þs1P4(s1
2, s2

2) � s2P4(s2
2, s1

2) 2. Q2(x1, x2)þ y1y2Q3(x1, x2)þ y1Q4(x1, x2) � y2Q4(x2, x1)

3. P(s1, s2)�P(s2, s1) 3. Q(z1, z2)�Q(z2, z1)
4. P(s1, s2)�P(�s2,�s1) 4. Q(z1, z2)�Q(z2�1, z1

�1)

where P1(s1, s2)¼ P1(s2, s1) and
Pk(s1

2, s2
2)¼Pk(s2

2, s1
2) for k¼ 2, 3.

where Q1(z1, z2)¼Q1(z2, z1) and
Qk(x1, x2)¼Qk(x2, x1) for k¼ 2, 3.

Fourfold (908) rotational symmetry

1. P1(s1
2, s2

2)þ s1s2�(s12� s2
2)�P2(s12, s22) 1. Q1(x1, x2)þ y1y2�(x1� x2)�Q2(x1, x2)

2. (s1
2� s2

2)P1(s1
2, s2

2)þ s1s2P2(s1
2, s2

2) 2. (x1� x2)Q1(x1, x2)þ y1y2Q2(x1, x2)

3. P(s1, s2)�P(�s2, s1) 3. Q(z1, z2)�Q(z2�1, z1)

4. P(s1, s2)�P(s2,�s1) 4. Q(z1, z2)�Q(z2, z1�1)

5. P(s1, s2)�P(�s2, s1)�P(�s1,�s2)�P(s2,�s1) 5. Q(z1, z2)�Q(z2�1, z1)�Q(z1�1, z2
�1)�Q(z2, z1�1)

where Pk(s1
2, s2

2)¼Pk(s2
2, s1

2) for k¼ 1, 2 where Qk(x1, x2)¼Qk(x2, x1) for k¼ 1, 2

Octagonal symmetry

1. (s1
2� s2

2)a �P1(s12, s22), where a¼ 0 or 1 1. (x1� x2)
a �Q1(x1, x2), where a¼ 0 or 1

2. P(s1
2, s2)�P(s22, s1) 2. Q(x1, z2)�Q(x2, z1)

3. P(s1
2, s2)�P(s22,�s1) 3. Q(x1, z2)�Q(x2, z�1

1 )

4. P(s1, s2
2)�P(�s2, s1

2) 4. Q(z1, x2)�Q(z2�1, x1)

5. P2(s1, s2)�P2(�s1, s2) 5. Q2(z1, z2)�Q2(z1
�1, z2)

6. P2(s1, s2)�P2(s1,�s2) 6. Q2(z1, z2)�Q2(z1, z2
�1)

where P1(s1
2, s2

2)¼P1(s2
2,s1

2) and P2(s1, s2)¼ P2(s2, s1) where Q1(x1, x2)¼Q1(x2, x1) and Q2(z1, z2)¼Q2(z2, z1)

a Note that xi¼ ziþ zi
�1 and yi¼ zi �zi

�1 for i¼ 1, 2.
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Now it can be easily seen that for any s1, QA(s1, s2
2) will have zeros in the right half of s2 plane unless QA is

a polynomial of s1 alone. Similarly it can be argued that QB should be a polynomial of s2 alone. In other
words, for Q(s1, s2) to possess stability and quadrantal magnitude symmetry, it should be expressible as a
product of two 1-D polynomials as

Q(s1, s2) ¼ Q1(s1) � Q2(s2) (10:122)

such that Q1 and Q2 are stable analog polynomials.Q.E.D.

10.9.1.2 Octagonal Symmetry

As quadrantal symmetry is an integral part of octagonal symmetry, for T(s1, s2) to possess octagonal
symmetry it should first satisfy the conditions for quadrantal symmetry, i.e., the denominator polynomial
should be separable. Then it can be shown that as octagonal symmetry also implies diagonal symmetry,
Q(s1, s2) should be expressible as

Q(s1, s2) ¼ Q1(s1) � Q1(s2) (10:123)

10.9.1.3 Rotational Symmetry

In a similar manner examining the various factors that can be present in the polynomials possessing
rotational symmetry, it can be shown that the denominator polynomial of a stable 2-D analog filter
possessing rotational magnitude symmetry should be expressible as

Q(s1, s2) ¼ Q1(s1) � Q1(s2) (10:124)

10.9.1.4 Diagonal Symmetry

It can be shown that the denominator of a stable 2-D analog filter possessing diagonal magnitude
symmetry should satisfy the stability conditions and satisfy the symmetry condition:

Q(s1, s2) ¼ Q(s2, s1) (10:125)

10.9.2 Stability of Digital Filters with Symmetric Magnitude Response

Now applying the stability conditions on the polynomial factors that possess the various magnitude
symmetries, the following conditions on the denominator polynomials of 2-D digital filters are obtained.

10.9.2.1 Quadrantal Symmetry

The denominator polynomial of a stable 2-D digital filter possessing quadrantal symmetry in its
magnitude response can be expressed as

Q(z1, z2) ¼ Q1(z1) � Q2(z2) (10:126)

where Q1 and Q2 are 1-D stable polynomials.
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10.9.2.2 Octagonal Symmetry

The denominator polynomial of a stable 2-D digital filter possessing octagonal symmetry in its magni-
tude response can be expressed as

Q(z1, z2) ¼ Q1(z1) � Q1(z2) (10:127)

10.9.2.3 Rotational Symmetry

The denominator polynomial of a stable 2-D digital filter possessing rotational symmetry in its magni-
tude response can be expressed as

Q(z1, z2) ¼ Q1(z1) � Q1(z2) (10:128)

10.9.2.4 Diagonal Symmetry

The denominator polynomial of a stable 2-D digital filter possessing diagonal symmetry in its magnitude
response should satisfy the stability condition and satisfy the symmetry condition:

Q(z1, z2) ¼ Q(z2, z1) (10:129)

10.10 Filter Design Procedure

We now present the design steps for 2-D z-domain separable denominator IIR filters with symmetry in
the magnitude response. Computer optimization is used in this procedure to obtain the filter coefficients
such that the filter specifications are satisfied.
Steps:

1. Identify the type of symmetry in the magnitude response specifications for the filter.
2. Assume a transfer function of the form

H(z1, z2) ¼ N(z1, z2)
D(z1) � D(z2) (10:130)

Select the numerator from the list of polynomials in Table 10.6, such that it satisfies the required
symmetry identified in Step 1. The denominator is chosen to be separable so that its stability can be
easily assured. This denominator possesses all four types of symmetries.

3. Select a suitable order for the filter such that the specifications can be met.
4. Choose a region in the (u1, u2) frequency plane to specify the desired magnitude response. (Note

that ui¼vi �T). For quadrantal, diagonal, and rotational symmetries, the region need only be a 908
sector in the frequency plane. For octagonal symmetry, it need only be a 458 sector. Specify the
frequency sample points in this region using concentric circles or rectangular grids.

5. Form an objective function to be minimized. This will be based on the difference between the
magnitude response of the transfer function and the desired magnitude response, at the selected
frequency points. One such objective function is

J ¼
X
k

X
l

wkl[F(u1k, u2l)� Fd(u1k, u2l)]
2 (10:131)
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where
F is the magnitude-squared response
u1k, u2l are the sample frequency points where the desired response is specified
wkl are the weights on errors

In this function, the variables to be optimized are the coefficients of the transfer function. The
weights wkl are chosen so as to provide the emphasis on the accuracy needed at different frequency
points.

6. Use any minimization algorithm, such as those provided in MATLAB, to minimize the objective
function J and obtain the optimal values for the filter coefficients. Verify that the filter specifica-
tions can be met with this set of filter coefficients. If not, make adjustment to the minimization
algorithm and repeat the process.

7. Check the stability of the filter by finding the poles. Any unstable pole can be stabilized by
replacing it with its inverse pole.

10.11 Filter Design Examples

10.11.1 Bandpass Filter

Using the procedure discussed in Section 10.10, we now design a bandpass filter with the ideal filter
specification shown in Figure 10.6.

It can be seen that the filter possesses diagonal symmetry. So we select the numerator to be N(z1, z2)¼
N(z2, z1), which is case (1) in the list of polynomials for diagonal symmetry in Table 10.6. We choose the
order of the filter to be (4,4) and wkl equal to 1 for all k and l. Because of the diagonal symmetry
constraints, the number of variables to optimize is reduced from 33 to 19. The following are the forms for
the numerator and denominator:

Stopband (gain = 0) θa =1

θb =2θ2

θb

θb

θa

θa

–θa

–θb

π

π

π

0–π

θ1 = –θ2 θ1 = θ2

θ1

–θb –θa

Passband (gain = 1)

FIGURE 10.6 Specification for a bandpass filter with diagonal symmetry.
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N(z1, z2) ¼

z02

z12

z22

z32

z42

a00 a10 a20 a30 a40

a10 a11 a21 a31 a41

a20 a21 a22 a32 a42

a30 a31 a32 a33 a43

a40 a41 a42 a43 a44

2
66666664

3
77777775

z01 z11 z21 z31 z41

(10:132)

and D(zi)¼ b0þ b1ziþ b2zi
2þ b3zi

3þ zi
4, i¼ 1, 2

Also, because of symmetry, we need only specify the desired response in a reduced region (908 sector)
in the frequency plane. In this case, we use the sector from 458 to 1358, and specify the sample points
using rectangular grids.
We use the ‘‘lsqnonlin’’ routine in MATLAB Optimization Toolbox to minimize the objective

function. The MATLAB M-files used to optimize the filter are listed in the Appendix at the end of the
chapter. Optimize.m is the main program. Z2diir1.m calculates the objective and gradient functions.
Diasym.m, Diasym1.m, and Diasym2.m are supporting M-files that impose the diagonal symmetry
constraints on the objective and gradient functions. The coefficients to be optimized are arranged in
vector form: xzo¼ [a00 a10 a20 a30 a40 a11 a21 a31 a41 a22 a32 a42 a33 a43 a44 b0 b1 b2 b3].

The transfer function coefficients of the optimized filter are listed below, together with the contour and
3-D magnitude plots (Figure 10.7). We verified that the filter is stable and meets the specification.

a00¼ 0.05691572886174 a10¼�0.02461862190217

a20¼ 0.00986568924226 a30¼�0.01034804473379

a40¼ 0.05820287661798 a11¼�0.02118017629239

a21¼�0.00404160157329 a31¼ 0.03303916563349

a41¼�0.01033357674522 a22¼ 0.00255022502754

a32¼�0.00398097317269 a42¼ 0.00985123577827

a33¼�0.02118784417373 a43¼�0.02462035270181

a44¼ 0.05691802180139

b0¼ 0.45583704915947 b1¼�0.09763672454601

b2¼ 0.87533799314168 b3¼�0.03923759607499

Bandpass (optimized) Bandpass (optimized)
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θ 2
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FIGURE 10.7 Contour and 3-D magnitude plots of the optimized bandpass filter.

10-32 Fundamentals of Circuits and Filters



Other types of filters can be designed using the same procedure. In the following, we provide examples of
low-pass, high-pass, and bandstop filters with diagonal symmetry. We assume the same forms for the
numerator and denominator as in Equation 10.132, and the same (4,4) filter order. Onlyminormodifications
to optimize.m are needed to accommodate the different filter specifications. For each example, the initialfilter
specification, together with the final optimized filter coefficients andmagnitude plots are shown (Figures 10.8
through 10.13).

10.11.2 Low-Pass Filter

Optimized low-pass filter coefficients:

a00¼ 0.00529914307068 a10¼�0.01633617926751

a20¼�0.02625235827634 a30¼ 0.01872969469730

a40¼ 0.01576064607841 a11¼ 0.04957401022387

a21¼ 0.00624440464280 a31¼ 0.02162875055170

a41¼�0.05297244650352 a22¼�0.03401010515043

a32¼ 0.01453009659277 a42¼ 0.03055298078630

a33¼�0.02221031405884 a43¼�0.02655353678757

a44¼ 0.03073948639145

b0¼ 0.35738777321908 b1¼�1.34613176291069

b2¼ 2.36229363863415 b3¼ �2.3649826259138

Stopband (gain = 0)

θ2

θ1

θ1 = –θ2 θ1 = θ2

0

θa = 1

π

–θa

–θa

θa

θa–π

π

π

Passband (gain = 1)

FIGURE 10.8 Specification for a low-pass filter with diagonal symmetry.
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10.11.3 High-Pass Filter

Optimized high-pass filter coefficients:

a00¼ 0.11673568605736 a10¼�0.23177721297900

a20¼ 0.43419109379123 a30¼�0.29863295283199

a40¼ 0.00449321269615 a11¼ 0.46365543368518

a21¼�1.00357273137798 a31¼ 0.64451471450031

a41¼ 0.00269015989674 a22¼ 1.92318260896734

a32¼�1.18903964365735 a42¼ 0.04108825448793

a33¼ 0.80208033691209 a43¼�0.06731123126511

a44¼ 0.04023458665886

b0¼ 0.0138207726422 b1¼�0.29223860287727

b2¼ 0.72903725441097 b3¼�1.30068296054482

Lowpass (optimized)
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FIGURE 10.9 Contour and 3-D magnitude plots of the optimized low-pass filter.

Stopband (gain = 0)

Passband (gain = 1) θ2

θ1 = –θ2 θ1 = θ2

θa = 1

θa

0 θa θ1

–θa

–θa

–π

π

π

π

FIGURE 10.10 Specification for a high-pass filter with diagonal symmetry.
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10.11.4 Bandstop Filter

Optimized bandstop filter coefficients:

a00¼ 0.14253026125402 a10¼�0.08096362308810

a20¼ 0.46623126507478 a30¼�0.08095523783769

a40¼ 0.14066200552071 a11¼ 0.06747075188723

a21¼�0.24257225896378 a31¼ 0.01771229512751

a41¼�0.07763999364081 a22¼ 1.34634826088519

a32¼�0.24794622466503 a42¼ 0.46598192581512

a33¼ 0.06876898730115 a43¼�0.08375671190833

a44¼ 0.14179014155689

b0¼ 0.13819412133529 b1¼�0.11427757850242

b2¼ 0.79195400054775 b3¼�0.302423248254

Highpass (optimized)Highpass (optimized)
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FIGURE 10.11 Contour and 3-D magnitude plots of the optimized high-pass filter.

Stopband (gain = 0)

Passband (gain = 1)

θ2

θ1

θa =1
θb =2

θ1 = θ2θ1=–θ2

–θb
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π
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–θa
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FIGURE 10.12 Specification for a bandstop filter with diagonal symmetry.

Application of Symmetry 10-35



Appendix: MATLAB Programs for Filter Design

Program 1: optimize.m

% Program to optimize for the 2-D bandpass filter in Figure 10.6

clear all;
close all;
order1¼ 4;
order2¼ 4;
pdiv¼ 15;
sdiv¼ 15;
pts¼ 20;

% use a known IIR transfer function for the initial values
[numz10,denz10]¼ cheby1(order1=2,0.5,[1=pi 2=pi]);
[numz20,denz20]¼ cheby1(order2=2,0.5,[1=pi 2=pi]);

% convert this transfer function to a form for optimization
xz0¼ [];
for n¼ 1:order2þ1

xz0¼ [xz0,numz10*numz20(n)];
end
xz0¼ [fliplr(xz0),fliplr(denz10(2:order1þ1)),fliplr(denz20(2:order2
þ1))];
xz0¼diasym2(xz0,order1); %xz0 contains the initial values

% specify the desired response in the frequency plane
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FIGURE 10.13 Contour and 3-D magnitude plots of the optimized bandstop filter.
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div¼ pdivþsdiv;
t2¼ [linspace(0,1,pdivþ1) linspace(1.1,pi,sdiv)];
t2¼ t2(2:divþ1);
theta1¼ []; %theta1 and theta2 are the sample frequency points
theta2¼ [];
for n¼ 1:length(t2)
pt¼ round(t2(n)*pts);
theta1¼ [theta1 linspace(-t2(n),t2(n),pt)];
theta2¼ [theta2 ones(1,pt)*t2(n)];

end
fd¼ []; %fd contains the desired response
for n¼ 1:length(theta1)
if theta1(n)>¼ 1 & theta2(n)<¼ 2
fd¼ [fd 1];

else
fd¼ [fd 0];

end
end

% optimize for the transfer function
optionz¼ optimset(‘Jacobian’,‘on’,‘Display’,‘iter’);
xzo¼ lsqnonlin(‘z2diir1’,xz0,[],[],optionz,order1,order2,theta1,the
ta2,fd); %xzo contains the optimized filter coefficients

%plot the optimized magnitude response
points¼ 50;
theta1¼ linspace(-pi,pi,points);
theta2¼ linspace(-pi,pi,points);
[X,Y]¼meshgrid(theta1,theta2);
X1¼ reshape(X,1,points^2);
Y1¼ reshape(Y,1,points^2);
dummy¼ zeros(1,points^2);
zresp¼ sqrt(z2diir1(xzo,order1,order2,X1,Y1,dummy));
zresp1¼ reshape(zresp,points,points);
figure;
c¼ contour(X,Y,zresp1);
clabel(c);
xlabel(‘\it\theta_1’)
ylabel(‘\it\theta_2’)
title(‘Band-pass (optimized)’);
figure
mesh(X,Y,zresp1);
view(37.5,37.5);
title(‘Band-pass (optimized)’);
xlabel(‘\theta_1’)
ylabel(‘\theta_2’)
zlabel(‘Magnitude’)
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Program 2: z2diir1.m

function [F,J]¼ z2diir1(x,order1, order2,theta1,theta2,fd)
x¼diasym(x,order1);
order¼ (order1þ1)*(order2þ1);
xnum¼ x(1:order);
xden1¼ [x(orderþ1:orderþorder1) 1];
xden2¼ [x(orderþ1þorder1:length(x)) 1];
n¼ 0:order1;
m¼ 0:order2;
Ltheta¼ ones(1,length(theta1));
theta1a¼ (ones(order1þ1,1)*exp(-i*theta1)).^( n0*Ltheta );
theta1b¼ repmat(theta1a,order2þ1,1);
theta2a¼ (ones(order2þ1,1)*exp(-i*theta2)).^(m0*Ltheta);
theta2b¼ repmat(theta2a.0,order1þ1,1);
theta2b¼ (reshape(theta2b,length(theta2),order)).0;
A¼ xnum.0*ones(1,length(theta1));
thetablock¼ theta1b.*theta2b;
fnum¼ sum(A.*thetablock);
fden1¼ sum( (xden1.0*Ltheta).*theta1a);
fden2¼ sum( (xden2.0*Ltheta).*theta2a);
fden¼ fden1.*fden2;
f¼ fnum.=fden;
fstar¼ conj(f);
F¼ f.*fstar-fd;
if nargout> 1

A1¼ (ones(order,1)*(fstar.=fden)).*thetablock;
B1¼ (ones(order1þ1,1)*(-f.*fstar.=fden1)).*theta1a;
B2¼B1(1:order1,:);
C1¼ (ones(order2þ1,1)*(-f.*fstar.=fden2)).*theta2a;
C2¼C1(1:order2,:);
R¼ [A1;B2;C2];
result¼Rþconj(R);
J¼diasym1(result,order1).0;

end

Program 3: diasym.m

function x1¼diasym(x,order1)
A¼ [];
ord¼ order1þ1;
ind¼ 1;
for n¼ 1:ord

k¼ ord-nþ1;
A(:,n)¼ [zeros(1,ord-k), x(ind:(indþk-1))].0;
ind¼ indþk;

end
A1¼ tril(A,-1);
A2¼A1.0;
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A3¼AþA2;
x1¼ reshape(A3,1,ord*ord);
x2¼ x(ind:indþorder1-1);
x1¼ [x1 x2 x2];

Program 4 – diasym1.m

function result¼diasym1(A,order1)
ord¼ order1þ1;
ord1¼ ord^2;
a¼ 1:ord1;
b¼ reshape(a,ord,ord);
c1¼ triu(b,1)0;
d1¼ c1(:);
e2¼ find(d1)0;
e1¼d1(e2)0;
f1¼ [e1 ord1þord:ord1þ2*order1];
f2¼ [e2 ord1þ1:ord1þorder1];
A(f2,:)¼A(f1,:)þA(f2,:);
A(f1,:)¼ [];
result¼A;

Program 5: diasym2.m

function result¼diasym2(A,order1)
ord¼ order1þ1;
ord1¼ ord^2;
a¼ 1:ord1;
b¼ reshape(a,ord,ord);
c1¼ triu(b,1)0;
d1¼ c1(:);
e2¼ find(d1)0;
e1¼d1(e2)0;
f1¼ [e1 ord1þord:ord1þ2*order1];
A(f1)¼ [];
result¼A;
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11.1 Resistor

11.1.1 Linear Resistor

11.1.1.1 Introduction

An ideal resistor is an electronic component, the fundamental feature of which is resistance R according
to Ohm’s law expressed by the equation

V ¼ RI (11:1)
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where
V represents voltage in volts
I is the current in amperes
R is the resistance in ohms

The main parameters of a resistor are nominal resistance value, nominal power dissipation, and limited
voltage value. According to their construction and technology, we can divide resistors into five groups:
wirewound resistors, foil resistors, thin film resistors, thick film resistors, and bulk resistors. Each group
has some advantages and disadvantages; until now it has been impossible to manufacture all of the
needed resistors within one technology. It is more interesting to divide resistors with respect to their
application into two groups as follows:

1. Fixed resistors, including low-power resistors of 0.05–2 W, high-power resistors of 2–100 W, high-
voltage resistors, high-ohmic resistors, chip resistors, resistive networks

2. Variable resistors (potentiometers), including rotary control potentiometers, slide control poten-
tiometers, preset potentiometers, and special potentiometers

11.1.1.2 Fixed Resistor

An ideal fixed resistor is an electronic component, the resistance value of which is constant with time and
different environmental conditions. In practice, we can observe some changes of resistance in time and
under high temperature, high humidity, frequency, and electrical load conditions, and so on. Those
changes of a resistance, called the instability of resistor, are the basis for classification of resistors
according to the requirements of the International Electrical Commission (IEC) and the International
Organization for Standardization (ISO 9000–9004) in order to build in a reliability system.
Figure 11.1 presents different kinds of fixed resistors. Each resistor is marked mainly by resistance

value R and production tolerance dp(�). Nominal resistance is rated according to the E6, E12, E24, E48,
and E96 series. It is very important for the user to know not only the production deviation dp but also
dynamic tolerance D.

Dynamic tolerance D and resistor class: The author’s proposal for calculation of the dynamic tolerance
D is given by Equations 11.2 and 11.3:

Dþ ¼ dp(þ) þ dþ c * s (11:2)

D� ¼ dp(�) � d� c * s (11:3)

where

d ¼ 1
n

Xn
i¼1

di (11:4)

di ¼ Ri(t)� Ri(0)
Ri(0)

� 100% (11:5)

where
n is the quantity of samples in test
t is the test time
Ri is the resistance of i, the resistor

s ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
n

Xn
i¼1

(di � d)2
s

(11:6)

c¼ 1.28 for probability level 90% cases inside the range d� 1:28*s, c ¼ 1:64 for probability level 95%
cases inside the range d� 1:64*s.
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Figure 11.2 illustrates dynamic tolerance D as an example of a thick film resistor endurance test
prolonged up to 10,000 h. Resistors of 20 kV were manufactured by the Telpod factory (Poland) from
Birox 1441 Du Pont paste. In Equations 11.2 and 11.3, for the long-life stability test, the coefficient c is
chosen for normal distribution of changes di for tj¼ 1000 h because many experiments performed by
author improved it with a high level of confidence. The hot humidity test causes distribution of changes
asymmetrical, however.
The results of tests obtained for 400 resistors are shown in Figure 11.3a and b. For asymmetrical

distribution, the following values for c parameters are suggested: c1¼�1 for di < d and c2¼þ3 for
di > d. Dynamic tolerance D is recommended by IEC Publ. 115, 1982 because quality classes are connected
directly, with instability dmax, which is presented in Table 11.1. In practice, dmax¼ dþ cs according to
Equation 11.2.
In accordance with IEC Publ. 115-5, 1982, the following classes of resistors are ranked according to

precision group (see Table 11.2).

Temperature coefficient or resistance: The influence of temperature on resistance might be observed:

1. When the resistor is exposed to high temperature for a long time; this results in irreversible
changes in resistance.

2. When the resistor is exposed to thermal condition of short duration (0.5 h); this results in
reversible changes in resistance that are measured as temperature coefficient of resistance
(TCR).

FIGURE 11.1 Typical fixed resistors: (a) film resistor: 1—metal cap, 2—electrode, 3—resistive layer, 4—groove, cut
along screw line, 5—termination; (b) bulk composition resistor: 1—resistive composition, 2—termination, 3—pressed
encapsulation; (c) high-voltage 100 MV thick film resistor; (d) wirewound power resistor, 1—resistive wire,
2—ceramic tube (substrate), 3—termination, 4—cement overcoating, 5—welded point, 6—cut for mechanical fixing
of termination; and (e) thick film resistor with radiator.
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TABLE 11.1 Instability after Tests for Different Quality Resistor Classes

dmax after Tests:
Endurance Test

Hot Humidity Test
Classes Climate Cycles Test Recommended dp Remarks

15 �(15%þ 0.5 V) �20%, �10%, �5%

10 �(10%þ 0.5 V) �2%, �1% Common use resistor

5 �(5%þ 0.1 V)

3 �(3%þ 0.1 V)

2 �(2%þ 0.1 V) �5%, �2%, �1%

1 �(1%þ 0.05 V) �0.5%, �0.25% Stable resistor

0.5 �(0.5%þ 0.05 V) �0.1%

0.25 �(0.25%þ 0.05 V)

TABLE 11.2 Different Resistor Classes Ranked according to Precision Group

Classes dmax after Tests Recommended dp

0.5 �(0.5%þ 0.05 V) �1%, �0.5%, �0.25%

0.25 �(0.25%þ 0.05 V) �0.1%, �0.05%

0.1 �(0.1%þ 0.01 V) �0.025%

0.05 �(0.05%þ 0.01 V) �0.01%

(a) (b)
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FIGURE 11.2 Resistor tolerance in exploitation. (a) The changes of resistance d in time t td ¼ w1(t), dþ 1:64*s ¼
w2(t)d� 1:64*s ¼ w3(t) and (b) dynamic tolerance D as a function of time. Test time 10,000 h, dp¼�0.25%.
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FIGURE 11.3 Distribution of d (histogram). (a) Results after 1000 h endurance test: x2 ¼ 5:01, x20:05,5 ¼ 11:7,
n ¼ 150 pcs, �d ¼ 0:45%, s ¼ 0:24%; (b) result after 21-day hot humidity test: x2 ¼ 100, x20:05,8 ¼ 15:5,
n ¼ 246 pcs, d ¼ 0:79%, s ¼ 0:47%, x2—chi square distribution.
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TCR may be calculated from Equation 11.7 and in practice from Equation 11.8

TCR ¼ 1
R
@R
@T

(11:7)

TCR ¼ 1
R0

RT � R0

T � T0
(11:8)

where
R0 is the resistance measured at room temperature T0
RT is the resistance measured at temperature T
T0 is the room temperature

In Figure 11.4, some curves R(T) are presented versus temperature for four types of resistors. It can be
seen that in the tested range of temperature, TCR is positive and constant for curves 1 and 2 but negative
and constant for curve 4. A different result is obtained for curve 3; at temperatures lower than Tm, TCR is
negative, at higher temperatures than Tm, TCR is positive, and at Tm, TCR¼ 0. When Tm¼ 408C,
that type of resistor is the most interesting for users, because in the operating temperature range of
208C–608C, TCR is very small, almost zero.

As recommended by IEC Publ. 115, 1982, TCR limit values for different quality classes of resistors are
shown in Table 11.3. Data in positions 1–5 refer to common use resistors, in positions 6–10, data refer to
stable resistors, and in positions 11–15 to precision resistors.

Resistive network: In electronic circuits, resistors are often used as elements of dividers. In that case, it is
more convenient to apply resistive networks (see Figure 11.5).

1.02

1.01

1.00

0.99

0.98

R(T )/R20

20 KΩ

3
3
2
1

–40 400 80 120 140

4Tm

T (°C)

FIGURE 11.4 Dependence of resistance on ambient temperature. 1—wirewound resistor, 2—thin film resistor,
3—thick film ruthenium based resistor, 4—pyrolitic carbon resistor.

TABLE 11.3 TCR Limit Values for Different Quality Classes of Resistors

TCR TCR TCR
Number (ppm=K) Number (ppm=K) Number (ppm=K)

1 �2500 6 �250 11 �25

2 �800 to þ2500 7 �100 12 �20

3 �1000 8 �50 13 �15

4 �400 to �1000 9 �25 14 �10

5 �500 10
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Because the resistive network is deposited on a substrate in one technological cycle, both the TCR and
time instability d are almost the same for different resistors in the network. It appears to be more
important for a user of a circuit to know differences D TCR and Dd instead of absolute values of TCR or
d. It is estimated that D TCR can exhibit values of 1–3 ppm=K for TCR� 50 ppm=K and Dd can get value
of 0.02% for d¼ 0.5%.

Chip resistor: The development of electronic circuit mounting technology is going toward reliability and
flexibility improvement and this results in a new assembly technique, known as surface mounting
technology (SMT). Because SMT components have no terminations, their dimensions can be reduced.
The smallest chip resistor is 2.5 mm long. Figure 11.6 depicts a 0.25 W chip resistor. Requirement

(a) (b)

1
2

3

4

5

6

7
R2

R1

FIGURE 11.5 Thick film resistive network. (a) Topography of divider: 1—substrate, 2—resistor R1, 3—resistor R2,
4—wire termination, 5—soldering point, 6—conductive path, 7—insulating saddle and (b) electrical circuit.

Ceramic substrate

End termination

Protective coat (overglaze)

Resistor layer

Inner electrode0.60
± 0.1

0.50 ± 0.25

1.6
± 0.15

+0.15
–0.203.2

Protective coat

FIGURE 11.6 Chip resistor, nominal power 0.25 W (Philips Components Catalogue, 1989). Dimensions are in
millimeters.
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parameters for chip resistors are the same as for fixed resistors with terminations. Thick film technology
is often used in manufacturing chip resistors.

High-ohmic, high-voltage resistor: Usually resistors have resistances below 10 MV but sometimes
resistors up to 10 GV are needed (e.g., in pH measurements, radiation particle detection, and so on).
Only thick film technology enables production resistors of such high resistance values. Because the range
of sheet resistance of the thick film layer changes from 1 V=square to 100 MV=square, we can easily get a
resistance range from 1 to 10 GV. Laser trimming and shaping of the layer allows easily to get from 100
to 1000 squares of resistive layer.
A very high value of sheet resistance decreases the thermal and long-life stability of resistors, so it is

advisable to design stable resistance with inks of 1 MV=square and to obtain the required resistance value
by multiplying the number of squares.
High-ohmic resistors can be used as high-voltage resistors if their resistive paths are long enough.
The required voltage strength is a maximum of 2 kV=cm of resistive path. These types of resistors are

used up to 10 kV in TV focusing systems.

High-power resistor: Very often, in electrical systems as well as in some electronic circuits (e.g., power
suppliers, power amplifiers, R-TV transmitters, and radar equipment), resistors with dissipation power
above 5 W are necessary. For dc and low-frequency applications up to 100 W, power resistors are realized
by a cement layer but high parasitic inductance makes them useless for higher frequency performances.
Film and band resistors have very good high-frequency characteristics and they are suggested for high-
frequency applications. Resistive bands are made of boron–carbon or other compositions. Nominal
resistance ranges are as follows: 50, 75, 300, and 600 V. In Figure 11.7, a band resistor of low inductance
is shown.

11.1.1.3 Variable Resistor

The variable resistor, very often called a potentiometer, is an electronic component in which by
movement of mechanical wiper the resistance is regulated. A variable resistor can regulate voltage
when it is joined to the circuit as a fourth-pole element (Figure 11.8a). It can regulate current when it
is joined to the circuit as a twin-pole element in series with load RL (Figure 11.8b). Requirements for
variable resistors are similar as for fixed resistors but several additional problems must be considered:
mechanical endurance, rotational noise, contact resistance variation (CRV), the type of regulation curve
(taper), and parallel curves in tandem potentiometers (stereo potentiometers).
Variable potentiometers can be divided into three groups: rotary control potentiometers, slide control

potentiometers, and preset potentiometers.
In Figure 11.9, photos of different types of potentiometers are shown. With respect to their application

we can divide potentiometers into several categories: standard type (common use) potentiometers with a

150 mm

1
32

4

FIGURE 11.7 High-frequency resistor, nominal power 60 W. 1—resistive band, 2—band termination, 3—hot
pressed overcoat, 4—holes for decreasing contact resistance.
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carbon polymer resistive layer, high-stability potenti-
ometers with a cermet layer, precision potentiometers
formed as wirewound, or thin film ones.
To increase sensitivity of regulation, a lead screw

actuated potentiometer is used, in which the screw
moves the nut connected with the wiper. Slow displace-
ment of the wiper causes fluent resistance regulation.
Specially built potentiometers (helipots) are used for

precise regulation (see Figure 11.10). In that case, the
wiper is moving along a screw line. This means that for
10 rotations of shaft, the total angle is 36008 and the way
of wiper is 10 times longer than in a simple rotary
potentiometer. In helipots, precision of adjustment
depends on the diameter of potentiometer. This type

(a) (b)

V1

V2 RL

R
V1

I

V2 RL

FIGURE 11.8 Potentiometer in an electric circuit: (a) as four-pole, voltage divider and (b) as twin-pole, rheostat.

FIGURE 11.9 Photos of different potentiometers.

FIGURE 11.10 Helipot—a principle of work.
(From Bourns, Inc., The Potentiometer Handbook,
McGraw-Hill, New York, 1975. With permission.)
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of a potentiometer is manufactured by Beckman,
Bourns, and others.

Mechanical endurance: During the test of mechanical
endurance, the wiper has to perform many total cycles.
For present potentiometers, the number of cycles is
100–500; for control potentiometers it is 105–106 cycles.

Regulation curves (taper): The most popular regulation
curve is a straight line; but as it is well known, our ear
has a logarithmic characteristic. Therefore, for volume
regulation in radios, audio amplifiers, and television
sets, potentiometers with an exponential curve must
be used. Figure 11.11 shows typical curves (tapers) of
potentiometers.
In practice, a nonlinear curve is exactly realized by a

few linear segments of resistive layer. Because each
segment has another resistivity, it is necessary to use
several segments to obtain a better exponential or anti-
exponential approximation. The minimum number of

segments to perform an exponential curve is two, but then some steps in regulation are unavoidable. In
production, we can achieve potentiometers performing sinus, cosinus, and other curves.

Curve parallelism of stereo tandem potentiometers: A stereo potentiometer with an exponential curve
has to fulfill the additional requirement for parallel curves; both potentiometers are controlled by one
roller (e.g., at attenuation of 40 dB the difference between both curves must be smaller than 2 dB).

11.1.2 Nonlinear

11.1.2.1 Varistor

A voltage-dependent resistor (VDR), called a varistor, is a resistor whose characteristic V versus I is not
a straight line and a small change of voltage causes
a significant change of current according to the
equation

V ¼ CIb (11:9)

where
b is the nonlinearity coefficient¼ 0.03–0.4 (it
depends on the material and manufacturing
technology)

C is the varistor-dependent coefficient

The main parameters of varistor are nonlinearity
coefficient b and varistor voltage Vv measured at
constant current, for example, 1 mA. Comparisons
of the characteristics of a linear resistor and two types
of varistors are shown in Figure 11.12.
A varistor can be used for dc voltage stabilization

and especially for electronic circuit protection against

R/RT (%)
100

50

0
10050

1

2

3

X/XT (%)

FIGURE 11.11 The main tapers of potenti-
ometers. 1—linear, 2—exponential, 3—antiexpo-
nential. XT—total wiper direction, RT—total
resistance. At the beginning and at the end of
wiper movements there are very low resistive paths.

1

1

2

2

3

3

V

I

VV

FIGURE 11.12 Voltage versus current character-
istics. 1—linear resistor, 2—SiC varistor, 3—ZnO
varistor, Vv—varistor voltage.
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overvoltage pulses caused by industrial distortions and atmospheric discharges. Coefficient b is calculated
from Equation 11.10:

b ¼ lg(V2)=(V1)
lg(I2)=(I1)

(11:10)

when I2=I1¼ 10, the denominator is equal to 1 and

b ¼ lgV2 � lgV1 (11:11)

To explain the above relation, Figure 11.13 is helpful, where both V and I are in logarithmic scale. The
slope of the straight line segment of this curve equals b. For SiC varistors (curve 2 in Figure 11.12),
b¼ 0.12–0.4; for ZnO varistors however b¼ 0.03–0.1.
Varistor voltage is in the range of 4 V up to 2 kV; it depends on varistor thickness (length). To get a

higher operating voltage, disk varistors should be connected in pile. Maximum pulse current is in the
range of 0.2 A up to 2 kA; it depends on the diameter of the varistor body. For pulse work, the following
additional parameters are important: the capacity of the varistor (it is in the range of 100 pF up to 1 mF)
and absorption energy (it is in the range 1–2200 J) [10].

11.1.2.2 Thermistor

A temperature-dependent resistor, called a thermistor, is a resistor with significant TCR, which can be
positive (PTC) or negative (NTC). Some groups of thermistors are characterized by a very rapid change
of resistance in temperature. Those thermistors are called critical temperature resistors (CTR). They can
be positive CTRP or negative CTRN. Figure 11.14 presents typical characteristics R versus T for different
types of thermistors.
NTC and PTC thermistors are used for stabilization of the working point in temperature for

different electric circuits and as well as for temperature measurement. CTR thermistors are applied
as protective elements against overheating in electronic circuits. CTRPs are used in degaussing circuits
in color TV tubes. In some catalogs, CTRPs are called PTCs [7]. The electrical, climatic, and mechanical
requirements of thermistors are almost the same as for fixed resistors but some additional parameters
were introduced as well, such as thermal time constant (in seconds), heat capacity (in J=K), dissipation
factor (in mW=K), switch temperature or critical temperature (in 8C) (for CTRs only). The first three

lgV (V )

lgV2

lgV1
α

lg I (A)

10–4 10–3 10–2 10–1 101

FIGURE 11.13 log(V)=log(I) characteristic of a
varistor for nonlinearity coefficient b description.
b¼ tga¼ log V2�log V1; I2=I¼ 10.

104

105

103

102

10

R (Ω)
CTRp

PTC

CTRN
T (°C)

50 150100

NTC

FIGURE 11.14 Characteristic R¼w(T) of different
thermistors. NTC—negative temperature coefficient
thermistor; PTC—positive temperature coefficient ther-
mistor; CTR—thermistor with critical temperature of
resistance; index N curve falling with temperature;
index P-curve rising with temperature.
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are related to the thermistor dimensions, the remain-
ing to the row material and technological process.

11.1.2.3 Photoresistor

A photoresistor is a film resistor whose resistance is
sensitive to the light, that is, it depends on light
intensity and light wavelength l. The latter, in turn,
depends on the kind of material used as follows.
For Cd S: l¼ 0.4–0.7 mm, (visible light), for Pb S:

l¼ 0.9–3.5 mm (infrared), for Ge Si-doped Zn:
l¼ 4–15 mm, for Ge doped Sb: l¼ 30–100 mm.
This means that for a different photoresistor there
exists an optimal wavelength at which maximum
sensitivity (maximum change of resistance between
lightness and darkness) occurs. During the design of
a circuit with a photoresistor it is necessary to know at
which polarization voltage the smallest noise exists.
Figure 11.15 presents VS=VN versus polarization volt-
age for a PbS photoresistor made by Mullard.

11.1.2.4 Magnetoresistor

Some thin film multilayer ferromagnetic structures cause changes in magnetic field H. This phenomenon
is called the magnetoresistive effect. An electronic component in which the magnetoresistive effect
occurs is called a magnetoresistor and is usually used as a sensor. Special preparation of a ferromagnetic
multilayer allows achievement of magnetosensitivity up to 100 MHz. The change of resistance is 1%–5%
at the change of magnetic field H of about 10 Oe. Very often, two magnetoresistors are joined in a
Wheatstone bridge and then sensitivity of the sensor is doubled.

11.1.3 Dependence on Material Properties

Materials selected for resistors have played a fundamental role in resistor production. Resistive elements
are composed for a metal alloy, carbon, metal oxide, and mixtures of insulating and conducting particles
such as polymer and black carbon, glass, and bismuth ruthenate, as well as glass and metal oxide.
Semiconductors are also good materials for resistors, especially for nonlinear resistors such as varistors,
thermistors, and photoresistors.

11.1.3.1 Influence of Resistive Material on TCR

Nonmagnetic metals: According to Grüneisenn’s principle [2,3] temperature influences resistivity as
follows:

rT ¼ rQ
T � 0:15Q
0:85Q

for T � 0:15Q (11:12)

and

TCR20 ¼ 1
293� 0:15Q

(11:13)

Q ¼ hvmax

k
(11:14)

200

150

100

50

VS/VN

V (V)

100 300200

FIGURE 11.15 Signal-to-noise ratio versus polar-
ization voltage VDC of PbS photoresistor, Mullard
type, 615 V. VS—signal voltage, VN–noise voltage,
photo source temperature 473 K, f¼ 800 Hz, Df¼ 50
Hz. (From Nowak, S., Wenta, A., and Kuzma, E.,
Handbuch der Elektronik, Vol. 2 and Ambroziak, A.
et al., Vol. 7, Franzis-Verlag, Munich, 1979. With
permission.)
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where
h¼ 6.625 Js¼ Planck’s constant
k¼ 1.38 J=K¼Boltzmann’s constant
Q¼ the Debye temperature (for several nonmagnetic metals is given in Table 10.4)
nmax¼ the maximal elastic frequency of the atom in a lattice of metal
rQ¼ the resistivity of the metal at the Debye temperature

From Table 11.4, 0.15Q is in the range 10–60 K, which means that

TCR20 ¼ 1
283

to
1
233

(11:15)

that is, TCR¼þ3500 up to þ4300 ppm=K.
For nonmagnetic metal, TCR20 is constant, and temperate dependency of resistivity can be written as

follows:

rT ¼ ArQT (11:16)

where A¼ constant.
It appears that for nonmagnetic metal in the range of temperature T� 0.15Q, resistivity is propor-

tional to the ambient temperature. On this basis, the resistive platinum thermometer is built.

Magnetic metal: For magnetic metal, for example, Fe, Ni, Co, the relation rT¼ f(T) is nonlinear and
given by following equation:

rT ¼ CT1:7 for T � Tc (11:17)

where Tc is the Curie temperature (see Table 11.5).
TCRs measured for iron and nickel are about þ4500 ppm=K. Pure metal, both magnetic and

nonmagnetic, is not useful for resistor design due to its large TCR and low resistivity.

TABLE 11.4 Debye Temperature and Resistivity of Nonmagnetic Metals

Metal
r20 at T¼ 293 K
(10�8 V m) Q (K) 0.15Q (K)

r at Q
(10�8 V m)

Ag 1.62 214 32 1.16

Cu 1.68 320 48 1.94

Au 2.22 160 24 1.17

Al 2.73 374 56 3.79

Zn 6.12 180 27 3.65

Pt 10.6 220 33 7.91

Pb 20.8 84.5 12.7 5.5

W 5.39 346 52 6.76

Source: Neudeck, G.W., The PN Junction Diode, Vol. II, Modular Series on Solid-State
Devices, Reading, MA: Addison-Wesley, 1983. With permission.

TABLE 11.5 Curie Temperature for
Different Metals

Metal Tc [K]

Fe 1043

Ni 635

Co 1400
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Metal alloy: Increasing of resistivity with temperature can be explained by atomic vibrations in the
crystalline lattice. Those atoms cause obstructions to free electrons and the higher temperature causes an
increase of resistance (obstruction).
Such a resistivity is the first component rs of an alloy resistivity r. According to Mathiessen’s rule [2],

we can add the second component of resistivity ri that presents obstruction of free electrons by atoms of
impurities in the metal lattice.

r ¼ rs þ ri

ri ¼ const, ri 6¼ w(T)
(11:18)

where rs is given by Equations 11.16 and 11.17.
When ri >> rs, TCR is very small. In this case r >> rs as well. This means that a resistor made of a

specially prepared metal alloy can have very small TCR and large resistivity r. That result is very
remarkable for a metal alloy resistor design.

Example:

Constantin 60% Cuþ 40% Ni: TCR20¼ 1–5 ppm=K, r20¼ 0.493 10�6 Vm in contrast with pure copper:
TCR¼ 4000 ppm=K and r20¼ 0.01683 10�6 Vm; Canthal 70% Feþ 23% Crþ 4.5% Alþ 1% Coþ 1.5%
other metals: TCR20¼ 50 ppm=K, r20¼ 1.43 10�6 Vm.
This example demonstrates that, for alloys, TCR is from 100 up to 1000 times smaller and r20 is from 20

up to 100 times greater in comparison to pure metals (see also Table 11.4). This information is useful for
wirewound and foil resistor design.

11.1.3.2 Thin Film Resistor

Over 90% of thin film resistors are made of metal alloy. A thin layer of metal alloy is deposited on
ceramic or glass substrate. Sheet resistance R(V=square) of a metal alloy thin film resistor varies
from 10 V=square up to 200 V=square; the nominal resistance range is from 10 V to 10 MV; TCR�
15–150 ppm=K; classes 5, 3, 2, 1; precision resistors are available.
For a high nominal resistance value, the resistance layer is specially shaped by laser trimming to get

enough squares. Some features of thin film layer are a bit different from bulk metal alloy.

Fuchs’s and Sondheimer’s effect [2]: When the thick-
ness of the resistive layer is smaller than a free path of
the free electron, the resistivity increases.
Figure 11.16 shows the influence of normalized

thickness k on resistivity r:

k ¼ t
l

(11:19)

where
t is the thickness of a layer
l is the free path of the electron, which equals
20–30 nm [2]

k is expressed by Equation 11.19

Grain effect: Because free electrons are reflected and
absorbed by edges of grains, the resistivity increases
when the quantity of grains becomes greater. Anneal-
ing processes of the layer limit that effect.

q/q°
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x

FIGURE 11.16 Influence of layer thickness on
resistivity of metal thin film. r0—resistivity of bulk
metal; p—quantity of reflected electrons; 1� p—
quantity of absorbed electrons. (From Maissel, L.I.
and Glang, R. eds.,Handbook of Thin Film Technology,
McGraw-Hill, New York, 1970. With permission.)
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Figure 11.17 illustrates the result of the
annealing process [2]. Small grains of the resist-
ive layer are also the reason for the large
absorption of humidity and gases that causes
instability of the resistor.

11.1.3.3 Pyrolytic Carbon Resistor

Carbon deposited in vacuum on a ceramic sub-
strate performs very inexpensively and produces
a quite good quality resistive layer. Pyrolytic
carbon has graphite structure sp3; three elec-
trons create bonds and the fourth is a free
electron. Surface resistance is 10 V=square up
to 2 kV=square; the nominal resistance value is
in range 10 V to 10 MV; encountered classes
are 15, 10, 5, 3 (see Table 11.1); TCR � �200 to �1000 ppm=K. About 50% of the produced resistors
are carbon pyrolytic ones.

11.1.3.4 Thick Film Resistor

A thick film resistive layer is prepared from a composition called paste or ink that is a mixture of
conducting particles and glass. Conducting particles have a metallic conduction mechanism. By mixing
different quantities of both particles, we can obtain a high-range surface resistance of 1 V=square to
10 MV=square. This means that the nominal resistance range might be 0.5 V up to 1 GV; classes are 5, 3,
2, 1, 0.5; TCR¼�100 and �50 ppm=K; in a resistive network, DTCR¼ 3 and 1 ppm=K.
The theory of conduction mechanisms is not well known. Several models of conduction mechanisms

are used, but one of them proposed by Pike and Seager is used [9]. Each conductive particle is surrounded
by glass. There particles form the chains of metal–insulator–metal (MIM). Electrons are passed through
the insulator by tunneling. In the layer of very high resistivity, electrons travel according to the hopping
effect [6]. Investigations show that for the very low resistivity layer, chains without glass [6] are formed.
The formula for the total resistance of such a chain is as follows:

R(T) ¼ RMIM þ Rm þ Rc (11:20)

where

RMIM ¼ 1
2
Rbo

sin aT
aT

1þ exp
DE
T

� �
(11:21)

Rm ¼ Rmo(1þ bT) (11:22)

Rc ¼ k3pc(Ts � T)�
1
3 (11:23)

where
RMIM is the resistance connected by tunneling [4]
Rbo is the resistance in T¼ 0
a is the distance between particles
DE is the activation energy
k is the Boltzmann constant
Rm is the resistance of the conduction particle (the resistivity value is much higher than in bulk

material because its diameter is very small (0.5 mm) and grain effect occurs)
Rmo is the resistance in T¼ 0 K (obtained by line extrapolation)
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FIGURE 11.17 Influence of annealing process on resistance
of thin film. 1—before annealing; 2—after annealing. (From
Maissel, L.I. and Glang, R. eds., Handbook of Thin Film Tech-
nology, McGraw-Hill, New York, 1970. With permission.)
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b is the TCR of the conducting particle
Rc is the resistance of contact between two particles without glass)
Ts is the temperature of glass melting
k3 is the constant coefficient

For high resistance, the most important parameter is RMIM. In that range of resistance, TCR is
negative and the surrounding glass layers give large voltage coefficients of resistance, which is shown
in Figure 11.30. For low resistance, VCR is negligible, and TCR is positive, which means that Rm and Rc
are important while an influence of RMIM may be neglected.

Equations 11.20 through 11.23 also explain the physical meaning of Tm for curve 3 in Figure 11.4. For
the very high resistivity layer, both tunneling and hopping conduction occur. Parameters for this sort of
resistor are not particularly good, but only in that technology can we get high-ohmic resistor in the range
of 10 MV up to 1 GV.

11.1.3.5 Polymer Resistor

About 70% of all potentiometers are manufactured as polymer resistor. The resistive layer consists of
conductive particle (black carbon, graphite, as well as metal powder) and thermosetting or thermoplastic
resin. Also, a polymer layer is used for printing resistors on PC boards or for manufacturing chips in
SMT. The layer is deposited by screen printing, painting, or by some other methods. Classes are 20, 15,
10, 5; TCR¼�1000 or �400 ppm=K; surface resistance 50–1 MV=square; the nominal resistance range
is from 100 V to 10 MV. Thermoplastic polymer resistors have generated great interest [7] recently. At
the softening temperature of a polymer, a strong increase of resistance is observed. TCR 	 100%=K; and
alter cooling resistance retains a previous value. This phenomenon is applied to the multifuse resistor,
whose characteristics are shown in Figure 11.18a and b.
A multifuse is needed for protection of the electronic power circuit against fire. Polymer layers are also

used in keyboards as very hard and uncorrodible contact material. For example, that layer contains
carbon and copper powder.

11.1.3.6 Comparison of Parameters of Different Resistors—Suggestion for Application

Figures 11.20 and 11.21 present average instability d of resistors made in four technologies: metal thin
film, thick film, pyrolytic carbon, and polymer carbon. An analysis of these figures, as well as Figure 11.19,
gives us a clue as to how to choose a resistor for a specific application. For example, we would like to find
a resistor of a nominal resistance value of 1 MV to operate under high humidity conditions. A thick film
resistor would be the best. Taking into consideration the price, a pyrolytic carbon resistor, class 10 or 5,
should be chosen. In an operational amplifier application, a thin film resistor or thick film network would
be the best choice, although for a small-signal preamplifer considering the small noise level, a thin film
resistor would be preferred. Considering our decision, we should pay attention to the results of the
following tests: TCR¼w(R), endurance test w(R) for 1000 h, humidity test, 21 days: d¼w(R).
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FIGURE 11.18 Characteristics of multifuse resistor. (a) Normalized resistance vs. ambient temperature and
(b) current vs. voltage Voff—voltage above which current decreases.
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11.1.3.7 Influence of Ceramic Substrate on Parameters of Resistor

All resistive films are deposited on the ceramic substrate. Only polymer film can be put on the fenolic
paper or on the epoxy resin substrate. Thick film, pyrolytic carbon, and metal alloy film are also deposited
on the ceramic. Some of thin films may be deposited on the glass. It is observed that substrate affects the
resistive layer in two ways as follows:

1. When ion current related to alkali metals in substrate flows. Its destructive effect is shown in Figure
11.22, where some pyrolytic carbon layers manufactured by the same technology were deposited
on the three types of ceramic substrates. The densities of the ion current were 56, 7, and 0.5
mA=mm2. The results of long-life stability changes for resistors deposited on various substrates
differ greatly from each other. This effect is observed only at dc voltages and at high temperatures.
The smaller thickness of a layer and the destructive effect of ion current are more remarkable.
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FIGURE 11.19 TCR dependence on nominal resistance value. (a) 1—thick film ruthenium-based resistors,
2—pyrolytic carbon resistors and (b) 1—thin film metal alloy resistors, 2—polymer carbon resistors. The envelope
of the TCR range is calculated statistically at �1.64 * s.
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FIGURE 11.20 The average change d after 1000 h endurance test in relation to a nominal resistance value
for different types of resistors. 1—pyrolytic carbon, 2—thick film ruthenium-based resistor, 3—thin film metal
alloy, 4—polymer carbon. For the range 100 V�240 kV P¼ Pn, above 240 kV P< Pn and V¼Vmax.
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During long-life tests at high temperat-
ures, this phenomenon can also be
observed for high-ohmic wirewound
resistors [1].

2. When the thermal expansion coefficient of
a layer and substrate are much different,
thermal dilatability becomes a large prob-
lem and results in plus orminus changes of
TCR [1]. Encapsulation of resistors with
lacquer, cement, and transfer molding
cover causes similar problems.

11.1.4 Dependence on Geometry
of Material

The geometry of a resistive element affects either
its high-frequency characteristic or its max-
imum temperature.

11.1.4.1 Influence of Resistive Element
Shape on the Frequency Range

A wirebound resistor has many advantages but
its inductance is very high. In Figure 11.23, different ways of resistive wire winding are presented in order to
decrease parasitic inductance. A special wirewound resistor can work up to 200 kHz. For higher frequen-
cies, a thin film resistor must be used. Though a film resistor can work at high frequencies up to 1 GHz,
some limitations occur in this area (see Figure 11.24). For resistors of a low resistance value, that limitation
is inductance of resistive elements and terminations. For resistors of a resistance above 10 kV, distributed
capacitance is the main problem.
Figure 11.25 presents the part of thin film layer deposited on a cylindrical ceramic substrate. To get

many more squares, cutting along the screw line is performed. Each step of the screw wind (Figure
11.27a) gives some elementary resistance Rr and elementary parasitic capacitance Cr. The maximum
operating frequently fm is given by Equation 11.24 as
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–
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FIGURE 11.21 The average change d after 21-day humidity test dependence on the nominal resistance value
of different types resistors. 1—thin film metal alloy, 2—thick film ruthenium-based resistor, 3—pyrolytic carbon,
4—polymer carbon.
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FIGURE 11.22 Influence of ion current density j on
resistor stability d versus time during endurance test.
R¼ 240 kV (critical nominal resistance value); j is mea-
sured according to GOST 10449-63, that is, 4008C and 400
V; distance of cut layer 0.5 mm.
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2pfm ¼ 1
RrCr

(11:24)

where Cr is bigger when the thickness of the layer is greater and the groove becomes narrower, but also
when er of the insulating cover is high; Rr is smaller when V=square is lower.

This information suggests how to choose a resistor for high frequency. It is seen that a thin film with a
low V=square is recommended. To reduce the termination capacitance for coaxial lines or cables, coaxial
resistors are used (see Figure 11.26), which can work up to 20 GHz. For high-frequency applications,

(a) (b) (c)

FIGURE 11.23 Different means of wire winding in wirewound resistors: (a) flat; (b) cross; and (c) bifilar.
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4 winds

FIGURE 11.24 Dependence of R	=R¼ on the product of nominal resistance value and frequency. (a) Pyrolytic carbon
resistors, 0.25W, cut according to screw line; different curves present resistors with different winds of cutting and (b) 1—
thin film, 2—pyrolytic carbon, 3—thick film ruthenium-based resistor. (From Nowak, S., Wenta, A., and Kuzma, E.,
Handbuch der Elektronik, Vol. 2 and Ambroziak, A. et al., Vol. 7, Franzis-Verlag, Munich, 1979. With permission.)

C1 C2 Cr

R1 R2 Rr

FIGURE 11.25 Part of a film resistor cut according
to the screw line; Rr—elementary resistance, Cr—
elementary capacitance.

1

2

FIGURE 11.26 Coaxial resistor: 1—resistive layer,
2—electrode layer.
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special shapes of resistors have been designed (Figure 11.7). Strip resistors are connected to a microwave
strip line. A special potentiometer of 75 V input and 75V output works up to 1 GHz. This potentiometer
has fluent regulation of the attenuation obtained by specific shapes of three resistive elements inside the
potentiometer, which, in turn, are regulated by one appropriately shaped slider (a similar attenuator for
300 MHz is shown in Figure 11.27).

11.1.4.2 Sensitivity Improvement of Precision Potentiometer by Complication of Shape

In Figure 11.10, how a helipot works is explained. The wiper makes a rotation of 36008 and the precision
is about 0.01%. The range of resistance is 100 V to 100 kV. The producers are Beckman, Bourns, and
others.

11.1.4.3 Influence of Resistor Shape on Its Application

The typical requirement for resistor construction is to establish a uniform temperature on the entire
surface of the resistive element. This problem does not appear in the designing of a fail-safe resistor. The
fail-safe resistor is shown in Figure 11.28.
At the center of the resistive layer a narrow resistive path is placed [6]. Under normal working

conditions, the resistance of the circuit is stable. When a defect occurs in the circuit, the current doubles
or triples in path and breaks the fail-safe resistor. This is important in protection against fire and

(b) (c)

100° ± 005°
(2.54 + 13)

R4

R2R1
R3Input Output

2 3

45 1

5
4
3

1
2

100°
(2.54)

(a)

FIGURE 11.27 High-frequency attenuator: (a) overview; (b) pin localization; and (c) electrical circuit. (From
Philips Components Catalogue, Eindhoven, 1989. With permission.)

21 3 4 5

1—Electrode layer
2—Resistive layer
3—Narrowing area of the
      resistive path
4—Alumina substrate
5—Wire termination

FIGURE 11.28 Fail-safe resistor.
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avalanche devastation of the electronic set. The resistors utilizing the piezoresistive effect for pressure
detection are also specially shaped.

11.1.5 Nonideal Linear Resistor

The main features of the nonideal resistor is its instability in time, which is described in the introduction
to the section on resistors and instability related to temperature, presented in Sections 11.1.1.1 and
11.1.3.1. Catastrophic failure rate is estimated: for thin film resistors on the level of 10�9=h, for thick film
resistors on the level of 10�10=h. Noise is also an important feature of the nonideal linear resistor.

11.1.5.1 Noise

Total noise is the sum of a number of factors, summarized as follows:

Thermal noise called Johnson noise or white noise: The value of thermal noise can be calculated from
Equation 11.25:

Vtrms ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
4kRTDf

p
(11:25)

where
Vtrms is the root-mean-square value of the noise voltage (V)
R is the resistance value (V)
k is the Boltzmann constant (1.383 10�23 J=K)
T is the temperature (K)
Df is the frequency bandwidth (Hz) over which the noise energy is measured

The spectral density of thermal noise is constant in the total frequency bandwidth (white noise). Total
noise is the sum of Vtrms and current noise Virms:

Vrms ¼ Vtrms þ Virms (11:26)

Current noise or structural noise: When dc voltage is applied to the resistor, dc current causes ac voltage
fluctuation. That ac voltage fluctuation depends on the structure of the resistive element and an applied
voltage. Density of that noise can be described by Equation 11.27:

Virms

Df
¼ cf �gVa

¼ (11:27)

where
c, g, and a are the constants
V¼ is the applied dc voltage
Df is the frequency bandwidth

g¼ 0.98–1.2; very often g¼ 1 and this kind of noise is called ‘‘1=f noise’’; a¼ 1–2 and depends on the
structure of the resistive element.
Virms is measured in m V=V or in dB, where 0 dB¼ 1 m V=V. For foil and wirewound resistors,

Virms¼ 0 and this means that only thermal noise occurs there. Figure 11.29 illustrates simplified
characteristics of current noise for different types of film resistors.

11.1.5.2 Voltage Coefficient of Resistance

A linear resistor can exhibit some deviations from Ohm’s law (Equation 11.1). This nonlinearity, called
the voltage coefficient of resistance (VCR), is measured in %=V and is calculated from Equation 11.28:
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VCR ¼ R1 � R2

R2 V1 � V2ð Þ � 100 [%=V] (11:28)

where
R1 is the resistance at the rated voltage V1

R2 is the resistance at 10% of the rated voltage V2

Metal alloy film resistors and pyrolytic resistors show a negligible small voltage coefficient but polymer
resistors and thick film resistors have a remarkable one. In Figure 11.30, normalized R=R10 versus voltage
stress for the ruthenium-based thick film resistors are presented, where R10 is resistance measured at
stress 10 V=mm. Results are collected for low stress voltage in Figure 11.30a and for high stress voltage in
Figure 11.30b.
It can be observed that for a resistor made of a low-resistivity ink up to 100 KV=square, VCR is small,

but for inks of high resistance=square (e.g., 500 MV=square), VCR is large [6]. VCR depends on the ink
producer, as well (see R310 in Figure 11.30b).

11.1.5.3 Rotational Noise and Contact Resistance Variation

When a potentiometer is supplied by dc voltage and its wiper is moving from the beginning to the end of
resistive layer, some ac voltage appears on the output. It is noise, which is measured in mV=V¼ . The IEC
standard requires that for a quality potentiometer this noise has to be smaller than 2 mV=V¼ . The CRV
is important when the resistor works in series with the load or in a very sensitive instrument. This
parameter is measured in percentage of total resistance (1% is a typical value). CRV and rotational noise
decrease if a multipoint wiper is used in potentiometers, for example, a wiper made from 20 wires. That
parameter is also important in the construction of a precision wirewound potentiometer where CRV
must be smaller than 1%. The proper choice of materials for the slider and resistive wire is the best way to
solve this problem.

11.1.5.4 Smoothness of Regulation Curve of Potentiometer

Exponential curve: In practice, an exponential resistive element consists of two or three linear segments
of resistance. As a result, the line is not smooth but has some steps. Rotary noise also increases in that

µVrms/V=
10

1

0.1

0.01
1 kΩ 10 kΩ 100 kΩ 1 MkΩ 10 MkΩ

c

b

a

R

FIGURE 11.29 Simplified current noise characteristics versus nominal resistance value for different types of
resistors: (a) thin film; (b) pyrolytic carbon; and (c) ruthenium-based thick film.

Passive Circuit Elements 11-21



area. More experienced producers use several segments and then the junction is not very sharp but is
sawtooth shaped (see Figure 11.31).

Linear curve in a helipot precision potentiometer: In a precision potentiometer, the resistance of the
resistive element should be proportional to the distance traveled by wiper.
In Figure 11.32, Dr1 and Dr2 are the maximum deviation from a single line. The nonproportionality

NP of a precision potentiometer is described by Equation 11.29:

NP ¼ Dr1 þ Dr2
Rc

� 100% (11:29)

The value of NP is 0.5%–0.01%. Such a good result is obtained by fluent control of the proportionality
over winding of the wire.
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FIGURE 11.30 The change of resistance versus stress voltage for thick film resistors: (a) for low stress and (b) for
high stress. (From Nowak, S., Rozprawy Elektrotechniczne, 35, 1989. With permission.)
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11.2 Capacitor

11.2.1 Introduction

A capacitor is a container of the electric energy W. This is expressed by the following equation:

W ¼ CV2

2
(11:30)

where
C is the capacitance expressed in F
V is the voltage on the capacitor plates expressed in V

Capacitance C of the multiplate capacitor can be described by the following equation:

C ¼ xer(N � 1)A
d

10�13 (11:31)

where
er is the relative dielectric constant of the insulator
d is the distance between the plates
N is the number of plates

A is the plate area, where x¼ 0.0885 for A and d expressed in centimeters or x¼ 0.225 for A and d
in inches.
The relative dielectric constant value er is equal to the ratio of capacity of a capacitor with plates

separated by a dielectric to one separated only by vacuum. Dielectric constant values of various materials
are presented in Table 11.6.
Fundamental parameters of capacitor are as follows: capacitance C, nominal voltage VN, testing voltage

Vt (note that Vt¼ (2–3)VN), temperature coefficient of capacitance (TCC, for class 1 only), insulation
resistance Ri (for dc voltage), and power PF (for ac voltage).

TABLE 11.6 Comparison of Capacitor Dielectric Constants

Dielectric er (Dielectric Constant)

Air or vacuum 1.0

Paper 2.0–6.0

Plastic 2.1–6.0

Mineral oil 2.2–2.3

Silicone oil 2.7–2.8

Quartz 3.8–4.4

Glass 4.8–8.0

Porcelain 5.1–5.9

Mica 5.4–8.7

Aluminum oxide 8.4

Tantalum pentoxide 26

Ceramic 12–400,000

Source: Dorf, R. Ed., The Electrical Engineering Handbook, CRC
Press, Boca Raton, FL, 1993. With permission.
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Power factor (PF) is described by the following equation:

PF ¼ rCv ¼ 2pfrC (11:32)

where r is an equivalent series resistance (ESR).
Its inversion is a quality factor Q, given by Equation 11.33. Because the power factor expresses total

losses in capacitor, it is a sum of the dissipation factor and losses in electrodes as well as in terminations.

Q ¼ 1
PF

¼ 1
2pfrC

(11:33)

According to IEC Publ 384=1988, capacitors are divided into two salient groups: class 1 and class 2 but
also more detailed classifications are commonly used because of the wide range of capacitances and very
different applications. The main applications of capacitors include filtering, coupling, tuning, dc blocking,
ac passing, bypassing, phase shifting, compensation, through feeding, isolation, energy storage, noise
suppressing, motor starting, and so on. Contemporary capacitors cover the 0.1 pF up to 10 F capacity
range and the 2.5 V to 100 kV voltage range. Connecting a dc voltage source to the capacitor plates we
can observe the given capacitor is gradually charged and current flowing through the capacitor, large
at the beginning, decreases in time to negligible small value. On the other hand, ac source causes the
current I, given by Equation 11.34, flowing permanently through the capacitor.

I ¼ V
Xc

¼ V
(1)=(2pfC)

¼ V2pfC (11:34)

This current increases when capacitance, frequency, or applied voltage increase. The ac current can heat
the capacitor, whose temperature would depend on its power factor, capacitor size, and cooling
conditions. This phenomenon has to be taken into consideration in energetic 50 Hz equipment or in
high-frequency power applications. Miniaturization and integration of electronic sets influence mini-
aturization of capacitors as well. The index y0, called ‘‘own volume’’ (volume per capacitance) and
expressed in cm3=mF, might be of use during selection of a capacitor for a given circuit. Nominal voltage
VN strongly affects the index y0 value. Table 11.7 presents the index y0 for capacitors with various
dielectrics.

TABLE 11.7 y0 Index of Various Capacitors

Capacitor Definition Main Parameters y0 (cm3=mF)

Variable air 500 pF=250 V 200,000

Mica 10 nF=500 V 250

Ceramic (rutile) 1000 pF=500 V 600

Ferroelectronic 40 nF=250 V 50

Ferroelectric multilayer 0.68 mF=50 V 1.5

Polystyrene 2 mF=160 V 300

Polyester (Mylar) 0.1 mF=160 V 12.4

Polycarbonate—metalized 0.15 mF=160 V 5.6

Electrolytic Al (HV)a 40 mF=350 V 1.3

Electrolytic Al (LV)a 120 mF=7 V 0.008

‘‘Golden’’ capacitor 1 F=5.5 V 0.00001

Electrolytic Ta (wet) 10 mF=100 V 0.038

Electrolytic Ta (dry) 5.6 mF=10 V 0.0026

Source: Badian, L.,Handbuch der Electronik., Franzis-Verlag, Munich, 1979. With permission.
a HV, High voltage; LV, low voltage.
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From the user’s point of view, capacitors can be divided as follows: linear and nonlinear, fixed
capacitors, adjusting capacitors, power energetic capacitors, start motor capacitors, and interference
suppression capacitors.

11.2.2 Linear Capacitor

The linearity of a capacitor depends on the polarity of the dielectric used for its manufacture. Several
different polarization mechanisms can contribute to the total polarization. The most important are the
following:

1. Electron polarity that exists in the insulator with covalent bonds between atoms; electrical stress
causes deformation of the orbital shape but electrons cannot go out of orbit (relaxation time t is
smaller than 10�15 s).

2. Ion polarity that occurs in glass and high-quality ceramic; under electrical stress ion centers are
displaced (t< 10�13 s).

3. Dipole polarity that occurs in a polar polymer dielectric. Electric field causes rotation of dipoles in
the dielectric. Generally dielectric constant er depends on frequency, temperature, and voltage, but
in limited ranges of these factor er is stable.

4. Domain polarity that appears in some insulators, for example, ferrodielectrics. They contain
domains that rotate with electric field. This effect is called ferroelectricity because of the analogy
to ferromagnetism and gives rise to very high dielectric constant er up to 400,000 (see Table 11.6).
It strongly depends on voltage, frequency, and temperature. Ceramic capacitors with a domain
polarity mechanism and high dielectric constant are very popular in electronic equipment.

Only capacitors with electron polarity and ion polarity are classified in linear capacitor group 1.
The linear capacitor group consists of fixed capacitors in class 1, adjusting capacitors, energetic

capacitors, high-voltage capacitors, and interference suppression capacitors.

11.2.2.1 Fixed Capacitor—Class 1

The main feature of a fixed linear capacitor with class 1 dielectric materials is its stability in time and
under temperature. By analogy to resistors we can introduce dynamic tolerance D (see Section 11.1.1.2)
for capacitance. Production tolerances dp (�) for class 1 capacitors are �0.25%, �0.5%, �1%, �2%,
�5%, �10%, and �20%. The instability dmax expressed by Equation 11.35 after the endurance test is up
to 3% (IEC Publ. 384–8).

dmax ¼ dþ 1:64*s (11:35)

where d and s are in accordance with the formula (Equations 11.4 and 11.6), respectively, and

di ¼ Ci(t)� Ci(0)
Ci(0)

� 100% (11:36)

dmax for capacitor is larger than for a stable resistor. This also means that dynamic tolerance D for
capacitors is larger than for resistors, which should be considered during active rc filter design.
The TCC, given in Table 11.8, describes temperature stability of capacitors. Negative TCC capacitor

may be used to compensate positive temperature coefficient of inductance in resonant LC circuit.
The next important parameter of capacitors in class 1 is a power factor that is required to be smaller

than 303 10�4. Ceramic capacitors with low er as well as styroflex and mica capacitors meet these
conditions, which renders them very suitable for resonant circuits, stable analog filters, integrator circuits,
and other circuits, where stable capacitance and small losses are necessary.
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Ceramic capacitors are produced as tubular, disk, and multilayer (monolithic) capacitors. Disk and
tubular ones are inexpensive. Multilayer capacitors are rather expensive but they have small dimensions
and low index y0. Figure 11.33 presents some types of fixed capacitors.

11.2.2.2 Adjustable (Variable) Capacitor

An adjustable capacitor is an electronic component whose capacitance can be mechanically regulated by
the user. For example, an AM radio set tuner is adjusted using a variable capacitor of 10 up to 500 pF.
The dielectric used in this type of capacitor is either air or plastic foil. The majority of variable capacitors
are trimmer capacitors for precision adjustment of reactance in electronic circuits. Their insulator layer is
made of air, ceramic of class 1, mica, polystyrene, or Teflon. Typical trimmer capacitors are shown on
Figure 11.34.

TABLE 11.8 TCC and Max Capacitance of Monolithic Ceramic Capacitor

Maximum Capacitance (pF)

Dimension a3 b (mm) NP 0 N 75 N 150 N 750 Ferrodielectric

TCC ppm=K 0� 30 �75� 30 �150� 30 �750� 30 Large

43 4 47 47 47 150 10,000

83 8 680 680 680 1,600 470,000

103 10 4,700 4,700 4,700 6,800 1,000,000a

a Some producers offer maximum capacitance C¼ 4.7 mF at dimensions of 103 10 mm.

(c)

(d)

(–) (+)

(a) (b)

1
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4
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II

(e) (f)

Seating
plane

FIGURE 11.33 Typical fixed capacitors. (a) Multilayer ceramic (monolithic): 1,2—termination, 3—dielectric layer,
4—inner termination; I,II—plates (capacitor electrodes). (From Nowak, S., Rozprawy Elektrotechniczne, 4, 1989.)
(b) Tubular taped (connected in tapes for automatic assembling). (From Taiyo Yuden Co. Ltd., Tubular Ceramic
Capacitors Catalogue, Tokyo, 1988.) (c) Aluminum electrolytic (wet) with axial terminations. (d) Tantalum electro-
lytic (dry) with radial terminations. (e) Polystyrene foil with axial terminations. (f) Metalized film. (From Nowak, S.,
Rozprawy Elektrotechniczne, 4, 1989. With permission.)
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They have the following capacitance ranges: air trimmer, 1–15 pF; tubular ceramic trimmer, 0.1–7 pF;
disk trimmer, 10–50 pF; special disk trimmer, 100 pF maximum. The power factor is small
(1–20)3 10�4. Insulating resistance is above 1010 V. Nominal voltage is 100–500 V.

11.2.2.3 Energetic Power Capacitor

To compensate inductance in electrical engines and other equipment, energetic power capacitors
are used. Besides capacitance, it is important to know their resistance power expressed in VAr (between
vectors of voltage and of current, there is an angle 908). They are rather large in size and weight of
10–50 kg per unit. The smaller ones are capacitors used to discharge lamps. They have a capacitance
range 2.5–20 mF and ac working voltage of 150 V and effective voltage up to 550 V. Starting motor
capacitors also belong to this group of power capacitor. The majority of power capacitors have paper,
polypropylene, or mixed dielectrics, and they are impregnated in vacuum against flashover. An impreg-
nant substance, such as mineral or synthetic oil is used. It is very important to match the dielectric
constant of the oil with that of the fixed dielectric because it will guarantee uniform distribution of the
electric field inside the unit. In some capacitors of smaller size, polypropylene without an impregnant is
used as an insulator. Electrodes are made of aluminum foil or deposited with thin metal film on the
dielectric. The power factor of these capacitors is required to be low with respect to heat dissipation.
According to IEC Publ. 384-17 the maximum power factor is <503 10�4 at working frequency and for
1.25 VN of nominal voltage.

Under overheating, the capacitor reliability falls and lifetime shortens. Polypropylene is chosen as the
insulator material because of its good dielectric properties. For example, its PF¼ (6–7)3 10�4, er¼ 2.1,
TCC¼�200 ppm=K and over the temperature range up to 1108C it is stable. The elementary cylindrical
section of the power capacitor presented in Figure 11.35a depicts two polypropylene foils on which
electrodes (Ia and IIa) were evaporated in vacuum. It is important to provide a fixed, multipoint
junction between electrodes (Ia and Ib) and (IIa and IIb). It shortens the path of the current, which at
ac voltage is high. That construction reduces the equivalent series inductance (ESI) of the capacitor at
high frequencies.

11.2.2.4 High-Voltage Capacitor

A high-voltage capacitor for dc voltage and low frequencies is made of polymer foil, but for high-
frequencies ceramic capacitors are preferred. They can be disk shaped up to 6 kV (Figure 11.36) or tube
shaped for very high-voltage applications. It is easier to protect a tube-shaped capacitor against flashover.
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FIGURE 11.34 Typical trimmer capacitors: (a) tubular ceramic: 1—ceramic tube, 2—hot electrode, 3—soldering
point, 4—earthed electrode, 5—screw for capacitance regulation; (b) flat ceramic: I—grounded electrode (plate),
1—roller for capacitance regulation (electrically connected with termination 10); II—hot electrode connected with
termination 2, 3—ceramic plate; and (c) Cylindrical air: 1—grounded roller (screw) connected with termination
10, 2—hot electrode, 3—coaxial cylinders; capacitance regulation is achieved by moving cylinders up and down.
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Some additional information will be presented in Section 11.2.5.3. To gain a high-voltage level, it
is sometimes necessary to connect several capacitors in series. In this case, initially we must select
an elementary capacitor. In order to get equal voltage drops on each element, we should choose
elementary capacitors having the same capacitance for ac voltage and the same insulating resistance
for dc voltage.

Dielectric absorption: According to Equation 11.30, high electrical energy can be stored in power and
high-voltage capacitors. Danger to human life may exist even several hours after switching off the circuits
that contain such capacitors. Also, capacitors discharging by short circuiting are not nearly safe enough.
Because of dielectric absorption, some dangerous charge remains on the capacitor electrodes. To prevent
accidents, high-energy capacitors should be shunted by high-ohmic resistors.

(a) (b) (c)

1 Ia
IIa IIb IIbIb

Ib IIb Ib

FIGURE 11.35 Metalized polypropylene capacitor. (a) The roll during winding; (b) cylindrical roll; and (c) flat roll:
1—polypropylene foils, Ia, IIa—metalized layer deposited in vacuum, plates (electrodes) of capacitor,
Ib, IIb—contacts, deposited by high-pressure airbrush with melted metal.
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FIGURE 11.36 High-voltage ceramic capacitor. (a) Tubular: 1—inner, high-voltage electrode, II—grounded elec-
trode, 1—ceramic tube, 2—wire terminations and (b) disc (bar) ceramic: I—ceramic bar, 2—wire termination, Ia,
IIa—plates of capacitor, made by screen printing; x—distance for high voltage.

Passive Circuit Elements 11-29



11.2.2.5 Interference Suppression Capacitor

This type of capacitor is characterized by low inductance. To accomplish this, a specific construction has
been developed, where two or three capacitors are joined in a special way and put into one encapsulation.
Figure 11.37 presents an example of this construction. Interference suppression capacitors are divided
into two classes: X or Y. Capacitors of class X fulfill lower safety requirements because their breakdown is
not dangerous to human life. Capacitors of class Y are used in extremely dangerous environments, where,
for example, breakdown causes a short circuit between
the body of the equipment and an energetic phase of
50 Hz. Properties of these two types of capacitors vary.
For example, the 4 mF=250 V capacitor that belongs to
the X class, has a test voltage on the level of 1100 V;
however, one of the Y class has to withstand 2250 V.
Also, circuits for testing these two types of capacitors
(according to IEC Publ. 38414, 1993) differ from each
other (see Figure 11.37c and d).
In Figure 11.37b, a lead-through capacitor is shown.

The first capacitor is positioned between the two leads.
The second and the third leads are arranged between
separate leads and the ground. For radio frequencies,
polymer capacitors may be used but for very high fre-
quencies, ceramic ones are preferred. A special kind of
feed-through ceramic capacitor is shown in Figure 11.38.
It should be noted that automotive capacitors have to
fulfill some additional requirements to withstand igni-
tion system pulses.
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(b)

(d)
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C2

C3VT

1

2 2

1
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VT
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4˝
5˝

4΄ 6΄
5΄

IIIIV II I
2

5
6
3
4

1

FIGURE 11.37 Capacitor for radio interference suppression: (a) construction principle of three capacitance
interference suppression capacitor; I,II,III—Al foil electrode, IV—polymer foil insulator, 1,2,3—wire terminations,
1,2—wire leaded through, 4,5,6,40,50,60,4d,5d—pretinned copper foil contact; (b) electrical circuit; (c) circuit for
testing in class X; and (d) circuit for testing in class Y.

4 3 1 2

FIGURE 11.38 Feed-through capacitor: 1—
ceramic tube, 2—wire termination lead through,
connected with the inner electrode of the capaci-
tor, 3—external electrode, 4—metal plate. Con-
nection between 3 and 4 is made by soldering.
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11.2.3 Nonlinear Capacitor

As was described in Section 11.2.2.1, the dipole and domain polarity mechanism in a dielectric is related
to the nonlinearity of the capacitors. Ferrodielectric capacitors and polar polymer capacitors are non-
linear capacitors.

11.2.3.1 Ferrodielectric Capacitor

Ferrodielectric ceramic capacitors are known for strong dependence of their capacitance on temperature,
voltage, and frequency. They are constructed in tubular, disk, and monolithic multilayer versions. Each
version fulfills requirements of class 2 ceramics. By mixing different kinds of ceramics, we can get a
dielectric composition of er ranging from 1000 up to 30,000. The maximum available er is 400,000 (see
Table 11.6). Nevertheless, it should be noted that for production scale, such a dielectric constant is not
reached because of its poor stability. Figure 11.39 shows the effect of capacitance instability DC=C versus
voltage stress for different er values.

If the 25% of change d in capacitance is required, the maximum bias dc is 2000 V=mm (for er¼ 2000);
for stronger stress the change will be much greater. Great valve of er, low series inductance, and small
dimensions make ferrodielectric capacitors very useful in high-frequency applications up to 1 GHz. We
can divide the class 2 ceramics into five subclasses: 2B, 2C, 2D, 2E, and 2F. Maximal changes of
capacitance in the maximum category temperature are presented in Table 11.9. This means that the
ferromagnetic capacitor must have minimal capacitance but its stability is not as important. Figure 11.40
presents the dependence of the relative change De=er [3] on temperature for various dielectric constants.
Higher values of er show larger inequality of curves. Changes are larger when voltage stress is smaller
than what is depicted in Figure 11.40c.
Figure 11.41 illustrates the influence of frequency on capacitance and power factor. It can be noted that

up to 1 GHz the changes are acceptable.
Production tolerance dp also differs from values in class 1, for example, �40, þ80%; �20, þ80%; �20,

þ50%; �20, �10%.

–40

–80

0

0.4 1.2 2 2.8 3.6 E (kV/mm)

εr = 7000

εr = 2000

∆C C
(%

)

FIGURE 11.39 Dependence of capacitance on stress voltage at different er of ceramic capacitor of class 2.

TABLE 11.9 Maximal Changes of Capacitance
in the Maximum Category Temperature

Subclass Maximal Changes of Cn[%]

2B þ10, �15

2C þ20, �30

2D þ20, �40

2E þ22, �70

2F þ30, �90
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Series of nominal voltage are 25, 40, 63, 100, 160, 250(200), 400(500), 630, 1000, and 1600 V. Themaximal
power factor is 3503 10�4; after an endurance test, it can increase up to 5003 10�4 or 7003 10�4.

11.2.3.2 Polar Polymer Dielectric Capacitor

Miniaturization of a capacitor is so important in the design of electronic circuits that often a capacitor
less stable but smaller in size may be chosen. The polar polymer capacitor exhibits such a feature; as an
example, a metalized polycarbonate foil (macrofol) capacitor is used. Its construction is similar to the
polypropylene capacitor shown in Figure 11.35. Polycarbonate foil of 3 mm thick is selectively covered by
a thin (�0.5 mm) layer of Al in the PVD process. An aluminum layer (marked by Ia and IIa) functions as
the electrode of the capacitor. Very often a flat coil is used (see Figure 11.35c) in capacitor construction;
contacts Ib and IIb are deposited by a high pressure airbrush with melted metal; terminations are
connected to the contacts by soldering; encapsulation is made by epoxy cover. It is a class 2 capacitor;
the voltage series range is 63, 100, 160, and 250 V (for different polycarbonate foil thicknesses).
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FIGURE 11.40 Normalized change of dielectric constant De=er vs. temperature for class 2 ceramic. (a) Dielectric
constant er¼ 1200–2000; (b) dielectric constant er¼ 3000–4500; and (c) dielectric constant er¼ 7,000–10,000th;
curve 1 at very low voltage; curve 2 at bias 8 kV=mm. (From Nowak, S. et al. Handbuch der Electronik, Vols. 2 and 3,
Franzis-Verlag, Munich, 1979. With permission.)
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FIGURE 11.41 Dependence of dielectric constant and power factor on frequency. (a) er vs. frequency and (b) PF vs.
frequency. (FromNowak, S. et al.Handbuchder Electronik, vols. 2 and 3, Franzis-Verlag,Munich, 1979.Withpermission.)
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Capacitances in series E-6 and E-12 range from 4.7 nF up to 10 mF. The power factor is �303 10�4 and
decreases with increasing temperature. The maximal frequency is about 1 MHz; at frequencies above 100
kHz, the power factor increases up to 2003 10�4 and the capacitance decreases several percent. The
climatic categorization is �55=þ100=56; the time constant is Ri� 5000 s. It operates at both dc and ac
voltages (e.g., dc voltage of 630 V corresponds to ac voltage of 220 Vrms).

11.2.4 Dependence on Material Properties

Dielectrics have played a fundamental role in capacitor performance (see Tables 11.6 and 11.7). Air
capacitors, mineral oil capacitors, and mica capacitors, as well as polystyrene and Teflon capacitors
mentioned above, are ranked as class 1 capacitors. Capacitors with natural dielectrics (air, oil, mica) are
primarily older types. Perspective dielectrics for capacitors are polymer, ceramics type I and type II, thin
film oxide (electrolytic), and electric double layer.

11.2.4.1 Nonorganic Capacitor

Nonorganic insulating materials are often used as dielectrics in capacitors. Class 1 and class 2 ceramics were
described earlier. A large group of capacitors is based on oxide thin film. Commonly used electrolytic
capacitors are aluminum oxide and tantalum oxide capacitors. Although the er of an oxide is not high,
oxide film thickness can be very small, so capacitance per 1 cm3 is large. Oxide film is made by an
electrochemical process. Popular oxides Al2O3 and Ta2O5 are utilized in aluminum electrolyte and tantalum
electrolyte capacitor fabrication. The positive electrode is a metal (Al or Ta) and the negative electrode is a
conductive electrolyte. Figure 11.42a depicts a segment of a wet aluminum foil electrolytic capacitor.
Foil is etched to get a large active surface; the growth coefficient of the surface is above 10 and theoretically

for low voltage is 100. On the active surface, a thin layer of Al2O3 is produced electrochemically. It functions
as a dielectric layer of the capacitor and its er equals 8.4. The negative electrode is made as a conductive flux
that usually is connected to the Al cover. The dc voltage range is from 6 up to 600 V. The capacitance range
is from 4.7 mF to 10mF in series E-3. In the reverse direction, the dielectric does not withstand high voltages
and the maximal admitted voltage is only 10% of nominal voltage. During operation, the capacitors show
better parameters than during storage because of the smaller value of the leakage current. A tantalum
capacitor is also produced as a foil capacitor, but the dry tantalum capacitor is more popular. Figure
11.42b shows a segment of that capacitor where tantalum balls (0.3 mm diameter) are sintered and function
as the positive electrode. A thin filmof Ta2O5 is produced by an electrochemical process on the surface of each
ball. In the next step, a conductive layer (e.g., a colloidal graphite layer) is deposited on Ta2O5 film in a
chemical process. At the end, a contact for a negative electrode is made. An anode termination is welded
to sintered balls and a cathode termination can be soldered to the negative electrode contact. Encapsulation is

2 oxide film

(a) (b)

3

1 (–)(+)

5

(+)

5

4
3
2
1

(–)

FIGURE 11.42 Segment of electrolytic capacitor. (a) Al2O3 wet capacitor 1—Al foil, 2—oxide layer, 3—fluid
(negative electrode) and (b) Ta2O5 dry capacitor 1—tantalum balls, 2—Ta2O5 layer, 3—conductive layer (negative
electrode), 4—contact for negative termination.
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made using a tixotropic lacquer. Tantalum oxide electrolytic dry capacitors are produced for low dc voltages
from 4 to 50 V. The tantalum capacitor shows a smaller leakage current and higher work temperature, up to
1258C. The aluminum capacitor can usually work nominally up to 708C and up to 858C maximum. Also,
the tantalum capacitor exhibits better high-frequency characteristics. It is really a miniature capacitor; its y0

index is very small (see Table 11.7). Al and Ta electrolytic capacitors are applied to do circuits but can also
work at small ac voltage (ac amplitude must be smaller than 10%–15% of dc nominal values). In a wet
electrolytic capacitor, self-regeneration exists; that is, after a short breakdown, the capacitor can work further
because the layer of oxide is regenerated around the breakdown point. Several firms manufacture bipolar
electrolytic capacitors for ac voltages.

11.2.4.2 Super Capacitor (with Electric Double Layer)

The super capacitor, also called the golden capacitor or golden series capacitor, has capacitances up to
10 F and its y0 index is about 0.00001 cm3=mF. The origin of that capacitor comes from Helmholtz (1879),
who discovered the electric double layer that exists on the interface of two different materials. The layer
can store an electric charge. The charge value of the electric double layer increases as the effective contact
surface and=or electric field go higher. The right choice of both materials and preparation technology can
lead to a very thin (several angstroms) electric double layer for 1.2 V in one call. Cells are connected in
series for higher nominal voltage values, which typically achieve 2.5 up to 11 V for the whole super
capacitor. In known practical constructions of super capacitors, small particles of activated carbon (with
a large effective surface) are used in contact with diluted sulfuric acid; carbon in contact with acid yields
the electric double layer. Carbon is the positive pole and acid connected with the metal case is the
negative pole. The leakage current of supercap is very small, the time constant of the supercap is very
high (over 1 month), and therefore it is very useful for backup purposes, such as maintaining the proper
voltage level for reliable data storage of CMOS memories during host power supply failure.
Supercapacitors are sometimes classified as electrolytic capacitors because of their inner wet solution,

but the general principles of operation are quite different. Supercaps are manufactured by many
companies, such as NEC and Panasonic, and others.

11.2.4.3 Organic Capacitor

This group includes paper and polymer capacitors. The paper capacitor is an obsolete construction and
today it is not very popular because paper drying and impregnation are rather expensive. Also, the
parameters of paper capacitors are not sufficient. The family of polymer capacitors is very large and some
of them were described in Section 11.2.3.
Table 11.10 presents the features of various polymer capacitors. Special attention should be paid to the

Teflon capacitor, for instance, that the maximum operating temperature is 2808C and the power factor is
ca. 63 10�4; also, instability d is <0.5%=1000 h.

For dc and low frequency operation, polyethylenetereftalate (Mylar) foil capacitor is very popular. It
withstands different fluxes and high temperatures up to 1508C. Its stability and power factor are quite
good, but only for low frequencies.

11.2.5 Dependence on Geometry of Material

11.2.5.1 Influence of Capacitor Construction on Equivalent Series Inductance
and Equivalent Series Resistance

Equivalent series inductance (ESI) with capacitance C causes self-resonance at resonant frequency f0.
Above frequency f0, it has an inductance feature so it cannot fulfill its main function. So, reduction of ESI
is a very important matter. Figure 11.43 shows the simplest rolling polymer capacitor with two
terminations marked 3 and 4.
During charging and discharging, current is flowing through capacitor electrodes that are marked

2 and 5. The electrodes are insulated by polymer foils marked by 6 in Figure 11.43. Such a construction
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creates a roll which, in turn, adds significant ESI to the capacitor. The simplest way of decreasing ESI is to
supply some additional terminations and connect them in parallel. The maximum number of contacts is
shown in Figure 11.35. Contacts are deposited with melted metal on the electrode by using a high-
pressure airbrush. In that case, minimal ESI occurs. In this way, equivalent series resistance (ESR) also
decreases, because the distance through which current is flowing becomes much shorter. Very small ESI
occurs with the feed-through capacitor shown in Figure 11.38.

11.2.5.2 Influence of Plate Shape on Tuning Frequency in Air Variable Capacitors

A variable capacitor consists of standing plates that are insulated usually from the ground and rotary
plates that are connected to the ground.
Variable capacitors are used for tuning an LC circuit, for example, to select the proper radio station. As

we see from Equation 11.37, resonant frequency f0 is not proportional to C. Proportionality is achieved by
special shaping of the plates as a function of the rotation angle. The modified shape of plate is illustrated
in Figure 11.44.

f0 ¼ 1

2p
ffiffiffiffiffiffi
LC

p ¼ bffiffiffiffi
C

p (11:37)

Equation 11.37 shows the resonant frequency of the LC circuit.
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FIGURE 11.43 Simply polymer capacitor construction. (a) 1—start part of roll, 2—Al foil (electrode I), 3,4—wire
terminations, 5—Al foil (electrode II), 6—polymer dielectric foil, 7—welding points and (b) cross section B–B.
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FIGURE 11.44 Rotary capacitor construction. Shape of plates is modified in relation to the circle: 1—shaft,
2—moving plates, 3—standing plates, 4—insulator, 5—insulating traverse.
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11.2.5.3 Shape of the High-Voltage Capacitor

The operation of a capacitor at high voltages is always accompanied by many problems, for example, how
to achieve the proper distance between capacitor electrodes.
Two drawings in Figure 11.36 help us to overcome this obstacle by using either of the following:

1. A disk capacitor with a high dielectric thickness (actually, it is a bar instead of a disk); when the
thickness of the dielectric increases, capacitance decreases.

2. A tubular capacitor when the thickness of the dielectric is satisfactory for high voltage, but the
electrodes are far enough from each other with respect to flashover protection.

11.2.5.4 Chip Capacitor

SMT requires electronic components with easily solderable contacts without wire terminations.
Usually those contacts are pretinned during chip production. Figure 11.45a and b shows us a tantalum

electrolytic capacitor chip and a ceramic monolythic capacitor chip, respectively. The capacitance of each of
these two devices can range from 10 pF up to 10mF and from 10 pF to 10 nF, respectively, in classes 2 and 1.

11.2.6 Nonideal Linear Capacitor

The main source of capacitance instability of the capacitor is the operating frequency. Its influence on
dielectric polarity was described in Section 11.2.2. The change of capacitance with frequency increase in
capacitors belonging to the class 1 might be also observed. Furthermore, an ESR decreases the effective
capacitance Cef according to the following equation:

Cef1 ¼ C
1þ v2r2C2

(11:38)

where r¼ESR is calculated from the power factor (PF), which is measured at the operating frequency,
and C is the capacitance at low frequencies.
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FIGURE 11.45 Chip capacitor. (a) Tantalum pentoxide capacitor. Positive pole is marked by a black bar and double
external electrode; 1—plastic encapsulation, 2—external electrode for soldering, 3—cutting in positive electrode,
4—black bar and (b) ceramic multilayer monolithic capacitor, 1—ceramic layers, Ia,IIa—capacitor electrodes (plates),
Ib,IIb—external electrodes.
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r ¼ PF
vC

(11:39)

On the other hand, an ESI increases the effective capacitance according to the following Equation 11.40:

Cef2 ¼ C
1� v2LC

(11:40)

where ESI¼ L can be measured at the self-resonant frequency (see Equation 11.37).
The ESR and ESI Data Cards for a given capacitor can be obtained from its manufacturer. Figure 11.46

shows the dependence of capacitance and power factor on frequency for class 1 ceramic capacitors.
Figure 11.41 presents data for class 2 ceramic capacitors. In a ceramic multilayer capacitor, migration

of metal particles through the dielectric is observed, which causes an increase of capacitance and
sometimes breakdown. The problem can be solved by roll pressing of two wet ceramic layers into one
dielectric during a production process.

Self-regeneration of capacitor: The phenomenon of self-regeneration is exhibited in metalized dielectric
capacitors as well as electrolyte capacitors. It is useful in some situations (e.g., in long-life tests), but
sometimes it is harmful (e.g., in pulse counting equipment). To solve that problem, we should use a derated
capacitor (for 25 V work voltage, 40 V nominal voltage is needed) or change the type of capacitor.

Leakage current of electrolytic capacitor: The insulating resistance Ri in an electrolytic capacitor is not as
high as in other capacitors. The result of law Ri is dc current called leakage current IL. For aluminum
electrolytic capacitors, Siemens Matsushita Components Company in their catalog [6] proposes to join IL
in mA with capacitance C in mF and working voltage Vw in V. According empirical rule (Equation 11.41)

IL � 0:03CVW þ 20mA (11:41)

for normal types and

IL � 0:006CVW þ 4mA (11:42)

for special long-life capacitors, where Vw�VN.
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FIGURE 11.46 Dependence of capacitance and power factor vs. frequency for ceramic NPO capacitor—class 1:
(a) capacitance and (b) power factor. (From Sprague Electric Co., Monolithic ceramic chip capacitors, Sprague Eng.
Bull., Brussels. With permission.)
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Tantalum electrolytic capacitors show smaller
leakage currents and at a temperature 208C their
value is 0.5 up to 20 mA. That value also depends
on C, Vw, and temperature. Dependence IL on
ambient temperature T is shown in Figure
11.47a, and influence of working voltage value
Vw is shown in Figure 11.47b. Those data are
taken from the 1990 catalogue of the AVX Cor-
poration Ltd. (Great Britain).
It is necessary to know that after long-time stor-

age, the leakage current is going up. To prevent
this, one should switch on the testing device con-
taining the capacitors several hours before using.

Noise in capacitor: Foil capacitors can
generate noise when contact between termination
and electrode plate is not sufficiently fixed.
In Figure 11.43, the welding points of contact

are introduced (marked 7) to improve the quality of a contact. Some producers do not use
welding because at nominal voltages the noise generated by contact is negligible. You should pay
attention to the fact that for very low signals poor contacts affect noise in a significant way. Welding
removes that effect.

Ionization threshold: In a power capacitor, an ionization of the dielectric is possible; Figure 11.48 shows
the effect of this process.
Although breakdown does not occur, the capacitor life shortens when operating voltage approaches

maximum.
Threshold is a minimal value VT of voltage at which ionization starts. This causes heterogeneity of the

dielectric, for example, polypropylene and air between plates. Flat rolling of the dielectric layer is strongly
suggested for use in a power capacitor, as well as vacuum impregnation of the capacitor.

Insulating resistance Ri: When a capacitor is used as a component of an RC time constant, insulation
resistance should be taken into consideration. In that case, foil polymers (particularly polystyrene or
Teflon capacitors, where Ri is greater than 100 GV) are preferred. Also, protection against dirt and
humidity by hermetization improves Ri.
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FIGURE 11.47 Leakage current of tantalum electrolytic capacitor. (a) Dependence of leakage current versus
temperature and (b) dependence of leakage current vs. working voltage; 1—typical range of IL. (From AVX
Corporation Ltd., AVX Tantalum Capacitors Catalogue, Great Britain, 1990. With permission.)
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FIGURE 11.48 Ionization threshold in a 50 Hz capaci-
tor. Vt—threshold voltage on which ionization can start.
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11.3 Inductor

11.3.1 Basics

An inductor is a device consisting of one or more associate windings, with or without a magnetic core, for
introducing inductance into an electric circuit [1]. The origin of the word is from Latin: inducere–excite,
induce, incite. Other appellations in use include inductance coil and coil, which are synonyms, and
inductance, winding, bobbin, self, and self-inductance, which are jargon, as well as reactor and choke.
Reactor and choke are inductors but not every inductor is a reactor or choke. The alphabetical symbol
of inductor is L. Units of inductance include 1 henry¼ 1 H¼ 1 Vs=A and its submultiples nH (10�9),
mH (10�6), and mH (10�3).
Inductor graphical symbols:

XL

Generally inductor or ideal inductor;

Inductor with magnetic core, cored inductor;

Inductive reactance XL = ωL;

Cored inductor with continuously changed inductance; cored inductor with
  adjuster;
Cored inductor—core with air gap;

Cored inductor, core of bonded magnetic powder.

Working frequency range of inductors (as lumped devices): from acoustic frequencies to roughly 1 GHz.

11.3.1.1 Basic Relationships and Influencing Factors

The main electrical attribute of the inductor is the inductance L. The inductance is the property of the
electric circuit, whereby an electromotive force is induced in that circuit by a change of current in the
circuit [1].
The electromotive force (voltage) e induced in the winding of the inductor is given by Faraday’s law,

which can be written in various equivalent forms:

e ¼ �n
dF
dt

¼ � d
dt

(Li) ¼ � L
di
dt

þ i
dL
dt

� �
(11:43)
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where nF¼ total magnetic flux linked with the
current i flowing through all the n turns forming
the winding of inductor having an inductance L.
Equation 11.43 shows that the circuit ‘‘senses’’

the inductance only when the current in the circuit
is changing and=or the inductance itself is changing.
Generally, the inductance L can depend on the
magnitude of current i and inversely a change in
the magnitude of L can cause a change in ampli-
tude of i, so e is an implicit function e[i(t), L(i, t), t].
The well-known expression e¼�Ldi=dt is fulfilled
only if L is a constant independent of current, i,
and time t (this restriction is often forgotten).

In terms of the electromagnetic field theory, the inductance L is given by

L ¼ F

i
¼ n

þ
A

BdA

�þ
l

Hdl (11:44)

where
B is the normal component of the magnetic induction (flux density) through the area A
H is the magnetic field strength along its path l

For more details about various forms of the electromagnetic field equations see courses on the theory of
electromagnetic field, for example, Ref. [2].
In case of a radially thin toroid (i.e., in which A=l ! 0) and m¼ const, the magnetic induction B, and

field strength H, can be assumed as uniform, that is, F¼BA; B¼m0mH; H¼ ni=l, the inductance L for a
shape shown in Figure 11.49 is

L ¼ m0mn
2A=l (11:45)

where
m0 is the 4p10

�7 (H=m) is the magnetic constant
m is the magnetic permeability of the medium filling up the shape of the toroid

Equation 11.45 can be expressed in different equivalent forms; their use is optional.

L ¼ ALn
2, AL ¼ m0m A=l, AL ¼ L=n2 (11:46a)

L ¼ mAL0n
2, AL0 ¼ mA=l, AL0 ¼ AL=m (11:46b)

L ¼ m0Gmn
2, Gm ¼ mA=l, Gm ¼ mGm0 (11:46c)

L ¼ m0n
2Rm, Rm ¼ l=mA, Rm ¼ 1=Gm (11:46d)

L ¼ m0mGm0n
2, Gm0 ¼ A=l, Gm0 ¼ Gm=m (11:46e)

L ¼ m0mn
2=Rm0, Rm0 ¼ l=A, Rm0 ¼ 1=Gm0 (11:46f)

where
AL is the inductance factor of inductor
AL0 is the inductance factor of the winding or core shape (at m¼ 1)
Gm and Rm are the core permeance and reluctance, respectively
Gm0 and Rm0 are the permeance and reluctance of core shape (at m¼ 1) inductance L is in H if l is inm

and A in m2

i
n

l

L Ae

μ

Φ, B, H

FIGURE 11.49 Inductor of a toroidal shape.
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If m, B, and H cannot be assumed to be uniform, Equations 11.45 and 11.46 take more complicated
forms issuing from Equation 11.44.
The following fundamental observations can be inferred from Equations 11.43 through 11.45:

1. The inductance L of the inductor depends on three factors:
. Square of number of turns n2 of the winding.
. Geometrical configuration of the magnetic flux F produced by the current i; this configuration

is represented by the permeance or reluctance of the shape Gm0 or Rm0, containing the magnetic
flux.

. Magnetic properties of the medium or media filling up the shape associated with the carrying
current winding, producing a magnetic fluxF; these properties are represented by the magnetic
permeability m. Note: Magnetic permeability, depending on the approach, can be considered as
a scalar (number), complex quantity, or a tensor.

2. The voltage induced across the inductor of inductance L depends on the following:
. Rate of change of the current flowing in the inductor winding di=dt.
. Changes in time of the inductance of inductor dL=dt; these changes result from the influence of

external factors on inductance L, because

dL
dt

¼
X
v

@L
@jv

@jv
@t

¼
X
v

@L
@m

@m

@jv

@jv
@t

þ @L
@A

@A
@jv

@jv
@t

þ @L
@!

@l
@jv

@jv
@t

� �
(11:47)

n¼ 1, 2, 3, . . . , j¼ external stressing factors such as time, temperature, mechanical stresses, static and
time-varying voltage or magnetic induction, current or magnetic field strength, frequency, moisture,
radiation (nuclear, cosmic), and so on.
The term dL=dt (Equation 11.47), often forgotten in considerations, is however, of importance because

it is responsible for any instability or variability introduced into an electric circuit by the inductors.
Examples of various dL=dt contributions are listed in Table 11.11.

11.3.1.2 Inductor: Qualifiers and Attributes

Different qualifiers are, in practice, applied to inductors, depending on the approach and related
attributes. The most frequently used are listed in Table 11.12. These qualifiers are used separately or in
combination, for example, air inductor or linear cored inductor.

TABLE 11.11 Exemplification of Various Stressing Factors j Causing Changes in Inductance L

Influencing

Stressing Factor j Permeability m, dm=dj, for Example

Physical Dimensions A and l of Winding
and=or Core; dA=dj and dl=dj,

for Example

Temperature Temperature changes of permeability Thermal changes of dimensions

Mechanical tensile, contracting
or torsion stress

Reversible changes of permeability under
mechanical stresses, piezomagnetic
effects, mechanomagnetic after-effects
(relaxations)

Changes of dimensions under
mechanical stresses; mechanical
relaxations of dimensions of core or
winding

Magnetic induction B or
magnetic field strength H
(changes of static, time-varying
or combined magnitude)

Strong and, generally, nonlinear
dependence of m on B and H;
disturbance of the magnetic state of core
material

Ponderometric effects in winding at,
for example, high current intensities
or pulses; mechanical relaxation of
winding or coil formers
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TABLE 11.11 (continued) Exemplification of Various Stressing Factors j Causing Changes in Inductance L

Influencing

Stressing Factor j Permeability m, dm=dj, for Example

Physical Dimensions A and l of Winding
and=or Core; dA=dj and dl=dj,

for Example

Frequency Strong dependence of m on frequency:
eddy-current effects (magnetic skin and
proximity effects), magnetic resonances
(wall resonance, dimensional resonance,
spin resonance), relaxation effects

Skin and proximity effects in wires cause
change of current density distribution in
conductor, thus, the change of effective
dimensions of coil

Humidity, moisture, aggressive
agents (salts, acids, etc.)

Corrosion effects in metallic cores,
therefore structural changes of magnetic
material; changes of dielectric properties
in ferrites

Various agents’ effects as changes of
dimensions and electrical and dielectric
properties of coil formers, winding and
interwinding insulation layers,
substrates, etc.

Irradiation Structural changes in magnetic material Structural changes in materials of
coils, conductors, insulation,
dielectric properties of coil formers,
substrates, etc.

Time Changes of m: reversible effects
(disaccommodation and
accommodation), irreversible effects
(so-called aging), thermal fluctuation
effects in nonneutral states

For example, aging and rheological
effects affecting materials of coil
formers, insulation; diffusion effects
between metallic conductors deposited,
for example, on ceramic substrate

TABLE 11.12 Inductor Qualifiers and Attributes

Inductor Qualifier Inductor: Attribute or Quality

Ideal, perfect Linear inductor having only a ‘‘pure’’ inductance, that is, no power loss is related to the flow of time-
varying current through the inductor winding. In the ideal inductor, the current of sine wave lags the
induced voltage by angle w¼ 908 (p=2 rad). The concept of the ideal inductor is used only in
idealized or simplified circuit analysis.

Nonideal Usually a linear inductor in which the power loss in the winding and core is taken into account. The
current of sine wave lags the induced voltage by angle 08�w< 908 (908 for ideal, power loss-free
inductor; 08 for pure resistor). The concept of nonideal inductor is used as a first order
approximation of a real inductor.

Linear Inductor, ideal or nonideal, for which the induced voltage drop across it is proportional to the flowing
time-varying current in its steady state. Linear inductor can be described or be used to describe the
circuit in terms of transfer function. An air inductor is an example of linear inductor.

Nonlinear Inductor for which the induced voltage drop is not proportional to the time-varying current flowing
by it. As a rule, cored inductors (specifically if a core forms a closed magnetic circuit) are nonlinear.
This is a consequence of the strong nonlinear dependence of magnetic induction B, proportional to
voltage u¼ dL=dt, on magnetic field strength H, proportional to current i.

Real Inductor with electrically behavioral aspects and characteristics that are all taken into account, for
example, magnetic power loss, magnetic flux leakage, self-winding and interwinding capacitances
and related dielectric power loss, radiation power loss, parasitic couplings, and so on, and
dependences of these factors on frequency, induction, temperature, time, etc.

Air Inductor not containing magnetic materials as constituents or in its magnetically perceptible vicinity.

Cored Inductor in which a magnetic material in the form of a core serves intentionally as a path, complete or
partial, for guidance of magnetic flux generated by current flowing through inductor winding.

Lumped or discrete Inductor assumed to be concentrated at a single point.

Distributed Inductor with inductance and other properties that are distributed over a physical distance(s) which is
(are) comparable to a wavelength.
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11.3.1.3 Basic Functions of the Inductor

The inductor has to perform four basic functions:

. Impede (oppose) any change in the existing current; as the change is more rapid the opposition is
stronger.

. Lag (to shift) the current in respect to induced voltage up to 908 for a sine wave.

. Differentiate the current waveform.

. Store the magnetic energy; this when in combination with electrical energy stored in capacitor,
results in electrical resonance (LC—resonance).

The more the real inductor approaches the ideal inductor, the higher the degree in performing these
functions.

11.3.1.4 Parameters Characterizing the Inductor

Primary parameters:

. Inductance L (for all excitation levels)

. Power loss at low and middle excitation levels expressed facultatively in terms of
Resistance R¼ power loss=(square or rms value of current)
Tangent of loss angle d, tgd¼R=2pfL
Quality factor Q¼ 2pfL=R¼ 1=tgd

. Power loss at high excitation levels is expressed directly in watts or in watts per unit of weight or
unit of volume

Secondary Parameters (Selected):

. dc winding resistance

. Self-capacitance

. Self-resonance frequency

. Temperature coefficient or factor of inductance

. Time instability

. Hysteresis loss

. Pulse inductance

. Adjustment range

. Harmonic distortion

. Magnetic radiation

. Influence of the static magnetic field

. Inductance rise factor

. Maximum winding temperature

. Temperature rise

. Immunity from mechanical stresses and environmental exposures

. Acoustic noise

To determine these parameters, the following should be specified: frequency, excitation level (voltage or
current), temperature, parameters of measuring coil (winding), type of magnetic conditioning to be used,
and other details of measuring procedure, as well as conditions needed to ensure the required accuracy
and repeatability of measurement.
The relevant measuring methods are described, for example, in Refs. [3–5] while their methodo-

logical basics are summarized in the item Magnetic Materials Measurements: Basic Methodological
Principles. See also item International Standards on Inductors, point 4. Measuring Methods and
Procedures.
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11.3.1.5 Circuit Representation of Inductor

Circuit representation of the ideal inductor is that as shown by the first inductor graphical symbol. For a
nonideal linear inductor, a series or parallel representation is used (Figure 11.50).
The transformation of a nonideal inductor shown in Figure 11.50 is a purely formal operation serving

only for the circuit analysis. Transformation results calculated for one specified frequency and specific
operating conditions (e.g., B, temperature) can be extended over other frequencies and conditions only
when L and R appear to be independent of these factors: L¼ const and R¼ const.

Series and parallel connections of inductors: When individual inductors are connected in series (with
no mutual inductive couplings), the total inductance Lt¼ Lts will be a sum of individual inductances
Li:Lts¼SiLi; similarly the equivalent loss resistances: Rts¼SiRi.

When individual inductors are connected in parallel, the total inductance Lt¼ Ltp and resistance Rtp
will be Ltp¼ 1=Si1=Li and Rtp¼ 1=Si1=Ri, respectively.

Thus, the series connection of inductors always increases a resultant inductance, parallel connection
decreases. Note: These connections rules (laws) apply only for sine waveforms in the steady state and
these rules are applicable neither to the nonlinear inductors nor to transient states.

11.3.2 Air Inductor

This type of inductor is assumed to be linear. This means that at stressing factors that are fixed, the
inductance L and resistance R are characteristic constants, independent of the flowing current or applied
voltage.
Selected formulas for the inductance of some air inductors are given below. In Table 11.13 correspond-

ing draftings are depicted. All dimensions of coils shown in Table 11.13 are in cm; n¼ number of turns.
For more formulas for calculation of the inductance of air inductors see, for example, Refs. [14,15].

. Single-layer cylindrical coil with a circular conductor, Table 11.13a:

L0 ¼ KDn2 � 10�9 (H) (11:48a)

where K¼ coefficient whose values are listed in Appendix 11.A.

(a) Series representation (b) Parallel representation

is Ls Rs

us

Lp

ip
Rp

up

Z  = jωLs+Rs Z =1/Ŷ

tgδ |s = tgδ |p tgδ = ωLp /Rp

Lp =Ls (1+ tg2 δ)
Rp =Rs(1+1/tg2 δ)

tg δ = 0; 
tg δ = ∞; 

Ls = Lp; Rs = 0;
Ls=LP = 0; Rs = Rp

Rp = ∞

1
jωLp

Ŷ = + 1
Rp

tgδ=Rs/ωLs

Ls=Lp/(1+tg2 δ)
Rs= Rp/(1+1/tg2 δ)

For ideal inductor: δ = 0°
For ideal resistor: δ = 90°

ˆ ˆ

FIGURE 11.50 Equivalent circuit representation of the inductor and the respective expressions.
Note: When subscript s is omitted, symbols L and R always refer to the series representation.
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. Single-layer rectangular coil with a circular conductor, Table 11.13b:

L0 ¼ pn2(GþH)� 10�9 (H) (11:48b)

where
G¼ fg(S1=S2; l=S2)
H¼ fh(d=l,n)¼ tabulated coefficients [14,15]

TABLE 11.13 Inductance L0 of Various Air Inductors Dimensionally Similar but Having
the Same Number of Turns

Winding (Coil) Dimensions
When Coil

Dimensions Are (cm)
Inductance L0

for n¼ 100 Turns Is (mH)

(a)

l

D D1 ¼ 2
19

l ¼ 10

(b)

l

d S1

S2

λ s1 ¼ 1:5

32

s2 ¼ 2:5

l ¼ 0:05

l ¼ 10

d ¼ 0:05

G(0:6;4) ¼ 0:4

H(1;100) ¼ 0

(c) D1
D2

D1 ¼ 1
10.3

D2 ¼ 3

D1 ¼ 2
41

D2 ¼ 3

(d)
D1
D2

h

D1 ¼ 2

13.9D2 ¼ 4

h ¼ 1

D1 ¼ 1

64.4D2 ¼ 5

h ¼ 2

(e)
D

l

h
D ¼ 2

74h ¼ 0:5
l ¼ 4

(f)

l

D

h
D ¼ 2

245h ¼ 0:5
l ¼ 0:2
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. Single-layer toroidal coil, Table 11.13c:

L0 ¼ 2pn2 D�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
D2 � D2

1

q� �
� 10�9 (mH) (11:48c)

. Single-layer ring coil, Table 11.13d:

L0 ¼ 2hn2 ln Dz=Dwð Þ � 10�9 (H) (11:48d)

. Multilayer long cylindrical coil, Table 11.13e:

L0 ¼ Dn2[K � 2ph(0:693þ g)=l]� 10�9 (H) (11:48e)

where
K is the coefficient as for the single-layer cylindrical coil
g is the coefficient whose values are listed in Appendix 11.B

. Multilayer short cylindrical coil, Table 11.13f:

L0 ffi 25pD2n2

3Dþ 9l þ 10h
� 10�9 (H) (11:48f)

Design guidance: As can be observed, L¼cDn2, where c is a function of two factors: l=D and h=d;
and the inductance of air inductor increase when

. Outer diameter of winding increases

. Ratio of outer to inner winding diameter decreases

. Width of winding decreases

. Diameter of wire decreases

This can also be inferred from the last column of Table 11.13 comparing the values of L0 for dimen-
sionally similar air inductors.
Inductance L0 can be readily calculated for a specified shape, dimensions, and number of turns of

winding. However, this is not a design approach, because the design problem to be solved is inverse: to
determine for a given value of L0 the dimensions, shape, and number of turns of winding. However, such
calculations are impossible to perform. This is a consequence of the given geometry of winding of n turns,
which results in one and only one geometry of the magnetic flux F, therefore, in only one value of the
inductance L0. Inversely, to a given value of L0 an infinite number of winding geometries may be
attributed at any n value.
Thus, the theoretical problem is to obtain the dimensions of the winding in combination with the

suitable number of turns n from the specified value of L0 is mathematically insolvable.
Therefore, the solutions are determined by experimental or iterative numerical methods.

Quality factor of air inductors: Usually it is required that the inductor would have the maximum Q
factor or time constant L=R.
For the following cases in Table 11.14: (a) fixed copper (wire) volume; (b) fixed length of wire; and

(c) fixed coil volume, the L=R reaches maximum at following proportions of the coil winding.
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Quality factor of air inductor extends from several units to several hundred and depends on

. Shape and dimensional proportions of winding (Table 11.14)

. Wire pitch and the wire arrangement

. Operating frequency

. Oil self-capacitance

. Material properties of coil former or substrate, wire insulation, proximity of conducting and=or
magnetic parts

11.3.2.1 Typical Frequency Ranges of Air Inductors When in Use

In resonant circuits:

. Cylindrical multilayer 50–1000 kHz

. Cylindrical single layer 1 MHz–2 GHz

As chokes:

. Multilayer (multisectional) 10–1000 kHz

. Single-layer 500 kHz–800 MHz

Conductors (wires) used

. Solid insulated: dc–200 MHz

. Solid uninsulated: 100 MHz–1 GHz

. Stranded (litz wire): 50 kHz–10 MHz

. Tubular: 3 MHz–3 GHz

. Cu-coated metal: 30 MHz–3 GHz

. Sn- or Ag-coated metal: 0.2–3 GHz

. Sn, Ag, Au conducting path: 0.2–3 GHz

11.3.2.2 Advantages of Air Inductors
. High stability of properties versus temperature, time, and magnetic excitation levels (when

compared with cored inductors).
. Very low dependence of inductance on frequency (related mainly to changes of effective dimen-

sions of winding due to skin and proximity effects in wires), therefore, a practically linear
dependence of XL¼vL on frequency.

. Insaturable dependence of B on i (as opposed to cored inductors) allows the air inductors to
produce very high pulses of induction B.

TABLE 11.14 Dimensional Proportions of Coil Providing Its Maximum
Time Constant L=R

Winding

Case

(a)þ (b) (c)

Cylindrical, single layer D� 3l D¼ (1.3–2)l

Cylindrical Long D¼ 5hþ 3l D¼ (1.3–1.6)l

Multilayer Short D¼ (4–8)l

D¼ (5–7)h

Single layer Toroidal D2� 3D1 —

Ring D2� 1.6D1 —
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11.3.2.3 Disadvantages of Air Inductors
. Practical inability to obtain dimensionally small inductors of high inductance L, therefore, inherent

inability to miniaturization.
. Air inductor acts both as an emitting and receiving antenna, therefore, it is (a) a source of

unwanted electromagnetic radiation to surrounding circuitry and environment; (b) a receiver of
electromagnetic signals introducing them into circuit as disturbance (usually)—electromagnetic
interference (EMI). These strong coupling features make the air inductor a highly incompatible
component in electronic circuitry, especially miniaturized, and in electronic and electrical envir-
onments.

. Air inductors are made, as a rule, as inductors of fixed value of inductance L. If a change of L is
required, connections to some wires (taps) positioned between winding extremities, or a sliding
contact to wires for single-layer windings, enable the inductance to be changed.

11.3.3 Cored Inductor

Reason for using the magnetic material in inductors: If a winding of inductance L0 produces in vacuum
(in air) a magnetic fluxF0 distributed over some volume and that this volume is completely filled up with
a magnetic material of permeability m, then the inductance L of the so combined winding with the
magnetic material is L¼mL0.

Cored inductor and its parameters in electric circuit: In Table 11.15 the parameters of the inductor are
compared for cases when it is immersed in air (m¼ 1) and in magnetic material of permeability m. It is

TABLE 11.15 Inductor-Related Parameters

Magnetic Material of Permeability, m

Absent Present, Fully Coupled with Winding

Parameter
Any
Source

Case (a): Constant
emf Source (Ri¼ 0)

Case (b): Constant
Current Source (Ri¼1)

u ¼ u0 u0 mu0
i ¼ i0 i0=m i0
B ¼ B0 B0 mB0
F ¼ F0 F0 mF0

H ¼ H0 H0=m H0

L ¼ a L0 mL0 mL0
aL¼F=i ¼ F0=i0¼ L0 F0=(i0=m)¼mL0 m F0=i0¼mL0

Source Source

i = i0 i

u = u0 L0 L = µL0
Ri Ri

u

Note: Voltage drop u, current i, induction B, magnetic flux F, field strength H, inductance L at the absence and presence
of magnetic material fully coupled with inductor winding is shown for two limit cases: (a) inductor operates in circuit of
constant emf (Ri¼ 0) and (b) in circuit of constant current (Ri¼1).
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supposed that the magnetic flux F0 produced by the inductor winding runs completely through the
magnetic material (the case of the complete coupling of winding with the magnetic material).
In case (a), the voltage drop across inductor, magnetic induction, and flux remain unchanged while the

current through inductor and magnetic field decreases m times; in case (b), the current and magnetic field
remain unchanged, whereas the voltage drop, magnetic induction, and flux increases m times. The only
parameter that increases m times in all the cases, limit and intermediate ones, 0<Ri<1, is the
inductance L¼mL0.

The main reason for applying the magnetic material as a core in inductor is to increase its inductance.

Inductor, magnetic core, closed and open magnetic circuit: If the magnetic flux F generated by a
winding runs for the most of its part through the core being in the possibly strongest coupling with that
winding, it is said that this core forms a closed or nearly closed magnetic circuit.
If at the possibly strongest coupling of a winding with a core, the flux F runs for its nonnegligible part

also through the outside of the core, it is said that the core forms an open magnetic circuit.
The ring core and EE-core illustrate the closed magnetic circuits (Figure 11.51a), whereas the rod core

illustrates the open magnetic circuit (Figure 11.51b).

11.3.3.1 Closed Magnetic Circuit

Equivalent dimensions and parameters: The permeance Gm of a toroidal core having a very small radial
thickness, magnetic path length l, a uniform cross-section area A, and permeability m, is given by
Equation 11.46c.
If the shape of a core differs from the above radially thin toroid, the calculation of permeance becomes

very complex, including the problem formulation and mathematics. To overcome these difficulties, a
simplified standard procedure is recommended [3]: a core having the shape different from radially
thin toroid, nonuniform cross-sections along magnetic path and often, nonuniform permeability, is
replaced by a hypothetic equivalent toroid or ring having the same permeance as the nonuniform core
(Figure 11.52).
The parameters of equivalent toroid: the equivalent magnetic path length le, equivalent area Ae,

equivalent volume Ve, and equivalent permeability me are calculated from the following formulas:

le ¼ C2
1=C2; Ae ¼ C1=C2; Ve ¼ leAe ¼ C3

1=C
2
2 (11:49)

and equivalent magnetic parameters:

me ¼ C1

�Xv
i¼1

li
miAi

; Be ¼ u
vn

� C2

C1
;

He ¼ ni
C2

C2
1
; Fe ¼ u

vn
� C

2
1

C2
2

(11:50)

i
i

(a) (b)

FIGURE 11.51 Examples of (a) closed magnetic circuits and (b) open magnetic circuit.

11-50 Fundamentals of Circuits and Filters



The core coefficients C1 and C2 are calculated as

C1 ¼
Xv
i¼1

li
Ai

; C2 ¼
Xn
i¼1

li
A2
i

(11:51)

Therefore, the permeances Gm and Gm0 and reluctances Rm and Rm0 are

Gm ¼ m=C1; Gm0 ¼ 1=C1; Rm ¼ C1=m; Rm0 ¼ C1 (11:52)

Inductance L is

L ¼ ALn
2 ¼ meAL0n

2 ¼ m0Gmn
2 ¼ m0meGm0n

2 ¼ m0men
2=C1 (11:53)

The core coefficients C1, C2, as well as equivalent dimensions le, Ae, and Ve for standardized cores are
specified in relevant IEC standards and in core manufacturers’ catalogs.
The previously described procedure is a standard averaging procedure (line and surface integrals are

replaced by summation) of internationally accepted applicability. This procedure is commonly used in
engineering, design, and measuring practice.

Air gap: Reason for introduction: An intentional air gap is introduced into a magnetic circuit of
inductors to improve its performance, namely

. To decrease the magnetic material nonlinearity and=or lessen the effect of static magnetic field
(bias field) on inductance

. To lessen the magnetic power loss

. To lessen excessive instabilities of the core magnetic material (e.g., thermal)

. To make possible a smooth adjustment of inductance to a very precise value by a special adjusting
device or a specially shaped air gap

A closed magnetic circuit of a complicated shape (the EE core—by way of example) made of a material of
magnetic permeability m, and with a small air-gap of length lg, is shown in Figure 11.53(a). A notional
transformation of that circuit into equivalent successive ring cores is presented in Figure 11.53(b).
Related permeabilities me and meg are also indicated there.
The length of intentional air-gap lg is usually small compared with magnetic path length l. A ratio lg=l

usually does not exceed a fraction of a percent.

Effect of an air gap on core permeability: The inductance of an inductor having a core with air-gap
(at the complete magnetic coupling between winding(s) and core) is given by

lv, Av

A3

lv–1, Av–1

li+1, Ai+1

l1, A1

li, Ai

l2, A2

l3

le

Ae
Veμe

FIGURE 11.52 Nonuniform core and its equivalent toroid or ring having the same permeance.
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L ¼ m0men
2

C1 1þ (me � 1) lgle

h i ¼ m0megn
2

C1
(11:54)

where

meg ¼ me 1þ (me � 1)
lg
le

� ��1

(11:55)

meg¼ equivalent permeability of the core with air-gap. The dependence (Equation 11.55) is shown in
Figure 11.54.
Equation 11.55 and Figure 11.52 ignore a bulging of the magnetic flux traversing the air gap,

Figure 11.55.
Roughly, the bulging is greater as the term (me� 1)lg=le¼ p is larger. The bulging, expressed as an

apparent increase of the air-gap area A0
g=Ae ¼ kg, becomes perceptible at p> 1. The ratio kg, known as

the bulging factor, can attain an amount of 2 for p¼ 30–60.

le

le

lg

lg μe μeg
(a) (b)

le + lg = le
~

FIGURE 11.53 Ring cores (b) equivalent to the EE gapped core (a).
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FIGURE 11.54 Equivalent permeability of the core with air-gap versus lg=l.
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A change in flux distribution within the core, resulting from the occurrence of a large reluctance of the
air gap in the magnetic circuit, is also ignored in Equation 11.55. In effect, the value of inductance L for
larger air gaps is usually higher than that resulting from Equation 11.54.
As the air gap increases, the inductance L becomes less and less dependent on any variation of the

magnitude of permeability me. This effect is known as the linearization of cored inductor by the air-gap.
The air-gap effect can be summarized as follows:
The cored inductor winding perceives not the core with material permeability m, but a core with

reduced permeability mg lower than m (or meg when dealing with me). Reduction of permeability of
gapped core follows (Equation 11.55) depicted in Figure 11.54.
The higher the permeability, the greater the reduction of m, for example, the air-gap of the same

(relative) length lg=l¼ 0.01 reduces material permeability m¼ 10,000 by a factor of 100 and that of m¼ 10
only by a factor of about 1.1. The use of high permeability materials as cores with larger air gaps is not
effective.

Inductor with incomplete coupling: In real cases, the magnetic material forming the core of the inductor
does not occupy the whole space where the magnetic fluxF0, emanating from the winding, is distributed.
The following simplified quantitative approach is in use.
The flux F0 is a sum of a leakage flux Fl, which runs completely outside the core and a hypothetical

flux Fh, which runs completely inside the hypothetical equivalent toroid of permeability me (or meg):
F0¼FhþFl. These three fluxes are related with three respective inductances: L0¼ inductance of
winding without core, Lh¼ inductance of the shape of the hypothetical equivalent toroid, and Ll¼ leak-
age inductance whose flux Fl does not penetrate into the core:

L0 ¼ Lh þ Ll (11:56)

Therefore, the inductance of the cored inductor with leakage is

L ¼ meLh þ Ll ¼ (me � 1)Lh þ L0 (11:57)

This formula is very convenient to determine the equivalent permeability from an actual measurement.
Because Lh¼m0n

2=C1, L and L0 are taken from measurement, the equivalent permeability me (or meg for
the gapped core) can be determined:

me ¼
L� L0
m0n2

C1 þ 1 or me ¼
AL � AL0

m0
C1 þ 1 (11:58)

For phenomenal considerations a so-called winding coupling coefficient Lh=L0¼ kw introduced. Then,

L ¼ L0[(me � 1)kw þ 1] (11:59)

μ = 1

Ae = Ag

μ

Aé 

FIGURE 11.55 Bulging of the magnetic flux traversing the air-gap.
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Apparent permeability: A commonly used parameter quickly characterizing the cored inductor is the
apparent permeability mapp:

mapp ¼ L=L0 ¼ (me � 1)kw þ 1 (11:60)

Equation 11.60 demonstrates whether the winding is completely coupled with the core; then kw¼ 1,
mapp¼me; if kw¼ 0, mapp¼ 1: the inductor is coreless; for 0< kw< 1 always mapp<me as in most of the
real cases. The coupling coefficient is readily calculated from the formula:

kw ¼ (mapp � 1rrb)=(me � 1) (11:61)

mapp shows directly how many times the presence of the core, being in a given coupling with the winding,
increases its inductance L0.

Low winding coupling strongly lowers the effect of high permeability on the inductance of cored
inductor. The high permeability materials are effective only for windings strongly coupled with the core.
Such are monolayer windings of the thinnest possible wire, tightly fitting the core along its whole length,
with no spacing between neighboring turns. This is in distinct opposition to other practical requirements,
such as current load, low self-capacitance, interwire insulation and electrical breakdown, and ease of
manufacturing.

Leakage coefficient: Also for the phenomenal considerations, the inductor leakage coefficient s¼ Ll=L is
used. It shows what part of the total inductance L is not related with the core and its properties. The
leakage coefficient is calculated as

s ¼ (me � mapp)=mapp(me � 1) or s ¼ (1� kw)=mapp (11:62)

If kw¼ 1 or equivalently me¼mapp, s¼ 0, the inductor is leakage-free; if k¼ 0, then mapp¼ 1 and s¼ 1,
which results in L¼ L0¼ Ll— the leakage inductance is the inductance L0 of the coreless winding.

Summarizing:

. Coupling coefficient kw shows the part of the winding flux that is instrumental in carrying the core
properties into the inductor properties.

. Leakage coefficient s shows what part of total inductor properties has no relation with the core
properties.

. Core, when not completely coupled with the winding, increases its inductance by amount of only
mapp.

. Apparent permeability mapp of the real cored inductor is always lower than the core permeability m,
me, or meg.

Joint effect of the air gap and coupling on the cored inductor inductance: Combining the effect of air-
gap (Equation 11.55) and that of coupling (Equation 11.59), the formula for the inductance of cored
inductor is

L ¼ meL0kw
1þ (me � 1)lg=kgle

� L0 � m0n
2

C1

� �
(11:63)

In this formula, two terms are to be distinguished: the first term, being roughly proportional to me, is
generally of nonlinear character and carries in itself all magnetic material properties including its
instabilities. The second term, between parentheses, being effectively an air coreless inductance, is of
purely linear character. Magnetic material properties ‘‘enter’’ inductor properties only by the first term.
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As the air-gap and leakage become larger, the share of the first term decreases for the benefit of the
second term: the inductor linearizes or stabilizes. For the sake of example: for an inductor with an
EE42=20 ferrite core of material permeability m ffi 1800, the ratio of the first to the second term for
ungapped core is about 450. If an air-gap of length lg¼ 1 mm is cut in that core, this ratio drops to about
30. Thus, the linearization here reaches an amount of about 15. This effect is called the linearization or
stabilization by the air-gap and=or by the leakage (or coupling).
A cored inductor with coupling kw¼ 1 and with no air-gap behaves as a pure magnetic material itself,

whereas for kw¼ 0 it becomes a coreless air inductor having the inductance L0.

11.3.3.2 Open Magnetic Circuit

The most commonly used open magnetic circuit is a cylindrical rod core. The inductor is built by axially
placing the rod core inside a cylindrical coil as it is illustrated in Figure 11.56.
Inductors of this type are built as variable and fixed inductance inductors. To vary the inductance, the

rod core is moved axially inside the coil. The central axial position of the rod in relation to the coil
corresponds to the maximum inductance. In fixed inductance inductors, the movement between the core
and coil is not provided.
If the rod core is enclosed by a centrally placed winding, as shown in Figure 11.56, the inductance of

such an inductor can be calculated from the following empirical formula:

L ¼ L0[(mrmq� 1)kwr þ 1] ¼ L0mapp (11:64)

where
L0 is the inductance of the winding without core
mr is the equivalent (effective) magnetic permeability of the rod, of similar significance as me for the
closed magnetic circuit

m and q are experimentally determined coefficients
kwr is the coupling coefficient

The permeability of the rod mr is a complicated function of the material permeability m and of the ratio of
the rod length to the rod diameter lr=dr [13]. This function is shown in Figure 11.57a.

The experimental coefficients m¼ f(lc=lr) and
q¼ f(dc=dr) are given in Figure 11.57b. The coup-
ling coefficient kwr is

kwr ¼ ALh=AL0[nH]=[nH] (11:65)

where
ALh¼Kdr, K is the coefficient listed in

Appendix 11.A
AL0¼ L0=n

2, and L0¼winding inductance

The inaccuracy of the above calculations of
L and mapp does not exceed several percent.

As can be inferred from Figure 11.57b, the max-
imum inductance L is obtained for mq¼ 1, that is,
for lc ffi 0.83lr and dc¼ dr: that is, for the winding
of width nearly equal to the rod length and closely
fitting the rod diameter. As the winding diameter
dc is larger and winding width is narrower, the core
contributes less to the inductor inductance L.

lc

lr

dc
dr

FIGURE 11.56 Open magnetic circuit having a
rod core.
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It is often of great importance to estimate the material permeability of the rod core. The calculation
inverse to that of Equation 11.64 can allow it: first one calculates mr¼ (mapp� 1þ kwr)=mqkwr, next for
the so determined mr and given l=r=dr, the material permeability m can be found from Figure 11.57a. This
method, however, can practically distinguish m< 400 only and needs to gather very accurate input data
and may provide with only approximate m-values providing that m< 400.

11.3.3.3 Emerging Inductor-Related Advances
. Ongoing adaption of inductor core’s shapes and windings to:
. surface mount technologies (SMT),
. Denser packing (per volume unit) of more and more miniaturized components
. Automatic assembling

Example: low-profile type of ferrite cores.

. Expanding applications of ‘‘lumped’’ inductors over:

. UHF range (300 MHz–3 GHz)

Example: Planar spiral-type inductors and microinductors:

. Frequency range of 300 MHz–1 GHz

Example: ‘‘quasi-microwave-range’’ inductors (air-, cored-, wound, and planar ones).

. Nanocrystalline-core inductors.

. Inductor-based probes, sensors, and microsensors.

11.3.3.4 Power Loss in Inductor

Power loss (in an inductor) is a power that is converted in an inductor into heat and radiation. The total
power loss in the inductor is admitted to be a sum of the following contributory losses:

. Resistive loss in winding Rres.

. Magnetic loss in core magnetic material Rm.

. Dielectric loss related to self-capacitance and other parasitic capacitances of the inductor Rd.

. Other losses, for example, radiation loss due to the electromagnetic radiation leaving inductor, loss
due to dimensional resonance in the core, loss due to piezomagnetic effects. These losses are not
discussed here.

μ r

μ = 400
16
14
12
10

8
6
4
2

2 41 3 lr /dr

100
70
40

20

10

(a) (b)

1.0

0.8

0.6

0.4
0.4 0.6 0.8 1.0 lc /lr0.0 0.2

dc /dr1.4 1.8 2.2 2.6 3.01

m, q

m

q

FIGURE 11.57 (a) Equivalent permeability of the rod mr versus ratio lr=dr for different material permeabilities m
and (b) experimental coefficients m vs. lc=lr and q vs. dc=dr.
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For linear inductors and in the linear range of cored inductors, the power loss PL is expressed as a tangent
of the loss angle d, tgd, (Figure 11.50), or equivalently, as the Q-factor (Q¼ 1=tgd). The inductor power
loss PL and tgd are related by the expressions

PL ¼ u2rms

vLp
tgd ¼ i2rmsvLstgd (11:66)

where
urms is the rms value of voltage drop across the inductor
irms is the rms value of current flowing through the inductor

At high excitation levels, especially in a nonlinear range, the power loss of inductors is expressed
directly in watts

Resistive loss in winding: A loss due to a dc resistance (ohmic resistance) of a winding conductor
increased by increments due to skin and proximity effects Rres referred to the inductive reactance of
inductor vL is

tgdres ¼ Rres=vL (11:67)

The precise determination of Rres, and especially, a determination of skin and proximity effect contri-
butions, is rather difficult. If an optimization of such winding parameters as a type of conductor (solid,
stranded), its diameter, etc., is sought, then a necessary calculation needs a theoretical background [13].
Rres has a linear voltage–current character.

Magnetic loss: Depending on whether the excitation level is (1) low, (2) middle, (3) or high, three
representations of magnetic loss are accustomed. They are presented next.

(1) Low B (or H) amplitude excitation: A range of B or H amplitudes exists at which m (B or H)¼
const.
This corresponds to the case of cored inductors operating at small-signal levels. For this range

the notions of complex inductance L̂ and complex permeability m̂ are used.
In series representation—Ẑ ¼ jvLþ Rs ¼ jvL̂s:

L̂s ¼ m̂sL0, m̂s ¼ m0
s � jms

00, Ls ¼ m0
sL0, and Rs ¼ vL0ms

00 (11:68)

In parallel representation—Ŷ ¼ 1=jvLp þ 1=Rp ¼ 1=vL̂p:

L̂p ¼ m̂pL0, 1=m̂p ¼ 1=m0
p � 1=jmp

00, Lp ¼ m0
pL0, and Rp ¼ vL0mp

00 (11:69)

Magnetic loss tangent tgdm:

tgdm ¼ ms
00=m0

s ¼ m0
p=mp

00 (11:70)

m0
p ¼ m0

s 1þ tg2dm
� 	

; mp
00 ¼ ms

00 1þ 1=tg2dm
� 	

(11:71)

In these formulas, m0(¼m0
s or m

0
p) and md (¼mds or mdp) are real and imaginary components of

the complex magnetic permeability m̂(¼ m̂s or m̂p) in series or parallel representation, respectively.

Note: When the subscript at m is deleted, the symbol always refers to the series representation.
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The complex permeability m̂ and related parameters are restricted to linear voltage–current
(or B–H) dependences of permeability and loss. It means that m0 represents the dynamic initial
permeability and md the power loss, which are related solely to only reversible magnetization
processes in magnetic material. In that convention the magnetic loss at low excitations is presented
usually in form of tgd m( f ) or relative (magnetic) loss factor tgd m=mi(st) (mi(st)¼ static initial
permeability).
All previous considerations concerning the contribution of magnetic permeability to the cored

inductor properties are extendable to deal with the magnetic loss. With that intent, the permea-
bility m or me appearing in the formulas of interest should be replaced by the complex permeability
m̂. This simple formal operation results, however, in a serious complication of calculation because
of the dealing with complex numbers.
One of the most important results is that the air-gap reduces the loss resistance Rs and tgd m by

the ratio m0
eg=m

0:

Rsg ¼ Rs(m
0
eg=m

0); tgdmg ¼ tgdm(m
0
eg=m

0) (11:72)

On the other hand, the power loss in magnetic material Pm remains unchanged for the same core,
gapped or ungapped, if it operates at the same induction B; this is because

Pm ¼ vB2
pVe=2m0


 �
� (tgdm=m

0) ¼ vB2
pVe=2m0


 �
� tgdmeg=m

0
eg


 �
(11:73)

where
BP is the peak value of B
Ve is the core equivalent volume

(2) Middle B (or H) amplitude excitations: A range of B or H amplitudes exists where magnetic
permeability increases linearly with H: m¼miþ vH, magnetic induction B is a parabolic function
of H and the hysteresis effects occur (Rayleigh range). The magnetic loss tgdm is here expressed as a
sum of eddy-current loss tgdF, residual loss tgdn, and hysteresis loss tgdh:

tgdm ¼ tgdh þ tgdF þ tgdn (11:74)

tgdh is proportional to H or B, tgdF to frequency, tgdn is assumed to be a constant. This is visible
when other notation (given by Legg) is used:

Rs=mfL ¼ aBP þ ef þ c ¼ 2ptgdm=m
0 (11:75)

where
a, e, and c are the hysteresis, eddy current, and residual loss coefficients, respectively
BP is the peak value of induction B

The particular loss tangents can be determined as shown in Figure 11.58.
(3) High B (or H) amplitude excitations: A range of the strongest dependence of the permeability m

on induction B (or field strength H) exists, therefore, of the strongest nonlinearity of m versus
excitation. As a rule, the power inductors and transformers operate in that range. In this range, the
magnetic power loss Pm is being expressed by the heuristic Steinmetz expression:

Pm ¼ h f mBn
P (11:76)

where h¼ numerical coefficient m and n are experimentally determined Steinmetz exponents,
which are approximately constant for a given magnetic material, for example, for power ferrites
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1.2<m< 1.4 and 2< n< 3 at frequencies between 10 and 100 kHz. For Fe-Si alloys: 1.3< n< 1.4
and 1.6<m< 1.8 for f< 500 Hz. The plots log Pm versus log f or versus log BP are therefore
straight lines. If these plots deviate from the straight lines, the constancy of exponents m and n
deteriorates and the applicability of Equation 11.76 becomes less useful.

Dielectric loss: Every real inductor is inevitably associated with a shunting parasitic capacitance, called
self-capacitance CP, and accompanied conductance GP � CP and GP result from various capacitive and
conductive couplings distributed over a real geometrical assembly of various materials (conducting,
insulating) forming the physical body of the inductor. In practice, CP and GP are assumed to be as
lumped, connected in parallel inductor elements of loss tangent tgdd¼GP=vCP. It is advisable to consider
the contribution of tgdd to overall inductor loss for two cases (1) and (2) [13].

1. Inductor (Ls of tgd¼Rs=vLs) operating in an intentionally nonresonant circuit, Figure 11.59a

tgdp ¼ v2LsCPtgdd ¼ tgdd(f =f0)
2 (11:77)

where f0 ¼ (1=2P)
ffiffiffiffiffiffiffiffiffiffi
LsCP

p ¼ inductor self-resonant frequency.
2. The same inductor operating in a series LC intentional resonant circuit, Figure 11.57b and, due to

the resonant circumstances, tgdp contributes in that case as tgdpr:

Bp = 2B

Bp = B

Bp = 0

tg δh

tg δF

tg δn

Measured

Measured

Extrapolated

tg
 δ

Frequency

FIGURE 11.58 Determination of the magnetic loss tangents according to (Equation 11.74).

Cp

Gp

CLs Rs

Cp

Gp

Ls Rs

(a) (b)

FIGURE 11.59 Self-capacitance CP and conductance GP of an inductor Ls, Rs in (a) intentionally nonresonant
circuit; (b) in an intentionally series resonant circuit.
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tgdpr ¼ v2LsCP(2tgdþ tgdd) ¼ (2tgdþ tgdd)(f =f0)
2 (11:78)

Because the value of tgdd may come up even to 0.1, the product LsCP should be as low as possible to make
the self-resonant frequency f0 >> f. As an example, for an inductor having tgd¼ 0.004 (Q-factor¼ 250)
and tgdd¼ 0.02, ( f=f0)

2¼ 0.1, the degraded Q-factor attains 170 in case (1) and 150 and in case (2).
Additionally, tgdd is very sensible to any climatic factors and different agents; the case is known that a low
value tgdd increased by nearly 200 times in a hot humidity environment.

Inductor total power loss: Different representations of total power loss in inductor are summarized in
Table 11.16.

11.3.4 Nonlinearity in Inductors

The cored inductors are nonlinear except when the excitation does not exceed the level where m(B or
H)¼ const. The most current three characteristics of inductor expose the extent of nonlinearity:

. Inductance versus ac current or applied voltage

. Inductance versus dc bias current or voltage with superimposed ac current or voltage

. Harmonic content versus specified excitation

The nonlinearity of a cored inductor is due to hysteretic properties of the core material, which result in
coercive and remanence effects. That peculiarity of magnetic material causes both multivalent and
multivalued characters of nonlinearity in cored inductors. In addition, in many circumstances the
nonlinearity can also be time dependent, for example, the harmonic content can vary with time.
Generally, the nonlinearity occurs when the core permeability becomes excitation dependent. Such

excitation-dependent permeability is termed as amplitude permeability ma.
Numerous phenomenal expressions are used for dependence of amplitude permeability ma on excita-

tion. The most well known are expressions for the Rayleigh range of excitations given by

Rayleigh: ma ¼ mi þ nH; (11:79)

TABLE 11.16 Summary of Power-Loss Expressions for the Sinusoidally Excited Inductor

Loss
Representation

Low Excitation
(m0 ¼ const) Middle Excitation (m¼miþ vH)

High Excitation
(m—strongly nonlinear)

tgdt ¼ tgdtl ¼ tgdres þ m00=m0
zfflffl}|fflffl{tgd(b)m

|fflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflffl}
tgd

þtgd(a)c tgdtm ¼ tgdres þ tgdh þ tgdF þ tgdn
zfflfflfflfflfflfflfflfflfflfflfflfflfflffl}|fflfflfflfflfflfflfflfflfflfflfflfflfflffl{tgd(b)m

|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
tgd

þtgd(a)c Not applicable

Rs ¼ vLs�tg dtl vLs�tg dtm Not applicable

Rp ¼ Rs(1 þ 1=tg2 dtl) Rs(1 þ 1=tg2 dtm) Not applicable

PL ¼ i2rms � vLstgdtl or
urms

2 � tgdtl=vLp
i2rms � vLstgdtm or
urms

2 � tgdtm=vLp
u2rms

Rres
R2
resþv2L20

þ vCptgdd

 �c

Pm ¼ vB2
pVe=2m0


 �
� m

00
=m

02
� 	

vB2
pVe=2m0


 �
� tgdm=m0� 	

hf mBn
p

Distinction: low, middle, and high excitation apply only to the cored inductors.
tgdt ¼ total loss tangent; tgdtl ¼ total loss tangent at low excitation level; tg dtm ¼ total loss tangent at middle excitation

level.
a tgdc

tgdp ¼ tgdd � f =f0ð Þ2 for inductor operating in a nonresonant circuit, Figure 11:59a
tgdpr ¼ 2tgdþ tgddð Þ � f =f0ð Þ2 for inductor operating in a series resonant circuit, Figure 11:59b



b For air inductors: tgdm ¼ 0 because m0 ¼ 1 and m00, tgdh, tgdF, tgdn, Pm equal zero.
c For air inductor. For cored inductor PL is practically not calculable because of the distorted signal.
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Peterson: ma ¼ a0 þ a1H þ a2H
2 þ � � � (11:80)

where
mi is the initial permeability
n is the Rayleigh constant
a0, a1, a2, and so on are the Peterson coefficients

Today, these expressions are of lesser importance because any experimentally obtained dependence of
an inductor on excitation can be numerically processed and used for overall nonlinear analysis (e.g., of
signal distortion) in a given circuit. All previously given relationships between the permeability and
inductance are to be observed in that analysis.
A practical manner of lowering the nonlinearity of an inductor (for a given core material) is to increase

the air-gap length and=or to decrease the coupling coefficient kw, or to lower the induction B in the core.
For the sake of an example, the third harmonic content, THC¼ emf3f=emff of the ungapped core is

related to tangent of material hysteresis loss tgdh in the Rayleigh range by the formula

THC ¼ 0:6tgdh (11:81)

For the gapped core, this formula transforms into

THCgapped ¼ THCungapped � (meg=m) (11:82)

Generally, for a given core material, the most nonlinear inductor is that equipped with a core having an
ungapped magnetic circuit (e.g., a toroid); the least nonlinear is the inductor having an open short core
(e.g., a rod core of low length to diameter ratio).
The nonlinear core related relationships are strongly frequency dependent and, nearly as a rule,

decrease as the frequency increases.

11.3.5 Magnetic Core Materials

For inductor core applications, three families of soft magnetic materials are concerned:

. Ferrites, mainly Mn–Zn and Ni–Zn, being solid polycrystalline ceramics in whatever form they
may be

. Iron and=or nickel based alloys (Fe, Fe–Si, Fe–Ni, Fe–Co, Ni–Mn, Ni–Mn–Mo, etc.) in the form of
laminations, strips, and ribbons

. Pure iron and Fe–Ni or Ni–Mn, etc., alloys in the form of fine powders (2–150 mm) with individual
particles that are bonded and electrically insulated by polymers

The most distinctive features of these three families are listed in Table 11.17.
Recently developed amorphous and nanocrystalline magnetic materials gained as of yet a moderate use

in inductor applications. Some ring power chokes used as core-wound amorphous ribbons have
advantageous properties at the kHz range.
The basic characteristics of magnetic materials for inductor applications are depicted in Figure 11.60.

11.3.6 Magnetic Materials Measurements: Basic Methodological Principles

For the measurements of magnetic properties and characteristics of a magnetic material as, for example,
its magnetic permeability, quality factor or power loss, the sample (core) being made of that material shall
have a ring or toroidal shape in which:
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TABLE 11.17 Three Main Families of Magnetic Materials Used as Cores in Inductors

Family Bs (T) mi r (Vm) fw

Ferrites Low: <0.6 8–20,000 High: 100–109 1 kHz–2 GHz

Fe, Ni alloys High: 0.8–2.4 200–100,000 Low: (1–50)10�9 dc—400 Hz (up to 50 kHz)a

Bonded powders Medium: <1.2 4–150 Low: 	10�7 dc—100 kHz (up to 10 MHz)a

Bs¼ saturation induction; mi¼ initial permeability; r¼ dc resistivity; fw¼ typical working frequency range.
a For very small material thickness.
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FIGURE 11.60 Basic characteristics of magnetic materials essential for inductor applications.
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1. There are no transversal (to the magnetic flux path) air gaps.
2. The ratio of outer to inner diameter shall not be greater than 1.4.
3. The measuring winding(s) shall be distributed uniformly along the circumference of the core, close

to its surface, so as to get the inductive coupling coefficient between the core and the winding(s)
approaching one. (This stipulation becomes more critical as the magnetic permeability of the
core is low.)

Besides, the core to be measured shall be magnetically or thermally conditioned (past terms: neutralized,
demagnetized) to arrive at a well-defined and reproducible magnetic state of the material.
This operation shall take place at a determined period of time before the start of each measurement or

before a sequence of measurements, depending on a prescribed measuring procedure.

11.3.7 Physical Irregularities

Physical irregularity stands for inconsistency of the state or quality of the core surface, bulk or shape with
their intended regularity.
The irregularities and their locations give, as a rule, a detrimental or critical effect on functional

properties of magnetic cores, components and devices and, in consequence, on their applicative usefulness.
A detailed categorization, related nomenclature, and graphical examplification of most physical

irregularities occurring in ferrite cores are provided in the International Standard IEC 60401-1: Terms
and nomenclature for cores made of magnetically soft ferrit—Part 1: Terms used for physical irregularities.

11.3.8 International Standards on Inductors

International standardization activities on inductors, their attributes, applications and testing are man-
aged by the Technical Committee 51 (TC51) ‘‘Magnetic Components and Ferrite Materials’’ of the
International Electrotechnical Commission (IEC).
The International Standards (Publications) issued by the IEC=TC51 in years 1972-2007, in a number

of 62, can be classified into 6 groups as below:

1. Terminology and specific nomenclature (6 Stds)
2. Shapes and dimensions (19 Stds)
3. Design and calculations: guidelines and formulas (3 Stds)
4. Measuring methods and procedures (13 Stds)
5. Specific features and characteristics (19 Stds)
6. Marketing (2 Stds)

The list of the current IEC=TC51 Standards is available at http:==www.iec.ch. Some of them are given, for
example, in Refs. [6–12].

Defining Terms

Amplitude permeability: The permeability obtained from the peak value of the induction and the peak
value of the applied field strength when the field is varying periodically with time, the average of
the field over the time is zero, and the material is initially in a neutral state.

Choke: A device, being an inductor, used in a special application to impede the current in a circuit over
a specified frequency range while allowing relatively free passage of the current at lower
frequencies.

Complex permeability: The complex quotient of the induction in the material and the product of
magnetic constant and field strength, at the excitation range, where both the induction and field
vary sinusoidally with time.
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Inductor: A device consisting of one or more associate windings, with or without magnetic core, for
introducing inductance into an electric circuit.

Initial permeability: The limiting value of the amplitude permeability when the field strength is
vanishingly small.

Loss angle of inductor: The angle by which the fundamental component of passing current lags the
fundamental component of the fundamental voltage.

Magnetic core: A configuration of magnetic material, which is placed in a specific geometrical position in
relation to current-carrying conductors and whose magnetic properties are essential to its use.

Magnetic power loss: The power loss in a magnetic material when it is magnetized.
Physical irregularity: The inconsistency of the state or quality of the magnetic core surface, bulk, or

shape with their intended regularity.
Planar (or chip) inductor: An inductor consisting of a small piece of chip-like, nonconductive magnetic

or nonmagnetic material—substrate—onto which is deposited, etched, or printed a conductive
pattern in the form of a circular or rectangular spiral. Planar inductors may be structured as
single or multilayered devices.

Power loss: The power expended without useful work and converted into heat and=or nonintended
radiation.

Quality factor: The magnitude of the ratio of the inductor effective reactance to its effective resistance at
a given frequency (reciprocal of the tangent of the loss angle of the inductor).

Tangent of the loss angle (of inductor): The magnitude of the ratio of the inductor effective resistance to
its effective reactance at a given frequency (reciprocal of the quality factor of the inductor).

Tangent of the magnetic loss angle: The ratio of the imaginary component of the complex permeability
(of a material) to its real component.

Winding: A conductive path, usually of wire, consisting of one (single-loop winding) or more turns,
usually forming a spiral.
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Appendices
APPENDIX 11.A Coefficient K ¼ f(d=l) Figuring in Equation 11.48a

D=l K D=l K D=l K D=l K

0.02 0.1957 0.32 2.769 0.80 5.803 2.20 10.93

0.04 0.3882 0.34 2.919 0.85 6.063 2.40 11.41

0.06 0.5776 0.36 3.067 0.90 6.171 2.60 12.01

0.08 0.7643 0.38 3.212 0.95 6.559 2.80 12.30

0.10 0.9465 0.40 3.355 1.00 6.795 3.00 12.71

0.12 1.126 0.42 3.497 1.10 7.244 3.50 13.63

0.14 1.303 0.44 3.635 1.20 7.670 4.00 14.43

0.16 1.477 0.46 3.771 1.30 8.060 4.50 15.14

0.18 1.648 0.48 3.905 1.40 8.453 5.00 15.78

(continued)
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APPENDIX 11.A (continued)

D=l K D=l K D=l K D=l K

0.20 1.817 0.50 4.039 1.50 8.811 6.00 16.90

0.22 1.982 0.55 4.358 1.60 9.154 7.00 17.85

0.24 2.144 0.60 4.668 1.70 9.480 8.00 18.68

0.26 2.305 0.65 4.969 1.80 9.569 9.00 19.41

0.28 2.406 0.70 5.256 1.90 10.09 10.00 20.07

0.30 2.616 0.75 5.535 2.00 10.37 12.00 21.21

Source: Hartwig, H., Induktivitäten, Verlag für Radio-Foto-Kinotechnik, GmbH, Berlin,
1954. With permission.

APPENDIX 11.B Coefficient g¼ f(l=h) Figuring in Equation 11.48e

l=h g l=h g l=h g l=h g

1 0.0000 9 0.2730 17 0.3041 25 0.3169

2 0.1202 10 0.2792 18 0.3062 26 0.3180

3 0.1753 11 0.2844 19 0.3082 27 0.3190

4 0.2076 12 0.2888 20 0.3099 28 0.3200

5 0.2292 13 0.2927 21 0.3116 29 0.3209

6 0.2446 14 0.2961 22 0.3131 30 0.3218

7 0.2563 15 0.2991 23 0.3145

8 0.2656 16 0.3017 24 0.3157

Source: Hartwig, H., Induktivitäten, Verlag für Radio-Foto-Kinotechnik, GmbH, Berlin,
1954. With permission.

11.4 Transformer

11.4.1 Introduction

The transformer is a two-port passive circuit element that consists of two coils that are coupled
magnetically, but have no conductive coupling. It is shown diagrammatically in Figure 11.61, where
the dots by one end of each coil indicate that the magnetic fluxes, Fm1 and Fm2 are in the same direction
when both currents either enter or leave by the dot marked terminal. Coil 1 is connected to the
transformer input terminals and is called the primary winding. Coil 2 is called the secondary winding
and is connected to the transformer output terminals.
A transformer can be used to connect a source to a load and comes in a wide range of sizes. The sizes

include very large power-distribution transformers and very small transformers used in electronic equip-
ment. The coils of some transformers used in electronic equipment are wound on a nonmagnetic core such
as plastic. These transformers are called air-core transformers. All transformers used in power-distribution
systems and some transformers used in electric equipment use an iron core, which produces a coupling
coefficient of nearly unity. The coupling coefficient for an air-core transformer seldom exceeds 0.5.
Four major characteristics of transformers are as follows:

1. Accept energy at one voltage and deliver it at a different voltage.
2. Change the load impedance as seen by the source.
3. Provide conductive isolation between two portions of a circuit.
4. Produce bandpass signal filters when combined with capacitors.

The first characteristic indicated is commonly used in electric power-distribution systems since higher
voltages are desired for electric energy transmission than can be safely used by the customer. The higher
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transmission voltage produces lower transmission current, which requires smaller transmission line
conductors.
The output stage of an audio amplifier may include a transformer to provide the second and third

characteristics listed. In this way, the low impedance of the speaker is matched to the higher output
impedance of the power amplifier to yield maximum power transfer for the signal. The isolation property
permits the isolation of dc biasing voltages in the amplifier from the speaker coil to avoid magnetic flux
saturation in the coil.
Finally, a transformer may be used with capacitors for interstage coupling in a radio frequency

amplifier. The inductance of the transformer coils and the capacitance of the capacitors can be adjusted
to produce bandpass filtering for signals.

This section presents linear mathematical models for transformers. The models are in terms of phasors
and impedances; that is, they are frequency-domain models. The section begins with a first-order model
known as the ideal transformer. A nonideal linear transformer model that includes transformer inductive
and resistive effects is then shown.

11.4.2 Ideal Transformer

The ideal transformer models the first three transformer characteristics listed above with an ideal,
lossless, circuit element. It is a reasonably good model for a transformer with a nearly unity coefficient

i1

v1

––

Core material

+
N1

Coil 1

φm2

φm1

φl1 φl2

i2

v2

+
N2

Coil 2

φl1 = leakage flux 
  due to current i1

φl2 = leakage flux 
  due to current i2

N1 = number of 
  turns in coil 1

N2 = number of 
  turns in coil 2

φm1 = magnetizing flux 
  due to current i1

φm2 = magnetizing flux
  due to current i2

k1 =   k1k2 = transformer coupling coefficient < 1

φ1 = φl1 + φm1 
 = total flux due to current i1

φ2 = φl1 + φm2 
 = total flux due to current i2

k2 = φm1
    φ1
 = coupling factor for coil 1

k2 = φm2
    φ2
 = coupling factor for coil 2

FIGURE 11.61 Transformer diagram and definitions.
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of coupling and primary and secondary coil inductive impedances that are very large with respect to
source and load impedances. Well-designed, iron-core transformers have approximately these charac-
teristics over a reasonable range of frequencies and terminating impedances. A circuit symbol that is
often used for an ideal transformer is shown in Figure 11.62, where a¼ n1=n2 ffi N1=N2 is the effective
turns ratio. In place of the lines between the coils, which are intended to indicate the similarity to an iron-
core transformer, the word ideal or the equation k¼ 1 may be written below the coils to identify an ideal
transformer.
The equations that represent the ideal transformer model are V2¼V1=a and I2¼�aI1. Thus, the

voltages are in the same ratio as the effective turns ratio. Also, the ideal transformer is lossless since
the complex power supplied by the source V1I1* equals the complex power absorbed by the load �V2I2*.
The hybrid-h-parameter two-port equation that represents the ideal transformer model is

V1

I2

� �
¼ 0 a

�a 0

� �
I1
V2

� �
(11:83)

If the load impedance ZL is connected to the output terminals of an ideal transformer, then V2¼�I2ZL.
In this case, the impedance seen by a source connected to the input terminals is

Zeq ¼ V1

I1
¼ aV2ð Þ

� 1
a I2

� 	 ¼ a2ZL (11:84)

Thus, the impedance seen by the source is the square of the effective turns ratio times the load
impedance.

11.4.3 Nonideal Transformer

The ideal transformer is not an adequate transformer model when the coefficient of coupling is not near
unity and=or the load and source impedances are not negligible with respect to the transformer-coil
inductive impedances. Also, it cannot be used to investigate the signal filtering that can be performed
with a transformer and capacitors. In these cases, a more detailed model is required.

11.4.3.1 Linear Transformer

The linear transformer model is shown in Figure 11.63. R1 and R2 are the resistances and L1 and L2 are
the self-inductances of the two transformer coils. M is the mutual inductance corresponding to the
magnetic coupling of the coils.
The linear transformer is a reasonable model for an air-core transformer since the magnetic flux is

proportional to the current. The self-inductances are

– –

++

I1 I2

V1 V2

n1 : n2

FIGURE 11.62 Circuit symbol for the ideal transformer.
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L1 ¼ N1
f1

i1
; L2 ¼ N2

f2

i2
(11:85)

and the mutual inductance is

M ¼ k
ffiffiffiffiffiffiffiffiffi
L1L2

p
(11:86)

From Figure 11.63, the impedance-parameter two-port equations for the linear-transformer model are

V1

V2

� �
¼ R1 þ jvL1 jvM

jvM Rþ jvL2

� �
I1
I2

� �
(11:87)

Except for its isolation characteristics, the linear transformer in Figure 11.63 can be represented by the
equivalent T-network shown in Figure 11.64, since this network produces Equation 11.87. The T-network
is completely equivalent to the nonisolating linear transformer that is produced when the lower ends of
the two coils are conductively connected.

11.4.3.2 Leakage and Magnetizing Inductances

The nonideal linear-transformer circuit model can be changed, so it is expressed in terms of leakage
inductance and magnetizing inductance instead of self-inductance and mutual inductance. This is
convenient because the effects produced by the coil resistance and leakage inductance are nearly linear.
Thus, the approximation required to produce a linear model is primarily contained in the magnetizing
inductance.
From Figure 11.61 and Equation 11.85, the magnetizing and leakage inductances for coil 1 are,

respectively,

Lm1 ¼ N1fm1

i1
¼ k1L1 (11:88)

V1 V2

I2I1 R1 R2
jωM

jωL2jωL1

+ +

––

FIGURE 11.63 Linear transformer model.

V1 V2
I2I1

R1 R2

jωM

jω(L1 – M) jω(L2 – M)

+ +

– –

FIGURE 11.64 Equivalent T-network representation of a linear transformer.
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and

L‘1 ¼ N1f‘1

i1
¼ (1� k1)L1 (11:89)

Therefore,

L1 ¼ L‘1 þ Lm1 (11:90)

Similarly, for coil 2,

Lm2 ¼ N2fm2

i2
¼ k2L2 (11:91)

L‘2 ¼ N2f‘2

i2
¼ (1� k2)L2 (11:92)

and

L2 ¼ L‘2 þ Lm2 (11:93)

are the magnetizing, leakage, and self-inductances.
Using Figure 11.61 and Equation 11.86, we can write the mutual inductance as

M ¼
ffiffiffiffiffiffiffiffiffi
k1k2

p ffiffiffiffiffiffiffiffiffi
L1L2

p ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
k1L1k2L2

p
¼ ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

Lm1Lm2
p

¼ aLm2 ¼ 1
a

� �
Lm1 (11:94)

where

ffiffiffiffiffiffiffiffi
Lm1

Lm2

r
� n1

n2
¼ a ffi N1

N2
(11:95)

is the effective turns ratio. How closely the effective turns ratio n1=n2 approximates the actual turns ratio
N1=N2 depends on how completely all magnetic flux links all coil turns. This is a function of the coil and
core geometry.

11.4.3.3 Circuit Model

Substitution of the leakage inductances, magnetizing inductances, and effective turns ratio into Equation
11.87 produces an alternate form for the impedance-parameter two-port equations for the linear
transformer model. These equations are

V1 ¼ [R1 þ jv(L‘1 þ Lm1)]I1 þ jvLm1
1
a

� �
I2

¼ (R1 þ jvL‘1)I1 þ jvLm1(I1 � Ia) (11:96)

and

V2 ¼ jvLm1
1
a

� �
I1 þ [R2 þ jv(L‘2 þ Lm2)]I2

¼ 1
a

� �
Va þ (R2 þ jvL‘2)I2 (11:97)
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where

Ia ¼ � 1
a

� �
I2 (11:98)

and

Va ¼ jvLm1I1 þ jvaLm2I2
¼ jvLm1 I1 � Iað Þ (11:99)

The transformer circuit model that produces Equations 11.96 through 11.99 is depicted in Figure 11.65.
The only energy losses in the transformer that are accounted for by the linear model depicted in

Figure 11.65 are the heating losses in the coils (called copper losses). An iron-core transformer also has
heating losses in the core material (called core losses). The core losses have two components. The first
component is hysteresis losses. Hysteresis is the nonlinear phenomenon that causes the magnetic flux
response to increasing current to be different from the response to decreasing current. The plot of flux as
a function of current traces out a closed curve called a hysteresis loop. The area inside this loop is
proportional to the energy that produces core heat.
The second component of transformer core losses is eddy-current losses. This is a heating loss caused

by currents (called eddy currents) that flow in the transformer core due to the voltage induced in the core
material by the changing flux. The eddy-current losses can be decreased by laminating the core material
to reduce the voltage induced in an eddy-current path and thus the eddy-current value.
Core losses are caused by nonlinear effects in the magnetic circuit formed by the transformer core.

However, they can be approximately included in a linear transformer circuit model by introducing a
resistance in parallel with the magnetizing inductance. This improves the linear model accuracy in modeling
terminal-characteristics of the transformer. The resulting circuit model is shown in Figure 11.66, where Iel is

– ––

+ ++

I1 I2Ia

V1 V2Va

R1 R2

n1 : n2

jωLl1
jωLl 2

jωLm1

FIGURE 11.65 Linear circuit model for a nonideal transformer.
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–
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+

FIGURE 11.66 Linear circuit model for a nonideal transformer—including core losses.
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called the excitation current, Iml is called themagnetization current, andRcl is the resistance used tomodel the
core losses.

Defining Terms

Transformer: A two-port passive circuit element consisting of two magnetically coupled coils that are
not conductively connected.

Air-core transformer: A transformer with a nonmagnetic core.
Source: Signal generator that supplies energy to a network.
Load: Device that converts electrical energy supplied to a useful output. Modeled as an impedance.
Magnetic flux: A magnetic field descriptor. It is thought of as lines indicating the direction of force that

the magnetic field produces on a moving charge. The density of the lines indicates the force.
Primary winding: Transformer input coil.
Secondary winding: Transformer output coil.
Leakage inductance: Magnetic flux that links only one coil.
Magnetizing inductance: Magnetic flux that links both coils.
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Further Information

More detailed developments of linear transformer circuit models can be found in most circuit analysis
texts. Two example texts are Refs. [1,3].
Power transformers and their models are presented in considerable detail in electrical machinery texts

such as Ref. [6]. These presentations also extend to multiple-coil, three-phase transformers, and tapped
transformers. Included in most electrical machinery texts are in-depth discussions of hysteresis and eddy
currents, and of methods for reducing losses due to these effects. Also included are procedures for
measuring the parameters for transformer circuit models.
The use of transformers in electronic circuits is considered in electronic circuit design texts and

reference books such as Refs. [4,8]. Amplifier circuit models that include transformer circuit models are
developed in some texts for tuned transformer coupled amplifier stages and transformer coupled load
impedances. It is demonstrated how these models can be used to determine amplifier frequency response
and power transfer to the load. Other uses indicated for transformers in electronic circuits occur in power
supplies and isolation amplifiers.
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11.5 Semiconductor Diode

Semiconductor diodes are made out of p–n semiconductor junctions. Nonlinear current–voltage char-
acteristics of such junctions are used to rectify and shape electrical signals. Exponential current–voltage
characteristics are sometimes used to build logarithmic amplifiers. The variations of junction capaci-
tances with applied voltages are used to tune high-frequency electronic circuits. The semiconductor p–n
junction illuminated by light will generate a voltage on its terminals. Such a diode is known as a solar
battery. Also, the reverse diode current is proportional to the light intensity at the junction. This
phenomenon is used in photodiodes. If a diode is biased in the forward direction, it can generate a
light. In order to obtain high emission efficiency the light emitting diode (LED) should be made out of a
semiconductor material with a direct energy band structure. This way electrons and holes can recombine
directly between valence and conduction bands. Typically, LEDs are fabricated using various composi-
tions of GayAll–yAsxPl–x. The wavelength of generated light is inversely proportional to the potential gap
of a junction material. When a light intensity is enhanced by additional micromirrors, then laser action
occurs. The silicon diodes are not emitting light because the silicon has an indirect band structure and the
probability of direct band-to-band recombination is very small.
When both sides of the junction are very heavily doped, then for small forward-biasing voltages

(0.1–0.3 V), a large tunneling current may occur. For larger forward voltages (0.4–0.5 V), this tunneling
current vanishes. This way the current–voltage characteristic has a negative resistance region somewhere
between 0.2 and 0.4 V (Figure 11.68d). Germanium and other silicon semiconductors are used to
fabricate tunnel diodes. The backward diode has slightly lower impurity concentrations than the tunnel
diode and the tunneling current in the forward direction does not occur (Figure 11.68e). The backward
diode is characterized by very sharp knee near zero voltage, and it is used for detection (rectifications) of
signals with very small magnitude.
Diodes with high breakdown voltage have a p–i–n structure with an impurity profile shown in

Figure 11.67d. Similar p–i–n structure is also used in microwave circuits as a switch or as an attenuating
resistor. For reverse biasing, such a microwave p–i–n diode represents an open circuit with a small
parasitic junction capacitance. In the forward direction this diode operates as a resistor whose conduct-
ance is proportional to the biasing current. At very high frequencies, electrons and holes will oscillate
rather than flow. Therefore, the microwave p–i–n diode exhibits linear characteristics even for large
modulating voltages. Another interesting ‘‘diode’’ structure has the impurity profile shown in Figure
11.67f. When reverse biasing exceeds the breakdown voltage, this element generates a microwave signal
with a frequency related to the electron transient time through structure. Such a diode is known as an
IMPATT (IMPact Avalanche Transit Time) diode.
The switching time of a p–n junction from the forward to the reverse direction is limited by the storage

time of minority carriers injected into the vicinity of the junction. Much faster operation is possible in the
Schottky diode, where minority carrier injection does not exist. Another advantage of the Schottky diode
is that the forward voltage drop is smaller than in the silicon p–n junction. This diode uses the metal–
semiconductor contact for its operation. Schottky diodes are characterized by relatively small reverse
breakdown voltage, rarely exceeding 30 V.

11.5.1 Nonlinear Static I–V Characteristics

Semiconductor diodes are characterized by nonlinear current–voltage characteristics. Typical I–V diode
characteristics are shown in Figure 11.68. In the case of a common silicon diode, the forward-direction
current increases exponentially at first, and then is limited by an ohmic resistance of the structure. A very
small reverse current at first increases slightly with applied voltage and then starts to multiply near the
breakdown voltage (Figure 11.69). The current at the breakdown is limited by ohmic resistances of the
structure.
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11.5.1.1 p–n Junction Equation

The n-type semiconductor material has a positive impurity charge attached to the crystal lattice structure.
This fixed positive charge is compensated by free moving electrons with negative charges. Similarly, the
p-type semiconductor material has a lattice with a negative charge that is compensated by free moving
holes, as Figure 11.70 shows. The number of majority carriers (electrons in p-type and holes in n-type
materials) is approximately equal to the donor or acceptor impurity concentrations, that is, nn¼ND and
pp¼NA. The number of minority carriers (electrons in p-type and holes in n-type) can be found using
the equations

np ¼ n2i
pp

� n2i
NA

pn ¼ n2i
nn

� n2i
ND

(11:100)

The intrinsic carrier concentration ni is given by

n2i ¼ jT3 exp � Vg

VT

� �
; VT ¼ kT

q
(11:101)

where
VT¼ kT=q is the thermal potential (VT¼ 25.9 mV at 300 K)
T is the absolute temperature in K
q¼ 1.63 10�16 C is the electron charge
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FIGURE 11.67 Impurity profiles for various diodes: (a) step junction; (b) linear junction; (c) diffusion junction;
(d) p–i–n junction; (e) p–nþ–n junction; (f) p–i–p–n junction.
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k¼ 8.623 10�5 eV=K is the Boltzmann constant
Vg is potential gap (Vg¼ 1.124 V for silicon)
j is a material constant

For silicon, intrinsic concentration ni is given by

ni ¼ 7:98� 1015T
3
2 exp � 6522

T

� �
(11:102)

For silicon at 300 K, ni¼ 1.53 1010 cm�2.
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FIGURE 11.68 Forward current–voltage characteristics of various types of diodes: (a) germanium diode; (b) silicon
diode; (c) Schottky diode; (d) tunnel diode; (e) backward diode; and (f) LED diode.
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FIGURE 11.69 Reverse current–voltage characteristics: (a) germanium diode and (b) silicon diode.
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When a p–n junction is formed, the fixed electrostatic lattice charges form an electrical field at the
junction. Electrons are pushed by electrostatic forces deeper into the n-type region and holes into the
p-type region, as illustrated in Figure 11.70. Between n-type and p-type regions, a depletion layer exists
with a built-in potential, which is a function of impurity doping level and intrinsic concentration ni:

Vpn ¼ VT ln
NAND

n2i

� �
¼ VT ln

nnpp
n2i

� �
¼ VT ln

nn
np

� �
¼ VT ln

pp
pn

� �
(11:103)

The junction current as a function of biasing voltage is described by the diode equation:

i ¼ Is exp
v
VT

� �
� 1

� �
(11:104)

where

Is ¼ Aqn2i VT
mpÐ Lp

0 nndx
þ mnÐ Ln

0 ppdx

 !
(11:105)

where
nn�ND

pP�NA

mn and mp are the mobility of electrons and holes
Ln and Lp are the diffusion length for electrons and holes, and A is the device area

In the case of diodes made of silicon or other semiconductor materials with a high energy gap, the
reverse-biasing current cannot be calculated from the diode Equation 11.104. This is due to the carrier
generation-recombination phenomenon. Lattice imperfection and most impurities are acting as gener-
ation-recombination centers. Therefore, the more imperfections there are in the structure, the larger the
deviation from ideal characteristics.

Depletion region
p n

–
– –

– –
–

––

– –

–
–

–
– –

–
–

–
–

–

–

–

–

–

+

+
+

+

+
+

+

+
+

+

++ +

+

+

+

+ +

+
+

+
+

+
+

+

+

+
+ +

+

–

– –

–

–
–

FIGURE 11.70 Illustration of the p–n junction.
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11.5.1.2 Forward I–V Diode Characteristics

The diode Equation 11.104 was derived with an assumption that injected carriers are recombining on the
other side of the junction. The recombination within the depletion layer was neglected. In real forward-
biased diodes, electrons and holes are injected through the depletion region and they may recombine
there. The recombination component of the forward-biased diode is given by

irec ¼ qwA
ni
2t0

exp
v

2VT

� �
¼ Ir0 exp

v
2VT

� �
(11:106)

where
w is the depletion layer thickness
t0 is the carrier lifetime in the depletion region

The total diode current iT¼ iþ irec where i and irec are defined by Equations 11.104 and 11.106. The
recombination component dominates at low current levels, as Figure 11.71 illustrates.
Also in very high current levels, the diode Equation 11.104 is not valid. Two phenomena cause this

deviation. First, an ohmic resistance always plays an important role for large current values. The second
deviation is due to high concentration of injected minority carriers. For very high current levels, the
injected minority carrier concentrations may approach, or even become larger than the impurity
concentration. An assumption of the quasi-charge neutrality leads to an increase of the majority carrier
concentration. Therefore, the effective diode current is lower, as can be seen in Equation 11.105. The high
current level in the diode follows the relation

ih ¼ Ih0 exp
v

2VT

� �
(11:107)

Figure 11.71 shows the diode I–V characteristics, which include generation-recombination, diffusion, and
high current phenomena. For modeling purposes, the forward diode current can be approximated by

iD ¼ I0 exp
v

hVT

� �
(11:108)
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(a)

(b)

v

log(i)

FIGURE 11.71 Current–voltage characteristics of the p–n junction in the forward direction: (a) diffusion current;
(b) recombination current; and (c) high-level injection current.
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where h has a value between 1.0 and 2.0. Note, that the h coefficient is a function of current, as can be
seen in Figure 11.71. It has a larger value for small and large current regions and it is close to unity in the
medium current region.

11.5.1.3 Reverse I–V Characteristics

The reverse leakage current in silicon diodes is mainly caused by the electron–hole generation in the
depletion layer. This current is proportional to the number of generation-recombination centers. These
centers are formed either by a crystal imperfection or deep impurities, which create energy states near
the center of the energy gap. Once the reverse voltage is applied, the size of the depletion region and the
number of generation-recombination centers increase. Thus, the leakage current is proportional to
the thickness of the depletion layer w(v). For a step-abrupt junction

w ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2ee0 Vpn � v

� 	
qNeff

s
(11:109)

For other impurity profiles, w can be approximated by

w ¼ K Vpn � v
� 	 1

m (11:110)

The reverse-diode current for small and medium voltages can therefore be approximated by

irev ¼ Aw(v)
qni
2t0

(11:111)

where ni is given by Equation 11.101 and w by Equations 11.109 or 11.110. The reverse current increases
rapidly near the breakdown voltage. This is due to the avalanche multiplication phenomenon. The
multiplication factor is often approximated by

m ¼ 1

1� v
BV

� 	m (11:112)

where BV stands for the breakdown voltage and m is an exponent chosen experimentally. Note that, for
the reverse biasing, both v and BV have negative values and the multiplication factor M reaches an
infinite value for v¼BV.

11.5.2 Diode Capacitances

Two types of capacitances are associated with a diode junction. One capacitance, known as diffusion
capacitance, is proportional to the diode current. This capacitance exists only for the forward-biased
condition and has the dominant effect there. The second capacitance, known as the depletion capaci-
tance, is a weak function of the applied voltage.

11.5.2.1 Diffusion Capacitance

In a forward-biased diode, minority carriers are injected into opposite sides of the junction. Those
minority carriers diffuse from the junction and recombine with the majority carriers. Figure 11.72 shows
the distribution of minority carriers in the vicinity of the junction of uniformly doped n-type and p-type
regions. The electron charge stored in the p-region corresponds to the area under the curve, and it is
equal to Qn¼ qn0Ln. Similarly, the charge of stored holes Qp¼ qp0 Lp. The storage charge can also be
expressed as Qn¼ In tn and Qp¼ Ip tp, where In and Ip are electron and hole currents at the junction and
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tn and tp are the lifetimes for minority carriers. Assuming t¼ tn¼ tp and knowing that I¼ Ipþ In the
total storage charge at the junction is Q¼ It. The diffusion capacitance can be then computed as

Cdif ¼ dQ
dv

¼ d
dv

tI0 exp
v

hVT

� �� �
¼ tIB

hVT
(11:113)

As one can see, the diffusion capacitance Cdif is proportional to the storage time t and to the diode
biasing current IB. Note that the diffusion capacitance does not depend on the junction area, but only on
the diode current. The diffusion capacitances may have very large values. For example, for 100 mA
current and t¼ 1 ms, the junction diffusion capacitance is about 4 mF. Fortunately, this diffusion
capacitance is connected in parallel to the small-signal junction resistance r¼hVT=IB, and the time
constant r. Cdif is equal to the storage time t.

11.5.3 Depletion Capacitance

The reversed-biased diode looks like a capacitor with two ‘‘plates’’ formed of p-type and n-type regions
and a dielectric layer (depletion region) between them. The capacitance of a reversed-biased junction can
then be written as

Cdep ¼ A
e
w

(11:114)

where
A is a junction area
e is the dielectric permittivity of semiconductor material
w is the thickness of the depletion layer

The depletion layer thickness w is a weak function of the applied reverse-biasing voltage. In the simplest
case, with a step-abrupt junction, the depletion capacitance is

Cj ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
qNeffee0

2 Vpn � v
� 	 ;

s
1

Neff
¼ 1

ND
þ 1
NA

(11:115)

p(x) =  p0 exp
n(x) = n0 exp

n0 = np exp

p0  =  pn exp
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FIGURE 11.72 Minority carrier distribution in the vicinity of the p–n junction biased in the forward direction.
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The steepest capacitance–voltage characteristics are in pþ� i� p� nþ diodes with the impurity profiles
shown in Figure 11.67f. In general, for various impurity profiles at the junction, the depletion capacitance
Cj can be approximated by

Cj ¼ Cj0 1� v
Vpn

� � 1
m

(11:116)

or using linear approximation as shown in Figure 11.73:

Cj ¼ Cj0 1� v
Vj0

� �
(11:117)

11.5.4 Diode as a Switch

The switching time of the p–n junction is limited mainly by the storage charge of injected minority carriers
into the vicinity of the junction (electrons injected in p-type region and holes injected in n-type region).
When a diode is switched from the forward to the reverse direction, these carriers maymove freely through
the junction. Some of the minority carriers recombine with time. Others are moved away to the other side
of the junction. The diode cannot recover its blocking capability as long as a large number of the minority
carriers exist and can flow through the junction. An example of the current–time characteristics of a diode
switching from the forward to the reverse direction is shown in Figure 11.74. A few characteristics that are
shown in the figure are for the same forward current and different reverse currents. Just after switching,
these reverse currents are limited only by external circuitry. In this example, shown in Figure 11.74, most of
the minority carriers are moved to the other side of the junction by the reverse current, and the
recombination mechanism is negligible. Note that the larger the reverse current flowing after switching,
the shorter the time required to recover the blocking capability. This type of behavior is typical for
commonly used high-voltage diodes.

Cj

Cjo

v

Vjo

FIGURE 11.73 Capacitance–voltage characteristics for reverse-biased junction.
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In order to shorten the switching time, diodes sometimes are doped with gold or other deep-
level impurities to create more generation centers and to increase the carrier recombination. This way,
the minority carrier lifetimes of such switching diodes are significantly reduced. The switching time is
significantly shorter, but it is almost independent of the reverse-diode current after switching, as shown
in Figure 11.75. This method of artificially increasing recombination rates has some severe disadvantages.
Such switching diodes are characterized by very large reverse leakage currents and small breakdown
voltages.
The best switching diodes utilize metal–semiconductor contacts. They are known as Schottky diodes.

In such diodes there is no minority carrier injection phenomenon; therefore, these diodes recover
the blocking capability instantaneously. Schottky diodes are also characterized by a relatively small
(0.2–0.3 V) voltage drop in the forward direction. However, their reverse leakage current is larger,
and the breakdown voltage rarely exceeds 20–30 V. Lowering the impurity concentration in the

t

i

FIGURE 11.74 Currents in diode with large minority carrier lifetimes after switching from the forward to the
reverse direction.

i

t

FIGURE 11.75 Currents in diode with small minority carrier lifetimes after switching from the forward to the
reverse direction.
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semiconductor material leads to slightly larger breakdown voltages, but at the same time, the series diode
resistances increase significantly.

11.5.5 Temperature Properties

Both forward and reverse diode characteristics are temperature dependent. These temperature proper-
ties are very important for correct circuit design. The temperature properties of the diode can be used to
compensate for the thermal effects of electronic circuits. Diodes can be used also as accurate tempera-
ture sensors. The major temperature effect in a diode is caused by the strong temperature dependence of
the intrinsic concentration ni (Equations 11.101 and 11.102) and by the exponential temperature
relationship of the diode Equation 11.104. By combining Equations 11.101 and 11.104 and assuming
the temperature dependence of carrier mobilities, the voltage drop on the forward-biased diode can be
written as

v ¼ h VT ln
i

jTa

� �
þ Vg

� �
(11:118)

or diode current

i ¼ I0
T
T0

� �a

exp
(v=h)� Vg

VT0

T0

T

� �
(11:119)

where
Vg is the potential gap in semiconductor material, Vg¼ 1.124 V for silicon and Vg¼ 1.424 V for GaAs
a is a material coefficient ranging between 2.5 and 4.0

The temperature dependence of the diode voltage drop dv=dT can be obtained by calculating the
derivative of Equation 11.118

dv
dT

¼ v � h Vg þ aVT
� 	
T

(11:120)

For example, in the case of the silicon diode with a 0.6 voltage drop and assuming h¼ 1.1, a¼ 3.0, and
T¼ 300 K, the dV=dT¼ 1.87 mV=8C.
The reverse-diode current is a very strong function of the temperature. For diodes made of semicon-

ductor material with a small potential gap, such as germanium, the diffusion component dominates. In
this case, the reverse current is proportional to

irev / Ta exp � qVg

kT

� �
(11:121)

For diodes made of silicon and semiconductors with a higher energy gap, the recombination is the
dominant mechanism. In this case, reverse leakage current is proportional to

irev / Ta exp � qVg

2kT

� �
(11:122)

Using Equation 11.122, one may calculate that for silicon diodes at room temperatures, the reverse
leakage current doubles for about every 108C.
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The breakdown voltage is also temperature dependent. The tunneling effect dominates in diodes
with small breakdown voltages. This effect is often known in literature as the Zener breakdown. In such
diodes the breakdown voltage decreases with the temperature. The avalanche breakdown dominates
in diodes with large breakdown voltages. When the avalanche mechanism prevails, then the
breakdown voltage increases 0.06%=8C–0.1%=8C. For medium-range breakdown voltages, one phenom-
enon compensates the other, and temperature-independent breakdown voltage can be observed.
This zero temperature coefficient exists for diodes with breakdown voltages equal to about 5Vg. In
the case of the silicon diode, this breakdown voltage, with a zero temperature coefficient, is equal to
about 5.6 V.

11.5.6 Piecewise Linear Model

Nonlinear diode characteristics are often approximated by a piecewise linear model. A few possible
approaches can be used to linearize the diode characteristics (see Figure 11.76). The parameters of the
most accurate linearized diode model are shown in Figure 11.77a, and the linearized diode equivalent
circuit is shown in Figure 11.77b.
The modified diode Equation 11.108 also can be written as

v ¼ hVT ln
i
I0

� �
(11:123)
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FIGURE 11.76 Various ways to linearize diode characteristics.
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FIGURE 11.77 Linearization of the diode: (a) diode characteristics and (b) equivalent diagram.
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For the biasing points VB and IB, the small-signal diode resistance dv=di can be computed from Equation
11.123 as

r ¼ dv
di

¼ hVT

IB
; Vth0 ¼ VB � hVT (11:124)

and it is only the function of the thermal potential VT and the biasing current IB. Note that the small-
signal diode resistance is almost independent of the diode construction or semiconductor material used.
If one requires that this linearized diode have IB current for VB voltage, then the piecewise diode
characteristics should be as in Figure 11.77a. The equivalent Thevenin and Norton circuits are shown
in Figure 11.77b. In the case of large-signal operation, the diode can be approximated by shifting the
characteristics to the left by DV. In this case, the threshold voltage becomes Vth0¼VB� 2VT instead of
Vth0¼VB�hVT.
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12.1 Introduction

Passive energy storage elements are widely used in radio-frequency (RF) circuits. Although their
impedance behavior often can be mimicked by compact active circuitry, it remains true that passive
elements offer the largest dynamic range and the lowest power consumption. Hence, the highest
performance will always be obtained with passive inductors and capacitors. Unfortunately, standard
integrated circuit technology has not evolved with a focus on providing good passive elements. This
chapter describes the limited palette of options available, as well as means to make the most use out of
what is available.

12.2 Fractal Capacitors

Of capacitors, the most commonly used are parallel-plate and MOS structures. Because of the thin gate
oxides now in use, capacitors made out of MOSFETs have the highest capacitance density of any
standard IC option, with a typical value of approximately 7 fF=mm2 for a gate oxide thickness of 5 nm.
A drawback, however, is that the capacitance is voltage dependent. The applied potential must be well in
excess of a threshold voltage in order to remain substantially constant. The relatively low breakdown
voltage (on the order of 0.5 V=nm of oxide) also imposes an unwelcome constraint on allowable signal
amplitudes. An additional drawback is the effective series resistance of such structures, due to the MOS
channel resistance. This resistance is particularly objectionable at radio frequencies, since the impedance
of the combination may be dominated by this resistive portion.
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Capacitors that are free of bias restrictions (and that have much lower series resistance) may be formed
out of two (or more) layers of standard interconnect metal. Such parallel-plate capacitors are quite linear
and possess high breakdown voltage, but generally offer two orders of magnitude lower capacitance
density than the MOSFET structure. This inferior density is the consequence of a conscious and
continuing effort by technologists to keep low the capacitance between interconnect layers. Indeed, the
vertical spacing between such layers generally does not scale from generation to generation. As a result,
the disparity between MOSFET capacitance density and that of the parallel-plate structure continues to
grow as technology scales.
A secondary consequence of the low density is an objectionably high capacitance between the bottom

plate of the capacitor and the substrate. This bottom-plate capacitance is often a large fraction of the
main capacitance. Needless to say, this level of parasitic capacitance is highly undesirable.
In many circuits, capacitors can occupy considerable area, and an area-efficient capacitor is therefore

highly desirable. Recently, a high-density capacitor structure using lateral fringing and fractal geometries
has been introduced [1]. It requires no additional processing steps, and so it can be built in standard
digital processes. The linearity of this structure is similar to that of the conventional parallel-plate
capacitor. Furthermore, the bottom-plate parasitic capacitance of the structure is small, which makes it
appealing for many circuit applications. In addition, unlike conventional metal-to-metal capacitors, the
density of a fractal capacitor increases with scaling.

12.2.1 Lateral Flux Capacitors

Figure 12.1a shows a lateral flux capacitor. In this capacitor, the two terminals of the device are built
using a single layer of metal, unlike a vertical flux capacitor, where two different metal layers must be
used. As process technologies continue to scale, lateral fringing becomes more important. The lateral
spacing of the metal layers, s, shrinks with scaling, yet the thickness of the metal layers, t, and the vertical
spacing of the metal layers, tox, stay relatively constant. This means that structures utilizing lateral flux
enjoy a significant improvement with process scaling, unlike conventional structures that depend on
vertical flux. Figure 12.1b shows a scaled lateral flux capacitor. It is obvious that the capacitance of the
structure of Figure 12.1b is larger than that of Figure 12.1a.
Lateral flux can be used to increase the total capacitance obtained in a given area. Figure 12.2a is a

standard parallel-plate capacitor. In Figure 12.2b, the plates are broken into cross-connected sections [2].
As can be seen, a higher capacitance density can be achieved by using lateral flux as well as vertical
flux. To emphasize that the metal layers are cross connected, the two terminals of the capacitors in
Figure 12.2b are identified with two different shadings. The idea can be extended to multiple metal layers
as well.
Figure 12.3 shows the ratio of metal thickness to minimum lateral spacing, t=s, versus channel length

for various technologies [3–5]. The trend suggests that lateral flux will have a crucial role in the design of
capacitors in future technologies.

s

t

(a) (b)

FIGURE 12.1 Effect of scaling on lateral flux capacitors: (a) before scaling and (b) after scaling.
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The increase in capacitance due to fringing is proportional to the periphery of the structure; therefore,
structures with large periphery per unit area are desirable. Methods for increasing this periphery are the
subject of the following sections.

12.2.2 Fractals

A fractal is a mathematical abstract [6]. Some fractals are visualizations of mathematical formulas, while
others are the result of the repeated application of an algorithm, or a rule, to a seed. Many natural
phenomena can be described by fractals. Examples include the shapes of mountain ranges, clouds,
coastlines, etc.
Some ideal fractals have finite area but infinite perimeter. The concept can be better understood with the

help of an example. Koch islands are a family of fractals first introduced as a crude model for the shape of a

(a)

(b)

FIGURE 12.2 Vertical flux vs. lateral flux: (a) a standard parallel-plate structure and (b) cross-connectedmetal layers.
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FIGURE 12.3 Ratio of metal thickness to horizontal metal spacing vs. technology (channel length).

RF Passive IC Components 12-3



coastline. The construction of a Koch curve begins with an initiator, as shown in the example of Figure
12.4a. A square is a simple initiator with M¼ 4 sides. The construction continues by replacing each
segment of the initiator with a curve called a generator, an example of which is shown in Figure 12.4b that
has N¼ 8 segments. The size of each segment of the generator is r¼ 1=4 of the initiator. By recursively
replacing each segment of the resulting curve with the generator, a fractal border is formed. The first step of
this process is depicted in Figure 12.4c. The total area occupied remains constant throughout the
succession of stages because of the particular shape of the generator. A more complicated Koch island
can be seen in Figure 12.5. The associated initiator of this fractal has four sides and its generator has
32 segments. It can be noted that the curve is self-similar, that is, each section of it looks like the entire
fractal. As we zoom in on Figure 12.5, more detail becomes visible, and this is the essence of a fractal.
Fractal dimension, D, is a mathematical concept that is a measure of the complexity of a fractal. The

dimension of a flat curve is a number between 1 and 2, which is given by

D ¼ log (N)

log 1
r

� � (12:1)

(a) (b) (c)

FIGURE 12.4 Construction of a Koch curve: (a) an initiator, (b) a generator, and (c) first step of the process.

FIGURE 12.5 A Koch island with M¼ 4, N¼ 32, and r¼ 1=8.
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where
N is the number of segments of the generator
r is the ratio of the generator segment size to the initiator segment size

The dimension of a fractal curve is not restricted to integer values, hence, the term ‘‘fractal.’’ In
particular, it exceeds 1, which is the intuitive dimension of curves. A curve that has a high degree of
complexity, or D, fills out a two-dimensional flat surface more efficiently. The fractal in Figure 12.4c has a
dimension of 1.5, whereas for the border line of Figure 12.5, D¼ 1.667.

For the general case where the initiator hasM sides, the periphery of the initiator is proportional to the
square root of the area:

P0 ¼ k �
ffiffiffiffi
A

p
(12:2)

where k is a proportionality constant that depends on the geometry of the initiator. For example, for a
square initiator, k¼ 4; and for an equilateral triangle, k ¼ 2 � ffiffiffiffiffi

274
p

. After n successive applications of the
generation rule, the total periphery is

P ¼ k
ffiffiffiffi
A

p
� (Nr)n (12:3)

and the minimum feature size (the resolution) is

l ¼ k
ffiffiffiffi
A

p

M
� rn (12:4)

Eliminating n from Equations 12.3 and 12.4 and combining the result with Equation 12.1, we have

P ¼ kD

MD�1
� (

ffiffiffiffi
A

p
)D

lD�1
(12:5)

Equation 12.5 demonstrates the dependence of the periphery on parameters such as the area and the
resolution of the fractal border. It can be seen from Equation 12.5 that as l tend toward zero, the
periphery goes to infinity; therefore, it is possible to generate fractal structures with very large perimeters
in any given area. However, the total periphery of a fractal curve is limited by the attainable resolution in
practical realizations.

12.2.3 Fractal Capacitor Structures

The final shape of a fractal can be tailored to almost any form. The flexibility arises from the fact that a
wide variety of geometries can be used as the initiator and generator. It is also possible to use different
generators during each step. This is an advantage for integrated circuits where flexibility in the shape of
the layout is desired.
Figure 12.6 is a three-dimensional representation of a fractal capacitor. This capacitor uses only one

metal layer with a fractal border. For a better visualization of the overall picture, the terminals of this
square-shaped capacitor have been identified using two different shadings. As was discussed before,
multiple cross-connected metal layers may be used to improve capacitance density further.
One advantage of using lateral flux capacitors in general, and fractal capacitors in particular, is the

reduction of the bottom-plate capacitance. This reduction is due to two reasons. First, the higher density
of the fractal capacitor (compared to a standard parallel-plate structure) results in a smaller area. Second,
some of the field lines originating from one of the bottom plates terminate on the adjacent plate, instead
of the substrate, which further reduces the bottom-plate capacitance as shown in Figure 12.7. Because of
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this property, some portion of the parasitic bottom-plate capacitor is converted into the more useful
plate-to-plate capacitance.
The capacitance per unit area of a fractal structure depends on the dimension of the fractal. To

improve the density of the layout, fractals with large dimensions should be used. The concept of fractal
dimension is demonstrated in Figure 12.8. The structure in Figure 12.8a has a lower dimension compared
to the one in Figure 12.8b, so the density (capacitance per unit area) of the latter is higher.

FIGURE 12.6 Three-dimensional representation of a fractal capacitor using a single metal layer.

First terminal Second terminal

Second terminal First terminal

Substrate

FIGURE 12.7 Reduction of the bottom-plate parasitic capacitance.

(a) (b)

FIGURE 12.8 Fractal dimension of (a) is smaller than (b).
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To demonstrate the dependence of capacitance density on dimension and lateral spacing of the
metal layers, a first-order electromagnetic simulation was performed on two families of fractal
structures. In Figure 12.9, the boost factor vs. horizontal spacing of the metal layers is plotted. The
boost factor is defined as the ratio of the total capacitance of the fractal structure to the capacitance of a
standard parallel-plate structure with the same area. The solid line corresponds to a family of fractals
with a moderate fractal dimension of 1.63, while the dashed line represents another family of fractals
with D¼ 1.80, which is a relatively large value for the dimension. In this first-order simulation, it is
assumed that the vertical spacing and the thickness of the metal layers are kept constant at a 0.8 mm level.
As can be seen in Figure 12.9, the amount of boost is a strong function of the fractal dimension as well
as scaling.
In addition to the capacitance density, the quality factor, Q, is important in RF applications. Here, the

degradation in quality factor is minimal because the fractal structure automatically limits the length of
the thin metal sections to a few microns, keeping the series resistance reasonably small. For applications
that require low series resistance, lower dimension fractals may be used. Fractals thus add one more
degree of freedom to the design of capacitors, allowing the capacitance density to be traded for a lower
series resistance.
In current IC technologies, there is usually tighter control over the lateral spacing of metal layers

compared with the vertical thickness of the oxide layers, from wafer to wafer and across the same wafer.
Lateral flux capacitors shift the burden of matching away from oxide thickness to lithography. Therefore,
by using lateral flux, matching characteristics can improve. Furthermore, the pseudorandom nature of
the structure can also compensate, to some extent, the effects of nonuniformity of the etching process. To
achieve accurate ratio matching, multiple copies of a unit cell should be used, as is standard practice in
high-precision analog circuit design.
Another simple way of increasing capacitance density is to use an interdigitated capacitor depicted

in Figure 12.10 [2,7]. One disadvantage of such a structure compared to fractals is its inherent
parasitic inductance. Most of the fractal geometries randomize the direction of the current flow and
thus reduce the effective series inductance; whereas for interdigitated capacitors, the current flow is in the
same direction for all the parallel stubs. In addition, fractals usually have lots of rough edges that
accumulate electrostatic energy more efficiently compared to interdigitated capacitors, causing a boost
in capacitance (generally of the order of 15%). Furthermore, interdigitated structures are more vulnerable
to nonuniformity of the etching process. However, the relative simplicity of the interdigitated capacitor
does make it useful in some applications.
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FIGURE 12.9 Boost factor vs. horizontal spacing.
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The woven structure shown in Figure 12.11 may also be used to achieve high capacitance density. The
vertical lines are in metal-2 and horizontal lines are in metal-1. The two terminals of the capacitor are
identified using different shades. Compared to an interdigitated capacitor, a woven structure has much
less inherent series inductance. The current flowing in different directions results in a higher self-
resonant frequency. In addition, the series resistance contributed by vias is smaller than that of an
interdigitated capacitor, because cross-connecting the metal layers can be done with greater ease.
However, the capacitance density of a woven structure is smaller compared to an interdigitated capacitor
with the same metal pitch, because the capacitance contributed by the vertical fields is smaller.

12.3 Spiral Inductors

More than is so with capacitors, on-chip inductor options are particularly limited and unsatisfactory.
Nevertheless, it is possible to build practical spiral inductors with values up to perhaps 20 nH and with Q
values of approximately 10. For silicon-based RF ICs, Q degrades at high frequencies due to
energy dissipation in the semiconducting substrate [8]. Additionally, noise coupling via the substrate
at GHz frequencies has been reported [9]. As inductors occupy substantial chip area, they can potentially

FIGURE 12.10 An interdigitated capacitor.

Metal

Terminal 1

Terminal 2

Via

FIGURE 12.11 A woven structure.
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be the source and receptor of detrimental noise coupling. Furthermore, the physical phenomena
underlying the substrate effects are complicated to characterize. Therefore, decoupling the inductor
from the substrate can enhance the overall performance by increasing Q, improving isolation, and
simplifying modeling.
Some approaches have been proposed to address the substrate issues; however, they are accompanied

by drawbacks. Some [10] have suggested the use of high-resistivity (150–200 V-cm) silicon substrates to
mimic the low-loss, semi-insulating GaAs substrate, but this is rarely a practical option. Another
approach selectively removes the substrate by etching a pit under the inductor [11]. However, the etch
adds extra processing cost and is not readily available. Moreover, it raises reliability concerns such as
packaging yield and long-term mechanical stability. For low-cost integration of inductors, the solution to
substrate problems should avoid increasing process complexity.
In this section, we present the patterned ground shield (PGS) [12], which is compatible with standard

silicon technologies, and which reduces the unwanted substrate effects. The great improvement provided
by the PGS reduces the disparity in quality between spiral inductors made in silicon and GaAs IC
technologies.

12.3.1 Understanding Substrate Effects

To understand why the PGS should be effective, consider first the physical model of an ordinary inductor
on silicon, with one port and the substrate grounded, as shown in Figure 12.12 [8]. An on-chip inductor
is physically a three-port element including the substrate. The one-port connection shown in Figure
12.12 avoids unnecessary complexity in the following discussion and at the same time preserves the
inductor characteristics. In the model, the series branch consists of Ls, Rs, and Cs. Ls represents the spiral
inductance, which can be computed using the Greenhouse method [13] or well approximated by simple
analytical formulas to be presented later. Rs is the metal series resistance whose behavior at RF is
governed by the eddy current effect. This resistance accounts for the energy loss due to the skin effect
in the spiral interconnect structure as well as the induced eddy current in any conductive media close to
the inductor. The series feedforward capacitance, Cs, accounts for the capacitance due to the overlaps
between the spiral and the center-tap underpass [14]. The effect of the interturn fringing capacitance is
usually small because the adjacent turns are almost at equal potentials, and therefore it is neglected in this
model. The overlap capacitance is more significant because of the relatively large potential difference
between the spiral and the center-tap underpass. The parasitics in the shunt branch are modeled by Cox,
CSi, and RSi. Cox represents the oxide capacitance between the spiral and the substrate. The silicon
substrate capacitance and resistance are modeled by CSi and RSi, respectively [15,16]. The element RSi

accounts for the energy dissipation in the silicon substrate.

Cox Rs

Ls
CSiRSi

Cs

FIGURE 12.12 Lumped physical model of a spiral inductor on silicon.
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Expressions for the model element values are as follows:

Rs ¼ rl

dw 1� e�t
d

� � (12:6)

Cs ¼ nw2 � eox
toxM1�M2

(12:7)

Cox ¼ eox
2tox

� l � w (12:8)

CSi ¼ 1
2
� l � w � Csub (12:9)

RSi ¼ 2
l � w � Gsub

(12:10)

where
r is the DC resistivity of the spiral
t is the overall length of the spiral windings
w is the line width
d is the skin depth
n is the number of crossovers between the spiral and center-tap (and thus n¼N� 1, where N is

the number of turns)
toxM1–M2 is the oxide thickness between the spiral and substrate
Csub is the substrate capacitance per unit area
Gsub is the substrate conductance per unit area

In general, one treats Csub and Gsub as fitting parameters.
Exploration with the model reveals that the substrate loss stems primarily from the penetration of the

electric field into the lossy silicon substrate. As the potential drop in the semiconductor (i.e., across RSi in
Figure 12.12) increases with frequency, the energy dissipation in the substrate becomes more severe. It
can be seen that increasing Rp to infinity reduces the substrate loss. It can be demonstrated that Rp
approaches infinity as RSi goes either to zero or infinity. This observation implies that Q can be improved
by making the silicon substrate either a perfect insulator or a perfect conductor. Using high-resistivity
silicon (or etching it away) is equivalent to making the substrate an open circuit. In the absence of the
freedom to do so, the next best option is to convert the substrate into a better conductor. The approach is
to insert a ground plane to block the inductor electric field from entering the silicon. In effect, this ground
plane becomes a pseudosubstrate with the desired characteristics.
The ground shield cannot be a solid conductor, however, because image currents would be induced in

it. These image currents tend to cancel the magnetic field of the inductor proper, decreasing the
inductance. To solve this problem, the ground shield is patterned with slots orthogonal to the spiral as
illustrated in Figure 12.13. The slots act as an open circuit to cut off the path of the induced loop current.
The slots should be sufficiently narrow such that the vertical electric field cannot leak through the
patterned ground shield into the underlying silicon substrate. With the slots etched away, the ground
strips serve as the termination for the electric field. The ground strips are merged together around the
four outer edges of the spiral. The separation between the merged area and the edges is not critical.
However, it is crucial that the merged area does not form a closed ring around the spiral since it can
potentially support the unwanted loop current. The shield should be strapped with the top layer metal to
provide a low-impedance path to ground. The general rule is to prevent negative mutual coupling while
minimizing the impedance to ground.
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The shield resistance is another critical design
parameter. The purpose of the patterned ground
shield is to provide a good short to ground for the
electric field. Because the finite shield resistance
contributes to energy loss of the inductor, it must
be kept small. Specifically, by keeping the shield
resistance small compared to the reactance of the
oxide capacitance, the voltage drop that can develop
across the shield resistance is very small. As a result,
the energy loss due to the shield resistance is insig-
nificant compared to other losses. A typical on-chip
spiral inductor has parasitic oxide capacitance
between 0.25 and 1 pF, depending on the size and
the oxide thickness. The corresponding reactance
due to the oxide capacitance at 1–2 GHz is of
the order of 100 V and hence a shield resistance of
a few ohms is sufficiently small not to cause any notice-
able loss.
With the PGS, one can expect typical improve-

ments in Q ranging from 10% to 33%, in the fre-
quency range of 1–2 GHz. Note that the inclusion of
the ground shields increases Cp, which causes a fast

roll-off in Q above the peak-Q frequency and a reduction in the self-resonant frequency. This modest
improvement in inductor Q is certainly welcome, but is hardly spectacular by itself. However, a more
dramatic improvement is evident when evaluating inductor–capacitor resonant circuits. Such LC tank
circuits can absorb the parasitic capacitance of the ground shield. The energy stored in such parasitic
elements is now part of the circuit; therefore, the overall circuit Q is greatly increased. Improvements of
factors of approximately two are not unusual, so that tank circuits realized with PGS inductors possess
roughly the same Q as those built in GaAs technologies.
As stated earlier, substrate noise coupling can be an issue of great concern owing to the relatively large

size of typical inductors. Shielding by the PGS improves isolation by 25 dB or more at GHz frequencies. It
should be noted that, as with any other isolation structure (such as a guard ring), the efficacy of the PGS
is highly dependent on the integrity of the ground connection. One must often make a trade-off between
the desired isolation level and the chip area that is required to provide a low-impedance ground
connection.

12.3.2 Simple, Accurate Expressions for Planar Spiral Inductances

In Section 12.3.1, a physically based model for planar spiral inductors was offered, and reference was
made to the Greenhouse method as a means for computing the inductance value. This method uses as
computational atoms the self- and mutual inductances of parallel current strips. It is relatively straight-
forward to apply, and yields accurate results. Nevertheless, simpler analytic formulas are generally
preferred for design since important insights are usually more readily obtained.
As a specific example, square spirals are popular mainly because of their ease of layout. Other

polygonal spirals have also been used to improve performance by more closely approximating a circular
spiral. However, a quantitative evaluation of possible improvements is cumbersome without analytical
formulas for inductance.
Among alternative shapes, hexagonal and octagonal inductors are used widely. Figures 12.14 through

12.16 show the layout for square, hexagonal, and octagonal inductors, respectively. For a given shape,
an inductor is completely specified by the number of turns n, the turn width w, the turn spacing s,

Ground strips Slots between strips

FIGURE 12.13 A close-up photo of the patterned
ground shield.
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and any one of the following: the outer diameter
dout, the inner diameter din, the average diameter
davg¼ 0.5(doutþ din), or the fill ratio, defined as
r¼ (dout� din)=(doutþ din). The thickness of the
inductor has only a very small effect on induct-
ance and will therefore be ignored here.
We now present three approximate expressions

for the inductance of square, hexagonal, and
octagonal planar inductors. The first approxima-
tion is based on a modification of an expression
developed by Wheeler [17]; the second is derived
from electromagnetic principles by approximat-
ing the sides of the spirals as current sheets; and
the third is a monomial expression derived from
fitting to a large database of inductors (whose
exact inductance values are obtained from a

three-dimensional electromagnetic field solver). All three expressions are accurate, with typical errors
of 2% to 3%, and very simple, and are therefore excellent candidates for use in design and optimization.

12.3.2.1 Modified Wheeler Formula

Wheeler [17] presented several formulas for planar spiral inductors, which were intended for discrete
inductors. A simple modification of the original Wheeler formula allows us to obtain an expression that is
valid for planar spiral integrated inductors:

Lmw ¼ K1m0
n2davg
1þ K2r

(12:11)

where
r is the fill ratio defined previously
K1 and K2 are coefficients and are layout dependent, shown in Table 12.1

w

s

din

dout

FIGURE 12.14 Square inductor.

w

din

dout

s

FIGURE 12.15 Hexagonal inductor.
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The fill factor r represents how hollow the inductor is: for small r we have a hollow inductor
(dout ffi din), and for a large r we have a filled inductor (dout >> din). Two inductors with the same
average diameter but different fill ratios will, of course, have different inductance values; the filled one has
a smaller inductance because its inner turns are closer to the center of the spiral, and so contribute less
positive mutual inductance and more negative mutual inductance. Some degree of hollowness is generally
desired because the innermost turns contribute little overall inductance, but significant resistance.

12.3.2.2 Expression Based on Current Sheet Approximation

Another simple and accurate expression for the inductance of a planar spiral can be obtained by
approximating the sides of the spirals by symmetrical current sheets of equivalent current densities [18].
For example, in the case of the square, we obtain four identical current sheets: the current sheets on opposite
sides are parallel to one another, whereas the adjacent ones are orthogonal. Using symmetry and the fact
that sheets with orthogonal current sheets have zeromutual inductance, the computation of the inductance
is now reduced to evaluating the self-inductance of one sheet and the mutual inductance between opposite
current sheets. These self- and mutual inductances are evaluated using the concepts of geometric mean
distance (GMD) and arithmetic mean distance (AMD) [18,19]. The resulting expression is

LGMD ¼ mn2davg
p

c1 log c2=rð Þ þ c3rð Þ (12:12)

where the coefficients ci are layout dependent and are listed in Table 12.2.

w

din

dout

s

FIGURE 12.16 Octagonal inductor.

TABLE 12.1 Coefficients for Modified
Wheeler Formula

Layout K1 K2

Square 2.34 2.75

Hexagonal 2.33 3.82

Octagonal 2.25 3.55
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A detailed derivation of these formulas can be found in Ref. [20]. Because this formula is based on a
current sheet approximation, its accuracy worsens as the ratio s=w becomes large. In practice, this is not a
problem because practical integrated spiral inductors are built with s<w. The reason is that a smaller
spacing improves the interwinding magnetic coupling and reduces the area consumed by the spiral.
A large spacing is only desired to reduce the interwinding capacitance. This is rarely a concern as this
capacitance is always dwarfed by the underpass capacitance [8].

12.3.2.3 Data-Fitted Monomial Expression

Our final expression is based on a data-fitting technique, in which a population of thousands of inductors
are simulated with an electromagnetic field solver. The inductors span the entire range of values of
relevance to RF circuits. A monomial expression is then fitted to the data, which ultimately yields

Lmon ¼ bda1avgw
a2da3avgn

a4sa5 (12:13)

where the coefficients b and ai are layout dependent, and given in Table 12.3.
Of course, it is also possible to use other data-fitting techniques; for example, one which minimizes the

maximum error of the fit, or one in which the coefficients must satisfy given inequalities or bounds. The
monomial expression is useful because, similar to the other expressions, it is very accurate and very
simple. Its real value, however, is that it can be used for the optimal design of inductors and circuits
containing inductors, using geometric programming, which is a type of optimization method that
requires monomial models [21,22].
Figure 12.17 shows the absolute error distributions of these expressions. The plots show that typical

errors are in the 1%–2% range, and most of the errors are below 3%. These expressions for inductance,
while quite simple, are thus sufficiently accurate that field solvers are rarely necessary.
These expressions can be included in a physical, scalable lumped-circuit model for spiral inductors

where, in addition to providing design insight, they allow efficient optimization schemes to be employed.

12.4 On-Chip Transformers

Transformers are important elements in RF circuits for impedance conversion, impedance matching, and
bandwidth enhancement. Here, we present an analytical model for monolithic transformers that is
suitable for circuit simulation and design optimization. We also provide simple expressions for calcu-
lating the mutual coupling coefficient (k).

TABLE 12.2 Coefficients for Current-Sheet
Inductance Formula

Layout c1 c2 c3

Square 2.00 2.00 0.54

Hexagonal 1.83 1.71 0.45

Octagonal 1.87 1.68 0.60

TABLE 12.3 Coefficients for Monomial Inductance Formula

Layout b a1 a2 a3 a4 a5

Square 1.663 10�3 �1.33 �0.13 2.50 1.83 �0.022

Hexagonal 1.333 10�3 �1.46 �0.16 2.67 1.80 �0.030

Octagonal 1.343 10�3 �1.35 �0.15 2.56 1.77 �0.032
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We first discuss different on-chip transformers and their advantages and disadvantages. We then
present an analytical model along with expressions for the elements in it and the mutual coupling
coefficient.

12.4.1 Monolithic Transformer Realizations

Figures 12.18 through 12.23 illustrate common configurations of monolithic transformers. The different
realizations offer varying trade-offs among the self-inductance and series resistance of each port, the
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FIGURE 12.18 Tapped transformer.
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FIGURE 12.19 Interleaved transformer.
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mutual coupling coefficient, the port-to-port and port-to-substrate capacitances, resonant frequencies,
symmetry, and area. The models and coupling expressions allow these trade-offs to be systematically
explored, thereby permitting transformers to be customized for a variety of circuit design requirements.
The characteristics desired of a transformer are application dependent. Transformers can be config-

ured as three- or four-terminal devices. They may be used for narrowband or broadband applications.
For example, in single-sided to differential conversion, the transformer might be used as a four-
terminal narrowband device. In this case, a high mutual coupling coefficient and high self-inductance
are desired, along with low series resistance. On the other hand, for bandwidth extension applications,

FIGURE 12.20 Stacked transformer with top spiral
overlapping the bottom one.

Bottom metal Top metal
xs

FIGURE 12.21 Stacked transformer with top and bot-
tom spirals laterally shifted.

ds

xs
ys

FIGURE 12.22 Stacked transformer with top and bot-
tom spirals diagonally shifted.
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FIGURE 12.23 Tapped transformer model.
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the transformer is used as a broadband three-terminal device. In this case, a small mutual coupling
coefficient and high series resistance are acceptable, while all capacitances need to be minimized [23].
The tapped transformer (Figure 12.18) is best suited for three-port applications. It permits a variety

of tapping ratios to be realized. This transformer relies only on lateral magnetic coupling. All windings
can be implemented with the top metal layer, thereby minimizing port-to-substrate capacitances.
Because the two inductors occupy separate regions, the self-inductance is maximized while the port-
to-port capacitance is minimized. Unfortunately, this spatial separation also leads to low mutual
coupling (k¼ 0.3–0.5).
The interleaved transformer (Figure 12.19) is best suited for four-port applications that de-

mand symmetry. Once again, capacitances can be minimized by implementing the spirals with top
level metal so that high resonant frequencies may be realized. The interleaving of the two inductances
permits moderate coupling (k¼ 0.7) to be achieved at the cost of reduced self-inductance. This
coupling may be increased at the cost of higher series resistance by reducing the turn width (w) and
spacing (s).
The stacked transformer (Figure 12.20) uses multiple metal layers and exploits both vertical and

lateral magnetic coupling to provide the best area efficiency, the highest self-inductance, and highest
coupling (k¼ 0.9). This configuration is suitable for both three- and four-terminal configurations. The
main drawback is the high port-to-port capacitance, or equivalently a low self-resonant frequency.
In some cases, such as narrowband impedance transformers, this capacitance may be incorporated as
part of the resonant circuit. Also, in multilevel processes, the capacitance can be reduced by increasing
the oxide thickness between spirals. For example, in a five-metal process, 50%–70% reductions in port-
to-port capacitance can be achieved by implementing the spirals on layers five and three instead of five
and four. The increased vertical separation will reduce k by less than 5%. One can also trade
off reduced coupling for reduced capacitance by displacing the centers of the stacked inductors
(Figures 12.21 and 12.22).

12.4.2 Analytical Transformer Models

Figures 12.23 and 12.24 present the circuit models for
tapped and stacked transformers, respectively. The cor-
responding element values for the tapped transformer
model are given by the following equations (subscript o
refers to the outer spiral, i to the inner spiral, and T to
the whole spiral):

LT ¼ 9:375m0n
2
TADT

2

11ODT � 7ADT
(12:14)

Lo ¼ 9:375m0n
2
oADo

2

11ODo � 7ADo
(12:15)

Li ¼ 9:375m0n
2
i ADi

2

11ODi � 7ADi
(12:16)

M ¼ LT � Lo � Li
2

ffiffiffiffiffiffiffiffiffi
LoLi

p (12:17)

Rso ¼ rlo
dw 1� e�

t
d

� � (12:18)
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FIGURE 12.24 Stacked transformer model.
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Rsi ¼ rli
dw 1� e�t

d

� � (12:19)

Covo ¼ eox
tox,t�b

� (no � 1)w2 (12:20)

Coxo ¼ eox
2tox

� low (12:21)

Coxi ¼ eox
2tox

� (lo þ li)w (12:22)

where
r is the DC metal resistivity
d is the skin depth
tox,t–b is the oxide thickness from top level metal to bottom metal
n is the number of turns
OD, AD, and ID are the outer, average, and inner diameters, respectively
l is the length of the spiral
w is the turn width
t is the metal thickness
A is the area

Expressions for the stacked transformer model are as follows (subscript ‘‘t’’ refers to the top spiral and
b to the bottom spiral):

Lt ¼ 9:375m0n
2AD2

11ODT � 7ADT
(12:23)

Lb ¼ Lt (12:24)

k ¼ 0:9� ds
AD

(12:25)

M ¼ k
ffiffiffiffiffiffiffiffiffi
LtLb

p
(12:26)

Rst ¼ rtl

dtw 1� e�
tt
dt

� � (12:27)

Rsb ¼ rbl

dbw 1� e�
tb
db

� � (12:28)

Cov ¼ eox
2tox,t�b

� l � w � Aov

A
(12:29)

Coxt ¼ eox
2toxt

� l � w � A� Aov

A
(12:30)

Coxb ¼ eox
2tox

� l � w (12:31)

Coxm ¼ Coxt þ Coxb (12:32)
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where
toxt is the oxide thickness from top metal to the substrate
toxb is the oxide thickness from bottom metal to substrate
k is the coupling coefficient
Aov is the overlap area of the two spirals
ds is the center-to-center spiral distance

The expressions for the series resistances (Rso, Rsi, Rst, and Rsb), the port-substrate capacitances (Coxo,
Coxi, Coxt, Coxb, and Coxm), and the crossover capacitances (Covo, Covi, and Cov) are taken from Ref. [8].
Note that the model accounts for the increase in series resistance with frequency due to skin effect.
Patterned ground shields (PGS) are placed beneath the transformers to isolate them from resistive and
capacitive coupling to the substrate [12]. As a result, the substrate parasitics can be neglected.
The inductance expressions in the foregoing are based on the modified Wheeler formula discussed

earlier [24]. This formula does not take into account the variation in inductance due to conductor
thickness and frequency. However, in practical inductor and transformer realizations, the thickness is
small compared to the lateral dimensions of the coil and has only a small impact on the inductance. For
typical conductor thickness variations (0.5–2.0 mm), the change in inductance is within a few percent for
practical inductor geometries. The inductance also changes with frequency due to changes in current
distribution within the conductor. However, over the useful frequency range of a spiral, this variation is
negligible [12]. When compared with field solver simulations, the inductance expression exhibits a
maximum error of 8% over a broad design space (outer diameter OD varying from 100 to 480 mm,
L varying from 0.5 to 100 nH, w varying from 2 mm to 0.3 OD, s varying from 2 mm to w, and inner
diameter ID varying from 0.2 to 0.8OD).
For the tapped transformer, the mutual inductance is determined by first calculating the inductance of

the whole spiral (LT), the inductance of the outer spiral (Lo), the inductance of the inner spiral (Li), and
then using the expression M¼ (LT� Lo� Li)=2. For the stacked transformer, the spirals have identical
lateral geometries and therefore identical inductances. In this case, the mutual inductance is determined
by first calculating the inductance of one spiral (LT), the coupling coefficient (k) and then using
the expression M¼ kLT. In this last case, the coupling coefficient is given by k¼ 0.9� ds=(AD) for
ds< 0.7AD, where ds is the center-to-center spiral distance and AD is the average diameter of the spirals.
As ds increases beyond 0.7AD, the mutual coupling coefficient becomes harder to model. Eventually,
k crosses zero and reaches a minimum value of approximately �0.1 at ds¼AD. As ds increases further,
k asymptotically approaches zero. At ds¼ 2AD, k¼�0.02, indicating that the magnetic coupling
between closely spaced spirals is negligible.
The self-inductances, series resistances, and mutual inductances are independent of whether a trans-

former is used as a three- or four-terminal device. The only elements that require recomputation are the
port-to-port and port-to-substrate capacitances. This situation is analogous to that of a spiral inductor
being used as a single- or dual-terminal device.
As with the inductance formulas, the transformer models obviate the need for full field solutions in all

but very rare instances, allowing rapid design and optimization.
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13.1 Lumped Circuit Approximation

Most texts on circuits, whether they deal with linear or nonlinear circuits, consider only lumped circuits.
If this is not the case, such is normally stated explicitly (see, e.g., Section III, in Feedback, Nonlinear, and
Distributed Circuits). A physical circuit is considered to be a lumped circuit, if its size is small enough that
for the situation under discussion, electromagnetic waves propagate across the circuit virtually instant-
aneously. If this is satisfied, voltages across ports and currents through terminals are well defined and,
therefore, well suited to describe and analyze the behavior of a circuit.
To check whether an actual circuit is lumped or not, the largest extension d of the circuit in any spatial

dimension is compared to the shortest wavelength l of interest or with the shortest time interval t of
interest. If

d � l ¼ c=f , d � tc (13:1)

is fulfilled, the circuit is lumped. In Equation 13.1, c is the propagation velocity of electromagnetic waves
in the medium under consideration, and f is the frequency corresponding to the wavelength l as well as
to the period t.

13.2 Circuit Elements and Connecting Multiport

It is obvious that a nonlinear circuit is described by a set of nonlinear equations, which, generally
speaking, can be solved only approximately. Moreover, we may not find a unique solution, but a set of
different solutions. Because of this complicated situation (compared to the simple solution of a linear
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circuit), it is even more important here to exploit the structure of the equations that reflect the structural
properties of the circuit. The most important step in this direction is to partition the circuit into two
parts: one containing all circuits elements separately and one containing the interconnections thereof
only. The latter is called the connecting multiport (CMP). This partitioning is demonstrated with a real
circuit in Figure 13.1; it is obvious that this partitioning is completely independent of the nature of the
utilized circuit elements: linear or nonlinear, two-terminal or multiterminal, time-variant, time-invariant,
passive or active, and so forth.
The equations that describe the CMP are merely Kirchhoff’s current and voltage laws (KCL, KVL)

(Section 13.4), which are, of course, linear, while nonlinearities show up in the description of the circuit
elements. First, the circuit element is described, and then some details of the CMP are discussed.
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i8

v8
RL

i6

v6

i7

v7

i1

v1 vs

i2

v2 R1

i3

v3
D1

i4

v4
D2

i5

v5 R2

vL

R2

D1 D2

R1

vs
OA

RL
vL

–
+

–
+

+–

1 2

5

3
4

1 2 3 4 5

+–

FIGURE 13.1 (a) A nonlinear circuit conventionally drawn. (b) Partitioning into CMP and circuit elements.
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13.3 Characterizations of Circuit Elements

This section characterizes a circuit element, two-terminal or multiterminal, with algebraic equations. This
necessitates a proper choice of variables. Because of the algebraic nature of this discussion, differential or
integral operators cannot be used. Let us begin with a formal discussion, using variables x and y without
elaborating on their physical meaning. Later, these methods are applied to specific circuit elements of
practical relevance, and voltages, currents, charges, and fluxes are utilized instead of x and y.

13.3.1 Formal Methods of Characterization

A relation between variables x and y can be given in an implicit form

^ � R� R, x 2 R, y 2 R ^ ¼ {(x, y)jf (x, y) ¼ 0} (13:2)

Here, ^ is the characteristic of a two-terminal device which is described by a single implicit equation,
f(x, y)¼ 0. Note that this equation is not unique. Various equivalent forms of f(x, y)¼ 0, exist which look
quite different, but define the same one-port:

g(x, y) ¼ ef (x,y) � 1 ¼ 0 , f (x, y) ¼ 0 (13:3)

The two functions f and g are quite different, but the tuples (x, y) defined by them constitute the same
set ^.

A simple example for such an implicit description is

f (x, y) ¼ (y=y0)� arctan(x=x0) ¼ 0 (13:4)

the plot of which in the (x, y)-plane is shown in Figure 13.2.
An alternative to the aforementioned implicit form is a parametric description, in which we use an

additional parameter l 2 R to express the port variables as functions of this parameter:

x ¼ fx(l), y ¼ fy(l) (13:5a)

with every tuple

(x, y) ¼ fx(l), fy(l)
� � 2 ^ (13:5b)

y0

y

x0 x

f

FIGURE 13.2 Plot of the one-port characteristic (Figure 13.1).
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being an admissible element of^. Using Equation 13.4 with l¼ y=y0 we have x=x0¼ tan l and, therefore,

x ¼ fx(l) ¼ x0 tan l, y ¼ fy(l) ¼ y0l, l 2 (�p=2,p=2) (13:6)

Parameterized descriptions are also not unique, but if the parameter is properly chosen (so that fx and fy
are continuous and differentiable), they are quite advantageous to work with.
The most favorable description in practical applications is explicit, but it exists only if the relation

(Equation 13.2) is unique in at least one of the variables x or y. If y is a function of x (or vice versa),
we write

y ¼ f (x), x ¼ g(y) (13:7)

For this example, both explicit versions do exist:

y ¼ y0 arctan x=x0ð Þ, x ¼ x0 tan y=y0ð Þ, y 2 �y0p=2, y0p=2ð Þ (13:8)

All these descriptive methods can be extended in a straightforward manner to the multiterminal case
by simply replacing the scalars x and y by vectors x and y and the functions f and g by vectors of functions
f and g.
The formal approach is applied to actual circuit elements in the following section.

13.3.2 Resistive Elements

A resistive element is, by definition, uniquely characterized by one of the aforementioned algebraic
descriptions, where x and y are replaced by voltage, v, and current, i. This relation may depend on time,
t (time-variant circuit element), but not on the history of the variables v and i.

Many important circuit elements can be modeled resistively, as far as their main property is concerned.
This is true for most semiconductor devices such as diodes, bipolar transistors, field effect transistors,
operational amplifiers (op-amps), and so forth. This section concentrates on the main effect, leaving a
more detailed description, including parasitics, to later sections.
An example of a time-variant (nonautonomous) resistive one-port is given in Figure 13.3

^(t) ¼ (v(t), i(t)) i(t) ¼ Is exp v(t)=VTð Þ � 1ð Þ � iL(t)j gf (13:9)

Using a reverse saturation current Is¼ 10 mA and a thermal voltage VT¼ 25 mV the individual
characteristics in Figure 13.3b are obtained, illustrating the nonautonomous nature of the device with

iL(t0) = 0

iL(t1) = 15 μ A

iL(t2) = 30 μ A

i

10 μ A

v

(b)

i
v

(a)

FIGURE 13.3 (a) Device symbol of a photodiode. (b) Device i–v characteristic.
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the photocurrent iL as the controlling parameter,
which itself depends on the light intensity, which is
assumed to be time dependent.
An ordinary pn-junction diode is nothing more

than a special case of Equation 13.9, i.e., iL¼ 0.
Given the device characteristic in graphical form

such as Figure 13.3b, which may be the summary
of a set of measurements, it is easy to check as to
whether explicit descriptions i¼ g(u) or u¼ f(i)
exist or not. A simple example of a device for
which i¼ g(u) does exist, but g does not have an
inverse, is the tunnel diode (Figure 13.4).
Many more nonlinear resistive one-ports or

models thereof can be found, but the basic concept is always the same. Therefore, we proceed with an
important example of a multiterminal device, the transistor. Again, we have a multitude of various
transistors [bipolar npn and pnp, unipolar field-effect insulated gate transistors (MOSFET) and junction
type (JFET), n- and p-channel, enhancement and depletion, etc.]. Here, we demonstrate only the basic
idea of a resistive two-port (or three-terminal emitter, collector, base) model of a bipolar npn transistor.
Many more details are given in Section II of Feedback, Nonlinear, and Distributed Circuits.
The so-called Ebers–Moll equations describe a bipolar npn transistor:

ie ¼ �Ies exp �veb=VTð Þ � 1ð Þ þ aRIcs exp �vcb=VTð Þ � 1ð Þ ¼ �i1 þ aRi2
ic ¼ aFIes exp �veb=VTð Þ � 1ð Þ � Ics exp �vcb=VTð Þ � 1ð Þ ¼ aFi1 � i2

(13:10)

which is an explicit two-port description

i ¼ f(v) (13:11)

with

i ¼ ie
ic

�
v ¼ veb

vcb

�

using the base b as the common terminal. aF and aR are the forward and reverse current gain of the
transistor in common base configuration as shown in Figure 13.5.
As with any device having more than two terminals, the device characteristics cannot be represented

simply as a curve in a plane. In general it is a hypersurface in a multidimensional space. Especially in the

i

v

(a) (b)

i
v

FIGURE 13.4 (a) Symbol and (b) v–i characteristic of
a tunnel diode.
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FIGURE 13.5 (a) Symbol and (b) equivalent circuit with two linear CCCSs and two diodes exactly representing
Ebers–Moll equation (Equation 13.10).
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case of the three-terminal transistor, it is a two-dimensional surface in four-dimensional space. Because
this is not easy to visualize, it is normally split into two three-dimensional representations, which
commonly are given as follows:

ib ¼ f1 vbe, vceð Þ � f1 vbeð Þ
ic ¼ f2 vbe, vceð Þ � f 02 vce, ibð Þ (13:12)

To obtain Equation 13.12 from Equation 13.10, we must use

ib ¼ �ie � ic, vce ¼ vcb � veb, vbe ¼ �veb

and ib is almost independent of vce. The first of the two equations (Equation 13.12) is already well suited
for having a v–i characteristic plotted in a veb–ib-plane. The second equation is normally plotted in the
vce–ic-plane, with ib as a parameter.

The device characteristics of this bipolar npn transistor, as well as those of many other multiterminal
semiconductor devices, are today quite standard; they are given in data sheets and used by designers
(discussed further in Section II of Feedback, Nonlinear, and Distributed Circuits). These nonlinear models
are the basis for deriving linearized small signal models, where they are needed.
Finally, we look at a higher level model of a multiterminal device, and model a complete op-amp

(containing a multitude of transistors) using a very simple, but nevertheless very powerful resistive
model. An op-amp, at a rather high level of abstraction, is a four-terminal device, as depicted in Figure
13.6. In this figure, everything dealing with power supply, biasing, and offset compensation has been
hidden. In this very simple model, we assume the input currents to be zero and the output voltage to
depend only on the difference of the two input voltages (common mode gain is zero):

vd ¼ vþ � v� (13:13)

in the following way:

v0 ¼
Vsat vd � Vsat=A0

A0vd jvdj � Vsat=A0

�Vsat vd � �Vsat=A0

8<
: (13:14)

Therefore, we have a piecewise linear transfer characteristic, consisting of three pieces (Figure 13.7).
According to the three pieces (I, II, and III) we have three equivalent circuits (Figure 13.8). Even if we
increase our idealization to A0 ! 1, the equivalent circuit in Figure 13.8b reduces from the voltage-
controlled voltage source (VCVS) to a nullor. (It is worth emphasizing that this surprisingly simple
model of such a complex nonlinear functional unit as
an op-amp is capable of capturing all of the main
effects of such a multitransistor circuit. For many
practically important applications, it provides an
accurate prediction of the behavior of real circuits.)
If we are not satisfied with resistive models because

of the bandwidth of signals to be processed, the model
must be refined by including elements with memory.
First, we need to set up a way to describe memory-
possessing elements (Section 13.3.3) and then combine
this with the resistive model into a dynamic model
(Section 13.3.5).

i+ = 0
i0 =  arbitrary

i– = 0

v–
v+

v0

A0
–

+

FIGURE 13.6 Symbolic representation of an
op-amp.
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13.3.3 Reactive Elements

To use algebraic description and to plot a characteristic such as a curve in an x–y-plane, we have to
extend the set of variables from v and i (resistive case) to charge q and flux f

q(t) ¼ q t0ð Þ þ
ðt

t0

i(t)dt f(t) ¼ f t0ð Þ þ
ðt

t0

v(t)dt (13:15)

If the integrals exist for t0 ! �1 and if q(�1)¼ 0 and f(�1)¼ 0, we can write

q(t) ¼
ðt

�1
i(t)dt f(t) ¼

ðt

�1
v(t)dt

which simply means to ignore the initial conditions of charge q and flux f, which are unimportant for the
electrical behavior of the component and the circuit.
With this in mind, we define a capacitive (inductive) one-port in the following way:

^C ¼ (v, q)jfC(v, q) ¼ 0f g, ^L ¼ (i,f)jfL(i,f) ¼ 0f g (13:16)

Other than this implicit algebraic description, parameterized or even explicit descriptions may exist,
similar to the resistive case dealt with previously.

+Vsat

–Vsat/A0

Vsat/A0

–Vsat
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I

FIGURE 13.7 PWL transfer characteristic of an op-amp.
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FIGURE 13.8 Equivalent circuit for an op-amp (a) in the negative saturation region I (vd��Vsat=A0), (b) in the
linear region II (vd�Vsat=A0), and (c) in the positive saturation region III (vd�Vsat=A0).
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Figure 13.9 gives examples of some nonlinear characteristics of a capacitive and an inductive reactance.
It is obvious that this concept can be extended to the multiterminal case by replacing the scalars v and q
or i and f by vectors v and q or i and f, respectively. This is useful when creating a first-order model of a
multiport transformer.

13.3.4 Memristive Elements

After having dealt with resistive and reactive elements and considering all the variables and their
interrelations that we used (Figure 13.10), an interesting question remains: What about an element
with an algebraic characterization in the q–f-plane? Because this missing element is characterized by an
algebraic relation between the integral of current and the integral of voltage, it is a resistive element with
memory, and is therefore called a memristor:

^M ¼ (q,f)jfM(q,f) ¼ 0f g (13:17)

A real-world example of a memristor is the so-called Coulomb cell, which consists of a gold anode
immersed in an electrolyte in a silver can cathode. Memristive descriptions, although not widely utilized,
are very useful for modeling the behavior of electrochemical elements.

(a) (b) (c) (d)
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FIGURE 13.9 (a) Symbol and (b) characteristic of capacitor with dielectric material and (c) symbol and
(d) characteristic of an inductor with ferromagnetic material.
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13.3.5 Dynamic Models

Only a few examples are illustrated in this section, com-
prising resistive and reactive elements, in order to
achieve a realistic description of electronic devices,
including dynamical effects.
A pn-junction was described resistively earlier in the

chapter, with an exponential v–i characteristic, neglect-
ing dynamical effects. To remove this shortcoming, we
use the more elaborate dynamic model depicted in
Figure 13.11, which consists of a resistive pn-junction
in parallel with a nonlinear capacitor. This extension can,
of course, be carried on for the (multiterminal) transistor
case, where we use dynamic diode models (Figure 13.12).
The combination of the resistive and reactive models

in one circuit leads to a description that makes use of
differential and integral operators. It is almost always possible to reduce this to a set of nonlinear ordinary
differential and algebraic equations. We return to this point later, but first we conclude this section with a
dynamic model of an op-amp (Figure 13.13), making use of nonlinear controlled sources (VCVS) and
voltage-controlled circuit sources (VCCS). This simple model accounts for the following important
practical properties of a real-world op-amp:

. First-order, low-pass behavior in the linear region of the controlled sources.

. Slew rate limitation is incorporated by the nonlinearity of gm(vd) of the VCCS (Figure 13.14).

. Output voltage saturation is modeled with the aid of the nonlinearity of m(vc) (Figure 13.15).
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íi˝

v

FIGURE 13.11 Dynamic pn-junction model.
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FIGURE 13.12 Dynamic transistor model.
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FIGURE 13.13 Dynamic op-amp model.
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The 3 dB bandwidth of this op-amp is given by v3 dB¼ 1=(RC) with a 20 dB=decade roll-off. The slew rate
is given by SR¼ i0=C, while the DC open-loop gain A0¼ gm0 Rm0.

Using this simple model, not all, but some, of the most important nonlinear dynamical effects are
properly described.

13.4 Connecting Multiport

After having dealt with the description of the circuit elements, we return to the interconnection structure,
which is summarized in the CMP (Figure 13.1b). This multiport is linear, lossless, and reciprocal and its
description stated in implicit form is simply KCL and KVL equations

B 0
0 A

� �
v
i

�
¼ B

0

� �
v þ 0

A

�
i ¼ 0

0

�
) Bv ¼ 0 and Ai ¼ 0 (13:18)

From Equation 13.18, the linearity is obvious, while the losslessness and reciprocity can be proven easily
by making use of

BAT ¼ 0 ABT ¼ 0 rank Aþ rank B ¼ b (13:19)

(b is the number of ports of the CMP).

i = gm(vd)

–i0

i0

i0 /gm0–i0 /gm0
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vd

FIGURE 13.14 Nonlinear VCCS in the input stage of the op-amp.
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FIGURE 13.15 Nonlinear VCVS in the output stage of the op-amp.
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In addition to the perfect wires, which are the ingredients of CMP, ideal transformers (which are also
linear, lossless, and reciprocal) can be accommodated in the CMP without changing the structure of
Equations 13.18 and 13.19. A is an (n� 1)3 b incidence matrix containing the coefficients of any (n� 1)
linearly independent nodal equations (or supernodal or cutset equations), while B is a (b� (n� 1))3 b
incidence matrix, the entries of which are the coefficients of any (b� (n� 1)) linearly independent loop
equations (or fundamental-loop equations).

13.5 Tableau Formulation

Combining the description of the CMP and the description of all circuit elements into one tableau, all
information about the circuit under consideration is at our fingertips:

B 0

0 A

� �
v

i

�
¼ 0

0

�
, b linear algebraic equations

f( _v, v, _i, i, t) ¼ 0, b nonlinear differential equations

(13:20)

This set of equations is not unique, although their solution is unique for properly modeled circuits.
Instead of using derivatives _v ¼ dv=dt, i ¼ di=dt, we could have used integrals, or we could have
formulated the equations with q, f, _q, _f as variables.
It is important to note that at least half of the equations are linear. To solve the nonlinear equations

numerical techniques are commonly used, however, this is beyond the scope of this chapter.
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14.1 Controlled Sources

14.1.1 Introduction

Controlled sources generate a voltage or current whose value depends on, or is controlled by, a voltage or
current that exists at some other point in the circuit. Four such sources exist: (1) voltage-controlled
current source (VCCS), (2) voltage-controlled voltage source (VCVS), (3) current-controlled current
source (CCCS), and (4) current-controlled voltage source (CCVS). In an ideal controlled source, the
generated voltage or current does not vary with the load to which it is connected; this implies a zero
output impedance for a voltage source and an infinite output impedance for a current source. In practice,
actual controlled sources have finite output impedance, which causes the generated source to vary
somewhat with the load. Circuit representations of the four ideal controlled sources are given in Figure
14.1. The input terminals on the left represent the controlling voltage or current, and the output
terminals on the right represent the controlled voltage or current; the value of the controlled source is
proportional to the controlling input through the constants g, m, b, and r.

14.1.2 Voltage-Controlled Current Source

A VCCS produces an output current that is proportional to an input control voltage. The idealized
small-signal low-frequency behavior of a field-effect transistor (FET) can be characterized by a VCCS,
as illustrated in the equivalent circuit for an n-channel metal-oxide-semiconductor field-effect
transistor (MOSFET) in Figure 14.2. In the circuit model, the small-signal drain current id of the
transistor is proportional to the small-signal gate-to-source voltage vgs through the transconductance
parameter gm.
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14.1.2.1 SPICE Format

The format for a VCCS in the circuit simulation program SPICE [1] is illustrated in Figure 14.3. In the
data statement, GXXX represents the source name containing up to eight alphanumeric characters (the
first character G signifying a VCCS), Nþ and N– are the positive and negative nodes of the source, NCþ
and NC– are the positive and negative nodes between which the controlling voltage is measured, and
VALUE is the multiplicative constant giving the value of the current source. The convention used is that
positive current flows from the Nþ node through the source to the N– node.
Figure 14.4 is an example of a circuit using a VCCS. The SPICE data specification for the source is: GS1

8 6 3 6 3.4.

14.1.2.2 Circuit Implementation

A circuit implementing a VCCS using an operational amplifier (op-amp) is depicted in Figure 14.5.
Assuming the op-amp to be ideal, it is easy to show that Io¼ gVx, where g¼ 1=R1, as indicated in the
figure.

i = gvx

+

–

vx

(a) VCCS

+
–

+

–

vx v = μvx

(b) VCVS

(c) CCCS

ix i = βix
+
–

(d) CCVS

ix v = rix

FIGURE 14.1 Circuit representations of ideal controlled sources.

Drain

Gate

Source

g

s

d

s

id

vgs

+

–

gmvgs

FIGURE 14.2 Small-signal equivalent circuit of a MOSFET.

GXXX N+  N– NC+  NC– Value
+

Vx

NC+
N+

Value*Vx

N–NC––

FIGURE 14.3 SPICE format for a VCCS.
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An alternate form of the VCCS circuit that uses
fewer components is illustrated in Figure 14.6. In the
circuit,Q1 andQ2 form a current mirror which, due to
their equal base–emitter voltages, have the same col-
lector currents, which are reflected in the collector
currents of Q3 and Q4, causing them to have the
same base–emitter voltages; the voltage at the emitter
ofQ4 is thus equal to the input control voltage Vx. The
emitter current of Q4 is thus equal to Vx=R1, which is
then (neglecting base currents) equal to the collector
current ofQ2. This current ismirrored byQ5 giving the
voltage-controlled output current Io. This circuit
derives from a general form of this configuration called
a current conveyor [2]. With this circuit (and as with
all practical current sources), the output current is not
totally independent of the output voltage across the
source, but instead, Io shows a slight increase with
increasing voltage. This is due to the finite output
resistance of the source; in the circuit of Figure 14.6,
this resistance is equal to the collector-to-emitter
resistance of transistor Q5. For an integrated circuit
transistor, this resistance may be of the order of 50 kV
or so.

14.1.3 Voltage-Controlled Voltage
Source

A VCVS produces an output voltage that is propor-
tional to an input control voltage. A voltage ampli-
fier can be thought of as a VCVS; the output voltage
is equal to the input voltage multiplied by the voltage
gain, m, of the amplifier.

+

–

3.4Vx

Vx

GS1

2

3 4 5

7
6

8

FIGURE 14.4 Example showing a portion of a
circuit using a VCCS.

Io

R1

RL

R1

R1

R1

–

+
+

–

Vx

Vx

R1
= gVx

op-amp

=

FIGURE 14.5 Op-amp implementation of a VCCS.
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+

–
Vx

Vx Vx
R1R1
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1
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Q1
Q2

Q3 Q4

Q5

FIGURE 14.6 Circuit that implements a VCCS.
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14.1.3.1 SPICE Format

The SPICE format for a VCVS is given in
Figure 14.7. The first character E in the source
name signifies a VCVS. The output voltage of
the source is given by the product of the
VALUE constant and the control voltage Vx.

14.1.3.2 Circuit Implementation

Figure 14.8 is an implementation of the VCVS
using an op-amp. Here Vo¼mVx where m¼ 1
þR2=R1. The VCCS circuit of Figure 14.6 can
be modified to produce a VCVS. In Figure
14.9, current sensing resistor R2 develops a

voltage drop equal to VxR2=R1, which is buffered by a unity-gain stage to reduce loading effects on R2.
The output voltage Vo is thus proportional to the input control voltage Vx. The buffer should have a low
output impedance to minimize variations in the output voltage, Vo, with load current drawn by the
source.

14.1.4 Current-Controlled Voltage Source

A CCVS produces an output voltage that is proportional to an input control current. In this context, a
CCVS may be thought of as a current-to-voltage transducer; the output voltage is equal to the input
voltage multiplied by the transresistance, r, of the transducer.

EXXX  N+ N–  NC+ NC–  Value

+
+

–
–

Vx

NC+
N+

N–

Value*Vx

NC–

FIGURE 14.7 SPICE format for a VCVS.

R1

–

+
+

–

Vx

R2

Vo = (1+ R1

R2 )

FIGURE 14.8 Circuit implementation of a VCVS using an
op-amp.

VCC

+

–
Vx

Vx

R1

Q1 Q2

Q3 Q4

Q5

R1

Vx

X1

R2

R2
R1

Vx Vo =  
R2
R1

Vx = μVx

Unity-gain
buffer

Vx
R1

FIGURE 14.9 Circuit that implements a VCVS.
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14.1.4.1 SPICE Format

The SPICE format for a CCVS is given in Figure 14.10. The first character H in the source name signifies
a CCVS. There are no ammeters in SPICE, so currents are measured through voltage sources. VNAME is
the voltage source through which the control current Ix is measured. The output voltage of the source is
given by the product of VALUE and Ix. If the point in the circuit at which the control current is to be
measured does not contain a voltage source, a test voltage source of zero value can be inserted in the
circuit.
Figure 14.11 is an example of a circuit using a CCVS. The data statement for the source is HVS2 3 2

VTEST 0.2.
VTEST is a zero-valued voltage source inserted into the circuit to measure the control current Ix. Its

data statement is VTEST 6 7 0.

14.1.4.2 Circuit Implementation

An op-amp implementation of a CCVS is given in Figure 14.12. Here, Vo¼ rIx where r¼R1þR2.
A simple circuit implementing a CCVS is shown in Figure 14.13. In the current mirror comprising

HXXX  N+ N–  Vname  Value

Ix Vx

N+

N–

Value*Ix

+

–

+
–

FIGURE 14.10 SPICE format for a CCVS.

+
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3 4

5

6
7
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2

FIGURE 14.11 Example showing a portion of a circuit using a CCVS.
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–

+

R2
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IX

op-amp

FIGURE 14.12 op-amp implementation of a CCVS.
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transistorsQ1 andQ2, the collector current ofQ2 is equal (neglecting base currents) to the control current Ix.
The voltage across R1 is then equal to R1Ix, which after the buffer, is the current-controlled output voltage.

14.1.5 Current-Controlled Current Source

A CCCS produces an output current that is proportional to the input control current. The idealized large-
signal (and small-signal as well) low-frequency behavior of a bipolar transistor can be characterized by a
CCCS, as illustrated in the equivalent circuit for an NPN transistor in Figure 14.14. In the circuit model,
the collector current IC is proportional to the base current IB through the current gain parameter bF.

14.1.5.1 SPICE Format

The SPICE format for a CCCS is given in Figure 14.15. The first character F in the source name signifies
a CCCS. The output current is given by the product of the VALUE constant and the control current Ix.
As with the CCVS, the controlling current is measured through an independent voltage source.

VCC 

R1

Q2Q1

X1

Unity-gain
buffer

Ix

Ix
Vo = R1Ix = rIx

FIGURE 14.13 Circuit that implements a CCVS.

Collector

Base

Emitter

B

E

C

IB IC = βF IB 

βF IB

FIGURE 14.14 Large-signal equivalent circuit of a bipolar transistor.

FXXX  N+ N–  Vname value

Ix Vx

N+

N–

Value*Ix

+

–

FIGURE 14.15 SPICE format for a CCCS.
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14.1.5.2 Circuit Implementation

Figure 14.16 is an op-amp implementation of a CCCS. Here, Io¼bIx where b¼ 1þR2=R1.
The CCVS circuit in Figure 14.13 can be combined with the VCCS circuit in Figure 14.6 to produce a

CCCS, as illustrated in Figure 14.17. The output voltage of the CCVS stage is equal to R1Ix, which, applied
at the emitter of Q3, is the input voltage of the VCCS stage; the output current is equal to (R1=R2)Ix, and
thus proportional to the input control current.

References
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14.2 Signal Converters

An accessible terminal pair of a network, regarded as a single entity to which an independent 2-terminal
signal generator (source or input) is to be connected, is called a port of the network. An equivalent view
of a port of a network is an accessible terminal pair such that the current entering one of the terminals of
the pair is the same current leaving the other terminal of the pair. Thus, an accessible terminal pair of a
network is a port when this terminal pair is terminated by (connected to) a 1-port network. For a given
port of a network, the port voltage (the voltage drop between the two terminals) and the port current

R1

–

+

R2

R1IX

R1 Io = (1 +  
R1

R2 ) IX = βIX

op-amp

FIGURE 14.16 op-amp implementation of a CCCS.
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Ix R1
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R2

Ix

R1
R2

Ix

Io =
R1
R2

Ix = βIx

FIGURE 14.17 Circuit that implements a CCCS.
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(the current entering one of the terminals) are to be associated as follows: the positive sign for the voltage
(drop) is always assumed at the terminal at which the current (positive charges) enters the network.
A 1-port, 2-port, and general n-port are illustrated in Figure 14.18.
In linear network theory, a class of n-ports (particularly n¼ 2), known as signal converters, has

become salient as crucial building blocks. These 2-port signal converters include the various versions
of the ‘‘transformer,’’ ‘‘controlled source,’’ and ‘‘operational amplifier’’ found elsewhere in Section II.
This section will introduce the 2-port signal converters known as the ‘‘gyrator’’ and ‘‘negative impedance
converter (NIC).’’ As extensions of these, the (n� 2)-port ‘‘circulator’’ is developed and, as special cases,
the 1-ports known as ‘‘nullator’’ and ‘‘norator’’ (properly viewed as degenerate cases) and the 2-port
known as ‘‘nullor’’ are given.

One of the most general external descriptions of a linear n-port network is the ‘‘scattering’’ matrix. In
many cases, a linear n-port network may be externally described by one or more of the ‘‘open-circuit
impedance,’’ ‘‘short-circuit admittance,’’ ‘‘hybrid,’’ ‘‘inverse hybrid,’’ ‘‘chain (transmission),’’ or ‘‘inverse
chain (inverse transmission)’’ matrix. For details of these n-port descriptions, see [1]. As necessary or
convenient, any of the above n-port descriptions will be utilized in this section.

14.2.1 Gyrator

The concept of reciprocity satisfied by a linear n-port network (n¼ 2, in particular) will be useful in the
present context.

Definition: A linear n-port network is said to be a reciprocal linear n-port network if the port
voltages and currents satisfy

Xn
k¼1

v(1)k i(2)k � v(2)k i(1)k

h i
¼ 0 (14:1)

where v(1)k , i(1)k and v(2)k , i(2)k are any two distinct sets of port voltages and currents that satisfy Kirchhoff’s
laws for the linear n-port. If Equation 14.1 is not satisfied, the linear n-port is said to be nonreciprocal.
[Note: for many useful linear n-port networks, Equation 14.1 can be derived from Tellegen’s theorem in
Chapter 7].
The idea of isolating the nonreciprocity of a linear passive n-port in a single network building block

was first advanced by Tellegen [2]. The linear passive 2-port developed there, christened the gyrator, was
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+

–

+
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+
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–
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FIGURE 14.18 (a) A 1-port. (b) A 2-port. (c) An n-port.
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shown to be necessary and sufficient for this purpose. This (ideal) 2-port gyrator is described by the
skew-symmetric open-circuit impedance matrix

Z ¼ z11 z12
z21 z22

� �
¼ 0 �r

r 0

� �
(14:2)

where r (the gyrator transfer impedance parameter) is a real positive number, and is depicted in Figure 14.19.
It can be observed that v1¼�ri2 and v2¼ ri1 (so the signal conversion is clear), and by multiplying

these together to obtain rv1i1¼�rv2i2 or v1i1þ v2i2¼ 0, then no energy is generated, dissipated, or
stored. Thus, the ideal gyrator is a lossless passive nonreciprocal 2-port. Also easily shown is that, if port 2
is terminated with the 1-port (driving-point) impedance Z, then the driving-point impedance seen at
port 1 is Z11¼�z12z21=Z¼ r2=Z so that the ideal 2-port gyrator is also an ideal impedance invertor. This
leads to another attribute of the ideal 2-port gyrator as a fundamental building block for the synthesis of
linear networks. If Z in the above is the impedance of an ideal capacitor C, i.e., Z¼ 1=sC, then

Z110 ¼ r2

Z
¼ r2sC ¼ L110 s (14:3)

which means that the driving-point impedance Z110 is exactly equivalent to the impedance of an ideal
inductor L110 ¼ r2C. This opens a viable avenue to the inductorless synthesis of linear passive RLC
networks.
The ideal 2-port gyrator is a 4-terminal passive network (device or element). For network (and

physical realization) purposes, however, it is usually implemented with active elements (and thus
considered as an ‘‘active’’ building block) and results in a 3-terminal or ‘‘common ground’’ 2-port.
For this reason, the simulation of a nongrounded (‘‘floating’’) inductor in a network is not straight-
forward. The active realization of the ideal gyrator also results in a nonideal gyrator (i.e., in general z11 6¼ 0,
z22 6¼ 0, z12 6¼ –z21). These concerns are treated elsewhere [3].

A circuit using two operational amplifiers and R’s and a single capacitor for inductor simulation (and
thus a gyrator simulation) was proposed by Antoniou [4]. This circuit has subsequently become very
widely used. Assuming ideal operational amplifiers and general RC 1-ports, this circuit is illustrated in
Figure 14.20.
Analysis yields

Z11 ¼ V1

I1
¼ Z1Z3

Z2Z4

� �
Z5 (14:4)

For Equation 14.4 to appear as Equation 14.3, two choices exist because either Z2 or Z4 must be the
impedance of the capacitor. The simplest choices then are

1: Z1 ¼ R1, Z2 ¼ 1
C2s

, Z3 ¼ R3, Z4 ¼ R4, Z5 ¼ R5 results in

1– 2–

21 r

v1

+

–

v2

+

–

i1 i2

FIGURE 14.19 The ideal 2-port gyrator.
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Z11 ¼ R1R3R5

R4

� �
C2s ¼ L11s

2: Z1 ¼ R1, Z2 ¼ R2, Z3 ¼ R3, Z4 ¼ 1
C4s

, Z5 ¼ R5 results in

Z11 ¼ R1R3R5

R2

� �
C4s ¼ L11s

These are known as type-A and type-B simulations, respectively. Assume the capacitor in A and B above
is removed (pliers-type entry) from Figure 14.20, thus forming a 2-port. With the proper choice of
numbering port 2 terminals, the resulting 2-port is a 4-terminal ideal gyrator. On the other hand,
forming the second port by removing Z5 from Figure 14.20, and the obvious choice of numbering port
2 terminals, results in a grounded 2-port impedance converter with

Z11 ¼ Z1Z3

Z2Z4

� �
Z5 ¼ K(s)Z5 (14:5)

This is Antoniou’s generalized impedance convertor (GIC).
The rational function K(s) in Equation 14.5 can, in general, be any function subject to Z1, Z2, Z3, and

Z4 being the driving-point impedances of RC 1-port networks. So if the GIC of Equation 14.5 has
Z1¼ 1=C1s, Z2¼R2, Z3¼R3, but Z4¼R4 and Z5¼ 1=C5s, then

Z11(s) ¼ R3

C1C5R2R4s2
¼ 1

Ds2
(14:6)

so that for sinusoidal excitations (s¼ jv)

Z11(jv) ¼ �1
Dv2

¼ R11 v2
� �

(14:7)

Thus, Z11 of Equation 14.7 is a frequency-dependent negative resistance (FDNR). Alternate realizations
of FDNR are possible. The FDNR element plays an important role in the design of active RC networks.

+

+ –

– +

I1

V1

Z1

–

Z2 Z3 Z4

Z5

FIGURE 14.20 Antoniou’s circuit.
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14.2.2 Voltage Negative Impedance Converter

Suppose a 2-port signal converter such that, with one of its ports terminated with an impedance, the
driving-point impedance at the other port is proportional to the negative of the terminating impedance.
Such a 2-port is known as an NIC [5]. For a general 2-port terminated at port 2 with the impedance
Z¼ 1=Y, the driving-point impedance seen at port 1 is, in terms of the hybrid parameters of the 2-port,

Z11 ¼ h11 � h12h21
h22 þ Y

(14:8)

Hence, necessary and sufficient conditions for a 2-port to be an NIC is that h11¼ 0, h22¼ 0, and
h12h21> 0, so Equation 14.8 becomes

Z11 ¼ �h12h21Z ¼ �kZ (14:9)

where k> 0 is called the negative impedance parameter. Now h12h21> 0 holds in two cases for h12 and
h21 real:

1: h12 < 0 and h21 < 0 (14:10)

2: h12 > 0 and h21 > 0 (14:11)

Consider an NIC satisfying Equation 14.10. From the hybrid description, this 2-port signal converter has
v1¼ h12v2 and since h12< 0 this implies a voltage reversal between the ports, while i2¼ h21i1 and because
h21< 0 this implies the current direction remains the same. For this reason, Equation 14.10 defines a
voltage inversion negative impedance converter (VNIC).

14.2.3 Current Negative Impedance Converter

Consider an NIC satisfying Equation 14.11. From the hybrid description, this 2-port signal converter has
v1¼ h12v2 and since h12> 0, this implies no voltage reversal between the ports, while i2¼ h21i1 and
because h21> 0 this implies the current directions have reversed. For this reason, Equation 14.11 defines
the current inversion negative impedance converter (INIC).
As with the gyrator, for network (and physical realization) purposes, the NIC is implemented with

active devices but for a more fundamental reason. Consider k in Equation 14.9 to be 1 with h12¼ h21 to be
either 1 or �1. Then for VNIC or INIC this implies v1i1 – v2i2¼ 0 so the NIC is inherently active. Any
physical realization of the NIC will result in a nonideal NIC (i.e., in general h11 6¼ 0, h22 6¼ 0, h12h21 6¼ 1).
These concerns are treated elsewhere, e.g., Ref. [3].
An obvious use of an NIC in active network synthesis is to obtain negative elements, i.e., negative

resistor or inductor or capacitor from positive resistor or inductor or capacitor, respectively. Another way
an NIC is used in active network synthesis is the partitioning of a network using an NIC. Consider two
cascaded 2-ports as shown in Figure 14.21 to form an overall 2-port.

1–

1

Na – Nb

2–

2

FIGURE 14.21 Cascade of 2-ports designated Na and �Nb.
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Suppose in Figure 14.21, Na is a 2-port with all positive elements and �Nb is a 2-port with all negative
elements. Then it can be shown that the overall 2-port shown in Figure 14.22 with an NIC of k¼ 1, and
with Nb being the same as �Nb in Figure 14.21, except it is now composed of all positive elements, is
equivalent to the overall 2-port shown in Figure 14.21. These and other methods of using NIC’s in active
RC synthesis may be found elsewhere, e.g., Ref. [3].

14.2.4 Circulator

As discussed in Section 14.2.1, the gyrator is the basic representation of nonreciprocity in linear
networks. It is quite natural to believe this property can also be exploited to derive a means of controlling
the power flow in n-port (n� 2) linear networks from the input port to the remaining ports in a
prescribed manner. This is indeed the situation and the most important of such n-ports are known as
circulators.
Circulators are best described in terms of the scattering matrix, since this makes their function very

clear. A brief discussion of the scattering description for a 2-port network (extended in a natural way for
n-port (n> 2) networks) follows, see Ref. [6]. Consider the terminated 2-port in Figure 14.23.
Assume r01> 0 and r02> 0. Define incident and reflected power waves a¼ [a1 a2]0 and b¼ [b1 b2]0,

respectively, where the prime denotes matrix transpose, as

a ¼ (1=2)R�1=2
0 V þ R0Ið Þ (14:12)

b ¼ (1=2)R�1=2
0 V � R0Ið Þ (14:13)

where
R0¼ diag(r01, r02)
V¼ [V1 V2]0

I¼ [I1 I2]0

Assume that V¼ZI for the 2-port and because Equations 14.12 and 14.13 are also linear relations
between V and I, then a and b are also linearly related as

b ¼ Sa (14:14)

1–

1

2–

2

Na
NIC
k = 1 Nb

FIGURE 14.22 Equivalent to Figure 14.21.
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FIGURE 14.23 General terminated 2-port network.
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where S is the scattering matrix with respect to R0. For the 2-port network in Figure 14.23, Equation
14.14 is explicitly

b1 ¼ S11a1 þ S12a2
b2 ¼ S21a1 þ S22a2

(14:15)

Hence, the scattering parameters are determined as

Sjj ¼ bj
aj
, for ak ¼ 0 and k 6¼ j (14:16)

and

Skj ¼ bk
aj
, for ak ¼ 0 and k 6¼ j (14:17)

The parameter Sjj is called the reflection coefficient at the jth port and Skj is called the transmission
coefficient from port j to port k. The conditions in Equations 14.16 and 14.17, together with Equations
14.12 and 14.13, imply.

Sjj ¼
Zjj � r0j
� �
Zjj þ r0j
� � (14:18)

and

Skj ¼ �2
ffiffiffiffiffiffiffiffiffiffi
r0jr0k

p Ik
Vgj

(14:19)

The network is said to be matched at port j if Sjj¼ 0, or from Equation 14.18, r0j¼Zjj. Also from
Equation 14.19 and jSkjj2¼ jbkj2=jajj2, it is clear that jSkjj2 is the power gain of the terminated n-port from
the source at port j to the load resistor r0k at port k. For example, consider the ideal 2-port gyrator with
gyration transfer parameter r> 0 and r01¼ r02¼ r. Here,

S ¼ S11 S12
S21 S22

� �
¼ 0 �1

0 1

� �
(14:20)

The simplest type of circulator is the 2-port circulator.
Consider the 2-port in Figure 14.24, which has (for
r01¼ r02¼ 1)

S ¼ S11 S12
S21 S22

� �
¼ 0 0

1 0

� �
(14:21)

This 2-port circulator has unity power transmission
from port 1 to port 2, but zero power transmission
from port 2 to port 1, and is also called an isolator or
one-way line.
Now a 3-port circulator may be defined by the

scattering matrix

1 1

1 Ω

1́

2

2́

FIGURE 14.24 2-Port circulator.
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S ¼
S11 S12 S13
S21 S22 S23
S31 S32 S33

2
4

3
5 ¼

0 0 S13
S21 0 0
0 S32 0

2
4

3
5 (14:22)

with each nonzero Skj¼�1, so it has unity power trans-
fer from port 1 to 2, 2 to 3, and 3 to 1. This 3-port
circulator is usually depicted as shown in Figure 14.25,
where theþ and� terminals of each port depend on
the selection of each nonzero Skj in Equation 14.22.
Likewise, a 4-port circulator may be defined by the
scattering matrix

S ¼
S11 S12 S13 S14
S21 S22 S23 S24
S31 S32 S33 S34
S41 S42 S43 S44

2
664

3
775 ¼

0 0 0 S14
S21 0 0 0
0 S32 0 0
0 0 S43 0

2
664

3
775 (14:23)

with each nonzero Skj¼�1, and depicted as suggested in Figure 14.25. Similarly, the n-port (n> 4)
circulator may be defined and depicted as suggested in Figure 14.25. See Ref. [6] for details.

14.2.4.1 Nullator

It is a fact that every linear passive n-port network has a scattering description. However, to complete the
description of general linear n-port networks (which may not have a scattering description), a few
‘‘pathological’’ or ‘‘degenerate’’ 1- and 2-ports must be included [7]. The first of these is the 1-port linear
network denoted as the ‘‘nullator.’’ For the exact configuration obtained by terminating Figure 14.25
(with normalization parameters equal to unity) at port 2
with �1 V and at port 3 with þ1 V, the driving-point
relations seen at port 1 are

V1 ¼ I1 ¼ 0 (14:24)

so the resulting 1-port is at once a short and open circuit!
This linear 1-port has been designated as the nullator.
The circuit symbol for the nullator is depicted in Fig-
ure 14.26.

14.2.4.2 Norator

Another degenerate 1-port can be obtained from the
exact configuration obtained by terminating Figure
14.25 (with unity normalization parameters) at port 2
with þ1 V and at port 3 with �1 V. The resulting
driving-point relations seen at port 1 are that

V1 and I1 are completely independent (14:25)

This (nonreciprocal) linear 1-port has been designated
as the norator. The circuit symbol for the norator is
shown in Figure 14.27.

2

r 31

FIGURE 14.25 Matched 3-port circulator.
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FIGURE 14.26 Nullator (V1¼ I1¼ 0).
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V1

I1

−

FIGURE 14.27 The norator (V1 and I1 are
arbitrary).
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14.2.4.3 Nullor

The final building block for the most general n-port linear network is the 2-port designated as the nullor.
It is defined as a 2-port which, at port 1, demands V1¼ I1¼ 0 while simultaneously at port 2, V2 and I2
are arbitrary! These relations can be obtained from a 4-port circulator with two of its ports appropriately
terminated with negative and positive resistors. The symbol for the nullor is given in Figure 14.28. Both 4
and 3 terminal equivalent circuits exist for the nullor.
These singular network elements, the nullator, the norator, and the nullor, have been used to generate

realizable circuits for the various signal converters discussed in this section. They have also been used to
obtain realizable circuits for other widely used circuit elements such as the family of controlled sources,
op-amps, transistors, etc. See Refs. [3,7] for the applications mentioned above.
Of course, many references are possible for the use of the network elements discussed in this section.

Among others, Refs. [8,9] contain extensive bibliographies.

Defining Terms

Reciprocal linear n-port: The port voltages and currents satisfy Equation 14.1 and its restrictions.
Ideal gyrator: The basic nonreciprocal 2-port satisfying Equation 14.2.
GIC: A 2-port that satisfies Equation 14.5 and its conditions.
FDNR: A 1-port that has the driving-point impedance of Equation 14.7.
VNIC: A 2-port satisfying Equation 14.10 and foregoing conditions.
INIC: A 2-port satisfying Equation 14.11 and foregoing conditions.
The n-port (n� 3) circulator: Described by its n-port scattering matrix with main-diagonal elements

zero and off-diagonal elements restricted to only one per row or column of unity magnitude.
Nullator: A 1-port such that V1¼ I1¼ 0.
Norator: A 1-port such that V1 and I1 and arbitrary.
Nullor: A 2-port such that V1¼ I1¼ 0, while V2 and I2 are arbitrary.
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15.1 Introduction

15.1.1 Need for Amplification

The field of electronics includes many applications wherein important information is generated in the
form of a voltage or current waveform. Often this voltage is too small to perform the function for which it
is intended. Examples of this situation are the audio microphone in a sound amplification signal, the
infrared diode detector of a heat-seeking missile, the output of the light intensity sensor of a CD player,

Much of the material from Sections 4, 5, and 6 comes from D. J. Comer and D. T. Comer, Fundamentals of Electronic Circuit
Design. Copyright 2003 by John Wiley & Sons, Inc.
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the output of a receiving antenna for an amplitude modulation (AM) or frequency modulation (FM)
signal, the cell phone signal received by the base station before retransmission, and the output of a
receiving dish antenna in a satellite TV system. Each of these signals have peak voltages in the range of
hundreds of microvolts to hundreds of millivolts. To transmit a signal over phone lines or through the
atmosphere and then activate a speaker or to illuminate a cathode-ray tube or other type of TV display
may require a signal of several volts rather than millivolts.
An audio amplification system may require peak voltages of tens of volts to drive the speaker.

The speakers in a CD system or in radio receivers may also require several volts to produce appropriate
levels of volume. The video information for a TV signal may need to be amplified to a value of thousands
of volts to drive the picture tube or display. Even in computer systems, the signals recovered from the
floppy or hard disk drives must be amplified to logic levels to become useful. Amplification of each of
these signals is imperative to make the signal become useful in its intended application. Consequently,
amplifiers make up a part of almost every electronic system designed today.
At the present time, the bipolar junction transistor (BJT) and the metal-oxide semiconductor field-

effect transistor (MOSFET) are the major devices used in amplification of electronic signals.

15.1.2 Brief History of Amplifying Devices

Amplification is so important that the so-called ‘‘era of electronics’’ was ushered in only after the
development of the triode vacuum tube that made amplification possible in 1906 [1]. This device enabled
public address systems and extended distances over which telephone communications could take place.
Later, this element allowed the small signal generated by a receiving antenna located miles away from a
transmitter to be amplified and demodulated by a radio receiver circuit. Without amplifiers, communi-
cations over long distances would be difficult if not impossible.
Improvement of the vacuum tube continued for several years with the tetrode and pentode tubes

emerging in the late 1920s. These devices enabled the rapid development of AM radio and television.
Vacuum tubes dominated the electronics field well into the 1950s serving as the basic element in radio,
television, instrumentation, and communication circuits.
The forerunner of the BJT, the point-contact transistor, was invented in 1947 [2]. The BJT followed

shortly and grew to dominance in amplifier applications by the mid 1960s. From then until the 1990s,
this device had no peer in the electronics field. In the 1990s, the MOSFET became important as an
amplifying device; however, the silicon BJT along with the newer heterojunction BJT (HBT), continue to
be used in many amplifier applications.

15.2 Amplifier Types and Applications

Amplifiers can be classified in various ways. The input and output variables can be used to describe the
amplifier. The frequency range of the output variable or the power delivered to a load can also describe a
major characteristic of an amplifier. In the case of an operational amplifier (op-amp), the mathematical
operations that can be performed by the circuit suggest the name of the amplifier.

15.2.1 Input and Output Variables

Electronic transducers generally produce either voltage or current as the quantity to be amplified. After
amplification, the signal variable of interest could again be voltage or current, depending on the circuit or
device driven. A given amplifier can then have either current or voltage as the input signal and current
or voltage as the output signal. As the input variable changes, the amplifier produces a corresponding
output variable change. Gain of an amplifier is defined as the ratio of output variable change to the input
variable change as shown in Figure 15.1.
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There are four possible ratios for the gain. These are summarized in Table 15.1 along with the
corresponding amplifier type.
The voltage amplifier is used more often than the others, but each has specific applications. Some

photo detectors generate output current proportional to the light intensity and this current is the input
variable to the amplifier. The output variable may be voltage for this application. There are other
occasions when an amplifier must generate an output current that is proportional to the input variable,
thus, a given application may require any one of the four possible types listed in Table 15.1.

15.2.2 Frequency Range

The frequency range over which an amplifier exhibits useful gain is an important specification. An audio
amplifier may have a relatively constant gain from tens of hertz up to nearly 20 kHz. The magnitude of
this constant gain is often called the midband gain. Those frequencies at which the magnitude of gain
falls by 3 dB from the midband value are called 3-dB frequencies. For a high-fidelity audio amplifier, the
lower 3-dB frequency may be 20 Hz while the upper 3-dB frequency may be 20 kHz. The bandwidth of
this amplifier extends from 20 Hz to 20 kHz. In spite of the relatively small absolute bandwidth, this
type of amplifier is referred to as a wideband amplifier. The ratio of the upper 3-dB frequency to the
lower 3-dB frequency is 20,000=20 which is 1000 in this case.
Another important type of amplifier is that used in radio receiver circuits. The receiver for an

AM signal consists of several stages that amplify over a frequency range from about 450 kHz to about
460 kHz. The gain may be maximum at 455 kHz, but drops very rapidly toward zero when the frequency
is below 450 kHz or above 460 kHz. This type of amplifier is called a narrowband amplifier because the
ratio of upper 3-dB frequency to lower 3-dB frequency has a near-unity value of 460=450 in this case.

15.2.3 Output Power

Some audio speakers may require hundreds of watts of power to operate at the desired level. An LED
display may only require milliwatts of power. The amplifiers that drive these devices can be classified as
high power or low power, respectively. While there are no fixed power values to differentiate, amplifiers
that generate outputs in the milliwatt range are called low-power amplifiers or simply amplifiers. Amp-
lifiers that produce outputs in the watt to several watt range are called power amplifiers or high-power
amplifiers. The bulk of integrated circuit (IC) amplifiers are used in low-power applications although
pulse-width modulation (PWM) IC amplifier stages can deliver several watts of power to a load.

Input
device

A
amplifier

Output
device

ioutiin

vin vout

FIGURE 15.1 Amplifier circuit.

TABLE 15.1 Amplifiers Based on Output=Input Ratio

Input Variable Output Variable Gain Amplifier Type

Voltage Voltage vout=vin Voltage amplifier

Current Current iout=iin Current amplifier

Voltage Current iout=vin Transadmittance amplifier

Current Voltage vout=iin Transimpedance amplifier
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15.2.4 Distortion in Power Stages

There are two major causes of nonlinear distortion in BJT
stages [3]. The first is the change of current gain b with
changes in IC or VCE. If an undistorted base current enters
the device, the output current is distorted as a result of the
change in current gain as the output quantities vary. This
effect can also be explained for a common-emitter stage
in terms of the output characteristics which show unequal
spacing as IC or VCE is changed. Obviously, if the output
signal amplitude is limited, less distortion occurs.
In power stages, very large output-current changes may
be prevalent, and higher distortion levels are to be
expected.
The second important cause of distortion arises from the nonlinearity of the base–emitter character-

istics of the transistor. When a voltage source drives a common-emitter stage with little series resistance,
the base current can be quite distorted. This current varies with voltage in the same way that diode
current varies with diode voltage. It is possible to use this input distortion to partially offset the output
distortion; however, feedback techniques are most often used in distortion reduction. A perfect, distor-
tion-free amplifier would have transfer characteristics that form a straight line as shown in Figure 15.2.
The BJT with no emitter degeneration has a collector current that relates to base–emitter voltage given by

IC ¼ bK1e
qVBE=kT

where k is Boltzmann’s constant. This function is highly nonlinear, and only small variations of VBE can
be applied to approximate linear behavior. An emitter resistance or emitter degeneration can be added to
make the circuit more linear at the expense of reduced gain. This amounts to feedback to improve the
nonlinear distortion. Another method of reducing distortion is to use several cascaded stages to achieve a
very high gain; then feedback is applied around the amplifier to decrease the distortion.

15.2.4.1 Total Harmonic Distortion

In an amplifier circuit, the output signal should ideally contain only those frequency components that appear
in the input signal. The nonlinear nature of amplifying devices introduces extraneous frequencies in the
output signal that are not contained in the input signal. These unwanted signals are referred to as harmonic
distortion. One measure of the amplifier’s performance is called the total harmonic distortion (THD).

If a sinusoidal signal is applied to the amplifier input, the output will also contain a major component
of this signal at the fundamental frequency, with amplitude designated vf. In addition, there will be
smaller harmonic components in the output signal. These amplitude values will be designated v2, v3,
v4, . . . ,vn, . . . Fortunately, in engineering applications, the harmonics decrease in amplitude as frequency
increases. Thus, perhaps only the second or third harmonic is large enough to affect the THD. The THD
can defined as a percentage by

THD ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v22 þ v23 þ v24 þ � � �p

vf
� 100 (15:1)

In dB, this parameter becomes

THD ¼ 10 log
v22 þ v23 þ v24 þ � � �

v2f

� �
(15:2)

The THD of an amplifier is a major specification used to characterize the amplifier performance.

v o
ut

vin

FIGURE 15.2 Transfer characteristics of a
distortion-free amplifier.
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15.2.4.2 Intercept Points

The unwanted harmonic distortion of an amplifier is a function of output signal size. As the signal
becomes larger, the linear output will increase, and so will the distortion. In fact, unwanted components
due to harmonic distortion may increase more rapidly than the linear component.
Typically, an amplifier with a small output signal, compared to the size of the active region, will have a

large linear output component or fundamental component relative to the harmonic components. As
signal size increases, the size of the second or third harmonic may become as large as the fundamental
component. Generally, this will not occur before the output signal reaches the extremes of the active
region; consequently it would be impossible to measure the size of the output signal that results in a
harmonic component that is equal in amplitude to the fundamental component.
The concept of the intercept point allows this output to be approximated. A plot, often in dB, is made

of the input power versus the output power of the fundamental component. This plot is a straight line
with a slope of unity for smaller output signals. As the output approaches the edges of the active region,
the output power increases much more slowly than does the input power. Finally, the output power is
limited to some fixed value as the output signal size is limited by the active region boundaries. Figure 15.3
shows this variation.
For small signals, each harmonic component is small. The third harmonic is plotted in Figure 15.3 in

addition to the fundamental component. As input power is increased, the third harmonic component
may increase at three times the rate of increase in the fundamental component. Before the input power is
high enough to significantly limit the fundamental power, a straight-line extension is added to the
fundamental power plot and the third harmonic power plot. The point where these two extensions
intersect is called the third-order intercept point (TOI). Note that this point often falls beyond the actual
output power that can be achieved by the amplifier. The TOI is specified in terms of the input power
required at this point. For example, in Figure 15.3, the TOI is �10 dB. The higher the intercept point, the
more linear is the amplifier.
A second-order intercept can also be defined in much the same way as the TOI is defined. For

communication amplifiers, the TOI is generally more important than the second-order intercept because
the third-order term can result in a frequency that falls within the desired passband of the amplifier. The
TOI is an oft-used specification for power stages as well as high-frequency amplifiers.

15.2.5 Operational Amplifiers

The op-amp was developed long before the IC was invented. It was used in analog computers that were
designed to solve differential equations by simulation. This amplifier formed the basis of circuits that

Input power (dB)

–50

–100 –50 –10

–20

+10

O
ut

pu
t p

ow
er

 (d
B)

Desired output

Intercept
point

FIGURE 15.3 Amplifier output power versus input power.
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performed mathematical operations such as weighting, summing, subtracting, and integrating electrical
signals. The op-amp has two features that allow these operations to be accomplished. The first feature is
a differential input to allow subtraction. The second feature is that a virtual ground can be created when a
feedback resistor is connected between the amplifier output and the inverting or negative input terminal.
This virtual ground allows perfect summation of currents into the inverting terminal and also allows
perfect integration of an input signal.
Before the IC op-amp was developed, the discrete circuit op-amp was quite expensive and large, perhaps

costing $200 and occupying a volume of 250 cm3. With its low cost and small size, the IC op-amp has now
made a rarely used component one of the most popular IC chips in the electronics field. The major
limitation of the op-amp is its frequency response that limits its use in very high frequency applications.
The near-ideal op-amp has a very high gain, a high input impedance, and a low output impedance. The

symbol for this device is shown in Figure 15.4a along with the ideal equivalent circuit of Figure 15.4b.

15.3 Differences between Discrete and IC Amplifier Design

Prior to the early 1960s, electronic circuits were constructed from discrete component circuits. Discrete
resistors, capacitors, inductors, and transistors are packaged individually to be connected with wires or
printed circuit board (PCB) conductors to create a functioning electronic circuit. The discrete component
circuit is still required in certain applications in the twenty-first century, but the IC is now the dominant
form of implementation for an electronic system. There are major differences in the design principles
used for the IC and the discrete circuit as the following section will explain [4].

15.3.1 Component Differences

Discrete resistors, capacitors, and inductors are available in a very large range of values. Although many
amplifier circuits are designed with element values of 5%–10% tolerances, very precise values can be
obtained at a higher cost. The range of resistor values extends from a few ohms to many megohms and
capacitor values range from femtofarads to hundreds of microfarads. Metal core or air core inductors are
available over a wide range of values as also are transformers with a wide choice of turns ratios.
For most standard fabrication processes, the IC chip becomes too large to be useful when the

total resistance of resistors on the chip exceed some value such as 100 kV. The same applies if
the total capacitance exceeds perhaps 50 to 100 pF. It is only in the last decade that inductors could be
fabricated on a chip. Even now, integrated inductors with limited values in the nanohertz range are
possible and losses may limit Q-values to the range of 2–8 [5].

A major problem with IC components is the lack of precise control of values. Resistors or capacitors
are typically fabricated with an absolute accuracy of around 20%. It is possible, however, to create
resistive ratios or capacitive ratios that approach a 0.1% accuracy, even though absolute value control is
very poor in standard processes.
The cost of a discrete circuit is determined by different variables than that of the IC. This results in a

design philosophy for ICs that differs from that of discrete component circuits. Before ICs were available,
a designer attempted to minimize the number of transistors in a circuit. In fact, some companies
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FIGURE 15.4 (a) Symbol for the op-amp. (b) Ideal equivalent circuit.
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estimated the overall component cost of a circuit by multiplying the number of transistors in the circuit
by some predetermined cost per stage. This cost per stage was determined mainly by the transistor cost
plus a small amount added to account for the passive component cost. The least expensive item in the
discrete circuit is generally the resistor which may cost a few cents.
In an IC, the greatest cost is often associated with the component that requires the most space. The BJT

typically requires much less space than resistors or capacitors and is the least expensive component on
the chip. An IC designer’s attempt to minimize space or simplify the fabrication process for a given
circuit generally results in much larger numbers of transistors and smaller numbers of resistors and
capacitors than the discrete circuit version would contain. For example, a discrete circuit bistable flip-flop
of 1960 vintage contained two transistors, six resistors, and three capacitors. A corresponding IC design
had 18 transistors, 2 resistors, and no capacitors.
Matching of components in IC design can be considerably better than discrete design, but also presents

unique problems as well. Components that are made from identical photographic masks can vary in size
and value because of uneven etching rates influenced by nearby structures or by asymmetrical processes.
Dummy components must often be included to achieve similar physical environments for all matched
components. Certain processes must be modified to result in symmetrical results. Metal conductors
deposited on the IC chip can introduce parasitics or modify performance of the circuit if placed in certain
areas of the chip, thus care must be taken in placing the metal conductors. Of course, these kinds of
considerations are unnecessary in discrete circuit design.
While discrete circuits can use matched devices such as differential stages, often single-ended stages

can be designed to meet relatively demanding specifications. Discrete components can be produced with
very tight tolerances to lead to circuit performance that falls within the accuracy of the specifications.
Circuit design can be based on the absolute accuracy of key components such as resistors or capacitors.
Although it may add to the price of a finished circuit, simple component tuning methods can be
incorporated into the production of critical discrete circuits.
Since the absolute values of resistors and capacitors created by standard processes for ICs cannot

be determined with great accuracy, matching of components and devices is used to achieve acceptable
performance. Differential stages are very common in IC design since matched transistors and compon-
ents are easy to create even if absolute values cannot be controlled accurately.
Some analog circuits do not require high component densities while others may pack a great deal

of circuitry into a small chip space. For low density circuits, more resistors and small capacitors may
be used, but for high density circuits, these elements must be minimized. Section 15.4 considers
circuits that replace resistors and capacitors with additional BJTs in IC amplifier building blocks.
The BJT current mirror, which is quite popular in biasing of IC amplifiers is discussed in [4]. This
circuit is also used to replace the load resistance of a conventional amplifier to make it easier to integrate
on a chip.

15.3.2 Parasitic Differences

One advantage of an IC is the smaller internal capacitance parasitics of each device. A proper layout of an IC
leads to small parasitic device capacitances that can be much less than corresponding values for discrete
devices. Although the discrete and IC device may be fabricated with similar processes, the collector
and emitter of the IC device are typically much smaller and usually connect to fine pitch external
leads=connectors. The discrete device must make external connections to the base, collector, and emitter
and these external connections can add a few picofarads of capacitance. An on-chip IC device generally
connects to another device adding minimal parasitic capacitance. However, external connects from the chip
to the package must be carefully designed to minimize parasitic capacitance as signals are brought off chip.
Another difference relates to the parasitic capacitance associated with IC resistors and inductors. These

elements have capacitance as a result of the oxide dielectric between metal layers and the chip substrate.
The frequency response of IC resistors and inductors must be considered in critical designs.
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At higher frequencies (above approximately 1 GHz) other considerations influence the IC design.
In order to maintain the advantage of low cost in IC circuits over discrete realizations, the devices on the
chip are made much smaller than their discrete counterparts. Current and power levels must be limited in
the smaller devices to avoid gain roll-off due to high-level injection effects or overheating. The lower
currents necessitate higher impedance levels in most bipolar chip designs.
For many analog circuits, terminations of 50 V are used at I=O ports. This requires large current

magnitudes to reach the specified voltage levels. For example, a 20 mA peak current would be required to
develop a peak voltage of 1 V. This is not a difficult problem in discrete circuit design using PC boards.
The limitation on current and power in the chip design leads to less flexibility with higher impedance
interconnects to develop acceptable voltages. High frequency chip designs must also deal with bond wire
or other package inductance in the range of 0.1–0.5 nH and the package capacitance that may reach
5 pF. A buffer is often needed to generate the off-chip signals with sufficient current to develop the
specified voltages, but IC chip heating due to power dissipation of the buffer stage must be carefully
considered. Common thermal centroid techniques are used to prevent unbalanced heating of matched
devices.

15.4 Building Blocks for IC Amplifiers

This section discusses several single-stage amplifying circuits that may be combined with other stages to
create a high-performance amplifier.

15.4.1 Small-Signal Models

Most amplifier circuits constrain the BJT stages to active region operation. In such cases, the models can
be assumed to have constant elements that do not change with signal swing. These models are linear
models. The quiescent or bias currents are first found using a nonlinear model to allow the calculation of
current-dependent element values for the small-signal model. For example, the dynamic resistance of the
base–emitter diode, re, is given by

re ¼ kT
qIE

(15:3)

where IE is the dc emitter current. Once IE is found from a nonlinear dc equivalent circuit, the value of re
is calculated and assumed to remain constant as the input signal is amplified.

The equivalent circuit [6] of Figure 15.5 shows the small-signal hybrid-p model that is closely related
to the Gummel-Poon model and is used for ac analysis in the Spice program.
The capacitance, Cp, accounts for the diffusion capacitance and the emitter–base junction capacitance.

The collector–base junction capacitance is designated Cm. The resistance, rp, is equal to (bþ 1)re. The
transconductance, gm, is given by

gm ¼ a

rd
(15:4)

The impedance, ro, is related to VA, the Early voltage, and IC, collector current at VCE¼ 0 by

ro ¼ VA

IC
(15:5)

RB, RE, and RC are the base, emitter, and collector resistances, respectively.
In many high-frequency, discrete amplifier stages and in some high-frequency IC stages, a small value

of load resistance will be used. Approximate hand analysis can then be done by neglecting
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the ohmic resistances, RE and RC along with CCS, the collector to substrate capacitance. If the impe-
dance ro is much larger than the load resistance, RL, of the high-frequency amplifying stage it can be
considered an open circuit. The resulting model that allows relatively viable hand analysis is shown in
Figure 15.6a.
For small values of load resistances, the effect of the capacitance can be represented by an input Miller

capacitance that appears in parallel with Cp. This simplified circuit now includes two separate loops as
shown in Figure 15.6b and is referred to as the unilateral equivalent circuit. Typically, the input loop
limits the bandwidth of the amplifier stage. When driven with a signal generator having a source
resistance of Rs, the upper 3-dB frequency can be approximated as

fhigh ¼ 1
2pReq Cp þ CMð Þ (15:6)
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FIGURE 15.5 The hybrid-p small signal model for the BJT.
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FIGURE 15.6 (a) Approximate equivalent circuit. (b) Unilateral equivalent.
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In this equation, the values of Req and CM are

Req ¼ rp k rb þ Rsð Þ (15:7)

and

CM ¼ Cm(1þ jAj) ¼ Cm 1þ gmRLð Þ (15:8)

where A is the gain of the stage from point B0 to the collector of the stage. Although Cm is small, the
resulting Miller effect increases this value to the point that it can dominate the expression for upper 3-dB
frequency. In any case, it often has a major effect on frequency performance.
When higher impedance loads are used in a BJT as is often the case for IC amplifier design, the Miller

effect approach becomes less accurate and the performance must be simulated to achieve more accurate
results. However, the unilateral circuit that includes Cm and CCS from the collector to ground after
reflecting the effects of Cm to the input loop can be used to approximate the amplifier stage performance.
Manually calculated results are generally within 5%–10% of simulation results.

15.4.2 Active Loads

In order to achieve high voltage gains and eliminate load resistors, active loads are used in BJT IC
amplifier stages [4]. In a conventional common-emitter stage, the gain is limited by the size of the
collector resistance. The midband voltage gain from base to collector of a common-emitter stage is
given by

Av ¼ � aRC

re þ REð Þ

It would be possible to increase this voltage gain by increasing RC, however, making RC large can lead to
some serious problems. A large collector load requires a low quiescent collector current to result in
proper bias. This may lead to lower values of b, since current gain in a silicon transistor typically falls at
low levels of emitter current. In order to achieve a voltage gain of 1000 V=V, a collector load of perhaps
100–200 kV might be required. The low collector current needed for proper bias, a few microamps,
would lead to a low value of b and a very high value of re. The desired high voltage gain may not be
achievable under these conditions.
It would be desirable if the collector load presented a low resistance to dc signals, but presented a

high incremental resistance. This combination of impedances would result in a stable operating
point along with a high gain. A perfect current source with infinite incremental resistance along
with a finite dc current flow satisfies the requirements, but is not a practical solution. On the other
hand, circuits that approximate current sources are relatively easy to construct. A good approximation
to the current source is obtained by using another transistor for the collector load of an amplifying
transistor. Not only can this device present a low dc and high incremental impedance, it is a simple
element to implement on a chip. This transistor that replaces the resistive load is referred to as an
active load.
The circuit of Figure 15.7 demonstrates one type of BJT active load. The transistor Q1 is the amplifying

element with Q2 acting as the load. Transistor Q1 looks into the collector of Q2. The incremental output
impedance at the collector of a transistor having an emitter resistance in the low kiloohm range can easily
exceed 500 kV. With such a high impedance, Q2 approximates a current source.

The dc collector currents of both transistors are equal in magnitude. This magnitude can be set to a
value that leads to a reasonable value of b. Since Q2 has a very high output impedance, the midband
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voltage gain will be determined primarily by the collector-to-emitter
resistance of Q1and can be calculated from

AMB ¼ �b1rce1
Rg þ rp1

(15:9)

where rce1 is the output impedance of Q1. If the generator resistance, Rg is
negligible, this equation reduces to

AMB ¼ � rce1
re1

¼ � VA þ VCQ1ð Þ=IC
VT=IE

� �VA þ VCQ1

VT
(15:10)

For an Early voltage of VA¼ 80 V and VT¼ 0.026 V, a small-signal
voltage gain exceeding �3000 V=V could result. In a normal application,
this stage would drive a second stage. The input impedance of the second
stage will load the output impedance of the first stage, further lowering
the gain. Depending on the input impedance of the second stage and the
impedance of the active load stage, the gain magnitude may still exceed
1000 V=V.
The concept of an active load that presents a large incremental resist-

ance while allowing a large dc quiescent current is important in IC design.
In addition to the current source load just considered, the current mirror stage can also be used to
provide the active load of a differential stage as discussed in Section 15.4.3.

15.4.3 Common Emitter Stage

A simple configuration for an IC amplifying stage is shown in
Figure 15.8. In this stage, the output impedance of the current
mirror is not large enough to be considered an open circuit as it
was in the circuit of Figure 15.7. Thus, the analysis will have to
account for this element.
The high frequency response of discrete BJT stages is often

determined by the input circuit, including the Miller effect capaci-
tance. The collector load resistance in a discrete stage is usually
small enough that the output circuit does not affect the upper
corner frequency. In the circuit of Figure 15.8, as in many IC
amplifier stages, the output impedance is very high compared to
the discrete stage. For this circuit, the output impedance of the
amplifier consists of the output impedance of Q2 in parallel with
that of Q1. This value will generally be several tens of kiloohms.
The equivalent circuit of the amplifier of Figure 15.8 is indicated

in Figure 15.9. The value of Rout is

Rout ¼ ro1 kro2 ¼ rce1k rce2 (15:11)

The capacitance in parallel with Rout is approximately

Cout ¼ Cm1 þ Cm2 þ Ccs1 þ Ccs2 (15:12)

RE2

IB2 vout

Rg

V1

vin

Q2

Q1

+VCC

FIGURE 15.7 Active load
amplifier.

vout

vin

V1

Q2

Q1

Q3

R2 10 kΩ

+10 V

FIGURE 15.8 Common-emitter
amplifier with current mirror active
load.
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In this equation, Cm1 and Cm2 are the collector-to-base junction capacitances and Ccs1 and Ccs2 are the
collector-to-substrate capacitances of the respective transistors. If no generator resistance is present, Cm1

will also appear in parallel with the output terminal and ground. When Rg is present, we will still
approximate the output capacitance with the same equation, although feedback effects between the
output and the bases of Q1and Q2 actually modify the value slightly.

The midband gain is easy to evaluate as

AMB ¼ �b1Rout

Rg þ rx1 þ rp1
(15:13)

The upper corner frequency is now more difficult to evaluate than that of the discrete circuit with its
low value of collector load resistance. In the discrete circuit, the input loop generally determines the
overall upper corner frequency of the circuit. Although the Miller effect will be much larger in the IC
stage, lowering the upper corner frequency of the input loop, the corner frequency of the output loop will
also be smaller due to the large value of Rout. Both frequencies may influence the overall upper corner
frequency of the amplifier.

As mentioned previously, it is difficult to manually calculate the upper corner frequency of the stage
and an accurate value is generally found by simulation. An approximation of the upper corner frequency
can be manually found by reflecting the bridging capacitance, Cm, to both the input and the output. The
value reflected to the input side, across terminals b0 and e, is

1þ jAb 0c1jð ÞCm1 (15:14)

as in the discrete circuit amplifier. Thus, the total input capacitance in parallel with rp1 is

Cin ¼ Cb0e1 þ 1þ jAb0c1jð ÞCm1 (15:15)

The major component of Cb0e1 is the diffusion capacitance, Cp, of Q1.
The upper corner frequency resulting from the input circuit of this stage is

fin-high ¼ 1
2pCinReq

(15:16)

where Req¼ (Rgþ rx1)krp1.
The upper corner frequency resulting from the output side of the stage is

fout-high ¼ 1
2pCoutRout

(15:17)

vin
Rout Cout

Vout

rπ1

rx1b
Cµ1

Cπ1

vπ1

gm1vπ1

cb́

e

FIGURE 15.9 Equivalent circuit for the amplifier of Figure 15.8.
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The approximate overall upper corner frequency, f2o, must be found by considering a two-pole response.
The overall response is expressed as

A(v) ¼ AMB

1þ jf =fin-high
� �

1þ ff =fout-high
� � (15:18)

It is easy to show that the overall upper corner frequency can be found by solving the equation

f 2

f 2in-high þ 1

 !
f 2

f 2out-high þ 1

 !
¼ 2 (15:19)

Although this method is not as accurate as the simulation, results will often be within 5%–10%.

15.4.4 Common-Base Stage

The common-base stage shown in Figure 15.10 has an advantage and a disadvantage when compared to
the common-emitter stage. The advantage is that the Miller effect, that is, the multiplication of apparent
capacitance at the input, is essentially eliminated. The noninverting nature of the gain does not lead to an
increased input capacitance. Furthermore, the capacitance between input (emitter) and output (collector)
is generally negligible. The upper corner frequency is then higher than that of a comparable common-
emitter stage.
The disadvantage is the low current and power gain of the common-base stage compared to the

common-emitter stage. The low-frequency current gain for the common-base stage equals a and is
slightly less than unity. In the common-emitter stage, the current gain equals b and may be over 200.
Since voltage gain is similar for the two stages, the power gain is also much lower for the common-base
stage. The input resistance at low frequencies is also much lower than that of the common-emitter stage
and can load the previous stage.

The equation for voltage gain is

AMB ¼ a1Rout
rx1
bþ1 þ re1 þ Rg

(15:20)

where Rout is the parallel combination of rout1 and rce2. The
output impedance of Q1 depends on the generator resistance,
Rg, and ranges from rce1 for Rg¼ 0 up to brce1 when Rg
approaches infinity. The midband voltage gain is similar to
that of the common-emitter stage.
The expression for voltage gain as a function of frequency is

A ¼ AMB

1þ j
f

fin-high

� �
1þ j

f
fout-high

� � (15:21)

where fin-high is the corner frequency of the input circuit and
fout-high is the corner frequency of the output circuit. These
values are

fin-high ¼ 1

2pCp1 re1kRg
� � (15:22)

vout

vin

V1

R1

Q2

Q1

Q3

Vcc

FIGURE 15.10 Common-base amplifier.
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fout-high ¼ 1
2pCoutrout

(15:23)

The output capacitance consists of the collector to base capacitances and the collector to substrate
capacitances of both Q1 and Q2, that is,

Cout ¼ Cm1 þ Cm2 þ Ccs1 þ Ccs2 (15:24)

Generally, the corner frequency of the input circuit is considerably higher than the corner frequency
of the output circuit for high-gain IC stages and the overall upper corner frequency is approximated
by fout-high.
The midband voltage gain of the common-base and common-emitter stages decreases with increasing

generator resistance. In multistage amplifiers, the generator resistance of one stage is the output
resistance of the previous stage. If this value is large, the gain of the following stage may be small.
Furthermore, the upper corner frequency of the common-emitter stage is affected by the generator
resistance. Large values of Rg can lead to small values of upper corner frequency.

15.4.5 Emitter Follower

A stage that can be used to minimize the adverse effect on frequency response caused by a generator
resistance is the emitter follower. Although this stage has a voltage gain near unity, it can be driven by a
higher voltage gain stage while the emitter follower can drive a low impedance load. A typical stage is
shown in Figure 15.11.
The output stage of the npn current mirror, Q2, serves as a high impedance load for the emitter

follower, Q1. An equivalent circuit that represents the emitter follower of Figure 15.11 is indicated in
Figure 15.12. For this circuit, gm1¼a1=re� 1=re.
This circuit can be analyzed to result in a voltage gain of

A ¼
Cp1

PC Rgþrx1ð Þ jvþ gm1rp1þ1
rp1Cp1

� �
�v2 þ bjvþ d

(15:25)

where

PC ¼ Cout2Cm1 þ Cout2Cp1 þ Cp1Cm1 (15:26)

b ¼ 1
PC

Cp1 þ Cout2

Rg þ rx1
þ Cp1 þ Cm1 1þ gm1rce2ð Þ

rce2
þ Cout2 þ Cm1

rp1

� �

(15:27)

and

d ¼ Rg þ rx1 þ rp1 þ rce2 gm1rp1 þ 1ð Þ
PC Rg þ rx1
� �

rp1rce2
(15:28)

Note that the output capacitance of Q2 can be approximated as the sum
of Cm2 and Ccs2.

voutvin

V1

Q1

Q2Q3

R1

FIGURE 15.11 Emitter fol-
lower.
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The midband voltage gain is found from Equation 15.25 by letting v ! 0. This value is

AMB ¼ 1þ gm1rp1ð Þrce2
Rg þ rx1 þ rp1 þ 1þ gm1rp1ð Þrce2 (15:29)

This gain is very near unity for typical element values.
The bandwidth is more difficult to calculate since the response has one zero and two poles. The zero

for the circuit of Figure 15.12 is typically larger than the lowest frequency pole. If these frequencies
canceled, the larger pole would determine the corner frequency. Since they do not cancel, the overall
upper corner frequency is expected to be smaller than the larger pole frequency. An accurate calculation
can be made from Equation 15.25 when the parameters are known.
In high-frequency design, it must be recognized that the output impedance of the emitter follower can

become inductive [7].

15.5 Compound Stage Building Blocks for IC Amplifiers

Several of the single stages of Section 15.4 can be combined to construct high-performance two-stage
building blocks.

15.5.1 Cascode Amplifier Stage

One of the problems with the common-emitter stage using an active load is the Miller effect. This stage
has a high voltage gain from base to collector. The circuit of Figure 15.8 has an inverting voltage gain,
AMB, that can be quite high, perhaps �700 V=V. The base-collector junction capacitance is multiplied by
(1þ jAMBj) and reflected to the input loop. This capacitance adds to the diffusion capacitance from point
b0 to point e and can lower the upper corner frequency to a relatively small value.

On the other hand, the common-base stage of Figure 15.10 has essentially no Miller effect, but has a
low input impedance and can load the impedance of the driving source. The cascade stage combines the
best features of both the common-emitter and common-base stages. The cascode amplifier stage of
Figure 15.13 minimizes the capacitance reflected to the input. The input impedance to the circuit is that

vin rπ

Rg

Cµ

Cπ1vπ gmvπ

Cout2

b́ 1b1 rx

e1,c2

rout2

c1

vout

FIGURE 15.12 Equivalent circuit for the emitter follower.
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of the common-emitter stage and is two orders of magnitude higher than the
common-base stage. In this circuit, the input capacitance is primarily composed
of the diffusion capacitance of Q1. The voltage gain from base-to-collector of Q1
is quite low since the collector load of this device consists of the impedance
looking into the emitter of Q2. This impedance is approximately equal to the
base-emitter diode resistance of Q2 which is

re2 ¼ 26
1E2

With low voltage gain, the Miller effect of the first stage is minimized. The upper
device passes the incremental signal current of Q1 to its collector and develops a
large voltage across the current source impedance. There is no Miller multipli-
cation of capacitance from the input of Q2 (emitter) to the output (collector)
since the gain is noninverting and negligible capacitance exists between emitter
and collector. Thus, the cascode stage essentially eliminates Miller effect capaci-
tance and its resulting effect on upper corner frequency.
A high-frequency equivalent circuit of this stage is shown in Figure 15.14. The

resistance R includes any generator resistance and the base resistance, rx1 of Q1. The resistance rcs is the
output resistance of the current source. The output capacitance is the sum of Cm2, Ccs2, and any
capacitance at the current source output. The resistance rout2 can be quite large since Q2 sees a large
emitter resistance looking into the collector of Q1. This emitter load leads to negative feedback that
increases the output resistance of Q2.
The midband voltage gain is calculated from the equivalent circuit of Figure 15.14 after eliminating the

capacitors. This gain is found rather easily by noting that the input current to Q1is

ib1 ¼ vin
Rþ rp1

(15:30)

This current will be multiplied by b1 to become collector current in Q1. This current also equals the
emitter current of Q2. The emitter current of Q2 is multiplied by a2 to become collector current of Q2.
The output voltage is then

Vin

Q1

Q2

+VCC

I

VB1

VB2

vout

FIGURE 15.13 Cas-
code amplifier.
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vπ2
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gm1vπ1

c1b́ 1

e1 b2

e2

re2

gm2vπ2

c2

Cout2rout2

vout

rcs Cout  cs

FIGURE 15.14 Equivalent circuit for the cascode amplifier.
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vout ¼ ic2 � R3 (15:31)

where R3¼ rout2jjrcs. This resistance could be very large if the current source resistance, rcs, is large.
The value of rout2 will be high since the emitter of Q2 sees a resistance of rce1. Combining this information
results in a midband voltage gain of

AMB ¼ �b1a2R3

Rþ rp1
(15:32)

If no generator resistance is present and if R3¼ 100 kV, this midband voltage gain might exceed
5000 V=V.
The gain as a function of frequency can be found as

A ¼ AMB
1

1þ jvCp1 rp1 k Rð Þ½ �
1

1þ jvre2Cp2½ �
1

1þ jvR3Cout½ � (15:33)

Typically, the corner frequency of the second frequency term in Equation 15.33, that is,

f2 ¼ 1
2pre2Cp2

is much higher than that of the first term,

fin-high ¼ 1
2p rp1 k Rð ÞCp1

This is especially true if R is large compared to rp1. In this case, since re1� re2 as a result of equal emitter
currents, then re2� (bþ 1)re1. For hand analysis of the cascode circuit, the second term in the expression
for gain is often neglected.
The gain can then be written as

A ¼ AMB
1

1þ j f
fin-high

1

1þ j f
fout-high

(15:34)

where

fout-high ¼ 1
2pCoutR3

(15:35)

and fin-high was defined previously.
The capacitance Cout is the sum of the current source output capacitance and the output capacitance of

Q2 giving

Cout ¼ Cout2 þ Coutcs

If a current mirror with output stage Q3 generates the collector bias current for Q1 and Q2, the output
capacitance is

Cout ¼ Cm2 þ Cm3 þ Ccs2 þ Ccs3
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15.5.2 Differential Stage

The differential pair or differential stage is very important in the electronic field. Virtually every op-amp
chip includes a differential pair as the input stage. Some advantages of the differential stage are its relative
immunity to temperature effects and power supply voltage changes, and its ability to amplify dc signals.
The differential amplifier uses a pair of identical stages connected in a configuration that allows the
temperature drift of one stage to cancel that of the other stage. The basic configuration of a differential stage
is shown in Figure 15.15. The two devices can be connected and operated in several different con-
figurations. The mode of operation most often used with the differential amplifier is the differential
input-double-ended output mode. Differential input refers to a situation wherein the voltage appearing
across the input of one stage is equal in magnitude, but opposite in polarity to the voltage appearing across
the input of the other stage. Double-ended output refers to the fact that the output voltage is taken as the
difference in voltage between the output voltage of each stage. In single-stage amplifiers, the output voltage
appears between the circuit output and ground. This is called a single-ended output. In Figure 15.15, the
double-ended output voltage is

vout ¼ vo1 � vo2

or

vout ¼ vo2 � vo1

depending on the choice of output terminals. If this differential pair used a single-ended output, it could
be taken between the output of stage 1 and ground or the output of stage 2 and ground.
A second input mode that could be used is the common mode. If the same signal is applied to both

inputs, the circuit is said to operate in common mode. If the amplifier stages have exactly equal gains, the
signals vo1 and vo2 will be equal. The double-ended output signal would then be zero in the ideal
differential stage operating in common mode. In practice the two amplifier gains will not be identical;
thus, the common-mode output signal will have a small value. The common-mode gain ACM is defined as

ACM ¼ vo1 � vo2
vCM

¼ A1 � A2 (15:36)

where vCM is the common-mode voltage applied to both inputs and A1 and A2 are the voltage gains of
the two stages.
The differential gain applies when the input signals v1 and v2 are not equal and the gain in this case is

AD ¼ vo1 � vo2
v1 � v2

¼ A1v1 � A2v2
v1 � v2

¼ vout
v1 � v2

(15:37)

where AD is the differential voltage gain of the amplifier with a double-ended output. If the double-ended
output had been defined as vo2� vo1 rather than vo1� vo2, only the algebraic sign of AD would change.

v2v1 vo2vo1
A1 A2

FIGURE 15.15 Differential pair.

15-18 Fundamentals of Circuits and Filters



In the general case, both common-mode and differential signals will be applied to the amplifier. This
situation arises, for example, when the differential inputs are driven by preceding stages that have an
output consisting of a dc bias voltage and an incremental signal voltage.
Using superposition, the output voltage for this case can be calculated from

vout ¼ AD v1 � v2ð Þ þ ACMvCM (15:38)

The common-mode input voltage can be found from

vCM ¼ v1 þ v2
2

(15:39)

In the ideal situation with perfectly symmetrical stages, the common-mode input would lead to zero
output, thus a measure of the asymmetry of the differential pair is the common-mode rejection ratio
defined as

CMRR ¼ 20 log
jADj
jACMj dB (15:40)

If jADj ¼ 100 V=V and jACMj ¼ 0.01 V=V, this value would be

CMRR ¼ 20 log
100
0:01

¼ 80 dB

The larger the CMRR, the smaller is the effect of ACM on the output voltage compared to AD.
A big advantage of the differential stage is in the cancellation of drift at the double-ended output.

Temperature drifts in each stage are often common-mode signals. For example, the change in forward
voltage across the base-emitter junction with constant current is about �2 mV=8C. As the temperature
changes, each junction voltage changes by the same amount. These changes can be represented as equal
voltage signals applied to the two inputs. If the stages are closely matched, very little output drift will be
noted. The integrated differential amplifier can perform considerably better than its discrete counterpart
since component matching is more accurate and a relatively uniform temperature prevails throughout
the chip. Power supply noise is also a common-mode signal and has little effect on the output signal if the
common-mode gain is low.
As previously mentioned, the mode of operation most often used with the differential amplifier is the

differential input, double-ended output mode. In this configuration, the input voltage applied to one
stage should be equal in magnitude, but opposite in polarity to the voltage applied to the other stage. One
method of obtaining these equal magnitude, opposite polarity signals using only a single input source is
shown in Figure 15.16.

vo1 –a vo2

+–

+

b

a

b

vin

A1 A2vin/2 vin/2

FIGURE 15.16 Differential input obtained from a single input source.
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If the input resistances of both stages are equal, half of vin will drop across each stage. While the voltage
from terminal a to terminal b of stage 1 represents a voltage drop, the voltage across the corresponding
terminals of stage 2 represents a rise in voltage. We can write

v1 ¼ vin
2

and

v2 ¼ � vin
2

Each stage has the same magnitude of input voltage, but is opposite in polarity to that of the other stage.
From Equation 15.37 we can write the differential gain as

AD ¼ vout
vin

¼ vo2 � vo1
v1 � v2

¼ vo2 � vo1
vin=2� �vin=2ð Þ

¼ A1
vin
2 þ A2

vin
2

vin
2 þ vin

2

¼ A1 þ A2

2
(15:41)

15.5.3 BJT Differential Pair

A BJT differential pair is shown in Figure 15.17.

15.5.3.1 Small-Signal Voltage Gain

Figure 15.18 represents a simple equivalent circuit for the BJT differential pair. The steps in calculating
the single-ended or double-ended voltage gain of a differential pair are

1. Calculate the input current as iin ¼ vin
Rin
.

2. Note that the base currents are related to iin by ib1¼ iin and ib2¼�iin.
3. Calculate collector currents as ic1¼b1ib1 and ic2¼b2ib2.
4. Calculate collector voltages from vo1¼�icRCeq1 and vo2¼�i2RCeq2, where

RCeq ¼ RC k rout (15:42)

With these values, the single-ended or double-ended voltage gain
can be found. In the normal situation, we assume perfectly symmet-
rical pairs with b1¼b2¼b and RC1¼RC2¼RC. We also assume
that the bias current I splits equally between the two stages giving
IE1¼ IE2¼ I=2.
The single-ended gain of the first stage of Figure 15.17 is found

to be

AS1 ¼ vo1
vin

¼ �bRCeq

2(bþ 1)re
(15:43)

The single-ended gain of the second stage equals this value in
magnitude, but shows no phase inversion and therefore, has a
positive algebraic sign.

vin

vo1 vo2

Q1 Q2

RC2RC1

–VCC

VCC

I

FIGURE 15.17 BJT differential pair.
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The double-ended differential gain is

AD ¼ vo2 � vo1
vin

¼
bvin

2(bþ1)re
RCeq � �bvin

2(bþ1)re
RCeq

� �
vin

¼ bRCeq

(bþ 1)re
(15:44)

This differential double-ended voltage gain is equal in magnitude to the voltage gain of a single transistor
amplifier with a load of RC and no external emitter resistance. The advantages of decreased temperature
drift and good power supply rejection in critical applications, and a dc input reference of zero volts are
typically far more important than the necessity of using an extra device, especially for IC chips.
The previous calculations for the differential pair assume there is no load across the output terminals.

If this circuit drives a succeeding stage, the input impedance to this following stage will load the
differential pair. One approach to this problem results from noting that when the collector of one BJT
is driven positive by the input signal, the other collector moves an equal voltage in the opposite direction.
Each end of the load resistor, RL, is driven in equal but opposite directions. The midpoint of the resistor is
always at 0 V, for incremental signals. To calculate the loaded voltage gain, a resistance of RL=2 can be
placed in parallel with each collector resistance to give an equivalent collector resistance of

RCeq ¼ RC k RL=2 (15:45)

Equation 15.44 can now be used to calculate the loaded differential gain.

15.6 Operational Amplifiers

Very few circuits have had an impact on the electronics field as great as that of the op-amp circuit. This
name is a shortened version of operational amplifier, a term that has a rather specific meaning. As
mentioned in Section 15.2, before IC chips became available, operational amplifiers were expensive, high-
performance amplifiers used primarily in a system called an analog computer. The analog computer was
a real-time simulator that could simulate physical systems governed by differential equations. Examples
of such systems are circuits, mechanical systems, and chemical systems. One popular use of the analog
computer was the simulation of automatic control systems. The control of a space vehicle had to be
designed on paper before test flights took place. The test flights could then be used to fine-tune the
design. The analog computer was far more efficient than the digital computer of the day in simulating
differential equations and was far less costly.

C1 C2

βib2βib1
rout1 rout2

vo2vo1

RC1 RC2

E1,E2

ib1 ib2rπ1 rπ2
(β+1)re1 (β+1)re2

B1 B2

FIGURE 15.18 Equivalent circuit of the differential pair.

Bipolar Junction Transistor Amplifiers 15-21



The op-amp was an important component of the analog computer that allowed several mathematical
operations to be performed with electronic circuits. The op-amp could be used to create a summing
circuit, a difference circuit, a weighting circuit, or an integrating circuit. Using these capabilities, complex
differential systems can be created with an output voltage that represents the physical output variable of
the simulated system. The time variable may be scaled, but for many simulations, the output represents a
real-time solution.
One of the key features of an op-amp is the differential input to the amplifier. This allows differences to

be formed, and also allows the creation of a virtual ground or virtual short across the input terminals.
This virtual short is used in summing several current signals into a node without affecting the other input
current signals. These signals are then summed and easily converted into an output voltage.
The virtual ground also allows the formation of rather accurate integrals the op-amp using an

additional resistor and capacitor. This feature is essential in the simulation of differential equations.
Other amplifiers are sometimes mistakenly referred to as op-amps, but unless these amplifiers possess

the capability to create a virtual ground and do mathematical operations, this is a misnomer.
The first IC op-amp was introduced by Fairchild Semiconductor Corporation in 1964. This chip,

designated the mA702 or 702, was followed shortly by the 709 which was the first analog IC product to
receive wide industry acceptance. The National LM101 and Fairchild 741 advanced the field and
eliminated the external compensation capacitors required for the earlier models. The ensuing popularity
and low price of the 741 allowed op-amps to be treated as a component rather than a subcircuit that must
be designed.
Today, op-amps are available in bipolar (BJT), CMOS, and BiCMOS (BJT=CMOS) technologies

and designers have the option of including dozens of op-amps and other circuits on a single chip.
Modern op-amps generally use the same architecture developed in the LM101=741 circuits with
performance improvements resulting from improved processing techniques.
The configuration of an op-amp offers one important advantage for IC amplifiers. This advantage is

the op-amp’s ability to allow the input signal to be referenced to any dc voltage, including ground, within
the allowed input range. This eliminates the need for a large coupling capacitor to isolate a dc input
transducer from an amplifier input.

15.6.1 Classical IC Op-Amp Architecture

While the technology used to implement op-amps has changed considerably over the years, the basic
architecture has remained remarkably constant [4]. This section first discusses that architecture and some
approaches to its implementation. After this topic is considered, the subject will turn to methods of
specifying amplifier performance.
The architecture of many op-amps appears as shown in Figure 15.19. The first section is a differential

amplifier required by all op-amps to allow a virtual ground and the implementation of mathematical
operations. This stage is generally designed to have a very high differential voltage gain, perhaps a few
thousand. The bandwidth is generally rather low as a result of the high voltage gain. In some cases,
this differential amplifier will use an active load that will also convert the double-ended output of the
differential stage to a single-ended output that will drive the second voltage amplifier.
The second stage of Figure 15.19 is a single-ended voltage amplifier with a relatively high voltage gain.

This gain may reach values of 500 V=V. Often this stage is used to compensate the op-amp, a topic that
will be discussed later in this chapter. For now it is sufficient to say that this stage will probably be an

voutvin Differential
input stage

Voltage
amplifier

Current
amplifier (buffer)

FIGURE 15.19 Classical op-amp architecture.
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inverting stage that can multiply the apparent value of some capacitance placed between the input and
output of the stage. The large capacitive load presented to the output of the first stage due to the Miller
effect will lead to a very low upper corner frequency, perhaps 10–100 Hz, for the first stage.
The last stage is the output stage. It may be nothing more than an emitter follower that has a large

current amplification along with a voltage gain that is near unity. This stage will have a very high upper
corner frequency.

15.6.2 High-Gain Differential Stage

The normal way to achieve high voltage gains is to use an active load for the amplifying stages. The
incremental resistance presented to the amplifying stage is very high while the dc voltage across the active
load is small. One popular choice for an active differential stage load is the current mirror. This load
provides very high voltage gain and also converts the double-ended output signal to a single-ended signal
referenced to ground. Figure 15.20 shows a block diagram of such an arrangement.
With no input signal applied to the differential stage, the tail current splits equally between Idiff1 and

Idiff 2. The input current to the mirror equals this value of Itail=2. This value is also mirrored to the output
of the mirror giving Iout¼ Itail=2. We will assume that the voltage between the current mirror output and
the second differential stage is approximately zero, although this assumption is unnecessary to achieve
the correct result.
When a signal is applied to the differential input, it may increase the current Idiff1 by a peak value of DI.

The input current to the mirror now becomes

Iin ¼ Itail
2

þ DI

The output current from the mirror also equals this value. However, the input signal to the differential
stage will decrease Idiff2 by the same amount that Idiff1 increases. Thus, we can write

Idiff2 ¼ Itail
2

� DI

The current to the resistance R increases from its
quiescent value of zero to

IR ¼ Iout � Idiff2 ¼ 2DI

The incremental output voltage resulting is then

vout ¼ 2RDI (15:46)

When an incremental input signal is applied to the
differential pair, half of this voltage will drop across
each base–emitter junction of the pair. This results
in equal incremental differential stage currents in
the two output devices, but they will be in opposite
directions. An incremental input signal, vin, will
produce incremental currents of

idiff1 ¼ DI ¼ gmvin
2

(15:47)
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FIGURE 15.20 Differential stage with current mirror
load.

Bipolar Junction Transistor Amplifiers 15-23



and

idiff2 ¼ �DI ¼ � gmvin
2

(15:48)

where gm is the transconductance of devices 1 and 2. Assuming negligibly large output resistances of the
current mirror and the differential stage, the incremental output voltage becomes

vout ¼ 2idiff1R ¼ gmRvin

with a resulting midband voltage gain of

AMB ¼ gmR (15:49)

If the output resistances of the mirror and differential stage are significant, the voltage gain can be found
by combining these resistances in parallel with the load resistance to form Reff¼RoutkR. This resistance
then replaces R in Equation 15.49. The load resistance may, in fact, be the incremental input resistance of
the following stage. Very large values of voltage gain can result from this configuration. For the BJT, the
transconductance is given by gm¼a=re� 1=re.

While this expression for voltage gain is the same as that for the differential gain of a resistive load
stage, given by Equation 15.44, two significant points should be made. First of all, the impedance R can be
much greater than any resistive load that can be used in a differential stage. Large values of R in the
differential stage would cause saturation of the stages for reasonable values of tail currents. In addition,
large values of R are more difficult to fabricate on an IC chip. The current mirror solves this problem. The
second point is that the output voltage of the differential pair with a current mirror load is a single-ended
output which can be applied to a following simple amplifier stage. However, the rejection of common-
mode variables caused by temperature change or power supply voltage changes is still in effect with the
current mirror stage. If a resistive load differential stage must provide a single-ended output, the gain
drops by a factor of 2, compared to the double-ended output, and common-mode rejection no longer
takes place.

15.6.3 Second Amplifier Stage

Before the purpose of the second amplifier stage can be fully understood, a discussion on circuit stability
must take place.

15.6.3.1 Feedback and Stability of the Op-Amp

The op-amp is used in a feedback configuration for essentially all amplifying applications. Because of
nonideal or parasitic effects, it is possible for the feedback amplifier to exhibit unstable behavior.
Oscillations at the output of the amplifier can exist, having no relationship to the applied input signal.
This, of course, negates the desired linear operation of the amplifier. It is necessary to eliminate any
undesired oscillation signal from the amplifier.
The open-loop voltage gain of a three-stage amplifier such as that of Figure 15.19 may be represented

by a gain function of

A ¼ AMB

1þ j vP1

� �
1þ j vP2

� �
1þ j vP3

� � (15:50)

where P1, P2, and P3 are the dominant poles of gain stages 1, 2, and 3. The quantity AMB is the low-
frequency or midband gain of the amplifier.
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When this op-amp is used in a negative feedback
configuration such as that shown in Figure 15.21, the
loop gain must be analyzed to see if the conditions for
oscillation occur. The feedback factor for this circuit is

F ¼ R2

R2 þ RF
(15:51)

In order to check the stability of this circuit, a zero volt
input signal (short circuit) can be applied to the nonin-
verting input terminal. The loop gain from inverting
terminal to output and back to inverting terminal
can then be found with the noninverting terminal shorted
to ground. When this is done, it is found [4] that the
amplifier is unstable for most practical values of RF and

R2. The worst case condition occurs as R2 approaches infinity and RF approaches zero as in the case of a
unity-gain voltage buffer.
One measurement of stability is referred to as the phase margin. This quantity is defined in terms of

the phase shift of AF that exists when the magnitude of AF has dropped to unity. The number of degrees
less than �1808 at this frequency is called the phase margin. Most amplifiers target a phase margin of
458or more.

One possibility to achieve a reasonable phase margin is to intentionally modify one of the three upper
corner frequencies of the op-amp. For example, if the pole associated with the first stage is lowered by
several factors, the amplifier can become stable, even when used as a unity-gain voltage buffer.
The frequency response of this gain is sketched in Figure 15.22 for a midband gain of 300,000. We note

that the magnitude of this gain has fallen below a value of unity (0 dB) before the second upper corner
frequency of 23 106 is reached. The phase shift of AF at the frequency where the magnitude has dropped
to unity may be �1308 resulting in a phase margin of 508. Normally, engineers do not destroy bandwidth
of a stage intentionally, however in this case it is necessary to stabilize the operation of the op-amp in the
feedback configuration.
Lowering the upper corner frequency of one stage is not a trivial matter. While it may not need to

be reduced to 10 rad=s in a practical op-amp, it is often lowered to 10–100 Hz. A capacitor must be
added to the appropriate point in the stage to drop this frequency, but a relatively large capacitor is
required. In the early days of the IC op-amp, the two terminals between which a capacitor was to be
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FIGURE 15.21 Noninverting op-amp stage.
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FIGURE 15.22 Op-amp frequency response.
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added were connected to two external pins of the chip. A discrete capacitor of sufficient value was
then added externally.
In 1967, the capacitor was added to the IC chip using the Miller effect to multiply the capacitor value.

Returning to Figure 15.19, it is seen that a capacitor can be added between input and output of the second
stage. This is typically a capacitor of value 30 pF that, due to the Miller effect, is multiplied by a factor of
(A2þ 1) where �A2 is the gain of the second stage. The Miller capacitance is reflected to the input of the
second stage that loads the output of the first stage. This large effective capacitance, driven by the large
output impedance of the first stage produces a very low upper corner frequency for the first stage.

In a 741 op-amp design, the gain A2 is approximately �400 V=V. With a 30 pF capacitance bridging
input to output, the effective capacitance at the input is about 0.012 mF. This creates a bandwidth for the
op-amp of 10 Hz or 62.8 rad=s.

This method of solving the instability problem is referred to as dominant pole compensation. The
lower value of pole frequency is seen from Figure 15.22 to dominate the amplifier performance up to
frequencies above the useful range of gain.
It should be mentioned that op-amps for specific applications may not need to be stabilized for the

unity gain configuration. The minimum gain required by the amplifier may be 2 V=V or 3 V=V or some
other value that is easier to compensate. In such cases, the dominant pole need not be decreased to the
level of the general purpose op-amp. The resulting frequency performance of the op-amp can then be
higher than that of the general purpose stage.

15.6.4 Op-Amp Specifications

There are several nonideal effects in the op-amp that detract from its overall performance. Mismatching
of devices in the input differential pair, required bias currents, and junction voltage temperature effects
can degrade the performance. These effects are described in terms of the following specifications. The
diagram of Figure 15.23 is used to define various terms used in these definitions.
Input offset voltage (VOS): Mismatch of the transistors in the differential input stage leads to a finite

output dc voltage when both inputs are shorted to ground. This finite output voltage is called the output
offset voltage. A slight voltage mismatch in the differential pair is amplified by succeeding stages to create
a larger voltage at the output. Inaccurate biasing of later stages also contribute to the output offset.
Inaccuracies in later stages are amplified by smaller factors than are early stage inaccuracies.
The input offset voltage is the voltage thatmust be applied across the differential input terminals to cause

the output voltage of the op-amp to equal zero. Theoretically, this voltage could be found by measuring the
output voltage when the input terminals are shorted, then dividing this value by the gain of the op-amp. In
practice, this may not be possible as the gain may not be known or
the output offset may exceed the size of the active region. The value
of VOS is typically a few millivolts for monolithic or IC op-amps.

Input offset voltage drift (TCVOS): Temperature changes
affect certain parameters of the transistors, leading to a drift in
the output dc offset voltage with temperature. In BJT devices, the
voltage across the base-to-emitter junction for a constant emitter
current drops by approximately 2 mV=8C. Small drifts of voltage
in early stages will be amplified by following stages to produce
relatively large drifts in output voltage. Because the output dc
signal may not exist within the active region of the op-amp, the
drift is again referred to the input.
The input offset voltage drift is defined as the change in VOS for

a 18C change in temperature (near room temperature). A value of
10–20 mV=8C is typical for IC op-amps.
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FIGURE 15.23 Op-amp.
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Input bias current (IB): A BJT differential stage will require a finite amount of base current for biasing
purposes. This is true even if both inputs are grounded. The input bias current of an op-amp is defined as
the average value of bias current into each input with the output driven to zero. The two bias currents are
generally slightly different so IB is

IB ¼ IB1 þ IB2ð Þ
2

(15:52)

Input offset current (IOS): The input offset current is the difference between the two input bias currents
when the output is at zero volts. This parameter is

IOS ¼ jIB1 � IB2j (15:53)

Common-mode input voltage range (CMVR): The voltage range over which the inputs can be simul-
taneously driven without causing deterioration of op-amp performance is called the common-mode
voltage range or CMVR. In most op-amps, the CMVR is a few volts less than the rail-to-rail value of the
power supplies. In many applications, both inputs are forced to move together due to the virtual short
between the input terminals when negative feedback is used.

Common-mode rejection ratio (CMRR): The ratio of input common-mode voltage to change in input
offset voltage is called the common-mode rejection range or CMRR. An equivalent definition is the
ratio of differential voltage gain to common-mode voltage gain. IC op-amps range from 80 to 100 dB
for the CMRR. This parameter was mentioned earlier in the chapter and is a measure of the mismatch
of incremental gain from each of the two inputs to output. If the incremental gains from each input to
output were equal, the CMRR would be infinite.

Power supply rejection ratio (PSRR): The power supply rejection ratio or PSRR is the ratio of change in
the input offset voltage to a unit change in one of the power supply voltages. An op-amp with two power
supplies requires that a PSRR be specified for each power supply.

15.7 Wideband Amplifiers

The development of wideband amplifiers with discrete circuits progressed rapidly during World War II
with vacuum tubes and into the 1960s with BJT circuits. Although many important techniques were
perfected between 1940 and 1960, these methods are not generally applicable to wideband IC design.
Many of these approaches to wideband amplifier design required relatively large inductors for shunt
peaking and relatively large coupling capacitors to ac couple individual stages. While small inductors are
now available on IC chips, the range of values limit their usage. Likewise, the limitation on IC capacitor
sizes precludes the use of coupling capacitors for IC amplifiers. These difficulties are mitigated in IC
design by using additional transistors, however, the benefit of past theoretical developments is then
largely unused. Furthermore, the absence of coupling capacitors in IC amplifiers leads to a much stronger
interaction between dc and ac design of each stage than is present in discrete design. Two of the more
popular methods of IC wideband amplifier design that overcome the limitations on IC circuits are based
on composite stages or feedback cascades [7,8].

15.7.1 Composite or Compound Stages

The wideband amplifier of Figure 15.24 is a classic architecture on which many present amplifiers are
based. This schematic is for the RCA CA3040 [8]. The input is a buffered, differential, cascode pair.
The transistors T1 and T4 are emitter follower stages while the pair of devices T2 and T3 forms a cascode

Bipolar Junction Transistor Amplifiers 15-27



stage as also does the pair of devices T5 and T6. Transistor T9 with its emitter degeneration resistance
forms a high output impedance current source. Transistors T7 and T8 buffer the output signals to allow
relatively high output currents.
Since the input is differential, the input signal can be referenced to ground eliminating the need for a

coupling capacitor. The frequency response of the gain extends from dc up to approximately 55 MHz
with a constant gain of 30 dB.
The Motorola MC1490 [8] is another typical wideband amplifier chip that can be used for radio

frequency or audio applications. It has a power gain of 50 dB at 10 MHz and 35 dB at 100 MHz. It also
has a built-in automatic gain control to allow usage as an intermediate frequency amplifier.

15.7.2 Feedback Cascades

The circuit of Figure 15.25 shows the schematic of the MC1553 wideband amplifier using a feedback
triple [7]. Transistors T1, T2, and T3 make up the feedback triple using resistor RF to create a feed-
back path. This path establishes the incremental voltage gain and also provides dc feedback to keep T1,
T2, and T3 in their active regions. There is a second feedback path from the current mirror output
transistor T6, but this is primarily dc feedback. The capacitor CB is a large, external bypass capacitor that
must be added to the circuit to decouple the ac feedback to the input stage. This IC amplifier has a voltage
gain of 50 V=V with a bandwidth of 50 MHz.
Although the capacitor CB is required in some applications, if the amplifier is driven by a low

impedance source, it is unnecessary to add this element.
In recent years, both wideband and narrowband amplifiers in the 1–6 GHz range have become more

significant. Many companies that provide amplifiers in this frequency range use HBT designs with SiGe,
GaAs, GaN, or other material to achieve the necessary frequency performance.
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FIGURE 15.24 RCA CA3040 wideband amplifier.
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15.8 IC Power Output Stages [3]

If an IC power amplifier is to occupy a relatively small volume, the output power will be limited. This is
due to the limitation imposed on the thermal conductivity of a small-area power device. A discrete
transistor mounted on a large heat sink will exhibit a much higher thermal conductivity than that of the
smaller IC chip. This limits the power that can be dissipated by the output device or devices of the IC as
the junction temperature will be higher with the lower thermal conductivity of the IC chip. Typically, this
limitation leads to an IC power output stage that is implemented in a high-efficiency configuration.
Generally, the output stage for power outputs in the range of a few watts will use a class-B configuration
while those with tens or hundreds of watts will use a class-D configuration.
One of the most significant limitations on dissipation is the junction temperature. As the temperature

rises, several potentially dangerous effects may occur. First, the solder or alloys used in the transistor
can be softened or even melted. Second, the impurity profiles in the doped regions can be affected
if elevated temperatures exist for long periods of time. A third result of higher temperatures is the
increase in collector leakage current. In power transistors, this current doubles for an incremental
increase in temperature of 78C–108C. The leakage current, Ico, at temperature T2 can be related to Ico
at temperature T1 by

Ico T2ð Þ ¼ Ico T1ð Þ � 2 T2�T1ð Þ=TK

where TK can range from 78C to 108C. For a temperature increase of 1008C, the minimum factor
of increase in Ico is 1024 (2100=10), whereas the maximum factor is approximately 20,000 (2100=7). This
marked increase in Ico can lead to increased power dissipation which leads to an increased temperature
followed by a further increase in Ico. In some cases, this feedback effect is large enough to cause thermal
runaway and destroy the transistor. This effect is minimized by placing a resistance in the emitter to
decrease the forward bias on the base–emitter junction as current increases.
In other situations, the leakage current can approach the value of the quiescent collector current. Since

leakage current is not controlled by the applied input signal, its effects can severely limit the amplifying
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FIGURE 15.25 MC1553 wideband amplifier.
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properties of the stage. For these reasons, the manufacturer places a limit on the maximum allowable
junction temperature of the device.
The maximum junction temperature is therefore an important quantity that limits the power a

transistor can deliver. The junction temperature will be determined by the power being dissipated
by the transistor, the thermal conductivity of the transistor case, and the heat sink that is being used.
The collector junction is the point at which most power is dissipated; hence, it is this junction that
concerns us here.
Basically, manufacturers specify the allowable dissipation of a transistor in two ways. One way is to

specify the maximum junction temperature along with the thermal resistance between the collector
junction and the exterior of the case. Although this method is very straightforward, it incorrectly implies
that the allowable power increases indefinitely as the transistor is cooled to lower temperatures. Actually,
there is a maximum limit on the allowable dissipation of the transistor which is reflected by the second
method of specification. This method shows a plot of allowable power dissipation versus the temperature
of the mounting base. Quite often this plot shows power dissipation versus ambient temperature,
where an infinite heat sink is used. However, if the transistor could be mounted on an infinite heat
sink, the ambient temperature would equal the mounting base temperature; thus both plots convey the
same information. This second method indicates the maximum allowable power dissipation, in addition
to the maximum junction temperature.
The maximum limit on power dissipation ensures that chip temperature differentials do not become

excessive as excess power is dissipated in collector regions. It also minimizes the possibility of excessive
collector currents in typical applications.

15.8.1 Thermal Resistance

The thermal resistance of a material is defined as the ratio of the temperature difference across the
material to the power flow through the material. This assumes that the temperature gradient is linear
throughout. The symbol u is used for thermal resistance, and

u ¼ DT
P

¼ Temperature difference across conductor
Power flowing through conductor

(15:54)

The diagram of Figure 15.26 represents the thermal circuit of an IC chip, including the output transistor,
surrounded by free air. Here, uJM is the thermal resistance from collector to mounting base and uA is the
thermal resistance of that portion of air in contact with the mounting base; TA is the temperature of air
far away from the transistor; TM is the mounting base temperature; TJ is the collector junction
temperature. The power P will be determined by the electrical circuit that includes the output transistor;
P, in turn, will determine the temperatures TJ and TM. The temperature TJ can be written as

TJ ¼ TA þ P uJM þ uAð Þ (15:55)

This equation shows that as more power is dissipated by the output transistor, TJ must rise.
For high-power IC chips mounted in a TO-3 package, uA is usually many times greater than uJM.
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FIGURE 15.26 Transistor dissipating power in free air.
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If uJM were 18C=W, then uA might be 58C=W to 208C=W. Of course, uA depends on the area of the IC
package.
The diagram of Figure 15.27 represents the thermal circuit of the IC chip mounted on a heat sink. The

power that can be dissipated without exceeding the maximum junction temperature is found from
solving the preceding equation to result in

Pmax ¼ TJ � TA

uJM þ uHS
(15:56)

The values of uHS presented between the chip case and free air might range from 0.48C=W for air-cooled
systems to 28C=W for flat vertical-finned aluminum heat sinks to 88C=W for cylindrical heat sinks that
slide over the chip package. For each thermal circuit, the amount of allowable power dissipation is fixed.

15.8.2 Circuit or Conversion Efficiency

The efficiency of a power output stage is a measure of its effectiveness in converting dc power to ac
output power. It is defined as

h ¼ Pout
PS

(15:57)

where
Pout is the average output power
PS is the power supplied by the dc power supply

A useful relationship between the allowable dissipation of the chip and the maximum output power can
be found by assuming that the power delivered from the dc source is dissipated by the output transistor
and the load. This assumption would be very inaccurate for a class-A, resistive load stage, in which the
resistor dissipates significant dc power. For many class-B or class-D stages, the assumption is not
unreasonable. In equation form, this assumption is expressed by

PS ¼ Pout þ PT (15:58)

where PT is the actual dissipation of the output transistor or transistors.
In terms of the circuit efficiency, the transistor dissipation can be written as

PT ¼ (1� h)PS ¼ (1� h)
Pout
h

(15:59)

Solving for Pout in terms of PT leads to

Pout ¼ h

1� h
PT (15:60)
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FIGURE 15.27 Transistor mounted on heat sink.
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The effect of circuit efficiency on output power can be
demonstrated by assuming that the maximum allow-
able output stage dissipation is 5 W. If the circuit
efficiency is 50% or h¼ 0.5, the maximum output
power calculated from Equation 15.60 is also 5 W. If
the efficiency is increased to 78.5%, the maximum
efficiency of an ideal class-B stage, the maximum out-
put power is found to be 18.26 W. Increasing the
circuit efficiency to 98% a figure approached in a
near-ideal class-D stage, the maximum output power
becomes 245 W. In this case, an output stage that can
dissipate 5 W delivers 245 W to the load. Although
these calculations are based on some idealizations, it
clearly shows the importance of using a circuit config-
uration that leads to a high value of efficiency.
This explains the popularity of the class-B stage and
the class-D stage in IC design as opposed to the class-A
stage.

15.8.3 Class-B Output Stage

A class-B stage that can be integrated is shown in
Figure 15.28. The current source I1 consists of an IC current-source stage to provide a small bias current
through diodes D1 and D2. A small quiescent collector current I2 is necessary to reduce crossover
distortion at the output. As vin swings positive the input to T2 goes negative, turning T2 on while shutting
T1 completely off. A negative-going waveform at the
amplifier input drives the bases of T1 and T2 positive to
shut T2 off and pass the signal to the output through T1.

The amplifier can be made short-circuit proof by
limiting the output current that can flow if the output
terminal is accidentally shorted to one of the supplies.
Figure 15.29 indicates the additional circuitry required
for this purpose. The emitter–base junctions of tran-
sistors T4 and T5 are driven by the voltage drops across
the resistances RE1 and RE2. Under normal operating
conditions, these voltages are too small to turn T4 and
T5 on; thus, circuit operation is unaffected. If the output
is short-circuited to the negative supply voltage, serious
damage to device T1 could result if transistor T4 were not
present. A large voltage would appear across T1 and the
base–emitter junction would be forward biased resulting
in a high value of emitter current. The excessive power
dissipation could destroy T1 if the output were to be
shorted to the negative supply or even to ground.
When this occurs for the circuit of Figure 15.29, T4
becomes sufficiently forward biased to divert the base-
current drive from T1. The maximum current that can
flow in the output circuit is then limited to VBE4=RE1.
Typical maximum currents for the short-circuit case
range from 10 to 50 mA for modern IC amplifiers.
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The VBE multiplier circuit often replaces the two
diodes in Figures 15.28 and 15.29 to get better cancel-
lation of the crossover voltage of the output devices.
This circuit appears in Figure 15.30. If negligible base
current flows in T3, the voltage across R1 and R2 is

VCE3 ¼ 1þ R1=R2ð ÞVBE3 (15:61)

This voltage is found by noting that the drop across
R2 is constrained to be VBE3, and this value must
also equal

R2

R1 þ R2
VCE3

The voltage VCE3 is used to eliminate crossover distor-
tion and can be adjusted by the ratio of the two
resistors. Whereas the absolute values of individual
resistors cannot be accurately determined in standard
IC fabrication processes, the ratio of two resistors can
be determined to the required accuracy.

There are several other output configurations based on the complementary emitter follower. A popular
one is the Darlington output stage modified for IC amplifiers as shown in Figure 15.31. The current gain
of this stage is very high, approximately equal to b2. If high-gain pnp devices are available, a Darlington
pair similar to the upper npn pair can replace devices T2, T4, and T5. For the Darlington pairs, a larger
difference of input bias voltage must be provided to the inputs of the respective pairs due to the larger
voltage drop between each input and output which is now 2 VBE(on) instead of just VBE(on). The VBE

multiplier circuit can be designed to generate this increased bias voltage.

15.8.4 Class-D Output Stages

IC class-D amplifiers using PWM have been reported with efficiencies of 90% or more at 10 W output
and a frequency response from 20 Hz to 20 kHz. Many IC chips are available that drive power BJTs

or MOSFETs, delivering 30–50 W to a load. Larger discrete
circuits report audio amplifiers based on the class-D stage
that deliver 600 W per stereo channel [9]. This type of
amplifier is often used in low-end car radios.
PWM is used to reduce the power dissipated by the

transistor while delivering a large power to the load. The
varying load signal is applied by means of output devices
that switch between on and off states. The resulting load
voltage has a rectangular waveform that contains an average
or dc value dependent on the duty cycle. In addition, the
load voltage would also contain several ac components;
however, these unwanted components can be filtered before
reaching the load.
Any periodic waveform can be represented by a Fourier

series consisting of a dc component (if present), a funda-
mental frequency component, and higher harmonics of the
fundamental frequency. A rectangular wave switching

vout

vin

+VCC

–VCC

I1

T1

R1

R2

T2

T3

RL

FIGURE 15.30 Bias circuit using VBE multiplier.

+VCC

+VCC

–VCC–VCC

T1
T3

T5

T4

T2

FIGURE 15.31 Modified Darlington and
Darlington output stages.
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between þV and �V that remains positive for
tþ seconds is said to have a duty cycle of

d ¼ tþ

T
(15:62)

where T is the repetition period of the wave-
form. A rectangular waveform with a 50% duty
cycle contains no dc or average value, but a
change of duty cycle will give the waveform an
average value as shown in Figure 15.32. If the
period, T, remains constant as the duty cycle is
varied, the average value of a rectangular wave-
form of amplitude V is

Vav ¼ V(2d � 1) (15:63)

The average value varies directly with d. The
Fourier coefficients of the ac components also
vary as d is changed and new frequencies may
be introduced, but in general, these components
are of little interest to us as they can be easily
eliminated. If, for example, the repetition fre-
quency is 200 kHz, all ac components of the
waveform will be greater than this value and far
out of the audio range. Now if we vary the duty
cycle sinusoidally at some low frequency, the average value will also vary sinusoidally. Mathematically, we
can express this by saying that if d¼ 0.5þ k sin vt, then the average value is

Vav ¼ 2kV sinvt (15:64)

The waveform with variable duty cycle can be filtered by a low-pass filter to eliminate all frequencies
above v. The result is a low-frequency output sinusoid with an amplitude that varies in the same manner
as the duty cycle. A block diagram of PWM amplification is shown in Figure 15.33.
The voltage control circuit must have a 50% duty cycle when the input signal is at zero volts. As vin

becomes nonzero, the duty cycle varies proportionally. The high-power switching stage amplifies this
rectangular wave and applies the output to a low-pass circuit that allows only the changes in average
value to pass to the load. The output signal is then proportional to the input signal, but can be at a much

V
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T
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3T
2 2T Average value = 0 

t

3T
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4

Average value > 0 
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2TT

FIGURE 15.32 Rectangular waveforms with different
duty cycles.
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FIGURE 15.33 Architecture of a PWM amplifier.
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higher power level than the input signal. The power output stage may dissipate only 5%–10% of the
power delivered to the load.
The major advantage of PWM is that the output transistors need operate in only two states to

produce the rectangular waveform: either fully on or fully off. In saturation we know that the very
small voltage drop across a transistor leads to very low power dissipation. A very small dissipation is
also present when the transistor is cut off. If switching times were negligible, no device power loss would
occur during the transition between states. Actually, there is a finite switching time and this leads to an
increased total dissipation of the output stages. Still, the efficiency figures for the class-D amplifier are
very high, as reported earlier. This leads to higher possible power outputs and smaller chip areas for
integrated PWM amplifiers. The stages can be direct-coupled to the load, which eliminates the necessity
of capacitors. Nonlinear distortion can be less than that of class-B stages, and matching of transistors is
unnecessary.
On the other hand, the disadvantages of this amplifier ultimately dictate the limits of usefulness of the

PWM scheme. The upper frequency response is limited to a small fraction of the switching frequency.
The operating frequency of power transistors generally decreases with higher power ratings. It follows
that the upper corner frequency of the amplifier may be lower for higher power transistors. Furthermore,
a low-pass filter may be required to eliminate the unwanted frequency components of the waveform. The
generation of radio frequencies or electromagnetic interference by the switching circuits can also present
problems in certain applications.
In addition to compound emitter followers, the power output stages can be designed in several

arrangements. Figure 15.34 shows two possible configurations. The diodes appearing across the output
transistors are present to protect the transistors against inductive voltage surges. If the filter is inductive,
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T4

Pulse-width
modulated

input

+VCC

T2
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T3

T4

Pulse-width
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+VCC

T7
T5
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T6

I2I1 Filter
and load

Inverted
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FIGURE 15.34 Class-D output stages.
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the current reversals that occur over short switching times generate very large voltage spikes, unless the
protective diodes are used.
In the push-pull circuit, the low-power, pulse-width modulated input turns T1 and T3 on when the

signal is at its maximum value. Transistors T2 and T4 are off at this time and current is forced through the
load. When the signal switches to the minimum value, T1 and T3 go off, while T2 and T4 turn on to pull
current through the load.
Figure 15.34b shows a bridge circuit that can drive a floating load with a single power supply. When

the input signal reaches its maximum value, T1 and T3 are on while T2 and T4 are held off. The input
signal is inverted and applied to the bases of T5 and T6. This inverted signal is at its minimum value
during the time when the normal input is maximum; thus, T5 and T7 will be off while T6 and T8 are on.
Current will leave the collector of T3, flow through the load, and enter the collector of T8. When the input
assumes the most negative value, T1, T3, T6, and T8 turn off while T2, T4, T5, and T7 turn on. Current now
leaves the collector of T7, flows through the load, and enters the collector of T4. During this period, the
load current flows in the opposite direction to that flowing when the input is maximum. The load current
then reverses each time the input signal makes a transition.
In some applications, such as motor control or high-output audio systems, the load serves as a filter of

high frequencies since these particular loads cannot respond to the switching frequencies.
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16.1 Ideal Operational Amplifier

The operational amplifier, or op-amp, is a fundamental building block for many electronic circuits.
Although the op-amp itself is composed of numerous transistors, it is usually treated as a single circuit
element known as the ideal operational amplifier. The ability to treat the op-amp as an ideal circuit element
simplifies its use in circuits such as amplifiers, buffers, filters, and data converters. With such varied uses,
the op-amp has been implemented in many different forms. Nevertheless, the behavior of each of these
different forms can still be characterized as an ideal op-amp.

16.1.1 Open-Loop Equivalent Circuit

The op-amp is primarily a high gain amplifier. Although the op-amp can be used on its own, most op-
amps are part of larger circuits in which feedback is used to determine the circuit’s overall transfer
function. Consequently, the op-amp’s precise behavior is only a secondary interest. To simplify prelim-
inary circuit analysis and design, an abstraction of the practical op-amp, known as the ideal op-amp, is
often used. The ideal op-amp is characterized by the following four parameters:

. Infinite gain

. Infinite bandwidth

. Draws no signal power at its inputs

. Is unaffected by loading of its output

16-1



Although such specifications are not achieved in practice, the nonidealities of practical op-amps (see
Section 16.2) can be neglected in most applications.
The ideal op-amp is represented schematically as a triangle with two inputs and either one or two

outputs, as shown in Figure 16.1. For the single output case, the output is referred to ground and the op-
amp is known as a single-ended op-amp. For the two output case, the output is the difference between the
outþ and out� outputs and the op-amp is known as a fully differential op-amp. Because the op-amp
provides gain, it requires an external power source. For the ideal op-amp, the power supply has no effect
on the amplifier’s performance and is therefore not indicated in the circuit symbol.

Based on the above description, the op-amp’s input can be stimulated with either a voltage or current.
Also, the controlled output can be either a voltage or a current. Consequently, there are four possible
implementations of the ideal op-amp: the voltage op-amp, the transimpedance op-amp, the current op-
amp, and the transconductance op-amp, as shown in Table 16.1 and in Figure 16.2.

(a)

–

+

out
in–

in+

(b)

–

+

+

–

in–

in+

out+

out–

FIGURE 16.1 Circuit symbols for (a) the single-ended op-amp and (b) the fully differential op-amp.

TABLE 16.1 Ideal Op Amp Types

Input Output Gain Type

V V Av Voltage

I V Rm Transimpedance

I I Ai Current

V I Gm Transconductance

out

(a)

–

+

in–

vd
Av vdin+ +

–

(d)

(b)

out

in–

ii Rm iiin+ +
–

(c)

–

+

out

in–

vd
Gm vdin+

out

in–

ii Ai iiin+

FIGURE 16.2 The four possible op-amp configurations: (a) the voltage op-amp, (b) the transimpedance op-amp,
(c) the current op-amp, and (d) the transconductance op-amp.
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For most applications, the op-amp is used in a closed-loop configuration with negative feedback. Due
to the negative feedback, all four ideal op-amp types perform the same function. When the limitations of
practical op-amps are considered, it will be found that different op-amps are preferred for different
applications. Of the four types, the voltage op-amp is the most widely known. Therefore, the use of op-
amps will be considered from the perspective of the voltage op-amp. Then, the other three types will be
considered.

16.1.2 Voltage Op-Amps

The ideal voltage op-amp, illustrated in Figure 16.2a, is a voltage-controlled voltage source with infinite
gain. If a potential difference vd exists between the noninverting terminal inþ and the inverting terminal
in� the op-amp’s output voltage vout will be

vout ¼ Avvd (16:1)

where Av is the differential gain and is both infinite and frequency independent. Note that only the
differential voltage is amplified. As an ideal voltage-controlled voltage source, the op-amp has an infinite
resistance and a zero output resistance. The properties of an ideal voltage op-amp may be summarized
as follows:

. Infinite differential gain

. Zero common-mode gain

. Infinite bandwidth

. Infinite input resistance

. Zero output resistance

With these ideal properties, the op-amp is relatively easy to use in many circuit applications.

16.1.3 Op-Amp Circuit Applications

The op-amp can be used in both open-loop configurations and closed-loop configurations. If the op-amp
is used open-loop, small voltages between the input terminals produced either a positive or negative
infinite voltage due to the amplifier’s infinite gain. Consequently, the op-amp can be used as a
comparator. This application is discussed further in Section 16.1.4. In a closed-loop circuit, feedback
allows the op-amp’s output voltage to influence its input voltage (see Section 16.1.4). The op-amp can
then be made to perform many complex operations.

16.1.3.1 Unity Gain Buffer

The simplest feedback that can be applied to the op-amp is depicted in Figure 16.3. The op-amp’s output
is connected to the inverting input and an input signal Vin is applied to the noninverting input. The
feedback forces the voltage at in� to equal Vout. By multiplying the differential voltage at the op-amp’s
input (i.e., Vin�Vout) by the op-amp’s gain, Vout is found to be

Vout ¼ Av(Vin � Vout) (16:2)

which can be rewritten as

Vout

Vin
¼ 1

1þ 1=Av
(16:3)

because Av is infinite, Vout equals Vin. Therefore, the circuit is a unity gain buffer. It is important to note
that the op-amp’s high gain and the use of negative feedback forces the voltage at the op-amp’s two input
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terminals to be equal. Hence if Vin is varied, Vout will
follow or track it. The op-amp’s two input terminals
have the same potential, but no current flows between
them. Therefore, a virtual short is said to exist between
the inputs. The unity gain buffer draws no current
from the signal source due to the op-amp’s infinite
input resistance and the op-amp’s zero output resist-
ance ensures that loading does not affect the voltage
at Vout.

16.1.3.2 Simple Attenuator

If an output equal to a fraction of Vin is required, the
circuit is illustrated in Figure 16.4a. The noninverting

terminal is now a fraction of Vin. Because Vout tracks the voltage at the noninverting terminal, the
circuit’s output voltage will be

Vout ¼ Vin
R1

R1 þ R2

� �
(16:4)

Due to the op-amp’s infinite input resistance, the voltage divider formed by R1 and R2 is not loaded by
the op-amp. Therefore, large values of R1 and R2 can be used to avoid loading the source voltage Vin.

16.1.3.3 The Noninverting Amplifier Configuration

Usually, it is more desirable to amplify a signal than to attenuate it. Therefore, instead of matching an
attenuated Vin to Vout, at the op-amp’s input, an attenuated Vout can be matched to Vin, as illustrated in
Figure 16.4b. Due to the negative feedback and the op-amp’s finite gain, the op-amp’s two inputs have
the same potential. Therefore,

Vin ¼ Vout
R1

R1 þ R2

� �
(16:5)

which is more commonly written as

Vout

Vin
¼ 1þ R2

R1
(16:6)

This circuit configuration is commonly referred to as the noninverting configuration [1]. Gains greater
than or equal to unity can be achieved simply by changing the ratio of R2 to R1. The actual values of R2
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FIGURE 16.3 Unity gain buffer.
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FIGURE 16.4 (a) A simple buffer attenuator and (b) the noninverting amplifier configuration.
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and R1 are unimportant. Only their ratio determines
the gain. The op-amp’s infinite input resistance
ensures that no current is drawn from the source,
therefore, Vin controls the voltage across R1 but does
not supply the current flowing through it.

16.1.3.4 The Inverting Configuration

If the source Vin can supply current, Vin can be
connected directly to R1, as illustrated in Figure
16.5. In this case the voltage across R1 is still equal
to Vin but of opposite polarity. The voltage at the op-amp’s inverting input is now at ground potential,
but no current flows to ground. Consequently, a virtual ground exists at the inverting input terminal.
Because the current flowing through R1 cannot flow to ground or into the op-amp, it flows through R2,
causing an output voltage of

Vout ¼ 0� R2
Vin

R1

� �
(16:7)

or

Vout

Vin
¼ �R2

R1
(16:8)

This circuit configuration is commonly referred to as the inverting configuration [1]. Both amplification
and attenuation can be achieved by changing the ratio of R2 to R1. A very important difference between the
inverting and noninverting configurations is that the inverting configuration draws a current equal to
Vin=R1 from the source. Consequently, even though the op-amp itself has an infinite input resistance, the
inverting configuration only has an input resistance equal to R1. Fortunately, the gain only depends on the
ratio of R2 to R1, thereby allowing both resistors to be increased, thus limiting the current drawn from Vin.

16.1.3.5 Frequency Dependent and Nonlinear Transfer Functions

Elements other than resistors can be used in both the inverting and noninverting configuration. By using
the frequency-dependent elements Z1 and Z2 in place of R1 and R2, circuits with arbitrary frequency
responses can be generated. Two examples of this are illustrated in Figure 16.6a through c. In Figure
16.6a, a capacitor has been added in series with R1. The inverting amplifier now has the transfer function.

Vout

Vin
(s) ¼ �Z2

Z1
(16:9)

where Z1 equals (1þR1Cs)=(Cs) and Z2 equals R2. Therefore, the circuit’s transfer function is

Vout

Vin
(s) ¼ �R2Cs

1þ R1Cs
(16:10)

which is a simple high-pass filter, as illustrated in Figure 16.6b. Alternatively, a capacitor can be added in
parallel with R2 as shown in Figure 16.6c. Now, Z1 equals R1 and Z2 equals R2=(1þR2Cs), which results in
the transfer function.

Vout

Vin
(s) ¼ �R2

R1(1þ R2Cs)
(16:11)

–

+

Vin

I = Vin/R1

Vout

R2

R1

FIGURE 16.5 Inverting amplifier configuration.
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This circuit performs as a low-pass filter, as illustrated in Figure 16.6d. By selecting Z1 and Z2, arbitrary
transfer functions can be generated, thereby making op-amp circuits useful for implementing active
filters (see Section II in Passive, Active, and Digital Filters). When designing arbitrary transfer functions,
the resulting circuits must be stable if they are to perform correctly [2].
If nonlinear elements such as diodes are used in place of R1 and R2, nonlinear transfer functions can be

obtained [2]. For example, the I�V characteristics of a component can be obtained by replacing R2 in the
inverting configuration with the desired nonlinear element, as depicted in Figure 16.7a. Then, by
applying Vin and Vout to an oscilloscope, the element’s I�V characteristic can be displayed directly as
depicted in Figure 16.7b. Due to the diode’s exponential characteristic, the circuit’s output is the
logarithm of its input

Vout ¼ nVT ln
Vin

R1IS

� �
(16:12)

The constants n and IS are determined by the diode while VT is the thermal voltage (see Section 11.5).
Circuits of this type are made possible by the presence of the virtual ground at the op-amp’s input.
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FIGURE 16.6 Frequency-dependent circuits using the inverting configuration and (a) a simple high-pass filter and
(b) its frequency response; (c) simple low-pass filter and (d) its frequency response.
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FIGURE 16.7 Obtaining the I–V characteristics of a diode: (a) circuit configuration and (b) oscilloscope display
with Vout inverted.
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16.1.3.6 Multiple Input Circuits

For the inverting configuration, the presence of the
virtual ground at the op-amp’s inverting input
allow signals from many sources to be combined.
As illustrated in Figure 16.8, the currents Ia and Ib
are determined independently by Va and Vb,
respectively. These two currents are then summed
at the virtual ground and forced through R2. The
resulting output is a weighted sum of Va and Vb:

Vout ¼ R2

R1a
Va � R2

R1b
Vb (16:13)

Any number of additional inputs can be added. The virtual ground prevents the different signals from
interacting with each other.
The noninverting input can also be used in the multi-input circuit. In this case though, the op-amp’s

input is no longer at virtual ground and its output ceases to be a weighted sum of the inputs. For example,
if V1 and V2 are applied to the circuit of Figure 16.9a, the output depends on both V2 and the difference
between V2 and V1:

Vout ¼ V2 þ R2

R1
(V2 � V1) (16:14)

This output can also be written as a weighted difference between V2 and V1

Vout ¼ 1þ R2

R1

� �
V2 � R2

R1
V1 (16:15)

If, as in Figure 16.9b, V2 is first attenuated by R2=(R1þR2), a voltage only proportional to the difference
between V1 and V2 can be obtained

Vout ¼ R2

R1
(V2 � V1) (16:16)

where it is evident that the circuit amplifies the difference between its inputs and rejects the common-
mode component. Consequently, the configuration is referred to as the differential configuration.
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FIGURE 16.8 Weighted summer.
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FIGURE 16.9 Circuits for finding weighted differences: (a) a circuit based in the inverting and noninverting
configurations and (b) the differential configuration.
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16.1.3.7 Instrumentation Amplifiers

The differential amplifier depicted in Figure 16.9b is useful for detecting weak signals in a noisy
environment. Unfortunately, its input resistance is only 2R1. To circumvent this problem, V1 and V2

can be buffered using two unity gain buffers. A better solution is to use the instrumentation amplifier
illustrated in Figure 16.10. This circuit combines two circuits of the type shown previously in Figure 16.9a
and the differential amplifer in Figure 16.9b. Based on Equation 16.15, the voltage at Va will be

Va ¼ 1þ R2

R1

� �
V1 � R2

R1
V2 (16:17)

and the voltage at Vb will be

Vb ¼ 1þ R2

R1

� �
V2 � R2

R1
V1 (16:18)

With Va and Vb applied to the differential amplifier, the instrumentation amplifier’s output voltage
will be

Vout ¼ R2

R1
(Vb � Va) (16:19)

Due to the op-amp’s ideally zero output resistance, the differential amplifier’s low input resistance does
not load the other two circuits. Hence, by substituting Equations 16.17 and 16.18 for Va and Vb,
respectively, the output voltage can be expressed as

Vout ¼ 1þ 2R2

R1

� �
R4

R3
(V2 � V1) (16:20)

which allows the difference between V1 and V2 to be either amplified or attenuated without loading the
signal sources. Only one R1 exists; therefore, it can be made variable to allow for an easily adjustable gain.
Due to their usefulness, instrumentation amplifiers are available in a single package from many
manufacturers.
This last circuit illustrates the two primary characteristics of op-amps when used in a closed-loop

negative feedback configuration. First, a virtual short exists between the op-amp’s input terminals
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FIGURE 16.10 Instrumentation amplifier.
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allowing a high impedance source to set the potential of a circuit node. Second, the op-amp’s low output
resistance allows op-amp circuits to be connected together without altering their individual transfer
functions. These two characteristics greatly simplify the analysis and design of circuits containing many
op-amps.

16.1.4 Comparators

If the op-amp is not used in a closed-loop, its output will be either high or low, depending on the polarity
of the voltage between its inputs. This appears to make op-amps suitable for comparing two closely
spaced signal levels. In practice, it is usually better to use a circuit called a comparator for this application.
Comparators are similar to op-amps but have been specifically designed to operate in an open-loop
circuit.
The basic comparator compares the voltage levels at its two inputs. If the voltage at the positive input,

inþ, exceeds that at the negative input, in�, the comparator will generate a logic high. If the voltage at in�

exceeds that at inþ, a logic low will be produced. Often, complementary outputs are also provided. The
logic high and low levels are set either by the manufacturer or by the user. Typically, the logic levels are
compatible with common logic families such as TTL, CMOS, or ECL.
The comparator’s primary objective is to provide the correct output level as fast as possible while op-

amps are usually used in a closed-loop configuration. To ensure closed-loop stability, most op-amps
require some form of compensation (see Section 16.2 and [3]), which reduces their speed and bandwidth.
On the other hand, comparators are specifically designed for open-loop operation thereby, making them
better suited for high-speed comparisons.
The comparator is usually used as a threshold comparator and often has added hysteresis. When used

as a threshold detector, a reference level is applied to one input and the signal is applied to the other
input. The choice of inputs determines the output’s polarity. Circuits of this type are commonly
employed as level detectors and in analog-to-digital converters (see Chapter 20).
In many cases, the input signal contains noise that causes the comparator’s output to oscillate as the

signal passes the threshold level. To avoid this problem, the use of positive feedback, as depicted in Figure
16.11a, is used to generate hysteresis, as depicted in Figure 16.11b. The resistor R3 is included to reduce
the effects of the comparator’s bias currents (see Section 16.2.5). For this circuit, the level that causes the
output to go low, VINL, is

VINL ¼ VREF þ (VREF � VOH) K= (16:21)

where
VOH is the output-high level
K is the ratio of the resistors depicted in Figure 16.11b

(a) (b)

–VREF

Vin

Vout

R3

KR1

+
R1

Vin

VOH

VOL

VINL

Vout

VINH

FIGURE 16.11 (a) A comparator with hysteresis and (b) its input–output relationship.
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The level that causes the output to go high, VINH, is

VINH ¼ VREF þ (VREF � VOL) K= (16:22)

where VOL is the output-low level. By adjusting the ratio K, the amount of noise immunity can be
adjusted.

16.1.5 Other Op-Amp Configurations

As mentioned in Section 16.1, the ideal op-amp can be implemented in any of four possible configur-
ations: a voltage amplifier, a current amplifier, a transimpedance amplifier, and a transconductance
amplifier. When used in a closed-loop configuration with negative feedback, all four of the ideal op-amps
behave the same. In particular, the virtual short circuit between the two inputs remains and the output is
unaffected by loading. Consequently, op-amps of all four types exist. Due to practical limitations, some
configurations are better suited than others for particular applications.

To illustrate that the ideal op-amp’s configuration does not affect the performance of an op-amp
circuit, the inverting op-amp circuit in Figure 16.12 has been implemented with a current op-amp. The
ideal current op-amp displays zero resistance between its input terminals. The output, which is a current
source, has an infinite output resistance. Hence, the current op-amp is the dual of the voltage op-amp.
The circuit’s output voltage can be found by summing the currents at the op-amp’s input. Since there is a
physical short between the two input terminals, the current through R1 will be

I1 ¼ Vin

R1
(16:23)

while the current through R2 will be

I2 ¼ Vout

R2
(16:24)

and due to the op-amp’s current gain, Ai, the op-amp’s input current will be

ii ¼ Vout

AiR2
(16:25)

The sum of Equations 16.23 through 16.25
must equal zero. Therefore,

Vout

Vin
¼ �R2

R1

1
1þ 1=Ai

� �
(16:26)

which for Ai¼1 results in the same gain as
that produced by the inverting configuration
implemented with an ideal voltage op-amp.
More important, the current through R1 equals
the current through R2 and the op-amp’s input
current goes to zero. Hence, even with the
physical short between the op-amp’s inputs,
only a virtual short exists in the closed-loop
circuit because no current flows between the

VoutI1

I2

R1

R2

in–

ii
Ai ii

Vin

in+

FIGURE 16.12 Inverting amplifier configuration implemen-
tated with a current op-amp.
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two terminals. At the output, the infinite gain of the
ideal current op-amp ensures that the output stays
at the value indicated by Equation 16.26 even if a
load is added to the output. Consequently, the ideal
op-amp’s closed-loop behavior is preserved inde-
pendent of the op amp’s configuration.

16.1.5.1 Current Op-Amps

Ideally, the current op-amp acts as a current- con-
trolled current source with an infinite current gain.
In practical current op-amps, the gain is relatively
low. Therefore, the assumption of an infinite gain is
unrealistic for most applications. The primary pur-
pose of current op-amps is to boost the output current of a voltage op-amp (see Section 16.2).

16.1.5.2 Transimpedance Op-Amps

The ideal transimpedance op-amp is a current-controlled voltage source with an infinite transimpedance
gain. Op amps of this type are commonly referred to as current feedback op-amps. Practical implemen-
tations of transimpedance op-amps typically display a much higher speed than most voltage op-amps
(see Section 16.3 and [4]). Due to practical considerations, transimpedance op-amps typically have a
unity gain buffer between the noninverting and inverting input terminals as illustrated in Figure 16.13.
The added buffer has no effect on the ideal closed-loop performance, but it does increase the input

resistance of the noninverting input for practical circuits.

16.1.5.3 Transconductance Op-Amps

The ideal transconductance op-amp is a voltage-controlled current source with an infinite transconduc-
tance gain. Practical transconductance op-amps are usually implemented in MOS technologies [5].
MOSFET’s themselves are voltage-controlled current sources. Because a practical transimpedance op-
amp has a less that infinite output resistance, it is not suited for driving resistive loads. This does not pose
a problem because most transimpedance op-amps are used in switched-capacitor circuits, where they are
used to drive capacitive loads.

16.1.6 Summary

The ideal op-amp is a high gain circuit element. When used in an open-loop configuration, the op-amp
can be used to compare closely spaced signal levels. It is generally much more useful when negative
feedback is applied to control its output. With negative feedback, the differential voltage at its input
approaches zero and the current between its input approaches zero. This makes it particularly useful for
controlling the voltage or current in a circuit without drawing power from the controlling source. The
ideal op-amp model, although only approximated in practical op-amps, is very useful for quickly
analyzing and understanding the operation of larger circuits. Once the circuit’s behavior is understood,
the effects of the op-amp’s nonidealities can be considered.
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16.2 Nonideal Operational Amplifier

Practical op-amps differ significantly from the ideal op-amp. These differences limit the signal levels and
range of impedances that can be used in op-amp circuits. Fortunately, the nonidealities are only
significant in certain applications. For these applications, circuit design precautions often reduce the
effects of the nonidealities to acceptable levels. Alternatively, higher performance op-amps can be used.
The op-amp’s dominant nonidealities, how they affect various applications, and techniques to compen-
sate for their detrimental effects are discussed in the following sections.

16.2.1 Finite Differential Gain

The op-amp’s most critical nonideality is its finite gain. Unlike the infinite gain of the ideal op-amp, the
gain of a practical op-amp is typically large at dc and decreases at high frequencies. Most op-amps are
internally compensated for a frequency dependent gain of the form

vo
vi

¼ AO

1þ jv(AO=vt)
(16:27)

where
AO is the dc differential open-loop gain
v is the frequency
vt is the op-amp’s unity gain frequency

Unity gain frequencies are typically in the MHz range. At low frequencies, the op-amp’s gain simply
becomes AO. At high frequencies, the op-amp’s gain can be approximated as

vo
vi

¼ vt

jv
(16:28)

Further details on the amp’s high-frequency behavior will be discussed in Section 16.3. The dc gain, AO, is
typically quite large, hence it is usually expressed in decibels (dB). AO ranges from 40 dB for high-speed
op-amps to 120 dB for high-precision op-amps. General-purpose op-amps usually have differential gains
in the 100 dB region. Because AO is subject to wide variations, manufacturers usually specify a minimum
and typical value.
The op-amp’s finite AO reduces the closed-loop gain of most op-amp circuits. To illustrate the

problem, the noninverting and inverting amplifiers shown in Figure 16.14 can be analyzed assuming a
finite op-amp gain. The finite gain results in a nonzero differential voltage at the op-amp’s input:

vd ¼ vo
AO

(16:29)

Consequently, the voltage at the inverting input is not equal to that at the noninverting input. Hence,
the voltage across R1 and the current through it is changed. By equating the current in R1 and R2, it is
seen that the noninverting amplifier’s gain is reduced to
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vo
vi

¼ 1þ R2=R1

1þ (1þ R2=R1)=AO
(16:30)

while the inverting amplifier’s gain is reduced to

vo
vi

¼ �R2=R1

1þ (1þ R2=R1)=AO
(16:31)

For large values of AO, Equations 16.30 and 16.31 reduce to the gains that would be obtained with an
ideal op-amp (i.e., vo=vi¼ 1þR2=R1 and vo=vi¼�R2=R1, respectively).

It is only when AO and the desired closed-loop gain become comparable that the op-amp’s finite gain
leads to a significant reduction in the closed-loop gain. To illustrate this problem, the gain deviation for
the noninverting amplifier versus (1þR2=R1)=AO is plotted in Figure 16.15. Because AO is subject to wide
variations, only gains that are at least 1003 lower than AO should be used to ensure a well-controlled
gain. Consequently, the op-amp’s finite open-loop differential gain places an upper limit on the closed-
loop gain that can be provided accurately.

16.2.2 Output Saturation

Although op-amps can provide high gains, the op-amp’s maximum output voltage and current are
limited. The maximum output voltage is limited by the op-amp’s supply voltages, while the maximum
output current is usually limited by the op-amp’s allowable power dissipation.
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+

–
+
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FIGURE 16.14 Analysis of the noninverting (a) and inverting (b) configurations for an op-amp with finite gain AO.
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FIGURE 16.15 Gain deviation for the noninverting configuration caused by a finite AO.
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The op-amp, similar to any electronic
amplifier, requires a dc power supply.
Most op-amps require a positive, Vþ, and
a negative, V�, power supply. Because Vþ

and V� are typically the same size and of
opposite polarity, they are referred to as
dual or split supplies. Usually, the op-
amp has no connection to ground. The
supply voltage typically ranges from �5 to
�18 V, with �15 V being the most com-
mon. Special-purpose op-amps include
low-voltage=low-power op-amps for use
with lower supply voltages, high-voltage

op-amps for use with supply voltages beyond �18 V and single supply op-amps for use with a
single supply.
Regardless of the op-amp type, the maximum Lþ and minimum L� output voltages cannot exceed the

supply voltages. Typically, the output saturates within 1–3 V of the supplies as shown in Figure 16.16.
Low-voltage op-amps often feature a ‘‘rail-to-rail’’ output swing that allows the output signal to extend to
both Vþ and V�. Due to the op-amp’s limited output swing, the input signal must be kept small enough
to avoid distortion caused by clipping the output signal.
The second limitation on the op-amp’s output signal is the op-amp’s maximum output current

specification. This limitation is determined by the maximum allowed power dissipation of the op-amp.
If the power dissipation limit is exceeded, the resulting temperature rise can damage the device. The
worst-case power dissipation usually occurs when the op-amp has a load resistance of zero (i.e., the
output is shorted to ground). In this situation, the full supply voltage appears across the op-amp’s output
stage and the power dissipation is

PDisp ¼ VþIO þ PQ (16:32)

PQ is the op-amp’s quiescent power dissipation and usually much smaller than VþIO. Hence, to avoid an
excessive temperature rise, IO must be limited to a safe value, IO(MAX). Many op-amps are designed with
short-circuit protection that limits IO(MAX) to a safe level. For general-purpose op-amps, IO(MAX) is in the
20 mA range.
The limitations imposed by the combination of Lþ, L�, and IO(MAX) are illustrated in Figure 16.16. For

loads below RL(min):

RL(min) ¼ Lþ

IO(MAX)
(16:33)

the op-amp’s output swing will be limited by the op-amp’s current-limiting circuitry. For large values of
RL, the signal swing will be limited by the op-amp’s maximum and minimum output voltages. Therefore,
to ensure that the signal peaks are not clipped, the equivalent load resistance seen by the op-amp must be
greater than RL(min) and the amplifier’s input signal must be small enough to ensure the output voltage
will not exceed either Lþ or L�.

16.2.3 Offset Voltage

For an ideal op-amp, a zero differential input voltage produces a zero output voltage. For a practical op-
amp, as illustrated in Figure 16.17, a zero differential input voltage will, in general, produce a nonzero

vO

IO

–IO (MAX) IO (MAX)

V +

L+

Output range

L–

V –

L+

IO (MAX)
RL (min) =

FIGURE 16.16 Voltage and current limitations on the op-amp’s
output signal swing.
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output. Due to the op-amp’s high gain, the output will usually saturate at either Lþ or L� if no feedback is
applied. To obtain a zero output voltage, a nonzero input voltage, defined as the input offset voltage, VOS,
must be applied between the input terminals.
VOS is generally quite small. It arises from small mismatches in the devices used in the op-amp’s input

stage and circuit asymmetries. General-purpose op-amps have offset voltages in the 0.1–10 mV range.
Typically, op-amps with FET input devices will have higher offset voltages than op-amps with bipolar
input devices. If a very low VOS is required, precision and low offset voltage op-amps are available with
offset voltages in the mV range. The offset voltage is not constant, it is subject to drift with time and
changes in temperature. Consequently, its effects will be evident in most circuits.
To analyze the effect of VOS, a voltage source of unknown polarity, equal to VOS, is connected to one of

the inputs of an ideal op-amp. Then, using superposition, the circuit’s output voltage due to VOS and the
input voltage can be determined. Because superposition applies, the effect of VOS on both the inverting
and noninverting configurations is identical. As illustrated in Figure 16.18a, in which a practical op-amp
has been replaced with an ideal op-amp in series with VOS, and vi set to zero, the output vo, due to VOS

alone (i.e., the output offset voltage) is

vo ¼ VOS
1þ R2

R1

� �
(16:34)

where it is evident that large dc gains result in a large output offset voltage. If dc gain is not required, a
capacitor can be placed in series with R1 to reduce the dc gain to unity. The resulting output offset voltage
then becomes VOS. Another group of circuits affected by VOS are integrating circuits such as the one in
Figure 16.18b. If Rf is not included, VOS causes a dc current VOS =R1 to flow through R1 and be integrated

–

+
vd

vo

+

–

–
+

vO

VOS

vd

L–

L+

Slope = AO

FIGURE 16.17 Transfer function of a practical op-amp illustrating AO, L
þ, L�, and VOS.
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FIGURE 16.18 Some circuits affected by the op-amps offset voltage. (a) The inverting and noninverting configur-
ations. (b) Integrator circuits.
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on Cf, thereby causing the output voltage to saturate. Adding Rf limits the dc gain and hence, limits the
output offset voltage.
In situations where the smallest possible VOS is required, low VOS op-amps can be used. Alternatively,

many op-amps are provided with one or two terminals to which an offset nulling circuit can be attached.
The op-amp’s VOS can then be trimmed to zero. Because the trimming can only be done for one
temperature, VOS will still drift due to temperature and time and hence will limit the circuit’s dc accuracy.

16.2.4 Finite Common-Mode Rejection Ratio and Power-Supply
Rejection Ratio

If an op-amp’s inputs are shorted together, as depicted in Figure 16.19, variations in any one of the three
voltages; vcm, the common-mode input voltage, Vþ, the positive supply voltage, or V�, the negative
supply voltage, should not affect the output voltage. Nevertheless, if all three voltages are changed by the
same amount, it is evident that the output voltage must also change by the same amount [3]. Hence, the
op-amp’s output voltage will be affected by changes in vcm, V

þ and V�. The relationship between changes
in vcm and vo is usually characterized by the common-mode rejection ratio (CMRR). The effects of
changes in the positive and negative supplies on vo are usually referred to as the power-supply rejection
ratios, PSRRþ and PSRR�, respectively.

16.2.4.1 Common-Mode Rejection Ratio

The op-amp has two input terminals, therefore, two signal types exist: differential signals and common-
mode signals. Referring to Figure 16.19, the differential signal vd is the difference between the two input
voltages, vþin and v�in:

vd ¼ vþin � v�in (16:35)

while the common-mode signal vcm is their average:

vcm ¼ (vþin þ v�in)
2

(16:36)

Ideally, the op-amp rejects (i.e., does not respond to) common-mode signals. For practical op-amps,
changes in vcm lead to changes in vo, resulting in a common-mode gain Acm:

Acm ¼ vo
vcm

(16:37)

Over a specified range, known as the common-mode
range, Acm is relatively small. Beyond the common-
mode range, Acm rises rapidly and the op-amp
ceases to function properly. Typically, the com-
mon-mode range does not extend to either the posi-
tive or negative supply. Single-supply op-amps,
however, are usually designed to have a common-
mode range that extends down to and often slightly
below the lower supply. Within the common-mode
range, Acm is usually specified by the CMRR

CMRR ¼ Ao

Acm
(16:38)

–
v–

in

V–

V+

v+
in

vo

vcm +

+

–

FIGURE16.19 Opampwith its various input voltages.

16-16 Fundamentals of Circuits and Filters



The CMRR is usually expressed in dB

CMRR ¼ 20 log
Ao

Acm

����
���� (16:39)

and ranges from 60 to over 120 dB. An alternate interpretation of the CMRR is the ratio of a change in
vcm to the resulting change in the op-amp’s VOS.

CMRR ¼ Vcm

VOS
(16:40)

The two interpretations of CMRR are equivalent.
A finite CMRR affects those circuits for which a sizable vcm is applied to the op-amp. Hence, the

inverting configuration, with a virtual ground at its input, is unaffected by the common-mode gain. On
the other hand, circuits such as the noninverting configuration and the differential configuration in
Figure 16.20, have a nonzero vcm and hence display common-mode problems.

The effects of a common-mode signal can be determined as follows. Because a finite CMRR can be
interpreted as a change in the op-amp’s VOS, due to the presence of a vcm, the VOS due to the nonzero vcm
and the finite CMRR can be found as

VOS ¼ vcm
CMRR

(16:41)

Then, the effect of the resulting VOS can be found by analyzing the op-amp assuming the common-mode
gain is zero. For example, the noninverting circuit in Figure 16.20a, has a vcm approximately equal to vi,
which leads to an equivalent VOS of

VOS ¼ vi
CMRR

(16:42)

and a total output voltage of

vo ¼ vi
1þ 1
CMRR

� �
1þ R2

R1

� �
(16:43)

Consequently, the CMRR leads to a gain error. For the differential configuration in Figure 16.20b, a finite
CMRR leads to an output voltage of the form

(a) (b)

–v2
vo

R2R1

+v1
R1

R2

– vo

R2
R1

+vi

FIGURE 16.20 Some op-amp circuits affected by a finite CMRR. (a) The noninverting configuration. (b) The
differential configuration.
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vo ¼ R2

R1
(v1 � v2)þ R2

R1

v1
CMRR

(16:44)

where if (v1þ v2)=2� v1� v2, vi will be approximately equal to the signal’s common-mode voltage and it
can be seen that the differential amplifier responds to both the differential and common-mode compon-
ents of the signal. Consequently, the op-amp’s CMRR can lead to problems if both of the op-amp’s
terminal potentials vary with the input signal.

16.2.4.2 Power-Supply Rejection Ratio

Ideally, changing either or both of an op-amp’s power supplies should not affect the op-amp’s perform-
ance. Practical op-amps though display a power-supply dependent gain and at higher frequencies, power-
supply fluctuations are coupled into the op-amp’s signal path, leading to variations in the output voltage.
These problems can be characterized as an equivalent gain, AVþ and AV� from Vþ and V� terminals,
respectively, to the output. Alternatively, the variation can be characterized as a power-supply dependent
variation in the op-amp’s equivalent input offset voltage. Because the op-amp is only supposed to amplify
differential signals applied to its input, and reject signals applied to the power supplies, it is desirable to
have AO � AVþ and AO � AV�. To measure this performance, the PSRRs are used

PSRRþ ¼ AO

AVþ
(16:45)

PSRR� ¼ AO

AV�
(16:46)

Usually, the PSRRs are expressed in dB

PSRRþ ¼ 20 log
AO

AVþ

����
���� (16:47)

PSRR� ¼ 20 log
AO

AV�

����
���� (16:48)

PSRRs of 60–100 dB are common at dc. At higher frequencies, the PSRR decreases.
A noninfinite PSRR may pose a problem if there are variations in the power-supply voltages. Such

variations can arise from either the ripple voltage of the supply itself or from large variations in the
current being drawn from the supply. To reduce unwanted variations in the op-amp’s output voltage,
either an op-amp with a better PSRR can be selected or power-supply decoupling capacitors can be used.
If decoupling capacitors are used, they should be placed as close as possible to the op-amp’s power-
supply terminals.

16.2.4.3 Finite Input Impedance and Nonzero Output Impedance

Unlike the ideal op-amp, practical op-amps exhibit a finite input impedance and a nonzero output
impedance. The input impedance is composed of a differential and a common-mode component as
illustrated in Figure 16.21. Rid and Cid represent the equivalent resistance and capacitance seen between
the op-amp’s two input terminals. Ricm and Cicm represent the total resistance and capacitance to ground
that would be seen by a common-mode signal applied to both input terminals. Rid ranges from 100 kV to
over 100 MV. The higher differential input resistances are found in op-amps employing FET input
stages. Ricm is typically two orders of magnitude higher than Rid. The input capacitances are generally in
the picofarad range. The output resistance Ro is usually in the 50–100 V range. Generally, the use of
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negative feedback reduces the effects of these impedances to levels where they can be neglected.
Nevertheless, problems can arise in some applications.
The noninverting configuration is often used as a buffering amplifier due to its high input resistance.

At low frequencies, the op-amp’s input capacitances can be neglected and the negative feedback provided
by the op-amp’s high gain keeps the voltage across and the current through Rid negligible. Hence, the
effective input resistance is approximately 2Ricm. At high frequencies, Cid shorts the input and the op-
amp’s decreasing gain causes the voltage across and hence, the current through Rid to increase resulting
in a significantly decreased input impedance.
Most op-amps employ shunt sampling negative feedback, so the op-amp’s effective output resistance is

reduced. Hence, even relatively high values of Ro can be tolerated in most circuits. Nevertheless if the
circuit is used to drive a capacitive load, problems can arise. Because the op-amp’s gain decreases at
higher frequencies (see Section 16.2.1), the amount of negative feedback also decreases leading to
an output impedance that appears inductive (i.e., increases with frequency). This can be found by
analyzing the output impedance of the circuit in Figure 16.22a. Approximating the op-amp’s gain as
(see Section 16.2.1)

A ¼ wt

jw
(16:49)

and assuming that Ro � R1þR2, the output impedance becomes

Zout � Ro k jwLeff (16:50)
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FIGURE 16.21 Input and output impedance of practical op-amp.
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FIGURE 16.22 (a) Determining Rout for the inverting and noninverting configurations and (b) compensating for
large capacitive loads.
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where

Leff ¼ Ro

wt

R1 þ R2

R1

� �
(16:51)

Consequently, if the circuit drives a large capacitor, it
may become unstable due to the presence of Leff. To
reduce this problem, a compensation network as
illustrated in Figure 16.22b is commonly used.

16.2.5 Input Bias Currents

When operating, current flows in each of the op-
amp’s input leads as depicted in Figure 16.23. These

input currrents, which are due to the internal structure of the op-amp, give rise to errors in many circuits
and prevent the practical realization of some circuit configurations. Because these currents cannot be
avoided, they should be considered when designing op-amp circuits.
The input currents are determined by the devices used to implement the amplifier’s input stage. If BJTs

are used, their base currents determine the input currents. If FETs are used, the input currents are due to
the gate leakage current. In either case, the average of the two input currents, IB1 and IB2, is referred to as
the input bias current, IB:

IB ¼ (IB1 þ IB2)
2

(16:52)

where IB1 and IB2 are the input currents that cause the op-amp’s output to go to zero with a zero
common-mode input voltage. IB can range from 0.1 pA to 1 mA, which is much higher than would be
expected based on the amplifier’s finite input resistance alone. Typically, op-amps with FET inputs
display a much lower IB than their bipolar counterparts. Due to mismatches, IB1 and IB2 are rarely equal.
Their difference, referred to as the input offset current, IOS, is defined as

IOS ¼ jIB1 � IB2j (16:53)

IOS is typically an order of magnitude lower than IB. Therefore, in all but the most critical applications,
IOS can be neglected.

The effects of nonzero bias currents on both the inverting and noninverting configurations are
illustrated in Figure 16.24a. If IB is not compensated for, both op-amp configurations will display an
output voltage of

–
IB1
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+
IB2

FIGURE 16.23 Op-amp showing its input bias
currents.
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FIGURE 16.24 Analysis of the inverting and noninverting configurations with nonzero IB. (a) Without bias current
compensation and (b) with bias current compensation.
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vo ¼ IB1R2 (16:54)

This voltage can be reduced either by reducing R2 or by selecting an op-amp with lower bias currents.
Alternatively, a resistor R3 equal to the parallel equivalent of R2 and R1 can be included in the positive
terminal’s lead, as illustrated in Figure 16.24b. This added resistor causes the voltage at the op-amp’s
input to be equal to

vcm ¼ �IB2R1 k R2 (16:55)

which, if two bias currents are equal (IOS¼ 0), causes vo to be zero. For the practical case of a nonzero
offset current, vo becomes

vo ¼ IOSR2 (16:56)

Because IOS is usually much lower than IB, the error is greatly reduced. It is important to note that IB is a
dc current. Hence, R3 should be equal to the equivalent dc resistance seen by the op-amp’s negative
terminal.
All op-amps require an IB for proper operation, therefore, a dc path between each input terminal and

ground must be provided. For example, the ac coupled buffer of Figure 16.25a requires the addition of Ri
to provide a path for IB2. Unfortunately, Ri decreases the buffer’s input resistance. In Figure 16.25b, the
difference between IB1 and IB2R3=R1 will flow to Cf, quickly leading to saturation of op-amp’s output at
either Lþ or L�. By adding Rf, a dc path for the difference current is provided. Unfortunately, Rf makes
the integrator nonideal at low frequencies. Consequently, the op-amp’s bias currents restrict the dc
accuracy and the frequency range of applications for op-amp circuits.

16.2.6 Electrical Noise

Similar to any electronic component, op-amps generate noise that can degrade the system’s signal-to-
noise ratio (SNR). The amplifier’s noise is characterized by the equivalent noise sources in Figure 16.26a.
en is the equivalent input noise voltage density and is expressed in nV=

ffiffiffiffiffiffi
Hz

p
. in1 and in2 are the equivalent

input noise current density and are expressed in pA=
ffiffiffiffiffiffi
Hz

p
. Usually, in1 and in2 have the same magnitude

and are both referred to as in. The typical behavior of en and in are illustrated in Figure 16.26b. At higher
frequencies, en and in are independent of frequency (i.e., white noise). In this range, values of en and in
range from 50 nV=

ffiffiffiffiffiffi
Hz

p
and 0:6pA=

ffiffiffiffiffiffi
Hz

p
, respectively, for general-purpose op-amps to 2nV=

ffiffiffiffiffiffi
Hz

p
and 10fA=

ffiffiffiffiffiffi
Hz

p
for ultra-low-noise op-amps. At low frequencies, op-amps display noise that increases

(b)

– vo

Cf

Rf

R1

R3

+

(a)

Ci
vi

– vo

Ri

+

FIGURE 16.25 Some op-amp circuits affected by the op-amp’s bias current. (a) The ac coupled buffer. (b) The
inverting integrator.
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with decreasing frequency (i.e., 1=f noise). To specify the low frequency noise, a plot such as the one in
Figure 16.26b may be provided. In some cases, only the noise corner frequency fc (see Figure 16.26b) may
be specified.

To determine the effects of the op-amp’s noise, the circuit in Figure 16.26 can be used. The noise
sources are generally uncorrelated, so the total noise is the square root of the sum of the square of each
noise source acting independently. Therefore, the first step is to identify all the noise sources, as
illustrated in Figure 16.27. Each resistor may be modeled as a noiseless resistor in series with a noise
voltage density of

er ¼
ffiffiffiffiffiffiffiffiffiffiffi
4kTR

p ffiffiffiffiffiffi
Hz

p.
(16:57)

where
k is the Boltzmann constant
T is the absolute temperature

Each noise source then gives rise to the output values shown in the table (see Figure 16.27). The designer
is free to choose R1 and R2, so the noise sources en, ers, and in2 typically determine the circuit’s total
output noise voltage. The total rms white-noise voltage at the output is

voutput ¼
ffiffiffiffiffiffiffiffiffiffiffiffi
p

2
BW

r ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
e2n 1þ R2

R1

� �2

þe2rs 1þ R2

R1

� �2

þ i2n2RS 1þ R2

R1

� �2
s

(16:58)
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FIGURE 16.26 (a) Noise model of the op-amp. (b) Input noise voltage and current densities versus frequency.
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FIGURE 16.27 Op-amp circuit showing its noise sources.
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where BW is the op-amp’s closed-loop bandwidth (see Section 16.3). The factor p=2 converts the closed-
loop bandwidth to the noise equivalent bandwidth, assuming the op-amp is characterized by a single
pole. The equivalent voltage white-noise density at the input is

einput ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
e2n þ 4kTRS þ i2n2R

2
S

q ffiffiffiffiffiffi
Hz

p.
(16:59)

The relative importance of each of these three factors depends on the value of RS as shown in Figure
16.28. For low values of RS, en dominates. At high values of RS, in2 dominates. In the middle region,

RS dominates if
ffiffiffiffiffiffiffi
4kt

p
>

ffiffiffiffiffiffiffiffi
inen

p
.

Two measures are used to specify the circuit’s noise performance: the SNR and the noise figure (NF).
The SNR is the ratio of the signal power to the total noise power, which assuming only white noise is
present, can be expressed as

SNR ¼ 20 log
vs

einput
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(pBW)=2

p
�����

����� (16:60)

The second measure, NF, expresses the increase in noise due to the amplifier over that due to the source
resistance alone:

NF ¼ 10 log
e2n þ e2rs þ i2n1R

2
S

e2rs

�����
����� (16:61)

Although a low NF is desirable, it is usually more important to minimize the total noise to achieve the
highest possible SNR.

16.2.7 Summary

Practical op-amps suffer from a wide range of nonidealities. The dominant effect of these nonidealities is
to limit the range of applications for which an op-amp can be used. Problems such as the offset voltage,
the CMRR, the bias currents, and the electrical noise will limit the accuracy of op-amp circuits. The op-
amp’s finite gain and saturation levels will limit the maximum controllable gain of an op-amp circuit.
Factors such as the op-amp’s saturation limits and its input and output impedances will limit the range of
impedances that can be buffered by or driven by an op-amp. In many cases, circuit techniques or special-
purpose op-amps can be used to reduce the detrimental effects of the op-amp’s nonidealities.
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—

FIGURE 16.28 Effect of RS on the total noise for the circuit of Figure 16.26a.
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16.3 Frequency- and Time-Domain Considerations

One of the most important limitations of practical op-amps is gain roll-off with frequency. This
limitation affects both the frequency-domain and the time-domain behavior of circuits built around
op-amps. We have linear effects, such as finite small-signal bandwidth and nonzero rise time, and
nonlinear effects, such as slew-rate (SR) limiting and finite full-power bandwidth (FPBW). Additional
effects are the settling time and intermodulation distortion. We discuss these limitations both for voltage-
mode and current-mode op-amps [1].

16.3.1 Voltage-Mode Op-Amps

Conventional op-amps, the most popular representative of which is without doubt the 741 type, are
voltage-mode amplifiers because in order to produce an output they require an input imbalance of the
voltage type. Consequently, when a negative feedback loop is created around the op-amp, the signal
returned to the input must be in the form of a voltage.

16.3.2 Block Diagram

Shown in Figure 16.29 is a simplified circuit diagram [2] that can be used to describe a wide variety of
practical voltage-mode op-amps, including the popular 741. As illustrated in block-diagram form in
Figure 16.30, the circuit is made up of three stages.
The input stage consists of transistors Q1 through Q4, whose function is to sense any imbalance

between the inverting and noninverting input voltages Vn and Vp, and convert it to a single-ended output
current Io1. This stage is also designed to provide high input impedance and draw negligible input
currents.
Q1 and Q2 form a differential pair whose task is to split the bias current IA into two currents I1 and I2 in

amounts controlled by the imbalance between Vn and Vp. If this imbalance is sufficiently small, we can
write I1 – I2¼ gm1(Vp�Vn), where gm1 is the transconductance of Q1 and Q2.

Ignoring transistor base currents, we have I3¼ I1. In response to current I3, Q3 develops a base–emitter
voltage drop that is then applied to Q4, forcing the latter to draw the same amount of current as the
former, or I4¼ I3. For obvious reasons, Q3 and Q4 are said to form a current mirror. Summing currents,
we obtain Io1¼ I2� I4¼ I2� I3¼ I2� I1, or

Io1 ¼ �gm1(Vp � Vn) ¼ �gm1Vd (16:62)

where Vd¼Vp�Vn is called the differential input voltage.
The intermediate stage consists of Darlington pairQ5�Q6 and frequency-compensation capacitanceCc.

Its function is to provide additional gain as well as to introduce a dominant pole in the open-loop
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response of the amplifier. Denoting the net equivalent resistance and capacitance between the input node of
this stage and ground as Req and Ceq, the pole frequency is

fOL ¼ 1
2pReqCeq

(16:63)

By the Miller effect we have Ceq¼ (1þ av2)Cc, where �av2 is the voltage gain of the Darlington pair.
The output stage consists of emitter–followers Q7 and Q8, and biasing diodes D1�D2. Though the

voltage gain of this stage is only unity, its current gain can be fairly high, indicating that this stage acts as
a power amplifier. Its function is also to provide a low output impedance. Q7 and Q8 are referred to as a
push–pull pair because in the presence of an output load, Q7 sources (or pushes) current to the load, and
Q8 sinks (or pulls) current from the load.

IA IB

Vn Q1 Q2

Q3 Q4

I1

Vp

D1

D2

Cc
Q5

Q6

Q8

Q7

Vo

I2

I3 I4

I01

Vcc

VEE

FIGURE 16.29 Simplified circuit diagram of a voltage-mode op-amp.
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FIGURE 16.30 Voltage-mode op-amp block diagram.
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The small-signal transfer characteristic of the op-amp is

Vo ¼ AOL(jf )Vd (16:64)

where AOL(jf ), called the open-loop voltage gain, is a complex function of frequency f, and j ¼ ffiffiffiffiffiffiffi�1
p

is the
imaginary unit. With dominant pole compensation, this function can be approximated as

AOL( jf ) ¼ AOL0

1þ jf =fOL
(16:65)

where AOL0 and fOL are, respectively, the dc value and bandwidth of AOL(jf ). For the circuit shown,
AOL0¼ gm1Reqav2. As an example, the popular 741 op-amp has AOL0 ’ 23 105 V=V and fOL ’ 5 Hz.
Figure 16.31 shows the Bode plots of AOL(jf). We make the following observations.

1. For f � fOL we have jAOL( jf )j ’ AOL0 and <= AOL( jf ) ’ 08 indicating an approximately constant
gain and negligible delay.

2. For f¼ fOL we have jAOL(jf )j ¼ AOL0=
ffiffiffi
2

p
and <= AOL(jf )¼�458. Rewriting as jAOL (jf)jdB¼ 20

log10jAOL( jf)j ¼ jAOL0jdB� 3 dB explains why fOL is also referred to as the �3 dB frequency or the
half-power frequency of the open-loop response.

3. For f � fOL gain rolls off with frequency at a constant rate of �20 dB=dec, and it can be
approximated as jAOL(jf)j ’ AOL0=( f=fOL) and <= AOL( jf) ’ �908 Rewriting as

jAOL( jf )j � f ’ AOL0 � fOL ¼ ft (16:66)

indicates that in the roll-off region the op-amp exhibits a constant gain–bandwidth product (constant
GBP). Increasing frequency by a given amount causes gain to decrease by the same amount. The
frequency ft¼AOL0fOL at which gain drops to 0 dB is aptly called the transition frequency. For the 741
op-amp, ft¼ 23 1053 5¼ 1 MHz.

16.3.2.1 Closed-Loop Frequency Response

Figure 16.32 shows a simplified model of the voltage-mode op-amp, along with external circuitry to
create the popular noninverting configuration. The resistors sample Vo and feed the voltage

Vn ¼ R1

R1 þ R2
Vo ¼ bVo (16:67)

AOL0

|AOL|, dB

–20 dB/dec

0
fOL ft

f, dec

0.1 fOL fOL 10fOL f, dec0

–45

–90

AOL, deg

FIGURE 16.31 Frequency plots of the open-loop gain.
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back to the inverting input. The parameter

b ¼ R1

R1 þ R2
¼ 1

1þ R2 R1=
(16:68)

representing the fraction of the output being fed back to the input is called the feedback factor. By
inspection,

Vo ¼ AOL(jf )Vd ¼ AOL(jf )(Vi � bVo) (16:69)

In negative-feedback parlance Vd¼Vi – bVo is referred to as the error signal. Collecting and solving for
the ratio Vo=Vi yields, after minor algebraic manipulations,

ACL(jf ) ¼ Vo

Vi
¼ 1þ R2

R1

� �
1

1þ 1=T(jf )
(16:70)

where ACL(jf ) is called the closed-loop gain, and

T(jf ) ¼ AOL(jf )b ¼ AOL(jf )
1þ R2 R1=

(16:71)

is called the loop gain. This designation stems from the fact that a voltage propagating clockwise around
the loop is first magnified by AOL(jf ), and then attenuated by b, thus experiencing an overall gain of
T( jf )¼AOL( jf )b.
By Equation 16.70 we have

lim
T!1

ACL ¼ 1þ R2

R1
(16:72)

a value aptly called ideal closed-loop gain. Clearly, T provides a measure of how close ACL is to ideal: the
larger the T, the better. To ensure a substantial loop gain for a range of closed-loop gains, op-amp
manufacturers strive to make AOL as large as possible. Consequently, Vd will assume extremely small
values since Vd¼Vo=AOL. In the limit AOL ! 1 we obtain Vd ! 0, that is, Vn! Vp. This provides the

Vi Vd

AOL Vd

Vn

R1

R2

Vo+

+

–

+

FIGURE 16.32 The noninverting configuration.
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basis for the familiar ideal voltage-mode op-amp rule: When operated with negative feedback, an op-amp
will provide whatever output is needed to drive its error signal Vd to zero or, equivalently, to force Vn to
track Vp.

Substituting Equation 16.65 into Equation 16.71 and then into Equation 16.70, and exploiting the fact
that bAOL0 � 1, we obtain, after minor algebra,

ACL(jf ) ¼ ACL0

1þ jf =fCL
(16:73)

where

ACL0 ¼ 1þ R2

R1
¼ 1

b
(16:74)

is the closed-loop dc gain, and

fCL ¼ bft ¼ ft
ACL0

(16:75)

is the closed-loop small-signal bandwidth. The quantity 1=b is also called the dc noise gain because this is
the gain with which the amplifier will magnify any dc noise present right at its input pins, such as the
input offset voltage VOS.
Equation 16.75 indicates a gain–bandwidth trade-off. As we raise the R2=R1 ratio to increase ACL0, we

also decrease fCL in the process. Moreover, by Equation 16.71, T( jf ) is also decreased, thus leading to a
greater departure of ACL( jf ) from the ideal.

The above concepts can be visualized graphically as follows. By Equation 16.70 we can write jTjdB¼ 20
log10jTj ¼ 20 log10jAOLj � 20 log10(1=b), or

jTjdB ¼ jAOLjdB � j1=bjdB (16:76)

indicating that the loop gain can be found graphically as the difference between the decibel plot of the
open-loop gain and that of the noise gain. This is illustrated in Figure 16.33. The frequency at which
the two curves meet is aptly called the crossover frequency. It is readily seen that at this frequency we

dB

AOL0

ACL0

|AOL|

|ACL|
|1/β|

0 
fOL fCL ft

f, dec

|T |

FIGURE 16.33 Graphical interpretation of the loop gain.
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have T ¼ 1ff�90	 ¼ �j, so jACLj ¼ ACL0=j1þ jj ¼ ACL0=
ffiffiffi
2

p
, by Equations 16.70 and 16.74. Conse-

quently, the crossover frequency represents the �3 dB frequency of ACL( jf ), that is, fCL.
We now see that increasing ACL0 reduces T and causes the cross-point to move up the jAOLj curve,

thus decreasing fCL. The circuit with the widest bandwidth and the highest loop gain is also the one with
the lowest closed-loop gain. This is the familiar voltage follower, obtained by letting R1¼1 and R2¼ 0.
Then, by Equations 16.74 and 16.75 we have ACL0¼ 1 and fCL¼ ft.

Let us now turn to another important configuration, namely, the popular inverting amplifier of Figure
16.34. Since Vp¼ 0, it follows that Vd¼�Vn. Applying the superposition priniciple we have

Vd ¼ � R2

R1 þ R2
Vi � R1

R1 þ R2
Vo ¼ �R2

R1 þ R2
Vi � bVo (16:77)

indicating that the feedback factor b¼R1=(R1þR2) is the same as for the noninverting configuration.
Substituting into Equation 16.64, we find the closed-loop gain as

ACL(jf ) ¼ Vo

Vi
¼ �R2

R1

� �
1

1þ 1=T(jf )
(16:78)

Moreover, proceeding as for noninverting configuration, we get

ACL(jf ) ¼ ACL0

1þ if fCL=
(16:79)

where

ACL0 ¼ �R2

R1
(16:80)

is the closed-loop dc gain, and

fCL ¼ bft (16:81)

is the closed-loop small-signal bandwidth. We can again find this bandwidth as the intercept of the
jAOLjdB and j1=bjdB curves. However, since we now have jACL0j< j1=bj, it follows that the jACLjdB curve
will be shifted downward, as explicitly shown in Figure 16.34.
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fOL fCL

ft

dB

+

–+

FIGURE 16.34 The inverting configuration.

Operational Amplifiers 16-29



Before concluding, we wish to point out that open-loop gain roll-off affects not only the closed-loop
gain, but also the closed-loop input and output impedances. Interested readers can find additional
information in the literature [3].

16.3.2.2 Closed-Loop Transient Response

To fully characterize the dynamic behavior of an op-amp circuit we also need to know its transient
response. This response is usually specified for the case of the op-amp operating as a unity-gain voltage
follower. As we know, its small-signal transfer characteristic is Vo¼Vi=(1þ jf=ft). This is formally similar
to that of an ordinary RC circuit. Subjecting a voltage follower to a step of suitably small amplitude Vm, as
shown in Figure 16.35, will cause an exponential output transition with the time constant

t ¼ 1
2pft

(16:82)

The rise time tr, defined as the time it takes for Vo to swing from 10% to 90% of Vm, provides a measure
of how rapidly the transition takes place. One can readily see that tr¼ t ln 9 ’ 2.2t. For the 741 op-amp
we have t¼ 1=(2p3 106) ’ 159 ns, and tr ’ 350 ns.

The rate at which Vo changes with time is highest at the beginning of the exponential transition, when
its value is Vm=t. Increasing the step magnitude, Vm increases this initial rate, until a point is reached
beyond which the rate saturates at a constant value called the slew rate (SR). The transition is now a
ramp, rather than an exponential. Figure 16.36 shows the SR limited response to a pulse.
SR limiting stems from the limited ability of the internal circuitry to charge or discharge the

compensation capacitance Cc. To understand this effect, refer to Figure 16.37. As long as the input
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–

FIGURE 16.35 Voltage follower and its small-signal step response.
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FIGURE 16.36 Large-signal response of the voltage follower.
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imbalance Vd is sufficiently small, Equation
16.62 still holds and the step response is
exponential. However, for large values of
Vd, Io1 is no longer linearly proportional to
Vd, but saturates at �IA, where IA is the
input-stage bias current depicted in Figure
16.29. Turning now to Figure 16.30 and
observing that the second stage acts as an
integrator, we can state that the maximum
rate at which Cc can be charged or dis-
charged is (dVo=dt)max¼ IA=Cc. This is pre-
cisely the SR,

SR ¼ IA
Cc

(16:83)

The 741 op-amp has typically IA¼ 20 mA
and C ¼ 30 pF, so SR¼ 103 10�6=(303 10�12)¼ 0.67 V=ms. To respond to a 10 V input step a 741
follower will take approximately 10=0.67¼ 15 ms.
The step magnitude corresponding to the onset of SR limiting in such that Vm=t¼ SR, or Vm¼ SR3

t¼ SR=(2pft). For the 741 op-amp, Vm¼ 0.673 106=(2p3 106)¼ 106 mV. This means that as long as
the input step is less than 106 mV, a 741 follower will respond with an exponential transition governed by
t ’ 159 ns. For a greater input step, however, the output will slew at a constant rate of 0.67 V=ms, and it
will do so until it comes within 106 mV of the final value, after which it will complete the transition in
exponential fashion.
In certain applications it is important to know the settling time ts, defined as the time it takes for the

output to settle within a specified band around its final value, usually for a full-scale output transition. It
is apparent that SR limiting plays an important role in the settling-time characteristic of a circuit.
SR limiting affects also the FPBW, defined as the maximum frequency at which the circuit still yields

an undistorted full-power output. Letting Vo¼Vm sin 2pft, we have (dVo=dt)max¼ (2pfVm cos
2pft)max¼ 2pfVm. Equating it to the SR and solving for f, whose value is the FPBW, we get

FPBW ¼ SR
2pVm

(16:84)

For instance, for Vm¼ 10 V, the 741 op-amp has FPBW¼ SR=(20p)¼ 10.6 kHz. Figure 16.38 shows the
distorted response of a voltage follower to a full-power input with a frequency higher than the FPBW.
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FIGURE 16.37 Actual transfer characteristic of the first stage.
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FIGURE 16.38 Distortion when the FPBW is exceeded.
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From Equations 16.63 and 16.83, it is apparent that the primary cause of frequency and SR limitations
is the capacitance Cc. Why not eliminate Cc altogether? Without Cc the open-loop response would exhibit
a much wider bandwidth, but also a much greater phase lag because of the various poles introduced by
the transistors making up the op-amp. We are interested in the situation at the crossover frequency,
where jTj ¼ 1. Should the phase shift at this frequency reach �1808, we would have T¼ 1ff�1808¼ –1
which, after substitution into Equation 16.70, would yield jACLj ! (1þR2=R1)=(1� 1) ! 1! The
physical meaning of an infinite closed-loop gain is that the circuit would be capable of sustaining a
nonzero output with a vanishingly small external input. But, this is the recipe for sustained oscillation! It
is precisely to avoid this possibility that the manufacturer incorporates the frequency-compensation
capacitance Cc.

As mentioned, Cc causes gain to roll-off, so that by the time the frequency of �1808 phase lag is
reached, jAOLj has already dropped well below 0 dB, making it impossible for the circuits of Figures
16.32, 16.34, and 16.35 to achieve T¼�1 at the crossover frequency, regardless of the values of R1 and R2.
This requires that the dominant-pole frequency be suitably low, and thus, by Equation 16.63, that Ceq

be suitably large. To avoid the need to manufacture impractically large on-chip capacitances, it is
customary to start out with a realistic value, such as 30 pF for the 741 op-amp, and then exploit the
multiplicative action of the Miller effect to raise it to the desired equivalent value.
The hardest configuration to compensate is the unity-gain voltage follower because its crossover

frequency is the closest to the frequency region of additional phase lag stemming from the higher-
order poles of the op-amp. This is why this particular configuration is usually chosen for the specification
of the transient response.

16.3.2.3 SPICE Simulation

Op amp dynamics can readily be simulated via SPICE using the op-amp macromodels available from the
manufacturers. Shown in Figure 16.39 is the SPICE circuit used to display the frequency and transient
responses of the 741 op-amp. The curves of Figure 16.40 are obtained by displaying the dB curves of
jaj ¼ jVo=(Vp�Vn)j ¼ jVo=Vnj and jAj ¼ jVo=Vij. The curves of Figures 16.41 and 16.42 display, respect-
ively, the small-signal and the large-signal responses to an input step. The former is dominated by
exponential transients, the latter by SR-limited ramps. Note how in either case the inverting input node
itself exhibits a transient before becoming a virtual ground once the circuit reaches its steady state.

16.3.3 Current-Mode Op-Amps

Current-mode op-amps exploit a special circuit topology [4], along with high-speed complementary
bipolar processes, to achieve much faster dynamics than their voltage-mode amplifier counterparts. The
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FIGURE 16.39 SPICE circuit to simulate the dynamics of the 741 op-amp.
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name stems from the fact that these amplifiers respond to an input imbalance of the current type, and the
signal propagating around the feedback loop is thus in the form of a current rather than a voltage.

16.3.3.1 Block Diagram

Figure 16.43 shows the simplified circuit diagram of a current-mode op-amp. Referring also to Figure
16.44, we identify three functional blocks.

1. The first functional block is a unity-grain input buffer, consisting of transistors Q1 through Q4.
Q1 and Q2 form a low output-impedance push–pull stage, while Q3 and Q4 provide VBE compen-
sation as well as a Darlington function to raise the input impedance. This buffer forces Vn to follow
Vp, very much like a voltage-mode op-amp does via negative feedback.
When the op-amp is embedded in a circuit, current can easily flow in or out of its low-impedance
inverting input-pin, though we shall see that in the steady-state (nonslewing) condition this
current approaches zero. The function of the buffer is to sense this current, denoted as In, and
produce an imbalance

I1 � I2 ¼ In (16:85)

between the push–pull transistor currents I1 and I2.
2. The second block is a pair of current mirrors Q5 � Q6 and Q7 � Q8, which reflect currents I1 and I2

and sum them at a common junction node. The current into this node thus equals In, as shown.
3. Finally, a unity-gain output buffer, consisting of transistors Q9 through Q12, buffers the summing

node voltage to the outside and provides a low output impedance for the overall op-amp.

VCC

Q5

Q3

Q4

Q6 Q13

Q11

Q2

Q7 Q8

Q12

Q14

Q10

Q9

Vo

Vp Vn

Q1

I1

I2

In

I1

I2

In

VEE

FIGURE 16.43 Simplified circuit diagram of a current-mode op-amp.
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Denoting the net equivalent resistance and capacitance of the summing node toward ground as Req
and Ceq, we can write

Vo ¼ ZOL(jf )In (16:86)

where ZOL(jf ), called the open-loop transimpedance gain, is the impedance due to the parallel combin-
ation of Req and Ceq. This impedance can be expressed as

ZOL(jf ) ¼ ZOL0

1þ jf =fOL
(16:87)

where ZOL0¼Req, and

fOL ¼ 1
2pReqCeq

(16:88)

As an example in Figure 16.44, the CLC401 current-mode op-amp (National Semiconductor Co.) has
ZOL0 ’ 710 kV, fCL ’ 350 kHz, and Ceq¼ 1(2pReq fOL) ’ 0.64 pF.
We observe a formal similarity with voltage-mode op-amps, except that now the error signal In is a

current rather than a voltage, and the gain ZOL(jf ) is in V=A rather than in V=V. For this reason, current-
mode op-amps are also referred to as transimpedance op-amps. Than gain ZOL(jf ) is approximately
constant from dc to fOL, after which it rolls off with frequency at a constant rate of �1 dec=dec.

16.3.3.2 Closed-Loop Characteristics

Figure 16.45 shows a simplified model of the current-mode op-amp, along with an external feedback
network to configure it as a noninverting amplifier. Any attempt to unbalance the inputs will cause the
input buffer to source (or sink) an imbalance current In to the external network. By Equation 16.86, this
imbalance causes Vo to swing in the positive (or negative) direction until the original imbalance current is
neutralized via the negative-feedback loop.
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Current
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FIGURE 16.44 Current-mode op-amp block diagram.
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Exploiting the fact that the input buffer keeps Vn¼Vp¼Vi, we can apply the superposition principle
and write

In ¼ Vi

R1 k R2
� Vo

R2
¼ Vi

R1 k R2
� bVo (16:89)

Clearly, the feedback signal Vo=R2 is now a current, and the feedback factor

b ¼ 1
R2

(16:90)

is now in A=V. Substituting into Equation 16.86 and collecting, we get

ACL(jf ) ¼ Vo

Vi
¼ 1þ R2

R1

� �
1

1þ 1=T(jf )
(16:91)

where ACL(jf ) is the closed-loop gain of the circuit, and

T(jf ) ¼ ZOL(jf )b ¼ ZOL(jf )
R2

(16:92)

is the loop gain. This designation is due again to the fact that a current propagating clockwise around the
loop is first multipled by ZOL( jf ) to be converted to a voltage, and divided by R2 to be converted back to a
current, thus experiencing an overall gain of T( jf )¼ZOL( jf )=R2.

To make ACL( jf ) approach the ideal value 1þR2=R1, it is desirable that T( jf ) be as large as possible.
To ensure a substantial loop gain over a range of closed-loop gains, manufacturers strive to maximize
ZOL( jf ) relative to R2. Consequently, since In¼Vo=ZOL, the inverting input-pin current will be very
small, even though this is a low-impedance node because of the input buffer. In the limit ZOL ! 1 we
obtain In ! 0, indicating that a current-mode op-amp will ideally provide whatever output is needed to
drive In to zero. Thus, the familiar op-amp conditions Vn ! Vp, In ! 0, and Ip ! 0 hold also for current-
mode op-amps, though for different reasons than their voltage-mode counterparts.
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Vo

In

ZOLIn

R1

R2

1

+

–

++

FIGURE 16.45 Noninverting configuration.
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16.3.3.3 Current-Mode Op-Amp Dynamics

Substituting Equation 16.87 into Equation 16.92 and then into Equation 16.91, and exploiting the fact
that ZOL0=R2 � 1, we obtain

ACL(jf ) ¼ ACL0

1þ jf =ft
(16:93)

where

ACL0 ¼ 1þ R2

R1
(16:94)

is the closed-loop dc gain, and

ft ¼ ZOL0fOL
R2

¼ 1
2pR2Ceq

(16:95)

is the closed-loop bandwidth. With R2 in the kV range and Ceq in the pF range, ft is typically in range of
108 Hz.

We can again visualize jTj and ft graphically by noting that if we define jTjdec¼ log10jTj, then we have,
by Equation 16.92, jTjdec¼ log10jZOL( jf )j � log10jR2j, or

Tj jdec¼ ZOL(jf )j jdec� R2j jdec (16:96)

As shown in Figure 16.46, we can visualize the loop gain as the difference between the decade plot of
jZOL( jf )j and that of jR2j, with the latter now acting as the noise gain. Since at the crossover frequency we
have T¼ 1 ff�908¼�j, Equations 16.91 and 16.94 yield jACLj ¼ ACL0=

ffiffiffi
2

p
. Consequently, the crossover

frequency represents the �3 dB frequency of ACL( jf ), that is, ft.
We are now ready to make two important observations.

1. Equation 16.95 shows that for a given amplifier the closed-loop bandwidth depends only on R2. We
can thus use R2 to select the bandwidth ft via Equation 16.95, and R1 to select the dc gain AOL0 via
Equation 16.94. The ability to set gain independently of bandwidth, along with the absence of gain-
bandwidth trade-off, constitutes the first major advantage of current-mode over voltage-mode op-
amps, see Figure 16.47.

Ω, dec

ZOL0
|ZOL|

|T|

R2

|1/β|

fOL ft
f, dec

FIGURE 16.46 Graphical interpretation of the loop gain.
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2. The other major advantage of current-mode op-amps is the absence of SR limiting. To justify, suppose
we apply an input step Vi¼Vm to the circuit of Figure 16.45. Referring also to Figure 16.44, we note
that the resulting current imbalance In yields an output Vo such that In¼CeqdVo=dtþVo=Req.
Substituting into Equation 16.89, rearranging, and exploiting the fact that R2=ZOL0 � 1, we get

R2Ceq
dVo

dt
þ Vo ¼ AOL0Vm (16:97)

indicating an exponential output transient regardless of Vm. The time constant governing the transient is

T ¼ R2Ceq (16:98)

and is set by R2, regardless of ACL0. For instance, a CLC401 op-amp with R2¼ 1.5 kV has
t¼R2Ceq¼ 1.53 1033 0.643 10�12 ’ 1 ns. The rise time is tr¼ 2.2t ’ 2.2 ns, and the settling time
within 0.1% of the final value is ts’ 7t’ 7 ns, in reasonable agreement with the data-sheet values tr¼ 2.5 ns
and ts¼ 10 ns.

16.3.3.4 Higher-Order Effects

The above analysis indicates that once R2 has been set, the dynamics are unaffected by the closed-loop
gain setting. In practice it is found that bandwidth and rise time do vary with gain somewhat, though not
as drastically as for voltage-mode op-amps. The main cause is the nonzero output resistance Rn of the
input buffer, whose effect is to alter the loop gain and, hence, the closed-loop dynamics. Referring to
Figure 16.48, we again use the superposition principle and write

In ¼ Vi

Rn þ R1 k R2
� bVo (16:99)

where the feedback factor is found using the current divider formula and Ohm’s law,

b ¼ R1

R1 þ Rn
� 1
R2 þ (Rn k R1)

¼ 1
R2 þ ACL0Rn

(16:100)

Comparing with Equation 16.90, we observe that the effect of Rn is to replace R2 with R2þACL0Rn. The
j1=bj curve of Figure 16.46 will thus be shifted upward, leading to a decrease in the crossover frequency,
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FIGURE 16.47 Comparing the gain–bandwidth characteristics of voltage-mode (left) and current-mode (right)
op amps.
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which we shall now denote as fCL. This fre-
quency is obtained by letting R2 ! (R2þ
ACL0Rn) in Equation 16.95,

fCL ¼ ZOL0fOL
R2 þ ACL0Rn

¼ 1
2p(R2 þ ACL0Rn)Ceq

(16:101)

As an example, suppose an op-amp has
Rn¼ 50 V, R2¼ 1.5 kV, and ft¼ 100 MHz.
Then, Equation 16.101 yields fCL¼ ft=(1þ
ACL0Rn=R2)¼ 108=(1þACL0=30). The band-
widths corresponding to ACL0¼ 1 V=V,
10 V=V, and 100 V=V are, respectively,
f1¼ 96.8 MHz, f10¼ 75.0 MHz, and
f100¼ 23.1 MHz, and are shown in Figure
16.49. The corresponding rise times are, respectively, t1¼ 3.6 ns, t10¼ 4.7 ns, and t100¼ 15.2 ns. We
note that the above bandwidth reductions still compare favorably with voltage-mode op-amps, where the
reduction factors would be, respectively, 1, 10, and 100.
The values of R1 and R2 can be predistorted to compensate for the bandwidth reduction. Using

Equation 16.101 we find R2 for a given bandwidth fCL and dc gain ACL0,

R2 ¼ ZOL0fOL
fCL

� ACL0Rn (16:102)

and using Equation 16.94 we find R1 for the given dc gain ACL0,

R1 ¼ R2

ACL0 � 1
(16:103)

As an example, suppose an op-amp with ZOL0 fOL¼ 1.53 1011 V3Hz and Rn¼ 50V is to be configured
for ACL0¼ 10 V=V and fCL¼ 100 MHz. Then, using Equations 16.102 and 16.103 we find R2¼ 1.53
1011=108� 103 50¼ 1 kV, and R1¼ 103=(10� 1)¼ 111 V.
Though our analysis has focused on the noninverting configuration, we can readily extend our line of

reasoning to other circuits such as the popular inverting configuration. The latter is obtained by
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FIGURE 16.48 Investigating the effect of Rn.
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grounding the noninverting input of Figure 16.48, and applying the source Vi via the bottom lead of R1.
The bandwidth is still as in Equation 16.101, but the dc gain is now �R2=R1. Interested readers can
consult the literature [1,5] for additional current-mode op-amp circuits as well as application hints.
We conclude by pointing out that current-mode op-amps, though exhibiting much faster dynamics

than their voltage-mode counterparts, in general suffer from poorer input offset voltage and input bias
current characteristics. Moreover, having much wider bandwidths, they tend to be noisier. There is no
question that the circuit designer must carefully weigh both advantages and disadvantages before
deciding which amplifier type is best suited to the application at hand.
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17.1 Introduction

As the operating frequency of communication channels for both video and wireless increases, there is an
ever-increasing demand for high-frequency (HF) amplifiers. Furthermore, the quest for single-chip
integration has led to a whole new generation of amplifiers predominantly geared toward CMOS VLSI.
In this chapter, we will focus on the design of high-frequency amplifiers for potential applications in the
front-end of video, optical, and RF systems. Figure 17.1 shows, for example, the architecture of a typical
mobile phone transceiver front-end. With channel frequencies approaching the 2 GHz range, coupled
with demands for reduced chip size and power consumption, there is an increasing quest for VLSI at
microwave frequencies. The shrinking feature size of CMOS has facilitated the design of complex analog
circuits and systems in the 1–2 GHz range, where more traditional low-frequency lumped circuit
techniques are now becoming feasible. Since the amplifier is the core component in such systems,
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there has been an abundance of circuit design methodologies for high-speed, low-voltage, low-noise, and
low-distortion operation.
This chapter will present various amplifier designs that aim to satisfy these demanding requirements.

In particular, we will review, and in some cases present new ideas for power amps, LNAs, and
transconductance cells, which form core building blocks for systems such as Figure 17.1. Section 17.2
begins by reviewing the concept of current feedback, and shows how this concept can be employed in the
development of low-voltage, high-speed, constant-bandwidth CMOS amplifiers. The next two sections of
the chapter focus on amplifiers for wireless receiver applications, investigating performance requirements
and design strategies for optical receiver amplifiers (Section 17.3) and HF low-noise amplifiers (LNAs)
(Section 17.4). Section 17.5 considers the design of amplifiers for the transmitter side, and in particular
the design and feasibility of Class E power amps are discussed. Finally, Section 17.6 reviews a very recent
low-distortion amplifier design strategy termed ‘‘log-domain,’’ which has shown enormous potential for
HF, low-distortion tunable filters.

17.2 Current Feedback Op-Amp

17.2.1 Current Feedback Op-Amp Basics

The operational amplifier (op-amp) is one of the fundamental building blocks of analog circuit design
[1,2]. High-performance signal processing functions such as amplifiers, filters, oscillators, etc. can be
readily implemented with the availability of high-speed, low-distortion op-amps. In the last decade,
the development of complementary bipolar technology has enabled the implementation of single-chip
video op-amps [3–7]. The emergence of op-amps with nontraditional topologies, such as the current
feedback op-amp (CFOA), has improved the speed of these devices even further [8–11]. CFOA structures
are well known for their ability to overcome (to a first-order approximation) the gain-bandwidth trade-off
and slew rate limitation that characterizes traditional voltage feedback op-amps (VFOAs) [12].
Figure 17.2 shows a simple macromodel of a CFOA, along with a simplified circuit diagram of the

basic architecture. The topology of the CFOA differs from the conventional VFOA in two respects. First,
the input stage of a CFOA is a unity-gain voltage buffer connected between the inputs of the op-amp. Its
function is to force Vn to follow Vp, very much like a conventional VFOA does via negative feedback. In
the case of the CFOA, because of the low output impedance of the buffer, current can flow in or out of the
inverting input, although in normal operation (with negative feedback) this current is extremely small.
Secondly, a CFOA provides a high open-loop transimpedance gain Z(jv), rather than open-loop voltage
gain as with a VFOA. This is shown in Figure 17.2, where a current-controlled current source senses the
current IINV delivered by the buffer to the external feedback network, and copies this current to a high
impedance Z(jv). The voltage conveyed to the output is given by Equation 17.1:
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FIGURE 17.1 Generic wireless transceiver architecture.
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VOUT ¼ Z(jv) � IINV ) VOUT

IINV
(jv) ¼ Z(jv) (17:1)

When the negative feedback loop is closed, any voltage imbalance between the two inputs due to some
external agent will cause the input voltage buffer to deliver an error current IINV to the external network.
This error current IINV¼ I1�I2¼ IZ is then conveyed by the current mirrors to the impedance Z,
resulting in an ouput voltage as given by Equation 17.1. The application of negative feedback ensures
that VOUT will move in the direction that reduces the error current IINV and equalizes the input voltages.

We can approximate the open-loop dynamics of the CFOA as a single pole response. Assuming that
the total impedance Z(jv) at the gain node is the combination of the output resistance of the current
mirrors Ro in parallel with a compensation capacitor C, we can write:

Z(jv) ¼ Ro

1þ jvRoC
¼ Ro

1þ j v
vo

(17:2)

where vo¼ 1=RoC represents the frequency where the open-loop transimpedance gain is 3 dB down from
its low frequency value Ro. In general, Ro is designed to be very high in value.
Referring to the noninverting amplifier configuration shown in Figure 17.3:

IINV ¼ VIN

RG
� VOUT � VIN

RF
¼ VIN

RG==RF
� VOUT

RF
(17:3)

Substituting Equation 17.1 into Equation 17.3 yields the following expression for the closed-loop gain:

ACL(jv) ¼ 1þ RF

RG

� �
� Z(jv)
RF þ Z(jv)

¼ 1þ RF

RG

� �
� 1

1þ RF
Z(jv)

(17:4)
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FIGURE 17.2 CFOA macromodel.
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Combining Equations 17.2 and 17.4, and assuming that the low frequency value of the open-loop
transimpedance is much higher than the feedback resistor (Ro >> RF) gives:

ACL(jv) ¼ 1þ RF

RG

� �
� 1

1þ j RF �v
Ro�vo

¼ AVo

1þ j v
va

(17:5)

Referring to Equation 17.5, the closed-loop gain AVo¼ 1þRF=RG, while the closed-loop�3 dB frequency
va is given by

va ¼ Ro

RF
� vo (17:6)

Equation 17.6 indicates that the closed-loop bandwidth does not depend on the closed-loop gain as in the
case of a conventional VFOA, but is determined by the feedback resistor RF. Explaining this intuitively,
the current available to charge the compensation capacitor at the gain node is determined by the value of
the feedback resistor RF and not Ro, provided that Ro >> RF. So, once the bandwidth of the amplifier is set
via RF, the gain can be independently varied by changing RG. The ability to control the gain independ-
ently of bandwidth constitutes a major advantage of CFOAs over conventional VFOAs.
The other major advantage of the CFOA compared to the VFOA is the inherent absence of slew rate

limiting. For the circuit of Figure 17.3, assume that the input buffer is very fast and thus a change in
voltage at the noninverting input is instantaneously converted to the inverting input. When a step DVIN

is applied to the noninverting input, the buffer output current can be derived as

IINV ¼ VIN � VOUT

RF
þ VIN

RG
(17:7)

Equation 17.7 indicates that the current available to charge=discharge the compensation capacitor is
proportional to the input step regardless of its size, that is, there is no upper limit. The rate of change of
the output voltage is thus

dVOUT

dt
¼ IINV

C
) VOUT(t) ¼ DVIN � 1þ RF

RG

� �
� (1� e�t=Rf �C) (17:8)

Equation 17.8 indicates an exponential output transition with time constant t¼RF �C. Similar to the
small-signal frequency response, the large-signal transient response is governed by RF alone, regardless of
the magnitude of the closed-loop gain. The absence of slew rate limiting allows for faster settling times
and eliminates slew rate-related nonlinearities.
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1/RF
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VOUT
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+

+ +–
–

VIN
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IINV VOUTVIN

FIGURE 17.3 CFOA noninverting amplifier configuration.
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In most practical bipolar realizations, Darlington-pair tran-
sistors are used in the input stage to reduce input bias currents,
which makes the op-amp somewhat noisier and increases the
input offset voltage. This is not necessary in CMOS realizations
due to the inherently high MOSFET input impedance. However,
in a closed-loop CFOA, RG should be much larger than the output
impedance of the buffer. In bipolar realizations, it is fairly simple
to obtain a buffer with low output resistance, but this becomes
more of a problem in CMOS due to the inherently lower gain
of MOSFET devices. As a result, RG typically needs to be higher
in a CMOS CFOA than in a bipolar realization, and consequently,
RF needs to be increased above the value required for optimum
HF performance. Additionally, the fact that the input buffer is
not in the feedback loop imposes linearity limitations on the
structure, especially if the impedance at the gain node is not very high. Regardless of these problems,
CFOAs exhibit excellent HF characteristics and are increasingly popular in video and communications
applications [13].
The following sections outline the development of a novel low output impedance CMOS buffer, which

is then employed in a CMOS CFOA to reduce the minimum allowable value of RG.

17.2.2 CMOS Compound Device

A simple PMOS source follower is shown in Figure 17.4. The output impedance seen looking into
the source of M1 is approximately Zout¼ 1=gm, where gm is the small-signal transconductance of M1.
To increase gm, the drain current of M1 could be increased, which leads to an increased power dissipation.
Alternatively, the dimensions of M1 can be increased, resulting in additional parasitic capacitance and
hence an inferior frequency response. Figure 17.5 shows a configuration that achieves a higher trans-
conductance than the simple follower of Figure 17.3 for the same bias current [11]. The current of M2 is
fed back to M1 through the a:1 current mirror. This
configuration can be viewed as a compound transistor
whose gate is the gate of M1 and whose source is the
source of M2. The impedance looking into the com-
pound source can be approximated as Zout¼ (gm1�
a � gm2)=(gm1 � gm2), where gm1 and gm2 represent the
small-signal transconductance of M1 and M2, respect-
ively. The output impedance can be made small by
setting the current mirror transfer ratio a¼ gm1=gm2.

The p-compound device is practically implemented
as in Figure 17.6. In order to obtain a linear voltage
transfer function from node 1 to 2, the gate-source
voltages of M1 and M3 must cancel. The current
mirror (M4–M2) acts as an NMOS–PMOS gate-
source voltage matching circuit [14] and compensates
for the difference in the gate-source voltages of M1
and M3, which would normally appear as an output
offset. DC analysis, assuming a square law model for
the MOSFETs, shows that the output voltage exactly
follows the input voltage. However, in practice, chan-
nel length modulation and body effects preclude exact
cancellation [15].

IB

S

M1G

FIGURE 17.4 Simple PMOS source
follower.

IB

M2

S

M1
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G

FIGURE 17.5 Compound MOS device.
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17.2.3 Buffer and CFOA Implementation

The CFOA op-amp shown in Figure 17.7 has been
implemented in a single-well 0.6 mm digital CMOS
process [11]; the corresponding layout plot is shown
in Figure 17.8. The chip has an area of 280 mm by
330 mm and a power dissipation of 12 mW. The amp-
lifier comprises two voltage followers (input and out-
put) connected by cascoded current mirrors to enhance
the gain node impedance. A compensation capacitor
(Cc¼ 0.5 pF) at the gain node ensures adequate phase
margin and thus closed-loop stability. The voltage fol-
lowers have been implemented with two compound
transistors, p-type and n-type, in a push–pull arrange-
ment. Two such compound transistors in the output
stage are shown shaded in Figure 17.7. The input voltage
follower of the CFOA was initially tested open-loop, and
measured results are summarized in Table 17.1. The load
is set to 10 kV=10 pF, except wherementioned otherwise,
10 kV being a limit imposed by overall power
dissipation of the chip. Intermodulation distortion was
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FIGURE 17.6 Actual p-compound device imple-
mentation.

vdd1

m7

m8

m6

m5

vss4
vdd4in+ in–

m1

m2

m3 m12

m4

m11

m10

m9

Bias1

Cc

Bias2

m16

vss3vss2vss1

m15

p-
co

m
po

un
d 

tra
ns

ist
or

n-
co

m
po

un
d 

tra
ns

ist
or

Vo
lta

ge
 fo

llo
we

r m14

m13

m18

m17

out
vss5
vdd5

m19

m20

vdd2 vdd3

FIGURE 17.7 CFOA schematic.

17-6 Fundamentals of Circuits and Filters



measured with 2 tons separated by 200 kHz. The measured
output impedance of the buffer is given in Figure 17.9. It
remains below 80 V up to a frequency of about 60 MHz,
when it enters an inductive region. A maximum impedance
of 140 V is reached around 160 MHz. Beyond this fre-
quency, the output impedance is dominated by parasitic
capacitances. The inductive behavior is characteristic of
the use of feedback to reduce output impedance, and can
cause stability problems when driving capacitive loads.
Small-signal analysis (summarized in Table 17.2) predicts
a double zero in the output impedance [15].
Making factor G in Table 17.2 small will reduce the

output impedance, but also moves the double zero to
lower frequencies and intensifies the inductive behavior.
The principal trade-off in this configuration is between
output impedance magnitude and inductive behavior. In
practice, the output impedance can be reduced by a factor
of 3 while still maintaining good stability when driving
capacitive loads. Figure 17.10 shows the measured fre-

quency response of the buffer. Given the low power dissipation, excellent slew rates have been achieved
(Table 17.2).
After the characterization of the input buffer stage, the entire CFOA was tested to confirm the

suitability of the compound transistors for the implementation of more complex building blocks.
Open-loop transimpedance measurements are shown in Figure 17.11. The bandwidth of the amplifier
was measured at gain settings of 1, 2, 5, and 10 in a noninverting configuration, and the feedback resistor
was trimmed to achieve maximum bandwidth at each gain setting separately. CFOA measurements are
summarized in Table 17.3, loading conditions are again 10 kV=10 pF.
Figure 17.12 shows the measured frequency response for various gain settings. The bandwidth remains

constant at 110 MHz for gains of 1, 2, and 5, consistent with the expected behavior of a CFOA. The
bandwidth falls to 42 MHz for a gain of 10 due to the finite output impedance of the input buffer stage
which series as the CFOA inverting input. Figure 17.13 illustrates the step response of the CFOA driving
a 10 kV=10 pF load at a voltage gain of 2. It can be seen that the inductive behavior of the buffers has little
effect on the step response. Finally, distortion measurements were carried out for the entire CFOA for
gain settings 2, 5, and 10 and are summarized in Table 17.3. HD2 levels can be further improved by
employing a double-balanced topology. A distortion spectrum is shown in Figure 17.14; the onset of HD3
is due to clipping at the test conditions.

Capacitor

Output
buffer

Current
mirror

Input
buffer

FIGURE 17.8 CFOA layout plot.

TABLE 17.1 Voltage Buffer Performance

Power Supply 5 V Dissipation 5 mW

DC gain (no load) �3.3 dB Bandwidth 140 MHz

Output impedance 75 V Min. load resistance 10 kV

HD2 (Vin¼ 200 mVrms) 1 MHz �50 dB

10 MHz �49 dB

20 MHz �45 dB

IM3 (Vin¼ 200 mVrms) 20 MHz, Df¼ 200 kHz �53 dB

Slew rate (Load¼ 10 pF) þ130 V=ms �72 V=ms

Input-referred noise 10 nV
ffiffiffiffiffiffi
Hz

p

Note: Load¼ 10 kV=10 pF, except for slew rate measurement.
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17.3 RF Low-Noise Amplifiers

This section reviews the important performance criteria demanded of the front-end amplifier in a
wireless communication receiver. The design of CMOS LNAs for front-end wireless communication
receiver applications is then addressed. Section 17.4 considers the related topic of LNAs for optical
receiver front-ends.

17.3.1 Specifications

The front-end amplifier in a wireless receiver must satisfy demanding requirements in terms of noise,
gain, impedance matching, and linearity.

17.3.1.1 Noise

Since the incoming signal is usually weak, the front-end circuits of the receiver must possess very low
noise characteristics so that the original signal can be recovered. Provided that the gain of the front-end
amplifier is sufficient so as to suppress noise from the subsequent stages, the receiver noise performance
is determined predominantly by the front-end amplifier. Hence, the front-end amplifier should be
an LNA.

Buffer output impedance

Frequency (Hz)
105 106 107 108

O
ut

pu
t i

m
pe

da
nc

e (
O

hm
)

150

100

50

FIGURE 17.9 Measured buffer output impedance characteristics.

TABLE 17.2 Voltage Transfer Function and Output
Impedance of Compound Device

Zout ¼ G
(gm1 þ gds1 þ gds2) � (gm3 þ gds3) � (gm4 þ gds4)

Vout
Vin

¼ gm1 � gm3 � (gm4 þ gds4)
(gm1 þ gds1 þ gds2) � (gm3 þ gds3) � (gm4 þ gds4)þ gL � G

G ¼ (gm1 þ gds1 þ gds2) � (gm4 þ gds4 þ gds3)� gm2 � gm3
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FIGURE 17.10 Measured buffer frequency response.
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FIGURE 17.11 Measured CFOA open-loop transimpedance gain.
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17.3.1.2 Gain

The voltage gain of the LNA must be high enough to ensure that noise contributions from the following
stages can be safely neglected. As an example, Figure 17.15 shows the first three stages in a generic front-
end receiver, where the gain and output-referred noise of each stage are represented byGi andNi (i¼ 1, 2, 3),
respectively. The total noise at the third stage output is given by

Nout ¼ NinG1G2G3 þ N1G2G3 þ N2G3 þ N3 (17:9)

TABLE 17.3 CFOA Measurement Summary

Power Supply 5 V Power Dissipation 12 mW

Gain Bandwidth (MHz)

1 117

2 118

5 113

10 42

Frequency Input (mV rms) Gain HD2 (dB)

1 MHz 140 2 �51

40 5 �50

10 10 �49

10 MHz 80 2 �42

40 5 �42

13 10 �43
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FIGURE 17.12 Measured CFOA closed-loop frequency response.
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FIGURE 17.15 Three-stage building block with gain Gi and noise Ni per stage.
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This output noise (Nout) can be referred to the input to derive an equivalent input noise (Neq):

Neq ¼ Nout

Gain
¼ Nout

G1G2G3
¼ Nin þ N1

G1
þ N2

G1G2
þ N3

G1G2G3
(17:10)

According to Equation 23.10, the gain of the first stage should be high in order to reduce noise
contributions from subsequent stages. However, if the gain is too high, a large input signal may saturate
the subsequent stages, yielding intermodulation products which corrupt the desired signal. Thus,
optimization is inevitable.

17.3.1.3 Input Impedance Matching

The input impedance of the LNA must be matched to the antenna impedance over the frequency range of
interest, in order to transfer the maximum available power to the receiver.

17.3.1.4 Linearity

Unwanted signals at frequencies fairly near the frequency band of interest may reach the LNA with signal
strengths many times higher than that of the wanted signal. The LNA must be sufficiently linear to
prevent these out-of-band signals from generating intermodulation products within the wanted fre-
quency band, and thus degrading the reception of the desired signal. Since third-order mixing products
are usually dominant, the linearity of the LNA is related to the ‘‘third-order intercept point’’ (IP3), which
is defined as the input power level that results in equal power levels for the output fundamental frequency
component and the third-order intermodulation components. The dynamic range (DR) of a wireless
receiver is limited at the lower bound by noise and at the upper band by nonlinearity.

17.3.2 CMOS Common-Source LNA: Simplified Analysis

17.3.2.1 Input Impedance Matching by Source Degeneration

For maximum power transfer, the input impedance of the LNA must be matched to the source resistance,
which is normally 50 V. Impedance-matching circuits consist of reactive components and therefore are
(ideally) lossless and noiseless. Figure 17.16 shows the small-signal equivalent circuit of a common-
source (CS) LNA input stage with impedance-matching circuit, where the gate-drain capacitance Cgd is

Vs

Rs Lg

Ls

+

–
Cgs

vgs gm

iout

Zin

FIGURE 17.16 Simplified small-signal equivalent circuit of the CS stage.
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assumed to have negligible effect and is thus neglected [16,17]. The input impedance of this CS input
stage is given by

Zin ¼ jv(Lg þ Ls)þ 1
jvCgs

þ gm
Cgs

Ls (17:11)

Thus, for matching, the two conditions below must be satisfied:

(i) v2
o ¼

1
(Lg þ Ls)Cgs

and (ii)
gm
Cgs

Ls ¼ Rs (17:12)

17.3.2.2 Noise Figure of CS Input Stage

Two main noise sources exist in a CS input stage as shown in Figure 17.17; thermal noise from the source

resistor Rs (denoted v2Rs) and channel thermal noise from the input transistor (denoted i2d). The output

noise current due to v2Rs can be determined from Figure 17.17 as

i2nout1 ¼
g2mv

2
Rs

v2(gmLs þ RsCgs)
2 ¼

g2m
4v2R2

sC
2
gs
v2Rs (17:13)

while the output noise current due to i2d can be evaluated as

inout2 ¼ id

1þ gmLs
RsCgs

� � ¼ 1
2
id ; i2nout2 ¼

1
4
i2d (17:14)

From Equations 17.13 and 17.14, the noise figure (NF) of the CS input stage is determined as

NF ¼ 1þ i2nout2
i2nout1

¼ 1þ G
v2
oRsC2

gs

gm

 !
¼ 1þ G

Ls
Ls þ Lg

� �
(17:15)

In practice, any inductor (especially a fully integrated inductor) has an associated resistance that will
contribute thermal noise, degrading the NF in Equation 17.15.

v2
Rs

Rs Lg

Ls

Cgs
–

+
vgs gm i2

d

iout

FIGURE 17.17 Simplified noise equivalent circuit of the CS stage. V2
Rs ¼ 4kTRs; id2 ¼ KTGgdc.
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17.3.2.3 Voltage Amplifier with Inductive Load

Referring to Figure 17.15, the small-signal current output is given by

iout ¼ gmvs
[1� v2Cgs(Lg þ Ls)]þ jv(gmLs þ RsCgs)

(17:16)

For an inductive load (L1) with a series internal resistance rL1, the output voltage is thus

vout ¼ �iout(rL1 þ jvL1) ¼ �(rL1 þ jvL1)gmvs
[1� v2Cgs(Lg þ Ls)]þ jv(gmLs þ RsCgs)

(17:17)

Assuming that the input is impedance matched, the voltage gain at the output is given by

vout
vs

����
���� ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(rL1)

2 þ (vo)
2(L1)

2
p

2voLs
¼ rL1

2voLs

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ voL1

rL1

� �2
s

ffi 1
2
vo

L1
Ls

� �
L1
rL1

� �
(17:18)

17.3.3 CMOS Common-Source LNA: Effect of Cgd

In the analysis so far, the gate-drain capacitance (Cgd) has been assumed to be negligible. However, at
very high frequencies, this component cannot be neglected. Figure 17.18 shows the modified input stage
of a CS LNA including Cgd and an input ac-coupling capacitance Cin. Small-signal analysis shows that the
input impedance is now given by

Zin ¼ gmLs

Cgs þ Cgd jvLsgm þ gm(1�v2LsCgd)
1
ZL
þjvCgd

� 	 (17:19)

Equation 17.19 exhibits resonance frequencies that occur when

1� v2LsCgs ¼ 0 and 1� v2LgCin ¼ 0 (17:20)

Equation 17.19 indicates that the input impedance matching is degraded by the load ZL when Cgd is
included in the analysis.

vin
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–
vgs gm
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iout
vout

FIGURE 17.18 Noise equivalent circuit of the CS stage, including effects of Cgd.
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17.3.3.1 Input Impedance with Capacitive Load

If the load ZL is purely capacitive, that is,

ZL ¼ 1
jvCL

(17:21)

then the input impedance can be easily matched to the source resistor Rs. Substituting Equation 17.21 for
ZL, the bracketed term in the denominator of Equation 17.19 becomes

d1 ¼ jvLsgm þ gm(1� v2LsCgd)

jv(Cgd þ CL)
¼ 0 (17:22)

under the condition that

1� v2Ls(2Cgd þ CL) ¼ 0 (17:23)

The three conditions in Equations 17.20 and 17.23 should be met to ensure input impedance matching.
However, in practice, we are unlikely to be in the situation of using a load capacitor.

17.3.3.2 Input Impedance with Inductive Load

If ZL¼ jvLL, the CS LNA input impedance is given by

Zin ¼ gmLs

Cgs þ jvCgdgm Ls þ LL
1�v2LsCgd

1�v2LLCgd

� �h i (17:24)

In order to match to a purely resistive input, the value of the reactive term in Equation 17.24 must be
negligible, which is difficult to achieve.

17.3.4 Cascode CS LNA

17.3.4.1 Input Matching

As outlined in the paragraph above, the gate-drain
capacitance (Cgd) degrades the input impedance
matching and therefore reduces the power transfer
efficiency. In order to reduce the effect of Cgd, a
cascoded structure can be used [18–20]. Figure
17.19 shows a cascode CS LNA. Since the voltage
gain from the gate to the drain of M1 is unity, the
gate-drain capacitance (Cgd1) no longer sees the full
input–output voltage swing which greatly improves
the input–output isolation. The input impedance
can be approximated by Equation 17.11, thus allow-
ing a simple matching circuit to be employed [18].

17.3.4.2 Voltage Gain

Figure 17.20 shows the small-signal equivalent cir-
cuit of the cascode CS LNA. Assuming that input is
fully matched to the source, the voltage gain of the
amplifier is given by

Vdd

L1

vo

M2VG
Zin

Lg

Ls

M1

CinRs
Vs

FIGURE 17.19 Cascode CS LNA.
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vout
vs

¼ � 1
2

jvL1
1� v2L1Cgd2

� �
gm2

gm2 þ jvCgs2

� �
gm1

(1� v2LsCgs1)þ jvLsgm1

� 	
(17:25)

At the resonant frequency, the voltage gain is given by

vout
vs

(vo) ¼ � 1
2

L1
Ls

� �
1

1� v2
oL1Cgd2

� �
� 1

1þ jvo
Cgs1

gm2

� � � � 1
2

L1
Ls

� �
� 1

1þ j vo
vT

� � (17:26)

From Equation 17.26, the voltage gain is dependent on the ratio of the load and source inductance values.
Therefore, high gain accuracy can be achieved since this ratio is largely process independent.

17.3.4.3 Noise Figure

Figure 17.21 shows an equivalent circuit of the cascode CS LNA for noise calculations. Three main noise
sources can be identified: the thermal noise voltage from Rs, and the channel thermal noise currents from
M1 and M2. Assuming that the input impedance is matched to the sources, the output noise current due
to v2Rs can be derived as

iout1 ¼ 1
2jvoLs(1� v2

oL1Cgd2)
gm2

gm2 þ jvoCgs2

� �
vRs (17:27)
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FIGURE 17.20 Equivalent circuit of cascode CS LNA.
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FIGURE 17.21 Noise equivalent circuit of cascode CS LNA.

17-16 Fundamentals of Circuits and Filters



The output noise current contribution due to i2d1 of M1 is given by

iout2 ¼ 1
2(1� v2

oL1Cgd2)
gm2

gm2 þ jvoCds2

� �
id1 (17:28)

The output noise current due to i2d2 of M2 is given by

iout3 ¼ jvoCgs2

(1� v2
oL1Cgd2)(gm2 þ jvoCgs2)

id2 (17:29)

The NF of the cascode CS LNA can thus be derived as

NF ¼ 1þ i2out2
i2out1

þ i2out3
i2out1

¼ 1þ G 1þ 4v2
oC

2
gs2

gm1gm2

 !
(17:30)

In order to improve the NF, the transconductance values (gm) of M1 and M2 should be increased.
Since the gate-source capacitance (Cgs2) of M2 is directly proportional to the gate width, the gate width of
M2 cannot be enlarged to increase the transconductance. Instead, this increase should be realized by
increasing the gate bias voltage.

17.4 Optical Low-Noise Preamplifiers

Figure 17.22 shows a simple schematic diagram of an optical receiver, consisting of a photodetector, a
preamplifier, a wide-band voltage amplifier, and a predetection filter. Since the front-end transimpedance
preamplifier is critical in determining the overall receiver performance, it should possess a wide
bandwidth so as not to distort the received signal, high gain to reject noise from subsequent stages,
low noise to achieve high sensitivity, wide DR, and low intersymbol interference (ISI).

17.4.1 Front-End Noise Sources

Receiver noise is dominated by two main noise sources: the detector (PIN photodiode) noise and the
amplifier noise. Figure 17.23 illustrates the noise equivalent circuit of the optical receiver.

17.4.1.1 PIN Photodiode Noise

The noise generated by a PIN photodiode arises mainly from three shot noise contributions: quantum
noise Sq( f ), thermally generated dark-current shot noise SD( f ), and surface leakage-current shot noise
SL( f ). Other noise sources in a PIN photodiode, such as series resistor noise, are negligible in comparison.
The quantum noise Sq( f ), also called signal-dependent shot noise, is produced by the light-generating

Photodiode

Pre-AMP
Wide-
band
AMP

Predetection
filter

FIGURE 17.22 Front-end optical receiver.
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nature of photonic detection and has a spectral density Sq( f )¼ 2qIpdDf, where Ipd is the mean signal
current arising from the Poisson statistics. The dark-current shot noise SD( f ) arises in the photodiode
bulk material. Even when there is no incident optical power, a small reverse leakage current still flows,
resulting in shot noise with a spectral density SD( f )¼ 2qIDBDf, where IDB is the mean thermally
generated dark current. The leakage shot noise SL( f ) occurs because of surface effects around the active
region, and is described by SL( f )¼ 2qISLDf, where ISL is the mean surface leakage current.

17.4.1.2 Amplifier Noise

For a simple noise analysis, the pre- and postamplifiers in Figure 17.22 are merged to a single amplifier
with a transfer function of Av(v). The input impedance of the amplifier is modeled as a parallel
combination of Rin and Cin.

If the photodiode noise is negligibly small, the amplifier noise will dominate the whole receiver noise
performance, as can be inferred from Figure 17.23. The equivalent noise current and voltage spectral
densities of the amplifier are represented as Si (A

2=Hz) and Sv (V
2=Hz), respectively.

17.4.1.3 Resistor Noise

The thermal noise generated by a resistor is directly proportional to the absolute temperature T and is
represented by a series noise voltage generator or by a shunt noise current generator [21] of value:

v2R ¼ 4kTRDf or i2R ¼ 4kT
1
R
Df (17:31)

where
k is Boltzmann’s constant
R is the resistance

17.4.2 Receiver Performance Criteria

17.4.2.1 Equivalent Input Noise Current i2eq
D E

The transfer function from the current input to the amplifier output voltage is given by

ZT(v) ¼ Vout

Ipd
¼ ZinAv(v) ¼ Rin

1jvRin(Cpd þ Cin)
Av(v) (17:32)

where
Cpd is the photodiode capacitance
Rin and Cin are the input resistance and capacitance of the amplifier, respectively

Sq(f ) SL(f )

C
R

SR(f )

Si(f )

Sv(f )
A

FIGURE 17.23 Noise equivalent circuit of the front-end optical receiver.
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Assuming that the photodiode noise contributions are negligible and that the amplifier noise sources are
uncorrelated, the equivalent input noise current spectral density can be derived from Figure 17.23 as

Seq(f ) ¼ Si þ Sv
[Zin]

2 ¼ Si þ Sv
1
R2
in
þ (2pf )2(Cpd þ Cin)

2

� 	
(17:33)

The total mean-square noise output voltage v2no

 �

is calculated by combining Equations 17.32 and 17.33
as follows:

v2no

 � ¼

ð1

0

Seq(f )jZT(f )j2df (17:34)

This total noise voltage can be referred to the input of the amplifier by dividing it by the squared dc gain
jZT(0)j2 of the receiver, to give an equivalent input mean-square noise current:

i2eq

D E
¼ v2no

 �

jZT(0)j2
¼ Si þ Sv

R2
in

� � ð1

0

jZT(f )j2
jZT(0)j2

df þ Sv[2p(Cpd þ Cin)]
2
ð1

0

f 2
jZT(f )j2
jZT(0)j2

df

¼ Si þ Sv
R2
in

� �
I2Bþ [2p(Cpd þ Cin)]

2I3B
3Sv (17:35)

where
B is the operating bit-rate
I2(¼ 0.56) and I3(¼ 0.083) are the Personick second and third integrals, respectively, as given in
Ref. [22]

According to Morikuni et al. [23], the Personick integral in Equation 17.35 is correct only if a receiver
produces a raised-cosine output response from a rectangular input signal at the cut-off bit-rate above
which the frequency response of the receiver is zero. However, the Personick integration method is
generally preferred when comparing the noise (or sensitivity) performance of different amplifiers.

17.4.2.2 Optical Sensitivity

Optical sensitivity is defined as the minimum received optical power incident on a perfectly efficient
photodiode connected to the amplifier, such that the presence of the amplifier noise corrupts on average
only 1 bit per 109 bits of incoming data. Therefore, a detected power greater than the sensitivity level
guarantees system operation at the desired performance. The optical sensitivity is predicted theoretically
by calculating the equivalent input noise spectral density of the receiver, and is calculated [24] via
Equation 17.36:

S ¼ 10 log10 Q
hc
ql

ffiffiffiffiffiffiffiffiffiffiffi
i2eq

D Er
� 1
1mW

� �
(dBm) (17:36)

where
h is Planck’s constant
c is the speed of light
q is the electronic charge
l (mm) is the wavelength of light in an optical fiber
Q ¼ ffiffiffiffiffiffiffiffiffi

SNR
p

, where SNR represents the required signal-to-noise ratio (SNR)
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The value of Q should be 6 for a bit error rate (BER) of 10�9, and 7.04 for a BER of 10�12. The relation
between Q and BER is given by

BER ¼ exp (�Q2=2)ffiffiffiffiffiffi
2p

p
Q

(17:37)

Since the number of photogenerated electrons in a single bit is very large (more than 104) for
optoelectronic integrated receivers [25], Gaussian statistics of the above BER equation can be used to
describe the detection probability in PIN photodiodes.

17.4.2.3 SNR at the Photodiode Terminal [22]

Among the photodiode noise sources, quantum noise is generally dominant and can be estimated as

i2n

 �

q¼ 2qIpdBeq (17:38)

where
Ipd is the mean signal current
Beq is the equivalent noise bandwidth

The SNR referred to the photodiode terminal is thus given by

SNR ¼ I2pdD
i2n

E
pd

þ 4kTBeq

RB
þ i2eq

D E
amp

(17:39)

where all noise contributions due to the amplifier are represented by the equivalent noise current

i2eq

D E
amp

. It is often convenient to combine the noise contributions from the amplifier and the photo-

diode with the thermal noise from the bias resistor, by defining an NF:

D
i2n

E
pd

þ 4kTBeq

RB
þ i2eq

D E
amp

¼ 4kTBeqNF

RB
(17:40)

The SNR at the photodiode input is thus given by

SNR ffi I2pdRB

4kTBeqNF
(17:41)

17.4.2.4 Intersymbol Interference

When a pulse passes through a band-limited channel, it gradually disperses. When the channel band-
width is close to the signal bandwidth, the expanded rise and fall times of the pulse signal will cause
successive pulses to overlap, deteriorating the system performance and giving higher error rates. This
pulse overlapping is known as ISI. Even with raised signal power levels, the error performance cannot be
improved [26].
In digital optical communication systems, sampling at the output must occur at the point of maximum

signal in order to achieve the minimum error rate. The output pulse shape should therefore be chosen to
maximize the pulse amplitude at the sampling instant and give a zero at other sampling points; that is, at
multiples of 1=B, where B is the data-rate. Although the best choice for this purpose is the sinc-function
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pulse, in practice a raised-cosine spectrum pulse is used instead. This is because the sinc-function pulse is
very sensitive to changes in the input pulse shape and variations in component values, and because it is
impossible to generate an ideal sinc-function.

17.4.2.5 Dynamic Range

The DR of an optical receiver quantifies the range of detected power levels within which correct system
operation is guaranteed. DR is conventionally defined as the difference between the minimum input
power (which determines sensitivity) and the maximum input power (limited by overload level). Above
the overload level, the bit-error-rate (BER) rises due to the distortion of the received signal.

17.4.3 Transimpedance (TZ) Amplifiers

High-impedance (HZ) amplifiers are effectively open-loop architectures, and exhibit a high gain but a
relatively low bandwidth. The frequency response is similar to that of an integrator, and thus HZ
amplifiers require an output equalizer to extend their frequency capabilities. In contrast, the transimpe-
dance (TZ) configuration exploits resistive negative feedback, providing an inherently wider bandwidth
and eliminating the need for an output equalizer. In addition, the use of negative feedback provides a
relatively low input resistance and thus the architecture is less sensitive to the photodiode parameters. In
a TZ amplifier, the photodiode bias resistor RB can be omitted, since bias current is now supplied through
the feedback resistor.
In addition to wider bandwidth, TZ amplifiers offer a larger DR because the transimpedance gain is

determined by a linear feedback resistor, and not by a non-linear open-loop amplifier as is the case for
HZ amplifiers. The DR of TZ amplifiers is set by the maximum voltage swing available at the amplifier
output, provided no integration of the received signal occurs at the front end. Since the TZ output stage
is a voltage buffer, the voltage swing at the output can be increased with high current operation. The
improvement in DR in comparison to the HZ architecture is approximately equal to the ratio of open-
loop to closed-loop gain [27]. Conclusively, the TZ configuration offers the better performance com-
promise compared to the HZ topology, and hence this architecture is preferred in optical receiver
applications.
A schematic diagram of a TZ amplifier with PIN photodiode is shown in Figure 17.24. With an open-

loop, high-gain amplifier and a feedback resistor, the closed-loop transfer function of the TZ amplifier is
given by

ipd

Rf

–A Vo

RB

FIGURE 17.24 Schematic diagram of a transimpedance amplifier with photodiode.
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ZT(s) ¼ �Rf

1þA
A

� þ sRf
Cinþ(1þA)Cf

A

� � ffi Rf

1þ sRf
Cin
A þ Cf
�  (17:42)

where
A is the open-loop mid-band gain of the amplifier which is assumed to be greater than unity
Rf is the feedback resistance
Cin is the total input capacitance of the amplifier including the photodiode and the parasitic

capacitance
Cf represents the stray feedback capacitance

The �3 dB bandwidth of the TZ amplifier is approximately given by

f�3d ¼ (1þ A)
2pRfCT

(17:43)

where CT is the total input capacitance including the photodiode capacitance. The TZ amplifier can thus
have wider bandwidth by increasing the open-loop gain, although the open-loop gain cannot be
increased indefinitely without stability problems.
However, a trade-off between low noise and wide bandwidth exists, since the equivalent input noise

current spectral density of TZ amplifier is given by

Seq(f ) ¼ 4kT
Rf

þ 4kT
RB

þ Si(f )þ Sv(f )
1
Rf

þ 1
RB

� �2

þ(2pf )2(Cpd þ Cin)
2

" #
(17:44)

where Cin is the input capacitance of the input transistor. Increasing the value of Rf reduces the noise
current in Equation 17.44 but also shrinks the bandwidth in Equation 17.43. This conflict can be
mitigated by making A in Equation 17.43 as large as the closed-loop stability allows [28]. However,
the feedback resistance Rf cannot be increased indefinitely due to the DR requirements of the amplifier,
since too large a feedback resistance causes the amplifier to be overloaded at high signal levels. This
overloading can be avoided by using automatic gain control (AGC) circuitry, which automatically
reduces the transimpedance gain in discrete steps to keep the peak output signal constant [27].
The upper limit of Rf is set by the peak amplitude of the input signal. Since the dc transimpedance gain

is approximately equal to the feedback resistance Rf, the output voltage is given by Ipd3Rf, where Ipd is
the signal photocurrent. If this output voltage exceeds the maximum voltage swing at the output, the
amplifier will be saturated and the output will be distorted, yielding bit errors. The minimum value of Rf
is determined by the output signal level at which the performance of the receiver is degraded due to noise
and offsets. For typical fiber-optic communication systems, the input signal power is unknown, and may
vary from just above the noise floor to a large value enough to generate 0.5 mA at the detector diode [29].

The TZ configuration has some disadvantages over HZ amplifiers. The power consumption is fairly
high, partly due to the broadband operation provided by negative feedback. A propagation delay exists in
the closed-loop of the feedback amplifier that may reduce the phase margin of the amplifier and cause
peaking in the frequency response. Additionally, any stray feedback capacitance Cf will further deterior-
ate the ac performance.
Among three types of TZ configuration in CMOS technology (common-source, common-drain, and

common-gate TZ amplifiers), the common-gate configuration has potentially the highest bandwidth due
to its inherently lower input resistance. Using a common-gate input configuration, the resulting amplifier
bandwidth can be made independent of the photodiode capacitance (which is usually the limiting factor
in achieving GHz preamplifier designs). Recently, a novel common-gate TZ amplifier has been demon-
strated, which shows superior performance compared to various other configurations [30,31].
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17.4.4 Layout for HF Operation

Wideband high-gain amplifiers have isolation problems irrespective of the choice of technology. Coup-
lings from output to input, from the power supply rails, and from the substrate are all possible. Therefore,
careful layout is necessary, and special attention must be given to stray capacitance, both on the
integrated circuit and associated with the package [32].

17.4.4.1 Input=Output Isolation

For stable operation, a high level of isolation between I=O is necessary. Three main factors degrade the
I=O isolation [33,34]: (1) capacitive coupling between I=O signal paths through the air and through
the substrate; (2) feedback through the dc power supply rails and ground-line inductance; and (3) the
package cavity resonance since at the cavity resonant frequency, the coupling between I=O can become
very large.
In order to reduce the unwanted coupling (or to provide good isolation, typically more than 60 dB)

between I=O, the I=O pads should be laid out to be diagonally opposite to each other on the chip with a
thin ‘‘left-to-right’’ geometry between I=O. The small input signal enters on the left-hand side of the chip,
while the large output signal exits on the far right-hand side. This helps to isolate the sensitive input
stages from the larger signal output stages [35,36].
The use of fine line-widths and shielding are effective techniques to reduce coupling through the air.

Substrate coupling can be reduced by shielding and by using a thin and low-dielectric substrate. Akazawa
et al. [33] suggest a structure for effective isolation: a coaxial-like signal-line for high shielding, and a very
thin dielectric dc feed-line structure for low characteristic impedance.

17.4.4.2 Reduction of Feedback through the Power Supply Rails

Careful attention should be given to the layout of power supply rails for stable operation and gain
flatness. Power lines are generally inductive; thus, on-chip capacitive decoupling is necessary to reduce
the HF power line impedance. However, a resonance between these inductive and capacitive components
may occur at frequencies as low as several hundred megahertz, causing a serious dip in the gain–
frequency response and an upward peaking in the isolation-frequency characteristics. One way to reduce
this resonance is to add a series damping resistor to the power supply line, making the Q factor of the LC
resonance small. Additionally, the power supply line should be widened to reduce the characteristic
impedance=inductance. In practice, if the characteristic impedance is as small as several ohms, the dip
and peaking do not occur, even without resistive termination [33].
Resonance also occurs between the IC pad capacitance (Cpd) and the bond-wire inductance (Lbond).

This resonance frequency is typically above 2 GHz in miniature RF packages. Also in layout, the power
supply rails of each IC chip stage should be split from the other stages in order to reduce the parasitic
feedback (or coupling effect through wire-bonding inductance), which causes oscillation [34]. This helps
to minimize crosstalk through power supply rail. The IC is powered through several pads and each pad is
individually bonded to the power supply line.

17.4.4.3 I=O Pads

The bond pads on the critical signal path (e.g., input pad and output pads) should be made as small as
possible to minimize the pad-to-substrate capacitance [35]. A floating n-well placed underneath the
pad will further reduce the pad capacitance since the well capacitance will appear in series with the pad
capacitance. This floating well also prevents the pad metal from spiking into the substrate.

17.4.4.4 High-Frequency (HF) Ground

The best possible HF grounds to the sources of the driver devices (and hence the minimization of
interstage crosstalk) can be obtained by separate bonding of each source pad of the driver MOSFETs to
the ground plane that is very close to the chip [36]. A typical bond-wire has a self-inductance of a few nH,
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which can cause serious peaking within the bandwidth of amplifiers or even instability. By using multiple
bond-wires in parallel, the ground-line inductance can be reduced to less than 1 nH.

17.4.4.5 Flip-Chip Connection

In noisy environments, the noise-insensitive benefits of optical fibers may be lost at the receiver
connection between the photodiode and the preamplifier. Therefore, proper shielding, or the integration
of both components onto the same substrate, is necessary to prevent this problem. However, proper
shielding is costly, while integration restricts the design to GaAs technologies.
As an alternative, the flip-chip interconnection technique using solder bumps has been used [37,38].

Small solder bumps minimize the parasitics due to the short interconnection lengths and avoid damages
by mechanical stress. Also, it needs relatively low-temperature bonding and hence further reduces
damage to the devices. Easy alignment and precise positioning of the bonding can be obtained by a
self-alignment effect. Loose chip alignment is sufficient because the surface tension of the molten solder
during reflow produces precise self-alignment of the pads [34]. Solder bumps are fabricated onto the
photodiode junction area to reduce parasitic inductance between the photodiode and the preamplifier.

17.5 Fundamentals of RF Power Amplifier Design

17.5.1 PA Requirements

An important functional block in wireless communication transceivers is the power amplifier (PA). The
transceiver PA takes as input the modulated signal to be transmitted, and amplifies this to the power level
required to drive the antenna. Because the levels of power required to transmit the signal reliably are
often fairly high, the PA is one of the major sources of power consumption in the transceiver. In many
systems, power consumption may not be a major concern, as long as the signal can be transmitted with
adequate power. For battery-powered systems, however, the limited amount of available energymeans that
the power consumed by all devices must be minimized so as to extend the transmit time. Therefore, power
efficiency is one of the most important factors when evaluating the performance of a wireless system.
The basic requirement for a PA is the ability to work at low supply voltages as well as high operating

frequencies, and the design becomes especially difficult due to the trade-offs between supply voltage,
output power, distortion, and power efficiency that can be made. Moreover, since the PA deals with large
signals, small-signal analysis methods cannot be applied directly. As a result, both the analysis and the
design of PAs are challenging tasks.
This section will first present a study of various configurations employed in the design of state-of-the-

art nonlinear RF PAs. Practical considerations toward achieving full integration of PAs in CMOS
technology will also be highlighted.

17.5.2 Power Amplifier Classification

PAs currently employed for wireless communication applications can be classified into two categories:
linear PAs and nonlinear PAs. For linear PAs, the output signal is controlled by the amplitude, frequency,
and phase of the input signal. Conversely, for nonlinear PAs, the output signal is only controlled by the
frequency of input signal.
Conventionally, linear PAs can be classified as Class A, Class B, or Class AB. These PAs produce a

magnified replica of the input signal voltage or current waveform, and are typically used where
accurate reproduction of both the envelope and the phase of the signal is required. However, either
poor power efficiency or large distortion prevents them from being extensively employed in wireless
communications.
Many applications do not require linear RF amplification. Gaussian minimum shift keying (GMSK)

[39], the modulation scheme used in the European standard for mobile communications (GSM), is an
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example of constant envelope modulation. In this
case, the system can make use of the greater effi-
ciency and simplicity offered by nonlinear PAs. The
increased efficiency of nonlinear PAs, such as Class
C, Class D, and Class E, results from techniques
that reduce the average collector voltage–current
product (i.e., power dissipation) in the switching
device. Theoretically, these switching-mode PAs
have 100% power efficiency since, ideally, there is
no power loss in the switching device.

17.5.2.1 Linear Power Amplifiers

17.5.2.1.1 Class A

The basic structure of the Class A PA is shown in
Figure 17.25 [40]. For Class A amplification, the
conduction angle of the device is 3608, that is, the
transistor is in its active region for the entire input cycle. The serious shortcoming with Class A PAs is
their inherently poor power efficiency, since the transistor is always dissipating power. The efficiency of a
single-ended Class A PA is ideally limited to 50%. However, in practice, few designs can reach this ideal
efficiency due to additional power loss in the passive components. In an inductorless configuration, the
efficiency is only about 25% [41].

17.5.2.1.2 Class B

A PA is defined as Class B when the conduction angle for each transistor of a push–pull pair is 1808 during
any one cycle. Figure 17.26 shows an inductorless Class B PA. Since each transistor only conducts for half
of the cycle, the output suffers crossover distortion due to the finite threshold voltage of each transistor.
When no signal is applied, there is no current flowing; as a result, any current through either device flows
directly to the load, thereby maximizing the efficiency. The ideal efficiency can reach 78% [41], allowing
this architecture to be of use in applications where linearity is not the main concern.

17.5.2.1.3 Class AB

The basic idea of Class AB amplification is to preserve the Class B push–pull configuration while
improving the linearity by biasing each device slightly above threshold. The implementation of Class
AB PAs is similar to Class B configurations. By
allowing the two devices to conduct current for
a short period, the output voltage waveform
during the crossover period can be smoothed,
which thus reduces the crossover distortion of
the output signal.

17.5.2.2 Nonlinear Power Amplifiers

17.5.2.2.1 Class C

A Class C PA is the most popular nonlinear
PA used in the RF band. The conduction angle
is less than 1808 since the switching transistor
is biased on the verge of conduction. A portion
of the input signal will make the transistor
operate in the amplifying region, and thus the
drain current of the transistor is a pulsed signal.

RFC
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Vdd
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R   vo(θ)
vi(θ)
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FIGURE 17.25 Single-ended Class A PA.

–Vdd

 +Vdd

Rvi(θ) vo(θ)

FIGURE 17.26 Inductorless Class B PA.
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Figure 17.27a and b shows the basic configuration of a Class C PA and its corresponding waveforms;
clearly, the input and output voltages are not linearly related.
The efficiency of an ideal Class C amplifier is 100% since at any point in time, either the voltage or the

current waveforms are zero. In practice, this ideal situation cannot be achieved, and the power efficiency
should be maximized by reducing the power loss in the transistor. That is, minimize the current through
the transistor when the voltage across the output is high, and minimize the voltage across the output
when the current flows through the device.

17.5.2.2.2 Class D

A Class D amplifier employs a pair of transistors and a tuned output circuit, where the transistors are
driven to act as a two-pole switch and the output circuit is tuned to the switching frequency. The
theoretical power efficiency is 100%. Figure 17.28 shows the voltage-switching configuration of a Class D
amplifier. The input signals of transistors Q1 and Q2 are out of phase, and consequently when Q1 is on,
Q2 is off, and vice versa. Since the load network is a tuned circuit, we can assume that it provides little
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FIGURE 17.27 (a) Class C PA and (b) Class C waveforms.
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FIGURE 17.28 Class D PA.

17-26 Fundamentals of Circuits and Filters



impedance to the operating frequency of the voltage vd and high impedance to other harmonics. Since vd
is a square wave, its Fourier expansion is given by

vd(vt) ¼ Vdc
1
2
þ 2
p
sin (vt)þ 2

3p
sin (3vt) . . .

� 	
(17:45)

The impedance of the RLC series load at resonance is equal to RL, and thus the current is given by

iL(vt) ¼ 2Vdc

pRL
sin (vt) (17:46)

Each of the devices carries the current during one half of the switching cycle. Therefore, the output power
is given by

Po ¼ 2
p2

V2
dc

RL
(17:47)

Design efforts should focus on reducing the switching loss of both transistors as well as generating the
input driving signals.

17.5.2.2.3 Class E

The idea behind the Class E PA is to employ nonoverlapping output voltage and output current
waveforms. Several criteria for optimizing the performance can be found in Ref. [42]. Following these
guidelines, Class E PAs have high power efficiency, simplicity, and relatively high tolerance to circuit
variations [43]. Since there is no power loss in the transistor as well as in the other passive components,
the ideal power efficiency is 100%. Figure 17.29 shows a Class E PA, and the corresponding waveforms
are given in Figure 17.30.
The Class E waveforms indicate that the transistor should be completely off before the voltage across it

changes, and that the device should be completely on before it starts to allow current to flow through it.
Refs. [44,45] demonstrate practical Class E operation at RF frequencies using a GaAs process.

17.5.3 Practical Considerations for RF Power Amplifiers

More recently, single-chip solutions for RF transceivers have become a goal for modern wireless
communications due to potential savings in power, size, and cost. CMOS must clearly be the technology
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FIGURE 17.29 Class E PA.
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of choice for a single-chip transceiver due to the large amount of digital baseband processing required.
However, the PA design presents a bottleneck toward full integration, since CMOS PAs are still not
available. The requirements of low supply voltage, gigahertz-band operation, and high output power
make the implementation of CMOS PAs very demanding. The proposal of ‘‘microcell’’ communications
may lead to a relaxed demand for output power levels that can be met by designs such as that described in
Ref. [46], where a CMOS Class C PA has demonstrated up to 50% power efficiency with 20 mW
output power.
Nonlinear PAs seem to be popular for modern wireless communications due to their inherent high

power efficiency. Since significant power losses occur in the passive inductors as well as the switching
devices, the availability of on-chip, low-loss passive inductors is important. The implementation of
CMOS on-chip spiral inductors has therefore become an active research topic [47].
Due to the poor spectral efficiency of a constant envelope modulation scheme, the high power

efficiency benefit of nonlinear PAs is eliminated. A recently proposed linear transmitter using a nonlinear
PA may prove to be an alternative solution [48]. The development of high mobility devices such as SiGe
HBTs has led to the design of PAs demonstrating output power levels up to 23 dBm at 1.9 GHz with
power-added efficiency of 37% [49]. Practical PA designs require that much attention be paid to issues
of package and harmonic terminations. Power losses in the matching networks must be absolutely
minimized, and trade-offs between power-added efficiency and linearity are usually achieved through
impedance matching. Although GaAs processes provide low-loss impedance matching structures on the
semi-insulating substrate, good shielding techniques for CMOS may prove to be another alternative.

17.5.4 Conclusions

Although linear PAs provide conventional ‘‘easy-design’’ characteristics and linearity for modulation
schemes such as p=4-DQPSK, modern wireless transceivers are more likely to employ nonlinear PAs due
to their much higher power efficiency. As the development of high-quality on-chip passive components
makes progress, the trend toward full integration of the PA is becoming increasingly plausible.
The rapid development of CMOS technology seems to be the most promising choice for PA

integration, and vast improvements in frequency performance have been gained through device scaling.
These improvements are expected to continue as silicon CMOS technologies scale further, driven by the
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FIGURE 17.30 Waveforms of Class E operation.
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demand for high-performance microprocessors. The further development of high mobility devices such
as SiGe HBTs may finally see GaAs MOSFETs being replaced by wireless communication applications,
since SiGe technology is compatible with CMOS.

17.6 Applications of High-Q Resonators in IF-Sampling
Receiver Architectures

Transconductance-C (gm-C) filters are currently the most popular design approach for realizing
continuous-time filters in the intermediate frequency range in telecommunications systems. This section
will consider the special application area of high-Q resonators for receiver architectures employing
IF sampling.

17.6.1 IF Sampling

A design approach for contemporary receiver architectures that is currently gaining popularity is IF
digitization, whereby low-frequency operations such as second mixing and filtering can be performed
more efficiently in the digital domain. A typical architecture is shown in Figure 17.31. The IF signal is
digitized, multiplied with the quadrature phases of a digital sinusoid, and lowpass filtered to yield the
quadrature baseband signals. Since processing takes place in the digital domain, I=Q mismatch problems
are eliminated. The principal issue in this approach, however, is the performance required from the A=D
converter (ADC). Noise referred to the input of the ADC must be very low so that selectivity remains
high. At the same time, the linearity of the ADC must be high to minimize corruption of the wanted
signal through intermodulation effects. Both the above requirements should be achieved at an input
bandwidth commensurate with the value of the IF frequency, and at an acceptable power budget.
Oversampling has become popular in recent years because it avoids many of the difficulties encoun-

tered with conventional methods for A=D and D=A conversion. Conventional converters are often
difficult to implement in fine-line, very large-scale integration (VLSI) technology, because they require
precise analog components and are very sensitive to noise and interference. In contrast, oversampling
converters trade off resolution in time for resolution in amplitude, in such a way that the imprecise
nature of the analog circuits can be tolerated. At the same time, they make extensive use of digital signal
processing power, taking advantage of the fact that fine-line VLSI is better suited for providing fast digital
circuits than for providing precise analog circuits. Therefore, IF-digitization techniques utilizing over-
sampling Sigma-Delta modulators are very well suited to modern submicron CMOS technologies, and
their potential has made them the subject of active research.
Most Delta-Sigma modulators are implemented with discrete-time circuits, switched-capacitor (SC)

implementations being by far the most common. This is mainly due to the ease with which monolithic
SC filters can be designed, as well as the high linearity which they offer. The demand for high-speed SD

oversampling ADCs, especially for converting bandpass signals, makes it necessary to look for a
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FIGURE 17.31 IF-sampling receiver.
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technique that is faster than SC. This demand has stimulated researchers to develop a method for
designing continuous-time SD ADCs (not checked with MS to identify that there is an missing symbol).
Although continuous-time modulators are not easy to integrate, they possess a key advantage over their
discrete-time counterparts. The sampling operation takes place inside the modulator loop, making it is
possible to ‘‘noise-shape’’ the errors introduced by sampling, and provide a certain amount of anti-
aliasing filtering at no cost. On the other hand, they are sensitive to memory effects in the DACs and are
very sensitive to jitter. They must also process continuous-time signals with high linearity. In commu-
nications applications, meeting the latter requirement is complicated by the fact that the signals are
located at very high frequencies.
As shown in Figure 17.32, integrated bandpass implementations of continuous-time modulators

require integrated continuous-time resonators to provide the noise shaping function. The gm-C
approach of realizing continuous-time resonators offers advantages of complete system integration and
total design freedom. However, the design of CMOS high-Q high-linearity resonators at the tens of
megahertz is very challenging. Since the linearity of the modulator is limited by the linearity of the
resonators utilized, the continuous-time resonator is considered to be the most demanding analog
subblock of a bandpass continuous-time Sigma-Delta modulator. Typical specifications for a gm-C
resonator used to provide the noise-shaping function in a SD modulator in a mobile receiver (see Figure
17.32) are summarized in Table 17.4.

17.6.2 Linear Region Transconductor Implementation

The implementation of fully integrated, high-selectivity filters operating at tens to hundreds of megahertz
provides benefits for wireless transceiver design, including chip area economy and cost reduction. The
main disadvantages of on-chip active filter implementations when compared to off-chip passives include
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increased power dissipation, deterioration in the available DR with increasing Q, and Q and resonant
frequency integrity (because of process variations, temperature drifts, and aging, automatic tuning is
often unavoidable, especially in high-Q applications). The transconductor-capacitor (gm-C) technique is
a popular technique for implementing high-speed continuous-time filters and is widely used in many
industrial applications [52]. Because gm-C filters are based on integrators built from an open-loop
transconductance amplifier driving a capacitor, they are typically very fast but have limited linear DR.
Linearization techniques that reduce distortion levels can be used, but often lead to a compromise
between speed, DR, and power consumption.
As an example of the trade-offs in design, consider the transconductor shown in Figure 17.33. This

design consists of a main transconductor cell (M1, M2, M3, M4, M10, M11, and M14) with a negative
resistance load (M5, M6, M7, M8, M9, M12, and M13). Transistors M1 and M2 are biased in the triode
region of operation using cascode devices M3 and M4 and determine the transconductance gain of
the cell. In the triode region of operation, the
drain current versus terminal voltage relation
can be approximated (for simple hand cal-
culations) as ID¼K[2(VGS�VT)VDS�VDS

2],
where K and VT are the transconductance par-
ameter and the threshold voltage, respectively.
Assuming that VDS is constant for both M1
and M2, both the differential mode and the
common-mode transconductance gains can
be derived as GDM¼GCM¼ 2KVDS, which
can thus be tuned by varying VDS.
The high value of common-mode transcon-

ductance is undesirable since it may result in
regenerative feedback loops in high-order fil-
ters. To improve the CMRR transistor and
avoid the formation of such loops, M10 is
used to bias the transconductor, thus trans-
forming it from a pseudo differential to a
fully differential transconductor [53]. Tran-
sistors M11 and M14 constitute a floating volt-
age source, thus maintaining a constant drain-
source voltage for M1 and M2.
The nonlinearities in the voltage-to-current

transfer of this stage are mainly due to three
effects. The first is the finite impedance levels
at the sources of the cascode devices, which
cause a signal-dependent variation of the cor-
responding drain-source voltages of M1 and
M2. A fast floating voltage source and large

TABLE 17.4 Fully Integrated Continuous-Time
Resonator Specifications

Resonator Specifications

Center frequency 50 MHz

Quality factor 50

SFDR >30 dB

Power dissipation Minimal
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FIGURE 17.33 Triode region transconductor.
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cascode transistors therefore need to be used to minimize this nonlinearity. The second cause of
nonlinearity is the variation of carrier mobility m of the input devices M1 and M2 with VGS�VT,
which becomes more apparent when short-channel devices are used (K¼m � Cox � W=2 � L) . A simple
first-order model for transverse-field mobility degradation is given by m¼m0=(1þ u � (VGS�VT)), where
m0 and u are the zero-field mobility and the mobility reduction parameter, respectively. Using this model,
the third-order distortion can be determined by a Maclaurin series expansion as u2=4(1þ u(VCM�VT))
[54]. This expression cannot be regarded as exact, although it is useful to obtain insight. Furthermore, it is
valid only at low frequencies, where reactive effects can be ignored and the coefficients of theMaclaurin series
expansion are frequency independent. At high frequencies orwhen very low values of distortion are predicted
by the Maclaurin series method, a generalized power series method (Volterra series) must be employed
[55,56]. Finally, a further cause of nonlinearity is a mismatch between M1 andM2, which can be minimized
by good layout. A detailed linearity analysis of this transconductance stage is presented in Ref. [15].
To provide a load for the main transconductor cell, a similar cell implemented by p-devices is used.

The gates of the linear devices M5 and M6 are now cross-coupled with the drains of the cascode devices
M7 and M8. In this way, weak positive feedback is introduced. The differential-mode output resistance
can now become negative and is tuned by the VDS of M5 and M6 (M12 and M13 form a floating voltage
source), while the common-mode output resistance attains a small value.
When connected to the output of the main transconductor cell as shown in Figure 17.33, the cross-

coupled p-cell forms a high-ohmic load for differential signals and a low-ohmic load for common-mode
signals, resulting in a controlled common-mode voltage at the output [54,57]. CMRR can be increased
even further using M10, as described previously. Transistor M9 is biased in the triode region of operation
and is used to compensate the offset common-mode voltage at the output.
The key performance parameter of an integrator is the phase shift at its unity-gain frequency.

Deviations from the ideal �908 phase include phase lead due to finite dc gain and phase lag due to HF
parasitic poles. In the transconductor design of Figure 17.33, dc gain is traded for phase accuracy, thus
compensating the phase lag introduced by the parasitic poles. The reduction in dc gain for increased
phase accuracy is not a major problem for bandpass filter applications, since phase accuracy at the center
frequency is extremely important while dc gain has to be adequate to ensure that attenuation specifica-
tions are met at frequencies below the passband.
From simulation results using parameters from a 0.8mmCMOS process, with the transconductor unity-

gain frequency set at 50 MHz, third-order intermodulation components were observed at �78 dB with
respect to the fundamental signals (two input signals at 49.9 and 50.1MHzwere applied, each at 50mVpp).

17.6.3 gm-C Bandpass Biquad

17.6.3.1 Filter Implementation

The implementation of on-chip high-Q resonant circuits presents a difficult challenge. Integrated passive
inductors have generally poor quality factors, which limits the Q of any resonant network in which they
are employed. For applications in the hundreds of megahertz to a few gigahertz, one approach is to
implement the resonant circuit using low-Q passive on-chip inductors with additional Q-enhancing
circuitry. However, for lower frequencies (tens of megahertz), on-chip inductors occupy a huge area and
this approach is not attractive.
As disscussed above, an alternative method is to use active circuitry to eliminate the need for inductors.

gm-C-based implementations are attractive due to their high-speed potential and good tunability. A
bandpass biquadratic section based upon the transconductor of Figure 17.33 is shown in Figure 17.34.
The transfer function of Figure 17.34 is given by

Vo

Vi
¼ gmi � Ro

(Ro � C)2
� (1þ s � Ro � C)

s2 þ s 2�Roþg2m�R2
o�R

R2
o�C þ 1þg2m�R2

o
R2
o�C2

n o (17:48)
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Ro represents the total resistance at the nodes due to the finite output resistance of the transconductors. R
represents the effective resistance of the linear region transistors in the transconductor (see Figure 17.33),
and is used here to introduce damping and control the Q. From Equation 17.48, it can be shown that vo�
gm=C, Q� gm � Ro=(2þRo � R � g2m), Qmax¼Q jr¼ 0¼ (gm � Ro)=2 and Ao¼ gmi � Q. Thus, gm is used to set
the central frequency, R is used to control the Q, and gmi controls the bandpass gain Ao. A dummy gmi is
used to provide symmetry and thus better stability due to process variations, temperature, and aging.
One of the main problems when implementing high-Q HF resonators is maintaining the stability of

the center frequency vo and the quality factor Q. This problem calls for very careful layout and the
implementation of an automatic tuning system. Another fundamental limitation regarding available DR
occurs: namely, that the DR of high-Q gm-C filters has been found to be inversely proportional to the
filter Q [57]. The maximum DR is given by

DR ¼ V2
max

V2
noise

¼ V2
max � C

4 � k � T � j � Q (17:49)

where
Vmax is the maximum rms voltage across the filter capacitors
C is the total capacitance
k is Boltzman’s constant
T is the absolute temperature
j is the noise factor of the active circuitry (j¼ 1 corresponds to output noise equal to the thermal
noise of a resistor of value R¼ 1=gm, where gm is the transconductor value used in the filter)

In practice, the DR achieved will be less than this maximum value due to the amplification of both
noise and intermodulation components around the resonant frequency. This is a fundamental limitation,
and the only solution is to design the transconductors for low noise and high linearity. The linearity
performance in narrowband systems is characterized by the spurious-free dynamic range (SFDR). SFDR
is defined as the SNR when the power of the third-order intermodulation products equals the noise
power. As shown in Ref. [15], the SFDR of the resonator in Figure 17.34 is given by

SFDR ¼ 1

2(k � T)2=3
3 � V2

o,peak � C
4 � j � IM3,int

 !2=3
1
Q2

(17:50)

where IM3,int is the third-order intermodulation point of the integrator used to implement the resonator.
The SFDR of the resonator thus deteriorates by 6 dB if the quality factor is doubled, assuming that the
output swing remains the same. In contrast, implementing a resonant circuit using low-Q passive on-chip
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FIGURE 17.34 Biquad bandpass.

High-Frequency Amplifiers 17-33



inductors with additional Q-enhancing circuitry leads to a DR amplified by a factor Qo, where Qo is the
quality factor of the on-chip inductor itself [59]. However, as stated above, for frequencies in the tens of
megahertz, on-chip inductors occupy a huge area and thus the Qo improvement in DR is not high
enough to justify the area increase.

17.6.3.2 Simulation Results

To confirm operation, the filter shown in Figure 17.34 has been simulated in HSPICE using process
parameters from a commercial 0.8 mm CMOS process. Figure 17.35 shows the simulated frequency and
phase response of the filter for a center frequency of 50 MHz and a quality factor of 50. Figure 17.36
shows the simulated output of the filter when the input consists of 2 tons at 49.9 and 50.1 MHz,
respectively, each at 40 mVpp. At this level of input signal, the third-order intermodulation components
were found to be at the same level as the noise. Thus, the predicted SFDR is about 34 dB with Q¼ 50.
Table 17.5 summarizes the simulation results.

17.7 Log-Domain Processing

17.7.1 Instantaneous Companding

The concept of instantaneous companding is an emerging area of interest within the field of analog
integrated circuit design. Currently, the main area of application for this technique is the implementation
of continuous-time, fully integrated filters with wide DR, HF potential, and wide tunability.

With the drive toward lower supply voltages and higher operating frequencies, traditional analog
integrated circuit design methodologies are proving inadequate. Conventional techniques to linearize
inherently nonlinear devices require an overhead in terms of increased power consumption or reduced
operating speed. Recently, the use of companding, originally developed for audio transmission, has been
proposed as an elegant solution to the problem of maintaining DR and HF operation under low supply
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voltage [50]. In this approach, nonlinear amplifiers are used to compress the DR of the input signal to
ensure, for example, that signal levels always remain above a certain noise threshold but below levels that
may cause overload. The overall system must thus adapt its operation to ensure that input–output
linearity is maintained as the instantaneous signal level alters. Although the system is input–output
linear, signals internal to the system are inherently nonlinear. Companding has traditionally been
realized in two ways—syllabic and instantaneous—depending on how the system adapts in response to
the changing input signal level. In syllabic companding, the level of compression (and expansion) is a
nonlinear function of a slowly varying property of the signal (e.g., envelope or power). In contrast,
instantaneous companding adapts the compression and expansion ratios instantaneously with the
changing input signal amplitude.
Perhaps the best-known recent example of this approach is the log-domain technique, where the

exponential I–V characteristics of bipolar junction transistors (BJTs) are directly exploited to implement
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FIGURE 17.36 Simulated two-tone intermodulation test.

TABLE 17.5 Simulation Results

Power dissipation (supply voltage¼ 5 V) 12.5 mW

Common-mode output offset <1 mV

Center frequency 50 MHz

Quality factor 50

Output noise voltage (integrated over
the band from 40 to 60 MHz
with Q¼ 50)

500 mVrms

Output signal voltage (so that
intermodulation components are
at the same level as the noise, Q¼ 50)

25.2 mVrms

SFDR (Q¼ 50) 34 dB
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input–output linear filters. Since the large signal device equations are utilized, there is no need for small-
signal operation or local linearization techniques, and the resulting circuits have the potential for wide
DR and HF operation under low power supply voltages. Log-domain circuits are generally implemented
using BJTs and capacitors only and thus are inherently suitable for integration. The filter parameters are
easily tunable, which makes them robust. In addition, the design procedure is systematic, which suggests
that these desirable features can be reproduced for different system implementations. Section 17.7.2
provides an introduction to the synthesis of log-domain filters and highlights various performance issues.
Interested readers are advised to consult Refs. [61–76] for a more detailed treatment of the subject.

17.7.2 Log-Domain Filter Synthesis

The synthesis of log-domain filters using state-space transformations was originally proposed by Frey
[62]. As an example of this methodology, consider a biquad filter with the following transfer function:

Y(s) ¼ svoU1(s)þ v2
oU2(s)

s2 þ (vo=Q)sþ v2
o

(17:51)

Thus, using u1 as input gives a bandpass response at the output y, while using u2 as input gives a lowpass
response. This system can also be described by the following state space equations:

_x1 ¼ �(vo=Q)x1 � vox2 þ vou1
_x2 ¼ �vox1 � vou2
y ¼ x1

(17:52)

where a ‘‘dot’’ denotes differentiation in time. To transform these linear state equations into nonlinear
nodal equations that can be directly implemented using bipolar transistors, the following exponential
transformations are defined:

x1 ¼ IS exp
V1

Vt

� �
u1 ¼ I2S

Io

� �
exp

Vin1

Vt

� �

x2 ¼ Io exp
V2

Vt

� �
u2 ¼ IS exp

Vin2

Vt

� � (17:53)

These transformations map the linear state variables to currents flowing through bipolar transistors
(BJTs) biased in the active region. IS represents the BJT reverse saturation current, while Vt is the thermal
voltage. Substituting these transformations into the state (Equation 17.52) gives

C _V1 ¼ � Io
Q
� I2o

IS
exp

V2 � V1

Vt

� �
þ IS exp

Vo1 � V1

Vt

� �

C _V2 ¼ IS exp
V1 � V2

Vt

� �
� IS exp

Vo2 � V2

Vt

� �

y ¼ IS exp
V1

Vt

� �
(17:54)

In Equation 17.54, a tuning current Io¼CvoVt is defined, where C is a scaling factor which represents a
capacitance. The linear state space equations have thus been transformed into a set of nonlinear nodal
equations, and the task for the designer is now to realize a circuit architecture that will implement these
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nonlinear equations. Considering the first two equations in Equation 17.54, the terms on the LHS can be
implemented as currents flowing through grounded capacitors of value C connected at nodes V1 and V2,
respectively. The expressions on the RHS can be implemented by constant current sources in conjunction
with appropriately biased bipolar transistors to realize the exponential terms. The third equation in
Equation 17.54 indicates that the output y can be obtained as the collector current of a bipolar transistor
biased with a base–emitter voltage V1.

Figure 17.37 shows a possible circuit implementation, which is derived using Gilbert’s translinear
circuit principle [63]. The detailed circuit implementation is described in more detail in Ref. [62]. The
center frequency of this filter is given by vo¼ (Io=CVt) and can thus be tuned by varying the value of the
bias current Io.

17.7.3 Performance Aspects

17.7.3.1 Tuning Range

Both the quiescent bias current Io and capacitance value C can be varied to alter the filter response.
However, the allowable capacitor values are generally limited to within a certain range. On the lower side,
C must not become smaller than the parasitic device capacitance. The base–emitter diffusion capacitance
of the transistors is particularly important, since this is generally the largest device capacitance (up to the
picofarad range) and is also nonlinear. In addition, as the value of C decreases, it becomes more difficult
to match the capacitance values. The silicon area available limits the maximum value of C; for example, in
a typical technology, a 50 pF poly–poly capacitor consumes 1003 1000 mm of silicon area.
The range of allowable currents in a modern BJT is, in principle, fairly large (several decades);

however, at very low and very high current levels, the current gain (b) is degraded. For HF operation,
particular attention must be paid to the actual ft of the transistors, which is given by [6]
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FIGURE 17.37 A log-domain biquadratic filter. A lowpass response is obtained by applying a signal at Iu2 and
keeping Iu1 constant, while a bandpass response is obtained by applying a signal at Iu1 and keeping Iu2 constant.
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ft ¼ gm
2p(Cp þ Cm)

¼ gm
2p(Cd þ Cje þ Cjc)

(17:55)

where
Cje and Cjc represent the emitter and collector junction capacitance, respectively, and are only a
weak function of the collector bias current

Cd represents the base–emitter diffusion capacitance and is proportional to the instantaneous
collector current; Cd¼ (tf Ic=Vt), where tf is the effective base transit time

gm represents the device transconductance, which is again dependent on the collector current;
gm¼ (Ic=Vt)

At high current levels, the diffusion capacitance is much larger than the junction capacitance, and thus:

ft ¼ gm
2pCd

¼ 1
2ptf

(17:56)

At lower current levels, Cd and gm decrease, whereas Cje and Cjc remain constant and ft is reduced:

ft ¼ gm
2p(Cje þ Cjc)

(17:57)

At very high current levels, ft again reduces due to the effects of high-level injection.

17.7.3.2 Finite Current Gain

To verify the performance of the biquad filter, the circuit of Figure 17.37 was simulated using HSPICE with
transistor parameters from a typical bipolar process. Transient (large signal) simulations were carried out to
confirm the circuit operation, and the lowpass characteristic (input at Iu2) is found to be very close to the ideal
response. However, with an input signal applied at Iu1 to obtain a bandpass response, the filter performance
clearly deviates from the ideal characteristic as shown in Figure 17.38. At low frequencies, the stop-band
attenuation is only 25 dB. Resimulating the circuit with ideal transistor models gives the required ideal
bandpass characteristic as shown in Figure 17.38; and by reintroducing the transistor parameters one at a
time, the cause of the problem is found to be the finite current gain (b) of the bipolar transistors.
To increase the effective b, each transistor can be replaced by a Darlington pair, as shown in Figure

17.39. This combination acts as a bipolar transistor with b¼babbþbaþbb�b2. Simulating the
bandpass response of the circuit with Darlington pairs results in improved stop-band attenuation as
shown in Figure 17.40, where the dc attenuation H(0) is now approximately �50 dB. A disadvantage,
however, is that a higher supply voltage is now required, since the effective base–emitter voltage Vbe of
the Darlington pair is double that of a single device. In addition, the current in device Qa of Figure 17.39
is now b times smaller than the design current Io, resulting in a much lower ft for this device.

An alternative method to improve the bandpass characteristic is described below. The (nonideal)
transfer function from the bandpass input Iu1 is described by

H1(s) ¼ Iout(s)
Iu1(s)

¼ vo(sþ vz)
s2 þ (vo=Q)sþ v2

o
(17:58)

vz is a parasitic zero, which describes the low-frequency ‘‘flattening-out’’ of the bandpass characteristic.
The transfer function from the second input Iu2 is a lowpass response:

H2(s) ¼ Iout(s)
Iu2(s)

¼ v2
o

s2 þ (vo=Q)sþ v2
o

(17:59)
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By applying a scaled version of the input signal Iu1 to the lowpass input Iu2, the unwanted zero vz can
thus be compensated. Setting Iu2¼�(vz=vo) Iu1

Iout(s) ¼
vo(sþ vz)Iu1(s)þ v2

o � vz
vo
Iu1(s)

� �
s2 þ (vo=Q)sþ v2

o
¼ vos

s2 þ (vo=Q)sþ v2
o
Iu1(s) (17:60)

This idea is confirmed by simulation as shown in Figure 17.40.
However, in practice, since this technique is very sensitive to
the exact factor by which the input signal is scaled, active
on-chip tuning would be required.

17.7.3.3 Frequency Performance

The log-domain filter operates in current mode, and all nodes
within the circuit have an impedance of the order of 1=gm.
Thus, any parasitic poles or zeros within the circuit are of the
order of gm=Cp, where Cp represents the parasitic capacitance at
the given node. Typically, the parasitic capacitors are domin-
ated by base–emitter diffusion capacitance Cp, and the para-
sitic poles are situated close to the ft of the technology. This
underscores the potential of the log-domain technique for HF
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operation. In practice, as with all HF circuits, careful design and layout are required to achieve the
maximum frequency potential [75,76].

17.7.4 Basic Log-Domain Integrator

Section 17.7.3 has outlined some of the limitations of practical log-domain circuits that result from
intrinsic device parasitics. This section analyzes these nonidealities in more detail by considering the
simplest log-domain circuit, a first-order lowpass filter (lossy integrator).
A log-domain first-order lowpass filter is shown in Figure 17.41. Referring to this circuit, and assuming

an ideal exponential characteristic for each BJT, the following set of equations can be written (assuming
matched components and neglecting the effect of base currents):

Iin ¼ IS exp
Vin

Vt

� �
Iout ¼ IS exp

Vout

Vt

� �

Vout ¼ Vc þ Vt ln
Io
IS

� �
Io þ C

dVc

dt
¼ IS exp

Vin � Vc

Vt

� � (17:61)

10.0 U
2.0 U

150.0

100.0

50.0

0.

–50.0

–100.0

100.0
1.0 K 10.0 K 100.0 K 1.0 X 10.0 X 100.0 X 1.0 G

10.0 G

–150.0

10.0

1.0

100.0 M

10.0 M

AM
P 

 M
AG

 L
og

Ph
as

e O
EG

 L
IN

Hertz (log)

1.0 M

100.0 U

FIGURE 17.40 Possible solutions for the effect of finite b. The ‘‘dashed-dotted’’ line is the original response with a
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Combining these equations results in the following linear first-order differential equation:

CVt

Io

� �
dIout
dt

þ Iout ¼ Iin (17:62)

Taking the Laplace transform produces the following linear transfer function:

Iout(s)
Iin(s)

¼ Io
Io þ sCVt

(17:63)

Equation 17.63 describes a first-order lowpass circuit with �3 dB frequency fc¼ Io=2pCVt. This transfer
function has been derived assuming an ideal exponential BJT characteristic; however, in practice, device
nonidealities will introduce deviations from this ideal exponential characteristic, resulting in transfer
function errors and distortion. This is similar to the case of ‘‘conventional’’ linear system design, where
any deviation from the ideal linear building block response will contribute to output distortion. A brief
discussion of the performance limitations of log-domain filters due to device nonidealities is given below;
further discussion of distortion and performance limitations can be found in Refs. [65,66].

17.7.4.1 Effects of Finite Current Gain

Assuming all transistors have equal b, Equation 17.62 is modified to the following nonlinear differential
equation (neglecting terms with b2 or higher in the denominator):

CVt

Io

� �
dIout
dt

1þ Io
Iout(1þ b)

� �
þ Iout 1þ Iout

bIo

� �
þ 2Io
1þ b

¼ Iin 1þ Iin
b

� �
(17:64)

An analytical solution to Equation 17.64 is difficult to obtain; thus, a qualitative discussion is given. At
low frequencies, neglecting the differential terms, finite b causes a dc gain error and quadratic (even-
order) distortion. At high frequencies, the differential term is modified, depending on the values of Iout
and b; therefore, scalar error and modulation of the 3 dB frequency are expected. In practice, the effects
of finite b are further complicated due to its dependence on frequency and device collector current.

17.7.4.2 Component Mismatch

Emitter area mismatches cause variations in the saturation current IS between transistors. Taking the
emitter area into account, Equation 17.62 can be rewritten as

CVt

Io

� �
dIout
dt

þ Iout ¼ lIin (17:65)
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FIGURE 17.41 A first-order lowpass filter (lossy integrator).
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where l¼ (IS3IS4=IS1IS2)¼ (A3A4=A1A2). It is clear from Equation 17.65 that area mismatches introduce
only a change in the proportionality constant or dc gain of the integrator, and do not have any effect on
the linearity or time constant of the integrator. The gain error can be compensated by easily adjusting one
of the dc bias currents; thus, Is mismatches do not seem to be a significant problem.

17.7.4.3 Ohmic Resistance

Ohmic resistances include the base and emitter diffusion resistance, and the resistance of interconnects
and contact interfaces. For simplicity, all these resistances can be referred to the base as an equivalent
ohmic base resistance rb. The device collector current can thus be defined as

Ic ¼ IS exp
Vbe � Ibrb

Vt

� �
¼ IS exp

Vbe

Vt

� �
exp (�aIc) (17:66)

where
Vbe is the applied (extrinsic) base–emitter voltage
a¼ rb=bVt

When the first-order filter of Figure 17.41 is analyzed using the expression given in Equation 17.66, a
modified differential equation is obtained (assuming all base resistances are equal):

CVt

Io

� �
d[IouteaIout ]

dt
þ Ioute

aIout ¼ (e@aIo )Iine
aIin e �a

CVt
Io

dIout
dt (1þaIout)ð Þ (17:67)

The term @a represents the difference between two a values and will be close to zero if all base resistances
are assumed equal, and thus can be neglected. At frequencies well below vo, the time derivative in the
exponent can also be neglected to give

CVt

Io

� �
d[Iout exp (aIout)]

dt
þ Iout exp (aIout) ¼ Iin exp (aIin) (17:68)

Expanding the differential term in Equation 17.68:

Iout exp (aIout)þ t
dIout
dt

exp (aIout)þ taIout
dIout
dt

exp (aIout) ¼ Iin exp (aIin) (17:69)

Equation 17.69 is clearly no longer linear; and thus, distortion products will be present at the output. To
quantify this distortion, we apply as an input signal Iin¼A exp(jvt), and expect as output:

Iout ¼ B exp j(vwþ u)þ c exp j(2vt þ f)þ D exp j(3vt þ c) (17:70)

Expanding the exponential terms in Equation 17.69 by the first few terms of their series expansion:

exp (x) ¼ 1þ x þ x2

2
þ x3

6
(17:71)

and identifying the terms in exp(jvt), exp(2jvt), etc. results in

B exp ju ¼ A
1þ st

C exp jf ¼ aA2p(t) D exp jc ¼ a2A3q(st) (17:72)
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The expression for B is (as expected) the first-order transfer function of the system. The expressions for C
and D give the second and third harmonic terms:

HD2 ¼ jC exp jfj
jAj HD3 ¼ jD exp jcj

jAj (17:73)

p(st) and q(st) are rational functions in st; thus, the output distortion is frequency dependent. Distortion
is low at low frequencies, and peaks around the cut-off frequency (st¼ 1), where p¼ 0.25 and q¼ 2. The
maximum distortion levels can be approximated as

HD2(max ) ¼ 0:25aA ¼ 0:25
rb
bVt

Iin

HD3(max ) ¼ 2(aA)2 ¼ 2
rb
bVt

� �2

I2in

(17:74)

These expressions demonstrate that when the voltage drop across the base resistance becomes compar-
able to Vt, there is significant distortion. This analysis also predicts that the distortion is larger at
frequencies closer to the cut-off frequency, which is confirmed by circuit simulation.
In practice, the base resistance can be minimized by good layout (multiple base contacts), or by

connecting several transistors in parallel. The latter, however, decreases the current through each
transistor, which may lead to a decrease in ft. It should be noted that, from a technological point of
view, a high ft and a low rb are opposing goals. To achieve a high ft, the base should be as shallow as
possible, reducing base transit time. At the same time, however, a shallow base increases the silicon
(intrinsic) base resistance.

17.7.4.4 Early Effect

The early effect (base-width modulation) causes the collector current to vary with the collector–emitter
and base–collector voltages. Considering the variation of collector–emitter voltage, the collector current
can be written as Ic¼ (1þVce=VA) exp (Vbe=Vt), where VA is the forward-biased early voltage. An
analysis of the circuit of Figure 17.41 shows that the early effect introduces a scalar error to the dc
gain as in the case of emitter area (IS) mismatch. In practice, the base-width modulation of the devices
also introduces distortion because Vce and Vbc are signal dependent. However, since voltage swings in
current-mode circuits are minimized, this is not believed to be a major source of distortion.

17.7.4.5 Frequency Limitations

Each bipolar transistor has various intrinsic capacitors, the most important being Cm (base–collector
junction capacitance), Ccs (collector–substrate junction capacitance), and Cp (the sum of the base–
emitter junction capacitance and the base–emitter diffusion capacitance). The junction capacitors depend
only slightly on the operating point, while the base–emitter diffusion capacitance is proportional to the
bias current, as given by Cd¼ t f Ic=Vt. To determine the position of the parasitic poles and zeros, Figure
17.41 should be analyzed using large-signal device models. Unfortunately, the complexity of the resulting
expressions renders this approach impractical even for the simplest log-domain circuits. To gain an
intuitive understanding of the HF limitations of the circuit, a small-signal analysis can be performed.
Although log-domain circuits are capable of large-signal operation, this small-signal approach is justified
to some extent since small signals can be considered ‘‘special case’’ of large signals. If the circuit fails to
operate correctly for small signals, then it will almost certainly fail in large-signal operation (unfortu-
nately, the opposite does not hold; if a circuit operates correctly for small signals, it does not necessarily
work well for large signals). Analyzing the circuit of Figure 17.41, replacing each transistor by a
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small-signal (hybrid-p) equivalent model (comprising gm, rb, rp, Cp, Cm) [64], results in the following
expression:

Iout
Iin

¼ gm4

gm1

� �
1þ tzs

(1þ tp1s)(1þ tp2s)
(17:75)

tp1 is the time constant of the first (dominant) pole, given by

tp1 ¼ C
gm2

þ (Cm4 þ Cp4) rb4 þ 1
gm2

þ 1
gm3

� �
þ Cp1

gm1

þ Cp2

gm2

þ Cp3

gm3
þ Cm1rb1 þ Cm2rb2 þ Cm3rb3 (17:76)

Ideally, this pole location should depend only on the design capacitance C, and not on the device
parasitics. Therefore, Cm rb, Cp=gm � C=gm2. Since 1=Cmrb is typically much greater than ft, this first
constraint does not form a limit. The value of Cp=gm depends on the operating point. For large currents,
Cp is dominated by diffusion capacitance Cd so that Cp=gm ¼ 1=ft. For smaller currents, gm decreases
while Cp becomes dominated by junction capacitance Cje, so that Cp=gm >> 1=ft. Thus, it would seem that
the usable cut-off frequency of the basic log-domain first-order filter is limited by the actual ft of the
transistors. The second pole time constant tp2 (assuming that tp1¼C=gm2) is

tp2 ¼ (Cm4 þ Cp4) rb4 þ 1
gm3

� �
þ (Cm2 þ Cp2) rb2 þ 1

gm1

� �
þ Cp1 þ Ccs1

gm1

þ Cp13 þ Ccs3

gm3

þ Cm1rb1 þ Cm4rb4 (17:77)

This corresponds approximately to the ft of the transistors, although Equation 17.77 shows that the
collector–substrate capacitance also contributes toward limiting the maximum operating frequency. The
zero time constant tz is given by

tz ¼ (Cp1 þ Cm1)rb1 þ Cp2

gm2
þ Cp4

gm4
þ Cm4rb4 (17:78)

This is of the same order of magnitude as the second pole. This means that the first zero and the second
pole will be close together, and will compensate to a certain degree. However, in reality, there are more
poles and zeros than Equation 17.75 would suggest, and it is likely that others will also occur around the
actual ft of the transistors.

17.7.4.6 Noise

Noise in companding and log-domain circuits is discussed in some detail in Refs. [68–70], and a
complete treatment is beyond the scope of this discussion. For linear (noncompanding) circuits, noise
is generally assumed to be independent of signal level, and the SNR will increase with increasing input
signal level. This is not true for log-domain systems. At small input signal levels, the noise value can be
assumed approximately constant, and an increase in signal level will give an increase in SNR. At high
signal levels, the instantaneous value of noise will increase, and thus the SNR levels out at a constant
value. This can be considered as an intermodulation of signal and noise power. For the Class A circuits
discussed above, the peak signal level is limited by the dc bias current. In this case, the large-signal
noise is found to be of the same order of magnitude as the quiescent noise level, and thus a linear
approximation is generally acceptable (this is not the case for Class AB circuits).
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17.7.5 Synthesis of Higher-Order Log-Domain Filters

The state-space synthesis technique outlined above proves difficult if implementation of high-order filters
is required, since it becomes difficult to define and manipulate a large set of state equations. One solution
is to use the signal flow graph (SFG) synthesis method proposed by Perry and Roberts [71] to simulate
LC ladder filters using log-domain building blocks. The interested reader is also referred to Refs. [72–74],
which present modular and transistor-level synthesis techniques that can be easily extended to higher-
order filters.
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18.1 Electrical Circuit

An electrical circuit or electrical network is an array of interconnected elements wired so as to be capable
of conducting current. As discussed earlier, the fundamental two-terminal elements of an electrical
circuit are the resistor, capacitor, inductor, voltage source, and current source. The circuit schematic
symbols of these elements, together with the algebraic symbols used to denote their respective general
values, shown in Figure 18.1.
As suggested in Figure 18.1, the value of a resistor is known as its resistance, R, and its dimensional

units are ohms. The case of a wire used to interconnect the terminals of two electrical elements
corresponds to the special case of a resistor whose resistance is ideally zero ohms; that is, R¼ 0. For
the capacitor in Figure 18.1b, the capacitance, C, has units of farads, and from Figure 18.1c, the value of
an inductor is its inductance, L, the dimensions of which are henries. In the case of the voltage sources
depicted in Figure 18.1d, a constant, time-invariant source of voltage, or battery, is distinguished from a
voltage source that varies with time. The latter type of voltage source is often referred to as a time-varying
signal or simply, a signal. In either case, the value of the battery voltage, E, and the time-varying signal,
v(t), is in units of volts. Finally, the current source of Figure 18.1e has a value, I, in units of amperes,
which is typically abbreviated as amps.
Elements having three, four, or more than four terminals can also appear in practical electrical

networks. The discrete component bipolar junction transistor (BJT), which is schematically portrayed
in Figure 18.2a, is an example of a three-terminal element, in which the three terminals are the collector,
base, and emitter. On the other hand, the monolithic metal-oxide-semiconductor field-effect transistor
(MOSFET) depicted in Figure 18.2b has four terminals: drain, gate, source, and bulk substrate.
Multiterminal elements appearing in circuits identified for systematic mathematical analyses are

routinely represented, or modeled, by equivalent subcircuits formed of only interconnected two-terminal
elements. Such a representation is always possible, provided that the list of two-terminal elements
itemized in Figure 18.1 is appended by an additional type of two-terminal element known as the
controlled source, or dependent generator. Two of the four types of controlled sources are voltage
sources and two are current sources. In Figure 18.3a, the dependent generator is a voltage-controlled
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voltage source (VCVS) in that the voltage, vo(t), developed from terminal 3 to terminal 4 is a function of,
and is therefore dependent on, the voltage, vi(t), established elsewhere in the considered network from
terminal 1 to terminal 2. The controlled voltage, vo(t), as well as the controlling voltage, vi(t), can be
constant or time-varying. Regardless of the time-domain nature of these two voltage, the value of vo(t) is

(e)

(d)

(c)

(b)

(a)

R

C

L

E

I

+–

+–

v(t)

Resistor:

Resistance = R (in Ohms)

Capacitor:

Capacitance = C (in Farads)

Inductor:

Inductance = L (in Henries)

Constant voltage (Battery):

Voltage = E (in Volts)

Time-varying voltage:

Voltage = V (in Volts)

Current source:

Current = I (in Amperes)

FIGURE 18.1 Circuit schematic symbol and corresponding value notation for (a) resistor, (b) capacitor,
(c) inductor, (d) voltage source, and (e) current source. Note that a constant voltage source, or battery, is
distinguished from a voltage source that varies with time.

Bipolar junction
transistor (BJT )

Metal-oxide-
semiconductor

field-effect
transistor (MOSFET)

Collector (C )

Base (b)

Emitter (E )

Drain (D)

Substrate (B)Gate (G)

Source (S)

(a)

(b)

FIGURE 18.2 Circuit schematic symbol for (a) discrete component BJT and (b) MOSFET.
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not an independent number. Instead, its value is determined by vi(t) in accordance with a prescribed
functional relationship, for example,

vo(t) ¼ f [vi(t)] (18:1)

If the function, f(�), is linearly related to its argument, Equation 18.1 collapses to the form

vo(t) ¼ fmvi(t) (18:2)

where fm is a constant, independent of either vo(t) or vi(t). When the function on the right-hand side of
Equation 18.1 is linear, the subject VCVS becomes known as a linear voltage-controlled voltage source.
The second type of controlled voltage source is the current-controlled voltage source (CCVS) depicted

in Figure 18.3b. In this dependent generator, the controlled voltage, vo(t), developed from terminal 3 to
terminal 4 is a function of the controlling current, ii(t), flowing elsewhere in the network between
terminals 1 and 2, as indicated. In this case, the generalized functional dependence of vo(t) on ii(t) is
expressible as

vo(t) ¼ r[ii(t)] (18:3)

which reduces to

vo(t) ¼ rmii(t) (18:4)

when r(�) is a linear function of its argument.
The two types of dependent current sources are diagrammed symbolically in Figure 18.3c and d. Figure

18.3c depicts a voltage-controlled current source (VCCS), for which the controlled current io(t), flowing
in the electrical path from terminal 3 to terminal 4, is determined by the controlling voltage, vi(t),
established across terminals 1 and 2. Therefore, the controlled current can be written as

io(t) ¼ g[vi(t)] (18:5)

(a)

vi (t) vo(t)

vi(t) ii(t)

ii(t)f [vi(t)] r[ii(t)]

g[vi(t)] a[ii(t)]

vo(t)

1 1

2 2

3 3

44

io(t) io(t)

(b)

(d)(c)

+ + + + +

– –
– –

–

1

2

+

–

3

4

3

4

1

2

FIGURE 18.3 Circuit schematic symbol for (a) VCVS, (b) CCVS, (c) VCCS, and (d) CCCS.

Fundamental Circuit Concepts 18-3



In the current-controlled current source (CCCS) of Figure 18.3d

io(t) ¼ a[ii(t)] (18:6)

where the controlled current, io(t), flowing from terminal 3 to terminal 4 is a function of the controlling
current, ii(t), flowing elsewhere in the circuit from terminal 1 to terminal 2. As is the case with the two
controlled voltage sources studied earlier, the preceding two equations collapse to the linear relationships

io(t) ¼ gmvi(t) (18:7)

and

io(t) ¼ aaii(t) (18:8)

when g(�) and a(�), respectively, are linear functions of their arguments.
The immediate implication of the controlled source concept is that the definition for an electrical

circuit given at the beginning of this section can be revised to read ‘‘an electrical circuit or electrical
network is an array of interconnected two-terminal elements wired in such a way as to be capable of
conducting current.’’ Implicit in this revised definition is the understanding that the two-terminal
elements allowed in an electrical circuit are the resistor, capacitor, inductor, voltage source, current
source, and any of the four possible types of dependent generators.
In, an attempt to reinforce the engineering utility of the foregoing definition, consider the voltage-

mode operational amplifier, or op-amp, whose circuit schematic symbol is submitted in Figure 18.4a.
Observe that the op-amp is a five-terminal element. Two terminals, labeled 1 and 2, are provided to
receive input signals that derive either from external signal sources or from the output terminals of
subcircuits that feedback a designable fraction of the output signal established between terminal 3 and the
system ground. Battery voltages, identified as ECC and EBB in the figure, are applied to the remaining two
op-amp terminals (terminals 4 and 5) with respect to ground to bias or activate the op-amp for its
intended application. When ECC and EBB are selected to ensure that the subject op-amp behaves as a
linear circuit element, the voltages, ECC and EBB, along with the corresponding terminals at which they
are incident, are inconsequential. In this event the op-amp of Figure 18.4a can be modeled by the
electrical circuit appearing in Figure 18.4b, which exploits a linear VCVS. Thus, the voltage amplifier of
Figure 18.4c, which interconnects two batteries, a signal source voltage, three resistors, a capacitor, and
an op-amp, can be represented by the network given in Figure 18.4d. Note that the latter configuration
uses only two terminal elements, one of which is a VCVS.

18.1.1 Current and Current Polarity

The concept of an electrical current is implicit to the definition of an electrical circuit in that a circuit is
said to be an array of two-terminal elements that are connected in such a way as to permit the condition
of current. Current flow through an element that is capable of current conduction requires that the net
charge observed at any elemental cross-section change with time. Equivalently, a net nonzero charge,
q(t), must be transferred over finite time across any cross-sectional area of the element. The current, i(t),
that actually flows is the time rate of change of this transferred charge:

i(t) ¼ dq(t)
dt

(18:9)
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where
MKS unit of charge is the coulomb
time t is measured in seconds
resultant current is measured in units of amperes

Note that zero current does not necessarily imply a lack of charge at a given cross-section of a conductive
element. Instead, zero current implies only that the subject charge is not changing with time, that is, the
charge is not moving through the elemental cross-section.
Electrical charge can be negative, as in the case of electrons transported through a cross-section of a

conductive element such as aluminum or copper. A single electron has a charge of �(1.60213 10�19) C.
Thus, Equation 18.9 implies a need to transport an average of (6.2423 1018) electrons in 1 s through a
cross-section of aluminum if the aluminum element is to conduct a constant current of 1 A. Charge can
also be positive, as in the case of holes transported through a cross-section of a semiconductor such as
germanium or silicon. Hole transport in a semiconductor is actually electron transport at an energy level
that is smaller than the energy required to effect electron transport in that semiconductor. To first order,
therefore, the electrical charge of a hole is the negative of the charge of an electron, which implies that the
charge of a hole is þ(1.6023 10�19) C.

A positive charge, q(t), transported from the left of the cross-section to the right of the cross-section in
the element abstracted in Figure 18.5a gives rise to a positive current, i(t), which also flows from left to
right across the indicated cross-section. Assume that, prior to the transport of such charge, the volumes
to the left and to the right of the cross-section are electrically neutral, that is, these volumes have zero
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FIGURE 18.4 (a) Circuit schematic symbol for a voltage-mode operational amplifier. (b) First-order linear model
of the op-amp. (c) A voltage amplifier realized with the op-amp functioning as the gain element. (d) Equivalent
circuit of the voltage amplifier in (c).
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initial net charge. Then, the transport of a positive charge, q0, from the left side to the right side of the
element charges the right side to þ1q0 and the left side to �1q0.

Alternatively, suppose a negative charge in the amount of �q0 is transported from the right side of
the element to its left side, as suggested in Figure 18.5b. Then, the left side charges to �q0, and the right
side charges toþq0, which is identical to the electrostatic condition incurred by the transport of a positive
charge in the amount of q0 from left- to right-hand sides. As a result, the transport of a net negative
charge from right to left produces a positive current, i(t), flowing from left to right, just as positive charge
transported from left- to right-hand sides induces a current flow from left to right.
Assume, as portrayed in Figure 18.5c, that a positive or a negative charge, say, q1(t), is transported

from the left side of the indicated cross-section to the right side. Simultaneously, a positive or a negative
charge in the amount of q2(t) is directed through the cross-section from right to left. If i1(t) is the current
arising from the transport of the charge q1(t), and if i2(t) denotes the current corresponding to the
transport of the charge, q2(t), the net effective current ie(t), flowing from the left side of the cross-section
to the right side of the cross-section is

ie(t) ¼ d
dt

q1(t)� q2(t)½ � ¼ i1(t)� i2(t) (18:10)

where the charge difference, [q1(t)� q2(t)], represents the net charge transported from left to right.
Observe that if q1(t)þ q2(t), the net effective current is zero, even though conceivably large numbers of
charges are transported back and forth across the junction.
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FIGURE 18.5 (a) Transport of a positive charge from the left-hand side to the right-hand side of an arbitrary cross-
section of a conductive element. (b) Transport of a negative charge from the right-hand side to the left-hand side of
an arbitrary cross-section of a conductive element. (c) Transport of positive or negative charges from either side to the
other side of an arbitrary cross-section of a conductive element.
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18.1.2 Energy and Voltage

The preceding section highlights the fundamental physical fact that the flow of current through a
conductive electrical element mandates that a net charge be transported over finite time across any
arbitrary cross-section of that element. The electrical effect of this charge transport is a net positive
charge induced on one side of the element in question and a net negative charge (equal in magnitude to
the aforementioned positive charge) mirrored on the other side of the element. This ramification conflicts
with the observable electrical properties of an element in equilibrium. In particular, an element sitting in
free space, without any electrical connection to a source of energy, is necessarily in equilibrium in the
sense that the net positive charge in any volume of the element is precisely counteracted by an equal
amount of charge of opposite sign in said volume. Thus, if none of the elements abstracted in Figure 18.5
is connected to an external source of energy, it is physically impossible to achieve the indicated electrical
charge differential that materializes across an arbitrary cross-section of the element when charge is
transferred from one side of the cross-section to the other.
The energy commensurate with sustaining current flow through an electrical element derives from the

application of a voltage, v(t), across the element in question. Equivalently, the application of electrical
energy to an element manifests itself as a voltage developed across the terminals of an element to which
energy is supplied. The amount of applied voltage, v(t), required to sustain the flow of current, i(t), as
diagrammed in Figure 18.6a, is precisely the voltage required to offset the electrostatic implications of the
differential charge induced across the element through which i(t) flows. This is to say that without the
connection of the voltage, v(t), to the element in Figure 18.6a, the element cannot be in equilibrium. With
v(t) connected, equilibrium for the entire system comprised of element and voltage source is reestab-
lished by allowing for the conduction of the current, i(t).

Instead of viewing the delivery of energy to an electrical element as the ramification of a voltage source
applied to the element, the energy delivery may be interpreted as the upshot of a current source used to
excite the element, as depicted in Figure 18.6b. This interpretation follows from the fact that energy must
be applied in an amount that effects charge transport at a desired time rate of change. It follows that the
application of a current source in the amount of the desired current is necessarily in one-to-one
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FIGURE 18.6 (a) The application of energy in the form of a voltage applied to an element that is made to conduct a
specified current. The applied voltage, v(t), causes the current, i(t), to flow. (b) The application of energy in the form
of a current applied to an element that is made to establish a specified terminal voltage. The applied current, i(t),
causes the voltage, v(t), to be developed across the terminals of the electrical element.
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correspondence with the voltage required to offset the charge differential manifested by the charge
transport that yields the subject current. To be sure, a voltage source is a physical entity, while current
source is not, but the mathematical modeling of energy delivery to an electrical element can nonetheless
be accomplished through either a voltage source or a current source.
In Figure 18.6, the terminal voltage, v(t), corresponding to the energy, w(t), required to transfer an

amount of charge, q(t), across an arbitrary cross-section of the element is

v(t) ¼ dw(t)
dq(t)

(18:11)

where
v(t) is in units of volts when q(t) is expressed in coulombs
w(t) is specified in joules

Thus, if 1 J of applied energy results in the transport of 1 C of charge through an element, the elemental
terminal voltage manifested by the 1 J of applied energy is 1 V.
It should be understood that the derivative on the right-hand side of Equation 18.11, and thus the

terminal voltage demanded of an element that is transporting a certain amount of charge through its
cross-section, is a function of the properties of the type of material from which the element undergoing
study is fabricated. For example, an insulator such as paper, air, or silicon dioxide is ideally incapable of
current conduction and hence, intrinsic charge transport. Thus, q(t) is essentially zero in an insulator and
by Equation 18.11, an infinitely large terminal voltage is required for even the smallest possible current.
In a conductor such as aluminum, iron, or copper, large amounts of charge can be transported for very
small applied energies. Accordingly, the requisite terminal voltage for even very large currents
approaches zero in ideal conductors. The electrical properties of semiconductors such as germanium,
silicon, and gallium arsenide lie between the extremes of those for an insulator and a conductor. In
particular, semiconductor elements behave as insulators when their terminals are subjected to small
voltages, while progressively larger terminal voltages render the electrical behavior of semiconductors
akin to conductors. This conditional conductive property of a semiconductor explains why semicon-
ductor devices and circuits generally must be biased to appropriate voltage levels before these devices and
circuits can function in accordance with their requirements.

18.1.3 Power

The foregoing material underscores the fact that the flow of current through a two-terminal element, or
more generally, through any two terminals of an electrical network, requires that charge be transported
over time across any cross-section of that element or network. In turn, such charge transport requires
that energy be supplied to the network, usually through the application of an external voltage source. The
time rate of change of this applied energy is the power delivered by the external voltage or current source
to the network in question. If p(t) denotes this power in units of watts

p(t) ¼ dw(t)
dq

(18:12)

where, of course, w(t) is the energy supplied to the network in joules. By rewriting Equation 18.12 in the
form

p(t) ¼ dw(t)
dq(t)

dq(t)
dt

(18:13)
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and applying Equations 18.9 and 18.11, the power supplied to the two terminals of an element or a
network becomes the more expedient relationship

p(t) ¼ v(t)i(t) (18:14)

Equation 18.14 expresses the power delivered to an element as a simple product of the voltage applied
across the terminals of the element and the resultant current conducted by that element. However, care
must be exercised with respect to relative voltage and current polarity, when applying Equation 18.14 to
practical circuits.
To the foregoing end, it is useful to revisit the simple abstraction of Figure 18.6a, which is redrawn as

the slightly modified form in Figure 18.7. In this circuit, a signal source voltage, vs(t), is applied across the
two terminals, 1 and 2, of an element, which responds by conducting a current i(t), from terminal 1 to
terminal 2 and developing a corresponding terminal voltage v(t), as illustrated. If the wires (zero
resistance conductors, as might be approximated by either aluminum or copper interconnects) that
connect the signal source to the element are ideal, the voltage, v(t), is identical to vs(t). Moreover, because
the current is manifested by the application of the signal source, which thereby establishes a closed
electrical path for current conduction, the element current, i(t), is necessarily the same as the current,
is(t), that flows through vs(t).

If attention is focused on only the element in Figure 18.7, it is natural to presume that the current
conducted by the element actually flows from terminal 1 to terminal 2 when (as shown) the voltage
developed across the element is positive at terminal 1 with respect to terminal 2. This assertion may be
rationalized qualitatively by noting that the positive voltage nature at terminal 1 acts to repel positive
charges from terminal 1 to terminal 2, where the negative nature of the developed voltage, v(t), tends to
attract the repulsed positive charges. Similarly, the positive nature of the voltage at terminal 1 serves to
attract negative charges from terminal 2, where the negative nature of v(t) tends to repel such negative

charges. Because current flows in the direction of transported
positive charge and opposite to the direction of transported nega-
tive charge, either interpretation gives rise to an elemental current,
i(t), which flows from terminal 1 to terminal 2. In general, if
current is indicated as flowing from the ‘‘high’’ (þ) voltage ter-
minal to the ‘‘low’’ (�) voltage terminal of an element, the current
conducted by the element and the voltage developed across the
element to cause this flow of current are said to be in associated
reference polarity. When the element current, i(t), and the corre-
sponding element voltage, v(t), as exploited in the defining power
relationship of Equation 18.14, are in associated reference polarity,
the resulting computed power is a positive number and is said to
represent the power delivered to the element. In contrast, v(t) and
i(t) are said to be in disassociated reference polarity when i(t) flows
from the ‘‘low’’ voltage terminal of the element to its ‘‘high’’ voltage
terminal. In this case the voltage-current product in Equation 18.14
is a negative number. Instead of stating that the resulting negative
power is delivered to the element, it is more meaningful to assert
that the computed negative power is a positive power that is
generated by the element in question.
At first glance, it may appear as though the latter polarity

disassociation between element voltage and current variables is
an impossible circumstance. Not only is polarity disassociation
possible, it is absolutely necessary if electrical circuits are to sub-
scribe to the fundamental principle of conversation of power. This
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–

FIGURE 18.7 Circuit used to illus-
trate power calculations and the asso-
ciated reference polarity convention.
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principle states that the net power dissipated by a circuit must be identical to the net power supplied to
that circuit. A confirmation of this basic principle derives from a further consideration of the topology in
Figure 18.7. The electrical variables, v(t) and i(t), pertinent to the element delineated in this circuit, are in
associated reference polarity. Accordingly, the power, pe(t), dissipated by this element is positive and
given by Equation 18.14:

pe(t) ¼ v(t)i(t) (18:15)

However, the voltage and current variables, vs(t) and is(t), relative to the signal source voltage are in
disassociated polarity. It follows that the power, ps(t), delivered to the signal source is

ps(t) ¼ �vs(t)is(t) (18:16)

Because, as stated previously, vs(t)¼ v(t) and is(t)¼ i(t), for the circuit at hand, Equation 18.16 can be
written as

ps(t) ¼ �v(t)i(t) (18:17)

The last result implies that the

power delivered by the signal source ¼ þv(t)i(t) � pe(t) (18:18)

that is, the power delivered to the element by the signal source is equal to the power dissipated by the
element.
An alternative statement to conservation of power, as applied to the circuit in Figure 18.7 derives from

combining Equations 18.15 and 18.17 to arrive at

ps(t)þ pe(t) ¼ 0 (18:19)

The foregoing result may be generalized to the case of a more complex circuit comprised of an electrical
interconnection of N elements, some of which may be voltage and current sources. Let the voltage across
the kth element by vk(t), and let the current flowing through this kth element, in associated reference
polarity with vk(t), be ik(t). Then, the power, pk(t), delivered to the kth electrical element is vk(t) ik(t). By
conservation of power,

XN
k¼1

pk(t) ¼
XN
k¼1

vk(t) ¼ ik(t) ¼ 0 (18:20)

The satisfaction of the expression requires that at least one of the pk(t) be negative, or equivalently, at
least one of the N elements embedded in the circuit at hand must be a source of energy.

18.2 Circuit Classifications

It was pointed out earlier that the relationship between the current that is made to flow through an
electrical element and the applied energy, and thus voltage, that is required to sustain such current flow is
dictated by the material from which the subject element is fabricated. The element material and the
associated manufacturing methods exploited to realize a particular type of circuit element determine the
mathematical nature between the voltage applied across the terminals of the element and the resultant
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current flowing through the element. To this end, electrical elements and circuits in which they are
embedded are generally codified as linear or nonlinear, active or passive, time-varying or time-invariant,
and lumped or distributed.

18.2.1 Linear vs. Nonlinear

A linear two-terminal circuit element is one for which the voltage developed across, and the current
flowing through, are related to one another by a linear algebraic or a linear integro-differential equation.
If the relationship between terminal voltage and corresponding current is nonlinear, the element is said
to be nonlinear. A linear circuit contains only linear circuit elements, while a circuit is said to be
nonlinear if a least one of its embedded electrical elements is nonlinear.
All practical circuit elements, and thus all practical electrical networks, are inherently nonlinear.

However, over suitably restricted ranges of applied voltages and corresponding currents, the volt–ampere
characteristics of these elements and networks emulate idealized linear relationships. In the design of an
electronic linear signal processor, such as an amplifier, an implicit engineering task is the implementation
of biasing subcircuits that constrain the voltages and currents of internal semiconductor elements to
ranges that ensure linear elemental behavior over all possible operating conditions.
The voltage–current relationship for the linear resistor offered in Figure 18.8a is

v(t) ¼ Ri(t) (18:21)

where the voltage, v(t), appearing across the terminals of the resistor and the resultant current, i(t),
conducted by the resistor are in associated reference polarity. The resistance, R, is independent of either
v(t) or i(t). From Equation 18.14, the dissipated resistor power, which is mainfested in the form of heat is

pr(t) ¼ i2(t)R ¼ v2(t)
R

(18:22)

The linear capacitor and the linear inductor, with schematic symbols that appear, respectively, in Figure
18.8b and c, store energy as opposed to dissipating power. Their volt–ampere equations are the linear
relationships

i(t) ¼ C
dv(t)
dt

(18:23)

for the capacitor, whereas for the inductor in Figure 18.8c,

v(t) ¼ L
di(t)
dt

(18:24)
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FIGURE 18.8 Circuit schematic symbol and corresponding voltage and current notation for (a) linear resistor,
(b) linear capacitor, and (c) linear inductor.
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Observe from Equations 18.23 and 18.14 that the power, pc(t), delivered to the linear capacitor is

pc(t) ¼ v(t)i(t) ¼ Cv(t)
dv(t)
dt

(18:25)

From Equation 18.12, this power is related to the energy, for example, wc(t), stored in the form of charge
deposited on the plates of the capacitor by

Cv(t)dv(t) ¼ dwc(t) (18:26)

It follows that the energy delivered to, and hence stored in, the capacitor from time t¼ 0 to time t is

wc(t) ¼ 1
2
Cv2(t) (18:27)

It should be noted that this stored energy, like the energy associated with a signal source or a battery
voltage, is available to supply power to other elements in the network in which the capacitor is embedded.
For example, if very little current is conducted by the capacitor in question, Equation 18.23 implies that
the voltage across the capacitor is essentially constant. However, an element whose terminal voltage is a
constant and in which energy is stored and therefore available for use behaves as a battery.
If the preceding analysis is repeated for the inductor of Figure 18.8c, it can be shown that the energy,

wl(t), stored in the inductive element form time t¼ 0 to time t is

wl(t) ¼ 1
2
Li2(t) (18:28)

Although an energized capacitor conducting almost zero current functions as a voltage source, an
energized inductor supporting almost zero terminal voltage emulates a constant current source.

18.2.2 Active vs. Passive

An electrical element or network is said to be passive if the power delivered to it, defined in accordance
with Equation 18.14, is positive. This definition exploits the requirement that the terminal voltage, v(t),
and the element current i(t), appearing in Equation 18.14 be in associated reference polarity. In contrast,
an element or network to which the delivered power is negative is said to be active, that is, an active
element or network generates power instead of dissipating it.
Conventional two-terminal resistors, capacitors, and inductors are passive elements. It follows that

networks formed of interconnected two-terminal resistors, capacitors, and inductors are passive net-
works. Two-terminal voltage and current sources generally behave as active elements. However, when
more than one source of externally applied energy is present in an electrical network, it is possible for one
more of these sources to behave as passive elements. Comments similar to those made in conjunction
with two-terminal voltage and current sources apply equally well to each of the four possible dependent
generators. Accordingly, multiterminal configurations, whose models exploit dependent sources, can
behave as either passive or active networks.

18.2.3 Time-Varying vs. Time-Invariant

The elements of a circuit are defined electrically by an identifying parameter, such as resistance,
capacitance, inductance, and the gain factors associated with dependent voltage or current sources. An
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element whose identifying parameter changes as a function of time is said to be a time-varying element. If
said parameter is a constant over time, the element in question is time-invariant. A network containing at
least one time-varying electrical element it is said to be a time-varying network. Otherwise, the network is
time-invariant. Excluded from the list of elements whose electrical character establishes the time variance
or time invariance of a considered network are externally applied voltage and current sources. Thus, for
example, a network with internal elements that are exclusively time-invariant resistors, capacitors,
inductors, and dependent sources, but which is excited by a sinusoidal signal source, is nonetheless a
time-invariant network.
Although some circuits, and particularly electromechanical networks, are purposely designed to exhibit

time-varying volt–ampere characteristics, parametric time variance is generally viewed as a parasitic
phenomena in the majority of practical circuits. Unfortunately, a degree of parametric time variance is
unavoidable in even those circuits that are specifically designed to achieve input–output response
properties that closely approximate time-invariant characteristics. For example, the best of network
elements exhibit a slow aging phenomenon that shifts the values of its intrinsic physical parameters. The
upshot of these shifts is electrical circuits where overall performance deteriorates with time.

18.2.4 Lumped vs. Distributed

Electrons in conventional conductive elements are not transported instantaneously across elemental
cross sections, but their transport velocities are very high. In fact, these velocities approach the speed of
light, say c, which is (33 108) m=s or about 982 ft.=ms. Electrons and holes in semiconductors are
transported at somewhat slower speeds, but generally no less than an order of magnitude or so smaller
than the speed of light. The time required to transport charge from one terminal of a two-terminal
electrical element to its other terminal, compared with the time required to propagate energy uniformly
through the element, determines whether an element is lumped or distributed. In particular, if the time
required to transport charge through an element is significantly smaller than the time required to
propagate the energy through the element that is required to incur such charge transport, the element
in question is said to be lumped. On the other hand, if the charge transport time is comparable to the
energy propagation time, the element is said to be distributed.
The concept of a lumped, as opposed to a distributed, circuit element can be qualitatively understood

through a reconsideration of the circuit provided in Figure 18.7. As argued, the indicated element
current, i(t), is identical to the indicated source current, is(t). This equality implies that i(t), is effectively
circulating around the loop that is electrically formed by the interconnection of the signal source voltage,
vs(t), to the element. Equivalently, the subject equality implies that i(t) is entering terminal 1 of the
element and simultaneously is exiting at terminal 2, as illustrated. Assuming that the element at hand is
not a semiconductor, the current, i(t), arises from the transport of electrons through the element in a
direction opposite to that of the indicated polarity of i(t). Specifically, electrons must be transported from
terminal 2, at the bottom of the element, to terminal 1, at the top of the element, and in turn the requisite
amount of energy must be applied in the immediate neighborhoods of both terminals. The implication of
presuming that the element at hand is lumped is that i(t) is entering terminal 1 at precisely the same
time that it is leaving terminal 2. Such a situation is clearly impossible, for it mandates that electrons
be transported through the entire length of the element in zero time. However, given that electrons are
transported at a nominal velocity of 982 ft.=ms, a very small physical elemental length renders the
approximation of zero electron transport time reasonable. For example, if the element is 1

2 in. long
(a typical size for an off-the-shelf resistor), the average transport time for electrons in this unit is only
about 42.4 ps. As long as the period of the applied excitation, vs(t), is significantly larger than 42.4 ps, the
electron transport time is significantly smaller than the time commensurate with the propagation of
this energy through the entire element. A period of 42.4 ps corresponds to a signal whose frequency
of approximately 23.6 GHz. Thus, a 1

2 in. resistive element excited by a signal whose frequency is
significantly smaller than 23.6 GHz can be viewed as a lumped circuit element.
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In the vast majority of electrical and electronic networks it is difficult not to satisfy the lumped circuit
approximation. Nevertheless, several practical electrical systems cannot be viewed as lumped entities. For
example, consider the lead-in wire that connects the antenna input terminals of a frequency-modulated
(FM) radio receiver to an antenna, as diagrammed in Figure 18.9. Let the signal voltage, va(t), across the
lead-in wires at point ‘‘a’’ be the sinusoid

va(t) ¼ VM cos (vt) (18:29)

where
VM represents the amplitude of the signal
v is its frequency in units of radians per second

Consider the case in which v¼ 2p(103.53 106) rad=s, which is a carrier frequency lying within the
commercial FM broadcast band. This high signal frequency makes the length of antenna lead-in wire
critically important for proper signal reception.
In an attempt to verify the preceding contention, let the voltage developed across the lead-in lines at

point ‘‘b’’ in Figure 18.9 be denoted as vb(t), and let point ‘‘b’’ be 1 ft. displaced from point ‘‘a’’; that is,
Lab¼ 1 ft. The time, pab required to transport electrons over the indicated length, Lab, is

tab ¼ Lab
c

¼ 1:018 ns (18:30)

Thus, assuming an idealized line in the sense of zero effective resistance, capacitance, and inductance, the
signal, vb(t), at point ‘‘b’’ is seen as the signal appearing at ‘‘a,’’ delayed by approximately 1.02 ns. It
follows that

vb(t) ¼ VM cos [v(t � tab) ] ¼ VM cos (vt � 0:662) (18:31)

where the phase angle associated with vb(t) is 0.662 rad, or almost 388. Obviously, the signal established at
point ‘‘b’’ is a significantly phase-shifted version of the signal presumed at point ‘‘a.’’

cba

v(t)

Lac

Lab

To receiver
+
–

FIGURE 18.9 Schematic abstraction of a dipole antenna for an FM receiver application.
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An FM receiver can effectively retrieve the signal voltage, va(t), by detecting a phase-inverted version of
va(t) at its input terminals. To this end, it is of interest to determine the length, Lac, such that the signal,
vc(t), established at point ‘‘c’’ in Figure 18.9 is

vc(t) ¼ VM cos (vt � p) (18:32)

The required phase shift of 1808, or p radians, corresponds to a time delay, tac, of

tac ¼ p

v
¼ 4:831 ns (18:33)

In turn, a time delay of tac implies a required line length, Lac of

Lac ¼ ctac ¼ 4:744 ft: (18:34)

A parenthetically important point is the observation that the carrier frequency of 103.5 MHz corresponds
to a wavelength, l, of

l ¼ 2pc
v

¼ 9:489 ft: (18:35)

Accordingly, the lead-in length computed in Equation 18.34 is l=2; that is, a half-wavelength.
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19.1 Kirchhoff’s Voltage and Current Laws

Circuit analysis, like Euclidean geometry, can be treated as a mathematical system, that is, the entire
theory can be constructed upon a foundation consisting of a few fundamental concepts and several
axioms relating these concepts. As it happens, important advantages accrue from this approach—it is not
simply a desire for mathematical rigor, but a pragmatic need for simplification that prompts us to adopt
such a mathematical attitude.
The basic concepts are conductor, element, time, voltage, and current. Conductor and element are

axiomatic, thus, they cannot be defined, only explained. A conductor is the idealization of a piece of
copper wire; an element is a region of space penetrated by two conductors of finite length termed leads
and pronounced ‘‘leeds.’’ The ends of these leads are called terminals and are often drawn with small
circles as in Figure 19.1.
Conductors and elements are the basic objects of circuit theory; we will take time, voltage, and current

as the basic variables. The time variable is measured with a clock (or, in more picturesque language, a
chronometer). Its unit is the second, s. Thus, we will say that time, like voltage and current, is defined
operationally, that is, by means of a measuring instrument and a procedure for measurement. Our view
of reality in this context is consonant with that branch of philosophy termed operationalism [1].
Voltage is measured with an instrument called a voltmeter, as illustrated in Figure 19.2. In Figure 19.2, a

voltmeter consists of a readout device and two long, flexible conductors terminated in points called probes
that can be held against other conductors, thereby making electrical contact with them. These conductors
are usually covered with an insulating material. One is often colored red and the other black. The one
colored red defines the positive polarity of voltage, and the other the negative polarity. Thus, voltage is
always measured between two conductors. If these two conductors are element leads, the voltage is that
across the corresponding element. Figure 19.3 is the symbolic description of such a measurement;
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the variable v, along with the corresponding plus and minus signs, means exactly the experimental
procedure depicted in Figure 19.2, neither more nor less. The outcome of the measurement, incidentally,
can be either positive or negative. Thus, a reading of v¼�12 V, for example, has meaning only when
viewed within the context of the measurement. If the meter leads are simply reversed after the measure-
ment just described, a reading of v0 ¼þ12 V will result. The latter, however, is a different variable; hence,
we have changed the symbol to v0. The V after the numerical value is the unit of voltage, the volt, V.

Although voltage is measured across an element (or between conductors), current is measured through a
conductor or element. Figure 19.4 provides an operational definition of current. One cuts the conductor or
element lead and touches one meter lead against one terminal thus formed and the other against the second.
A shorthand symbol for themeter connection is an arrow close to one lead of the ammeter. This arrow, along
with the meter reading, defines the current. We show the shorthand symbol for a current in Figure 19.5.
The reference arrow and the symbol i are shorthand for the complete measurement in Figure 19.4—merely
this and nothing more. The variable i can be either positive or negative; for example, one possible

Conductor Element(a) (b)

FIGURE 19.1 Conductors and elements.

Red

Red Black

Black

VM

+

+

VM

FIGURE 19.2 Operational definition of voltage.

V+ –

V

+

–

FIGURE 19.3 Symbolic description of the voltage measurement.

Red
Red Black

Black

AMAM

FIGURE 19.4 Operational definition of current.
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outcome of the measurement might be i¼�5 A. The A signifies the unit of current, the ampere. If the
red and black leads in Figure 19.4 were reversed, the reading sign would change.
Table 19.1 provides a summary of the basic concepts of circuit theory: the two basic objects and

the three fundamental variables. Notice that we are a bit at variance with the SI system here because
although time and current are considered fundamental in that system, voltage is not. Our approach
simplifies things, however, for one does not require any of the other SI units or dimensions. All other
quantities are derived. For instance, charge is the integral of current and its unit is the ampere-second, or
the coulomb, C. Power is the product of voltage and current. Its unit is the watt, W. Energy is the integral
power, and has the unit of the watt-second, or joule, J. In this manner one avoids the necessity of
introducing mechanical concepts, such as mechanical work, as being the product of force and distance.
In the applications of circuit theory, of course, one has need of the other concepts of physics. If one is

to use circuit analysis to determine the efficiency of an electric motor, for example, the concept of
mechanical work is necessary. However—and this is the main point of our approach—the introduction
of such concepts is not essential in the analysis of a circuit itself. This idea is tied in to the concept of
modeling. The basic catalog of elements used here does not include such things as temperature effects or
radiation of electromagnetic energy. Furthermore, a ‘‘real’’ element such as resistor is not ‘‘pure.’’ A real
resistor is more accurately modeled, for many purposes, as a resistor plus series inductance and shunt
capacitance. The point is this: In order to adequately model the ‘‘real world’’ one must often use
complicated combinations of the basic elements. Additionally, to incorporate the influence of variables
such as temperature, one must assume that certain parameters (such as resistance or capacitance) are
functions of that variable. It is the determination of the more complicated model or the functional
relationship of a given parameter to, for example, temperatures that fall within the realm of the
practitioner. Such ideas were discussed more fully in Chapter 18. Circuit analysis merely provides the
tools for analyzing the end result.
The radiation of electromagnetic energy is, on the other hand, a quite different aspect of circuit theory.

As will be seen, circuit analysis falls within a regime in which such behavior can be neglected. Thus, the
theory of circuit analysis we will expound has a limited range of application: to low frequencies or, what is
the same in the light of Fourier analysis, to waveforms that do not vary too rapidly.
We are now in a position to state two basic axioms, which we will assume all circuits obey:

Axiom 1: The behavior of an element is completely determined by its v–i characteristic, which can
be determined by tests made on the element in isolation from the other elements in the circuit
in which it is connected.

Axiom 2: The behavior of a circuit is independent of the size or the shape or the orientation of its
elements, the conductors that interconnect them, and the element leads.

i i

FIGURE 19.5 Symbolic representation of a current measurement.

TABLE 19.1 Summary of the Basic Concepts of Circuit Theory

Objects Variables

Conductor Element Time Voltage Current

— — Seconds, s Volt, V Ampere, A
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At this point, we loosely consider a circuit to be any collection of elements and conductors, although
we will sharpen our definition a bit later. Axiom 1 means that we can run tests on an element in the
laboratory, then wire it into a circuit and have the assurance that it will not exhibit any new and different
behavior. Axiom 2 means that it is only the topology of a circuit that matters, not the way the circuit is
stretched or bent or rearranged, so long as we do not change the listing of which element leads are
connected to which others or to which conductors. Another way of saying this is that the circuit graph,
described in Chapter 7, give all the necessary information about the way a circuit is wired.
The remaining two axioms are somewhat more involved and require some discussion of circuit

topology. Consider, for a moment, the collection of elements in Figure 19.6. We labeled each element
with a letter to distinguish it from the others. First, notice the two solid dots. We refer to them as joints.
The idea is that they represent ‘‘solder joints,’’ where the ends of two or more leads or conductors were
connected. If only two ends are connected we do not show the joints explicitly; where three or more are
connected, however, they are drawn. We temporarily (as a test) erase all of the element bodies and
replace them with open space. The result is given in Figure 19.7. We refer to each of the interconnected
‘‘islands’’ of a conductor as a node. This example circuit has six nodes, and we labeled them with the
numbers one through six for identification purposes.

Axiom 3 (Kirchhoff’s current law): The charge on a node or in an element is identically zero at all
instants of time.

Kirchhoff’s current law (KCL) is not usually phrased in quite this manner. Thus, let us consider the
closed (or ‘‘Gaussian’’) surface S in Figure 19.8. We assume that it is penetrated only by conductors.
The elements, of course, are there; we simply do not show them so that we can concentrate on the
conductors. We have arbitrarily defined the currents in the conductors penetrating S. Now, recalling that
charge is the time integral of the current and thus has the same direction as the current from which it is
derived, one can phrase Axiom 3 as follows:

X
S

qin ¼ qenclosed ¼ 0 (19:1)

at each instant of time. This equation is simply one form of conservation of charge. Because current is the
time derivative of voltage, one can also state that

b c

d

ef

a g

FIGURE 19.6 Example circuit.

12

3 4 5

6

FIGURE 19.7 Nodes of the example circuit.
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X
S

iin ¼ 0 (19:2)

at each and every time instant. This last equation is the usual phrasing of KCL. The subscript ‘‘in’’means
that a current reference pointed inward is to be considered positive; by default, therefore, a current with
its reference pointed outward is to have a negative sign affixed. This sign is in addition to any negative
sign that might be present in the value of each variable. For node 4 in Figure 19.8, KCL in its current
form, therefore, reads

i1 � i2 þ i3 ¼ 0 (19:3)

Two other ways of expressing KCL (in current form) are

X
S

iout ¼ 0 (19:4)

and

X
S

iin ¼
X
S

iout (19:5)

The equivalent charge forms are also clearly valid. We emphasize the latter to a greater extent than is
usual in the classical treatment because of the current interest in charge distribution and transfer circuits.
The Gaussian surface used to express KCL is not constrained to enclose only conductors. It can enclose

elements as well, although it still can be penetrated by only conductors (which can be element leads).
Thus, consider Figure 19.9, which illustrates the same circuit with which we have been working. Now,
however, the elements are given and the Gaussian surface encloses three elements, as well as conductors
carrying the currents previously defined. Because these currents are not carried in the conductors
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3 4 5

6

i2i1

i3

S

FIGURE 19.8 Illustration of KCL.
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FIGURE 19.9 KCL for a more general surface.
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penetrating the surface under consideration, they do not enter into KCL for that surface. Instead, KCL
becomes

ix þ iy þ iz ¼ 0 (19:6)

As a special case let us look once more at the preceding figure, but use a different surface, one enclosing
only the element b. This is depicted in Figure 19.10. If we refer to Axiom 3, which notes that charge
cannot accumulate inside an element, and apply charge conservation, we find that

ix ¼ i1 (19:7)

This states that the current into any element in one of its leads is the same as the current leaving in the
other lead. In addition, we see that KCL for nodes and KCL for elements (both of which are implied by
Axiom 3) imply that KCL holds for any general closed surface penetrated only by conductors such as the
one used in connection with Figure 19.9.
In order to phrase our last axiom, we must discuss circuit topology a bit more, and we will continue to

use the circuit just considered previously. We define a path to be an ordered sequence of elements having
the property that any two consecutive elements in the sequence share a common node. Thus, referring
for convenience back to Figure 19.10, we see that {f, a, b} is a path. The elements f and a share node 2 and
a and b share node 3. One lead of the last element in a path is connected to a node that is not shared with
the preceding element. Such a node is called the terminal node of the path. Similarly, one lead of the first
element in the sequence is connected to a node that is not shared with the preceding element.* It is called
the initial node of the path. Thus, in the example just cited, node 1 is the initial node and node 4 is the
final node. Thus, a direction is associated with a path, and we can indicate it diagrammatically by means
of an arrow on the circuit. This is illustrated in Figure 19.11 for the path P1¼ {f, a, b} and P2¼ {g, c, d, e}.
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FIGURE 19.10 KCL for a single element.

* We assume that no element has its two leads connected together and that more than two elements are in the path in this
definition.
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FIGURE 19.11 Circuit paths.
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If the initial node is identical to the terminal node, then the corresponding path is called a loop. An
example is { f, a, b, g}. The patch P2 is a loop. An alternate definition of a loop is as a collection of
branches having the property that each node connected to a patch branch is connected to precisely two
path branches, that is, it has degree two relative to the path branches.
We can define the voltage across each element in our circuit in exactly two ways, corresponding to the

choices of which lead is designated plus and which is designated minus. Figure 19.12 presents two
voltages and a loop L in a highly stylized manner. We have purposely not drawn the circuit itself so that
we can concentrate on the essentials in our discussion. If the path enters the given element on the lead
carrying the minus and exits on the one carrying the positive, its voltage will be called a voltage rise;
however, if it enters on the positive and exits on the minus, the voltage will be called a voltage drop. If the
signs of a voltage are reversed and a negative sign is affixed to the voltage variable, the value of that
variable remains unchanged; thus, note that a negative rise is a drop, and vice versa.
We are now in a position to state our fourth and final axiom:

Axiom 4 (Kirchhoff’s voltage law): The sum of the voltage rises around any loop is identically zero
at all instants of time.

We refer to this law as Kirchhoff’s voltage law (KVL) for the sake of economy of space. Just as KCL
was phrased in terms of charge, KVL could just as well be phrased in terms of flux linkage. Flux linkage is
the time integral of voltage, so it can be said that the sum of the flux linkages around a loop is zero.
In voltage form, we write

X
loop

vrises ¼ 0 (19:8)

We observed that a negative rise is a drop, so

X
loop

vdrops ¼ 0 (19:9)

or

X
loop

vrises ¼
X
loop

vdrops (19:10)

Thus, in Figure 19.13, we could write (should we choose to use the form of Equation 19.8)

vx � vy � va þ vb ¼ 0 (19:11)

Vx Vy

L

+

+ –

–

FIGURE 19.12 Voltage rise and drop.
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Clearly, one can rearrange KVL into many different algebraic forms that are equivalent to those just
stated; one form, however, is more useful in circuit computations than many others. It is known as the
path form of KVL. To better appreciate this form, review Figure 19.13. This time, however, the paths are
defined a bit differently. As illustrated in Figure 19.14, we consider two paths, P1 and P2, having the same
initial and terminal nodes, 1 and 4, respectively.* We can rearrange Equation 19.11 into the form

vx ¼ �vb þ va þ vy (19:12)

This form is often useful for finding one unknown voltage in terms of known voltages along some given
path. In general, if P1 and P2 are two paths having the same initial and final nodes,

X
P1

vrises ¼
X
P2

vrises ¼ 0 (19:13)

Be careful to distinguish this equation from Equation 19.10. In the present case two paths are involved; in
the former we find only a single loop, and drops are located on one side of the equation and rises on the
other. One might call the path form the ‘‘all roads lead to Rome’’ form.

We covered four basic axioms, and these are all that are needed to construct a mathematical theory of
circuit analysis. The first axiom is often referred to by means of the phrase ‘‘lumped circuit analysis,’’ for
we assume that all the physics of a given element are internal to that element and are of no concern to us;
we are only interested in the v�i characteristic. That is, we are treating all the elements as lumps of
matter that interact with the other elements in a circuit by means of the voltage and current at their leads.
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FIGURE 19.13 Illustration of KVL.
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FIGURE 19.14 Path form of KVL.

* If one defines the negative of a path as a listing of the same elements as the original path in the reverse order and
summation of two paths as a concatenation of the two listings, one sees that P1�P2¼ L, the loop in Figure 19.13.

19-8 Fundamentals of Circuits and Filters



The second axiom says that the physical construction is irrelevant and that the interconnections are
completely described by means of the circuit graph. KCL is an expression of conservation of charge, plus
the assumption that neither conductors nor elements can maintain a net charge. In this connection,
observe that a capacitor maintains a charge separation internally, but it is a separation of two charges
of opposite sign; thus, the total algebraic charge within it is zero. Finally, KVL is an expression of
conservation of flux linkage. If l(t) ¼ Ð t

�1 v(a)da is the flux linkage, then one can write* (using one form
of KVL)

X
loop

l(t)rises ¼ 0 (19:14)

In the theory of electromagnetics, one finds that this equation does not hold exactly; in fact, the right-
hand side is equal to the negative of the derivative of the magnetic flux contained within the loop (this is
the Faraday–Lenz law). If, however, the time variation of all signals in the circuit are slow, then the right-
hand side is approximately zero and KVL can be assumed to hold. A similar result holds also for KCL.
For extremely short instants of time, a conductor can support an unbalanced charge. One finds, however,
that the ‘‘relaxation’’ time of such unbalanced charge is quite short in comparison with the time
variations of interest in the circuits considered in this text.
Finally, we tie up a loose end left hanging at the beginning of this section. We consider a circuit to be,

not just any collection of elements that are interconnected, but a collection having the property that each
element is contained in at least one loop. Thus, the circuit in Figure 19.15 is not a circuit; instead, it must
be treated as a subcircuit, that is, as part of a larger circuit in which it is to be imbedded.
The remainder of this section develops the application of the axioms presented here to the analysis of

circuits. The reader is referred to Refs. [2–4] for a more detailed treatment.

19.1.1 Nodal Analysis

Nodal analysis of electric circuits, although using all four of the fundamental axioms presented in the
introduction, concentrates upon KCL explicitly. KVL is also satisfied automatically in view of the way the
basic equations are formulated. This effective method uses the concept of a node voltage. Figure 19.16
illustrates the concept. Observe a voltmeter, with its black probe attached to a single node, called the
reference node, which remains fixed during the course of the investigation. In the case shown node 1 is
the reference node. The red probe is shown being touched to node 4; therefore, we call the resulting
voltage v4. The subscript denotes the node and the result is always assumed to have its positive reference

FIGURE 19.15 Noncircuit.

* One might anticipate a constant on the right side of Equation 19.14; however, a closer investigation reveals that it is more
realistic and pragmatic to assume that all signals are one-sided and that all elements are causal. This implies that the
constant is zero. Two-sided signals only arise legitimately within the context of steady-state behavior of stable circuits and
systems.
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on the given node. In the present instance v4 is identical to the element voltage because element g (across
which vg is defined) is connected between node 4 and the reference node. Note that the voltage of such an
element is always either the node voltage or its negative, depending upon the reference polarities of its
associated element voltage. If we were to touch the red probe to node 5, however, no element voltage
would have this relationship to the resulting node voltage v5 because no elements are connected directly
between nodes 5 and 1.
The concept of reference node is used so often that a special symbol is used for it (see Figure 19.17a);

alternate symbols often seen on circuit diagrams are shown in the figure as well. Often one hears the
terms ‘‘ground’’ or ‘‘ground reference’’ used. This is commonly accepted argot for the reference node;
however, one should be aware that a safety issue is involved in the process of grounding a circuit or
appliance. In such cases, sometimes one symbol specifically means ‘‘earth ground’’ and one or more
other symbols are used for such things as ‘‘signal ground’’ or ‘‘floating ground,’’ although the last term is
something of an oxymoron. Here, we use the terms ‘‘reference’’ or ‘‘reference node.’’ The reference
symbol is quite often used to simplify the drawing of a circuit. The circuit in Figure 19.16, for instance,
can be redrawn as in Figure 19.18; circuit operation will be unaffected. Note that all four of the reference
symbols refer to a single node, node 1, although they are shown separated from one another. In fact,
the circuit is not changed electrically if one bends the elements around and thereby separates the ground
symbols even more, as we have done in Figure 19.19. Notice that the loop L shown in the original figure,
Figure 19.16, remains a loop, as in Figures 19.18 and 19.19. Redrawing a circuit using ground reference
symbols does not alter the circuit topology, the circuit graph.
Suppose the red probe were moved to node 5. As described previously, no element is directly

connected between nodes 5 and 1; hence, node voltage v5 is not an element voltage. However, the
element voltages and the node voltages are directly related in a one-to-one fashion. To see how, look at
Figure 19.20. This figure shows a ‘‘floating element,’’ e, which is connected between two nodes, k and j,
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FIGURE 19.16 Node voltages.
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FIGURE 19.17 Reference node symbols.
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neither of which is the reference node. It is vital here to remember that all node voltages are assumed to
have their positive reference polarities on the nodes themselves and their negative reference on the
reference node. Now, we can define the element voltage in either of two possible ways, as illustrated in the
figure. KVL (the simplest form perhaps being the path form) shows at once that

vx ¼ vk � vj (19:15)

and

vy ¼ vj � vk (19:16)

An easy mnemonic for this result is the following:

vfloating element ¼ vþ � v� (19:17)
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FIGURE 19.18 Alternate drawing.
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FIGURE 19.20 Floating element and its voltage.
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where vþ is the node voltage of the node to which the element lead associated with the positive reference
for the element voltage is connected, and v� is the node voltage of the node to which the lead carrying
the negative reference for the element voltage is connected. We refer to an element that is not floating, by
the way, as being ‘‘grounded.’’
It is easy to see that a circuit having N nodes has N� 1 node voltages; further, if one uses Equation

19.17, any element voltage can be expressed in terms of these N� 1 node voltages. Then, for any
invertible element,* one can determine the element current. The nodal analysis method uses this fact
and considers the node voltages to be the unknown variables.
To illustrate the method, first consider a resistive circuit that contains only resistors and=or independ-

ent sources. Furthermore, we initially limit our investigation to circuits whose only independent sources
(if any) are current sources. Such a circuit is depicted in Figure 19.21. Because nodal analysis relies upon
the node voltages as unknowns, one must first select an arbitrary node for the reference. For circuits that
contain voltage sources, one can achieve some simplification for hand analysis by choosing the reference
wisely; however, if current sources are the only type of independent source present, one can choose it
arbitrarily. As it happens, physical intuition is almost always better served if one chooses the bottom
node. Such is done here and the circuit is redrawn using reference symbols as in Figure 19.22. Here, we
have arbitrarily assigned node voltages to the N� 1¼ 2 nonreference nodes. In performing these two
steps, we have ‘‘prepared the circuit for nodal analysis.’’ The next step involves writing one KCL equation
at each of the nonreference nodes. As it happens, the resulting equations are nice and compact if the form

* For instance, resistors, capacitors, and inductors are invertible in the sense that one can determine their element currents if
their element voltages are known.
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FIGURE 19.21 Example circuit.
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FIGURE 19.22 Example circuit prepared for nodal analysis.
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X
node

iout(R
0s) ¼

X
node

iin(I � Sources) (19:18)

is used. Here, we mean that the currents leaving a node through the resistors must sum up to be equal to
the current being supplied to that node from current sources. Because these two types of elements are
exhaustive for the circuits we are considering, this form is exactly equivalent to the other forms presented
in the introduction. Furthermore, for a current leaving a node through a resistor, the floating element
KVL result in Equation 19.17 is used along with Ohm’s law:

XN�1

j¼1

vk � vj
Rkj

¼
XMk

q¼1

isq(node k): (19:19)

In this equation for node k, Rkj is the resistance between nodes k and j (or the equivalent resistance of the
parallel combination if more than one are found), isq is the value of the qth current source connected to
node k (positive if its reference is toward node k), andMk is the number of such sources. Clearly, one can
simply omit the j¼ k term on the left side because vk� vk¼ 0.

The nodal equations for our example circuit are

v1
2
þ v1 � v2

6
¼ 18þ 3 (19:20)

and

v2 � v1
6

þ v2
3
¼ 6� 3 (19:21)

Notice, by the way, that we are using units of A, V, and V. It is a simple matter to show that KVL, KCL,
and Ohm’s law remain invariant if we use the consistent units of mA, kV, and V. The latter is often a
more practical system of units for filter design work. In the present case the matrix form of these
equations is

2
3 � 1

6

� 1
6

1
2

" #
v1
v2

� �
¼ 21

3

� �
(19:22)

It can be verified easily that the solution is v1¼ 36 V and v2¼ 18 V. To see that one can compute the
value of any desired variable from these two voltages, consider the problem of determining the current i6
(let us call it) through the horizontal 6 V resistor from right to left. One can simply use the equation

i6 ¼ v2 � v1
6

¼ 18� 36
6

¼ �3A (19:23)

The previous procedure works for essentially all circuits encountered in practice. If the coefficient matrix
on the left in Equation 19.22 (which will always be symmetric for circuits of the type we are considering)
is nonsingular, a solution is always possible. It is surprisingly difficult, however, to determine conditions
on the circuit under which solutions do not exist, although this is discussed at greater length in a later
section.
Suppose, now, that our circuit to be solved contains one or more independent voltage sources in

addition to resistors and=or current sources. This constrains the node voltages because a given voltage
source value must be equal to the difference between two node voltages if it is floating and to a node
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voltage or its negative if it is grounded. One might expect that this complicates matters, but fortunately
the converse is true.
To explore this more fully, examine the example circuit in Figure 19.23. The algorithm just presented will

not work as is because it relies upon balancing the current between resistors and current sources. Thus, it
seems that we must account in some fashion for the currents in the voltage sources. In fact, we do not, as the
following analysis shows. The key step in our reasoning is this: the analysis procedure should not depend
upon the values of the independent circuit variables, that is, on the values of the currents in the current
sources and voltages across the voltage sources. This is almost inherent in the definition of an independent
source, for it can be adjusted to any value whatsoever.What we are assuming in addition to this is simply that
we would not write one given set of equations for a specific set of source values, then change to another set of
equations when these values are altered. Thus, let us test the circuit by temporarily deactivating all the
independent sources (i.e., by making their values zero). Recalling that a deactivated voltage source is
equivalent to a short circuit and a deactivated current source to an open circuit, we have the resulting
configuration of Figure 19.24. The resulting nodes are shaded for convenience. Note carefully, however, that
the nodes in the circuit under test are not the same as those in the original circuit, although they are related.
Notice that, for the circuit under test, all the resistor voltages would be determined by the node voltages as
expected; however, the number of nodes has been reduced by one for each voltage source. Hence, we suspect
that the required number of KCL equations Nne (and the number of independent node voltages) is

Nne ¼ N � 1� Nv (19:24)

where Nv is the number of voltage sources. In the example circuit one can easily compute this required
number to be 5� 1� 2¼ 2. This is compatible with the fact that clearly three nodes (3� 1¼ 2
nonreference nodes) are clearly found in Figure 19.24.

12 V

8 V

7 A 3 Ω 2 Ω

4 Ω

8 Ω

8 Ω+–

+ –

FIGURE 19.23 Example circuit.

8 Ω

4 Ω

8 V

3 Ω 2 Ω 8 Ω

FIGURE 19.24 Example circuit deactivated.
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It should also be rather clear that there is only one independent voltage within each of the shaded
regions shown in Figure 19.24. We can use KVL to express any other in terms of that one. For example, in
Figure 19.25 we have redrawn our example circuit with the bottom node arbitrarily chosen as the
reference. We have also arbitrarily chosen a node voltage within the top left surface as the unknown v1.
Note how we have used KVL (the path form, again, is perhaps the most effective) to determine the node
voltages of all the other nodes within the top left surface. Any set of connected conductors, leads, and
voltage sources to which only one independent voltage can be assigned is called a generalized node. If that
generalized node does not include the reference node, it is termed a supernode. The node within the
shaded surface at the top left in Figure 19.25, however, has no voltage sources; hence, it is called an
essential node.
As pointed out earlier, the equations that one writes should not depend upon the values of the

independent sources. If one were to reduce all the independent sources to zero, each generalized node
would reduce to a single node; hence, only one equation should be written for each supernode. One
equation should be written for essential node also; it is unaffected by deactivation of the independent
sources. Observe that deactivation of the current sources does not reduce the number of nodes in a circuit.
Writing one KCL equation for the supernode and one for the essential node in Figure 19.25 results in

v1
3
þ v1 � 8

2
þ v1 � 8� v2

4
þ v1 þ 12� v2

8
¼ 7 (19:25)

and

v2
8
þ v2 � (v1 � 8)

4
þ v2 � (v1 þ 12)

8
¼ 0 (19:26)

In matrix form, one has

29
24 � 3

8

� 3
8

1
2

" #
v1
v2

� �
¼

23
2

� 1
2

" #
(19:27)

The solution is v1¼ 12 V and v2¼ 8 V. Notice once again that the coefficient matrix on the left-hand side
is symmetric. This actually follows from our earlier observation about this property for circuits contain-
ing only current sources and resistors because the voltage sources only introduce knowns into the nodal
equations, thus modifying the right-hand side of Equation 19.27.
The general form for nodal equations in any circuit containing only independent sources and resistors,

based upon our foregoing development, is

A�vn ¼ Fv�vs þ FI�is (19:28)

12 V 8 Ω

8 V
7 A 3 Ω 2 Ω

4 Ω

8 Ω

v1+12

v1–8
v1

v2

+

–

–

+

FIGURE 19.25 Example circuit prepared for nodal analysis.
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where
A is a symmetric square matrix of constant coefficients
Fv and FI are rectangular matrices of constants
�vn is the column matrix of independent mode voltages

The vectors �vs and �is are column matrices of independent source values. Clearly, if A is a nonsingular
matrix, Equation 19.28 can be solved for the node voltages. Then, using KVL and=or Ohm’s law, one can
solve for any element current or voltage desired. Equally clearly, if a solution exists, it is a multilinear
function of the independent source values.*
Now suppose that the circuit under consideration contains one or more dependent sources. Recall

that the two-terminal characteristics of such elements are indistinguishable from those of the correspond-
ing independent sources except for the fact that their value depends upon some other circuit variable.
For instance, in Figure 19.26 a voltage-controlled voltage source (VCVS) is shown. Its v–i characteristic
is identical to that of an independent source except for the fact that its voltage (the controlled variable) is
a constant multipley of another circuit variable (the controlling variable), in this case another voltage.
This fact will be relied upon to develop a modification to the nodal analysis procedure.
We will adopt the following attitude: We will imagine that the dependent relationship, kvx in Figure

19.26, is a label pasted to the surface of the source in much the same way that a battery is labeled with its
voltage. We will imagine ourselves to take a small piece of opaque masking tape and apply it over this
label; we will call this process taping the dependent source. This means that we are—temporarily—
treating it as an independent source. The usual nodal analysis procedure is then followed, which results in
Equation 19.28. Then, we imagine ourselves to remove the tape from the dependent source(s) and note
that the relationship is linear, with the controlling variables as the independent ones and the controlled
variables the dependent ones. We next express the controlling variables—and thereby the controlled ones
as well—in terms of the node voltages using KVL, KCL, and Ohm’s law. The resulting relationships have
the forms

�vc ¼ B0�vn þ C0�ysi þ D0�isi (19:29)

and

�ic ¼ B00�vn þ C00�vsi þ D00�isi (19:30)

+

–

+

–

i

i
v

v
kvx

FIGURE 19.26 Dependent source.

* That is, it is a linear function of the vector consisting of all of the independent source values.
y Thus, one should actually refer to such a device as a linear dependent source.
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Here, the subscript i refers to the fact that the corresponding sources are the independent ones. Noting
that�vc and�ic appear on the right-hand side of Equation 19.28 because they are source values, one can use
the last two results to express the vectors of all source voltages and all source currents in that equation in
the form

�vc ¼ B000�vsi þ C000�isi þ D000�vn (19:31)

and

�ic ¼ B0000�vsi þ C0000�isi þ D0000�vn (19:32)

Finally, using the last two equations in Equation 19.28, one has

A�vn ¼ F0
v�vs þ F0

I
�is þ B�vn (19:33)

Now,

(A� B)�vn ¼ F0
v�vs þ F0

I
�is (19:34)

This equation can be solved for the node voltages, provided that A�B is nonsingular. This is even more
problematic than for the case without dependent sources because the matrix B is a function of the gain
coefficients of the dependent sources; for some set of such values the solution might exist and for others it
might not. In any event if A�B is nonsingular, one obtains once more a response that is linear with
respect to the vector of independent source values.
Figure 19.27 shows a rather complex example circuit with dependent sources. As pointed out earlier,

there are often reasons for preferring one reference node to another. Here, notice that if we choose one of
the nodes to which a voltage source is attached it is not necessary to write a nodal equation for the
nonreference node because, when the circuit is tested by deactivation of all the sources, the node
disappears into the ground reference; thus, it is part of a generalized node including the reference called
a nonessential node. For this circuit, choose the node at the bottom of the 2 V independent source. The
resulting circuit, prepared for nodal analysis, is shown in Figure 19.28. Surfaces have been drawn around
both generalized nodes and the one essential node and they have been shaded for emphasis. Note that we
have chosen one node voltage within the one supernode arbitrarily and have expressed the other node

2 V

9 A

1 Ω

1 Ω

2 Ω

2 Ω

+–

+
–

+
–

2vx 3iy

iy

vx

FIGURE 19.27 Example circuit.
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voltage within that supernode in terms of the first and the voltage source value; furthermore, we have
taped both dependent sources and written in the known value at the one nonessential node.
The nodal equations for the supernode and for the essential node are

v1 � 2
2

þ v1 � v2 � vcð Þ
1

¼ �9 (essential node) (19:35)

and

v2
2
þ v2 � 2

1
þ v2 � vc � v1

1
¼ ic (supernode) (19:36)

Now, the two dependent sources are untaped and their values expressed in terms of the unknown node
voltages and known values using KVL, KCL, and Ohm’s law. This results in (referring to the original
circuit for the definitions)

vc ¼ � 3
2
v2 (19:37)

and

ic ¼ 4� 2v2 (19:38)

Solving these four equations simultaneously gives v1¼�2 V and v2¼ 2 V.
If the circuit under consideration contains op-amps, one can first replace each op amp by a VCVS,

using the above procedure, and then allow the voltage gain to go to infinity. This is a bit unwieldy, so one
often models the op-amp in a different way as a circuit element called a nullor. This is explored in more
detail elsewhere in the book and is not discussed here.
Thus far, this chapter has considered only nondynamic circuits whose independent sources were all

constants (DC). If these independent sources are assumed to possess time-varying waveforms, no
essential modification ensues. The only difference is that each node voltage, and hence each circuit
variable, becomes a time-varying function. If the circuit considered contains capacitors and=or inductors,

Nonessential node

Supernode

Essential node

1 Ω

1 Ω2 Ω

9 A
2 Ω

2 V

2 V+
–

+
–

v1

ic

v2 – vc

v2

vc

FIGURE 19.28 Example circuit prepared for nodal analysis.
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however, the nodal equations are no longer algebraic; they become differential equations. The method
developed above remains applicable, however. We will now show why.
Capacitors and inductors have the v–i relationships given in Figure 19.29. The symbols p and 1=p are

referred to as operators, differential operators, or Heaviside operators. The last term is in honor of Oliver
Heaviside, who first used them in circuit analysis. They are defined by

p ¼ d
dt

(19:39)

1
p
¼

ðt

�1
( )da (19:40)

The notation suggests that they are inverses of each other, and this is true; however, one must suitably
restrict the signal space in order for this to hold. The most realistic assumption is that the signal space
consists of all piecewise continuous functions whose derivatives of all orders exist except on a countable
set of points that does not have any finite points of accumulation—plus all generalized derivatives of such
functions. In fact, Laurent Schwartz, on the first page of the preface of his important work on the theory
of distributions, acknowledges that this work was motivated by that of Heaviside. Thus, we will simply
assume that all derivatives of all orders of any waveform under consideration exists in a generalized
function sense. Higher order differentiation and integration operators are defined in power notation, as
expected:

pn ¼ p � p � � � p ¼ dn

dtn
(19:41)

and

1
pn

¼ 1
p
� 1
p
� � � 1

p
¼

ðt

�1

ðb

�1
� � �

ðg

�1
( )da (19:42)

Another fact of the preceding issue often escapes notice, however. Look at any arbitrary function in the
above-mentioned signal set, compute its running integral, and differentiate it. This action results in

p
1
p
x(t)

� �
¼ d

dt

ðt

�1
x(a)da ¼ x(t) (19:43)

In fact, it is precisely this property that characterizes the set of all generalized functions. It is closed under
differentiation. However, suppose the computation is done in the reverse order:

++ – –v v

v(t) = i(t) i(t) = Lp v(t)1
Cp

FIGURE 19.29 Dynamic element relationships.
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1
p
[px(t)] ¼

ðt

�1
x0(a)da ¼ x(t) ¼ x(t)� x(1) (19:44)

We have assumed here that the fundamental theorem of calculus holds. This is permissible within the
framework of generalized functions, provided that the waveform x(t) has a value in the conventional
sense at time t. The problem with the previous result is that one does not regain x(t). If it is assumed,
however, that x(t) is one sided, that is, x(t) is identically zero for sufficiently large negative values of (t),
x(t) will be regained and p and 1=p will be inverses of one another. Thus, in the following, we will assume
that all independent waveforms are one-sided. We will, in fact, interpret this as meaning that they are all
zero for t< 0. We will also assume that all circuit elements possess one property in addition to their
defining v–i relationship, namely, that they are causal. Thus, all waveforms in any circuit under
consideration will be zero for t� 0 and the previous two operators are inverses of one another. The
only physically reasonable situation in which two-sided waveforms can occur is that of a stable circuit
operating in the steady state, which we recognize as being an approximate mode of behavior derived from
the previous considerations in the limit as time becomes large.
Referring to Figure 19.29 once more, we define

Zc(p) ¼ 1
Cp

(19:45)

ZL(p) ¼ Lp (19:46)

to be the impedance operators (or operator impedances) for the capacitor and the inductor, respectively.
With our one-sidedness causality assumptions, we can manipulate these qualities just as we would
manipulate algebraic functions of a real or complex variable.
The analysis of a dynamic circuit is illustrated by Figure 19.30. The circuit is shown prepared for nodal

analysis, with the reference node at the bottom of the circuit and the dynamic elements expressed in
terms of their impedance operators, in Figure 19.31. Note that if the circuit were to contain dependent
sources, we would have taped them at this step. The nodal equations at the two essential nodes are

4 Ω

4 6 Ω

1 H

v(t)vs(t) is(t)1  F
+

–

+
–

FIGURE 19.30 Example circuit.

4 Ω

4 6 Ω v(t)vs(t) is(t)p

pv1 v2

+
–

+

–

FIGURE 19.31 Example circuit prepared for nodal analysis.
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v1 � v2
4

þ v1
4=p

þ v1 � v2
p

¼ 0 (19:47)

and

v2
6
þ v2 � v1

p
¼ is (19:48)

In matrix form, merely rationalizing and collecting terms,

1
4 þ p

4 þ 1
p � 1

p

� 1
p

1
6 þ 1

p

" #
v1(t)

v2(t)

� �
¼

1
4 vs(t)

is(t)

� �
(19:49)

Notice that the coefficient matrix is once again symmetric because no dependent sources exist. Multi-
plying the first row of each side by 4p and the second by 6p, thus clearing fractions, one obtains

p2 þ pþ 4 �4

�6 pþ 6

� �
v1(t)

v2(t)

� �
¼ pvs(t)

6pis(t)

� �
(19:50)

Now, multiply both sides by the inverse of the 23 2 coefficient matrix to get

v1(t)

v2(t)

� �
¼ 1

p p2 þ 7pþ 10ð Þ
pþ 6 4

6 p2 þ pþ 4

� �
pvs(t)

6pis(t)

� �
(19:51)

Multiplying the two matrices on the right and canceling the common p factor (legitimate under our
assumptions), we finally have

v(t) ¼ v2(t) ¼ 6vs(t)þ 6 p2 þ pþ 4ð Þis(t)
p2 þ 7pþ 10

(19:52)

We can, on the one hand, consider the result of our nodal analysis process to be a differential equation
which we obtain by cross-multiplication:

p2 þ 7pþ 10
� �

v(t) ¼ 6vs(t)þ 6 p2 þ pþ 4
� �

is(t) (19:53)

In conventional notation, using the distributive properties of the p operators, one has

d2v(t)
dt2

þ 7
dv(t)
dt

þ 10v(t) ¼ 6vs(t)þ 6
d2is(t)
dt2

þ 6
dis(t)
dt

þ 24is(t) (19:54)

On the other hand, it is possible to interpret Equation 19.52 directly as a solution operator equation.
We simply note that the denominator factors, then do a partial fraction expansion to get

v(t) ¼ 6
(pþ 2)(pþ 5)

vs(t)þ 6 p2 þ pþ 4ð Þ
(pþ 2)(pþ 5)

is(t)

¼ 2
pþ 2

vs(t)� 2
pþ 2

vs(t)þ 6is(t)þ 2
pþ 2

is(t)� 8
pþ 2

is(t) (19:55)
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Thus, we have expressed the two second-order operators in terms of operators of order one. It is quite
easy to show that the first-order operator has the following simple form:

1
pþ a

x(t) ¼ e�at 1
p
eatx(t)½ � (19:56)

Using this result, one can quickly show that the impulse and step responses of the first-order operator are

h(t) ¼ 1
pþ a

d(t) ¼ e�atu(t) (19:57)

and

s(t) ¼ 1
pþ a

u(t) ¼ 1� e�at½ �u(t) (19:58)

respectively. Thus, if is(t)¼ d(t) and vs(t)¼ u(t), one has

v(t) ¼ 6d(t)þ 1
5

3þ 5e�2t � 38e�5t
� �

u(t) (19:59)

References [5,6] demonstrate that all the usual algebraic results valid for the Laplace transform are also
valid for Heaviside operators.

19.1.2 Mesh Analysis

The central concept in nodal analysis is, of course, the node. The central idea in the method we will
discuss here is the loop. Just as KCL formed the primary set of equations for nodal analysis, KVL
will serve a similar function here. We will begin with the idea of a mesh. A mesh is a special kind of loop
in a planar circuit (one that can be drawn on a plane) a loop that does not contain any other loop inside
it. If one reflects on this definition a bit, one will see that it depends upon how the circuit is drawn.
Figure 19.32 illustrates the idea of a mesh. The nodes have been numbered and the elements labeled with
letters for clarity. The circuit graph in Figure 19.32 abstracts all of the information about how the
elements are connected, but does not show them explicitly. The lines represent the elements and the solid
dots represent the nodes. If we apply the definition given in the introduction to this section, we can
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3 34 45 5
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7 78 8

9
9

a a

b b

c
c

d
d

e e

f f

g g
h

h

i
ij j

k k

l l

(a) (b)

FIGURE 19.32 Circuit (a) and its graph (b).
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quickly verify that {h, a, i, k} is a loop. It is a simple loop because each of its elements share only one node
with any of the other path elements. It is a mesh because no other loops are inside it.
It is an important fact that the number of meshes in a circuit is given by

Nme ¼ B� N þ 1 (19:60)

where
B is the number of branches (elements)
N is the number of nodes

To see this, just look at the simple one-mesh graph in Figure 19.33. The number of branches is the same
as the number of nodes for such a graph (or circuit). Imagine constructing the graph by placing an
element on a planar surface, thereby forming two nodes with the one element. B�Nþ 1¼ 1� 2þ 1¼ 0
in this case, and no meshes exist. Now, add another element by connecting one of its leads to one of
the leads of the first element. Now, B�Nþ 1¼ 2� 3þ 1¼ 0. This can be done indefinitely (or until
you tire). At this point, connect one lead of the last element to the free lead of the one immediately
preceding and the other lead of the last element to a node already placed. N nodes and N� 1 branches
will have been put down, and exactly one mesh will have been formed. Thus, it is true that B�Nþ 1¼
N� (N� 1)þ 1¼ 1 mesh and the formula is verified. Now connect a new element to one of the old
nodes; the result is that one new element and one new node have been added. A glance at the formula
verifies that it remains valid. Again, continue indefinitely, and then connect one new element and no new
nodes by connecting the free lead of the last element with one of the nodes in the original one-loop
circuit. Clearly, the number of added branches exceeds the number of added nodes by one; once again,
the formula is verified. Figure 19.34 shows the new circuit. For the graph shown in the figure, B¼ 13 and
N¼ 12, so B�Nþ 1¼ 2, as expected. Induction generalizes the result, and Equation 19.60 has been
proved.
We now define a fictitious set of currents circulating around the meshes of a circuit. Figure 19.35

illustrates this idea with a circuit graph. All mesh currents are assumed to be circulating in a clockwise

N = B = 6

FIGURE 19.33 One-mesh (series) circuit.

N = B = 6

FIGURE 19.34 Two-mesh (series) circuit.
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direction, although this is not necessary. We see that i1 is the only current flowing in the branch in which
the element current ia is defined, therefore, ia¼ i1; similarly, i3 is the only mesh current flowing in the
element carrying element current ib, but the two are defined in opposite directions. Thus, one sees that
ib¼�i3. The third element where the current is indicated, however, is seen to carry two mesh currents in
opposite directions. Hence, its element current is ic¼ i3� i2. In general, an element that is shared
between two meshes has an element current which is the algebraic sum or difference* of the two adjacent
mesh currents.
We used the term ‘‘fictitious’’ in our definition of mesh current. In the last example, however, we see

that it is possible to make a physical measurement of each mesh current because each flows in an element
that is not shared with any other mesh. Thus, one need only insert an ammeter in that element to
measure the associated mesh current. Circuits exist, however, in which one or more mesh currents are
impossible to measure. Figure 19.36 plots the graph of such a circuit. Each of the meshes is assumed to be
carrying a mesh current, although only one has been drawn explicitly, ik. As readily observed, each of the
other mesh currents appears in a nonshared branch. For the mesh where the current is shown, however,
it is impossible to find an element or a conductor carrying only that current. For this reason, ik is merely a
fiction, though a useful one.
It is easy to see thatmesh currents automatically satisfy KCL because they form a complete loop. Observe

the stylized picture in Figure 19.37, which shows three meshes represented for simplicity as small, closed
ovals.M1 lies entirely within the arbitrary closed surface S; thus, its current does not appear in KCL for that
surface.M2 lies entirely outside S, so the same thing is true for its current. Finally, we note that, regardless of
the shape of S,M3 penetrates it an even number of times. Thus, its current will appear in KCL for S an even
number of times, and half of its appearances will carry a positive sign and half a negative sign. Thus, we
have shown that any mesh current automatically satisfies KCL for any closed surface.
Because KCL is automatically satisfied, we must turn to KVL for the solution of a network in terms of

its mesh currents. Figure 19.38 is an example circuit. Just as we assumed at the outset of Section 19.1.1
that any circuit under consideration contained only resistors and current sources, we will assume at first
that any circuit under consideration contains only resistors and voltage sources. The one shown in Figure
19.38 has this property.

ia

i1

i2 i3

ic ib

FIGURE 19.35 Mesh currents.

* Always the difference if all mesh currents are defined in the same direction: clockwise or counterclockwise.
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The first step is to identify the meshes and assign a mesh current to each. Identification of the meshes
is easy, and this is the primary reason for its effectiveness in hand analysis of circuits. The mesh currents
can be assigned in arbitrary directions, but for circuits of the sort considered here, it is more convenient
to assign them all in the same direction, as in Figure 19.39. Writing one KVL equation for each mesh
results in

3i1 þ 2 i1 � i2ð Þ ¼ 4 (19:61)

ik

FIGURE 19.36 Fictitious mesh current.

M2

S
M1

M3

FIGURE 19.37 Illustration of KCL for mesh currents.
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FIGURE 19.38 Example circuit.
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and

2 i2 � i1ð Þ þ 4i2 ¼ �12 (19:62)

In matrix form,

5 �2
�2 6

� �
i1
i2

� �
¼ 4

�12

� �
(19:63)

The solution is i1¼ 0 A and i2¼ 2 A. The same procedure holds for any planar circuit of an arbitrary
number of meshes.
Suppose, now, that the circuit being considered has one or more current sources, such as the one in

Figure 19.40. The meshes are readily determined; one need only to look for the ‘‘window panes,’’
as meshes have been called. The only problem is this: When we write our mesh equations, what values
do we use for the voltages across the current sources? These voltages are not known.
Thus, we could ascribe their voltages as unknowns, but this would lead to a hybrid form of analysis

in which the unknowns are both element voltages and mesh currents; however, a more straightforward
way is available. Consider this question: should the variables we use or the loops around which we
decide to write KVL change if we alter the values of any of the independent sources? The answer, of
course, is no. Thus, let us test the circuit by deactivating it, that is, by reducing all sources to zero.
Recalling that a zero-valued voltage source is a short circuit and a zero-valued current source is an open
circuit, we obtain the test circuit in Figure 19.41.

4 V 12 V

2 Ω

3 Ω 4 Ω

+
−

+
−i1 i2

FIGURE 19.39 Example circuit prepared for mesh analysis.

6 V 2 Ω1 A

3 A

3 Ω 4 Ω

−
+

FIGURE 19.40 Example with current sources.
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Notice what has happened. The two bottom meshes merge, thus forming one larger mesh in the
deactivated circuit. The top mesh disappears (as a mesh or loop). For this reason, we refer to the former
as a supermesh and the latter as a nonessential mesh. Observe also that it was the deactivation of the
current sources that altered the topology; in fact, deactivation of the voltage sources has no effect on the
mesh structure at all. Thus, we see that only one KVL equation is required to solve the deactivated circuit.
(Reactivation of the source(s) is necessary, otherwise all voltage and currents will have zero values.) The
conclusion relative to our example circuit is this: To solve the original circuit in terms of mesh currents,
only one equation (KVL around the supermesh) is necessary.
The original circuit, with its three mesh currents arbitrarily defined, is redrawn in Figure 19.42. Notice

that the isolated (nonshared) current source in the top (nonessential) mesh defines the associated mesh
current as having the same value as the source itself. On the other hand, the 1 A current source shared by
the bottom two meshes introduces a more general constraint: the difference between the two mesh
currents must be the same as the source current. This constraint has been used to label the mesh current
in the right-hand mesh with a value such that it, minus the left-hand mesh current, is equal to the source
current. The nice feature of this approach is that one can clearly see which mesh currents are unknown
and which are dependent upon the unknowns. Exactly one independent mesh current is always
associated with a supermesh. Recalling our test circuit in Figure 19.41, we see that we need to write
only one KVL equation around the supermesh. It is

3(i� 3)þ 4(iþ 1� 3)þ 2(iþ 1) ¼ �6 (19:64)

Supermesh

Nonessential mesh

2 Ω

3 Ω 4 Ω

FIGURE 19.41 Deactivated current.
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i i + 1
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FIGURE 19.42 Assigning the mesh currents.
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or

9i� 9� 8þ 2 ¼ �6 (19:65)

The solution is i¼ 1 A. From this, one can compute the mesh current on the bottom right to be
iþ 1¼ 2 A and the one in the top loop is already known to be 3 A. With these known mesh currents,
we can solve for any circuit variable desired.
The development of mesh analysis seems at first glance to be the complete analog of nodal. This is not

quite the case, however, because nodal will work for nonplanar circuits, while mesh works only for planar
circuits; furthermore, no global reference exists for mesh currents as it does for node voltages.
Analyzing the problem, we observe that each current source, when deactivated, reduces the number of

meshes by one. (A given element can be shared only by two meshes). Combining this fact with Equation
19.60, we see that the required number of mesh equations is

Nme ¼ B� N þ 1� NI, (19:66)

where
B is the number of branches
N is the number of nodes
NI is the number of current sources

Note that mesh analysis is undertaken for circuits containing dependent sources in exactly the same
manner as in nodal analysis, that is, by first taping the dependent sources, writing the mesh equations as
above, and then untaping the dependent sources and expressing their controlled variables in terms of
the unknown mesh currents. Figure 19.43 shows an example of such a circuit; in fact, it is the same figure
investigated with nodal analysis in the preceding section.
The first step is to tape the dependent sources, thus placing them on the same footing as their

more independent relatives. Then the circuit is tested for complexity by deactivating it as shown in
Figure 19.44. All element labels have been removed merely to avoid obscuring the ideas being discussed.
We see one supermesh, one essential mesh, and no nonessential mesh. Therefore, two KVL equations
must be written in the original circuit, which is shown with the dependent sources taped in Figure 19.45.
Notice that only two unknowns exist, and also that the dependent sources have been taped. For the
moment, we have turned them into independent sources (albeit with unknown values).

2 Ω 1 Ω

2 Ω

1 Ω

2 V

9 A
2vx 3iy

vx

iy

+–

+
–

+
–

FIGURE 19.43 Example circuit.
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We are now in a position to write KVL equations:

2 i1 � 9ð Þ þ 2 i1 � ic � i2ð Þ þ 1i1 ¼ �2� vc (supermesh) (19:67)

and

1i2 þ 2 i2 � i1 þ icð Þ ¼ 2 (essential mesh) (19:68)

Observe that ic and vc are not known quantities, as would be the case where they are the values of
independent sources. Thus, at this point, we must untape the dependent sources and express their values
in terms of the mesh currents. We find that

ic ¼ 2vx ¼ 2x2x �i1 þ 9ð Þ ¼ �4i1 þ 36 (19:69)

and

vc ¼ 3iy ¼ 3 i1 � ic � i2ð Þ ¼ 15i1 � 3i2 þ 36 (19:70)

Essential mesh

Supermesh

FIGURE 19.44 Testing the example circuit.
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FIGURE 19.45 Example circuit prepared for mesh analysis.
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Inserting the last two results in Equations 19.67 and 19.68 results in the matrix equation

28 �5
�10 3

� �
i1
i2

� �
¼ 196

�70

� �
(19:71)

The coefficient matrix is no longer symmetric now that dependent sources have been introduced. (This
is also the case with nodal analysis. The example treating this same circuit is found in Section 19.1.3
and should be checked to verify this point.) However, the solution is found, as usual, to be i1¼ 7 A
and i2¼ 0 A.

A careful consideration of what we have done up to this point reveals that the mesh equations can be
written in the form

A�iM ¼ B�is þ C�vs (19:72)

In this general formulation, A is a square nM3 nM matrix, where M is the number of meshes, and B and
C are rectangular matrices whose dimensions depend upon the number of independent voltage and
current sources, respectively. The variables �vs and �is are the column matrices of independent voltage
and current source values, respectively. A is symmetric if the circuit contains only resistors and
independent sources. As was the case for nodal analysis, the elucidation of conditions under which the
A matrix is nonsingular is difficult. Certainly, it can be singular for circuits with dependent sources;
surprisingly, circuits also exist with only resistors and independent sources for which A is singular as well.
Finally, the mesh analysis procedure for circuits with dynamic elements should be clear. The algebraic

process closely follows that for nodal analysis. For this reason, that topic is not discussed here.

19.1.3 Fundamental Cutset-Loop Circuit Analysis

As effective as nodal and mesh analysis are in treating circuits by hand, particular circuits exist for which
they fail. Consider, for example, the circuit in Figure 19.46. If we were to blindly perform nodal analysis
on this circuit, we would perhaps prepare it for analysis as shown in Figure 19.47. We have three
nonreference nodes, hence, we have three nodal equations:

v1
2
¼ 2 (19:73)

v2 � v3
2

¼ 2 (19:74)

v3 � v2
2

¼ �2 (19:75)

2 A 2 A2 Ω 2 Ω

FIGURE 19.46 Example circuit.

v1 v2

v3

2 A2 A 2 Ω2 Ω

FIGURE 19.47 Example circuit prepared for nodal
analysis.
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The third equation is simply the negative of the second; hence, the set of equations is linearly
dependent and does not have a unique solution. The reason is quite obvious: the circuit is not
connected.* It actually consists of two circuits considered as one. Therefore, one should actually select
two reference nodes rather than one. A bit of reasoning along this line indicates that the number of
nodal equations should be

Nne ¼ N � 1� P (19:76)

where P is the number of separate parts, and hence the number of reference nodes required.
Another way nodal analysis can fail is not quite as obvious. Figure 19.48 illustrates the situation. In

this case, we have a cutset of current sources. Therefore, in reality, at least one of the current sources
cannot be independent for it must have the same value as the other in the cutset. We will leave the writing
of the nodal equations as an exercise for the reader. They are, however, linearly dependent. The problem
here clearly becomes evident if one deactivates the circuit, because the resulting test circuit is not
connected.
Analogous problems can occur with mesh analysis, as the circuit in Figure 19.49 demonstrates.

We find a loop of voltage sources and, when the circuit is deactivated, one mesh disappears. Again, it
is left as an exercise for the reader to write the mesh equations and show that they are linearly
independent (the coefficients of all currents in the KVL equation for the central mesh are zero).
One might question the practically of such circuits because clearly no one would design such networks

to perform a useful function. In the computer automation of circuit analysis, however, dynamic elements
are often modeled over a small time increment in
terms of independent sources, and singular behavior
can result. Furthermore, one would like to be able to
include more general elements than R, L, C, and
voltage and current sources. For such reasons, a
general method that does not fail is desirable. We
develop this method next. It is related to the modified
nodal analysis technique that is described elsewhere
in the book.
To develop this technique, we will examine the

graph of a specific circuit: the one in Figure 19.50.
Graph theory is covered elsewhere in the book, but
salient points will be reviewed here [7,8]. The graph,
of course, is not concerned at all with the v–i char-
acteristics of the elements themselves—only with

* A circuit is connected if at least one path exists between each pair of nodes.

2 Ω2 Ω

2 A

2 A

2 A

FIGURE 19.48 Another example circuit.
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FIGURE 19.49 Another example of a singular circuit.

a

b

c

e

f g
h

d

FIGURE 19.50 Example of a circuit graph.
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how they are interconnected. The lines (or edges
or branches) represent the elements and the dots
represent the nodes. The arrows represent the
assumed references for voltage and current, the posi-
tive voltage at the ‘‘upstream’’ end of the arrow
and the current reference in the direction of the
arrow. We also recall the definition of a tree: for a
connected graph of N nodes, a tree is any subset of
edges of the graph that connects all the nodes, but
which contains no loops. Such a tree is shown by
means of the darkened edges in the figure: a, b, and c.
The complement of a tree is called a cotree. Thus,
edges d, e, f, g, and h form a cotree in Figure 19.50.
If a graph consists of separate parts (that is, it is
not connected), then one calls a subset of edges
that connects all N nodes, but forms no loops, a
forest. The complement of a forest is a coforest.

The analysis method presented here is applicable to either connected or nonconnected circuits.
However, we will use the terms for a graph that is connected for ease of comprehension; one
should go through a parallel development for nonconnected circuits to assure oneself that the general-
ization holds.
Each edge contained in a tree is called a twig, and each edge contained in a cotree is called a link.

(Remember that the set of all nodes in a connected graph is split into exactly two sets of nodes, each of
which is individually connected by twigs, when a tree edge is removed). The set of links having one
of its nodes in one set and another in the second, together with the associated twig defining the two
sets of nodes, is called a fundamental cutset, of f-cutset. If all links associated with a given tree are
removed, then the links replaced one at a time, it can be seen that each link defines a loop called
a fundamental loop or f-loop. Figure 19.51 is a fundamental cutset and a fundamental loop for the
graph shown in Figure 19.50. The closed surface S is placed around one of the two sets of nodes
so defined (in this case consisting of a single node) and is penetrated by the edges in the cutset b, d, and
e. A natural orientation of the cutset is provided by the direction of the defining twig, in this case edge
b. Thus, a positive sign is assigned to b; then, any link in the fundamental cutset with a direction
relative to S agrees with that of the twig receives a positive sign, and each with a direction that
is opposite receives a negative sign. Similarly, the fundamental loop is given a positive sense by the
direction of the defining link, in the case edge h. It is assigned a positive sign; then, each twig in
the f-loop is given a positive sign if its direction coincides in the loop with the defining link, and a
negative sign if it does not.
The positive and negative signs just defined can be used to write one KCL equation for each f-cutset

and one KVL equation for each f-loop, as follows. Consider the example graph with which we are
working. The f-cutsets are {d, b, e}, {d, a, f, h}, and {e, c, g, h}. In general, N� 1 f-cutsets are associated
with each tree—exactly the same as the number of twigs in the tree. Using surfaces similar to S in
Figure 19.51 for each of the f-cutsets, we have the following set of KCL equations:

ia � id � if � ih ¼ 0 (19:77)

ib þ id þ ie ¼ 0 (19:78)

ic � ie þ ig þ ih ¼ 0 (19:79)

In matrix form, these equations become

S

f -loop

a

b

c

e

f g
h

d

FIGURE 19.51 Fundamental cutsets and loops.
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1 0 0 �1 0 �1 0 �1
0 1 0 1 1 0 0 0
0 0 1 0 �1 0 1 1

2
4

3
5

ia
ib
ic
id
ie
if
ig
ih

2
66666666664

3
77777777775
¼

0
0
0

2
4

3
5 (19:80)

The coefficient matrix consists of zeroes, and positive and negative ones. It is called the f-cutset matrix.
Each row corresponds to the KCL equation for one of the f-cutsets, and has a zero entry for each edge not
in that cutset, aþ 1 for any edge in the cutset with the same orientation as the defining twig, and a� 1 for
each edge in the cutset whose orientation is opposite to the defining twig, and a� 1 for each edge in the
cutset whose orientation is opposite to the defining twig. One often labels the rows and columns,

Q ¼
a

b

c

a b c d e f g h

1 0 0 �1 0 �1 0 �1

0 1 0 1 1 0 0 0

0 0 1 0 �1 0 1 1

2
6664

3
7775

(19:81)

to emphasize the relation between the matrix and the graph. Thus, the first row corresponds to KCL for
the f-cutset defined by twig a, the second to that defined by twig b, and the last to the cutset defined by
twig c. The columns correspond to each of the edges in the graph, with the twigs occupying the first N� 1
columns in the same order as that in which they appear in the rows. Notice that a unit matrix of order
N� 13N� 1 is located in the leftmost N� 1 columns. Furthermore, Q has dimensions (N� 1)3B,
where B is the number of branches (edges). Clearly, Q has maximum rank because of the leading unit
matrix. More succinctly, one writes KCL in terms of the f-cutset matrix as

Q�i ¼ [U ..
.
H]�i ¼ 0 (19:82)

where �i is the column matrix of all the branch currents. Here, the structure of Q appears explicitly with
the unit matrix in the first N� 1 columns and, for our example,

H ¼
�1 0 �1 0 �1
1 1 0 0 0
0 �1 0 1 1

2
4

3
5 (19:83)

In general, H will have dimensions (N� 1)3 (b�Nþ 1).
Each of the links, all B�Nþ 1 of them, have an associated KVL equation. In our example, using the

same order for these links and equations that occurs in the KCL equations,

1 �1 0 1 0 0 0 0
0 �1 1 0 1 0 0 0
1 0 0 0 0 1 0 0
0 0 �1 0 0 0 1 0
1 0 �1 0 0 0 0 1

2
66664

3
77775

va
vb
vc
vd
ve
vf
vg
vh

2
66666666664

3
77777777775
¼

0
0
0
0
0

2
66664

3
77775 (19:84)
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We have one row for each link and, therefore, one for each f-loop. If a given edge is in the given loop,
aþ 1 is in the corresponding column if its direction agrees with that of the defining link, and a� 1 if it
disagrees. Notice that a unit matrix of dimensions (B�Nþ 1)3 (B�Nþ 1) is located in the last
B�Nþ 1 columns. Even more important, observe that the matrix in the first N� 1 columns has a
familiar form; in fact, it is �H0, the negative transpose of the matrix in Equation 19.83.

This is no accident. In fact, the entries in this matrix are strictly due to twigs in the tree. Focus on a
given twig and a given link. The twig defines two twig-connected sets of nodes, as mentioned above. If the
given link has both its terminal nodes in only one of these sets, the given twig voltage does not appear in
the KVL equation for that f-loop. If, on the other hand, one of the link nodes is in one of those sets and
the other in the alternate set, the given twig voltage will appear in the KVL equation for the given link,
with aþ 1 multiplier if the directions of the twig agree relative to the f-loop and a� 1 if they do not.
However, a little thought shows that the same result holds for the f-cutset equation defined by the twig,
except that the signs are reversed. If the link and twig directions agree for the f-loop, they disagree for the
f-cutset, and vice versa. Thus, we can write KVL for the f-loops, in general, as

Bf�v ¼ [�H0..
.
U]�v ¼ 0 (19:85)

where
Bf is called the fundamental loop matrix
�v is the column matrix of all branch voltages

Suppose that we partition the branch voltages and branch currents according to whether they are
associated with twigs or links. Thus, we write

�v ¼ �v0T�v
0
C

� �0
(19:86)

and

�i ¼ �i0T�i
0
C

� �0
(19:87)

We use transpose notation to conserve space, and the subscripts T and C represent tree and cotree
voltages and currents, respectively. We cannot use Equations 19.82 and 19.85 to write the composite
circuit variable vector as

�u ¼ �v
�i

� �
¼

U 0
H0 0
0 �H
0 U

2
664

3
775 �vT

�iC

� �
(19:88)

The coefficient matrix is of dimensions 2B3B and has rank B because of the two unit matrices. What we
have accomplished is a direct sum decomposition of the 2B-dimensional vector space consisting of all
circuit variables in terms of the N� 1 dimensional vector space of tree voltages and the B�Nþ 1
dimensional vector space of link currents. Furthermore, the tree voltages and link currents form a basis
for the vector space of all circuit variables.
We have discussed topology enough for our purposes. We now treat the elements. We are looking for a

generalized method of circuit analysis that will succeed, not only for circuits containing R, L, C, and
source elements, but ideal transformers, gyrators, nullators, and norators (among others) as well. Thus,
we turn to a discussion of elements [9].
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Consider elements having two terminals only,
as shown in Figure 19.52. The most general
assumption we can make, assuming that we are
ruling out ‘‘nonlinear’’ elements, is that the v–i
characteristic of each such element be affine, that
is, it is defined by an operator equation of the form

a b
0 c

� �
v
�i

� �
¼ f (t)

g(t)

� �
(19:89)

where the parameters a, b, and c are operators. It is more classical to assume a scalar form of this
equation; that is, with c and g(t) both zero. In a series of papers in the 1960s, however, Carlin and Youla,
Belevitch, and Tellegen [10–12] proposed that the v–i characteristic be interpreted as a multidimensional
relationship. Among other things to come out of the approach was the definition of the nullator and the
norator. Now, assuming that this defining characteristic is indeed multidimensional, we see at once that it
is not necessary to consider operator matrices of a dimension larger than 23 2. There must be two
columns because there are only two scalar terminal variables. If more than two rows were found, the
additional equations would be either redundant or inconsistent, depending upon whether row reductions
resulted in additional rows of all zeroes or in an inconsistent equation. Finally, the (2, 1) element in the
operator matrix clearly can be chosen to be zero as shown, because otherwise it could be reduced to zero
with elementary row operations. That is, one could, unless a¼ 0; but here, an exchange of rows produces
the desired result shown. Note that any or all of a, b, and c can be the zero operator.
We pause here to remark that a and b can be rather general operators. If they are differential, or

Heaviside, operators, (that is, they are real, rational functions of p), a theory of lumped circuits
(differential systems) is obtained. On the other hand, they could be rational functions of the delay
operator E.* In this case, one would obtain the theory of distributed (transmission line) circuits. Then, if a
common delay parameter is used, one obtains a theory of commensurate transmission line circuits; if not,
an incommensurate theory results. If the parameters are functions of both p and d, a mixed theory results.
We will assume here that a, b, and c are rational functions of p.

Let us suppose that c is the zero operator and that g(t)¼ 0 is the second equality resulting from the
stipulation of existence (consistency). This gives the affine scalar relationship

av þ bi ¼ f (t) (19:90)

Special cases are now examined. For instance, if b¼ 0 and a 6¼ 0, one has

v(t) ¼ f (t)=a ¼ vs(t) (19:91)

This, of course, is the v–i characteristic for an independent voltage source. If, on the other hand, a¼ 0
and b 6¼ 0, one has

i(t) ¼ f (t)=b ¼ is(t) (19:92)

This is an ideal current source. If, in addition f(t) is identically zero, one obtains a short circuit and an
open circuit, respectively. These results are shown in Figure 19.53. Now suppose that a and b are both
zero. Then, f(t) must be identically zero as well; otherwise, the element does not exist. In this case any
arbitrary voltage and current are possible. The resulting element, a ‘‘singular one’’ to be sure, is called a
norator. Its symbol is shown in Figure 19.54.

V

i

+ –

e

FIGURE 19.52 Two-terminal element.

* Ex(t)¼ x(t�T) for all t and all waveforms x(t).
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Remaining with the same general case, that is, with
c¼ 0 and g(t)¼ 0, we ask what element results if we also
assume that neither a nor b are zero, but that f(t) is
identically zero. We can solve for either the voltage or
the current. In either case, one obtains a passive element,
as shown in Figure 19.55. If �b=a is constant, a resistor
will result; if �b=a is a constant times the differential
operator p, an inductor will result; and if �b=a is recip-

rocal in p, a capacitor will result. In case the ratio is a more complicated function of p, one would consider
the two-terminal object to be a subcircuit, that is, a two-terminal object decomposable into other
elements, with �b=a being the driving point impedance operator.

One can, in fact, derive the Thévenin and Norton equivalents from these considerations. Staying with
the general case of c and g(t) both zero, but allowing f(t) to be nonzero, we first assume that a 6¼ 0. Then,
we obtain

v(t) ¼ f (t)
a

� b
a
i(t) ¼ voc(t)þ Zeq(p)i(t) (19:93)

which represents the Thévenin equivalent subcircuit shown in Figure 19.56a. Alternately, if b 6¼ 0 we
can write

i(t) ¼ f (t)
b

� a
b
i(t) ¼ isc(t)þ Yeq(p)v(t) (19:94)

The latter equation is descriptive of the Norton equivalent shown in Figure 19.56b. The basic assumption
is that the two-terminal object has a v–i characteristic (i.e., an affine relationship); if this object contains
only elements characterized by affine relationships having a rank property to be given later, one can
use the analysis method being presented here to prove that this assumption is true. At this point,

vs is v = 0 i = 0
+ –

FIGURE 19.53 Conventional two-terminal elements.

v = ? i = ?

FIGURE 19.54 Norator.

R = –b/a Lp = –b/a  1  = –b/a
 Cp

FIGURE 19.55 Passive elements.

(a) Thévenin (b) Norton

voc
+

–

Zeq

isc
Yeq

FIGURE 19.56 Two general equivalent subcircuits.
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however, we are merely assembling a catalog of elements, so we assume that the two-terminal object is,
indeed, a single element (it cannot be decomposed farther).
We have only one other case to consider: that in which c is a nonzero operator. If this is the situation

and if, in addition, a 6¼ 0 as well, one can solve Equation 19.90 by inverting the coefficient matrix
to obtain

v

i

" #
¼ 1=c �b=ac

0 1=a

" #
f (t)

g(t)

" #
¼ vs(t)

is(t)

" #
(19:95)

Therefore, the voltage and current are independently specified. First, suppose that both vs(t) and is(t)
are identically zero. Then, one has v(t)¼ 0 and i(t)¼ 0 for t. The associated element is called a nullator,
and has the symbol shown in Figure 19.57a. Finally, if vs(t) and is(t) are nonzero, one can sketch the
equivalent subcircuit as in Figure 19.57b.
At this point, we have an exhaustive catalog of two-terminal circuit elements: the independent voltage

and current sources, the resistor, the inductor, the capacitor, the norator, and the nullator. We would like
to include more complex elements with more than two terminals as well. Figure 19.58a shows a three-
terminal element and Figure 19.58b shows a two-port element. For the former, we see at once that only
two voltages and two currents can be independently specified because KVL gives the voltage between the
left and right terminals in terms of the two shown, while KCL gives the current in the third lead. As for
the latter, it is a basic assumption that only the two-port voltages and the two-port currents are required
to specify its operation. In fact, one assumes that the currents coming out of the bottom leads are
identical to those going into the top leads. We also assume that the v–i characteristic is independent of
the voltages between terminals in different ports. Each of the ports will be an edge in the circuit graph
that results when such elements are interconnected.
Because four variables are associated with a three-terminal or two-port element, the dimensionality of

the resulting vector space is four; thus, we assume that the describing v–i characteristic is

is(t)
vs(t)

(a) (b)

v = i = 0

+
–

FIGURE 19.57 Nullator element (a) and an equivalent subcircuit (b).

––
– –
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i1 i2
i1 i2

v2v1

v2v1

Three-terminal Two-port(b)(a)

FIGURE 19.58 Three-terminal (a) and two-port elements (b).
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a11 a12 a13 a14
0 a22 a23 a24
0 0 a33 a34
0 0 0 a44

2
6664

3
7775

v1
v2
i1
i2

2
6664

3
7775 ¼

f1(f )

f2(f )

f3(f )

f4(f )

2
6664

3
7775 (19:96)

We justify this form exactly as for the case of two-terminal elements. We will not exhaustively catalog
all of the possible three-terminal=two-port elements for reasons of space; however, note that the
usual case is that in which aij¼ 0 for i� 3. In this case one must insist that f3(t)¼ f4(t)¼ 0; then one
has the 23 2 system of equations

a11 a12 a13 a14
0 a22 a23 a24

� � v1
v2
i1
i2

2
6664

3
7775 ¼ f1(t)

f2(t)

� �
(19:97)

If the two forcing functions on the right are not identically zero, a number of different two-port
equivalent circuits can be generated—generalized Thévenin and Norton equivalents. If both of these
forcing functions are identically zero and if at least one 23 2 submatrix of the coefficient operator matrix
on the left side is nonsingular, one can derive a hybrid matrix and a hybrid parameter equivalent circuit.
Specialized versions are the impedance parameters, the admittance parameters, and the transmission or
chain parameters. Furthermore, one can accommodate controlled sources, transformers, gyrators, and all
of the other known two-port elements.
To present just one example, assume that the operator Equation 19.97 has the form

n �1 0 0

0 0 �1 n

� � v1
v2
i1
i2

2
6664

3
7775 ¼ 0

0

� �
(19:98)

The parameter n, assumed to be a real scalar multiplier, is called the turns ratio, and the element is the
ideal transformer. The VCVS obeys

m �1 0 0

0 0 1 0

� � v1
v2
i1
i2

2
6664

3
7775 ¼ 0

0

� �
(19:99)

Thus, i1 is identically zero and v2¼mv1. The quantity m is the voltage gain.
Similarly, for each element with any number of ports,* we can write

A0�v þ B0�i ¼ �C0 (19:100)

where the voltage and current vectors are the terminal variables of the element. We can then represent
the element equations for any circuit in the same form by forming A0 and B0 as quasidiagonal matrices,

* A two-terminal element is a one-port device.
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each of whose diagonal terms is the corresponding A0 or B0 for a given element, and stacking up the
individual �C0 column matrices to form the overall matrix. We then rewrite Equation 19.100 in the form

A0B0½ � �v
�i

� �
¼ �C (19:101)

where the voltage and current vectors are each B3 1 column matrices of the individual element voltages
and currents. We make the assumption that the matrix [A B], which is of dimension B3 2B is of
maximum rank b. This is the only assumption required for the procedure to be outlined to succeed, as
will later be demonstrated.
An example will clarify things. Figure 19.59 is an example circuit. The correspondence between the

edge labels and the circuit elements is obvious; that is, for instance, a is the 4 V voltage source and its
voltage is �4 V (minus, because of the definition of positive voltage on edge a in the graph). We have
shown a tree on the graph. The f-cutset matrix is

Q ¼
b
d
e
f

b d e f a c g
1 0 0 0 �1 1 0
0 1 0 0 0 �1 �1
0 0 1 0 1 0 1
0 0 0 1 0 0 1

2
66664

3
77775 ¼ [U ..

.
H] (19:102)

Thus,

H ¼
�1 1 0
0 �1 �1
1 0 1
0 0 1

2
664

3
775 (19:103)

Although we could construct it from the Q matrix, we can just as easily read off the f-loop matrix from
the graph:

B ¼
a
c
g

b d e f a c g
1 0 �1 0 1 0 0

�1 1 0 0 0 1 0
0 1 �1 �1 0 0 1

2
664

3
775 ¼ [�H0..

.
U] (19:104)

(a) (b)

a b c

de
f

1 A4 V

12 V

4 Ω

4 Ω

2 Ω

2 Ω
g

+
–

+–

FIGURE 19.59 Example circuit (a) and its graph (b).
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The element constraint equations are

0 0 0 0 0 0 0 1 0 0 0 0 0 0
0 1 0 0 0 0 0 0 �4 0 0 0 0 0
0 0 1 0 0 0 0 0 0 �2 0 0 0 0
0 0 0 1 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 0 0 0 0 0 0 0
0 0 0 0 0 1 0 0 0 0 0 0 �4 0
0 0 0 0 0 0 1 0 0 0 0 0 0 �2

2
666666664

3
777777775

vb
vd
ve
vf
va
vc
vg
ib
id
ie
if
ia
ic
ig

2
66666666666666666666664

3
77777777777777777777775

¼

�1
0
0

�12
4
0
0

2
666666664

3
777777775

(19:105)

In this case, both A0 and B0 are diagonal because all the elements are of the two-terminal variety.
The vector of all circuit variables is now expressed in terms of the basis in Equation 19.88, the tree

voltages and link currents. We then have

[AB]
�v

�i

" #
¼ [AB]

U 0

H0 0

0 �H

0 U

2
66664

3
77775

�vT
�iC

" #

¼

0 0 0 0 0 0 0 1 0 0 0 0 0 0

0 1 0 0 0 0 0 0 �4 0 0 0 0 0

0 0 1 0 0 0 0 0 0 �2 0 0 0 0

0 0 0 1 0 0 0 0 0 0 0 0 0 0

0 0 0 0 1 0 0 0 0 0 0 0 0 0

0 0 0 0 0 1 0 0 0 0 0 0 �4 0

0 0 0 0 0 0 1 0 0 0 0 0 0 �2

2
6666666666664

3
7777777777775

�

1 0 0 0 0 0 0

0 1 0 0 0 0 0

0 0 1 0 0 0 0

0 0 0 1 0 0 0

�1 0 1 0 0 0 0

1 �1 0 0 0 0 0

0 �1 1 1 0 0 0

0 0 0 0 1 �1 0

0 0 0 0 0 1 1

0 0 0 0 �1 0 �1

0 0 0 0 0 0 1

0 0 0 0 1 0 0

0 0 0 0 0 1 0

0 0 0 0 0 0 1

2
66666666666666666666666666666664

3
77777777777777777777777777777775

vb

vd

ve

vf

va

ic

ig

2
6666666666664

3
7777777777775

¼

�1

0

0

�12

4

0

0

2
6666666666664

3
7777777777775

(19:106)

19-40 Fundamentals of Circuits and Filters



After multiplying the two matrices, we have a more compact matrix

0 0 0 0 1 �1 0

0 1 0 0 0 �4 �4

0 0 1 0 2 0 2

0 0 0 1 0 0 0

�1 0 1 0 0 0 0

1 �1 0 0 0 �4 0

0 �1 1 1 0 0 �2

2
666666666664

3
777777777775

vb
vd
ve
vf
va
ic
ig

2
666666666664

3
777777777775

¼

�1

0

0

�12

4

0

0

2
666666666664

3
777777777775

(19:107)

We leave it to the reader to show that the solution is given by (in transpose notation):

vb vd ve vf ia ic ig
� �0¼ [0 �4 4 �12 0 1 �2] (19:108)

In general, one must solve the matrix equation

[A B] ¼
U 0
H0 0
0 �H
0 U

2
664

3
775 �vT

�iC

� �
¼ C (19:109)

where H is the nonunit submatrix in the f-cutset matrix and C0 is the B3 1 column matrix of constants
(or independent functions of time). Here is the crucial result: [A0 B0] has dimensions B3 2B; if it has
rank B, then the product of it with the next matrix, which also has rank B, will be square (of dimensions
B3B) and of rank B by Sylvester’s inequality [13]. In this case, the resulting coefficient matrix will be
invertible, and a solution is possible.
The procedure just described, although involving more computation than, for example, nodal analysis,

is general. If one solves for all element currents and voltages for a general circuit, however, one must
anticipate additional complexity. Furthermore, the method outlined is algorithmic and can be computer
automated. The element constraint matrices A0 and B0 consist of stylized submatrices corresponding to
each type of element. These are referred to as ‘‘stamps’’ in the modified nodal technique described
elsewhere in this volume, and the preceding method is quite similar. The major difference is that is uses
node voltage as a basis for the branch voltage space of a circuit instead of the tree voltages described
previously.
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19.2 Network Theorems

Marwan A. Simaan

In Section 19.1, we learned how to determine currents and voltages in a resistive circuit. Methods have
been developed, which are based on applying KVL and KCL, to derive a set of mesh or node equations
which, when solved, will yield mesh currents or node voltages, respectively. Frequently, and especially if
the circuit is complex with many elements, the application of these methods may be considerably
simplified if the circuit itself is simplified. For example, we may wish to replace a portion of the circuit
consisting of resistors and sources by an equivalent circuit that has fewer elements in order to write fewer
mesh or node equations.
In this context, we introduce three important and related theorems known as the superposition, the

Thévenin and the Norton theorems. The superposition theorem shows how to solve for a variable in a
circuit that has many independent sources, by solving simpler circuits, each excited by only one source.
The Thévenin and Norton theorems can be used to replace a portion of a circuit at any two terminals by
an equivalent circuit which consists of a voltage source in series with a resistor (i.e., a nonideal voltage
source) or a current source in parallel with a resistor (i.e., a nonideal current source). Another important
result derived in this section concerns the calculation of power dissipated in a load resistor connected to a
circuit. This result is known as the maximum power transfer theorem, and is frequently used in circuit
design problems. Finally, a result known as the reciprocity theorem is also discussed.
An important property of linear resistive circuits is the type of relationship that exists between any

variable in the circuit and the independent sources. For linear resistive circuits the solution for a voltage
or current variable can always be expressed as a linear combination of the independent sources. Let us
elaborate on what we mean by this statement through an example.
Consider the circuit in Figure 19.60 and assume that we are interested in the voltage v across R2.

We can solve for v by first applying KCL at node a to get the equation

� v � v1
R1

þ bix þ i1 � v
R2

¼ 0 (19:110)

R1

βix R2i1V1

a

V

ix+

–
–

+

FIGURE 19.60 Example of a linear circuit.
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and then by making use of the fact that

ix ¼ v1 � v
R1

(19:111)

This gives

v ¼ (1þ b)R2

R1 þ (1þ b)R2
v1 þ R1R2

R1 þ (1þ b)R2
i1 (19:112)

Here, the voltage v is a linear combination of the independent sources v1 and i1.
The preceding observation indeed applies to every linear circuit. In general, if we let y denote a voltage

across, or a current in, any element in a linear circuit and if we let {x1, x2, . . . , xN} denote the independent
voltage and current sources in that circuit (assuming there is a total of N such sources), then we can write

y ¼
XN
k¼1

akxk (19:113)

where a1, a2, . . . , aN are constants which depend on the circuit parameters. Thus, in the circuit of Figure
19.60, every current or voltage variable can be expressed as a linear combination of the form

y ¼ a1V1 þ a2i1

where a1 and a2 are constants that depend on R1, R2, and b. For the voltage v across R2, this relationship
is given by expression (Equation 19.112).
Mathematically, the relationship between y and {x1, x2, . . . , xN} expressed in Equation 19.113 is said to

be linear because it satisfies the following two conditions:

1. The superposition condition, which requires that

if ŷ ¼
XN
k¼1

akx̂k

and ~y ¼
XN
k¼1

ak~xk

then ŷ þ ~y ¼
XN
k¼1

ak x̂k þ ~xkð Þ

2. The homogeneity condition, which requires that

if ŷ ¼
XN
k¼1

akx̂k

then cŷ(t) ¼
XN
k¼1

ak{cx̂k}

for any constant c.
Example 19.1 illustrates how these two conditions are satisfied for the circuit of Figure 19.60.
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Example 19.1

For the circuit of Figure 19.60, let R1¼ 2 V, R2¼ 1 V, and b¼ 2. Show that the expression for v in terms
of v1 and i1 satisfies the superposition and homogeneity conditions.

Substituting the values of R1, R2, and b in Equation 19.112, the expression for v becomes

v ¼ 3
5
v1 þ 2

5
i1 (19:114)

To check the superposition property, let v1 ¼ v̂1 and i1 ¼ î1. Then, the voltage v̂ across R2 is

v̂ ¼ 3
5
v̂1 þ 2

5
î1

Similarly, let V1 ¼ ~V1 and i1 ¼ ~i1. Then, the voltage ~V across R2 is

~v ¼ 3
5
~v1 þ 2

5
~i1

Now, assume that V1 ¼ V̂1 þ ~V1 and that i1 ¼ î1 þ~i1. Then, according to Equation 19.114 the corre-
sponding voltage V across R2 is

V ¼ 3
5

V̂1 þ ~V1
� �þ 2

5
î1 þ~i1
� �

¼ 3
5
V̂1 þ 2

5
î1

� 	
þ 3

5
~V1 þ 2

5
~i1

� 	

¼ V̂ þ ~V

Hence, the superposition condition is satisfied.
To check the homogeneity condition, let V1 ¼ cV̂1 and i1 ¼ ĉi1, where c is an arbitrary constant. Then,

according to Equation 19.114 the corresponding voltage v across R2 is

V ¼ 3
5

cV̂1
� �þ 2

5
ĉi1
� �

¼ c
3
5
V̂1 þ 3

5
î1

� 	

¼ cV̂

The homogeneity condition is also satisfied.

19.2.1 Superposition Theorem

Let us reexamine expression (Equation 19.112) for the voltage v in the circuit of Figure 19.60. To be more
specific, let us use this expression to calculate the voltage across R2 for the two circuits shown in Figure
19.61a and b, respectively. Observe that the first circuit is obtained from the original circuit by
deactivating the current source (i.e., setting i1¼ 0) and leaving the voltage source to act alone. The
second is obtained by deactivating the voltage source (i.e., setting V1¼ 0) and leaving the current source
to act alone. If we label the voltages across R2 in these two circuits as va and vb, respectively, then

va ¼ v when
i1¼0




 ¼ (1þ b)R2

R1 þ (1þ b)R2
v1
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and

vb ¼ v when
v1¼0




 ¼ R1R2

R1 þ (1þ b)R2
i1

In other words, expression (Equation 19.112), which was used to derive the above two expressions, can
itself be written as

v ¼ v when
i1¼0

þ v



 




when
v1¼0

or

v ¼ va þ vb

Thus, we conclude that the voltage across R2 in Figure 19.60 is actually equal to the sum of two voltages
across R2 due to two independent sources in the circuit acting individually.

The preceding result is in fact a direct consequence of the linearity property

y ¼ a1x1 þ a2x2 þ � � � þ aNxN

expressed in Equation 19.113. Note that, from this expression, we can write

a1x1 ¼ y when x1 6¼0,x2¼0,x3¼0,...,xN¼0



 ,

a2x2 ¼ y when x1¼0,x2 6¼0,x3¼0,...,xN¼0



 ,

..

. ..
.

aNxN ¼ y when x1¼0,x2¼0,x3¼0,...,xN 6¼0




This means Equation 19.113 can be rewritten as

y ¼ y when x1 6¼0,x2¼0,x3¼0,...,xN¼0




þ y when x1¼0,x2 6¼0,x3¼0,...,xN¼0




..
. ..

.

þ y when x1¼0,x2¼0,x3¼0,...,xN 6¼0





βix

R1

R2V1 V

ix

(a)

a
+

–

+

–

βix

R1

R2 Vi1

ix

(b)

a

+

–

FIGURE 19.61 Circuit of Figure 19.60 with (a) the current source deactivated and with (b) the voltage source
deactivated.
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The following theorem, known as the superposition theorem, is therefore directly implied from the
previous expression:

The voltage across any element (or current through any element) in a linear circuit may be
calculated by adding algebraically the individual voltages across that element (or currents through
that element) due to each independent source acting alone with all other independent sources
deactivated.

In this statement, the word deactivated is used to imply that the source is set to zero. In this context, we
refer to a deactivated current source as one that is replaced by an open circuit and a deactivated voltage
source as one that is replaced by a short circuit. Note that the action of deactivating a source refers only
to independent sources. Example 19.2 illustrates how the superposition theorem can be used to solve for
a variable in a circuit with more than one independent source.

Example 19.2

For the circuit shown in Figure 19.62, apply superposition to calculate the current I in the 4 V resistor.

Because we are interested in calculating I using the superposition theorem, we need to consider the two
circuits shown in Figure 19.63a and b. The first is obtained by deactivating the current source and the
second is obtained by deactivating the voltage source. Let Ia be the current in the 4 V resistor in the first
circuit and Ib be the current in the same resistor in the second. Then, by superposition

I ¼ Ia þ Ib

3 Ω

4 Ω

17 V
1 A

l

–

+

FIGURE 19.62 Circuit for Example 19.2.

–

+

4 Ω

3 Ω

4 Ω

3 Ω

La Lb

17 V
1 A

(b)(a)

FIGURE 19.63 Circuit for Example 19.2 with (a) the current source deactivated and with (b) the voltage source
deactivated.
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We can solve for Ia and Ib independently as follows. From Figure 19.63a:

Ia ¼ 17
7
A

and from Figure 19.63b, applying the current divider rule,

Ib ¼ �1 � 3
7
A

Thus,

I ¼ 17
7
� 3
7

¼ 2A

19.2.2 Thévenin Theorem

In the discussion on the superposition theorem, we interpreted Equation 19.112 for the voltage V in the
circuit of Figure 19.60 as a superposition of two terms. Let us now examine a different interpretation of
this expression.
Suppose we factor the common term in expression (Equation 19.112), so that it can be written as

v ¼ (1þ b)R2

R1 þ (1þ b)R2
v1 þ R1

1þ b
i1

� �
(19:115a)

or

v ¼ R2

R1=(1þ b)ð Þ þ R2
v1 þ R1

1þ b

� 	
i1

� �
(19:115b)

Now, suppose we define

v0 ¼ v1 þ R1

1þ b
i1 (19:116)

and

R0 ¼ R1

1þ b
(19:117)

Then, we can write Equation 19.112 in the simple form

v ¼ R2

R0 þ R2
v0 (19:118)

This expression can be interpreted as a voltage divider equation for a two-resistor circuit as shown in
Figure 19.64. This circuit has a voltage source v0 in series with two resistors R0 and R2. When this circuit
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is compared with Figure 19.60, the combination of voltage source v0 in series with R0 can be interpreted
as an equivalent replacement of all the elements in the circuit connected to R2. That is, we could remove
that portion of the circuit of Figure 19.60 consisting of v1, R1, bix, and i1 and replace it with the voltage
source v0 in series with the resistor R0.

The fact that a portion of a circuit can be replaced by an equivalent circuit consisting of a voltage
source in series with a resistor is actually a direct result of the linearity property, and hence is true for
linear circuits in general. It is known as Thévenin’s theorem* and is stated as follows:

Any portion of a linear circuit between two terminals a and b can be replaced by an equivalent
circuit consisting of a voltage source Vth in series with a resistor Rth. The voltage Vth is determined
as the open circuit voltage at terminals a�b. The resistor Rth is equal to the input resistance at
terminals a�b with all the independent sources deactivated.

The various steps involved in the derivation of the Thévenin equivalent circuit are illustrated in
Figure 19.65. The Thévenin voltage vth is determined by solving for the voltage at terminals a�b when
open circuited, and the Thévenin resistance Rth is determined by calculating the input resistance of the
circuit at terminals a�b when all the independent sources have been deactivated. Examples 19.3 and 19.4
illustrate the application of this important theorem.

Example 19.3

For the circuit in Figure 19.66, determine the Thévenin equivalent of the portion of the circuit to the left
of terminals a�b; use it to calculate the current I in the 2 V resistor.

First, we determine Vth from the circuit of Figure 19.67a. Note that because terminals a�b are open
circuited the current in the branch containing the 2 V resistor and 9 V source is equal to 3 A in the
direction shown. Applying KCL at the upper node of the 1 V resistor, we can calculate the current in this
resistor to be 3þ 2¼ 5 A as shown. Writing a KVL equation around the inner loop (counterclockwise at
terminal b) we have

Vth þ 9� (2� 3)� (1� 5) ¼ 0

which yields

Vth ¼ 2 V

R2 V

+

–

+

–

R0 = 
1 + β

R1

 v0 = v1 + 1 + β
R1 i1

FIGURE 19.64 Voltage divider circuit representing Equation 19.118.

* For an interesting, brief discussion on the history of Thévenin’s theorem, see an article by James E. Brittain, in IEEE
Spectrum, p. 42, March 1990.
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Now, for Rth the three sources are deactivated to obtain the circuit shown in Figure 19.67b. From this
circuit, it is clear that

Rth ¼ 3 V

The circuit obtained by replacing the portion to the left of terminals a�b with its Thévenin equivalent is
shown in Figure 19.67c. The current I is now easily computed as

I ¼ 2
2þ 3

¼ 0:4 A

Portion
of circuit

to be
replaced by
Thévenin
equivalent

a

(a)
b

Remainder
of

circuit

Portion
of circuit

to be
replaced by
Thévenin
equivalent

Portion
of circuit to 

be replaced by
Thévenin

equivalent with 
all independent

sources
deactivated

(b) (c)

a a

bb

Vth Rth
–

+

RthRth aa

Vth Vth

b b
(d) (e)

Remainder
of

circuit

++

– –

Thévenin equivalent circuit

FIGURE 19.65 Steps in determining the Thévenin equivalent circuit.

2 Ω

2 Ω1 Ω

b

a

2 A 3 A

9 V
+ –

I

FIGURE 19.66 Circuit for Example 19.3.
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Example 19.4

For the circuit shown in Figure 19.60, determine the Thévenin equivalent circuit for the portion of the
circuit to the left of resistor R2.

In deriving Equation 19.118 from 19.110, we actually already determined the Thévenin equivalent for
the portion of the circuit to the left of R2. This was shown in Figure 19.64. Of course, this procedure is not
the most efficient way to determine the Thévenin equivalent. Let us now illustrate how the equivalent
circuit is obtained using the procedure described in Thévenin’s theorem. First, we determine vth from the
circuit of Figure 19.68a with R2 removed and terminals a�b left open. Applying KCL at node a, we have

ix þ bix þ i1 ¼ 0

or

ix ¼ � i1
1þ b

Hence,

vth ¼ v1 � R1ix

¼ v1 þ R1

1þ b
i1

9 V

(c)

2 Ω

3Ω a

b

2 V
+

–

I

(a) (b)

2 Ω 2 Ω

1 Ω1 Ω

a

b

a

b

3 A
3 A

5 A
2 A Vth

+ –

+

–

Rth

FIGURE 19.67 (a) Calculation of Vth, (b) calculation of Rth, and (c) the equivalent circuit for Example 19.3.
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i1βix
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βix iv
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(a)

+
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+

R1

Rth =
v
i

FIGURE 19.68 Calculation of (a) Vth and (b) Rth for the circuit of Figure 19.60 (Example 19.4).
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As for Rth, we need to consider the circuit shown in Figure 19.68b, in which the two independent sources
were deactivated. Because of the presence of the dependent source bix, we determine Rth by exciting the
circuit with an external source. Let us use a current source i for this purpose and determine the voltage v
across it as shown in Figure 19.68b. We stress that i is an arbitrary and completely independent source
and is in no way related to i1, which was deactivated. Applying KCL at node a, we have

ix þ bix þ i ¼ 0

or

ix ¼ � 1
1þ b

i

Also, applying Ohm’s law to R1,

v ¼ �R1ix

or

v ¼ R1

1þ b
i

Hence,

Rth ¼ v
i

¼ R1

1þ b

Note that vth and Rth determined previously are the same as v0 and R0 of Equations 19.116 and 19.117.

19.2.3 Norton Theorem

Instead of a voltage source in series with a resistor, it is possible to replace a portion of a circuit by an
equivalent current source in parallel with a resistor. This result is formally known as Norton’s theorem
and is stated as follows:

Any portion of linear circuit between two terminals a and b can be replaced by an equivalent
circuit consisting of a current source in in parallel with a resistor Rn. The current in is determined
as the current that flows from a to b in a short circuit at terminals a�b. The resistor Rn is equal to
the input resistance at terminals a�b with all the independent sources deactivated.

As in the case of Thévenin’s, the preceding theorem provides a procedure for determining the
‘‘Norton’’ current source and ‘‘Norton’’ resistance in the Norton equivalent circuit. The various steps
in this procedure are illustrated in Figure 19.69. The Norton current is determined by solving for the
current in a short circuit at terminals a�b and the Norton resistance is determined by calculating the
input resistance to the circuit at terminals a�b when all independent sources have been deactivated.
The Norton’s equivalent of a portion of a circuit is, in effect, a nonideal current source representation of
that portion. It should be noted that the procedure to determine Rn is exactly the same as that for Rth.
In other words,

Rn ¼ Rth
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Also, if we compare Thévenin’s and Norton’s equivalent circuits, we see that these are indeed related by
the voltage–current source transformation rule discussed earlier in this chapter. Each circuit is a source
transformation of the other. For this reason, the Thévenin and Norton equivalent circuits are often
referred to as dual circuits, and the two resistance Rth and Rn are frequently referred to as the source
resistance and denoted by Rs. Clearly, vth and in are related by

vth ¼ Rsin

Example 19.5

For the circuit shown in Figure 19.70, determine the Norton equivalent circuit at terminals a�b.

We determine Norton’s current In by placing a short circuit between a and b, as shown in Figure
19.71a, and solving for the current in it with a reference direction going from a to b. For this circuit, we
could use the mesh equation method. In matrix form, the mesh equations are

8 �4
�4 7

� �
� I1

I2

� �
¼ 10

5

� �

a

b
(a)

Portion
of circuit

to be
replaced by

Norton
equivalent

Remainder
of 

circuit

a a

b b
(b)

in Rn

(c)

Portion
of circuit

to be
replaced by

Norton
equivalent

Portion of
circuit to be
replaced by

Norton equivalent
with all 

independent
sources

deactivated

Norton equivalent circuit

(d) (e)

a a

bb

inin RnRn
Remainder

of 
circuit

FIGURE 19.69 Steps in determining the Norton equivalent circuit.
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and the solution for the mesh currents is

I1
I2

� �
¼ 1

56� 16
7 4
4 8

� �
� 10

5

� �

From this, we extract In as

In ¼ I2 ¼ 40þ 40
40

¼ 2 A

Norton’s resistance Rn is determined by deactivating the two voltage sources, as shown in Figure 19.71b,
and calculating the input resistance at terminals a�b. Clearly,

Rn ¼ (4 k 4)þ 3 ¼ 5 V

Thus, the Norton equivalent for the circuit of Figure 19.70 is shown in Figure 19.71c.

a

b

3 Ω

4 Ω

4 Ω

–
–

+

+
15 V

5 V

FIGURE 19.70 Circuit for Example 19.5.

aa 4 Ω

4 Ω

3 Ω3 Ω4 Ω

4 Ω

15 V

5 V

bb (b)(a)

(c) b

a

5 Ω2 A

In

I2I1
Rn

+

+

–

–

FIGURE 19.71 (a) Calculation of In, (b) calculation of Rn and (c) Norton’s equivalent for the circuit of Example 19.5.
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Example 19.6

For the circuit shown in Figure 19.72 determine the Norton equivalent circuit at terminals a�b and use it
to calculate the current and power dissipated in R.

With a short circuit placed at terminals a�b, as shown in Figure 19.73a, the voltage Vx¼ 0. Hence,
the dependent source in this circuit is equal to zero. This means that the 8 A current source has the 9 and 3V
resistors in parallel across it, and In is the current in the 3V resistor. Using the current divider rule we have

In ¼ 8
9
12

¼ 6 A

Now, deactivating the independent source to determine Rn, we excite the circuit with a voltage source V
at terminals a�b. Let I be the current in this source as shown in Figure 19.73b. Applying KCL at node a
yields the current in the 3 V resistor to be I� (V=4) from right to left. Applying KVL around the outer
loop and making use of the fact that in this circuit Vx¼V, we get

2Vx 3 Ω

9 Ω 4 Ω

a

b

Vx R

I

+ –

–

+

8 A

FIGURE 19.72 Circuit for Example 19.6.

–

–

+

+ a

b(a)

3 Ω

9 Ω 4 Ω

2Vx = 0

Vx = 08 A

In

(c)(b)

a

2 Ω

I

6 A

b

R

3 Ω

4 Ω

2Vx+ –

9 Ω Vx

l –
+

–
–

+

I

b

a

V

V
4V

4

FIGURE 19.73 (a) Calculation of In, (b) calculation of Rn, and (c) Norton’s equivalent for the circuit of Example 19.6.
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V � 3 I � V
4

� 	
þ 2V � 9 I � V

4

� 	
¼ 0

Solution of this equation yields

Rn ¼ V
I
¼ 2 V

The Norton equivalent of the portion of the circuit to the left of terminals a�b, connected to the resistor
R is shown in Figure 19.73c. Applying the current divider rule gives

I ¼ 6
2

2þ R

¼ 12
2þ R

A

and the power dissipated in R is

P ¼ RI2

P ¼ 144R

(2þ R)2
W

(19:119)

19.2.4 Maximum Power Transfer Theorem

In Example 19.6, we replaced the entire circuit connected to the resistor R at terminals a�b by its Norton
equivalent in order to calculate the power P dissipated in R. Because R did not have a fixed value, we
determined an expression for P in terms of R. Suppose we are now interested in examining how P varies
as a function of R. A plot of P versus R as given by Equation 19.119 is given in Figure 19.74.
The first noticeable characteristic of this plot is that it has a maximum. Naturally, we would be

interested in the value of R that results in maximum power delivered to it. This information is directly
available from the plot in Figure 19.74. To maximize P the value of R should be 2 V and the maximum
power is Pmax¼ 18 W. That is, 18 W is the most that this circuit can deliver at terminals a�b, and that
occurs when R¼ 2 V. Any other value of R will result in less power delivered to it.
The problem of finding the value of a load resistor RL such that maximum power is delivered to it is

obviously an important circuit design problem. Because it is possible to reduce any linear circuit
connected to RL into either its Thévenin or Norton equivalent, as illustrated in Figure 19.75, the
problem becomes quite simple. We need to consider only either the circuit of Figure 19.75b or that
of Figure 19.75c. Let us first consider the circuit that uses the Thévenin equivalent. In this case, the power
P delivered to RL is given by

P ¼ vth
Rth þ RL

� 	2

RL (19:120)

In general, we may not always be able to plot P vs. RL, as we did earlier, therefore, we need to maximize P
mathematically. We do this by solving the necessary condition

dP
dRL

¼ 0 (19:121)
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FIGURE 19.74 Plot of P vs. R for the circuit of Example 19.6.
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b

FIGURE 19.75 (a) A load resistance RL in a circuit. (b) RL with the remainder of the circuit reduced to a Thévenin
equivalent. (c) RL with the remainder of the circuit reduced to a Norton equivalent.
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for RL. To guarantee that RL maximizes P, it must also satisfy the sufficiency condition

d2P
dR2

L






RL

< 0 (19:122)

Thus, applying these conditions to Equation 19.120, we have

dP
dRL

¼ v2th
Rth þ RLð Þ2�2RL Rth þ RLð Þ

Rth þ RLð Þ4
" #

,

¼ v2th
Rth � RLð Þ
Rth þ RLð Þ3 (19:123)

Equating the right-hand side of Equation 19.123 to zero and solving for RL yields

RL ¼ Rth

The sufficiency condition (Equation 19.122) yields

d2P
dR2

L
¼ v2th

2Rth � 4RL

Rth þ RLð Þ4

When RL is replaced with Rth, we get

d2P
dR2

L






RL¼Rth

¼ � v2th
8R3

th

< 0

Thus, RL¼Rth satisfies both conditions (Equations 19.121 and 19.122), and hence is the maximizing
value. This result is often referred to as the ‘‘maximum power transfer theorem.’’ It says

The maximum power that can be transferred to a load resistance RL by a circuit represented by its
Thévenin equivalent is attained when RL is equal to Rth.

The corresponding value of Pmax is obtained from Equation 19.120 as

Pmax ¼ v2th
4Rth

(19:124)

In the case of Norton’s equivalent circuit of Figure 19.75b, a similar derivation can be carried out.
The power P delivered to RL is given by

P ¼ Rnin
Rn þ RL

� 	2

RL (19:125)

This expression has exactly the same form as Equation 19.120. Consequently, its maximum is achieved
when

RL ¼ Rn
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and the corresponding maximum power is

Pmax ¼ Rni2n
4

(19:126)

This leads to the following alternate statement of the maximum power transfer theorem:

The maximum power that can be transferred to a load resistance RL by a circuit represented by its
Norton equivalent is attained when RL is equal to Rn.

Example 19.7

Consider the circuit of Example 19.3 in Figure 19.66. Determine the value of a load resistor RL connected
in place of the 2 V resistor at terminals a�b in order to achieve maximum power transfer to the load.

Solution

The Thévenin equivalent for the circuit of Figure 19.66 already was determined and is shown in Figure
19.67c. Using the results of the maximum power transfer theorem, we should have

RL ¼ 3V

The corresponding value of maximum power is

Pmax ¼ 22

4� 3

¼ 1
3
W

19.2.5 Reciprocity Theorem

The reciprocity theorem is an important result that applies to circuits consisting of linear resistors and
one independent source (either a current source or a voltage source). It does not apply to nonlinear
circuits, and, in general, it does not apply to circuits containing dependent sources. The reciprocity
theorem is stated as follows:
The ratio of a voltage (or current) response in one part of the circuit to the current (or voltage) source

is the same if the locations of the response and the source are interchanged.
It is important to note that the reciprocity theorem applies only to circuits in which the source and

response are voltage and current or current and voltage, respectively. It does not apply to circuits in
which the source and response are of the same type (i.e., voltage and voltage or current and current).

Example 19.8

Verify the reciprocity theorem for the circuit shown in Figure 19.76a.

Solution

If we interchange the location of the 40 V voltage source and current response I, we obtain the circuit
shown in Figure 19.76b. The reciprocity theorem implies that I should be the same in both circuits.
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For the circuit in Figure 19.76a, the current I1 in the 2 V resistor is equal to

I1 ¼ 40
2þ 4 k 12

¼ 40
2þ 3

¼ 8A

and the response I can be easily determined, using the current divider rule, as

I ¼ 8� 4
4þ 12

¼ 2A

For the circuit in Figure 19.76b, the current I2 in the 12 V resistor is equal to

I2 ¼ 40
12þ 2 k 4

¼ 40
12þ 4

3

¼ 3A

and the response I can be determined easily, using the current divider rule, as

I ¼ 3� 4
2þ 4

¼ 2A

Thus, the reciprocity theorem is satisfied.

+

–

2 Ω

4 Ω 12 Ω40 V

(a)

I

L1

+

–

2 Ω

4 Ω

12 Ω

40 V
(b)

I
I2

FIGURE 19.76 (a) Circuit for Example 19.8. (b) Circuit with location of voltage source and current response
interchanged.
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20.1 Introduction

Frequently, it is useful to decompose a large circuit into subcircuits and to consider the subcircuits
separately. Subcircuits are connected to other subcircuits using terminals or ports. Terminal and port
representations of a subcircuit describe how that subcircuit will act when connected to other subcircuits
[1,2]. Terminal and port representations do not provide the details of mesh or node equations because
these details are not required to describe how a subcircuit interacts with other subcircuits.
In this chapter, terminal and port representations of circuits are described. Particular attention is given

to the distinction between terminals and ports. Applications show the usefulness of terminal and port
representations.

20.2 Terminal Representations

Figure 20.1 illustrates a subcircuit that can be connected to other subcircuits using terminals. The
subcircuit is shown symbolically on the left and an example is shown on the right. Nodes a, b, c, and d
are terminals and may be used to connect this circuit to other circuits. Node e is internal to the circuit and
is not a terminal. The terminal voltages Va, Vb, Vc, and Vd are node voltages with respect to an arbitrary
reference node. The terminal currents Ia, Ib, Ic, and Id describe currents that will exist when this subcircuit
is connected to other subcircuits. Terminal representations show how the terminal voltages and currents
are related. Several equivalent representations are possible, depending on which of the terminal currents
and voltages are selected as independent variables.
A terminal representation of the example network in Figure 20.1 can be obtained by writing a node

equation for the network. A simpler procedure is available for passive networks, i.e., networks consisting
entirely of resistors, capacitors, and inductors. Because the circuit in Figure 20.1 is a passive circuit, the
simpler procedure will be used to write terminal equations to represent this circuit.
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The nodal admittance matrix of the example circuit will have five rows and five columns. The rows,
and also the columns, of this matrix will correspond to the five nodes of the circuit in the order a, b, c, d,
and e. For example, the fourth row of the nodal admittance matrix corresponds to node d and the third
column corresponds to node c. Let yij denote the admittance of a branch of the network which is incident
with nodes i and j and let Yij denote the element of the nodal admittance matrix that is in row i and
column j. Then,

Yii ¼
X

all branches
incident to node i

yij (20:1)

i.e., the diagonal element of the nodal admittance matrix in row i and column i is equal to the sum of the
admittances of all branches in the circuit that are incident with node i. The off-diagonal elements of
the nodal admittance matrix are given by

Yij ¼ �
X

all branches incident
to both nodes i and j

yij (20:2)

The example circuit is represented by the node equation

Ia
Ib
Ic
Id
0

0
BBBB@

1
CCCCA ¼

C1sþ 1
R3

0 0 � 1
R3

�C1s

0
1
R1

þ 1
R2

� 1
R2

0 � 1
R1

0 � 1
R2

C4sþ 1
R2

�C4s 0

� 1
R3

0 �C4s C4sþ 1
R3

0

�C1s � 1
R1

0 0 C1sþ 1
R1

0
BBBBBBBBBBBBBBBB@

1
CCCCCCCCCCCCCCCCA

Va

Vb

Vc

Vd

Ve

0
BBBBBBB@

1
CCCCCCCA

(20:3)
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R3
C1
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FIGURE 20.1 Four-terminal network.

20-2 Fundamentals of Circuits and Filters



Suppose that C1¼ 1 F, C4¼ 2 F, R1¼ 1=2 V, R2¼ 1=4 V, and R3¼ 1 V. Then,

Ia
Ib
Ic
Id
0

0
BBBBBB@

1
CCCCCCA

¼

sþ 1 0 0 �1 �1s

0 6 �4 0 �2

0 �4 2sþ 4 �2s 0

�1 0 �2s 2sþ 1 0

�s �2 0 0 sþ 2

0
BBBBBB@

1
CCCCCCA

Va

Vb

Vc

Vd

Ve

0
BBBBBB@

1
CCCCCCA

No external current Ie exists because node e is not a terminal. Row 5 of this equation, corresponding to
node e, can be solved for Ve and then Ve can be eliminated. Doing so results in

Ia

Ib

Ic

Id

0
BBBB@

1
CCCCA ¼

3sþ 2
sþ 2

� 2s
sþ 2

0 �1

� 2s
sþ 2

6sþ 8
sþ 2

�4 0

0 �4 2sþ 4 �2s

�1 0 �2s 2sþ 1

0
BBBBBBB@

1
CCCCCCCA

Va

Vb

Vc

Vd

0
BBBB@

1
CCCCA (20:4)

The terminal voltages were selected to be the independent variables and the entries in the matrix are
admittances. Because none of the nodes of the subcircuit was chosen to be the reference node, the rows
and columns of the matrix both sum to zero. This matrix is called an indefinite admittance matrix.
Because it is singular, Equation 20.4 cannot be solved directly. To see the utility of Equation 20.4,
consider Figure 20.2. Here, the four-terminal network has been connected to a voltage source and an
amplifier and node c has been grounded. This external circuitry restricts the terminal currents and
voltages of the four-terminal network. In particular,

Vb ¼ Vs, Ia ¼ 0, Vc ¼ 0, Id ¼ 0, and Vo ¼ KVd (20:5)

+

+ + +

–

–

– –

Id = 0

Ia = 0

Vs Vb Vd Vo

K

FIGURE 20.2 First application of the four-terminal network.
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Under these conditions, Equation 20.4 becomes

0
Ib
Ic
0

0
BB@

1
CCA ¼

3sþ 2
sþ 2

� 2s
sþ 2

0 �1

� 2s
sþ 2

6sþ 8
sþ 2

�4 0

0 �4 2sþ 4 �2s

�1 0 �2s 2sþ 1

0
BBBBBBB@

1
CCCCCCCA

Va

Vs

0
Vo
K

0
BBBB@

1
CCCCA (20:6)

Because Ib and Ic are not of interest, the second and third rows of this equation can be ignored. The first
and fourth rows can be solved to obtain the transfer function of this circuit

Vo(s)
Vs(s)

¼ K
3(sþ 1)

(20:7)

Next, consider Figure 20.3. The four-terminal network is used in a second, different application. In this
case,

Ia þ Ib ¼ �Vb

Rb
, Vc ¼ Vs, Va ¼ Vb, Id ¼ 0, and Vd ¼ Vo (20:8)

Because Va¼Vb, the first two columns of Equation 20.4 can be added together, replacing Va by Vb. Also,
it is convenient to add the first two rows together to obtain Iaþ Ib. Then, Equation 20.4 reduces to

� Vb
Rb

Ic
0

0
@

1
A ¼

5 �4 �1
�4 2sþ 4 �2s
�1 �2s 2sþ 1

0
@

1
A Vb

Vs

Vo

0
@

1
A (20:9)

Because Ic is not of interest, the second row of this equation can be ignored. The first and third rows of
this equation can be solved to obtain the transfer function

Vo(s)
Vs(s)

¼ (10Rb þ 2)sþ 4Rb

(10Rb þ 2)sþ 4Rb þ 1
(20:10)

+

+

+

–– –

Id = 0

Vd = Vo

Vs = Vc

VbRb

Ib

Ia

FIGURE 20.3 Second application of the four-terminal network.
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These examples illustrate the utility of the terminal equations. In these examples, the problem of
analyzing a network was divided into two parts. First, the terminal equation was obtained from the node
equation by eliminating the rows and columns corresponding to nodes that are not terminals. Second,
the terminal equation is combined with equations describing the external circuitry connected to the
four-terminal network. When the external circuit is changed, only the second step must be redone. The
advantage of representing a subnetwork by terminal equations is greater when

1. The subnetwork has many nodes that are not terminals.
2. The subnetwork is expected to be a component of many different networks.

20.3 Port Representations

A port consists of two terminals with the restriction that the terminal currents have the same magnitude
but opposite sign. Figure 20.4 shows a two-port network. In this case, the two-port network was
constructed from the four-terminal network by pairing terminals a and b to form port 1 and pairing
terminals d and c to form port 2. The restrictions

I1 ¼ Ia ¼ �Ib and I2 ¼ Id ¼ �Ic (20:11)

must be satisfied in order for these two pairs of terminals to be ports.
The behavior of the two-port network is described using four variables. These variables are the port

voltages V1 and V2 and the port currents I1 and I2. Several equivalent representations are possible,
depending on which two of the port currents and voltages are selected as independent variables. The left
column of Table 20.1 shows the two-port representations corresponding to four of the possible choices of
independent variables. These representations are equivalent, and the right column of Table 20.1 shows
how one representation can be obtained from another.
In row 1 of Table 20.1, the port voltages are selected to be the independent variables. In this case, the

two-port circuit is represented by an equation of the form

I1
I2

� �
¼ y11 y12

y21 y22

� �
V1

V2

� �
(20:12)

The elements of the matrix in this equation have units of admittance. They are denoted using the letter y
to suggest admittance and are called the ‘‘y parameters’’ or the ‘‘admittance parameters’’ of the two-port
network.

I1

–I1

V1 V2

R3

R1

R2

C1

C4

I2

I1 = Ia

I1 = –Ib

I2 = Id

I2 =   –Ic

V1 = Va–Vb

V2 = Vd –Vc
–I2

+

–

+

–

–

+

+

–

FIGURE 20.4 Two-port network.
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In row 2 of Table 20.1, the port currents are selected to be the independent variables. Now the elements
of the matrix have units of impedance. They are denoted using the letter z to suggest impedance and are
called the ‘‘z parameters’’ or the ‘‘impedance parameters’’ of the two-port network.

In row 3 of Table 20.1, I1 and V2 are the independent variables. The elements of the matrix do not have
the same units. In this sense, this is a hybrid matrix. They are denoted using the letter h to suggest hybrid
and are called the ‘‘h parameters’’ or the ‘‘hybrid parameters’’ of the two-port network. Hybrid
parameters are frequently used to represent bipolar transistors.
In the last row of Table 20.1, the independent signals are V2 and �I2. In this case, the two-port

parameters are called ‘‘transmission parameters’’ or ‘‘ABCD parameters.’’ They are convenient when two-
port networks are connected in cascade.
Next, consider the problem of calculating or measuring the parameters of a two-port circuit. Equation

20.12 suggests a procedure for calculating the y parameters of a two-port circuit. The first row of
Equation 20.12 is

I1 ¼ y11V1 þ y12V2 (20:13)

Setting V1¼ 0 leads to

y12 ¼ I1
V2

when V1 ¼ 0 (20:14)

This equation describes a procedure that can be used to measure or calculate y12. A short circuit is
connected to port 1 to set V1¼ 0. A voltage source having voltage V2 is connected across port 2 and the
current, I1, in the short circuit is calculated. Finally, y12 is calculated as the ratio of I1 to V2.

Similar procedures can be used to calculate any of the y, z, h, or transmission parameters. Table 20.2
tabulates these procedures.
As an example of how Table 20.2 can be used, consider calculating the y parameters of the two-port

circuit shown in Figure 20.3. (Recall that C1¼ 1 F, C4¼ 2 F, R1¼ 1=2 V, R2¼ 1=4 V, and R3¼ 1 V.)
According to Table 20.2, two cases will have to be considered. In the first, a voltage source is connected

TABLE 20.1 Relationships between Two-Port Representations

I1
I2

� �
¼ y11 y12

y21 y22

� �
V1

V2

� �

jYj ¼ y11y22 � y12y21

y11 y12
y21 y22

� �
¼

z22
jZj � z12

jZj
� z21
jZj

z11
jZj

0
BB@

1
CCA ¼

1
h11

� h12
h11

h21
h11

jHj
h11

0
BB@

1
CCA ¼

D
B

� jTj
B

� 1
B

A
B

0
BB@

1
CCA

V1

V2

� �
¼ z11 z12

z21 z22

� �
I1
I2

� �

jZj ¼ z11z22 � z12z21

z11 z12
z21 z22

� �
¼

y22
jYj � y12

jYj
� y21
jY j

y11
jYj

0
BB@

1
CCA ¼

jHj
h22

h12
h22

� h21
h22

1
h22

0
BB@

1
CCA ¼

A
C

� jTj
C

1
C

D
C

0
BB@

1
CCA

V1

I2

� �
¼ h11 h12

h21 h22

� �
I1
V2

� �

jHj ¼ h11h22 � h12h21

h11 h12
h21 h22

� �
¼

1
y11

� y12
y11

y21
y11

jY j
y11

0
BB@

1
CCA ¼

jZj
z22

z12
z22

� z21
z22

1
z22

0
BB@

1
CCA ¼

B
D

jTj
D

� 1
D

C
D

0
BB@

1
CCA

V1

I1

� �
¼ A B

C D

� �
V2

�I2

� �

jTj ¼ AD� BC

A B
C D

� �
¼

� y22
y21

� 1
y21

� jYj
y21

� y11
y21

0
BB@

1
CCA ¼

z11
z21

jZj
z21

1
z21

z22
z21

0
BB@

1
CCA ¼

� jHj
h21

� h11
h21

� h22
h21

� 1
h21

0
BB@

1
CCA
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to port 1 and a short circuit is connected to port 2. In the second, a short circuit is connected across
port 1 and a voltage source is connected to port 2. The resulting circuits are shown in Figure 20.5.
In Figure 20.5a

I1 ¼ V1

R1 þ 1
C1s

þ V1

R2 þ R3
¼ 14sþ 8

5sþ 10
V1 ¼ y11V1 (20:15)

TABLE 20.2 Calculation of Two-Port Parameters

I1 I2

V1 V2 = 0

+
+
–

–

I1 I2

V2V1 = 0

+
+

–
–

y11 ¼ I1
V1

and y21 ¼ I2
V1

when V2 ¼ 0 y12 ¼ I1
V2

and y22 ¼ I2
V2

when V1 ¼ 0

––

++

V1 V2I1

I2 = 0

– –

++

V1 V2 I2

I1 = 0

z11 ¼ V1
I1

and z21 ¼ V2
I1

when I2 ¼ 0 z12 ¼ V1
I2

and y22 ¼ V2
I1

when I1 ¼ 0

V2 = 0V1

+ +

I2

–

I1

–

I1 = 0

V1

–
–

+

I2

V2
+

h11 ¼ V1
I1

and h21 ¼ I2
I1

when V2 ¼ 0 h12 ¼ V1
V2

and h22 ¼ I2
V2

when I1 ¼ 0

V1
+

+

I1 I2 = 0

– V2

–

+
–V1

I1 I2

–

+
V2 = 0

A ¼ V1
V2

when I2 ¼ 0 B ¼ V1
�I2

when V2 ¼ 0

C ¼ I1
V2

when I2 ¼ 0 D ¼ I1
�I2

when V2 ¼ 0
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and

I2 ¼ � V1

R2 þ R3
¼ � 4

5
V1 ¼ y21V1 (20:16)

In Figure 20.5b

I1 ¼ � V2

R2 þ R3
¼ � 4

5
V2 ¼ y12V2 (20:17)

and

I2 ¼ V2
1
C4s

þ V2

R2 þ R3
¼ 10sþ 4

5
V2 ¼ y22V2 (20:18)

Finally, the two-port network is represented by

I1
I2

� �
¼

14sþ 8
5sþ 10

� 4
5

� 4
5

10sþ 4
5

0
B@

1
CA V1

V2

� �
(20:19)

To continue the example, row 3 of Table 20.1 illustrates how to convert these admittance parameters to
hybrid parameters. From Table 20.1,

jY j ¼ 14sþ 8
5sþ 10

10sþ 4
5

� �
� � 4

5

� �
� 4
5

� �
¼ 28s2 þ 24s

5(sþ 2)
(20:20)

h11 ¼ 1
y11

¼ 5sþ 10
14sþ 8

(20:21)

h12 ¼ � y12
y11

¼ 2sþ 4
7sþ 4

(20:22)

h21 ¼ y21
y11

¼ � 2sþ 4
7sþ 4

(20:23)

h22 ¼ jY j
y11

¼ (14sþ 12)s
7sþ 4

(20:24)

(a) (b)

+

–

–
+

R3

R2

R1

C1

C4
V2

I2

I1

V1 = 0+

+

–

– R3

R2

R1

C1

C4

I2

I1

V1

V2 = 0

FIGURE 20.5 Test circuits used to calculate the y parameters of the example circuit.
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To complete the example, notice that Table 20.2 shows how to calculate the hybrid parameters directly
from the circuit. According to Table 20.2, h22 is calculated by connecting an open circuit across port 1
and a voltage source having voltage V2 across port 2. The resulting circuit is depicted in Figure 20.6. Now,
h22 is determined from Figure 20.6b by calculating the port current I2.

I2 ¼ V2

R1 þ R2 þ R3 þ 1
C1s

þ V2
1
C4s

¼ 14s2 þ 12s
7sþ 4

V2 ¼ h22V2 (20:25)

Of course, this is the same expression as was calculated earlier from the y parameters of the circuit.
Next, consider the problem of analyzing a circuit consisting of a two-port network and some external

circuitry. Figure 20.7 depicts such a circuit. The currents in the resistors Rs and RL are given by

I1 ¼ Vs � V1

Rs
and I2 ¼ �V2

RL
(20:26)

Suppose the two-port network used in Figure 20.7 is the circuit shown in Figure 20.4 and represented by
y parameters in Equation 20.19. Combining the previous expressions for I1 and I2 with Equation 20.19
yields

Vs

Rs

0

0
@

1
A ¼

14sþ 8
5sþ 10

þ 1
Rs

� 4
5

� 4
5

10sþ 4
5

þ 1
RL

0
BBB@

1
CCCA

V1

V2

 !
(20:27)

(a) (b)

+

–

+

–

I1

I1

I2

V1 C1

C4

R1

R3

R2 V2 = 0

+

–

+
–

I2

V1

V2

C1

C4

R1

R3

R2

I1 = 0

FIGURE 20.6 Test circuits used to calculate the h parameters of the example circuit.

+
–

+

–

+

–

Rs

Vs V1 V2

I2I1

RL

FIGURE 20.7 Application of the two-port network.
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This equation can then be solved, e.g., using Cramer’s rule, for the transfer function

V2

Vs
(s) ¼

� � 4
5

� �
1
Rs

� 	
14sþ8
5sþ10 þ 1

Rs

� 	
10sþ4

5 þ 1
RL

� 	
� � 4

5

� �2

¼ 4(sþ 2)RL

(28s2 þ 24s)RLRs þ (10sþ 4)(sþ 2)RL þ (14sþ 8)Rs þ 5(sþ 2)

(20:28)

Next consider Figure 20.8. This circuit illustrates a caution regarding use of the port convention. The use
of ports assumes that the currents in the terminals comprising a port are equal in magnitude and
opposite in sign. This assumption is not satisfied in Figure 20.8 so port equations cannot be used to
represent the four-terminal network.
Table 20.3 presents three circuit models for two-port networks. These three models are based on y, z,

and h parameters, respectively. Such models are useful when analyzing circuits that contain subcircuits

+
+
–

+

– –

RA

RBV1 V2Vs

Is

IS IB

IB

–IA – Is IA– IB

IA

FIGURE 20.8 Incorrect application of the two-port representation.

TABLE 20.3 Models of Two-Port Networks

I1
I2

� �
¼ y11 y12

y21 y22

� �
V1

V2

� � I1 I2

V2V1
y21 V1

y12 V2
y22y11

–I2–I1

––

++

V1

V2

� �
¼ z11 z12

z21 z22

� �
I1
I2

� � I1

–I2–I1

I2

z12 I2

z21 I1
z22z11

V1 V2
––

++

–
+

–
+

V1

V2

� �
¼ h11 h12

h21 h22

� �
I1
V2

� � I1 I2

h11

h12V2

h21 I1 h22

–I1 –I2

+

–
V2–

+
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that are represented by port parameters. As an example, consider the circuit shown in Figure 20.9a. This
circuit contains a two-port network represented by h parameters. In Figure 20.9b the two-port network
has been replaced by the model corresponding to h parameters. Analysis of Figure 20.9b yields

Vs ¼ (Rs þ h11)I1 þ h12V2

V2 ¼ h21
�R2

R2h22 þ 1
I1

(20:29)

After some algebra,

V2

Vs
¼ h21R2

h12h21R2 � (h11 þ R2)(h22R2 þ 1)
(20:30)

The circuits in Figure 20.9a and b are equivalent, so this is the voltage gain of the circuit in Figure 20.9a.
H parameters are frequently used to describe bipolar transistors. Table 20.4 shows the popular

methods for converting this three terminal device into a two-port network. The three configurations
shown in Table 20.4 are called ‘‘common emitter,’’ ‘‘common collector,’’ and ‘‘common base’’ to indicate
which terminal is common to both ports. Table 20.4 also presents the notation that is commonly used to
name the h parameters when they are used to represent a transistor.
For example, hfe is the forward gain when the transistor is connected in the common emitter

configuration. Comparing with Table 20.3, it can be observed that hfe¼ h21.
Figure 20.10 depicts a popular model of a bipolar transistor. Suppose the h parameters are calculated

for the common emitter configuration. The result is

hie hre
hfe hoe

� �
¼ rp 0

b r0

� �
(20:31)

This calculation makes a connection between the parameters of the circuit model of the transistor and the
h parameters used to describe the transistor, e.g., hfe¼b.
Figures 20.11 through 20.13 illustrate some common interconnections of two-port networks. In Figure

20.11, the two-port networks labeled A and B are connected in cascade. As illustrated in Figure 20.11, the

(a)

(b)

+

–

+
–

–

+

–

Ha =
ha11 ha12

ha21 ha22

I2I1

V2R2

Rs
V1Vs

+
+

–

+

–

h11

h12 h21 h22

I2

IV1 V2 V2R2

Rs

Vs I1

I1

+
–

FIGURE 20.9 Application of the circuit model associated with H parameters.
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transmission matrix of the composite network is given by the product of the transmission matrices of the
subnetworks. This simple relationship makes it convenient to use transmission parameters to represent a
composite network that consists of the cascade of two subnetworks.
In Figure 20.12, the two-port networks labeled A and B are connected in parallel. As shown in Figure

20.12, the admittance matrix of the composite network is given by the sum of the admittance matrices of
the subnetworks. This simple relationship makes it convenient to use admittance parameters to represent
a composite network that consists of parallel subnetworks.
In Figure 20.13, the two-port networks labeled A and B are connected in series. As illustrated in Figure

20.13, the impedance matrix of the composite network is given by the sum of the impedance matrices of the
subnetworks. This simple relationship makes it con-
venient to use impedance parameters to represent a
composite network that consists of series subnetworks.
Figure 20.14 is a circuit that consists of three two-

port networks. Two-port parameters representing the
entire network can be calculated from the two-port
parameters of the subnetworks. Let c denote the two-
port network consisting of network b connected
in parallel with network a. Represent network c
with y parameters by converting the h parameters

TABLE 20.4 Using H Parameters to Specify Bipolar Transistors

ib ic

Vbe
Vce

+

+

––

Common emitter

vbe
ic

� �
¼ hie hre

hfe hoe

� �
ib
vce

� �

ib ie

Vbc

Vec

+

+

––

Common collector

vbc
ie

� �
¼ hic hrc

hfc hoc

� �
ib
vec

� �

ie ic

Veb Vcb

++

––

Common base

veb
ic

� �
¼ hib hrc

hfb hoc

� �
ib
vcb

� �

Note: i, input impedance or admittance; o, output impedance or admittance; f, forward
gain; r, reverse gain; e, common emitter; b, common base; c, common collector.

b

b

e e

c
c

rπ

ib

βib ro

FIGURE 20.10 Hybrid pi model of a transistor.
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representing network a to y parameters and adding these y parameters to the y parameters representing
network b.

Yc ¼
1

ha11
þ yb11 � ha12

ha11
þ yb12

ha21
ha11

þ yb21
jHaj
ha11

þ yb22

0
BBB@

1
CCCA ¼D yc11 yc12

yc21 yc22

 !
(20:32)

A

A
C D

B

B =

++ + + +

–– – – –

I1

V1

Aa Ba
Ca Da

BbAb
Cb Db

IA1

VA1

IA2 IB1

VA2 = VB1 VB2 V2

IB2 I2

FIGURE 20.11 Cascade connection of two-port networks.

A

B

+ + + +

– – – –

+ +

– –

+=

I1

V1

IA1

IB1

VA1

VB1

y11 yA11 yB11yA12 yB12

yA21 yB21yA22 yB22

y12

y21 y22

VB2

IA2

IB2

VA2

I2

V2

FIGURE 20.12 Parallel connection of two-port networks.
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Next, network c is connected in cascade with network d. Represent network d with transmission
parameters by converting the y parameters representing network c to transmission parameters and
multiplying these transmissions parameters by the transmission parameters representing network d.

A

B

+

+ +

+

– –

+

+=

+

– –

––

z11 z12

VB1

VA1

IA1I1 IA2 I2

IB1

V1

VB2

VA2

V2
IB2

z21 z22

zA11 zB11zA12 zB12

zA21 zB21zA22 zB22

FIGURE 20.13 Series connection of two-port networks.

=

= =
+

– –

+

I1 I2

V1 V2Td

Ad Bd

Cd Dd

Ha

Yb

ha11

yb11

ha12

yb12

ha21

yb21 yb22

ha22

FIGURE 20.14 Circuit consisting of three two-port networks.
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T ¼
� yc22
yc21

� 1
yc21

� jYcj
yc21

� yc11
yc21

0
BBB@

1
CCCA

Ad Bd

Cd Dd

 !
¼D A B

C D

 !
(20:33)

Finally, the circuit in Figure 20.14 is represented by

V1

I1

� �
¼ A B

C D

� �
V2

�I2

� �
(20:34)

20.4 Port Representations and Feedback Systems

Port representations of networks can be used to decompose a network into subnetworks. In this section,
the decomposition will be done in such a way as to establish a connection between the network and a
feedback system represented by the block diagram shown in Figure 20.15. Having established this
connection, the theory of feedback systems can be applied to the network. Here, the problem of
determining the relative stability of the network will be considered.
The theory of feedback systems [4] can be used to determine relative stability such as the one shown in

Figure 20.15. The transfer function of this system is

T(v) ¼ D(v)þ C1(v)A(v)C2(v)
1þ A(v)b(v)

(20:35)

The phase and gain margins are parameters of a system that are used to measure relative stability. These
parameters can be calculated from A(v) and b(v). To calculate the phase margin, first identify vm as the
frequency at which

jA(vm)jjb(vm)j ¼1 ) jA(vm)j ¼ 1
jb(vm)j

) 20 log10 jA(vm)j ¼ �20 log10 jb(vm)j (20:36)

The phase margin is then given by

fm ¼ 180� þ ff A(vm)b(vm)ð Þ
¼ 180� þ ffA(vm)þ ffb(vm)ð Þ (20:37)

 +  + 

 + –
vo(t) vi (t) C1(ω)  A(ω) 

D(ω) 

β(ω) 

C2(ω) 

FIGURE 20.15 Feedback system.
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The gain margin is calculated similarly. First, identify vp as the frequency at which

180� ¼ ff A(vp)b(vp)
� �

(20:38)

The gain margin is given by

GM ¼ 1
jA(vp)jjb(vp)j (20:39)

Next, consider an active circuit which can be represented as shown in Figure 20.16. For convenience,
it is assumed that the input and output of the circuit are both node voltages. An amplifier has been
selected and separated from the rest of the circuit. The rest of the circuit has been denoted as N.
Suppose that the amplifier is a voltage-controlled voltage source (VCVS), e.g., an inverting or a

noninverting amplifier or an op-amp. Replacing the VCVS by a simple model yields the circuit shown
in Figure 20.17. (The VCVS model accounts for input and output resistance and frequency-dependent
gain.) Figure 20.17 shows how to identify the network Nb which consists of the network N from Figure
20.16 together with the input and output resistances of the VCVS. The network Nb has been called the
‘‘Beta Network’’ [5].

v1 v2

N +

+

+

–

–

–

Amplifier

64 5

21

FIGURE 20.16 Identifying the network N.

V1 V2

K(ω)V54(ω)V54(ω)

Rin Rout

N

N
β

+

+

–

–

21

6

354

+
–

+
–

FIGURE 20.17 Identifying the Beta Network, Nb.
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Figure 20.18 illustrates a way of grouping the terminals of the five-terminal network Nb to obtain a
four-port network. This four-port network can be represented by the hybrid equation

I1
V2

I3
V54

0
BB@

1
CCA ¼

H11 H12 H13 H14

H21 H22 H23 H24

H31 H32 H33 H34

H41 H42 H43 H44

0
BB@

1
CCA

V1

I2
V3

I5

0
BB@

1
CCA (20:40)

Because I1 and I3 are not of interest, the first and third rows of this equation can be set aside. Then setting
I2 and I5 equal to zero yields

V2

V54

� �
¼ H21 H23

H41 H43

� �
V1

V3

� �
(20:41)

where, for example,

H43(v) ¼ V54(v)
V3(v)

when V1(v) ¼ 0 (20:42)

and H21(v), H23(v), and H41(v) are defined similarly.
The amplifier model requires that

V3(v) ¼ K(v)V54(v) (20:43)

Combining these equations yields

T(v) ¼ V2(v)
V1(v)

¼ H21(v)þ K(v)H23(v)H41(v)
1� K(v)H43(v)

(20:44)

I1 I2

I3I5

–I3
–I2–I1

I4 = –I5

–
–

+

+ +

+

–
–

V1 V2

V3V54

Nβ

21

5 4 3

FIGURE 20.18 Identifying the ports of the Beta Network.
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Comparing this equation with the transfer function of the feedback system yields

A(v) ¼ �K(v)

b(v) ¼ H43(v)

C1(v) ¼ H23(v)

C2(v) ¼ H41(v)

D(v) ¼ H21(v)

(20:45)

These equations establish a correspondence between the feedback system in Figure 20.15 and the active
circuit in Figure 20.16. This correspondence can be used to identify A(s) and b(s) corresponding to a
particular circuit. Once A(s) and b(s) are known, the phase or gain margin can be calculated.
Figure 20.19 shows a Tow–Thomas bandpass biquad [3]. When the op-amps are ideal devices the

transfer function of this circuit is

T(s) ¼ Vin(s)
Vout(s)

¼ � 1
KRC s

s2 þ s
QRC þ 1

R2C2

(20:46)

Figure 20.20 illustrates circuits that can be used to identify A(s) and b(s).

A(s) ¼ �1

b(s) ¼ Q
QR2C2s2 þ RCs

(20:47)

Next,

1 ¼ jA(vm)jjb(vm)j ) (RCvm)
2 ¼

1
Q2 �

ffiffiffiffiffiffiffiffiffiffiffiffi
1
Q4 þ 4

q
2

(20:48)

K*R

Q*R

R
R

C
C

R R

Vin (t) Vout (t)
+

+
+

+

+

–

–
––

–

21

3 5

FIGURE 20.19 Tow–Thomas biquad.
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The phase margin is given by

fm ¼ 180� þ ffA(vm)þ ffb(vm)

¼ 180� þ 180� � tan�1 �1
QRCvm

¼ tan�1 1
QRCvm

(20:49)

When Q is large,

vm � 1
RC

) fm � tan�1 1
Q

(20:50)

When the op-amps are not ideal, it is not practical to calculate the phase margin by hand. With
computer-aided analysis, accurate amplifier models, such as macromodels, can easily be incorporated
into this analysis [5].

20.5 Conclusions

It is frequently useful to decompose a large circuit into subcircuits. These subcircuits are connected
together at ports and terminals. Port and terminal parameters describe how the subcircuits interact with
other subcircuits but do not describe the inner workings of the subcircuit itself.
This chapter has presented procedures for determining port and terminal parameters and for analyz-

ing networks consisting of subcircuits which are represented by port or terminal parameters. Port
equations were used to establish a connection between electronic circuits and feedback systems.

K*R

Q*R

R
R

R

R R

1
Cs

+
+

+

+

+

+

+

–

–

–
–

–

–

V(s) = 1

V(s) = 1

A(s)

β(s)

–

1

3 5

1
Cs

FIGURE 20.20 Calculating A(s) and b(s) for the Tow–Thomas biquad.
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21.1 Formulation of Signal Flow Graphs for Linear Networks

Any lumped network obeys three basic laws: Kirchhoff’s voltage law (KVL), Kirchhoff’s current law
(KCL), and the elements’ laws (branch characteristics). For filter applications, we write the frequency-
domain instead of the time-domain network equations. Three general methods for writing network
equations are described in Chapter 19. They are the node equations, loop equations, and hybrid
equations. This section outlines another method, the signal flow graph (SFG) method of characterizing
a linear network. The basic definitions of terms and theorems related to SFGs are presented in
Section 8.4. The concepts of tree, cotree, loop, and cutset, required for the present discussion, are
introduced in Chapter 7. Note that the terms loop, tree, and cotree refer to directed circuit, spanning
tree, and cospanning tree defined in Chapter 7.
Consider first the construction of SFGs for linear networks without controlled sources. For all practical

networks, the independent voltage sources (E) contain no loops, and the independent current sources (J)
contain no cutsets. Under these conditions, it is always possible to select a tree T, such that all voltage
sources are included in the tree and all current sources are included in the cotree. The network branches
are divided into four sets (each set may be empty) indicated by subscripts as follows:

E: independent voltage sources
J: independent current sources
Z: passive branches in the tree, characterized by impedances
Y: passive branches in the cotree, characterized by admittances

A step-by-step procedure for constructing an SFG is given below.
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Procedure 1 ( for linear networks without controlled sources)

Step 1: Apply KVL to express each VY (voltage of a passive branch in the cotree) in terms of VE

and VZ.
Step 2: Apply KCL to express each IZ (current of a passive branch in the tree) in terms of IJ

and IY.
Step 3: For each passive tree branch, consider its voltage as the product of impedance and

current, i.e., VZ¼ZZIZ.
Step 4: For each passive cotree branch, consider its current as the product of admittance and

voltage, i.e., IY¼YYVY.

Example 21.1

Construct a SFG for the low-pass filter network shown in Figure 21.1a, and use Mason’s formula to find
the voltage gain function H(s)¼ Vo(s)=Vi(s).

Solution

The graph associated with the network is shown in Figure 21.1b in which the branch numbers and
reference directions (passive sign convention) have been assigned. The complexity of the SFG depends
on the choice of the tree. In the case of a ladder network, a good tree to use is a star tree which has
all tree branches connected to a common node. For the present network, we choose the tree to be
T¼ {1, 2, 3, 4}, shown in heavy lines in Figure 21.1b.

Step 1 yields: V5¼Vi�V2, V6¼V2�V3, V7¼V3�V4

Step 2 yields: I2 ¼ I5� I6, I3¼ I6� I7, I4¼ I7

V2 ¼ 1
0:31s

I2

V1 V2 V3

VoVi

I5 I6 I7

V4
0.89 1.69

0.31 1.38 1.54

1 V1

V2

V3

V4

I2

I3

I4

I6

I7

I5

V7

V6

V5+

–

–1

–1

–1

–1

–1

1

1

1

1

1

1

5 6 7

1
2 3 4

(a)

(b) (c)

Values in ohms, henries, and farads

1

1
0.89s

1
1.69s

1
1.54s

1
1.38s

1
0.31s

+
–

FIGURE 21.1 (a) A low-pass filter network. (b) Directed graph for the network and a chosen tree. (c) SFG based on
the chosen tree.
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Step 3 yields: V3 ¼ 1
1:38s

I3

V4 ¼ 1
1:54s

I4

I5 ¼ V5

Step 4 yields: I6 ¼ 1
0:89s

V6

I7 ¼ 1
1:69s

V7

The SFG of Figure 21.1c displays all the preceding relationships.
Applying Mason’s gain formula to the SFG of Figure 21.1c, we find

H(s) ¼ Vo

Vi
¼ V4

V1
¼ 1

s5 þ 3:24s4 þ 5:24s3 þ 5:24s2 þ 3:24sþ 1

Next, consider linear networks containing controlled sources. All four types of controlled sources may be
present. Our strategy is to utilize procedure 1 described previously with some preanalysis manipulations.
The following is a step-by-step procedure.

Procedure 2 (for linear networks containing controlled sources)

Step 1: Temporarily replace each controlled voltage source by an independent voltage source, and
each controlled current source by an independent current source, while retaining their
original reference directions. The resultant network has no controlled sources.

Step 2: Construct the SFG for the network obtained in step 1 using procedure 1.
Step 3: Express the desired outputs and all controlling variables, if they are not present in the SFG,

in terms of the quantities already present in the SFG.
Step 4: Reinstate the constraints of all controlled sources.

Example 21.2

Construct an SFG for the amplifier circuit depicted in Figure 21.2a.

Solution

We first replace the controlled voltage source mVg by an independent voltage source Vx. A tree is chosen
to be (Vs, Ra, Vx). The result of step 1 of procedure 2 is depicted in Figure 21.2b where dashed lines
indicate cotree branches.
For the links Rb and Rc, we have Ib¼GbVb¼Gb (Vs� Vaþ Vx), and Ic¼GcVc¼�GcVx. For the tree

branch Ra we have Va¼ Ra Ia¼ Rb Ib. The result of step 2 of procedure 2 is depicted in Figure 21.2c. Note
that the simple relationships Vb¼ (Vs� Vaþ Vx), Vc¼�Vx and Ia¼ Ib have been used to eliminate the
variables Vb, Vc and Ia. As a result, these variables do not appear in Figure 21.2c.
The desired output is Vo¼�Vx and the controlling voltage is Vg¼ Vs� Va. After expressing these

relationships in the SFG, step 3 of procedure 2 results in Figure 21.2d.
Finally, we reinstate the constraint of the controlled source, namely, Vx¼mVg. The result of step 4 of

Procedure 21.2, in Figure 21.2e, is the desired SFG.

21.2 Synthesis of Active Filters Based on Signal Flow Graph
Associated with a Passive Filter Circuit

The preceding section demonstrates that the equations governing a linear network can be described by an
SFG in which the branch weights (or transmittances) are either real constants or simple expressions of
the form Ks or K=s. All the cause–effect relationships displayed in such an SFG can, in turn, be
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implemented with resistors, capacitors, and ideal operational amplifiers. The inductors are not needed in
the implementation. Whatever frequency response prevailing in the original linear circuit appears exactly
in the RC-op-amp circuit.
In active filter synthesis, the method described in Section 21.1 is applied to a passive filter in the form

of an LC (inductor–capacitor) ladder network terminated in a resistance at both ends as illustrated
in Figure 21.3. The reason is that this type of filter, with Rs¼RL, has been proved to have the best
sensitivity property [1, p. 196]. By this, we mean that the frequency response is least sensitive with respect
to the changes in element values, when compared to other types of filter circuits. Because magnitude
scaling (i.e., multiplying all impedances in the network by a factor Km) does not affect the voltage gain
function, we always normalize the prototype passive filter network so that the source resistance
becomes 1 V. The advantage of this normalization will become evident in several examples given in
this section.
The SFG illustrated in Figure 21.1c has many branches crossing each other. For a ladder network, with

a proper choice of the tree and a rearrangement of the SFG nodes, all crossings can be eliminated. To
achieve this, we first label a general ladder network as shown in Figure 21.4.

Gb

Gb

Va

Ra

Vs

Vg

Vx

Ib

Vo

–Gb

–Rc

Ic

1

–1

–1

Gb

Gb

Vs

Va

Ra

Vg

Vx

Ib

Vo

–Gb

–Rc
Ic

1

–1

–1

μ

Ra Rb

Rc

Vo

Vs

Vg Vx
+

+

+ +

–

–
_
+

–

–

(a) (b)

(c) (d) (e)

Ra Rb

RcVs

VoVg

–Vg

++

–

+
–

–

+
–

Gb

Gb

Vs

Va

Ra

Vx

Ib

–Gb

–Gc
Ic

FIGURE 21.2 (a) A linear active network. (b) Result of step 1, Procedure 21.2. (c) Result of step 2, Procedure 21.2.
(d) Result of step 3, Procedure 21.2. (e) The desired SFG.

Rs

Vs Vo RL

+

–

+
–

LC ladder network

FIGURE 21.3 A doubly terminated passive filter.
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The following conventions are used in the labels of Figure 21.4:

1. All series branches are numbered odd and characterized by their admittances.
2. All shunt branches are numbered even and characterized by their impedances.
3. A single arrow is used to indicate the reference directions of both the voltage and the current of

each network branch. Passive sign convention is used.
4. If the LC ladder in Figure 21.4 has a series element at the source end, then Y1 represents that

element in series with Rs.
5. If the LC ladder in Figure 21.4 has a shunt element at the load end, then Z2n represents that

element in parallel with RL.

For constructing the SFG, choose a tree to consist of the voltage source and all shunt branches. The SFG
for the circuit may be constructed using procedure 1 of Section 21.1. First, list the equations obtained in
each step.

Step 1: V1 ¼ Vs � V2, V3 ¼ V2 � V4, . . . , V2n�1 ¼ V2n�2 � V2n

Step 2: I2 ¼ I1 � I3, I4 ¼ I3 � I5, . . . , I2n ¼ I2n�1

Step 3: V2 ¼ Z2I2, V4 ¼ Z4I4, . . . , V2n ¼ Z2nI2n
Step 4: I1 ¼ Y1V1, I3 ¼ Y3V3, . . . , I2n�1 ¼ Y2n�1V2n�1

These relationships are represented by the SFG in Figure 21.5 for the case of a four-element ladder
network. Note that the SFG graph nodes have been arranged in such a way that there are no branch
crossings. The pattern displayed in this SFG suggests the children’s game of ‘‘leapfrog.’’ Consequently, an
active filter synthesis based on the SFG of Figure 21.5 is called a leapfrog realization. The transmittance of
each SFG branch indicates the type of mathematical operation performed. For example, 1=s means
integration and is implemented by an op-amp integrator. Likewise, 1=(sþ a) is implemented by a lossy
op-amp integrator. It is well known that inverting integrators and inverting summers can be designed
with singled-ended op-amps (i.e., the noninverting input terminal of each op-amp is grounded), [2–5].
Noninverting integrators and noninverting summers can also be designed, but require differential-input
op-amps and more complex circuitry. Therefore, there is an advantage in using the inverting types. To
this end, we multiply all Z’s and Y’s in Figure 21.5 by �1, with the result shown in Figure 21.6. Note that
in Figure 21.6 we have removed the labels of internal SFG nodes because they are of no consequence in
determining the transfer function. The transfer function Vo=Vs is the same for both Figures 21.5 and 21.6.
This is quite obvious from Mason’s gain formula, as all path weights and loop weights are not affected by

Y1 Y3

Z2 Z4
Vs

Y2n–1

Z2n

Vo = V2n

+

–

+
–

FIGURE 21.4 A general ladder network.

–1

–1

Vs

–1

Y1 Y3

Z4V1 I1 I4V2 V3Z21 1 1 1

I2 I3
V4 = Vo

FIGURE 21.5 SFG for a four-element ladder network.
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the modification. A branch transmittance of �1 indicates an inverting amplifier. In the interest of
reducing the total number of op-amps used, we want to reduce the number of branches in the SFG
that have weight �1. This can be achieved by inserting branches weighted �1 in some strategic places.
Each insertion will lead to the change of the signs of one or two feedback branches. The rules are (a)
inserting a branch weighted �1 in a forward path segment shared by two feedback loops changes the
signs of the two feedback branch weights; (b) inserting a branch weighted �1 in a forward path segment
belonging to one feedback loop only changes the signs of that feedback branch weight. Figure 21.6 is
modified this way and the result is shown in Figure 21.7. The inserted branches are shown in heavy lines.
Comparing Figure 21.6 with Figure 21.7, we see that there is no change in path weights and loop

weights. Therefore, Mason’s gain formula assures that both SFG have the same transfer function. For a
six-element ladder network, three branches weighted �1 must be inserted. This leads to a sign change of
the single forward path weight in the SFG, and the output node variable now becomes �Vo. For filter
applications this change of sign in the transfer function is acceptable as we are concerned mainly with the
magnitude response.
An implementation of the SFG of Figure 21.7 may be accomplished easily by referring to Table 21.1

and picking the component op-amp circuits for realizing the SFG transmittances �1, �Y1, �Z2, etc.
Figure 21.7 dictates how these component op-amp circuits are interconnected to produce the desired
voltage gain function. An example will illustrate the procedure.

Example 21.3

Figure 21.8 shows a normalized Butterworth fourth-order, low-pass filter, where the 1 V source
resistance has been included in Y1, and the 1 V load resistance included in Z4.

The leapfrog-type SFG for this circuit, after suitable modifications, is shown in Figure 21.7, where

�Y1 ¼ � 1
0:7654sþ 1

�Z2 ¼ � 1
1:848s

�Y3 ¼ � 1
1:848s

�Z4 ¼ � 1
0:7654sþ 1

–1 –1

–1

–Y1 –Y3

–Z2 –Z4
Vs 1 111

Vo

FIGURE 21.6 Inverting integrators are used in this modified SFG.

Vs Vo
–Y3–Y1

–Z2 –Z4–1 –1

1

11

1

1

11

FIGURE 21.7 Modification to reduce the number of inverting amplifiers.
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The SFG branch transmittance �Z2 and �Y3 are realized using item (2) of Table 21.1, while �Y1 and
�Z4 use item (3). The two SFG branches with weight �1 in Figure 21.7 require item (1). The SFG
branches with weight 1 merely indicate how to feed the inputs to each component network. No
additional op-amps are needed for such SFG branches. Thus, a total of six op-amps are required. The
interconnection of these component circuits is described by Figure 21.7. The complete circuit is shown in
Figure 21.9. One-farad capacitances have been used in the circuit. Recall that the original passive low-
pass filter has a 3 dB frequency of 1 rad=s. By suitable magnitude scaling and frequency scaling, all
element values in the active filter of Figure 21.9 can be made practical. For example, if the 3 dB frequency

TABLE 21.1 Component Op-Amp Circuits for Synthesizing Active
Low-Pass Filters by the Leapfrog Technique

(1)

(2)

(3)

1

1

V1

Vn

Vo
–1

V1

Vn

R

R

R

Vo
Ideal

Inverting summer

–

+

V1

Vn

1

1

Vo

–
bo
s

V1

Vn

1

1

Vo

–bo
(s + ao)

Vo

V1

Vn

R

R Ideal

C
–

+

Ideal

CV1

Vn

R1

R2

R1
Vo

–

+

Vo = – (V1+ … +Vn ) R: arbitrary

Inverting summing integrator

C: arbitrary, R = 1
boCVo = –       (V1+ … +Vn) bo

s

Inverting summing lossy integrator

C: arbitrary, R1 =          , R2 =1
boC

1
aoC

–bo
(s + ao)Vo =                (V1+ … +Vn) 

Note: Each component RC-op-amp circuit in the right column may be
magnitude-scaled by an arbitrary factor.

Vs VoZ2 Z4

Y1
Y3

1 Ω

1 Ω

1.848 H

0.7654 

0.7654 H

1.848
F F

+
+

–
–

FIGURE 21.8 A fourth-order, Butterworth low-pass filter.
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is changed to 106 rad=s, then the capacitances in Figure 21.9 are divided by 106. We may arbitrarily
magnitude scale the resultant circuit by a factor of 103. Then, all resistances are multiplied by 103 and all
capacitances are further divided by 103. The final circuit is still the one shown in Figure 21.9, but with
resistances in kV and capacitance in nF. The parenthetical quantity beside each op-amp indicates the
type of transfer function it produces.
If a doubly terminated passive filter has a shunt reactance at the source end and a series reactance the

load end, then its dual network has a series reactance at the source end and a shunt reactance at the load
end. The voltage gain functions of the original network and its dual differ at most by a multiplying
constant. We can apply the method to the dual network.
For doubly terminated Butterworth and Chebyshev low-pass filters of odd orders, the passive filter

either has series reactances or shunt reactances at both ends. The next example shows the additional SFG
manipulations needed to construct the RC-op-amp circuit.

Example 21.4

Obtain a leapfrog realization of the third-order Butterworth low-pass filter shown in Figure 21.10a.

Solution

The network is again a four-element ladder network with a modified SFG in terms of the series
admittances and shunt impedances as depicted in Figure 21.6. Note that the 1 V source resistance
alone constitutes the element Y1. Inserting a branch weighted �1 in front of �Y3 changes the weights
of two feedback branches from �1 to 1, and the output from Vo to �Vo. Figure 21.10b gives the
result. Next, apply the node absorption rule to remove nodes VA and VB in Figure 21.10b. The result is
Figure 21.10c.

Finally, we recognize that the left-most branch weight �1 is not contained in any loop weights, and
appears in the single forward path weight. Therefore, if this branch weight is changed from �1 to 1, the
output will be changed from �Vo to Vo. When this change is made, and all specific branch weights are
used, the final SFG is given in Figure 21.10d. The circuit implementation is now a simple matter of

0.7654 

0.7654 1.8481.848
1.848

0.7654 

0.7654 

Vs

Vo

(–Y1)

(–Y3)
(–Z2)

(–Z4)

(–1)

(–1)

1
1

1

1

1

1 1

1
1––

–

+
–

+

+

–
–

+
+

+

0.7654 

FIGURE 21.9 Leapfrog realization of passive filter of Figure 21.8. For the normalized case of v3 dB¼ 1 rad=s, values
are in V and F. For a practical case of v3 dB¼ 106 rad=s, values are in kV and nF.
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picking component networks from Table 21.1 and connecting them as in Figure 21.10d. A total of four
op-amps are required, one each for the branch transmittance �1=s, �1=(2s), �1=(sþ 1), and �1.
Passive bandpass filters may be derived from low-pass filters using the frequency transformation

technique described in Chapter 3 of Passive, Active and Digital Filters. The configuration of a bandpass
filter derived from the third-order Butterworth filter of Figure 21.10a is given in Figure 21.11.
The impedance and admittance functions Z2, Y3, and Z4 are of the form

s
a2s2 þ a1sþ a0

1

–

+

–

1 Ω

1 Ω
Vs Vo

Y1
Y3

Z4Z2

VC

Vs VA VB

VC

Vs

VC

VoVs

–Vo

–Vo

–Z4

–Z2

–Y3–Y1 = –1

–Z2

–Y3

–Z4

–1

–1

–1

–1

–1 – –

1

1

1

1
(s + 1)

1
1

1
2s

1

111 1

1

(c)

(d)

(b)

(a)

1

1

1

1

1

1 F

2 H

1 F
+
–

– 1
s

FIGURE 21.10 Leapfrog realization of a third-order, Butterworth low-pass filter. (a) The passive prototype.
(b) Leapfrog SFG simulation. (c) Absorption of SFG nodes. (d) Final SFG for active filter realization.

+

–

1 Ω

1 ΩVs
Vo

Y1 Y3 Z4Z2
+
–

FIGURE 21.11 A bandpass passive filter derived from the circuit of Figure 21.10a.
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The SFG thus contains quadratic branch transmittances. Several single op-amp realizations of the
quadratic transmittances are discussed in Chapter 14 of Passive, Active and Digital Filters, while some
multiple op-amp realizations are presented in the next section. The interconnection of the component
networks, however, is completely specified by an SFG similar to Figure 21.7 or Figure 21.10d. Complete
design examples of this type of bandpass active filter may be found in many books [2–5].

The previous example shows the application of the leapfrog technique to low-pass and bandpass filters
of the Butterworth or Chebyshev types. The technique, when applied to a low-pass filter having an elliptic
response or an inverse Chebyshev response will require the use of some differentiators. The configuration
of a third order low-pass elliptic filter or inverse Chebyshev filter is depicted in Figure 21.12. Notice that
Y3 has the expression

Y3 ¼ a2sþ a0
s
¼ a2s2 þ a0

s

The term a2s in the voltage gain function of the component network clearly indicates the need of a
differentiator. An example of such a design may be found in Ref. [1, pp. 382–385].
As a final point in the leapfrog technique, consider the problem of impedance normalization. In all the

previous examples, the passive prototype filter has equal terminations and has been magnitude-scaled so
that Rs¼RL¼ 1. Situations occur where the passive filter has unequal terminations. For example, the
passive filter may have Rs¼ 100 V and RL¼ 400 V in a four-element ladder network in Figure 21.8.
Three possibilities will be considered.

1. No impedance normalization is done on the passive filter. Then,

�Y1 ¼ � 1
L1sþ 100

�Z4 ¼ � 1
C4sþ 1

400

From Table 21.1, the lossy integrator realizing �Y1 has a resistance ratio of 100, and the resistance
ratio for the �Z4 circuit is 400. Such a large ratio is undesirable.

2. An impedance normalization is done with Ro¼ 100 V so that Rs becomes 1 and RL becomes 4.
Then

�Y1 ¼ � 1
L1sþ 1

�Z4 ¼ � 1
C4sþ 1

4

The resistance ratio in the lossy integrator now becomes 1 for the �Y1 circuit, and 4 for the �Z4
circuit—an obvious improvement over the nonnormalized case.

Y3
Y1 Z2 Z4Vs Vo

1 Ω

1 Ω
+

–

+
–

FIGURE 21.12 Network configuration of a doubly terminated filter having a third-order, elliptic or inverse
Chebyshev low-pass response.
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3. An impedance normalization is done with Ro ¼
ffiffiffiffiffiffiffiffiffiffi
RsRL

p ¼ 200. Then Rs¼ 0.5, RL¼ 2, and

�Y1 ¼ � 1
L1sþ 0:5

�Z4 ¼ � 1
C4sþ 0:5

The resistance ratio in the lossy integrator is now 2 for both the �Y1 circuit and the �Z4 circuit—a
further improvement over case (2) using Ro¼Rs.

The conclusion is that, in the interest of reducing the spread of resistance values, the best choice of Ro for
normalizing the passive filter is Ro ¼

ffiffiffiffiffiffiffiffiffiffi
RsRL

p
. For the case of equal terminations, this choice leads to

Rs¼RL¼ 1.
Instead of starting with a normalized passive filter, one can also construct a leapfrog-type SFG based

on the unnormalized passive filter. For a four-element ladder network, the result is given in Figure 21.7.
We now perform the following SFG manipulation, which has the same effect as the impedance
normalization of the passive filter: Select a normalization resistance, Ro and divide all Z’s in the SFG
by Ro, and multiply all Y’s by Ro. The resultant SFG is given in Figure 21.13.
It is easy to see that the SFG in both Figures 21.7 and 21.13 have the same loop weights and single

forward path weight. Therefore, the voltage gain function remains unchanged with the normalization
process. One advantage of using the normalized SFG is that the branch transmittances YkRo and Zk=Ro
are dimensionless, and truly represent voltage gain function of component op-amp circuits [2, p. 288].

21.3 Synthesis of Active Filters Based on Signal Flow Graph
Associated with a Filter Transfer Function

The preceding section describes one application of the SFG in the synthesis of active filters. The starting
point is a passive filter in the form of a doubly terminated LC ladder network. In this section, we describe
another way of using the SFG technique to synthesize an active filter. The starting point in this case is a
filter transfer function instead of a passive network.
Let the transfer voltage ratio function of a filter be

Vo

Vi
¼ H(s) ¼ bmsm þ bm�1sm�1 þ � � � þ b1sþ b0

sn þ an�1sn�1 þ � � � þ a1sþ a0
, m � n (21:1)

In Chapters 2 and 3 of Passive, Active, and Digital Filters, it is demonstrated that, by properly selecting
the coefficient a’s and b’s, all types of filter characteristics can be obtained: low-pass, high-pass, bandpass,
band elimination, and all-pass. We assume that these coefficients have been determined. Our problem is
how to realize the transfer function using SFG theory and RC-op-amp circuits.
Recall Mason’s gain formula of an SFG described in Section 8.4. For the present application, we

impose two constraints on the SFG:

–Y1Ro –Y3Ro

–Z2/Ro –Z4/Ro–1 –1
Vs Vo

1

1

1

1 1 1

1

FIGURE 21.13 Result of normalization of the SFG of Figure 21.7.
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1. No second-order or higher-order loops are present. In other words, all loops in the SFG touch each
other.

2. Every forward path from the source node to the output node touches all loops.

For such a special kind of SFG, Mason’s gain formula reduces to

Vo

Vi
¼ H(s) ¼

P
Pk

1� (L1 þ L2 þ � � � þ Ln)
(21:2)

where
Ln is the nth loop weight
Pk is the kth forward path weight

Summations are over all forward paths and all loops
Our strategy is to manipulate Equation 21.1 into the form of Equation 21.2, and then construct an SFG

to have the desired loops and paths, meeting constraints (1) and (2). Integrators are preferred over
differentiators in actual circuit implementation, therefore, we want 1=s instead of s to appear as the SFG
branch transmittances. This suggests the division of both the numerator and denominator of Equation
21.1 by sn, the highest degree term in the denominator.

The result is

Vo

Vi
¼ H(s)

¼ bm 1
s

� �n�mþbm�1sn�mþ1 þ � � � þ b1 1
s

� �n�1þb0 1
s

� �n
1þ an�1

1
s

� �þ � � � þ a1 1
s

� �n�1þa0 1
s

� �n , m � n (21:3)

Comparing Equation 21.3 with Equation 21.2, we can identify the loop weights

L1 ¼ �an�1(1=s)

L2 ¼ �an�2(1=s)
2

� � �
Ln ¼ �a0(1=s)

n

(21:4)

and the forward path weights

bm
1
s

� �n�m

, bm�1
1
s

� �n�mþ1

, . . . b1
1
s

� �n�1

, b0
1
s

� �n

(21:5)

Many SFGs may be constructed to have such loop and path weights, and the touching properties stated
previously in (1) and (2). Two simple ones are given in Figure 21.14a and b for the case n¼m¼ 3. The
extension to higher-order transfer functions is obvious. In control theory, the system represented by
Figure 21.14a is said to be of the controllable canonical form, and Figure 21.14b the observable canonical
form. In a filter application, we need not be concerned about the controllability and observability of the
system. The terms are used here merely for the purpose of circuit identification. Our major concern here
is how to implement the SFG by an RC-op-amp circuit.
An SFG branch having transmittance 1=s indicates an integrator. If the terminating node of the 1=s

branch has no other incoming branches (as in Figure 21.14a), then that node variable represents the
output of the integrator. On the other hand, if 1=s is the transmittance of only one of several incoming
branches incident at the node Vk (as in Figure 21.14b), then Vk is not the output of an integrator. In order
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to identify the integrator outputs clearly for the purpose of circuit interconnection, we insert some
dummy branches with weight 1 in series with the branches weighted 1=s. When this is done to
Figure 21.14b, the result is Figure 21.15 with the inserted dummy branches shown in heavy lines. An
SFG branch with weight �1=s represents an inverting integrator. As pointed out in Section 21.2, the
circuitry of an inverting integrator is simpler than that of a noninverting integrator. To have an
implementation utilizing inverting integrators, we replace all SFG branch weights 1=s in Figure 21.14
by �1=s. In order to maintain the original path and loop weights, the signs of some feedback branches
and forward path branches must be changed accordingly. When this is done, Figures 21.14a and 21.15
become those shown in Figure 21.16a and b, respectively. Our next goal is to implement these SFGs by
RC-op-amp circuits. Because SFGs of the kind described in this section are widely used in the study of
linear systems by the state variable approach, the active filters based such SFGs are called state variable
filters [6].

Example 21.5

Synthesize a state variable active filter to have a third order Butterworth low-pass response having 3 dB
frequency vo¼ 106 rad=s. All op-amps used are single-ended.

–a1–a2

–a0

–a0

–a1 –a2

1/s 1/s 1/s

1/s 1/s 1/s

b3

b2

b1

b0
Vo

Vi
1

(a)

b3

b2

b1

b0
Vo

Vo

Vi
1

(b)

FIGURE 21.14 Two simple SFGs having a gain function given by Equation 21.3. (a) Controllable canonical form.
(b) Observable canonical form.

–a2

–a0

–a1

1/s 1/s 1/s

b3

b2

b1

b0
Vi

1
Vo

Vo

1 11

FIGURE 21.15 Insertion of dummy branches to identify integrator outputs.
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Solution

As usual in filter synthesis, we first construct the filter for the normalized case, i.e., vo¼ 1 rad=s, and then
perform frequency scaling to obtain the required filter. From Chapter 2 of Passive, Active, and Digital
Filters, the normalized voltage gain function of the filter is

H(s) ¼ Vo
Vi

¼ 1
s3 þ 2s2 þ 2sþ 1

(21:6)

and the two SFGs in Figure 21.16 become those depicted in Figure 21.17.

Because we are concerned with the magnitude response only, �Vo instead of Vo can be accepted as the
desired output. Therefore, in Figure 21.17, the rightmost SFG branch with gain (�1) need not be
implemented. The implementation of the SFG as RC-op-amp circuits is now just a matter of looking
up Table 21.2, selecting proper component networks and connecting them as specified by Figure 21.17.
The results are given in Figure 21.18a and b. These circuits, with element values in ohms and farads,

–a1a2

a0

a0

–a1 a2

–1/s –1/s –1/s

–1/s 1 1 1–1/s –1/s

b3

–b2

b1

–b0
Vo

Vi
1

–b3

b2

–b1

b0
Vo

–Vo

Vi
–1

(a)

(b)

FIGURE 21.16 Simulation of H(s) by an SFG containing inverting integrators.

–1/s –1/s –1/s

–1/s –1/s –1/s

–Vo

–Vo

Vi

Vi

1

1

1

1

1 1 1

(b)

(a)

–2

–2

–1

–1

2

2

Vo

Vo

FIGURE 21.17 Two SFG representations of Equation 21.6.
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realize the normalized transfer function having vc¼ 1 rad=s. To meet the original specification of
vc¼ 106 rad=s, we frequency-scale the circuits by a factor 106 (i.e., divide all capacitances by 106). To
have practical resistance values, we further magnitude-scale the circuits by a factor of, say, 1000. The
resistances are multiplied by 1000, and the capacitances are further divided by 1000. The final circuits are
still given by Figure 21.18, but now with element values in kV and nF.
In Example 21.5, both realizations require four op-amps. In general, for an nth order transfer function

given by Equation 21.1 with all coefficients nonzero, a synthesis based on Figure 21.16a (controllable
canonical form) requires nþ 3 single-ended op-amps. The breakdown is as follows (refer to Figure 21.16a):

n inverting scaled integrators (item 2, Table 21.2) for the n SFG branches with weight �1=s
Two op-amps for the bipolarity summer (item 3, Table 21.2) to obtain Vo

One inverting scaled summer (item 1, Table 21.2) to invert and add up signals from branches with
weights �a1, �a3, etc., before applying to the left-most integrator

TABLE 21.2 Single-Ended Op-Amp Circuits for Implementing State
Variable Active Filters

SFG RC-op-amp circuit

V1

V1

Vn

Vn

R/a1 R

R/an
Vo

Vo

C

Ideal

Ideal

V1

Vn
R/an

R/a1

Ideal
Vo

R

R

V1́

Vḿ

R´/b1 R´

Ideal

R´/bm

(3)

(2)

(1)

–

+

V1 Vo

Vn

a1

an

–1

1
a1c

1
anc

VoV1

Vn

a1

an

– 1
s –

+

–1
V1

Vn

V´1

Vḿ

a1

an

–b1

–bm

Vo

–

+

–

+

R: arbitraryVo = –(a1V1+ … +anVn) 

Inverting scaled summer

Inverting scaled
summing integrator

C: arbitraryVo = –       (a1V1+ … +anVn) 
1
s

Bi-polarity summer

R and R´: arbitraryVo = –(a1V1+ … +anVn ) 
 + (b1V1́+ … +bmVn ) 
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On the other hand, a synthesis based on Figure 21.16b (observable canonical form) requires only nþ 2
single-ended op-amps. To see this, we redraw Figure 21.16b as Figure 21.19 by inserting branches with
weight �1, and making all literal coefficients positive. The breakdown is as follows (referring to Figure
21.19, extended to nth order H(s)):

n inverting scaled integrators (item 2, Table 21.2) for the n SFG branches with weight �1=s
One inverting amplifier at the input end to provide �Vi

One inverting amplifier at the output end to make available both Vo and �Vo

–Vo
1

1

1

1
1

1

1

1
1

0.5

0.5
Vi

–
+ –

+ –
+

–
+

–
+

(b)

–Vo

1

1

1

1

1

1 1

1

1

0.5

0.5Vi

–
+

–
+

–
+

–
+

–
+

(a)

FIGURE 21.18 Two op-amp circuit realizations of H(s) given by Equation 21.6.

–1/s –1/s–1/s

–Vo

–Vi

–Vi

Vo

Vi
b0

b2

b3

a0

a1
a2

b1

–1

–1

–1

1 11

FIGURE 21.19 Modification of Figure 21.16b to use all positive a’s and b’s.
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The number of op-amps can be reduced if the restriction of using single-ended op-amp is removed. Table
21.3 describes several differential-input op-amp circuits suitable for use in the state variable active filters.
If differential-input op-amps are used, then the number of op-amps required for the realization of

Equation 21.1 (with m¼ n) is reduced to (nþ 1) for Figure 21.16a and n for Figure 21.16b. The
breakdowns are as follows:
For the controllable canonical form SFG of Figure 21.16a:

n� 1 inverting integrators (item 2, Table 21.2 with one input) for the n SFG branches with weight
�1=s, except the leftmost

One bipolarity-scaled summing integrator (item 2, Table 21.3) for the leftmost SFG branch with
weight �1=s

One bipolarity-scaled summer (item 1, Table 21.3) to obtain Vo

TABLE 21.3 Differential-Input Op-Amp Circuit

Va

aΩ

bΩ

Ω

Ω

Ω

Ω

A
g

1

B G

+

+
Vo

–

–
+
–

+
– +

–VB

VA

Vb

b

Ω
Ω

ΩA

g

B
G

+

–+
–

+
–

+
–

+
–

Va Vb

a Ω

Ω

Ω

Ω

VA
VB

1 F

1 F

Vo

Ideal
op amp

See notes
on calculation of
element values

Ideal
op amp

See notes
on calculation of
element values

(1) Bi-polarity scaled summer

(2) Bi-polarity scaled summing integrator

Vo = –(aVa + bVb) + (AVA + BVB)

Vo =     [–(aVa + bVb) + (AVA + BVB)1
s

Note: Calculation of element values in Table 21.3 [7].
(i) The initial design uses 1 V resistance or 1 F capacitance as the

feedback element.
(ii) Either the g mho conductance or the G mho conductance (not both)

is connected.
Choose the values of g or G such that the sum of all conductances

connected to the inverting input terminal equals the sum of all
conductances connected to the noninverting input terminal.

(iii) Starting with the initial design, one may magnitude-scale all
elements connected to the inverting input terminal by one factor, and all
elements connected to the noninverting input terminal by the same or a
different factor.
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For the observable canonical form SFG of Figure 21.16b:

n bipolarity scaled summing integrator (item 2, Table 21.3), one for each SFG branch with
weight �1=s

To construct the op-amp circuit, one refers to the SFG of Figure 21.14 and obtains the expression relating
the output of each op-amp to the outputs of other op-amps. After that is done, refer to Table 21.3, pick
the appropriate component circuits, and connect them as specified by the SFG. The next example outlines
the procedure of utilizing differential-input type op-amps to reduce the total number of op-amps to
(nþ 1) or n.

Example 21.6

Design a state-variable active low-pass filter to meet the following requirements: magnitude response is
of the inverse Chebyshev type

amax ¼ 0:5 dB, amin ¼ 20 dB, a(vs) ¼ amin

vp ¼ 333:33 rad s, vs ¼ 1000 rad s==

Solution

Using the method described in Chapter 3 of Passive, Active, and Digital Filters, the normalized transfer
function (i.e., vs¼ 1 rad=s) is found to be

H(s) ¼ Vo
Vi

¼ K (s2 þ 1:33333)
s3 þ 1:40534s2 þ 0:94200sþ 0:40196

(21:7)

The SFGs for this H(s) are simply obtained from Figure 21.16 by removing the two branches having
weights b3 and b1.The results are shown in Figure 21.20a for the case K¼ 1, and in Figure 21.20b for the
case K¼�1. A four op-amp circuit for the normalized H(s) may be constructed in accordance with
the SFG of Figure 21.20a. The component op-amp circuits are selected from Tables 21.2 and 21.3 in the
following manner:

–1/s –1/s –1/s

–1/s –1/s–1/s

V2 V3V1

V2

V1

Vo

Vo

Vi

Vi

–1

–1.33333–0.942

–0.942

0.402

1.33333

0.402

1.405

1.405

1

1

1 1

(a)

(b)

FIGURE 21.20 Two SFGs realizing the transfer function of Equation 21.7.
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Relationship from SFG component op-amp circuit

V1 ¼ � 1
s (Vi þ 1:405V1 þ 0:402V3 � 0:942V2) item 2, Table 21.3

V2 ¼ � 1
s V1 item 2, Table 21.2

V3 ¼ � 1
s V2 item 2, Table 21.2

Vo ¼ �V1 � 1:33333 V3 item 1, Table 21.2

After connecting these four-component op-amp circuits as described in Figure 21.20a, and frequency-
scaling the whole circuit by 1000, and magnitude-scaling by 1000, the final op-amp circuit meeting the
low-pass filter specifications is shown in Figure 21.21a.
In a similar manner, a three-op-amp circuit for the normalized H(s) may be constructed in accordance

with the SFG of Figure 21.20b. The final op-amp circuit meeting the lowpass filter specifications is shown
in Figure 21.21b. Both circuits in Figure 21.21 achieve a gain constant jKj ¼ 1 in Equation 21.7. Should a
different value of jKj ¼ 1=a be desired, it is only necessary to multiply the values of all resistors connected
to the input Vi by a.

When the method of this section is applied to a second order transfer function, the resultant op-amp
circuit is called a ‘‘state variable biquad.’’ Biquads and first order op-amp circuits are used as the basic
building blocks in the synthesis of a general nth order transfer function by the ‘‘cascade’’ approach. Single
op-amp biquads are discussed in Section II of Passive, Active, and Digital Filters. Depending on the SFGs
chosen and the types of op-amps allowed (single-ended or differential-input), a state variable biquad may
require from two to five op-amps. Some special but useful state variable biquads are listed in Table 21.4
for reference purposes.
All the SFGs used in the previous examples are of the two types (controllable and observable

canonical forms) illustrated in Figure 21.16; however, many other possible SFGs produce the same transfer
function. For example, a third-order, low-pass Butterworth or Chebyshev filter has an all-pole
transfer function.

H(s) ¼ Vo

Vi
¼ K

s3 þ a2s2 þ a1sþ a0
(21:8)

(a)

Vi V1 V2 V3
Vo

1
1

11

1

1

1

1

0.712

0.75

0.536

1.062

2.488
1

–
+

–
+

–
+

–
+

–
+

(b)

Vi
V2

V1 Vo
1

1

1 1
1 10.75

0.7116

1.062

2.488
17.241 1

–
+

–
+ –

+–
+

FIGURE 21.21 Two realizations of the third-order, inverse Chebyshev low-pass filter of Example 21.6. Element
values are in kV and mF.
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TABLE 21.4 Some Special State-Variable Biquads

Normalized transfer functions

Vi
VHP VLP–VBP–1/s –1/s

–1
1/Q

1

–VBP VLP
Vi 1

1
1

11
1

Q

–
+

–
+

–
+

–
+

1

1
1

1

1

1 1 VLP

Vi

–VBP
VHP

R1

R2

Q

–
+

–
+

–
+

–
+

Either R1 or R2 is connected. See notes in Table 21.3 for
the determination of their values.

Op amp circuits for (1)–(3). Available outputs: LP, BP, and  HP

Op amp circuits for (1)–(2). Available outputs: LP and BP

Signal flow graph
for transfer functions
(1)–(3)

(1) Lowpass

VLP
Vi

= 1
s2 +      s + 11

Q

VBP
Vi

= s
s2 +      + 11

Q

VHP
Vi

= s2

s2 +      s + 11
Q

(3) Highpass(2) Bandpass

Vi Vi

Vi

Vi

Vi

Vi

Vo

Vo

Vo

a0 a0

a0 a0

a0 a0

Vo

Vo

Voa2

a2

a2

–a1

a2

a2

a2

–a1 –a1

–a1

–a1

–1/s –1/s –1/s

–1/s –1/s –1/s
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FIGURE 21.22 Six SFGs realizing a third-order, all-pole transfer function.
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A total of six SFGs may be constructed in accordance with Equation 21.2 to produce the desired H(s).
These are illustrated in Figure 21.22. Among these, six SFGs only two have been chosen for consideration
in this section.
Similarly, for a fourth-order, low-pass Butterworth or Chebyshev filter, a total of 20 SFGs may be

constructed. The reader should consult Refs. [8,9] for details.
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22.1 Network Functions

Jiri Vlach

22.1.1 Definition of Network Functions

Network functions can be defined if the following constraints are satisfied:

1. Network is linear.
2. It is analyzed in the frequency domain using the Laplace transform.
3. All initial voltages and currents are zero (zero state conditions).

This chapter demonstrates how the various functions can be derived, but first we introduce some
explanations and definitions. If we analyze any linear network, we can take as output any nodal voltage,
or a difference of any two nodal voltages; denote such as output voltage by Vout. We can also take as the
output a current through any element of the network; we call it output current, Iout. If the network is
excited by a voltage source, E, then we can also calculate the current delivered into the network by this
source; this is the input current, Iin. If the network is excited by a current source, J, then the voltage across
the current source is the input voltage, Vin.
Suppose that we analyze the network and keep the letter E or J in our derivations. Then, we can define

the following network functions:

22-1



Voltage transfer function, Tv ¼ Vout

E

Input admittance, Yin ¼ Iin
E

Transfer admittance, Ytr ¼ Iout
E

Current transfer function, Ti ¼ Iout
J

Input impedance, Zin ¼ Vin

J

Transfer impedance, Ztr ¼ Vout

J

(22:1)

Output impedance or output admittance are also used, but the concept is equivalent to the input impedance
or admittance. The only difference is that, for calculations, the source is placed temporarily at a point from
which the output normally will be taken. In the Laplace transform, it is common to use capital letters,V for
voltages and I for currents. We also deal with impedances, Z, and admittances, Y. Their relationships are

V ¼ ZI, I ¼ YV

The impedance of a capacitor is ZC¼ 1=sC, the impedance of an inductor is ZL¼ sL, and the impedance
of a resistor is R. The inverse of these values are admittances: YC¼ sC, YL¼ 1=sL, and the admittance of a
resistor is G¼ 1=R.
To demonstrate the derivations of the above functions two examples are used. Consider the network in

Figure 22.1, with input delivered by the voltage source, E. By Kirchhoff’s current law (KCL), the sum of
currents flowing away from node 1 must be zero:

(G1 þ sC1 þ G2)V1 � G2V2 � EG1 ¼ 0

Similarly, the sum of currents flowing away from node 2 is

�V1G2 þ (G2 þ sC2 þ G3)V2 ¼ 0

The independent source is denoted by the letter E, and is assumed to be known. Inmathematics, we transfer
known quantities to the right. Doing so and collecting the equations into one matrix equation results in

G1 þ G2 þ sC1 �G2

�G2 G2 þ G3 þ sC2

� �
V1

V2

� �
¼ EG1

0

� �

G2 = 2

G3 = 3

G1 = 1

C1 = 1 C2 = 2

Iin 

–

+

Iout

2

E

1

FIGURE 22.1 Network used to illustrate the derivations of network functions.
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If numerical values from the figure are used, this system simplifies to

sþ 3 �2
�2 2sþ 5

� �
V1

V2

� �
¼ E

0

� �

or

YV ¼ E

Any method can be used to solve this system, but for the sake of explanation it is advantageous to use
Cramer’s rule. First, find the determinant of the matrix,

D ¼ 2s2 þ 11sþ 11

To obtain the solution for the variable V1(V2), replace the first (second) column of Y by the right-hand
side and calculate the determinant of such a modified matrix. Denoting such a determinant by the letter
N with an appropriate subscript, evaluate

N1 ¼ E �2
0 2sþ 5

����
���� ¼ (2sþ 5)E

Then,

V1 ¼ N1

D
¼ 2sþ 5

2s2 þ 11sþ 11
E

Now, divide the equation by E, which results in the voltage transfer function

Tv ¼ V1

E
¼ 2sþ 5

2s2 þ 11sþ 11

To find the nodal voltage V2, replace the second column by the elements of the vector on the right-
hand side:

N2 ¼ sþ 3 E
�2 0

����
���� ¼ 2E

The voltage is

V2 ¼ N2

D
¼ 2

2s2 þ 11sþ 11
E

and another voltage transfer function of the same network is

Tv ¼ V2

E
¼ 2

2s2 þ 11sþ 11
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Note that many network functions can be defined for any network. For instance, we may wish to calculate
the currents Iin or Iout, marked in Figure 22.1. Because the voltages are already known, they are used: For
the output current Iout¼G3V2 and divided by E

Ytr ¼ Iout
E

¼ 3V2

E
¼ 6

2s2 þ 11sþ 11

The input current Iin¼ E�G1V1¼ E�V1¼E(2s2þ 9sþ 6)=(2s2þ 11sþ 11) and dividing by E

Yin ¼ Iin
E

¼ 2s2 þ 9sþ 6
2s2 þ 11sþ 11

In order to define the other possible network functions, we must use a current source, J, as in Figure 22.2,
where we also take the current through the inductor as an output variable. This method of formulating
the network equations is called modified nodal. The sum of currents flowing away from node 1 is

(G1 þ sC1)V1 þ IL � J ¼ 0

from node 2 it is

G2V2 � IL ¼ 0

and the properties of the inductor are expressed by the additional equation

V1 � V2 � sLIL ¼ 0

Inserting numerical values and collecting in matrix form:

sþ 1 0 1
0 2 �1
1 �1 �s

2
4

3
5 V1

V2

IL

2
4

3
5 ¼

J
0
0

2
4

3
5

The determinant of the system is

D ¼ �(2s2 þ 3sþ 3)

G1 = 1 G2 = 2

L = 1V1 V2IL

C = 1J

FIGURE 22.2 Network used to calculate other possible network functions.
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To solve for V1, we replace the first column by the right-hand side and evaluate the determinant

N1 ¼
J 0 1
0 2 �1
0 �1 �s

������
������ ¼ �(2sþ 1)J

Then, V1¼N1=D and dividing by J we obtain the network function

Ztr ¼ V1

J
¼ 2sþ 1

2s2 þ 3sþ 3

To obtain the inductor current, evaluate the determinant of a matrix in which the third column is
replaced by the right-hand side: N3¼�2J. Then, IL¼N3=D and

Ti ¼ IL
J
¼ 2

s2 þ 3sþ 3

In general,

F ¼ Output variable
E or J

¼ Numerator polynomial
Denominator polynomial

(22:2)

Any method that may be used to formulate the equations will lead to the same result. One example shows
this is true. Reconsider the network in Figure 22.2, but use the admittance of the inductor, YL¼ 1=sL, and
do not consider the current through the inductor. In such a case, the nodal equations are

1þ sþ 1
s

� �
V1 � 1

s
V2 ¼ J

� 1
s
V1 þ 1

s
þ 2

� �
V2 ¼ 0

We can proceed in two ways:

1. We canmultiply each equation by s and thus remove the fractions. This provides the system equation

s2 þ sþ 1 �1
�1 2sþ 1

� �
V1

V2

� �
¼ sJ

0

� �

The determinant of this matrix is D¼ 2s3þ 3s2þ 3s. To calculate V1, find N1¼ s(2sþ 1)J. Their
ratio is the same as before because one s in the numerator can be canceled against the denominator.

2. If we do not remove the fractions and go ahead with the solution, we have the matrix equation

sþ 1þ 1=s �1=s
�1=s 1=sþ 2

� �
V1

V2

� �
¼ J

0

� �

The determinant is D¼ 2sþ 3þ 3=s and the numerator for V1 is N1¼ (1=sþ 2)J. Taking their ratio

V1 ¼ (1=sþ 2)J
2sþ 3þ 3=s

¼ 2sþ 1
2s2 þ 3sþ 3

J

which is the same result as before.
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We conclude that it does not matter which method is used to formulate the equations. The result is
always a ratio of two polynomials in the variable s.

Many additional conclusions can be drawn from these examples. The most important result so far is
that all network functions of any given network have the same denominator. It was easy to discover this
property because we used Cramer’s rule, with its evaluation by the ratio of two determinants. It should be
mentioned at this point that we may have network functions in which some terms of the numerator can
cancel against the same terms of the denominator. Such a cancellation represents a mathematical
simplification which does not change the validity of the above statement.
Occasionally, the network may have more than one source. In such cases, we apply the superposition

principle of linear networks. The contribution to the output can be calculated separately for each source
and the results added. All that must be done is to correctly remove those sources which are not
considered at the moment. All unused independent voltage sources must be replaced by short circuits.
All unused independent current sources are replaced by open circuits (removed from the network).
Although we did not use dependent sources in our examples, it is necessary to stress that such removal
must not take place for dependent sources.
Network functions can be used to find responses to any given input signal. First, multiply the network

function by E or J; this will give the expression for the output. Afterward, the letter E or J is replaced by
the Laplace transform of the signal. For instance, if the signal is a unit step, then the source is replaced
by 1=s. If it is cost vt, then the source is replaced by the Laplace transform, s=(s2þv2), and so on.
In the Laplace transform, one special signal exists, the Dirac impulse, commonly denoted by d(t).

It can be represented as a rectangular pulse having width T and height 1=T. The area of the pulse is
always 1, even if we go to lim T ! 0, which is the Dirac impulse. Its Laplace transform is 1. Because
multiplication by 1 does not change the network function, we conclude that any network function is
also the Laplace transform of the network response to the Dirac impulse.
A word of caution: In the network function always divide by the independent voltage (current) source.

We cannot take two analysis results, for instance V1 and V2, derived for Figure 22.1, and take their ratio.
This will not be a network function.

22.1.2 Poles and Zeros

Networks with lumped elements have network functions which are always ratios of two polynomials with
real coefficients. For some applications the polynomials may be expressed as functions of some (or all)
elements, but the principle is unchanged.
Because we have a ratio of two polynomials, the network function can be written in two forms:

F ¼
PM

i¼0 ais
iPN

i¼0 bis
i
¼ K

QM
i¼1 (s� zi)QN
i¼1 (s� pi)

(22:3)

The middle form is what we obtain from analyses similar to those in the examples. Algebraically, a
polynomial of order N has exactly N roots. This leads to the form on the right. The multiplicative
constant, K, is the ratio

K ¼ aM
bN

and is obtained by dividing each polynomial by the coefficient of its highest power.
It is easy to find roots of a first- and second-order polynomial because formulas are available, but in all

other cases iterative methods and a computer are utilized. However, even without actually finding the
roots, we can draw a number of important conclusions.
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If the highest power of the polynomial is odd, then at least one real root will
exist. The other roots may be either real or complex, but if they are complex,
then they always appear in complex conjugate pairs. The roots of the numerator
are called zeros, and those of the denominator are called poles. We denote the
zeros by

zi ¼ ai þ jbi

where j ¼ ffiffiffiffiffiffiffi�1
p

. Either a or b may be zero. For the poles, we have similarly

pi ¼ ci þ jdi

The polynomial also may have multiple roots. For instance, the polynomial
P(s)¼ (sþ 1)2(sþ 2)3 has a double root at s¼�1 and a triple root at s¼�2.
The positions of the poles and zeros, with the constant K, completely define
the network function and also all network properties. The positions can be
plotted in a complex plane, the zeros indicated by small circles and poles by
crosses. A multiple pole (zero) is indicated by a number appearing at the cross
(circle). Figure 22.3 shows a network function with two complex conjugate

zeros on the imaginary axis, two complex conjugate poles, and one double real pole.
As derived previously, all network functions of any given network have the same poles. Their positions

depend only on the structure of the network and are independent of the signal or where the signal is
applied. Because of this fundamental property, the poles are also called natural frequencies of the network.
The zeros depend on the place at which we attach the source and also on the point where we take the output.
It is possible to have networks in which a pole is in exactly the same position as a zero; mathematically,

such terms cancel. Figure 22.4 is an example. Writing the sum of currents at nodes 1, 2, and 3, we obtain

(2sþ 2)V1 � (sþ 3)V3 ¼ sE

(2sþ 2)V2 � V3 ¼ E

�sV1 � V2 þ (sþ 3)V3 ¼ 0

and in matrix form

2sþ 2 0 �(sþ 3)
0 2sþ 2 �1
�s �1 sþ 3

2
4

3
5 V1

V2

V3

2
4

3
5 ¼

sE
E
0

2
4

3
5

X

X

X
2

FIGURE 22.3 Network
function with two com-
plex conjugate zeros on
the imaginary axis, two
complex conjugate poles,
and one double real pole.

C = 1C = 1

C = 2 G = 2

G = 1G = 1
K = 3

G = 2

E–

+

KV3
V1

V2

V3

FIGURE 22.4 Network in which a pole is in exactly the same position as a zero.
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By carefully evaluating the determinant we discover that we can keep the term (2sþ 2) separate and get
D¼ (2sþ 2)(s2þ 2sþ 5). Replacing the third column by the right-hand side, we calculate the numerator
N3¼ (2sþ 2)(s2þ 1)E. Because the output is KV3, the voltage transfer function is

Tv ¼ 3(2sþ 2)(s2 þ 1)
(2sþ 2)(s2 þ 2sþ 5)

Mathematically, the term (2sþ 2) cancels and the network function is sometimes written as

Tv ¼ 3(s2 þ 1)
s2 þ 2sþ 5

Such cancellation makes the denominator different from other network functions that we might derive
for the same network, but it is not a correct way to describe the properties of the network. The
cancellation gives the impression that we have a second-order network, while it is actually a third-
order network.

22.1.3 Network Stability

Stability of the network depends entirely on the positions of its poles. The following is a list of the
conditions in order for the network to be stable, with subsequent explanation of the reasons:

1. Network is stable if all its poles are in the left half of the complex plane.
2. Network is unstable if at least one of its poles is in the right-half plane.
3. Network is marginally stable if all its poles are simple and exactly on the imaginary axis.
4. Network is unstable if it has all poles on the imaginary axis, but at least one of them has

multiplicity two or more.

Courses on mathematics teach the process of decomposing a rational function into partial fractions. We
show an example with one simple real pole and a pair of simple complex conjugate poles,

F(s) ¼ 3s2 þ 8sþ 6
(sþ 1)(s2 þ 2sþ 2)

¼ 1
sþ 1

þ 1þ j
sþ 1þ j

þ 1� j
sþ 1� j

The poles are p1¼�1 and p2,3¼�1� j, all with negative real parts and all lying in the left-half plane.
Partial fraction decomposition is on the right of the preceding equation. It is always true, for any lumped
network, that the decomposition for a real pole has a real constant in the numerator. Complex poles
always appear in complex conjugate pairs and the decomposition constants, if complex, also are complex
conjugate. Once such a decomposition is available, tables can be used to invert the functions into time
domain. The decomposition may be quite a laborious process, however, only a few types of terms need be
considered for lumped networks. All are collected in Table 22.1. Each time domain expression is
multiplied by unit step, u(t), which is zero for t< 0 and is one for t� 0. Such multiplication correctly
expresses the fact that the time functions start at t¼ 0.
Formula one in Table 22.1 shows that a real, single pole in the left-half plane will lead to a time-domain

function which decreases as e�ct. This response is called stable. If c¼ 0, then the response becomes u(t).
Should the pole be in the right-half plane, the exponent will be positive and ect will grow rapidly and
without bound. This network is said to be unstable.
Formula two shows what happens if the pole is real, with multiplicity n. If it is in the left-half plane,

then tn�1 is a growing function, but e�ct decreases faster, and for large t the result tends to zero. The
function is still stable.
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Formula three considers the case of two simple complex conjugate poles. Their real parts influence the
exponent, and the imaginary parts contribute to oscillations. If the real part is negative, the oscillations
will be damped, the response will become zero for large t, and the network will be stable. If the real part is
zero, then the oscillations continue indefinitely with constant amplitude. For the positive real part, the
network becomes unstable.
Formula four considers a pair of multiple complex conjugate poles. As long as the real part is negative,

the oscillations will decrease with time and the network will be stable. If a real part is zero or positive, the
network is unstable because the oscillations will grow.

22.1.4 Initial and Final Value Theorems

Finding the poles and evaluating the time domain response is a complicated process, which normally
requires the use of a computer. It is, therefore, advisable to use all possible steps that may provide
information about the network behavior without actually finding the full time-domain response.
Two Laplace transform theorems help in finding how the network behaves at t¼ 0 and at t!1. Both

theorems are derived from the Laplace transform formula for differentiation,

ð1

0�

f 0(t)e�stdt ¼ sF(s)� f (0�) (22:4)

where 0� indicates that we are considering the instant just before the signal is applied. If we let s ! 0,
then e0¼ 1, and the integral of the derivative becomes the function itself. Inserting the integrating limits
we get

f (1)� f (0�) ¼ lim
s!0

sF(s)� f (0�)½ �

Canceling f(0�) on both sides, we arrive at the ‘‘final value theorem’’

lim
t!1 f (t) ¼ lim

s!0
sF(s) (22:5)

Another possibility is to let s ! 1; then e�st in Equation 22.4 will be zero and the whole left side
becomes zero. This can be written as

0 ¼ lim
s!1 sF(s)� f (0�)½ �

TABLE 22.1 Laplace Transform Pairs

Formula Laplace Domain Time Domain

1
K

sþ c
Ke�ctu(t)

2
K

(sþ c)n
K

tn�1

(n� 1)!
e�ctu(t)

3
Aþ jB

sþ cþ jd
þ A� jB
sþ c� jd

2e�ct(A cos dtþB sin dt)u(t)

4
Aþ jB

(sþ cþ jd)n
þ A� jB
(sþ c� jd)n

2tn�1

(n� 1)!
e�ct(A cos dt þ B sin dt)u(t)
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and because f (0�) is nothing but the limit of f (t) for t ! 0�, we obtain the initial value theorem

lim
t!0

f (t) ¼ lim
s!1

sF(s) (22:6)

Note the similarity of the two theorems; we will apply them to the function used in Section 22.1.3.
Consider

sF(s) ¼ 3s3 þ 8s2 þ 6s
s3 þ 3s2 þ 4sþ 2

If we take any large value of s, the highest powers will dominate and in limit, for s!1, we get 3. This is
the value of the time-domain response at t¼ 0. The limit for s¼ 0 is zero, and from the final value
theorem we know that f(t) will be zero for t ! 1.
To extract still more information, use the example collected in Table 22.2. Scrolling down the table,

each Laplace domain function is s times that above it. Each multiplication by s means differentiation in
the time domain, as follows from Equation 22.4. Scrolling down the second column of Table 22.2, each
function is the derivative of that above it. To apply the limiting theorems, take the Laplace domain
formula, which is one level lower, and insert the limits. The limiting is also shown and is confirmed by
inserting either t¼ 0 or t ! 1 into the time functions.
Although the two theorems are useful, the final value theorem is valid only if the function is stable.

Consider the unstable function with two poles in the right-half plane

F1(s) ¼ 1
(sþ 1)(s� 1þ j)(s� 1� j)

¼ 1
s3 � s2 þ 2

Its time-domain response is

f1(t) ¼ 1
5
e�t þ eþt(2 sint � cost )½ �u(t)

and the term eþt will cause the function to grow for large t. If the final value theorem is applied, we
consider

sF1(s) ¼ s
s3 þ s2 þ 2

Inserting s¼ 0, the theorem predicts that the time function will approach zero for large t. This is
disappointing, but some additional simple rules can be applied. The function is unstable if some
coefficients of the denominator are missing, or if the denominator coefficients do not all have the

TABLE 22.2 Additional Laplace Transform Pairs

Laplace Domain s ! 1 s¼ 0
D¼ s3þ 3s2þ 4sþ 2 Time Domain t¼ 0 t ! 1
F(s)¼ 1= D f(t)¼ e�t (1� cos t)u(t) 0 0

G(s)¼ sF(s)¼ s=D g(t)¼ f 0(t)¼ e�t (�1þ cos tþ sin t)u(t) 0 0

H(s)¼ s2F(s)¼ s2=D h(t)¼ f 00(t)¼ e�t(1� 2 sin t)u(t) 1 0

K(s)¼ s3=D k(t)¼ f 0 00(t)¼ d(t)þe�t(2 sin t� 2 cos t� 1)u(t) d(t) 0
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same sign (allþ or all �). Such situations are easily detected, but if all coefficients have the same sign,
nothing can be said about stability. Additional theorems exist (e.g., Hurwitz theorem), but if in doubt, it is
probably simplest to go to the computer and find the poles.

22.2 Advanced Network Analysis Concepts

John Choma, Jr.

22.2.1 Introduction

The systematic analysis of an electrical or electronic network entails formulating and solving the relevant
Kirchhoff equations of equilibrium. The analysis is conducted to acquire a theoretically sound under-
standing of circuit responses. Such an understanding minimally delineates the dynamical effects of
topology, controllable circuit branch variables, and observable parameters for active devices embedded
in the circuit. It also illuminates circuit node and branch impedances to which the relevant responses of
the circuit undergoing investigation are especially sensitive. Unfortunately, the complexity of modern
networks, and particularly integrated analog electronic circuits, often inhibits the mathematical tract-
ability that underpins an engineering understanding of circuit behavior. It is therefore not surprising that
when mathematical analyses accompany a computer-assisted circuit design venture, the subcircuits
identified for manual study are simplified representations of the corresponding subcircuits in the draft
design solution. Unless care is exercised, these approximations can mask a satisfying understanding, and
they can even lead to erroneous results.
Analytical and modeling approximations notwithstanding, the key to assimilating a satisfying

understanding of the electrical characteristics of complex circuits is appropriate studies of simpler
partitions of these circuits. To this end, Kron [1,2] has provided, and others have explained and
reinforced [3–5], an elegant theory that allows the circuit response solutions of these network partitions
to be coalesced so that the desired response of the interconnected circuit is reconstructed exactly.
Aside from formalizing an analytical mechanism for studying complicated circuits in terms of the
solutions gleaned for more manageable subcircuits of the composite network [6], Kron’s work allows
for a computationally efficient study of feedback network responses. The theory also allows for the
investigation of the sensitivity of overall network performance with respect to both small and large
parametric changes [7]. In view of the exclusive focus on linear circuits in this section, it is
worth interjecting that a form of Kron’s partitioning theory is also applicable to certain classes of
nonlinear circuits [8].

22.2.2 Fundamental Network Analysis Concepts

The derivation of Kron’s formula, as well as the development of a general methodology for applying
Kron’s partitioning mechanism to the analyses of complex circuits, requires a fundamental understand-
ing of the classical techniques exploited in the analysis of linear networks. Such an understanding begins
by considering the (nþ 1) node, b branch linear network abstracted in Figure 22.5a. The input port,
which is defined by the node pair, 1–2, is excited by a signal source whose Thévenin voltage is VS

and whose Thévenin impedance is ZS. In response to this excitation, a load voltage, VL, is developed
across a load impedance, ZL, which shunts the output port consisting of the node pair, 3–4. Two
other nodes, nodes m and p, are explicitly delineated for future reference. In response to the applied
signal source, the voltage across the input port is VI, while the voltage established across the node
pair, m–p is Vk. In addition, the reference, or ground, node is labeled node 0. Either node 2, node 4, or
both of these nodes can be incident with the ground node; that is, the signal source and=or the
load impedance can be terminated to the network ground. The diagram in Figure 22.5b is identical to
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that of Figure 22.5a except for the fact that the applied signal source is represented by its Norton
equivalent circuit, where the Norton signal current, IS, is

IS ¼ VS

ZS
(22:7)

Assuming that a nodal admittance matrix exists for the linear (nþ 1) node network at hand, the n
equilibrium Kirchhoff’s current law (KCL) equations can be expressed as the matrix relationship

J ¼ YE (22:8)

where
J is an n-vector whose ith entry
Ji is an independent current flowing into the ith circuit node
E is an n-vector of node voltages such that its ith entry
Ei is an ith node voltage referenced to network ground
Y is a square matrix of order n, is the nodal admittance matrix of the circuit

If Y is nonsingular, the node voltages follow as

E ¼ Y�1J (22:9)

Note that Equation 22.9 is useful symbolically, but not necessarily computationally. In particular,
Equation 22.9 shows that the n node voltages of the (nþ 1) node, b branch network of Figure 22.5 can
be straightforwardly computed in terms of the known independent current source vector and the
parameters embedded in the network nodal admittance matrix. In an actual analytical environment,
however, the nodal admittance matrix is rarely formulated and inverted. Instead, some or all of the n
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FIGURE 22.5 (a) Generalized linear network driven by a voltage source. (b) The network of (a), but with the signal
excitation represented by its Norton equivalent circuit.
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node voltages of interest are determined merely by algebraically manipulating and solving either the n
independent KCL equations or the (b� n) independent Kirchhoff’s voltage law (KVL) equations that are
required to establish the equilibrium conditions of the subject network.
If the n vector, E, is indeed evaluated, all n independent node voltages are known, because

ET ¼ [E1,E2,E3, . . . ,Em, . . . , Ep, . . . ,En] (22:10)

where the superscript T indicates the operation of matrix transposition. In general, Ei, for i¼ 1, 2, . . . , n,
is the voltage developed at node i with respect to ground. It follows that the voltage between any two
nodes derives directly from the network solution inferred by Equation 22.9. For example, the input port
voltage, VI, is (E1�E2), the output port voltage, VL, is (E3�E4), and the voltage, Vk, from node m to
node p is Vk¼ (Em�Ep).

The calculation of the voltage appearing between any two circuit nodes can be formalized with the help
of the generalized network diagrammed in Figure 22.6 and through the introduction of the connection
vector concept. In particular, let Aij denotes the (n3 1) connection vector for the port defined by the
node pair, i�j. Moreover, let the voltage, V, at node i be taken as positive with respect to node j, and allow
a current, I (which may be zero), to flow into node i and out of node j, as indicated in the diagram. Then,
the elements of the connection vector, Aij, are all zero except for aþ 1 in its ith row and a� 1 in its jth
row. If node j is the reference node, all elements of Aij, which in the case can be written simply as Ai, are
zero except for the ith row element, which remains þ1. Thus, Aij has the form

AT
ij ¼ 0 0 � � � þ1

ith column
#

� � � �1
"

jth column

� � � 0
nth column

#
2
4

3
5 (22:11)

For the special case in which a circuit branch element interconnects every pair of circuit nodes, Aij is the
appropriate column of the node to branch incidence matrix, which is a rectangular matrix of order
(n3 b), for the (nþ 1) node, b branch network at hand [9].
Returning to the calculation of VI, VL, and Vk, it follows from Equations 22.9 through 22.11 that

VI ¼ E1 � E2 ¼ AT
12E ¼ AT

12Y
�1J (22:12)

VL ¼ E3 � E4 ¼ AT
34E ¼ AT

34Y
�1J (22:13)

and

Vk ¼ Em � Ep ¼ AT
mpE ¼ AT

mpY
1J (22:14)
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FIGURE 22.6 Generalized network diagram used to define the connection vector concept.
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Assuming that IS is the only independent source of excitation in the network of Figure 22.5

J ¼ A12IS (22:15)

which is the mathematical equivalent of the observation that the Norton source current, IS, is entering
node 1 of the network and leaving node 2. Accordingly,

VI ¼ AT
12Y

�1A12
� 	

IS (22:16)

VL ¼ AT
34Y

�1A12
� 	

IS (22:17)

and

Vk ¼ AT
mpY

�1A12


 �
IS (22:18)

Several noteworthy features are implicit to the foregoing three relationships. First, each of the three
parenthesized matrix products on the right-hand sides of the equations is a scalar. This observation
follows from the facts that a transposed connection vector is a row matrix of order (13 n), the inverse
nodal admittance matrix is an n-square, and a connection vector is an n-vector. Second, these scalar
products represent transimpedances from the input port to the port at which the voltage of interest is
extracted. In the case of Equation 22.16, the ratio, VI IS, is actually the impedance, ZSS, seen by the Norton
current, IS; that is,

ZSS ¼D VS

IS
¼ AT

12Y
�1A12

� 	
(22:19)

where, as asserted previously, IS is presumed to be the only source of energy applied to the network
undergoing study. Similarly,

ZLS ¼D VL

IS
¼ AT

34Y
�1A12

� 	
(22:20)

is the transimpedance from the input port to the output port, while

ZkS ¼D Vk

IS
¼ AT

mpY
�1A12


 �
(22:21)

is the transimpedance from the input port to the port defined by the node pair, m–p.
The impedance in Equation 22.19 and the transimpedances given by Equations 22.20 and 22.21 are

cast as explicit algebraic functions of the inverse of the network nodal admittance matrix. However,
similar to the node voltages in Equations 22.19 and 22.10, network transimpedances are rarely calculated
manually through an actual delineation and inversion of the nodal admittance matrix. Instead, they
usually derive from a straightforward analysis of the considered network, subject to the proviso that all
excitations applied to the subject network, save for the single test current source, are reduced to zero. For
example, in the abstraction shown in Figure 22.7, the transimpedance, Zij, from any port j to any port i is

Zij ¼D Vtest

Itest

����
all independent sources ¼ 0

(22:22)
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For the case of j¼ i, this transimpedance becomes the effective impedance seen at port i by the test
current source. In view of the preceding discussion, and the node pairs indicated in Figure 22.7, the
transimpedance (or impedance) quantity that derives from Equation 22.22 is identical to the matrix
relationship

Zij ¼ AT
cdY

�1Aab
� 	

(22:23)

The last result highlights the fact that all network transimpedances are directly related to the inverse of
the nodal admittance matrix. Hence, these transimpedances are inversely proportional to the determin-
ant, DY(s), of the admittance matrix, Y. It follows that the poles of all transimpedances and effective port
impedances are the roots of the characteristic polynomial

det(Y) ¼D DY(s) ¼ 0 (22:24)

Note from Equations 22.7, 22.17, and 22.20 that the voltage gain of the considered linear network is

VL

VS
¼ ZLS

ZS
(22:25)

Thus, if the source impedance in Figure 22.5 is a real number, ZS¼RS, the roots of Equation 22.24 also
comprise the poles of the voltage transfer function and, indeed, of the linear network.

22.2.3 Kron’s Formula

Assume now that the network depicted in Figure 22.5 has been analyzed in the sense that all network
node voltages developed in response to the signal source have been determined. Assume further that
subsequent to this analysis, an impedance, Zk, appended to nodes m and p, as shown in Figure 22.8. In
addition to causing a current, I, to flow into node m and out of node p, this additional branch element is
likely to perturb the values of all of the originally computed circuit node and circuit branch voltages. The
matrix, E0, of new node voltages can be evaluated for the modified topology in Figure 22.8 by determining
the new nodal admittance matrix Y0, and the reapplying Equation 22.9. The tedium associated with a
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FIGURE 22.7 An illustration of a practical manual technique for computing the transimpedance between any port j
to any port i of a linear network.
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second network analysis, along with the inefficiency of discarding the results of a study performed on a
network whose topology differs only modestly from that of the original configuration, can be circum-
vented through the use of Kron’s theorem. As illuminated next, this theorem derives from a methodical
application of such classical concepts as the theories of superposition, substitution, and Thévenin. In
addition to providing a computationally efficient mechanism for determining E0, Kron’s technique allows
for a direct comparison of E0 to the matrix, E, of original node voltages. It therefore allows for a
convenient response sensitivity analysis with respect to the appended branch element.
It is appropriate to interject that the problem postulated previously possesses more than mere

academic interest. It is, in fact, a problem that is commonly encountered, for example, in the analysis
of electronic circuits. In order to linearize these circuits around specified quiescent operating points, it is
necessary to supplant the utilized active devices by small signal equivalent circuits. Such models are
invariably simplified, often through the tacit neglect of presumably noncritical branch elements, to
mitigate analytical complexity and tedium. Thus, while the circuit properly identified for investigation
might be of the topological form appearing in Figure 22.8, the circuit actually subjected to manual circuit
analysis is likely the reduced structure depicted in Figure 22.5; that is, the ostensibly noncritical
impedance, Zk is removed in the interest of analytical tractability. Questions naturally arise in regard
to the degree of error incurred by the invoked circuit simplification. Kron’s method, as developed next,
answers these questions in terms of the results already deduced for the approximate network and without
requiring explicit analytic results for the ‘‘exact’’ network.
The process of evaluating the perturbation on network node voltages incurred by the action of

shunting nodes m and p in the circuit of Figure 22.5 by the impedance Zk begins by determining the
Thévenin equivalent circuit that drives the appended branch. To this end, Zk is removed in the diagram
of Figure 22.8, thereby collapsing the network to Figure 22.5a. The relevant Thévenin voltage, Vth, at the
node pair, mp, is, in fact, Vk, as defined by Equation 22.18. Recalling Equation 22.21, this voltage is

Vth � Vk ¼ AT
mpY

�1A12


 �
IS ¼ ZkSIS (22:26)

The corresponding Thévenin impedance, Zth, derives from a study of the test configuration of Figure 22.9, in
which the independent source current, IS, is nulled, the impedance, Zk, in Figure 22.8 is replaced by a test
current of value Itest, and the ratio of the resultant port voltage, Vtest, to Itest is understood to be the desired
Thévenin impedance. For this configuration, the network nodal admittance matrix, Y, is unchanged, but the
independent network current vector, J, becomesAmp Itest. Thus, the resultant n-vector,E00, of nodal voltages is

E00 ¼ Y�1AmpItest (22:27)
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FIGURE 22.8 The inclusion of an impedance, Zk, between nodes m And p, subsequent to the analysis of the
network in Figure 22.5.
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and by Equation 22.8, the voltage, Vtest, is

Vtest ¼ AT
mpY

�1Amp


 �
Itest (22:28)

It follows that the requisite Thévenin impedance, Zth, is

Zth ¼ Vtest

Itest
¼ AT

mpY
�1Amp


 �
(22:29)

Insofar as the appended impedance, Zk, is concerned, the network in Figure 22.8 behaves in accordance
with the circuit abstraction of Figure 22.9. The current, I, conducted by Zk is, without approximation,

I ¼ � Vth

Zth þ Zk
¼ � ZkS

Zth þ Zk

� 
IS (22:30)

where Equation 22.26 has been used, and Zth is understood to be given by Equation 22.29. However, by
the substitution theorem, the impedance, Zk in Figure 22.8 can be supplanted by an independent current
source of value I, as suggested in Figure 22.9c. Specifically, this substitution of the impedance of interest
with a current source with a value that is dictated by Equation 22.30 guarantees that the n-vector of node
voltages for the modified circuit in Figure 22.9c is identical to the n-vector, E0, of node voltages for the
topology given in Figure 22.8.

(b)

V –+

Vth ZLZS

m

I

p
1

2

3

40

++

–

–+

– Linear
network

In
pu

t
po

rt

O
ut

pu
t

po
rt

Zk

Zth

(a)

Vtest –+

ZLZS

m

Itest

p
1

2

3

40

++

–– Linear
network

In
pu

t
po

rt

O
ut

pu
t

po
rt

(c)

V –+

V  IIS V  L ZLZS

m

I

p
1

2

3

40

++

–– Linear
network

In
pu

t
po

rt

O
ut

pu
t

po
rtˆ ˆ

FIGURE 22.9 (a) Circuit diagram for evaluating the Thévenin impedance seen by the appended impedance Zk. (b)
Circuit diagram used to compute the current, I, conducted by Zk. (c) The application of the substitution theorem with
respect to Zk.
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The circuit of Figure 22.9c now has two independent excitations: the original current sources, IS, and
the current, I, substituted for the appended impedance, Zk. Accordingly, the current source vector for the
subject circuit superimposes two current components and is given by

J ¼ A12IS þ AmpI ¼ A12IS � Amp
ZkS

Zth þ Zk

� 
IS (22:31)

The corresponding vector of node voltages is, by Equation 22.9,

E0 ¼ Y�1 A12 � Amp
ZkS

Zth þ Zk

� � �
IS (22:32)

If analytical attention focuses on the general output voltage, V̂ ij, developed between nodes i and j in the
circuit of Figure 22.8,

V̂ij ¼ AT
ijE

0 (22:33)

where

V̂ij ¼ AT
ijY

�1A12


 �
� AT

ijY
�1Amp


 � ZkS

Zth
þ Zk

� � �
IS (22:34)

The result in Equation 22.34 is one of many possible versions of Kron’s formula. It states that when an
impedance, Zk, is appended between nodesm and p of a linear network whose nodal admittance matrix is
Y, the perturbed voltage established between any two nodes, i and j, can be determined as a function of
the parameters indigenous to the original network (prior to the inclusion of Zk). In particular, the
evaluation is executed on the original network (with Zk absent) and exploits the original nodal admit-
tance matrix, Y, the original transimpedance, ZkS, between the input port and the port to which Zk is
ultimately appended, and the Thévenin impedance, Zth, is observed when looking into the terminal pair
to which Zk is connected.

22.2.4 Engineering Application of Kron’s Formula

The engineering utility of Kron’s formula, Equation 22.34, is best demonstrated by examining the voltage
transfer function of the network in Figure 22.8 in terms of the companion gain for the network depicted
in Figure 22.5a. Using Equation 22.7 and noting that the perturbed output voltage is developed from
node 3 to node 4, the perturbed voltage gain, Âv, is

Âv ¼D V̂L

VS
¼ AT

34Y
�1A12

ZS
� AT

34Y
�1Amp

ZS

� 
ZkS

Zth þ Zk

� 
(22:35)

The first matrix product on the right-hand side of this relationship represents the transimpedance, ZLS,
from the input port to the output port of the original network, as given by Equation 22.20. Moreover, the
resultant impedance ratio, ZLS=ZS, is the voltage gain, Av, of the original (Zk¼1) network, as delineated
in Equation 22.25. The second matrix product symbolizes the transimpedance, ZLk, from the port to
which the appended impedance, Zk, is connected to the output port; that is,

ZLk ¼ AT
34Y

�1Amp (22:36)
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Assuming Av 6¼ 0, Equation 22.35 can then be reduced to

Âv ¼ Av 1� ZLk

ZLS

� 
ZkS

Zth þ Zk

� � �
(22:37)

This result expresses the perturbed voltage gain as a function of the original voltage gain, Av, the input to
output transimpedance, ZLS, the transimpedance, ZkS, from the input port to the port at which Zk is
appended, and ZLk, the transimpedance from the port to which Zk is incident to the output port. Observe
that when the appended impedance is infinitely large, the perturbed gain reduces to the original voltage
gain, as expected.
In an actual analytical situation, however, all of the transimpedances indicated in Equation 22.37 need

not be calculated. In order to demonstrate this contention, rewrite Equation 22.37 in the form

Âv ¼ Av
1þ Yk(Zth � (ZLkZkS=ZLS))

1þ YkZth

� �
(22:38)

where

Yk ¼ 1
Zk

(22:39)

is the admittance of the appended impedance, Zk. Now consider the test structure of Figure 22.10a, which
is the modified circuit shown in Figure 22.8, but with the appended branch supplanted by a test current
source, Itest. With two sources, IS and Itest, activating the network, superposition yields a resultant output
port voltage, VLL, of

VLL ¼ ZLSIS þ ZLkItest (22:40)

and a test port voltage, Vtest, of

Vtest ¼ ZkSIS � ZkkItest (22:41)

For IS¼ 0, the network in Figure 22.10a reduces to the configuration in Figure 22.9a, and Equation 22.41
delivers Vtest=Itest¼Zkk. It follows that the impedance parameter, Zkk, is the Thévenin impedance seen by
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FIGURE 22.10 Network diagram pertinent to the computation of the null Thévenin impedance seen by the
impedance appended to the node pair, m–p.

Analysis in the Frequency Domain 22-19



Zk, as determined in conjunction with an analytical consideration of Figure 22.5a; that is, Equation 22.41
is equivalent to the expression

Vtest ¼ ZkSIS þ ZthItest (22:42)

Consider the case, suggested in Figure 22.10, in which the output port voltage, VLL, is constrained to zero
for any and all values of the load impedance, ZL. From Equation 22.40, this case requires a source
excitation that satisfies

IS ¼ � ZLk

ZLS

� 
Itest (22:43)

If this result is substituted into Equation 22.42, the ratio, Vtest=Itest, is found to be

Vtest

Itest
¼ Zth � ZLkZkS

ZLS
(22:44)

which mirrors the parenthesized numerator term on the right-hand side of Equation 22.38. The ratio in
Equation 22.44 might rightfully be termed a null Thévenin impedance, Ztho, seen by Zk, in the sense that
it is indeed the Thévenin impedance witnessed by Zk, but under the special circumstance of a nonzero
source excitation selected to null the output response variable of the network undergoing investigation.
Thus, in Figure 22.10,

Vtest

Itest

����
Source6¼0
Output¼0

¼D Ztho ¼ Zth � ZLkZkS

ZLS
(22:45)

Equation 22.38 now reduces to the simpler result

Âv ¼ Av
1� YkZtho

1þ YkZth

� 
¼ Av

1þ (Ztho=Zk)
1þ (Zth=Zk)

� 
(22:46)

Equation 22.46 is both computationally useful and philosophically important. From a computational
viewpoint, it allows for an efficient evaluation of the voltage transfer function of a linear network,
perturbed by the addition of an impedance element between two extant nodes of the network, in terms of
the voltage gain of the original, unperturbed circuit. As expected, this original voltage gain, Av, is the
voltage gain of the perturbed network for the special case of a perturbing impedance where the
admittance is zero (or whose impedance value is infinitely large). Only two other parameters are required
to complete the evaluation of the perturbed gain. The first is the Thévenin impedance, Zth, seen by the
appended impedance element. This Thévenin impedance is calculated traditionally by nulling all
independent sources applied to the subject network. The second parameter is the null Thévenin
impedance, Ztho, which is the value of Zth for the special circumstance of a test current source and
independent source excitations selected to constrain the output response variable to zero. Once Ztho and
Zth are determined, the degree to which the voltage transfer function is dependent on the appended
impedance is easily determined. For example, the per-unit change in gain owing to the addition of Zk
between nodes m and p in the network of Figure 22.8 is

DAv

Av
¼ Âv � Av

Av
¼ Ztho � Zth

Zk þ Zth
(22:47)
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it is important to note that the transfer function sensitivity implied by Equation 22.47 imposes no a priori
restrictions on the value of Zk. In particular, Zk can assume any value from that of a short circuit to that of
the opposite extreme of an open circuit.
From a philosophical perspective, when analytical attention focuses explicitly on feedback circuits,

Equation 22.46 can be derived from signal flow theory [10,11] and is actually Bode’s classical gain
equation [12]. In the context of Bode’s theory Yk is referred to as a reference parameter, or a critical
parameter, of the feedback circuit. The product, YkZth, is termed the return ratio with respect to the
critical parameter, while the product YkZtho, is identified as the null return ratio with respect to the
critical parameter. Finally, when Equation 22.46 is applied as Bode’s equation, the transfer function, Av is
termed the null transfer function, in the sense that it is the actual transfer function of the network at
hand, under the special case of a critical parameter constrained to zero.

Example 22.1

In an attempt to demonstrate the engineering utility of the foregoing theoretical disclosures, consider
the problem of determining the voltage gain of the common emitter amplifier—a schematic diagram is
offered in Figure 22.11a. Without detracting from the primary intent of this example, the schematic
diagram at hand has been simplified in that requisite biasing subcircuitry is not shown. Assuming that
the bipolar junction transistor embedded in the amplifier operates in its linear regime, the pertinent
small signal equivalent circuit is the topology depicted in Figure 22.11b.
Assume that the amplifier source resistance, RS, is 600 V and that the load resistance, RK, is 10 kV.

Assume further that the model parameters for the transistor are as follows: rb (internal emitter
resistance)¼ 2.5 V, r0 (forward early resistance)¼ 18 kV, b (forward short circuit current gain)¼ 90,
and rc (internal collector resistance)¼ 70 V. Determine the voltage gain of the amplifier and the effect
exerted on the gain by neglecting the early resistance, R0.

Solution

1. Analytical simplicity traditionally dictates the tacit neglect of the forward Early resistance, r0. This
commonly invoked approximation reduces the model given in Figure 22.11b to the equivalent
circuit in Figure 22.12a. By inspection of the latter diagram, the approximate gain of the common
emitter voltage is

Av ¼ VO
VS

¼ � bRL
RS þ rb þ rp þ (bþ 1)re

¼ �388:3 v=v

(b)(a)

RS

RLVS

rb

re

r0

rc

rπ βi

i V̂O

+

–
RS RL

VS

V̂O

+

–

FIGURE 22.11 (a) Simplified schematic diagram of a common emitter amplifier. (b) The small signal equivalent
circuit of the common emitter amplifier.
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2. In order to determine the impact that r0 has on this voltage gain, r0 is removed from the
equivalent circuit and replaced by a test current source, Itest, as depicted in Figure 22.12b. With
the independent input voltage, VS, set to zero, the Thévenin resistance seen by r0, which is the
ratio, Vtest=Itest, is easily shown to be

Rth ¼ re

����
���� RS þ rb þ rn

bþ 1

� 
þ rc þ RL

1þ bre
RS þ rb þ rp þ re

¼ 9:10 kV

On the other hand, if VX is constrained to zero, no current flows through the load resistance
branch, and therefore, Itest is necessarily bi. This condition gives a null Thévenin resistance of

Rtho ¼ � re
b
¼ �27:78� 10�3 V

3. With Av¼�388.3 v=v, Zk¼ r0¼ 18 kV, Zth¼ Rth¼ 9.10 kV, and Ztho¼ Rtho¼�27.783 10�3 V,
Equation 22.46 produces a corrected voltage gain of

Âv ¼ Av

1þ Rtho
r0

1þ Rth
r0

0
BB@

1
CCA ¼ �258:0 v=v

From Equation 22.47, the presence of r0, as opposed to its absence, decreases the voltage gain of
the subject amplifier by almost 34%.

Example 22.2

As a second example, consider the series-shunt feedback amplifier whose schematic diagram, neglect-
ing requisite biasing circuitry, appears in Figure 22.13a. The analysis of this circuit is simplified by the
removal of the connection of the feedback resistance, RF, at the emitter of transistor Q1, as shown in
Figure 22.13b. If the voltage gain of the simplified topology is denoted as Av, the voltage gain of the
closed loop configuration in Figure 22.13a derives from Equation 22.46, provided that the impedance, Zk,
between the indicated node pair, m–p, is taken as a short circuit; that is, Zk¼ 0.

(b)(a)
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RLVS
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re

ItestVtest

rc

rπ βi

i VX

+

–

+

–
RS
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rb

re
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rπ βi

i VO

+

–

FIGURE 22.12 (a) The approximate small signal equivalent circuit of the common emitter amplifier in Figure
22.11a. The approximation entails the tacit neglect of the forward Early resistance, r0. (b) The test equivalent circuit
used to compute the Thévenin and the null Thévenin resistances seen by r0 in (a).
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Assume that the amplifier source resistance, RS, is 300V, the load resistance, RL, is 3.5 kV, the feedback
resistance, RF, is 1.5 kV, and the emitter degeneration resistance, REE, is 100 V. The transistor model
invoked for small signal analysis is identical to that used in the preceding example, save for the proviso
that the Early resistance, r0, is ignored herewith. Both transistors are presumed to have identical small
signal model parameters as follows: rb¼ 90 V, rp¼ 1.4 kV, re¼ 2.5 V, b¼ 90, and rc¼ 70 V. Use Kron’s
theorem to determine the voltage gain of the closed loop series-shunt feedback amplifier.

Solution

1. The voltage gain of the pertinent equivalent circuit in Figure 22.14 is straightforwardly derived as

Av ¼ VO
VS

¼ b2RL
RS þ rb þ rp þ (bþ 1)(re þ REE)

¼ 2550 v=v

Observe that the feedback resistance, RF, does not enter into this calculation because of its
disconnection at the emitter of transistor Q1. Furthermore, the internal collector resistance, rc, is
inconsequential for both transistor stages because the neglect of the forward Early resistance, r0,
places rc in series with a controlled current source.

2. The Thévenin resistance, Rth, seen by the ultimately appended short circuit between nodes m and
p is now calculated through use of the model in Figure 22.14b. For this calculation, the signal
voltage, VS, is reduced to zero. With VS¼ 0,

i1
itest

¼ � REE
RS þ rb þ rp þ (bþ 1)(re þ REE)

Noting that i2¼�bi1, KVL yields

Vtest ¼ (REE þ RL þ RF)Itest þ (bþ 1)REE � b2RL
� �

i1

Using the preceding result, introducing the resistance variable, RX, such that

RX ¼D re þ RS þ rb þ rp
bþ 1

¼ 22:17 V

(a) (b)

RS RL

RF

REE

VS

V̂O

Q1 Q2

m p+

–

RS

REE

VS

Q2Q1

RL

RFm p+

–

V̂O

FIGURE 22.13 (a) Simplified schematic diagram of a series-shunt feedback bipolar junction transistor amplifier.
The biasing subcircuitry is not shown. (b) The amplifier in (a), but with the feedback resistance connection to the
emitter of transistor Q1 removed.
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and letting

a ¼D b

bþ 1
¼ 0:989

Rth, which is the ratio Vtest=Itest, is found to be

Rth ¼ RF þ (REEjRX ) 1þ abREE
REE þ RX

� 
RL ¼ 260:0 kV

3. For the evaluation of null Thévenin resistance, Rtho, the output voltage variable, VX, in Figure
22.14b is nulled, thereby forcing the current relationship, Itest¼�bi2¼þb2i1. Accordingly,

Rtho ¼ RF þ 1þ 1
ab

� 
REE ¼ 1601 V

(b)
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(β+1) i2(β+1)i1
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Itest + (β+1) i1
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m p+

+
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–

FIGURE 22.14 (a) Small signal equivalent circuit of the feedback amplifier in Figure 22.13b. This circuit is used to
compute the voltage gain with the feedback resistance disconnected at the emitter of transistor Q1. (b) The small
signal model used to compute the Thévenin and the null Thévenin resistances seen by the short circuit that is
ultimately appended to the node pair, m–p, in Figure 22.13b.
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4. With Zk¼ 0, Zth¼ Rth¼ 260 kV, and Ztho¼ Rtho¼ 1601 V, Equation 22.46 provides, after recon-
nection of the feedback element, an amplifier gain of

Âv ¼ Av
Rtho
Rth

� 
¼ 15:70 v=v

It is interesting to note that, if the transistors utilized in the feedback amplifier have very large b,
which is tantamount to very small RX and a	 1, the voltage gain with the feedback element
disconnected is

av 	 bRL
REE

Moreover,

Rth 	 bRL

and

Rtho 	 RF þ REE

It follows from Equation 22.46 that the approximate voltage gain, subsequent to the reconnection of
the feedback resistance, RF, to the emitter of transistor Q1 is

Âv ¼ Av
Rtho
Rth

� 
	 bRL

REE

� 
RF þ REE
bRL

� 
¼ 1þ RF

REE
¼ 16 v=v

which is within 2% of the accurately estimated voltage gain.

22.2.5 Generalization of Kron’s Formula

The Kron–Bode equation in Equation 22.46 was derived expressly for investigating the voltage transfer
function of a linear network to which an impedance element is appended between two network nodes.
This equation also can be adapted to the problem of determining the explicit dependence of any type of
transfer relationship on any parameter within any linear network.
To this end, consider any linear network, such as the generalization shown in Figure 22.15, whose, load

impedance is ZL and whose source impedance is ZS. Identify a critical network parameter, say P, to which
the dependence on, and sensitivity to, the overall transfer performance of the network undergoing study

+

–

+
HO (.)XS (s) XR (s)

TR (.)

TS (.)
HO (.)

FIGURE 22.15 Generalized block diagram nodel of the I–O transfer characteristics of a linear network.
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is of particular interest. This parameter can be, for example, a circuit branch impedance or an active
element gain factor where numerical values cannot be determined accurately or controlled adequately in
view of potentially unacceptable manufacturing tolerances or device fabrication uncertainties. Let the
transfer function of interest be

H(P,ZS,ZL) ¼ XR(s)
XS(s)

(22:48)

where
XR(s) denotes the transform of the voltage or current response variable
XS(s) is the transform of the voltage or current input variable

The functional notation, H(P, ZS, ZL), underscores the observation that the transfer function of the liner
network is likely to be dependent on the critical parameter, P, the source impedance, ZS, and the load
impedance, ZL. The corresponding extension of the Kron–Bode relationship is

H(P,ZS,ZL) ¼ XR(s)
XS(s)

¼ H(0,ZS,ZL)
1þ PQR(ZS,ZL)
1þ PQS(ZS,ZL)

� �
(22:49)

where H(0, ZS, ZL), termed the null gain or zero parameter gain, signifies the value of the network transfer
function, H(P, ZS, ZL), when P is set to zero. This null gain must be finite and nonzero. With reference to
the appended impedance formulation in Equation 22.46, observe that the critical parameter, P, is Yk, the
admittance of the appended impedance element, while H(0, ZS, ZL) is the gain, Av, of the network, under
the condition of an absent impedance element (Yk¼ 0).

The product, PQS(ZS, ZL), is termed the return ratio with respect to parameter P, TS(P, ZS, ZL), and the
product, PQR(ZS, ZL), is referred to as the null return ratio with respect to P, TR(P, ZS, ZL), that is,

TR(P,ZS,ZL) ¼D PQR(ZS,ZL) (22:50a)

TS(P,ZS,ZL) ¼D PQS(ZS,ZL) (22:50b)

It is to be understood that both QS(ZS, ZL) and QR(ZS, ZL) are independent of the critical parameter, P.
With reference once again to Equation 22.46, note that QS(ZS, ZL) is the Thévenin impedance seen by the
appended admittance, Yk, while QS(ZS, ZL) is the null Thévenin impedance facing Yk.

Equation 22.49 can now be rewritten as

H(P,ZS,ZL) ¼ XR(s)
XS(s)

¼ H(0,ZS,ZL)
1þ TR(P,ZS,ZL)
1þ TS(P,ZS,ZL)

� �
(22:51)

Alternatively,

H(P,ZS,ZL) ¼ XR(s)
XS(s)

¼ H(0,ZS,ZL)
FR(P,ZS,ZL)
FS(P,ZS,ZL)

� �
(22:52)

where

FS(P,ZS,ZL) ¼D 1þ TS(P,ZS,ZL) (22:53a)

FR(P,ZSZL) ¼D 1þ TR(P,ZS,ZL) (22:53b)
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respectively, denote the return difference with respect to P and the null return difference with
respect to P.
An initial appreciation of the engineering significance of the zero parameter gain, H(0, ZS, ZL)þH0 (�),

the return ratio, TS (P, ZS, ZL)þTS (�), and the null return ratio, TR(P, ZS, ZL)þTR (�), is gleaned by using
Equation 22.51 to write

XR(s) ¼ H0(�)[1þ TR(�)]XS(s)� TS(�)XR(s) (22:54)

In view of the generality of the Kron–Bode formula, this algebraic manipulation of Equation 22.51
implies that the dynamical input=output transfer relationship of all linear networks can be symbolically
represented by the block diagram offered in Figure 22.15. This block diagram makes clear that because
TS(�) and TR(�) are zero for P¼ 0, H0(�) is the gain afforded by the network as a result of input–output
electrical paths that exclude the parameter, P. The diagram also suggests that TS(�) is a measure of the
amount of feedback incurred by parameter P around that part of the circuit that excludes parameter P.
Finally, the diagram at hand implies that TR(�) is a measure of the amount of feedforward incurred by
parameter P. In particular, if feedback is removed, two paths remain for the transmission of a signal from
the input port to the output port of a linear network. One of these paths, the transmittance of which is
measured by H0(�), is direct and entails the processing of the input signal by that part of the circuit that
excludes P. The other nonfeedback path has an effective transmittance of TR(�) H0(�). The latter path is
the feedforward path in the sense that signal is processed through a signal path that is divorced from
feedback and is not a result of direct source coupling through the topological part of the network that
excludes parameter P.

22.2.6 Return Ratio Calculations

In the generalized transfer relationship of Equation 22.49, the critical parameter, P, can assume one of
only six possible forms: circuit branch admittance, circuit branch impedance, transimpedance, transad-
mittance, gain associated with a current-controlled current source (CCCS), and gain associated with a
voltage-controlled voltage source (VCVS) [13]. The methodology underlying the computation of the
return ratio and the null return ratio with respect to each of these critical parameter possibilities is given
below. The case of P¼Yk, a circuit branch admittance, was investigated in the context of Kron’s
partitioning theorem. Nevertheless, it is reinvestigated next for the purpose of establishing an analytical
common denominator for return ratio calculations with respect to the five other reference parameter
possibilities.

22.2.6.1 Circuit Branch Admittance

Consider the network abstraction of Figure 22.16a, which identifies a branch admittance, Yk, as a critical
parameter for analysis; that is, P¼Yk in Equation 22.49. The input excitation can be either a voltage
source, or a current source and is therefore indicated as a general transformed input variable, XS(s).
Similarly, the output or response variable can be either a voltage or a current, thereby encouraging the
generalized transformed response notation, XR(s). The source and load impedances (or admittances) are
absorbed into the network. In order to evaluate the zero parameter gain, H(0, ZS, ZL), Yk is set to zero by
removing it from the network. An analysis is then conducted to determine the ratio XR(s)=XS(s), of
output to input variables, as suggested in Figure 22.16b.
As demonstrated for the case of P¼Yk, a circuit branch admittance, the function, QS(ZS, ZL), in

Equation 22.49 is the Thévenin impedance, Zth, facing Yk. This impedance is computed by determining
the ratio, Vx=Ix, with the signal source, XS(s), nulled, as indicated in Figure 22.16c. Note in Figure 22.16a,
that the volt–ampere relationship of the branch housing Yk is Ik¼YkVk, where the direction of the branch
current, Ik, coincides with the direction of the test current source, Ix, used in the determination of Zth.
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A comparison Figure 22.16c and alludes to the methodology of replacing the admittance branch by a source
of excitation (a current source) where the electrical nature is identical to the dependent electrical variable
(a current, Ik) of the branch volt–ampere characteristic. Note that the polarity of the voltage, Vx, used in
the determination of the test ratio, Vx=Ix, is opposite to that of the original branch voltage Vk. This is to say
that although Ik and Vk are in associated reference polarity in Figure 22.16a, Ix and Vx in the test cell of
Figure 22.16c are in disassociated polarity.
The computation of the function, QR(ZS, ZL), in Equation 22.49 mirrors the computation of QS(ZS, ZL),

except for the fact that instead of setting the source excitation to zero, the output response, XR(s), is
nulled. The source excitation, XS(s), remains at some computationally unimportant nonzero value, such
that its effects, when superimposed over those of the test current, Ix, forces XR(s) to zero. The situation at
hand is diagrammed in Figure 22.16d.

Example 22.3

Return to the series-shunt feedback amplifier of Figure 22.29a. Evaluate the voltage gain of the circuit,
but, take the conductance, GF, of the feedback resistance, RF, as the critical parameter. The circuit and
device model parameters remain the same as in Example 22.2: RS¼ 300 V, RL¼ 3.5 kV, RF¼ 1.5 kV,
REE¼ 100 V, rb¼ 90 V, rp¼ 1.4 kV, re¼ 2.5 V, b¼ 90, and rc¼ 70 V.

Solution

1. The zero parameter voltage gain, Avo, of the subject amplifier is the voltage gain of the circuit with
GF¼ 0. But GF¼ 0 amounts to a removal of the feedback resistance, RF. Such removal is electrically
equivalent to open circuiting the indicated node pair, m–p, as diagrammed in the small signal
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m p

XR (s)Linear
network

XR (s)

Ik

Vk

m p

XS (s)

– +

Linear
network

Yk

FIGURE 22.16 (a) Linear circuit for which the identified critical parameter is a branch admittance, Yk. (b) The
ratio, XR(s)=XS(s), is the zero parameter gain H(0, ZS, ZL). (c) The ratio, Vx=Ix, is the function QS(ZS, ZL), in Equation
22.49. (d) The ratio, Vx=Ix, is the function, QR(ZS, ZL), in Equation 22.49.
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model of Figure 22.14a. Thus, Avo is identical to the gain, computed in Step (1) of Example 22.2. In
particular,

Avo ¼ b2RL
RS þ rb þ rp þ (bþ 1)(re þ REE)

¼ 2550 v=v

2. The model pertinent to computing the functions, QS(ZS, ZL), and QR(ZS, ZL), is offered in Figure
22.17. Note that the test current source, Ix, which replaces the critical conductance element, GF,
and the resultant test response voltage, Vx, are in disassociated reference polarity. As in Example
22.2, let

RX ¼D re þ RS þ rb þ rp
bþ 1

¼ 22:17

and

a ¼D b

bþ 1
¼ 0:989

Then, with VS¼ 0, and writing QS(ZS, ZL) as QS(RS, RL) because of the lack of energy storage
elements in the circuit undergoing study,

QS(RS, RL) ¼ Vx
Ix

����
VS¼0

¼ REE k RX þ 1þ abREE
REE þ RX

� 
R0L ¼ 258:5 kV

On the other hand,

QR(RS, RL) ¼ Vx
Ix

����
VO¼0

¼ 1þ 1
ab

� 
REE ¼ 101:1 V

RS

rb

VS
RL

rbrc rc

rere

VOi1 i2

Ix

Vx

βi1 βi2

(β + 1)i2(β + 1)i1

Ix + (β + 1)i1

Ix + βi2

rπrπ

+

+

–

–

REE

FIGURE 22.17 Circuit used to computer the return ratio and the null return ratio with respect to the conductance,
GF, in the series-shunt feedback amplifier of Figure 22.13a.

Analysis in the Frequency Domain 22-29



3. Substituting the preceding results into Equation 22.49, and recalling that GF¼ 1=RF, the voltage
gain of the series-shunt feedback amplifier is found to be

Av ¼ VO
VS

¼ Avo
1þ QR(RS, RL)

RF

1þ QS(RS, RL)
RF

2
664

3
775 ¼ 15:7 v=v

which is the gain result deduced previously.

22.2.6.2 Circuit Branch Impedance

In the circuit of Figure 22.18a, a branch impedance, Zk, is selected as a critical parameter for analysis; that
is P¼Zk in Equation 22.49. The zero parameter gain, H(0, ZS, ZL), is evaluated by replacing Zk with a
short circuit, as suggested in Figure 22.18b.
The volt–ampere characteristic equation of the critical impedance branch is Vk¼ZkIk, where, of

course, the branch voltage, Vk, and the branch current, Ik, are in associated reference polarity. Because
the dependent variable in this volt–ampere expression is a branch voltage, the return and null return
ratios are calculated by replacing the subject branch impedance by a test voltage source, Vx. As suggested
in Figure 22.18c, the ratio, Ix=Vx, under the condition of nulled independent sources, gives the function
QS(ZS, ZL) in Equation 22.49. On the other hand, and as depicted in Figure 22.18d, the ratio Ix=Vx, with a
nulled response, yields QR(ZS, ZL). Observe that in the present situation, the functions, QS(ZS, ZL) and
QR(ZS, ZL) are, respectively, the Thévenin and the null Thévenin admittances facing the branch
impedance, Zk.
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FIGURE 22.18 (a) Linear circuit for which the identified critical parameter is a branch impedance, Zk. (b) The
ratio, XR(s)=XS(s), is the zero parameter gain, H(0, ZS, ZL). (c) The ratio, Ix=Vx, is the function, QS(ZS, ZL), in Equation
22.49. (d) The ratio, Ix=Vx, is the function, QR(ZS, ZL), in Equation 22.49.
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22.2.6.3 Circuit Transimpedance

In the circuit of Figure 22.19a, a circuit transimpedance, Zt, is selected as a critical parameter for analysis;
that is, P¼Zt in Equation 22.49. The zero parameter gain, H(0, ZS, ZL), is evaluated by replacing the
current-controlled voltage source (CCVS) by a short circuit, as shown in Figure 22.19b.
The volt–ampere characteristic equation of the critical transimpedance branch is Vk¼ZtIk, where Ik is

the controlling current for the controlled source branch. Because the dependent variable in this volt–
ampere expression is a branch voltage, the return and null return ratios are calculated by replacing the
CCVS with a test voltage source, Vx. However, as indicated in Figures 22.19c and d, the polarity of Vx

mirrors that of the voltage, Vk, developed across the controlled branch. With Ix taken as a current flowing
in the controlling branch in a direction opposite to the polarity of the original controlling current, Ik, the
ratio, Ix=Vx, under the condition of nulled independent sources, gives the function, QS(ZS, ZL) in
Equation 22.49. On the other hand, and as depicted in Figure 22.19d, the ratio, Ix=Vx, with a nulled
response, yields QR(ZS, ZL).

22.2.6.4 Circuit Transadmittance

In the network of Figure 22.20a, a circuit transadmittance, Yt, is selected as the critical parameter. The
zero parameter gain, H(0, ZS, ZL), is evaluated by replacing the voltage-controlled current source (VCCS)
with an open circuit, as shown in Figure 22.20b.
The volt–ampere characteristic question of the critical transadmittance branch is Ik¼YtVk, where Vk is

the controlling voltage for the VCCS. Because the dependent variable in this volt–ampere expression is a
branch current, the return and null return ratios are calculated by replacing the VCCS with a test current
source, Ix, where, as indicated in Figures 22.20c and d, the polarity of Ix mirrors that of the current, Ik,
flowing through the controlled branch. With Vx taken as a voltage developed across the controlling
branch in a direction opposite to the polarity of the original controlling voltage, Vk, the ratio, Vx=Ix, under
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FIGURE 22.19 (a) Linear circuit for which the identified critical parameter is a circuit transimpedance, Zt. (b) The
ratio, XR(s)=XS(s), is the zero parameter gain, H(0, ZS, ZL). (c) The ratio, Ix=Vx, is the function, QS(ZS, ZL), in Equation
22.49. (d) The ratio, Ix=Vx, is the function, QR(ZS, ZL), in Equation 22.49.
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the condition of nulled independent sources, gives the function, QS(ZS, ZL) in Equation 22.43. On the
other hand, and as offered in Figure 22.20d, the ratio, Vx=Ix, under the condition of a nulled response,
yields QR(ZS, ZL).

Example 22.4

The circuit in Figure 22.21a is a low-frequency, small-signal model of a voltage feedback amplifier. With
the transconductance, gm, selected as the reference parameter of interest, derive a general expression for
the voltage gain, Av¼ VO=VS. Approximate the final result for the special case of very large gm.

Solution

1. The zero parameter voltage gain, Avo, derives from an analysis of the circuit structure given in
Figure 22.21b. The diagram differs from Figure 22.21a in that the current conducted by the
controlled source branch has been nulled by open circuiting said branch. By inspection of the
subject model,

Avo ¼ RL
RL þ RF þ RS

2. The diagram given in Figure 22.21c is appropriate to the computation of the return ratio, TS(gm, ZS,
ZL)¼ gmQS(RS, RL) with respect to the critical transconductance, gm. A comparison of the model at
hand with the diagram in Figure 22.21a confirms that the controlled source, gmV, is replaced by an
independent current source, Ix, which flows in a direction identical to that of the controlled source
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(a) (b)
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networkXR (s)
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FIGURE 22.20 (a) Linear circuit for which the identified critical parameter is a circuit transadmittance, Yt, (b) The
ratio, XR(s)=XS(s), is the zero parameter gain, H(0, ZS, ZL). (c) The ratio, Vx=Ix, is the function QS(ZS, ZL), in Equation
22.49. (d) The ratio, Vx=Ix, is the function QR(ZS, ZL), in Equation 22.49.
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it supplants. The ratio, Vx=Ix, is to be computed, where Vx is developed, antiphase to V, across the
branch that supports the original controlling voltage for the VCCS. A straightforward analysis
produces

QS(RS, RL) ¼ Vx
Ix

RL
RL þ RF þ RS

� 
RS � AvoRS

3. The null return ratio, TR(gm, ZS, ZL)¼ gmQR(RS, RL), with respect to gm is obtained from an analysis
of the circuit in Figure 22.21d. Observe a nulled output voltage, with zero current flow
through the load resistance, RL. Observe further that the signal source voltage is nonzero.
The specific value of this source voltage is not crucial, and is therefore not delineated. An
analysis reveals

QR(RS, RL) ¼ Vx
Ix
¼ �RF

4. Using Equation 22.49, the voltage gain of the circuit undergoing study is found to be

Av ¼ VO
VS

¼ Avo
1þ gm(�RF)
1þ gmRSAvo

� �

which, for large gm, reduces to

Av 	 � RF
RS

(a) (b)

(c) (d)

–

–

+
+

RS

VS

VO

RF

RLV

Rin Rout

gmV
–

–

+
+

RS

VS

RF

RL

VO

V

Rin o Rout o

–

+

VO

Vx Ix

RS

RL

RF

–

–
+ +

Vx Ix

RS
RL

RF
0

0

FIGURE 22.21 (a) The low-frequency, small-signal model of a voltage feedback amplifier. (b) The circuit used to
evaluate the zero parameter (gm¼ 0) gain. (c) The circuit used to evaluate the return ratio with respect to gm. (d) The
circuit used to computer the null return ratio with respect to gm.
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22.2.6.5 Gain of a Current-Controlled Current Source

For the network in Figure 22.22a, the reference parameter is ak, the gain associated with a CCCS. The
zero parameter gain, H(0, ZS, ZL), is evaluated by replacing this CCCS with an open circuit, as depicted in
Figure 22.22b.
The volt–ampere characteristic equation of the branch in which the reference parameter is embedded

is Ik¼akIj, where Ij is the controlling current for the CCCS. Because the dependent variable in this volt-
ampere characteristic is a branch current, the return and null return ratios are calculated by replacing the
CCCS with a test current source, Ix. As indicated in Figure 22.22c and d, the polarity for Ix mirrors that of
the current, Ik, flowing through the controlled branch. Let Iy be the resultant current conducted by the
controlling branch, and let this current flow a direction opposite to the polarity of the original controlling
current. Then, the current ratio, Iy=Ix, computed under the condition of nulled independent sources, is
the function, QS(ZS, ZL) in Equation 22.49. Similarly, and as suggested in Figure 22.22d, the ratio, Iy=Ix,
under the condition of a nulled response, yields QR(ZS, ZL).

22.2.6.6 Gain of a Voltage-Controlled Voltage Source

In the network of Figure 22.23a, the selected reference parameter is mk, the gain corresponding to a
VCVS. The zero parameter gain, H(0, ZS, ZL), is evaluated by replacing this VCVS with a short circuit, as
per Figure 22.23b.
The volt–ampere characteristic equation of the dependent generator branch is Vk¼mkVj, where Vj is

the controlling voltage for the VCVS. Because the dependent variable in this volt–ampere expression is a
branch voltage, the return and null return ratios are calculated by replacing the VCVS with a test voltage
source, Vx, where as indicated in Figure 22.23c and d, the polarity of Vx is identical to that of the voltage,

(c) (d)

(a) (b)

XS (s)

Ij

m p
XR (s)Linear

network

m p
0 Linear

network
XR (s)

Ix

Iy

XR (s)

Ij

m p
XS (s) Linear

network

αk Ij

Ik 

m p
0Linear

network
XS (s)

Ix

Iy

FIGURE 22.22 (a) Linear circuit for which the identified critical parameter is the current gain ak associated with a
CCCS. (b) The ratio,XR(s)=XS(s), is the zero parameter gain,H(0, ZS, ZL). (c) The ratio, Iy=Ix, is the function,QS(ZS, ZL),
in Equation 22.49. (d) The ratio, Iy=Ix, is the function, QR(ZS, ZL), in Equation 22.49.
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Vk, developed across the controlled branch. Let Vy be the resultant voltage established across the
controlling branch, and let the polarity of this voltage be in a direction opposite to that of the original
controlling voltage. Then, the voltage ratio, Vy=Vx, computed under the condition of nulled independent
sources, is the function, QS(ZS, ZL), in Equation 22.49. As suggested in Figure 22.23d, the voltage ratio,
Vy=Vx, under the condition of a nulled response, yields QR(ZS, ZL).

22.2.7 Evaluation of Driving Point Impedances

Having formulated generalized techniques for computing the return ratio and the null return ratio with
respect to any of the six possible types of critical circuit parameters, the application of Equation 22.49 is
established as a powerful and computationally expedient vehicle for evaluating any transfer function of
any linear network. The only restriction limiting the utility of Equation 22.49 is that parameter Pmust be
selected in such a way as to ensure that the zero parameter transfer function is finite and nonzero.
Equation 22.49 is commonly used to evaluate the voltage gain, current gain, transimpedance gain, or

transadmittance gain of feedback and other types of complex circuitry. However, the expression is
equally well suited to determining the driving point input impedance seen by the source impedance, as
well as the driving point output impedance seen by the terminating load impedance. In fact, once the
return ratios relevant to the gain of interest are found, these I–O impedances can be determined with
minimal additional analysis.
Without loss of generality, the foregoing contention is explicitly demonstrated in conjunction with a

transimpedance amplifier whose reference parameter is selected to be a branch impedance, Zk. To this
end, consider the circuit abstracted in Figure 22.24, for which the driving point input impedance, Zin, is
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FIGURE 22.23 (a) Linear circuit for which the identified critical parameter is the voltage gain, mk1 associated with
a VCVS. (b) The ratio, XR(s)=XS(s), is the zero parameter gain, H(0, ZS, ZL). (c) The ratio, Vy=Vx, is the function
QS(ZS, ZL), in Equation 22.49. (d) The ratio, Vy=Vx, is the function, QR(ZS, ZL), in Equation 22.49.
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to be determined. The input excitation is a current, IS, and in response to this input, a signal voltage,
VL, is developed across the load impedance, ZL. Using Equation 22.49, the I–O transimpedance,
ZT(Zk, ZS, ZL), is

ZT(Zk,ZS,ZL) ¼ VL(s)
IS(s)

¼ ZT(0,ZS,ZL)
1þ ZkQR(ZS,ZL)
1þ ZkQS(ZS,ZL)

� �
(22:55)

where
ZT(0, ZS, ZL) is the circuit transimpedance for Zk¼ 0, ZkQR(ZS, ZL) is the null return ratio with respect
to Zk

ZkQS(ZS, ZL) is the return ratio with respect to Zk

For future reference, the circuit appropriate to the calculation of the function, QS(ZS, ZL), is drawn in
Figure 22.24b.
The input impedance derives from an analytical consideration of the cell depicted in Figure 22.24c, in

which the Norton representation of the signal source has been supplanted by a test current source of
value Iz. Note that the load impedance remains as the terminating element for the output port. The
transfer relationship of interest is the ratio, Vz=Iz, which is the desired driving point input impedance, Zin.
Taking care to choose Zk, the reference parameter for the gain enumeration, as the reference parameter
for the input impedance determination, Equation 22.49 gives

Zin ¼ Vz

Iz
¼ Zin o

1þ ZkQRR(ZS,ZL)
1þ ZkQSS(ZS,ZL)

� �
(22:56)

In this expression, Zin o generally derives straightforwardly because it is the Zk¼ 0 value of Zin; that is, Zin
is evaluated for the special case of a nulled reference parameter. Such a null in the present situation is
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FIGURE 22.24 (a) A liner amplifier for which the input impedance is to be determined. (b) The circuit used for
calculating the return ratio with respect to Zk. (c) The circuit used for calculating the driving point input impedance.
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equivalent to short-circuiting Zk, as indicated in Figure 22.25a. The function, QSS(ZS, ZL), is the
delineated.
Ix=Vx ratio, for the case of a source excitation (Iz in the present case) set to zero. The pertinent circuit

diagram is the structure in Figure 22.25b. This last circuit differs from the circuit, shown in Figure 22.24b,
exploited to find QS(ZS, ZL) in the gain relationship of Equation 22.50 in only one way: ZS has been
removed, and thus, effectively, ZS has been set to an infinitely large value. It follows that

QSS(ZS,ZL) � QS(1,ZL) (22:57)

In other words, a circuit analysis aimed toward determining QSS(ZS, ZL) is unnecessary. Instead, QSS

(ZS, ZL) is found by evaluating QS(ZS, ZL), which is already known from the gain analysis, at ZS¼1.
To evaluate QRR(ZS, ZL), the foregoing Ix=Vx ratio is calculated for the case of zero response. In the

present situation the response is the voltage, Vz, and accordingly, the appropriate circuit is depicted in
Figure 22.25c. However, a comparison of the circuit at hand with the structure in Figure 22.24, which is
exploited to evaluate the return ratio in the gain equation, indicates that it differs only in that ZS is now
constrained to zero to ensure Vz¼ 0. It is therefore apparent that in Equation 22.56

QRR(ZS,ZL) � QS(0,ZL) (22:58)

Equation 22.56 is now expressible as

Zin ¼ Vz

Iz
¼ Zin o

1þ ZkQS(0,ZL)
1þ ZkQS(1,ZL)

� �
(22:59)

which is occasionally referred to as Blackman’s formula [14].
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FIGURE 22.25 (a) The circuit used to evaluate the zero parameter driving point input impedance. (b) The
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Analogous considerations at the output port in the circuit of Figure 22.24a dictate a driving point
output impedance, Zout, of

Zout ¼ Zout o
1þ ZkQS(ZS, 0)
1þ ZkQS(ZS,1)

� �
(22:60)

where, similar to Zin o, Zout o, the Zk¼ 0 value of Zout, must be finite and nonzero. Although the preceding
two relationships were derived for the case in which the selected reference parameter is a branch
impedance, both expressions are applicable for any reference parameter, P. In general,

Zin ¼ Zin o
1þ PQS(0,ZL)
1þ PQS(1,ZL)

� �
(22:61a)

Zout ¼ Zout o
1þ PQS(ZS, 0)
1þ PQS(ZS,1)

� �
(22:61b)

Example 22.5

Use the pertinent results of Example 22.4 to derive expression for the driving point input resistance, Rin,
and the driving point output resistance, Rout, of the feedback amplifier in Figure 22.21a.

Solution

1. With gm set to zero, an inspection of the circuit diagram in Figure 22.21b delivers

Rin o ¼ RF þ RL
Rout o ¼ RF þ RS

2. From the second step in the solution to Example 22.4, the function, QS(RS, RL), to which the return
ratio, TS(gm, RS, RL) is directly proportional, was found to be

QS(RS, RL) ¼ RL
RL þ RF þ RS

� 
RS

It follows that

QS(0, RL) ¼ 0

QS(1, RL) ¼ RL

Moreover,

QS(RS, 0) ¼ 0

QS(RS,1) ¼ RS

3. Equations 22.61a and b resultantly yield

Rin ¼ Rin o
1þ gmQS(0, ZL)
1þ gmQS(1, ZL)

� �
¼ RR þ RL

1þ gmRL
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for the driving point input resistance and

Rout ¼ Rout o
1þ gmQS(RS, 0)
1þ gmQS(RS,1)

� �
¼ RF þ RS

1þ gmRS

for the driving point output resistance.

22.2.8 Sensitivity Analysis

Yet another advantage of the Kron–Bode formula is its amenability to evaluating the impact exerted on a
circuit transfer relationship by potentially large fluctuations in the reference parameter P. This conveni-
ence stems from the fact that parameter P is isolated in Equation 22.49; that is, H(0, ZS, ZL), QR(ZS, ZL),
and (ZS, ZL) are each independent of P. A quantification of this impact is achieved by exploiting the
sensitivity function,

SHP ¼D DH=H
DP=P

(22:62)

which compares the per unit change in transfer function, DH=H, resulting from a specified per unit change
DP=P in a critical parameter. In particular, the notation in this definition is such that if H designates the
transfer characteristic, H(P0, ZS, ZL), at the nominal parameter setting, P¼ P0, (HþDH) signifies the
perturbed characteristic, H(P0þDP, ZS, ZL) where P0 is altered by an amount DP0. Using Equation 22.49
and dropping the functional notation in Equations 22.53a and 22.53b, it can be demonstrated that

SHP ¼D FR � FS

FR FS þ (FS � 1)
DP
P0

� � � (22:63)

where FS and FR are understood to be evaluated at the nominal parameter setting, P¼ P0. It should be
emphasized that unlike a more traditional sensitivity analysis, such as that predicated on the adjoint
network [15], Equation 22.63 is easy to use manually and does not rely on an a priori assumption of small
parametric changes.
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23.1 Introduction

Network analysis is based on formulation of the relevant equations and on their solutions. Various
approaches are possible. If we wish to get as much theoretical information as possible, we may resort to
hand analysis and keep the elements as variables (literal parameters). In such cases, it is an absolute
necessity to use a method that leads to the smallest possible number of equations. If we plan to use a
computer, then we can accept methods which lead to larger systems, but the methods must be relatively
easy to program. The purpose of this chapter is to give an overview of the various possibilities and point
out advantages and disadvantages. Many more details are available in Refs. [1,2].
Section 23.2 is a summary of the nodal and mesh formulations. We review them because they are the

best ones for analysis of small networks. Tableau formulation, given in Section 23.3, is very general, but
requires special solution routines, probably not available to the reader. Section 23.4 describes the best
method for computerized solutions; it is used in many commercial simulators. If nonlinear elements are
involved, then iterative solution methods must be used; an introduction on how to deal with nonlinear
elements is given in Section 23.5. Finally, Section 23.6 presents a method that is suitable for hand
solutions of active networks and which automatically leads to the smallest system of equations.

23.2 Nodal and Mesh Formulations

Classical methods use two types of network equations formulation: the nodal and the mesh. The first one
is based on Kirchhoff’s current law (KCL): the sum of currents flowing away from a node is equal to zero.
The mesh method is based on Kirchhoff’s voltage law (KVL): the sum of voltages around any loop is
equal to zero.
For simple problems, both methods are about equivalent, but nodal formulation is more general. The

mesh formulation is suitable only for planar networks: It must be possible to draw the network without
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any element crossing over any other element. Many practical networks are planar, but it is not always
easy to see that it is actually the case.
We first introduce some definitions. A positive current flows from a terminal with a higher potential to

a terminal with a lower potential. This is sketched on the two-terminal element in Figure 23.1. If we use
this definition, then the product of the current and of the voltage across the element, Vi�Vj, expresses
the power consumed by the element. If the current flows in opposite direction, then the element is
delivering power.
We will use the previous definition of a positive current for all elements of the network, irrespective of

what their role eventually may be. Thus, a positive current through an independent voltage source will
flow from the more positive terminal to the less positive terminal, as sketched in Figure 23.2a. The
current flowing through an independent current source is indicated on its symbol, Figure 23.2b, but the
voltage across it is not defined; it depends on the network.
The nodal formulation uses the principle that the sum of currents at any node must be equal to zero at

any instant of time. To apply this rule in an efficient way, we realize that before we solve the equations, we
do not know which way the currents will actually flow. All we know is that if a node is more positive than
all the other nodes, then all currents must flow away from this node.
In nodal formulation, the unknowns are nodal voltages and the equations express the sum of currents

flowing away from the node. To write the equations we use element admittances: in Laplace transform
YC¼ sC for a capacitor, YL¼ 1=sL for an inductor, and YG¼G¼ 1=R for a resistor. It is advantageous to
use G, because we thus avoid fractions in the equations.
We demonstrate how to set up the equations by considering the network in Figure 23.3. The nodal

voltages are denoted V1 and V2 and ground (the lower line) is considered to be at zero potential. We do

Vi

I

Vj

+

–

FIGURE 23.1 Definition of positive current direction
with respect to the voltage across the element.

(a) (b)

+

–

Vi

I

Vj

E J

FIGURE 23.2 (a) Direction of positive current through
an independent voltage source. (b) Direction of the cur-
rent through an independent current source.

V1 V2

G1

G2

G3J

FIGURE 23.3 Example for nodal formulation.
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not know which of these nodes is more positive, but we can assume that any node we consider at a given
moment is the most positive one. This assumption has the consequence that all currents must flow away
from this node. For the given network, the current through G1 will flow down and its value will be
IG1

¼G1V1, current through G2 will flow from left to right and will be IG2
¼G2(V1�V2). Current from

the independent current source flows into the node and thus must be subtracted. Together, the sum of
the currents at node 1 will be zero:

G1V1 þ G2(V1 � V2)� J ¼ 0

Moving to the second node, we still do not know which node is more positive, but we can still make the
assumption that now it is this node that is the most positive one. If we make such an assumption, then all
currents must flow away from this node: The current throughG3 will be IG3

¼G3V2 and will flow down, the
current through G2 will flow from right to left and will be IG2

¼G2(V1�V2). In this expression, the first
voltage within the parentheses must be the assumed higher potential. This is expressed by the equation

G3V2 þ G2(V2 � V1) ¼ 0

It is advantageous to put the equations into matrix form, with the known independent source transferred
to the right side:

G1 þ G2 �G2

�G2 G2 þ G3

� �
V1

V2

� �
J
0

� �

The preceding steps were simple because we selected elements that can be handled by this formulation.
Unfortunately, many practical elements are not expressed in terms of currents. For instance, a voltage
source connected between nodes i and j, with its positive reference on node i, is described by the equation

Vi � Vj ¼ E

A positive current does flow through such an element from i to j, but is not available in its defining
equation. In fact, all voltage sources, independent or dependent, will create this problem. Another
element which cannot be handled directly is a short circuit. It is described by the equation

Vi � Vj ¼ 0

and current is not a part of its definition.
We can always use transformations by applying various theorems such as the Thévenin and Norton

transformations or source splitting, and eventually arrive at a network in which all elements have voltage
as the independent variable. Such transformations are practical for hand analysis, but are not advanta-
geous for computerized solutions. This is the reason why other formulations have been invented.
Consider next the mesh equations where we use the KVL and impedances of the elements: ZL¼ sL for

the inductor, ZC¼ 1=sC for the capacitor, and R for the resistor. In this formulation, we sum the voltages
across the elements in a given closed loop. Because this method is suitable for planar networks only, we
usually use the concept or circulating mesh currents, indicated on the network in Figure 23.4. The
currents I1 and I2 create voltage drops across the resistors. When considering the first mesh, we take the
current I1 as a positive one. The voltage across R1 is VR1

¼R1I1. The voltage across R2 is VR2
¼R2(I1� I2)

and the voltage source contributes a value E to the equation. According to our earlier definition, a positive
current flows from plus to minus, but I1 actually goes in the opposite direction through the voltage
source. Thus, the voltage across E must be taken with a negative sign and the sum of voltages around the
first mesh is
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R1I1 þ R2(I1 � I2)� E ¼ 0

When we move to the second mesh, we consider the current I2 as positive and the sum of voltage drops
around the second mesh is

R2(I2 � I1)þ R3I2 þ R4I2 ¼ 0

The equations can be collected into one matrix equation

R1 þ R2 �R2

�R2 R2 þ R3 þ R4

� �
I1
I2

� �
E
0

� �

Each of these fundamental formulations has its problems.

In nodal formulation, we can deal directly with the following elements:
Current source, J
Conductance, G¼ 1=R
Capacitor admittance, sC
Voltage controlled current source, VC
Inductor admittance, 1=sL

In mesh formulation, we can deal directly with the elements:
Voltage source, E
Resistor, R
Inductor impedance, sL
Current controlled voltage source, CV
Capacitor impedance, 1=sC.

All other elements create problems and must be dealt with by the Thévenin and Norton theorems and=or
source splitting.
As an example, we take the network in Figure 23.5a. It is directly suitable for mesh formulation, but we

demonstrate both. For simplicity, all resistors have unit values.
The mesh formulation, with the indicated circulating currents I1 and I2, leads to the equations

(R1 þ R2)I1 � R2I2 ¼ E

�R2I1 þ (R2 þ R3)I2 þ 3I1 ¼ 0

Inserting numerical values

2I1 � I2 ¼ E

2I1 þ 2I2 ¼ 0

The solution is I1¼ E=3, I2¼�E=3 and V1¼R2(I1� I2)¼ 2E=3.

R1

R2

R3

R4
I1 I2

+

–
E

FIGURE 23.4 Example for mesh formulation.
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To use nodal formulation, we must apply several transformation steps. First, we must express the
controlling currents as I¼G1(E�V1)¼E�V1 and replace I in the definition of the current controlled
voltage source. This has been done in the figure. Afterward, applying Thévenin–Norton transformation
we change the voltage sources, in series with resistors, into current sources, in parallel with the same
resistors. We get the network in Figure 23.5b. It has only one node for which the balance of current is

(G1 þ G2 þ G3)V1 � EG1 � 3G1G3(E � V1) ¼ 0

Inserting numerical values and solving, we get the same V1 as previously.
If we have a mixture of elements, such transformations will always be lengthy, will require redrawings,

and can lead to errors. To reduce the chance of such errors to a minimum, in computer applications we
need formulations that avoid transformations and use descriptions of the elements as they are given. This
is done in both the tableau and nodal formulations, the subjects of the following sections.
Although the nodal and mesh formulations are not always easy to apply, we must stress that they are

the best ones for hand solutions. They may require several steps of transformations and redrawings, but
ultimately they lead to the smallest possible systems of equations.

23.3 Graphs and Tableau Formulation

Tableau is the most general formulation because the solution simultaneously provides the voltages across
all elements, the currents through all elements, and all nodal voltages. The difficulty is that tableau leads
to such large systems of equations that complicated sparse matrix solvers are an absolute necessity. Most
readers will not have access to such routines, therefore, we will explain its properties only to the extent
necessary for understanding. We advise the reader not to use it.

(a)

(b)

EG1

3G1G3(E – V1)

G1 G2 G3

V1

+

–

R1 = 1 R3 = 1

R2 = 1

G1 = 1

G2 = 1

G3 = 1
+ 31 =

– = 3G1(E – V1)

I = (E – V1)G1

V1

I1 I2
E

I = I1 for mesh formulation
I = G1(E – V1) for nodal formulation

I

FIGURE 23.5 (a) Example of a network suitable for mesh formulation. (b) Modification of the network in
Figure 23.5a to be suitable for nodal formulation.
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Tableau formulation needs for its construction the concept of graphs and the concept of the incidence
matrix. Consider the network in Figure 23.6a. A graph of the network replaces each element by a line. We
will use oriented graphs, with arrows, because they can be identified with the flow of currents. In all
passive elements, the current can flow in any direction and the orientation of the graph is entirely our
choice. We do not have such freedom when we consider sources. The direction of the current through the
current source is given by the arrow marked at its symbol and we use the same direction in the graph. For
the voltage source, the direction of the graph will be from plus to minus, in agreement with our previous
explanations. Each node is marked by the node voltage and the line representing the element is given the
name of the element. Following these rules, we have constructed the graph in Figure 23.6b. Because the
directions of the arrows are the assumed directions of currents, we can write KCL for the two nodes:
positive direction is away from the node, negative is into the node. The sums of currents for the nodes are

�IJ þ IC þ IR ¼ 0

�IR þ IL ¼ 0

This can also be summarized in one matrix equation

�1 1 1 0
0 0 �1 1

� � IJ
IC
IR
IL

2
664

3
775 ¼ 0

0

� �

or

AI ¼ 0 (23:1)

The matrix A is called the incidence matrix. It has as many rows as there are ungrounded nodes, and as
many columns as the number of elements. Note that þ1 in any given row indicates that we expect the
current to flow away from the node, �1 means the opposite.

Still more information can be extracted from this matrix. Denote the nodal voltages by subscripts n in
Vn1 and Vn2, as done in Figure 23.6. The voltages across the elements will have as subscripts the names of
the elements. We can write the following set of equations which couple the voltages across the elements
with the nodal voltages:

VJ ¼ �Vn1

VC ¼ Vn1

(a) (b)

Vn2Vn1

R

CJ L
R

Vn1

C LJ

Vn2

FIGURE 23.6 (a) A simple network and (b) its graph.
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VR ¼ Vn1 � Vn2

VL ¼ Vn2

In matrix form, this is equivalent to

VJ

VC

VR

VL

2
664

3
775 ¼

�1 0
1 0
1 �1
0 1

2
664

3
775 Vn1

Vn2

� �

The matrix is the transpose of the incidence matrix and we can generalize

Vel � AIVn ¼ 0 (23:2)

Complete formulation needs expressions that couple the element currents and the element voltages.
Writing them in the same sequence as for the graph, and using Laplace transformation, we have

IJ ¼ J

IC ¼ sCVC

VR ¼ RIR
VL ¼ sLIL

For matrix notation, we need an expression that, with a proper choice of entries, will cover all possible
elements. Such an expression is

YVel þ ZIel ¼ W

For instance, if we consider the current source, we set Y¼ 0, Z¼ 1 and W¼ J, which gives the preceding
equation. Similar choices can be made for the other elements.
The KCL equation, AI¼ 0, the KVL equation, Vel�ATVn¼ 0, and the previous equation YVelþ

ZIel¼W are collected in one matrix equation. Any sequence can be used; we have chosen

Vel � ATVn ¼ 0

YVel þ ZIel ¼ W

AIel ¼ 0

(23:3)

and in matrix form

1 0 �AT

Y Z 0
0 A 0

2
4

3
5 Vel

Iel
Vn

2
4

3
5 ¼

0
W
0

2
4

3
5 (23:4)

Once the incidence matrix is available, writing this matrix equation is actually quite simple. First
determine its size: it will be twice the number of elements plus the number of nodes. For our example, it
will be 10. The system equation is in Figure 23.7 where all zero entries were omitted to clearly show the
structure. In the top partition is a unit matrix and the negative of the transpose of the A matrix. In the
bottom partition is the incidence matrix, A. The middle portion is filled, element by element, using
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the previous element equation. For better understanding, it is a good idea to write the variables above the
matrix, as shown, because each column of the matrix is multiplied by the variable which appears above it.
We have used this simple example to point out the main difficulty of the tableau formulation: the

system becomes very large. In nodal formulation, this problem would lead to only two equations.
However, the tableau system matrix has many zeros and is said to be sparse. Sparse systems are always
solved by special routines which, roughly speaking, do not store the zeros and do not operate on them.
Such codes are quite difficult to write, and in tableau we have the additional difficulty that the matrix has
a complicated structure. We discussed this formulation more as a warning instead of a recommendation.
Unless a suitable sparse matrix solver is already available, this formulation should be avoided.

23.4 Modified Nodal Formulation

Modified nodal formulation is an extension of the nodal formulation and is the method of choice for
computerized analysis. It is used in most commercial simulators, and we will explain it in considerable
detail.
When nodal formulation is taught in schools, inductors are usually taken as admittances, YL¼ 1=sL.

This is fine, as long as we work by hand and derive the network function. For instance, nodal equations
for the network in Figure 23.8 would be written in the form

G1 þ sC1 þ 1
sL

� �
V1 � 1

sL
V2 ¼ J

� 1
sL

V1 þ G2 þ sC2 þ 1
sL

� �
V2 ¼ 0

However, this creates a problem for computerized solutions. Multiplication by s represents differentiation
in the Laplace transform and 1=s represents integration. As a result, the two equations are actually a set of
two integro-differential equations, and we do not normally have methods to solve them directly in such a

Vj Vc VR

VR

VL

VL

IJ

IJ

IC

IC

IR

IR

IL

IL

VJ

Vc

Vn1

Vn1

Vn2

Vn2

1

1

1

1

1

1

1

1

1

1 1

1

–1

–1

–1

–1

–1

–1

=sC

sL

R

J

FIGURE 23.7 Tableau formulation for the network in Figure 23.6.
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form. In all computerized methods, we use integration of systems of first-order differential equations and
the preceding equations cannot be arranged into such a form. What we need is a method which will keep
all frequency-dependent elements in the form sC or sL, with the variable s in the numerator. Such
possibility exists if we take into account a new variable, the current through the inductor. Writing KCL
for the two nodes of Figure 23.8

(G1 þ sC1)V1 þ IL ¼ J

(G2 þ sC2)V2 � IL ¼ 0

We now have two equations but three variables. What we have not used yet is an expression which
couples the voltages across the inductor with the current through it. The relationship is V1�V2¼ sLIL,
but because we do not know any of these three variables, we transfer everything to the left and write the
last equation

V1 � V2 ¼ sLIL ¼ 0 (23:5)

All three can be put into a matrix form

G1 þ sC1 0 1
0 G2 þ sC2 �1
1 �1 �sL

2
4

3
5 V1

V2

IL

2
4

3
5 ¼

J
0
0

2
4

3
5

In this equation, the nodal portion is the 23 2 matrix in
the upper left corner and information about the inductor is
collected in the right-most column and the lowest row. A
larger network will have a larger nodal portion, but we still
increase the matrix by one row and column for each
inductor. This can be prepared as a general stamp as
shown in Figure 23.9. The previous matrix is the empty
box, separated by the dashed lines, the voltages and the
current above the stamp indicate the variables relevant to
the inductor, while on the left the letters i and j give the
rows (node numbers) where L is connected. Should we
have a network with two inductors, we add one row and
one column for each.
The next element we take is the voltage-controlled cur-

rent source; it was already mentioned is Section 23.2 as an

R

J

LV1 V2IL

G1 C1 G2 C2

FIGURE 23.8 Example for modified nodal formulation.

Vi

Vi Vj

Vj

ILIL

i

j

L

1

1 –1

–1

–sL

FIGURE 23.9 Stamp of an inductor.
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element which can be taken into the nodal formulation. The VC is shown in Figure 23.10. It adds the
current g(Vi�Vj) to node k and subtracts the same current at node l. It permits us to write the stamp,
Figure 23.10. The element influences the balance of currents at node i and j, and the variables which
multiply its transconductance are Vi and Vj.
Network theory defines two independent sources: the current and the voltage source. The current source

can be taken into consideration in the right-hand side (r.h.s.) of the nodal portion; its stamp is in Figure
23.11. The independent voltage source cannot be taken directly and we must add its current as a new
variable. Consider the source with a resistor in series, shown in Figure 23.12. The voltage relationships are

Vi � Vj � rIE ¼ E (23:6)

The current IE adds to the balance of currents at node i, because it flows away from it. It is subtracted
from the balance of currents at node j. The current is taken as a new variable and the equation is attached
to previous equations. The stamp is as shown. It is, in fact, a combined stamp for several elements. If we
set r¼ 0, we have an ideal voltage source. If we set both r and E equal to zero, we have a stamp for a short
circuit. For better understanding, consider the example in Figure 23.13. The network has two
ungrounded nodes for which we can write the nodal equations:

(G1 þ sC1)V1 þ IE ¼ 0

(G2 þ sC2)V2 � IE ¼ 0

To these equations, we must add the equation describing the properties of the ideal voltage source,

Vi � Vj ¼ E (23:7)

Vi Vj Vk Vl
Vk

Vi o

Vj o

k

l

g

g

–g

–g

Vl

g(Vi –Vj)

FIGURE 23.10 Stamp for a voltage-controlled current source.

Vj

Vi
r.h.s

J

–J

+J

i

j

FIGURE 23.11 Stamp for an independent
current source.

Vi Vj IE

IE

r.h.s

Vi

r

i

j

E
E

E

Vj

1

1 –1

–1

–r–

+

FIGURE 23.12 Stamp for an independent voltage source.
The resistor value can be zero.
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Collecting into matrix form

G1 þ sC1 0 1
0 G2 þ sC2 �1
1 �1 0

2
4

3
5 V1

V2

IE

2
4

3
5 ¼

0
0
E

2
4

3
5

We still need stamps for the remaining three dependent sources. The voltage controlled voltage source,
VV, is shown in Figure 23.14. For generality, we added the internal resistor. The output is described by
the equation

m(Vi � Vj)þ rIVV ¼ Vk � Vl (23:8)

None of the voltages is known, so we transfer everything to the left side. Input terminals do not influence
the balance of currents, but the output terminals do. At node k we must add IVV, and subtract the same at
node l. The stamp is in Figure 23.14.
The current controlled current source, CC, is shown in Figure 23.15. The input terminals are short

circuited and

Vi � Vj ¼ 0 (23:9)

No information is available about the output voltages, but we know that the current is a times the input
current, and thus only one additional variable is needed. Balances of currents are influenced at all four
nodes: positive I at node i, negative at node j, positive current aI at node k, and negative aI at node l. The
stamp is in Figure 23.15, where the added column takes care of the currents and the additional row
describes the properties of the short circuit.

–+V1 V2
IE

C1G1 G2 C2

E

FIGURE 23.13 Example with a floating voltage source.

Vi Vj Vk Vl Ivv

i

j

k

l

Vi o

Vj o Vl

Vk

vv μ–μ –1

–1

–r

1

1

Ivvr

μ(Vi –Vj)
+

–

FIGURE 23.14 Stamp for a voltage-controlled voltage source. The resistor value can be zero.
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The most complicated dependent source is the current-controlled voltage source, CV, shown in Figure
23.16. We can consider it as a combination of a short circuit and a voltage source. The equation for the
short circuit is the same as for the CC. The output is defined by the equation

Vk � Vl ¼ rI1 þ rICV (23:10)

and because none of the variables is known, we transfer everything to the left. This element adds two
rows and two columns to the previously defined matrix. Its stamp is in Figure 23.16. As before, the
internal resistor r can be set equal to zero.
Modified nodal formulation easily takes into account a transformer (see Figure 23.17). It is described

by the equations

Vi � Vj ¼ sL1I1 þ sMI2
Vk � Vl ¼ sL1I1 þ sL2I2

(23:11)

Vi Vj Vk Vl

i

j
k

l

I

1

–1

–α

α

–11

Vk

Vl

αII

Vi

Vj

FIGURE 23.15 Stamp for a current-controlled current source.

Vi Vj Vk Vl I1 Icv
Icv

Vk

Vl
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Vj

i

j

k

l

1

1

1

1

–1

–1

–1
–1 –r–ρ

ρI1I1

r

+

–

FIGURE 23.16 Stamp for a current-controlled voltage source. The resistor value can be zero.

Vi Vj Vk Vl I1 I2
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k
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1
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1
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1 –1

–11

–sL1 –sM

–sL2–sM

Vk

Vl

Vi

Vj

L1 L2

I1 I2
M

FIGURE 23.17 Stamp for a transformer.
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None of the variables is known, and we transfer everything to the left. The currents influence the balance
of currents at all nodes. The stamp of the transformer is in Figure 23.17.
The last element we consider is an ideal operational amplifier. It is sometimes taken as a voltage-

controlled voltage source with very high gain, but it is preferable to have a stamp that can take into
account ideal properties as well. The element is shown in Figure 23.18. The terminal l is usually
grounded, but we will keep it floating to make the stamp more general. No current flows into the device
at the input terminals. The output equation is

Vk � Vl ¼ A(Vi � Vj) (23:12)

Because a computer cannot handle infinity, it is advantageous to introduce the inverted gain

B ¼ �1=A (23:13)

and modify the previous equation to

Vi � Vj þ BVk � BVl ¼ 0 (23:14)

This equation is attached to the set of equations and the balance of currents is influenced at nodes k and l.
This leads to the stamp in Figure 23.18. If we set B¼ 0, the operational amplifier becomes ideal, with no
approximation.
An example will show how the stamps are used. Consider the network in Figure 23.19. It has no

practical application, but serves well for the demonstration of how to set up the modified nodal

+

–

Vi Vj Vk Vl Iop

i
j

k

l

1

–1

–1+1 +B –Bop

Vi

Vj

Vk

Vl

Iop

B = –1/A

A

FIGURE 23.18 Stamp for an ideal operational amplifier.

V1 V2 V3 V4 V5
G1 G2

C1 C2

IE
IL ISC ICV

L

E
+

–

+

–
ρI

FIGURE 23.19 Example showing the use of modified nodal formulation.
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matrix. A short circuit, indicating the controlling current of the current-controlled voltage source is
taken into account by increasing the number of nodes. The network has five nongrounded nodes, and
thus the dimension of its nodal portion will be 5. The voltage source will increase the system matrix by
one row and one column, the inductor also, and the CV will need two more rows and columns;
altogether the matrix will be 93 9. Write first the nodal portion by disregarding entirely the other
elements. This creates the upper left partition. Using the stamps we add first the voltage source, then
the inductor, next the short circuit, and finally the current-controlled voltage source. The system
matrix is
Modified nodal formulation is the most important method for computer applications. The reader can

find additional information in the books [1,2].

G1 0 0 0 1 0 0 0−G1

G1 + sC1

sC2 + G2

G2

−G1

−1

0 0 0 0 1 0 0

0 0 0 0 0 0 1 0

0 0 0 0 0 0

0 0 0 0 0 0 1

1 0 0 0 0 0 0 0 0

0 1 0 0 0 0 0

0 0 1 0 0 0 0 0

0 0 0 0 1 0 0 0

−G2 −1

−G2

−sL−1

−1

−ρ

=

V1

V2

V3

V4

V5

IE

IL

ISC

ICV

E

0

0

0

0

0

0

0

0

23.5 Nonlinear Elements

In previous sections, we used the Laplace transform to explain the various methods of formulation.
Because we dealt with linear elements, the systems of equations were linear and it was possible to cast
them into matrix forms.
If we must consider nonlinear elements, we face many restrictions. The Laplace transform cannot be

used. Various concepts based on it, like the network functions, the poles and the zeros, cannot be applied.
Only two types of analysis are available:
The dc solution (operating point)
Time-domain solution for a given input signal
Once we have nonlinear elements, we cannot write the equations in matrix form; all we can do is write

KCL equations. We must also find another method for the solution of such nonlinear equations.
Consider two differentiable equations in two unknowns

f1(v1, v2) ¼ 0

f2(v1, v2) ¼ 0
(23:15)

The functions can be expanded into Taylor series and the series truncated after the linear terms:

f1(v1 þ Dv1, v2 þ Dv2) ¼ f1(v1, v2)þ qf1
qv1

Dv1 þ qf1
qv2

Dv2 þ � � � ¼ 0

f2(v1 þ Dv1, v2 þ Dv2) ¼ f2(v1, v2)þ qf2
qv1

Dv1 þ qf2
qv2

Dv2 þ � � � ¼ 0
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We are not considering higher-order terms, so the equation will not be exactly zero, but we can still try
to find Dv1 and Dv2. Transferring the known function values to the right

qf1
qv1

Dv1 þ qf1
qv2

Dv2 ¼ �f1(v1, v2)

qf2
qv1

Dv1 þ qf2
qv2

Dv2 ¼ �f2(v1, v2)

This is a system of linear equations, and we can rewrite it in matrix form

qf1
qv1

qf1
qv2

qf2
qv1

qf2
qv2

2
664

3
775 Dv1

Dv2

" #
¼ �f1(v1, v2)

�f2(v1, v2)

" #
(23:16)

The matrix on the left is called the Jacobian; on the right is the negative of the functions. Once this linear
system is solved, we can get new values of the variables by writing

v(iþ1)
1 ¼ v(i)1 þ Dv(i)1

v(iþ1)
2 ¼ v(i)2 þ Dv(i)2

(23:17)

In this equation, we added the superscript to indicate iteration. The process is repeated until all Dvi
become sufficiently small. This iterative method is usually referred to as the Newton–Raphson iteration
and is written in the form

J(v(i)) Dv(i) ¼ �f(v(i))

v(iþ1) ¼ v(i) þ Dv(i)
(23:18)

Suppose that we now take the network in Figure 23.3, consider the conductances G1 and G3 as linear and
replace G2 by a nonlinear function

i ¼ g(vel)

where vel is the voltage across this element,

vel ¼ v1 � v2

and g represents a nonlinear function. The two KCL equations are

G1v1 þ g(vel)� J ¼ 0

�g(vel)þ G3v2 ¼ 0

For the Newton–Raphson equation, we need the derivatives with respect to v1 and v2. Consider now only
the nonlinear element. Using the chain rule of differentiation we can write

qg(vel)
qv1

¼ qg(vel)
qvel

qvel
qv1

¼ þ qg(vel)
qvel

qg(vel)
qv2

¼ qg(vel)
qvel

qvel
qv2

¼ � qg(vel)
qvel
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With these preliminary steps, we can now write the Newton–Raphson equation:

G1 þ qg(vel)
qvel

� qg(vel)
qvel

� qg(vel)
qvel

G3 þ qg(vel)
qvel

2
664

3
775 Dv1

Dv2

� �
¼ � G1v1 þ g(vel)� J

�g(vel)þ G3v3

� �

Comparing the Jacobian of the Newton–Raphson equation with the nodal formulation, we reach the
important conclusion, valid for networks of any size:

1. Linear elements will be in the Jacobian in the same position as they were in the linear system
matrix.

2. Nonlinear elements will have entries in the same positions as if they were linear; only their
numerical values will be equal to the derivative @g=@vel, evaluated with already available variables.

This conclusion will also be true for the other formulations, similar to the tableau or the modified nodal.
So far, we considered only nonlinear resistive elements and the operating point.
Nonlinear storage elements (capacitors and inductors) contribute to the equations with their fluxes

and charges. The current through the nonlinear capacitor is defined by

ic ¼ dq(vc)
dt

(23:19)

where q(vc) is the charge and vc is the voltage across the capacitor. The voltage across the nonlinear
inductor is given by

vL ¼ df(iL)
dt

(23:20)

with f denoting the flux.
Integration of systems with storage elements is always done by first replacing the derivative by a

suitable algebraic expression and then solving the resulting nonlinear algebraic system by the Newton–
Raphson method derived previously.
Many methods are available to replace the time domain derivatives by algebraic expressions. Books on

numerical analysis usually describe the Runge–Kutta method. We mention it here because it is not
suitable for solution of networks. There are several reasons for this, the main one being that the preferred
modified nodal formulation does not lead to systems of differential, but rather to systems of algebraic-
differential equations. Only two methods are widely used, the trapezoidal formula and a family of
backward differentiation formulas (BDFs). Among the BDFs, the simplest is the backward Euler, and
we will base our explanations on this formula. It replaces the derivative by the difference of the previous
and new value, divided by the step size, h,

dq(vc)
dt

� qnew(vc)� qold
h

df(iL)
dt

� fnew(iL)� fold

h

Consider the network in Figure 23.20 with nonlinear storage elements and with a linear conductance, G.
It can be described by three equations:

f1 ¼ dq(vc)
dt

þ G(v1 � v2)� j(t) ¼ 0
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f2 ¼ �G(v1 � v2)þ iL ¼ 0

f3 ¼ v2 � df(IL)
dt

¼ 0

The time derivatives are replaced by the backward Euler formula

qnew(v1)� qold
h

þ G(v1 � v2)� j(t) ¼ 0

�G(v1 � v2)þ iL ¼ 0

v2 � fnew(iL)� fold

h
¼ 0

thus changing the system into an algebraic one. If we now differentiate with respect to the variables v1, v2,
and iL, we obtain the Jacobian

1
h
qqnew(v1)

qv1
þ G �G 0

�G þG 1
0 1 � 1

h
qfnew(iL)

qi

2
4

3
5

It can be observed that values of the derivatives are in the same places as would be the values of C(L) of
linear capacitors (inductors). In addition, the variable s from the Laplace domain is replaced by 1=h.
The example used a grounded capacitor and a grounded inductor. Figure 23.21 gives the stamps for

floating nonlinear elements and for the Newton–Raphson iteration, based on the backward Euler
formula.

23.6 Nodal Analysis of Active Networks

Low-frequency analog filters are often built with active RC networks and the active elements are almost
always operational amplifiers. We have seen in Section 23.4 that each such element adds one row and one
column to the modified nodal system matrix, thus making the system too large for hand solutions. We
need a method that can reduce the size of the matrix to the minimum. Such reduction is possible [1,2],
and becomes extremely simple if the voltage sources (dependent or independent) have one of their
terminals grounded. Almost all practical networks meet this condition.
To introduce the method, consider the network in Figure 23.22. If we are not interested in the current

through the voltage source, we can write only one nodal equation for the node on the right:

(G1 þ G2)V1 � EG1 ¼ 0

G v2v1

iL
iC

dq(v1)
dtiL =

vL =
dφ(i)

dtj(t)

FIGURE 23.20 Network with a nonlinear capacitor and inductor.
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The source is known, the term in which it
appears is transferred to the right side and,
instead of three equations of the modified nodal
formulation, we must solve only one. Consider
next the network in Figure 23.23 with a voltage
source and an ideal operational amplifier. One of
the output terminals of the operational amplifier
is grounded. Such amplifier is described by the
equation

(Vþ � V�)A ¼ Vout (23:21)

where A ! 1. Divide first by A and then
substitute

B ¼ �1=A (23:22)

This changes the equation into

Vþ � V� þ BVout ¼ 0 (23:23)

If the operational amplifier is ideal, set B¼ 0 and in such case Vþ¼V�; the operational amplifier will
have the same voltages at its input terminals. We can take this into consideration, by simply writing the
voltage with the same subscript to both input terminals of the operational amplifier, as was done in
Figure 23.23. We are not interested in the current of the voltage source, nor in the current flowing into
the operational amplifier. We mark our lack of interest by crossing out the nodes that have grounded

Q(vc)

vj vk

vj

vj

vk

vk

vkvj

vc = vj – vkQ = Q(vc)

r.h.s

i

i

φ(i)
φ = φ(i)

k

j
Row

––1

–1

–i

+ i1

1

m × m

m + 1  – 1
h

∂φ
∂i vj – vk – φ(i) – φ(io)

h

vj – vk – = 0∂φ
∂t

–
k

j
Row

+ 1
h

∂Q
∂vc

– 1
h

∂Q
∂vc

– 1
h

∂Q
∂vc

+ 1
h

∂Q
∂vc

– Q(vc) – Q(vc.0)
h

– Q(vc) – Q(vc.0)
h

FIGURE 23.21 Stamp for a nonlinear capacitor and inductor.

–

+

G1

G2

V1

E

FIGURE 23.22 Example showing how to reduce the
number of nodal equations.
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voltage source; this was also done in Figure 23.23. Each node is given a voltage, but we write the nodal
equations only at nodes that were not crossed out. For our example:

(G1 þ G2) V1 � G2Vout � EG1 ¼ 0

(G3 þ G4 þ G5)V1 � G5Vout � EG3 ¼ 0

Terms with the known source voltage are transferred to the right and we have the system

G1 þ G2 �G
G3 þ G4 þ G5 �G5

� �
V1

Vout

� �
¼ G1E

G3E

� �

A modified modal formulation would have required six equations.
This method can be used for any network if one node of each voltage source, dependent or

independent, is grounded. All we have to do is assign every node a voltage, cross out nodes with voltage
sources, and write nodal equations for the rest. It is advantageous to use conductances for resistors,
because this way we avoid the fractions.
The method remains valid if the operational amplifier is not ideal and has the inverted gain B. The only

difference is that for a nonideal amplifier we cannot make any assumptions on the voltages at its input
terminals and the subscripts of such voltages must be different. This second case is also illustrated in
Figure 23.23 by the voltage V2 (in brackets) at the lower node. We still write nodal equations for the two
input terminals, but to complete the system we must also attach the equation of the operational amplifier.
The result is

V1(G1 þ G2)� G2Vout ¼ G1E

V1(G3 þ G4 þ G5)V2 � G5Vout ¼ G3E

V1 � V2 þ BVout ¼ 0

and in matrix from

G1 þ G2 0 �G2

0 G3 þ G4 þ G5 �G5

1 �1 B

2
4

3
5 V1

V2

Vout

2
4

3
5 G1E

G3E
0

2
4

3
5

where B can be set zero for an ideal operational amplifier.

G2

G5

G1

G3

G4

V1

V1

(V2)

Vout
+

+ –

–
E

FIGURE 23.23 Nodal analysis of a network with one ideal operational amplifier.
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We will give one example of a practical network, Figure 23.24. The operational amplifiers are ideal and
thus the input voltage, E, appears at three terminals of the network. The other terminal voltages are
marked by V1 and V2. The terminals with voltage sources are marked by crosses and only nodes 3 and 5,
counting from left, remain for writing the KCL. They are

(G2 þ sC3)E � G2V1 � sC3V2 ¼ 0

(G4 þ G5)E � G4V2 ¼ 0

Transferring terms containing the independent voltage source, E, to the other side of the equation, we
arrive at the system

G2 sC3

0 G4

� �
V1

V2

� �
¼ (G2 þ sC3)E

(G4 þ G5)E

� �

Conclusion

It was demonstrated that hand calculations should use nodal or mesh formulations. Computer applica-
tions should be based on modified nodal formulation. For active networks, it is advantageous to use the
method of Section 23.6.
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24.1 Network Functions

Network functions are employed to characterize linear, time-invariant networks in the zero state for a
single excitation. As described in Chapter 22 and other sections, network functions contain information
concerning a network’s stability and natural modes. They allow a designer to focus on obtaining a desired
output signal for a given input signal.
In this section, it is shown that the concept of network functions is obtained as an extension of the

(transformed) element defining equations for resistors, capacitors, and inductors. The relationships of
network functions to transformed loop and node equations are also described. As a result of these
relationships, a list of properties of network functions can be generated, which is useful in the analysis of
linear networks. Much is known about a network function for a given network even before an analysis is
performed and the function itself is obtained.
Ohm’s law, vR(t)¼RiR(t) where R is in ohms, describes the relationship between the voltage across the

resistor and the current through the resistor. These variables and their reference polarity and direction
are depicted in Figure 24.1. If elements of the equation for Ohm’s law are transformed, we obtain
V(s)¼RI(s) because R is a constant. Thus, we obtain an Ohm’s law-like expression in the frequency
domain.
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However, the capacitor’s voltage and current are related by the integral

vc(t) ¼ 1
C

ðt

�1
ic(t)dt ¼ 1

C

ð0

�1
iC(t)dt þ 1

C

ðt

0

iC(t)dt

¼ Vo þ 1
C

ðt

0

ic(t)dt (24:1)

where the voltage reference polarity and the current reference direction are
illustrated in Figure 24.2 and the capacitance C is given in farads (F). Unlike

the resistor, the relation between the capacitor voltage and the capacitor current is not a simple Ohm’s
law-like expression in the time domain. In addition, the voltage across the capacitor at any time t, is
dependent on the entire history of the current through the capacitor.
The integral expression for the voltage across the capacitor can be split into two terms where the first

term is the initial voltage across the capacitor, Vo¼ vc(0). If the elements of the equation are transformed,
we obtain

Vc(s) ¼ Vo

s
þ 1
C
Ic(s)
s

(24:2)

Equation 24.2 shows that if Vo¼ 0, then the expression for the transform of the capacitor voltage
becomes more nearly Ohm’s law-like in its form. Furthermore, if we associate the s that arises because
of the integral of the current with the capacitor C, and define the impedance of the capacitor as Z(s)¼
Vc(s)=Ic(s)¼ 1=(sC), then the equation becomes Ohm’s law-like in the frequency domain.
A similar process can be applied to the inductor. The current through the inductor is expressed as

iL(t) ¼ 1
L

ðt

�1
vL(t)dt ¼ Io þ 1

L

ðt

0

vL(t)dt (24:3)

where
L is expressed in henries (H)
Io¼ iL(0) is the initial current through the inductor

iR

vR R

+

–

FIGURE 24.1 Reference
polarity and direction for
Ohm’s law.

ic ic

vc vcVo

Vo

C
C

+ +

+

–

– –

=

FIGURE 24.2 Capacitor representation showing reference polarities for voltages and reference direction for
current.
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Figure 24.3 depicts the reference polarity and direction for the inductor voltage and current. If the
expression for the current through the inductor is transformed, the result is

IL(s) ¼ Io
s
þ 1
L
VL(s)
s

(24:4)

Again, as with the capacitor, if Io¼ 0 and if the s that is included because of the integral of vL(t) is
considered as associated with L, then the expression for the transform of the current through the inductor
has an Ohm’s law-like form if we define the impedance of the inductor as Z(s)¼VL(s)=IL(s)¼ sL.
The impedance concept is an important one in network analysis. It allows us to combine dissimilar

elements in the frequency domain—something we cannot do in the time domain. In fact, impedance is a
frequency-domain concept. It is the ratio of the transform of the voltage across the port of the network to
the transform of the current through the port with all independent sources within the network properly
removed and with all initial voltages across capacitors and initial currents through inductors set to zero.
Thus, when we indicate that independent sources are to be removed, we mean that initial conditions are
to be set to zero as well.
The concept of impedance can be extended to linear, lumped, finite, time-invariant, one-port networks

in general. We denote these networks as lumped, linear, finite, time-invariant (LLFT) networks. These
networks are linear. That is, they are composed of elements including resistors, capacitors, inductors,
transformers, and dependent sources with parameters that are not functions of the voltage across the
element or the current through the element. Thus, the differential equations describing these networks
are linear.
These networks are lumped and not distributed. That is, LLFT networks do not contain transmission

lines as network elements, and the differential equations describing these networks are ordinary and not
partial differential equations.
LLFT networks are finite, meaning that they do not contain infinite networks and require only a finite

number of network elements in their representation. Infinite networks are sometimes useful in modeling
such things as ground connections in the surface of the earth, but we exclude the discussion of them here.
LLFT networks are time-invariant or constant instead of time-varying. Thus, the ordinary, linear

differential equations describing LLFT networks have constant coefficients.
The steps for finding the impedance of an LLFT one-port network are

1. Properly remove all independent sources in the network. By ‘‘properly’’ removing independent
sources, we mean that voltage sources are replaced by short circuits and current sources are
replaced by open circuits. Dependent sources are not removed.

2. Excite the network with a voltage source or a current source at the port, and find an equation or
equations to solve for the other port variable.

3. Form Z(s)¼V(s)=I(s).

Simple networks do not need to be excited in order to determine their impedance, but in the general case
an excitation is required. The next example illustrates these concepts.

iL iL

vL vL

Io
Io

L L

++

––

=

Io

FIGURE 24.3 Inductor representation showing reference directions for currents and reference polarity for voltage.
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Example 24.1

Find the impedances of the one-port networks in Figure 24.4.

Solution

The network in Figure 24.4a is composed of three elements connected in series. No independent
sources are present, and there is zero initial voltage across the capacitor and zero initial current through
the inductor. The impedance is determined as

Z(s) ¼ Rþ sLþ 1
sC

¼ L
s2 þ s RL þ 1

LC

s

� �

The network in Figure 24.4b includes a dependent source that depends on the voltage across R1. The
impedance of this network is not obvious, and so we should excite the port. Also, the capacitor has an
initial voltage Vc across it. This voltage is set to zero to find the impedance. Figure 24.5 is the network in
Figure 24.4b prepared for finding the impedance. Using the impedance concept and two loop
equations or two node equations, we obtain

Z(s) ¼ V (s)
I(s)

¼
R1R2 sþ 1

CR1

� �

[R1(1� K )þ R2] sþ 1
C[R1(1�K )þR2]

� �

The expressions for impedance found in the previous example are rational functions of s, and the
coefficients of s are functions of the elements of the network including the coefficient K of the dependent
source in the network in Figure 24.4b. We will demonstrate that these observations are general for LLFT
networks; but first we will extend the impedance concept in another direction.

+

+

+ –

–

–

R C

C Vc

R2

R1

L
Kvx

vx

(a) (b)

FIGURE 24.4 (a) Simple network. (b) A network containing a dependent source.
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C
Kvx
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+

+

+

–

–
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vi

FIGURE 24.5 Network in Figure 24.4b prepared for analysis.
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We have defined the impedance of a one-port LLFT network. We can also define another network
function—the admittance Y(s). The admittance of a one-port LLFT network is the quotient of the
transform of the current through the port to the transform of the voltage across the port with all
independent sources within the network properly removed. One-port networks have only two linear
network functions, impedance and admittance. Furthermore, Z(s)¼ 1=Y(s) because both network func-
tions concern the same port of the network, and the impedance or admittance relating the response to the
excitation is the same whether a current excitation causes a voltage response or a voltage excitation causes
a current response. An additional implication of this observation is that either network function can be
determined with either type of excitation, voltage source or current source, applied to the network.
Figure 24.6 depicts a two-port network with the reference polarities and reference directions indicated

for the port variables. Port one of the two-port network is formed from the two terminals labeled 1 and
10. The two terminals labeled 2 and 20 are associated to form port two. A two-port network has 12
network functions associated with it instead of only two, and so we will employ the following notation for
these functions:

NRE(s) ¼ R(s)=E(s)

where
NRE(s) is a network function, the subscript ‘‘R’’ is the port at which the response variable exists, the

subscript ‘‘E’’ is the port at which the excitation is applied
R(s) is the transform of the response variable
E(s) is the transform of the excitation that may be a current source or a voltage source depending on
the particular network function

For example, for the two-port networks shown in Figure 24.7

Z21(s) ¼ V2(s)
I1(s)

and G12(s) ¼ V1(s)
V2(s)

(24:5)

Note that a load impedance has been placed across port two, the response port for Z21(s), in Figure 24.7a.
Also, a load has been connected across port one, the response port for G12(s)¼V1(s)=V2(s) in
Figure 24.7b. It is assumed that all independent sources have been properly removed in both networks

+ +

–
v1 v2

i1 i2

1

1́ 2΄

2

–
Network

FIGURE 24.6 Reference polarities and reference directions for port variables of a two-port network.

– – –
+++

1 2 1 2

I1(s) V2(s) V1ZL ZL

1́ 2΄ 1́ 2΄

V2

(a) (b)

LLFT
network

LLFT
network

FIGURE 24.7 (a) Network configured for finding Z21(s). (b) Network for determining G12(s).
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in Figure 24.7, and this assumption also applies to the loads. Of course, if a load impedance is changed,
usually the network function will change. Thus, the load, if any, must be specified.
Table 24.1 lists the network functions of a two-port network. ‘‘G’’ denotes a voltage ratio, and ‘‘a’’

denotes a current ratio. The functions can also be grouped into driving-point and transfer functions.
Driving-point functions are ones in which the excitation and response occur at the same port, and
transfer network functions are ones in which the excitation and response occur at different ports. For
example, Z11(s)¼V1(s)=I1(s) is a driving-point network function, and G21(s)¼V2(s)=V1(s) is a transfer
network function. Of the twelve network functions for a two-port network, four are driving-point
functions and eight are transfer functions. The two network functions for a one-port network are, of
necessity, driving-point network functions.
Network functions are related to loop and node equations. Consider the LLFT network in Figure 24.8.

Independent sources within the network have been properly removed. Assume the network has n
independent nodes plus the ground node, and assume for simplicity that the network has no mutual
inductance or dependent sources. Let us determine Z11¼V1=I1 in terms of a quotient of determinants of
the nodal admittance matrix. The node equations, all written with currents leaving a node as positive
currents, are

y11 y12 � � � y1n
y21 y22 � � � y2n
..
. ..

. . .
. ..

.

yn1 yn2 � � � ynn

2
6664

3
7775

V1

V2

..

.

Vn

2
6664

3
7775 ¼

I1
0
..
.

0

2
664

3
775 (24:6)

where Vi, i¼ 1, 2, . . . , n, are the unknown node voltages. The elements yij, i, j¼ 1, 2, . . . , n, of the nodal
admittance matrix above have the form

yij ¼ � gij þ Gij

s
þ sCij

� �
(24:7)

where the plus sign is taken if i¼ j and the minus sign is taken if i and j are unequal. The quantity gij is
the sum of the conductances connected to node i if i¼ j, and if i does not equal j, it is the sum of the

TABLE 24.1 Network Functions of Two-Port Networks

Response Port

Excitation Port

1 2

1 Z11, Y11 Z12, Y12, G12, a12

2 Z21, Y21, G21, a21 Z22, Y22

V1I1

+

–

LLFT
network

FIGURE 24.8 LLFT network with n independent nodes plus the ground node.
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conductances connected between nodes i and j. A similar statement applies to Cij. The quantity Gij is the
sum of the reciprocal inductances (G¼ 1=L) connected to node i if i¼ j, and it is the sum of the reciprocal
inductances connected between nodes i and j if i does not equal j.

Solving for V1 using Cramer’s rule yields

V1 ¼

I1 y12 � � � y1n
0 y22 � � � y2n
..
. ..

. . .
. ..

.

0 yn2 � � � ynn

���������

���������
D0 (24:8)

where D0 is the determinant of the nodal admittance matrix. Thus,

V1 ¼ I1
D0
11

D0 (24:9)

where D0
11 is the cofactor of element y11 of the nodal admittance matrix. Thus, we can write

V1

I1
¼ Z11 ¼ D0

11

D0 (24:10)

If mutual inductance and dependent sources exist in the LLFT network, the nodal admittance matrix
elements are modified. Furthermore, there may be more than one entry in the column matrix containing
excitations. However, Z11 can still be expressed as a quotient of determinants of the nodal admittance
matrix.
Next, consider the network in Figure 24.9, which is assumed to have n independent nodes plus a

ground node. The response port exists between terminals j and k. In this network, we are making the pair
of terminals j and k serve as the second port. Denote the transimpedance Vjk=I1 as Zj1. Let us express this
transfer function Zjl as a quotient of determinants. All independent sources within the network have been
properly removed. Note that the node voltages are measured with respect to the ground terminal
indicated, but the output voltage is the difference of the node voltages Vj and Vk. Thus, we have to
solve for these two node voltages. Writing node equations, again taking currents leaving a node as
positive currents, and solving for Vj using Cramer’s rule we have

Vj ¼

y11 y12 � � � y1( j�1) I1 y1k � � � y1n
y21 y22 � � � y2( j�1) 0 y2k � � � y2n
..
. ..

. . .
. ..

. ..
. ..

. . .
. ..

.

yn1 yn2 � � � yn( j�1) 0 ynk � � � ynn

���������

���������
D0 (24:11)

+

–

1 j

k

Vjk
I1

1́

LLFT
network

FIGURE 24.9 LLFT network with two ports indicated.
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which can be written as

Vj ¼ I1
D0
1j

D0 (24:12)

where D0
1j is the cofactor of element y1j of the nodal admittance matrix. Similarly, we can solve for Vk and

obtain

Vk ¼ I1
D0
1k

D0 (24:13)

Then, the transimpedance Zj1 can be expressed as

Zj1 ¼ Vj � Vk

I1
¼ D0

1j � D0
1k

D0 (24:14)

If terminal k in Figure 24.9 is common with the ground node so that the network is a grounded two-port
network, then Vk is zero, and Zj1 can be expressed as D0

1j=D
0. This result can be extended so that if the

output voltage is taken between any node h and ground, then the transimpedance can be expressed as
Zh1 ¼ D0

1h=D
0.

These results can be used to obtain an expression for G21 in terms of the determinants of the nodal
admittance matrix. Figure 24.10 shows an LLFT network with a voltage excitation applied at port 1 and
with port 2 open. The current I1(s) is given by V1=Z11. Then, V2 is given by V2(s)¼ I1Z21. Thus,

G21 ¼ V2

V1
¼ I1Z21

I1Z11
¼ D0

12

D0
11

(24:15)

Note that the determinants in the quotient are of equal order so that G21 is dimensionless.
Of course, network functions can also be expressed in terms of determinants of the loop impedance

matrix. Consider the two-port network in Figure 24.11, which is excited with a voltage source applied to

1́ 2΄

1 2

V1 V2

I1

Z11

+
+

–
–

LLFT
network

FIGURE 24.10 LLFT network with port 2 open.

2΄

2

1́

1

V1
+
– I1 V2ZL–I2

+

–

LLFT
network

FIGURE 24.11 LLFT network with load ZL connected across port 2.

24-8 Fundamentals of Circuits and Filters



port 1 and has a load ZL connected across port 2. Let us find the voltage transfer function G21 using loop
equations. Assume that n independent loops exist, of which two are illustrated explicitly in Figure 24.11,
and assume that no independent sources are present within the network. Also, assume for simplicity that
the network contains no dependent sources or mutual inductance and that the loops are chosen so that
V1 is in only one loop. The loop equations are

z11 z12 � � � z1n
z21 z22 � � � z2n
..
. ..

. . .
. ..

.

zn1 zn2 � � � znn

2
6664

3
7775

I1
�I2
..
.

In

2
6664

3
7775 ¼

V1

0
..
.

0

2
664

3
775 (24:16)

where Ij, j¼ 1, 3, . . . , n, and �I2 are the loop currents, and the elements zij of the loop impedance matrix
are given by

zij ¼ � Rij þ sLij þ Dij

s

� �
, i, j ¼ 1, 2, . . . , n (24:17)

where we have assumed that all loop currents are taken in the same direction such as clockwise. The plus
sign applies if i¼ j, and the minus sign is used if i 6¼ j. Rij is the sum of the resistances in loop i if i¼ j, and
Rij is the sum of the resistances common to loops i and j if i 6¼ j. Lij is the sum of the inductances in loop i
if i¼ j, and it is the sum of the inductances common to loops i and j if i 6¼ j. A similar statement applies to
the reciprocal capacitances Dij(D¼ 1=C). However, the element z22 includes the extra term ZL which
could be a quotient of determinants itself. Solving for �I2 using Cramer’s rule, we have D, which is the
determinant of the n3 n loop impedance matrix, and D12 is the cofactor of element z12 of the loop
impedance matrix.

�I2 ¼

z11 V1 z13 � � � z1n
z21 0 z23 � � � z2n
..
. ..

. ..
. . .

. ..
.

zn1 0 zn3 � � � znn

��������

��������
D

¼ V1
D12

D
(24:18)

The transform voltage V2 is given by �I2(s)ZL, and the transfer function G21 can be expressed as

G21 ¼ V2

V1
¼ ZL

D12

D
(24:19)

Thus, G21 can be represented as a quotient of determinants of the loop impedance matrix multiplied
by ZL.

In a similar manner, we can write

Yjk ¼ Dkj

D
, j, k ¼ 1, 2 (24:20)

Then, we can use this result to write

V1 ¼ I1
1
Y11

and I2 ¼ V1Y21 (24:21)
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Thus,

I2
I1

¼ a21 ¼ D12

D11
(24:22)

Table 24.2 summarizes some of these results.

24.1.1 Properties of LLFT Network Functions

We now list properties of network functions of LLFT networks. These properties are useful as a check of
an analysis of such networks.

1. Network functions of LLFT networks are real, rational functions of s, and therefore have the form

N(s) ¼ P(s)
Q(s)

¼ a0sm þ a1sm�1 þ � � � þ am�1sþ am
b0sn þ b1sn�1 þ � � � þ bn�1sþ bn

(24:23)

where the coefficients in both the numerator and denominator polynomials are real.
A network function of an LLFT network is a rational function because network functions can be

expressed as quotients of determinants of nodal admittance matrices or of loop impedance
matrices. The elements of these determinants are at most simple rational functions, and when
the determinants are expanded and the fractions cleared, the result is always a rational function.
The coefficients ai, i¼ 0, 1, . . . , m, and bj, j¼ 0, 1, . . . , n, are functions of the real elements of the
network R, L, C, M, and coefficients of dependent sources. The constants R, L, C, and M are real. In
most networks, the coefficients of dependent sources are real constants. Thus, the coefficients of
LLFT network functions are real, and therefore the network function is a real function. It is
possible for the ‘‘coefficients’’ of dependent sources in LLFT networks to themselves be real,
rational functions of s. But when all the fractions are cleared, the result is a real, rational function.

2. LLFT network function is completely defined by its self-poles, self-zeros, and the scale factor H.
If the numerator and denominator polynomials are factored and there are no common factors,

we have

N(s) ¼ P(s)
Q(s)

¼ a0
b0

(s� z1)(s� z2) . . . (s� zm)
(s� p1)(s� p2) . . . (s� pn)

(24:24)

where a0=b0¼H is the scale factor. The values of s¼ z1, z2, . . . , zm are zeros of the polynomial P(s)
and self-zeros of the network function. Also, s¼ p1, p2, . . . ,pn are zeros of the polynomial Q(s) and
self-poles of the network function. In addition, N(s) may have other poles or zeros at infinity. We
call these poles and zeros mutual poles and mutual zeroes because they result from the difference in
degrees of the numerator and denominator polynomials.

3. Counting both self and mutual poles and zeros, and counting a kth order pole or zero k times, N(s)
has the same number of poles as zeros, and this number is equal to the highest power of s in N(s).
If m¼ n, then there are n self-zeros and n self-poles and no mutual poles or zeros. If n>m, then
there are m self-zeros and n self-poles. There are also n�m mutual zeros. Thus, there are n poles
and mþ (n�m)¼ n zeros. A similar statement can be constructed for n<m.

TABLE 24.2 Network Function in Terms
of Quotients of Determinants

Yjk¼Dkj=D Gjk ¼ D0
kj=D

0
kk

Zjk ¼ D0
kj=D

0 ajk¼Dkj=Dkk
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4. Complex roots of P(s) and Q(s) occur in conjugate pairs.
This property follows from the fact that the coefficients of the numerator and denominator

polynomials are real. Thus, complex factors of these polynomials have the form

(sþ cþ jd)(sþ c� jd) ¼ [(sþ c)2 þ d2] (24:25)

where c and d are real constants.
5. A driving point function of a network having no dependent sources can have neither poles nor

zeros in the right-half s-plane (RHP), and poles and zeros on the imaginary axis must be simple.
The same restrictions apply to the poles of transfer network functions of such networks but not to
the zeros of transfer network functions.
Elsewhere in this handbook it is shown that the denominator polynomials of LLFT networks

having no dependent sources cannot have RHP roots, and roots on the imaginary axis, if any, must
be simple. However, the reciprocal of a driving-point network function is also a network function.
For example, 1=Y22¼Z22. Thus, restrictions on the locations of poles of driving-point network
functions also apply to zeros of driving-point network functions.
However, the reciprocal of a transfer network function is not a network function (see [5]). For

example, 1=Y21 6¼ Z21. Thus, restrictions on the poles of a transfer function do not apply to its zeros.
We can make a classification of the factors corresponding to the allowed types of poles as

follows:
The Type A factor corresponds to a pole on the �s-axis. If a¼ 0, then the factor corresponds to

a pole on the imaginary axis, and so only one such factor is allowed. Type B factors correspond to
poles in the left-half s-plane (LHP), and Type C factors correspond to poles on the imaginary axis.

6. The coefficients of the numerator and denominator polynomials of a driving-point network
function of an LLFT network with no dependent sources are positive. The coefficients of the
denominator polynomial of a transfer network function are all one sign. Without loss of generality,
we take the sign to be positive. But some or all of the coefficients of the numerator polynomial of a
transfer network function may be negative.
A polynomial made up of the factors listed in Table 24.3 would have the form:

Q(s) ¼ (sþ a1) � � � (sþ b1)
2 þ c21

	 
 � � � s2 þ d21
� � � � �

Note that all the constants are positive in the expression for Q(s), and so it is impossible for any of
the coefficients of Q(s) to be negative.

7. There are no missing powers of s in the numerator and denominator polynomials of a driving-
point network function of an LLFT network with no dependent sources unless all even or all odd
powers of s are missing or the constant term is missing. This statement holds for the denominator
polynomials of transfer functions of such networks, but there may be missing powers of s in the
numerator polynomials of transfer functions.
Property 7 is easily illustrated by combining types of factors from Table 24.3. Thus, a polynomial

consisting only of type A factors contains all powers of s between the highest power and the
constant term unless one of the ‘‘a’’ constants is zero. Then, the constant term is missing. Two a

TABLE 24.3 A Classification of Factors of Network Functions
of LLFT Networks Containing No Dependent Sources

Type Factor(s) Conditions

A (sþ a) a� 0

B (sþ bþ jc)(sþ b� jc) b> 0, c> 0

C (sþ jd)(s� jd) d> 0
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constants cannot be zero because then there would be two roots on the imaginary axis at the same
location. The roots on the imaginary axis would not be simple.
A polynomial made up of only type B factors contains all powers of s, and a polynomial

containing only type C factors contains only even powers of s. A polynomial constructed from
type C factors except for one A type factor with a¼ 0 contains only odd powers of s. If a
polynomial is constructed from type B and C factors, then it contains all power of s.

8. The orders of the numerator and denominator polynomials of a driving-point network function of
an LLFT network, which contains no dependent sources can differ by no more than one.
The limiting behavior at high frequency must be that of an inductor, a resistor, or a capacitor.

That is, if Ndp(s) is a driving-point network function, then

lim
s!1Ndp(s) ¼

K1s
K2

K3=s

8<
:

where Ki,¼ 1, 2, 3, are real constants.
9. The terms of lowest order in the numerator and denominator polynomials of a driving-point

network function of an LLFT network containing no dependent sources can differ in order by no
more than one.
The limiting behavior at low frequency must be that of an inductor, a resistor, or a capacitor.

That is,

lim
s!0

Ndp(s) ¼
K4s
K5

K6=s

8<
:

where the constants Ki, i¼ 4, 5, 6, are real constants.
10. The maximum order of the numerator polynomials of the dimensionless transfer functions G12,

G21, a12, and a21, of an LLFT network containing no dependent sources is equal to the order of the
denominator polynomials. The maximum order of the numerator polynomial of the transfer
functions Y12, Y21, Z12, and Z21 is equal to the order of the denominator polynomial plus 1.
However, the minimum order of the numerator polynomial of any transfer function may be zero.

If dependent sources are included in an LLFT network, then it is possible for the network to have poles
in the RHP or multiple poles at locations on the imaginary axis. However, an important application of
stable networks containing dependent sources is to mimic (simulate) the behavior of LLFT networks that
contain no dependent sources. For example, networks that contain resistors, capacitors, and dependent
sources can mimic the behavior of networks containing only resistors, capacitors, and inductors. Thus,
low-frequency filters can be constructed without the need for heavy, expensive inductors that would
ordinarily be required in such applications.

24.2 Network Theorems

In this section, we provide techniques, strategies, equivalences, and theorems for simplifying the analysis
of LLFT networks or for checking the results of an analysis. They can save much work in the analysis of
some networks if one remembers to apply them. Thus, it is convenient to have them listed in one place.
To begin, we list nine equivalences that are often called source transformations.

24.2.1 Source Transformations

Table 24.4 is a collection of memory aids for the nine source transformations. Source transformations are
simple ways the elements and sources externally connected to a network N can be combined or
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TABLE 24.4 Source Transformations

+
–

+
–

+
–

+
–

V1 + V2

V1

V2

V1 V2
V1 = V2

N N+
–

+
–

N N

1.

3. 4.

5. 6.

2.

N N

I1

I2
I1 = I2

I1 I2

N N
I1 + I2

Is I1 I1

Vs
M1

Vs

NN ––

–

+ +

+

–

+

+

–

NN

Vs

V1 V1

I1
I1

M2

–
+

I1

V1

I1

N N

Z

Z

Is

V1 V1 V1

I1

N N

I1 + I2 = Is

Z1 Z1

Z2 Z2
+
– – –

+ +

I2

9.

8.

7.

Z1 Z1

Z2 Z2I1

I1

I1

N N

V1
Z

N is an arbitrary network in which analysis for a voltage or current is to be performed. M1 is an
arbitrary one-port network or network element except a voltage source. M2 is an arbitrary one-port
network or network element except a current source. It is assumed there is no magnetic coupling
between N and M1 or M2. There are no dependent sources in N in source transformation five that
depend on Is. Furthermore, there are no dependent sources in N in source transformation six that
depend on Vs. However, M1 and M2 can have dependent sources that depend on voltages or currents
in N. Z, Z1 and Z2 are one-port impedances.
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eliminated without changing the voltages and currents within network N thereby simplifying the problem
of finding a voltage or current within N.

Source transformation one in Table 24.4 shows the equivalence between two voltage sources connected in
series and a single voltage source having a value that is the sum of the voltages of the two sources. A
double-headed arrow is shown between the two network representations because it is sometimes
advantageous to use this source transformation in reverse. For example, if a voltage source that has
both DC and AC components is applied to a linear network N, it may be useful to represent that voltage
source as two voltage sources in series—one a DC source and the other an AC source.

Source transformation two shows two voltage sources connected in parallel. Unless V1 and V2 are equal,
the network would not obey Kirchhoff’s law as evidenced by a loop equation written in the loop formed
by the two voltage sources. A network that does not obey Kirchhoff’s laws is termed a contradiction.
Thus, a single-headed arrow is shown between the two network representations.

Source transformations three and four are duals, respectively, of source transformations two and one. The
current sources must be equal in transformation three or else Kirchhoff’s law would not be valid at the
node indicated, and the circuit would be a contradiction.

Source transformation five shows that the circuit M1 can be removed without altering any of the voltages
and currents inside N. Whether M1 is connected as shown or is removed, the voltage applied to N
remains Vs. However, the current supplied by the source Vs changes from Is to I1.

Source transformation six shows that circuit M2 can be replaced by a short circuit without affecting
voltages and currents in N. Whether M2 is in series with the current source I1 as shown or removed, the
current applied to N is the same. However, if network M2 is removed, then the voltage across the current
source changes from Vs to V1.

Source transformation seven is sometimes termed a Thévenin circuit to Norton circuit transformation.
This transformation, as shown by the double-headed arrow, can be used in the reverse direction.
Thévenin’s theorem is discussed thoroughly later in this section.

Source transformation eight is sometimes described as ‘‘pushing a voltage source through a node,’’ but we
will term it as ‘‘splitting a voltage source.’’ Loop equations remain the same with this transformation, and
the current leaving network N through the lowest wire continues to be Is.

Source transformation nine shows that if a current source is not in parallel with one element, then it can
be ‘‘split’’ as shown. Now, each one of the current sources I1 has an impedance in parallel. Thus, analysis
of network N may be simplified because source transformation seven can be applied.
Source transformations cannot be applied to all networks, but when they can be employed, they

usually yield useful simplifications of the network.

Example 24.2

Use source transformations to find V0 for the network shown in Figure 24.12. Initial current through the
inductor in the network is zero.

Solution

The network can be readily simplified by employing source transformation five from Table 24.4 to
eliminate R1 and also I2. Then, source transformation six can be used to eliminate V1 because it is an
element in series with a current source. The results to this point are illustrated in Figure 24.13a. If we then
apply transformation seven, we obtain the network in Figure 24.13b. Next, we can apply transformation
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four to obtain the single loop network in Figure 24.13c. The output voltage can be written in the
frequency domain as

Vo ¼ I1 þ V2
sL

� �
sLR2

sLþ R2

� �

Source transformations can often be used advantageously with the following theorems.

24.2.2 Dividers

Current dividers and voltage dividers are circuits that are employed frequently, especially in the design
of electronic circuits. Thus, dividers must be analyzed quickly. The relationships derived next satisfy
this need.
Figure 24.14 is a current divider circuit. The source current Is divides between the two impedances, and

we wish to determine the current through Z2. Writing a loop equation for the loop indicated, we have

I2Z2 � (Is � I2)Z1 ¼ 0 (24:26)

–

–

+
+

+
–

R1 R2V1

V2

Vo

I2I1

L

FIGURE 24.12 Network for Example 24.2.

Vo
V2 
sL

sL R2
sL + R2

(c)

+

–

R2 R2
Vo Vo

V2

I1
I1

L
L

V2
sL

(a) (b)

+

++

–– –

I1 + 

FIGURE 24.13 Application of source transformation six to eliminate V1 as illustrated in (a), then applying
transformation seven to obtain the network shown in (b), and finally applying transformation four to obtain the
single loop network shown in (c).
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from which we obtain

I2 ¼ Is
Z1

Z1 þ Z2
(24:27)

A circuit that we term an enhanced voltage divider is depicted in Figure 24.15. This circuit contains two
voltage sources instead of the usual single source, but the enhanced voltage divider occurs more often in
electronic circuits. Writing a node equation at node A and solving for Vo, we obtain

Vo ¼ V1Z2 þ V2Z1

Z1 þ Z2
(24:28)

If V2, for example, is zero, then the results from the enhanced voltage divider reduce to those of the single
source voltage divider.

Example 24.3

Use Equation 24.28 to find Vo for the network in Figure 24.16.

Is

I2

Z1 Z2

FIGURE 24.14 Current divider.

Z1 Z2

V1 V2Vo

A

– ––
+++

FIGURE 24.15 Enhanced voltage divider.

Z1

Z2

VA

VB

Vo

V
s +

+

+
–

–

–

FIGURE 24.16 Circuit for Example 24.3.
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Solution

The network in Figure 24.16 matches with the network used to derive Equation 24.28 even though it is
drawn somewhat differently and has three voltage sources instead of two. However, we can use
Equation 24.28 to write the answer for Vo by inspection.

Vo ¼ (VA � (V=s))Zz � VBZ1
Z1 þ Z2

The following example illustrates the use of source transformations together with the voltage divider.

Example 24.4

Find Vo for the network shown in Figure 24.17. The units of K, the coefficient of the dependent source,
are ohms, and the capacitor is initially uncharged.

Solution

We note that the dependent voltage source is not in series with any one particular element and that the
independent current source is not in parallel with any one particular element. However, we can split
both the voltage source and the current source using source transformations eight and nine, respect-
ively, from Table 24.4. Then, employing transformations five and seven, we obtain the network config-
uration depicted in Figure 24.18, for which we can use the voltage divider to write

Vo ¼ I(K þ R1)R2 þ KI(R1 þ (1=sC))
R1 þ R2 þ (1=sC)

–

–

+

+

C

R1 R2

KI VoI

FIGURE 24.17 Network for Example 24.4.
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–
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+
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IR1

VO

FIGURE 24.18 Results after employing source transformations on the network in Figure 24.17.

Frequency-Domain Methods 24-17



It should be mentioned that the method used to find V0 in this example is not the most efficient one. For
example, loops can be chosen for the network in Figure 24.17, so only one unknown loop is current.
However, source transformations and dividers become more powerful analysis tools as they are coupled
with additional network theorems.

24.2.3 Superposition

Superposition is a property of all linear networks, and whether it is used directly in the analysis of a
network or not, it is a concept that is valuable in thinking about LLFT networks. Consider the LLFT
network shown in Figure 24.19 in which, say, we wish to solve for I1. Assume the network has n
independent loops, and, for simplicity, assume no sources are within the box in the figure and that initial
voltages across capacitors and initial currents through inductors are zero or are represented by inde-
pendent sources external to the box. Note that one dependent source is shown in Figure 24.19 that
depends on a voltage Vx in the network and that two independent sources, V1 and V2, are applied to the
network. If loops are chosen so that each source has only one loop current flowing through it as indicated
in Figure 24.19, then the loop equations can be written as

V1

V2

KVx

0
..
.

0

2
6666664

3
7777775
¼

z11 z12 � � � z1n
z21 z22 � � � z2n

� � � � � � . .
. � � �

zn1 zn2 � � � znn

2
6664

3
7775

I1
I2
..
.

In

2
6664

3
7775 (24:29)

where the elements of the loop impedance matrix are defined in the section describing network functions.
Solving for I1 using Cramer’s rule, we have

I1 ¼ V1
D11

D
þ V2

D21

D
þ KVx

D31

D
(24:30)

where
D is the determinant of the loop impedance matrix
Dj1, j¼ 1, 2, 3, are the cofactors

The expression for I1 given in Equation 24.30 is an intermediate and not a finished solution. The finished
solution would express I1 in terms of the independent sources and the parameters (Rs, Ls, Cs,Ms, and Ks)
of the network and not in terms of an unknown Vx. Thus, one normally has to eliminate Vx from the

–

–

–
+

+

+

V1 I1

I3KVx

I2 V2
LLFT

network

FIGURE 24.19 LLFT network with three voltage sources, of which one is dependent.
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expression for I1; but the intermediate expression for I1 illustrates superposition. There are three
components that add up to I1 in Equation 24.30—one for each source including one for the dependent
source. Furthermore, we see that each source is multiplied by a transadmittance (or a driving-point
admittance in the case of V1). Thus, we can write

I1 ¼ V1Y11 þ V2Y12 þ KVxY13 (24:31)

where each admittance is found from the port at which a voltage source (whether independent or
dependent) is applied. The response variable for each of these admittances is I1 at port 1.
The simple derivation that led to Equation 24.30 is easily extended to both types of independent

excitations (voltage sources and current sources) and to all four types of dependent sources. The
generalization of Equation 24.30 leads to the conclusion:

To apply superposition in the analysis of a network containing at least one independent source and
a variety of other sources, dependent or independent, one finds the contribution to the response
from each source in turn with all other source, dependent or independent, properly removed and
then adds the individual contributions to obtain the total response. No distinction is made between
independent and dependent sources in the application of superposition other than requiring the
network to have at least one independent source.

However, if dependent sources are present in the network, the quantities (call them Vx and Ix) on which
the dependent sources depend must often be eliminated from the answer by additional analysis if the
answer is to be useful unless Vx or Ix are themselves the variables of independent sources or the quantities
sought in the analysis.
Some examples will illustrate the procedure.

Example 24.5

Find V0 for the circuit shown using superposition. In this circuit, only independent sources are present.

Solution

Two sources in the network, therefore, we abstract two fictitious networks from Figure 24.20. The first is
shown in Figure 24.21a and is obtained by properly removing the current source I1 from the original
network. The impedance of the capacitor can then be combined in parallel with R1þ R2, and the
contribution to Vo from V1 can be found using a voltage divider. The result is

Vo due to V1 ¼ V1
sþ 1

C(R1þR2)

sþ R1þR2þR3
C(R1þR2)R3

–

–

+

+

C

R1 R2

R3 VoI1V1

FIGURE 24.20 Network for Example 24.5.
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The second fictitious network, shown in Figure 24.21b, is obtained from the original network by properly
removing the voltage source V1. Redrawing the circuit and employing source transformation seven (in
reverse) yields the circuit in Figure 24.21c. Again, employing a voltage divider, we have

Vo due to I1 ¼ I1

R1
C(R1þR2)

sþ R1þR2þR3
C(R1þR2)R3

Then, adding the two contributions, we obtain

Vo ¼
V1 sþ 1

C(R1þR2)

h i
þ I1

R1
C(R1þR2)

sþ R1þR2þR3
C(R1þR2)R3

The next example includes a dependent source.

Example 24.6

Find i in the network shown in Figure 24.22 using superposition.

Solution

Since there are two sources, we abstract two fictitious networks from Figure 24.22. The first one is shown
in Figure 24.23a and is obtained by properly removing the dependent current source. Thus,

i due to v1 ¼ v1
R1 þ R2

(b)(a) –

–

+

+

C

R1 R2
R3 Vo due to V1V1

–

+C

R1 R2
R3 Vo due to I1I1

(c) –

–

+

+
C

R1 R2
R3 Vo due to I1I1R1

FIGURE 24.21 (a) Network obtained by properly removing the current source I1 from the original network.
(b) Network obtained from the original network by properly removing the voltage source V1. (c) Final network
obtained by redrawing the circuit and employing source transformation seven (in reverse).

i βi

–
+

R1

R2 R3V1

FIGURE 24.22 Network for Example 24.6.
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Next, voltage source v1 is properly removed yielding the fictitious network in Figure 24.23b. An
important question immediately arises about this network. Namely, why is not i in this network zero?
The reason i is not zero is that the network in Figure 24.23b is merely an abstracted network that
concerns a step in the analysis of the original circuit. It is an artifice in the application of superposition,
and the dependent source is considered to be independent for this step. Thus,

i due to bi ¼ � biR2
R1 þ R2

Adding the two contributions, we obtain the intermediate result

i ¼ v1
R1 þ R2

� biR2
R1 þ R2

Collecting the terms containing i, we obtain the finished solution for i:

i ¼ v1
(bþ 1)R2 þ R1

We note that the finished solution depends only on the independent source v1 and parameters of the
network, which are R1, R2, and b.

The following example involves a network in which a dependent source depends on a voltage that is
neither the voltage of an independent source nor the voltage being sought in the analysis.

Example 24.7

Find Vo using superposition for the network shown in Figure 24.24. Note that K, the coefficient of the
VCCS, has the units of siemens.

(a) (b)

i due to v1 i due to βi βi

R1
R2 R3V1V1 –

+
R1

R2 R3

FIGURE 24.23 (a) Network obtained by properly removing the dependent current source. (b) Network obtained by
properly removing the voltage source V1.

–

–

+
+

KVx

Vx

VoV1

R1 R2

C–
+

FIGURE 24.24 Network for Example 24.7.
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Solution

When the dependent current source is properly removed, the network reduces to a simple voltage
divider, and the contribution to Vo due to V1 can be written as

Vo due to V1 ¼ V1
1

sC(R1 þ R2)þ 1

Then, reinserting the current source and properly removing the voltage source, we obtain the fictitious
network shown in Figure 24.25. Using the current divider to obtain the current flowing through the
capacitor and then multiplying this current by the impedance of the capacitor, we have

Vo due to KVx ¼ KVxR1
sC(R1 þ R2)þ 1

Adding the individual contributions to form Vo provides the equation

Vo ¼ V1 þ KVxR1
sC(R1 þ R2)þ 1

This is a valid expression for Vo. It is not a finished expression however, because it includes Vx, an
unknown voltage. Superposition has taken us to this point in the analysis, but more work must be done
to eliminate Vx. However, superposition can be applied again to solve for Vx, or other analysis tools can
be used. The results for Vx are

Vx ¼ V1sCR1
sC[R1 þ R2 þ R1R2K ]þ R1K þ 1

Then, eliminating Vx from the equation for Vo, we obtain the finished solution as

Vo ¼ V1
R1K þ 1

sC[R1 þ R2 þ R1R2K ]þ R1K þ 1

Clearly, superposition is not the most efficient technique to use to analyze the network in Figure 24.24.
Analysis based on a node equation written at the top end of the current source would yield a finished
result for Vo with less algebra. However, this example does illustrate the application of superposition
when a dependent source depends on a rather arbitrary voltage in the network.

–

+

KVx
VoR1

R2

C

FIGURE 24.25 Fictitious network obtained when the voltage source is properly removed in Figure 24.24.
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If the dependent current source in the previous example depended on V1 instead of on the voltage
across R1, the network would be a different network. This is illustrated by the next example.

Example 24.8

Use superposition to determine Vo for the circuit in Figure 24.26.

Solution

If the current source is properly removed, the results are the same as for the previous example. Thus,

Vo due to V1 ¼ V1
sC(R1 þ R2)þ 1

Then, if the current source is reinserted, and the voltage source is properly removed, we have the circuit
depicted in Figure 24.27. A question that can be asked for this circuit is why include the dependent
source KV1 if the voltage on which it depends, namely V1, has been set to zero? However, the network
shown in Figure 24.27 is merely a fictitious network that serves as an aid in the application of
superposition, and superposition deals with all sources, whether they are dependent or independent,
as if they were independent. Thus, we can write

Vo due to KV1 ¼ KV1R1
sC(R1 þ R2)þ 1

Adding the contributions to form Vo, we obtain

Vo ¼ V1
KR1 þ 1

sC(R1 þ R2)þ 1

and this is the finished solution.

–

+

KV1
VoV1

R1 R2

C–
+

FIGURE 24.26 Network for Example 24.8.

–

+

KV1
Vo due to KV1 R1

R2
C

FIGURE 24.27 Step in the application of superposition to the network in Figure 24.26.
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In this example, we did not have the task of eliminating an unknown quantity from an intermediate
result for Vo because the dependent source depended on an independent source V1, which is assumed
to be known.

Superposition is often useful in the analysis of circuits having only independent sources, but it is
especially useful in the analysis of some circuits having both independent and dependent sources because
it deals with all sources as if they were independent.

24.2.4 Thévenin’s Theorem

Thévenin’s theorem is useful in reducing the complexity of a network so that analysis of the network for a
particular voltage or current can be performed more easily. For example, consider Figure 24.28a, which is
composed of two subnetworks A and B that have only two nodes in common. In order to facilitate
analysis in subnetwork B, it is convenient to reduce subnetwork A to the network in Figure 24.28b which
is termed the Thévenin equivalent of subnetwork A. The requirement on the Thévenin’s equivalent
network is that, when it replaces subnetwork A, the voltages and currents in subnetwork B remain
unchanged. We assume that no inductive coupling occurs between the subnetworks, and that dependent
sources in B are not dependent on voltages or currents in A. We also assume that subnetwork A is an
LLFT network, but subnetwork B does not have to meet this assumption.
To find the Thévenin equivalent network, we need only determine VTH and ZTH. VTH is found by

unhooking B from A and finding the voltage that appears across the terminals of A. In other words, we
abstract a fictitious network from the complete network as depicted in Figure 24.29a, and find the voltage
that appears between the terminals that were common to B. This voltage is VTH.

ZTH is also obtained from a fictitious network that is created from the fictitious network used for
finding VTH by properly removing all independent sources. The effects that dependent sources have on
the procedure are discussed later in this section. The fictitious network used for finding ZTH is depicted in
Figure 24.29b. Oftentimes, the expression for ZTH cannot be found by mere inspection of this network,
and, therefore, we must excite the network in Figure 24.29b by a voltage source or a current source and
find an expression for the other variable at the port in order to find ZTH.

–
+

VTH

ZTH1
1

2
2

(a) (b)

Network
A

Network
B

Network
B

FIGURE 24.28 (a) Two subnetworks having a common pair of terminals. (b) The Thévenin equivalent for
subnetwork A.

–

+

VTH
ZTH

1 1

22

(a) (b)

+

–

Network
A

Network
A

(Independent
sources

removed)

FIGURE 24.29 (a) Network used for finding VTH. (b) Network used for obtaining ZTH.
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Example 24.9

Find the Thévenin equivalent of subnetwork A in Figure 24.30.

Solution

No dependent sources exist in subnetwork A, but the capacitor has an initial voltage V across it.
However, the charged capacitor can be represented by an uncharged capacitor in series with a
transformed voltage source V=s. The fictitious network used for finding VTH is given in Figure 24.31a.
It should be noted that although subnetwork B has been removed and the two terminals that were

connected to B are now ‘‘open circuited’’ in Figure 24.31a, current is still flowing in network A. VTH is
easily obtained using a voltage divider:

VTH ¼ V1(s)þ VCR
sCRþ 1

ZTH is obtained from the fictitious network in Figure 24.31b, which is obtained by properly removing the
independent source and the voltage representing the initial voltage across the capacitor in Figure 24.31a.
We see by inspection that ZTH¼R=(sCRþ 1). Thus, if subnetwork A is removed from Figure 24.30 and
replaced by the Thévenin equivalent network, the voltages and currents in subnetwork B remain
unchanged.
It is assumed that B in Figure 24.28 has no dependent sources that depend on voltages or currents in A,

although dependent sources in B can depend on voltages and currents in B. However, A can have
dependent sources, and these dependent sources create a modification in the procedure for finding the
Thévenin equivalent network. There may be dependent sources in A that depend on voltages and
currents that also exist in A. We call these dependent sources Case I-dependent sources. There may

–
–

+

A

B
CR

V

V1
+

1

2

FIGURE 24.30 Network for Example 24.9.

1

2

1

2

R
R

C
CVTH

ZTH

V1

(b)(a)

V
s

+

+
––

FIGURE 24.31 (a) Network of finding VTH. (b) Network that yields ZTH.
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also be dependent sources in A that depend on voltages and currents in B, and we label these sources as
Case II-dependent sources. Then, the procedure for finding the Thévenin equivalent network is:

VTH is the voltage across the terminals of Figure 24.29a. The voltages and currents that Case
I-dependent sources depend on must be eliminated from the expression for VTH unless they happen to
be the voltages of independent voltage sources or the currents of independent current sources in A.
Otherwise, the expression for VTH would not be a finished solution. However, Case II-dependent sources
are handled as if they were independent sources. That is, Case II-dependent sources are included in the
results for VTH just as independent sources would be.

ZTH is the impedance looking into the terminals in Figure 24.29b. In this fictitious network, inde-
pendent sources are properly removed and Case II-dependent sources are properly removed. Case I-
dependent sources remain in the network and influence the result for the Thévenin impedance. The
finished solution for ZTH is a function only of the parameters of the network in Figure 24.29b which are
Rs, Ls, Cs, Ms (there may be inductive coupling between coils in this network), and the coefficients of the
Case I-dependent sources.
Thus, Case II-dependent sources, sources that depend on voltages or currents in subnetwork B, are

uniformly treated as if they were independent sources in finding the Thévenin equivalent network. Some
examples will clarify the issue.

Example 24.10

Find the Thévenin equivalent network for subnetwork A in Figure 24.32. Assume the initial current
through the inductor is zero.

Solution

There is one independent source and one Case I-dependent source. Figure 24.33a depicts the fictitious
network to be analyzed to obtain VTH. No current is flowing through R2 in this figure, therefore, we can
write VTH¼ V1� Vx. To eliminate Vx from our intermediate expression for VTH, we can use the results of
the enhanced voltage divider to write

VTH ¼ V1R1 þ sKL(V1 � VTH)
R1 þ sL

The finished solution for VTH is

VTH ¼ V1
sKLþ R1

(K þ 1)sLþ R1

ZTH is obtained from Figure 24.33b where a current source excitation is shown already applied to the
fictitious network. Two node equations, with unknown node voltages V and �Vx, enable us to obtain I in

––

–

++
+
Vx

V1

R1
R2

KVx

A

L
1

2

Network
B

FIGURE 24.32 Network for Example 24.10.
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terms of V while eliminating Vx. We also note that ZTH consists of resistor R2 in series with some unknown
impedance, so we could remove R2 (replaced it by a short) if we remember to add it back later. The
finished result for ZTH is

ZTH ¼ R2 þ sLR1
(K þ 1)sLþ R1

The following example involves a network having a Case II-dependent source.

Example 24.11

Find the Thévenin equivalent network for subnetwork A in the network illustrated in Figure 24.34. In this
instance, subnetwork B is outlined explicitly.

Solution

Subnetwork A contains one independent source and one Case II-dependent source. Figure 24.35a is the
abstracted network for finding VTH. Thus,

VTH ¼ V1 þ KIR1

Then, both V1 and the dependent source KI are deleted from Figure 24.35a to obtain Figure 24.35b, the
network used for finding ZTH. Thus, ZTH¼R1.

Of course, the subnetwork for which the Thévenin equivalent is being determined may have both Case
I- and Case II-dependent sources, but these sources can be handled concurrently using the procedures
given previously.

R1
R2 R1

R2
Vx L L

KVx KVx

VTH

Vx

–

– –
–

–

–
–

++

+

V1

+ +
+ V I+

(a) (b)

FIGURE 24.33 (a) Abstracted network for finding VTH. (b) Abstracted network for finding ZTH.

A BC

R1
R2 R3

L

KI

V1 V2

I
R4

+
–

+
–

FIGURE 24.34 Network for Example 24.11.
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Special conditions can arise in the application of Thévenin’s theorem. One condition is ZTH¼ 0 and
the other is VTH¼ 0. The conditions for which ZTH is zero are

1. If the circuit (subnetwork A) for which the Thévenin equivalent is being determined has an
independent voltage source connected between terminals 1 and 2, then ZTH¼ 0. Figure 24.36a
illustrates this case.

2. If subnetwork A has a dependent voltage source connected between terminals 1 and 2, then ZTH is
zero provided neither of the port variables associated with the port formed by terminals 1 and 2 is
coupled back into the network. Figure 24.36b is a subnetwork A for which ZTH is zero. However,
Figure 24.36c depicts a subnetwork A in which the port variable I is coupled back into A by the
dependent source K1I. If I is considered to be a variable of subnetwork A so that K1I is a Case
I-dependent source, then ZTH is not zero.

–

+

+
–

R1

R1

V1

VTH
KI ZTH

(a) (b)

FIGURE 24.35 (a) Network used to find VTH. (b) Network for finding ZTH.
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A
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KVX

K1I
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1

1
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2
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(a)

(b)

(c)

(d)

+

+

+
+
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–
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–
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FIGURE 24.36 Special cases of Thévenin’s theorem. (a, b) ZTH equals zero. (c) A port variable is coupled back
into A. (d) VTH is zero.
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The other special condition, VTH¼ 0, occurs if subnetwork A contains only Case I-dependent sources,
no independent sources, and no Case II-dependent sources. An example of such a network is given in
Figure 24.36d. With subnetwork B disconnected, subnetwork A is a dead network, and its Thévenin
voltage is zero.
The network in Figure 24.36c is of interest because the dependent source K1I can be considered as a

Case I or a Case II-dependent source hinging on whether I is considered a variable of subnetwork A or B.

Example 24.12

Solve for I in Figure 24.36c using two versions of the Thévenin equivalent for subnetwork A. For the first
version, consider I to be associated with A, and therefore both dependent sources are Case I-dependent
sources. In the second version, considerIto be associated with B.

Solution

If I is considered as associated with A, then VTH is zero by inspection because A contains only Case
I-dependent sources. Figure 24.37a depicts subnetwork A with a current excitation applied in order to
determine ZTH. Clearly, V¼ K2Vx. Also, writing a loop equation in the loop encompassed by the two
dependent sources, we obtain

K1I � Vx
R1

(sLþ R1) ¼ V

Eliminating Vx, we have

V
I
¼ ZTH ¼ K1K2R1

sLþ R1(K2 þ 1)

Once ZTH is obtained, it is an easy matter to write from Figure 24.36c:

I ¼ V1
R2 þ ZTH

¼ V1[sLþ R1(K2 þ 1)]
sLR2 þ R1R2(K2 þ 1)þ K1K2R1

If I is associated with B, then VTH is found from the network in Figure 24.37b with the source K1I treated as
if it were independent. The equation for VTH may contain the variable I, but Vx must be eliminated from
the finished expression for VTH. We obtain

VTH ¼ I
K1K2R1

sLþ R1(K2 þ 1)

R1

VX

V
L

I

I

K2VX

K1I

+

+

+

+

–

–
–

–

(a) (b)

R1

VX

VTH
L

K2VX

K1I

+

+

+

+

–

–
–

–

FIGURE 24.37 (a) Network for finding ZTH when both sources are Case I-dependent sources. (b) Network for
finding VTH when a Case II-dependent source exists in the network.
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Also, ZTH is zero because if K1I is removed, subnetwork A reduces to a network with only a Case I-
dependent source and a port variable is not coupled back into the network. Finally, I can be written as

I ¼ V1 � VTH
R2

which yields the same result for I as was found previously.

The following example illustrates the interplay that can be achieved among these theorems and source
transformations.

Example 24.13

Find V0=V1 for the bridged T network shown in Figure 24.38.

Solution

The application of source transformation eight to the network yields the ladder network in Figure 24.39a.
Thévenin’s theorem is particularly useful in analyzing ladder networks. If it is applied to the left and right
sides of the network, taking care not to obscure the nodes between which V0 exists, we obtain the single
loop network in Figure 24.39b. Then, using a voltage divider, we obtain

Vo
V1

¼ Z4[Z1(Z2 þ Z3)þ Z2Z3 þ Z2Z5]
(Z1 þ Z2)(Z3Z4 þ Z3Z5 þ Z4Z5)þ Z1Z2(Z4 þ Z5)

+

+

–

–

V1 V0

Z1 Z3

Z4

Z5

Z2

FIGURE 24.38 Network for Example 24.13.
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–
–

–
–

–
Z4

Z4 + Z5
V1

Z2
Z1 + Z2

V1

(a)

(b)

FIGURE 24.39 (a) Results after applying source transformation eight to the network shown in Figure 24.38.
(b) Results of two applications of Thévenin’s theorem.
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24.2.5 Norton’s Theorem

If a source transformation is applied to the Thévenin equivalent network consisting of VTH and ZTH in
Figure 24.28b, then a Norton equivalent network, illustrated in Figure 24.40a, is obtained. The current
source Isc¼VTH=ZTH, ZTH 6¼ 0. If ZTH equals zero in Figure 24.28b, then the Norton equivalent network
does not exist. The subscripts sc on the current source stand for short circuit and indicate a procedure for
finding the value of this current source. To find Isc for subnetwork A in Figure 24.28a, we disconnet
subnetwork B and place a short circuit between nodes 1 and 2 of subnetwork A. Then, Isc is the current
flowing through the short circuit in the direction indicated in Figure 24.40b. Isc is zero if subnetwork A
has only Case I-dependent sources and no other sources. ZTH is found in the same manner as for
Thévenin’s theorem.

It is sometimes more convenient to find Isc and VTH instead of ZTH.

Example 24.14

Find the Norton equivalent for the network ‘‘seen’’ by ZL in Figure 24.41. That is, ZL is subnetwork B and
the rest of the network is A, and we wish to find the Norton equivalent network for A.

Solution

Figure 24.42a is the network with ZL replaced by a short circuit. An equation for Isc can be obtained
quickly using superposition. This yields

Isc ¼ I1 þ KI1
R2

but I1 must be eliminated from this equation. I1 is obtained as: I1¼V1=(sLþR1). Thus,

Isc ¼
V1 1þ K

R2

� �
sLþ R1

(a) (b)

ZTHIsc Isc

1
1

2
2

A

FIGURE 24.40 (a) Norton equivalent network. (b) Reference direction for Isc.
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FIGURE 24.41 Network for Example 24.14.
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VTH is found from the network shown in Figure 24.42b. The results are:

VTH ¼ V1(K þ R2)
sLþ R1 þ R2 þ K

ZTH can be found as VTH=Isc.

24.2.6 Thévenin’s and Norton’s Theorems and Network Equations

Thévenin’s and Norton’s theorems can be related to loop and node equations. Here, we examine the
relationship to loop equations by means of the LLFT network in Figure 24.43. Assume that the network N
in Figure 24.43 has n independent loops with all the loop currents chosen in the same direction. Without
loss of generality, assume that only one loop current, say I1, flows through ZL as shown so that ZL appears
in only one loop equation. For simplicity, assume that no dependent sources or inductive couplings in N
exist, and that all current sources have been source-transformed so that only voltage source excitations
remain. Then the loop equations are

V1

V2

..

.

Vn

2
6664

3
7775 ¼

z11 z12 � � � z1n
z21 z22 � � � z2n
..
. ..

. . .
. ..

.

zn1 zn2 � � � znn

2
6664

3
7775

I1
I2
..
.

In

2
6664

3
7775 (24:32)
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FIGURE 24.42 (a) Network for finding Isc. (b) Network for VTH.

I1 ZL

LLFT
network

N

FIGURE 24.43 LLFT network N with n independent loops.
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where Vi, i¼ 1, 2, . . . , n, is the sum of all voltage sources in the ith loop. Thus, Vi may consist of several
terms, some of which may be negative depending on whether a voltage source is a voltage rise or a voltage
drop. Also, the impedances zij are given by

zij ¼ � Rij þ sLij þ Dij

s

 �
(24:33)

where i, j¼ 1, 2, . . . , n, and where the plus sign is taken if i¼ j, and the minus sign is used if i 6¼ j. Rij is the
sum of the resistances in loop i if i¼ j, and Rij is the sum of the resistances common to loops i and j if
i 6¼ j. Similar statements apply to the inductances Lij and to the reciprocal capacitances Dij. The currents
Ii, i¼ 1, 2, . . . , n, are the unknown loop currents.
Note that ZL is included only in z11 so that z11 can be written as z11¼ z11AþZL, where z11A is the sum

of all the impedances around loop one except ZL. Solving for I1 using Cramer’s rule, we have

I1 ¼

V1 z12 � � � z1n
V2 z22 � � � z2n
..
. ..

. . .
. ..

.

Vn zn2 � � � znn

���������

���������
D

(24:34)

where D is the determinant of the loop impedance matrix. Thus, we can write

I1 ¼ V1D11 þ V2D21 þ � � � þ VnDn1

z11D11 þ z21D21 þ � � � þ zn1Dn1
(24:35)

or

I1 ¼
V1 þ V2

D21
D11

þ � � � þ Vn
Dn1
D11

z11 þ z21
D21
D11

þ � � � þ zn1
Dn1
D11

(24:36)

where Dij are cofactors of the loop impedance matrix. Then, forming the product of I1 and ZL, we have

I1ZL ¼
ZL V1 þ V2

D21
D11

þ � � � þ Vn
Dn1
D11

� �
ZL þ z11A þ z21

D21
D11

þ � � � þ zn1
Dn1
D11

(24:37)

If we take the limit of I1ZL as ZL approaches infinity, we obtain the ‘‘open circuit’’ voltage VTH. That is,

lim
ZL!1

I1ZL ¼ VTH ¼ V1 þ V2
D21

D11
þ � � � þ Vn

Dn1

D11

� �
(24:38)

and if we take the limit of I1 as ZL approaches zero, we obtain the ‘‘short circuit’’ current Isc:

lim
ZL!0

I1 ¼ Isc ¼ VTH

z11A þ z21
D21
D11

þ � � � þ zn1
Dn1
D11

(24:39)
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Finally, the quotient of VTH and Isc yields

VTH

Isc
¼ ZTH ¼ z11A þ z21

D21

D11
þ � � � þ zn1

Dn1

D11
(24:40)

If network N contains coupled inductors (but not coupled to ZL), then some elements of the loop
impedance matrix may be modified in value and sign. If network N contains dependent sources, then
auxiliary equations can be written to express the quantities on which the dependent sources depend in
terms of the independent excitations and=or the unknown loop currents. Thus, dependent sources may
modify the elements of the loop impedance matrix in value and sign, and they may modify the elements
of the excitation column matrix [Vi]. Nevertheless, we can obtain expressions similar to those obtained
previously for VTH and Isc. Of course, we must exclude from this illustration dependent sources that
depend on the voltage across ZL because they violate the assumption that ZL appears in only one loop
equation and are beyond the scope of this discussion.

24.2.7 p–T Conversion

The p–T conversion is employed for the simplification of circuits, especially in power systems analysis.
The ‘‘p’’ refers to a circuit having the topology shown in Figure 24.44. In this figure, the left-most
and right-most loop currents have been chosen to coincide with the port currents for convenience of
notation only.
A circuit having the topology shown in Figure 24.45 is referred to as a ‘‘T’’ or as a ‘‘Y.’’ We wish to

determine equations for Z1, Z2, and Z3 in terms of ZA, ZB, and ZC so that the p can be replaced by a T
without affecting any of the port variables. In other words, if an overall circuit contains a p subcircuit,

ZC

ZA ZB V2V1

I2

I3

I1

I1 I2

++

– –

FIGURE 24.44 p network shown with loop currents.

––

++
Z1 Z2

Z3 I2I1V1 V2

I1 I2

FIGURE 24.45 T network.
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we wish to replace the p subscript with a T subscript without disturbing any of the other voltages and
currents within the overall circuit. To determine what Z1, Z2, and Z3 should be, we first write loop
equations for the p network. The results are

V1 ¼ I1ZA � I3ZA (24:41)

V2 ¼ I2ZB þ I3ZB (24:42)

0 ¼ I3(ZA þ ZB þ ZC)� I1ZA þ I2ZB (24:43)

But the T circuit has only two loop equations given by

V1 ¼ I1(Z1 þ Z3)þ I2Z3 (24:44)

V2 ¼ I1Z3 þ I2(Z2 þ Z3) (24:45)

We must eliminate one of the loop equations for the p circuit, and so we solve for I3 in Equation 24.43
and substitute the result into Equations 24.41 and 24.42 to obtain

V1 ¼ I1
ZA(ZB þ ZC)
ZA þ ZB þ ZC

 �
þ I2

ZAZB

ZA þ ZB þ ZC

 �
(24:46)

V2 ¼ I1
ZAZB

ZA þ ZB þ ZC

 �
þ I2

ZB(ZA þ ZC)
ZA þ ZB þ ZC

 �
(24:47)

From a comparison of the coefficients of the currents in Equations 24.46 and 24.47 with those in
Equations 24.44 and 24.45, we obtain the following relationships.

24.2.7.1 Replacing p with T

Z1 ¼ ZAZC

SZ
; Z2 ¼ ZBZC

SZ
; Z3 ¼ ZAZB

SZ
(24:48)

where

SZ ¼ ZA þ ZB þ ZC

We can also replace a T network by a p network. To do this we need equations for ZA, ZB, and ZC in
terms of Z1, Z2, and Z3. The required equations can be obtained algebraically from Equation 24.48.

24.2.7.2 From T to p

ZA ¼ Z1 þ Z3 þ Z1Z3

Z2
; ZB ¼ Z2 þ Z3 þ Z2Z3

Z1
; ZC ¼ Z1 þ Z2 þ Z1Z2

Z3
(24:49)

24.2.8 Reciprocity

If an LLFT network contains only Rs, Ls, Cs, and transformers but contains no dependent sources, then
its loop impedance matrix is symmetrical with respect to the main diagonal. That is, if zij is an element of
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the loop impedance matrix (see Equation 24.17), occupying the position at row i and column j, then
zji¼ zij, where zji occupies the position at row j and column i. Such a network has the property of
reciprocity and is termed a reciprocal network.
Assume that a reciprocal network, depicted in Figure 24.46, has m loops and is in the zero state. It has

only one excitation—a voltage source in loop j. To solve for the loop current in loop k, we write the loop
equations:

z11 z12 � � � z1m
z21 z22 � � � z2m

..

. ..
. . .

. ..
.

zj1 zj2 � � � zjm
zk1 zk2 � � � zkm

..

. ..
. . .

. ..
.

zm1 zm2 � � � zmm

2
66666666666664

3
77777777777775

I2
I2

..

.

Ij
Ik

..

.

Im

2
66666666666664

3
77777777777775

¼

0

0

..

.

Vj

0

..

.

0

2
6666666666664

3
7777777777775

(24:50)

The column excitation matrix has only one nonzero entry. To determine Ik using Cramer’s rule, we
replace column k by the excitation column and then expand along this column. Only one nonzero term is
in the column, therefore, we obtain a single term for Ik:

Ik ¼ Vj
Djk

D
(24:51)

where
Djk is the cofactor
D is the determinant of the loop impedance matrix

Next, we replace the voltage source by a short circuit in loop j, cut the wire in loop k, and insert a voltage
source Vk. Figure 24.47 outlines the modifications to the circuit. Then, we solve for Ij obtaining

Ij Ik
+
–Vj

Reciprocal network

Initial conditions
are zero

FIGURE 24.46 Reciprocal network with m independent loops.

Ij Ik Vk

Reciprocal network

Initial conditions
are zero

+
–

FIGURE 24.47 Interchange of the ports of excitation in the network in Figure 24.46.
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Ij ¼ Vk
Dkj

D
(24:52)

Because the network is reciprocal, Djk¼Dkj so that

Ik
Vj

¼ Ij
Vk

(24:53)

Equation 24.53 is the statement of reciprocity for the network in Figures 24.46 and 24.47 with the
excitations shown.
Figure 24.48a is a reciprocal network with a current excitation applied to node j and a voltage response,

labeled Vk, taken between nodes k and m. We assume the network has n independent nodes plus the
ground node indicated and is not a grounded network (does not have a common connection between
the input and output ports shown). If we write node equations to solve for Vk in Figure 24.48a and use
Cramer’s rule, we have

Vk ¼ Ij
D0
jk � D0

jm

D0 (24:54)

where the primes indicate node-basis determinants. Then, we interchange the ports of excitation and
response as depicted in Figure 24.48b. If we solve for Vj in Figure 24.48b, we obtain

Vj ¼ Ik
D0
kj � D0

mj

D0 (24:55)

Because the corresponding determinants in Equations 24.54 and 24.55 are equal because of reciprocity,
we have

Vk

Ij
¼ Vj

Ik
(24:56)

Note that the excitations and responses are of the opposite type in Figures 24.46 and 24.48. The results
obtained in Equations 24.53 and 24.56 do not apply if the excitation and response are both voltages or
both currents because when the ports of excitation and response are interchanged, the impedance levels
of the network are changed [2].

j

Ij Vk

(a) m

k

–

+Reciprocal network

Initial conditions
are zero

IkVj

(b)

–

+ Reciprocal network

Initial conditions
are zero

FIGURE 24.48 (a) Reciprocal ungrounded network with a current source excitation. (b) Interchange of the ports of
excitation and response.
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24.2.9 Middlebrook’s Extra Element Theorem

Middlebrook’s extra element theorem is useful in developing tests for analog circuits and for predicting
the effects that parasitic elements may have on a circuit. This theorem has two versions: the parallel
version and the series version. Both versions present the results of connecting an extra network element
in the circuit as the product of the network function obtained without the extra element times a
correction factor. This is a particularly convenient form for the results because it shows exactly the
effects of the extra element on the network function.

Parallel version. Consider an arbitrary LLFT network having a transfer function A1(s). In the parallel
version of the theorem, an impedance is added between any two independent nodes of the network. The
modified transfer function is then obtained as A1(s) multiplied by a correction factor. Figure 24.49 is an
arbitrary network in which the quantities Ui and Uo represent a general input and a general output,
respectively, whether they are voltages or currents. The extra element is to be connected between
terminals 1 and 10 in Figure 24.49, and the port variables for this port are V2 and I2.

We can write

Uo ¼ A1Ui þ A2I2
V2 ¼ B1Ui þ B2I2

(24:57)

where

A1 ¼ Uo

Ui

����
I2¼0

A2 ¼ Uo

I2

����
Ui¼0

B1 ¼ V2

Ui

����
I2¼0

B2 ¼ V2

I2

����
Ui¼0

(24:58)

Note that A1 is assumed to be known.
The extra element Z to be added across ter-

minals 1 and 10 is depicted in Figure 24.50. It can
be described as Z¼V2=(�I2) which yields
I2¼V2=(�Z). Substituting this expression for I2
into Equation 24.57 results in

Uo ¼ A1Ui þ A2
�V2

Z

� �

V2 1þ B2

Z

� �
¼ B1Ui

(24:59)

After eliminating V2 and solving for Uo=Ui, we
obtain

Uo

Ui
¼ A1

1þ 1
Z

A1B2�A2B1
A1

� �
1þ B2

Z

2
4

3
5 (24:60)

Next, we provide physical interpretations for
the terms in Equation 24.60. Clearly, B2 is the

+

–

Ui Uo

I2

V2

1́

1
LLFT

network
N

FIGURE 24.49 An arbitrary LLFT network.

+

–

I2

V2Z

1́

1

FIGURE 24.50 Extra element Z.
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impedance seen looking into the network between terminals 1 and 10 with Ui¼ 0. Thus, rename B2¼Zd
where d stands for ‘‘dead network.’’
To find a physical interpretation of (A1B2�A2B1)=A1, examine the network in Figure 24.51. Here, two

excitations are applied to the network, namely Ui and I2. Simultaneously adjust both inputs so as to null
output Uo. Thus, with Uo¼ 0, we have from Equation 24.57,

Ui ¼ �A2

A1
I2 (24:61)

Substituting this result into the equation for V2 in Equation 24.57, we have

V2 ¼ B1
�A2

A1

� �
I2 þ B2I2 (24:62)

or

V2

I2

����
Uo¼0

¼ A1B2 � A2B1

A1

Because the quantity (A1B2�A2B1)=A1 is the ratio of V2 to I2 with the output nulled, we rename this
quantity as ZN. Then rewriting Equation 24.60 with Zd and ZN, we have

Uo

Ui
¼ A1

1þ ZN
Z

1þ Zd
Z

" #
(24:63)

Equation 24.63 demonstrates that the results of connecting the extra element Z into the circuit can be
expressed as the product of A1, which is the network function with Z set to infinity, times a correction
factor given in the brackets in Equation 24.63.

Example 24.15

Use the parallel version of Middlebrook’s extra element theorem to find the voltage transfer function of
the ideal op-amp circuit in Figure 24.52 when a capacitor C is connected between terminals 1 and 10 .

Ui
Uo

I2 V2

1

1́

+

–

LLFT
network

N

FIGURE 24.51 Network of Figure 24.49 with two excitations applied.
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Solution

With the capacitor not connected, the voltage transfer function is

Vo
Vi

����
Z¼1

¼ � R2
R1

¼ A1

Next, we determine Zd from the circuit illustrated in Figure 24.53a, where a model has been included for
the ideal op-amp, the excitation Vi has been properly removed, and a current excitation I2 has been
applied to the port formed by terminals 1 and 10 . Because no voltage flows across R1 in Figure 24.53a, no
current flows through it, and all the current I2 flows through R2. Thus, V2¼ I2R2, and Zd¼ R2. We next find
ZN from Figure 24.53b. We observe in this figure that the right end of R2 is zero volts above ground
because Vi and I2 have been adjusted so that Vo is zero. Furthermore, the left end of R2 is zero volts above
ground because of the virtual ground of the op-amp. Thus, zero is current flowing through R2, and so V2
is zero. Consequently, ZN¼ V2=I2¼ 0. Following the format of Equation 24.63, we have

Vo
Vi

¼ � R2
R1

1
1þ sCR2

� �

Note that for Vo to be zero in Figure 24.53b, Vi and I2 must be adjusted so that Vi=R1¼�I2, although this
information was not needed to work the example.

Series version. The series version of the theorem allows us to cut a loop of the network, add an impedance
Z in series, and obtain the modified network function as A1(s) multiplied by a correction factor. A1 is the

+ +
–

–

+

–
R1

R2

Vi
Vo

1́1 C

N

FIGURE 24.52 Ideal op-amp circuit for Example 24.15.

+

+ +

+

+

–

–
–
+

–

–

–

R1

R2 R2

R1

V2

Vo
Vi Vo = 0

V2

I2

I2

I2

I = 0 I = 0

1 1́1́1

+
–

(a) (b)

FIGURE 24.53 (a) Network for finding Zd. (b) Network used to determine ZN.
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network function when Z¼ 0. Figure 24.54 is an LLFT network with part of a loop illustrated explicitly.
The quantities Ui and Uo represent a general input and a general output, respectively, whether they be a
voltage or a current. Define

A1 ¼ Uo

Ui

����
V2¼0

A2 ¼ Uo

V2

����
Ui¼0

B1 ¼ I2
Ui

����
V2¼0

B2 ¼ I2
V2

����
Ui¼0

(24:64)

where V2 and I2 are depicted in Figure 24.54, and A1 is assumed to be known. Then using superposition,
we have

Uo ¼ A1Ui þ A2V2

I2 ¼ B1Ui þ B2V2
(24:65)

The impedance of the extra element Z can be described by Z¼V2=(�I2) so that V2¼�I2Z. Substituting
this relation for V2 into Equation 24.65 and eliminating I2, we have

Uo

Ui
¼ A1

1þ Z B2 � B1
A2
A1

� �
1þ B2Z

2
4

3
5 (24:66)

Again, as we did for the parallel version of the theorem, we look for physical interpretations of the
quantities in the square bracket in Equation 24.66. From Equation 24.65 we see that B2 is the admittance
looking into the port formed by cutting the loop in Figure 24.54 with Ui¼ 0. This is depicted in Figure
24.55a. Thus, B2 is the admittance looking into a dead network, and so let B2¼ 1=Zd.

To find a physical interpretation of the quantity (A1B2�A2B1)=A1, we examine Figure 24.55b in which
both inputs, V2 and Ui, are adjusted to null the output Uo. From Equation 24.65 with Uo¼ 0, we have

Ui ¼ �A2

A1
V2 (24:67)

Ui Uo

I2

V2

Z

+ –

LLFT
network

N

FIGURE 24.54 LLFT network used for the series version of Middlebrook’s extra element theorem.
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Then, eliminating Ui in Equation 24.65 we obtain

A1B2 � A2B1

A1
¼ I2

V2

����
Uo¼0

(24:68)

Because this quantity is the admittance looking into the port formed by terminals 1 and 10 in Figure
24.55b with Uo nulled, rename it as 1=ZN. Thus, from Equation 24.66 we can write

Uo

Ui
¼ A1

1þ Z
ZN

1þ Z
Zd

" #
(24:69)

Equation 24.69 is particularly convenient for determining the effects of adding an impedance Z into a
loop of a network.

Example 24.16

Use the series version of Middlebrook’s extra element theorem to determine the effects of inserting a
capacitor C in the location indicated in Figure 24.56.

Solution

The voltage transfer function for the network without the capacitor is found to be

A1 ¼ Vo
Vi

����
Z¼0

¼ �bRL

Rs þ (bþ 1)Re 1þ Rs
Rb

� �

(a) (b)

Ui Uo = 0Ui = 0

I2 

B2 V2

1

1́

+
–

LLFT
network

N

LLFT
network

N

FIGURE 24.55 (a) Looking into the network with Ui equal zero. (b) Ui and V2 are simultaneously adjusted to null
the output Uo.

Rs

Rb Re

RL VoIb

Vi

βIbC

+

+
– –

FIGURE 24.56 Network for Example 24.16.
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Next, we find Zd from Figure 24.57a. This yields

Zd ¼ V
I
¼ Rs þ Rb k (bþ 1)Re½ �

The impedance ZN is found from Figure 24.57b where the two input sources, Vi and V, are adjusted so
that Vo equals zero. If Vo equals zero, then bIb equals zero because no current flows through RL. Thus, Ib
equals zero, which implies that VRe, the voltage across Re as indicated in Figure 24.57b, is also zero. We
see that the null is propagating through the circuit. Continuing to analyze Figure 24.57b, we see that IRb
is zero so that we conclude that I is zero. Because ZN¼ V=I, we conclude that ZN is infinite. Using the
format given by Equation 24.69 with Z¼ 1=(sC), we obtain the result as

Vo
Vi

¼ A1
1

1þ 1=(sC)
Rsþ Rbk(bþ1)Re½ �

8<
:

9=
;

It is interesting to note that to null the output so that ZN could be found in Example 24.16, Vi is set to
V, although this fact is not needed in the analysis.

24.2.10 Substitution Theorem

Figure 24.58a is an LLFT network consisting of two subnetworks A and B, which are connected to
each other by two wires. If the voltage v(t) is known, the voltages and currents in subnetwork A
remain unchanged if a voltage source of value v(t) is substituted for subnetwork B as illustrated in
Figure 24.58b.

βIb

Ib

Ib

βIb

Rb

Rb

Re

Re

RL

RL

Rs

Rs

I

I

V

V

Vo

Vo = 0

VRe
IRbVi

(a)

(b)

–

–

–

–

–

–+

+

+

++

+

FIGURE 24.57 (a) Network used to obtain Zd. (b) Network that yields ZN.
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Example 24.17

Determine i1(t) in the circuit in Figure 24.59. The voltage v1(t) is known from a previous analysis.

Solution

Because v1(t) is known, the substitution theorem can be applied to obtain the circuit in Figure 24.60.
Analysis of this simplified circuit yields

i1 ¼ iin
R3

R2 þ R3
þ v1

1
R2 þ R3

If the current i(t) is known in Figure 24.58a, then the substitution in Figure 24.58c can be employed.

+
+

–
–
v(t)

i(t)

i(t)

v(t)

(a) (b)

(c)

A A

A

B

FIGURE 24.58 (a) An LLFT network consisting of two subnetworks A and B connected by two wires. (b) A voltage
source can be substituted for subnetwork B if v(t) is known in (a). (c) A current source can be substituted for B if i is a
known current.

R1 R3

R4
R2

iin(t)
i1(t)

vA(t)

v1(t)

C

+
–

+

–

FIGURE 24.59 Circuit for Example 24.17.

R1 R3

R2
iin(t)

i1(t)
v1(t)+

–

FIGURE 24.60 Circuit that results when the substitution theorem is applied to the circuit in Figure 24.59.
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24.3 Sinusoidal Steady-State Analysis and Phasor Transforms

24.3.1 Sinusoidal Steady-State Analysis

In this section, we develop techniques for analyzing LLFT networks in the sinusoidal steady state. These
techniques are important for analyzing and designing networks ranging from AC power generation
systems to electronic filters.

To put the development of sinusoidal steady-state analysis in its context, we list the following
definitions of responses of circuits:

1. Zero-input response is the response of a circuit to its initial conditions when the input excitations
are set to zero.

2. Zero-state response is the response of a circuit to a given input excitation or set of input excitations
when the initial conditions are all set to zero.
The sum of the zero-input response and the zero-state response yields the total response of the

system being analyzed. However, the total response can also be decomposed into the forced
response and the natural response if the input excitations are DC, real exponentials, sinusoids,
and=or sinusoids multiplied by real exponentials and if the exponent(s) in the input excitation
differs from the exponents appearing in the zero-input response. These excitations are very
common in engineering applications, and the decomposition of the response into forced and
natural components corresponds to the particular and complementary (homogeneous) solutions,
respectively, of the linear, constant coefficient, ordinary differential equations that characterize
LLFT networks in the time domain. Therefore, we define

3. Forced response is the portion of the total response that has the same exponents as the input
excitations.

4. Natural response is the portion of the total response that has the same exponents as the zero-input
response.
The sum of the forced and natural responses is the total response of the system.
For a strictly stable LLFT network, meaning that the poles of the system transfer function T(s)

are confined to the open LHP, the natural response must decay to zero eventually. The forced
response may or may not decay to zero depending on the excitation and the network to which it is
applied, and so it is convenient to define the terms steady-state response and transient response:

5. Transient response is the portion of the response that dies away or decays to zero with time.
6. Steady-state response is the portion of the response that does not decay with time.

The sum of the transient and steady-state responses is the total response, but a specific circuit with a
specific excitation may not have a transient response or it may not have a steady-state response. The
following example illustrates aspects of these six definitions.

Example 24.18

Find the total response of the network shown in Figure 24.61, and identify the zero-state, zero-input,
forced, natural, transient, and steady-state portions of the response.

Solution

Note that a nonzero initial condition is represented by Vc. Using superposition and the simple voltage
divider concept, we can write

Vo(s) ¼ V1
sþ 1

þ V2
s2 þ 1

 �
2

sþ 2
þ Vc

s
s

sþ 2

� �
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The partial fraction expansion for Vo(s) is

Vo(s) ¼ A
sþ 1

þ B
sþ 2

þ Csþ D
s2 þ 1

where

A ¼ 2V1

B ¼ �2V1 þ 0:4V2 þ Vc

C ¼ �0:4V2

D ¼ 0:8V2

Thus, for t� 0, vo(t) can be written as

vo(t) ¼ 2V1e
�t � 2V1e

�2t þ 0:4V2e
�2t þ Vce

�2t � 0:4V2 cos t þ 0:8V2 sin t

With the aid of the angle sum and difference formula

sin (a� b) ¼ sina cosb � cosa sinb

and the sketch in Figure 24.62, we can combine the last two terms in the expression for vo(t) to obtain

vo(t) ¼ 2V1e
�t � 2V1e

�2t þ 0:4V2e
�2t þ Vce

�2t þ 0:4
ffiffiffi
5

p
V2 sin (t þ u)

–

+

+
–
+

–vi = V1e–t + V2 sin t
Vc 1/2 F vo(t)

1Ω

FIGURE 24.61 Circuit for Example 24.18.

1

2

θ

5

FIGURE 24.62 Sketch for determining the phase angle u.
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where

u ¼ � tan�1 1
2

� �

The terms of vo(t) are characterized by our definitions as follows:

Zero-input response ¼ Vce
�2t

Zero-state response ¼ 2V1e
�t � 2V1e

�2t þ 0:4V2e
�2t þ 0:4

ffiffiffi
5

p
V2 sin (t þ u)

Natural response ¼ [�2V1 þ 0:4V2 þ Vc]e
�2t

Forced response ¼ 2V1e
�t þ 0:4

ffiffiffi
5

p
V2 sin (t þ u)

Transient response ¼ 2V1e
�t þ [�2V1 þ 0:4V2 þ Vc]e

�2t

Steady-state response ¼ 0:4
ffiffiffi
5

p
V2 sin (t þ u)

As can be observed by comparing the preceding terms above with the total response, part of the forced
response is the steady-state response, and the rest of the forced response is included in the transient
response in this example.
If the generator voltage in the previous example had been vi¼V1þV2 sin(t), then there would have

been two terms in the steady-state response—a DC term and a sinusoidal term. On the other hand, if the
transfer function from input to output had a pole at the origin and the excitation were purely sinusoidal,
there would also have been a DC term and a sinusoidal term in the steady-state response. The DC term
would have arisen from the pole at the origin in the transfer function, and therefore would also be classed
as a term in the natural response.
Oftentimes, it is desirable to obtain only the sinusoidal steady-state response, without having to solve

for other portions of the total response. The ability to solve for just the sinusoidal steady-state response is
the goal of sinusoidal steady-state analysis.
The sinusoidal steady-state response can be obtained based on analysis of the network using Laplace

transforms. Figure 24.63 illustrates an LLFT network that is excited by the voltage sine wave vi(t)¼V sin
(vt), where V is the peak amplitude of the sine wave and v is the frequency of the sine wave in
radians=second. Assume that the poles of the network transfer function Vo(s)=Vi(s)¼T(s) are confined to
the open LHP except possibly for a single pole at the origin. Then, the forced response of the network is

voss(t) ¼ V T( jv)j j sin (vt þ u) (24:70)

where the extra subscripts ‘‘ss’’ on vo(t) indicate sinusoidal steady state, and where

u ¼ tan�1 (T( jv)
5T( jv)

� �
(24:71)

vi(t) = V sin ωt
vo(t)+

+

–

–

T(s)

LLFT

FIGURE 24.63 LLFT network with transfer function T(s).
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The symbols ( and5 are read as ‘‘imaginary part of’’ and ‘‘real part of,’’ respectively. In other words, the
LLFT network modifies the sinusoidal input signal in only two ways at steady state. The network
multiplies the amplitude of the signal by jT(jv)j and shifts the phase by u. If the transfer function of
the network is known beforehand, then the sinusoidal steady-state portion of the total response can be
easily obtained by means of Equations 24.70 and 24.71.
To prove Equations 24.70 and 24.71, we assume that T(s)¼Vo(s)=Vi(s) in Figure 24.63 is real for s real

and that the poles of T(s) are confined to the open LHP except possibly for a single pole at the origin.
Without loss of generality, assume the order of the numerator of T(s) is at most one greater than the
order of the denominator. Then the transform of the output voltage is

Vo(s) ¼ Vi(s)T(s) ¼ Vv
s2 þ v2

T(s)

If Vo(s) is expanded into partial fractions, we have

Vo(s) ¼ A
s� jv

þ B
sþ jv

þ other terms due to the poles of T(s)

The residue A is

A ¼ [(s� jv)Vo(s)]s¼jv ¼ Vv
sþ jv

T(s)

 �
s¼jv

¼ V
2j
T( jv)

But

T( jv) ¼ T( jv)j je ju where u ¼ tan�1 (T( jv)
5T( jv)

Thus, we can write the residue A as

A ¼ V
2j

T( jv)j je ju

Also, B¼A* where ‘‘*’’ denotes ‘‘conjugate,’’ and so

B ¼ �V
2j
T(�jv) ¼ �V

2j
T(( jv)*)

¼ �V
2j
T*( jv) ¼ �V

2j
T( jv)j je�ju

In the equation for the residue B, we can write T(( jv)*)¼T*( jv) because of the assumption that T(s) is
real for s real (see property 1 in Section 24.1.1).
All other terms in the partial fraction of Vo(s) will yield, when inverse transformed, functions of time

that decay to zero except for a term arising from a pole at the origin of T(s). A pole at the origin yields,
when its partial fraction is inverse transformed, a DC term that is part of the steady-state solution in the
time domain. However, only the first two terms in Vo(s) will ultimately yield a sinusoidal function. We
can rewrite these two terms as

Voss(s) ¼ V
2j

T( jv)j j e ju

s� jv
� e�ju

sþ jv

 �
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The extra subscripts ‘‘ss’’ denote sinusoidal steady state. The time-domain equation for the sinusoidal
steady-state output voltage is

voss(t) ¼ V
2j

T( jv)j j e jue jvt � e�jue�jvt
	 


¼ V T( jv)j j sin (vt þ u)

where u is given by Equation 24.71. This completes the proof.

Example 24.19

Verify the expression for the sinusoidal steady-state response found in the previous example.

Solution

The transfer function for the network in Figure 24.61 is T(s)¼ 2=(sþ 2), and the frequency of the
sinusoidal portion of vi(t) is v¼ 1 rad=s. Thus,

T ( jv) ¼ 2
j þ 2

¼ 2ffiffiffiffiffiffiffiffiffiffiffi
4þ 1

p e ju

where

u ¼ tan�1 �2
4

� �
¼ �tan�1 1

2

� �

If the excitation in Figure 24.63 were vi(t)¼V sin (vtþF), then the sinusoidal steady-state response of
the network would be

voss(t) ¼ V T( jv)j j sin (vt þFþ u) (24:72)

where u is given by Equation 24.71. Similarly, if the excitation were vi(t)¼V[cos(vtþF)], then the
sinusoidal steady-state response would be expressed as

voss(t) ¼ V T( jv)j j cos (vt þFþ u) (24:73)

with u again given by Equation 24.71.

24.3.2 Phasor Transforms

In the sinusoidal steady-state analysis of stable LLFT networks, we find that both the inputs and outputs
are sine waves of the same frequency. The network only modifies the amplitudes and the phases of the
sinusoidal input signals; it does not change their nature. Thus, we need only keep track of the amplitudes
and phases, and we do this by using phasor transforms. Phasor transforms are closely linked to Euler’s
identity:

e�jvt ¼ cos (vt)� j sin (vt) (24:74)
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If, for example, vi(t)¼V sin(vtþF), then we can write vi(t) as

vi(t) ¼ ([Ve j(vtþF)] ¼ ([Ve jFe jvt] (24:75)

Similarly, if vi(t)¼V cos(vtþF), then we can write

vi(t) ¼ 5[Ve j(vtþF)] ¼ 5[Ve jFe jvt] (24:76)

If we confine our analysis to single-frequency sine waves, then we can drop the imaginary sign and the
term ejvt in Equation 24.75 to obtain the phasor transform. That is,

}[vi(t)] ¼ }[V sin (vt þF)] ¼ }{([Ve jFe jvt]} ¼ Ve jF (24:77)

The first and last terms in Equation 24.77 are read as ‘‘the phasor transform of vi(t) equals Ve
jF.’’ Note

that vi(t) is not equal to Ve
jF as can be seen from the fact that vi(t) is a function of time while VejF is not.

Phasor transforms will be denoted with bold letters that are underlined as in }[vi(t)]¼Vi.
If our analysis is confined to single-frequency cosine waves, we perform the phasor transform in the

following manner:

}[V cos (vt þF)] ¼ }{5[Ve jFe jvt]} ¼ Ve jF ¼ V (24:78)

In other words, to perform the phasor transform of a cosine function, we drop both the real sign and the
term ejvt. Both sines and cosines are sinusoidal functions, but when we transform them, they lose their
identities. Thus, before starting an analysis, we must decide whether to perform the analysis all in sines or
all in cosines. The two functions must not be mixed when using phasor transforms. Furthermore, we
cannot simultaneously employ the phasor transforms of sinusoids at two different frequencies. However,
if a linear network has two excitations which have different frequencies, we can use superposition in an
analysis for a voltage or current, and add the solutions in the time domain.
Three equivalent representations are used for a phasor V:

V ¼
Ve jF exponential form
V( cosFþ j sinF) rectangular form
VffF polar form

8<
: (24:79)

If phasors are to be multiplied or divided by a complex number, the exponential or polar forms are the
most convenient. If phasors are to be added or subtracted, the rectangular form is the most convenient.
The relationships among the equivalent representations are illustrated in Figure 24.64. In this figure, the

Image

Real

V sin Φ

V cos Φ
Φ

|V– |

V–

FIGURE 24.64 Relationships among phasor representations.

24-50 Fundamentals of Circuits and Filters



phasor V is denoted by a point in the complex plane. The magnitude of the phasor, jVj ¼V, is illustrated
by the length of the line drawn from the origin to the point. The phase of the phasor, F, is shown
measured counterclockwise from the horizontal axis. The real part of V is V cosF and the imaginary part
of V is V sin F.

Phasors can be developed in a way that parallels, to some extent, the usual development of Laplace
transforms. In the following theorems, we assume that the constants V1, V2, F1, and F2 are real.

THEOREM 24.1

For sinusoids of the same type (either sines or cosines) and of the same frequency v, }[V1 sin(vtþF1)þV2

sin(vtþF2)]¼V1} [sin(vtþF1)]þV2} [sin(vtþF2)]. A similar relation can be written for cosines.
This theorem demonstrates that the phasor transform is a linear transform.

THEOREM 24.2

If }[V1 sin(vtþF)]¼V1e
jF, then

}
d
dt

V1 sin (vt þF)

 �
¼ jvV1e

jF (24:80)

To prove Theorem 24.2, we can write

}
d
dt

V1((e
jFe jvt)

 �
¼ } V1( e jF d

dt
e jvt

� � �

¼ } V1(e
jFjve jvt

	 
 ¼ V1jve
jF

Note the interchange of the derivative and the imaginary sign in the proof of the theorem. Also, Theorem
24.2 can be generalized to

}
dn

dtn
V1 sin (vt þF)

 �
¼ ( jv)nV1e

jF (24:81)

These results are useful for finding the sinusoidal steady-state solutions of linear, constant-coefficient,
ordinary differential equations assuming the roots of the characteristic polynomials lie in the open LHP
with possibly one at the origin.

THEOREM 24.3

If } [V1 sin(vtþF)]¼V1e
jF, then

}

ð
V1 sin (vt þF)dt

 �
¼ 1

jv
V1e

jF (24:82)
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The proof of Theorem 24.3 is easily obtained by writing

}

ð
V1 sin (vt þF)dt

 �
¼ }

ð
( V1e

j(vtþF)
	 


dt

 �

¼ } (

ð
V1e

j(vtþF)dt

 �
¼ V1

jv
e jF

It should be noted that no constant of integration is employed because a constant is not a sinusoidal
function and is therefore not permitted when using phasors. A constant of integration arises in LLFTnetwork
analysis because of initial conditions, and we are interested only in the sinusoidal steady-state response and
not in a zero-input response. No limits are used with the integral either, because the (constant) lower
limit would also yield a constant, which would imply that we are not at sinusoidal steady state.
Theorem 24.3 is easily extended to the case of n integrals:

}

ð
. . .

ð
V1 sin (vt þF)(dt)n

 �
¼ V1

( jv)n
e jF (24:83)

This result is useful for finding the sinusoidal steady-state solution of integro-differential equations.

24.3.3 Inverse Phasor Transforms

To obtain time domain results, we must be able to inverse transform phasors. The inverse transform
operation is denoted by }

�1. This is an easy operation that consists of restoring the term ejvt, restoring
the imaginary sign (the real sign if cosines are used), and dropping the inverse transform sign. That is,

}�1[V1e
jF] ¼ ( V1e

jFe jvt
	 


¼ V1 sin (vt þF) (24:84)

The following example illustrates both the use of Theorem 24.2 and the inverse transform procedure.

Example 24.20

Determine the sinusoidal steady-state solution for the differential equation:

d2f (t)
dt2

þ 4
df (t)
dt

þ 3f (t) ¼ V sin (vt þF)

Solution

We note that the characteristic polynomial, D2þ 4Dþ 3, has all its roots in the open LHP. The next step is
to phasor transform each term of the equation to obtain

�v2F þ 4jvF þ 3F ¼ Ve jF

where F(jv)¼}[ f(t)]. Therefore, when we solve for F, we obtain

F ¼ Ve jF

(3� v2)þ j4v

¼ Ve jFe juffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(3� v2)2 þ 16v2

p
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where

u ¼ tan�1 �4v
3� v2

¼ tan�1 4v
v2 � 3

Thus,

F ¼ Vffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v4 þ 10v2 þ 9

p e j(fþu)

To obtain a time-domain function, we inverse transform F to obtain

}�1 F( jv)½ � ¼ f (t) ¼ Vffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v4 þ 10v2 þ 9

p sin (vt þFþ u)

In this example, we see that the sinusoidal steady-state solution consists of the sinusoidal forcing term,
V sin(vtþF), modified in amplitude and shifted in phase.

24.3.4 Phasors and Networks

Phasors are time-independent representations of sinusoids. Thus, we can define impedances in the
phasor transform domain and obtain Ohm’s law-like expressions relating currents through network
elements with the voltages across those elements. In addition, the impedance concept allows us to
combine dissimilar elements, such as resistors with inductors, in the transform domain.
The time-domain expressions relating the voltages and currents for Rs, Ls, and Cs, repeated here for

convenience, are

vR(t) ¼ iR(t)R, vL(t) ¼ LdiL
dt

, vC(t) ¼ 1
C

ð
iCdt

Note that initial conditions are set to zero. Then, performing the phasor transform of the time-domain
variables, we have

ZR ¼ R, ZL ¼ jvL, ZC ¼ 1
jvC

We can also write the admittances of these elements as YR¼ 1=ZR, YL¼ 1=ZL, and YC¼ 1=ZC. Then, we
can extend the impedance and admittance concepts for two-terminal elements to multiport networks in
the same manner as was done in the development of Laplace transform techniques for network analysis.
For example, the transfer function of the circuit shown in Figure 24.65 can be written as

Vo( jv)

V i( jv)
¼ G21( jv)

where the jv indicates that the analysis is being performed at sinusoidal steady state [1]. It is also
assumed that no other excitations exist in N in Figure 24.65. With impedances and transfer functions
defined, then all the theorems developed for Laplace transform analysis, including source transform-
ations, have a phasor transform counterpart.
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Example 24.21

Use phasor analysis to find the transfer function G21( jv) and voss(t) for the circuit in Figure 24.66.

Solution

The phasor transform of the output voltage can be obtained easily by means of the simple voltage
divider. Thus,

Vo ¼ V i
jvLþ R2

jvLþ R2 þ R1
1þjvCR1

To obtain G21(jv), we form Vo=Vi, which yields

Vo

V i
¼ G21( jv) ¼ (R2 þ jvL)(1þ jvCR1)

(R2 þ jvL)(1þ jvCR1)þ R1

Expressing the numerator and denominator of G21 in exponential form produces

G21 ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(R2 � v2LCR1)

2 þ (vLþ vCR1R2)
2

p
e jaffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

(R1 þ R2 � v2LCR1)
2 þ (vLþ vCR1R2)

2
p

e jb

where

a ¼ tan�1 (vLþ vCR1R2)
R2 � v2LCR1

b ¼ tan�1 (vLþ vCR1R2)
R1 þ R2 � v2LCR1

vi(t) = V sin ωt vo (t)

1

1΄

2

2΄

+
+

–
–

N

LLFT

FIGURE 24.65 LLFT network excited by a sinusoidal voltage source.

vi(t) = V cos ωt

R1

R2

vo (t)
C

L

+

–

+
–

FIGURE 24.66 Circuit for Example 24.21.
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Thus,

G21( jv) ¼ Me ju

where

M ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

(R2 � v2LCR1)
2 þ (vLþ vCR1R2)

2

(R1 þ R2 � v2LCR1)
2 þ (vLþ vCR1R2)

2

s

and

u ¼ a� b

The phasor transform of vi(t) is

V i ¼ }[V5e jvt] ¼ Ve ju ¼ V

and, therefore, the time-domain expression for the sinusoidal steady-state output voltage is

voss(t) ¼ VM cos (vt þ u)

Driving point impedances and admittances as well as transfer functions are not phasors because they do
not represent sinusoidal waveforms. However, an impedance or transfer function is a complex number at
a particular real frequency, and the product of a complex number times a phasor is a new phasor.
The product of two arbitrary phasors is not ordinarily defined because sin2(vt) or cos2(vt) are not

sinusoidal and have no phasor transforms. However, as we will see later, power relations for AC circuits
can be expressed in efficient ways as functions of products of phasors. Because such products have
physical interpretations, we permit them in the context of power calculations.
Division of one phasor by another is permitted only if the two phasors are related by a driving point or

transfer network function such as Vo=Vi¼G21(jv).

24.3.5 Phase Lead and Phase Lag

The terms ‘‘phase lead’’ and ‘‘phase lag’’ are used to describe the phase shift between two or more
sinusoids of the same frequency. This phase shift can be expressed as an angle in degrees or radians, or it
can be expressed in time as seconds. For example, suppose we have three sinusoids given by

v1(t) ¼ V1 sin (vt), v2(t) ¼ V2 sin (vt þF), v3 ¼ V3 sin (vt �F)

where V1, V2, V3, and F are all positive. Then, we say that v2 leads v1 and that v3 lags v1. To see this more
clearly, we rewrite v2 and v3 as

v2 ¼ V2 sin [v(t þ t0)] v3 ¼ V3 sin [v(t � t0)]

where the constant t0¼F=v. Figure 24.67 plots the three sinusoids sketched on the same axis, and from
this graph we see that the zero crossings of v2(t) occur t0 seconds before the zero crossing of v1(t). Thus,
v2(t) leads v1(t) by t0 seconds. Similarly, we see that the zero crossings of v3(t) occur t0 seconds after the
zero crossings of v1(t). Thus, v3(t) lags v1(t). We can also say that v3(t) lags v2(t). When comparing the
phases of sine waves with V sin(vt), the key thing to look for in the arguments of the sines are the signs of
the angles following vt. A positive sign means lead and a negative sign means lag. If two sines or two
cosines have the same phase angle, then they are called ‘‘in phase.’’
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If we have i1(t)¼ I1 [cos(vt�p=4)] and i2(t)¼ I2 [cos(vt�p=3)], then i2 lags i1 by p=12 rad or 158
because even though the phases of both cosines are negative, the phase of i1(t) is less negative than the
phase of i2(t). We can also say that i1 leads i2 by 158.

Example 24.22

Suppose we have five signals with equal peak amplitudes and equal frequencies but with differing
phases. The signals are: i1¼ I[sin (vt)], i2¼ I [cos(vt)], i3¼ I[cos(vtþ u)], i4¼�I[sin(vtþc)], and
i5¼�I[cos(vt�F)]. Assume I, u, c, and F are positive.

1. How much do the signals i2 through i5 lead i1?
2. How much do the signals i1 and i3 through i5 lead i2?

Solution

For part (1), we express i2 through i5 as sines with lead angles. That is,

i2 ¼ I cos (vt) ¼ I sin vt þ p

2

� �

i3 ¼ I cos (vt þ u) ¼ I sin vt þ uþ p

2

� �

i4 ¼ �I sin (vt þ c) ¼ I sin (vt þ c� p)

i5 ¼ �I cos (vt �F) ¼ I cos (vt �F� p)

¼ I sin vt �F� pþ p

2

� �

Thus, i2 leads i1 by p=2 rad, and i3 leads i1 by uþp=2. For i4, we can take the plus sign in the argument of
the sign to obtain cþp, or we can take the minus sign to obtain c�p. The current i5 leads i1 by
(3p=2�F) or by (�p=2�F). An angle of �2p can be added to the argument without affecting lead or
lag relationships.
For part (2), we express i1 and i3 through i5 as cosines with lead angles yielding

i1 ¼ I sin (vt) ¼ I cos vt � p

2

� �

i3 ¼ I cos (vt þ u)

i4 ¼ �I sin (vt þ c) ¼ I sin (vt þ c� p)

¼ I cos vt þ c� p� p

2

� �

i5 ¼ �I cos (vt �F) ¼ I cos (vt �F� p)

Volts

v2 v1 v3

to–to
t

Secondsω
π

ω
2π

+ to)ω
π (

– to)ω
π (

FIGURE 24.67 Three sinusoids sketched on a time axis.
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We conclude that i1 leads i2 by (�p=2) rad. (We could also say that i1 lags i2 by (p=2) rad.) Also, i3 leads i2
by u. The current i4 leads i2 by (cþp=2) where we have chosen the plus sign in the argument of the
cosine. Finally, i5 leads i2 by (p�F), where we have chosen the plus sign in the argument.

In the previous example, we have made use of the identities:

cos (a) ¼ sin aþ p

2

� �
; �sin (a) ¼ sin (a� p)

�cos (a) ¼ cos (a� p); sin (a) ¼ cos a� p

2

� �

The concepts of phase lead and phase lag are clearly illustrated by means of phasor diagrams, which are
described in Section 23.4.6.

24.3.6 Phasor Diagrams

Phasors are complex numbers that represent sinusoids, so phasors can be depicted graphically on a
complex plane. Such graphical illustrations are called phasor diagrams. Phasor diagrams are valuable
because they present a clear picture of the relationships among the currents and voltages in a network.
Furthermore, addition and subtraction of phasors can be performed graphically on a phasor diagram.
The construction of phasor diagrams is demonstrated in the next example.

Example 24.23

For the network in Figure 24.68a, find I1, VR1, and VC. For Figure 24.68b, find I2, VR2, and VL. Construct
phasor diagrams that illustrate the relations of the currents to the voltage excitation and the other
voltages of the networks.

Solution

For Figure 24.68a, we have

}[v(t)] ¼ Vff0� and }[i1(t)] ¼ I1 ¼
V

R1 þ 1
jvC

Rewriting I1, we have

I1 ¼
VjvC

1þ jvCR1
¼ VjvC

1þ jvCR1

1� jvCR1

1� jvCR1

 �
¼ V

v2C2R1 þ jvC
v2C2R2

1 þ 1

 �
¼ VvCffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

v2C2R2
1 þ 1

p e ju1

i1(t) i2(t) vR2vR1

vC vL

R1 R2

C
L+

++

++

+

––

–

–

–

–

v =
V sin ωt

v =
V sinω t

(a) (b)

FIGURE 24.68 (a) An RC network. (b) An RL network.
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where

u1 ¼ tan�1 vC
v2C2R1

¼ tan�1 1
vCR1

Note that we have multiplied the numerator and denominator of I1 by the conjugate of the denominator.
The resulting denominator of I1 is purely real, and so we need only consider the terms in the numerator
of I1 to obtain an expression for the phase. Thus, the resulting expression for the phase contains only one
term which has the form:

u1 ¼ tan�1 ((numerator)
5(numerator)

We could have obtained the same results without application of this artifice. In this case, we would have
obtained

u1 ¼ p

2
� tan�1 vCR1

For vCR1� 0, it is easy to show that the two expressions for u1 are equivalent.
Because the same current flows through both network elements, we have

VR1 ¼ VvCR1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2C2R2

1 þ 1
p e ju1

and

VC ¼ I1
1

jvC

� �
¼ �jVffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

v2C2R2
1 þ 1

p e ju1 ¼ Vffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2C2R2

1 þ 1
p e jc

where

c ¼ �p

2
þ u1 ¼ � tan�1 vCR1

For I2 in Figure 24.68b, we obtain

I2 ¼ Vff0�
R2 þ jvL

¼ Vffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2
2 þ w2L2

p e ju2

where u2 is given by

u2 ¼ �tan�1 vL
R2

The phasor current I2 flows through both R2 and L. So we have

VR2 ¼ I2R2
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and

VL ¼ jvLI2 ¼ VvLffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2L2 þ R2

2

p e jF

where

F ¼ p

2
þ u2

To construct the phasor diagram in Figure 24.69a for the RC network in Figure 24.68a, we first draw a
vector corresponding to the phasor transform V¼ Vff08 of the excitation. Because the phase of this
phasor is zero, it is represented as a vector along the positive real axis. The length of this vector is jVj.
Then we construct the vector representing I1¼ jI1j eju1. Again, the length of the vector is jI1j, and it is
drawn at the angle u1. The vector representing VR1 lies along I1 because the voltage across a resistor is
always in phase or 1808 out of phase with the current flowing through the resistor. The vector
representing the current leads VC by exactly 908. It should be noted from the phasor diagram that VR1

and VC add to produce V as required by Kirchhoff’s law.
Figure 24.69b presents the phasor diagram for the RL network in Figure 24.68b. For this network, I2

lags VL by exactly 908. Also, the vector sum of the voltages VL and VR2 must be the excitation voltage V as
indicated by the dotted lines in Figure 24.69b.
If the excitation V sin(vt) had been V sin(vtþF) in Figure 24.68 in the previous example, then the

vectors in the phasor diagrams in Figure 24.69 would have just been rotated around the origin by F.
Thus, for example, I1 in Figure 24.69a would have an angle equal to u1þF. The lengths of the vectors
and the relative phase shifts between the vectors would remain the same.
If R1 in Figure 24.68a is decreased, then from the expression for u1¼ tan�1 (1=(vCR1)), we see that the

phase of I1 is increased. As R1 is reduced further, u1 approaches 908, and the circuit becomes more nearly
like a pure capacitor. However, as long as I1 leads V, we label the circuit as capacitive.

As R2 in Figure 24.68b is decreased, then u2 in Figure 24.69b decreases (becomes more negative) and
approaches �908. Nevertheless, as long as I2 lags V, we refer to the circuit as inductive.

If both inductors and capacitors are in a circuit, then it is possible for the circuit to appear
capacitive at some frequencies and inductive at others. An example of such a circuit is provided in
Section 24.3.7.

(a) (b)

Image Image

Real Real

I2

θ1 V

I1

θ2

VR1

VR2

VL

VC

V

FIGURE 24.69 (a) Phasor diagram for the voltages and currents in Figure 24.68a. (b) Phasor diagram for Figure
24.68b.
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24.3.7 Resonance

Resonant networks come in two basic types: the parallel resonant network and the series resonant
(sometimes called antiresonant) network. More complicated networks may contain a variety of both
types of resonant circuits. To see what happens at resonance, we examine a parallel resonant network at
sinusoidal steady state [1]. Figure 24.70 is a network consisting of a capacitor and inductor connected in
parallel, often called a tank circuit or tank, and an additional resistor R1 connected in parallel with the
tank. The phasor transforms of the excitation and the currents through the elements in Figure 24.70 are

�V ¼ Vff0�; IR1 ¼ V
R1

; IC ¼ jvCV ; IL ¼ V
jvL

(24:85)

where V is the peak value of the excitation. The transform of the current supplied by the source is

I1 ¼ I1ffu1 ¼ IR1 þ IC þ IL ¼ V
1
R1

þ jvC 1� 1
v2LC

� � �
(24:86)

The peak value of the current i1(t) at steady state is

I1 ¼ V

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
R1

� �2

þv2C2 1� 1
v2LC

� �2
s

(24:87)

It is not difficult to determine that the minimum value of I1 occurs at

v ¼ 1ffiffiffiffiffiffi
LC

p (24:88)

which is the condition for resonance, and I1min is given by

I1min ¼ V
R1

(24:89)

This result is somewhat surprising since it means that at resonance, the source in Figure 24.70 delivers no
current to the tank at steady state. However, this result does not mean that the currents through the
capacitor and inductor are zero. In fact, for v2¼ 1=(LC) we have

IC ¼ jV

ffiffiffiffi
C
L

r
and IL ¼ �jV

ffiffiffiffi
C
L

r

v(t) = V sin ωt

i1(t)

iR1 iC iL

LCR1+
–

FIGURE 24.70 Parallel resonant circuit.
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That is, the current through the inductor is 1808 out of phase with the current through the capacitor, and,
because their magnitudes are equal, their sum is zero. Thus, at steady state and at the frequency given by
Equation 24.88, the tank circuit looks like an open circuit to the voltage source. Yet, a circulating current
occurs in the tank, labeled IT in Figure 24.71, which can be quite large depending on the values of C and
L. That is, at resonance,

IT ¼ jV

ffiffiffiffi
C
L

r
¼ IC ¼ �IL (24:90)

Therefore, energy is being transferred back and forth between the inductor and the capacitor. If the
inductor and capacitor are ideal, the energy transferred would never decrease. In practice, parasitic
resistances, especially in a physical inductor, would eventually dissipate this energy. Of course, parasitic
resistances can be modeled as additional elements in the network.
Another interesting aspect of the network in Figure 24.70 is that, at low frequencies (v2< 1=(LC)),

I1 lags V, and so the network appears inductive to the voltage source. At high frequencies (v2> 1=(LC)), I1
leads V, and the network looks capacitive to the voltage source. At resonance, the network appears as
only a resistor R1 to the source. Figure 24.72 depicts phasor diagrams of V and I1 at low frequency, at
resonance, and at high frequency.
Figure 24.73 is the second basic type of resonant circuit—a series resonant circuit which is excited by a

sinusoidal current source with phasor transform I¼ Iff08. This circuit is dual to the circuit in Figure
24.70. The voltages across the network elements can be expressed as

VR ¼ IR; VC ¼ �j
1
vC

� �
I; VL ¼ jvLI (24:91)

R1 C L+
–

IC ILIT
V

0
VI1 = R1

FIGURE 24.71 Circuit of Figure 24.70 at resonance. No current is supplied to the tank by the source, but a
circulating current occurs in the tank.

Image Image Image

RealReal Real

(a) (b) (c)

I1

I1

I1

V V V
ω2 < 1

LC
ω2 = 1

LC

ω2 > 1
LC

FIGURE 24.72 Phasor diagrams for the circuit in Figure 24.70. (a) v2< 1=LC. (b) Diagram at resonance. (c)
v2> 1=(LC).
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Then, the voltage V is

V ¼ I Rþ j vL� 1
vC

� � �
(24:92)

The peak value of V is

V ¼ I

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2 þ vL� 1

vC

� �2
s

(24:93)

where I is the peak value of I. The minimum value of V is

Vmin ¼ IR (24:94)

and this occurs at the frequency v ¼ 1=
ffiffiffiffiffiffiffiffiffi
(LC)

p
, which is the same resonance condition as for the circuit

in Figure 24.70.
Equation 24.94 demonstrates that at resonance, the voltage across the LC subcircuit in Figure 24.73 is

zero. However, the individual voltages across L and across C are not zero and can be quite large in
magnitude depending on the values of the capacitor and inductor. These voltages are given by

VC ¼ �jI

ffiffiffiffi
L
C

r
and VL ¼ jI

ffiffiffiffi
L
C

r
(24:95)

and therefore the voltage across the capacitor is exactly 1808 out of phase with the voltage across the
inductor.
At frequencies below resonance, V lags I in Figure 24.73, and therefore the circuit looks capacitive to

the source. Above resonance, V leads I, and the circuit looks inductive to the source. If the frequency of
the source is v ¼ 1=

ffiffiffiffiffiffiffiffiffi
(LC)

p
the circuit looks like a resistor of value R to the source.

24.3.8 Power in AC Circuits

If a sinusoidal voltage v(t)¼V sin(vtþ uV) is applied to an LLFT network that possibly contains other
sinusoidal sources having the same frequency v, then a sinusoidal current i(t)¼ I sin(vtþ uI) flows at
steady state as depicted in Figure 24.74. The instantaneous power delivered to the circuit by the voltage
source is

p(t) ¼ v(t)i(t) ¼ VI sin (vt þ uV) sin (vt þ uI) (24:96)

+

+

+

–

–

+

– –

R

C

L

VI

VR

VC

VL

FIGURE 24.73 Series resonant circuit.
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where the units of p(t) are watts (W). With the aid of the trigonometric identity

sina sinb ¼ 1
2
cos (a� b)� cos (aþ b)½ �

we rewrite Equation 24.96 as

p(t) ¼ 1
2
VI cos (uv � uI)� cos (2vt þ uV þ uI)½ � (24:97)

The instantaneous power delivered to the network in Figure 24.74 has a component that is constant and
another component that has a frequency twice that of the excitation. At different instances of time, p(t)
can be positive or negative, meaning that the voltage source is delivering power to the network or
receiving power from the network, respectively.
In AC circuits, however, it is usually the average power P that is of more interest than the instantan-

eous power p(t) because average power generates the heat or performs the work.
The average over a period of a periodic function f(t) with period T is

[f (t)]avg ¼ F ¼ 1
T

ðT

0

f (t)dt (24:98)

The period of p(t) in Equation 24.97 is T¼p=v, and so

[p(t)]avg ¼ P ¼ v

p

ðpv
0

p(t)dt ¼ 1
2
VI cos (uV � uI) (24:99)

The cosine term in Equation 24.99 plays an important role in power calculations and so is designated as
the power factor (PF). Thus,

Power factor ¼ PF ¼ cos (uV � uI) (24:100)

If juV� uIj ¼p=2, then PF¼ 0, and the average power delivered to the network in Figure 24.74 is zero;
but if PF¼ 1, then P delivered to the network by the source is VI=2. If 0< juV� uIj<p=2, then P is
positive, and the source is delivering average power to the network. However, the network delivers
average power to the source when P is negative, and this occurs if p=2< juV� uIj< 3p=2.

v = V sin(ωt + θv)

i = I sin(ωt + θI)

+
–

LLFT
network

FIGURE 24.74 LLFT network that may contain other sinusoidal sources at the same frequency as the external
generator.
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If the current leads the voltage in Figure 24.74, the convention is to consider PF as leading, and if
current lags the voltage, the PF is regarded as lagging. However, it is not possible from PF alone to
determine whether a current leads or lags voltage.

Example 24.24

Determine the average power delivered to the network shown in Figure 24.68a.

Solution

The phasor transform of the applied voltage is V¼ V=08, and we determined in Example 24.24 that the
current supplied was

I1 ¼ VvCe ju1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
v2C2R21 þ 1

p , u1 ¼ tan�1 1
vCR1

The power factor is

PF ¼ cos (0� u1) ¼ cos (u1)

which, with the aid of the triangle in Figure 24.75, can be rewritten as

PF ¼ vCR1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(vCR1)

2 þ 1
p

Thus, the average power delivered to the circuit is

P ¼ 1
2

V2vCffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(vCR1)

2 þ 1
p vCR1ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

(vCR1)
2 þ 1

p
" #

¼ V2v2C2R1
2(v2C2R21 þ 1)

¼ I21R1
2

We note that if R1 were zero in the previous example, then P¼ 0 because the circuit would be purely
capacitive, and PF would be zero.

If no sources are in the network in Figure 24.74, then the network terminal variables are related by

V ¼ IZ( jv) (24:101)

where Z(jv) is the input impedance of the network. Because Z is, general and complex, we can write it as

Z( jv) ¼ R(v)þ jX(v) ¼ Zj je juZ (24:102)

where

R(v) ¼ 5Z( jv); X(v) ¼ (Z( jv) and

uZ ¼ tan�1 X(v)
R(v)

� � (24:103)

θ1

ωCR1

1
(ω CR1)2+1

FIGURE 24.75 Triangle for determining PF.
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In Equation 24.103, the (real) function X(v) is termed the reactance. Employing the polar form of the
phasors, we can rewrite Equation 24.101 as

VffuV ¼ IffuI Zj jffuZ ¼ I Zj jff(uI þ uZ) (24:104)

Equating magnitudes and angles, we obtain

V ¼ I Zj j and uV ¼ uI þ uZ (24:105)

Thus, we can express P delivered to the network as

P ¼ 1
2
VI cos (uV � uI) ¼ 1

2
I2 Zj j cos uZ (24:106)

But jZj cos(uZ)¼R(v) so that

P ¼ 1
2
I2R(v) (24:107)

Equation 24.107 indicates that the real part of the impedance absorbs the power. The imaginary part of
the impedance, X(v), does not absorb average power. Example 24.24 in this section provides an
illustration of Equation 24.107.
An expression for average power in terms of the input admittance Y(jv)¼ 1=Z(jv) can also be

obtained. Again, if no sources are within the network, then the terminal variables in Figure 24.74 are
related by

I ¼ VY( jv) (24:108)

The admittance Y( jv) can be written as

Y( jv) ¼ Y( jv)j je juY ¼ G(v)þ jB(v) (24:109)

where G(v) is conductance and B(v) is susceptance, and where

G(v) ¼ 5Y( jv); B(v) ¼ (Y( jv) and uY ¼ tan�1 B(v)
G(v)

 �
(24:110)

Then, average power delivered to the network can be expressed as

P ¼ 1
2
V2 Yj j cos uY ¼ 1

2
V2G(v) (24:111)

If the network contains sinusoidal sources, then Equation 24.99 should be employed to obtain P instead
of Equation 24.107 or 24.111.
Consider a resistor R with a voltage v(t)¼V sin(vt) across it and therefore a current i(t)¼ I sin(vt)¼

v(t)=R through it. The instantaneous power dissipated by the resistor is

p(t) ¼ v(t)i(t) ¼ v2(t)
R

¼ i2(t)R (24:112)
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The average power dissipated in R is

P ¼ 1
T

ðT

0

i2(t)Rdt ¼ I2effR (24:113)

where we have introduced the new constant Ieff. From Equation 24.113, we can express Ieff as

Ieff ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
T

ðT
0
i2(t)dt

s
(24:114)

This expression for Ieff can be read as ‘‘the square root of the mean (average) of the square of i(t)’’ or,
more simply, as ‘‘the root mean square value of i(t),’’ or, even more succinctly, as ‘‘the RMS value of i(t).’’
Another designation for this constant is Irms. Equation 24.114 can be extended to any periodic voltage or
current.
The RMS value of a pure sine wave such as i(t)¼ I sin(vtþ u1) or v(t)¼V sin(vtþ uv) is

Irms ¼ Iffiffiffi
2

p or Vrms ¼ Vffiffiffi
2

p (24:115)

where I and V are the peak values of the sine waves. Normally, the voltages and currents listed on the
nameplates of power equipment and household appliances are given in terms of RMS values instead of
peak values. For example, a 120 V, 100 W lightbulb is expected to dissipate 100 W when a voltage 120
(

ffiffiffi
2

p
)[sin(vt)] is impressed across it. The peak value of this voltage is 170 V.

If we employ RMS values, Equation 24.99 can be rewritten as

P ¼ VrmsIrmsPF (24:116)

Equation 24.116 emphasizes the fact that the concept of RMS values of voltages and currents was
developed in order to simplify the calculation of average power.
Because PF¼ cos(uv� u1), we can rewrite Equation 24.116 as

P ¼ VrmsIrms cos (uV � uI) ¼ 5[Vrmse
juV Irmse

�juI ]

¼ 5 V I*½ � (24:117)

where I* is the conjugate of I. If P¼5[V I*], the question arises as to what the imaginary part of V I*
represents. This question leads naturally to the concept of complex power, denoted by the bold letter S,
which has the units of volt-amperes (VA). If P represents real power, then we can write

S ¼ P þ jQ (24:118)

where

S ¼ V I* (24:119)

and where

Q ¼ ( V I*½ � ¼ VrmsIrms sin (uV � uI) (24:120)
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Thus, Q represents imaginary or reactive power. The units of Q are VARs, which stands for volt-amperes
reactive. Reactive power is not available for conversion into useful work. It is needed to establish and
maintain the electric and magnetic fields associated with capacitors and inductors [4]. It is an overhead
required for delivering P to loads, such as electric motors, that have a reactive part in their input
impedances.
The components of complex power can be represented on a power triangle. Figure 24.76 is a power

triangle for a capacitive circuit. Real and imaginary power are added as shown to yield the complex power
S. Note that (uv� u1) and Q are both negative for capacitive circuits. The following example illustrates the
construction of a power triangle for an RL circuit.

Example 24.25

Determine the components of power delivered to the RL circuit in Figure 24.77. Provide a phasor
diagram for the current and the voltages, construct a power triangle for the circuit, and show how the
power diagram is related to the impedances of the circuit.

Solution

We have

V ¼ Ve ju and I ¼ Ve juIffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2 þ (vL)2

p

where

uI ¼ � tan�1 vL
R

(θV – θI)

P

S
Q

FIGURE 24.76 Power triangle for a capacitive circuit.

v = V sin ωt

R

L vL

vR

i

+

+

+

–

–

–

FIGURE 24.77 Network for Example 24.25.
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Because uv¼ 0, PF is

PF ¼ cos (uV � uI) ¼ Rffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2 þ (vL)2

p

and is lagging. The voltages across R and L are given by

VR ¼ IR ¼ VRe juIffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2 þ (vL)2

p
VL ¼ jvLI ¼ VvLffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

R2 þ (vL)2
p e j p

2þuIð Þ

and Z is

Z ¼ Rþ jvL ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2 þ (vL)2

p
e�juI

The real and imaginary components of the complex power are simply calculated as

P ¼ I2rmsR(v) ¼
V2
rmsR

R2 þ (vL)2

Q ¼ V2
rmsvL

R2 þ (vL)2

Figure 24.78 presents the phasor diagram for this circuit in which we have taken the reference phasor as
I and therefore have shown V leading I by (uv� u1). Also, we have moved VL parallel to itself to form a
triangle. These operations cause the phasor diagram to be similar to the power triangle. Figure 24.79a
shows a representation for the impedance in Figure 24.77. If each side of the triangle in Figure 24.79a is
multiplied by Irms, then we obtain voltage triangle in Figure 24.79b. Next, we multiply the sides of the
voltage triangle by Irms again to obtain the power triangle in Figure 24.79c. The horizontal side is the
average power P, the vertical side is Q, and the hypotenuse has a length that represents the magnitude
of the complex power S. All three triangles in Figure 24.79 are similar. The angles between sides are
preserved.

If P remains constant in Figure 24.76, but the magnitude of the angle becomes larger so that the
magnitude of Q increases, then [S] increases. If the magnitude of the voltage is fixed, then the magnitude
of the current supplied must increase. But then, either power would be lost in the form of heat in the
wires supplying the load or larger diameter, more expensive wires, would be needed. For this reason,

(θV – θI)

VR

VL

V

I

FIGURE 24.78 Phasor diagram for Example 24.25.
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power companies that supply power to large manufacturing firms that have many large motors impose
unfavorable rates. However, the manufacturing firm can improve its rates if it improves its power factor.
The following example illustrates how improving (correcting) PF is done.

Example 24.26

Determine the value of the capacitor to be connected in parallel with the RL circuit in Figure 24.80 to
improve the PF of the overall circuit to one. The excitation is a voltage source having an amplitude of
120 V RMS and frequency 2p(60 Hz)¼ 377 rad=s. What are the RMS values of the current supplied by the
source at steady state before and after the capacitor is connected?

Solution

The current through the RL branch in Figure 24.80 is

IRL ¼ Ve juffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2 þ (vL)2

p ; u ¼ �tan�1 vL
R

and the current through the capacitor is

IC ¼ jvCV ¼ VvCe j(p=2)

IrmsωL = VL

Irms R = VR I2
rms R = P

I2
rmsωL = Q

I2
rms |Z| = |S|Irms |Z| = V

(θV – θI)

(θV – θI)
ωL = XL

(θV – θI)

R(a)

(b) (c)

|Z| =   R2 + (ωL)2

FIGURE 24.79 (a) Impedance triangle for circuit in Example 24.25. (b) Corresponding voltage triangle. (c) Power
triangle.

–
+

2 ΩR

L

CV = V   0°

0.0106 H

I IRL

IC

FIGURE 24.80 Circuit for Example 24.26.
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Thus, the current supplied by the source to the RLC network is

I ¼ IRL þ IC

¼ V cos uffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
R2 þ (vL)2

p þ jV
�vL

R2 þ (vL)2
þ vC

 �

To improve the PF to one, the current I should be in phase with V. Thus, we set the imaginary term in the
equation for I equal to zero, yielding:

C ¼ L

R2 þ (vL)2
¼ 530 mF

a rather large capacitor. Before this capacitor is connected, the RMS value of the current supplied by the
voltage source is Irms¼ 26.833 A. After the capacitor is connected, the source has to supply only 12 A
RMS, a considerable reduction. In both cases, P delivered to the load is the same.

The following example also illustrates PF improvement.

Example 24.27

A load with PF¼ 0.7 lagging, depicted in Figure 24.81, consumes 12 kW of power. The line voltage
supplied is 220 V RMS at 60 Hz. Find the size of the capacitor needed to correct the PF to 0.9 lagging, and
determine the values of the currents supplied by the source both before and after the PF is corrected.

Solution

We will take the phase of the line voltage to be 08. From P¼ VrmsIrmsPF¼ 12 kW, we obtain Irms¼ 77.922 A.
Because PF is 0.7 lagging, the phase of the current through the load relative to the phase of the line
voltage is �cos�1(0.7)¼�45.578. Therefore, Iload¼ 77.922=(�45.5788) A RMS. When C is connected in
parallel with the load,

I ¼ IC þ Iload ¼ 220(377)jC þ 77:922e�j0:7954

¼ 54:54� j[55:64� 82,940C]

If the PF were to be corrected to unity, we would set the imaginary part of the previous expression for
current to zero; but this would require a larger capacitor (671 mF), which may be uneconomical. Instead,
to retain a lagging but improved PF¼ 0.9, and corresponding to the current lagging the voltage by
25.848, we write

0:9 ¼ 54:54ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
54:542 þ (55:64� 82,940C)2

p

C Load+
–V = V    0°

IC

I LoadI

FIGURE 24.81 Circuit for Example 24.27 showing the load and the capacitor to be connected in parallel with the
load to improve the power factor.
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Therefore, C¼ 352 mF. The line current is now

I ¼ IC þ Iload ¼ 60:615ff(�25:87�) A RMS

Previous examples have employed ideal voltage sources to supply power to networks. However, in many
electronic applications, the source has a fixed impedance associated with it, and the problem is to obtain
the maximum average power transferred to the load [2]. Here, we assume that the resistance and
reactance of the load can be independently adjusted. Let the source impedance be

ZS( jv) ¼ RS(v)þ jXS(v)

The load impedance is denoted as

Z( jv) ¼ R(v)þ jX(v)

Figure 24.82 depicts these impedances. We assume that all the elements, including the voltage source,
within the box formed by the dotted lines are fixed. The voltage source is v(t)¼V sin(vt), and thus
i(t)¼ I sin(vtþ u), where V and I are peak values and

u ¼ � tan�1 XS(v)þ X(v)
RS(v)þ R(v)

 �

The average power delivered to Z is

P ¼ I2rmsR(v)

where Irms ¼ I=
ffiffiffi
2

p
and

I ¼ Vffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
[RS(v)þ R(v)]2 þ [XS(v)þ X(v)]2

p (24:121)

Thus, the average power delivered to Z can be written as

P ¼ V2
rmsR(v)

[RS(v)þ R(v)]2 þ [XS(v)þ X(v)]2
(24:122)

+
–v = V sin ωt

ZS
i

Z

FIGURE 24.82 ZS is fixed, and Z is to be chosen so that maximum average power is transferred to Z.
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To maximize P, we first note that the term [XS(v)þX(v)]2 is always positive, and so this term always
contributes to a larger denominator unless it is zero. Thus, we set

X(v) ¼ �XS(v) (24:123)

and Equation 24.122 becomes

P ¼ V2
rmsR(v)

[RS(v)þ R(v)]2
(24:124)

Second, we set the partial derivative with respect to R(v) of the expression in Equation 24.124 to zero to
obtain

qP
qR

¼ V2
rms

(RS þ R)2 � 2R(RS þ R)

(RS þ R)4
¼ 0 (24:125)

Equation 24.125 is satisfied for

R(v) ¼ RS(v) (24:126)

and this value of R(v) together with X(v)¼�XS(v), yields maximum average power transferred to Z.
Thus, we should adjust Z to

Z( jv) ¼ ZS*( jv) (24:127)

and we obtain

Pmax ¼ V2
rms

4R(v)
(24:128)

Example 24.28

Find Z for the network in Figure 24.83 so that maximum average power is transferred to Z. Determine the
value of Pmax.

v = V sin ωt

R1

C Z+–

FIGURE 24.83 Circuit for Example 24.28.

24-72 Fundamentals of Circuits and Filters



Solution

We first obtain the Thévenin equivalent of the circuit to the left of the dotted arc in Figure 24.83 in order
to reduce the circuit to the form of Figure 24.82.

VTH ¼ V
1þ jvR1C

ZTH ¼ R1
1þ jvR1C

Thus,

Z ¼ ZTH* ¼ R1
1� jvR1C

¼ R1
1þ vR1C

j

¼ jR1
j þ vR1C

¼ j 1
vC R1

R1 þ j 1
vC

The term j(vC ) appears inductive (at a single frequency), and so we equate it to jvL to obtain

L ¼ 1
v2C

The impedance Z is therefore formed by the parallel connection of a resistor R1 with the inductor L.
Figure 24.84 depicts the resulting circuit. To determine Pmax, we note that the capacitor and inductor
constitute a parallel circuit which is resonant at the frequency of excitation. It therefore appears as an
open circuit to the source. Thus, Pmax is easily obtained as

Pmax ¼ I2rmsR1 ¼
V2

8R1

where V is the peak value of v(t).

Suppose Z is fixed and ZS is adjustable in Figure 24.82. What should ZS be so that maximum average
power is delivered to Z? This is a problem that is applicable in the design of electronic amplifiers. The
average power delivered to Z is given by Equation 24.122, and to maximize P, we set XS(v)¼�X(v) as
before. We therefore obtain Equation 24.124 again; but if RS is adjustable instead of R, we see from
Equation 24.124 that Pmax is obtained when RS equals zero.

v = V sin ωt

 L = 

R1

R1

Load

C+
–

1
 ω2C

FIGURE 24.84 Circuit with load chosen to obtain maximum average power.
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25.1 Introduction and Definition

Symbolic circuit analysis, simply stated, is a term that describes the process of studying the behavior of
electrical circuits using symbols instead of, or in conjunction with, numerical values. As an example to
illustrate the concept, consider the input resistance of the simple circuit in Figure 25.1.
Analyzing the circuit using the unique symbols for each resistor without assigning any numerical

values to them yields the input resistance of the circuit in the form:

Vin

Iin
¼ R1R2 þ R1R3 þ R1R4 þ R2R3 þ R2R4

R2 þ R3 þ R4
(25:1)

Equation 25.1 is the symbolic expression for the input resistance of the circuit in Figure 25.1. The formal
definition of symbolic circuit analysis can be written as

Definition 25.1: Symbolic circuit analysis is the process of producing an expression that describes a
certain behavioral aspect of the circuit with one, some, or all the circuit elements represented as symbols.

The idea of symbolic circuit analysis is not new; engineers and scientists have been using the process to
study circuits since the inception of the concept of circuits. Engineers have used symbolic circuit analysis
during their education process. Most still use it in their every day job functions. As an example, all
electrical engineers have symbolically analyzed the circuit in Figure 25.2.
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The equivalent resistance between nodes i and j
is known to be

1
Rij

¼ 1
R1

þ 1
R2

or

Rij ¼ R1R2

R1 þ R2

This is the most primitive form of symbolic circuit
analysis.
The basic justification for performing symbolic

analysis rather than numerical analysis on a circuit
can be illustrated by considering the circuit in
Figure 25.1 again. Assume that the values of all
the resistances R1 through R4 are given as 1V and
that the input resistance was analyzed numerically.
The result obtained would be

Vin

Iin
¼ 5

3
� 1:667V (25:2)

Now consider the problem of increasing the input resistance of the circuit by adjusting only one of the
resistor values. Equation 25.2 provides no insight into which resistor has the greatest impact on the input
resistance. However, Equation 25.1 clearly shows that changing R2, R3, or R4 would have very little impact
on the input resistance since the terms appear in both the numerator and the denominator of the
symbolic expression. It can also be seen that R1 should be the resistor to change since it only appears in
the numerator of the expression. Symbolic analysis has provided an insight into the problem.
From a circuit design perspective, numerical results from the simulation of a circuit can be obtained

by evaluating the results of the symbolic analysis at a specific numerical point for each symbol. So
ideally, only one simulation run is needed in order to analyze the circuit, and successive evaluations of
the results replace the need for any extra iterations through the simulator. Other applications include
sensitivity analysis [Lin92], [Bal04], circuit stability analysis, symbolic poles and zeros calculations
[Con91], [Dro96], device modeling [Gie91], and circuit optimization [Kon92].
While the above ‘‘hand calculations’’ and somewhat trivial examples are used to illustrate symbolic

circuit analysis, the thrust of the methods developed for symbolic analysis are aimed at computer
implementations that are capable of symbolically analyzing circuits that cannot be analyzed ‘‘by
hand.’’ Several such implementations have been developed over the years [Fer91], [Fid73], [Gie89],
[Has89], [Lin70], [Mcn68], [Mie78], [Pot68], [San80], [Did91], [Sin77], [Som91], [Sta86], [Man91],
[Wie89], [Kon88], [Hue89], [Has90], [Arn91], [Hsu93], [Lee92], [Li92], [Pie01], [Lib95], [Hen00].
Symbolic circuit analysis, referred to as simply symbolic analysis for the rest of this section, in its

current form is limited to linear,* lumped, and time-invarianty networks. The scope of the analysis is

Iin

Vin

+

–

R1

R2

R3

R4

FIGURE 25.1 Symbolic circuit analysis example.

i

j

R2R1

FIGURE 25.2 Common symbolic analysis problem.

* Some references are made to the ability to analyze ‘‘weakly nonlinear’’ circuits [Gie91], [Top98]; however, the actual
symbolic analysis is performed on a linearized model of the weakly nonlinear circuit. Other techniques are applicable to
circuits with only a single strongly nonlinear variable [Wen98].

y One method, reported in [Lib93] and briefly discussed in Section 25.7, does deal with a limited class of time-variant
networks.
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primarily concentrated in the frequency domain, both s-domain [Fer91], [Fid73], [Gie89], [Has89],
[Lin70], [Mcn68], [Mie78], [Pot68], [San80], [Did91], [Sin77], [Som91], [Sta86], [Man91], [Wie89],
[Hue89], [Has93], [Hsu93], [Lee92] and z-domain [Mar93], [Li92], [Arn91], [Kon88]; however, the
predominant development has been in the s-domain. Also, recent work has expanded symbolic analysis
into the time domain [Als93], [Gre93], [Lib93], [Has91]. Sections 25.2 through 25.6 will discuss the basic
methods used in symbolic analysis for mainly s-domain frequency analysis. However, Section 25.7
highlights the currently known time domain techniques.

25.2 Frequency Domain Analysis

Traditional symbolic circuit analysis is performed in the frequency domain where the results are in terms
of the frequency variable s. The main goal of performing symbolic analysis on a circuit in the frequency
domain is to obtain a symbolic transfer function of the form

H(s, x) ¼ N(s, x)
D(s, x)

, x ¼ x1 x2 � � � xp
� �

, p � pall (25:3)

The expression is a rational function of the complex frequency variable s, and the variables x1 through xp
representing the variable circuit elements, where p is the number of variable circuit elements and pall is
the total number of circuit elements. Both the numerator and the denominator of H(s, x) are polynomials
in s with real coefficients. Therefore, we can write

H(s, x) ¼
Pm

i¼0 ai(x)s
iPn

i¼0 bi(x)s
i
¼
Qm

i¼1 [s� zi(x)]Qn
i¼1 [s� pi(x)]

(25:4)

Most symbolic methods to date concentrate on the first form of H(s, x) and several algorithms exist to
obtain coefficients ai(x) and bi(x) in fully symbolic, partially symbolic (semisymbolic), or numerical form.
The zero=pole representation of H(s, x), although more useful in gaining insight into circuit behavior,
proved to be very difficult to obtain in symbolic form for anything but very simple circuits. For large
circuits, various approximation techniques must be employed [Hen00], [Con96].
A more recent approach to representing the above network function emerged in the 1980s and is based

on a decomposed hierarchical form of Equation 25.3 [Sta86], [Has89], [Has93], [Sta96], [Pie96]. This
hierarchical representation is referred to as a sequence of expressions (SoE) representation to distinguish
it from the single expression representation of Equation 25.3 and is addressed in Section 25.4.
Several methodologies exist to perform symbolic analysis in the frequency domain. The early work was

to produce a transfer function H(s) with the frequency variable s being the only symbolic variable.
Computer programs with these capabilities include CORNAP [Pot68] and NASAP [Mcn68]. The interest
in symbolic analysis today is in the more general case when some or all of the circuit elements are
represented by symbolic variables. The methods developed for this type of analysis fall under one of the
following categories:
Traditional methods (single expression):

1. Tree enumeration methods
a. Single graph methods
b. Two graph methods

2. Signal flowgraph (SFG) methods
3. Parameter extraction methods

a. Modified nodal analysis-based (MNA) methods
b. Tableau formulation-based methods

4. Interpolation method
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Hierarchical methods (sequence of expressions):

1. SFG methods
2. MNA-based methods

The classification above includes the exact methods only. For large circuits the traditional methods suffer
from exponential growth of the number of terms in the formula with circuit size. If a certain degree of
error is allowed, it may be possible to simplify the expression considerably, by including only the most
significant terms. Several approximate symbolic methods have been investigated [Hsu93], [Yu96],
[Hen00].
Sections 25.3 through 25.5 will discuss the basic theory for the above methods. Circuit examples are

shown for all major methods except for the interpolation method due to its limited current usage* and its
inability to analyze fully symbolic circuits.

25.3 Traditional Methods (Single Expressions)

This class of methods attempts to produce a single transfer function in the form of Equation 25.3. The
major advantage of having a symbolic expression in that form is the insight that can be gained by
observing the terms in both the numerator and the denominator. The effects of the different terms can,
perhaps, be determined by inspection. This process is valid for the cases where there are relatively few
symbolic terms in the expression.
Before indulging in the explanation of the different methods covered by this class, some definition of

terms is in order.

Definition 25.2: RLCgm circuit is one that may contain only resistors, inductors, capacitors, and
voltage-controlled current sources with the gain (transconductance) designated as gm.

Definition 25.3: Term cancellations is the process in which two equal symbolic terms cancel out
each other in the symbolic expression. This can happen in one of two ways: by having two equal terms
with opposite signs added together, or by having two equal terms (regardless of their signs) divided by
each other. For example, the equation

ab(abþ cd)� ab(cd � ef )
ab(cd � gh)

(25:5)

where a, b, c, d, e, f, g, and h are symbolic terms and can be reduced by observing that the terms ab in the
numerator and denominator cancel each other and the terms þcd and �cd cancel each other in the
numerator. The result is

abþ ef
cd � gh

(25:6)

Definition 25.4: Cancellation-free: Equation 25.6 is said to be a cancellation-free equation (i.e., no
possible cancellations exist in the expression) while Equation 25.5 is not.

* The main applications of the polynomial interpolation method in symbolic analysis are currently in numerical reference
generation for symbolic approximation [Fer98] and calculation of numerical coefficients in semisymbolic analysis [Pie93].
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Definition 25.5: Cancellation-free algorithm: The process of term cancellation can occur during the
execution of an algorithm where a cancellation-free equation is generated directly rather than generating
an expression with possible term cancellations in it. Cancellation-free algorithms are more desirable
because, otherwise, an overhead is needed to generate and keep the terms that are to be canceled later.
The different methods that fall under the traditional class are explained next.

25.3.1 Tree Enumeration Methods

Several programs have been produced based on this method [Cal65], [Mcc72], [Gat70], [Man72].
Practical implementations of the method can only handle small circuits in the range of 15 nodes and
30 branches [Chu75]. The main reason is the exponential growth in the number of symbolic terms
generated. The method can only handle one type of controlled sources, namely voltage-controlled current
sources. So only RLCgm circuits can be analyzed. Also, the method does not produce any symbolic term
cancellations for RLC circuits, and produces only a few for RLCgm circuits.

The basic idea of the tree enumeration method is to construct an augmented circuit (a slightly
modified version of the original circuit), its associated directed graph, and then enumerating all the
directed trees of the graph. The admittance products of these trees are then used to find the node
admittance matrix (NAM) determinant and cofactors (the matrix itself is never constructed) to produce
the required symbolic transfer functions. For a circuit with n nodes (with node n designated as the
reference node) where the input is an excitation between nodes 1 and n and the output is taken between
nodes 2 and n, the transfer functions of the circuit can be written as

Zin ¼ V1

I1
¼ D11

D
(25:7)

Vo

Iin
¼ V2

I1
¼ D12

D
(25:8)

Vo

Vin
¼ V2

V1
¼ D12

D11
(25:9)

where
D is the determinant of the NAM Yn (dimension n� 13 n� 1)
Dij is the ijth cofactor of Yn

It can be shown that a simple method for obtaining D, D11, and D12 is to construct another circuit
comprised of the original circuit with an extra admittance ŷS in parallel with a voltage-controlled current
source, ĝmV2, connected across the input terminals (nodes 1 and n). The determinant of Ŷn (the NAM
for the new, slightly modified, circuit) can be written as

D̂ ¼ Dþ ŷSD11 þ ĝmD12 (25:10)

This simple trick allows the construction of the determinant expression of the original circuit and its two
needed cofactors by simply formulating the expression for the new augmented circuit. Example 25.1
illustrates this process.
The basic steps of the tree enumeration algorithm are (condensed from [Chu75])

1. Construct the augmented circuit from the original circuit by adding an admittance ŷS and a
transconductance ĝmV2, in parallel between the input node and the reference node.

2. Construct a directed graph Gind associated with the augmented circuit. The stamps used to
generate Gind are shown in Figure 25.3.

3. Find all directed trees for Gind. A directed tree rooted at node i is a subgraph of Gind with node i
having no incoming branches and each other node having exactly one incoming branch.
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4. Find the admittance product for each directed tree. An admittance product of a directed tree is
simply a term that is the product of all the weights of the branches in that tree.

5. Apply Theorem 25.1.

THEOREM 25.1: [CHU75]

For any RLCgm circuit, the determinant of the NAM (with any node as the reference node) is equal to the
sum of all directed tree admittance products of Gind (with any node as the root).

In other words

D̂ ¼
X

tree admittance products (25:11)

Arranging Equation 25.11 in the form of Equation 25.10 results in the necessary determinant and
cofactors of the original circuit and the required transfer functions are generated from Equations 25.7
through 25.9.

Example 25.1

A circuit and its augmented counterpart are shown in Figure 25.4. The circuit is the small-signal model
of a simple inverting CMOS amplifier, shown with the coupling capacitance CC taken into account.
Figure 25.5 shows the directed graph associated with the augmented circuit constructed using the rules
shown in Figure 25.3. The figure also shows all the directed trees rooted at node 3 of the graph. Parallel
branches heading in the same direction are combined into one branch with a weight equal to the sum
of the weights of the individual parallel branches.

y

y

i j
i j

p

q

i

j

gmVpq+

–
Vpq

p

q

i

j

gm gm

–gm

–gm

y

FIGURE 25.3 Element stamps for generating Gind.

ys
V2

Vbias

VDD

V1

1 1

33

2 2
CCCC

go go

CC
gmV1 gmV1gmV2ˆ ˆ

FIGURE 25.4 Circuit of Example 25.1 and its augmented equivalent diagram.
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Applying Equation 25.11 and rearranging the terms results in

D̂ ¼ ( gm þ ŷS)( go þ ĝm)þ (sCC � gm)( go þ ĝm)þ (gm þ ŷS)(sCC � ĝm)

¼ sCC( gm þ go)|fflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflffl}
D

þ ŷS (sCC � go)|fflfflfflfflfflffl{zfflfflfflfflfflffl}
D11

þ ĝm (sCC � gm)|fflfflfflfflfflffl{zfflfflfflfflfflffl}
D12

(25:12)

Note the fact that Equation 25.12, which is the direct result of the algorithm, is not cancellation-free.
Some terms cancel out to result in the determinant of the original circuit and its two cofactors of interest.
The final transfer functions can be readily obtained by substituting the above results into Equations 25.7
through 25.9.

25.3.2 Signal Flowgraph Method

Two types of flowgraphs are used in symbolic analysis. The first is referred to as a Mason’s SFG and the
second as Coates graph. Mason’s SFG is by far a more popular and well-known SFG which has been used
extensively in symbolic analysis among other control applications. Both the Mason’s SFG and the Coates
graph are used as basis for hierarchical symbolic analysis. However, the Coates graph was introduced to
symbolic analysis by [Sta86] solely for the purpose of performing hierarchical symbolic analysis. This
section will cover the Mason’s SFG only.

The symbolic methods developed here are based on the idea formalized by Mason [Mas56] in the
1950s. Formulation of the SFG and then the evaluation of the gain formula associated with it (Mason’s
formula) is the basis for symbolic analysis using this method. This method is used in the publicly
available programs NASAP [Mcn68], [Okr70], and SNAP [Lin70]. The method has the same circuit size
limitations as the tree enumeration method due to the exponential growth in the number of symbolic
terms. However, the SFG method allows all four types of controlled sources to be analyzed which made it
a more popular method for symbolic analysis. The method is not cancellation-free which contributes to

Directed tree #1

12

3

1

3

2

sC – gm

sC –     gm

gm + ys
go + gm

go + gm

ˆ

ˆ ˆ
gm + ysˆ gm + ysˆ

ˆ go + gmˆ

Directed tree #2 Directed tree #2

1 2

3 3

1 2

sC – gm

sC – gmˆ

gm + ysˆ
go + gmˆ

FIGURE 25.5 Graph and its directed trees of Example 25.1.
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the circuit size limitation mentioned earlier. An improved SFG method that avoids term cancellations
was described in [Mie78].
The analysis process of a circuit consists of two parts, the first is constructing the SFG for the given

circuit and the second is to perform the analysis on the SFG. Some definitions are needed before
proceeding to the details of these two parts.

Definition 25.6: Signal flowgraph: An SFG is a weighted directed graph representing a system of
simultaneous linear equations. Each node (xi) in the SFG represents a circuit variable (node voltage,
branch voltage, branch current, capacitor charge, or inductor flux) and each branch weight (wij)
represents a coefficient relating xi to xj.

Every node in the SFG can be looked at as a summer. For a node xk with m incoming branches

xk ¼
X
i

wikxi (25:13)

where i spans the indices of all incoming branches from xi to xk.

Definition 25.7: Path weight: The weight of a path from xi to xj (Pij) is the product of all the branch
weights in the path.

Definition 25.8: Loop weight: The weight of a loop is the product of all the branch weights in that
loop. This also holds for a loop with only one branch in it (self-loop).

Definition 25.9: nth order loop: An nth order loop is a set of n loops that have no common nodes
between any two of them. The weight of an nth order loop is the product of the weights of all n loops.

Any transfer function xj=xi, where xi is a source node, can be found by the application of Mason’s formula:

xj
xi
¼ 1

D

X
k

PkDk (25:14)

where

D ¼ 1�
X
all

directed loop weights

þ
X
all

2nd order loop weights

�
X
all

3rd order loop weights

þ � � � (25:15)

Pk ¼ weight of the kth path from the source node xi to xj
Dk ¼ D with all loop contributions that are touching Pk eliminated

(25:16)

The use of the above equations can be illustrated via Example 25.2.
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Example 25.2

Consider the circuit in Figure 25.6.
The formulation of the SFG for this circuit takes on the following steps:

1. Find a tree and a cotree of the circuit such that all current sources are in the cotree and all voltage
sources are in the tree.

2. Use Kirchhoff’s current law (KCL), branch admittances, and tree branch voltages to find an
expression for every cotree link current. In the case of a controlled source, simply use the branch
relationship. For the previous example, this yields:

IC ¼ sCC(V1 � V2) ¼ sCCV1 � sCCV2
I ¼ gmV1

3. Use Kirchhoff’s voltage law (KVL), branch impedances, and cotree link currents to find an
expression for every tree branch voltage. In the case of a controlled source, simply use the branch
relationship. For the previous example, this yields:

Vgo ¼ V2 ¼ 1
go

(�I þ IC)

4. Create the SFG by drawing a node for each current source, voltage source, tree branch voltage,
and cotree link current.

5. Use Equation 25.13 to draw the branches between the nodes that realize the linear equations
developed in the previous steps.

Figure 25.7 shows the result of executing the above five steps on the example circuit. This formulation is
referred to as the compact SFG. Any other variables that are linear combinations of the variables in the
SFG (e.g., node voltages) can be added to the SFG by simply adding the extra node and implementing
the linear relationship using SFG branches. A more detailed discussion of SFGs can be found in [Chu75]
and [Lin91].

Now applying Equations 25.15 and 25.16 yields:

P1 ¼ � gm
go

, P2 ¼ sCC
go

, L1 ¼ � sCC
go

, D ¼ 1� � sCC
go

� �
, D1 ¼ 1, D2 ¼ 1

1 2

3 gmV1

go

CC

+V1

IC

I

FIGURE 25.6 Circuit for Example 25.2 with its tree
highlighted.

V1

V2I

sCC

–sCC

IC

1/go

–1/go

gm

FIGURE 25.7 SFG for Example 25.2.
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Equation 25.14 then produces the final transfer function

V2
V1

¼ 1

1þ sCC
go

� gm
go

þ sCC
go

� �
¼ sCC � gm

sCC þ go

25.3.3 Parameter Extraction Method

This method is best suited when few parameters in a circuit are symbolic while the rest of the parameters
are in numeric form (s being one of the symbolic variables). The method was introduced in 1973 [Ald73].
Other variations on the method were proposed later in [Sin77], [San80], and [Pie93]. The advantage of the
method is that it is directly related to the basic determinant properties of widely used equation formulation
methods like themodifiednodalmethod [Ho75] and the tableaumethod [Hac71]. As the nameof themethod
implies, it provides a mechanism for extracting the symbolic parameters out of the matrix formulation
breaking the matrix solution problem into a numeric part and a symbolic part. The numeric part can then be
solved using any number of standard techniques and recombined with the extracted symbolic part. The
method has the advantage of being able to handle larger circuits than the previously discussed fully symbolic
methods if only a few parameters are represented symbolically. If the number of symbolic parameters in a
circuit is high, the method will exhibit the same exponential growth in the number of symbolic terms
generated and will have the same circuit size limitations as the other algorithms previously discussed.
The method does not limit the type of matrix formulation used to analyze the circuit. However, the

extraction rules depend on the pattern of the symbolic parameters in the matrix. [Ald70] use the
indefinite admittance matrix (IAM) as the basis of the analysis and the rules depend on the appearance
of a symbolic parameter in four locations in the matrix: (i, i), (i, j), (j, i), and (j, j). Singhal and Vlach
[Sin77] use the tableau equations and can handle a symbolic parameter that only appears once in the
matrix. Sannuti and Puri [San80] force the symbolic parameters to appear only on the diagonal using a
two-graph method [Chu75] to write the tableau equations. The parameter extraction method was further
simplified in [Pie93] where the formula is given to calculate a coefficient (generally a polynomial in s) at
every symbol combination. Some invalid symbol combinations (i.e., the ones that do not appear in the
final formula) can be eliminated before calculations by topological considerations. To illustrate both
approaches to parameter extraction, this section will present the IAM formulation and the most recent
two-graph method. Details of other formulations can be found in [Lin91], [Sin77], [San80], and [Mie78].

25.3.3.1 Indefinite Admittance Matrix Approach

One of the basic properties of the IAM is the symmetric nature of the entries sometimes referred to as
quadrantal entries [Chu75], [Lin91]. A symbolic variable a will always appear in four places in the IAM,
þa in entries (i, k) and (j, m), and �a in entries (i, m) and (j, k) as shown in the following equation:

k m

i

j

..

. ..
.

a � � � �a

..

. ..
.

�a � � � a

..

. ..
.

2
66666664

3
77777775

where i 6¼ j and k 6¼ m. For the case of an admittance y between nodes i and j, we have k¼ i and j¼m.
The basic process of extracting the parameter (the symbol) a can be performed by applying the following
equation [Chu75], [Ald73]:

Cofactor of Yind ¼ cofactor of Yind,a¼0 þ (�1) jþma (cofactor of Ya) (25:17)
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where Ya is a matrix that does not contain a and is obtained by

1. Adding row j to row i
2. Adding column m to column k
3. Deleting row j and column m

For the case where several symbols exist, the above extraction process can be repeated and would result in

cof(Yind) ¼
X
j

Pj cof(Yj)

where
Pj is some product of symbolic parameters including the sign
Yj is a matrix with the frequency variable s, possibly, being the only symbolic variable

The cofactor of Yj may be evaluated using any of the usual evaluation methods [Chu75], [Vla94].
Programs implementing this technique include NAPPE2 [Lin91] and SAPWIN [Lib95].

Example 25.3: [Chu75]

Consider the resistive circuit in Figure 25.8. The goal is to find the input impedance Z14 using the
parameter extraction method where gm is the only symbolic variable in the circuit. In order to use
Equations 25.7 and 25.10 an admittance ŷS is added across the input terminals of the circuit to create the
augmented circuit.
The IAM is then written as (conductances in siemens [S])

Ŷind ¼
6þ ŷS �5 �1 �ŷS
gm � 5 15:1 �gm � 10 �0:1

�gm � 1 �10 gm þ 13 �2

�ŷS �0:1 �2 ŷS þ 2:1

2
6664

3
7775

Applying Equation 25.17 to extract ŷS results in

cof(Ŷind) ¼ cof

6 �5 �1 0

gm � 5 15:1 �gm � 10 �0:1

�gm � 1 �10 gm þ 13 �2

0 �0:1 �2 2:1

2
6664

3
7775þ ŷScof

8:1 �5:1 �3

gm � 5:1 15:1 �gm � 10

�gm � 3 �10 gm þ 13

2
4

3
5

R1

R2

R3

R6
1.0

0.2
0.1

0.5

10.0

R7

21

3

4

gmV13

 ysˆ

FIGURE 25.8 Circuit for the parameter extraction method (resistances in V).
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Applying Equation 25.17 again to extract gm yields

cof(Ŷind) ¼ cof

6 �5 �1 0

�5 15:1 �10 �0:1

�1 �10 þ13 �2

0 �0:1 �2 2:1

2
66664

3
77775þ gm cof

5 �5 0

�3 5:1 �2:1

�2 �0:1 2:1

2
64

3
75

þ ŷScof

8:1 �5:1 �3

�5:1 15:1 �10

�3 �10 13

2
64

3
75þ ŷSgm cof

5:1 �5:1

�5:1 5:1

" #

After evaluating the cofactors numerically, the equation reduces to

cof(Ŷind) ¼ 137:7þ 10:5gm þ 96:3ŷS þ 5:1ŷSgm

From Equation 25.10 this results in

Z14 ¼ D11

D
¼ 96:3þ 5:1gm

137:7þ 10:5gm

25.3.3.2 Two Graph-Based Tableau Approach [Pie93]

This approach also employs the circuit augmentation by ŷS and ĝmVo, as in the tree enumeration method.
It calls for a construction of two graphs: the voltage graph (GV or V-graph) and the current graph (GI or
I-graph). For the purpose of parameter extraction (as well as generation of approximate symbolic
expressions, Section 25.5), it is required that both graphs have the same number of nodes (n). This
means that the method can be directly applied only to RLCgm circuits. (All basic circuit components,
including ideal op-amps, can be handled by this approach after some circuit transformations [Lin91],
[Vla94]. For the sake of simplicity, however, only RLCgm circuits will be considered in this presentation.)
The two graphs are constructed based on the element stamps shown in Figure 25.9. Once the two graphs
are constructed, a common spanning tree (i.e., a set of n� 1 branches that form a spanning tree in both
voltage and current graphs) is chosen. Choosing the common spanning tree (referred to just as ‘‘tree’’ in
the remainder of this section) uniquely determines the cotree in each graph.

i jy y y

gmgm

Element Current graph Voltage graph

gmVpq
Vpq

+

–

i j

i

j

j

i

j

i

j

p

q

p

q

p

q

i

FIGURE 25.9 Element stamps for generating GV and GI.
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The tableau equation for such a network can be written as

Hx ¼

1 0 �ZT 0

BT 1 0 0

0 0 1 QC

0 �YC 0 1

2
6664

3
7775

VT

VC

IT
IC

2
6664

3
7775 ¼ 0 (25:18)

The first and last rows of the system matrix H in Equation 25.18 consists of tree (.T) and cotree (.C)
branch voltage–current relationships and the second and third rows consist of fundamental loop and
fundamental cut-set equations for GV and GI, respectively.

Let the circuit have n nodes and b branches and contain k symbolic components (YS1, . . . , YSk) in
the cotree branches (links) and l symbolic components (ZS1, . . . , ZSl) in the tree branches; we define
w¼ b� n� kþ 1, t¼ n� l� 1. Diagonal matrices YC and ZT can be partitioned as follows:

YC ¼ YCs 0

0 YCn

� �
, ZT ¼ ZTs 0

0 ZTn

� �

where subscript ‘‘s’’ denotes immitances of symbolic components and subscript ‘‘n’’ denotes immitances
of components given numerically.
Matrices BT (fundamental loop matrix in GV) and QC (fundamental cut-set matrix in GI) can also be

partitioned as follows:

BT ¼ B11 B12

B21 B22

� �
, QC ¼ Q11 Q12

Q21 Q22

� �

Rows of B11 and B12 correspond to symbolic cotree branches (in GV) and their columns correspond to
symbolic and numeric tree branches, respectively. Rows of B21 and B22 correspond to numeric cotree
branches. Rows of Q11 and Q12 correspond to symbolic tree branches and their columns correspond to
symbolic and numeric cotree branches, respectively. Rows of Q21 and Q22 correspond to numeric tree
branches. The submatrices are therefore of the following order: B11: k3 l, B22:w3 t,Q11: l3 k,Q22: t3w.
Let Sx¼ {1, 2, . . . , x}. For a given matrix F of order a3 b, let F(Iu, Jv) be the submatrix of F

consisting of the rows and columns corresponding to the integers in the sets Iu, Jv, respectively. The
sets Iu¼ {i1, i2, . . . , iu} and Jv¼ {j1, j2, . . . , jv} are subsets of Sa and Sb, respectively. Let us also introduce
the following notation:

1cd ¼ diag e1 e2 � � � ed½ �; c < d

ex ¼
0 for x 2 {1, 2, . . . , c}

1 for x 2 {cþ 1, cþ 2, . . . , d}

(

The determinant of the system matrix H in Equation 25.18, when some parameters take fixed numerical
values, is

detH ¼ aþ
X
Jv

b(av)ZSj1ZSj2 � � �ZSjv þ
X
Iu

c(bu)YSi1YSi2 � � �YSiu

þ
X
Iu

X
Jv

d(avbu)ZSj1ZSj2 � � �ZSjvYSi1YSi2 � � �YSiu (25:19)

where the summations are taken over all possible symbol combinations av (symbolic tree elements) and
bu (symbolic cotree elements), and the numerical coefficients are given by
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detH ¼ aþ
X
Jv

b(av)Zsj1Zsj2 � � �Zsjv þ
X
Iu

c(bu)Ysi1Ysi2 � � �Ysiu

þ
X
Iu

X
Jv

d(avbu)Zsj1Zsj2 � � �ZsjvYsi1Ysi2 � � �Ysiu

a ¼ det 1w þ B0
22 �Q0

22

	 
� � ¼ det 1t þ �Q0
22

	 

B0
22

� �

b(av) ¼ det 1vtþv þ
�Q12(Jv , Iw)

�Q0
22

" #
B0
21(Iw, Jv) B0

22½ �
 !

c(bu) ¼ det 1uwþu þ
B12(Iu, Jt)

B0
22

" #
�Q0

21(Jt , Iu) �Q0
22½ �

 !

d(avbu) ¼ det 1vvþtþu þ
�Q11(Jv , Iu) �Q12(Jv , Iw)

�Q0
21(Jt , Iu) �Q0

22

1u 0

2
664

3
775

B11(Iu, Jv) B12(Iu, Jt) �1u

B0
21(Iw, Jv) B0

22 0

" #0
BB@

1
CCA

(25:20)

In the above equations, 0 represents a zero matrix of appropriate order, and the submatrices B0
ij and Q0

ij

are defined as

B0
21(Iw, Jv) ¼ YCnB21(Iw, Jv), B0

22 ¼ YCnB22

Q0
21(Jt , Iu) ¼ ZTnQ21(Jt , Iu), Q0

22 ¼ ZTnQ22

(25:21)

where the submatrix B21(Iw, Jv) is obtained from the submatrix B21 by including all of its rows and only
columns corresponding to a particular combination (av) of symbolic tree elements; submatrix Q21(Jt, Iu)
is obtained from the submatrix Q21 by including all of its rows and only columns corresponding to a
particular combination (bu) of symbolic cotree elements.
Application of Equations 25.19 and 25.20 for a circuit with m symbolic parameters requires, theoret-

ically, the calculation of 2m determinants. Not all of these determinants may need to be calculated due to
the following property of the determinants in Equation 25.20. If a set of symbolic tree elements (av)
forms a cut-set in GI (symbolic tree cut-set), then the corresponding coefficients b(av) and d(avbu) in
Equation 25.19 equal to zero. Likewise, if the set of symbolic cotree elements (bu) forms a loop in GV

(symbolic cotree loop), the corresponding coefficients c(bu) and d(avbu) in Equation 25.19 equal to zero.
Once the determinant det(H) is obtained from Equation 25.19, the sorting scheme, identical to that

expressed in Equation 25.10, is applied and the required network functions can be calculated using
Equations 25.7 through 25.9.
The main feature of this approach is the fact that each coefficient at a valid symbol combination is

obtained directly by calculating a single, easily formulated determinant (a polynomial in s, in general
case). The method was implemented in a computer program UTSSNAP [Pie98]. Example 25.4 illustrates
this technique of parameter extraction.

Example 25.4

Consider again the circuit in Figure 25.8. Assume this time that two components, R1 and gm, are given
symbolically. The goal is again to find the input impedance Z41 in a semisymbolic form using the
parameter extraction method based on the two-graph tableau formulation.
The voltage and current graphs of the circuit are shown in Figure 25.10. The common spanning tree

chosen is T¼ {R1, R2, R3} with one symbolic element. For this circuit we have n¼ 4, b¼ 7, k¼ 2, l¼ 1,
w¼ 2, and t¼ 2.
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The matrices, YC, ZT, QC, and BT, can now be determined as

YC ¼

ŷS
gm

0:1

10

2
6664

3
7775 ZT ¼

R1

0:2

0:5

2
64

3
75

QC ¼
1 1 1 1

0 �1 �1 �1

1 0 1 0

2
64

3
75 BT ¼

�1 0 �1

�1 0 0

�1 1 �1

�1 1 0

2
6664

3
7775

Using Equation 25.21 we can calculate matrices B0
22 and Q0

22:

B0
22 ¼

0:1 0
0 10

� �
1 �1
1 0

� �
¼ 0:1 �0:1

10 0

� �
, Q0

22 ¼
0:2 0
0 0:5

� � �1 �1
1 0

� �
¼ �0:2 �0:2

0:5 0

� �

Now, applying Equation 25.20, the coefficient a in Equation 25.19 is calculated as

a ¼ det
1 0
0 1

� �
þ 0:1 �0:1

10 0

� �
0:2 0:2
�0:5 0

� �� �
¼ det

1:07 0:02
2 3

� �
¼ 3:17

Since there is only one symbolic tree element, namely R1, we have: av¼ {R1} and the associated sets:
Jv¼ {1}, Iw¼ {1, 2}. Using Equation 25.21, we calculate

B0
21(Iw , Jv ) ¼ YCnB21(Iw , Jv ) ¼ 0:1 0

0 10

� � �1
�1

� �
¼ �0:1

�10

� �

The coefficient b(R1) can be now obtained from

b(R1) ¼ det

0 0 0

0 1 0

0 0 1

2
64

3
75þ

�1 �1

0:2 0:2

�0:5 0

2
64

3
75 �0:1 0:1 �0:1

�10 10 0

� �0
B@

1
CA

¼ det

10:1 �10:1 0:1

�2:02 3:02 �0:02

0:05 �0:05 1:05

2
64

3
75 ¼ 10:6

21 R2 R2

R1 R7R1

R3

R6

GI GV

3 3

4

R3

R6

R7

gm
gm

21

4

ysˆysˆ

FIGURE 25.10 The current and voltage graphs for the circuit in Figure 25.8 with the common spanning tree
highlighted.
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Other numerical coefficients in Equation 25.19 are calculated in similar way:

c(ŷS)¼ 1.51, c(gm)¼ 0, c(ŷSgm)¼ 0, d(R1ŷS)¼ 8.12, d(R1gm)¼ 1.05, d(R1ŷSgm)¼ 0.51

Adding all terms, sorting according to Equation 25.10, and applying Equation 25.7 finally results in

Z41 ¼ 1:51þ 8:12R1 þ 0:51R1gm
3:17þ 10:6R1 þ 1:05R1gm

Matrices in Equation 25.20 may contain terms dependent on the complex frequency s. Determinants of
such matrices are polynomials in s as long as all matrix elements are of the form: a¼aþ sb. An
interpolation method may be used to calculate the coefficients of those polynomials. One such method is
briefly described in Section 25.3.4.

25.3.4 Interpolation Method

This method is best suited when s is the only symbolic variable. In such case, a transfer function has the
rational form

H(s) ¼ N(s)
D(s)

¼
Pm

i¼0 ais
iPn

i¼0 bis
i

where N(s) and D(s) are polynomials in s with real coefficients and m� n.
Coefficients of an nth order polynomial

P(s) ¼
Xn
k¼0

pks
k

can be obtained by calculating the value of P(s) at nþ 1 distinct points si and then solving the following
set of equations:

1 s0 s20 � � � sn0
1 s1 s21 � � � sn1

..

.

1 sn s2n � � � snn

2
66664

3
77775

p0
p1

..

.

pn

2
66664

3
77775 ¼

P(s0)

P(s1)

..

.

P(sn)

2
66664

3
77775 (25:22)

Since the matrix in Equation 25.22 is nonsingular, the unique solution exists. It is well known [Sin74],
[Vla94] that for numerical accuracy and stability the best choice of the interpolation points is a set of
q� nþ 1 points si uniformly spaced on the unit circle in the complex plane. Once all the values of P(si)
are known, the polynomial coefficients can be calculated through the discrete Fourier transform (DFT).
To apply this technique to the problem of finding a transfer function, let us assume that a circuit

behavior is described by a linear equation

Ax ¼ b (25:23)

in which the coefficient matrix has entries of the form a¼aþ sb (both the modified nodal and the
tableau methods have this property). Then, each transfer function of such circuit has the same denom-
inator D(s)¼ jAj. If the circuit Equation 25.23 is solved by LU factorization at s¼ si, both the transfer
function H(si) and its denominator D(si) are obtained simultaneously. The value of the numerator is then
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calculated simply as N(si)¼H(si)D(si). Repeating this process for all points si (i¼ 0, 1, . . . , q) and then
applying the DFT to both sets of values, D(si) and N(si), give the required coefficients of the numerator
and denominator polynomials.
If the number of interpolation points is an integer power of 2 (q¼ 2k), the method has the advantage

that the fast Fourier transform (FFT) can be used to find the coefficients. This greatly enhances the
execution time [Lin91]. The method has been extended to handle several symbolic variables in addition
to s [Sin74]. The program implementation [Vla94] allows a maximum of five symbolic parameters in
a circuit.
With the emergence of approximate symbolic analysis, the polynomial interpolation method has

attracted new interest. (It is desirable to know the accurate numerical value of polynomial coefficients
before one attempts an approximation.) Recently a new adaptive scaling mechanism was proposed
[Fer98] that significantly increases the circuit size that can be handled accurately and efficiently.
There are other classifications of symbolic methods that have been reported [Gie91]. These methods can

be considered as variations on the above basic four methods. The reported methods include elimination
algorithms, recursive determinant-expansion algorithms, nonrecursive nested-minors method. All three
are based on the use of Cramer’s rule to find the determinant and the cofactors of a matrix. Another
reported class of algorithms uses MNA [Ho75] as the basis of the analysis, sometime referred to as a direct
network approach [Has89], [Lib93]. This class of methods is covered in Section 25.4.
The first generation of computer programs available for symbolic circuit simulation based on these

methods includes NASAP [Mcn68] and SNAP [Lin70]. Research in the late 1980s and early 1990s has
produced newer symbolic analysis programs. These programs include ISSAC [Gie89], SCAPP [Has89],
ASAP [Fer91], EASY [Som91], SYNAP [Sed92], SAPEC [Man91], SAPWIN [Lib95], SCYMBAL
[Kon88], GASCAP [Hue89], SSPICE [Wie89], and STAINS [Pie01].

25.4 Hierarchical Methods (Sequence of Expressions)

All of the methods presented in Section 25.3 have circuit size limitations. The main problem is the
exponential growth of the number of symbolic terms involved in the expression for the transfer function
in Equation 25.3 as the circuit gets larger. The solution to analyze large-scale circuits lies in a total
departure from the traditional procedure of trying to state the transfer function as a single expression and
using a SoE procedure instead. The idea is to produce a succession of small expressions with a backward
hierarchical dependency on each other. The growth of the number of expressions in this case will be, at
worse case, quadratic [Has89].
The advantage of having the transfer function stated in a single expression lies in the ability to gain

insight to the relationship between the transfer function and the network elements by inspection [Lin73].
For large expressions, though, this is not possible and the single expression loses that advantage. ISSAC
[Wam92], ASAP [Fer92], SYNAP [Sed92], and Analog Insydes [Hen00] attempt to handle larger circuits
by maintaining the single expression method and using circuit-dependent approximation techniques.
The trade-off is accuracy for insight. Therefore, the SoE approach is more suitable for accurately handling
large-scale circuits. Example 25.5 illustrates the features of the SoE.

Example 25.5

Consider the resistance ladder network in Figure 25.11.
The goal is to obtain the input impedance function of the network, Zin¼ Vin=Iin. The single expression

transfer function Z4 is

Z4 ¼ R1R3 þ R1R4 þ R2R3 þ R2R4 þ R3R4
R1 þ R2 þ R3
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The number of terms in the numerator and denominator is given by the Fibonacci numbers satisfying
the following difference equation:

ykþ2 ¼ ykþ1 þ yk , k ¼ 0, 1, 2, . . . ; y0 ¼ 0; y1 ¼ 1

An explicit solution to the above equation is

yn ¼ 1ffiffiffi
5

p 1þ ffiffiffi
5

p

2

� �n
� 1� ffiffiffi

5
p

2

� �n
� 0:168 � 1:618n for large n

The solution shows that the number of terms in Zn increases exponentially with n. Any single expression
transfer function has this inherent limitation.
Now using the SoE procedure the input impedance can be obtained from the following expressions:

Z1 ¼ R1; Z2 ¼ Z1 þ R2; Z3 ¼ Z2R3
Z2 þ R3

; Z4 ¼ Z3 þ R4

It is obvious for each additional resistance added, the SoE will grow by one expression, either of the form
Zi�1þ Ri or Zi�1Ri=(Zi�1þ Ri). The number of terms in the SoE can be calculated from the formula:

yn ¼ 2:5n� 2 for n even
2:5n� 1:5 for n odd

�

which exhibits a linear growth with respect to n. Therefore, to find the input impedance of a 100 resistor
ladder network the single expression methods would produce 7.93 1020 terms which requires unreal-
istically huge computer storage capabilities. On the other hand, the SoE method would produce only
248 terms, which is even within the scope of some desk calculators.

Another advantage of the SoE is the number of arithmetic operations needed to evaluate the transfer
function. To evaluate Z9, for example, the single expression methods would require 302 multiplications
and 87 additions. The SoE method would only require eight multiplications and eight additions, a large
reduction in computer evaluation time. All this makes the concept of symbolic circuit simulation of large-
scale networks very possible.
Two topological analysis methods for symbolic simulation of large-scale circuits have been proposed in

[Sta86] and [Has93]. The first method utilizes the SoE idea to obtain the transfer functions. The method
operates on the Coates graph [Coa59] representing the circuit. A partitioning is proposed onto the
flowgraph and not the physical network. The second method also utilizes the SoE and a Mason’s signal
flowgraph [Mas56] representation of the circuit. The method makes use of partitioning on the physical
level rather than on the graph level. Therefore, for a hierarchical circuit, the method can operate on the
subcircuits in a hierarchical fashion in order to produce a final solution. The fundamentals of both signal
flowgraph methods were described in the Section 25.3.2.

n + 1 R2n R2n – 2

R2n – 3R2n – 1

Z2n – 1Z2n Z2 Z1Z4 Z3

n

0

n – 1 3 2
R4 R2

R3 R1

1

FIGURE 25.11 Resistance ladder network.
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Another hierarchical approach is one that is based on MNA [Ho75]. This method [Has89] exhibits a
linear growth (for practical circuits) in the number of terms in the symbolic solutions. The analysis
methodology introduces the concept of the reduced modified nodal analysis (RMNA) matrix. This allows
the characterization of symbolic circuits in terms of only a small subset of the network variables (external
variables) rather than the complete set of variables. The method was made even more effective by
introducing a locally optimal pivot selection scheme during the reduction process [Pie01]. For a circuit
containing several identical* subcircuits, the analysis algorithm is most efficient when network partition-
ing is used. For other circuits, the best results (the most compact SoE) are obtained when the entire
circuit is analyzed without partitioning.
The SoE generation process starts with the formulation of a symbolic modified NAM (MNAM) for a

circuit [Lin91], [Vla94]. Then all internal variables are suppressed one by one using Gaussian elimination
with locally optimal pivot selection. Each elimination step produces a series of expressions and modifies
some entries in the remaining portion of the MNAM. When all internal variables are suppressed, the
resulting matrix is known as the reduced MNAM (RMNAM). Usually it will be a 23 2 matrix of a two-
port.y Most transfer functions of interest to circuit designer can be represented by formulas involving the
elements of RMNAM and the terminating admittances. A detailed discussion of the method can be found
in [Pie01]. Based on this approach a personal computer program STAINS has been developed [Hue02].
For a circuit with several identical subcircuits the reduction process is first applied to all internal

variablesz of the subcircuit, resulting in an intermediate RMNAM describing the subcircuit. Those
RMNAMs are then recombined with the MNAM of the remaining circuit and the reduction process is
repeated on the resulting matrix. To further illustrate the SoE approach, we present Example 25.6.

Example 25.6

Consider a bipolar cascode stage with bootstrap
capacitor CB, shown in Figure 25.12 [Gie91]. With
the BJTs replaced by their low-frequency hybrid-p
models (with rp, gm, and ro only), the full symbolic
analysis yields the output admittance formula
shown in Figure 25.13. The formula requires 48
additions and 117 multiplication=division oper-
ations. Program STAINS can generate several differ-
ent sequences of expressions. One of them is
shown in Figure 25.14. It requires only 24 additions
and 17 multiplications=divisions.§

Although SoE techniques can produce very compact
exact expressions for network functions, they are
of limited use if one wishes to obtain symbolic
expressions for coefficients at individual powers of s
in Equation 25.4. Sections 25.5 and 25.6 describe two
possible approaches to this problem.

Q2

Q1

CB
R2

R1

+Vin

Vdd1

Vdd2

Vo

Zo

Ibias

100p 10k

0.5k

0.5 mA

FIGURE 25.12 Bipolar cascode stage.

* The subcircuits have to be truly identical, that is, they must have the same topology and component symbols. A typical
example would be a large active filter containing a number of identical, nonideal op-amps.

y In sensitivity calculations using SoE [Bal04] the final RMNAM may need to be larger than 23 2.
z The internal variables are the variables not directly associated with the subcircuit’s connections to the rest of the circuit.
§ Counting of visible arithmetic operations gives only a rough estimate of the SoE complexity, especially when complex
numbers are involved. Issues related to SoE computational efficiency are discussed in [Rod00].
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25.5 Approximate Symbolic
Analysis

The SoE approach offers a solution for the exact sym-
bolic analysis of large circuits. For some applications, it
may be more important to obtain a simpler inexact
expression, but the one that would clearly identify the
dominant circuit components and their role in deter-
mining circuit behavior. Approximate symbolic analysis
provides the answer. Of course, manual approximation
(simplification) techniques have been known and prac-
ticed by engineers for decades. To obtain compact and
meaningful expressions by computer, symbolic analysis
software must be capable of performing those approx-
imations that are applied in manual circuit analysis in an automatic fashion. In addition to that,
computer algorithms should be able to employ simplification strategies not available (or impractical)
in manual approximation.
In the last decade, a number of symbolic approximation algorithms have been developed and

implemented in symbolic circuit analysis programs. Depending on the stage in the circuit analysis
process in which they are applied, these algorithms can be categorized as Simplification before Generation
(SBG), Simplification during Generation (SDG), and Simplification after Generation (SAG). Figure 25.15,
adapted from [Hen00], presents an overview of the three types of approximation algorithms.
SBG involves removing circuit components and=or individual entries in the circuit matrix (the sifting

approach [Hsu93]) or eliminating some graph branches (the sensitivity-based two-graph simplification
[Yu96]) that do not contribute significantly to the final formula.
SDG is based on generation of symbolic terms in a decreasing order of magnitude. The generation

process is stopped when the error reaches the specified level. The most successful approach to date is based
on the two graph formulation [Wam98]. It employs an algorithm to generate the common spanning trees
in strictly decreasing order of magnitude [Kat81]. In the case of frequency dependent circuit, this
procedure is applied separately to different powers of s. Mathematical formalism ofmatroids is well suited
to describe problems of SDG [Yu96]. Matroid-based algorithms are inherently slow. More efficient methods
for generating s-expanded network functions, based on determinant decision diagrams (DDDs), have been
recently developed [Shi00], [Shi01], [Ver02]. They will be briefly described in Section 25.6.
When applied alone, SAG is a very ineffective technique, as it requires generation and storage of a

large number of unnecessary terms. When combined with SBG and SDG methods, however, it can

!
Zo=(G2*Gm1*Gm2+G1*G2*Gm1+G2*Gm2*Gp1+G2*Gm1*Gp2+Gm2*Go1*Gp1+G1*G2*Gp1+...
 G2*Gm2*Go1+G2*Gm1*Go2+G1*Go2*Gp1+G2*Gp1*Gp2+G1*Go1*Gp1+G1*G2*Go2+...
 G1*G2*Go1+Go2*Gp1*Gp2+Go1*Gp1*Gp2+G2*Go2*Gp1+G2*Go1*Gp2+G2*Go2*Gp2+...
 Go1*Go2*Gp1+G2*Go1*Go2+s*(Cb*Gm1*Gm2+Cb*G1*Gm1+Cb*Gm1*Gp2+Cb*G2*Gm1+...
 Cb*G1*Gp1+Cb*Gm2*Go1+Cb*Gp1*Gp2+Cb*G1*Go2+Cb*G2*Gp1+Cb*G1*Go1+...
 Cb*Go1*Gp2+Cb*Go2*Gp2+Cb*Go1*Gp1+Cb*G2*Go1+Cb*G2*Go2+Cb*Go1*Go2))/...
 (Go1*G2*Gm2*Gp1+Go1*G1*G2*Gp1+Go1*G2*Gp1*Gp2+Go1*G1*Go2*Gp1+...
 Go1*G1*G2*Go2+Go1*Go2*Gp1*Gp2+Go1*G2*Go2*Gp2+Go1*G2*Gp2*Gp1+...
 s*(Cb*Go1*G1*Gp1+Cb*Go1*Gp1*Gp2+Cb*Go1*G2*Gp1+Cb*Go1*G1*Go2+...
 Cb*Go1*Go2*Gp2+Cb*Go1*G2*Go2));
!

FIGURE 25.13 Full symbolic expression for Zo of the cascode in Figure 25.12.

d1 = -(G2+Gp2+s*Cb)/(s*Cb); 

x1 = (Go1+Gm1)*d1-Gp2-Gm2; 

x2 = -s*Cb-(G1+Gp1+Go1+Gm1+s*Cb)*d1; 

d2 = Gp2/(s*Cb); 

x3 = Go1+Gp2+Go2+Gm2+(Go1+Gm1)*d2; 

x4 = -Go1-(G1+Gp1+Go1+Gm1+s*Cb)*d2; 

d3 = x2/(x4); 

x5 = Gm2+(Go2+Gm2)*d3; 

x6 = x1-x3*d3; 

Yo = Go2+x5*Go2/(x6); 

Zo = 1/Yo;

FIGURE 25.14 The SoE generated by STAINS
for the cascode in Figure 25.12.
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produce most compact expressions by pruning redundant terms not detected earlier in the simplification
process.
All simplification techniques require careful monitoring of the approximation amplitude and phase

errors (eA and ep). The error criteria can be expressed as follows:

jH(s, x)j � jH*(s, x)j
jH(s, x)j


 � eA

jffH(s, x)� ffH*(s, x)j � ep

for s¼ jv, v 2 (v1,v2), x 2 (x1, x2), where H(s, x) is the exact transfer function, defined by Equation 25.3,
and H*(s, x) is the approximating function. The majority of the approximation methods developed to
date use the simplified criteria, where the errors are measured only for a given set of circuit parameters x0

(the nominal design point) [Kon99].
Example 25.7, although quite simple, illustrates very well the advantages of approximate symbolic

analysis.

Example 25.7: [Gie91]

Consider again the bipolar cascode stage, shown in Figure 25.12 and its fully symbolic expression for the
output impedance, shown in Figure 25.13. Even for such a simple circuit, the full symbolic result is very
hard to interpret and therefore not able to provide insight into the circuit behavior. Sequential form of
the output impedance formula, presented in Figure 25.14, is more compact than the full expression but
also cannot be utilized for interpretation.

SBG

SDG

SAG

Linear circuit analysis problem

Netlist

Matrix or graph

Rational expression

Enter circuit description
(netlist or schematic data capture)

Formulate equations
or signal flowgraphs

Calculate network function
from matrix or SFG

Perform algebraic
postprocessing

Rational expression

Remove insignificant components
from the small-signal eqv. circuit

Remove insignificant
terms/branches/nodes

Generate only largest terms
of transfer function

Remove insignificant terms
from transfer function

FIGURE 25.15 Classification of symbolic approximation techniques (From Henning, E., Symbolic Approximation
and Modeling Techniques for Analysis and Design of Analog Circuits, Doctoral dissertation, University of
Kaiserslautern, Shaker Verlag, Aachen, Germany, 2000. With permission.)
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A graph of jZoj for a nominal set of component values (rp¼ 5 kV, gm¼ 20 mS, ro¼ 100 kV for both
BJTs), obtained numerically from the SoE in Figure 25.14, is plotted in Figure 25.16.
By examining the graph, one can appreciate the general behavior of the function but it is difficult to

predict the influence of various circuit components on the output impedance.
Applying symbolic approximation techniques, we can obtain less accurate but still more revealing

formulas. If a 10% maximum amplitude error is accepted, the simplified function takes the following
form:

Zo(10%) ¼ gm1(gm2 þ G1)(G2 þ sCB)
go1gp1[G2(gm2 þ G1)þ sCB(G1 þ gp2)]

If we allow a 25% magnitude error,* the output impedance formula can be simplified further:

Zo(25%) ¼ gm1gm2(G2 þ sCB)
go1gp1(G2gm2 þ sCBG1)

(25:24)

The impedance levels as well as pole and zero estimates can be easily obtained from Equation 25.24:

Zo(low f ) ffi gm1

gp1go1
¼ b1

go1

Zo(high f ) ffi gm1gm2

gp1go1G1
¼ gm2

G1
Zo(low f )

z ffi �G2

CB

p ffi � gm2G2

G1CB

(25:25)

An asymptotic graph of jZoj, based on Equation 25.25, is plotted in Figure 25.17.

* It is important to note that the approximate expressions were developed taking into account variations of BJT parameters;
the fact that both simplified formulas give identical results at the nominal design point is purely coincidental.
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FIGURE 25.16 Plot of jZoj of the cascode, obtained numerically from the exact formula.
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25.6 Methods Based on Determinant Decision Diagrams
[Shi00], [Shi01], [Ver02]

To fully exploit the power of symbolic circuit analysis in helping designers gain insight into the circuit
behavior, network functions in the s-expanded symbolic form are often required, as illustrated in Section
25.5. However, the approximate expressions may not be adequate for complete circuit characterization
such as symbolic pole-zero derivation and sensitivity computation [Gie94]. Although there exists a
mathematically elegant method for generating all terms at a given power of s in Equation 25.4 [Yu96],
its practical applications are severely limited due to exponential dependence of time and storage
complexity on circuit size.
Recently, a method was developed that employs DDDs to compactly represent the determinant of a

circuit matrix and its cofactors [Shi00]. In order to represent individual coefficients of the powers of s, a
notion of multiroot DDDs was introduced in [Shi01]. In order to introduce the DDD method we will

resort again to a simple circuit example.

Example 25.8

Consider a circuit in Figure 25.18a. Using
nodal analysis (e.g., [Rod08]), we can for-
mulate the system of node equations for
this circuit, Y�V¼ J, as shown in Figure
25.18b.
Let us denote each entry of the nodal

admittance matrix Y in Figure 25.18b by a
distinct symbol as follows: A¼G1þG2þ
sC1, B¼�G2, C¼G3þ sC3, D¼�G3,
E¼�G2, F¼�G3, G¼G2þG3þ sC2. The
input impedance (as seen by the current
source, Iin) is given by the expression
(cf. Equation 25.6):

 

G1

gm2 gm1

gm1  
gπ1go1

gπ1go1

log f

|Zo| 

CB

G2
CB

G2  
G1

gm2  

FIGURE 25.17 Asymptotic plot of jZoj of the cascode based on Equation 25.25.

V1

V2

V3

0
00
0

IinG1+G2+sC1

G3+sC3

G2+G3+sC2–G2

–G2

–G3

–G3 =  

(b) 

Iin
R1 C1

R2 R3

C2 C3

1 3 2

(a) 

FIGURE 25.18 An example circuit (a) and its node equation
(b) (Note: Gi¼ 1=Ri).
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Zin ¼ V1
Iin

¼ D11

D
¼ GC � FD

AGC � AFD� BEC
(25:26)

A DDD can be used to represent the determinant of a matrix and its cofactors. Formally, a DDD is a
signed, directed, acyclic graph with two terminal vertices, namely, the zero-terminal vertex and the one-
terminal vertex. Each nonterminal vertex D is labeled by a symbol D.label and a positive or negative sign
D.sign. It originates two outgoing edges, called one-edge (represented by a solid line in Figure 25.19) and
zero-edge (represented by a broken line in Figure 25.19) pointing to its two children D.child1 and D.
child0, respectively. Each vertex D represents a symbolic expression D.expr, defined recursively as follows:

1. If D is the one-terminal vertex, then D.expr¼ 1.
2. If D is the zero-terminal vertex, then D.expr¼ 0.
3. If D is a nonterminal vertex, then D.expr¼D.sign*D.label*(D.child1)exprþ (D.child0)expr, where

(D.child1)expr and (D.child0)expr represent symbolic expressions corresponding to the vertices
D.child1 and D.child0, respectively.

For example, it can be verified that Figure 25.19 is a DDD representation of D¼ det(Y).
Given a vertex, a one-path is a path from that vertex to the one-terminal. A one-path represents a

product of symbols that are labels of those vertices that originate all the one-edges along the one-path.
For example, in Figure 25.19 there exist three one-paths from the root vertex labeled by A. They represent
three product terms: AGC, A(�F)D, and (�B)EC. The root vertex A represents the sum of these product
terms, being the determinant of Y.
In order to achieve certain desired properties of a DDD, each vertex D is assigned an index D.index.

Indices are chosen to be consecutive integers, starting from one and satisfying the following inequalities:

D:index > (D:child1):index

D:index > (D:child0):index

The process of assigning the indices is called vertex ordering. For example, the DDD in Figure 25.19 is
formulated with a vertex orderA, B, E,G, F,D, C (a number next to each vertex is its corresponding index).

D

+

+ 4 – 6

7

+ 1 – 3 + 5

+ 2

Δ11

0 edge

1 edge

A 0 B
0 C D
E F G

G B

A

C F E

1 0

Δ

FIGURE 25.19 Example of matrix determinant and its DDD representation.
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A network function is always a ratio of some cofactors (or the determinant and a cofactor) of a circuit
matrix. To represent a network function using a DDD approach, the DDDs for the determinant and
cofactors are constructed using the same vertex ordering. This results in sharing all common subgraphs
(thus sharing all common subexpressions). This leads to one shared DDD with multiple roots, where each
root represents either the determinant or a cofactor of the circuit matrix. For example, Figure 25.19 is a
shared representation of D and D11 required in Equation 25.26. A root can be a vertex with no incoming
edges or any vertex representing the cofactor of interest. The roots are marked by an additional single-
ended incoming edge on the diagram.
The power of DDD-based approach lies in the fact that multiple roots share their common subgraphs.

Thus, DDDs are capable of representing the determinants and cofactors of circuit matrices with the
number of vertices of many orders of magnitude smaller than that of the product terms. Moreover, most
symbolic analysis algorithms can be performed on a DDD with time complexity linear with the size of a
DDD (i.e., the number of its vertices).
The DDD technique was originally developed for matrices with unique entries. When it is applied to

the NAM of a circuit, the term cancellation occurs, dramatically slowing down the algorithm (by
generating a large number of terms unnecessarily). Considerable improvement was achieved by intro-
duction of the just-in-time decancellation [Ver02]. Other modifications to the DDD method were also
reported in [Ver02], making the DDD-based approach very effective in both exact and approximate
symbolic analyses.
The data structures and algorithms for creating DDDs and using them to obtain transfer functions are

too complex to be presented in this short section. Interested readers should consult the literature,
referenced here.

25.7 Time Domain Analysis

Sections 25.2 through 25.6 have discussed the different frequency domain techniques for symbolic analysis.
Symbolic analysis methods in the transient domain have not appeared until the beginning of the 1990s
[Has91], [Als93], [Gre93], [Lib93]. The main limitation to symbolic time domain analysis is the difficulty
in handling the symbolic integration and differentiation needed to handle the energy storage elements
(mainly capacitors and inductors). This problem, of course, does not exist in the frequency domain because
of the use of Laplace transforms to represent these elements. While there exist symbolic algebra software
packages that can be used to perform integration and differentiations like MATHMATICA, MAXIMA,
and MAPLE, they have not been applied to transient symbolic analysis due to the execution time
complexity of these programs. All but one of the approaches in the time domain is actually semisymbolic.
The semisymbolic algorithms use a mixture of symbolic and numeric techniques to perform the analysis.
The work here is still in its infancy. This section will lightly discuss the three contributions published in the
literature so far.
All symbolic time domain techniques deal with linear circuits and can be classified under one of the

two categories.

25.7.1 Fully Symbolic

Only one method has been reported in the literature that is fully symbolic [Gre94]. This method utilizes a
direct and hierarchical symbolic transient analysis approach similar to the one reported in [Has89]. The
formulation is based on the well-known discrete models for numerical integration of linear differential
equations. Three of these integration methods are implemented symbolically, the Backward Euler, the
Trapezoidal, and Gear’s 2nd order backward differentiation [Gre94]. The inherent accuracy problems
due to the approximations in these methods show up when the symbolic expressions are evaluated
numerically. A detailed discussion of this method can be found in [Gre94].
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25.7.2 Semisymbolic

Three such algorithms have been reported in the literature so far. Two of them [Lib93], [Has91] simply
take the symbolic expressions in the frequency domain, evaluate them numerically for a range of
frequencies and then perform a numeric inverse Laplace transformation or a FFT on the results. The
approach reported in [Lib93] uses an MNA then a state-variable symbolic formulation to get the
frequency domain response and can handle time-varying circuits, namely switch power converters.
The approach in [Has91] uses a hierarchical network approach [Has89] to generate the symbolic
frequency domain response. The third algorithm reported in [Als93] is a hierarchical approach that
uses an MNA and a state-variable symbolic formulation and then uses the eigenvalues of the system to
find a closed-form numerical transient solution.
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26.1 Signal Types

26.1.1 Introduction

Because information into and out of a circuit is carried via time domain signals we look first at some of
the basic signals used in continuous time circuits. All signals are taken to depend on continuous time t
over the full range �1< t<1. It is important to realize that not all signals of interest are functions in
the strict mathematical sense; we must go beyond them to generalized functions (e.g., the impulse), which
play a very important part in the signal processing theory of circuits.

26.1.2 Step, Impulse, and Ramp

The unit step function, denoted 1(�), characterizes sudden jumps, such as when a signal is turned on or a
switch is thrown; it can be used to form pulses, to select portions of other functions, and to define the
ramp and impulse as its integral and derivative. The unit step function is discontinuous and jumps
between two values, 0 and 1, with the time of jump between the two taken as t¼ 0. Precisely,

1(t) ¼ 1 if t > 0
0 if t < 0

�
(26:1)

which is illustrated in Figure 26.1 along with some of the functions to follow.
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Here, the value at the jump point, t¼ 0, purposely has been left free because normally it is immaterial
and specifying it can lead to paradoxical results. Physical step functions used in the laboratory are
actually continuous functions that have a continuous rise between 0 and 1, which occurs over a very short
time. Nevertheless, instances occur in which one may wish to set 1(0) equal to 0 or to 1 or to 1=2 (the
latter, for example, when calculating the values of a Fourier series at a discontinuity). By shifting the time
argument the jump can be made to occur at any time, and by multiplying by a factor the height can be
changed. For example, 1(t� t0) has a jump at time t0 and a[1(t)� 1(t� t0)] is a pulse of width t0 and
height a going up to a at t¼ 0 and down to 0 at time t0. If a¼ a(t) is a function of time, then that portion
of a(t) between 0 and t0 is selected. The unit ramp, r(�) is the continuous function which ramps up
linearly (with unit slope) from zero starting at t¼ 0; the ramp results from the unit step by integration

r(t) ¼
ðt

�1
1(t)dt ¼ t 1(t) ¼ t if t > 0

0 if t < 0

�
(26:2)

As a consequence the unit step is the derivative of the unit ramp, while differentiating the unit step yields
the unit impulse generalized function, d(�) that is

d(t) ¼ d1(t)
dt

¼ d2r(t)
dt2

(26:3)

In other words, the unit impulse is such that its integral is the unit step; that is, its area at the origin, t¼ 0,
is 1. The impulse acts to sample continuous functions which multiply it, i.e.,

a(t)d(t � t0) ¼ a(t0)d(t � t0) (26:4)

This sampling property yields an important integral representation of a signal x(�)

x(t) ¼
ð1

�1
x(t)d(t � t)dt

¼
ð1

�1
x(t)d(t � t)dt ¼ x(t)

ð1

�1
d(t � t)dt (26:5)

To infinity
unit area

0 t

Impulse generalized function

Unit step function Unit ramp function

Slope = 1

1(t)

1

0 0 tt

r(t)

FIGURE 26.1 Step, ramp, and impulse functions.
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where the validity of the first line is seen from the second line, and the fact that the integral of the impulse
through its jump point is unity. Equation 26.5 is actually valid even when x(�) is discontinuous and,
consequently, is a fundamental equation for linear circuit theory. Differentiating d(t) yields an even more
discontinuous object, the doublet d0(�). Strictly speaking, the impulse, all its derivatives, and signals of
that class are not functions in the classical sense, but rather they are operators [1] or functionals [2],
called generalized functions or, often, distributions. Their evaluations take place via test functions, just as
voltages are evaluated on test meters.
The importance of the impulse lies in the fact that if a linear time-invariant system is excited by the

unit impulse, then the response, naturally called the impulse response, is the inverse Laplace transform of
the network function. In fact, if h(t) is the impulse response of a linear time-invariant (continuous and
continuous time) circuit, the forced response y(t) to any input u(t) can be obtained without leaving the
time domain by use of the convolution integral, with the operation of convolution denoted by*

y(t) ¼ h * u ¼
ð1

�1
h(t � t)u(t)dt (26:6)

Equation 26.6 is mathematically rigorous, but justified on physical grounds through Equation 26.5 as
follows. If we let h(t) be the output when d(t) is the input, then, by time invariance, h(t� t) is the output
when the input is shifted to d(t� t). Scaling the latter by u(t) and summing via the integral, as designated
in Equation 26.5, we obtain a representation of the input u(t). This must result in the output represen-
tation being in the form of Equation 26.6 by linearity of the system through similar scaling and summing
of h(t� t), as was performed on the input.

26.1.3 Sinusoids

Sinusoidal signals are important because they are self-reproducing functions (i.e., eigenfunctions) of
linear time-invariant circuits. This is true basically because the derivatives of sinusoids are sinusoidal. As
such, sinusoids are also the natural outputs of oscillators and are delivered in power sources, including
laboratory signal generators and electricity for the home derived from the power company.

26.1.4 Eternal

Eternal signals are defined as being of the same nature for all time, �1< t<1, in which case an eternal
cosine repeats itself eternally in both directions of time, with an origin of time, t¼ 0, being arbitrarily
fixed. Because eternal sinusoids have been turned on forever, they are useful in describing the steady
operation of circuits. In particular, the signal A cos (vtþ u) over �1< t<1 defines an eternal cosine
of amplitude A, radian frequency v¼ 2pf (with f being real frequency, in hertz, which are cycles
per second), at phase angle u (in radians and with respect to the origin of time), with A, v, and u real
numbers. When u¼p=2 this cosine also represents a sine, so that all eternal sinusoidal signals are
contained in the expression A cos (vtþ u).

At times, it is important to work with sinusoids that have an exponential envelope, with the possibility
that the envelope increases or decreases with time, that is, with positively or negatively damped sinusoids.
These are described by Aest cos(vtþ u), where the real number is the damping factor, giving signals that
damp out in time when the damping factor is positive and signals that increase with time when the
damping factor is negative. Of most importance when working with this class of signals is the identity

estþjvt ¼ est ¼ est[ cos (vt)þ j sin (vt)] (26:7)

where s¼sþ jv with j ¼ ffiffiffiffiffiffiffi�1
p

. Here, s is called the complex frequency, with its imaginary part being the
real (radian) frequency, v. When no damping is present, s¼ jv, in which case the exponential form of
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Equation 26.7 represents pure sinusoids. In fact, we see in this expression that the cosine is the real part of
an exponential and the sine is its imaginary part. Because exponentials are usually easier than sinusoids to
treat analytically, the consequence for real linear networks is that we can do most of the calculations with
exponentials and convert back to sinusoids at the end. In other words, if a real linear system has a cosine
or a damped cosine as a true input, it can be analyzed by using instead the exponential of which it is the
real part as its (fictitious) input, finding the resulting (fictitious) exponential output, and then taking
the real part at the end of the calculations to obtain the true output for the true input. Because
exponentials are probably the easiest signals to work with in theory, the use of exponentials rather
than sinusoids usually greatly simplifies the theory and calculations for circuits operating under steady-
state conditions.

26.1.5 Causal

Because practical circuits have not existed since t¼�1 they usually begin to be considered at a suitable
starting time, taken to be t¼ 0, in which case the associated signals can be considered to be zero for t< 0.
Mathematically, these functions are said to have support bounded on the left. The support of a signal is
(the closure of) that set of times for which the signal is nonzero, therefore, the support of these signals is
bounded on the left by zero. When signals are discontinuous functions they have the important property
that they can be represented by multiplying with unit step functions signals which are differentiable and
have nonbounded support. For example, g(t)¼ est�1(t) has a jump at t¼ 0 with support at the half line
0 to 1 but has est infinitely differential of ‘‘eternal’’ support.

A causal circuit is one for which the response is only nonzero after the input becomes nonzero. Thus, if
the inputs are zero for t< 0, the outputs of causal circuits are also zero for t< 0. In such cases the impulse
response, h(t), or the response to an input impulse of ‘‘infinite jump’’ at t¼ 0, satisfies h(t)¼ 0 for t< 0
and the convolution form of the output, Equation 26.4, takes the form

y(t) ¼
ðt

0

h(t � t)u(t)dt

2
4

3
51(t) (26:8)

26.1.6 Periodic and Aperiodic Waveforms

The pure sinusoids, although not the sinusoids with nonzero damping, are special cases of periodic
signals. In other words, ones which repeat themselves in time every T seconds, where T is the period.
Precisely, a time-domain signal g(�) is periodic of period T if g(t)¼ g(tþT), where normally T is taken to
be the smallest nonzero T for which this is true. In the case of the sinusoids, A cos(vtþ u) with v¼ 2pf,
the period is given by T¼ 1=f because {2p[ f (tþT)]þ u}¼ {2pftþ 2p( fT)þ u}¼ {2pftþ (2pþ u)}, and
sinusoids are unchanged by a change of 2p in the phase angle. Periodic signals need to be specified
over only one period of time, e.g., 0� t<T, and then can be extended periodically for all time by using
t¼ t mod(T) where mod(�) is the modulus function; in other words, periodic signals can be looked upon
as being defined on a circle, if we imagine the circle as being a clock face.

Periodic signals represent rhythms of a system and, as such, contain recurring information. As many
physical systems, especially biomedical systems, either possess directly or to a very good approximation
such rhythms, the periodic signals are of considerable importance. Even though countless periodic signals
are available besides the sinusoids, it is important to note that almost all can be represented by a Fourier
series. Exponentials are eigenfunctions for linear circuits, thus, the Fourier series is most conveniently
expressed for circuit considerations in terms of the exponential form. If g(t)¼ g(tþT), then

g(t) ffi
X1

n¼�1
cne

j(2pnt=T) (26:9)
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where the coefficients are complex and are given by

cn ¼ 1
T

ðT

0

g(t)e�j(2pnt=T)dt ¼ an þ jbn (26:10)

Strictly speaking, the integral is over the half-open interval [0,T) as seen by considering g(�) defined on
the circle. In Equation 26.9, the symbol> is used to designate the expression on the right as a
representation that may not exactly agree numerically with the left side at every point when g(�) is a
function; for example, at discontinuities the average is obtained on the right side. If g(�) is real, that is, g
(t)¼ g(t),* where the superscript * denotes complex conjugate, then the complex coefficients cn satisfy
cn ¼ c�n*. In this case the real coefficients an and bn in Equation 26.10 are even and odd in the indices; n
and the an combine to give a series in terms of cosines, and the bn gives a series in terms of sines.

As an example the square wave, sqw(t), can be defined by

sqw(t) ¼ 1(t)� 1(t � [T=2])0 � t < T (26:11)

and then extended periodically to �1< t<1 by taking t¼ t mod(T). The exponential Fourier series
coefficients are readily found from Equation 26.10 to be

cn ¼
1=2 if n ¼ 0

1
jpn

0 if n ¼ 2k 6¼ 0 (even 6¼ 0)
1 if n ¼ 2k + 1 (odd)

�8<
: (26:12)

for which the Fourier series is

sqw(t) ffi 1
2
þ
X1
k¼�1

1
jp[2kþ 1]

ej2p[2kþ1]t=T (26:13)

The derivative of sqw(t) is a periodic set of impulses

d[sqw(t)]
dt

¼ d(t)� d(t � [T=2]) 0 � t < T (26:14)

for which the exponential Fourier series is easily found by differentiating Equation 26.13, or by direct
calculation from Equation 26.10, to be

X1
i¼�1

(d(t � iT)� d(t � iT � [T=2]) ffi
X1
k¼�1

2
T
ej(2p[2kþ1]t=T) (26:15)

Combining the exponentials allows for a sine representation of the periodic generalized function signal.
Further differentiation can take place, and by integrating Equation 26.15 we get the Fourier series for the
square wave if the appropriate constant of integration is added to give the DC value of the signal.
Likewise, a further integration will yield the Fourier series for the sawtooth periodic signal, and so on.
The importance of these Fourier series representations is that a circuit having periodic signals can

always be considered to be processing these signals as exponential signals, which are usually
self-reproducing signals for the system, making the design or analysis easy. The Fourier series also allows
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visualization of which radian frequencies, 2pn=T, may be important to filter out or emphasize. In many
common cases, especially for periodically pulsed circuits, the series may be expressed in terms of
impulses. Thus, the impulse response of the circuit can be used in conjunction with the Fourier series.
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26.2 First-Order Circuits

26.2.1 Introduction

First-order circuits are fundamental to the design of circuits because higher order circuits can be
considered to be constructed of them. Here, we limit ourselves to single-input-output linear time-
invariant circuits for which we take the definition of a first-order circuit to be one described by the
differential equation

d1 � dy
dt

þ d0 � y ¼ n1 � du
dt

þ n0 � u (26:16)

where
d0 and d1 are the ‘‘denominator’’ constants and n0 and n1 are the ‘‘numerator’’ constants
y¼ y(�) is the output and u¼ u(�) is the input
both u and y are the generalized functions of time t

So that the circuit truly will be first order, we require that d1n0� d0n1 6¼ 0, which guarantees that at least
one of the derivatives is actually present, but if both derivatives occur, the expressions in y and in u are
not proportional, which would lead to cancellation, forcing y and u to be constant multiples of each
other. Because a factorization of real higher-order systems may lead to complex first-order systems, we
will allow the numerator and denominator constants to be complex numbers; thus, y and u may be
complex-valued functions.
If the derivative is treated as an operator, p¼ d[�]=dt, then Equation 26.16 can be conveniently written as

y ¼ n1pþ n0
d1pþ d0

u ¼

n1
d0

pþ n0
d0

� �
u if d1¼ 0

n1
d1

þ d1n0 � d0n1
pþ (d0=d1)

� �
u if d1 6¼ 0

8>>>><
>>>>:

(26:17)

where the two cases in terms of d1 are of interest because they provide different forms of responses, each
of which frequently occurs in first-order circuits. As indicated by Equation 26.17, the transfer function

H(p) ¼ n1pþ n0
d1pþ d0

(26:18)

is an operator (as a function of the derivative operator p), which characterizes the circuit. Table 26.1 lists
some of the more important types of different first-order circuits along with their transfer functions and
causal impulse responses.
The following treatment somewhat follows that given in [1], although with a slightly different

orientation in order to handle all linear time-invariant continuous time continuous circuits.
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26.2.2 Zero-Input and Zero-State Response

The response of a linear circuit is, via the linearity, the sum of two responses, one due to the input when
the circuit is initially in the zero state, called the zero-state response, and the other due to the initial state
when no input is present, the zero-input response. By the linearity the total response is the sum of the two
separate responses, and thus we may proceed to find each separately. In order to investigate these two
types of responses, we introduce the state vector x(�) and the state-space representation (as previously
p¼ d[�]=dt)

px ¼ Ax þ Bu

y ¼ Cx þ Duþ Epu
(26:19)

where A, B, C, D, E are constant matrices. For our first-order circuit two cases are exhibited, depending
upon d1 being zero or not. In the case of d1¼ 0,

y ¼ (n1=d0)uþ (n1=d0)pu d1 ¼ 0 (26:20a)

Here, C¼ 0 and A and B can be chosen anything, including empty. When d1 6¼ 0, our first-order circuit
has the following set of (minimal size) state-variable equations

px ¼ � d0
d1

� �
� x þ [d1n0 � d0n1] � u

d1 6¼ 0

y ¼ [1] � x þ n1
d1

� �
� u

(26:20b)

By choosing u¼ 0 in Equation 26.2, we obtain the equations that yield the zero input response.
Specifically, the zero-input response is

y(t) ¼ 0 if d1¼ 0

e�
d0
d1
t � y(0) if d1 6¼ 0

�
(26:21)

TABLE 26.1 Typical Transfer Functions of First-Order Circuits

Transfer Function Description Impulse Response

n1
d0

p Differentiator n1
d0

d0(t)

n0
d1p

Integrator n0
d1

1(t)

n1pþ n0
d1

Leaky differentiator n0
d1

d(t)þ n1
d1

d0(t)

n0
d1pþ d0

Low-pass filter; lossy integrator n0
d1

e�
d0
d1
t � 1(t)

n1p
d1pþ d0

High-pass filter n1
d1

d(t)þ n1d0
d21

e�
d0
d1
t � 1(t)

n1
d1

p� (d0=d1)
pþ (d0=d1)

All-pass filter n1
d1

d(t)� 2
d0
d1

e�
d0
d1
t � 1(t)

� �
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which is also true by direct substitution into Equation 26.16. Here, we have set, in the d1 6¼ 0 case,
the initial value of the state, x(0), equal to the initial value of the output, y(0), which is valid by our
choice of state-space equations. Note that Equation 26.21 is valid for all time and y at t¼ 0 assumes the
assigned initial value y(0), which must be zero when the input is zero and no derivative occurs on
the output.
The zero-state response is explained as the solution of Equation 26.21 when x(0)¼ 0. In the case that

d1¼ 0, the zero-state response is

y ¼ n0
d0

uþ n1
d0

pu ¼ n0
d0

d(t)þ n1
d0

d0(t)
� �

* u d1 ¼ 0 (26:22a)

where

* denotes convolution
d(�) is the unit impulse
1(�) is the unit step function

While in the case that d1 6¼ 0

y ¼ n1
d1

d(t)þ d1n0 � d0n1
d1

� �
e�

d0
d1
t1(t)

� �
* u d1 6¼ 0 (26:22b)

which is found by eliminating x from Equation 26.20b and can be checked by direct substitution into
Equation 26.16. The terms in the braces are the causal impulse responses, h(t), which are checked by letting
u¼ d with otherwise zero initial conditions, that is, with the circuit initially in the zero state. Actually,
infinitely many noncausal impulse responses could be used in Equation 26.22b. One such response is found
by replacing 1(t) by �1(�t)]. However, physically the causal responses are of most interest.

If d1 6¼ 0, the form of the responses is determined by the constant d0=d1, the reciprocal of which
(when d0 6¼ 0) is called the time constant, tc, of the circuit because the circuit impulse response decays
to 1=e at time tc¼ d1=d0. If the time constant is positive, the zero-input and the impulse responses
asymptotically decay to zero as time approaches positive infinity, and the circuit is said to be
asymptotically stable. On the other hand, if the time constant is negative, then these two responses
grow without bounds as time approaches plus infinity, and the circuit is called unstable. It should be
noted that as time goes in the reverse direction to minus infinity, the unstable zero-input response
decays to zero. If d0=d1¼ 0 the zero-input and impulse responses are still stable, but neither decay nor
grow as time increases beyond zero.
By linearity of the circuit and its state-space equations, the total response is the sum of the zero-state

response and the zero-input response; thus, even when d0¼ 0 or d1¼ 0

y(t) ¼ e�
d0
d1y0 þ h(t) * u(t) (26:23)

Assuming that u and h are zero for t< 0 their convolution is also zero for t< 0, although not necessarily
at t¼ 0, where it may even take on impulsive behavior. In such a case, we see that y0 is the value of the
output instantaneously before t¼ 0. If we are interested only in the circuit for t> 0, surprisingly, an input
will yield the zero input response. That is, an equivalent input u0 exists, which will yield the zero input
response for t> 0, this being u0(t)¼ d1y0 exp(�td0=d1)1(t). Thus, y¼ h * (uþ u0) gives the same result as
Equation 26.23.
When d1¼ 0, the circuit acts as a differentiator and within the state-space framework it is treated as a

special case. However, in practice it is not a special case because the current, i, versus voltage, v, for a
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capacitor of capacitance C, in parallel with a resistor of conductance G is described by i¼CpvþGv.
Consequently, it is worth noting that all cases can be handled identically in the semistate description

d1 d1 � 1

0 0

� �
px ¼ �d0 �d0

0 1

� �
x þ n0

n1

� �
u

y ¼ 1 1½ �x
(26:24)

where x(�) is the semistate instead of the state, although the first components of the two vectors agree in
many cases. In other words, the semistate description is more general than the state description, and
handles all circuits in a more convenient fashion [2].

26.2.3 Transient and Steady-State Responses

This section considers stable circuits, although the techniques are developed so that they apply to other
situations. In the asymptotically stable case, the zero input response decays eventually to zero; that is,
transient responses due to initial conditions eventually will not be felt and concentration can be placed
upon the zero-state response. Considering first eternal exponential inputs, u(t)¼U exp(st) for �1<

t<1 at the complex frequency s¼sþ jv, where s is chosen as different from the natural frequency
sn¼�d0=d1¼�1=tc and U is a constant, we note that the response is y(t)¼Y(s) exp(st), as is observed by
direct substitution into Equation 26.16; this substitution yields directly

Y(s) ¼ n1sþ n0
d1sþ d0

� U (26:25)

where y(t)¼Y(s) exp(st) for u(t)¼U exp(st) over �1< t<1. That is, an exponential excitation yields
an exponential response at the same (complex) frequency s¼sþ jv as that for the input. When s¼ 0,
the excitation and response are both sinusoidal and the resulting response is called the sinusoidal steady
state (SSS). Equation 26.25 shows that the SSS response is found by substituting the complex frequency
s¼ jv into the transfer function, now evaluated on complex numbers instead of differential operators as
in Equation 26.18,

H(s) ¼ n1sþ n0
d1sþ d0

(26:26)

This transfer function represents the impulse response, h(t), of which it is actually the Laplace transform,
and as we found earlier, the causal impulse response is

h(t) ¼

n0
d0

d(t)þ n1
d0

d0(t), if d1¼ 0

n1
d1

d(t)þ d1n0 � d0n1
d1

� �
e�

d0
d1
t1(t), if d1 6¼ 0

8>><
>>:

(26:27)

However, practical signals are started at some finite time, normalized here to t¼ 0, instead of at t¼�1,
as used for the preceding exponentials. Thus, consider an input of the same type but applied only for
t> 0; i.e., let u(t)¼U exp(st)1(t). The output is found by using the convolution y¼ h * u; after a slight
amount of calculation is evaluated to

y(t) ¼ h(t)*Ue
st1(t)

¼
H(s)Uest1(t)þ n1

d0
Ud(t) for d1¼ 0

H(s)Uest1(t)� [d1n0 � d0n1]
d1sþ d0

Ue�
d0
d11(t) for d1 6¼ 0

8>><
>>:

(26:28)
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For t> 0, the SSS remains present, while there is another term of importance when d1 6¼ 0. This is a
transient term, which disappears after a sufficient waiting time in the case of an asymptotically stable
circuit. That is, the SSS is truly a steady state, although one may have to wait for it to dominate. If a
nonzero zero-input response exists, it must be added to the right side of Equation 26.28, but for t> 0 this
is of the same form as the transient already present, therefore, the conclusion is identical (the SSS
eventually predominates over the transient terms for an asymptotically stable circuit).
Because a cosine is the real part of a complex exponential and the real part is obtained as the sum of

two terms, we can use linearity of the circuit to quickly obtain the output to a cosine input when we know
the output due to an exponential. We merely write the input as the sum of two complex conjugate
exponentials and then take the complex conjugates of the outputs that are summed. In the case of real
coefficients in the transfer function, this is equivalent to taking the real part of the output when we take
the real part of the input; that is, y¼5(h * u3)¼ h * u, when u¼5(ue), if y is real for all real u.

26.2.4 Network Time Constant

The time constant, tc, was defined earlier as the time for which a transient decays to 1=e of the initial
value. As such, the time constant shows up in signals throughout the circuit and is a very useful
parameter when identifying a circuit from its responses. In an RC circuit, the time constant physically
results from the interaction of the equivalent capacitor (of which only one exists in a first-order circuit) of
capacitance Ceq, and the Thévenin’s equivalent resistor, of resistance Req, that it sees. Thus, tc¼ReqCeq.

Closely related to the time constant is the rise time. Considering the low-pass case, the rise time, tr is
defined as the time for the unit step response to go between 10% and 90% of its final value from its initial
value. This is easily calculated because the unit step response is given by

y1(�)(t) ¼ h(t) *1(t) ¼
n0
d0

1� e�
d0
d1
t

h i
� 1(t) (26:29)

Assuming a stable circuit and setting this equal to 0.1 and 0.9 times the final value, n0=d0, it is readily
found that

tr ¼ d1
d0

� ln (9) ¼ [ ln (9)] � tc � 2:2tc (26:30)

At this point, it is worth noting that for theoretical studies the time constant can be normalized to 1 by
normalizing the time scale. Thus, assuming d1 and d0 6¼ 0 the differential equation can be written as

d0 � d1
d0

� dy
d(d1=d0)(t(d1=d0))

þ y

� �
¼ d0

dy
dtn

þ y

� �
(26:31)

where tn¼ (d0=d1)t is the normalized time.
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26.3 Second-Order Circuits

26.3.1 Introduction

Because real transfer functions can be factored into real second-order transfer functions, second-order
circuits are probably the most important circuits available; most designs are based upon them. As with
first-order circuits, this chapter is limited to single-input-single-output linear time-invariant circuits, and
unless otherwise stated, here real-valued quantities are assumed. By definition a second-order circuit is
described by the differential equation

d2 � d
2y
dt2

þ d1 � dydt þ d0 � y ¼ n2 � d
2u
dt2

þ n1 � dudt þ n0 � u (26:32)

where di and ni are ‘‘denominator’’ and ‘‘numerator’’ constants, i¼ 0, 1, 2, which, unless mentioned to
the contrary, are taken to be real. Continuing the notation used for first-order circuits, y¼ y(�) is the
output and u¼ u(�) is the input; both u and y are generalized functions of time t. Assume that d2 6¼ 0,
which is the normal case because any of the other special cases can be considered as cascades of real
degree one circuits.
Again, treating the derivative as an operator, p¼ d[�]=dt, Equation 26.32 is written as

y ¼ n2p2 þ n1pþ n0
d2p2 þ d1pþ d0

u (26:33)

with the transfer function

H(p) ¼ 1
d2

n2p2 þ n1pþ n0
p2 þ (d1=d2)pþ (d0=d2)

� �

¼ 1
d2

n2 þ (n1 � (d1=d2)n2)pþ (n0 � (d0=d2)n2)
p2 þ (d1=d2)pþ (d0=d2)

� �
(26:34)

where the second form results by long division of the denominator into the numerator. Because they
occur most frequently when second-order circuits are discussed, we rewrite the denominator in two
equivalent customarily used forms:

p2 þ d1
d2

pþ d0
d2

¼ p2 þ vn

Q
pþ v2

n ¼ p2 þ 2zvnpþ v2
n (26:35)

where
vn is the undamped natural frequency� 0
Q is the quality factor
z is the damping factor¼ 1=(2Q)

The transfer function is accordingly

H(p) ¼ 1
d2

n2p2 þ n1pþ n0
p2 þ (vn=Q)pþ v2

n

� �
¼ 1

d2

n2p2 þ n1pþ n0
p2 þ 2zvnpþ v2

n

� �
(26:36)

Table 26.2 lists several of the more important transfer functions, which, as in the first-order case, are
operators as functions of the derivative operator p.
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26.3.2 Zero-Input and Zero-State Response

Again, as in the first-order case, a convenient tool for investigating the time-domain behavior of a
second-order circuit is the state variable description. Letting the state vector be x(�), the state-space
representation is

px ¼ Ax þ Bu

y ¼ Cx þ Du
(26:37)

where, as above, p¼ d[�]=dt, and A, B, C, D are constant matrices. In the present case, these matrices are
real and one convenient choice, among many, is

px ¼
0 1

� d0
d2

� d1
d2

2
4

3
5x þ

n1 � d1
d2

n2

n0 � d0
d2

n2

� �
� n1 � d1

d2
n2

� �
2
664

3
775u

y ¼ 1
d2

0

� �
x þ n1

d2

� �
u

(26:38)

Here, the state is the two-vector x¼ [x1 x2]
T, with the superscript T denoting transpose. Normally, the

state would consist of capacitor voltages and=or inductor currents, although at times one may wish to
use linear combinations of these. From these state variable equations, a generic operational-amplifier
(op-amp) RC circuit to realize any of this class of second-order circuits is readily designed and given in
Figure 26.2. In the figure, all voltages are referenced to ground and normalized capacitor and resistor
values are listed. Alternate designs in terms of only CMOS differential pairs and capacitors can also be
given [3], while a number of alternate circuits exist in the catalog of Sallen and Key [4].

TABLE 26.2 Typical Second-Order Circuit Transfer Functions

Transfer Function Description Impulse Response

n0
d2

1
p2 þ 2zvnpþ v2

n

Low-pass
hlp(t) ¼ n0

d2

e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2vn

p sin
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt

� �
1(t)

High-pass

n2
d2

p2

p2 þ 2zvnpþ v2
n

0 ¼ arctan2 zffiffiffiffiffiffiffiffi
1�z2

p
� �

hhp(t) ¼ n2
d2

d(t)� vne�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p sin
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt þ 2u

� �
1(t)

" #

Bandpass
n1
d2

p
p2 þ 2zvnpþ v2

n
u ¼ arctan2 zffiffiffiffiffiffiffiffi

1�z2
p
� �

hbp(t) ¼ n1
d2

e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p cos
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt þ u

� �
1(t)

n2
d2

p2 þ v2
0

p2 þ 2zvnpþ v2
n

Band-stop
hbs(t) ¼ hhp(t)þ n2v2

0

n0
hlp(t)

n2
d2

p2 � 2zvnpþ v2
n

p2 þ 2zvnpþ v2
n

All-pass
hap(t) ¼ n2

d2
d(t)� 4zvne�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi

1� z2
p cos

ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt þ u

� �
1(t)

" #

n0
d2

1
p2 þ v2

n

Oscillator, hosc(t) ¼ n0
d2

sin (vnt) � 1(t)

when u¼ 0 jy(t)ju¼0¼ y(0) � cos (vnt)þ y0(0)
vn

� sin (vnt)
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Because Equation 26.38 represents a set of linear constant coefficient differential equations,
superposition applies and its solution can again be broken into two parts, the part due to initial
conditions, x(0), called the zero-input response, and the part due solely to the input u, the zero-state
response.
The zero-input response is readily found by solving the state equations with u¼ 0 and initial

conditions x(0). The result is y(t)¼C exp(At) x(0), which can be evaluated by several means, including
the following. Using a prime to designate the time derivative, first note that when u¼ 0, x1(t)¼ d2y(t) and
(from the first row of A) x1(t)0 ¼ x2(t)¼ d2y(t)0. Thus, x1(0)¼ d2y(0) and x2(0)¼ d2 y0(0), which allow the
initial conditions to be expressed in terms of the measurable output quantities. To evaluate exp(At), note
that its terms are linear combinations of terms with complex frequencies that are zeroes of the
characteristic polynomial

det(s12 � A) ¼ det
s �1

v2
n sþ 2zvn

� �
¼ s2 þ 2zvnsþ v2

n

¼ (s� s�)(s� sþ) (26:39)

For which the roots, called natural frequencies, are

s	 ¼ �z	
ffiffiffiffiffiffiffiffiffiffiffiffiffi
z2 � 1

q� �
vn ¼ �1	

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� 4Q2

p	 
 vn

2Q
(26:40)

The case of equal roots will only occur when z2¼ 1, which is the same as Q2¼ 1=4, for which the roots are
real. Indeed, if the damping factor, z, is >1 in magnitude, or equivalently, if the quality factor, Q, is <1=2
in magnitude, the roots are real and the circuit can be considered a cascade of two first-order circuits.
Thus, assume here and in the following that unless otherwise stated, Q2> 0.25, which is the same as
z2< 1, in which case the roots are complex conjugates, s� ¼ sþ*

s	 ¼ �z	 j
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q� �
vn ¼ �1	 j

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
4Q2 � 1

p	 
 vn

2Q
, j ¼ ffiffiffiffiffiffiffi�1

p
(26:41)
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FIGURE 26.2 Generic, second-order op-amp RC circuit.
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By writing y(t)¼ a � exp(sþt)þ b � exp(s�t), for unknown constants a and b, differentiating and setting
t¼ 0 we can solve for a and b, and after some algebra and trigonometry obtain the zero-input response

y(t) ¼ e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p y(0) � cos
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt � u

� �
þ y0(0)

vn
� sin

ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt

� �� �
(26:42)

where u ¼ arctan2 z=
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p	 

with arctan2(�) being the arc tangent function that incorporates the sign

of its argument.
The form given in Equation 26.42 allows for some useful observations. Remembering that this assumes

z2< 1, first note that if no damping occurs, that is, z¼ 0, then the natural frequencies are purely
imaginary, sþ¼ jvn and s�¼�sþ, and the response is purely oscillatory, taking the form shown in the
last line of Table 26.2. If the damping is positive, as it would be for a passive circuit having some loss,
usually via positive resistors, then the natural frequencies lie in the left half s-plane, and y decays to zero
at positive infinite time so that any transients in the circuit die out after a sufficient wait. The circuit is
then called asymptotically stable. However, if the damping is negative, as it could be for some positive
feedback circuits or those with negative resistance, then the response to nonzero initial conditions
increases in amplitude without bound, although in an oscillatory manner, as time increases, and the
circuit is said to be unstable. In the unstable case, as time decreases through negative time the amplitude
also damps out to zero, but usually the responses backward in time are not of as much interest as those
forward in time.
For the zero-state response, the impulse response, h(t), is convoluted with the input, that is, y¼ h * u,

for which we can use the fact that h(t) is the inverse Laplace transform of H(s)¼C[sl2�A]�1B. The
denominator of H(s) is det(sl2�A)¼ s2þ 2zvnsþv2

n, for which the causal inverse Laplace transform is

esþt1(t) * e
s�t1(t) ¼

esþt � es�t

sþ � s�
1(t) if s 6¼ sþ

tesþt1(t) if s ¼ sþ

8<
: (26:43)

Here, the bottom case is ruled out when only complex natural frequencies are considered, following the
assumption of handling real natural frequencies in first-order circuits, made previously. Consequently,

esþt1(t) * e
s�t1(t) ¼ esþt � es�t

sþ � s�
1(t) ¼ e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

1� z2vn

p sin
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2vnt

q� �
� 1(t) (26:44)

Again, assuming z2< 1 using the preceding calculations give the zero-state response as

y(t) ¼ 1
d2

e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p
vn

sin
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt

� �
1(t)*

(

n1 � d1
d2

n2

� �
d0(t)þ n0 � d0

d2
n2

� �
d(t)

� �
þ n2d(t)

�
* u(t)

¼ 1
d2

(
e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p
vn

sin
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt

� �
1(t)*

[n2d
00(t)þ n1d

0(t)þ n0d(t)]

)
* u(t) (26:45)

The bottom equivalent form is easily seen to result from writing the transfer function H(p) as the product
of two terms 1=[d2(p

2þ 2zvnpþvn
2) and [n2p

2þ n1pþ n0] convoluting the causal impulse response (the
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inverse of the left half-plane converging Laplace transform), of each term. From Equation 26.45, we
directly read the impulse response to be

h(t) ¼ 1
d2

(
e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p
vn

sin
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt

� �
1(t)

*[n2d
00(t)þ n1d

0(t)þ n0d(t)]

)
(26:46)

Equations 26.45 and 26.46 are readily evaluated further by noting that the convolution of a function with
the second derivative of the impulse, the first derivative of the impulse, and the impulse itself is the
second derivative of the function, the first derivative of the function, and the function itself, respectively.
For example, in the low-pass case we find the impulse response to be, using Equation 26.46,

hlp(t) ¼ n0
d2

e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p
vn

sin
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt

� �
1(t) (26:47)

By differentiating we find the bandpass and then high-pass impulse responses to be, respectively,

hbp(t) ¼ n1
d2

e�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p cos
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt þ u

� �
1(t) (26:48)

hhp(t) ¼ n2
d2

d(t)� vne�zvntffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p sin
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
vnt þ 2u

� �
1(t)

" #
(26:49)

In both cases, the added phase angle is given, as in the zero input response, via u ¼ arctan2 z=
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p	 

.

By adding these last three impulse responses suitably scaled the impulse responses of the more general
second-order circuits are obtained.
Some comments on normalizations are worth mentioning in passing. Because d2 6¼ 0, one could

assume d2 to be 1 by absorbing its actual value in the transfer function numerator coefficients. If vn 6¼ 0,
time could also be scaled so that vn¼ 1 could be taken, in which case a normalized time, tn, is introduced.

Thus, t¼vntn and, along with normalized time, comes a normalized differential operator pn¼ d[�]=
dtn¼ d[�]=d(t=vn)¼vnp. This, in turn, leads to a normalized transfer function by substituting p¼ pn=vn

into H(p). Thus, much of the treatment could be carried out on the normalized transfer function x

Hn(pn) ¼ H(p) ¼ n2np2n þ n1npn þ n0n
p2n þ 2zpn þ 1

pn ¼ vnp (26:50)

In this normalized form, it appears that the most important parameter in fixing the form of the response
is the damping factor z¼ 1=(2Q).

26.3.3 Transient and Steady-State Responses

Let us now excite the circuit with an eternal exponential input, u(t)¼U exp(st) for �1< t<1 at the
complex frequency s¼sþ jv, where s is chosen as different from either of the natural frequencies, s	,
and U is a constant. As with the first-order and, indeed, any higher-order, case the response is y(t)¼Y(s)
exp(st), as is observed by direct substitution into Equation 26.32. This substitution yields directly

Y(s) ¼ 1
d2

n2s2 þ n1sþ n0
s2 þ 2zvnsþ v2

n

� �
� U (26:51)
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where y(t)¼Y(s) exp(st) for u(t)¼U exp(st) over �1< t<1. That is, an exponential excitation yields
an exponential response at the same (complex) frequency s¼sþ jv as that for the input, as long as s is
not one of the two natural frequencies. (s may have positive as well as negative real parts and is best
considered as a frequency and not as the Laplace transform variable because the latter is limited to
regions of convergence.) Because the denominator polynomial of Y(_s) has roots which are the natural
frequencies, the magnitude of Y becomes infinite as the frequency of the excitation approaches sþ or s�.
Thus, the natural frequencies sþ and s� are also called poles of the transfer function.

When s¼ 0 the excitation and response are both sinusoidal and the resulting response is called the
SSS. From Equation 26.51, the SSS response is found by substituting the complex frequency s¼ jv into
the transfer function, now evaluated on complex numbers rather than differential operators as above,

H(s) ¼ 1
d2

n2s2 þ n1sþ n0
s2 þ 2zvnsþ v2

n

� �
(26:52)

Next, an exponential input is applied, which starts at t¼ 0 instead of at t¼�1; i.e., u(t)¼U exp(st)1(t).
Then, the output is found by using the convolution y¼ h * u, which, from the discussion at Equation
26.45, is expressed as

y(t) ¼ h * u ¼ 1
d2

esþt1(t) * e
s�t1(t) * [n2d

00(t)þ n1d
0(t)þ n0d(t)] * e

st1(t)

¼ H(s)Uest1(t)þ 1
d2(sþ � s�)

N(s)
sþ � s

þ n2(sþ sþ)þ n1

� �
esþt

��

� N(s)
sþ � s

þ n2(sþ s�)þ n1

� �
es�t
�
1(t)

�
(26:53)

in which N(s) is the numerator of the transfer function and we have assumed that s is not equal to a
natural frequency. The second term on the right within the braces varies at the natural frequencies and as
such is called the transient response, while the first term is the term resulting directly from an eternal
exponential, but now with the negative time portion of the response removed. If the system is stable, the
transient response decays to zero as time increases and, thus, if we wait long enough the transient
response of a stable system can be ignored if the complex frequency of the input exponential has a real
part that is greater than that of the natural frequencies. Such is the case for exponentials that yield
sinusoids; in that case s¼ 0, or s¼ jv. In other words, for an asymptotically stable circuit the output
approaches that of the SSS when the input frequency is purely imaginary. If we were to excite at a natural
frequency then the first part of Equation 26.53 still could be evaluated using the time-multiplied
exponential of Equation 26.43; however, the transient and the steady state are now mixed, both being
at the same ‘‘frequency.’’
Because actual sinusoidal signals are real, we use superposition and the fact that the real part of a

complex signal is given by adding complex conjugate terms:

cos (vt) ¼ <[ejvt] ¼ ejvt þ e�jvt

2
(26:54)

This leads to the SSS response for an asymptotically stable circuit excited by u(t)¼U cos (vt)1(t) to be

y(t) ¼ H(jv)Uejvt þ H(� jv)U*e�jvt

2
¼ jH(jv)jjU j cos (vt þ ffH(jv)þ ffU) (26:55)
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Here, we assumed that the circuit has real-valued components such that H(�jv) is the complex conjugate
of H(jv). In which case, the second term in the middle expression is the complex conjugate of the first.

26.3.4 Network Characterization

Although the impulse response is useful for theoretical studies, it is difficult to observe it experimentally
due to the impossibility of creating an impulse. However, the unit step response is readily measured, and
from it the impulse response actually can be obtained by numerical differentiation if needed. However, it
is more convenient to work directly with the unit step response and, consequently, practical character-
izations can be based upon it. The treatment most conveniently proceeds from the normalized low-pass
transfer function

H( p) ¼ 1
p2 þ 2zpþ 1

, 0 < z < 1 (26:56)

The unit step response follows by applying the input u(t)¼ 1(t) and noting that the unit step is the special
case of an exponential multiplied unit step, where the frequency of the exponential is zero. Conveniently,
Equation 26.43 can be used to obtain

yus(t) ¼ 1(t)� e�ztffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p cos
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

q
t � u

� �
� 1(t), u ¼ arctan

zffiffiffiffiffiffiffiffiffiffiffiffiffi
1� z2

p
 !

(26:57)

Typical unit step responses are plotted in Figure 26.3 where, for a small damping factor, overshoot can be
considerable, with oscillations around the final value and in addition, a long settling time before reaching
the final value. In contrast, with a large damping factor, although no overshoot or oscillation occurs, the
rise to the final value is long. A compromise for obtaining a quick rise to the final value with no
oscillations is given by choosing a damping factor of 0.7, this being called the critical value; i.e., critical
damping is zcrit¼ 0.7.
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FIGURE 26.3 Unit step response for different damping factors.
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27.1 Concept of States

For resistive (or memoryless) circuits, given the circuit structure, the present output depends only on
the present input. In order to analyze a dynamic circuit, however, in addition to the present input it is
also necessary to know the state of the circuit at some time t0. The state of the circuit at t0 represents
the condition of the circuit at t¼ t0, and is related to the energy storage of the circuit, or the voltage
(or electric charge) across the capacitor and the currents (or magnetic fluxes) through the inductors.
These voltages and currents are considered as the state of the circuit at t¼ t0. For t> t0, the behavior of
the circuit is completely characterized by these variables. In view of the preceding, a definition for the
state of a circuit can now be given.

Definition: The state of a circuit at time t0 is the minimum amount of information at t0 that, along
with the input to the circuit for t� t0, uniquely determines the behavior of the circuit for t� t0.

The concept of states is closely related to the order of complexity of the circuit. The order of complexity
of a circuit is the minimum number of initial conditions which, along with the input, is sufficient to
determine the future behavior of the circuit. Furthermore, if a circuit is described by an nth-order linear
differential equation, it is well-known that the general solution for t� t0 contains n arbitrary constants
which are determined by n initial conditions. This set of n initial conditions contains information
concerning the circuit prior to t¼ t0 and constitutes the state of the circuit at t¼ t0. Thus, the order of
complexity or the order of a circuit is the same as the order of the differential equation that describes
the circuit, and it is also the same as the number of state variables that can be defined in a circuit. For an
nth-order circuit, the state of the circuit at t¼ t0 consists of a set of n numbers that denotes a vector in an
n-dimensional state space spanned by the n corresponding state variables. This key number n can simply
be obtained by inspection of the circuit. Knowing the total number of energy storage elements, nLC, the
total number of independent capacitive loops, nC, and the total number of independent inductive cutsets,
nL, the order of complexity n of a circuit is given by
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n ¼ nLC � nL � nC (27:1)

A capacitive loop is defined as one that consists of only capacitors and possibly voltage sources while an
inductive cutset represents a cutset that contains only inductors and possibly current sources. The
following two examples illustrate the concept of states.

Example 27.1

Consider a simple RC-circuit in Figure 27.1. The circuit equation is

RC
dvc(t)
dt

þ vc(t) ¼ vin for t � t0 (27:2)

and the corresponding capacitor voltage is easily obtained as

vc(t) ¼ [vc(t0)� vin]e
� 1

RC(t�t0) þ vin for t � t0 (27:3)

For this first-order circuit, it is clear from Equation 27.3 the capacitor voltage for t� t0 is uniquely
determined by the initial condition vc(t0) and the input voltage vin for t� t0. This is independent of the
charging circuit for the capacitor prior to t0. Hence, vc(t0) is the state of the circuit at t¼ t0 and vc(t) is
regarded as the state variable of the circuit.

Example 27.2

As another illustration, consider the circuit of Figure 27.2, which is a slight modification of the circuit
considered in the previous example. The circuit equation and its corresponding solution are readily
obtained as

dvC1 (t)
dt

¼ � 1
R(C1 þ C2)

vC1 (t)þ
1

R(C1 þ C2)
vin (27:4)

R

vCvin

t = t0

C

+

–

FIGURE 27.1 Simple RC circuit.

C1 C2

R

vin vC1
vC2

E

+ +

– –

FIGURE 27.2 Circuit for Example 27.2.

27-2 Fundamentals of Circuits and Filters



and

vC1 (t) ¼ (vC1 (t0)� vin)e
�1

R(C1þC2)
(t�t0) þ vin for t � t0 (27:5)

respectively. Even though two energy storage elements exist, one can only arbitrarily specify one
independent initial condition. Once the initial condition on C1, vC1(t0), is specified, the initial voltage
on C2 is automatically constrained by the loop equation vC2(t)¼ vC1(t)� E at t0. The circuit is thus still
first order and only one state variable can be assigned for the circuit. It is clear from Equation 27.5 that
with the input vin, vC1(t0) is the minimum amount of information that is needed to uniquely determine
the behavior of this circuit. Hence, vC1(t) is the state variable of the circuit. One can just as well analyze the
circuit by solving a first-order differential equation in terms of vC2(t) with vC2(t0) defined as the state of the
circuit at t¼ t0. The selection of state variables is thus not unique. In this example, either vC1(t) or vC2(t) can
be defined as the state variable of the circuit. In fact, it is easily shown that any linear combination of
vC1(t) and vC2(t) can also be regarded as state variables.

27.2 State-Variable Formulation via Network Topology

Various mathematical descriptions of circuits are available. Depending on the type of analysis used,
different formulations of circuit equations may result. In the state variable formulation, a system of n
first-order differential equations is written in the form

_x ¼ f (x, t) (27:6)

where
x is an n3 1 vector consisting of n state variables for an nth-order circuit
t represents the time variable

This set of equations is usually referred to as the state equation in normal form.
When compared with other circuit descriptions, the state-variable representation is not necessarily the

simplest. It does, however, simultaneously provide the solution of all state variables and hence yields the
behavior of the entire circuit. The state equation is also particularly suitable for analysis by numerical
techniques. Another distinct advantage of the state-variable approach is that it can be easily extended to
nonlinear and=or time varying circuits.

Example 27.3

Consider the linear circuit of Figure 27.3. By inspection, the order of complexity of this circuit is three.
Hence, three state variables are selected as x1¼ vC1, x2¼ vC2, and x3¼ iL. Because the left-hand side of the
normal form equation is the derivative of the state vector, it is necessary to express the voltage across

––

–
++

R2R1

C2C1

iR3iR1
vR2

vC1

iL

vC2
R3vs is

+

L1 2

FIGURE 27.3 Circuit for Example 27.3.
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the inductors and the currents through the capacitors in terms of the state variables and the input
sources.

The current through C1 can be obtained by writing a Kirchhoff’s current law (KCL) equation at node 1
to yield

C1
dvC1

dt
¼ iR1 � iL

¼ 1
R1

(vs � vC1 )� iL

or

dvC1 (t)
dt

¼ � 1
R1C1

vC1 �
1
C1

iL þ 1
R1C1

vs (27:7)

In a similar manner, applying KCL to node 2 gives

C2
dvC2

dt
¼ iL � iR3 þ is

¼ iL � 1
R3

vC2 þ is

or

dvC2 (t)
dt

¼ � 1
R3C2

vC2 þ
1
C2

iL þ 1
C2

is (27:8)

The expression for the inductor voltage is derived by applying KVL to the mesh containing L, R2, C2,
and C1 yielding

L
diL
dt

¼ vC1 � vC2 � R2iL

or

diL
dt

¼ 1
L
vC1 �

1
L
vC2 �

R2

L
iL (27:9)

Equations 27.7 through 27.9 are the state equations that can be expressed in matrix form as

dvC1
dt

dvC2
dt

diL
dt

2
664

3
775 ¼

� 1
R1C1

0 � 1
C1

0 � 1
R3C2

1
C2

1
L � 1

L � R2
L

2
664

3
775

vC1

vC2

iL

2
64

3
75þ

1
R1C1

0

0 1
C2

0 0

2
64

3
75 vs

is

" #
(27:10)

Any number of branch voltages and=or currents may be chosen as output variables. If iR1
and vR2

are
considered as outputs for this example, then the output equations, written as a linear combination of state
variables and input sources become
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iR1 ¼
1
R1

(vs � vC1 ) (27:11)

vR2 ¼ R2iL (27:12)

or in matrix form

iR1

vR2

� �
¼ � 1

R1
0 0

0 0 R2

� � vC1

vC2

iL

2
64

3
75þ

1
R1

0

0 0

� �
vs
is

� �
(27:13)

In general, for an nth-order linear circuit with r input sources and m outputs, the state and output
equations are represented by

_x ¼ Ax þ Bu (27:14)

and

y ¼ Cx þDu (27:15)

where
x is an n3 1 state vector
u is an r3 1 vector representing the r input sources
m3 1-vector y denotes the m output variables, A, B, C, and D are of order n3 n, n3 r, m3 n,
and m3 r, respectively

In the preceding example, the state equations are obtained by inspection for a simple circuit by writing
voltage equations for inductors and current equations for capacitors and properly eliminating the
nonstate variables. For more complicated circuits, a systematic procedure for eliminating the nonstate
variables is desirable. Such a procedure can be generated with the aid of a proper tree. A proper tree is a
tree obtained from the associated network graph that contains all capacitors, independent voltage
sources, and possibly some resistive elements, but does not contain inductors and independent current
sources. The selection of such a tree is always possible if the circuit contains no capacitive loops and no
inductive cutsets. The reason for providing such a tree for writing state equations is obvious. With each
tree branch, there is a unique cutset known as the fundamental cutset that contains only one tree branch
and some links. Thus, if capacitors are in the tree, a fundamental cutset equation may be written for the
corresponding currents through the capacitors. Similarly, every link (together with some tree branches)
forms a unique loop called a fundamental loop. If inductors are selected as links, inductor voltages may
be obtained by writing the corresponding fundamental loop equations. With the selection of a proper
tree, state variables can be defined as the capacitor tree-branch voltages and inductive link currents.
In view of the above observation, a systematic procedure for writing state equations can now be stated
as follows:

Step 1: From the associated directed graph, pick a proper tree.

Step 2: Write fundamental cutset equations for the capacitive tree branches and express the capacitor
currents in terms of link currents.

Step 3: Write fundamental loop equations for the inductive links and express the inductor voltages in
terms of tree-branch voltages.
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Step 4: Define the state variables. Capacitive tree-branch voltages and inductive link currents are selected
as state variables. Other quantities such as capacitor charges and inductor fluxes may also be used.

Step 5: Group the branch relations and the remaining fundamental equations according to their element
types into three sets: resistor, inductor, and capacitor equations. Solve for the nonstate variables
that appeared in the equations obtained in Steps 2 and 3 from the corresponding set of equations
in terms of the state variables and independent sources.

Step 6: Substitute the result of Step 5 into the equations obtained in Steps 2 and 3, and rearrange them in
normal form.

Example 27.4

Consider again the same circuit in Figure 27.3. The various steps outlined previously are used to write the
state equations.

Step 1: The associated graph and the proper tree of the circuit are shown in Figure 27.4. The tree
branches include vs, C1, C2, and R2.

Step 2: The fundamental cutset associated with C1 consists of tree branch C1 and two links R1 and L. By
writing the current equation for this cutset, the capacitor current ic1 is expressed in terms of link
currents as

iC1 ¼ iR1 � iL (27:16)

Similarly, the fundamental cutset {L, C2, R3, is} associated with C2 leads to

iC2 ¼ iL � iR3 þ is (27:17)

Step 3: The fundamental loop associated with link L consists of L and tree branches R2, C2, and C1. By
writing the voltage equation around this loop, the inductor voltage can be written in terms of
tree-branch voltages as

vL ¼ vC1 � vC2 � vR2 (27:18)

Step 4: The tree-branch capacitor voltages vC1
, VC1

, and inductive link current iL are defined as the state
variables of the circuit.

Step 5: The branch relation and the remaining two fundamental loops for R1 and R2, and the funda-
mental cutset equation for R2 are grouped into three sets.

R2R1 L

R3C2C1

is

vs

FIGURE 27.4 Directed graph associated with the circuit of Figure 27.3.
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Resistor equations:

vR1 þ vC1 � vs ¼ 0 (27:19)

iR1 ¼
1
R1

vR1 (27:20)

iR2 � iL ¼ 0 (27:21)

vR2 ¼ R2iR2 (27:22)

vR3 � vC2 ¼ 0 (27:23)

vR3 ¼ R3iR3 (27:24)

Inductor equations:

fL ¼ LiL or vL ¼ dfL

dt
¼ L

diL
dt

(27:25)

Capacitor equations:

q1 ¼ C1vC1 or iC1 ¼
dq1
dt

¼ C1
dvC1

dt
(27:26)

q2 ¼ C2vC2 or iC2 ¼
dq2
dt

¼ C2
dvC2

dt
(27:27)

The resistive link currents rR1
, iR3

, and resistive tree-branch voltage VR2
are solved from

Equations 27.19 through 27.24 in terms of the inductive link current iL, the capacitive tree-
branch voltages vC1

and vC2
, and sources as

iR1 ¼
1
R1

(vs � vC1 ) (27:28)

iR3 ¼
1
R3

vC2 (27:29)

and

vR2 ¼ R2iL (27:30)

For this example, iL, vC1
, and vC2

have already been defined as state variables.

Step 6: Substituting Equations 27.28 through 27.30 into Equations 27.16 through 27.18 yields the desired
state equation in matrix form:

dvC1
dt

dvC2
dt
diL
dt

2
664

3
775 ¼

� 1
R1C1

0 � 1
C1

0 � 1
R3C2

1
C2

1
L � 1

L � R2
L

2
64

3
75

vC1

vC2

iL

2
64

3
75þ

1
R1C1

0

0 1
C2

0 0

2
64

3
75 vs

is

� �
(27:31)

which, as expected, is the same as Equation 27.10 obtained previously by inspection.
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As mentioned earlier, the selection of state variables is not unique. Instead of using capacitor voltages
and inductor currents as state variables, basic quantities such as the capacitor charges and inductor fluxes
may also be considered. If q1, q2, and fL are defined as state variables in Step 4, the inductive link current
iL and capacitive tree-branch voltages, vC1

and vC2
, can be solved from the inductor and capacitor

equations in terms of state variables and possibly sources in Step 5 as

iL ¼ 1
L
fL (27:32)

vC1 ¼
1
C1

q1 (27:33)

vC2 ¼
1
C2

q2 (27:34)

Finally, state equations are obtained by substituting Equations 27.28 through 27.30 and Equations 27.32
through 27.34 into Equations 27.16 through 27.18 as

dq1
dt

dq2
dt

dfL
dt

2
664

3
775 ¼

� 1
R1C1

0 � 1
L

0 � 1
R3C2

1
L

1
C1

� 1
C2

� R2
L

2
664

3
775

q1

q2

fL

2
64

3
75þ

1
R1

0

0 1

0 0

2
64

3
75 vs

is

" #
(27:35)

In the systematic procedure outlined previously, it is assumed that the network exists with neither
inductive cutsets nor capacitive loops so that the selection of proper tree is always guaranteed. For
networks that do have these constraints, it is not possible to include all the capacitors in a tree without
forming a closed path. Also, in order for a tree to contain all the nodes, some inductors will have to be
included in a tree. A tree that includes independent voltage sources, some resistors, and a maximum
number of capacitors but no independent current sources is called a modified proper tree. In writing a
state equation for such networks, the same systematic procedure can be applied with the selection of a
modified proper tree. However, if capacitor tree-branch voltages and inductive link currents are defined
as the state variables, the standard (A, B, C, D) description (Equations 27.14 and 27.15) may not exist.
In fact, if inductive cutsets contain independent current sources and=or capacitive loops contain
independent voltage sources, the derivative of these sources will appear in the state equation and the
general equation is of the form

_x ¼ Ax þ B1uþ B2 _u (27:36)

where B1 and B2 are n3 r matrices and A, x, and u are defined as before. To recast Equation 27.36 into
the standard form, it is necessary to redefine.

z ¼ x � B2u (27:37)

as new state variables. Substituting Equation 27.37 into 27.36, yields

_z ¼ Azþ Bu (27:38)

where

B ¼ B1 þ AB2 (27:39)
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It is noted from Equation 27.37, the new state variables represent a linear combination of sources and
capacitor voltages or inductor currents which, except for the mathematical convenience, may not have
sound physical significance. To avoid such state variables and transformation (Equation 27.37), Step 4 of
the systematic procedure described earlier needs to be modified. By defining state variables as the
algebraic sum of capacitor charges in the fundamental cutset associated with each of the capacitor tree
branches, and the algebraic sum of inductor fluxes in the fundamental loop associated with each of the
inductive links, the resulting state equation will be in the standard form. The preceding generalizations
are illustrated by the following two examples.

Example 27.5

As a simple illustration, consider the same circuits given in Figure 27.2, where the constant DC voltage
source E is replaced by a time-varying source e(t). It can easily be demonstrated that the equation
describing the circuit now becomes

dvC1 (t)
dt

¼ � 1
R(C1 þ C2)

vC1 þ
1

R(C1 þ C2)
vin(t)þ C2

R(C1 þ C2)
de(t)
dt

(27:40)

The preceding equation is the same as the state Equation 27.4 with the exception of an additional term
involving the first-order derivative of source e(t). Equation 27.40 is clearly not the standard state equation
described in Equation 27.41 with capacitor voltage vC1 defined as the state variable.

Example 27.6

As another illustration, consider the circuit shown in Figure 27.5 which consists of an inductive cutset
{L1, L2, is} and a capacitive loop (C1, vs2, C2). The state equations are determined from the systematic
procedure by first using the transformation (Equation 27.37) and then by defining the algebraic sum of
charges and fluxes as state variables.

Step 1: The directed graph of the circuit is shown in Figure 27.6 where branches denoted by vs1, vs2, C1,
R2, and L2 are selected to form a modified proper tree.

Step 2: The fundamental cutset associated with C1 consists of branches R1, C1, L1, is, C2, and R3.
Applying KCL to this cutset yields

R1

R2

R3

L1

L2

iL1

iL2

iC2

iC1

iR2

iR3

iR1

vs1

vs2

is
C1

C2
+
–

+ –

FIGURE 27.5 Circuit with a capacitive loop and an inductive cutset.
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iC1 ¼ �iR1 � iL1 � is � iC2 � iR3 (27:41)

Step 3: The fundamental loop equation associated with the inductive link L1 is given by

vL1 ¼ vC1 þ vL2 � vR2 (27:42)

where the link voltage vL1 has been expressed in terms of tree-branch voltages.

Step 4: In the first illustration, the tree-branch capacitor voltage vC1
and the inductive link current iL1 are

defined as the state variables.

Step 5: The branch relation and the remaining two fundamental equations are grouped into the
following three sets:

Resistor equations:

vR1 þ vs1 � vC1 ¼ 0 (27:43)

vR1 ¼ R1iR1 (27:44)

iR2 � iL1 � is ¼ 0 (27:45)

vR2 ¼ R2iR2 (27:46)

vR3 � vC1 þ vs2 ¼ 0 (27:47)

vR3 ¼ R3iR3 (27:48)

Inductor equations:

iL2 þ iL1 þ is ¼ 0 (27:49)

fL1 ¼ L1iL1 or vL1 ¼ L1
diL1
dt

(27:50)

fL2 ¼ L2iL2 or vL2 ¼ L2
diL2
dt

(27:51)

Capacitor equations:

vC2 � vC1 þ vs2 ¼ 0 (27:52)

R3

R2

C2

R1

L2

L1

C1

vs1

vs2

is

FIGURE 27.6 Directed graph associated with the circuit of Figure 27.5.
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q1 ¼ C1vC1 or iC1 ¼ C1
dvC1

dt
(27:53)

q2 ¼ C2vC2 or iC2 ¼ C2
dvC2

dt
(27:54)

For this example, the nonstate variables are identified as iR1
, vR2

, iR3
, vL2, and iC2

, from
Equations 27.41 and 27.42. These variables are now solved from the corresponding
group of equations in terms of state variables and independent sources:

iR1 ¼
1
R1

(vC1 � vs1 ) (27:55)

vR2 ¼ R2(iL1 þ is) (27:56)

iR3 ¼
1
R3

(vC1 � vs2 ) (27:57)

vL2 ¼ �L2
diL1
dt

� L2
dis
dt

(27:58)

iC2 ¼ C2
dvC1

dt
� C2

dvs2
dt

(27:59)

Step 6: Assuming the existence of the first-order derivatives of sources with respect to time and substi-
tuting Equations 27.50, 27.53, and 27.55 through 27.59 into Equations 27.41 and 27.42 yields

dvC1
dt

diL1
dt

2
4

3
5 ¼

� R1þR3
R1R3(C1þC2)

� 1
C1þC2

1
L1þL2

� R2
L1þL2

2
4

3
5 vC1

iL1

" #

þ
1

R1(C1þC2)
1

R3(C1þC2)
� 1

(C1þC2)

0 0 � R2
L1þL2

2
4

3
5

vs1

vs2

is

2
664

3
775

þ
0 C2

(C1þC2)
0

0 0 � L2
L1þL2

2
4

3
5

dvs1
dt

dvs2
dt

dis
dt

2
6664

3
7775 (27:60)

Clearly, Equation 27.60 is not in the standard form. Applying transformation (Equation 27.37)
with x1¼ vC1

, x1¼ iL2, u1¼ vC1
, u2¼ vs2, and u3¼ is gives the state equation in normal form

dz1
dt

dz2
dt

2
4

3
5 ¼

� R1þR2
R1R3(C1þC2)

� 1
C1þC2

1
L1þL2

� R2
L1þL2

2
4

3
5 z1

z2

" #

þ
1

R1(C1þC2)
R1C1�R3C2

R1R3(C1þC2)
2 � L1

(L1þL2)(C1þC2)

0 C2
(L1þL2)(C1þC2)

� R2L1
(L1þL2)

2

2
4

3
5�

vs1

vs2

is

2
664

3
775 (27:61)
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where new state variables are defined as

z ¼ z1
z2

� �
¼

vC1 � C2
C1þC2

vs2

iL1 þ L2
L1þL2

is

" #
(27:62)

Alternatively, if the state variables are defined in Step 4 as

qa ¼ q1 þ q2 (27:63)

fb ¼ f1 � f2 (27:64)

then Equations 27.41 and 27.42 become

dqa
dt

¼ dq1
dt

þ dq2
dt

¼ �iR1 � iL1 � is � iR3 (27:65)

dfb

dt
¼ df1

dt
� df2

dt
¼ �vL1 � vL2 ¼ vC1 � vR2 (27:66)

respectively. In Step 5, the resistive link currents iR1
, iR3

, and the resistive tree-branch voltage VR2

are solved from resistive Equations 27.43 through 27.48 in terms of inductive link currents,
capacitive tree-branch voltages, and independent sources. The results are those given in Equa-
tions 27.55 through 27.57. By solving the inductor Equations 27.49, 27.50, and 27.64, inductive
link current iL1 is expressed as a function of state variables and independent sources:

iL1 ¼
1

L1 þ L2
(fb � L2is) (27:67)

Similarly, solving vC1
from capacitor Equations 27.52 through 27.54, and 27.63, yields the

capacitor tree-branch voltage

vC1 ¼
1

C1 þ C2
(qa þ C2vs2 ) (27:68)

Finally, in Step 6, Equations 27.55 through 27.57, 27.67, and 27.68 are substituted into Equations
27.65 and 27.66 to form the state equation in normal form:

dqa
dt

dfb
dt

" #
¼

� R1þR3
R1R3(C1þC2)

� 1
L1þL2

1
C1þC2

� R2
L1þL2

" #
qa

fb

" #
þ

1
R1

R1C1�R3C2
R1R3(C1þC2)

� L1
(L1þL2)

0 C2
(C1þC2)

� R2L1
(L1þL2)

" # vs1
vs2
is

2
64

3
75 (27:69)

27.3 Natural Response and State Transition Matrix

In Section 27.2, the state-variable description has been presented for linear time-invariant circuits.
The response of the circuit depends on the solution of the state equation. The behavior of the circuit
due to any arbitrary input sources can easily be obtained once the zero-input response or the natural
response of the circuit is known. In order to find its natural response, the homogeneous state equation of
the circuit.
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_x ¼ Ax (27:70)

is considered, where independent source term u(t) has been set equal to zero. The preceding state
equation is analogous to the scalar equation

_x ¼ ax (27:71)

where the solution is given by

x(t) ¼ eatx(0) (27:72)

for any arbitrary initial condition x(0) given at t¼ 0, or

x(t) ¼ ea(t�t0)x(t0) (27:73)

if the initial time is specified at t¼ t0.
It is thus reasonable to assume a solution for Equation 27.70 of the form

x(t) ¼ e(t�t0)lp (27:74)

where l is a scalar constant and p is a constant n-vector. Substituting Equation 27.74 into Equation 27.70
leads to

Ap ¼ lp (27:75)

Therefore, Equation 27.74 is a solution of Equation 27.70 precisely when p is an eigenvector ofA associated
with the eigenvalue l. For simplicity, it is assumed that A has n distinct eigenvalues l1, l2, . . . , ln. Because
the corresponding eigenvectors denoted by p1, p2, . . . , pn are linearly independent, the general solution of
Equation 27.70 can be uniquely written as a linear combination of n distinct normal modes of the form
Equation 27.74:

x(t) ¼ c1e
(t�t0)l1p1 þ c2e

(t�t0)l2p2 þ � � � þ cne
(t�t0)lnpn (27:76)

where c1, c2, . . . , cn are n arbitrary constants determined by the given initial conditions. Specifically,

x(t0) ¼ c1p1 þ c2p2 þ � � � þ cnpn (27:77)

The general solution (Equation 27.76) can also be written in the form

x(t) ¼ e(t�t0)Ax(t0) (27:78)

where the exponential function of a matrix is defined by a power series:

e(t�t0)A ¼ Iþ (t � t0)Aþ (t � t0)
2

2!
A2 þ � � �

¼
X1
k¼0

(t � t0)
k

k!
Ak (27:79)
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In fact, taking the derivative of Equation 27.78 with respect to t yields

dx
dt

¼ d
dt

Iþ (t � t0)Aþ (t � t0)
2

2!
A2 þ � � �

� �
x(t0)

¼ Aþ (t � t0)A
2 þ (t � t0)

2

2!
A3 þ � � �

� �
x(t0)

¼ A Iþ (t � t0)Aþ (t � t0)
2

2!
A2 þ � � �

� �
x(t0)

¼ Ae(t�t0)Ax(t0) ¼ Ax(t) (27:80)

Also, at t¼ t0, Equation 27.78 gives

x(t0) ¼ Ix(t0) ¼ x(t0) (27:81)

Thus, expression (Equation 27.78) satisfies both Equation 27.70 and the initial conditions and hence is
the unique solution. The matrix e(t� t0)A, usually denoted by F(t� t0), is called the state transition
matrix or the fundamental matrix of the circuit described by Equation 27.70. The transition of the initial
state x(t0) to the state x(t) at any time t is thus governed by

x(t) ¼ F(t � t0)x(t0) (27:82)

where

F(t � t0) ¼ e(t�t0)A (27:83)

is an n3 n matrix with the following properties:

F(t0 � t0) ¼ F(0) ¼ I (27:84)

F(t þ t) ¼ F(t)F(t) (27:85)

F(t2 � t1)F(t1 � t0) ¼ F(t2 � t0) (27:86)

F(t2 � t1) ¼ F�1(t1 � t2) (27:87)

F�1(t) ¼ F(�t) (27:88)

Once the state transition matrix is known, the solution of the state equation can be obtained from
Equation 27.82. In general, it is rather difficult to obtain a closed-form solution from the infinite series
representation of the state transition matrix. The formula given by Equation 27.79 is useful only if
numerical solution by digital computer is desired. Several methods are available for finding a closed form
expression for F(t� t0). The relationship between solution (Equation 27.76) and the state transition
matrix is first established.

For simplicity, let t0¼ 0. According to Equation 27.82, the first column of F(t) is the solution of the
state equation generated by the initial condition

x(0) ¼ x(1)(0) ¼

1
0
0
..
.

0

2
66664

3
77775 (27:89)
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Indeed, if Equation 27.89 is substituted into Equation 27.82, then

x(t) ¼D x(1)(t) ¼ F(t)x(1)(0) ¼
f11 f12 � � � f1n

f21 f22 � � � f2n

..

. ..
. ..

. ..
.

fn1 fn2 � � � fnn

2
6664

3
7775

1
0
0
..
.

0

2
66664

3
77775 ¼

f11
f21

..

.

fn1

2
6664

3
7775 (27:90)

which can be computed from Equation 27.76 and the arbitrary constants ci¼Dci
(1) for i¼ 1, 2, . . . , n are

solved from Equation 27.77. The first column of the state transition matrix is thus given by

f11
f21

..

.

fn1

2
6664

3
7775 ¼ c(1)1 el1tP1 þ c(1)2 el2tP2 þ � � � þ c(1)n elntPn (27:91)

Instead of Equation 27.89, if

x(0) ¼ x(2)(0) ¼

0
1
0
..
.

0

2
66664

3
77775 (27:92)

is used, the arbitrary constants c1, c2, . . . , cn denoted by c1
(2),c2

(2), . . . cn
(2)are solved. Then, the second

column of F(t) is given

f12

f22

..

.

fn2

2
6664

3
7775 ¼ c(2)1 el1tP1 þ c(2)2 el2tP2 þ � � � þ c(2)n elntPn (27:93)

In a similar manner, the remaining columns of F(t) are determined.
The closed form expression for state transition matrix can also be obtained by means of a similarity

transformation of the form

AP ¼ PJ

or

J ¼ P�1AP (27:94)

where P is a nonsingular matrix. If the eigenvalues of A, l1, l2, . . . , ln, are assumed to be distinct, J is a
diagonal matrix with eigenvalues on its main diagonal:

J ¼
l1 0 � � � 0
0 l2 � � � 0
..
. ..

. . .
. ..

.

0 0 � � � ln

2
6664

3
7775 (27:95)

State-Variable Techniques 27-15



and

P ¼ p1 p2 � � � pn½ � (27:96)

where pi’s, for i¼ 1, 2, . . . n, are the corresponding eigenvectors associated with the eigenvalue li, for
i¼ 1, 2, . . . ,n. Substituting Equation 27.94 into 27.83, the state transition matrix can now be written in the
closed form

F(t � t0) ¼ e(t�t0)A ¼ e(t�t0)PJP�1

¼ Pe(t�t0)JP�1
(27:97)

where

e(t�t0)J ¼
e(t�t0)l1 0 � � � 0

0 e(t�t0)l2 � � � 0
..
. ..

. . .
. ..

.

0 0 � � � e(t�t0)ln

2
664

3
775 (27:98)

is a diagonal matrix.
In the more general case, where the A matrix has repeated eigenvalues, a diagonal matrix of the form

Equation 27.95 may not exist. However, it can be shown that any square matrix A can be transformed by
a similarity transformation to the Jordan canonical form

J ¼
J1 0 � � � 0
0 J2 � � � 0

..

. ..
. . .

. ..
.

0 0 � � � Jl

2
6664

3
7775 (27:99)

where Ji’s, for i¼ 1, 2, . . . , l are known as Jordan blocks. Assuming that A has m distinct eigenvalues,
li, with multiplicity ri, for i¼ 1, 2, . . . , m, and r1þ r2þ � � � þ rm¼ n. Associated with each li there may
exist several Jordan blocks. A Jordon block is a block diagonal matrix of order k3 k(k� ri) with li on its
main diagonal, all 1’s on the superdiagonal, and zeros elsewhere. In the special case when k¼ 1, the
Jordan block reduces to a 13 1 scalar block with only one element li.
In fact, the number of Jordan blocks associated with the eigenvalue li is equal to the dimension of the

null space of (liI�A). For each k3 k Jordan block J(k) associated with the eigenvalue li of the form

J(k) ¼

li 1 0 0 � � � 0

0 li 1 0 � � � 0

..

. ..
. ..

. ..
. . .

.
1

0 0 0 0 � � � li

2
66664

3
77775 (27:100)

the exponential function of J(k) takes the form

e(t�t0)J(k) ¼

1 t t2
2! � � � tk�1

(k�1)!

0 1 t � � � tk�2

(k�2)!

..

. ..
. ..

. . .
. ..

.

0 0 0 � � � 1

2
66664

3
77775e

(t�t0)li (27:101)
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and the corresponding k columns of P, known as the generalized eigenvectors, satisfy the equations

(liI� A)p(1)i ¼ 0

(liI� A)p(2)i ¼ �p(1)i

..

.

(liI� A)p(k)i ¼ �p(k�1)
i (27:102)

The closed form expression F(t� t0) for this general case now becomes

F(t � t0) ¼ Pe(t�t0)JP�1 (27:103)

where

e(t�t0)J ¼
e(t�t0)J1 0 � � � 0

0 e(t�t0)J2 � � � 0
..
. ..

. . .
. ..

.

0 0 � � � e(t�t0)Jl

2
664

3
775 (27:104)

and each of the e(t�t0)J
i, for i¼ 1, 2, . . . , l, is of the form given in Equation 27.101.

The third approach for obtaining closed form expression for the state transition matrix involves the
Laplace transform technique. Taking the Laplace transform of Equation 27.70 yields

sX(s)� x(0) ¼ AX(s)

or

X(s) ¼ (sI� A)�1x(0) (27:105)

where (sI�A)�1 is known as the resolvent matrix. The time response

x(t) ¼ þ�1 (sI� A)�1� �
x(0) (27:106)

is obtained by taking the inverse Laplace transform of Equation 27.105. It is observed by comparing
Equation 27.106 to Equations 27.82 and 27.83 with t0¼ 0 that

F(t) ¼ etA ¼ +�1 (sI� A)�1� �
(27:107)

By way of illustration, the following example is considered. The state transition matrix is obtained by
using each of the three approaches presented previously.

Example 27.7

Consider the parallel RLC circuit in Figure 27.7. The state equation of the circuit is obtained as

diL
dt
dvC
dt

" #
¼ 0 1

L� 1
C � 1

RC

� �
iL
vC

� �
þ 0

1
C

� �
is (27:108)
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With R¼ 2=3 V, L¼ 1 H, and C¼ 1=2 F, the A matrix becomes

A ¼ 0 1
�2 �3

� �
(27:109)

(a) Normal mode approach: The eigenvalues and the corresponding eigenvectors of the A are found
to be

l1 ¼ �1 l2 ¼ �2 (27:110)

and

p1 ¼ 1
�1

� �
, p2 ¼ 1

�2

� �
(27:111)

Therefore, the natural response of the circuit is given as a linear combination of the two distinct
normal modes as

iL(t)
vC(t)

� �
¼ c1e

�t 1
�1

� �
þ c2e

�2t 1
�2

� �
(27:112)

When evaluated at t¼ 0, Equation 27.112 becomes

iL(0)
vC(0)

� �
¼ c1 þ c2

�c1 � 2c2

� �
(27:113)

In order to find the first column of F(t), it is assumed that

iL(0)
vC(0)

� �
¼ 1

0

� �
(27:114)

With this initial condition, the solution of Equation 27.113 becomes

c1¼D c(1)1 ¼ 2 and c2¼D c(1)2 ¼ �1 (27:115)

Substituting Equation 27.115 into 27.112 results in the first column of F(t):

f11

f21

� �
¼ 2e�t � e�2t

�2e�t þ 2e�2t

� �
(27:116)

iL

is vC

+

–

L CR

FIGURE 27.7 Parallel RLC circuit.
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Similarly, for

iL(0)
vC(0)

� �
¼ 0

1

� �
(27:117)

constants c1 and c2 are solved from Equation 27.113 to give

c1¼D c(2)2 ¼ 1 and c2¼D c(2)2 ¼ �1 (27:118)

The second column of F(t):

f12
f22

� �
¼ e�t � e�2t

�e�t þ 2e�2t

� �
(27:119)

is obtained by substituting Equation 27.118 into 27.112. Combining Equations 27.116 and 27.119
yields the state transition matrix in closed form

F(t) ¼ 2e�t � e�2t e�t � e�2t

�2e�t þ 2e�2t �e�t þ 2e�2t

� �
(27:120)

(b) Similarity transformation method: The eigenvalues are distinct, so the nonsingular transformation
P is constructed from Equation 27.96 by the eigenvectors of A:

P ¼ p1 p2½ � ¼ 1 1
�1 �2

� �
(27:121)

with

P�1 ¼ 2 1
�1 �1

� �
(27:122)

Substituting l1, l2, and P into Equations 27.97 and 27.98 yields the desired state transition matrix

F(t) ¼ PetJP�1 ¼ 1 1

�1 �2

� �
e�t 0

0 e�2t

� �
2 1

�1 �1

� �

¼ 2e�t � e�2t e�t � e�2t

�2e�t þ 2e�2t �e�t þ 2e�2t

� �
(27:123)

which is in agreement with Equation 27.120.
(c) Laplace transform technique: The state transition matrix can also be computed in the frequency

domain from Equation 27.107. The resolvent matrix is

(sI� A)�1 ¼
s �1

2 sþ 3

" #�1

¼
sþ3

(sþ1)(sþ2)
1

(sþ1)(sþ2)

�2
(sþ1)(sþ2)

s
(sþ1)(sþ2)

2
4

3
5

¼
2

sþ1 � 1
sþ2

1
sþ1 � 1

sþ2

2
sþ1 þ 2

sþ2 � 1
sþ1 þ 2

sþ2

" #
(27:124)
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where partial-fraction expansion has been applied. Taking the inverse Laplace transform of Equation
27.124 yields the same closed form expression as given previously in Equation 27.120 for F(t).

27.4 Complete Response

When independent sources are present in the circuit, the complete response depends on the initial states
of the circuits as well as the input sources. It is well-known that the complete response is the sum of the
zero-input (or natural) response and the zero-state (or forced) response and satisfies the nonhomoge-
neous state equation

_x(t) ¼ Ax(t)þ Bu(t) (27:125)

subject to the given initial condition x(t0)¼ x0. Equation 27.125 is again analogous to the scalar equation

_x(t) ¼ ax(t)þ bu(t) (27:126)

which has the unique solution of the form

x(t) ¼ e(t�t0)ax(t0)þ
ðt

t0

e(t�t)abu(t) dt (27:127)

It is thus assumed that the solution to the state equation is given by

x(t) ¼ e(t�t0)Ax(t0)þ
ðt

t0

e(t�t)ABu(t) dt

¼ F(t � t0)x(t0)þ
ðt

t0

(t � t)Bu(t) dt (27:128)

Indeed, one can show by direct substitution that Equation 27.128 satisfies the state Equation 27.125.
Differentiating both sides of Equation 27.128 with respect to t yields

_x(t) ¼ d
dt

F(t � t0)x(t0)þ d
dt

ðt

t0

F(t � t)Bu(t) dt

¼ AF(t � t0)x(t0)þ
ðt

t0

d
dt

F(t � t)Bu(t) dtþF(t � t)Bu(t)

¼ AF(t � t0)x(t0)þ
ðt

t0

AF(t � t)Bu(t)dtþ Bu(t)

¼ A F(t � t0)x(t0)þ
ðt

t0

F(t � t)Bu(t)dt

2
4

3
5þ Bu(t)

¼ Ax(t)þ Bu(t) (27:129)
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Also, at t¼ t0, Equation 27.128 becomes

x(t0) ¼ F(t0 � t0)x(t0)þ
ðt0
t0

F(t0 � t)Bu(t)dt

¼ Ix(t0)þ 0 ¼ x(t0) (27:130)

The assumed solution (Equation 27.128) thus satisfies both the state Equation 27.125 and the given initial
condition. Hence, x(t) as given by Equation 27.128 is the unique solution.

It is observed from Equation 27.128 that if u(t) is set to zero, the solution reduces to the zero-input
response or the natural response given in Equation 27.82. On the other hand, if the original circuit is
relaxed, i.e., x(t0)¼ 0, the solution represented by the convolution integral, the second term on the right-
hand side of Equation 27.128, is the forced response on the zero-state response. Thus, Equation 27.128
verifies the fact that the complete response is the sum of the zero-input response and the zero-state
response. The previous result is illustrated by means of the following example.

Example 27.8

Consider again the same circuit given in Example 27.7, where the input current source is assumed to be
a unit step function applied to the circuit at t¼ 0.
The state equation of the circuit is found from Equation 27.108 to be

diL
dt
dvC
dt

" #
¼ 0 1

�2 �3

� �
iL
vC

� �
þ 0

2

� �
is(t) (27:131)

where the state transition matrix F(t) is given in Equation 27.120.

The zero-state response for t> 0 is obtained by evaluating the convolution integral indicated in
Equation 27.128:

ðt

0

F(t � t)Bu(t)dt ¼
ðt

0

2e�(t�t) � e�2(t�t) e�(t�t) � e�2(t�t)

�2e�(t�t) þ 2e�2(t�t) �e�(t�t) þ 2e�2(t�t)

" #
0

2

� �
dt

¼ 2
ðt

0

e�(t�t) � e�2(t�t)

�e�(t�t) þ 2e�2(t�t)

" #
dt ¼ 1� 2e�t þ e�2t

2e�t � 2e�2t

� �
(27:132)

By adding the zero-input response represented byF(t)x(0) to Equation 27.132, the complete response for
any given initial condition x(0) becomes

iL(t)
vC(t)

� �
¼ 2e�t � e�2t e�t � e�2t

�2e�t þ 2e�2t �e�t þ 2e�2t

� �
iL(0)
vC(0)

� �
þ 1� 2e�t þ 2e�2t

2e�t � 2e�2t

� �
(27:133)

for t> 0.
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high-voltage capacitor,

11-29, 11-37
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11-31–11-32
polar polymer dielectric

capacitor, 11-32–11-33
power and quality factor, 11-25
properties

nonorganic capacitor,
11-33–11-34

organic capacitor,
11-34, 11-35

super capacitor, 11-34
y0 index, 11-25–11-26

Cauchy’s residue theorem, 5-7
Chirp z-transform algorithm, 5-17
Circuit elements

characterization
dynamic model, 13-9–13-10
formal methods, 13-3–13-4
memristive element, 13-8
reactive element, 13-7–13-8
resistive element, 13-4–13-7

connecting multiport (CMP)
linear circuit, KCL and KVL,

13-10–13-11
nonlinear circuit and

partition, 13-1–13-2
lumped circuit approximation,

13-1
tableau formulation, 13-11

CMOS, see Complementary metal
oxide semiconductor

Coates’ gain formula
coefficient matrix, 8-7–8-8
n3n matrix, 8-6–8-7
nonsingular matrix, 8-5
topological formula, 8-4

Common-mode rejection ratio
(CMRR), 15-27

common-mode gain,
16-16–16-17

differential and noninverting
configuration, 16-17

total output voltage,
16-17–16-18

Continuous-time Fourier transform
convergence, 4-10–4-11
CT and the DT sampled model,

4-5–4-6
exponential Fourier series,

4-7–4-8
Fourier spectrum, 4-6
periodic continuous-time

signals, 4-11
properties, 4-2–4-5
trigonometric expansion,

4-8–4-10
Continuous-time signals

convergence, 4-10–4-11
CT and the DT sampled model,

4-5–4-6
exponential Fourier series,

4-7–4-8
Fourier spectrum, 4-6
periodic continuous-time

signals, 4-11
properties, 4-2–4-5
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trigonometric expansion,
4-8–4-10

Continuous wavelet transform
(CWT), 6-15

Controlled circuit elements
controlled sources

CCCS and CCVS,
14-4–14-7

circuit representation,
14-1, 14-2

VCCS and VCVS,
14-1–14-4

signal converters
circulator, 14-12–14-15
current negative impedance

converter, 14-11–14-12
definition, 14-15
gyrator, 14-8–14-10
network ports, 14-7–14-8
voltage negative impedance

converter, 14-11
Cooley–Tukey FFT, 10-11
Cored inductor

advanced inductor, 11-56
closed magnetic circuit

air gap, 11-51–11-53
apparent permeability, 11-54
equivalent dimensions and

parameters, 11-50–11-51
incomplete coupling, 11-53
joint effect, 11-54–11-55
leakage coefficient, 11-54

open magnetic circuit,
11-55–11-56

parameters, 11-49–11-50
power loss

definition, 11-56–11-57
dielectric loss, 11-59–11-60
magnetic loss, 11-57–11-59
resistive loss, 11-57
sinusoidally excited inductor,

11-60
Cramer’s rule, 1-19
Critical temperature resistors (CTR),

11-10
Current-controlled current source

(CCCS)
circuit implementation, 14-7
circuit schematic symbol,

18-3, 18-4
equivalent circuit, 14-6
SPICE format, 14-6

Current-controlled voltage source
(CCVS), 14-4

circuit implementation,
14-5–14-6

circuit schematic symbol, 18-3
SPICE format, 14-5

Current feedback op-amp (CFOA)
bipolar realization, 17-5
buffer and CFOA

implementation
frequency response,

17-7, 17-9
open-loop transimpedance,

17-7, 17-9
output impedance

characteristics, 17-7–17-8
schematics and layout plot,

17-6–17-7
step response and harmonic

distortion, 17-11
voltage buffer performance,

17-7
closed-loop gain, 17-3–17-4
CMOS compound device, 17-5
macromodel, 17-2–17-3
total impedance, 17-3

Current-mode op-amp
closed-loop characteristics,

16-35–16-36
dynamics, 16-37–16-38
higher-order effects,

16-38–16-40
Cutset-loop circuit analysis

analogous problem, mesh
analysis, 19-31

circuit representation,
19-39–19-41

failure, nodal analysis,
19-30–19-31

fundamental cutset and loop,
19-32

graphical representation,
19-31–19-32

KCL equation, 19-32–19-34
KVL equation, 19-34
norator, 19-35–19-36
nullator and equivalent

subcircuit, 19-37
passive element and

equivalent circuits,
19-36–19-37

three-terminal=two-port
element,
19-37–19-39

two-terminal element,
19-35–19-40

D

Determinant decision diagrams
(DDD)

matrix determinant and
representation,
25-24–25-25

nodal analysis, 25-23–25-24
vertex and vertex ordering,

25-24
Differential-input op-amp circuit,

21-7
Digital filter banks

basis function, 6-29–6-30
half-band filter, 6-27
paraunitary filter bank

parametrization, 6-27
reconstruction system,

6-25–6-27
polyphase representation,

6-24–6-25
subband reconstruction

conjugate quadrature filter,
6-23–6-24

PR property, 6-23
tree-structured system,

6-28–6-29
two-channel filter bank,

6-22
Digital filters

continuous-time frequency
response, 10-15

discrete-time frequency
response, 10-15–10-16

magnitude response, 10-16
quadrantal and octagonal

symmetry,
10-29–10-30

rotational and diagonal
symmetry, 10-30

Dirac delta function
definition, 3-42–3-43
doublet signal, 3-44
impulse function, 3-43

Discrete Fourier transform
(DFT), 25-16

FFT algorithm
applications, 4-19
ordered inputs and

bit-reversed outputs,
4-18–4-19

types and development,
4-17

properties, 4-15–4-17
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Discrete-time Fourier transform
(DTFT)

vs. CT spectra, 4-14–4-15
DTFT pairs

definition and bilateral
z-transform, 4-12

types, 4-13
properties, 4-13–4-14

Doubly terminated passive filter,
21-4

E

Eigenvalues
inverse matrix, 1-18
singular-value decomposition

(SVD), 1-17
Electrical circuit

classifications
active vs. passive, 18-12
linear vs. nonlinear,

18-11–18-12
lumped vs. distributed,

18-13–18-15
time-varying vs. time-

invariant, 18-12–18-13
current polarity

charge transport,
18-5–18-6

current flow, 18-4–18-5
energy and voltage, 18-7–18-8
power

calculations, 18-8–18-9
conversation, 18-8–18-9

schematic symbols
controlled sources,

18-2–18-4
multiterminal elements,

18-1–18-2
two-terminal elements,

18-1, 18-2
voltage-mode operational

amplifier, 18-4, 18-5
Electromagnetic interference

(EMI), 11-49
Energetic power capacitor,

11-28, 11-29
Equivalence transformation,

1-14–1-15
Equivalent series inductance

(ESI), 11-34
Equivalent series resistance

(ESR), 11-25
Eternal signals, 26-3–26-4

F

Fast Fourier transform (FFT), 25-17
algorithms

applications, 4-19
ordered inputs and

bit-reversed outputs,
4-18–4-19

types and development, 4-17
centrosymmetry, 10-13
quadrantal symmetry, 10-14
symmetry-based 1-D FFT,

10-11–10-12
Ferrodielectric capacitor,

11-31–11-32
Filter banks

digital filter banks
basis function, 6-29–6-30
half-band filter, 6-27
paraunitary properties,

6-25–6-27
polyphase representation,

6-24–6-25
subband construction,

6-22–6-24
tree-structured system,

6-28–6-29
two-channel filter bank, 6-22

paraunitary filter banks
dilation equation application,

6-63–6-64
infinite product convergence,

6-64–6-65
orthonormal wavelet basis,

6-65–6-70
parametrization, 6-27
wavelet tight frames,

6-70–6-71
synthesis and reconstruction,

6-13–6-14
time–frequency representation,

6-13
wavelet function design,

6-14–6-15
Filter transfer function

all-pole transfer function, 21-20
differential-input op-amp

circuit, 21-17
dummy branch insertion, 21-13
four op-amp circuit,

21-18–21-19
gain function, 21-12–21-13
lowpass filter specifications,

21-19
Mason’s gain formula, 21-12

RC-op-amp circuits,
21-14–21-15

state variable biquad,
21-19–21-20

transfer voltage ratio, 21-11
two op-amp circuit realizations,

21-15–21-16
First-order circuits, time domain

analysis
network time constant, 26-10
transfer functions, 26-6–26-7
transient and steady-state

responses, 26-9–26-10
zero-input response,

26-7–26-8
zero-state response, 26-8–26-9

Fixed capacitor, 11-26–11-27
Fixed resistor

chip resistor, 11-6, 11-7
dynamic tolerance D and resistor

class, 11-2–11-3, 11-4
high-ohmic, high-voltage

resistor, 11-6
high-power resistor, 11-6–11-7
resistive network, 11-5–11-6
temperature coefficient of

resistance (TCR),
11-3, 11-5

Fourier transform
adaptive fault tolerance (AFT),

4-27–4-28
complex Fourier transform,

4-6–4-7
continuous-time signals

convergence, 4-10–4-11
CT and the DT sampled

model, 4-5–4-6
exponential Fourier series,

4-7–4-8
Fourier spectrum, 4-6
periodic continuous-time

signals, 4-11
properties, 4-2–4-5
trigonometric expansion,

4-8–4-10
discrete Fourier transform

(DFT)
FFT algorithm, 4-17–4-19
properties, 4-15–4-17

discrete-time Fourier transform
(DTFT)

vs. CT spectra, 4-14–4-15
DTFT pairs, 4-12–4-13
properties, 4-13–4-14
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FFT spectral analysis
leakage and the picket-fence

effect, 4-21–4-22
windowing and zero-

padding, 4-21
FIR digital filter design

bandpass FIR filter, 4-22–4-23
frequency response, 4-22

functional relationships,
4-19–4-20

real-time filtering, Fourier block
processing

block algorithms, 4-24
overlap-add processing,

4-23–4-24
overlap-save processing, 4-23

transform domain adaptive filter
(TDAF)

adaptive tap vector, 4-25
autocorrelation matrix,

4-24–4-25
characteristics, 4-26–4-27
filter output and LMS

adaptive algorithm, 4-24
Karhunen–Loe’ve transform

(KLT), 4-26
power, 4-25–4-26
transformed outputs, 4-25

Fractal capacitors
boost factor vs. horizontal

spacing, 12-7
bottom-plate parasitic

capacitance, 12-5–12-6
fractal dimension, 12-4–12-6
high-density capacitor, 12-2
interdigitated capacitor,

12-7–12-8
lateral flux capacitors, 12-2–12-3
parallel-plate and MOS,

12-1–12-2
quality factor and lateral spacing,

12-7
three-dimensional

representation,
12-5, 12-6

woven structure, 12-8
Frequency-dependent negative

resistance (FDNR), 14-10
Frequency-domain analysis

advanced network analysis
CCCS and VCVS gain,

22-34–22-35
circuit branch admittance,

22-27–22-30

circuit branch impedance,
22-30

circuit transadmittance,
22-31–22-33

circuit transimpedance,
22-31

driving point impedances,
22-35–22-39

engineering utility,
22-18–22-25

fundamental concepts,
22-11–12-15

Kron–Bode formula,
22-25–22-27

Kron’s formula, 22-15–22-18
sensitivity analysis, 22-39
transposed connection

vector, 22-14
LLFT network

capacitor voltage and
current, 24-2

dividers, 24-15–24-18
inductor voltage and current,

24-3
Middlebrook’s extra element

theorem, 24-38–24-42
Norton’s theorem,

24-31–24-32
Ohm’s law, 24-1–24-2
one-port LLFT network, 24-5
properties, 24-10–24-12
p–T conversion,

24-34–24-35
reciprocity, 24-35–24-37

network functions
Cramer’s rule, 22-3
definition, 22-1
inductor current, 22-5–22-6
Laplace transform,

22-9–22-10
modified nodal, 22-4
network stability, 22-8–22-9
output and input impedance,

22-2
output voltage and input

voltage, 22-1
ratio of two polynomials,

22-6
roots of the numerator and

denominator, 22-7
stability, 22-8–22-9
time-domain response,

22-10
transfer function, 22-3

sinusoidal steady state analysis
AC circuit power,

24-62–24-73
network transfer function,

24-46–24-47
output voltage, 24-48
phase lead and lag,

24-55–24-57
phasor and network,

24-53–24-55
RC and RL network,

24-57–24-59
resonance, 24-60–24-62
steady-state output voltage,

24-49
transient and steady-state

response, 24-45
source transformations,

24-12–24-15
substitution theorem,

24-43–24-44
superposition theorem

dependent and independent
source, 24-19–24-20

loop impedancematrix, 24-18
Thévenin’s theorem

application, 24-28–24-29
dependent sources,

24-24–24-25
impedance, 24-26
source transformation,

24-29–24-30
subnetworks, 24-24

two-port networks, 24-5–24-6
Front-end amplifier, see RF

low-noise amplifiers

G

Gate-drain capacitance (Cgd) effect,
17-14–17-15

Generalized impedance convertor
(GIC), 14-10

Geometric mean distance (GMD),
12-13

Graph theory
arc coloring theorem

graph painting, 7-25–7-26
induction hypothesis, 7-26
resistances and voltages,

7-27
circuit and cutset

circuit matrix, 7-12
cut matrix, 7-10–7-11
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electrical networks
KCL and the KVL, 7-19
loop and cutset methods,

7-20–7-21
network elements and

directed graph, 7-18
incidence matrix

determinant, 7-10
directed graph, 7-9
incidence vector, 7-9–7-10

orthogonality relation,
7-12–7-14

relative orientations, 7-12
Tellegen theorem

2-port network, 7-21–7-22
adjoint elements,

7-23–7-24
open-circuit voltage ratio,

7-24
voltage and current change,

7-22
tree enumeration spanning

Binet–Cauchy theorem,
7-15–7-16

directed graph, 7-17
undirected graph,

7-16–7-17

H

Haar wavelet basis, 6-11–6-12
Hierarchical methods

advantage, 25-17, 25-18
bipolar cascode stage,

25-19–25-20
modified nodal analysis

and NAM, 25-19
resistance ladder network,

25-17–25-18
topological analysis, 25-18

Higher-order log-domain filters,
17-45

High-frequency (HF) amplifiers
current feedback op-amp

(CFOA)
bipolar realization, 17-5
buffer and CFOA

implementation,
17-7–17-11

closed-loop gain, 17-3–17-4
CMOS compound device,

17-5
macromodel, 17-2–17-3
total impedance, 17-3

high-Q resonators
gm-C bandpass biquad,

17-32–17-34
IF-sampling, 17-29–17-30
triode region transconductor,

17-31
unity-gain frequency,

17-32
log-domain process

basic log-domain integrator,
17-41–17-44

filter synthesis, 17-36–17-37
higher-order log-domain

filters, 17-45
instantaneous companding,

17-34–17-36
performance aspects,

17-37–17-40
operation layout

feedback reduction, 17-23
flip-chip connection,

17-24
high-frequency (HF) ground,

17-23
input=output isolation,

17-23
I=O pads, 17-23

optical low-noise preamplifiers
front-end noise sources,

17-17–17-18
receiver performance criteria,

17-19–17-21
transimpedance (TZ)

amplifiers, 17-21–17-22
RF low-noise amplifiers

cascode common source
LNA, 17-15–17-16

CMOS common-source
LNA, 17-12–17-15

gain, 17-10–17-12
input impedance matching

and linearity, 17-12
noise, 17-8

RF power amplifier
classification, 17-24–17-25
PA requirements, 17-24
practical considerations,

17-27
wireless transceiver, 17-2

High-pass filter (HPF)
coefficients and specification,

10-34
contour and 3-D magnitude

plots, 10-35

High-Q resonators
gm-C bandpass biquad

biquad bandpass and SFDR,
17-33

Q passive on-chip inductors,
17-32

simulated bandpass
frequency response,
17-34

IF-sampling
ADC and sampling receiver,

17-29
continuous-time Sigma-Delta

modulator, 17-30
linear region transconductor

implementation
triode region transconductor,

17-31
unity-gain frequency, 17-32

High-voltage capacitor,
11-28–11-29

Hilbert space frame
arbitrary vector representation,

6-44
definition, 6-44
dual frame and sequence,

6-47
frame operator, 6-46
Riesz basis, 6-44–6-45
tight frame, 6-46

Hölder regularity index, 6-74
Hurwitz polynomials

analogs
2-V polynomials, zeroes

continuity property,
9-7–9-10

broad-sense Hurwitz
polynomial (BHP), 9-5

Hurwitz polynomial in the
strict sense (HPSS), 9-6

immittance Hurwitz
polynomial (IHP), 9-7

narrow-sense Hurwitz
polynomial (NHP), 9-5

reactance Hurwitz
polynomial (RHP), 9-7

scattering Hurwitz
polynomial (SHP),
9-5–9-6

self-paraconjugate
polynomial and SPHP,
9-5

very strict Hurwitz
polynomial (VSHP), 9-6
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preliminaries and notations
analog biplane, 9-2–9-3
infinite distant points, 9-2
isolated and continuum of

zeroes, 9-3
two-dimensional Hurwitz

polynomials, 9-11–9-12
two-variable polynomial, infinity

1-D complex plane, 9-3
2-D biplane, 9-4
nonessential singularities

second kind (NSSK), 9-4
2-V very strict Hurwitz

polynomial (VSHP),
9-10–9-11

Hybrid parameters
bipolar transistors, 20-11–20-12
circuit model, 20-10–20-11
common emitter configuration,

20-11

I

Ideal bandpass wavelet
Fourier transform, 6-5–6-6
frequency axis splitting, 6-6–6-7
impulse response, 6-8
vs. low-pass, 6-5–6-6

Ideal operational amplifier
circuit applications

frequency dependence,
16-5–16-6

instrumentation amplifiers,
16-8

inverting configuration, 16-5
multiple input circuits,

16-7–16-8
noninverting configuration,

16-4–16-5
nonlinear transfer functions,

16-6
simple attenuator, 16-4
unity gain buffer, 16-3

comparators, 16-9–16-10
inverting amplifier

configuration,
16-10–16-11

open-loop equivalent circuit
characterization, 16-1
types and configurations,

16-2–16-3
voltage op-amps, 16-3

Immittance Hurwitz polynomial
(IHP), 9-7

Impact avalanche transit time
(IMPATT) diode, 11-73

Indefinite admittance matrix (IAM)
approach

basics, 25-10–25-11
resistive circuit, 25-11–25-12

Inductive link current
capacitive tree-branch voltages,

27-7–27-8
state equations, 27-5–27-6

Inductor
air inductor

advantages, 11-48
coil dimensions, 11-45–11-47
design guidance, 11-47
disadvantages, 11-49
frequency ranges, 11-48
quality factor, 11-47–11-48

circuit representation, 11-45
cored inductor

advanced inductor, 11-56
closed magnetic circuit,

11-50–11-55
open magnetic circuit,

11-55–11-56
parameters, 11-49–11-50
power loss, 11-56–11-60

definition, 11-63–11-64
functions and parameters, 11-44
fundamental observations,

11-42, 11-43
graphical symbols, 11-40
inductance, 11-40–11-42
magnetic core materials,

11-61–11-63
nonlinearity, 11-60–11-61
physical irregularities, 11-63
qualifiers and attributes,

11-42–11-43
Integrated circuit (IC) amplifiers,

15-3
active loads, 15-10–15-11
BJT differential pair,

15-20–15-21
cascode stage

advantages, 15-15–15-16
high-frequency equivalent

circuit, 15-16–15-17
circuit efficiency, 15-31–15-32
class-B output stage

bias circuit, 15-33
Darlington output stages,

15-33
short-circuit proof, 15-32

class-D output stage,
PWM amplifier

advantage and disadvantage,
15-35

architecture, 15-33, 15-34
configurations, 15-35–15-36
duty cycle, 15-33–15-34

common-base stage,
15-13–15-14

common emitter stage
configuration, 15-11
equivalent circuit,

15-11–15-12
upper corner frequency,

15-12–15-13
differential stage

advantages and
configuration, 15-18

mode of operation,
15-19–15-20

emitter follower, 15-14–15-15
limitations, power output,

15-29–15-30
small-signal models

hybrid-p model, 15-8–15-9
unilateral equivalent circuit,

15-9–15-10
thermal resistance, 15-30–15-31

Interference suppression capacitor,
11-30

Inverse Laplace transform
partial fraction expansion (PFE)

repeated linear factors,
3-31

repeated quadratic factors,
3-31–3-32

simple linear factors,
3-27–3-29

simple quadratic factors,
3-29–3-30

residue theory
differentiated time function,

3-24
LT occurrence, 3-25
Taylor series expansion,

3-23
time function, 3-22

Inverse z-transform
contour integration

Cauchy’s residue theorem,
5-7

order interchanging,
5-6–5-7

residues, 5-6–5-7
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inspection method and power
series expansion, 5-8

partial fraction expansion,
5-7–5-8

Inversion negative impedance
converter (INIC), 14-11

K

Kirchhoff’s current law (KCL),
13-10–13-11

circuit paths, 19-6–19-7
cutset-loop circuit analysis,

19-32–19-34
Gaussian surface, 19-5–19-6
illustration, 19-4–19-5
mesh analysis, 19-24, 19-25
voltage rise and drop, 19-7

Kirchhoff’s voltage law (KVL)
circuit analysis, 19-8–19-9
circuit paths, 19-8
cutset-loop circuit analysis, 19-34
illustration, 19-7–19-8
mesh analysis, 19-24–19-26

Kron’s formula
engineering utility

bipolar junction transistor
amplifier, 22-23

Bode’s theory, 22-21
common emitter amplifier,

22-21–22-22
perturbed voltage gain,

22-18–22-19
transfer function sensitivity,

22-20–22-21
generalization

I–O transfer characteristic
node, 22-25

return ratio, 22-26–22-27
transfer function and return

ratio, 22-26
impedance inclusion,

22-15–22-16
output voltage, 22-17–22-18
Thévenin voltage and

impedance, 22-16–22-17

L

Laplace transformation
bilateral Laplace transform

(BLT), 3-8–3-9
Dirac delta function

definition, 3-42–3-43

doublet signal, 3-44
impulse function, 3-43

discrete-time Laplace transform
(DTLT), 3-45

forced response, 3-4
homogeneous solution and

natural response, 3-2–3-3
inverse Laplace transform

partial fraction expansion
(PFE), 3-27–3-32

residue theory, 3-23–3-27
time function, 3-22

Laplace-domain phasor circuits,
3-41–3-42

linear system
differential equation,

3-32–3-34
generalized phasor,

3-34–3-35
magnitude and phase

response, 3-35–3-37
nonhomogeneous solution and

forced response, 3-4–3-5
phasor concept generalization

complex number, 3-7
generalized phasor, 3-7–3-8

pole–zero analysis
BIBO stability, 3-38–3-39
general function, F(s), 3-15
natural modes, 3-37–3-38
polynomial factorization,

3-16
ROC, 3-16–3-18
stability and natural modes,

3-39–3-41
properties

convolution property,
3-20–3-21

modulation property, 3-19
square wave, 3-19
time-differentiation property,

3-20
ULT, 3-18

series RLC circuit, 3-2
solution scrutinization, 3-6–3-7
total solution, 3-5–3-6
unilateral Laplace transforms

direct computation,
3-11–3-15

operational properties,
3-18–3-22

Linear capacitor
adjustable capacitor,

11-27–11-28

energetic power capacitor,
11-28, 11-29

fixed capacitor-class
1, 11-26–11-27

high-voltage capacitor,
11-28–11-29

interference suppression
capacitor, 11-30

Linear operators and matrices
bijective function, 1-4
characteristics

eigenvalues, 1-15–1-17
eigenvectors, 1-16
singular values, 1-17–1-18

determinants
definition, 1-8
first-and second order

matrix, 1-10
Laplace’s expansion, 1-9

linear systems
Cramer’s rule, 1-19
input and output system,

1-18
poles and zeros, 1-18–1-19

matrix operations
matrix addition, 1-7
matrix multiplication, 1-7–1-8
matrix transposition, 1-8
vector addition, 1-6

matrix representations, 1-6
transformations

equivalence transformation,
1-14–1-15

similarity transformation,
1-12–1-14

vector spaces over fields
field F, properties, 1-2
F-vector space, 1-2–1-3
n-dimensional vector space,

1-3–1-4
Linear resistor, 11-1–11-2

fixed resistor
chip resistor, 11-6, 11-7
dynamic tolerance D and

resistor class, 11-2–11-3,
11-4

high-ohmic, high-voltage
resistor, 11-6

high-power resistor,
11-6–11-7

resistive network, 11-5–11-6
temperature coefficient

of resistance (TCR),
11-3, 11-5
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variable resistor, potentiometers
electric circuit, 11-7, 11-8
tapers, 11-9
types, 11-7–11-9

Linear time-invariant systems,
z-Transform

one-sided z-transform, 5-14
system transfer function,

5-13–5-14
Log-domain process

basic log-domain integrator
component mismatch, 17-41
frequency limitations,

17-43–17-44
noise, 17-44
Ohmic resistance,

17-42–17-43
filter synthesis, 17-36–17-37
higher-order log-domain filters,

17-45
instantaneous companding,

17-34–17-36
performance aspects

finite current gain,
17-38–17-39

frequency performance,
17-39–17-40

tuning range, 17-37–17-38
Low-pass filter (LPF)

coefficients and specification,
10-33

contour and 3-D magnitude
plots, 10-34

Lumped, linear, finite, time-
invariant (LLFT)
networks

capacitor voltage and current,
24-2

impedance concept
one-port network, 24-3–24-5
two-port networks,

24-5–24-6
independent nodes, 24-6–24-7
inductor voltage and current,

24-3
inverse transform phasors,

24-52–24-53
LLFT networks, 24-3–24-4
loop impedance matrix,

24-9–24-10
Middlebrook’s extra element

theorem
parallel version, 24-38–24-40
series version, 24-40–24-43

nodal admittance matrix,
24-6–24-7

Ohm’s law, 24-1–24-2
one-port LLFT network, 24-5
phasor transforms

Euler’s identity, 24-49
integration constant, 24-52
sine and cosine function,

24-50
properties

driving-point network
function polynomial,
24-11–24-12

poles and zeroes, 24-10
transfer function, 24-12

p–T conversion
loop equation, 24-35
networks, 24-34–24-35
T replacement, 24-35

reciprocity
circuit modification,

24-36–24-37
excitation and response,

24-37
reciprocal network,

24-35–24-36
sinusoidal steady state analysis

AC circuit power,
24-62–24-73

network transfer function,
24-46–24-47

output voltage, 24-48
phase lead and lag,

24-55–24-57
phasor and network,

24-53–24-55
RC and RL network,

24-57–24-59
resonance, 24-60–24-62
steady-state output voltage,

24-49
transient and steady-state

response, 24-45
source transformations,

24-12–24-15
substitution theorem,

24-43–24-44
superposition

dependent and independent
source, 24-19–24-20

loop impedance matrix,
24-18

Thévenin’s theorem
application, 24-28–24-29

dependent sources,
24-24–24-25

impedance, 24-26
source transformation,

24-29–24-30
subnetworks, 24-24

two-port networks, 24-5–24-6
voltage excitation, 24-8–24-9

M

Magnitude response symmetry
2-D polynomials determination

diagonal symmetry,
10-25–10-26

fourfold rotational
symmetry, 10-26

octagonal symmetry,
10-27

quadrantal symmetry,
10-21–10-25

analog 2-D filter
quadrantal and octagonal

symmetry, 10-28–10-29
rotational and diagonal

symmetry, 10-29
transfer function, 10-27

applications
continuous-time frequency

response, 10-15
discrete-time frequency

response, 10-15–10-16
magnitude-squared

functions, 10-16
bandpass filter

MATLAB optimization,
10-32

specifications, 10-31–10-32
bandstop filter

coefficients and specification,
10-35

contour and 3-D magnitude
plots, 10-36

digital filters
continuous-time frequency

response, 10-15
discrete-time frequency

response, 10-15–10-16
magnitude response,

10-16
quadrantal and octagonal

symmetry, 10-29–10-30
rotational and diagonal

symmetry, 10-30
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high-pass filter
coefficients and specification,

10-34
contour and 3-D magnitude

plots, 10-35
low-pass filter

coefficients and specification,
10-33

contour and 3-D magnitude
plots, 10-34

magnitude-squared functions,
10-16

Mason’s gain formula
feedback loops, 8-10
j self-loops, 8-9
Mason graph, 8-8–8-9

Matrix operations
addition, 1-7
multiplication, 1-7–1-8
transposition, 1-8
vector addition, 1-6

Maximum power transfer theorem
load resistance, 19-55–19-58
power vs. resistance,

19-55, 19-56
Mesh analysis

circuit graph, 19-22–19-23
current sources, 19-26
deactivated current, 19-27
dependent source, 19-28–19-30
features and constraints,

19-27–19-28
independent source, 19-30
KCL, 19-24, 19-25
KVL, 19-24–19-26
mesh current, 19-24, 19-25
one-mesh circuit, 19-23
two-mesh circuit, 19-23–19-24

Metal–insulator–metal (MIM),
11-14

Metal-oxide-semiconductor
field-effect transistor
(MOSFET), 18-1, 18-2

Middlebrook’s extra element
theorem

parallel version, 24-38–24-40
series version, 24-40–24-43

Miller effect capacitance,
15-9–15-10

Modified nodal analysis (MNA),
25-19

Modified z-transform, 5-16
Multidimensional z-transforms,

5-15

N

Narrow-sense Hurwitz polynomial
(NHP), 9-5

Negative impedance converter
(NIC), 14-8

Negative temperature coefficient
(NTC) thermistor, 11-10

Network analysis
CCCS and VCVS gain,

22-34–22-35
circuit branch admittance,

22-27–22-30
circuit branch impedance, 22-30
circuit transadmittance

linear circuit, 22-31–22-32
voltage feedback amplifier,

22-33
circuit transimpedance, 22-31
driving point impedances

Blackman’s formula, 22-37
critical circuit parameters,

22-35
transimpedance, 22-36
zero parameter, 22-36–22-37

functions
Cramer’s rule, 22-3
definition, 22-1
inductor current, 22-5–22-6
Laplace transform,

22-9–22-10
modified nodal, 22-4
network stability, 22-8–22-9
output and input impedance,

22-2
output voltage and input

voltage, 22-1
ratio of two polynomials,

22-6
roots of the numerator and

denominator, 22-7
stability, 22-8–22-9
time-domain response, 22-10
transfer function, 22-3

fundamental concepts
branch linear network,

22-11–22-12
impedance and

transimpedance,
22-14–12-15

nodal admittance matrix,
22-12–22-13

Norton equivalent circuit,
22-11–22-12

vector concept, 22-13
voltage gain, 12-15

Kron–Bode formula,
22-25–22-27

Kron’s formula
bipolar junction transistor

amplifier, 22-23
Bode’s theory, 22-21
common emitter amplifier,

22-21–22-22
impedance inclusion,

22-15–22-16
I–O transfer characteristic

node, 22-25
output voltage, 22-17–22-18
perturbed voltage gain,

22-18–22-19
return ratio, 22-26–22-27
Thévenin voltage and

impedance, 22-16–22-17
transfer function and return

ratio, 22-26
transfer function sensitivity,

22-20–22-21
sensitivity analysis, 22-39
transposed connection vector,

22-14
Network laws and theorems

basic circuit theory, 19-3
circuit analysis, 19-3–19-4
conductors and elements,

19-1, 19-2
current measurement, 19-2–19-3
cutset-loop circuit analysis

analogous problem, mesh
analysis, 19-31

circuit graph, 19-31–19-32
example circuit, 19-39–19-41
failure, nodal analysis,

19-30–19-31
fundamental cutset and loop,

19-32
KCL equation, 19-32–19-34
KVL equation, 19-34
norator, 19-35–19-36
nullator and equivalent

subcircuit, 19-37
passive element and

equivalent circuits,
19-36–19-37

three-terminal=two-port
element, 19-37–19-39

two-terminal element,
19-35–19-40
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Kirchhoff’s current law (KCL)
circuit paths, 19-6–19-7
Gaussian surface, 19-5–19-6
illustration, 19-4–19-5
voltage changes, 19-7

Kirchhoff’s voltage law (KVL)
circuit analysis, 19-8–19-9
circuit paths, 19-8
illustration, 19-7–19-8

linear circuit
KCL, 19-42–19-43
superposition and

homogeneity condition,
19-43–19-44

maximum power transfer
theorem

load resistance, 19-55–19-58
power vs. resistance,

19-55, 19-56
mesh analysis

circuit graph, 19-22–19-23
current sources, 19-26
deactivated current, 19-27
dependent source,

19-28–19-30
features and constraints,

19-27–19-28
independent source, 19-30
KCL, 19-24, 19-25
KVL, 19-24–19-26
mesh current, 19-24, 19-25
one-mesh circuit, 19-23
two-mesh circuit,

19-23–19-24
nodal analysis

deactivated circuit
configuration,
19-14–19-15

dependent source,
19-16–19-17

differentiation and
integration operators,
19-19–19-20

dynamic circuit analysis,
19-20–19-22

dynamic element
relationships,
19-18–19-19

floating element,
19-10–19-12

independent voltage source,
19-13–19-14

node voltage concept,
19-9–19-10

nonessential node,
19-17–19-18

reference node,
19-10, 19-11

resistive circuit, 19-12–19-13
supernode and essential

node, 19-15, 19-18
Norton theorem

current calculation and
power dissipation,
19-54–19-55

equivalent circuit,
19-51–19-52

mesh equation method,
19-52–19-53

reciprocity theorem
statement, 19-58
verification, 19-58–19-59

superposition theorem
current calculation,

19-46–19-47
deactivated sources,

19-44–19-46
Thévenin theorem

current calculation,
19-48–19-50

voltage determination,
19-50–19-51

voltage divider circuit,
19-47–19-48

voltage rise and drop, 19-7
voltmeter, 19-1–19-2

Nodal analysis
deactivated circuit configuration,

19-14–19-15
dependent source, 19-16–19-17
differentiation and integration

operators, 19-19–19-20
dynamic circuit analysis,

19-20–19-22
dynamic element relationships,

19-18–19-19
floating element, 19-10–19-12
independent voltage source,

19-13–19-14
node voltage concept,

19-9–19-10
nonessential node,

19-17–19-18
reference node,

19-10, 19-11
resistive circuit, 19-12–19-13
supernode and essential node,

19-15, 19-18

Node admittance matrix (NAM)
determinant, 25-5

Non ideal op-amp
common-mode rejection ratio

(CMRR)
common-mode gain,

16-16–16-17
differential and noninverting

configuration, 16-17
total output voltage,

16-17–16-18
electrical noise

amplifier noise, 16-21–16-22
circuit’s noise performance,

16-23
white-noise voltage and

density, 16-23–16-24
finite differential gain

frequency dependent gain,
16-11–16-12

noninverting configuration,
16-13

output saturation,
16-13–16-14

finite input impedance,
16-18–16-19

input bias currents
input offset current, 16-20
nonzero offset current,

16-20–16-21
nonzero output impedance,

16-19–16-20
offset voltage

output offset voltage,
16-15–16-16

transfer function,
16-14–16-15

power-supply rejection ratio,
16-18

Norton theorem, 24-31–24-32
current calculation and power

dissipation, 19-54–19-55
equivalent circuit, 19-51–19-52
mesh equation method,

19-52–19-53

O

Ohm’s law, 24-1–24-2
On-chip transformers

analytical transformer models
capacitances, 12-18
stacked transformer, 12-17
tapped transformer, 12-16
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monolithic transformer
realizations

models and coupling
expression, 12-15–12-16

port applications, 12-16–12-7
Operational amplifier (op-amp)

BJT
analog computer, 15-21–15-22

classical architecture,
15-22–15-23

features, 15-22
high-gain differential stage,

15-23–15-24
second amplifier stage,

15-24–15-26
specifications, 15-26–15-27

circuit schematic symbol,
18-4, 18-5

current feedback op-amp
(CFOA)

bipolar realization, 17-5
closed-loop gain, 17-3–17-4
CMOS compound device,

17-5
frequency response,

17-7, 17-9
macromodel, 17-2–17-3
open and close-loop

transimpedance,
17-7, 17-9

output impedance
characteristics,
17-7–17-8

schematics and layout plot,
17-6–17-7

step response and harmonic
distortion, 17-11

total impedance, 17-3
voltage buffer performance,

17-7
current-mode op-amp

closed-loop characteristics,
16-35–16-36

current-mode op-amp
dynamics, 16-37–16-38

higher-order effects,
16-38–16-40

ideal op-amp
circuit applications,

16-3–16-8
comparators, 16-9–16-10
inverting amplifier

configuration,
16-10–16-11

open-loop equivalent circuit,
16-1–16-3

voltage op-amps, 16-3–16-11
nonideal op-amp

common-mode rejection
ratio (CMRR),
16-16–16-18

electrical noise, 16-21–16-24
finite differential gain,

16-11–16-14
finite input impedance,

16-18–16-19
input bias currents,

16-20–16-21
nonzero output impedance,

16-19–16-20
offset voltage, 16-14–16-16
power-supply rejection ratio,

16-18
voltage-mode op-amps

closed-loop frequency
response, 16-26–16-30

closed-loop transient
response, 16-30–16-32

current-mode op amps,
16-32–16-34

open-loop voltage gain, 16-26
SPICE stimulation, 16-32

Optical low-noise preamplifiers
front-end noise sources

amplifier and resistor noise,
17-18

PIN photodiode noise,
17-17–17-18

receiver performance criteria
dynamic range, 17-21
equivalent input noise

current, 17-18–17-19
intersymbol interference,

17-20–17-21
optical sensitivity,

17-19–17-20
photodiode terminal, SNR,

17-20
transimpedance (TZ) amplifiers,

17-21–17-22

P

Parameter extraction method
indefinite admittance matrix

(IAM) approach
basics, 25-10–25-11
resistive circuit, 25-11–25-12

interpolation method,
25-16–25-17

techniques and limitations,
25-10

two graph-based tableau
approach

determinants and cotree,
25-13–25-14

element stamps, 25-12
matrices, 25-13, 25-15
tableau equation, 25-13
voltage and current graph,

25-12, 25-14–25-15
Paraunitary filter banks

dilation equation application,
6-63–6-64

infinite product convergence,
6-64–6-65

multiresolution analysis
fast wavelet transform, 6-58
orthonormal multiresolution,

6-57
power symmetric filter, 6-56
wavelet generation,

6-57–6-58
orthonormal wavelet basis

Haar basis, 6-69
L2 and pointwise

convergence, 6-67–6-68
Lawton’s eigenfunction

condition, 6-68
nonorthonormal, 6-69–6-70
scaling and wavelet

functions, 6-68
parametrization, 6-27
wavelet tight frames, 6-70–6-71

Partial fraction expansion (PFE)
repeated linear factors, 3-31
repeated quadratic factors,

3-31–3-32
simple linear factors, 3-27–3-30
simple quadratic factors,

3-29–3-30
Passive circuit elements

active filter synthesis, SFG
bandpass passive filter, 21-9
Butterworth low-pass filter,

21-7–21-9
Chebyshev low-pass

response, 21-10
component op-amp circuits,

21-5–21-7
doubly terminated passive

filter, 21-4
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general ladder network,
21-4–21-5

leapfrog realization,
21-4–21-5

normalization, 21-10–21-11
capacitor

dielectric constant, 11-24
geometry, 11-34, 11-36–11-37
linear capacitor, 11-26–11-30
nonideal linear capacitor,

11-37–11-39
nonlinear capacitor,

11-31–11-33
power and quality factor,

11-25
properties, 11-33–11-35
y0 index, 11-25–11-26

inductor
air inductor, 11-45–11-49
circuit representation,

11-45
cored inductor, 11-49–11-60
definition, 11-63–11-64
functions and parameters,

11-44
fundamental observations,

11-42, 11-43
graphical symbols, 11-40
inductance, 11-40–11-42
International Standards,

11-63
magnetic core materials,

11-61, 11-62
magnetic material

measurements, 11-61,
11-63

nonlinearity, 11-60–11-61
physical irregularities,

11-63
qualifiers and attributes,

11-42–11-43
resistor

fixed resistor, 11-2–11-7
magnetic geometry,

11-17–11-20
magnetic properties,

11-11–11-17
nonideal linear resistor,

11-20–11-23
photoresistor and

magnetoresistor, 11-11
thermistor, 11-10–11-11
variable resistor, 11-7–11-9
varistor, 11-9–11-10

semiconductor diode
depletion capacitances,

11-79–11-80
diode capacitances,

11-78–11-79
impurity profiles,

11-73, 11-74
nonlinear static I-V

characteristics,
11-73–11-78

piecewise linear model,
11-83–11-84

as switch, 11-80–11-82
symbols, 11-84
temperature properties,

11-82–11-83
transformer

characteristics, 11-66–11-67
circuit model, 11-70–11-72
definition, 11-66, 11-72
ideal transformer model,

11-67–11-68
leakage and magnetizing

inductances, 11-69–11-70
linear transformer model,

11-68–11-69
Phasor transforms

Euler’s identity, 24-49
integration constant, 24-52
sine and cosine function,

24-50
Polar polymer dielectric capacitor,

11-32–11-33
Pole–zero analysis

linear system, LT
BIBO stability, 3-38–3-39
natural modes, 3-37–3-38
stability and natural modes,

3-39–3-41
ULT and BLT

general function, F(s), 3-15
polynomial factorization,

3-16
ROC, 3-16–3-18

Port representations
feedback systems

Beta Network, 20-16–20-17
phase and gain margins,

20-15
Tow–Thomas biquad,

20-18–20-19
transfer function, 20-15
voltage-controlled voltage

source (VCVS), 20-16

two-port network
bipolar transistor,

20-11–20-12
calculation, 20-7
Cramer’s rule and circuit

models, 20-10–20-11
hybrid parameters,

20-8–20-9
interconnections,

20-13–20-14
port voltages and current,

20-5
transmission parameters,

20-6, 20-14–20-15
y parameters,

20-6–20-8
z parameters, 20-6

Positive real function (PRF), 9-3
Positive temperature coefficient

(PTC), 11-10
Power supply rejection ratio

(PSRR), 15-27
Pulse-width modulation (PWM)

amplifier
advantage and disadvantage,

15-35
architecture, 15-33, 15-34
configurations, 15-35–15-36
duty cycle, 15-33–15-34
IC amplifier, 15-3

Pulse-width modulation (PWM)
IC amplifier, 15-3

R

Reactance function (RF),
9-3

Reactance Hurwitz polynomial
(RHP), 9-7

Real-time filtering, Fourier block
block algorithms, 4-24
overlap-add processing,

4-23–4-24
overlap-save processing,

4-23
Reciprocity theorem

statement, 19-58
verification, 19-58–19-59

Resistive circuit element
bipolar NPN transistor,

13-5–13-6
op-amp, 13-6–13-7
photodiode, 13-4–13-5
tunnel diode, 13-5
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Resistor
geometry

fail-safe resistor,
11-19–11-20

potentiometer, shape
complication, 11-19

resistive element shape,
11-17–11-19

linear resistor
fixed resistor, 11-2–11-7
Ohm’s law and types,

11-1–11-2
variable resistor, 11-7–11-9

nonideal linear resistor
noise, 11-20, 11-21
potentiometer, regulation

curve, 11-21–11-23
rotational noise and CRV,

11-21
voltage coefficient of

resistance (VCR),
11-20–11-22

nonlinear resistor
photoresistor and

magnetoresistor, 11-11
thermistor, 11-10–11-11
varistor, 11-9–11-10

properties
ceramic substrate influence,

11-16–11-17
parameter comparison,

11-15–11-16
polymer resistor, 11-15
pyrolytic carbon resistor,

11-14
TCR, 11-11–11-17
thick film resistor,

11-14–11-15
thin film resistor,

11-13–11-14
RF low-noise amplifiers

cascode common source LNA
input matching, 17-15
noise figure, 17-16
voltage gain, 17-15–17-16

CMOS common-source LNA
CS input stage, noise, 17-13
gate-drain capacitance (Cgd)

effect, 17-14–17-15
input impedance matching,

17-12–17-13
simplified analysis, 17-12
voltage amplifier, inductive

load, 17-14

gain, 17-10–17-12
input impedance matching

and linearity, 17-12
noise, 17-8

RF passive IC components
fractal capacitors

boost factor vs. horizontal
spacing, 12-7

bottom-plate parasitic
capacitance, 12-5–12-6

fractal dimension,
12-4–12-5, 12-6

high-density capacitor, 12-2
interdigitated capacitor,

12-7–12-8
lateral flux capacitors,

12-2–12-3
parallel-plate and MOS,

12-1–12-2
quality factor and lateral

spacing, 12-7
three-dimensional

representation, 12-5, 12-6
woven structure, 12-8

on-chip transformers, 12-4
analytical transformer

models, 12-16–12-19
monolithic transformer

realizations, 12-15–12-17
spiral inductors

noise coupling, 12-8–12-9
planar spiral inductors,

12-11–12-14
substrate effects, 12-9–12-11

RF power amplifier
classification, 17-24–17-25
PA requirements, 17-24
practical considerations, 17-27

S

Scattering Hurwitz polynomial
(SHP), 9-5–9-6

Scattering matrix, circulator,
14-12–14-14

Second-order circuits, time domain
analysis

network characterization, 26-17
transfer function, 26-11–26-12
transient and steady-state

responses, 26-15–26-17
zero-input response,

26-13–26-14
zero-state response, 26-14–26-15

Semiconductor diode
depletion capacitances,

11-79–11-80
diode capacitances, 11-78–11-79
impurity profiles, 11-73, 11-74
nonlinear static I–V

characteristics, 11-73
forward I–V diode

characteristics, 11-75,
11-77–11-78

p–n junction equation,
11-74–11-76

reverse I–V characteristics,
11-75, 11-78

piecewise linear model,
11-83–11-84

as switch, 11-80–11-82
symbols, 11-84
temperature properties,

11-82–11-83
Sequence of expressions (SoE),

see Hierarchical methods
SFG, see Signal flow graph
Short-time Fourier transform

(STFT)
definition, 6-16–6-17
filter impulse response, 6-17
Gabor window, time–frequency

resolution, 6-18–6-19
invertibility, 6-47–6-48
limitations, 6-30
orthonormality, 6-48–6-49
shifted filters, analysis bank,

6-18
time–frequency localization,

6-49–6-50
vs. wavelet transform

mathematical issues, 6-22
Morlet wavelet, 6-21–6-22
signal analysis, 6-20
time–frequency tiling

scheme, 6-19–6-20
Signal converters

circulator, 14-12–14-15
2-port circulator, 14-13
3-port circulator,

14-13–14-14
nullator and norator,

14-14, 14-15
nullor, 14-14–14-15
terminated 2-port network,

14-12–14-13
current negative impedance

converter, 14-11–14-12
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definition, 14-15
gyrator, 14-8–14-10

Antoniou’s circuit,
14-9–14-10

ideal 2-port gyrator,
14-8–14-9

network ports, 14-7–14-8
voltage negative impedance

converter, 14-11
Signal flow graphs

active filter, filter transfer
function

differential-Input op-amp
circuit, 21-17

dummy branche insertion,
21-13

four op-amp circuit,
21-18–21-19

gain function, 21-12–21-13
lowpass filter specifications,

21-19
Mason’s gain formula, 21-12
RC-op-amp circuits,

21-14–21-15
state variable biquad,

21-19–21-20
transfer voltage ratio, 21-11
two op-amp circuit

realizations, 21-15–21-16
active filter synthesis, passive

filter circuit
bandpass passive filter, 21-9
Butterworth low-pass filter,

21-7–21-9
Chebyshev low-pass

response, 21-10
component op-amp circuits,

21-5–21-7
doubly terminated passive

filter, 21-4
general ladder network,

21-4–21-5
leapfrog realization,

21-4–21-5
normalization, 21-10–21-11

adjacency matrix, directed graph
definition, 8-1
edge weight, 8-4
permutation, 8-2–8-3

Coates’ gain formula
coefficient matrix, 8-7–8-8
n3n matrix, 8-6–8-7
nonsingular matrix, 8-5
topological formula, 8-4

definition, 25-8
formulation, 25-9, 25-10
Harary theorem, 8-3–8-4
linear network

construction, 21-1–21-2
network branches, 21-1

Mason’s gain formula
feedback loops, 8-10
j self-loops, 8-9
Mason graph, 8-8–8-9

Mason’s SFG, 25-7–25-8
Similarity transformation,

1-12–1-14
Singular-value decomposition

(SVD), 1-17
Sinusoidal steady state analysis

AC circuit power
average power and RMS

values, 24-65–24-66
average power delivered,

24-71
input impedance, 24-64
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Preface

The purpose of this book is to provide in a single volume a comprehensive reference work covering the
broad spectrum of monolithic device models, high-performance analog circuits, radio-frequency com-
munications and PLL circuits, digital systems, and data converters. This book is written and developed
for the practicing electrical engineers and computer scientists in industry, government, and academia.
The goal is to provide the most up-to-date information in the field.
Over the years, the fundamentals of the field have evolved to include a wide range of topics and a broad

range of practice. To encompass such a wide range of knowledge, this book focuses on the key concepts,
models, and equations that enable the design engineer to analyze, design, and predict the behavior of
large-scale circuits and systems. While design formulas and tables are listed, emphasis is placed on the
key concepts and theories underlying the processes.
This book stresses fundamental theories behind professional applications and uses several examples to

reinforce this point. Extensive development of theory and details of proofs have been omitted. The reader
is assumed to have a certain degree of sophistication and experience. However, brief reviews of theories,
principles, and mathematics of some subject areas are given. These reviews have been done concisely with
perception.
The compilation of this book would not have been possible without the dedication and efforts of

Professor John Choma, Jr., and most of all the contributing authors. I wish to thank them all.

Wai-Kai Chen
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1.1 Bipolar Junction Transistor

Bogdan M. Wilamowski and Guofu Niu

The bipolar junction transistor (BJT) is historically the first solid-state analog amplifier and digital
switch, and formed the basis of integrated circuits (ICs) in the 1970s. Starting in the early 1980s, the
MOSFET had gradually taken over, particularly for main stream digital ICs. However, in the 1990s,
the invention of silicon–germanium base heterojunction bipolar transistor (SiGe HBT) brought the
bipolar transistor back into high-volume commercial production, mainly for the now widespread wireless
and wire line communications applications. Today, SiGe HBTs are used to design radio-frequency (RF)
ICs and systems for cell phones, wireless local area network (WLAN), automobile collision avoidance
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radar, wireless distribution of cable television, millimeter wave radios, and many more applications, due
to its outstanding high-frequency performance and ability to integrate with CMOS for realizing digital,
analog, and RF functions on the same chip.
Below we first introduce the basic concepts of BJT using a historically important equivalent circuit

model, the Ebers–Moll model. Then the Gummel–Poon model is introduced, as it is widely used for
computer-aided design, and is the basis of modern BJT models like the VBIC, Mextram, and HICUM
models. Current gain, high-current phenomena, fabrication technologies, and SiGe HBTs are then
discussed.

1.1.1 Ebers–Moll Model

A NPN BJT consists of two closely spaced PN junctions connected back to back sharing the same p-type
region, as shown in Figure 1.1a. The drawing is not drawn to scale. The emitter and base layers are thin,
typically less than 1 mm, and the collector is much thicker to support a high output voltage swing. For
forward mode operation, the emitter–base (EB) junction is forward biased, and the collector–base (CB)
junction is reverse biased. Minority carriers are injected from emitter to base, travel across the base, and
are then collected by the reverse biased CB junction. Therefore, the collector current is transported from
the EB junction, and thus proportional to the EB junction current. In the forward-active mode, the
current–voltage characteristic of the EB junction is described by the well-known diode equation

IEF ¼ IE0 exp
VBE

VT

� �
� 1

� �
(1:1)

B

B

B

IEF

ICR

ICF = αFIEF

IER = αRIER

E

E

E

N N

C

C

(a)

(b)

(c)

C

P

FIGURE 1.1 (a) Cross-sectional view of a NPN BJT. (b) Circuit symbol. (c) The Ebers–Moll equivalent circuit
model.
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where
IE0 is the EB junction saturation current
VT¼ kT=q is the thermal potential (about 25 mV at room temperature)

The collector current is typically smaller than the emitter current ICF¼aFIEF, where aF is the forward
current gain.
Under reverse mode operation, the CB junction is forward biased and the EB junction is reverse biased.

Like in the forward mode, the forward biased CB junction current gives the collector current

ICF ¼ IC0 exp
VBC

VT

� �
� 1

� �
(1:2)

where IC0 is the CB junction saturation current. Similarly IER¼aRIR, where aR is the reverse current
gain. Under general biasing conditions, it can be proven that to first order, a superposition of the above
described forward and reverse mode equivalent circuits can be used to describe transistor operation, as
shown in Figure 1.1b. The forward transistor operation is described by Equation 1.1, and the reverse
transistor operation is described by Equation 1.2. From the Kirchoff’s current law one can write
IC¼ ICF� ICR, IE¼ IEF� IER, and IB¼ IE� IC. Using Equations 1.1 and 1.2 the emitter and collector
currents can be described as

IE ¼ a11 exp
VBE

VT
� 1

� �
� a12 exp

VBC

VT
� 1

� �

IC ¼ a21 exp
VBE

VT
� 1

� �
� a22 exp

VBC

VT
� 1

� � (1:3)

which are known as the Ebers–Moll equations [1]. The Ebers–Moll coefficients aij are given as

a11 ¼ IE0, a12 ¼ aRIC0, a21 ¼ aFIE0, a22 ¼ IC0 (1:4)

The Ebers–Moll coefficients are a very strong function of the temperature

aij ¼ KxT
m exp

Vgo

VT
(1:5)

where
Kx is proportional to the junction area and independent of the temperature
Vgo¼ 1.21 V is the bandgap voltage in silicon (extrapolated to 0 K)
m is a material constant with a value between 2.5 and 4

When both EB and CB junctions are forward biased, the transistor is called to be working in the
saturation region. Current injection through the collector junction may activate parasitic transistors in
ICs using p-type substrate, where base acts as emitter, collector as base, and substrate as collector.
In typical ICs, bipolar transistors must not operate in saturation. Therefore, for the integrated bipolar
transistor the Ebers–Moll equations can be simplified to the form

IE ¼ a11 exp
VBE

VT
� 1

� �

IC ¼ a21 exp
VBE

VT
� 1

� � (1:6)

where a21=a11¼aF. This equation corresponds to the circuit diagram shown in Figure 1.1c.
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1.1.2 Gummel–Poon Model

In real bipolar transistors the current voltage characteristics are more complex than those described by
the Ebers–Moll equations. Typical current–voltage characteristics of the bipolar transistor, plotted in
semilogarithmic scale, are shown in Figure 1.2. At small-base emitter voltages, due to the generation–
recombination phenomena, the base current is proportional to

IBL / exp
VBE

2VT
(1:7)

Also, due to the base conductivity modulation at high-level injections, the collector current for larger
voltages can be expressed by the similar relation

ICH / exp
VBE

2VT
(1:8)

Note, that the collector current for wide range is given by

IC ¼ Is exp
VBE

VT
(1:9)

The saturation current is a function of device structure parameters

Is ¼ qAn2i VTmBÐwB

0
NB(x)dx

(1:10)

where
q¼ 1.63 10�19 C is the electron charge
A is the EB junction area
ni is the intrinsic concentration (ni¼ 1.53 1010 at 300 K)
mB is the mobility of the majority carriers in the transistor base
wB is the effective base thickness
NB(x) is the distribution of impurities in the base

log (IC)
log (IB)

exp
VBE

VT

IC IB

exp
VBE

VBE

2 VT

FIGURE 1.2 Collector and base currents as a function of base–emitter voltage.
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Note, that the saturation current is inversely proportional to the total impurity dose in the base. In the
transistor with the uniform base, the saturation current is given by

Is ¼ qAn2i VTmB

wBNB
(1:11)

When a transistor operates in the reverse-active mode (emitter and collector are switched) then the
current of such biased transistor is given by

IE ¼ Is exp
VBC

VT
(1:12)

Note, that the Is parameter is the same for forward and reverse mode of operation. The Gummel–Poon
transistor model [2] was derived from the Ebers–Moll model using the assumption that a12¼ a21¼ Is.
For the Gummel–Poon model, Equations 1.3 are simplified to the form

IE ¼ Is
1
aF

exp
VBE

VT
� exp

VBC

VT

� �

IC ¼ Is exp
VBE

VT
� 1
aR

exp
VBC

VT

� � (1:13)

These equations require only three coefficients, while the Ebers–Moll requires four. The saturation
current Is is constant for a wide range of currents. The current gain coefficients aF and aR have values
smaller, but close to unity. Often instead of using the current gain as a¼ IC=IE, the current gain b as a
ratio of the collector current to the base current b¼ IC=IB is used. The mutual relationships between a

and b coefficients are given by

aF ¼ bF

bF þ 1
, bF ¼

aF

1� aF
, aR ¼ bR

bR þ 1
, bR ¼ aR

1� aR
(1:14)

The Gummel–Poon model was implemented in Simulation Program with Integrated Circuit Emphasis
(SPICE) [3] and other computer programs for circuit analysis. To make the equations more general, the
material parameters hF and hR were introduced

IC ¼ Is exp
VBE

hFVT
� 1þ 1

bR

� �
exp

VBC

hRVT

� �
(1:15)

The values of hF and hR vary from 1 to 2.

1.1.3 Current Gains of Bipolar Transistors

The transistor current gain b is limited by two phenomena: base transport efficiency and emitter
injection efficiency. The effective current gain b can be expressed as

1
b
¼ 1

bI
þ 1
bT

þ 1
bR

(1:16)

where
bI is the transistor current gain caused by emitter injection efficiency
bT is the transistor current gain caused by base transport efficiency
bR is the recombination component of the current gain
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As one can see from Equation 1.16, smaller values of bI, bT, and bR dominate. The base transport
efficiency can be defined as a ratio of injected carriers into the base, to the carriers that recombine
within the base. This ratio is also equal to the ratio of the minority carrier life time, to the transit
time of carriers through the base. The carrier transit time can be approximated by an empirical
relationship

ttransit ¼ w2
B

VTmB(2þ 0:9h)
, h ¼ ln

NBE

NBC

� �
(1:17)

where
mB is the mobility of the minority carriers in base
wB is the base thickness
NBE is the impurity doping level at the emitter side of the base
NBC is the impurity doping level at the collector side of the base

Therefore, the current gain due to the transport efficiency is

bT ¼ tlife
ttransit

¼ (2þ 0:9h)
LB
wB

� �2

(1:18)

where LB ¼ p
VTmBtlife is the diffusion length of minority carriers in the base.

The current gain bI, due to the emitter injection efficiency, is given

bI ¼
mB

ÐwE

0
NEeff (x)dx

mE

ÐwB

0
NB(x)dx

(1:19)

where
mB and mE are minority carrier mobilities in the base and in the emitter
NB(x) is impurity distribution in the base
NEeff is the effective impurity distribution in the emitter

The recombination component of current gain bR is caused by the different current–voltage relationship
of base and collector currents as can be seen in Figure 1.2. The slower base current increase is due to the
recombination phenomenon within the depletion layer of the base–emitter junction. Since the current
gain is a ratio of the collector current to the base current, the relation for bR can be found as

bR ¼ KR0I
1� 1=hRð Þ
C (1:20)

As it can be seen from Figure 1.2, the current gain b is a function of the current. This gain–current
relationship is illustrated in Figure 1.3. The range of a constant current gain is wide for bipolar transistors
with a technology characterized by a lower number of generation–recombination centers.
With an increase of CB voltage, the depletion layer penetrates deeper into the base. Therefore, the

effective thickness of the base decreases. This leads to an increase of transistor current gain with applied
collector voltages. Figure 1.4 illustrates this phenomenon, which is known as the Early’s effect.
The extensions of transistor characteristics (dotted lines in Figure 1.4) are crossing the voltage axis at
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the point �VA, where VA is known as the Early voltage. The current gain b, as a function of collector
voltage, is usually expressed using the relation

b ¼ bo 1þ VCE

VA

� �
(1:21)

Similar equation can be defined for the reverse mode of operation.

1.1.4 High-Current Phenomena

The concentration of minority carriers increases with the rise of transistor currents. When the concen-
tration of moving carriers exceeds a certain limit, the transistor property degenerates. Two phenomena
are responsible for this limitation. The first is related to the high concentration of moving carriers
(electrons in the NPN transistor) in the base–collector depletion region. This is known as the Kirk effect.
The second phenomenon is caused by a high level of carriers injected into the base. When the
concentration of injected minority carriers in the base exceeds the impurity concentration there, then
the base conductivity modulation limits the transistor performance.
To understand the Kirk effect consider the NPN transistor in forward-active mode with the base–

collector junction reversely biased. The depletion layer consists of the negative lattice charge of the base

β

T

log (Ic)

FIGURE 1.3 Current gain b as a function of collector current.

VA

IC

VCE

FIGURE 1.4 Current–voltage characteristics of a bipolar transistor.
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region and the positive lattice charge of the collector region. Boundaries of the depletion layer are such
that total the positive and negative charges are equal. When a collector current, carrying negatively
charged electrons, flows through the junction, effective negative charge on the base side of junction
increases. Also, the positive lattice charge of the collector side of the junction is compensated by negative
charge of moving electrons. This way, the CB space charge region moves toward the collector, resulting in
a thicker effective base. With a large current level, the thickness of the base may be doubled or tripled.
This phenomenon, known as the Kirk effect, becomes very significant when the charge of moving
electrons exceeds the charge of the lightly doped collector NC. The threshold current for the Kirk effect
is given by

Imax ¼ qAvsatNC (1:22)

where nsat is the saturation velocity for electrons (nsat¼ 107 cm=s for silicon).
The conductivity modulation in the base, or high-level injection, starts when the concentration of

injected electrons into the base exceeds the lowest impurity concentration in the base NBmin. This occurs
for the collector current Imax given by

Imax < qANBmax, n ¼ qAVTmBNBmax(2þ 0:9h)
wB

(1:23)

The above equation is derived using Equation 1.17 for the estimation of base transient time.
The high-current phenomena are significantly enlarged by the current crowding effect. The typical

cross section of bipolar transistor is shown in Figure 1.5. The horizontal flow of the base current results in
the voltage drop across the base region under the emitter. This small voltage difference on the base–
emitter junction causes a significant difference in the current densities at the junction. This is due to the
very nonlinear junction current–voltage characteristics. As a result, the base–emitter junction has very
nonuniform current distribution across the junction. Most of the current flows through the part of the
junction closest to base contact. For transistors with larger emitter areas, the current crowding effect is
more significant. This nonuniform transistor current distribution makes the high-current phenomena,
such as the base conductivity modulation and the Kirk effect, start for smaller currents than given by
Equations 1.22 and 1.23. The current crowding effect is also responsible for the change of the effective
base resistance with a current. As base current increases, the larger part of emitter current flows closer to
the base contact, and the effective base resistance decreases.

EmitterBase

p

IB

n+

Collector
n

FIGURE 1.5 Current crowding effect.

1-8 Analog and VLSI Circuits



1.1.5 Small-Signal Model

Small-signal transistor models are essential for AC circuit design. The small-signal equivalent circuit of
the bipolar transistor is shown in Figure 1.6a. The lumped circuit shown in Figure 1.6a is only an
approximation. In real transistors resistances and capacitances have a distributed character. For most
design tasks, this lumped model is adequate, or even the simple equivalent transistor model shown in
Figure 1.6b can be considered. The small-signal resistances, rp and ro, are inversely proportional to the
transistor currents, and the transconductance gm is directly proportional to the transistor currents

rp ¼ hFVT

IB
¼ hFVTbF

IC
, ro ¼ VA

IC
, gm ¼ IC

hFVT
(1:24)

where
hF is the forward emission coefficient, ranging form 1.0 to 2.0
VT is the thermal potential (VT¼ 25 mV at room temperature)

Similar equations to Equation 1.24 can be written for the reverse transistor operation as well.
The series base, emitter, and collector resistances RB, RE, and RC are usually neglected for simple

analysis (Figure 1.6b). However, for high-frequency analysis it is essential to use at least the base series
resistance RB. The series emitter resistance RE usually has a constant, bias-independent value.
The collector resistance RC may significantly vary with the biasing current. The value of the series
collector resistance may lower by one or two orders of magnitude if the collector junction becomes
forward biased. A large series collector resistance may force the transistor into the saturation mode.
Usually, when collector–emitter voltage is large enough, the effect of collector resistance is not significant.
The SPICE model assumes constant value for the collector resistance RC.

The series base resistance RB may significantly limit the transistor performance at high frequencies.
Due to the current crowding effect and the base conductivity modulation, the series base resistance is a
function of the collector current IC [4]

RB ¼ RBmin þ RB0 � RBmin

0:5þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
0:25þ iC

IKF

q (1:25)

where
IKF is bF high-current roll-off corner
RB0 is the base resistance at very small currents
RBmin is the minimum base resistance at high currents

CCS

ro

RE

C

RC

RB

CBE
gm v1

gm v1

E

Sv1
B

(a) (b)

B

E

rorπ rπ

(1–XCJC) CBC

XCJC CBC

–

+

–

+
CBE

CBC

v1

C

FIGURE 1.6 Bipolar transistor equivalent diagrams. (a) SPICE model and (b) simplified model.
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Another possible approximation of the base series resistance RB, as a function of the base current IB, is [4]

RB ¼ 3 RB0 � RBminð Þ tan z � z
z tan2 z

þ RBmin, z ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 1:44IB

p2IRB

q
� 1

24
p2

ffiffiffiffiffi
IB
IRB

q (1:26)

where IRB is the base current for which the base resistance falls halfway to its minimum value.
The base–emitter capacitance CBE is composed of two terms: the diffusion capacitance, which is

proportional to the collector current, and the depletion capacitance, which is a function of the base–
emitter voltage VBE. The CBE capacitance is given by

CBE ¼ tF
IC

hFVT
þ CJE0 1� vBE

VJE0

� ��mJE

(1:27)

where
VJE0 is the base–emitter junction potential
tF is the base transit time for forward direction
CJE0 is the base–emitter zero-bias junction capacitance
mJE is the base–emitter grading coefficient

The base–collector capacitance CBC is given by a similar expression as Equation 1.27. In the case when
the transistor operates in forward-active mode, it can be simplified to

CBC ¼ CJC0 1� vBC
VJC0

� ��mJC

(1:28)

where
VJC0 is the base–collector junction potential
CJC0 is the base–collector zero-bias junction capacitance
mJC is the base–collector grading coefficient

In the case when the bipolar transistor is in the integrated form, the collector–substrate capacitance
CCS has to be considered

CCS ¼ CJS0 1� VCS

VJS0

� ��mJS

(1:29)

where
VJS0 is the collector–substrate junction potential
CJS0 the collector–substrate zero-bias junction capacitance
mJS is the collector–substrate grading coefficient

When the transistor enters saturation, or it operates in the reverse-active mode, Equations 1.27 and 1.28
should be modified to

CBE ¼ tF
IS exp

VBE
hFVT

� �
hFVT

þ CJE0 1� VBE

VJE0

� ��mJE

(1:30)

CBC ¼ tR
IS exp

VBC
hRVT

� �
hRVT

þ CJC0 1� VBC

VJC0

� ��mJC

(1:31)
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1.1.6 Technologies

The bipolar technology was used to fabricate the first ICs more than 40 years ago. A similar standard
bipolar process is still used. In recent years, for high-performance circuits and for BiCMOS technology,
the standard bipolar process was modified by using the thick selective silicon oxidation instead of the
p-type isolation diffusion. Also, the diffusion process was substituted by the ion implantation process,
low-temperature epitaxy, and Chemical Vapor Deposition (CVD).

1.1.6.1 Integrated NPN Bipolar Transistor

The structure of the typical integrated bipolar transistor is shown in Figure 1.7. The typical impurity
profile of the bipolar transistor is shown in Figure 1.8. The emitter doping level is much higher than the
base doping, so large current gains are possible (see Equation 1.19). The base is narrow and it has an
impurity gradient, so the carrier transit time through the base is short (see Equation 1.17). Collector
concentration near the base–collector junction is low, therefore, the transistor has a large breakdown
voltage, large Early voltage VAF, and CB depletion capacitance is low. High impurity concentration in the
buried layer leads to a small collector series resistance. The emitter strips have to be as narrow as
technology allows, reducing the base series resistance and the current crowding effect. If large emitter
area is required, many narrow emitter strips interlaced with base contacts have to be used in a single

5 μm 

5 μm 
p+ p

B E C

n+n+
p+

n+-buried layer

p–-substrate

n-epi

FIGURE 1.7 NPN bipolar structure.

1020

1019

1018

1017

1016

1 2 3 4

p

n

N

Epi

Base

Buried

Emitter

μm

n+

n+

FIGURE 1.8 Cross section of a typical bipolar transistor.
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transistor. Special attention has to be taken during the circuit design, so the base–collector junction is not
forward biased. If the base–collector junction is forward biased, then the parasitic PNP transistors
activate. This leads to undesired circuit operation. Thus, the integrated bipolar transistors must not
operate in reverse or in saturation modes.

1.1.6.2 Lateral and Vertical PNP Transistors

The standard bipolar technology is oriented for fabrication of the NPN transistors with the structure
shown in Figure 1.7. Using the same process, other circuit elements, such as resistors and PNP
transistors, can be fabricated as well.
The lateral transistor, shown in Figure 1.9a uses the base p-type layer for both emitter and collector

fabrication. The vertical transistor, shown in Figure 1.9b uses the p-type base layer for emitter, and
the p-type substrate as collector. This transistor is sometimes known as the substrate transistor. In
both transistors the base is made of the n-type epitaxial layer. Such transistors with a uniform and
thick base are slow. Also, the current gain b of such transistors is small. Note, that the vertical transistor
has the collector shorted to the substrate as Figure 1.10b illustrates. When a PNP transistor with a large
current gain is required, then the concept of the composite transistor can be implemented. Such a
composite transistor, known also as superbeta transistor, consists a PNP lateral transistor, and the
standard NPN transistor connected as shown in Figure 1.10c. The composed transistor acts as the
PNP transistor and it has a current gain b approximately equal to bpnpbnpn.

n+ n+p
B BC CE

p

n-epi

n+-buried layer
p–-substrate

pp+

(a)

(b)

p+

n+p

C

BE

n-epi

p–-substrate

p+ p+

FIGURE 1.9 Integrated PNP transistors: (a) lateral PNP transistor, and (b) substrate PNP transistor.

E

B

C

(a) (b) (c)

E
E

β1 = β1β2
β2

C

B B

E

C

B ~

FIGURE 1.10 Integrated PNP transistors: (a) lateral transistor, (b) substrate transistor, and (c) composed transistor.
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1.1.7 Model Parameters

It is essential to use proper transistor models in the computer aided design tools. The accuracy of
simulation results depends on the model accuracy, and on the values of the model parameters used. In
Section 1.1, the thermal and second-order effect in the transistor model are discussed. The SPICE bipolar
transistor model parameters are discussed.

1.1.7.1 Thermal Sensitivity

All parameters of the transistor model are temperature dependent. Some parameters are very strong
functions of temperature. To simplify the model description, the temperature dependence of some
parameters are often neglected. In this chapter, the temperature dependence of the transistor model is
described based on the model of the SPICE program [3–5]. Deviations from the actual temperature
dependence will also be discussed. The temperature dependence of junction capacitance is given by

CJ(T) ¼ CJ 1þmJ 4:010�4 T � TNOMð Þ þ 1� VJ(T)
VJ

� �	 

(1:32)

where TNOM is the nominal temperature, which is specified in the SPICE program in the .OPTIONS
statement. The junction potential VJ(T) is a function of temperature

VJ(T) ¼ VJ
T

TNOM
� 3VT ln

T
TNOM

� �
� EG(T)þ EG

T
TNOM

(1:33)

The value of 3 in the multiplication coefficient of above equation is from the temperature dependence of
the effective state densities in the valence and conduction bands. The temperature dependence of the
energy gap is computed in the SPICE program from

EG(T) ¼ EG � 7:0210�4T2

T þ 1108
(1:34)

The transistor saturation current as a function of temperature is calculated as

Is(T) ¼ Is
T

TNOM

� �XTI

exp
EG T � TNOMð Þ

VTTNOM

� �
(1:35)

where EG is the energy gap at the nominal temperature. The junction leakage currents ISE and ISC are
calculated using

ISE(T) ¼ ISE
T

TNOM

� �XTI�XTB

exp
EG T � TNOMð Þ
hEVTTNOM

� �
(1:36)

and

ISC(T) ¼ ISC
T

TNOM

� �XTI�XTB

exp
EG T � TNOMð Þ
hCVTTNOM

� �
(1:37)

The temperature dependence of the transistor current gains bF and bR are modeled in the SPICE as

bF(T) ¼ bF
T

TNOM

� �XTB

, bR(T) ¼ bR
T

TNOM

� �XTB

(1:38)
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The SPICE model does not give accurate results for the temperature relationship of the current gain b at
high currents. For high current levels the current gain decreases sharply with the temperature, as can be
seen from Figure 1.3. Also, the knee current parameters IKF, IKR, IKB are temperature-dependent, and
this is not implemented in the SPICE program.

1.1.7.2 Second-Order Effects

The current gain b is sometimes modeled indirectly by using different equations for the collector and
base currents [4,5]

IC ¼ IS(T)
Qb

exp
VBE

hFVT
� exp

VBC

hRVT

� �
� IS(T)
bR(T)

exp
VBC

hRVT
� 1

� �
� ISC(T) exp

VBC

hCVT
� 1

� �
(1:39)

where

Qb ¼ 1þ ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 4QX

p

2 1� VBC
VAF

� VBE
VAR

� � (1:40)

QX ¼ Is(T)
IKF

exp
VBE

hFVT
� 1

� �
þ Is(T)

IKR
exp

VBC

hRVT
� 1

� �
(1:41)

and

IB ¼ IS
bF

exp
VBE

hFVT
� 1

� �
þ ISE exp

VBE

hEVT
� 1

� �
þ IS
bR

exp
VBC

hRVT
� 1

� �
þ ISC exp

VBC

hCVT
� 1

� �
(1:42)

where
ISE is the base–emitter junction leakage current
ISC is the base–collector junction leakage current
hE is the base–emitter junction leakage emission coefficient
hC is the base–collector junction leakage emission coefficient

The forward transit time tF is a function of biasing conditions. In the SPICE program the tF parameter is
computed using

tF ¼ tF0 1þ XTF
ICC

ICC þ ITF

� �2

exp
VBC

1:44VTF

" #
, ICC ¼ Is exp

VBE

hFVT
� 1

� �
(1:43)

At high frequencies the phase of the collector current shifts. This phase shift is computed in the SPICE
program following way

IC(v) ¼ IC exp jvPTFtFð Þ (1:44)

where PTF is a coefficient for excess phase calculation.
Noise is usually modeled as the thermal noise for parasitic series resistances, and as shot and flicker

noise for collector and base currents

i2B ¼ 4kTDf
R

(1:45)
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i2B ¼ 2qIB þ KFI
AF
B

F

� �
Df (1:46)

i2C ¼ 2qICDf (1:47)

where KF and AF are the flicker-noise coefficient and flicker-noise exponent. More detailed information
about noise modeling is given in Section 3.2.

1.1.7.3 SPICE Model of the Bipolar Transistor

The SPICE model of bipolar transistor uses similar or identical equations as described in this chapter
[3–5]. Table 1.1 shows the parameters of the bipolar transistor model and its relation to the parameters
used in this chapter.

TABLE 1.1 Parameters of SPICE Bipolar Transistor Model

Name Used Equations SPICE Name Parameter Description Unit
Typical
Value

SPICE
Default

Is 1.10, 1.11 IS Saturation current A 10�15 10�16

ISE 1.39 ISE B–E leakage saturation current A 10�12 0

ISC 1.39 ICS B–C leakage saturation current A 10�12 0

bF 1.14, 1.16, 1.21 BF Forward current gain — 100 100

bR 1.14, 1.16, 1.21 BF Reverse current gain — 0.1 1

hF 1.15, 1.24, 1.30, 1.31,
1.39 through 1.41

NF Forward current emission
coefficient

— 1.2 1.0

hR 1.15, 1.24, 1.30, 1.31,
1.39 through 1.42

NR Reverse current emission
coefficient

— 1.3 1.0

hE 1.39 NE B–E leakage emission coefficient — 1.4 1.5

hC 1.39 NC B–C leakage emission coefficient — 1.4 1.5

VAF 1.21, 1.40 VAF Forward Early voltage V 200 1
VAR 1.21, 1.40 VAR Reverse Early voltage V 50 1
IKF 1.22, 1.23, 1.40 IKF bF high-current roll-off corner A 0.05 1
IKR 1.22, 1.23, 1.40 IKR bR high-current roll-off corner A 0.01 1
IRB 1.26 IRB Current where base resistance

falls by half
A 0.1 1

RB 1.25, 1.26 RB Zero base resistance V 100 0

RBmin 1.25, 1.26 RBM Minimum base resistance V 10 RB

RE Figure 1.6 RE Emitter series resistance V 1 0

RC Figure 1.6 RC Collector series resistance V 50 0

CJE0 1.27 CJE B–E zero-bias depletion
capacitance

F 10�12 0

CJC0 1.28 CJC B–C zero-bias depletion
capacitance

F 10�12 0

CJS0 1.29 CJS Zero-bias collector–substrate
capacitance

F 10�12 0

VJE0 1.27 VJE B–E built-in potential V 0.8 0.75

VJC0 1.28 VJC B–C built-in potential V 0.7 0.75

VJS0 1.29 VJS Substrate junction built-in
potential

V 0.7 0.75

mJE 1.27 MJE B–E junction exponential factor — 0.33 0.33

mJC 1.28 MJC B–C junction exponential factor — 0.5 0.33

(continued)
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The SPICE [3] was developed mainly for analysis of ICs. During the analysis it is assumed that the
temperatures of all circuit elements are the same. This is not true for power ICs where the junction
temperatures may differ by 30 K or more. This is obviously not true for circuits composed of the discrete
elements where the junction temperatures may differ by 100 K and more. These temperature effects,
which can significantly affect the analysis results, are not implemented in the SPICE program.
Although the SPICE bipolar transistor model uses more than 40 parameters, many features of the

bipolar transistor are not included in the model. For example, the reverse junction characteristics
are described by Equation 1.32. This model does not give accurate results. In the real silicon junction
the leakage current is proportional to the thickness of the depletion layer, which is proportional to V1=m.
Also the SPICE model of the bipolar transistor assumes that there is no junction breakdown voltage.
A more accurate model of the reverse junction characteristics is described in Section 11.5 of Fundamen-
tals of Circuits and Filters. The reverse transit time tR is very important to model the switching property
of the lumped bipolar transistor, and it is a strong function of the biasing condition and temperature.
Both phenomena are not implemented in the SPICE model.

1.1.8 SiGe HBTs

The performance of the Si bipolar transistor can be greatly enhanced with proper engineering of the base
bandgap profile using a narrower bandgap material, SiGe, an alloy of Si and Ge. Structure wise, a SiGe

TABLE 1.1 (continued) Parameters of SPICE Bipolar Transistor Model

Name Used Equations SPICE Name Parameter Description Unit
Typical
Value

SPICE
Default

mJS 1.29 MJS Substrate junction exponential
factor

— 0.5 0

XCJC Figure 1.6 XCJC Fraction of B–C capacitance
connected to internal base node
(see Figure 1.6)

— 0.5 0

tF 1.17, 1.28, 1.30, 1.42 TF Ideal forward transit time s 10�10 0

tR 1.31 TR Reverse transit time s 10�8 0

XTF 1.43 XTF Coefficient for bias dependence
of tF

— 0

VTF 1.43 VTF Voltage for tF dependence on
VBC

V 1

ITF 1.43 ITF Current where tF¼ f(IC, VBC)
starts

A 0

PTF 1.44 PTF Excess phase at freq¼ 1=(2ptF)
Hz

8 0

XTB 1.38 XTB Forward and reverse beta
temperature exponent

0

EG 1.34 EG Energy gap eV 1.1 1.11

XTI 1.35 through 1.37 XTI Temperature exponent for effect
on Is

— 3.5 3

KF 1.46 KF Flicker-noise coefficient — 0

AF 1.46 AF Flicker-noise exponent — 1

FC FC Coefficient for the forward
biased depletion capacitance
formula

— 0.5 0.5

TNOM 1.32 through 1.38 TNOM Nominal temperature specified
in .OPTION statement

K 300 300
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HBT is essentially a Si BJT with a SiGe base. Its operation and circuit level performance advantages can
be illustrated with the energy band diagram in Figure 1.11 [13]. Here the Ge content is linearly graded
from emitter toward collector to create a large accelerating electric field that speeds up minority carrier
transport across the base, thus making transistor speed much faster and cutoff frequency much higher.
Everything else being the same, the potential barrier for electron injection into the base is reduced, thus
exponentially enhancing the collector current. The base current is the same for SiGe HBT and Si BJT, as
the emitter is typically made the same. Beta is thus higher in SiGe HBT. Figure 1.12 confirms these
expectations experimentally with data from a typical first-generation SiGe HBT technology. The meas-
ured doping and Ge profiles are shown in Figure 1.13. The metallurgical base width is only 90 nm, and
the neutral base width is around 50 nm. Figure 1.14 shows experimental cutoff frequency fT improvement
from using a graded SiGe base, which also directly translates into maximum oscillation frequency fmax

improvement.
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FIGURE 1.11 Energy band diagram of a graded base SiGe HBT and a comparably constructed Si BJT.
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1.1.8.1 Operation Principle and Performance Advantages over Si BJT

In modern transistors, particularly with the use of polysilicon emitter, beta may be sufficient. If so,
the higher beta potential of SiGe HBT can then be traded for reduced base resistance, through the use of
higher base doping. The unique ability of simultaneously achieving high beta, low base resistance,
and high cutoff frequency makes SiGe HBT attractive for many RF circuits. Broadband noise is naturally
reduced, as low base resistance reduces transistor input noise voltage, and high beta as well as high fT
reduces transistor input noise current [13]. Experimentally, 1=f noise at the same base current was found
to be approximately the same for SiGe HBT and Si BJT [14]. Consequently, 1=f noise is often naturally
reduced in SiGe HBT circuits for the same biasing collector current, as base current is often smaller due
to higher beta, as shown in Figure 1.15 using corner frequency as a figure-of-merit.
These, together with circuit-level optimization, can lead to excellent low-phase noise oscillators and

frequency synthesizers suitable for both wireless and wire line communication circuits. Another less
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obvious advantage from grading Ge is the collector side of the neutral base has less impact on the
collector current than the emitter side of the neutral base. Consequently, as collector voltage varies and
the collector side of the neutral base is shifted toward the emitter due to increased CB junction depletion
layer thickness, the collector current is increased to a much lesser extent than in a comparably
constructed Si BJT, leading to a much higher output impedance or Early voltage. The b3VA product
is thus much higher in SiGe HBT than in Si BJT.

1.1.8.2 Industry Practice and Fabrication Technology

The standard industry practice today is to integrate SiGe HBT with CMOS, to form a SiGe BiCMOS
technology. The ability to integrate with CMOS is also a significant advantage of SiGe HBT over III–V
HBT. Modern SiGe BiCMOS combines the analog and RF performance advantages of the SiGe HBT, and
the lower power logic, high integration level, and memory density of Si CMOS, into a single cost-effective
system-on-chip (SoC) solution. Typically, SiGe HBTs with multiple breakdown voltages are offered
through selective collector implantation, to provide more flexibility in circuit design.
The fabrication process of SiGe HBT and its integration with CMOS has been constantly evolving in

the past two decades, and varies from company to company. Below are some common fabrication
elements and modules shared by many if not all commercial first-generation (also most wide spread in
manufacturing at present) SiGe technologies:

1. A starting Nþ subcollector around 5 V=sq on a p-type substrate at 53 1015=cm3, typically
patterned to allow CMOS integration.

2. A high-temperature, lightly doped n-type collector, around 0.4–0.6 mm thick at 53 1015=cm3.
3. Polysilicon-filled deep trenches for isolation from adjacent devices, typically 1 mm wide and

7–10 mm deep.
4. Oxide filled shallow trenches or LOCOS for local device isolation, typically 0.3–0.6 mm deep.
5. An implanted collector reach through to the subcollector, typically at 10–20 Vmm2.
6. A composite SiGe epi layer consisting of a 10–20 nm Si buffer, a 70–100 nm boron-doped SiGe

active layer, with or without C doping to help suppress boron out diffusion, and a 10–30 nm Si cap.
The integrated boron dose is typically 1–33 1013=cm2.
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FIGURE 1.15 Experimentally measured corner frequency as a function of collector current density for three SiGe
HBTs with different base SiGe designs, and a comparatively constructed Si BJT.
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7. A variety of EB self-alignment scheme, depending on device structure and SiGe growth approach.
All of them utilize some sort of spacer that is 100–300 nm wide.

8. Multiple self-aligned collector implantation to allow multiple breakdown voltages on the same chip.
9. Polysilicon extrinsic base, usually formed during SiGe growth over shallow trench oxide, and

additional self-aligned extrinsic implantation to lower base resistance.
10. A silicided extrinsic base.
11. A 100–200 nm thick heavily doped (>53 1020=cm3) polysilicon emitter, either implanted or

in situ doped.
12. A variety of multiple level back-end-of-line metallization schemes using Al or Cu, typically

borrowed from parent CMOS process.

These technological elements can also be seen in the electronic image of a second-generation SiGe HBT
shown in Figure 1.16.
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1.2 Metal–Oxide–Silicon Field Effect Transistor

John Choma, Jr.

1.2.1 Introduction

Integrated electronic circuits realized in metal–oxide–silicon field effect transistor (MOSFET) technology
are ubiquitous in both the commercial and military sectors of the technical community. To be sure,
transistors manufactured in certain bipolar and III–V compound transistor technologies compete
successfully with their MOSFET counterparts from such performance perspectives as switching speed,
wideband frequency response, and insensitivity to electromagnetic interference and irradiated environ-
ments. Nevertheless, the MOSFET reigns supreme in the extant state of the electronics art for several
reasons. The first of these reasons derives from the fact that the cross-section geometry of a MOSFET,
when compared to that of most other solid-state transistors, is simpler. This simplicity affords a relative
ease of foundry processing, which in turn promotes high device yield and therefore, cost-effective
manufacturing. A second reason is that the surface area consumed on chip, or footprint, of a MOSFET
is generally smaller than that of a comparably performing bipolar or III–V compound transistors. This
feature allows increased packing density, which is particularly advantageous for digital signal processors
that commonly require upwards of millions of transistors for system functionality. Third, MOSFETs
can deliver acceptable circuit performance at low standby power levels, which is a laudable attribute
in light of the aforementioned high device density digital architectures and the portability culture in
which society is immersed presently. Finally, the native insulating oxide indigenous to the monolithic
processing of silicon semiconductors renders MOSFET technologies amenable to the implementation
of complex electronic systems on a single chip. No such native oxide prevails in III–V compound
technologies, thereby rendering awkward the electrical isolation among the various components,
subsystems, and subcircuits that comprise the overall electronic system.
The penchant toward adopting MOSFET technology for analog signal processing applications can also

be rationalized. In particular, the nature of modern integrated systems is rarely exclusively digital or
exclusively analog. Such systems are, in fact, ‘‘mixed signal’’ architectures that embody both digital and
analog signal processing on the same chip. Because of the simplicity, packing density, and power dissipation
attributes of MOSFETs, virtually 100% of digital architectures are realized in MOSFET technology.
Prudence alone accordingly dictates a MOSFET technology realization of the analog cells implicit to a
mixed signal framework if only to facilitate the electrical interface between the analog and digital units.
Aside from the operating flexibility and programmability advantages boasted by digital circuit schema,

digital circuits in mixed signal architectures are often required to assure and sustain performance
optimality of the analog signal flow paths in an electronic system. Unlike most digital networks, high-
performance analog circuits are sensitive to specific values, or at least specific ranges of values, of several
of the key physical and electrical parameters that effectively define the electrical properties of MOSFETs.
Unfortunately, attaining the requisite accuracy in the numerical delineation of these parameters becomes
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progressively more daunting as the performance metrics imposed on an analog network become more
challenging and as device geometries scale to meet omnipresent quests for wider signal processing
passbands. In these high-performance systems, digital subsystems are often deployed to sense the
observable performance metrics of an analog signal flow path, compare said metrics to their respective
optimal design goals, and then appropriately adjust the relevant electrical parameters or signal excitations
implicit to the signal path. In effect, the combined digital controller and analog network behave as a
seamless adaptive system that automatically corrects for manufacturing vagaries, increased device
operating temperatures, and certain environmental effects.
The most commonly utilized MOSFETs in modern electronic systems come in two flavors: the

N-channel MOSFET (NMOS), diagrammed in Figure 1.17 and the P-channel MOSFET (PMOS)
shown in Figure 1.18. In the NMOS device of Figure 1.17, the bulk substrate is P-type and is doped to
an average acceptor impurity concentration of NA, for which a representative range of values is 5(1014)
atoms=cm3 <NA <1016 atoms=cm3. Its vertical depth, which is not expressly highlighted in the figure, is
many times larger than the depth, Yd, (of the order of a few tenths of microns) of either the source or
drain diffusions or implants. These regions, whose widths are indicated as Ldiff and which are connected
electrically to the source (S) and drain (D) terminals of the MOSFET, are very strongly doped in that
their donor impurity concentrations are ND¼ 1020 atoms=cm3 or larger. The width, Ldiff, is typically two-
or three-times the channel length, indicated as L in the diagram. The metallization contact that forms the
electrical terminal of the semiconductor bulk (B) is generally connected to the most negative potential
available in the circuit into which the subject transistor is embedded. Such a connection reverse biases the
PN junctions formed between the bulk and source regions and between the bulk and drain regions. This
reverse biasing ensures that for at least low signal frequencies, the source and drain regions are electrically
isolated from each other and from the bulk substrate. In certain types of multiwell IC processes, bulk–
source and bulk–drain reverse biasing is assured simply by returning the bulk terminal directly to the
source region contact.
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FIGURE 1.17 A simplified three-dimensional depiction of an N-channel MOSFET (NMOS) and its corresponding
electrical schematic symbol. The diagram is not drawn to scale.
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Lying atop the P-type bulk substrate is an insulating silicon dioxide layer of thickness Tox that extends
into the page as shown by a gate width, W. The oxide thickness in the extant state of the art is of the
order of several tens of angstroms, where 1 Å is 10�8 cm. This oxide layer entirely covers the channel
length, L, that separates the source region from the drain region, and it may overlap the source and drain
regions by the amount, Ld, indicated in the diagram. The overlap of the source and drain regions is
undesirable in that it limits broadband frequency responses in certain types of MOSFET amplifiers.
In processes boasting self-aligned gate capabilities, Ld is ideally reduced to zero. But for state of the art
processes delivering channel lengths as small as 65–130 nM, gate self-alignment focused on reducing Ld
to no more than 5% of L is a challenging undertaking. The gate width, W, can be no smaller than the
minimum channel length that can be produced by the identified foundry process. Subject to this proviso,
the gate aspect ratio, W=L, is a designable parameter selected in accordance with the operating require-
ments of the circuit application for which the considered MOSFET is utilized.
The gate terminal (G) is formed by a contact made of a metallic or a polycrystalline silicon layer

deposited directly atop the gate oxide. The gate metal of choice is aluminum. If the MOSFET under
consideration is used in high-temperature environments and=or in applications that exploit low power
supply voltages, polycrystalline silicon, which is commonly referred to as polysilicon, supplants the
aluminum gate.
In addition to the simplified cross-section diagram of the N-channel MOSFET, Figure 1.17 inserts the

electrical schematic symbol of the NMOS transistor. Of particular interest are the positive reference
conventions adopted for four device currents and four device voltages. Specifically, positive drain current,
Id, flows into the transistor, as do the gate current, Ig, and the bulk, or substrate, current, Ib, while positive
source current, Is, flows out of the transistor. It follows from Kirchhoff’s current law that

Is ¼ Id þ Ig þ Ib: (1:48)

P+
so

ur
ce P+

drain

S G D

B

Silicon  dioxide

W

L

G
at

e

So
ur

ce Drain

Bulk or
substrate

D

G

S

B

+
+

+

S +

D

Metal or
polysilicon

Ld Ld

Tox

Yd

N-Type
substrate

[Concentration = ND cm–3]
Ldiff Ldiff

–
–

–

Vsg Vsb

Vsd
Vdg

Is

Id

Ig Ib

FIGURE 1.18 A simplified three-dimensional depiction of an P-channel MOSFET (PMOS) and its corresponding
electrical schematic symbol. The diagram is not drawn to scale.
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However, since the gate contact is isolated from the semiconductor bulk by an insulating oxide layer, Ig is
zero at the low frequencies for which capacitive phenomena associated with the insulating gate dielectric
are insignificant. Moreover, the bulk current, Ib, is likewise almost zero at low signal frequencies,
provided, as is usually the case, that care is taken to ensure reverse biasing of the bulk–drain and
bulk–source PN junctions. Accordingly, the source and drain currents, Is and Id, respectively, are
essentially identical when the frequencies of signals applied to the MOSFET are low. The pages that
follow demonstrate that the static and low-frequency value of the drain, and hence the source, current is
controlled by the gate-to-source voltage, Vgs, the drain-to-source voltage, Vds, and, to a somewhat lesser
extent, the bulk-to-source voltage Vbs. Stipulating an additional dependence of drain current on gate-to-
drain voltage Vgd is superfluous, for by Kirchhoff’s voltage law,

Vds ¼ Vgs � Vgd: (1:49)

The P-channel MOSFET abstracted in Figure 1.18 is architecturally identical to its N-channel counter-
part. The notable differences are that the bulk substrate in PMOS is N-type and the source and drain
regions are heavily doped with P-type impurities. It follows that electrical isolation between the source
region and the bulk, as well as between the drain region and the bulk, requires that the bulk substrate
terminal of a PMOS device be connected either to the most positive of available circuit potentials or, if the
process allows, to the source terminal. All of the geometrical parameters and their representative values
remain the same as stipulated in conjunction with the NMOS unit. The PMOS electrical schematic
symbol, which is also shown in the figure at hand, differs from the NMOS symbol in that the directions of
the source terminal and bulk terminal arrows are reversed, as are the positive reference directions of all
four transistor currents. While Equation 1.48 remains applicable, the analytical expression for the drain
current, Id, which now flows out of the transistor, is more conveniently couched in terms of the source-
to-gate voltage, Vsg, the source-to-drain voltage, Vsd, and the source-to-bulk voltage, Vsb. The drain-to-
gate voltage, Vdg, derives from

Vsd ¼ Vsg � Vdg, (1:50)

which mirrors Equation 1.49 subsequent to multiplying both sides of this equation by �1.

1.2.2 Channel Charge

A fundamental understanding of the physical charge storage and charge transport mechanisms that
underpin the observable volt–ampere characteristics of considered transistors facilitates the reliable and
reproducible design of high-performance analog networks in MOSFET technology. Aside from estab-
lishing a foundation upon which the static characteristic curves of a MOSFET can be constructed in a
physically sound framework, these charge profiles also serve to define the voltage-dependent nature of
the capacitance characteristics of a MOSFET. In effect, the subject charge profiles posture the MOSFET
as a plausible varactor, which is useful in the monolithic design of voltage controlled oscillators, active
filters, and other electronic networks.
The profile of charge stored in the channel between the source and drain regions of a MOSFET is best

examined in terms of the simple circuit given in Figure 1.19a. In this circuit, the drain terminal is short
circuited to the source to pin the drain–source voltage, Vds, to zero. A zero bias is applied as indicated
between the bulk and source, thereby establishing a charge depletion region about the PN junction
formed between the substrate and source regions. Since the source and the drain are electrically
connected to one another, the zero bias applied between bulk and source establishes an identical
depletion zone about the bulk–drain PN junction. These depletion layers are delineated in the companion
cross-section diagram of Figure 1.19b, as are the surface potential, wo, and the potential, Vox, dropped
across the gate silicon dioxide layer. With Vds¼ 0, Equation 1.49 ensures a gate–source voltage, Vgs, that

1-24 Analog and VLSI Circuits



mirrors the gate–drain voltage, Vgd, regardless of the voltage applied between gate and source or gate and
bulk terminals. In the absence of drain, source, bulk, and gate currents, Vds¼ 0 also guarantees that
surface potential wo, measured from the oxide semiconductor interface-to-the neutral zone of the bulk
substrate, is the same throughout the channel region extending from x¼ 0-to-x¼ L in the subject
diagram. The aforementioned voltage, Vox, includes the effects of parasitic trapped charge in the gate
oxide, but it does not include the ramifications of work function differences that unavoidably prevail
between the gate contact and the oxide and at the oxide–semiconductor interface. Note then that the
voltage, Vgb, measured at the gate terminal with respect to the bulk terminal is, ignoring work function
phenomena, simply

Vgb ¼ Vox þ wo: (1:51)

1.2.2.1 Surface Charge Density

A pivotally important analytical tool serving to define the charge, capacitance, and static volt–ampere
characteristics of a MOSFET, is the charge density, Qo(wo), in units of coulombs per unit area, established
at the semiconductor surface as a function of the surface potential, wo. Several authors have identified this
charge profile as [1–3]

Qo woð Þ ¼ �sgn woð Þ
ffiffiffi
2

p
esVT

Db

� � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
G �woð Þ þ G woð Þe�2VF=VT

q
, (1:52)
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FIGURE 1.19 (a) NMOS transistor operated with Vds¼ 0 and Vbs¼ 0. Although the battery connected between the
gate and the source ensures Vgs> 0, Vgs� 0 is allowed in the discussion that references this circuit. (b) Cross-section
diagram corresponding to the circuit in (a). Note that all applied voltages are referred to the source terminal. The
diagram in (b) is not drawn to scale.
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where es¼ 1.037 pF=cm denotes the dielectric constant of silicon, and

sgn woð Þ ¼ þ1 for wo > 0
�1 for wo < 0

	
: (1:53)

In Equation 1.52,

VT ¼ kT=q (1:54)

is the familiar semiconductor thermal voltage for which k¼ (1.38)(10�23) J=K is Boltzmann’s constant,
q¼ (1.60)(10�19) C is the magnitude of electron charge, and T is the absolute temperature of
the semiconductor surface. The voltage, VF, in the radical on the right-hand side of Equation 1.52 is
the Fermi potential, which is given by

VF
D¼ VT ln

NA

Ni

� �
, (1:55)

where NA is the previously defined average acceptor impurity concentration of the bulk substrate in
NMOS and Ni¼ (1.45)(1010) atoms=cm3 is the intrinsic carrier concentration of silicon at T¼ 278C. The
parameter, Db, is known as the electron Debye length and is given by

Db
D¼

ffiffiffiffiffiffiffiffiffiffi
esVT

qNA

s
: (1:56)

Finally, the function, G(wo), in Equation 1.52 is

G woð Þ ¼ ewo=VT � 1� wo

VT
, (1:57)

where it is understood that the surface potential, wo, measured with respect to the charge neutral zone in
the bulk in Figure 1.19 is established in response to an applied gate–bulk voltage, Vgb, or an applied gate–
source voltage, Vgs. Observe that G(wo)¼G(�wo)¼ 0 for wo¼ 0, which delivers the expected result in
Equation 1.52 of Qo(0)¼ 0. It should be understood that Equation 1.52 is premised on Poisson’s equation
and the Boltzmann carrier relationship,

p(0) ¼ NAe
�wo=VT , (1:58)

where p(0) signifies the hole concentration at the surface if complete ionization of substrate dopant atoms
is tacitly presumed. Since

p(0)n(0) ¼ N2
i , (1:59)

the corresponding concentration of free surface electrons, n(0), is

n(0) ¼ N2
i

NA
ewo=VT ¼ NAe

wo�2VFð Þ=VT , (1:60)

where Equation 1.55 has been exploited.
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Because G(wo) in Equation 1.57, as well as its companion relationship, G(�wo), is a nonnegative
number for all positive and negative values of the surface potential, the radical on the right-hand side of
Equation 1.52 is a positive real number. Accordingly, Equation 1.53 forces Qo(wo)> 0 for wo< 0 and
Qo(wo)< 0 for wo> 0. The positive nature of the surface charge density for negative surface potentials is
indicative of bulk substrate holes attracted to the semiconductor surface because of the force exerted by
the surface electric field established in response to negative surface potential. From Gauss’ law, this field,
say Eo(wo) is simply

Eo woð Þ ¼ �Qo woð Þ
es

¼ sgn woð Þ
ffiffiffi
2

p
VT

Db

� � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
G �woð Þ þ G woð Þe�2VF=VT

q
, (1:61)

which is indeed negative for wo< 0. Observe that Equation 1.58 supports the contention of an enhanced
surface hole concentration when the potential established at the semiconductor surface is negative.
An equilibrium condition, which is more commonly referred to in the literature as the flatband

operating condition, is reached when the applied gate–bulk or gate–source voltage produces a null surface
potential, that is, wo¼ 0. For wo¼ 0, the net surface charge, Qo(wo), in Equation 1.52 is zero, as is the
surface electric field, Eo(wo), in Equation 1.61. Note further that by Equation 1.58, p(0)¼NA, which is
the equilibrium hole concentration indicative of the NMOS bulk substrate for the transistor abstracted in
Figure 1.17, assuming complete ionization of all substrate acceptor impurity atoms.
The negative surface charge prevailing for positive surface potentials, which gives rise to positive

surface fields (field lines directed from the surface-to-the bulk substrate), reflects the surface charge
depletion forged in response to holes repelled from the surface by wo> 0. Once again, Equation 1.58 is
supportive of the proffered rationale in that it confirms a diminished surface hole concentration for
progressively larger wo. Since departed holes leave in their wake a depletion zone of negative acceptor
ions, the negative surface charge density resulting from positive surface potential is hardly surprising.
In addition to repelling holes from the semiconductor surface, Equation 1.60 indicates that the surface

electron concentration increases as the surface potential, wo, rises above zero. Moreover, Equation 1.52
lends credence to this enhanced electron concentration claim since Qo(wo) is seen as becoming mono-
tonically more negative as surface potential wo rises above zero. Indeed, the impact of the positive electric
field associated with wo> 0 is to establish a force serving to attract the minority carriers (electrons) in the
bulk substrate to the surface. For a surface potential in the range, 0<wo<VF, the depletion charge
contribution to the net surface charge continues to dominate over the charge associated with electrons
cajoled to the surface, and the surface is said to operate in depletion mode. But as wo approaches and
ultimately surpasses the Fermi potential, VF, the impact on the nature of the surface charge becomes
increasingly more interesting. For example, consider wo¼VF, for which Equations 1.58 and 1.60 yield
p(0) � n(0)¼Ni, that is, the hole and electron concentrations at the surface are identically equal to the
intrinsic carrier concentration. In effect, the surface region of the semiconductor changes from obviously
P-type-to-intrinsic type, which is to say that the surface at wo¼VF is neither P-type nor N-type.

For VF<wo< 2VF, Equations 1.58 and 1.60 project a surface electron concentration that actually
exceeds the surface hole concentration, despite the originally P-type character of the semiconductor
surface. In this range of surface potentials, the depletion layer at the surface continues to expand into the
substrate but because of the enhanced electron concentration, the surface is said to operate in a condition
of weak inversion. Weak inversion is significant from an engineering perspective in that it begins to
establish the necessary condition for promoting observable drain and source current flow. In particular,
suppose that the drain–source voltage, Vds, were to be increased from its present null value to a suitably
positive value. The presence of a significant mobile surface charge density in the form of free electrons
allows said electrons to be transported from the source-to-the drain by the force associated with the
lateral electric field established in response to Vds> 0. In turn, this charge transport gives rise to a drain
current flowing into the transistor and a source current flowing out of the device.
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When wo rises to the value, 2VF, Equation 1.60 confirms a surface electron concentration that is
numerically equal to the substrate doping concentration, NA. In other words, the surface electron
concentration precipitated by the strong positive electric fields implicit to wo¼ 2VF is identical to the
equilibrium hole concentration evidenced in a silicon mass whose impurity concentration of completely
ionized acceptor atoms is NA. The surface has effectively changed its sex from its former P-type state to a
field-induced (hence the terminology, ‘‘field-effect,’’ in the FET nomenclature) N-type state. Since the
resultant surface electron concentration, n(0), is rendered substantive, appreciable drain and source
currents can flow for even modest values of applied drain–source voltages. In effect, the transistor can be
said to be ‘‘turned on’’ when wo rises to twice the Fermi potential in the sense that a capability for
substantial drain current flow is forged. When wo� 2VF, the semiconductor surface is strongly inverted,
or simply inverted.

Figure 1.20 displays a representative surface charge density profile as a function of the surface
potential. Since a logarithmic charge scale is required to display all salient features of the charge
density, the negative nature of the surface charge for positive surface potentials compels plotting
the magnitude of the surface charge density on the vertical (charge) scale in the subject figure.
The horizontal (voltage) scale is normalized to the thermal voltage, VT. The plot invokes the presump-
tions of a 278C semiconductor surface temperature and a substrate impurity concentration of
NA¼ 1015 atoms=cm3. For these stipulations, the thermal voltage is VT¼ 25.89 mV, and the Fermi
potential is VF¼ 288.4 mV, whence VF=VT¼ 11.14. The plot displayed in Figure 1.20 clearly identifies
the regions of hole accumulation (wo< 0), surface depletion (0<wo< 2VF), weak inversion, as typified
by the increased concentration of free electrons at the surface (VF<wo< 2VF), and strong inversion,
for which wo� 2VF.
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FIGURE 1.20 The magnitude of the surface charge density in the channel interfacial region for the MOSFET
configured as shown in Figure 1.19b. A surface temperature of 278C is assumed, as is a substrate impurity
concentration of NA ¼ 1015 atoms=cm2.
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1.2.2.2 Gate–Bulk Capacitance

The density of the net gate-to-bulk capacitance, Cgb(wo), of the MOSFET whose cross-section diagram
appears in Figure 1.19b is a series combination of the oxide capacitance density, Cox, and the density of
capacitance Cd(wo), which is established between the oxide–substrate interface and the charge neutral
region of the bulk. The pertinent equivalent circuit for Vds¼ 0 is the structure depicted in Figure 1.21b,
for which

Cgb woð Þ ¼ CoxCd woð Þ
Cox þ Cd woð Þ : (1:62)

In Equation 1.62,

Cox ¼ eox
Tox

, (1:63)

where eox¼ 345 fF=cm is the dielectric constant of silicon dioxide. Moreover,

Cd woð Þ ¼ d Qo woð Þj j
dwo

, (1:64)

where the surface charge density, Qo(wo), is defined by Equation 1.52. After a trifle of differential calculus
pain, it can be shown that

Cd woð Þ ¼ sgn woð Þ esffiffiffi
2

p
Db

ewo=VT � 1
� �

e�2VF=VT � e�wo=VT � 1
� �

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
G �woð Þ þ G woð Þe�2VF=VT

p
" #

: (1:65)

The result at hand defines the surface capacitance density for all values of the surface potential, wo. A
problem arises for wo¼ 0 in that the right-hand side becomes an indeterminate 0=0 form. This problem is
circumvented by supplanting the exponential terms on the right-hand side of Equation 1.65, inclusive of
those embedded in the functions, G(wo) and G(�wo), by their second order MacLaurin series expansions.
Upon replacement of these exponential terms by said expansions, the surface capacitance density at the
flatband condition, wo¼ 0, is found to be

Cd(0) ¼ es
Db

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ e�2VF=VT

p
� es

Db

D¼ CFB, (1:66)
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FIGURE 1.21 (a) NMOS transistor of Figure 1.19a operated with Vds¼ 0 and Vbs¼ 0. (b) Circuit model between
the gate and bulk terminals of the transistor in (a).
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where CFB is termed the surface flatband capacitance. The indicated approximation exploits the pre-
sumption that the impurity concentration, NA, in the bulk substrate is significantly larger than the
intrinsic carrier concentration, Ni, of silicon. It follows from Equation 1.62 that

Cgb woð Þ
Cox

¼ 1

1þ Cox
Cd woð Þ

, (1:67)

for which

Cgb(0)

Cox
� 1

1þ eox
es

� �
Db
Tox

� � : (1:68)

Figure 1.22 displays a plot of the normalized gate–bulk capacitance, Cgb(wo)=Cox, as a function of the
normalized surface potential, wo=VT, at room temperature (278C) conditions. The relevant MOSFET is
presumed to have an acceptor impurity concentration, NA, in the bulk of 1015 atoms=cm2, and a gate
silicon dioxide thickness, Tox, of 30 Å. The curve shows that in strong accumulation where wo � 0, the
gate–bulk capacitance per unit area approaches the density of the oxide capacitance, Cox. This observa-
tion reflects engineering expectations in that wo � 0 attracts a very large concentration of holes to the
surface, for which the associated charge density serves to increase dramatically the surface density of
capacitance, Cd(wo). Indeed, for wo � 0, it is a simple matter to show that Equation 1.65 collapses to

Cd woð Þjwo�0 �
esffiffiffi
2

p
Db

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
e�wo=VT � 1

p
� esffiffiffi

2
p

Db
e woj j=2VT , (1:69)
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FIGURE 1.22 The normalized gate-to-bulk capacitance of the N-channel MOSFET shown in Figure 1.21a as a
function of the indicated normalized surface potential. The temperature of the oxide–semiconductor interface is
taken to be T¼ 278C, the oxide thickness is Tox¼ 30 Å, and the acceptor impurity concentration in the bulk is
NA¼ 1015 atoms=cm2. The curve is applicable to only low signal frequencies.
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which clearly suggests a sharp rise in capacitance density with the absolute value of the negative surface
potential. Since the surface capacitance density can be viewed as a ratio of the silicon dielectric constant,
es, to an effective and voltage-dependent dielectric thickness, say y(wo), observe a dielectric thickness
associated with Equation 1.69 of

y woð Þjwo�0 �
ffiffiffi
2

p
Dbe

� woj j=2VT , (1:70)

which diminishes rapidly with progressively more negative surface potentials.
As the surface potential increases toward and beyond zero, the normalized capacitance plotted in

Figure 1.22 decreases because a depletion layer begins to form at the interface. This depletion layer acts as
a dielectric whose thickness increases as a nominal square root function of the surface potential. Under
the depletion condition, the surface capacitance given by Equation 1.65 can be approximated by

Cd woð ÞjDepletion �
esffiffiffi

2
p

Db

ffiffiffiffiffiffiffiffiffiffiffiffiffi
wo
VT

� 1
q , (1:71)

which implies a depletion layer thickness, say yd, (not to be confused with Yd, the depth of the source and
drain regions) of

yd D¼ y woð ÞjDepletion � Db

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2

wo

VT
� 1

� �s
: (1:72)

Equation 1.71 approximates the actual surface capacitance density to within an error magnitude of
nominally less than 10% for 3VT�wo� 20VT. This allowable range of surface potential can actually be
extended to embrace wo� 2VF since for wo>VF, an appreciable portion of the charge observed at the
interface can be attributed to free electrons, and not simply to the ionic charge in the depletion layer
forged by holes repelled from the interface.
As wo continues to increase, Cd(wo), and hence Cgb(wo), continues decreasing toward a minimum value

that is achieved at a value close to a surface potential of 2VF, which is the threshold of strong surface
inversion. At this potential, the thickness of the depletion layer implicit to the interfacial capacitance
density is maximized since further increases in the surface charge density derive dominantly from
electrons attracted to the surface. Rather than indulge in the academic propriety of using Equation
1.65 to compute the exact surface potential commensurate with minimal surface capacitance density,
engineering prudence encourages the simplified approach of presuming wo¼ 2VF to be a sufficiently
accurate requirement for minimal depletion capacitance. Upon adoption of this stance, Equation 1.72 is
suitable for computing the maximum thickness, say Wd, of the depletion layer. Accordingly,

Wd
D¼ y 2VFð Þ � Db

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2

2VF

VT
� 1

� �s
, (1:73)

and since 2VF is invariably much larger than the thermal voltage, VT, Equation 1.56 allows this result to
be written as

Wd � 2

ffiffiffiffiffiffiffiffiffi
esVF

qNA

s
: (1:74)
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The resultant minimum density of surface depletion capacitance is

Cd 2VFð Þ ¼ es
Wd

� 1
2

ffiffiffiffiffiffiffiffiffiffiffiffi
qNAes
VF

r
: (1:75)

Using Equations 1.67 and 1.63, the corresponding density, Cmin, of minimum gate–bulk capacitance is

Cmin � Cgb 2VFð Þ � eox=Tox

1þ 2 eox
Tox

� � ffiffiffiffiffiffiffiffiffi
VF

qNAes

q : (1:76)

Observe that the maximum factor by which the effective gate–bulk capacitance can be reduced is

Cox

Cmin
� 1þ 2

eox
Tox

� � ffiffiffiffiffiffiffiffiffiffiffiffi
VF

qNAes

s
, (1:77)

which involves parameters that are largely out of the control of the circuit designer. By inspection of
Figure 1.22, this capacitance perturbation requires a surface potential swing extending from roughly
�15VT (about�400 mV at 278C) to 2VF (generally smaller than 600 mV). Although the requisite surface
potential excursion is somewhat large for maximal capacitance modulation, it should be noted that the
maximum capacitance change factor predicted by Equation 1.77 can be as large as almost 100.
As wo increases beyond twice the Fermi potential, the interface charge density increases robustly as the

semiconductor surface begins to invert strongly. Figure 1.22 resultantly displays an increasing bulk–gate
capacitance density, not unlike the increased capacitance prevailing in strong accumulation because of
holes attracted to the interface. Under actual measurement conditions, however, the indicated increased
capacitance for wo> 2VF is observed only when the frequencies of signals established between the gate and
bulk are below a few tens of hertz [4–6]. The problem is that for most practical signal frequencies, the
recombination–generation rates of electrons in NMOS devices are unable to track with the signal-induced
exchanges in charge between the neutral bulk and the inversion layer. Figure 1.23 displays the true gate–
bulk capacitance characteristics for practical signal frequencies, wherein the dashed segment drawn for
wo> 2VF is the applicable high-voltage capacitance trace for frequencies above a few tens of hertz.

1.2.2.3 Approximate Depletion Zone Analysis

As delineated in the discussion pertaining to the surface charge density defined by Equation 1.52, the
MOSFET in Figure 1.21a exhibits depletion at the oxide–semiconductor interface for surface potentials
satisfying the constraint, 0<wo< 2VF. The formation of the surface depletion zone is critically important
to the establishment of the volt–ampere characteristics of a MOSFET because it serves as a precursor to
the surface inversion that comprises the necessary condition for drain and source current conduction.
Recall, for example, that weak inversion is said to initiate at wo¼VF, in the sense that the original P-type
character of the interfacial semiconductor is transformed to intrinsic material. When wo is elevated to
2VF, the surface is strongly inverted in that the concentration of free electrons at the surface increases to a
value that is identical to the average impurity concentration in the substrate. Although the concentration
of surface electrons begins to increase for wo barely above zero, as is highlighted by Equation 1.60, an
electron concentration commensurate with the possibility of substantial drain and source current flow
does not materialize until the surface potential, wo, reaches the immediate neighborhood of twice the
Fermi potential. An attribute of Equation 1.52 is that this relationship does not explicitly distinguish
between immobile depletion charge and mobile electron charge, both of which contribute to the observed
surface charge density. A shortfall of Equation 1.52 is that its analytically cumbersome nature all but
precludes the development of mathematically tractable expressions for the volt–ampere characteristics of
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a MOSFET. Fortunately, the awkwardness of Equation 1.52 is mitigated if the reasonable approximation
is made that for 0<wo< 2VF, the charge in the surface channel region derives exclusively from depletion
phenomena, that is, a substantive density of free electron charge does not materialize at the surface until
wo¼ 2VF.

To the extent that the entire substrate region is uniformly doped at the indicated impurity concentration
of NA and assuming complete ionization of all substrate impurity atoms, the resultant concentration, say
r(y), of immobile ionic charge in the depletion zone throughout the channel region from source-to-drain is
nominally constant at the value, �qNA. Of course, the electron concentration at the surface increases in
proportion to the decreased hole population therein but as long as wo remains smaller than 2VF, Equation
1.60 confirms that the free electron concentration is significantly smaller than NA.
Figure 1.24a depicts the depletion charge density, r(y), beneath the oxide–semiconductor interface,

where Wd represents the depth of the depletion layer established at the interface. Using Gauss’ law, the
electric field, E(y), promoted by this charge concentration profile derives from

dE(y)
dy

¼ r(y)
es

: (1:78)

Since r(y)¼�qNA for 0� y�Wd, Equation 1.78 implies

ðE(Wd)

E(y)

dE(y) ¼ � qNA

es

ðWd

y

dy: (1:79)
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FIGURE 1.23 The capacitance characteristics of Figure 1.22 for the conditions of both low and high signal
frequencies.
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In view of the fact that E(Wd) is zero in the undepleted, charge neutral substrate region corresponding
to W�Wd, Equation 1.79 produces the linear electric field relationship,

E(y) ¼ qNAWd

es
1� y

Wd

� �
¼ VTWd

D2
b

1� y
Wd

� �
, (1:80)

where Equation 1.56 for the Debye length is invoked. Equation 1.80 is sketched as a function of the
substrate depth variable, y, in Figure 1.24b. Observe that maximum field intensity prevails at surface
where

E(0) D¼ Eo ¼ VT

Db

Wd

Db

� �
: (1:81)

The potential, w(y), corresponding to the field intensity, E(y), stipulated by Equation 1.80 satisfies

� dw(y)
dy

¼ E(y) ¼ qNA

es
Wd � yð Þ: (1:82)

If zero reference potential is ascribed to the substrate depth, Wd, beyond which the substrate is charge
neutral, Equation 1.82 sets forth

ð0

w(y)

dw(y) ¼ qNA

es

ðWd

y

Wd � yð Þdy, (1:83)
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FIGURE 1.24 (a) The approximate profile of the depletion charge concentration at the surface of the MOSFET
depicted in Figure 1.21a. (b) The electric field intensity as a function of bulk substrate depth measured with respect to
the interfacial surface, corresponding to the charge profile in (a). (c) The potential implied by the electric field plot in (b).
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whence the bulk substrate potential, w(y), referenced to the potential evidenced at the substrate depletion
depth, Wd, is

w(y) ¼ qNAW2
d

2es
1� y

Wd

� �2

¼ 1
2
VT

Wd

Db

� �2

1� y
Wd

� �2

, (1:84)

whose functional dependence on variable y is sketched in Figure 1.24c. Equation 1.84 suggests that the
surface potential, w(0), which is effectively the net voltage dropped across the depleted region of the bulk
substrate, is

w(0) D¼ wo ¼
qNAW2

d

2es
¼ 1

2
VT

Wd

Db

� �2

� EoWd

2
, (1:85)

Since the interface potential, wo, and hence the depletion depth, Wd, is controlled externally by the
applied gate-to-bulk voltage, Vgb, it is of interest to determine wo as an explicit function of Vgb. To this
end, the electric field intensity, Eox, in the silicon dioxide layer of the structure of Figure 1.19b is uniform
throughout the oxide thickness by virtue of the insulating nature of the oxide. Ignoring work function
phenomena prevailing between the gate contact and gate oxide, as well as between the oxide and
semiconductor surface, this field is simply

Eox ¼ Vgb � wo

Tox
: (1:86)

Equation 1.86 also invokes the approximation that the voltage dropped from the bottom of the depletion
region-to-the bulk terminal is essentially zero. This assumption is reasonable in that the substrate is
ultimately reverse biased to preclude substantive bulk current flow. Moreover, the holes displaced from
the interface region-to-the neutral bulk render the neutral substrate zone a low resistivity volume.
Because the field immediately below the interface is Eo, as defined by Equation 1.81, continuity
constraints mandate

eoxEox ¼ esEo, (1:87)

or

eox
Vgb � wo

Tox

� �
¼ es

VTWd

D2
b

� �
� CFB

Wd

Db

� �
VT: (1:88)

Armed with Equations 1.86, 1.63, and 1.85, parameterWd in Equation 1.88 can be eliminated to arrive at
the utilitarian expression,

Vgb ¼ wo þ
ffiffiffiffiffiffiffiffiffiffiffiffiffi
2Vuwo

p
, (1:89)

where the voltage metric, Vu, termed the body effect voltage, is given by

Vu ¼ VT
CFB

Cox

� �2

¼ VT
es
eox

� �2 Tox

Db

� �2

¼ qNAes
C2
ox

: (1:90)
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Parameter Vu is generally of the order of the mid-tens of microvolts.* Observe that Vu is proportional to
the square of the oxide thickness, Tox and is therefore reduced sharply with diminishing gate oxide
thickness.
The final step to the problem of determining the dependence of interface potential wo on applied gate-

to-bulk voltage Vgb involves a straightforward solution of Equation 1.89 for wo. The result is

wo ¼ Vgb þ Vu �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Vu 2Vgb þ Vu

� �q
: (1:91)

As expected, wo¼ 0 for Vgb¼ 0. Ordinarily, Vu is much smaller than practical values of the gate-to-bulk
voltage, Vgb, so that Equation 1.91 can be approximated as

wo � Vgb �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2VuVgb

p
, (1:92)

which is similar in form to Equation 1.89.

1.2.2.4 Threshold

The approximate depletion regime analysis executed in Section 1.2.2.3 conveniently precipitates an
analytical definition of the threshold condition, that is, the condition whereby strong inversion materi-
alizes at the oxide–semiconductor interface. It has been demonstrated that the onset of the threshold
condition corresponds to a surface potential, wo, of twice the Fermi potential. Accordingly, threshold
requires that the gate–bulk voltage Vgb, in Equation 1.89 rise to a value, say Vgbh, such that

Vgbh ¼ 2VF þ 2
ffiffiffiffiffiffiffiffiffiffiffi
VuVF

p
: (1:93)

It is to be understood that a gate-to-bulk voltage, Vgb, satisfying the constraint, Vgb�Vgbh, is commen-
surate with instilling strong inversion at the surface of the MOSFET depicted in Figure 1.21a. On the
presumption that the depth, Wd, of the depletion layer, corresponding to wo¼ 2VF is unaltered by gate–
bulk voltage increases beyond the threshold value, Vgbh, the resultant charge profile offered in Figure
1.24a changes into the form diagrammed in Figure 1.25. In this diagram, Ns is the concentration of free

* Most HSPICE and other SPICE simulators use a body effect parameter to compute the extent to which the bulk–source
voltage perturbs the gate–source threshold voltage. This body effect parameter, g, derives from g2¼ 2Vu.
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FIGURE 1.25 The approximate profile of the charge concentration for a strongly inverted surface in the MOSFET
depicted in Figure 1.21a.
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electrons in the surface inversion layer, and Ys is the thickness of the inversion layer. Depending on
the value of the gate–bulk voltage excess, (Vgb�Vgbh), Ys is typically 20%–50% larger than the electron
Debye length.
Two circumstances limit the utility of Equation 1.93. The first of these is that MOSFETs are often

operated with nonzero bulk–source bias, as opposed to the zero bias presumed to this juncture. If a bulk–
source voltage, Vbs, is applied to the MOSFET in Figure 1.21a, the potentials at both the oxide–
semiconductor interface and the bottom of the depletion layer are elevated by an amount, Vbs, which,
in concert with earlier admonitions, is invariably a negative voltage to ensure reverse biasing of the bulk–
source and bulk–drain PN junctions. Thus, the results documented in Section 1.2.2.3 remain valid
because the voltage developed across the depletion layer is still the surface potential, wo, exploited
therein. However, since the surface potential rises by Vbs, one of the necessary modifications to results
disclosed earlier is that Equation 1.60 for the free electron concentration at the surface must be
modified as

n(0) ¼ N2
i

NA
e woþVbsð Þ=VT ¼ NAe

woþVbs�2VFð Þ=VT : (1:94)

Recall that the measure for the onset of strong inversion in a MOSFET is a surface electron concentra-
tion, n(0), that equals to the hole concentration, NA, in the equilibrium substrate. In order to effect this
strong inversion condition, Equation 1.94 suggests the necessity of a surface potential that is at least as
large as (2VF�Vbs), as opposed to merely 2VF. Accordingly, the effect of bulk–source biasing on the
gate–bulk threshold voltage can be embraced by replacing the voltage, 2VF, in Equation 1.93 by the
voltage (2VF�Vbs) so that

Vgbh ¼ 2VF � Vbsð Þ þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2Vu 2VF � Vbsð Þ

p
: (1:95)

The second shortfall of Equation 1.93 stems from the fact in actual circuit design environments, it is far
more convenient to stipulate the minimum gate–source voltage, Vgs, and not the minimum gate–bulk
voltage, Vbs, that establishes the onset of strong inversion. Since Vgs is the voltage sum, (VgbþVbs),
adding Vbs to both sides of Equation 1.95 delivers a gate-to-source threshold voltage, say Vh, of the form,

Vh ¼ Vho þ 2
ffiffiffiffiffiffiffiffiffiffiffi
VuVF

p ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� Vbs

2VF

r
� 1

� �
, (1:96)

where Vho, which represents the zero bias (Vbs¼ 0) value of the gate–source threshold potential, is

Vho ¼ 2 VF þ
ffiffiffiffiffiffiffiffiffiffiffi
VuVF

p� �
: (1:97)

In practice, the zero bias value, Vho, of gate–source threshold voltage is best evaluated through meas-
urement since it is strongly influenced by gate region work function phenomena and parasitic charges
trapped in the gate oxide layer, whose engineering effects are difficult to quantify accurately and reliably.
Observe in Equation 1.96 that the effect of an increasing bulk-to-source reverse bias (Vbs< 0) is to
increase the threshold voltage above its zero bias value, Vho, as a square root function of Vbs. This bulk-
induced modulation of the threshold potential is rendered small by small values of the square root of
parameter Vu, which Equation 1.90 projects as directly dependent on the gate oxide thickness, Tox. One
reason for the current penchant toward progressively decreased oxide thickness is the minimization of
threshold voltage modulation, which is generally an undesirable effect in MOSFETs deployed in analog
network applications.
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1.2.3 Volt–Ampere Characteristics

The static volt–ampere characteristics of the N-channel MOSFET in Figure 1.17 stipulate the dependence
of the static drain current, Id, on the static values of the gate–source voltage, Vgs, the drain–source
voltage, Vds, and the bulk–source voltage, Vbs, which is invariably a nonpositive voltage. It is convenient
to partition these characteristics into three segments; namely, the cutoff regime, the ohmic regime, and the
saturation regime.

1.2.3.1 Cutoff Regime

The cutoff regime is the most boring of the three MOSFET operating domains in that no drain current
flows in cutoff, despite all reasonable positive value of the drain–source voltage, Vds. Since drain current
conduction requires surface inversion at the oxide–substrate interface, zero current is assured when no
such charge inversion prevails. In turn, no inversion layer is formed when the gate–source voltage, Vgs,
lies below its threshold value, Vh. Thus, in cutoff,

Id ¼ 0, if Vgs < Vh: (1:98)

As Vgs rises above zero but remains below Vh, a subthreshold current is induced from the drain-to-the
source regions for Vds> 0 [7]. This current is manifested by the fact that, as is conveyed by Equation 1.94,
the interfacial free electron concentration increases slightly for surface potentials above 0 V. However, the
current evidenced in the subthreshold regime is small because of the limited availability of free surface
electrons. As a result, the gain and frequency response, in addition to the actual drain current, that the
transistor is capable of mustering are limited. Although subthreshold operation enjoys utility in certain
types of low-power system applications, such as hearing aids, where neither gain nor bandwidth are
daunting requirements, it is rarely exploited in broadband and other high-performance applications.

1.2.3.2 Ohmic Regime

In the ohmic regime, which is sometimes called the triode regime, Vgs�Vh and Vds� (Vgs�Vh). Thus,
the interfacial surface of a MOSFET is strongly inverted in the ohmic domain, and simultaneously, a
relatively small voltage is applied from the drain-to-the source. The voltage difference, (Vgs�Vh), is
commonly referenced as the drain saturation voltage, Vdsat, that is,

Vdsat
D¼ Vgs � Vh: (1:99)

Because of Equation 1.49, observe that the provision, Vds� (Vgs�Vh), is equivalent to the requirement,
Vgd�Vh. This is to say that a MOSFET operates in the ohmic regime if and only if both the gate–source
and the gate–drain voltages are larger than the threshold potential. Viewed in yet another fashion,
Vgs�Vh and Vgd�Vh ensure that both the source and the drain ends of the interfacial surface between
the source and the drain regions are strongly inverted. A conduit, or channel, of free electrons that
electrically couples the source to the drain is thereby established.
The aforementioned channel of free electrons is highlighted in the device cross section abstracted in

Figure 1.26. Because Vgs�Vh and Vgd�Vh, the electron inversion layer extends throughout the entire
surface region from the source-to-the drain. But since Vgd¼ (Vgs�Vds) and Vds> 0, the gate-to-drain
bias, Vgd, is necessarily smaller than its gate-to-source counterpart, Vgs. It follows that the surface
potential in the neighborhood of the drain region is smaller than that prevailing near the source region,
whence the electron concentration near the drain is smaller than it is at the source. Accordingly, the
channel of electrons depicted in the figure at hand does not have a uniform depth (y-direction) and is, in
fact, deeper at the source site, where x¼ 0, than it is at the drain site, which is typified analytically by
x¼ L. For analogous reasons, the depletion region established about the source, at the interface, and at
the drain is widest near the drain.
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An additionally important point is that the channel potential, symbolized in Figure 1.26 as wc(x), is
measured with respect to the source site. This notation is not to be confused with the previously invoked
variable, wo(y), which measures the potential at the interfacial surface with respect to the neutral region of
the bulk substrate. The change in symbolism is reasonable and is encouraged by two issues addressed in
the Section 1.2.3.3. The first of these issues is that the bulk–source biasing voltage, Vbs, has been absorbed
into the threshold voltage metric stipulated by Equation 1.96. Second, this threshold voltage has been
defined in terms of the gate voltage, Vgs, measured with respect to the source, as opposed to the gate
voltage, Vgb, referenced to the bulk terminal. Because Vds is nonzero, the channel potential, wc(x), is not a
constant but instead, it varies continuously from wc(0)¼ 0 at the source site where x¼ 0 to wc(L)¼Vds at
the drain site where x¼ L.
An applied drain–source voltage, Vds, launches a lateral electric field, say Ex(wc(x)), that is directed

from the drain site-to-the source site and is functionally dependent on the channel potential, wc(x). This
electric field is given by the familiar relationship,

Ex wc(x)ð Þ ¼ � dwc(x)
dx

: (1:100)

If mn denotes the mobility of electrons, whose concentration within the surface inversion layer postulated
in Figures 1.26 and 1.25 is Ns(wc(x)), the static drain current, Id, promoted by this lateral field is

Id ¼ �qmnW Ys wc(x)ð Þ½ � Ns wc(x)ð Þ½ �Ex wc(x)ð Þ
¼ qmnW Ys wc(x)ð Þ½ � Ns wc(x)ð Þ½ � dwc(x)

dx
, (1:101)

where Ys(wc(x)) is the inversion layer thickness introduced in Figure 1.25 and depicted as dependent on
the channel potential, wc(x), in Figure 1.26. It is worthwhile noting that the product, mnEx(wc(x)), is the
velocity of electrons propagated through the inversion layer. This velocity is zero, thereby implying zero
drain current, if the gradient, dwc(x)=dx, of channel potential is null. In turn, the channel potential
gradient is zero if the applied drain–source voltage, Vds, is zero.
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FIGURE 1.26 Cross section of the N-channel MOSFET operated in its ohmic regime. Note that all applied voltages
are referred to the source terminal. The diagram is not drawn to scale.
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If it is assumed that increases in the channel potential over and above the threshold level incur no
change in the geometry of the interfacial depletion region and instead, only cause electrons to be attracted
to the surface, Gauss’s law predicts

q Ys wc(x)ð Þ½ � Ns wc(x)ð Þ½ � ¼ eoxEox wc(x)ð Þ, (1:102)

with Eox(wc(x)) symbolizing the oxide electric field, which is given by

Eox wc(x)ð Þ ¼ Vox

Tox
¼ Vgs � Vh � wc(x)

Tox
: (1:103)

Recalling Equations 1.63, 1.103, and 1.102 combine with Equation 1.101 to deliver

Iddx ¼ mnCoxW Vgs � Vh � wc(x)
 �

dwc(x): (1:104)

An integration of the left-hand side of this result from x¼ 0 to x¼ L is tantamount to integrating the
right-hand side of said result from wc(0)¼ 0 to wc(L)¼Vds. Assuming constant electron mobility
through the channel, the requisite integration is straightforward and leads to the desired volt–ampere
relationship,

Id ¼ Kn
W
L

� �
Vds Vgs � Vh � Vds

2

� �
, (1:105)

where

Kn
D¼ mnCox (1:106)

is the so-called transconductance coefficient of the MOSFET. Although Kn is termed a transconductance
coefficient, it is not actually a transconductance in that its physical dimension is that of siemens=volt, or
mhos=volt.
Several interesting and enlightening features are advanced by Equation 1.105. The first of these is that

zero drain current prevails if Vds¼ 0, which is reassuring in that a current flow for null drain–source
voltage violates engineering reason, if not the minor issue of conservation of energy. A second, and more
significant, point is that the drain current is directly proportional to the gate aspect ratio, W=L. Thus, for
fixed gate–source and drain–source voltages, the drain current can be increased or decreased in
proportion to this geometric ratio. This controllability over the drain current renders the gate aspect
ratio a designable circuit parameter, subject to the proviso that the circuit designer not attempt to make
the gate width, W, smaller than the minimum channel length, L, that the process foundry is capable of
producing. Thus, if the foundry boasts a 130 nm channel length process, the smallest practical value of
W is, in fact, also 130 nm.
A third important feature of Equation 1.105 is the existence of a value of Vds for which drain current Id

is maximized. By setting to zero the partial derivative of Id in Equation 1.105 with respect to Vds, this
extremum is determined to lie at Vds¼ (Vgs�Vh)¼Vdsat, for which the corresponding maximum
current, say Idsat, is

Idsat ¼ Kn

2
W
L

� �
Vgs � Vh
� �2¼ Kn

2
W
L

� �
V2
dsat: (1:107)

Recalling Equation 1.99, Vds¼Vdsat corresponds to a gate–drain voltage, Vgd, of Vgd¼Vh, which
implies that the surface potential at the drain end of the channel barely sustains the onset of strong
inversion. In effect, the depth of the electron channel is reduced to zero at the drain site for Vds¼Vdsat,
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which justifies the common vernacular of a channel that is pinched off at the drain. The situation at hand
is diagrammed in Figure 1.27.
At first blush, it may appear incongruous that a pinched off channel, which might be viewed as a

means to cut off the supply of electrons to the drain site, can sustain a drain current, yet alone the
maximum drain current postulated by Equation 1.107. The current is indeed sustained because of two
prevailing phenomena. First, the electric field, �dwc(x)=dx, within the inversion layer encourages the
transit of electrons toward the tapered edge of the channel at the drain site. Second, electrons reaching
the channel edge are influenced immediately by the lateral electric field established by the applied positive
drain-to-source voltage. This field, which is abstracted in Figure 1.27 by the indicated horizontal vectors
directed from the drain region-to-the source region, sweeps those electrons at the inversion layer boundary
into the drain region. The resultant current arising from the transport of electrons across the depletion zone
between the tapered channel edge and the drain is, like the current within the inversion layer, proportional
to the mobility of electrons. In the depletion zone, this carrier mobility is minority carrier mobility, which
is inversely proportional to the background impurity concentration of the bulk substrate. A fundamental
reason for maintaining relatively low impurity concentration in the bulk is the assurance of relatively
high minority carrier (electron) mobility therein so that carriers are swept across the depletion zone at
high velocity, thereby facilitating fast transistor switching and broadband circuit responses.
The fourth interesting feature surrounding Equation 1.105 lends credence to the term, ‘‘ohmic,’’ as a

descriptive for the operating regime at hand. In particular, Equation 1.105 can be expressed in the form,

Id ¼ Kn
W
L

� �
Vds Vgs � Vh � Vds

2

� �
¼ Vds

Rds Vgs
� � , (1:108)

with

Rds Vgs
� � ¼ 1

Kn(W=L) Vgs � Vh � Vds
2

� � : (1:109)

In other words, and as is proffered in Figure 1.28, a MOSFET operated in its ohmic regime, where
Vgs�Vh and Vds�Vdsat, behaves as a drain-to-source resistance, Rds(Vgs), whose resistance value is
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FIGURE 1.27 Cross section of the N-channel MOSFET operated in channel pinch off. The diagram is not drawn to
scale.
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controlled by the applied gate–source voltage, Vgs. Moreover, the synthesized resistance is approximately
independent of the voltage, Vds, developed across its terminals, and therefore emulates a linear resistance,
if Vds � 2(Vgs�Vh) � 2Vdsat. In effect, the ohmic regime MOSFET is an electronic approximation of a
linear potentiometer whose resistance setting is inversely proportional to the applied gate–source voltage.

1.2.3.3 Saturation Regime

In saturation, which is the volt–ampere domain in which MOSFETs embedded in high-performance
analog circuits function, Vgs�Vh and Vds� (Vgs�Vh). To first order, the drain current in saturation is
taken to be the drain saturation current given by Equation 1.107, which is independent of drain–source
voltage, Vds, that is,

Id ¼ Kn

2
W
L

� �
Vgs � Vh
� �2

for Vgs > Vh, and Vds � Vgs � Vh
� �

: (1:110)

The logic underlying this approximation is that the drain current in saturation is determined by the
surface electron concentration established for the drain–source voltage, Vds¼ (Vgs�Vh)¼Vdsat, which
barely allows for an electron channel spanning the entire source-to-drain spacing. Any increase in the
drain-to-source voltage above its saturated value, Vdsat, simply adds impetus to the attractive force
exerted on inversion layer electrons by the lateral electric field promoted by the drain–source voltage.
The problem with the foregoing logic is that the drain current given by Equation 1.107 is premised on

Equation 1.105, which in turn invokes the presumption of an electron inversion layer length that is
identical to the channel spacing length, L, separating the source region from the drain region.
If Vds¼Vdsat incurs pinch off at the drain site, and hence an inversion layer length equal to the channel
length, L, as illustrated in Figures 1.27 and 1.29a, Vds>Vdsat necessarily incurs pinch off within the
source–drain spacing, as is suggested in Figure 1.29b. Because of the indicated reduction in the effective
channel length from L to (L�DL), the integrated form of Equation 1.104 is now

ðL�DL

0

Iddx ¼
ðVdsat

0

mnCoxW Vgs � Vh � wc(x)
 �

dwc(x): (1:111)

The result of this integration exercise is easily demonstrated to be

Id ¼ Kn

2
W

L� DL

� �
Vgs � Vh
� �2¼ Idsat

L
L� DL

� �
, (1:112)

where the current, Idsat, is given by Equation 1.107 and represents the drain current at the transition
boundary between ohmic and saturation operational regimes. For most practical applications of
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FIGURE 1.28 Static circuit model of an N-channel MOSFET operated in its ohmic regime. The transistor can be
operated in such a way that its drain–source terminals emulate a voltage-controlled, nominally linear resistance.
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MOSFETs [8], the effective reduction, (L�DL), in channel length relates to the drawn channel
length, L, as

L
L� DL

� 1þ Vds � Vdsat

Vl
, (1:113)

where Vl, termed the channel length modulation voltage,* is given by the semiempirical expression,

Vl ¼ L
Db

� �
Vj

VF

� �2 ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
32VT Vds � Vdsat þ Vj

� �q
: (1:114)
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* Most HSPICE and other SPICE simulators use a channel length parameter to compute the degree to which the drain–source
voltage affects the drain saturation current. This channel length parameter, l, is l¼ 1=Vl.
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In Equation 1.114, VT is the familiar thermal voltage, Db is the electron Debye length delineated in
Equation 1.56, and Vj is the built-in potential of the bulk–drain PN junction. Specifically,

Vj ¼ VT ln
NAND

N2
i

� �
, (1:115)

with NA, ND, and Ni respectively denoting the average impurity concentration in the bulk substrate, the
average impurity concentration of the drain diffusion (or implant), and the intrinsic carrier concentra-
tion of silicon. Equation 1.114 delivers acceptable analytical accuracy for channel lengths, L, that are no
smaller than 0.09 m and drain–source voltages, Vds, that lie within breakdown ratings of the considered
transistor.
The drain current in the saturation regime is now expressible as

Id � Kn

2
W
L

� �
Vgs � Vh
� �2

1þ Vds � Vdsat

Vl

� �
¼ Idsat 1þ Vds � Vdsat

Vl

� �
, (1:116)

where it is understood that the gate–source and drain–source voltages, Vgs and Vds, respectively, are
constrained to satisfy the saturation requirements, Vgs>Vh and Vds� (Vgs�Vh)¼Vdsat. Clearly, the
saturation regime drain current is no longer independent of the drain–source voltage. The current is seen
to rise with Vds with a slope of Idsat=Vl. Note, however, that this slope is not constant owing to its square
root dependence on Vds. For large Vl, which is manifested by long transistor channel length, L, this rate
of current rise with Vds is modest and indeed, the slope of the current–voltage characteristic curve
approaches zero in the limit as Vl approaches infinity. These observations and Equation 1.116 itself
suggest that the drain–source port of a MOSFET does not behave as a constant current source whose
value, Idsat, is controlled exclusively by gate–source voltage Vgs. Instead, the drain–source port is a
practical controlled current source comprised of a constant current generator, albeit controlled by
gate–source voltage Vgs, in shunt with a resistive branch. To wit, Equation 1.116 can be written as

Id � Idsat þ Vds � Vdsat

Vl=Idsat
, (1:117)

which suggests the static circuit model provided in Figure 1.30. The subject model is more useful
conceptually than computationally since a change made to Vgs for the purpose of adjusting the nominal
drain current, Idsat, influences the resistance value, Vl=Idsat, and the voltage offset, Vdsat, introduced in the
drain–source port.
A complication of the channel length embellishment to the saturation drain current expression is that

Equation 1.116 is discontinuous with the ohmic domain drain current expression in Equation 1.105 at
the transition boundary between respective operating domains. Simple software fixes in commonly
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FIGURE 1.30 A large-signal circuit model for an N-channel MOSFET biased to operate in its saturation domain.
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available circuit simulators rectify this incongruity. From an analytical perspective, the problem can be
tacitly ignored, if Vl in Equation 1.114 abides by the previously disclosed channel length and voltage
restrictions.
For the convenience of the reader, the relevant expressions for the volt–ampere characteristic curves of

an N-channel MOSFET are synopsized herewith. In particular,

Id �
0, Vgs < Vh

Kn
W
L

� �
Vds Vgs � Vh � Vds

2

� �
, Vgs � Vh; Vds < Vdsat

Kn
2

W
L

� �
Vgs � Vh
� �2

1þ Vds�Vdsat
Vl

� �
, Vgs � Vh; Vds � Vdsat

8>><
>>:

, (1:118)

where Vdsat is the voltage difference, (Vgs�Vh). It is to be understood that the positive reference direction
of the drain current in NMOS is a current flowing into the drain, while the positive reference voltage
polarities reflect those highlighted in Figure 1.17. Moreover, Vh is recalled as a threshold level dependent
on the bulk–source voltage, Vbs, in accordance with Equation 1.96. A representative plot of the static
volt–ampere characteristics of an NMOS transistor appear in Figure 1.31.
In the interests of clarity and completeness, the PMOS counterpart to Equation 1.118 is

Id �
0, Vsg < Vh

Kp
W
L

� �
Vsd Vsg � Vh � Vsd

2

� �
, Vsg � Vh; Vsd < Vdsat

Kp

2
W
L

� �
Vsg � Vh
� �2

1þ Vsg�Vdsat

Vl

� �
, Vsg � Vh; Vsd � Vdsat

8>><
>>:

, (1:119)

where, in terms of the source–gate voltage, Vsg, Vdsat is now given by, (Vsg�Vh), the threshold voltage,
which is dependent on source–bulk voltage Vsb in Equation 1.96, remains a positive number, and
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FIGURE 1.31 Common-source volt–ampere characteristic curves for an NMOS transistor.
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transconductance parameter Kp is now the product of oxide capacitance density and hole mobility. The
positive reference direction of the drain current in PMOS is a current flowing out of the drain, while the
positive reference voltage polarities pertain to those delineated in Figure 1.18.

1.2.3.4 Refinements to the Static Model

The static volt–ampere characteristic in Equations 1.118 and 1.119 exhibit observable errors when
computed currents are compared to experimental measurements executed on deep submicron MOSFET
technology transistors. The principle source of these errors is two types of mobility degradation to which
carriers in the source-to-drain channel are subjected. The first form of mobility degradation derives from
the large lateral electric fields evidenced when even relatively small drain-to-source voltages are applied
across channels whose lengths are smaller than approximately 0.25 m. The second form of mobility
impairment is caused by the strong vertical electric fields established by gate–source voltages applied
across thin oxide layers.

1.2.3.4.1 Lateral Electric Fields

The NMOS and PMOS volt–ampere characteristic equations in Equations 1.118 and 1.119 are predicated
on the presumption that the drift velocity, say vc, of carriers propagated through the inverted channel at
the oxide–semiconductor interface is proportional to the lateral electric field, Ex[wc(x)]. This field is, of
course, established in the channel by applied drain–source voltage, Vds, (in the case of NMOS) or applied
source–drain voltage Vsd (in the case of PMOS). In particular,

vc ¼ mo Exj j, (1:120)

where mo represents either the low field value of the electron mobility, mn, in N-channel devices or the
low field value of the hole mobility, mp, in PMOS. The simpler notation, Ex is adopted in Equation 1.120
to represent the potential-dependent field function, Ex[wc(x)]. The need for the absolute value operation
on the right-hand side of Equation 1.120 materializes from the fact that the carrier velocity, which is
always a positive metric, is directed against the direction of the channel field in NMOS. In the case of
NMOS transistors, carriers drift in the direction of the source-to-the drain, whereas the field is directed
from drain-to-source and is therefore negative. For PMOS, no algebraic sign problems are manifested,
since carriers drift in the same direction as the lateral field, whence Ex is positive.

The simplicity of Equation 1.120 belies the fact that the carrier drift velocity does not continually
increase in proportion to the electric field. In fact, the carrier velocity saturates at a value, say vmax, which
is of the order of 0.15 mm=ps in silicon, when electric fields are excessive. In recognition of this physical
phenomenon, Equation 1.120 is supplanted by the empirical relationship,

vc ¼ mo Exj j
1þ Exj j=Ec , (1:121)

where

Ec ¼ vmax

mo
(1:122)

is termed the critical electric field. Typically, Ec is in the range of 3–5 V=mm. A comparison of Equation
1.121 with Equation 1.120 suggests an effective mobility, me, of

me ¼
mo

1þ Exj j=Ec : (1:123)
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The mobility degradation inferred by the last disclosure bodes potentially decreased frequency response
attributes of considered transistors, since the less mobile free electrons are in the inverted channel, the
longer is the average time required for their transport from the source-to-the drain. Figure 1.32 sketches
the velocity-field relationship implied by Equation 1.121. Note in this plot that the linear, or low field,
approximation to the velocity characteristic is reasonably accurate up to about only 30% of the saturated
limited velocity.
The effect on the ohmic regime drain current of the mobility degradation incurred by strong lateral

electric fields can be studied by returning to Equation 1.104 and replacing the electron mobility, mn,
therein by an adjusted mobility, mne, such that

mne ¼
mn

1� Ex=Ec
¼ mn

1þ 1
Ec

dwc(x)
dx

, (1:124)

where Equation 1.100 is applied and mn is understood to be the low field value of electron mobility in the
inverted source-to-drain channel. Equation 1.104 becomes

Id ¼
mnCoxW Vgs � Vh � wc(x)

 �
1þ 1

Ec
dwc(x)
dx

dwc(x)
dx

, (1:125)

which leads to

Id

ðL

0

dx þ 1
Ec

ðVds

0

dwc(x)

2
4

3
5 ¼ mnCoxW

ðVds

0

Vgs � Vh � wc(x)
 �

dwc(x): (1:126)
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FIGURE 1.32 The dependence of carrier velocity on electric field in a semiconductor. The dashed curve represents
the elementary low field approximation to the velocity-field relationship.
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The requisite integrations produce

Id ¼ Kn
W
L

� �
Vds Vgs � Vh � Vds

2

� �
1þ Vds

Vle

" #
, (1:127)

where

Vle ¼ EcL ¼ vmax

mn

� �
L (1:128)

might be termed the lateral electric field modulation voltage. Observe that Equation 1.127 differs from the
ohmic region volt–ampere relationship in Equation 1.118 by only the dimensionless factor in the
denominator on the right-hand side of Equation 1.127. Appealing to Equation 1.128, this factor is seen
to approach one when the channel length, L, is long. Of course, the subject factor also tends toward unity
if the drain–source voltage, Vds, is small. The latter point reflects engineering expectations in that small
Vds incurs lateral electric fields that are small enough to minimize field-induced mobility degradation.

A complication spawned by Equation 1.127 is that it no longer delivers the simple relationship for the
drain saturation voltage witnessed in Equation 1.99. By definition, the drain saturation voltage, Vdsat, is
the value of the drain–source voltage, Vds, for which the slope of the ohmic regime Id versus Vds

characteristic is zero. An application of this definition to Equation 1.127 leads to the revised drain
saturation voltage,

Vdsat ¼ Msat Vgs � Vh
� �

, (1:129)

where, with

a D¼
Vgs � Vh

Vle
, (1:130)

Msat ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2a

p � 1
a

: (1:131)

It can be demonstrated that Msat� 1 for a� 0 and thus, an impact of carrier mobility degradation
incurred by strong lateral fields in the inverted channel is a decrease in the low field value of the drain
saturation voltage. While mobility degradation is generally an undesirable phenomenon, the drain
saturation voltage decrease is actually good news in low-voltage applications that require MOSFETs to
function in their saturated regimes.
The drain saturation current corresponding to the revised estimate of the drain saturation voltage can

be determined by substituting Equation 1.129 into 1.127. This activity produces the aesthetically pleasing
result,

Idsat ¼ Kn

2
W
L

� �
V2
dsat ¼

Kn

2
W
L

� �
M2

sat Vgs � Vh
� �2

: (1:132)

In the limit of large channel lengths, Vle in Equation 1.128 is large, thereby rendering parameter a in
Equation 1.130 small. But for very small a, Msat in Equation 1.131 approaches unity. It is therefore
reassuring that in the limit of large channel lengths, which are incapable of supporting large electric fields
in the inverted channel, Idsat in Equation 1.132 collapses to Equation 1.107, a relationship that implicitly
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reflects tacit neglect of field-induced carrier mobility degradation. In contrast, very small channel lengths
give rise to small Vle and large a, whence Msat in Equation 1.131 reduces to

Msat

��
small L

¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2a

p � 1
a

����
large a

�
ffiffiffi
2
a

r
: (1:133)

Upon combining the last result with Equation 1.132, the short channel value of Idsat is found to be

Idsatjsmall L � WCoxvmax Vgs � Vh
� �

, (1:134)

where Equations 1.128 and 1.106 are exploited. Observe that the resultant drain saturation current is
independent of the channel length, L. This independence stems from the fact that in the limit of very
small channel lengths, carriers (electrons in the present case of an NMOS transistor) are transported
through the inverted channel at their saturated limited, or maximum, velocity. This maximum velocity of
carrier propagation renders L inconsequential with respect to the average time of carrier transport from
the source region-to-the drain region. But perhaps the most interesting aspect of Equation 1.134 is that
the short channel drain saturation current is a linear function of the gate–source voltage, Vgs. The
linearity posed by Equation 1.134 is an obvious advantage for most analog signal processing applications,
but achieving the velocity saturation implicit to this observed linearity may present voltage biasing
challenges.
Of course, Equation 1.129 through 1.133 apply to the saturation regime of device operation in that in

saturation, the drain current is merely the transistor current, Idsat, evidenced at the boundary of ohmic
and saturation regimes, corrected by channel length modulation effects. To wit, short channel pheno-
mena imply that for Vgs�Vh and Vds�Vdsat,

Id ¼ Kn

2
W
L

� �
M2

sat Vgs � Vh
� �2

1þ Vds � Vdsat

Vl

� �
, (1:135)

where it is essential to remember that the drain saturation voltage, Vdsat, is now given by Equation 1.129.
It is clear that Msat in Equation 1.129 is properly viewed as a drain saturation voltage correction factor in
a short channel (indeed, deep submicron) environment. Because of Equation 1.135, the square of Msat

can be accorded the stature of a current correction factor pertinent to short channel drain currents in the
saturation regime. The dependence on parameter a of these correction factors is displayed in the plots
submitted in Figure 1.33. The indicated correction factors are significant. For example, consider a¼ 2,
which might typically represent a gate–source voltage, Vgs, that is about a volt over the threshold
potential. The curves in the figure at hand suggest an approximate 38% reduction in the drain saturation
voltage predicted by the simple long channel model, which corresponds to a¼ 0, as well as about a 62%
attenuation of the corresponding drain saturation current.
Although Equations 1.135 and 1.129 are analytically elegant, their utility in a design-oriented envir-

onment is questionable in light of the dependence of factor Msat on parameter a set forth by Equation
1.131. In light of this dilemma, an approximate curve fit of both Msat and its square is judicious from an
engineering design perspective. A numerical study of Equation 1.131 reveals that the empirical approxi-
mation,

Msat ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2a

p � 1
a

� 1�
ffiffiffi
a

p
4

, (1:136)
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results in an error of at most 4.8% for 0�a� 5. On the other hand, a similar numerical exercise
produces

M2
sat ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2a

p � 1
a

� �2

� 1
1þ 0:78a

(1:137)

to a computational error of at most 5.1% for 0�a� 5. For most design-oriented purposes, Equation
1.129 can therefore be supplanted by

Vdsat ¼ Msat Vgs � Vh
� � � 1�

ffiffiffi
a

p
4

� �
Vgs � Vh
� �

¼ 1� 1
4

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Vgs � Vh

Vle

r� �
Vgs � Vh
� �

, (1:138)

while Equation 1.135 becomes for circuit design applications of MOSFETs operated in saturated regimes,
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FIGURE 1.33 Voltage and current correction factors precipitated by large lateral electric fields in short channel
MOSFETs. The parameter, a, is the effective gate–source voltage, (Vgs�Vh), normalized to the lateral electric field
modulation voltage, Vle.
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The academic purist who may understandably balk at the foregoing numerical empiricisms is respectfully
reminded that the mobility expression in Equation 1.123 and the ‘‘long channel’’ velocity relationship of
Equation 1.120 are hardly grounded in sound physical phenomenology. Moreover, it is interesting to
note that of the more than 275 parameters indigenous to the commonly exploited Level 49 HSPICE
model of a MOSFET, most are curve fit disclosures that bear no clarion relationship to the physical
charge storage and charge transport mechanisms that underpin the volt–ampere characteristics of a
MOSFET.

1.2.3.4.2 Vertical Electric Fields

Apart from the carrier mobility degradation incurred by strong lateral fields in the inverted channel of a
MOSFET, mobility is impacted by the vertical electric field resulting from the applied effective interface
potential, (Vgs�Vh), in the case of NMOS or (Vsg�Vh) for PMOS devices. In NMOS, increases in Vgs

strengthens this vertical field so that free electrons transported from the source-to-the drain are
encouraged to drift ever closer to the oxide–semiconductor interface. Unfortunately, the interface is far
from a perfectly smooth boundary, if for no other reason than routine device processing invariably
produces ionic contamination therein. The imperfect boundary causes potentially significant carrier
scattering, which in turn results in diminished carrier mobility.
To first order, the mobility attenuation resulting from increased gate overdrive can be addressed

analytically by replacing the low field mobility, mn (for NMOS), to which Kn in Equation 1.139 is directly
proportional, by an effective carrier mobility, meff, such that

meff ¼
mn

1þ Vgs�Vh

Vve

: (1:140)

In this expression, Vve is the vertical electric field modulation voltage, which is nominally directly
proportional to the thickness, Tox, of the oxide layer. Of course, an expression analogous to Equation
1.140 prevails for hole mobility in the inverted channel of PMOS transistors. To a very rough approxi-
mation,

Vve ¼ Tox=15, (1:141)

where Tox in units of angstroms returns Vve in units of volts. Because of Equations 1.140 and 1.139 for the
saturation domain current becomes

Id ¼ Kn
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� �2
1þ Vgs�Vh
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1
A: (1:142)

An analogous modification, which amounts to an effective reduction of the transconductance parameter,
Kn, can be made to the ohmic domain current.
Obviously, Equation 1.142 is inordinately more cumbersome than is the simple, square law, volt–

ampere characteristic advanced by Equation 1.110 for device operation in the saturation domain. As a
result, the design-oriented determination of a suitable gate–source voltage for a desired drain current and
corresponding drain–source voltage can be a daunting challenge. But in addition to the computational
problems precipitated merely by algebraic complexity, engineering difficulties are additionally encountered
with respect to the accurate numerical delineation of the model metrics, Kn, Vh, Vve, Vl, and Vle. These
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latter difficulties derive from the unfortunate fact that the physical device and charge transport properties
(saturation velocity, carrier mobility, regional concentrations, etc.) on which these and other model
parameters depend are invariably unavailable to the circuit designer. At best, the circuit designer can
reasonably expect to have presumably reliable, detailed device model parameters suitable for computer-
aided simulation of transistor performance. For example, process foundries routinely supply their cus-
tomers with device models in the form of Level 49 HSPICE or other computer-based files. Unfortunately,
many, if not most, of the hundreds of numerical entries indigenous to these files are themselves
nonphysical entities that defy satisfying mathematical relationships to the physical model metrics
discussed in earlier paragraphs. These and related other design-oriented problems can prove exasperat-
ing. The aforementioned issues are best mitigated by coalescing manual design strategies and calculations
with suitable computer-based simulations of device properties and volt–ampere characteristics.

1.2.3.5 Temperature Effects

The operating temperature of the inverted interfacial channel affects the drain current of a transistor in
three ways. First, because thermal energy imparted to free carriers increases their scattering, the carrier
mobility decreases in response to increased operating temperatures. To first order, the electron mobility,
mn(T), at absolute temperature T relates to the mobility, mn(To), at a reference temperature, To, in
accordance with the three-halves power law,

mn(T) ¼ mn Toð Þ To

T

� �3=2

: (1:143)

Because parameter Kn in Equation 1.142 is directly proportional to carrier mobility, Equation 1.143
implies that the drain current of a MOSFET is characterized by a negative temperature coefficient, that is,
the drain current, Id, decreases with increasing operating temperature.

A second effect of increased thermal energy is a perturbation of threshold voltage. A computation of
this perturbation is best initiated by returning to Equation 1.96 to evaluate the derivative of the threshold
voltage, Vh, with respect to the Fermi potential, VF. Recalling Equations 1.96 and 1.97, and noting that the
body effect voltage, Vu, in Equation 1.90 is independent of temperature,

dVh

dVF
¼ 2þ

ffiffiffiffiffiffi
Vu

VF

r
þ Vh � Vho

2VF
þ Vu

2VF

� �
Vbs

Vh � Vho þ 2
ffiffiffiffiffiffiffiffiffiffiffi
VuVF

p
� �

, (1:144)

where Vho is recalled as signifying the zero bias (Vbs¼ 0) value of the threshold potential. Note that the
last two terms on the right-hand side of this expression vanish when a MOSFET is operated with Vbs¼ 0.
The sensitivity of the threshold voltage with respect to temperature follows as

dVh

dT
¼ dVh

dVF
	 dVF

dT
: (1:145)

The temperature derivative of the Fermi potential derives from Equation 1.55, with the proviso that due
account be made of the temperature dependence of the intrinsic carrier concentration, Ni. To this end, a
commonly used empiricism is

Ni ¼ Nio2
T�Toð Þ=Tn , (1:146)

where Tn is generally taken to be 108C and, assuming the reference temperature, To, is 278C, Nio, the
intrinsic carrier concentration at T¼To, is the previously used number, (1.45)(1010) atoms=8C. With
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Tn¼ 108C, Equation 1.146 allows Ni to double for each 108C rise above the reference temperature. Armed
with Equations 1.146 and 1.55 produces

dVF

dT
¼ VF

T
� VT

Tn
ln 2: (1:147)

Equations 1.144 and 1.147 combine to yield the final result,
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ffiffiffiffiffiffi
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þ Vh � Vho
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� �
Vbs

Vh � Vho þ 2
ffiffiffiffiffiffiffiffiffiffiffi
VuVF

p
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VF

T
� VT

Tn
ln 2

� �
, (1:148)

where parameters Vho, Vh, and VT, are computed at the reference temperature, To. The indicated
temperature derivative of the threshold voltage is invariably a positive number in the range of 1.5–2.4
mV=8C. Thus, the threshold voltage increases with increasing operating temperatures, thereby leading to
a decrease in the drain current. In other words, the temperature dependence of both the carrier mobility
and the threshold voltage conduce a drain current exuding a negative temperature coefficient.
The algebraic form of Equation 1.148 is thoroughly depressing and is hardly a relationship stored

in the human memories of circuit designers. Fortunately, for MOSFETs featuring thin gate oxides
(under 50 Å) and substrate doping concentrations no smaller than 1015 atoms=cm3, the terms in Vu,
(Vh�Vho), and VT=Tn are generally negligible, especially if the bulk–source bias, Vbs, is no more negative
than 1.5 V. In this event,

dVh

dT
� 2VF

T
, (1:149)

which can be shown to be always larger—generally by no more than 5% or 6%—than the result predicted
by Equation 1.148. For a substrate doping concentration of NA¼ (5)(1015) atoms=cm3, Equation 1.149
predicts a threshold voltage sensitivity at T¼ 278C¼ 300.16 K of 2.2 mV=8C.

1.2.4 Transistor Capacitances

At this juncture, the volt–ampere characteristic equations given by Equations 1.118, 1.119, 1.139, and
1.142 pertain to MOSFETs operated exclusively under static or low-frequency signal conditions. Specif-
ically, the drain currents predicted by these relationships are unrealistically cavalier in that they respond
instantaneously to applied gate–source, drain–source, and bulk–source excitations. When high-frequency
signals are applied, the current responses are slowed by device capacitances arising from the charge
storage that prevails in the inverted channel and within the depletion regions formed about the source
and drain diffusions or implants. The engineering implications of this inherent inability of drain currents
to respond instantly to signal excitations are MOSFET circuits exuding constrained bandwidths, nonzero
input=output (I=O) delays and phase shifts, and nonzero rise and fall times in transient responses. In
extreme cases, the interaction of these device capacitances with the energy storage elements of the
peripheral circuit can produce excessive response peaking in either the frequency or time domains and
even outright instability.

1.2.4.1 Depletion Capacitances

The first of the two principle sources of transistor capacitances is the depletion capacitance indigenous to
both of the PN junctions formed respectively between the bulk and drain and between the bulk and
source. In turn, each of these two transition region capacitances consists of a planar component and a
peripheral, or sidewall, component. The planar component embodies the depletion layer established
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between the bulk substrate region and the underside of the source and drain regions. On the other hand,
the sidewall capacitance embraces the depletion layers in the areas of the source and drain regions that
are proximate to the front surface, the back surface, and the side surface area adjacent to the active
channel region. For the bulk–drain depletion capacitance, Cbd,

Cbd ¼
AdCj

1� Vbd
Vj

� �Mj
þ PdCjsw

1� Vbd
Vj

� �Mjsw
, (1:150)

where the forms of each of the terms on the right-hand side are observed to mirror the traditional
depletion capacitance associated with a back biased PN junction. In Equation 1.150, Cj is the zero bias
(meaning, Vbd¼ 0), value of the capacitance density, in units of farads=meter2, associated with the planar
component of the bulk–drain capacitance, while Cjsw is the zero bias lineal capacitance, in units of
farads=meter, of the aforementioned sidewall areas. The planar drain area, Ad, is

Ad ¼ WLdif , (1:151)

where Ldif is recalled in Figures 1.17 and 1.18 to represent the width of the drain region, which is
generally identical to the width of the source implant. Generally, the dimension, Ldif, must be extracted
empirically from measured data but as a rule of thumb, Ldif is nominally of the order of twice the channel
length, L. Parameter Pd, is the effective length of the perimeter of the sidewall area and is stipulated by

Pd ¼ W þ 2Ldif : (1:152)

Voltage Vj in Equation 1.150 is the built-in potential given by Equation 1.115, while Mj and Mjsw are the
grading coefficients of the planar and sidewall PN junctions, respectively.* Typically Mj¼ 0.5 and
Mjsw¼ 0.33. An analogous expression, whose terms convey equally analogous engineering interpret-
ations, prevails for the net bulk–source depletion capacitance, Cbs. In particular,

Cbs ¼ AsCj

1� Vbs
Vj

� �Mj
þ PsCjsw

1� Vbs
Vj

� �Mjsw
, (1:153)

where in general,

As � Ad ¼ WLdif � 2WL

Ps � Pd ¼ W þ 2Ldif � W þ 4L

)
: (1:154)

1.2.4.2 Gate Capacitances

The second source of MOSFET capacitances is the gate capacitance, which itself is comprised of three
distinct components. The first of these components appears between the gate and the bulk substrate. As is
apparent from Figure 1.23, this particular capacitance has a very small nonzero frequency value in both
weak and strong channel inversion modes, which suggests that the channel inversion layer effectively
shields the gate from the bulk substrate. Because the gate–bulk capacitance is invariably very small,
it bodes little consequence to achievable MOSFET circuit performance and therefore, it is usually
ignored tacitly.

* In HSPICE and other forms of SPICE simulators, the built-in potential, Vj, is symbolized by PB.
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The other two components of net gate capacitance are the gate–source capacitance, Cgs, and the gate–
drain capacitance, Cgd. Each of these energy storage elements is a superposition of an intrinsic module,
which derives from the gate, gate oxide, and inverted channel, and an extrinsic constituent, which is
attributed to gate oxide overlap at the source and drain sites. Since the inversion layer extends from source-
to-drain in only the ohmic regime of operation, different values of these two capacitances prevail for ohmic
and saturated operation. The maximum possible intrinsic capacitance established between the gate and the
inversion layer is clearly WLCox. In the ohmic operating regime, this maximum capacitance is partitioned
equally between the source and the drain to give identical intrinsic gate–source and gate–drain capacitance
values; namely, WLCox=2. Accordingly, in the ohmic regime, the effective gate–source capacitance is

Cgs ¼ WLCox

2
þWCgso, (1:155)

where Cgso is the capacitance per unit length associated with the oxide–source overlap. Similarly, the
effective gate–drain capacitance in the ohmic operating regime is

Cgd ¼ WLCox

2
þWCgdo, (1:156)

where Cgdo is the drain overlap capacitance counterpart to the source overlap region. Typically, Cgso and
Cgdo are as small as 0.25 fF=mm in minimal geometry transistors. Thus, for a transistor characterized by
L¼ 180 nm, W=L¼ 20, and an oxide thickness of Tox¼ 30 Å, Cgs¼Cgd¼ 4.63 fF. Observe herewith that
the net overlap capacitance is WCgso¼WCgdo¼ 0.9 fF, which is almost 20% of the total gate–source (or
gate–drain) capacitance.
The capacitance situation in saturation is a bit more intricate than that which prevails in the ohmic

regime. In saturated domains where Vds>Vdsat, pinch off occurs within the source-to-drain channel,
thereby leaving an effective depletion zone that is free of mobile carriers near the drain site. Accordingly,
the drain–source voltage exerts no influence on the channel charge, and the resultant gate–drain
capacitance derives exclusively from the oxide overlap with the drain, that is, the gate–drain capacitance,
Cgd, in saturation is simply

Cgd ¼ WCgdo: (1:157)

In contrast to the charge depletion prevailing in the channel region adjacent to the drain, a large free
carrier population is concentrated near the source. Since this concentration is influenced strongly by
interface potential, which is determined by the applied gate–source voltage, it is only logical to expect a
comparatively substantial intrinsic gate–source capacitance.
An analytical disclosure of the foregoing gate-to-source capacitance commences with a return to

Equations 1.102 and 1.103. If these two equations are combined and if Equation 1.63 is recalled,

q Ys wc(x)ð Þ½ � Ns wc(x)ð Þ½ � ¼ Cox Vgs�Vh�wc(x)
 �

, (1:158)

where the left-hand side of this relationship is understood to be the density of mobile charge in the
inversion layer. Upon multiplication of both sides of Equation 1.158 by the gate width, W, the resultant
left-hand side of the modified expression represents the net mobile charge per unit length of the
inversion layer. It follows that the net differential mobile charge (amassed by electrons in NMOS), say
dqn[wc(x)], contained in a differential channel volume of depth Ys[wc(x)], widthW, and length extending
from x to (xþ dx), is

dqn wc(x)ð Þ ¼ WCox Vgs � Vh � wc(x)
 �

dx: (1:159)
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Ignoring mobility degradation incurred by lateral electric fields, Equation 1.104 can be used to recast
Equation 1.58 in the form

dqn wc(x)ð Þ ¼ mn WCoxð Þ2
Id

Vgs � Vh � wc(x)
 �2

dwc(x): (1:160)

Equation 1.59 can be integrated conveniently from wc(0) to wc(Vdsat), where the indicated interfacial
potential limits correspond to the boundaries of the channel inversion layer evidenced in saturation. Such
an integration of the left-hand side of Equation 1.59 brackets the net mobile charge, say Qn(Vgs), observed
in saturation for a stipulated gate–source voltage, Vgs. In particular,

Qn Vgs
� � ¼

ðVdsat

0

dqn wc(x)ð Þ ¼ mn WCoxð Þ2
Id

ðVdsat

o

Vgs � Vh � wc(x)
 �2

dwc(x)

¼ mn WCoxð Þ2
3Id

Vgs � Vh
� �3

, (1:161)

where Equation 1.99 is exploited. Using Equation 1.109 to replace the drain current variable, Id, in this
relationship results in

Qn Vgs
� � ¼ 2

3
WLCox Vgs � Vh

� �
: (1:162)

The saturation region value of the intrinsic gate–source capacitance now follows as

dQn Vgs
� �

dVgs
¼ 2

3
WLCox, (1:163)

whereupon the saturation region value of the net gate–source capacitance, Cgs, inclusive of oxide overlap
effects at the source site, is

Cgs ¼ 2
3
WLCox þWCgso: (1:164)

1.2.4.3 Large-Signal Model

At this juncture, the large signal, or nonlinear, model of an N-channel MOSFET is the structure advanced
in Figure 1.34. Depending on whether the transistor undergoing assessment is operated as an ohmic
regime or as a saturated device, the equation for the indicated controlled current source, Id, derives from
expressions formulated in Section 1.2.3.2 or Section 1.2.3.3 or, for that matter, the model refinements
addressed in Section 1.2.3.4. The depletion capacitances, Cbs and Cbd, are not affected by the domain of
transistor operation, but the appropriate regional values of the capacitances, Cgs and Cgd, must be culled
from the discourse in Section 1.2.4.2.
The model at hand also incorporates four resistive elements. The resistances, rd and rs, are respectively

associated with the strongly doped drain and source regions, respectively. These resistances are specified
in HSPICE simulation software by a sheet resistance parameter, Rsh, and drain and source geometric
parameters, Nrd and Nrs. In particular,

rd ¼ NrdRsh

rs ¼ NrsRsh

)
: (1:165)
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Owing to the high doping concentrations of the drain and the source, which begets a small sheet
resistance parameter, Rsh, resistances rd and rs are generally sufficiently small to justify their tacit neglect
in most analog circuit applications. In contrast, resistance, rb, which represents an effective spreading
resistance in the bulk substrate, can be as large as the high tens to low hundreds of ohms. Despite its
relatively large value, its impact on analog circuit performance is muted by the fact that the bulk rarely
conducts significant currents, even at high signal frequencies. However, this resistance does influence the
thermal noise characteristics of the drain–source channel.
Like resistance rb, the gate resistance, rg, is likewise important from a thermal noise perspective in that

it captures the salient effects that thermally agitated mobile charge carriers exert on channel potential. It
also looms significant with respect to design problems associated with maximum signal power transfer in
radio frequency (RF) circuits [9]. This resistance is computed as [10]

rg ¼ 5

vCgs
� �2

Rch

, (1:166)

where Rch represents the Vds¼ 0 value of the drain–source channel resistance. Recalling Equation 1.109,

Rch ¼ 1

Kn
W
L

� �
Vgs � Vh
� � ¼ MsatVdsat

2Idsat
, (1:167)

where Equations 1.129 and 1.132 have been used. Because of the inverse dependence of rg on the square
of radial signal frequency, v, rg is infinity for quiescent operating conditions and extremely large for low
to even reasonably high frequencies.

1.2.5 Small-Signal Operation

As noted in Section 1.2.1, MOSFETs are the active device of choice in a plethora of high-performance
analog integrated circuits. When the fundamental objective of these analog networks is linear I=O signal
processing, each MOSFET therein is commonly biased in a saturated regime that ensures, for all applied
signals of interest, an instantaneous drain–source voltage, vds, that is never any smaller than the
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FIGURE 1.34 Large-signal model of an N-channel MOSFET. A topologically identical equivalent circuit prevails
for P-channel MOSFETs.
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instantaneous drain–source saturation voltage, vdsat. To be sure, linear signal processing can also be
achieved when transistors operate in their ohmic regimes. But when high performance, in such senses as
high gain, wide bandwidth, large dynamic range, and acceptable driving point I=O impedance levels, is a
fundamental design objective, saturation is the regime of choice. Accordingly, ohmic linear equivalent
circuits of transistors are ignored herewith and left as an investigation exercise for the reader.
A casual inspection of Equation 1.142 suggests that the instantaneous drain current, id, flowing in an

N-channel MOSFET is a function of three device voltages: the instantaneous gate–source voltage, vgs, the
instantaneous drain–source voltage, vds, and the instantaneous bulk–source voltage, vbs which covertly
influences the threshold potential, Vh. An analogous statement applies to P-channel transistors, subject to
the current and voltage conventions adopted earlier. Thus, Equation 1.142 can be generalized as

id � Kn

2
W
L

� �
M2

sat vgs � Vh
� �2 1þ vds�vdsat

Vl

1þ vgs�Vh

Vve

 !
¼ f vgs, vds, vbs
� �

: (1:168)

Under zero signal conditions, which is tantamount to operating the considered MOSFET at its quiescent
operating point, it is understood that Equation 1.168 yields

Id ¼ f Vgs,Vds,Vbs
� �

, (1:169)

where the indicated variables in capital letters designate static, or quiescent, device currents and voltages.
In other words, the MOSFET described mathematically by Equation 1.169 is in a standby mode that
awaits the application of dynamic, invariably time-varying, signals. Prior to signal excitation, the
transistor maintains quiescent values of drain current, gate–source voltage, drain–source voltage, and
bulk–source voltage that respectively equal Id, Vgs, Vds, and Vbs. Signals applied as a current, say Ids, to the
drain lead and=or a voltages, say V1 to the gate–source port, V2 to the bulk–source port, or V3 to the
drain–source port perturb the quiescent, or Q-point, counterparts of these electrical variables to deliver
the observable net instantaneous current and voltage responses,

id ¼ Id þ Ids
vgs ¼ Vgs þ V1

vbs ¼ Vbs þ V2

vds ¼ Vds þ V3

9>>>=
>>>;
: (1:170)

In concert with these relationships, the MOSFET under consideration is said to operate linearly if and
only if the signal-induced changes, Ids, V1, V2, and V3, interrelate linearly and if and only if the Q-point
currents and voltages are independent of signal strengths. It is crucial to understand that operational
linearity in an electronic device does not imply linear relationships among the instantaneous device
variables, nor does it imply linearity among the corresponding quiescent values of these variables.
Instead, operational linearity implies merely that a selected variable in the selected set of four perturbed
variables in Equation 1.170 linearly superimpose with the remaining three electrical signal components.

1.2.5.1 Fundamental Small-Signal Model

Because of the obviously nonlinear nature of Equation 1.168, questions abound as to the plausibility of
achieving the aforementioned linearity condition among the electrical perturbations induced by applied
signals. Despite its inherently nonlinear nature, Equation 1.168 is a well-behaved functional relationship,
which suggests that the desired linearity might be approximated adequately by limiting all signal
excursions about respective operating point values to sufficiently small levels. This sufficiently small-
signal mandate defines the concept of small-signal analysis and produces a small-signal model of the
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MOSFET. A small-signal analysis reflective of a mathematical exploitation of the corresponding small-
signal model are deemed both appropriate and useful if the retention of only the linear terms of the
Taylor series expansion of Equation 1.168 about the operating point of the considered device leads to
minimal errors in the resultant expression for the signal component of the drain current. Thus,

id � Id þ qid
qvgs

����
Q

vgs � Vgs
� �þ qid

qvbs

����
Q

vbs � Vbsð Þ þ qid
qvds

����
Q

vds � Vdsð Þ, (1:171)

where each of the three derivatives on the right-hand side of this relationship are evaluated at the Q-point
of the MOSFET, that is, at id¼ Id, vgs¼Vgs, vbs¼Vbs, and vds¼Vds. Using Equation 1.170 and noting
that each of the three subject derivatives is a constant having units of conductance, Equation 1.171 can be
couched in the form

Ids � gmV1 þ gmbV2 þ V3

ro
, (1:172)

where

gm D¼
qid
qvgs

����
Q

gmb
D¼
qid
qvbs

����
Q

1
ro

D¼
qid
qvds

����
Q

9>>>>>>>>=
>>>>>>>>;
: (1:173)

Equation 1.71 gives rise to the small-signal, low-frequency equivalent circuit depicted in Figure 1.35a.
The subject circuit becomes the small-signal, high-frequency MOSFET model if the four capacitances,
Cgs, Cgd, Cbd, and Cbs, discussed in Section 1.2.4 are appended as indicated in Figure 1.35b. It is important
to underscore the fact that either of the models in Figure 1.35 gives no information about the
instantaneous electrical variables of a MOSFET, nor does either model allow for the computation
of the quiescent values of these variables. Indeed, the models at hand require a priori knowledge of the
Q-point since the small-signal parameters, gm, gmb, and ro, depend on the operating point, as is implied
by Equation 1.173. Moreover, the four capacitive elements in the model of Figure 1.35b likewise depend
on the Q-point at which the considered transistor is biased. In short, the models in Figure 1.35 give first
order approximations of the interrelationships among only the small-signal components of the net
currents and voltages indigenous to a MOSFET. Although the topologies of both the models drawn in
Figure 1.35 pertain to both the ohmic and saturation regimes of N-channel MOSFET operation, the
equations to be developed shortly for the low-frequency parameters of these models apply exclusively to
the saturation region. Moreover, while Figure 1.35 makes explicit reference to an N-channel transistor, or
NMOS, the small-signal, low- and high-frequency equivalent circuits of PMOS units are identical to their
NMOS counterparts. This topological identity stems from the fundamental fact that the small-signal
models intertwine only signal-induced changes of device currents and voltages about their respective
quiescent values. In an attempt to dispel possible confusion, the latter models are offered in Figure 1.36.
In the low-frequency models of either Figure 1.35a or Figure 1.36a the signal component of the bulk

current, Ibs, flows into an open circuit because the bulk–drain and bulk–source junctions of devices
embedded in analog networks are commonly reversed biased. The low-frequency signal component of
the gate current, Igs, is very nearly zero because the gate resistance, rg, is, by Equation 1.166, inversely
proportional to the square of the signal frequency. Of course, both of these currents are substantively
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larger at high frequencies where the various capacitances in the models of Figures 1.35b and 1.36b
become poor approximations of the open circuits they mirror at low signal frequencies.
The parameter, gm, is termed the forward transconductance. It is a critical analog circuit metric in that

it serves as a measure of achievable forward gain. In particular, parameter gm, when multiplied by the
applied gate–source signal voltage, V1, determines the amount of drain signal current, Ids, manifested by
the applied gate–source signal. On the other hand, the bulk transconductance, gmb, measures the ability of
a MOSFET to transfer applied bulk–source signal, V2, to the drain signal current response. The
controlled current, gmbV2, is negligible when it is much smaller than is its forward transconductance
counterpart current, gmV1. However, it should be noted that depending on the selected quiescent
operating point, parameter gmb can be as much as 15%–25% of the forward transconductance, gm. The
current, gmbV2, is entirely inconsequential in numerous analog circuits that configure their utilized
MOSFETs in such a way as to operate both the bulk and source terminals at signal ground, which
renders V2¼ 0. Finally, ro, the drain–source channel resistance, appears as a shunting resistive element
across the drain and source terminals. If ro is infinitely large (which, to be sure, it is not in practical
MOSFETs) the drain-to-source small-signal port of a MOSFET behaves as an ideal Norton equivalent
current source, that is, the current level determined largely by gmV1 is unaffected by modulations in the
drain–source signal voltage, V3. It follows that to the extent that the gate–source terminals serve as an input
signal port boasting infinitely large impedance and the drain–source terminals function as the output port,
the MOSFET emulates an ideal transconductance amplifier if the channel resistance, ro, is large.
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The determination of the three low-frequency parameters defined in Equation 1.173 requires that the
indicated derivatives of the drain current expression in Equation 1.168 be evaluated. This evaluation is an
algebraically trying task that borders on a futile engineering enterprise in that many of the physical
parameters implicit to Equation 1.168 are rarely disclosed to the circuit designer. It is therefore prudent
to condescend to first order approximations of the subject small-signal parameters by replacing Equation
1.168 with the simpler expression,

id � Kn

2
W
L

� �
vgs � Vh
� �2

1þ vds � vdsat
Vl

� �
, (1:174)

which effectively ignores the influence of both lateral and vertical electric fields in the MOSFET channel.
By ignoring the effects of lateral fields, parameter Msat in Equation 1.131 is one, whence the drain
saturation voltage in Equation 1.129 is simply the voltage difference, vdsat¼ (vgs�Vh). Accordingly,
Equations 1.173 and 1.174 yield a forward transconductance of

gm D¼
qid
qvgs

����
Q

� 2Id
Vgs � Vh

� Id
Vl þ Vds � VE

, (1:175)

where it is understood that the variables, Id, Vgs, Vh, Vl, and Vdsat reflect the Q-point of the transistor
undergoing study. Biasing voltage and standby power constraints ordinarily compel that the transistor be
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biased at a drain–source voltage that is only slightly above the drain saturation voltage. Accordingly, Vl is
typically much larger than (Vds�Vdsat). Moreover, Vl is generally significantly larger than Vdsat=2. It
follows that the second term on the right-hand side of Equation 1.175 is often negligible, whereupon
Equations 1.168 and 1.175 combine for the case of large Vl to deliver

gm
D¼
qid
qvgs

����
Q

� 2Id
Vgs � Vh

�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2Kn(W=L)Id

p
: (1:176)

The result suggests that the forward transconductance of a MOSFET increases with the square root of the
product of quiescent drain current and transistor gate aspect ratio. Accordingly, high gain requirements
in certain MOSFET amplifiers compel relatively large standby drain currents and=or suitably large gate
widths. The former tack conflicts with omnipresent desires for low power operation, while the latter
begets increased device capacitances and hence, potentially degraded frequency responses. Observe that
while the term in Vl in Equation 1.175 is usually negligibly small, significant channel length modulation
(which translates to small Vl) is deleterious to high gain objectives.

An evaluation of the bulk transconductance, gmb, requires that Equation 1.96 be considered analytic-
ally in conjunction with the threshold voltage term in Equation 1.174. After a bit of messy algebra, it can
be shown that

gmb
D¼
qid
qvbs

����
Q

� lbgm, (1:177)

where lb, which might be termed a bulk modulation factor, is

lb ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

Vu=2
2VF � Vbs

s
: (1:178)

Recall a previous assertion to the extent that the bulk transconductance, gmb, may be insignificant in
comparison to the small-signal impact of the forward transconductance, gm. From Equations 1.177 and
1.178, lb, and hence gmb, are small if Vu, the body effect potential defined by Equation 1.90, is small. Since
Vu is proportional to the square of the gate oxide thickness, thin oxide layers conduce small bulk
transconductances. It is interesting to note in Equation 1.178 that the small values of the bulk modulation
factor that are precipitated by thin oxides are made even smaller by increases in the reverse bias applied
between the bulk and source.
The drain–source channel resistance, ro, in Equation 1.173 is readily confirmed to derive from

1
ro

D¼
qid
qvds

����
Q

� Id
Vl þ Vds � Vdsat

: (1:179)

The result shows that a large channel length modulation voltage, Vl, gives rise to a large channel
resistance, ro, which in turn implies that the drain–source port of a MOSFET emulates the volt–ampere
characteristics of an ideal current source. For conventional values of Vl, large ro is seen to require a small
drain bias current, Id.

1.2.5.2 Unity Gain Frequency

The models of Figures 1.35 and 1.36 provide an analytical path for computing a commonly invoked
figure of merit for MOSFETs; namely, the unity gain frequency, which in radial units is symbolized as vT.
Although this metric offers a meaningful basis for comparing the high-frequency signal processing
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capabilities of competing transistors and their associated fabrication processes, its value to bracketing the
achievable bandwidths and response speeds of MOSFET circuits is dubious. The latter contention stems
from the very definition of the metric. In particular, vT is the radial value of signal frequency at which the
magnitude of the small-signal, short-circuit current gain of a common-source amplifier degrades to unity.
The circuit of relevance is the topology of Figure 1.37a, in which a current signal, Is is applied to the gate
of a MOSFET whose source terminal is incident with signal ground. The radio frequency choke (RFC)
provides a conduit for establishing a gate–source bias, Vgs, above threshold, while providing a dynamic
impedance in series with the gate biasing voltage that is large enough to cajole most of the input signal
current to enter the gate terminal.
An input current applied to a gate lead that inherently comprises an open circuit at low frequencies is

hardly rational from a circuits perspective. This irrationality is exacerbated by the fact that the drain
terminal, where the small-signal current signal response, Ids, to input signal current Is is extracted, is
connected directly to the power supply rail, Vdd, thereby rendering the drain terminal short circuited to
signal ground (hence the nomenclature, ‘‘short circuit’’ current gain). In other words, the current gain,
Ids=Is, is computed for a common-source amplifier whose gate is driven by signal current and whose drain
is short circuited to signal ground, which is hardly a viable analog circuit cell.
Assuming that the transistor at hand operates in saturation, the small-signal equivalent model of the

circuit in Figure 1.37a is the structure given in Figure 1.37b. Because the drain, in addition to the bulk and
the source, is grounded for signal conditions, the current gain, Ids=Is, tacitly ignores the high-frequency
effects of bulk–drain and bulk–source transistor capacitances. Moreover, the connection of the bulk
terminal to the source obviates the need for the bulk transconductance generator, lbgmV2, in the model at
hand, while short circuiting the drain terminal to the source terminal renders the channel resistance, ro,
inconsequential. Accordingly, an analysis of the structure in Figure 1.37b yields

Ids ¼ gmV1 � jvCgdV1

Is ¼ V1

rg
þ jvCgsV1 þ jvCgdV1

9>=
>;, (1:180)

whence

Ids
Is

¼ gmrg 1� jvCgd=gm
� �

1þ jvrg Cgs þ Cgd
� � : (1:181)
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FIGURE 1.37 (a) N-channel common-source MOSFET configured for the evaluation of the unity gain frequency,
vT, of the transistor. (b) Small-signal, high-frequency equivalent circuit of the network in (a).
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Since rg in Equation 1.166 is infinitely large at zero signal frequency, the short circuit gain is seen to be
infinity at zero frequency, which reflects engineering intuition in that the gate can conduct no current at
zero frequency. In addition, rg is likely to remain very large in the neighborhood of the 3 dB frequency
projected by this gain relationship so that

Ids
Is

� gm
jv Cgs þ Cgd
� � : (1:182)

Equation 1.182 also invokes the reasonable presumption that the frequency, gm=Cgd, of the right half plane
zero evidenced on the right-hand side of Equation 1.181 is significantly larger than the aforementioned
3 dB bandwidth. This presumption is tantamount to neglecting the gate-to-drain feedforward through the
gate–drain capacitance, Cgd, in comparison to the I=O feedforward promoted by the transistor transcon-
ductance, gm. While this approximation is suspect at very high signal frequencies, the approximations
leading to Equation 1.182 allow an extrapolated value of the unity gain frequency of

vT ¼ 2pfT ¼ gm
Cgs þ Cgd

: (1:183)

Clearly, fT is a highly optimistic estimate of achievable circuit performance, for it pertains expressly to the
special case of a drain that is short circuited to the source terminal, thereby quashing the impact on
bandwidth of bulk–drain capacitance and any load capacitance that might be driven by the subject
transistor. Using Equations 1.106, 1.156, 1.164, 1.176, and 1.174 with Vl presumed large, the last result is
expressible as

vT ¼ 2pfT � 3mn Vgs � Vh
� �

2L2 1þ 3 CgsoþCgdoð Þ
2LCox

� � , (1:184)

which reflects a direct dependence of the unity gain frequency on free carrier mobility. The result also
infers that to the extent that 2LCox >> 3(CgsoþCgdo), which may indeed be an engineering stretch for
minimal geometry, deep submicron devices, fT is inversely proportional to the square of channel length.
A significant increase in fT is therefore portended by even a relatively modest shortening of the channel
length. The fact that the unity gain frequency value is common corporate banter in the marketing of state
of the art transistors and processes arguably underpins the widespread process-engineering penchant for
progressively decreased channel lengths.
With the gate resistance, rg, presumed very large over the signal frequency range of interest, the

resultant short circuit current gain in Equation 1.182 is dependent on only frequency-invariant small-
signal transistor parameters. Accordingly, Equation 1.183 allows Equation 1.182 to be generalized as the
complex frequency domain expression,

Ids
Is

� vT

s
: (1:185)

Moreover, the model in Figure 1.35b reduces to the equivalent circuit shown in Figure 1.38a, where signal
current I1 is identified as the current conducted by the gate–source capacitance, Cgs. Since signal voltage
V1 is clearly I1=sCgs, the voltage controlled current, gmV1, is

gmV1 ¼ gmI1
sCgs

¼ vT Cgs þ Cgd
� �

I1
sCgs

¼ kgvT

s

� �
I1, (1:186)
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where

kg ¼ 1þ Cgd

Cgs
: (1:187)

Equation 1.186 allows the voltage-controlled current source (VCCS) form of the model shown in Figure
1.38a to be transformed into the equivalent current-controlled structure offered in Figure 1.38b. The
latter form proves useful in assessing the performance of amplifiers, such as certain forms of low noise
bandpass structures, which utilize source degeneration inductances.

1.2.5.3 Small-Signal Model Development

While the small-signal transistor models shown in Figures 1.35 and 1.36 are topologically correct and
conceptually useful from the perspective of linear active network design and first order performance
assessment, their engineering utility is limited by two issues. First, the analytical expressions for the
parameters embedded in these structures are predicated on a plethora of approximations stemming from
the neglect of the effects of lateral and vertical electric fields and simplifications surrounding the charge
storage mechanisms of devices and their associated capacitive profiles. These analytically simplifying
approximations often place laboratory characterizations of device behavior at odds with physical reality.
For example, the substrate doping concentration is not a constant, as is presumed in all foregoing
analytical disclosures, but it is less than immediately clear if some sort of weighted average of this dopant
level is appropriate for a satisfying voltage–current–charge characterization of a considered transistor.
Second, the subject small-signal parameters are dependent on variables, such as carrier mobility, oxide
overlap dimensions, doping concentrations, densities of charges trapped in the oxide, regional perimeter
dimensions, and the like that are either not released to the circuit designer or are otherwise only vaguely
known to the processing foundry.
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the equivalent circuit in (a).
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Because of the foregoing parametric anomalies, reasonably accurate and physically sound assess-
ments of small-signal device and associated circuit performance require that the numerical explication
of all relevant small-signal parameters derive from appropriate laboratory measurements conducted on
either test device structures or on entire test cells of the circuits undergoing development. A commonly
used vehicle toward this characterization end is the scattering parameters, or S-parameters, measured
for a grounded source, grounded gate, or grounded drain interconnection of a subject transistor excited
for a suitable range of biasing levels and over an appropriate range of signal frequencies [11]. These
parameters are extracted with fixed and known—generally 50 ohm—reference terminations at the
input and output ports of the device undergoing test. The measured S-parameters, Sij, are then
converted into short circuit admittance (y-) parameters, yij. The latter two-port parameters are virtually
impossible to discern directly in the laboratory because their numerical delineation mandates the
imposition of input and output port signal short circuits, which are difficult to sustain over broad
frequency passbands. Once the yij are determined, it is an involved, but nonetheless straightforward,
matter to infer realistic values of most of the parameters implicit to the structures of Figures 1.35
and 1.36.
If the process foundry provides a reliable large-signal HSPICE model, such as the fundamentally

heuristic Level 49 MOSFET model, of the device under consideration, the short circuit admittance
parameters of the subject transistor can be deduced through appropriate small-signal computer-aided
simulations. For example, consider the N-channel MOSFET in Figure 1.39, which is shown connected as
a grounded source, three-port configuration. The battery voltage, Vgg, biases the gate–source terminals at
a greater than threshold value of voltage that establishes the desired quiescent drain current, Id. Of course,
zero quiescent gate current flows in the gate lead of the transistor. On the other hand, the battery voltage,
Vdd, which modestly influences the quiescent drain current, Id, is chosen to ensure saturation regime
operation of the transistor. Finally, the voltage, Vbb, biases the bulk substrate terminal, where it is
understood that Vbb is ordinarily at most zero. In concert with the traditional stipulations of reverse-
biased bulk–source and bulk–drain junctions, zero quiescent gate current is presumed to flow into the
bulk. The application of any one or more of the three indicated signal voltages, V1s, V2s, and V3s,
produces signal current responses in the gate, bulk, and drain of Igs, Ibs, and Ids, respectively. Selecting the
‘‘AC’’ simulation option to manifest a strictly linear HSPICE analysis of the aforementioned current
signal responses about respective quiescent values allows the applied signal voltages, V1s, V2s, and V3s, to
be set conveniently to amplitudes of 1 V.

+ +

_

Id + Ids

V2s V3s

Vbb Vdd

Igs

V1s

Vgg

Ibs

+

_

– – –

FIGURE 1.39 Common-source test cell of an N-channel transistor configured as a three-port network.
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If the applied signal voltages subscribe to the small-signal, linear-operational constraint, superposition
theory applies, and the three signal current responses can be described by the linear admittance
parameter matrix,

Igs
Ibs
Ids

2
4

3
5 ¼

y11 y12 y13
y21 y22 y23
y31 y32 y33

2
4

3
5 V1s

V2s

V3s

2
4

3
5: (1:188)

In Equation 1.188, the short-circuit admittance parameters, yij, which are invariably complex numbers,
are extracted over signal frequency. In particular,

y11 ¼ Igs=V1sjV2s¼V3s¼0, y12 ¼ Igs=V2sjV1s¼V3s¼0, y13 ¼ Igs=V3sjV1s¼V2s¼0

y21 ¼ Ibs=V1sjV2s¼V3s¼0, y22 ¼ Ibs=V2sjV1s¼V3s¼0, y23 ¼ Ibs=V3sjV1s¼V2s¼0

y31 ¼ Ids=V1sjV2s¼V3s¼0, y32 ¼ Ids=V2sjV1s¼V3s¼0, y33 ¼ Ids=V3sjV1s¼V2s¼0

9>=
>;: (1:189)

The real and imaginary parts of all nine of these y-parameters can be readily evaluated from a small-signal
HSPICE analysis of the structure in Figure 1.39 or alternatively, they can be discerned in terms of scattering
parameters gleaned from measurements of a test structure analogous to that of the subject figure.

If the algebraic form of parameter y12 in Equation 1.188 is defined as

y12
D¼ g12 � jvC12, (1:190)

the first of the equations in Equation 1.188 can be written as

Igs ¼ y11 þ y13 � jvC12ð ÞV1s þ g12V2s � y13 V1s � V3sð Þ þ jvC12 V1s � V2sð Þ, (1:191)

which can be couched in the form,

Igs ¼ 1
Ri

þ jvCi

� �
V1s þ g12V2s þ 1

Rf
þ jvCf

� �
V1s � V3sð Þ þ jvC12 V1s � V2sð Þ: (1:192)

The first parenthesized term on the right-hand side of this expression represents a gate-to-ground shunt
interconnection of a resistance,

Ri ¼ 1
Re y11ð Þ þ Re y13ð Þ , (1:193)

and a capacitance,

Ci ¼ Im y11ð Þ þ Im y13ð Þ
v

� C12, (1:194)

where from Equation 1.190,

C12 ¼ � Im y12ð Þ
v

: (1:195)

The resistance, Ri, tends to vary as the inverse square of the radial signal frequency. Thus, it is expedient
to write Ri as

Ri ¼ KRi

v2
, (1:196)

where KRi is a constant boasting the strange dimensions of ohms–(rad=s)2.
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The second term in Equation 1.192 represents a VCCS whose bulk-to-gate transconductance is

g12 ¼ Re y12ð Þ: (1:197)

The second parenthesized factor on the right-hand side of the subject equation connotes a gate-to-drain
shunt combination of resistance

Rf ¼ � 1
Re y13ð Þ (1:198)

and capacitance

Cf ¼ � Im y13ð Þ
v

: (1:199)

As is the case with resistance Ri, Rf also varies as the inverse square of the radial signal frequency.
Accordingly,

Rf ¼ KRf

v2
: (1:200)

Finally, the last term in Equation 1.192 is merely a capacitance, C12, incident between gate and bulk
terminals. It is appropriate to interject that over a broad range of signal frequencies that do not exceed the
transistor unity gain frequency, fT, the capacitances, Ci, C12, and Cf, are nearly constants, which suggests
that Im(y11), Im(y12), and Im(y13) are nominally linear functions of the radial signal frequency. An
analogous statement prevails for all of the other capacitances defined in the forthcoming paragraphs.
While resistances Ri and Rf decrease sharply with signal frequency, they are so large (hundreds or even
thousands of megohms) that they can usually be neglected in the course of most design-oriented analog
circuit analyses.
Letting

yij ¼ gij � jvCij (1:201)

denote the general short circuit admittance parameter, yij, Equation 1.188 allows the signal current, Ibs,
conducted by the bulk to be expressed as

Ibs ¼ g21 � jvCxð ÞV1s þ 1
Rbb

þ jvCbb

� �
V2s þ g23 � jvC23ð ÞV3s þ jvC12 V2s � V1sð Þ, (1:202)

where, recalling Equation 1.201,

Cx ¼ C21 � C12 ¼ Im y12ð Þ � Im y21ð Þ
v

: (1:203)

and

g21 ¼ Re y21ð Þ: (1:204)
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The term, (g21� jvCx) in Equation 1.202 is a transadmittance linking the signal gate voltage to the bulk
signal current. The second parenthesized term on the right-hand side of Equation 1.202 reflects a bulk-
to-ground parallel combination of a frequency-dependent resistance

Rbb ¼ 1
Re y22ð Þ ¼

KRbb

v2
, (1:205)

and capacitance

Cbb ¼ Im y22ð Þ
v

� C12: (1:206)

A second transadmittance factor, (g23� jvC23), surfaces to model the coupling of the drain signal voltage,
V3s, to the bulk signal current, Ibs, where

g23 ¼ Re y23ð Þ

C23 ¼ � Im y23ð Þ
v

9=
;: (1:207)

Finally, the last term in Equation 1.200 complements its last term counterpart in Equation 1.192 in that it
accounts for the bilateral capacitive coupling prevailing between the drain and bulk terminals.
The only current not yet addressed is the signal drain current, Ids. From Equation 1.188,

Ids ¼ gm � jvCmð ÞV1s þ gmb � jvCmbð ÞV2s þ 1
Ro

þ jvCo

� �
V3s þ 1

Rf
þ jvCf

� �
V3s � V1sð Þ: (1:208)

The factor, (gm� jvCm), is the forward transadmittance that couples the gate signal voltage to the drain
signal current. Its constituent variables are

gm ¼ Re y31ð Þ � Re y13ð Þ

Cm ¼ Im y13ð Þ � Im y31ð Þ
v

9=
;: (1:209)

On the other hand, (gmb� jvCmb) is the bulk transadmittance serving to bracket the signal drain current
response to the signal bulk voltage, V2s. The variables, gmb and Cmb, are

gmb ¼ Re y32ð Þ

Cmb ¼ � Im y32ð Þ
v

9=
;: (1:210)

Following Equation 1.177, the bulk modulation factor, lb, can be discerned to be

lb ¼ gmb

gm
¼ Re y32ð Þ

Re y31ð Þ � Re y13ð Þ : (1:211)
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The parenthesized factor of the third term on the right-hand side of Equation 1.206 is the drain-to-
ground shunt interconnection of resistance Ro and capacitance Co, such that

Ro ¼ 1
Re y33ð Þ þ Re y13ð Þ

Co ¼ Im y33ð Þ þ Im y13ð Þ
v

9>>=
>>;
: (1:212)

The last term in Equation 1.208 reflects the previously introduced, bilateral Rf–Cf coupling between the
gate and the drain terminals.
Equation 1.192 for the signal gate current, Igs, Equation 1.202 for the signal bulk current, Ibs, and

Equation 1.208 for the signal drain current, Ids, can now be exploited to develop the foreboding three-
port common-source MOSFET model diagrammed in Figure 1.40a. While the model is intractable for
manual circuit analysis and considerably more complicated than its simplified brethren in Figures 1.35
and 1.36, it does serve to bolster circuit design insights. First, and perhaps most obviously, the model at
hand illustrates the complex interactions of the bulk with the gate, drain, and source regions of a
MOSFET. For example, the bulk signal voltage, V2s, precipitates a real controlled source, lbgmV2s, in
addition to a quadrature controlled source, jvCmbV2s, at the drain–source port. The first of these sources
is the expected effect of bulk-induced modulation of MOSFET threshold voltage, but the latter controlled
element is slightly south of transparent. The bulk also gives rise to a VCCS, g12V2s, in the gate–source
port, which accounts for observable bulk-induced increases in high-frequency gate current. These
intricacies, together with the complex transadmittance coupling, (g23þ jvC23)V3s, from the drain-to-
the bulk seemingly encourage, whenever possible and prudent, operating the MOSFET with its bulk
terminal returned to the transistor source terminal. Under such a topological constraint, the model in
Figure 1.40a collapses to the almost shockingly simpler network offered in Figure 1.40b.
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Ids

Ibs

V3s

V2s

Cf

C12

gmV1s

g12V2s g21V1s
g23V3s

V1s Igs
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V 1
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V 1
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G D
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FIGURE 1.40 (a) Small-signal, three-port equivalent circuit for the common-source interconnection of a MOSFET.
The three terminal voltages, V1s, V2s, and V3s, denote signal voltages developed with respect to ground at the gate,
bulk, and drain terminals, respectively. (b) The equivalent circuit of (a) with the bulk terminal connected directly to
the MOSFET source terminal.
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A comparison of the model in Figure 1.40b with that of Figure 1.35b suggests that the gate–source
resistance, Ri, is effectively the gate resistance, rg, introduced in Equation 1.166. The resistance, Rf, in
Figure 1.40b has no counterpart in Figure 1.35b. Throughout the range of frequencies extending
through the unity gain frequency of the considered transistor, both Ri and Rf are so large that they
can be ignored for most small-signal analysis ventures, save possibly for a small-signal analysis entailing
an assessment of the noise properties of a transistor. The resistance, Ro, is akin to the channel
resistance, ro, in Figure 1.35b. Unlike Ri and Rf, ro is nominally frequency invariant through the
device unity gain frequency metric. With Ri and Rf tacitly ignored and in view of the fact that ro is
independent of frequency, the steady state frequency variable, jv, in Figure 1.40 can be replaced by the
Laplace operator, s, thereby allowing for small-signal step response and other transient investigations of
MOSFET amplifiers.
The net capacitance, (CiþC12), in Figure 1.40 is the effective gate–source capacitance, Cgs, in Figure

1.35b. Because of the inclusion of capacitance C12, this net gate–source capacitance accounts for gate-to-
bulk capacitance, which earlier models presented in this discourse ignore tacitly, primarily because of the
high-frequency capacitance characteristics advanced by Figure 1.23. The capacitance, Cf, is the effective
gate–drain capacitance, Cgd, while capacitance Co represents the effective bulk–drain capacitance, Cbd.

The model in Figure 1.35b highlights a real forward transconductance of gm, while the models in
Figure 1.40 project a complex forward transadmittance, Ym, of

Ym ¼ gm � jvCm ¼ gme
jwm(v)

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ vCm

gm

� �2
s

, (1:213)

where

wm(v) ¼ � tan�1 vCm

gm

� �
(1:214)

denotes an excess phase angle associated with the transport of minority carriers in the gate-induced
channel extending from the source region-to-the drain region. Equivalently, the angle, wm(v), is
associated with an excess envelope delay, Tm(v), such that

Tm(v) ¼ � dwm(v)
dv

¼ Cm=gm

1þ vCm
gm

� �2 , (1:215)

whose low-frequency and, in this case, maximum value is obviously (Cm=gm). Excess delay, for which no
account prevails in the simpler models of Figures 1.35 and 1.36, looms potentially critical in feedback
circuits in that it acts to degrade the achievable phase margin of the open loop response.
VCCSs having an imaginary transadmittance can be synthesized easily for small-signal, computer-

based analyses through the use of a voltage-controlled voltage source (VCVS), a capacitor, and a current-
controlled current source (CCCS), as depicted in Figure 1.41a. In this figure, the controlling current, Ii, of
the CCCS, aIi, is

Ii ¼ jvCmVi, (1:216)

whence the indicated controlled current, Io, is

Io ¼ aIi ¼ jvCamVi: (1:217)
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Thus, for the imaginary component, jvCm, of the forward transadmittance, Ym, in Equation 1.211, m¼ 1,
C¼Cm, and a¼�1 gives the desired controlled current, –jvCmV1s, as is abstracted in Figure 1.41b.

Similarly, the frequency variant resistances, Ri, Rf, and Rbb, can be synthesized for small-signal,
computer-aided analysis purposes using a VCVS, a current-controlled voltage source (CCVS), and a
CCCS. This contention is illustrated in Figure 1.42 for the general case of a resistance, R, given by

R ¼ �K
s2
, (1:218)

which for steady state sinusoidal conditions is the generalized relationship,

R ¼ K
v2

, (1:219)

advanced by Equations 1.196, 1.200, and 1.205. To wit, the controlled current, I1, generated by the VCVS,
(1)V, is I1¼ sC1V, while the current, I2, established in response to the CCVS, (RxI1), is
I2¼ sC2RxI1¼ s2C1C2RxV. It follows that the resistance, R, presented to the port driven by the CCCS,
(1)I2, is

R ¼ V
�I2

¼ V
�s2C1C2RxV

¼ � 1
s2C1C2Rx

: (1:220)
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FIGURE 1.41 (a) Synthesis of a VCCS whose transadmittance is imaginary and proportional to radial signal
frequency. (b) The synthesis of the controlled current, –jvCmV1s, in the models shown in Figure 1.40.
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FIGURE 1.42 Synthesis of a branch resistance whose value is inversely proportional to the square of the radial
signal frequency. The indicated resistance, R, is synthesized if Rx¼ 1=KC1C2.
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For arbitrary values of capacitances C1 and C2, selecting

Rx ¼ 1
KC1C2

(1:221)

achieves the desired resistance value set forth by Equation 1.218.

Parameterization example:
An N-channel transistor featuring a channel length of 180 nm has the Level 49 HSPICE parameters that
appear in Table 1.2. The transistor is implemented with a gate aspect ratio of W=L¼ 25, and is biased at
Vgs¼ 1.1 V, Vds¼ 1 V and Vbs¼ 0 V. The device undergoing study is earmarked for analog small-signal
applications that embrace a signal frequency range extending from 100 MHz to 10 GHz. For this
frequency passband, determine nominal values of all of the parameters indigenous to the small-signal,
common-source model of Figure 1.40b. Also, compute the extrapolated unity gain frequency of the
transistor at the given quiescent operating point. Express these results as maximum value, minimum
value, average value, and standard deviation (referred to the average value) over a frequency passband
extending from 100 MHz to 10 GHz.

TABLE 1.2 Representative Level 49 HSPICE Parameters for an NMOS Transistor in a Fabrication Process
Featuring a Nominal Channel Length of 180 nM

Model 180 nM NMOS (Level¼ 49)

þVERSION¼ 3.1 TNOM¼ 27 TOX¼ 4E-9 XJ¼ 1E-7

þNCH¼ 2.3549E17 VTH0¼ 0.3627858 K1¼ 0.5873035 K2¼ 4.793052E-3

þK3¼ 1E-3 K3B¼ 2.2736112 W0¼ 1E-7 NLX¼ 1.675684E-7

þDVT0W¼ 0 DVT1W¼ 0 DVT2W¼ 0 DVT0¼ 1.7838401

þDVT1¼ 0.5354277 DVT2¼�1.243646E-3 U0¼ 263.3294995 UA¼�1.359749E-9

þUB¼ 2.250116E-18 UC¼ 5.204485E-11 VSAT¼ 1.083427E5 A0¼ 2

þAGS¼ 0.4289385 B0¼�6.378671E-9 B1¼�1E-7 KETA¼�0.0127717

þA1¼ 5.347644E-4 A2¼ 0.8370202 RDSW¼ 150 PRWG¼ 0.5

þPRWB¼�0.2 WR¼ 1 WINT¼ 1.798714E-9 LINT¼ 7.631769E-9

þXL¼�2E-8 XW¼�1E-8 DWG¼�3.268901E-9 DWB¼ 7.685893E-9

þVOFF¼�0.0882278 NFACTOR¼ 2.5 CIT¼ 0 CDSC¼ 2.4E-4

þCDSCD¼ 0 CDSCB¼ 0 ETA0¼ 2.455162E-3 ETAB¼ 1

þDSUB¼ 0.0173531 PCLM¼ 0.7303352 PDIBLC1¼ 0.2246297 PDIBLC2¼ 2.220529E-3

þPDIBLCB¼�0.1 DROUT¼ 0.7685422 PSCBE1¼ 8.697563E9 PSCBE2¼ 5E-10

þPVAG¼ 0 DELTA¼ 0.01 RSH¼ 6.7 MOBMOD¼ 1

þPRT¼ 0 UTE¼�1.5 KT1¼�0.11 KT1L¼ 0

þKT2¼ 0.022 UA1¼ 4.31E-9 UB1¼�7.61E-18 UC1¼�5.6E-11

þAT¼ 3.3E4 WL¼ 0 WLN¼ 1 WW¼ 0

þWWN¼ 1 WWL¼ 0 LL¼ 0 LLN¼ 1

þLW¼ 0 LWN¼ 1 LWL¼ 0 CAPMOD¼ 2

þXPART¼ 0.5 CGDO¼ 716E-12 CGSO¼ 716E-12 CGBO¼ 1E-12

þCJ¼ 9.725711E-4 PB¼ 0.7300537 MJ¼ 0.365507 CJSW¼ 2.604808E-10

þPBSW¼ 0.4 MJSW¼ 0.1 CJSWG¼ 3.3E-10 PBSWG¼ 0.4

þMJSWG¼ 0.1 CF¼ 0 PVTH0¼ 4.289276E-4 PRDSW¼�4.2003751

þPK2¼�4.920718E-4 WKETA¼ 6.938214E-4 LKETA¼�0.0118628 PU0¼ 24.2772783

þPUA¼ 9.138642E-11 PUB¼ 0 PVSAT¼ 1.680804E3 PETA0¼ 2.44792E-6

þPKETA¼ 4.537962E-5)
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Results:

1. Before proceeding with the simulation, the planar source and drain areas, As and Ad, as well as the
source and drain peripheral dimensions, Ps and Pd, must be computed through an appeal to
Equation 1.154. These are As¼Ad¼ (1.62)(10�12) m2 and Ps¼ Pd¼ (5.22)(10�6) m. In arriving at
these figures, use is made of the fact that for a channel length of L¼ 180 nm and a gate aspect ratio
of W=L¼ 25, the gate width is W¼ 4.5 mm. The parameters, L, W, As, Ad, Ps, and Pd are inserted
directly on the model line of the HSPICE net list. For example, the model line used in the
simulations executed herewith is

M2 6 4 0 7 180 nM, L ¼ 180n, W ¼ 4:5 u, AS ¼ 1:62 p, AD ¼ 1:62 P,

PS ¼ 5:22 u, PD ¼ 5:22 u:

In this model line, M2 identifies the transistor undergoing examination, ‘‘6’’ is the number of the
drain node, ‘‘4’’ is the gate node number, ‘‘0’’ is the number of the grounded source node, and ‘‘7’’
is the number of the bulk substrate node. The insert, ‘‘180 nM,’’ identifies the name of the model
used for the subject transistor.
An HSPICE simulation of the simple test cell shown in Figure 1.39 can now be straightforwardly

executed. In this test structure, Vgg¼ 1.1 V, Vdd¼ 1 V, and Vbb¼ 0 V combine to set the desired
operating point of the transistor. The operating point information disclosed by the static HSPICE
simulation is as follows.

ID 8.9407E-04 (drain current is Id¼ 894.1 mA)
IS -8.9407E-04 (source current flows out of device and is virtually identical to the drain

current)
IB -1.0002E-12 (bulk current is about one picoampere and flows out of the device)
IBD -9.9417E-13 (bulk current is sum of the bulk–drain and bulk–source junction currents)
IBS -6.0237E-15 (bulk current is sum of the bulk–drain and bulk–source junction currents)
VGS 1.1000 (desired gate–source quiescent voltage)
VDS 1.0000 (desired drain–source quiescent voltage)
VBS 0.0000 (desired bulk–source quiescent voltage)
VTH 0.5102 (simulated threshold voltage is Vh¼ 510.2 mV)
VDSAT 0.3149 (simulated drain saturation voltage is Vdsat¼ 314.9 mV)

It should be noted that the quiescent drain source voltage, Vds¼ 1.0 V, is certainly larger than the
simulated drain saturation voltage, Vdsat¼ 314.9 mV. Accordingly, the device at hand operates in
its saturation regime for suitable small-signal excitations.

2. A small-signal, computer-aided simulation of the test circuit in Figure 1.39 can now be executed at
the quiescent operating point established in the preceding step of this exercise. The objective of this
simulation is to ascertain the real and imaginary components of each of the nine short circuit
admittance parameters, yij, introduced in Equation 1.188. The model parameters then derive from
the pertinent equations given in Section 1.2.5.3.

Gate-to-drain resistance coefficient, KRf:
Maximum value is (7.93)(1027)
Minimum value is (7.92)(1027)
Average value is (7.93)(1027)
Standard deviation is 0.03%

Gate-to-drain capacitance, Cf:
Maximum value is 3.22 fF
Minimum value is 3.21 fF
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Average value is 3.22 fF
Standard deviation is 0.02%

Gate-to-source resistance coefficient, KRi:
Maximum value is (4.25)(1027)
Minimum value is (4.24)(1027)
Average value is (4.25)(1027)
Standard deviation is 0.03%

Gate-to-source capacitance, Ci:
Maximum value is 7.56 fF
Minimum value is 7.55 fF
Average value is 7.55 fF
Standard deviation is 0.02%

Bulk–gate transconductance, g12:
Maximum value is 1.01 mmho
Minimum value is 0 mmho
Average value is 0.11 mmho
Standard deviation is 191.97%

Gate-to-bulk capacitance, C12:
Maximum value is 0.42 fF
Minimum value is 0.42 fF
Average value is 0.42 fF
Standard deviation is 0%

Forward transconductance, gm:
Maximum value is 2.03 mmho
Minimum value is 2.03 mmho
Average value is 2.03 mmho
Standard deviation is 0.01%

Transadmittance capacitance, Cm:
Maximum value is 2.00 fF
Minimum value is 1.99 fF
Average value is 2.00 fF
Standard deviation is 0.05%

Gate–bulk transconductance, g21:
Maximum value is 0.82 mmho
Minimum value is 0 mmho
Average value is 0.18 mmho
Standard deviation is 191.97%

Gate–bulk transadmittance capacitance, Cx:
Maximum value is 0.68 fF
Minimum value is 0.67 fF
Average value is 0.67 fF
Standard deviation is 0.03%

Bulk transconductance modulation factor, lb:
Maximum value is 0.21
Minimum value is 0.21
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Average value is 0.21
Standard deviation is 0.03%

Drain–bulk transconductance, g23:
Maximum value is 0 mmho
Minimum value is �0.41 mmho
Average value is �0.05 mmho
Standard deviation is 191.97%

Bulk transadmittance capacitance, Cmb:
Maximum value is 3.19 fF
Minimum value is 3.18 fF
Average value is 3.19 fF
Standard deviation is 0.02%

Drain–bulk transadmittance capacitance, C23:
Maximum value is 2.63 fF
Minimum value is 2.63 fF
Average value is 2.63 fF
Standard deviation is 0.02%

Drain–source channel resistance, Ro:
Maximum value is 10.38 kV
Minimum value is 10.33 kV
Average value is 10.37 kV
Standard deviation is 0.09%

Bulk-to-source resistance coefficient, KRbb:
Maximum value is (7.03)(1027)
Minimum value is (6.78)(1027)
Average value is (6.99)(1027)
Standard deviation is 0.76%

Drain–source capacitance, Co:
Maximum value is 2.62 fF
Minimum value is 2.62 fF
Average value is 2.62 fF
Standard deviation is 0.03%

Bulk–source capacitance, Cbb:
Maximum value is 6.83 fF
Minimum value is 6.82 fF
Average value is 6.83 fF
Standard deviation is 0.02%

3. Equation 1.183 is the pertinent equation for the computation of the extrapolated unity gain
frequency. To this end, the average forward transconductance has been computed to be gm¼ 2.03
mmho. The effective gate–source capacitance, Cgs, is the computed average value, Ci¼ 7.55 fF, which
accounts for gate–source overlap and any other second order phenomena embraced by the utilized
HSPICE model. On the other hand, the effective average gate–drain capacitance, Cgd, is Cf¼ 3.22 fF,
which, like Ci, incorporates all pertinent high order device characterization phenomena. Accordingly

fT ¼ gm
2p Ci þ Cfð Þ ¼ 30:0 GHz:
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Comments: With the exception of parameters g12, g21, and g23, the quoted standard deviation numbers
indicate an excellent model fit to circuit theoretic issues. These three transconductances can also be made
to agree well with theoretical disclosures if they are each allowed to vary as the square of the radial signal
frequency. However, their values are so small as to render overt concern of them unproductive.
The computed unity gain frequency, fT, is within range of the expected frequency performance of

representative MOSFETs manufactured in a 180 nM technology process. It is interesting to note,
however, that the effective gate–drain capacitance (3.22 fF), which is traditionally ignored in first
order, high-frequency circuit analysis ventures, is, in this case, almost 43% of the effective gate–source
capacitance (7.55 fF).

1.2.6 Design-Oriented Analysis Strategy

When a MOSFET is exploited for a linear analog signal processing application, an essential early design
requirement entails the implementation of suitable biasing. Generally, this biasing must ensure that for
all pertinent signal levels, each transistor used to supply gain, impedance conversion, constant current,
constant voltage, or other I=O properties operates in its saturated domain where its drain–source
voltages, Vds, is at least as large as its drain saturation voltage, Vdsat. When Vds�Vdsat, Equation 1.142
is the applicable relationship for ascertaining a gate–source voltage, Vgs, commensurate with a target
drain current, Id, conducted at a given or desired value of drain–source voltage.

Unfortunately, academic satisfaction does not often resonate with the engineering reality that underlies
predictable, reliable, and reproducible integrated circuit design. For the biasing issue at hand, Equation
1.142 is fraught with numerous shortfalls. Despite its algebraic cumbersomeness, Equation 1.142 is only
an approximation of the static volt–ampere characteristics of a MOSFET operated in saturation, owing to
a variety of analytical liberties exploited with respect to charge storage, charge transport, carrier mobility,
and the other phenomenological issues discussed in preceding sections. Even if Equation 1.142 were an
accurate disclosure of the aforementioned static characteristics, challenges surround its utilization
because circuit and system designers are rarely privy to the physical and process parameters on which
the metrics, Kn, Vh, Vdsat, Vve, Vle, and Vl, are dependent. These model variables can be discerned reliably
through only laboratory measurement of static device responses or via analyses conducted on appropriate
computer-based simulations founded on accurate and reliable transistor models.
On the tacit presumption that the foregoing six model variables can be extracted satisfactorily from

measurement and=or simulation, Equation 1.142 might be supplanted by the more familiar, nominally
square law relationship,

Id ¼ Kne

2
W
L

� �
Vgs � Vh
� �2

1þ Vds � Vdsat

Vl

� �
, (1:222)

where Kne symbolizes the effective transconductance coefficient,

Kne ¼ KnM2
sat

1þ Vgs�Vh

Vve

� Kn

1þ Vgs�Vh

Vve

� �
1þ 0:78 Vgs�Vh

Vle

� �h i : (1:223)

This effective transconductance coefficient accounts for mobility degradation deriving from strong
vertical (gate-to-channel) electric fields through the variable, Vve, as well as mobility degradation caused
by lateral (drain-to-source) electric fields, which is monitored by variable Vle. While Equation 1.222
suggests a relatively straightforward square law dependence of drain current on the so called excess,
or effective, gate–source voltage, (Vgs�Vh), particularly for the commonly encountered situation of
(Vds�Vdsat)� Vl, it should be noted that Kne is inversely proportional to a quadratic function of the
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excess gate–source voltage. Typically, Vve is of the order of 5- to 20-fold the value of Vle and thus, the
possibility of simplifying Equation 1.223 to ease computational strain, while preserving computational
accuracy, is dubious.

Example:

An N-channel transistor featuring a channel length of 180 nM has the Level 49 HSPICE parameters given
in Table 1.2. The transistor is to be biased in saturation at Vds¼ 1 V and Id� 1 mA to achieve a small-
signal transconductance, gm, of at least 3 mmhos. Assuming that the bulk terminal is incident with the
transistor source terminal, choose a reasonable gate aspect ratio, W=L, determine the required gate–
source voltage bias, Vgs, and estimate the model parameters implicit to Equation 1.222.

Results:

1. The applicable circuit for computer-aided investigation is offered in Figure 1.43, where the
transistor model parameters are those that appear in Table 1.2, and the gate aspect ratio, W=L, is
to be determined. The null voltage source in the drain circuit of the device facilitates the extraction
of the quiescent drain current, Id. It is understood that for biasing purposes, the area and perimeter
parameters, As, Ad, Ps, and Pd, are of no consequence and can therefore be defaulted to any
convenient value. Initially, set Vgs¼ 1 V andW=L¼ 1 and, of course, Vds¼ 1 V. The HSPICE static
simulation reveals Id¼ 46.4 mA, Vdsat¼ 262.8 mV, Vh¼ 519.7 mV, and gm¼ 136.5 mmho. Since
Vgs¼ 1 V is certainly larger than Vh¼ 519.7 mV and Vds¼ 1 V>Vdsat¼ 262.8 mV, the transistor
is clearly turned on and operates in its saturation domain.

2. WithW=L¼ 1, the simulated drain current is a factor of 21.55 times smaller than the target current
of 1 mA. This observation seemingly suggests the need for increasing the gate aspect ratio from 1 to
21.55, since the drain current is ostensibly proportional toW=L. In truth, the actual drain current is
not directly proportional to W=L because of numerous second order effects, including weak
dependencies of threshold voltage, drain saturation voltage, and parameter Msat on gate width
W. Experience shows that a more viable gate aspect ratio adjustment is about twice that computed
or in this case, about 40. With W=L¼ 40 and Vgs¼Vds¼ 1 V, HSPICE delivers Id¼ 1.08 mA,
Vdsat¼ 278.2 mV, Vh¼ 510.2 mV, and gm¼ 3.17 mmho. The simulated transconductance value
satisfies its design target. Although Vgs can be decreased modestly to reduce the drain current to
1 mA, this exercise is unnecessary in view of the effects of routinely encountered device processing

–

Vgs Vds

Id

W
/L

 =
 ?

0

+

–

–

+

+

FIGURE 1.43 Circuit structure for MOSFET biasing simulation. The Level 49 HSPICE parameters of the transistor
are delineated in Table 1.2.
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vagaries and model parameter uncertainties. Thus the design requirement is satisfied forW=L¼ 40
and Vgs¼Vds¼ 1 V.

3. The model parameterization exercise begins by using Equation 1.141 to compute the voltage,
Vve. From Table 1.2, the oxide thickness is Tox¼ 4(10�9) m, which is 40 Å. Accordingly,
Vve¼ 40=15¼ 2.667 V.

4. The next step in the parameterization process entails operating the transistor undergoing
study at a Vds value that equals its saturated value of 278.2 mV. This tack reduces the last
parenthesized factor on the right-hand side of Equation 1.222 to unity, thereby simplifying
the computation of the effective transconductance parameter, Kne. With W=L¼ 40, Vgs¼ 1 V,
and Vds¼Vdsat¼ 278.2 mV, HSPICE produces Id¼ 878.33 mA and Vh¼ 510.0 mV. Appealing to
Equation 1.222, parameter Kne follows forthwith as Kne¼ 182.9 mmho=V.

5. Recalling that Vdsat¼ 278.2 mV and (Vgs�Vh)¼ (1� 0.510) V¼ 0.490 V, Equation 1.129 delivers
Msat¼ 0.5678. The previously documented approximate equation, Equation 1.136, relating Msat to
variable a can be used to determine the numerical value of a for Vgs¼ 1 V and Vh¼ 510.0 mV.
Alternatively, Equation 1.131 can be solved for a directly to yield

a ¼ 2 1�Msatð Þ
M2

sat
¼ 2:682: (E1:1)

Using Equation 1.130, parameter Vle follows forthwith as Vle¼ 182.7 mV.
6. With Kne¼ 182.9 mmho=V, Vve¼ 2.667 V, Msat¼ 0.5678, Vgs¼ 1 V, and Vh¼ 510.0 mV, the

device transconductance parameter, Kn, follows from Equation 1.223 as Kn¼ 671.7 mmho=V. It
is interesting to observe that the effective transconductance factor, Kne, is almost 3.7 times smaller
that the ‘‘actual’’ transconductance coefficient, Kn. Experience testifies to the apparent fact that for
deep submicron devices, 2.5�Kn=Kne� 4 is typical.

7. In principle, Vve, Vle, Vh, Vdsat, Kn, and thus Kne, do not vary with changes in the drain–source
voltage, Vds. Accordingly, the ratio of the drain current (1.08 mA) for Vds¼ 1 volt to the drain
current (878.33 mA) at Vds¼Vdsat¼ 278.2 mV is solely attributed to the last parenthesized factor
on the right-hand side of Equation 1.222, that is,

IdjVds¼1 V

IdjVds¼Vdsat

¼ 1:08 mA
878:33 mA

¼ 1:230 ¼ 1þ Vds � Vdsat

Vl
: (E1:2)

It follows that the channel length modulation voltage is Vl¼ 3.144 V.
8. In an attempt to demonstrate the propriety of the foregoing modeling exercise, the forward static

transfer characteristic of the subject transistor is modeled in HSPICE for both Vds¼ 1 V and
Vds¼ 1.5 V. The simulated results are then compared with calculations deriving from Equations
1.222 and 1.223 using the computed values of Vve, Vle, and Vl and the simulated disclosures for
W=L, Vdsat, and Vh. Specifically, Vve¼ 2.667 volts, Vle¼ 182.7 mV, Vl¼ 3.144 volts, W=L¼ 40,
Vdsat¼ 278.2 mV, and Vh¼ 510.0 mV.

Figures 1.44 and 1.45 display the results of the foregoing comparative study. In Figure 1.44, the simulated
and calculated forward transistor characteristics in the saturation domain are displayed for a drain–
source voltage, Vds, of 1.0 V. The calculations corroborate reasonably well with pertinent simulations in
that 
15% error is observed for 0.73 V<Vgs< 1.89 V. It is notable that Vgs¼ 0.73 V is only slightly
larger than 200 mV above threshold level, while at Vgs¼ 1.89 V, the transistor no longer operates in its
saturation domain when Vds¼ 1 V. Figure 1.45 confirms better corroboration between calculated and
simulated results for Vds¼ 1.5 V. In particular, the computational error is within 
9% for 0.92 V<Vgs

< 2 V and is within 
15% for 0.78 V<Vgs< 2 V.
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Comments: In Step #2 of the foregoing computational procedure, the gate aspect ratio, W=L, is the
pivotal metric for achieving the desired transconductance and transistor drain current. If power dissi-
pation is a dominant design concern, W=L can be increased above the value of 40 discerned in this
example, with the understanding that the gate–source voltage, Vgs, can be reduced commensurately,
thereby reducing the static drain current and hence, the power dissipation of the transistor. Of course, the
primary penalty of large gate aspect ratio is a possible degradation of high-frequency circuit response
since, as is confirmed by Equation 1.154, the capacitance area and peripheral dimensions increase in
proportion to the gate width, W.
In Step #3, the metric, Vve, is evaluated in terms of a purely empirical, and indeed crude first order,

relationship to the oxide thickness, Tox. A possible way around this dilemma is to compute Vve and all of
the other requisite modeling parameters by curve fitting Equation 1.222 to simulated or actually
measured static data. While this approach may be academically satisfying, it may be imprudent from a
design time perspective. Keep in mind that biasing is not the fundamental performance objective of an
analog circuit; rather, biasing is the necessary condition that expedites the desired analog responses.
The drain saturation voltage, Vdsat, is obviously a nonlinear function of the excess gate voltage, (Vgs�Vh),

owing to the parameter,Msat. But in addition, Vdsat changes slightly with the applied drain–source voltage,
Vds. Indeed, the Level 49 model parameters account for a slight sensitivity of threshold voltage on Vds, which
is as anticipated since the interface potential throughout the entire channel varies somewhat as a function of
the lateral (drain-to-source) field engendered by Vds.

Finally, it should be noted that the computed value (3.144 V) of the channel length modulation
voltage, Vl, is appreciably smaller than values often propounded in the textbook literature. However, Vl

is indeed a relatively small voltage for deep submicron MOS technology transistors. This anemic voltage
is the principle cause of correspondingly small drain–source channel resistances, which renders the
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FIGURE 1.44 Simulated and calculated forward static transfer characteristic for the NMOS transistor whose model
parameters are delineated in Table 1.2. The transistor is operated at a drain–source voltage, Vds, of 1 V.
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realization of transconductor amplifiers, as might be used in operational transconductor amplifier-
capacitor (OTA-C) filters, a daunting challenge. The desire for accuracy surrounding the enumeration
of Vl is exacerbated by the fact that parameter Vl is not the constant that is presumed tacitly in the
foregoing demonstration. Instead, and as is suggested by Equation 1.114, Vl is functionally dependent on
drain–source voltage, drain saturation voltage, and threshold voltage. If Vl or the drain–source channel
resistance is critical in an analog circuit design endeavor, care must therefore be exercised to ensure that
model parameters are extracted in terms of measured or simulated data that largely mirror the desired or
expected operating state of the utilized transistor.
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1.3 JFET, MESFET, and HEMT Technology and Devices

Stephen I. Long

1.3.1 Introduction

Many types of field effect devices are used in analog IC and RFIC design. Section 1.2 described the
MOSFET and associated device models. MOSFETs are currently the predominant field effect device used
in analog circuit applications due to the pervasive CMOS technology. CMOS fabrication is relatively
inexpensive when not scaled below 0.25 mm. However, mask costs for 130 nm and below increase very
rapidly, limiting applications to only those requiring extremely high volume. Also, drain breakdown
voltage is quite low, of the order of 1 V for 65 nm CMOS. This constrains dynamic range or power output
in certain applications.
Other field effect devices are available, but are considered niche market devices in most cases. This

would include the legacy silicon JFET technology, still used in conjunction with bipolar transistors for
some lower frequency analog applications. Compound semiconductor-based field effect devices (MES-
FET, HEMT, p-HEMT, m-HEMT) are often the FET of choice for applications requiring very wide
bandwidth, extremely low noise, high gain at mm-wave frequencies, and high output powers at
frequencies above 2 GHz. Cost of fabrication is frequently less than that of CMOS in smaller volume
applications because the mask set costs are typically an order of magnitude less. Also, the compound
semiconductor devices are grown on semi-insulating substrates. Passive components such as spiral
inductors, MIM capacitors and deposited resistors have less parasitic capacitance and higher Q than is
typical for silicon-based RFICs.
In this section, the silicon JFET and the main compound semiconductor HEMT devices will be

described. Special emphasis will be placed on the GaN HEMTs whose performance is exceptionally
good for microwave and mm-wave power amplifiers.

1.3.2 Silicon JFET Device Operation and Technology

Although the silicon JFET is today a legacy device, it is still used in some bipolar analog ICs to provide an
inexpensive BiFET IC technology. Also, the description of its current–voltage characteristic is similar to
any FET which uses a pn or Schottky metal–semiconductor junction for the gate electrode. The JFET
consists of a conductive channel with source and drain contacts whose conductance is controlled by a
gate electrode. The channel can be fabricated in either conductivity type, n or p, and both normally-on
(depletion mode) and normally-off (enhancement mode) type devices are possible. The circuit symbols
typically used for JFETs are shown in Figure 1.46 along with the bias polarities of active region operation
for these four device possibilities. For analog circuit applications, the depletion mode is almost exclusively
utilized because it provides a larger range of input voltage and therefore greater dynamic range. In silicon,
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both p- and n-channel JFETs are used, but when compound semiconductor materials such as GaAs or
InGaAs are used to build the FET, n-channel devices are used almost exclusively.
When fabricated with silicon, the JFET is used in analog IC processes for its high input impedance,

limited by the depletion capacitance and leakage current of a reverse-biased pn junction. When the JFETs
are used at the input stage, an op-amp with low input bias current, at least at room temperature, can be
built. Fortunately, a p-channel JFET can be fabricated with a standard bipolar process with few additional
process steps. This enables inexpensive BiFET processes to be employed for such applications. Unfortu-
nately, the simple process modifications required for integrating JFETs and BJTs are not consistent with
the requirements for high-performance devices. Short-gate lengths and high-channel doping levels are
generally not possible. So the transconductance per channel width and the gain–bandwidth product of
JFETs integrated with a traditional analog BJT process are not very good. The short-circuit current gain–
bandwidth product ( fT) is about 50 MHz for an integrated p-channel JFET. The MOSFETs in a BiCMOS
process are much better devices, however, a BiCMOS process does not often include both NPN and PNP
BJTs needed for high-performance analog circuits.
Discrete silicon JFETs are available with much better performance because they can be fabricated with

a process optimized for the JFET. Typical applications are for low-noise amplifiers up to the VHF=UHF
range. Noise figures less than 0.1 dB can be obtained at low frequencies with high source impedances and
2 dB at high frequencies at the noise matching input condition with high performance discrete silicon
JFETs. The low input gate current, IG, which can be in the picoamp range, causes the shot noise
(proportional to

p
IG) component to be very low. The input equivalent noise current of the JFET is

mainly due to input referred channel (Johnson) noise. This property gives very low noise performance
when presented with a high source impedance. In this case, the JFET is often superior to a BJT for noise.
For low source impedances, the BJT is generally better.
Compound semiconductor materials such as GaAs and InGaAs are used to fabricate JFET-like devices

called metal-semiconductor FET (MESFETs) and high electron mobility transistor (HEMTs). The reason
for using these materials is superior performance at high frequencies. These devices are unequaled for
gain–bandwidth, ultralow noise, and power amplification at frequencies above 10 GHz and up to 300
GHz. Integrated analog microwave circuits are fabricated with these devices and are commercially
available for use in low noise receiver and power amplifier applications. Some representative results
will be summarized in Table 1.5.

VDS

VGS

n-Channel
depletion

p-Channel
depletion

p-Channel
enhancement

n-Channel
enhancement

FIGURE 1.46 The circuit symbols typically used for JFETs are shown with the bias polarities for active region
operation.
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1.3.2.1 JFET Static I–V Characteristics

The JFET differs in structure and in the details of its operation from the MOSFET discussed in
Section 1.3.2. Figure 1.47 shows an idealized cross section of a JFET. The channel consists of a doped
region, which can be either p- or n-type, with source and drain contacts at each end. The channel is
generally isolated from its surrounding substrate material by a reverse biased p–n junction. The depletion
regions are bounded in Figure 1.47 by dashed lines and are unshaded. The thin, doped channel region
forms a resistor of width W into the page and height d. A gate electrode is located at the center of the
channel, defined by a semiconductor region of opposite conductivity type of length L. An n-channel
structure is shown here for purposes of illustration. The p-type gate constricts the channel, both through
the depth of the diffusion or implant used to produce the gate and through the depletion layer formed at
the p–n junction. The height of the channel can be varied by biasing the gate relative to the source (VGS).
A reverse bias increases the depletion layer thickness, reducing the channel height and the drain current.
If VGS is large enough that the channel is completely depleted, the drain current will become very small.
This condition corresponds to the cutoff and subthreshold current regions of operation, and the VGS

required to cut-off the channel is called VP, the pinch-off voltage. VP corresponds to the threshold voltage
that was defined for the MOSFET. Similarly, a forward bias between gate and channel can be used
to increase drain current, up to the point where the gate junction begins to conduct. Most JFETs are
designed to be depletion-mode (normally on); drain current can flow when VGS¼ 0 and they
are normally operated with a reverse-biased gate junction. It is also possible, however, to fabricate
enhancement-mode JFETs by use of a thinner or more lightly doped channel.
The pinch-off voltage is a sensitive function of the doping and thickness of the channel region. It can

be found if the channel-doping profile, N(x), is known through Poisson’s equation. For a nonuniform
profile,

VP ¼ VBI � q
e

ðd

0

xN(x)dx (1:224)

For uniform doping, N(x)¼ND and the familiar result in Equation 1.225 shows that the pinch-off voltage
depends on the square of the thickness. This result shows that very precise control of profile depth is
needed if good matching and reproducibility of pinch-off voltage is to be obtained [7].

VP � VBI � qNDd2

2e
(1:225)

L

GS D

p

n

d

p

FIGURE 1.47 Idealized cross section of a JFET. The depletion regions are bounded with dashed lines and are
unshaded.
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1.3.2.2 JFET Operating Regions

The static current–voltage characteristics of the JFET can be categorized by the five regions of operation
shown in Figure 1.48 for an n-channel device. The mechanisms that produce these regions can be
qualitatively understood by referring to the channel cross sections in Figure 1.49. In these figures, the
doped channel region is shaded, and the depletion region is white. First, consider the JFET in Figure
1.49a with small VDS (�VGS�VP). This condition corresponds to the ohmic region (sometimes called
linear or triode region) where current and voltage are linearly related. At small drain voltages, the
depletion layer height is nearly uniform, the electric fields in the channel are too small to saturate
the carrier velocity, and thus the channel behaves like a linear resistor. The resistance can be varied by
changing VGS. The channel height is reduced by increasing the reverse bias on the gate leading to an
increased resistance.
As VDS increases, the depletion layer thickness grows down the length of the channel as shown in

Figure 1.49b. This occurs because the drain current causes a voltage increase along the channel as it flows
through the channel resistance. Since the depletion layer thickness is governed by the gate-to-channel
voltage (VGC), there is an increasing reverse bias that leads to constriction of the channel at the drain end of
the gate. Ideally, when VDS¼VGS�VP, then VGC¼VP, and the channel height will approach zero (pinch-
off). The constricted channel will cause the drain current to saturate as shown. Further increases in VDS do
not cause the drain current to increase since the channel has already constricted to a minimum height and
the additional potential is accommodated by lateral extension of the depletion region at the drain end of the
gate. This region of operation is generally described as the pinch-off region (rather than the saturation
region in order to avoid confusion with BJT saturation). The height of the channel is not actually zero but is
limited by the mobile channel charge, which travels at saturated drift velocity in this high field region.
If VGS< 0, then the initial channel height at the source is reduced, ID is less, and the pinch-off region

occurs at a smaller drain voltage VDS¼VGS�VP. The saturation of drain current can also occur at
smaller VDS if the gate length is very small. In this case, the electric field in the channel is large, and the
carrier velocity will saturate before the channel can reach pinch-off. Velocity saturation will also limit
drain current.

ID VGS > VT

VGS = VT

VDsat VDS

Inverse
region

Subthreshold
region

Pinchoff or
saturation region

Cutoff

Ohmic
region

FIGURE 1.48 The static current–voltage characteristics of the JFET can be categorized by five regions of operation.
An n-channel device is shown in this illustration.
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The subthreshold region of operation, shown in Figure 1.49c is defined when small drain currents
continue to flow even though VGS�VP. While technically this gate bias should produce cutoff, some
small fraction of the electrons from the source region will have sufficient energy to overcome the

FIGURE 1.49 (a) Ohmic region with small VDS (�VGS�VP). (b) When VDS¼ VGS�VP, the channel height will
become narrow at the drain end of the gate. The device enters pinch-off. The constricted channel will cause the drain
current to saturate as shown. (c) Cutoff and subthreshold current regions occur when the depletion region extends
through the channel.
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potential barrier caused by the gate depletion region and will drift into the drain region and produce a
current. Since the energy distribution is exponential with potential, the current flow in this region varies
exponentially with VGS.

The inverse region occurs when the polarity of the drain bias is reversed. This region is of little interest
for the JFET since gate-to-drain conduction of the gate diode limits the operation to the linear region only.

1.3.2.3 Channel-Length Modulation Effect

A close look at the I–V characteristic in the pinch-off region shows that the incremental conductivity or
slope of this region is not equal to zero. There is some finite slope that is not expected from the simple
velocity saturation or pinch-off models. Channel length modulation is one explanation for this increase;
the position under the gate where pinch-off or velocity-saturation first occurs moves toward the source as
VDS increases. This is due to the expansion of the drain side depletion region at large VDS. Figure 1.50
illustrates this point. Here, a channel cross section is shown for VDS¼VGS�VP in Figure 1.50a and for
VDS >> VGS�VP in Figure 1.50b. While pinch-off always occurs when the gate-to-channel voltage is VP,
the higher drain voltage causes the location of this point (x¼ L) to move closer to the source end of the
channel. Since the electric field in this region, E, is roughly proportional to (VGS�VP)=L where L is now a
function of VDS and VGS and the carrier velocity v¼mE (by assumption), then the current must increase
as the channel length decreases due to increasing carrier velocity. If the channel length is short, velocity
saturation may cause the drain current to saturate. In this case, the velocity saturation point moves closer
to the source as drain voltage is increased. Since the length has decreased, less gate-to-channel voltage is
needed to produce the critical field for velocity saturation. Less voltage implies a wider channel opening,
hence more current.

1.3.2.4 Temperature Effects

There are two mechanisms that influence the drain current of the JFET when temperature is changed
[8,9]. First, the pinch-off voltage becomes more negative (for n-channel) with increase in temperature,
therefore requiring lower VGS to cut off the channel or to enter the pinch-off region. Therefore, when the
device is operating in the pinch-off region, and VGS�VP is small, the drain current will increase with
temperature. This effect is caused by the decrease in the built-in voltage of the gate-to-channel junction
with increasing temperature. Second, the carrier mobility and saturated drift velocity decreases with
temperature. This causes a reduction in drain current that is in opposition to the first effect. This effect
dominates for large VGS�VP. Therefore, there is a VGS value for which the drain current is exactly
compensated by the two effects. This is illustrated qualitatively in Figure 1.51.
The gate current is also affected by temperature, as it is the reverse current of a pn junction. The

current increases roughly by a factor of 2 for each 108C increase in temperature. At high temperatures,
the input current of a JFET input stage may become comparable to that of a well-designed BJT input
stage of an op-amp, thus losing some of the benefit of the mixed BJT–JFET circuit design.

FIGURE 1.50 A channel cross section is shown for VDS¼VGS�VP in (a) and for VDS >> VGS�VP in (b). While
pinch-off always occurs when the gate-to-channel voltage is VP, the higher drain voltage causes the location of this
point (x¼ L) to move closer to the source end of the channel.
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1.3.2.5 JFET Models

Most applications of the JFET in analog ICs employ the pinch-off region of operation. It is this region
that provides power gain and buffer (source follower) capability for the device, so the models for the JFET
presented below will concentrate on this region. It will also be assumed that the gate–source junction will
not be biased into forward conduction. Although forward conduction is simple to model using the ideal
diode equation within the FET equivalent circuit models, this bias condition is not useful for the principal
analog circuit applications of the JFET and will also be avoided in the discussion that follows.

1.3.2.5.1 Large-Signal Model: Drain Current Equations

Equations modeling the large signal JFET ID� VGS characteristic can be derived for the two extreme cases
of FET operation in the pinch-off region. A gradually decreasing channel height and mobility limited
drift velocity in the channel are appropriate assumptions for very long gate length FETs. A fixed channel
height at pinch-off with velocity saturation limited drift velocity are more suitable for short gate lengths.
The square-law transfer characteristic [10] given by Equation 1.226 provides a good

ID ¼ IDSS 1� VGS

VP

� �2

1þ lVDSð Þ (1:226)

approximation to measured device characteristics in the case of long gate length (>5 mm) or very low
electric fields in the channel (VGS�VP)=L<Esat. In both cases, the channel height varies slowly and
the velocity remains proportional to mobility. Esat is the critical field for saturation of drift velocity, about
3.5 kV=cm for GaAs and 20 kV=cm for Si. IDSS is defined as the drain current in the pinch-off region
when VGS¼ 0. The first two terms of the equation are useful for approximate calculation of DC biasing.
The third term models the finite drain conductance caused by the channel length modulation effect. The
parameter l in this term is derived from the intercept of the drain current when extrapolated back to zero
as shown in Figure 1.52.
Equation 1.226 is also used to represent the pinch-off region in the SPICE JFET model. It is

parameterized in a slightly different form as shown below in Equation 1.227.

ID ¼ b VGS,i � VT0ð Þ2 1þ lVDSð Þ (1:227)

VGS 

Compensation
of temperature

drift

VDS > VGS –VP

Low T

High T

ID
0.5

FIGURE 1.51 Effect of temperature on the drain current in the pinch-off region.

1-88 Analog and VLSI Circuits



These equations are the same if VT0¼VP, and

b ¼ IDSS
V2
P

(1:228)

and

VGS,i ¼ VGS � IDRS

VDS,i ¼ VDS � IE RS þ RDð Þ (1:229)

The pinch-off region is defined for VDS,i�VGS,i�VT0 as is usual for the gradual channel approximation.
RS and RD are the parasitic source and drain resistances associated with the contacts and the part of the
channel that is outside of the gate junction. These resistances will reduce the internal device voltages
below the applied terminal voltages as shown in Equations 1.229.
For shorter gate length devices, improved models have been proposed and implemented in SPICE3

and some of the many commercial SPICE products, often in the MESFET model. The Statz model [11] is
frequently used for this purpose. This model modifies the drain current dependence on VGS by adding a
velocity saturation model parameter b in the denominator as shown in Equation 1.230.

ID ¼ b VGS,i � VT0ð Þ2
1þ b VGS,i � VT0ð Þ
� �

1þ lVDS,ið Þ (1:230)

This added term allows the drain current to be nearly square law in VGS for small VGS�VT0, but it
becomes almost linear when VGS is large, effectively emulating the rapid rise in transconductance
followed by saturation that is typical in short channel devices. Although the specific behavior of the
drain current is sensitive to the vertical doping profile in the channel), Equation 1.230 is flexible enough
to accommodate most short channel device characteristics with uniform or nonuniform channel
doping. Another feature of short gate length FETs that this model predicts adequately is a saturation
of ID at VDS,i<VGS,i�VT0. This early transition into the pinch-off region is also a consequence of
velocity saturation and is widely observed.

1.3.2.5.2 Small-Signal Model

The small-signal model for the JFET in the pinch-off region is shown in Figure 1.53. The voltage
dependent current source models the transconductance gm as a constant which can be derived from
the drain current equations above from

gm ¼ qID
qVGS

(1:231)

ID

VDS–1/λ

FIGURE 1.52 The channel length modulation parameter l is defined by the extrapolation of the drain current in
saturation to ID¼ 0.
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The square-law current model (Equation 1.226) predicts a linearly increasing gm with VGS

gm ¼ � 2IDSS
VP

1� VGS

VP

� �
(1:232)

whereas a model which includes some velocity saturation effects such as Equation 1.230 would predict a
saturation in gm.
The small-signal output resistance, ro, models the channel length modulation effect. This is also

derived from the drain current equations through

r�1
o ¼ qID

qVDS
(1:233)

For both models, ro is determined by

ro ¼ 1
IDl

(1:234)

The small-signal capacitors representing the nonlinear, voltage-dependent Cgs, Cgd, and Cgss are also
shown in Figure 1.53. Parasitic source and drain resistances, RS and RD can also be included, as shown. If
they are not included in the small-signal model, the effect of these parasitics can sometimes be produced
in the intrinsic FET model by reducing the intrinsic gm of the device.
The short-circuit current gain–bandwidth product, fT, defined in Equation 1.235 is a high-frequency

figure of merit for transistors. It is inversely proportional to the transit time t of the channel charge, and
it is increased by reducing the gate length. Reduced L also reduces the gate capacitance and increases
transconductance. The material also affects fT as higher drift velocity leads to higher gm.

fT ¼ gm
2p Cgss þ Cgs þ Cgd
� � ¼ 1

t
(1:235)

1.3.2.6 Silicon JFET Technologies

The IC fabrication technology used to make JFETs depends primarily on the material. Discrete Si JFETs
are available that provide fT above 500 MHz and very low input rms noise currents through optimizing
the channel design and minimizing parasitic capacitances, resistances, and gate diode leakage currents.

G Cgd

Cgss Cgs
vgs gmvgs 

rs

rds

D
rd

S

+

–

FIGURE 1.53 Small-signal model for the JFET in the pinch-off region.
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However, a silicon IC process is rarely designed to optimize the performance of the JFET; rather, the
JFET is made to accommodate an existing bipolar process with as few modifications as possible [10].
Then, the extra circuit design flexibility and performance benefits of a relatively inexpensive mixed
FET=BJT process (often called BiFET) can be obtained with small incremental cost.
In principle, it would be possible to build p-channel Si JFETs in a standard analog BJT process without

additional mask steps if the base diffusion had suitable doping and thickness to give a useful pinch-off
voltage when overlaid with the emitter diffusion. Unfortunately, this is usually not the case, since the
emitter diffusion is too shallow, and the pinch-off voltage resulting from this approach would be too high
(positive in the case of the p-channel device). Therefore, the channel of the JFET must be made thinner
either through the use of an additional diffusion or by providing the channel and gate with ion
implantations.
In analog ICs applications, silicon JFETs are passengers on a bipolar process; they must be compatible

with the BJT process that they inhabit. Most flexibility in the JFET design is achieved using the ion
implantation method. Figure 1.54 illustrates the cross section of an ion implanted JFET. In order to gain
good control of the pinch-off voltage and transconductance, both the channel and the gate are formed by
ion implantation. In addition, the forced compatibility with the BJT process requires use of the collector
layer under the channel. This forms a lower gate electrode which is less heavily doped than the channel.
Therefore, the depletion region at this interface extends primarily into the collector region, and the lower
gate is less effective in contributing to the total transconductance of the JFET. It does add the parasitic
capacitance Cgss to the device at the collector to substrate junction, limiting frequency response. In
addition, the predeposition of channel and gate charge is much more repeatable with ion implantation
than with earlier double diffusion methods, so device matching and reproducibility of pinch-off voltage is
greatly improved. The fT will be improved by the larger gm per unit width and the slightly reduced gate
capacitances, and the drain breakdown voltage will be increased as is often needed for an analog IC
process. However, low-channel doping is not a good recipe for a high-frequency transistor with short gate
length, so the fT of these devices is still only 50 MHz or so.

1.3.3 Compound Semiconductor FET Technologies

An introduction to compound semiconductor materials will be presented in this section to establish the
underlying rationale for using these materials for extremely high-performance MMIC and RFIC
applications. The transport properties of typical III–V materials are compared with silicon and
SiGe alloys.
There is no denying that silicon is the workhorse of the semiconductor industry. Large, high-quality

substrates are relatively inexpensive, a highly stable oxide can be grown with low interface state density,
and a highly advanced processing technology has enabled extremely large circuit density and extremely

p-Type channel implant

p Base diffusion

p Substrate

S D

G n Gate implant

n Collector diffusion
and lower gate

n+ Contact
diffusion

FIGURE 1.54 Cross section of an ion implanted silicon JFET (not to scale).
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fine lines to be achieved with low parasitic capacitances. Its greatest weakness for electronic device
applications is the relatively low electron velocity and mobility. These intrinsic properties lead to higher
transit times and access resistances, respectively, a limitation on high frequency device performance. The
deeply scaled submicron technology has compensated for these deficiencies to some degree by aggressive
reduction in gate length or base width. Also, p-SiGe has higher hole mobility than p-Si, so access
resistance can be improved. And, using the strain induced by local depositions of SiGe in MOSFETs
increases electron and hole mobilities. As good as Si IC technology is, there exist compound semicon-
ductor materials whose intrinsic electron velocity and mobility are greatly superior to Si and so can
potentially offer higher frequency, higher speed or higher power performance.
The III–V FET and bipolar device technology can provide the highest frequency and lowest noise

circuit applications. Its main limitation is density. Device footprints are often significantly larger than
those of similar Si devices. Thus, the high intrinsic performance of these devices is achieved in circuits of
relatively low complexity.

1.3.3.1 Defining III–V Compound Semiconductors

The compound semiconductor family, as traditionally defined, is composed of the group III and group V
elements shown in Table 1.3 [12]. Each semiconductor is formed from at least one group III and one
group V element.
The main motivation for using the III–V compound semiconductors for device applications is found

in their electronic properties when compared with those of the dominant semiconductor material, silicon.
Figure 1.55 is a plot of steady-state electron velocity of several n-type semiconductors versus electric

TABLE 1.3 The Group II–VI Elements

II III IV V VI
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FIGURE 1.55 Electron velocity versus electric field for several n-type semiconductors.

1-92 Analog and VLSI Circuits



field [12]. From this graph, we see that at low electric fields the slope of the III–V semiconductor curves
(mobility) is higher than that of silicon. High mobility means that the semiconductor resistivity will be
less for III–V n-type materials, and it therefore will be easier to achieve lower access resistance. Access
resistance is the series resistance between the device contacts and the internal active region. An
example would be the base resistance of a bipolar transistor or source resistance of a FET. Lower
resistance will reduce some of the fundamental device time constants that often dominate device high
frequency performance. Figure 1.55 also shows that the peak electron velocity is higher for the III–V’s,
and the peak velocity can be achieved at much lower electric fields. High velocity reduces transit
time, the time required for a charge carrier to travel from its source to its destination, and improves
device high-frequency performance. Achieving this high velocity at lower electric fields means that the
devices will reach their peak performance at lower voltages, useful for low power, high-speed applica-
tions. Higher velocity of electrons also increases the current density of a device since current is the
product of charge and velocity. Mobility and peak velocities of several semiconductors are compared
in Table 1.4 [12].
The higher velocities are a consequence of the band structure of III–V materials. Since Si is an indirect

bandgap material, conduction electrons reside in a high effective mass conduction band (CB). Mobility is
dominated by the high effective mass. At high electric fields, the optical phonon generation process limits
the maximum achievable electron drift velocity. GaAs, on the other hand, is direct gap, the electron
mobility is high because of the lower energy, low effective mass CB where conduction electrons are
confined at low fields. However, the average electron velocity will be reduced at higher electric fields due
to scattering into the higher mass CB. This produces a saturated drift velocity less than the peak drift
velocity, typical of the direct-gap III–V’s.

To obtain significant transit velocity improvement over silicon, one must use a ternary III–III–V
semiconductor such as InGaAs. The high effective mass CB is separated by 50% of the bandgap for
InGaAs, whereas for GaAs it was only 20%. Thus, the peak velocity in InGaAs can be much higher than
GaAs because more energy can be transferred to the conduction electrons before they begin scattering to
the high mass CB. This results in higher peak velocity, 2.73 107 cm=s vs. 23 107 cm=s for GaAs.

Also shown in Table 1.4, p-type III–V semiconductors have rather poor hole mobility when compared
with elemental semiconductor materials such as silicon or germanium. Holes also reach their peak
velocities at much higher electric fields than electrons. Consequently, there has been very little use of
p-channel III–V FET devices. The only reason to use compound semiconductor FETs is their superb
high-frequency performance. The p-channel devices cannot provide this.

TABLE 1.4 Electronic Properties of Compound Semiconductors Compared with Si and Ge

EG Electron Mobility Hole Mobility Peak Electron Velocity
Semiconductor (eV) er (cm2=V-s) (cm2=V-s) (cm=s)

Si (bulk) 1.12 11.7 1,450 450 NA

Ge 0.66 15.8 3,900 1,900 NA

InP 1.35 D 12.4 4,600 150 2.13 107

GaAs 1.42 D 13.1 8,500 400 23 107

Ga0.47In0.53As 0.78 D 13.9 11,000 200 2.73 107

InAs 0.35 D 14.6 22,600 460 43 107

Al0.3Ga0.7As 1.80 D 12.2 1,000 100 —

AlAs 2.17 10.1 280 — —

Al0.48In0.52As 1.92 D 12.3 800 100 —

GaN 3.39D 9.0 1,500 30 2.5–2.73 107

SiC (4H) 3.26 9.8 500 2.23 107

Note: In bandgap energy column the symbol ‘‘D’’ indicates direct bandgap, otherwise it is indirect bandgap.
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1.3.3.2 Heterojunctions

Heterojunctions provide an additional degree of freedom that is widely used to improve performance of
compound semiconductor FET devices. The heterojunction formed by an atomically abrupt transition
between AlGaAs and GaAs, shown in the energy band diagram of Figure 1.56 [12], creates discontinuities
in the valence and CBs. The CB energy discontinuity is labeled DEC and the valence band discontinuity,
DEV. Their sum equals the energy bandgap difference between the two materials. The potential energy
steps caused by these discontinuities are used as barriers to electrons or holes. The relative sizes of these
potential barriers depend on the composition of the semiconductor materials on each side of the
heterojunction. In this example, an electron barrier in the CB is used to confine carriers into a narrow
potential energy well with triangular shape. Quantum well structures such as these are used to improve
device performance through two-dimensional charge transport channels, similar to the role played by the
inversion layer in MOS devices. The structure and operation of heterojunctions in FETs will be described
in Section 1.3.3.
The overall principle of the use of heterojunctions is summarized in a Central Design Principle:

Heterostructures use energy gap variations in addition to electric fields as forces acting on holes
and electrons to control their distribution and flow [13,14].

The energy barriers can control motion of charge both across the heterojunction and in the plane of the
heterojunction. In addition, heterojunctions are most widely used in light emitting devices since the
compositional differences also lead to either stepped or graded index of refraction, which can be used to
confine, refract, and reflect light. The barriers also control the transport of holes and electrons in the light
generating regions.
Figure 1.57 shows a plot of bandgap versus lattice constant for many of the III–V semiconductors [12].

Consider GaAs as an example. GaAs and AlAs have the same lattice constant (approximately 0.56 nm)
but different band gaps (1.4 and 2.2 eV, respectively). An alloy semiconductor, AlGaAs, can be grown
epitaxially on a GaAs substrate wafer using standard growth techniques. The composition can be selected
by the Al to Ga ratio giving a bandgap that can be chosen across the entire range from GaAs to AlAs.
Since both lattice constants are essentially the same, very low lattice mismatch can be achieved for any
composition of AlxGa1�xAs. Lattice matching permits low defect density, high quality materials to be
grown that have good electronic and optical properties.
It quickly becomes apparent from Figure 1.57, however, that a requirement for lattice matching

to the substrate greatly restricts the combinations of materials available to the device designer.
For electron devices, the low mismatch GaAs=AlAs alloys, GaSb=AlSb alloys, and ternary combi-
nations GaAs=Ga0.49In0.51P and InP=In0.53Ga0.47As=In0.52Al0.48As alone are available. Efforts to utilize
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FIGURE 1.56 Energy band diagram of an abrupt heterojunction. Typical AlGaAs=GaAs HEMT band diagram.
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combinations such as GaP on Si or GaAs on Ge that lattice match have been generally unsuccessful
because of problems with interface structure, polarization, and autodoping.
For several years, lattice matching was considered to be a necessary condition if mobility-damaging

defects were to be avoided. This barrier was later broken when it was discovered that high quality
semiconductor materials could still be obtained although lattice-mismatched if the thickness of the
mismatched layer is sufficiently small [15,16]. This technique, called pseudomorphic growth, opened
another dimension in III–V device technology, and allowed device structures to be optimized over a
wider range of bandgap for better electron or hole dynamics and optical properties.
Two of the pseudomorphic systems that have been very successful in high performance millimeter-

wave FETs are the InAlAs=InGaAs=GaAs and InAlAs=InGaAs=InP systems. The InxGa1–xAs layer is
responsible for the high electron mobility and velocity which both improve as the In concentration x is
increased. Up to x¼ 0.25 for GaAs substrates and x¼ 0.80 for InP substrates have been demonstrated
and result in great performance enhancements when compared with lattice-matched combinations. [6]
InP substrates, however, are more expensive, smaller, and more easily broken than GaAs. And, the

3.8% lattice mismatch would seem to be too great for direct epitaxy of In0.53Ga0.47As on GaAs substrates.
It has been demonstrated, however, that good quality devices can be obtained using the metamorphic
growth technique. A thick InP transition layer or a graded InGaP layer is grown directly upon a GaAs
substrate. The defects caused by the lattice mismatch are largely contained in this layer, and low defect
layers can be obtained when grown upon this transitional buffer layer [17,18].

1.3.3.3 Compound Semiconductor HEMT Devices

High performance GaAs MESFET* and HEMTy devices are constructed with a metal-to-semiconductor
junction gate instead of a diffused or implanted pn junction gate. The metal gate forms a Schottky barrier
diode directly on an n-type channel or on a wider bandgap barrier layer. In the case of the MESFET as
shown in Figure 1.58 [19], the gate, directly on the n-type doped channel, forms a depletion layer which
allows the channel height to be varied in the same manner as the JFET. No gate dielectric or p-type
diffusion is necessary. Often the gate is deposited in a recess, etched below the surface of the channel.
This allows for thicker and sometimes more highly doped regions at source and drain to be used to
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reduce parasitic resistances. When gate cross sections are very small, for example less than 150 nm, the
gate metal is taller than the width, and a thicker, wider region is often deposited on the top to reduce gate
access resistance.
With the HEMT device, the gate potential modulates the height of a triangular potential well (Figure

1.56) thereby varying the channel charge available for source–drain conduction. The channel layer is
confined by the triangular potential well formed at the interface between the higher bandgap barrier
(InAlAs or AlGaAs) and channel (InGaAs or GaAs) as illustrated in the device cross sectional drawing in
Figure 1.59 [19]. In some devices, the back side of the channel is also confined by a wide gap barrier. The
confinement provided by these energy barriers provides large channel electron sheet concentrations,
improving gm and current density. The active region of the HEMT is formed by epitaxial growth of the
channel and barrier region with molecular beam epitaxy.
In Figure 1.59, the device is also shown with a recessed gate. This type of structure enables the use of

more highly doped, lower bandgap material on the surface to reduce parasitic source and drain
resistances.
These compound semiconductor FETs are used as the primary active device in analog microwave and

mm-wave monolithic integrated circuits (MMICs or RFICs). Extremely low noise figure and wide
bandwidth have been obtained by the use of HEMT, p-HEMT (pseudomorphic HEMT), and m-HEMT
(metamorphic HEMT) devices. These devices achieve their improved performance mainly through the
high mobility, undoped InGaAs channel material. The electron velocity vs. electric field of In0.53Ga0.47As
is compared with GaAs and Si in Figure 1.55 where it can be seen that higher drift velocity is obtained in
In0.53Ga0.47As [20] than either GaAs [21] or Si [22]. The higher the In concentration in the InGaAs, the
higher the mobility and velocity and the lower the noise.
Finally, the gate barrier heterojunction also enables good Schottky gate characteristics to be obtained

even though the channel material itself has a low bandgap and would otherwise provide a poor barrier
height if the metal were in direct contact.

FIGURE 1.58 Cross section of recessed gate GaAs MESFET. (From Estreich, D., in The VLSI Handbook, CRC
Press, Boca Raton, FL, 2006.)

FIGURE 1.59 Cross section of recessed gate AlGaAs=GaAs HEMT device structure. (From Estreich, D., in The
VLSI Handbook, CRC Press, Boca Raton, FL, 2006.)
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Excellent performance of HEMT, p-HEMT, and m-HEMT MMICs at microwave and millimeter wave
frequencies has been reported. Table 1.5 presents a summary of some representative MMIC amplifiers
where both narrowband and wideband amplifiers are reported. Gate lengths down to 35 nm have been
successfully used for mm-wave and sub-mm-wave amplifiers.
GaAs HEMT devices also exhibit higher breakdown voltages (often 15 to 20 V) that make them

suitable for power amplifier applications. In a recent article, a wideband distributed GaAs HEMT
amplifier was reported that provided over 4 W of output power from 4 to 18 GHz at a 5 V drain bias
with a power added efficiency of 23% [23]. Narrowband HEMT amplifiers can provide much higher
efficiency and power.

1.3.3.4 Wide Bandgap Compound Semiconductors

In recent years there has been increasing interest in the wide bandgap compound semiconductors, SiC
and GaN (and associated alloys of Al=In=Ga with N). The applications have been primarily for
microwave power applications because the wider bandgap increases breakdown voltage while the band
structure allows for high electron peak velocities in both materials [24,25]. Table 1.6 compares the
fundamental physical properties of the wide-gap compound semiconductors with GaAs and Si [12]. It
should be noted that there is not uniform agreement on the wide-gap parameter values from one
reference to the next, but the numbers presented are representative of the current literature. As seen in
Table 1.6, thermal conductivity is very high for both SiC and GaN, allowing for effective removal of heat
from power devices. In fact, at room temperature, SiC has a higher thermal conductivity than any metal.
Figure 1.60 compares the electron velocity of GaN and SiC with GaAs and silicon [12,26]. The peak

velocity of GaN is reached at electric fields above 150 kV=cm. Both SiC and GaN retain their good

TABLE 1.5 Microwave and mm-Wave Performance Comparison between Compound
Semiconductor FETs

Frequency (GHz) Device Gain (dB) Noise Figure (dB) Reference

4–9 Dual Gate 21 <1.75 [1]

10–20 100 nm 17 <2.75

20–40 GaAs pHEMT 20 <2.5

23 130 nm 43 1.9 [2]

18–40 InP HEMT >40 —

0.5–80 100 nm >17 <2.5 [3]

InP HEMT

70–105 50 nm 20 2.4 [4]

220 m-HEMT 21 9

192–235 50 nm >15 — [5]

m-HEMT

270 35 nm 11.6 — [6]

300 InP p-HEMT 6

TABLE 1.6 High Electron Mobility GaN

Material
Bandgap
(eV)

Mobility
(cm2=V-s)

Ec
(V=cm)

Saturation Drift
Velocity (cm=s)

Thermal Conductivity
(W=cm-K)

n-SiC (4H) 3.26 500 2.23 106 23 107 3.0–3.8

n-GaN 3.39 1500 33 106 1.53 107 2.2

n-GaAs 1.4 5000 33 105 0.63 107 0.45

n-Si 1.1 1300 2.53 105 13 107 1.45
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transport properties for high power applications. Table 1.6 shows that GaN has high electron mobility as
well, which helps to reduce parasitic source resistance. Hole mobility for wide bandgap compound
semiconductors is quite low, however, generally less than 50 cm2=V�s.

There is significant lattice mismatch between a GaN channel in a heterojunction FET and the AlGaN
barrier layer. However, the strain caused by this mismatch produces polarization and piezoelectric effects
that induce large sheet charge densities, above 1013 cm�2 in the channel, beneficial for high current
density operation of these devices [26]. This level of charge is about five times higher than what can be
induced in GaAs channels in the AlGaAs=GaAs heterostructure.
Figures of merit are often employed when comparing materials for microwave power amplifier

applications. Johnson’s FOM [27]

JFOM ¼ Ecvsat
2p

(1:236)

has units of power–frequency. Ec is the maximum or critical electric field for breakdown and vsat is the
saturated drift velocity at high electric fields. This expresses the electronic merits of the material but
neglects to consider thermal conductivity, also of importance for power electronics. Nevertheless, based
on the electronic properties alone, GaN and SiC have a JFOM approximately 18 times greater than Si or
GaAs. If the superior thermal conductivity is also considered, it becomes clear that these materials are
extremely well suited for microwave power.

1.3.3.5 GaN HEMT Field Effect Transistors

The unusual electronic and thermal properties of the wide bandgap materials such as GaN are very
attractive for applications requiring transistors with both high breakdown voltage and high frequency
performance. This range of applications is focused especially on microwave power transistors.
To understand why, consider first what is most desirable in a high power transistor’s drain current–
voltage characteristics. Figure 1.61 shows an idealized representation of this characteristic. To obtain the
maximum output sinusoidal voltage and current amplitudes, one would like a device with high break-
down voltage, Vbreak, low ‘‘knee’’ voltage, Vknee, and high maximum current, Imax. The voltage swing is

10

1

GaAs

GaN

Electric field (kV/cm)

Ve
lo

cit
y (

×1
07  cm

/s
)

AIGaN/GaN
4H-Sic

6H-Sic

Si

1 10 100 1000
0.1

FIGURE 1.60 Electron velocity versus electric field of GaN and SiC compared with Silicon and GaAs. (From Trew,
R.J., Proc. IEEE, 90, 1032, 2002. With permission.)
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determined by Vbreak�Vknee, and the current swing by Imax. This combination provides high power
density (W=mm) in a device, therefore requiring smaller device area. Power is proportional to

POUT / Vbreak � Vkneeð Þ 	 Imax:

DC to RF conversion efficiency, equally important in a power device, is proportional to

Efficiency / 1� Vknee=Vbreakð Þ:

Thus, a large breakdown voltage is helpful for both power and efficiency.
But, Si LDMOS devices also have high breakdown voltage. So, why is GaN better? First, the current

density is far higher in GaN. The high current density in the GaN HEMT is a result of the exceptionally
high sheet charge, nS, in the channel, typically 13 1013 cm�2 or higher. The high sheet charge density is a
result of the static polarization that occurs at the interface between the GaN channel and the AlGaN
barrier. To satisfy the charge balance at the interface, a high density of negative charge is required.
A cross section of a GaN HEMT device is shown in Figure 1.62.

Vknee (mobility)

Vbreak (Ec)

Power ∞ ΔV ΔI = (Vbreak – Vknee) Imax

Speed ∞ Vs

Imax (Vs)
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nt
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FIGURE 1.61 Idealized GaN HEMT drain current–drain voltage characteristic.
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FIGURE 1.62 Cross section of GaN HEMT device structure.
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Second, the high current and power density means that smaller device areas can be used to meet a
particular power requirement. Smaller area translates into higher impedances because capacitances are
proportional to device area. This simplifies the matching at the input and output, and therefore can lead
to wider bandwidth and lower losses. The GaN devices are grown on a semi-insulating SiC substrate, thus
the drain–source capacitance, Cds, is small: typically about 0.25 pF=mm of device width. A 25 W device
would require about 5 mm of channel width giving Cds of about 1.25 pF. The Si device drain capacitance
is generally quite high by comparison. For example, a 25 W LDMOS device designed for operation at
500 MHz has a Cds of about 30 pF. This greatly limits the application of such devices for higher frequency
or switching mode PA applications.
The current density and high frequency performance are also aided by the high saturated electron

velocity in GaN. Refer once again to Figure 1.60 where electron velocity at high electric field in GaN is
compared with other semiconductor materials. The electron transit time across the channel is inversely
proportional to the carrier velocity; the current directly proportional.
The GaN HEMT gate structure often includes a field plate at the drain end of the gate as shown in

Figure 1.63. The field plate distributes the electric field in the gate–drain region over a wider area leading
to reduction in peak electric field and higher breakdown voltage. In addition, surface trap charge is less
affected by potential variation on the surface, thus there is less depletion of channel charge by these traps
leading to reduction in the low frequency dispersion effects.
Recent GaN HEMT microwave power amplifier performance highlights are presented in Table 1.7.

Power outputs of several hundreds of watts have been obtained under low duty cycle pulsed operating
conditions where thermal effects are less serious. CW output powers in the same range have been
obtained by power combining of two or more amplifiers. Operation at 35 GHz was reported on MMIC
PAs using devices with reduced gate length (0.15 mm) and smaller drain voltages.

FIGURE 1.63 Cross section of GaN HEMT device structure with gate connected field plate.

TABLE 1.7 Recent GaN=HEMT Microwave Power Amplifier
Performance Highlights

F (GHz) POUT (W) PAE (%) VDC (V) W=mm Reference

1.5 500a 49 65 13.9a [28]

2.14 750a — 50 7.8a [29]

2.14 370 — 45 3.8 [30]

6 130a 45 50a 5.4a [31]

9.5 80 34 30 3.5 [32]

35 4b 23 24 3.3 [33]

35 0.9b 51 20 4.5 [34]

a Pulsed CW unless otherwise noted.
b MMIC.
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GaN has also been successfully grown on high resistivity silicon substrates as illustrated by Figure 1.64.
A thick nucleation layer leads to a metamorphic structure. Good power amplifier GaN on Si HEMT
devices have been demonstrated to provide comparable performance in power and efficiency to those
grown on Si [35,36]. The thermal conductivity of silicon is considerably less than that of SiC, however, so
one would not expect the thermal resistance of the GaN on Si HEMT to be as low as the former.

1.3.4 Conclusion

While the mainstream semiconductor device and circuit technology is defined by silicon and its related
materials, the superior electron transport properties of compound semiconductor materials offer unique
advantages in applications requiring the highest frequency, speed and power or lowest noise figure. The
range of device structural possibilities with compound semiconductor heterojunctions is far greater
than what can be realized without this option, and this has led to high-performance FET structures,
HEMT, p-HEMT, and m-HEMT, with excellent bandwidth, noise figure, and power.
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1.4 Passive Components

Nhat M. Nguyen

1.4.1 Resistors

Resistors available in monolithic form are classified in general as semiconductor resistors and thin-film
resistors. Semiconductor structures include diffused, pinched, epitaxial, and ion-implanted resistors.
Commonly used thin-film resistors include tantalum, nickel–chromium (Ni–Cr), cermet (Cr–SiO), and
tin oxide (SnO2). Diffused, pinched, and epitaxial resistors can be fabricated along with other circuit
elements without any additional processing steps. Ion-implanted and thin-film resistors require add-
itional processing steps for monolithic integration but offer lower temperature coefficient, smaller
absolute value variation, and superior high-frequency performance.

Resistor calculation. The simplified structure of a uniformly doped resistor of length L, width W, and
thickness T is shown in Figure 1.65. The resistance is

R ¼ 1
s

L
WT

¼ r

T

� � L
W

¼ Rn
L
W

(1:237)

where
s and r are conductivity and resistivity of the sample, respectively
RN is referred to as the sheet resistance

From the theory of semiconductor physics, the conductivity of a semiconductor sample is

s ¼ q mnnþ mpp
� �

(1:238)

where
q is the electron charge (1.63 10�19 C)
mn(cm

2=V � s) is the electron mobility
mp(cm

2=V � s) is the hole mobility
n(cm�3) is the electron concentration
p(cm�3) is the hole concentration
s(V=cm)�1 is the electrical conductivity

FIGURE 1.65 Simplified structure of a uniformly doped resistor.
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For an n-type doped sample with a concentration ND(cm
�3) of donor impurity atoms, the electron

concentration n is approximately equal to ND. Given the mass-action law np ¼ n2i , the conductivity of an
n-type doped sample is approximated by

s ¼ q mnND þ mp
n2i
ND

� �
� qmnND (1:239)

where ni(cm
�3) is the intrinsic concentration. For a p-type doped sample, the conductivity is

s ¼ q mn
n2i
NA

þ mpNA

� �
� qmpNA (1:240)

where NA(cm
�3) is the concentration of p-type donor impurity atoms. The sheet resistance of an n-type

uniformly doped resistor is thus

Rn ¼ 1
qmnNDT

� �
(1:241)

For an n-type nonuniformly doped resistor as shown in Figure 1.66, where n-type impurity atoms are
introduced into the p-type region by means of a high-temperature diffusion process, the sheet resistance
[7] is

Rn ¼
ðxj

0

qmnND(x)dx

2
4

3
5
�1

(1:242)

where xj is the distance from the surface to the edge of the junction depletion layer.
Measured values of electron mobility and hole mobility in silicon material as a function of impurity

concentration are shown in Figure 1.67 [4]. The resistivity r (V-cm) of n-type and p-type silicon as a
function of impurity concentration is shown in Figure 1.68 [12].

FIGURE 1.66 Simplified structure of an n-type nonuniformly doped resistor.
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The sheet resistance depends also on temperature since both electron mobility and hole mobility vary
with temperature [17]. This effect is accounted for by utilizing a temperature coefficient quantity that
measures the sheet resistance variation as a function of temperature. A mathematical model of the
temperature effect is

Rn(T) ¼ Rn Toð Þ T � Toð ÞTC½ � (1:243)

where
To is the room temperature
‘‘TC’’ is the temperature coefficient

1.4.1.1 Diffused Resistors

In metal-oxide-semiconductor (MOS) technology, the diffused layer forming the source and drain of the
MOS transistors can be used to form a diffused resistor. In silicon bipolar technology, the available
diffused layers are base diffusion, emitter diffusion, active base region, and epitaxial layer.

Base-diffused resistors. The structure of a typical base diffused resistor is shown in Figure 1.69, where
the substrate material is assumed of p-type silicon material. The diffused resistor is formed by using the
p-type base diffusion of the npn transistors. The resistor contacts are formed by etching selected windows
of the SiO2 passivation layer and depositing thin films of conductive metallic material. The isolation
region can be formed with either a p-type doped junction or a trench filled with SiO2 dielectric material.
The pn junction formed by the p-type resistor and the n-type epitaxial (epi) layer must be reverse biased

FIGURE 1.69 p-Type base-diffused resistor.
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in order to eliminate the undesired dc current path through the pn junction. The impedance associated
with a forward-biased pn junction is low and thus would also cause significant ac signal loss. To ensure
this reverse bias constraint the epi region must be connected to a potential that is more positive than
either end of the resistor contacts. Connecting the epi region to a relatively higher potential also
eliminates the conductive action due to the parasitic pnp transistor formed by the p-type resistor, the
n-type epi region, and the p-type substrate. When the base-diffused resistor is fabricated along with other
circuit elements to form an integrated circuit (IC), the epitaxial contact is normally connected to the most
positive supply of the circuit.
The resistance of a diffused resistor is given by Equation 1.237, where the diffused sheet resistance is

between 100 and 200 V=N. Due to the lateral diffusion of impurity atoms, the effective cross-sectional
area of the resistor is larger than the width determined by photomasking. This lateral or side diffusion effect
can be accounted for by replacing the resistor width W by an effective width Weff, where Weff�W. The
resistance from the two resistor contacts must also be accounted for, especially for small values of L=W [3].
Base-diffused resistors have a typical temperature coefficient between þ1500 and þ2000 ppm=8C.
The maximum allowable voltage for the base-diffused resistor of Figure 1.69 is limited by the

breakdown voltage between the p-type base diffusion and the n-type epi. This voltage equals the
breakdown voltage BVCBO of the collector–base junction of the npn transistor and typically causes an
avalanche breakdown mechanism across the base–epi junction. As the applied voltage approaches the
breakdown voltage, a large leakage current flows from the epi region to the base region and can cause
excessive heat dissipation.
For analog IC applications where good matching tolerance between adjacent resistors is required, the

resistor width should be made as large as possible. Base-diffused resistors with 50 mm resistor widths can
achieve a matching tolerance of 
0.2%. The minimum resistor width is limited by photolithographic
consideration with typical values between 3 and 5 mm. Also, in order to avoid the self-heating problem of
the resistor it is important to ensure a minimum resistor width for a given dc current level, with a typical
value of about 3 mm for every 1 mA of current.

With respect to high-frequency performance, the reverse-biased pn junction between the p-type base
diffusion and the n-type epi contributes a distributed depletion capacitance which in turn causes an
impedance roll-off at 20 dB=decade. This capacitance depends on the voltage applied across the junction
and the junction impurity-atom dopings. For most applications the electrical lumped model as shown in
Figure 1.69 is adequate for characterizing this capacitive effect where the effective pn junction area is
divided equally between the two diodes. Figure 1.70 shows a normalized impedance response as a function
of the RC distributed stage. The frequency at which impedance value is reduced by 3 dB is given by

f�3 dB ¼

1
2p

� �
2:0
RC

N ¼ 1 (Circuit model of Figure 1:62)

1
2p

� �
2:32
RC

N ¼ 2

1
2p

� �
2:42
RC

N ¼ 3

1
2p

� �
2:48
RC

N ¼ 4

8>>>>>>>>>>>>><
>>>>>>>>>>>>>:

(1:244)

Emitter-diffused resistors. Emitter-diffused resistors are formed by using the heavily doped nþ emitter
diffusion layer of the npn transistors. Due to the high doping concentration, the sheet resistance can be as
low as 2 to 10 V=N with a typical absolute value tolerance of 
20%.
Figure 1.71 shows an emitter-diffused resistor structure where an nþ diffusion layer is formed

directly on top of the n-type epitaxial region and the ohmic contacts are composed of conductive
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metal thin films. Since the resistor body and the epi layer are both n-type doped, they are electrically
connected in parallel but the epi layer is of much higher resistivity due to its lower concentration
doping, and thus the effective sheet resistance of the resistor structure is determined solely by the nþ

diffusion layer. The pn junction formed between the p-type substrate and the n-type epi region must
always be reverse biased, which is accomplished by connecting the substrate to a most negative
potential. Because of the common n-type epi layer, each resistor structure of Figure 1.71 requires a
separate isolation region.
Figure 1.72 shows another emitter diffused resistor structure where the nþ diffusion layer is situated

within a p-type diffused well. Several such resistors can be fabricated in the same p-type well or in the
same isolation region because the resistors are all electrically isolated. The p-type well and the nþ

diffusion region form a pn junction that must always be reverse biased for electrical isolation. In order
to eliminate the conductive action due to the parasitic npn transistor formed by the n-type resistor body,

R/N R/NR/N

C/(N +1) C/(N +1) C/(N +1) C/(N +1)Z(jw)
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FIGURE 1.70 Normalized frequency response of a diffused resistor for N¼ 1, 2, 3, 4. The epi contact and one end
of the resistor are grounded.
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FIGURE 1.71 n-Type emitter-diffused resistor I.

FIGURE 1.72 n-Type emitter-diffused resistor II.
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the p-type well, and the n-type epi, the junction potential across the well contact and the epi contact
must be either short-circuited or reverse-biased. The maximum voltage that can be applied across the
emitter-diffused resistor of Figure 1.72 is limited by the breakdown voltage between the nþ diffusion and
the p-type well. This voltage equals the breakdown voltage BVEBO of the emitter–base junction of the npn
transistor, with typical values between 6 and 8 V.

1.4.1.2 Pinched Resistors

The active base region for the npn transistor can be used to construct pinched resistors with typical
sheet resistance range from 2 to 10 KV=N. These high values can be achieved due to a thin cross-sectional
area through which the resistor current traverses. The structure of a p-type base-pinched resistor is
shown in Figure 1.73, where the p-type resistor body is ‘‘pinched’’ between the nþ diffusion layer and the
n-type epitaxial layer. The nþ diffusion layer overlaps the p-type diffusion layer and is therefore
electrically connected to the n-type epi. In many aspects the base-pinched resistor behaves like a
p-channel JFET, in which the active base region functions as the p-channel, the two resistor contacts
assume the drain and source, and the nþ diffusion and the epi constitute the n-type gate. When the pn
junction formed between the active base and the surrounding nþ diffusion and n-epi is subject to a
reverse bias potential, the carrier-free depletion region increases and extends into the active base region,
effectively reducing the resistor cross section and consequently increasing the sheet resistance. Since the
carrier-free depletion region varies with reverse bias potential, the pinched resistance is voltage controlled
and is nonlinear.

FIGURE 1.73 p-Type base-pinched resistor.
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Absolute values for the base-pinched resistors can vary as much as
50% due to large process variation
in the fabrication of the active base region. The maximum voltage that can be applied across the base-
pinched resistor of Figure 1.73 is restricted by the breakdown voltage between the nþ diffusion layer and
the p-type base diffusion. The breakdown voltage has a typical value around 6 V.

1.4.1.3 Epitaxial Resistors

Large values of sheet resistance can be obtained either by reducing the effective cross-sectional area of the
resistor structure or by using a low doping concentration that forms the resistor body. The first technique
is used to realize the pinched resistor while the second is used to realize the epitaxial resistor. Figure 1.74
shows an epitaxial resistor structure where the resistor is formed with a lightly doped epitaxial layer. For
an epi thickness of 10 mm and a doping concentration of 1015 donor atoms=cm3, this structure achieves a
resistivity of 5 V-cm and an effective sheet resistance of 5 KV=N. The temperature coefficient of the
epitaxial resistor is relatively high with typical values around þ3000 ppm=8C. This large temperature
variation is a direct consequence of the hole and electron mobilities undergoing more drastic variations
against temperature at particularly low doping concentrations [13]. The maximum voltage that can be
applied across the epitaxial resistor is significantly higher than that for the pinched resistor. This voltage

FIGURE 1.74 n-Type epitaxial and epitaxial-pinched resistors.
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is set by the breakdown voltage between the n-type epi and the p-type substrate which varies inversely
with the doping concentration of this pn junction.

Epitaxial-pinched resistors. By putting a p-type diffusion plate on top of the epitaxial resistor of
Figure 1.74, even larger sheet resistance value can be obtained. The p-type diffusion plate overlaps the
epi region and is electrically connected to the substrate through the p-type isolation. The epi layer is thus
pinched between the p-type diffusion plate and the p-type substrate. When the n-type epi and the
surrounding p-type regions is subject to a reverse bias potential, the junction depletion width extends
into the epi region and effectively reduces the cross-sectional area. Typical sheet resistance values are
between 4 and 5 KV=N. The epitaxial-pinched resistor behaves like an n-channel JFET, in which the
effective channel width is controlled by the substrate voltage.

1.4.1.4 Ion-Implanted Resistors

Ion implantation is an alternative technique beside diffusion for inserting impurity atoms into a silicon
wafer [17]. Commonly used impurities for implantation are the p-type boron atoms. The desired
impurity atoms are first ionized and then accelerated to a high energy by an electric field. When a
beam of these high-energy ions is directed at the wafer, the ions penetrate into exposed regions of the
wafer surface. The penetration depth depends on the velocity at contact and is typically between 0.1 and
0.8 mm. The exposed regions of the wafer surface are defined by selectively etching a thick thermally
grown SiO2 layer that covers the wafer and functions as a barrier against the implanted ions. Unique
characteristics of the ion-implantation technique include a precise control of the impurity concentration,
uniformly implanted layers of impurity atoms, and no lateral diffusion. The structure of a p-type ion-
implanted resistor is shown in Figure 1.75, where the p-type diffused regions at the contacts are used to
achieve good ohmic contacts to the implanted resistor. The pn junction formed between the p-type
implanted region and the n-type epitaxial layer must be reverse biased for electrical isolation. By
connecting the epi region to a potential relatively more positive than the substrate potential, the
conductive action due to the parasitic pnp transistor formed by the p-type implanted, the n-type epi,
and the p-type substrate is also eliminated. Ion-implanted resistors exhibit relatively tight absolute value
tolerance and excellent matching. Absolute value tolerance down to
3% and matching tolerance of
2%
are typical performance.

FIGURE 1.75 p-Type ion-implanted resistor.
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Table 1.8 provides a summary of the typical characteristics for the diffused, pinched, epitaxial, and ion-
implanted resistors.

1.4.1.5 Thin-Film Resistors

Compared with diffused resistors, thin-film resistors offer advantages of a lower temperature coefficient,
a smaller absolute value variation, and an excellent high-frequency characteristic. Commonly used
resistive thin films are tantalum, Ni–Cr, Cr–SiO, and SnO2. A typical thin-film resistor structure is
shown in Figure 1.76, where a thin-film resistive layer is deposited on top of a thermally grown SiO2 layer
and a thin-film conductive metal layer is used to form the resistor contacts. The oxide layer functions as
an insulating layer for the resistor. Various CVD techniques can be used to form the thin films [8]. The
oxide passivation layer deposited on top of the resistive film and the conductive film protects the device
surface from contamination. The electrical lumped model as shown in Figure 1.76 is adequate to
characterize the high-frequency performance of the resistor. The parallel-plate capacitance formed

TABLE 1.8 Typical Properties of Semiconductor Resistors

Resistor Type Sheet r(V=N)
Absolute

Tolerance (%)
Matching

Tolerance (%)
Temperature

Coefficient (ppm=8C)

Base-diffused 100–200 
20 
2 (5 mm wide) þ1500 to þ2000


0.2 (50 mm wide) —

Emitter-diffused 2–10 
20 
2 þ600

Base-pinched 2–10 K 
50 
10 þ2500

Epitaxial 2–5 K 
30 
5 þ3000

Epitaxial-pinched 4–10 K 
50 
7 þ3000

Ion-implanted 100–1000 
3 
2 (5 mm wide) Controllable to 
100


0.15 (50 mm wide)

Source: Gray, P.R. and Meyer, R.G., Analysis and Design of Analog Integrated Circuits, Wiley, New York, 1984, p. 119.

FIGURE 1.76 Thin-film resistor.
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between the thin-film resistive and the substrate is divided equally between the two capacitors. Table 1.9
provides a summary of the characteristics for some commonly used thin-film resistors.

1.4.2 Capacitors

Monolithic capacitors are widely used in analog and digital ICs for functions such as circuit stability,
bandwidth enhancement, ac signal coupling, impedance matching, and charge storage cells. Capacitor
structures available in monolithic form include pn junction, MOS, and polysilicon capacitors. pn
junctions under reverse-biased conditions exhibit a nonlinear voltage-dependent capacitance. MOS
and polysilicon capacitors, on the other hand, closely resemble the linear parallel-plate capacitor
structure as shown in Figure 1.77. If the insulator thickness T of the parallel-plate structure is small
compared with the plate width W and length L, the electric field between the plates is uniform (fringing
field neglected). Under this condition the capacitance can be calculated by

C ¼ ke0
T

WL (1:245)

where k is the relative dielectric constant of the insulating material and e0 is the permittivity constant in
vacuum (8.8543 10�14 F=cm).

TABLE 1.9 Typical Characteristic of Thin-Film Resistors

Resistor
Type

Sheet
r(V=N)

Absolute
Tolerance (%)

Matching
Tolerance (%)

Temperature
Coefficient (ppm=8C)

Ni–Cr 40–400 
5 
1 
100

Ta 10–1000 
5 
1 
100

SnO2 80–4000 
8 
2 0–1500

Cr–SiO 30–2500 
10 
2 
50 to 
150

Source: Grebene, A.B., Bipolar and MOS Analog Integrated Circuit Design, Wiley, New York,
1984, p. 155.

Insulating layer

Bottom plate

Top plate

W

L

T

FIGURE 1.77 Structure of a parallel-plate capacitor.
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1.4.2.1 Junction Capacitors

The structure of an abrupt pn junction is shown in Figure 1.78, where the doping is assumed uniform
throughout the region on both sides. The acceptor impurity concentration of the p region is NA

atoms=cm3 and the donor impurity concentration of the n region is ND atoms=cm3. When the two regions
are brought in contact, mobile holes from the p region diffuse across the junction to the n region and
mobile electrons diffuse from the n to the p region. This diffusion process creates a depletion region that is
essentially free of mobile carriers (depletion approximation) and contains only fixed acceptor and donor
ions. Ionized acceptor atoms are negatively charged and ionized donor atoms are positively charged. In
equilibrium the diffusion process is balanced out by a drift process that arises from a built-in voltage co

across the junction. This voltage is positive from the n region relative to the p region and is given by [17]

co ¼
kT
q

ln
NAND

n2i
(1:246)

where
k is the Boltzmann constant (1.383 10�23 V � C=K)
T is the temperature in Kelvin (K)
q is the electron charge (1.603 10�19 C)
ni(cm

�3) is the intrinsic carrier concentration in a pure semiconductor sample

For silicon at 300 K, ni� 1.53 1010 cm�3.

(c)

Charge density

–xp

xn
x

Q– = –(qNAxp) A

Q+ = (qNDxn) A

–xp xn x

Electric field

(d)

VR +–(a)

Depletion region

Wd

VR

p (NA cm–3) n (ND cm–3)

+–

(b)

FIGURE 1.78 Abrupt p–n junction: (a) p–n junction symbol; (b) depletion region; (c) charge density within the
depletion region; and (d) electric field.
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When the pn junction is subject to an applied reverse bias voltage VR, the drift process is augmented by
the external electric field and more mobile electrons and holes are pulled away from the junction. Because
of this effect, the depletion width Wd and consequently the charge Q on each side of the junction vary
with the applied voltage. A junction capacitor can thus be defined to correlate this charge–voltage
relationship. The Poisson’s equation relating the junction voltage f(x) to the electric field j(x) and the
total charge Q is

d2w(x)
dx2

¼ � dj(x)
dx

¼ � q
eS

p� nþ ND � NAð Þ

�
qNA

eS
� xp < x < 0

� qND

eS
0 < x < xn

8>><
>>:

(1:247)

where eS (11.8e0¼ 1.043 10�12 F=cm) is the permittivity of the silicon material. The first integral of
Equation 1.247 yields the electric field as

j(x) ¼
� qNA

eS
x þ xp
� � �xp < x < 0

� qND

eS
xn þ xð Þ 0 < x < xn

8>><
>>:

(1:248)

The electric field is shown in Figure 1.78, where the maximum field strength occurs at the junction edge.
This value is given by

jmaxj j ¼ qNA

eS
xp ¼ qND

eS
xn

The partial depletion width xp on the p region and the partial depletion width xn on the n region can then
be related to the depletion width Wd as

xp þ xn ¼ Wd

xp ¼ ND

NA þ ND
Wd

xn ¼ NA

NA þ ND
Wd

Taking the second integral of Equation 1.247 yields the junction voltage

w(x) ¼
qNA

eS

x2p
2
þ xpx þ x2

2

 !
�xp < x < 0

qND

eS

xnxp
2

þ xnx � x2

2

� �
0 < x < xn

8>>>><
>>>>:

(1:249)

where the voltage at xp is arbitrarily assigned to be zero. The total voltage c0þVR can be expressed as

co þ VR ¼ w xnð Þ ¼ qND

2eS
1þ ND

NA

� �
x2n

1-116 Analog and VLSI Circuits



Finally, the depletion width Wd and the total charge Q in terms of the total voltage across the junction
can be derived to be

Wd ¼ 2eS
q

co þ VRð Þ 1
NA

þ 1
ND

� �� �1=2

jQj ¼ A qNAxp
� � ¼ A qNDxnð Þ ¼ A 2qeS co þ VRð Þ 1

NA
þ 1
ND

� ��1
" #1=2 (1:250)

The junction capacitance is thus

Cj ¼ dQ
dVR

����
���� ¼ A

qeS
2

1
co þ VR

� �
1
NA

þ 1
ND

� ��1
" #1=2

¼ Cjo

1þ VR
co

� �1=2 (1:251)

where
A is the effective cross-sectional junction area
Cjo is the value of Cj for VR¼ 0

If the doping concentration in one side of the pn junction is much higher than that in the other, the
depletion width and the junction capacitance can be simplified to

Wd ¼ 2eS
qNL

co þ VRð Þ
� �1=2

(1:252)

Cj ¼ A
eSqNL

2
1

co þ VR

� �� �1=2
(1:253)

where NL is the concentration of the lightly doped side. Figure 1.79 displays the junction capacitance per
unit area as a function of the total voltage coþVR and the concentration on the lightly doped side of the
junction [3].
In silicon bipolar technology the base–emitter, the base–collector, and the collector–substrate junc-

tions under reverse bias are often utilized for realizing a junction capacitance. The collector–substrate
junction has only a limited use since it can only function as a shunt capacitor due to the substrate being
connected to an ac ground.

Base–collector junction capacitor. A typical base–collector capacitor structure is shown in Figure 1.80
together with an equivalent lumped circuit model. A heavily doped nþ buried layer is used to minimize
the series resistance RC. For the base–collector junction to operate in reverse bias, the n-type collector
must be connected to a voltage relatively higher than the voltage at the p-type base. The junction
breakdown voltage is determined by BVCBO of the npn transistor, which has a typical value between
25 and 50 V.

Base–emitter junction capacitor. Figure 1.81 shows a typical base–emitter capacitor structure
where the parasitic junctions DBC and DSC must always be in reverse bias. The base–emitter junction
achieves the highest capacitance per unit area among the base–collector, base–emitter, and collector–
substrate junctions due to the relatively higher doping concentrations in the base and emitter regions.
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For the base–emitter junction to operate in reverse bias, the n-type emitter must be connected to a
voltage relatively higher than the voltage at the p-type base. The breakdown voltage of the base–emitter
junction is relatively low, determined by the BVEBO of the npn transistor, which has a typical value of
about 6 V.

10–2

10–3

10–4

10–5

1019

1018

1017

1016

1015

1014

10–6
10 20 40 60 80 10086421

Capacitance per unit area (pF/μm2)

Impurity concentration

Breakdown region

Total voltage (V)

FIGURE 1.79 Junction capacitance as a function of the total voltage and the concentration on the lightly
doped side.

FIGURE 1.80 Base–collector junction capacitor.

1-118 Analog and VLSI Circuits



1.4.2.2 MOS Capacitors

MOS capacitors are preferable and commonly used in ICs since they are linear and not confined to a
reverse-biased operating condition as in the junction capacitors. The structure of a MOS capacitor is
shown in Figure 1.82, where by means of a local oxidation process a thin oxide layer is thermally grown
on top of a heavily doped nþ diffusion layer. The oxide layer has a typical thickness between 500 and
1500 Å (Å¼ 10�10 m¼ 10�4 mm) and functions as the insulating layer of the parallel-plate capacitor.
The top plate is formed by overlapping the thin oxide area with a deposited layer of conductive metal.
The bottom-plate diffusion layer is heavily doped for two reasons: to minimize the bottom-plate
resistance and to minimize the depletion width at the oxide-semiconductor interface when the capacitor
operates in the depletion and inversion modes [17]. By keeping the depletion width small, the effective
capacitance is dominated by the parallel-plate oxide capacitance. The MOS capacitance is thus given by

C ¼ koxe0
T

A (1:254)

where
kox is the relative dielectric constant of SiO2 (2.7 to 4.2)
e0 is the permittivity constant
T is the oxide thickness
A is the area defined by the thin oxide layer

In practice, a thin layer of silicon nitride (Si3N4) is often deposited on the thin oxide layer and is used
to minimize the charges inadvertently introduced in the oxide layer during oxidation and subsequent
processing steps. These oxide charges are trapped within the oxide and can cause detrimental effect to the
capacitor characteristic [17]. The silicon nitride assimilates an additional insulating layer and effectively

FIGURE 1.81 Base–emitter junction capacitor.
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creates an additional capacitor in series with the oxide capacitor. The capacitance for such a structure can
be determined by an application of Gauss’s law. It is given by

C ¼ eo
Tni
kni

� �
þ Tox

kox

� �A (1:255)

where
Tni and Tox are the thickness of the silicon nitride and oxide layers, respectively
kni (2.7 to 4.2) and kni (3.5 to 9) are the relative dielectric constant of oxide and silicon nitride,

respectively

In the equivalent circuit model of Figure 1.82, the parasitic junction between the p-type substrate and the
n-type bottom plate must always be reverse biased. The bottom-plate contact must be connected to a
voltage relatively higher than the substrate voltage.

1.4.2.3 Polysilicon Capacitors

Polysilicon capacitors are conveniently available in MOSFET technology, where the gate of the MOSFET
transistor is made of polysilicon material. Polysilicon capacitors also assimilate the parallel-plate
capacitor. Figure 1.83 shows a typical structure of a polysilicon capacitor, where a thin oxide is deposited
on top of a polysilicon layer and serves as an insulating layer between the top-plate metal layer and the

FIGURE 1.82 MOS capacitor.
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bottom-plate polysilicon layer. The polysilicon region is isolated from the substrate by a thick oxide layer
that forms a parasitic parallel-plate capacitance between the polysilicon layer and the substrate. This
parasitic capacitance must be accounted for in the equivalent circuit model. The capacitance of the
polysilicon capacitor is determined by either Equation 1.254 or 1.255 depending on whether a thin silicon
nitride is used in conjunction with the thin oxide.

1.4.3 Inductors

Planar inductors have been implemented using a variety of substrates such as standard PC boards,
ceramic and sapphire hybrids, monolithic GaAs [24], and more recently monolithic silicon [18]. In the
early development of silicon technology, planar inductors were investigated [26], but the prevailing
lithographic limitations and relatively large inductance requirements (for low-frequency applications)
resulted in excessive silicon area and poor performance. Reflected losses from the conductive silicon
substrate were a major contribution to low inductor Q. Recent advances in silicon IC processing
technology have achieved fabrication of metal width and metal spacing in the low micrometer range
and thus allow many more inductor turns per unit area. Also, modern oxide-isolated processes
with multilayer metal options allow thick oxides to help isolate the inductor from the silicon substrate.
Practical applications of monolithic inductors in low-noise amplifiers, impedance matching amplifiers,
filters and microwave oscillators in silicon technologies have been successfully demonstrated [19,20].
Monolithic inductors are especially useful in high-frequency applications where inductors of a few

nano-Henrys of inductance are sufficient. Inductor structures inmonolithic form include strip, loop, and
spiral inductors. Rectangular and circular spiral inductors are by far the most commonly used structures.

1.4.3.1 Rectangular Spiral Inductors

The structure of a rectangular spiral inductor is shown in Figure 1.84, where the spiral loops are formed with
the top metal layer M2 and the connector bridge is formed with the bottom metal layer M1. Using the top
metal layer to form the spiral loops has the advantage of minimizing the parasitic metal-to-substrate

FIGURE 1.83 Polysilicon capacitor.
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capacitance. The metal width is denoted byW and the metal spacing is denoted by S. The total inductance is
given by

LT ¼
X4N
i¼1

LS(i)þ 2 �
X4N�1

i¼1

X4N
j¼iþ1

LM(ij) (1:256)

where
N is the number of turns
LS(i) is the self inductance of the rectangular metal segment i
LM(ij) is the mutual inductance between metal segments i and j

The self-inductance is due to the magnetic flux surrounding each metal segment. The mutual inductance
is due to the magnetic flux coupling around every two parallel metal segments and has a positive value if
the currents applied to the metal conductors flow in the same direction and a negative value otherwise.
Perpendicular metal segments have negligible mutual inductance.
The self-inductance and mutual inductance for straight rectangular conductors can be determined by

the geometric mean distance method [10], in which the conductors are replaced by equivalent straight
filaments whose basic inductive characteristics are well known.

Self-inductance. The self-inductance for the rectangular conductor of Figure 1.85 depends on the
conductor length L, the conductor width W, and the conductor thickness T. The static self-inductance
is given by [9,10].

LS ¼ 2L ln
2L

GMD

� �
�1:25þ AMD

L

� �
þ mr

4

� �
z

� �
(nH) (1:257)

FIGURE 1.84 Rectangular spiral inductor.
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where
mr is the relative permeability constant of the conductor
GMD is the geometric mean distance
AMD is the arithmetic mean distance
z is a frequency-dependent parameter that equals 1 for direct and low-frequency alternating currents
and approaches 0 for very high-frequency alternating currents

The AMD and GMD for the rectangular conductor of Figure 1.85 are

AMD ¼ W þ T
3

� �

GMD ¼
0:22313 � (W þ T) T! 0

0:22360 � (W þ T) T =W/2

0:223525 � (W þ T) T!W

8<
:

(1:258)

The rectangular dimensions L, W, and T are normalized to the centimeter in the preceding expressions.

Mutual inductance. The mutual inductance for the two parallel rectangular conductors of Figure 1.85
depends on the conductor length L, the conductor width W, and the conductor thickness T, and the
distance D separating the conductor centers. The static mutual inductance is [10]

LM ¼ 2La(nH) (1:259)

where

a ¼ ln
L

GMD

� �
þ 1þ L

GMD

� �2
" #1=22

4
3
5� 1þ GMD

L

� �2
" #1=2

þ GMD
L

� �

and

GMD ¼ exp ( lnD� b) (1:260)

b ¼

1
12

D
W

� ��2

þ 1
60

D
W

� ��4

þ 1
168

D
W

� ��6

þ 1
360

D
W

� ��8

þ 1
660

D
W

� ��10

þ � � �

0:1137 for D ¼ W

8>>>>>><
>>>>>>:

I1

L

I

T

W

I2

W

S L

T

D(a) (b)

FIGURE 1.85 Calculation of (a) self-inductance and (b) mutual inductance for parallel rectangular conductors.
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The GMD closed-form expression Equation 1.260 is valid for rectangular conductors with small
thickness-to-width ratios T=W. As the thickness T approaches the width W, the GMD approaches the
distance D and the GMD is no longer represented by the above closed-form expression. Figure 1.86
shows plots of the self inductance and the mutual inductance as expressed in Equations 1.257 and 1.259,
respectively. The conductor dimensions are given in mm (mm¼ 10�4 cm).

For the inductor structure of Figure 1.84 it is important to emphasize that since the spiral loops are of
nonmagnetic metal material, the total inductance depends only on the geometry of the conductors and
not on the current strength. At high-frequencies, especially those above the self-resonant frequency of
the inductor, the skin effect due to current crowding toward the surface and the propagation delay as
the current traverses the spiral must be fully accounted for [16,22]. The ground-plane effect due to the
inductor image must also be considered regardless of the operation frequency.
An equivalent lumped model for the rectangular spiral inductor of Figure 1.84 is shown in Figure 1.87.

This model consists of the total inductance LT, the accumulated metal resistance RS, the coupling
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H
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FIGURE 1.86 (a) Self-inductance as a function of width, thickness, and length for rectangular conductors. (b)
Mutual inductance as a function of distance and length for rectangular conductors (W¼ 5, T¼ 0).
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FIGURE 1.87 Electrical model for the spiral inductor.
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capacitance CCP between metal segments due to the electric fields in both the oxide region and the air
region, the parasitic capacitances CIN and COUT from the metal layers to the buried layer [2,11,15], and
the buried-layer resistance Rp. Since the spiral structure of Figure 1.84 is not symmetrical, the parasitic
capacitors CIN and COUT are not the same, though the difference is relatively small. The self-resonant
frequency can be approximated using the circuit model of Figure 1.87 with one side of the inductor being
grounded. For simplicity, let CIN¼COUTþCP and neglect the relatively small coupling capacitor CCP, the
self-resonant frequency is given by

fR ¼ 1
2p

1ffiffiffiffiffiffiffiffiffiffiffi
LTCP

p
1� R2

S
CP

LT

� �

1� R2
P

CP

LT

� �
2
664

3
775
1=2

(1:261)

Transformer structures. Transformers are often used in high-performance analog ICs that require
conversions between single-ended signals and differential signals. In monolithic technology, trans-
formers can be fabricated using the basic structure of the rectangular spiral inductor. Figure 1.88 shows
a planar interdigitated spiral transformer that requires only two metal layers M1 and M2. The structure
of Figure 1.89, on the other hand, requires three layers of metal for which the top metal layerM3 is used
for the upper spiral, the middle metal layer M2 is used for the lower spiral, and the bottom metal layer
M1 is used for the two connector bridges. This structure can achieve a higher inductance per unit than
that of Figure 1.88 due to a stronger magnetic coupling between the upper spiral and the lower spiral
through a relatively thin oxide layer separating metal layersM2 andM3. An equivalent lumped model is

FIGURE 1.88 Rectangular spiral transformer I.
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shown in Figure 1.90. In addition to all the circuit elements of the two individual spiral inductors, there
are also a magnetic coupling factor k and a coupling capacitance CC between the primary and
secondary coils.

FIGURE 1.89 Rectangular spiral transformer II.

Port 2

Port 3

Port 4

Port 1

Primary coil Secondary coil

Tub contactTub contact

k

CC

FIGURE 1.90 Electrical model for the spiral transformer.
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1.4.3.2 Circular Spiral Inductors

The structure of a concentric circular spiral inductor is shown in Figure 1.91 where the circular loops
share the same center point. The top metal layer M2 is used for the circular conductors and the bottom
metal layer M1 is used for the connector bridge. The metal width is denoted by W and the spacing
between two adjacent loops is denoted by S. The total inductance is given by

LT ¼
XN
i¼1

LS(i)þ 2 �
XN�1

i¼1

XN
j¼iþ1

LM(ij) (1:262)

where
N is the number of circular turns
LS(i) is the self-inductance of the circular conductor i
LM(ij) is the mutual inductance between conductors i and j

Self-inductance. Consider the single circular conductor of Figure 1.92a that has a radius R and a width
W. A current I applied to this conductor produces a magnetic flux encircled by the loop and another
magnetic flux inside the conductor itself. The inductance associated with the former and the latter
magnetic flux component is referred to as the external self-inductance and the internal self-inductance,
respectively. The external self-inductance characterizing the change in the encircled magnetic flux to the
change in current is [25].

LS ¼ m(2R� d) 1� k2

2

� �
K(k)� E(k)

� �
(nH) (1:263)

FIGURE 1.91 Concentric circular spiral inductor.
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where

k2 ¼ 4R(R� d)

(2R� d)2
(1:264)

and m is the permeability of the conductor (equals 4p nH=cm for nonmagnetic conductors), and d is one-
half the conductor width W. K(k) and E(k) are the complete elliptic integrals of the first and second kind,
respectively, and are given by

K(k) ¼
ðp=2

0

dfffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� k2 sin2 f

p

E(k) ¼
ðp=2

0

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� k2 sin2 f df

p

The internal self-inductance is determined based on the concept of magnetic field energy. As shown in
Figure 1.92b, the flat circular conductor is first approximated by an M number of round circular
conductors [14] that are electrically in parallel and each conductor has a diameter equal to the thickness
T of the flat conductor. The internal self-inductance of each round conductor is then determined as [25].

W S

(c)

Ro

Ri

W = 2δ 

R
M

T

W(a) (b)

1234

FIGURE 1.92 Calculation of self-inductance and mutual inductance for circular conductors. (a) External self-
inductance; (b) internal self-inductance; and (c) mutual inductance.
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L ¼ m

8p
(nH=cm)

The internal self-inductance of the flat conductor thus equals the parallel combination of these M
components

LS � m

4

XM
i¼1

[R� dþ T(i� 0:5)]�1

( )�1

(nH) (1:265)

where R� dþT(i� 0.5) is the effective radius from the center of the loop to the center of the round
conductor i. The typical contribution from the internal self-inductance of Equation 1.265 is less than 5%
the contribution from the external self-inductance of Equation 1.263.

Mutual inductance. The mutual inductance of the two circular loops of Figure 1.92c depends on the
inner radius Ri and the outer radius Ro. For any two adjacent loops of the circular spiral inductor, the
outer radius is related to the inner radius by the simple relation Ro¼Riþ (Wþ S). The mutual
inductance is determined based on the Neumann’s line integral given as follows:

LM ¼ m

4p

ð
C

ð
C

dl1 � dl2
D

where
dl1 � dl2 represents the dot product of the differential lengths
D is the distance separating the differential l1 vector and l2 vector

The static mutual inductance [25] is

LM ¼ m
ffiffiffiffiffiffiffiffiffi
RiRo

p 2
k
� k

� �
K(k)� 2

k
E(k)

� �
(nH) (1:266)

where

k2 ¼ 4RiRo

Ri þ Roð Þ2 (1:267)

Figure 1.93 shows plots of the external self-inductance and the mutual inductance as expressed in
Equations 1.263 and 1.266, respectively. The conductor dimensions are given in mm.

As in the rectangular spiral inductor, the ground-plane effect and the retardation effect of the circular
spiral inductor must be fully accounted for. The circuit model of Figure 1.87 can be used to characterize
the electrical behavior of the circular inductor.
A comparison between the rectangular spiral of Figure 1.84 and the circular spiral of Figure 1.91 is

shown in Figure 1.94, where the total inductance LT is plotted against the turn number N. Both inductors
have the same innermost dimension, the same conductor width, space, and thickness. The dimensions
are given in mm, and the ground-plane effect and the retardation effect are not considered. For a given
turn number, the rectangular spiral yields a higher inductance per semiconductor area than the circular
spiral. Figure 1.95 shows a plot of the inductor Q vs. the total inductance of the same spiral inductors
under consideration. Due to a higher inductance per length ratio, the Q of the circular inductor is higher
than that of the rectangular inductor, about 10% for high inductance values.
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FIGURE 1.93 (a) External self-inductance as a function of radius and width for circular conductors. (b) Mutual
inductance as a function of radii Ri and Ro for circular conductors.
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FIGURE 1.94 Total static inductance vs. turn number for the rectangular and circular inductors. The ground-plane
effect is neglected. Innermost center dimension is 88 by 88, W¼ 6, S¼ 3, T¼ 1.2.

1-130 Analog and VLSI Circuits



References

1. I. Bahl and P. Bhartia, Microwave Solid State Circuit Design, New York: Wiley, 1988.
2. T. G. Bryant and J. A. Weiss, Parameters of microstrip transmission lines and of coupled pairs of

microstrip lines, IEEE Trans. Microwave Theory Tech., MTT-16, 1021–1027, 1968.
3. H. R. Camenzind, Electronic Integrated Systems Design, New York: Van Nostrand Reinhold, 1972.
4. E. M. Conwell, Properties of silicon and germanium, Proc. IRE, 46, 1281–1300, 1958.
5. R. Garg and I. J. Bahl, Characteristics of coupled microstrip lines, IEEE Trans. Microwave Theory

Tech., MTT-27, 700–705, 1979.
6. F. R. Gleason, Thin-film microelectronic inductors, in Proc. Nat. Electron. Conf., 1964, pp. 197–198.
7. P. R. Gray and R. G. Meyer, Analysis and Design of Analog Integrated Circuits, 2nd ed., New York:

Wiley, 1984.
8. A. B. Grebene, Bipolar and MOS Analog Integrated Circuit Design, New York: Wiley, 1984.
9. H. M. Greenhouse, Design of planar rectangular microelectronic inductor, IEEE Trans. Parts,

Hybrids, Packaging, PHP-10, 101–109, 1974.
10. F. W. Grover, Inductance Calculations, New York: Van Nostrand, 1946.
11. E. Hammerstad and O. Jensen, Accurate models for microstrip computer-aided design, IEEE MTT-S

Dig., 80, 407–409, 1980.
12. J. C. Irwin, Resistivity of bulk silicon and of diffused layers in silicon, Bell Syst. Tech. J., 41, 387–410,

1962.
13. C. Jacoboni, C. Canali, G. Ottaviani, and A. A. Quaranta, A review of some charge transport

properties of silicon, Solid State Electron., 20, 77–89, 1977.

LT (nH)

Rectangular spiral

5.0

4.6

4.2

3.8

3.4

3.0

2.6

2.2

1.8

1.4

1.0

0.0 5.0 10.0 15.0 20.0

In
du

ct
or

 Q
 @

 1 
G

H
z

Circular spiral

FIGURE 1.95 Inductor Q vs. total inductance for the rectangular and circular inductors. Metal sheet resistance is
25 mV=N. Innermost dimension is 88, W¼ 6, S¼ 3, T¼ 1.2.

Monolithic Device Models 1-131



14. R. L. Kemke and G. A. Burdick, Spiral inductors for hybrid and microwave applications, in Proc.
Electron. Components Conf., 1974, pp. 152–161.

15. M. Kirschning and R. H. Jansen, Accurate wide-range design equations for the frequency-dependent
characteristics of parallel-coupling microstrip lines, IEEE Trans. Microwave Theory Tech., MTT-32,
83–90, 1984.

16. D. Krafcsik and D. Dawson, A close-form expression for representing the distributed nature of the
spiral inductor, IEEE MTT-S Dig., 86, 87–92, 1986.

17. R. S. Muller and T. I. Kamins, Device Electronics for Integrated Circuits, 2nd ed., New York: Wiley,
1986.

18. N. M. Nguyen and R. G. Meyer, Si IC-compatible inductors and LC passive filters, IEEE J. Solid-State
Circuits, 25, 1028–1031, 1990.

19. N. M. Nguyen and R. G. Meyer, A Si bipolar monolithic RF bandpass amplifier, IEEE J. Solid-State
Circuits, 27, 123–127, 1992.

20. N. M. Nguyen and R. G. Meyer, A 1.8-GHz monolithic LC voltage-controlled oscillator, IEEE
J. Solid-State Circuits, 27, 444–450, 1992.

21. N. M. Nguyen and R. G. Meyer, Start-up and frequency stability in high-frequency oscillators, IEEE
J. Solid-State Circuits, 27, 810–820, 1992.

22. M. Parisot, Y. Archambault, D. Pavlidis, and J. Magarshack, Highly accurate design of spiral
inductors for MMIC’s with small size and high cut-off frequency characteristics, IEEE MTT-S Dig.,
84, 106–110, 1984.

23. E. Pettenpaul, H. Kapusta, A. Weisgerber, H. Mampe, J. Luginsland, and I. Wolff, CAD
models of lumped elements on GaAs up to 18 GHz, IEEE Trans. Microwave Theory Tech., 36,
294–304, 1988.

24. R. A. Pucel, Design considerations for monolithic microwave circuits, IEEE Trans. Microwave Theory
Tech., MTT-29, 513–534, 1981.

25. S. Ramon, J. R. Whinnery, and T. V. Duzer, Fields and Waves in Communication Electronics, 2nd ed.,
New York: Wiley, 1984.

26. R. M. Warner, Jr., and J. N. Fordemwalt, Integrated Circuits, New York: McGraw-Hill, 1965.

1.5 Chip Parasitics in Analog Integrated Circuits

Martin A. Brooke

The parasitic elements in electronic devices and interconnect limit the performance of all ICs. No
amount of improvement in device performance or circuit design can completely eliminate these effects.
Thus, as circuit speeds increase, unaccounted for interconnect parasitics become a more and more
common cause of analog IC design failure. Hence, the causes, characterization, and modeling of
significant interconnect parasitics are essential knowledge for good analog IC design [1–4].

1.5.1 Interconnect Parasitics

The parasitics due to the wiring used to connect devices together on chip produce a host of
problems. Unanticipated feedback through parasitic capacitances can cause unwanted oscillation.
Mismatch due to differences in interconnect resistance contribute to unwanted offset voltages. For
very-high-speed ICs, the inductance of interconnects is both a useful tool and a potential cause of
yield problems.
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Even the interactions between interconnect lines are both important and very difficult to model. So too
are the distributed interactions of resistance, capacitance, and (in high-speed circuits) inductance that
produce transmission line effects.

1.5.1.1 Parasitic Capacitance

Distributed capacitance of IC lines is perhaps the most important of all IC parasitics. It can lower the
bandwidth of amplifiers, alter the frequency response of filters, and cause oscillations.

Physics. Every piece of IC interconnect has capacitance to the substrate. In the case of silicon circuitry,
the substrate is conductive and connected to an ac ground, thus there is a capacitance to ground from
every circuit node due to the interconnect. Figure 1.96 illustrates this substrate capacitance interconnect
parasitic. The capacitance value will depend on the total area of the interconnect, and on the length of
edge associated with the interconnect. This edge effect is due to the nonuniformity of the electric field at
the interconnect edges. The nonuniformity of the electric field at edges is such that the capacitance value
is larger for a given area of interconnect near the edge than elsewhere.
In addition to the substrate capacitance, all adjacent pieces of an interconnect will have capacitance

between them. This capacitance is classified into two forms, overlap capacitance, and parallel line
capacitance (also known as proximity capacitance). Overlap capacitance occurs when two pieces of
interconnect cross each other, while parallel line capacitance occurs when two interconnect traces run
close to each other for some distance.
When two lines cross each other, the properties of the overlapping region will determine that size

of the overlap capacitance. The electric field through a cross section of two overlapping lines is
illustrated in Figure 1.97. The electric field becomes nonuniform near the edges of the overlapping
region, producing an edge-dependent capacitance term. The capacitance per unit area at the edge is
always greater than elsewhere and, if the overlapping regions are small, the edge capacitance effect can
be significant.

The size of parallel line capacitance depends on the distance for which the two lines run side by side
and on the separation of the lines. Since parallel line capacitance occurs only at the edges of an
interconnect, the electric field that produces it is very nonuniform. This particular nonuniformity, as
illustrated in Figure 1.98, makes the capacitance much smaller for a given area of interconnect than either
overlap or substrate capacitance. Thus, two lines must run parallel for some distance for this capacitance
to be important. The nonuniformity of the electric field makes the dependence of the capacitance on line
separation highly nonlinear, as a result the capacitance value decreases much more rapidly with
separation than it would if it depended linearly on the line separation.

Interconnect

Edge Edge

FIGURE 1.96 Substrate capacitance. The electric field distorts at the edges, making the capacitance larger there
than elsewhere.
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Modeling. In the absence of significant interconnect resistance effects, all of the parasitic capacitances can
be modeled with enough accuracy for most analog circuit design applications by dissecting the interconnect
into pieces with similar capacitance characteristics and adding up the capacitance of each piece to obtain a
single capacitance term. For example, the dissected view of a piece of interconnect with substrate
capacitance is shown in Figure 1.99. The interconnect has been dissected into squares that fall into three

Interconnect level 2

Edge Edge

Interconnect level 1

FIGURE 1.97 Overlap capacitance. The bottom interconnect level will have edges into and out of the page with
distorted electric field similar to that shown for the top level of interconnect.

Interconnect Interconnect 

EdgeEdge

Substrate

FIGURE 1.98 Parallel line capacitance. Only the solid field lines actually produce line-to-line capacitance, the
dashed lines form substrate capacitance.

Edge

No edge

Corner edge

Corner 

FIGURE 1.99 Determining substrate capacitance. The capacitance of each square in the dissected interconnect
segment is summed.
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classes: two types of edges, and one center type. The capacitance to the substrate for each of these squares in
parallel and thus the total capacitance of the interconnect segment is simply the sum of the capacitance of
each square. If the substrate capacitance contribution of each square has been previously measured
or calculated, the calculation of the total interconnect segment substrate capacitance involves summing
each type of squares capacitance multiplied by the number of squares of that type in the segment.
The accuracy of this modeling technique depends solely on the accuracy of the models used for each

type of square. For example, in Figure 1.99, the accuracy could be improved by adding one more type of
edge square to those that are modeled. One of these squares has been shaded differently in the figure and
is called the corner edge square.
For the nonedge pieces of the interconnect the capacitance is approximately a parallel-plate capaci-

tance and can be computed from Equation 1.268.

C ¼ A � er � e0
t

(1:268)

where
A is the area of the square or piece of interconnect
t is the thickness of the insulation layer beneath the interconnect
er is the relative dielectric constant of the insulation material
e0 is the dielectric constant of free space

For silicon ICs insulated with silicon dioxide the parameters are given in Table 1.10.
The capacitance of edge interconnect pieces will always be larger than nonedge pieces. The amount by

which the edge capacitance increases will depend on the ratio of the size of the piece of interconnect and the
thickness of the insulation layer beneath the interconnect. If the interconnect width is significantly larger
than the thickness of the insulation then edge effects are probably small and can be ignored. However, when
thin lines are used in ICs the edge effects are usually significant. The factor by which the edge capacitance
can increase over the parallel-plate approximation can easily be as high as 1.5 for thin lines.
The modeling of overlap capacitance is handled in the same fashion as substrate capacitance. The

region where interconnect lines overlap is dissected into edges and nonedges and the value of capacitance
for each type of square summed up to give a total capacitance between the two circuit nodes associated
with each piece of interconnect that overlaps. The area of overlap between the two layers of interconnect
can be used as A in Equation 1.268, while that separation between the layers can be used as t. The strong
distortion of the electric fields will increase the actual value above this idealized computed value by a
factor that depends on the thickness of the lines. This factor can be as high as 2 for thin lines.
Parallel line capacitance can also be handled in a manner similar to that used for substrate and overlap

capacitance. However, we must now locate pairs of edge squares, one from each of the adjacent
interconnect lines. In Figure 1.100, one possible pairing of the squares from adjacent pieces of intercon-
nect is shown. The capacitance for each type of pair of squares is added together, weighted by the number
of pairs of each type to get a single capacitance that connects the circuit nodes associated with each
interconnect line.
The effect on the capacitance of the spacing between pairs must be either measured or computed for

each possible spacing, and type of pair of squares. One approach to this is to use a table of measured or

TABLE 1.10 Parameters for Calculation of Substrate
Capacitance in Silicon ICs Insulated with Silicon Dioxide

Parameter Value

er 3.9

e0 8.854 � 10�12 F=m

t 1–5 � 10�6 m
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computed capacitances and separation distances. The measured parallel line capacitance between silicon
IC lines for a variety of separations is presented in Figure 1.101. From the figure, we see that the
capacitance value decreases exponentially with line separation. Thus an exponential fit to measured or
simulated data is good choice for computing the capacitance [7,8].
Equation 1.269 can be used to predict the parallel line capacitance C for each type of pair of edge

squares. L is the length of the edge of the squares, and the parameters Cc and Sd are computed or fit to
measured coupling capacitance data like that in Figure 1.101.

C ¼ Cc � L � e� s=Sdð Þ (1:269)

Effects on circuits. The effects that parasitic capacitances are likely to produce in circuits range from
parametric variations, such as reduced bandwidth, to catastrophic failures, such as amplifier oscillation.
Each type of parasitic capacitance produces a characteristic set of problems. Being aware of these typical
problems will ease diagnosis of actual, or potential, parasitic capacitance problems.

FIGURE 1.100 Determining parallel line capacitance. The differently shaded pairs of squares are different types
and will each have a different capacitance between them.

Parallel line capacitance in fF

Line separation in microns
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0 2 4 6 8 10

Measured data

Exponential fit

FIGURE 1.101 Parallel line capacitance measured from a silicon IC. The diamonds are an exponential fit to the
data (using Equation 1.269). The fit is excellent at short separations when the capacitance is largest.
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Substrate capacitance usually causes lower than expected bandwidth in amplifiers and lowering of the
poles in filters. The capacitance is always to ac ground and thus increases device and circuit capacitances
to ground. Thus, circuit nodes that have a dominant effect on amplifier bandwidth, or filter poles, should
be designed to have as little substrate capacitance as possible. Another, more subtle, parametric variation
that can be caused by substrate capacitance is frequency-dependent mismatch. For example, if the
parasitic capacitance to ground is different between the two inputs of a differential amplifier, then, for
fast transient signals, the amplifier will appear unbalanced. This could limit the accuracy high-speed
comparators, and is sometimes difficult to diagnose since the error only occurs at high speeds.
Overlap and parallel line capacitance can cause unwanted ac connections to be added to a circuit. These

connections will produce crosstalk effects and can result in unstable amplifiers. The output interconnect
and input interconnect of high-gain or high-frequency amplifiers must thus be kept far apart at all times.
Care must be taken to watch for series capacitances of this type. For example, if the output and input
interconnect of an amplifier both cross the power supply interconnect, unwanted feedback can result if the
power supply line is not well ac grounded. This is a very common cause of IC amplifier oscillation. Because
of the potential for crosstalk between parallel or crossing lines, great care should also be taken to keep
weak (high-impedance) signal lines away from strong (low-impedance) signal lines.

1.5.1.2 Parasitic Resistance

For analog IC designers, the second most important interconnect parasitic is resistance. This unexpected
resistance can cause both parametric problems, such as increased offset voltages, and catastrophic
problems such as amplifier oscillation (for example, poorly sized power supply lines can cause resistive
positive feedback paths in high gain amplifiers called ‘‘ground loops’’). To make matters worse, the
resistivity of IC interconnect has been steadily increasing as the line widths of circuits have decreased.

Physics. Except for superconductors, all conductors have resistance. A length of interconnect used in an
IC is no exception. The resistance of a straight section of interconnect is easily found by obtaining the
resistance per square for the particular interconnect layer concerned, and then adding up the resistance of
each of the series of squares that makes up the section. This procedure is illustrated in Figure 1.102.
For more complicated interconnect shapes the problem of determining the resistance between two

points in the interconnect is also more complex. The simplest approach is to cut the interconnect up into
rectangles and assume each rectangle has a resistance equal to the resistance per square of the intercon-
nect material times the number of full and partial squares that will fit along the direction of current flow
in the rectangle [5]. This scheme works whenever the direction of current flow is clear; however, for
corners and intersections of interconnect the current flow is in fact quite complex. Figure 1.103 shows the
kind of current flow that can occur in an interconnect section with complex geometry.

Modeling. To account for the effects of complex current flows the resistance of complex interconnect
geometries must be determined by measurement or simulation. One simple empirical approach is to cut
out sections of resistive material in the same shape as the interconnect shape to be modeled, and then

Direction of current flow

FIGURE 1.102 Determining the resistance of a length of interconnect. Each square has the same resistance
regardless of size.
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measure the resistance. The resistance for other materials can be found by multiplying by the ratio of the
respective resistances per square of the two materials.
Once the resistance has been found for a particular geometry it can be used for any linear scaling of

that geometry. For most types of IC interconnect all complex geometries can be broken up into relatively
few important subgeometries. If tables of the resistance of these subgeometries for various dimensions
and connection patterns are obtained, the resistance of quite complex shapes can be accurately calculated
by connecting the resistance of each subgeometry together and calculating the resistance of the connected
resistances. This calculation can usually be performed quickly by replacing series and parallel
connected resistor pairs with their equivalents. The process of breaking a complex geometry into
subgeometries, constructing the equivalent connected resistance, and forming a single resistance for an
interconnect section is illustrated in Figure 1.104.

Effects on circuits. The resistance of interconnect can have both parametric and catastrophic effects on
circuit performance. Even small differences in the resistance on either input side of a differential amplifier can
lead to increased offset voltage. Thus, when designing differential circuits care must be taken to make the
interconnect identical on both input sides, as this ensures that the same resistance is present in both circuits.
The resistance of power supply interconnect can lead to both parametric errors in the voltages supplied

and catastrophic failure due to oscillation. If power supply voltages are assumed to be identical in two
parts of a circuit and, due to interconnect resistance, there is a voltage drop from one point to the next,
designs that rely on the voltages being the same may fail. In high-gain and feedback circuits the resistance of
the ground and power supply lines may become an unintentional positive feedback resistance which could
lead to oscillation. Thus output and input stages for high-gain amplifiers will usually require separate
ground and power supply interconnects. This ensures that no parasitic resistance is in a feedback path.
When using resistors provided in an IC process, the extra resistance provided by the interconnect may

cause inaccuracies in resistor values. This would be most critical for small resistance values. The only
solution in this case is to accurately compute the interconnect resistance. Since most resistance layers

FIGURE 1.103 Current flow in a complex interconnect geometry.

FIGURE 1.104 The process of breaking a complex geometry into subgeometries, constructing the equivalent
connected resistance, and forming a single resistance for an interconnect section. In this example, only two
subgeometries are used: a corner subgeometry and a basic rectangular subgeometry.
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provided in analog IC processes are just a form of high resistivity interconnect, the methods described
here for accurately computing the resistance of interconnect are also useful for predicting the resistance
of resistors to be fabricated.

1.5.1.3 Parasitic Inductance

In high-speed ICs the inductance of long lines of interconnect becomes significant. In IC technologies
that have an insulating substrate, such as gallium arsenide (GaAs) and silicon on insulator (SOI),
reasonably high-performance inductive devices can be made from interconnect. In technologies with
conductive substrates, resistive losses in the substrate restrict the application of interconnect inductance.
High-frequency circuits are often tuned using interconnect inductance and capacitance (LC) to form a
narrow bandpass filter or tank circuit, and LC transmission lines, or stubs, made from interconnect are
useful for impedance matching. There is much similarity between this use of parasitic inductance and the
design of microstripline-printed circuit boards. The major difference being that inductance does not
become significant in IC interconnect until frequencies in the gigahertz are reached.
In order to make a good interconnect inductance, there are two requirements. First, there must not be

any resistive material within range of the magnetic field of the inductance. If this occurs then induced
currents flowing in the resistive material will make the inductor have high series resistance (low Q factor).
This would make narrow bandwidth bandpass filters difficult to make using the inductance, and make
transmission lines made from the interconnect lossy. The solution is to have an insulating substrate, or to
remove the substrate from beneath the inductor.
The second requirement for large inductance is to form a coil or other device to concentrate the

magnetic field lines. Within the confines of current IC manufacturing, spiral inductors, like that
illustrated in Figure 1.105 are the most common method used to obtain useful inductances.

1.5.1.4 Transmission Line Behavior

Two types of transmission line behavior are important in ICs, RC transmission lines and LC=RLC
transmission lines. For gigahertz operation inductive transmission lines are important. These can
be lossy RLC transmission lines if a conductive substrate such as silicon is used, or nearly lossless
LC transmission lines if an insulating substrate such as GaAs is used. The design of inductive trans-
mission lines is very similar to designing microstripline-printed circuit boards. At lower frequencies of

FIGURE 1.105 Spiral inductance used in insulated substrate ICs for gigahertz frequency operation.
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10–1000 MHz resistive capacitive (RC) transmission lines are important for long low resistivity inter-
connect lines or short high resistivity lines.
RC transmission lines are of concern to analog circuit designers working in silicon ICs. When used

correctly, an interconnect can behave as though it were purely capacitive in nature. However, when a
higher resistivity interconnect layer, such as polysilicon or diffusion is used, the distributed resistance and
capacitance can start to produce transmission line effects at relatively short distances. Similarly, for very
long signal distribution lines or power supply lines, if they are not correctly sized, transmission line
behavior ensues.

Physics. One method for modeling distributed transmission line interconnect effects is lumped equiva-
lent modeling [6]. This method is useful for obtaining approximate models of complex geometries
quickly, and is the basis of accurate numerical finite element simulation techniques. For analog circuit
designers the conversion of interconnect layout sections into lumped equivalent models also provides an
intuitive tool to understanding distributed transmission line interconnect behavior.
To be able to model a length of interconnect as a lumped RC equivalent, the error between the

impedance of the interconnect when correctly treated as a transmission line, and when replaced with the
lumped equivalent, must be kept low. If this error is e, then it can be shown that the maximum length of
interconnect that can be modeled as a simple RC T or P network is given in Equation 1.270. In the
equation, R is the resistance per square of the particular type of interconnect used, C is the capacitance
per unit area, and v is the frequency of operation in radians per second.

D <

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
3 � e

v � R � C

r
(1:270)

This length can be quite short. Consider the case of a polysilicon interconnect line in a 1.2 mm CMOS
process that has a resistance per square of 40V a capacitance per unit are of 0.1 fF=mm2. For an error e of
10% the maximum line length of minimum width line that can be treated as a lumped T orP network for
various frequencies is given in Table 1.11. Longer interconnect lines than this must be cut up into lengths
less than or equal to the length given by Equation 1.270.

Modeling. The accurate modeling of distributed transmission line effects in ICs is best performed with
lumped equivalent circuits. These circuits can be accurately extracted by dissecting the interconnect
geometry into lengths that are, at most, as long as the length given by Equation 1.270. These lengths are
then modeled by either a T or P lumped equivalent RC network. The extraction of the resistance and
capacitance for these short interconnect sections can now follow the same procedures as were described in
Sections 1.5.1.2 and 1.5.1.1. The resulting RC network is then an accurate transmission line model of the
interconnect. Figure 1.106 shows an example of this process.

Effects on circuits. Several parametric and catastrophic problems can arise due to unmodeled trans-
mission line behavior. Signal propagation delays in transmission lines are longer than predicted by a
single lumped capacitance and resistance model of interconnect. Thus, ignoring the effects of transmis-
sion lines can result in slower circuits than expected. If the design of resistors for feedback networks

TABLE 1.11 The Maximum Length of Minimum Width
Polysilicon Line That Can Be Modeled with a Single Lumped
RC T or p Network and Remain 10% Accurate

Frequency (MHz) Length (mm)

10 1262

100 399

1000 126
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results in long lengths of the resistive interconnect used to make the resistors, these resistors may in fact
be RC transmission lines. The extra delay produced by the transmission line may well cause oscillation of
the feedback loops using these resistors. The need for decoupling capacitors in digital and analog circuit
power supplies is due to the RC transmission line behavior of the power supply interconnect. Correct
modeling of the RC properties of the power distribution interconnect is needed to see whether fast power
supply current surges will cause serious changes in the supply voltage or not.

1.5.1.5 Nonlinear Interconnect Parasitics

A number of types of interconnect can have nonlinear parasitics. These nonlinear effects are a challenge
to model accurately because the effect can change with the operating conditions of the circuit. A
conservative approach is to model the effects as constant at the worst likely value they can attain. This
is adequate for predicting parameters, like circuit bandwidth, that need only exceed a specification value.
If the specifications call for accurate prediction of parasitics then large nonlinear parasitics are generally
undesirable and should be avoided.
Most nonlinear interconnect parasitics are associated with depletion or inversion of the semiconductor

substrate. A diffusion interconnect is insulated from conducting substrates such as silicon by a reversed
biased diode. This diode’s depletion region width varies with the interconnect voltage and results in a
voltage-dependent capacitance to the substrate. For example, the diffusion interconnect in Figure 1.107
has voltage-dependent capacitance to the substrate due to a depletion region. The capacitance value
depends on the depletion region thickness, which depends on the voltage difference between the
interconnect and the substrate.

C ¼ C0 � 1� Vs

wB

� �� �M

(1:271)

D D

FIGURE 1.106 The extraction of an accurate RC transmission line model for resistive interconnect. The maximum
allowable length D is computed from Equation 1.270.
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The typical equation for depletion capacitance is given in Equation 1.271. In this equation VS is the
voltage from the interconnect to the substrate, fB is the built-in potential of the semiconductor junction,
M is the grading coefficient of the junction, while C0 is the zero-bias capacitance of the junction. Since the
capacitance is less than C0 for reverse bias and the junction would not insulate for forward bias, we can
assume that the capacitance is always less than C0 and use C0 as a conservative estimate of C. Because of
the uncertainty in the exact structure of most semiconductor junctions wB and M are usually fit to
measured capacitance versus voltage (CV) data.
Another common nonlinear parasitic occurs when metal interconnect placed over a conducting

semiconductor substrate creates inversions at the semiconductor surface. This inversion layer increases
the substrate capacitance of the interconnect and is voltage-dependent. To prevent this most silicon-IC
manufacturers place an inversion-preventing implant on the surface of the substrate. The depletion
between the substrate and n-type or p-type wells diffused into the substrate also creates a voltage-
dependent capacitance. Thus use of the well as a high resistivity interconnect for making high value
resistors will require consideration of a nonlinear capacitance to the substrate.

1.5.2 Pad and Packaging Parasitics

All signals and supply voltages that exit an IC must travel across the packaging interconnections. Just like
the on-chip interconnect, the packaging interconnect has parasitic resistance, capacitance, and induct-
ance. However, some of the packaging materials are significantly different in properties and dimension to
those used in the IC, thus there are major differences in the importance of the various types of parasitics.
Figure 1.108 is a typical packaged IC. The chief components of the packaging are the pads on the chip,
the wire or bump bond used to connect the pad to the package, and then the package interconnect.
The pads used to attach wire bonds or bump bonds to ICs are often the largest features on an IC. The

typical pad is 100 mm on a side and has a capacitance of 100 fF. In addition, protection diodes are often
used on pads that will add a small nonlinear component to the pad capacitance.
The wire bonds that attach the pads to the package are typically very low resistivity and have

negligible capacitance. Their major contribution to package parasitics is inductance. Typically, the

Silicon substrate

Silicon substrate

(a)

(b)

Diffusion interconnect

Diffusion interconnect

Depletion region

Depletion region

FIGURE 1.107 Diffusion interconnect has a voltage-dependent capacitance produced by the depletion region
between the interconnect and the substrate. At low voltage difference between the interconnect and substrate (a), the
capacitance is large. However, the capacitance decreases for larger voltage differences (b).
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package interconnect inductance is greater than the wire bond inductance; however, when wire bonds are
used to connect two ICs directly together, then the wire bond inductance is significant.
Often, the dominant component of package parasitics comes from the packaging interconnect itself.

Depending on the package, there is inductance, capacitance to ground, and parallel line capacitance
produced by this interconnect. Carefully made high-frequency packages do not exhibit much parallel line
capacitance (at the expense of much capacitance to ground due to shielding), but in low-frequency
packages with many connections this can become a problem.
Typical inductance and capacitance values for a high-speed package capable of output bandwidths

around 5 GHz are incorporated into a circuit model for the package parasitics in Figure 1.109. When
simulated with a variety of circuit source resistances (RS) this circuit reaches maximum bandwidth
without peaking when the output resistance is 4 V. At lower output resistance, Figures 1.110 and 1.111
show that considerable peaking in the output frequency response occurs.

Wire bond

Package
interconnect

Pads

FIGURE 1.108 A packaged IC. The main sites of parasitics are the pad, bond, and package interconnect.

vs RS vpad
L1 package

0.2 nH vpackage
L2 package

0.2 nH vout
Vs
DC = 0 V
AC = 1 V
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PARAMETERS
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FIGURE 1.109 The circuit model of a high-frequency package output and associated parasitics. Cpad is the pad
capacitance. L1package, Cpackage, R2, and L2package model the package interconnect. RS is the source resistance of
the circuit. RL and CL are the external load.
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FIGURE 1.110 The PSPICE ac simulation of circuit in Figure 1.109 when the load resistance RL is 10 MV. This
shows how the package inductance causes peaking for sufficiently low output resistance. In this case, peaking occurs
for RS below 4 V and at about 2 GHz.
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FIGURE 1.111 The PSPICE ac simulation of circuit in Figure 1.109 when the load is 50 V. The package inductance
still causes peaking for RS below 4 V.
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1.5.3 Parasitic Measurement

The major concern when measuring parasitics is to extract the individual parasitic values independently
from measured data. This is normally achieved by exaggerating the effect that causes each individual
parasitic in a special test structure, and then reproducing the structure with two or more different
dimensions that will affect only the parasitic of interest. In this fashion, the effects of the other parasitics
are minimized and can be subtracted from the desired parasitic in each measurement.

CP ¼ C1 � C2

L1 � L2
(1:272)

For example, to measure parallel line capacitance, the test structures in Figure 1.112 would be fabricated.
These structures vary only in the length of the parallel lines. This means that if other parasitic capacitance
ends up between the two signal lines used to measure the parasitic, then it will be a constant capacitance
that can be subtracted from both measurements. The parallel line capacitance will vary in proportion to
the variation of length between the two test structures. Thus the parallel line capacitance per unit length
can be found from Equation 1.272. In this equation CP is the parallel line capacitance per unit length, C1

and C2 are the capacitances measured from each test structure, and L1 and L2 are the length of the two
parallel interconnect segments.
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FIGURE 1.112 Test structures for measuring parallel line capacitance.
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2.1 Bipolar Biasing Circuits

Kenneth V. Noren

Establishing bias currents and voltages for building blocks comprising an overall design is fundamental to
the design of bipolar integrated circuits. These building blocks include single-stage and differential
amplifiers, output stages, etc. Biasing often has a direct relationship to electrical characteristics, such as
gain, signal-swing, slew-rate, etc., of the individual building blocks and hence to the overall design.
Biasing circuits include current sources, voltage references, and level-shifters. Most often, it is desirable
that the integrated circuit design be robust and independent of a variety of external factors that can affect
circuit performance. These factors include variations in process parameters, supply voltage, and tem-
perature. Efforts to improve the performance of current sources and voltage references have led to many
refinements and developments that have started from simple beginnings. This section presents some of
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the fundamental current sources and voltage references used for
biasing in bipolar integrated circuit technologies and refinements
of these circuits that have evolved over time.

2.1.1 Common Bipolar Junction Transistor (BJT)
Biasing Circuits

2.1.1.1 Current Mirrors and Sources

The current mirror is a circuit that reproduces a reference cur-
rent at one or more locations in larger circuit. A simple current
mirror is depicted in Figure 2.1. Since VBE1¼VBE2, IOUT � IREF,
and the reference current IREF is effectively mirrored to another
location. In order to evaluate current mirrors and compare the
properties of the many types of current mirrors to one another,
we first define metrics for current mirrors and characteristics for
an ideal current mirror. An ideal current mirror produces and
output current that

1. Reproduces a reference current, exactly
2. Does not vary with loading (the output resistance [Ro] is infinite)
3. Is insensitive to process variations
4. Is insensitive to power supply variations
5. Is insensitive to temperature

2.1.1.1.1 Simple Current Mirror

The relationship between the output current and the reference current or the simple current mirror for
matched transistors is

IOUT
IREF

¼ 1
1þ (2=b)

(2:1)

This equation does not include the effects of the early voltage, but does include the effects of nonzero base
current often referred to as errors due to finite b. The error due to finite b results because IREF must
supply base current to Q1 and Q2. The key problem with this dependency of IOUT on b is that bmay vary
from due to process variations, resulting in an IOUT that varies due to process variations. Were it not
for this dependency, IREF could be adjusted to compensate for this and set IOUT to a desired value. For
b >> 2, the fractional error is �2=b percent.
A second error in IOUT occurs due to finite output resistance. Performing a small-signal analysis for

the circuit for Figure 2.1, it can be shown that the expression for Ro for the simple current source is
equal to ro2.

If the mirror in Figure 2.1 is configured with N output transistors and thus has N output currents, the
transfer function becomes

IOUT
IREF

¼ 1
1þ (N þ 1)=bð Þ (2:2)

2.1.1.1.2 Simple Current Mirror with Beta Helper

The b sensitivity of the simple current mirror can be improved by adding a third transistor to supply base
current to Q1 and Q2 shown in Figure 2.2. Here, the base current of Q1 and Q2 is supplied by the emitter
of Q3 which draws the necessary current from IREF, but reduced by a factor of bþ 1. An analysis shows

Q1 Q2

IREF
IOUT

FIGURE 2.1 Simple current mirror.
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IOUT
IREF

¼ 1

1þ (2=(b2 þ b))
� 1

1þ (2=b2)
(2:3)

This supports the argument that sensitivity to base current drain is reduced. It should be noted that the
equation also depends on the betas of the transistors being matched as well. For b >> 2, the fractional
error is �2=b2 percent. Thus, the fractional error is reduced by a factor of b. For this circuit Ro¼ ro2, so
there is no improvement in Ro.

2.1.1.1.3 Wilson Current Mirror

A current source that shows an improvement in Ro and has reduced b sensitivity is the Wilson current
mirror shown in Figure 2.3 [1].
With this circuit, as with the simple current mirror with beta helper, the base current of Q1 and Q2 is

supplied by emitter current of a third transistor, Q3. A more rigorous analysis will show, neglecting the
effects of the early voltage,

IOUT
IREF

¼ 1

1þ (2=(b2 þ b))
� 1

1þ (2=b2)
(2:4)

For b >> 2, the fractional error is �2=b2. Thus, the fractional error is reduced by a factor of b.
The improvement inRo is due to negative feedback present in the circuit due to the placement ofQ3. To see

this, first consider the case for matched transistors and the effects of output voltage for all of the transistors,
that an increase in VOUT gives rise to an increase in output current. This, in turn, causes an increase in IC2.
Since Q1 and Q2 themselves form a simple current mirror, IC1 also increases which forces a decrease in IB3,
since IREF is constant. This in turn reduces in IOUT. A small-signal analysis to determine Ro shows

Ro � b

2
ro (2:5)

Ro has been increased by a factor of b=2.
The Wilson current mirror can also be extended to N multiple outputs by placing additional

transistors branches in parallel with Q2 and Q3. For this case, it can be shown that

IOUT
IREF

¼ 1
N

1

1þ (2=b2)
(2:6)

where N is the total number of output branches.

Q1

Q3

Q2

IREF
IOUT

FIGURE 2.2 Simple current mirror
with beta helper

Q1

Q3

Q2

IREF VOUT

IOUT

FIGURE 2.3 Wilson current mirror.

Analog Circuit Cells 2-3



2.1.1.1.4 Simple Current Mirror with Emitter Degeneration

Parameters and component values for fabricated devices usually
exhibit deviation from some ‘‘nominal’’ value during the fabrica-
tion process. These variations may occur for across the die, from
die-to-die, from wafer-to-wafer, or from lot-to-lot. An objective
in designing circuits that are process insensitive is to minimize
the effects of process variation. A good example of this is
the simple current mirror with emitter degeneration shown in
Figure 2.4. If IREF and R1 are such that the voltage drop across
VBE1 is small in comparison, then the dominant voltage at VB is
approximately IREFR1. Likewise, if R2 and IOUT are such that
the voltage drop across VBE2 can be neglected, then we have
IREFR1� IOUTR2 and

IOUT ¼ R2

R1
IREF (2:7)

For the simple current mirror, neglecting b and considering the
possibly of mismatched emitter areas, we have

IOUT ¼ A2

A1
IREF (2:8)

Since resistors can be matched to �0.1% and NPN matching for transistors can be as poor as �1%,
the current mirror with emitter degeneration is less susceptible to processing errors. The process
insensitivity is made possible by having the relationship between IOUT and IREF dependent on resistor
ratios.

2.1.1.1.5 Widlar Current Mirror

In bipolar integrated circuit design, it is sometimes desirable to create low currents levels, on the order
of microamps, for example [2]. If either of the simple current mirrors or the Wilson current mirror

is used, this has to be accomplished by creating a very small
reference current and may require large values of resistors
that may consume large amounts of area. The current mirror
depicted in Figure 2.5 is capable of producing a small output
current, from a nominal reference current and a reasonably
sized resistor.
To analyze the circuit, recognize that IREF is determines VBE1.

In the simple current mirror, all of VBE1 appears across VBE2.
In the Widlar current mirror, VBE1 is divided between the
base–emitter junction of Q2 and R1, resulting in a smaller voltage
for VBE2 than VBE1 and thus a smaller IOUT. This suggests
that with proper selection of R1, the potential for generating
very small currents exists. It can be shown, neglecting the effects
of b, that

IOUTR1 ¼ VT ln
IREF
IOUT

� �
(2:9)

where VT is the thermal voltage.

Q1

R1 R2
VB

Q2+

–

IREF

IOUT

FIGURE 2.4 Simple current mirror
with emitter degeneration.

Q1

R1

Q2

IREF
IOUT

FIGURE 2.5 Widlar current mirror.
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For example, to create an IOUT of 5 mA, from a reference of 1 mA, with VT¼ 26 mV, we find
R1¼ 27 kV. If the same 5 mA were desired from the simple current mirror, and we assume that the
emitter areas of Q1 and Q2 are equal, we would need to generate a reference current of 5 mA. To do this,
IREF is replaced by a resistor, RREF, tied to the positive supply voltage, VCC, for example. Suppose for this
example that VCC is 5 V. Then, the voltage drop across RREF is VCC � VBE. Taking VBE¼ 0.7 V gives a
value of RREF¼ (5� 0.7)=5m¼ 860 kV. This, of course, takes up much more chip real estate than for
R1¼ 27 kV and is undesirable.

If the effects of b are included it is necessary to supply two base currents, though IB2 is less than IB1.
Equation 2.2 gives an upper bound for the error due to beta for the Widlar current mirror (the upper
bound being the case where IOUT¼ IREF) and lower bound being 1=(1þ 1=b), supplying base current to
only a single transistor. Thus, the errors due to base current drain are on the same order as that of the
simple current mirror.
For the output resistance, R1 provides negative feedback and thus increases the output resistance

compared with that of the simple current mirror. It is identical to the increase in output resistance that
results from emitter degeneration in a common-emitter amplifier. It can be verified that

Ro ¼ (1þ gmrpR1)ro (2:10)

2.1.1.1.6 Low-Bias Current Mirror

An alternative to the Widlar current source that also provides a low output current is the current source
shown in Figure 2.6 [3,4]. Again, VBE1 is determined by IREF. Applying Kirchhoff’s voltage law,

VBE2 ¼ VBE1 � IREFR1 (2:11)

As with the Widlar current source voltage, the voltage VBE1 is divided between a resistor and the
base emitter junction of Q2, though in a less obvious manner. As a result, VBE2 must be smaller than

VBE1 and effectively a fraction of IREF is mirrored. A more
exact equation that expresses the relationship between the
output current and reference current can be derived from
Equation 2.8, and this is

IOUT ¼ IREF
exp IREFR1=VTð Þ (2:12)

or

R1 ¼ VT ln IREF=IOUTð Þ
IREF

(2:13)

In fact, this current source is capable of supplying even
lower currents than the Widlar current source for a given IREF
and a lower bound for R1. Consider the same example as was
given for the Widlar current source. With IREF¼ 1 mA,
IOUT¼ 5 mA, and VT¼ 26 mV, we find that R1¼ 137.75 V.
This is a substantial decrease in resistance from the Widlar
current mirror example.
The price paid for this improvement is a reduced

output resistance when compared to the Widlar current

Q1

R1

Q2

IREF

IOUT

FIGURE 2.6 Current mirror for generat-
ing low-bias currents.
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source. Negative feedback is not present in this topology and there are no improvements in output
resistance when compared to the simple current mirror. For this current mirror, Ro is simply ro2.
The basic current mirrors can be extended to complementary bipolar technology (CBT) as well.

Figure 2.7 shows an example of a current mirror that can be found in a CBT. A problem that arises in
the current mirrors used in bipolar technology results in the fact that PNP and NPN transistors have a
different Gummel number [5]. This results in different base–emitter voltages (magnitudes) for equal
collector currents. The effects of this can be deduced from Figure 2.7, where now DVBE errors must be
considered. Thus, care must be taken when biasing complementary bipolar designs. This issue of
balancing and matching is a fundamental problem in this technology [5].

2.1.1.1.7 Cascode Current Mirror

The cascode current mirror is depicted in Figure 2.8. It derives its main advantage in an increased output
resistance due to emitter degeneration as does the Widlar current source. In this case, ro2 replaces R1 in
the Widlar current source to provide the emitter degeneration. Though in theory the values of ro2 and R1
may be on the same order, a large value for ro2 can be achieved using a transistor that takes up much less
area than that of a resistor of the same value.
The complete expression for Ro is complicated. However, for the case where IOUT� IREF, the tran-

sistors are matched and gmro >> 1, b >> 2, and ro >> rp (for any combination of transistors) the
expression for the output resistance reduces to

Ro ¼ b

2
ro2 (2:14)

2.1.1.1.8 VBE Referenced Current Mirror

For many current mirrors, IREF is determined by a resistor tied to the positive power supply. In the
Widlar current mirror example, IREF¼ (VCC�VBE)=RREF. The reference current is directly proportional
to the supply voltage. In many situations, this is undesirable. One alternative is to replace VCC by one of

Q1

Q2

IREF

VCC

IOUT

FIGURE 2.7 Current mirror for com-
plementary bipolar design.

Q1

Q3 Q4

Q2

IREF
IOUT

FIGURE 2.8 Cascode current mirror.
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the many available circuits which provide a voltage refer-
ence that is independent of supply voltage. Another alter-
native is the VBE referenced current mirror (Figure 2.9).

The basic principle of this current mirror is to establish a
base–emitter voltage and to convert this voltage to a current
using a resistor. Referring to Figure 2.9, the VBE (VBE1) drop
is first established with VCC and R1. The voltage VBE1 and R2
determines IOUT. Neglecting finite betas for the transistors,
this current is approximately equal to VBE1=R2. Since VBE1

is fairly constant, IOUT is fairly constant. A complete deriv-
ation yields

IOUT ¼ VT

R2
ln

VCC

IS1R1

� �
(2:15)

where IS1 is the saturation current of Q1. Equation 2.13
shows the output current has a logarithmic variation with
respect to VCC, an improvement over the linear relationship
found in other current mirrors.

2.1.1.1.9 Self-Biased VBE Referenced Current Source

A self-biased VBE referenced current source is depicted in
Figure 2.10. Q1, Q2, Q3, Q4, and R2 form the core of the
current source. Q1 and Q2 form a VBE referenced current
mirror and the pairQ3 andQ4 form a simple current mirror.
If current exists, then IC1¼ IC2, due to Q3 and Q4, and one
valid solution to is IC2�VBE=R2, independent of VCC. How-
ever, a second valid solution is IC2¼ 0 A (or practically, a
value for IC2 on the order of leakage currents). For this
reason, a start-up circuit is added to the circuit. D1–5, RB1,
and RB2 form the start-up circuitry. If IC1¼ IC2¼ 0, the
voltage at the cathode of D1 is 0 V and D1 turns on, injecting
current into the core of the current source. Positive feedback
in the circuit forces the current toward the condition where
IC2�VBE=R2. At some point, the voltage at the cathode ofD1

raises to a level that shutsD1 off, thereby ‘‘disconnecting’’ the
start-up circuitry from the current source core.
Once IC1 and IC2 have been established as a reference

current for a larger circuit, the current can be mirrored to
other parts of the circuit by placing transistors in parallel
with Q1 and Q4, as shown with Q5 and Q6.

2.1.1.1.10 Self-Biased VT Referenced Current Source

A second type of self-biased current source called self-
biased VT referenced current source is shown in Figure 2.11. In this circuit, Q3 and Q4 are current
mirrors and force the condition that if current exists, then IC1¼ IC2. In general, the area of Q2 (A2) is set
to be ‘‘N’’ times the area of Q1 (A1) and thus IS2¼NIS1, where n is some integer. In practice, this is
achieved by placing n transistors in parallel. This causes a difference in base–emitter voltages,
DVBE¼VBE1�VBE2¼ nVTln(N), and this difference is dropped across R1. Thus,

R1

R2

Q2

IOUT

VCC

Q1

FIGURE 2.9 Current source that has
reduced supply voltage dependency.

RB1

R2

RB2

Q3

Q1

Q2

Q4

IOUT

VCC

D1

D2

D3

D4

D5

FIGURE 2.10 Self-biased VBE referenced
current source.
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IC1 ¼ IC2 ¼ nVT ln (N)
R1

(2:16)

IC1 and IC2 can in turn be mirrored by placing transistors in
parallel with Q1 and Q4 to form current mirrors.

2.1.1.2 Voltage References

Also fundamental to biasing in BJT circuits is the voltage
reference. As with the current sources, we may define an
ideal voltage source in order to have an adequate way of evalu-
ating voltage references. An ideal voltage reference produces a
voltage that

1. Does not vary with loading (zero output resistance)
2. Is insensitive to process variations
3. Is insensitive to power supply variations
4. Is insensitive to temperature

The simplest voltage reference is the zener diode reference, but
it is well known that a zener diode exhibits temperature depend-
ence and has a fairly high output resistance. Some of the
modifications to a simple zener diode include placing a diode
series with a zener, strings of diodes, and the common-collector
stage. Figure 2.12 gives an example. Here it is assumed, but not
always true, that VDZ has a positive coefficient and VD1 has a
negative temperature coefficient and provides some cancellation
of the coefficients. Thus, this can produce a reference voltage
that is insensitive to temperature. There are literally hundreds of
deviations based on this fundamental principle.
A circuit that produces a voltage that is an arbitrary multiple

of VBE is the VBE multiplier circuit shown in Figure 2.13. The
circuit works on the principle that a current equal to VBE=R2 is
generated and, neglecting base current, flows through R1. Thus,
the voltage across R1 is (VBE=R2)R1 and the total voltage can be
written as

VREF ¼ 1þ R2

R1

� �
VBE (2:17)

Many applications for biasing circuits demand that their per-
formance remain constant through a wide range of temperat-
ures. Thus, many circuits for temperature insensitive biasing
have emerged. Ideally, a temperature insensitive output, voltage
or current, would depend on a temperature insensitive element.
Since all semiconductor components exhibit variation with
temperature, most of the schemes for temperature independence involve some form of cancellation
technique or compensation [6]. Instead of eliminating all of the sensitivity, the design techniques
strive to minimize the errors. For example, a common solution is to place devices with positive
temperature coefficients in series with devices with negative temperature coefficients, scaling some of
these coefficients if necessary, to provide nearly zero sensitivity to temperature for an output is taken
across the devices.

R1

Q3 Q4

Q1

A1 A2 = NA1

Q2

IOUT

VCC

FIGURE 2.11 Self-biased VT referenced
current source.

Z1

D1

IBIAS

VREF

FIGURE 2.12 Zener-biased voltage ref-
erence.
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A simple band-gap reference is depicted in Figure 2.14. Band-gap circuits also operate on a principle of
cancellation of temperature coefficients. Generally, a voltage is developed which is a scaled value of VT.
This scaled value has a well-defined temperature coefficient which is the scaling constant times the
temperature coefficient of VT, which is positive. This voltage is added to a base–emitter voltage, which
has a negative temperature coefficient. The scaling factor is chosen so that the sum of the temperature
coefficients is zero. The output is then taken across the two voltages to produce a voltage with a
temperature coefficient of approximately zero. Generally, the output voltage has the form

VREF ¼ VBE þ KVT (2:18)

If the temperature coefficient of VBE is taken to be
�2 mV=8C and the temperature coefficient of VT is
taken to be k=q � þ0.085 mV=8C, this results in a value
forK of about 23.52. This gives a value forVOUT of about
0.7 Vþ 23.52(25.9 mV)¼ 1.3 V, close to the band-gap
voltage of silicon, and gives rise to the nomenclature of
band-gap references.
In the circuit in Figure 2.14, we assume that Q1 and Q2

operate at different current densities. This is done either by
operatingQ1andQ2atdifferentcollectorcurrent levels,with
matched emitter areas, or by operating them at the same
collector currents with emitter areas being mismatched. A
voltage DVBE is developed across R3 and then current
through R3 and R2, negecting the effects of b, is DVBE=R3.
This gives VREF¼DVBER2=R3þVBE3. Since DVBE¼VTln
(J1=J2), this gives the constantK as being R2=R3ln(J1=J2).
An improved band-gap reference is depicted in

Figure 2.15. This reference forms a basic building block
for several commercial voltage references. In this circuit,
IC1 and IC2 are forced to be equal by the high-gain

IBIAS

VREF

R1

R2

Q1

FIGURE 2.13 VBE multiplier circuit.

IBIAS

VREF

R1

R3

R2

Q3

Q1 Q2

FIGURE 2.14 Simple bandgap reference.

VCC

VREF

R R
+
–

R2

R1

Q1 Q2

FIGURE 2.15 Improved bandgap reference.
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amplifier operating with negative feedback. The current densities ofQ1 andQ2 are made unequal by sizing
the emitter areas of Q1 and Q2 differently. In this case, A1¼NA2. This means DVBE¼ nVTln(IS1=IS2)¼
VTln(N). The voltage drop across R2 isDVBER2=R1. Finally,VREF¼VBEþVTln(n)R2=R1. Thus, in this case,
K¼R2=R1ln(n).

There is a wealth of information available in the literature on current sources and voltage references.
Further depth into bias circuits behavior is provided in the accompanying references for this section.
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2.2 Canonic Cells of Linear Bipolar Technology

John Choma, Jr. and J. Trujillo

2.2.1 Introduction

The circuit configurations of linear signal processors realized in bipolar technology are as diverse as the
system operating requirements that these circuits are designed to satisfy. Despite topological diversity,
most practical open-loop linear bipolar circuits are derived from interconnections of surprisingly
few basic subcircuits. These subcircuits include the diode-connected bipolar junction transistor (BJT),
the common-emitter amplifier, the common-base amplifier, the common-emitter–common-base cas-
code, the emitter follower, the Darlington connection, and the balanced differential pair. Because these
open-loop subcircuits underpin linear bipolar circuit technology, they are rightfully termed the ‘‘canonic
cells’’ of linear bipolar circuit design.
By examining the low-frequency performance characteristics of the canonic cells of linear bipolar

technology, this section achieves two objectives. First, the forward gain, the driving point input
resistance, and the driving point output resistance are cataloged for each canonic circuit. This infor-
mation produces Thévenin and Norton I=O port equivalent circuits that expedite the analysis and
design of multistage electronics. Second, the forthcoming work establishes a basis for prudent circuit
design in that all analytical results are studied by highlighting the attributes and uncovering the
limitations of each cell. The understanding that resultantly accrues paves the way toward systematic
design procedures that yield optimal circuit architectures capable of circumventing observed subcircuit
shortcomings.

2.2.2 Small-Signal Model

The fundamental tool exploited in the analyses that follow is the low-frequency small-signal equivalent
circuit of a BJT shown in Figure 2.16a. This equivalent circuit, which applies to NPN and PNP discrete
component and monolithic transistors, is derived from the low-frequency, large-signal NPN BJT model
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offered in Figure 2.16b [1,2]. As is depicted in Figure 2.16c, the PNP large-signal transistor model is
topologically identical to its NPN counterpart. The only difference between the two models is a reversal
in the direction of all controlled current sources and branch currents and a reversal in polarity of all
assigned branch and port voltages.
The large-signal models in Figure 2.16b and c are simplified to reflect transistor biasing that assures

nominally linear device operation for all values of applied input signal voltages. A necessary condition for
linear operation is that the internal emitter–base junction voltage ve be at least as large as the threshold
voltage, say vg, of the junction for all time, that is,

ve(t) � vg for all time t (2:19)

For silicon transistors, vg is typically in the neighborhood of 700–750 mV. A second condition underlying
transistor operation in its linear regime is that the internal base–collector junction voltage vc is never
positive, that is,
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FIGURE 2.16 (a) Low-frequency, small-signal model of a BJT. (b) Low-frequency, large-signal model of an NPN
BJT. (c) Low-frequency, large-signal model of a PNP BJT.
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vc(t) � 0 for all time t (2:20)

In the models of Figure 2.16b and c, rb represents the ‘‘effective base resistance’’ of a BJT, rc is its net
‘‘internal collector resistance,’’ and re is the net ‘‘internal emitter resistance.’’ All three resistances, and
particularly rb, decrease monotonically with increasing quiescent base and collector currents, IBQ and ICQ,
respectively [3,4]. The collector resistance also decreases with increase in the intrinsic collector–emitter
voltage vx. Large base, collector, and emitter resistances conduce reduced circuit gain, diminished gain-
bandwidth product, and increased electrical noise. In view of these observations and in the interest of
formulating a mathematically tractable analysis that produces conservative estimates of bipolar circuit
performance, these resistances are usually interpreted as constants equal to their respective low-current,
low-voltage values.
In a monolithic fabrication process, unacceptably large internal device resistances can be reduced by

exploiting the fact that rb, rc, and re are inversely proportional to the emitter–base junction injection area.
This area is a designable parameter chosen to ensure that the transistor in question conducts the proper
density of collector current. Unfortunately, the engineering price potentially paid for a reduction of
device resistances through increase in junction area is circuit response speed, since the capacitances
associated with transistor junctions are directly proportional to device injection area.
The current IBE in Figure 2.16b and c is given approximately by

IBE ¼ AEJS
bF

eve=nfVT (2:21)

where
AE is the aforementioned emitter–base junction area
JS is the density of transistor saturation current
bF is the forward short-circuit current transfer ratio
nf is the injection coefficient of the emitter–base junction
ve is the internal junction voltage serving to forward bias the emitter–base junction

and

VT ¼ kTj

q
(2:22)

is the Boltzmann voltage. In the last expression, k is Boltzmann’s constant [1.38 (10�23) J=K], Tj is
the absolute temperature of the emitter–base junction, and q is the magnitude of electron charge
[1.6 (10�19) C].

The current ICC is derived from [5]

ICC ¼ AEJSe
ve=nfVT 1� ICC

IKF

� �
1þ vx

VAF

� �
(2:23)

where
IKF, which is proportional to AE, is the ‘‘forward knee current’’ of the transistor [6]
VAF, which is independent of AE, is the ‘‘forward Early voltage’’ [7]

Note that the base current ib is the current IBE, while the collector current ic is ICC. Thus, the ‘‘static
common-emitter current’’ gain (often referred to as the ‘‘DC beta’’), hFE, of a BJT is

hFE ¼ ic
ib
¼ ICC

IBE
¼ bF 1� ic

IKF

� �
1þ vx

VAF

� �
(2:24)

which is functionally dependent on both the collector current and the intrinsic collector–emitter voltage.
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Unlike the base, collector, and emitter resistances, the resistance rp in the small-signal model
of Figure 2.16a is not an ohmic branch element. It is a mathematical resistance that arises from the
Taylor series expansion of the current IBE about the ‘‘quiescent-operating point,’’ or ‘‘Q-point’’ of
the transistor. In particular, rp, which is known as the ‘‘emitter–base junction diffusion resistance,’’
derives from

1
rp

¼ qIBE
qve

����
Q

(2:25)

where it is understood that the indicated derivative is evaluated at the Q-point of the device. This Q-point
is unambiguously defined by the ‘‘zero signal, or static,’’ values of the base current IBQ, the collector
current ICQ, and the internal collector–emitter voltage VXQ. Using Equations 2.21 and 2.24, and the fact
that ibþ IBE,

rp ¼ hFEnfVT

ICQ
(2:26)

The inverse dependence of rp on quiescent collector current renders rp large at low collector current
biases.
Similarly, ro, the ‘‘forward Early resistance,’’ derives from

1
ro

¼ qICC
qvx

����
Q

(2:27)

It can be shown that

ro ¼ VXQ þ VAF

ICQ 1� ICQ
IKF

� � (2:28)

Like rp, ro is also large for low-level biasing.
Finally, the parameter b, which is the ‘‘low-frequency small-signal common-emitter short-circuit

current gain’’ (often more simply referred to as the ‘‘AC beta’’) of the transistor, is

b ¼ gmrp (2:29)

where gm, the ‘‘forward transconductance’’ of a BJT is

gm ¼ qICC
qve

����
Q

(2:30)

From Equations 2.23, 2.24, 2.26, and 2.29,

b ¼ hFE 1� ICQ
IKF

� �
(2:31)

To the extent that ICQ � IKF, b is nominally independent of both Q-point collector current and emitter–
base junction injection area.
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2.2.3 Single-Input–Single-Output Canonic Cells

2.2.3.1 Diode-Connected Transistor

The simplest of the single-input–single-output, or ‘‘single-ended’’ canonic cells for linear bipolar circuits
is the ‘‘diode-connected transistor’’ offered in Figure 2.17a. This transistor connection emulates the volt–
ampere characteristics of a conventional PN junction diode. It can therefore be used in rectifier, voltage
regulator, dc level shifting, and other applications that exploit conventional diodes. But unlike a
conventional PN junction diode, the diode-connected transistor proves especially useful in current
mirror biasing schemes. These and other similar circuits require that the base–emitter terminal voltage,
v, of the diode track the base–emitter terminal voltage of a second, presumably identical transistor, over
wide variations in junction-operating temperatures.
If the voltages dropped across the internal base, collector, and emitter resistances are small, the

intrinsic emitter–base junction voltage, ve, is approximately the indicated terminal voltage, v. Moreover,
the intrinsic base–collector junction voltage, vc, is essentially zero. It follows that for v> vg, the transistor
in the diode connection operates in its linear regime.
In the subject diagram, the terminal voltage v is depicted as a superposition of a static voltage, VQ, and

a signal component, vs. The resultant diode current, i, is a superposition of a quiescent current, IQ, and a
signal current, is. The quiescent components of diode voltage and current arise from static power
supplied to the diode circuit to ensure that the diode-connected device operates in its linear regime.
On the other hand, the signal components are established by a time-varying signal applied to the input
port of the circuit in which the diode-connected transistor is embedded. In order to achieve reasonably
linear processing of the applied input signal, the value of VQ must be such as to ensure that v¼VQþ
vs> vg for all values of the time-varying signal voltage vs. Since vs can be positive or negative at any
instant of time, the requirement VQþ vs> vg mandates that the amplitude of vs be sufficiently small.

i = IQ + is

v = VQ + vs
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FIGURE 2.17 (a) Diode-connected BJT. (b) The small-signal equivalent circuit of the diode in (a). (c) Low-
frequency, small-signal model of the diode-connected transistor in (a). The ratio Vtest=Itest is the small-signal
resistance Rd presented at the terminals of the diode-connected transistor. (d) The model in (c) approximated for
the case of very large Early resistance.
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The immediate impact of the small-signal condition corresponding to the linearity requirement
VQþ vs> vg is that the small-signal volt–ampere characteristics of the diode are linear. And since the
diode is a two-terminal element, these characteristics can be modeled at low-signal frequencies by a
simple resistance, say Rd, as suggested by the single-element macromodel offered in Figure 2.17b. The
resistance in the latter figure can be determined by using the small-signal transistor model of Figure 2.16a
to construct the small-signal equivalent circuit of the diode-connected transistor shown in Figure 2.17c.
In this figure, the ratio of the test voltage, Vtest, to the test current, Itest, is the desired resistance, Rd.
A straightforward KVL analysis confirms that

Rd ¼ Vtest

Itest
¼ re þ (ro þ rc)k(rb þ rp)

1þ bro
roþrcþrbþrp

(2:32)

Typically, ro is 25 kV or larger, rc is smaller than 75V, rb is of the order of 100V, and rp is in the range of
1 kV for a minimal geometry device. It follows that ro >> (rcþ rbþ rp), and Rd can be approximated as

Rd � re þ rb þ rp
bþ 1

(2:33)

Note that this terminal resistance is of the order of the low tens of ohms. For example, if rb¼ 100 V,
rp¼ 1.2 kV, re¼ 1 V, and b¼ 100, Rd¼ 13.9 V. It is instructive to note that the approximation, ro >>
(rcþ rbþ rp), collapses the model in Figure 2.17c to the structure in Figure 2.17d, from which Equation
2.33 follows immediately.
A variation of the diode scheme is the so-called VBE ‘‘multiplier’’ depicted in Figure 2.18a. This circuit

finds extensive use in regulator and level shifting applications that require either a series interconnection
of more than one diode or a circuit branch voltage drop whose requisite value is a nonintegral multiple of
the base–emitter terminal voltage of a single diode.

The circuit under consideration establishes a static terminal voltage, VQ, whose value is a designable
multiple of the static base–emitter terminal voltage, VBEQ. To confirm this contention, observe that for
static operating conditions, VQ is

VQ ¼ RY(IQ � ICQ)þ VBEQ (2:34)

where the voltage component VBEQ of the net base–emitter terminal voltage vbe is

VBEQ ¼ RX IQ � hFE þ 1
hFE

� �
ICQ

� �
(2:35)

The current, ICQ, is the static component of the net collector current, ic, and hFE is the collector current to
base current transfer ratio defined by Equation 2.24. An elimination of ICQ from the foregoing two
expressions leads to

VQ ¼ 1þ aFERY

RX

� �
VBEQ þ RY

hFE þ 1

� �
IQ (2:36)

where

aFE ¼ hFE
hFE þ 1

(2:37)
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is known as the ‘‘static common-base current gain’’ (often referred to as the ‘‘DC alpha’’) of a BJT.
Equation 2.36 suggests that the static electrical behavior of the VBE multiplier approximates a battery,
whose voltage is controllable by the resistive ratio RY=RX. The internal resistance of this effective battery
is inversely dependent on (hFEþ 1), and is therefore small. The macromodel in Figure 2.18b reflects the
foregoing electrical interpretation. Note the for RY¼ 0 and RX infinitely large, the circuit in Figure 2.18a
collapses to the diode-connected transistor of Figure 2.17a, and VQ understandably reduces to VBEQ, the
quiescent base–emitter terminal voltage of a diode-connected transistor.
For VQþ vs> vg, the transistor in the VBE multiplier operates linearly. Accordingly, the pertinent

small-signal terminal characteristics emulate a resistance, say RV, which can be determined by applying
the model of Figure 2.16a to the circuit in Figure 2.18a. The resultant equivalent circuit, simplified to
reflect the realistic assumption of large ro, is shown in Figure 2.18c while Figure 2.18d postulates the
small-signal macromodel. An analysis of the circuit in Figure 2.18c reveals that

Rv � RXkRd þ RY 1� aRX

RX þ Rd

� �
(2:38)

where

a ¼ b

bþ 1
(2:39)
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FIGURE 2.18 (a) Schematic diagram of VBE multiplier. (b) DC macromodel of the multiplier in (a). (c) Low-
frequency small-signal equivalent circuit of the YBE multiplier. (d) The small-signal equivalent resistance at the
terminals of the VBE multiplier.
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is the ‘‘low-frequency, small-signal, common-base, short-circuit current gain’’ (more simply referred
to as the ‘‘ac alpha’’) of the transistor, and Rd is the resistance given by Equation 2.32. For RY¼ 0,
RX¼1 reduces Rv to the expected result, Rv�Rd. Note further that for b >> 1 (which makes a� 1) and
Rd >> RX, Rv is essentially the small-signal resistance presented at the terminals of a diode-connected
transistor.

2.2.3.2 Common-Emitter Amplifier

The most commonly used single-ended canonic gain cell is the ‘‘common-emitter amplifier,’’ whose
NPN and PNP AC schematic diagrams are shown in Figure 2.19a and b, respectively. The AC schematic
diagram delineates only the signal paths of a circuit. Thus, the biasing subcircuits required for linear
operation of the transistors are not shown, thereby affording topological and analytical simplification.
This simplification is accomplished without loss of engineering generality, for the results produced by an
analysis of the AC schematic diagram reveal all salient performance traits of the common-emitter
configuration.

The common-emitter amplifier is distinguished by the facts that signal is applied to the base of the
transistor, and the resultant response is extracted as either the voltage, VOS, or the current, IOS, at
the collector port. The effective load resistance terminating the collector to ground is indicated as RLT,
while the signal source is represented as a traditional Thévenin equivalent circuit. Alternatively, a Norton
representation of the input source can be used, with the understanding that the Norton equivalent
signal current, say IST, is simply the ratio of the Thévenin signal voltage, VST, to the Thévenin source
resistance, RST.
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FIGURE 2.19 (a) AC schematic diagram of an NPN common-emitter amplifier. (b) AC schematic diagram of a
PNP common-emitter amplifier. (c) Small-signal, low-frequency equivalent circuit of the common-emitter amplifier.
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The common-emitter amplifier is capable of large magnitudes of voltage and current gains, moderately
large input resistance, and very large driving point output resistance. An analytical confirmation of these
contentions begins by drawing the small-signal equivalent circuit of the amplifier. This structure is given
in Figure 2.19c and is valid for either the NPN or the PNP versions of the amplifier. An analysis of the
small-signal model yields a voltage gain,

Avce ¼ VOS=VST, of

Avce ¼ � (b� (re=ro))(ro=(ro þ rc þ re þ RLT))RLT

RST þ rb þ rp þ ((bro=(ro þ rc þ RLT))þ 1)[rek(ro þ rc þ RLT)]

	 

(2:40)

This relationship can be simplified by exploiting the fact that the internal resistance re of a transistor
is small. Thus, b >> re=ro and re >> (roþ rcþRLT), thereby implying

Avce � � beffRLT

RST þ rb þ rp þ (beff þ 1)re
(2:41)

where

beff
D¼ b

ro
ro þ rc þ RLT

� �
(2:42)

is an attenuated version of the AC beta for the utilized transistor. This effective beta approximates b itself,
since ro >> (rcþRLT) is typical.
In concert with earlier arguments, Equation 2.41 confirms a diminished magnitude of gain for large

internal device resistances. Note also that phase inversion, as inferred by the negative sign in either
Equation 2.40 or 2.41 prevails between the Thévenin source voltage, VST, and the voltage signal response,
VOS. Finally, observe that large magnitudes of voltage gain are possible in the common-emitter orien-
tation when beff is sufficiently large.
The driving point input resistance, Rince, of the common-emitter amplifier can be determined as the

ratio Vx=Ix for the test structure depicted in Figure 2.20a. It is easily shown that

Rince ¼ rb þ rp þ (beff þ 1)[rek(ro þ rc þ RLT)] (2:43)

Since re � (roþ rcþRLT), Equation 2.43 collapses to

Rince � rb þ rp þ (beff þ 1)re (2:44)

Similarly, the driving point output resistance, Routce, is derived as the Vx=Ix ratio of the equivalent circuit
offered in Figure 2.20b. In particular,

Routce ¼ rc þ rek(rp þ rb þ RST)þ bre
re þ rp þ rb þ RST

þ 1

� �
ro (2:45)

Since the model resistance rp varies inversely with collector bias current, Rince is moderately large when
the common-emitter transistor is biased at low currents. On the other hand, Routce is very large since
Equation 2.45 confirms Routce> ro.

When the foregoing results are simplified to reflect the practical special case of a very large forward
Early resistance, ro, the cumbersome small-signal equivalent circuit of Figure 2.19c reduces to a ‘‘small-
signal macromodel’’ useful for design-oriented circuit analysis of multistage amplifiers. To this end, note
that a large ro produces a driving point common-emitter input resistance that is independent of the

2-18 Analog and VLSI Circuits



terminating load resistance. Such independence implies no internal feedback from the output to input
ports. It follows that the small-signal volt–ampere characteristics at the input port of a common-emitter
amplifier can be modeled approximately by a simple resistance of value, Rince, as defined by Equation
2.44. On the other hand, the large driving point output resistance Routce suggests that a prudent output
port model of a common-emitter stage is a Norton equivalent circuit. The Norton, or short-circuit,
output current is proportional to the applied input signal voltage, VST, as depicted in Figure 2.21a.
Alternatively, it can be expressed as a proportionality of the Norton input signal current, IST, as suggested
in Figure 2.21b. In the former figure, the Norton current is

GfceVST ¼ lim
RLT!0

IOS ¼ lim
RLT!0

�VOS

RLT

� �
¼ lim

RLT!0
�AvceVST

RLT

� �
(2:46)

Subject to the assumption of large ro,

Gfce ¼ lim
RLT!0

�Avce

RLT

� �
� b

RST þ rb þ rp þ (bþ 1)re
(2:47)

Recalling Equation 2.29, this effective forward transconductance of the amplifier can be expressed in
terms of the transconductance, gm, of the transistor utilized in the amplifier. Specifically,
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FIGURE 2.20 (a) Small-signal test structure used to determine the driving point input resistance of the common-
emitter amplifier. (b) Small-signal test structure used to determine the driving point output resistance of the
common-emitter amplifier.

Analog Circuit Cells 2-19



Gfce � gm
1 ¼ gmre þ ((re þ rb þ RST)=rp)

(2:48)

In the macromodel of Figure 2.21a, Routce is very large by virtue of large ro. Accordingly, the parallel
combination of Routce and RLT is essentially RLT, thereby implying an approximate common-emitter
voltage gain of

Avce � �GfceRLT (2:49)

For the alternative macromodel in Figure 2.21b, the Norton current is

AiceIST ¼ Aice
VST

RST

� �
¼ lim

RLT!0
IOS ¼ GfceVST (2:50)

Since VST¼RSTIST, it follows that Aice is, for large ro,

Aice ¼ GfceRST � b
RST

RST þ rb þ rp þ (bþ 1)re

� �
(2:51)

Note that the Norton current proportionality Aice, which is, in fact, the approximate ratio of the indicated
output current, IOS, to the Norton source current, IST, in the common-emitter configuration, is always
smaller than b.

Example 2.1

Transistor Q1 in the amplifier depicted in Figure 2.22a is fundamentally a common-emitter configuration
since input signal is applied to its base terminal and the output voltage signal response is extracted at its
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FIGURE 2.21 (a) Small-signal macromodel of a common-emitter amplifier in which the Norton output port circuit
uses a voltage-controlled current source. (b) Small-signal macromodel of a common-emitter amplifier in which the
Norton output port circuit uses a current-controlled current source.
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collector. The amplifier uses coupling capacitors Ci and Co at its input and output ports. The input
coupling capacitor, Ci, blocks the flow of static current in the source signal branch consisting of the
series interconnection of the voltage, VS, and the Thévenin source resistance, RS. Accordingly, Ci,
precludes RS from affecting the biasing of both transistors used in the amplifier. Similarly, the
output coupling capacitor, Co, blocks the flow of static current in the external load resistance, RL.
Thus, both Ci and Co can be viewed as open circuits for dc considerations. But simultaneously, these
capacitors can be rendered transparent for AC situations by choosing them sufficiently large so that they
emulate short circuits at the lowest frequency, say fl, of signal-processing interest. In this problem, it is
tacitly assumed that Ci and Co, which are perfect DC open circuits, behave as good approximations of AC
short circuits.
The subject amplifier utilizes a diode-connected transistor (Q2) for temperature compensation of the

static collector current conducted by transistor Q1. For simplicity, assume that these two transistors
have identical small-signal parameters of rb¼ 90 V, rc¼ 55 V, rp¼ 970 V, ro¼ 42 kV, and b¼ 115. Let
the indicated circuit parameters be R1¼ 2.2 kV, R2¼ 1.3 kV, REE¼ 75 V, RCC¼ 3.9 kV, RL¼ 1.0 kV,
and RS¼ 300 V. Assuming that these circuit variables ensure linear operation of both devices,
determine the small-signal voltage gain, Av¼ VOS=VS, the driving point input resistance, Rin, and
the driving point output resistance, Rout, of the amplifier. Finally, calculate the requisite minimum values
of the input and output coupling capacitors, Ci and Co, such that the lowest frequency fl of interest is
500 Hz.
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FIGURE 2.22 (a) Common-emitter amplifier with capacitively coupled input and output signal ports. (b) AC
schematic diagram of the amplifier in (a). (c) Simplified AC schematic diagram of the amplifier in (a).
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Solution

1. The first step of the solution process entails drawing the AC schematic diagram of the subject
amplifier. By casting this diagram in the form of the canonic cell shown in Figure 2.19a, the gain
and resistance expressions provided above can be exploited directly to assess the small-signal
performance of the circuit at hand. Such a solution tack maximizes design-oriented understanding
by avoiding the algebraic tedium implicit to an analysis of the entire small-signal equivalent circuit
of the amplifier.
To the foregoing end, observe that transistor Q2 operates in its linear regime as a diode. It can

therefore be viewed as the two terminal resistance Rd, given by Equation 2.32 or 2.33. Since the
Early resistance is large, the latter expression can be used to arrive at Rd¼ 10.64 V.

Since the power supply voltage, VEE, is presumed ideal in the sense that it contains no signal
component, the resultant series combination of Rd and R2 returns base of transistor Q1 to ground,
as depicted in Figure 2.22b. Similarly, R1 appears in shunt with the series interconnection of Rd and
R2, since VCC, like VEE, is also presumed to be an ideal constant (zero signal component) source of
voltage. The AC schematic diagram of the input port is completed by noting that the AC short-
circuit nature of the coupling capacitance Ci effectively connects the Thévenin representation of
the signal source directly between the base of Q1 and ground.

At the output port of the amplifier, RCC connects between the collector and ground since, as
already exploited, VCC is an AC short circuit. Moreover, the external load resistance, RL, shunts
RCC, as shown in Figure 2.22b, because Co behaves as an AC short circuit. The AC schematic
diagram is completed by inserting the emitter degeneration resistance REE as a series element
between ground and the emitter of transistor Q1.

2. The diagram in Figure 2.22b can be straightforwardly collapsed to the simplified topology of Figure
2.22c. In the latter circuit, the effective load resistance, RLT, is

RLT ¼ RCCkRL ¼ 795:9 V

At the input port, the Thévenin resistance seen by the base of Q1 is

RST ¼ R1k(Rd þ R2)kRS ¼ 219:7 V

while the corresponding Thévenin signal voltage can be expressed as KSTVS, where the voltage
divider KST is

KST ¼ R1k(Rd þ R2)
R1k(Rd þ R2)þ RS

¼ 0:733

The implication of this calculation is that, insofar as the active transistor Q1 is concerned, the
biasing resistances R1 and R2, cause a loss of more than 25% of the applied input signal.

3. The resultant AC schematic diagram in Figure 2.22c is virtually identical to the canonic topology in
Figure 2.19a. Indeed, if the circuit resistance REE is absorbed into Q1, where it appears in series with
the internal emitter resistance re, the diagram is identical to the AC schematic diagram of the
canonic common-emitter cell. Since (reþREE)¼ 76.5 V is better than 560 times smaller than
the resistance sum, (roþ rcþRLT)¼ 42.85 kV, and b¼ 115 is more than 63,000 times larger
than the resistance ratio (reþREE)=ro¼ 0.00182, the simplified expression in Equation 2.41 can
be used to evaluate the voltage gain VOS=KSTVS in Figure 2.22c. From Equation 2.42, the effective
small-signal beta is beff¼ 112.7. Then, with re replaced by (reþREE)¼ 76.5 V. Equation 2.41 gives

Avce ¼ VOS

KSTVS
¼ �8:99 V=V

It follows that the actual voltage gain of the amplifier in Figure 2.22a is
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Av ¼ VOS

VS
¼ KSTAvce ¼ �6:59 V=V

A better design, in the sense of achieving an adequate desensitization of circuit transfer character-
istics with respect to parametric uncertainties, entails the use of a slightly larger emitter degeneration
resistance REE selected to ensure that (beffþ 1)(reþREE) � beff REE >> (RSTþ rbþ rp). For such a
design, Equation 2.41 produces

Av � �KSTRLT

REE

which is nominally independent of transistor parameters.
4. With re replaced by (reþREE)¼ 76.5 V, Equation 2.44 gives for the input resistance seen looking

into the base of transistor Q1 in Figure 2.22c, Rince¼ 9.76 kV. It follows that the driving point input
resistance seen by the source circuit in Figure 2.22b is

Rin ¼ R1k(Rd þ R2) Rincek ¼ 757:6 V

5. The output resistance, Routce, seen looking into the collector of transistorQ1 in the diagram of Figure
2.22c is derived from Equation 2.45. With re replaced by (reþREE)¼ 76.5V, Routce¼ 2.49 MV. The
resultant driving point output resistance seen by the load circuit in Figure 2.22b is

Rout ¼ RCC Routcek ¼ 3894 V

The circuit output resistance is only a scant 6 V smaller than the collector biasing resistance RCC,
owning to the large value of Routce. In turn, the value of the latter resistance is dominated by the last
term on the right-hand side of Equation 2.45, which is proportional to the large forward Early
resistance, ro.

6. The input coupling capacitance, Ci, can be calculated with the help of the input port macromodel
of Figure 2.23a. In this model, the subcircuit to the right of Ci in Figure 2.22a is replaced by its
Thévenin equivalent circuit, which consists of the driving point input resistance, Rin, calculated
previously. The voltage transfer function of this input port is

Vi( jv)
VS( jv)

¼ Rin

Rin þ RS

� �
jv(Rin þ RS)Ci

1þ jv(Rin þ RS)Ci

� �

(a)

RS

VS

Ci

Vi

+

–

Rin

(b)

VOS

Rout RL

Co

Gf VS

FIGURE 2.23 (a) Input port macromodel used in the calculation of the input coupling capacitor Ci. (b) Output port
macromodel used to calculate the output coupling capacitor Co.
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An inspection of the foregoing relationship confirms that the dynamical effect of Ci on the
voltage transfer function response is minimized if v(RinþRs)Ci >> 1. At v¼ 2pfl, the value of
Ci that makes the left-hand side of this inequality equal to one is Ci¼ 0.30 mF. Observe that at
vl(RinþRS)Ci¼ 1,

Vi( jv1)
VS( jv1)

����
���� ¼ Rin

Rin þ RS

� �
j

1þ j

����
���� ¼ 1ffiffiffi

2
p Rin

Rin þ RS

� �

that is the magnitude of the input port voltage transfer function is a factor of the square root of
two, or 3 dB, below the transfer function value realized at signal frequencies that are significantly
higher than fl. If this 3 dB attenuation is acceptable, Ci¼ 0.30 mF is appropriate to the design
requirement.

7. The output coupling capacitance, Co, is calculated analogously by exploiting the macromodel
concepts overviewed in Figure 2.21a. To this end, the output port macromodel is offered in
Figure 2.23b, where the effective forward transconductance, Gf, is such that�Gf(RoutjjRL)¼AV,
as calculated in step 3. The voltage gain is seen to be

Av jvð Þ ¼ VOS( jv)
VS( jv)

¼ � Gf (Rout RLk )½ � jv(Rout þ RL)Co

1þ jv(Rout þ RL)Co

� �

which has an algebraic form that is similar to the foregoing transfer relationship for the amplifier
input port Thus, Co is

Co � 1
2pfl Rout þ RLð Þ ¼ 0:065 mF

Since the 0.30 mF input capacitor and the 0.065 mF output capacitor establish identical input and
output port left-half-plane poles at the same frequency ( f1), the resultant attenuation at f1 is
actually larger than 3 dB. If this enhanced attenuation is unacceptable, the smaller of the two
coupling capacitances can be made larger by a factor of three or so, thereby translating the
associated pole frequency downward by a factor of three. In the present case, a plausible value of
Co is Co� (3)(0.065 mF)¼ 0.2 mF.

It should be noted that the requisite two coupling capacitances are orders of magnitude too large for
monolithic realization. Accordingly, if the subject amplifier is an integrated circuit, Ci and Co are
necessarily off-chip elements.

Example 2.2

When very large magnitudes of voltage gains are required, the output port of a common-emitter
configuration can be terminated in an active load, as opposed to the passive resistive load encountered
in the preceding example. Consider, for example, the complementary, NPN–PNP transistor amplifier
whose schematic diagram appears in Figure 2.24a. The subcircuit containing transistors Q1 and Q2 is
identical to that of the amplifier in Figure 2.22a. Indeed, for the purpose of this example, let the
resistances, R1, R2, REE, and RS, as well as small-signal parameters of transistors Q1 and Q2, remain at
the values respectively stipulated for them in the preceding example. In the present diagram, the PNP
transistor Q3, along with its peripheral biasing resistances R3, R4, and R5, supplants the resistance RCC in
the previously addressed common-emitter unit. Since no signal is applied to the base of Q3, the
subcircuit consisting of Q3, R3, R4, and R5 serves only to supply the appropriate biasing current to
the collector of transistor Q1. To the extent that this static current is invariant with temperature and the
voltage signal response, Vos, established at the collector of Q1, the Q1 load circuit functions as a nominally
constant current source. As a result, the effective load resistance, indicated as RL in the subject figure,
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seen by the collector of Q1 is very large. In view of the absence of an external load appended to the
output port, the resultant voltage gain of the amplifier is commensurately large.
Let R3¼ 1.8 kV, R4¼ 3.3 kV, and R5¼ 100 V. Moreover, let the small-signal parameters of the PNP

transistor be rbp¼ 40 V, rcp¼ 70 V, rep¼ 9 V, rpp¼ 1100 V, rop¼ 30 kV, and bp¼ 60. Assuming linear
operation of all devices, determine the small-signal voltage gain Av¼ VOS=VS, the driving point input
resistance Rin, and the driving point output resistance Rout of the amplifier. As in the preceding example,
the input coupling capacitance Ci can be presumed to act as an ac short circuit for the signal frequencies
of interest.

Solution

1. The ac schematic diagram of the amplifier in Figure 2.24a is given in Figure 2.24b, where the PNP
transistor load subcircuit is represented as an effective two terminal load resistance, RL.

(c)

RL

RSTP Q3

R3 R4 R5

(b)

Routce

Rince

Rout

RL
Q1

RST

VOS

REE
KSTVS

–

+

(a)

+VCC

Rout

RS

RL

VS

Ci
Routce

Rin

REE

–VEE

R1

R2

R3

R4 R5

Q3

Q2

Q1

VO = VOQ + VOS

–

+

FIGURE 2.24 (a) Common-emitter amplifier with active current source load. (b) AC schematic diagram of the
common-emitter unit. (c) AC schematic diagram of the active PNP transistor load.
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This representation is rendered possible by the fact that no signal is applied to the PNP load, which
therefore acts only to supply biasing current to the collector of transistor Q1. In the diagram, KST,
RST, and REE (which effectively appears in series with re, the internal emitter resistance of Q1)
remain the same as in Example 2.1, namely, KST¼ 0.733, RST¼ 219.7 V, and REE¼ 75 V.

2. The AC schematic diagram of the Q3 subcircuit alone appears in Figure 2.24c. A comparison of
this figure with that shown in Figure 2.24b suggests that the subject diagram represents a
PNP common-emitter amplifier under zero signal conditions. In particular, the Thévenin
source resistance seen by the base of the PNP unit is RSTP¼R3jjR4¼ 1165 V, while the emitter
degeneration resistance of this subcircuit is R5¼ 100 V. It follows that the effective AC load
resistance RL terminating the collector port of Q1 is the driving point output resistance of a
common-emitter stage. With rc D rcp ¼ 70 V, rbD rbp¼ 40 V, re D (rep þ R5 ¼ 109 V,
rp D rpp ¼ 1:1 kV, RST D RSTP ¼ 1165 V, ro D rop ¼ 30 kV, and b D bp ¼ 60, (Equation 2.45)
yields Routce D RL ¼ 111:5 kV.

3. The voltage gain, input resistance, and output resistance of the actively loaded common-emitter
amplifier can now be computed. For rc D rcn ¼ 55 V, rb D rbn ¼ 90 V, re D (ren þ REE ¼ 76:5 V,
rp D rpn ¼ 970 kV, RST D RSTN ¼ 219:7 V, ro D ron ¼ 42 kV, RLT D RL ¼ 111:5 kv, and b D

bn ¼ 115, Equation 2.42 gives an effective NPN transistor beta of beff¼ 31.46, and Equation 2.41
yields a voltage gain of Avce¼VOS=KSTVST¼�931.9. It follows that the small-signal voltage gain of
the stage at hand is Av¼VOS=VS¼KSTAvce¼�682.6 V=V. It should be noted that this voltage gain
is the ratio of only the signal component, VOS, of the net output voltage, VO (which contains a
quiescent component of VOQ) to the source signal voltage, VS.

4. From Equation 2.43, the driving point input resistance seen looking into the base of transistor Q1

in Figure 2.22b is Rince¼ 3.54 kV. Then,

Rin ¼ R1k(Rd þ R2) Rincek ¼ 666:7 V

This input resistance differs slightly from the corresponding calculation in the preceding example
owing to the reduction in the effective forward AC beta caused by the large active load resistance.

5. The resistance Routce seen looking into the collector of transistor Q1 remains the same as calculated
in Example 2.1, namely, Routce¼ 2.49 MV. It follows that the driving point output resistance of the
amplifier under investigation is

Rout ¼ RL Routcek ¼ 106:7 kV

This large output resistance means that the actively loaded common-emitter configuration is a
relatively poor voltage amplifier. In particular, an output buffer is mandated to couple virtually any
practical external load resistance to the amplifier output port. In addition to reducing the output
resistance, such a properly designed and implemented output buffer can reliably establish and
stabilize the quiescent output voltage, VOQ.

2.2.3.3 Common-Base Amplifier

The second of the canonic linear bipolar gain cells in the ‘‘common-base amplifier,’’ whose NPN and
PNP AC schematic diagrams and corresponding small-signal equivalent circuit appear in Figure 2.25a
and b, respectively. As it is confirmed below, the input resistance, Rincb, of this stage is very small and the
output resistance, Routcb, is very large. Accordingly, the common-base unit comprises a relatively poor
voltage amplifier in the sense that its voltage gain, though potentially large, is a sensitive function of both
the Thévenin source resistance RST and the Thévenin load resistance RLT.
Although the common-base amplifier is not well suited for general voltage gain applications, it is an

excellent ‘‘current buffer,’’ which is ideally characterized by zero input resistance, infinitely large output
resistance, and unity current gain. When used for current buffering purposes, the common-base amplifier
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rarely appears as a stand alone single-stage amplifier, since signal excitations, particularly at the input and
output ports of an electronic system are invariably formatted as voltages. Instead, it is invariably used in
conjunction with an input voltage to current converter and=or an output current to voltage converter to
achieve desired system performance characteristics.
The small-signal analysis of the common-base stage is considerably simplified if the assumption of

large ro is exploited at the outset. To this end, the equivalent circuit shown in Figure 2.25b reduces to the
structure of Figure 2.26a. In the latter equivalent circuit, observe a signal emitter current ies that relates to
the indicated signal base current i in accordance with the Kirchhoff’s current law constraint

ies ¼ � bþ 1ð Þi (2:52)

The signal component of the output current IOS is therefore expressible as

IOS ¼ �bi ¼
b

bþ 1

� �
ies ¼ aies (2:53)

where Equations 2.52 and 2.53 are used. The last result suggests the alternative model in Figure 2.26b,
which is slightly more convenient version of the model in Figure 2.26a in that the current-controlled
current source, aies, is dependent on the signal input port current ies, as opposed to the signal current, i,
that flows in the grounded base lead.
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FIGURE 2.25 (a) AC schematic diagram of an NPN common-base amplifier. (b) AC schematic diagram of a PNP
common-base amplifier. (c) Small-signal, low-frequency equivalent circuit of the common-base amplifier.
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By inspection of the equivalent circuit in Figure 2.26b, the small-signal voltage gain Avcb of the
common-base cell is

Avcb ¼ aRLT

RST þ re þ (1� a)(rp þ rb)
¼ aRLT

RST þ Rd
(2:54)

where Equation 2.39 is used once again and Rd is the diode resistance defined by Equation 2.33. In
contrast to the common-emitter cell, the common-base stage has no voltage gain phase inversion. But
like the common-emitter configuration, the common-base voltage gain is directly proportional to the
effective load resistance. It is also almost inversely proportional to the effective source resistance, given
that the diode resistance Rd is small.
Although the voltage gain is vulnerable to uncertainties in the terminating load and source resistances,

the common-base current gain, Aicb, is virtually independent of RLT and RST. This contention follows
from the fact that Aicb, which is the ratio of IOS to the Norton equivalent source current, VST=RST, is

Aicb ¼ RST

RLT

� �
Avcb ¼ aRST

RST þ Rd
(2:55)

which is independent of RLT (to the extent that the Early resistance ro can indeed be ignored). Since
the signal in a current-drive amplifier is likely to have a large source resistance, RST >> Rd, which
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FIGURE 2.26 (a) The equivalent circuit of Figure 2.25c, simplified for the case of very large Early resistance ro.
(b) Modification of the circuit in (a) in which the current-controlled current source is rendered dependent on the
input signal current ies.
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implies Aicb�a, independent of RLT and RST. Note that this approximate current gain is essentially unity,
since a as introduced by Equation 2.39 approaches one for the typically encountered circumstances
of large b.
The input and output resistances of the common-base amplifier follow immediately from an analysis

of the model in Figure 2.26b. In particular, the driving point input resistance, Rinch, is

Rincb ¼ VST

ies

� �����
RST¼0

¼ re þ (1� a)(rp þ rb) ¼ Rd (2:56)

where the numerical value is of the order of only a few tens of ohms. On the other hand, the driving point
output resistance, Routcb, is infinitely large since VST¼ 0 constrains ies, and thus aies, to zero. In turn,
aies,¼ 0 means that RLT in Figure 2.26b faces an open circuit, whence Routcb¼1.
To the extent that the common-base amplifier is excited from a signal current source and that the

forward Early resistance of the utilized transistor is very large, the common-base amplifier is seen to have
almost unity current gain, very low input resistance, and infinitely large output resistance. Its transfer
characteristics therefore approximate those of an ideal current buffer. Of course, the finite nature of the
forward Early resistance renders the observable driving point output resistance of a common-base cell
large, but nonetheless finite. The actual output resistance can be determined as the Vx to Ix ratio in the
ac schematic diagram of Figure 2.27a. The requisite analysis is algebraically cumbersome owing to
the presence of ro in shunt with the current-controlled current source in the equivalent circuit of
Figure 2.25c. Fortunately, however, an actual circuit analysis can be circumvented by a proper interpret-
ation of cognate common-emitter results formulated earlier.
In order to demonstrate the foregoing contention, consider Figure 2.27b, which depicts the AC

schematic diagram for determining the driving point output resistance Routce of a common-emitter
amplifier. The only difference between the two AC schematic diagrams in Figure 2.27 is the topological
placement of the effective source resistance, RST. In the common-base stage, this source resistance is in
series with the emitter of a transistor with a base that is grounded. On the other hand, RST appears in the
common-emitter configuration as an element in series with the base of a transistor whose emitter is
ground. It follows that Equation 2.45 can be used to deduce an expression for Routcb, provided that in
Equation 2.45 RST is set to zero and re is replaced by (reþRST).

Routce

RST
Vx Ix

+

–

(b)

Routcb

RST

Vx Ix

+

–

(a)

FIGURE 2.27 (a) AC schematic diagram appropriate to the computation of the driving point output resistance of a
common-base amplifier. (b) AC schematic diagram pertinent to computing the driving point output resistance
of a common-emitter amplifier.
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The result is

Routcb ¼ rc þ (re þ RST) (rp þ rb)k þ b(re þ RST)
re þ RST þ rp þ rb

þ 1

� �
ro (2:57)

For large RST and large ro, Equation 2.47 reduces to

Routcb � (bþ 1)ro (2:58)

which is an extremely large output resistance.
The common-base stage is generally used in conjunction with a common-emitter amplifier to form the

‘‘common-emitter-common-base cascode,’’ whose schematic diagram is shown in Figure 2.28. In this
application, the common-emitter stage formed by transistor Q1, the emitter degeneration resistance, REE,
and the biasing elements, R1 and R2, serves as a transconductor that converts the input signal voltage, VS,
to a collector current whose signal component is i1s. Note that such conversion is encouraged by the fact
that the effective load resistance, RLeff, terminating the collector of Q1, is the presumably low input
resistance of the common-base stage formed by transistor Q2 and the biasing resistances, R3 and R4. Since
the current gain of a common-base stage is essentially unity, Q2 translates the signal current in its emitter
to an almost identical signal current flowing through the collector load resistance, RL. The latter element
acts as a current to voltage convert to establish the signal component, VOS, of the net output voltage VO.

The analysis of the common-emitter–common-base cascode begins by representing the collector port
of the common-emitter configuration by its Norton equivalent circuit. Assuming that the input coupling
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Rin
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–VEE

i1 = I1Q + i1S
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R1

R2

R2

Q2

R3

VO = VOQ + VOS

+VCC

Q1

FIGURE 2.28 Schematic diagram of a common-emitter–common-base cascode. The common-emitter stage
formed by transistor Q1 and its peripheral elements acts as a voltage to current converter. Transistor Q2 and its
associated biasing elements function as a current amplifier, while the load resistance, RL, acts as a current to voltage
converter.
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capacitor, C1, is sufficiently large to enable its replacement by a short circuit over the signal frequency
range of interest, the pertinent AC schematic diagram is the circuit in Figure 2.29a, where Ins symbolizes
the Norton, or short-circuit signal current conducted by the collector of transistor Q1. The corresponding
small-signal equivalent circuit appears in Figure 2.29b, where the Early resistance is tacitly ignored, the
effective source resistance, RST, seen by the base of Q1 is

RST ¼ RS R1k kR2 (2:59)

and the voltage divider KST is

KST ¼ R1 R2k
R1kR2 þ RS

(2:60)

Using the model in Figure 2.29b, it is a simple matter to show that

Ins ¼ bi ¼ GnsVS (2:61)

where Gns, which can be termed the ‘‘Norton transconductance’’ of the common-emitter stage, is

Gns ¼ bKST

RST þ rb þ rp þ (bþ 1)re
(2:62)

The Norton output resistance Rns is infinitely large by virtue of the assumption of infinitely large Early
resistance.
The foregoing results permit drawing the AC schematic diagram of the common-base component of

the common-emitter–common-base cascode in the topological form depicted in Figure 2.30a. From the
corresponding small-signal equivalent circuit in Figure 2.30b, which assumes that the capacitor, C2,
behaves as an AC short circuit and which once again ignores transistor Early resistance, the voltage gain,
say Av, follows immediately as

Av ¼ VOS

VS
¼ �aGnsRL ¼ � abKSTRL

RST þ rb þ rp þ (bþ 1)re
(2:63)

The driving point output resistance Rout, like the Norton output resistance of the common-emitter
stage, is infinitely large. In fact, Rout is a good approximation of infinity. Its numerical value
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FIGURE 2.29 (a) AC schematic diagram used to calculate the Norton equivalent output circuit of the common-
emitter subcircuit in the cascode configuration of Figure 2.28. (b) Small-signal model of the AC circuit in (a).
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approaches (bþ 1)ro, since the terminating resistance, Rns, seen in the emitter circuit of transistor Q2 is
of the order of ro.
Equation 2.63 is similar in form to Equation 2.41 which defines the voltage gain of a simple common-

emitter amplifier. A careful comparison of the two subject relationships suggests that the voltage gain of
the common-emitter–common-base cascode of Figure 2.28 is equivalent to the voltage gain achieved by a
simple common-emitter stage, whose output port is loaded in an effective load resistance of aRL.
Although a is close to unity, but nonetheless always less than one, an effective load of aRL implies
that the voltage gain of the cascode is slightly less than that achieved by the common-emitter stage alone,
provided, of course, that the transistors utilized in both configurations have identical small-signal
parameters. A question therefore arises as to the prudence of incorporating common-base signal
processing in conjunction with a common-emitter unit stage.
In fact, no practical purpose is served by a common-emitter–common-base cascode if the load

resistance RL driven by the amplifier is very small. But if the load resistance imposed on the output
port of a simple common-emitter amplifier is large, as it is when the load itself is realized actively, as per
Example 2.2, the effective transistor beta defined by Equation 2.42 is appreciably smaller than the actual
small-signal beta. The result is a degraded common-emitter amplifier voltage gain. In this situation, the
insertion of a common-base stage between the output port of the common-emitter amplifier and RL, as
diagrammed in Figure 2.28, increases the degraded gain of the common-emitter amplifier alone by
restoring the effective beta of the common-emitter transistor to a value that approximates the actual
small-signal beta of the transistor. This observation follows from the fact that the effective load resistance,
RLeff, seen by the collector of the common-emitter transistor in the cascode topology is of the order of
only a small diode resistance. It follows from Equation 2.42 that beff for RLT¼RLeff is likely to
significantly larger than the value of beff that derives from the load condition, RLT¼RL.

The reason for using common-base circuit technology in conjunction with a common-emitter
amplifier is circuit broadbanding. In particular, a carefully designed common-emitter–common-base
cascode configuration displays a 3 dB bandwidth and a gain-bandwidth product that are significantly
larger than the bandwidth and gain-bandwidth product afforded by a common-emitter stage of com-
parable gain. The primary reason underlying this laudable attribute is the low effective load resistance
presented to the collector of the common-emitter stage by the emitter of the common-base structure.
This low resistance attenuates the magnitude of the phase-inverted voltage gain of the common-emitter
circuit, thereby reducing the deleterious effects of Miller multiplication of the base-collector junction
depletion capacitance implicit to the common-emitter transistor [8].
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FIGURE 2.30 (a) The effective AC schematic diagram of the common-base component of the common-emitter–
common-base cascode of Figure 2.28. (b) Small-signal model of the AC circuit in (a).
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2.2.3.4 Common-Collector Amplifier

While the common-base configuration functions as a current buffer, the ‘‘common-collector amplifier,’’
or ‘‘emitter follower,’’ with AC schematic diagrams that appear in Figure 2.31a and b operates as a
voltage buffer. It offers high input resistance, low output resistance, a voltage gain approaching unity,
and a moderately large current gain. The small-signal model of the emitter follower is the circuit in
Figure 2.31c.
Assuming infinitely large Early resistance, ro, a straightforward analysis of the subject model reveals an

emitter-follower voltage gain Avcc of

Avcc ¼ VOS

VS
¼ RLT

RLT þ Rd þ (1� a)RST
(2:64)

where Rd is the diode resistance given by Equation 2.33. Observe that Avcc is a positive less than unity
number. The indicated gain approaches one for RLT >> Rdþ (1�a)RST. Although the voltage gain is less
than one, the corresponding current gain, which is simply the voltage gain scaled by a factor of (RST=RLT),
can be substantially larger than one.
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FIGURE 2.31 (a) AC schematic diagram of an NPN common-collector amplifier. (b) AC schematic diagram of
PNP common-collector amplifier. (c) Small-signal low-frequency equivalent circuit of the common-collector amp-
lifier, assuming that the Early resistance is sufficiently large to ignore.
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It is simple to confirm that the driving point input resistance Rincc and the driving point output
resistance Routcc of the emitter follower are, respectively,

Rincc ¼ rb þ rp þ (bþ 1)(re þ RLT) ¼ (bþ 1)(Rd þ RLT) (2:65)

and

Routcc ¼ re þ rp þ rb þ RST

(bþ 1)
¼ Rd þ (1� a)RST (2:66)

It is interesting and instructive to note that the driving point input resistance, Rincc, of an emitter follower
is of the same form as the driving point input resistance, Rincc, of a common-emitter stage. Indeed, if RLT
in the emitter follower is zero, RinccþRince. This result is reasonable in view of the fact that for both the
emitter-follower and common-emitter configurations, the input resistance is, as suggested by the test
circuits in Figure 2.32a and b, the Thévenin resistance presented to the source circuit by the base of the
subject transistor. Moreover, the common-collector output resistance Routcc mirrors the driving point
input resistance Rincb for the common-base amplifier. In fact, RincbþRoutcc if the base of a common-base
amplifier is terminated to ground in a resistance of value RST. Once again, the latter observation is
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FIGURE 2.32 (a) Test circuit for determining the driving point input resistance Rincc of a common-collector
amplifier. (b) Test circuit for determining the driving point input resistance Rince of a common-emitter amplifier.
Note that Rincc¼Rince if RLT in the common-collector unit is zero. (c) Test circuit for determining the driving point
output resistance Routcc of a common-collector amplifier. (d) Test circuit for determining the driving point input
resistance Rincb of a common-base amplifier. Note that Routcc¼Rincb if RST in the common-collector unit is zero.
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intuitively correct, for, as depicted in Figure 2.32c and d, the emitter of the transistor comprises the input
terminal for the common-base amplifier and the output terminal of an emitter follower.
An inspection of Equation 2.64 confirms a common-collector voltage gain that tends toward unity

for progressively larger Thévenin load resistances, RLT. Correspondingly, the driving point input resist-
ance of an emitter follower increases dramatically with increasing RLT. These observations are often
pragmatically exploited by supplanting the passive load in the schematic diagram of Figure 2.31a with an
active load, as suggested in Figure 2.33a. Since the effective AC load resistance must be large to achieve a
near unity voltage gain, this active load must function as a sink of nominally constant current. To this
end, the active load in question is shown conducting a net current that consists of a static current
component ICS and a signal current component IOS, where the constant current sink nature of the load
implies ICS >> IOS.

The subject active load can be represented by its Norton equivalent circuit, as diagrammed in
Figure 2.33b, where ICS is depicted as a constant current source and IOS is made to flow through a
resistance, Rcs. The latter branch element represents the dynamic resistance presented to the emitter-
follower output port by the two terminal active termination. Note that Rcs¼1 yields Ios¼ 0, which
implies an active load that behaves as an ideal constant current sink. The corresponding AC schematic
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FIGURE 2.33 (a) Emitter follower with active load that conducts a static current ICS and a signal component IOS.
(b) The Norton equivalent circuit of the active load. (c) AC schematic diagram of the actively loaded emitter follower.
(d) Wilson current mirror realization of the active load.
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diagram, which is offered in Figure 2.33c, is derived from Figure 2.33b by setting ICS to zero, since ICS
itself is a constant current that is devoid of any signal component. Additionally, the biasing sources, VCC,
VEE, and ESS are presumed ideal and are therefore set to zero as well.

The AC schematic diagram in Figure 2.33c is identical to that in Figure 2.31a, subject to the proviso
that RLT¼Rcs. But since Rcs is presumably a large resistance, substituting RLT¼Rcs into Equation 2.66
to evaluate the voltage gain of the actively loaded emitter follower is at least theoretically inappropriate
because the subject gain equation is premised on the assumption of a large Early resistance, ro; specifically
Equation 2.64 reflects the assumption RLT � ro. A voltage gain expression, more accurate than Equa-
tion 2.64, derives from an analysis of the model in Figure 2.31c. If ro is included in this analysis, but if
re and rc are sufficiently small to justify their neglect, the result for RLT¼Rcs is

Avcc ¼ VOS

VS
� ro Rcsk

(ro Rcsk )þ Rd þ (1� a)RST
(2:67)

where the algebraic form collapses to Equation 2.64 if Rcs � ro. Similarly, the revised expression for the
driving point input resistance is

Rincc � rb þ rp þ (bþ 1)(ro Rcsk ) (2:68)

The output resistance Routcc remains as stipulated by Equation 2.66.
The active load appearing in Figure 2.33a can be realized as any one of a variety of NPN current

sources [9]. Figure 2.33d offers an examples of such a realization in the form of the Wilson current
mirror formed of transistors Q2, Q3, and Q4, and the current setting resistor, R [10]. This subcircuit
establishes an extremely high dynamic resistance between the collector of transistor Q2 and the signal
ground. In particular, if b2 and ro2 symbolize the AC beta and forward Early resistance, respectively, of
transistor Q2, it can be shown that

Rcs � b2ro2:
2

(2:69)

Note further that the static current, ICS, conducted by the Wilson mirror flows through the emitter lead of
the emitter-follower transistor Q1. Thus, the biasing stability of Q1 is determined by the thermal
sensitivity of the static current that flows in the Wilson subcircuit.

Example 2.3

In order to dramatize the voltage buffering property of an emitter follower, return to the amplifier
addressed analytically in Example 2.1 and drawn schematically in Figure 2.22a. Let the two coupling
capacitors remain large enough to approximate them as AC short circuits over the signal frequency
range of interest, and let the small-signal parameters of the two transistors remain at rb¼ 90 V,
rc¼ 55 V, re¼ 1.5 V, rp¼ 970 V, ro¼ 42 kV, and b¼ 115. The circuit parameters also remain the
same; namely, R1¼ 2.2 kV, R2¼ 1.3 kV, REE¼ 75 V, RCC¼ 3.9 kV, and RS¼ 300 V. But instead of RL¼
1.0 kV, consider an external load termination of RL¼ 300. Reevaluate the small-signal voltage gain,
Av¼ VOS=VS, for the subject amplifier. Compare this result to the voltage gain achieved when an emitter
follower is inserted between the collector of transistor Q1 and the 300V load termination, as depicted in
Figure 2.34a. Assume that the small-signal parameters of the emitter-follower transistor Q3 and those of
the two transistors that comprise the diode-compensated current sink load of the follower are identical
to the model parameters of transistors Q1 and Q2.
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Solution

1. With reference to Figure 2.22 and Example 2.1, the Thévenin load resistance RLT is now

RLT ¼ RCC RLk ¼ 278:6 V

The parameters RST and KST in Figure 2.22c remain unchanged at the previously computed
values of RST¼ 219.7 V and KST¼ 0.733. Then, ignoring the effects of the finite, but large, Early
resistance ro, the voltage gain is

Av ¼ VOS

VS
� � bKSTRLT

RST þ rb þ rp þ (bþ 1)(re þ REE)

whence Av¼�2.31 V=V.
2. Consider now the amplifier modification shown in Figure 2.34a. Transistor Q3 functions as

an emitter follower to buffer the terminating load resistance RL effectively seen by the gain stage
formed of transistor Q1 and its peripheral elements. Transistors Q3 and Q4 form a diode-
compensated current sink that comprises the active load presented to the emitter-
follower output port under static operational conditions. To the extent that ro can be tacitly
ignored, this current sink comprises an infinitely large dynamic resistance. Accordingly, the AC
schematic diagram seen to the right of the collector of transistor Q1 is the structure identified in
Figure 2.34b.

3. The source circuit that drives the base of transistor Q3 in Figure 2.34b is the Thévenin equivalent
circuit established at the collector of transistor Q1 in Figure 2.34a. The signal voltage associated
with this source circuit is the open circuit voltage developed at the Q1 collector; that is, it is the
voltage at the Q1 collector with the load formed of transistor Q3 and its peripheral elements
removed. Since the circuit to the left of the base of transistor Q3 is a linear network, this Thévenin
voltage is necessarily proportional to the input signal VS. The indicated constant of proportionality
in Figure 2.34b, Av1, can rightfully be termed the open-circuit voltage gain of the first stage of the
subject amplifier. This is to say that Av1 is Av, as determined in step 1 above, but with RL removed
and therefore, RLT set equal to RCC. It follows that
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FIGURE 2.34 (a) The amplifier of Figure 2.22, but with an emitter-follower buffer inserted between the gain stage
and the terminating load resistance. (b) AC schematic diagram of the amplifier in (a).
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Av1 ¼ � bKSTRCC

RST þ rb þ rp þ (bþ 1)(re þ REE)

or Av1¼�32.38 V=V. Since ro is taken to be infinitely large, the resistance seen looking into the
collector of transistor Q1 is likewise infinitely large. As a result, the Thévenin resistance associated
with the source circuit in the AC diagram of Figure 2.34b is RCC¼ 3.9 kV.

4. Recalling Equation 2.64, the voltage gain of the circuit in Figure 2.22b is

Avcc ¼ VOS

Av1VS
¼ RL

RL þ Rd þ (1� a)RCC
¼ 0:871 V=V

The resultant overall circuit gain is

Av ¼ VOS

VS
¼ Av1Avcc

or Av¼�28.21 V=V. Recalling the results of step 1 of this computational procedure, the effect of the
emitter follower is to boost the gainmagnitude of the original configuration by a factor of about 12.2.

5. From Equation 2.66, the driving point output resistance of the buffered amplifier is

Rout ¼ Rd þ (1� a)RCC

or Rout¼ 44.3V. Note that for the original nonbuffered case, the output resistance is RCC¼ 3.9 kV.

2.2.3.5 Darlington Connection

In the Darlington connection, whose basic schematic diagram is abstracted in Figure 2.35a, the emitter of
one transistor Q1 is incident with the base of a second transistor Q2 and the two transistor collector leads
are connected. The output signal is extracted as either the current flowing in the collector of transistor Q2

or the voltage developed at the emitter of Q2. In the former case, the indicated Darlington connection
functions as a transconductance amplifier. In the latter case, an output signal voltage at the emitter of Q2

renders the connection functional as a voltage follower, or buffer. In both applications, the small-signal
driving point input resistance, Rind, seen looking into the base of transistor Q1 is large. On the other hand,
the driving point output resistance, Routed, seen at the emitter is small and virtually independent of the
source resistance RS. The output resistance, Routcd, presented to the node at which the two transistor
collectors are incident is large. At the expense of forward transconductance, Routcd can be enhanced by
returning the collector of Q1 to theþVCC bus, instead of to the collector of transistor Q2. For a nonzero
collector load resistance, RLC, this alternate connection, which is diagrammed in Figure 2.35b eliminates
Miller multiplication of the base–collector junction capacitance of transistor Q1, thereby resulting in an
improved transconductance frequency response.
A fundamental problem that plagues both of the foregoing Darlington connections is the fact that the

static emitter current conducted by Q1 is identical to the static base current drawn by Q2. Accordingly,
the emitter current of Q1 is likely to be much smaller than the biasing current commensurate with
optimal gain-bandwidth product in this device. Moreover, this emitter current cannot be predicted
accurately since it is inversely proportional to the Q2 static beta, whose numerical value is an unavoidable
uncertainty. This poor biasing translates into an unreliable delineation of the static and small-signal
parameters for Q1. In turn, potentially significant uncertainties shroud the forward transfer and driving
point resistance characteristics of the Darlington configuration.
To remedy the situation at hand, an additional current path, usually directed to signal ground, is

provided at the junction of the Q1 emitter and the Q2 base, as suggested in Figure 2.35c and d.
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The appended current path can be a simple two terminal resistance, although care must be exercised to
ensure that this resistance is sufficiently large to avoid seriously compromising the large driving point
input resistance afforded by the basic Darlington connection in either of the preceding diagrams. Since
large resistance and realistic biasing currents may prove to be conflicting design requirements, the
appended current path is often an active current sink, such as the Wilson mirror load explored earlier
in conjunction with the common-collector amplifier. Note in the latter two diagrams that the current,
indicated as I, conducted by the appended passive or active current path is essentially the emitter current
of transistor Q1, provided that I is much larger than the base currents of Q2.
The small-signal BJT equivalent circuit of Figure 2.16a can be used to deduce the transfer and driving

point resistance characteristics of any of the Darlington connections depicted in Figure 2.35. An analysis
is provided herewith for only the configuration in Figure 2.35c, since this topology is the most commonly
encountered Darlington circuit and the others are amenable to very straightforward analyses. To this end,
the model for the subject structure is offered in Figure 2.36, where it is assumed that both transistors are
biased so that their corresponding small-signal parameters are nominally identical. Moreover, the Early
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FIGURE 2.35 (a) The basic Darlington connection. (b) Alternative Darlington connection for wide-band trans-
conductance response. (c) Darlington connection with input transistor current compensation. (d) Alternative
Darlington connection with input transistor current compensation.
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resistance of each transistor is presumed to be sufficiently large to warrant its neglect, and a resistance,
Ris, is included to account for the terminal resistance of the appended current path discussed above.
Letting

kis ¼D Ris

Ris þ (bþ 1)(Rd þ RLE)
(2:70)

denote the small-signal current divider between the appended current path and the base circuit of
transistor Q2, it can be shown that the driving point input resistance Rind is

Rind ¼ (bþ 1)[Rd þ (bþ 1)kis(Rd þ RLE)] (2:71)

For large ac beta,

Rind � (bþ 1)2kis(Rd þ RLE) (2:72)

which is maximal for kis� 1. From Equation 2.70, the latter constraint mandates that the appended
current path be designed so that its small-signal terminal resistance satisfies the inequality Ris >> (bþ 1)
(RdþRLE).

The voltage gain, Avd, from the signal source to the emitter port is

Avd ¼ VOS

VS
¼ (bþ 1)2kisRLE

RS þ (bþ 1)Rd þ (bþ 1)2kisðRd þ RLE)
(2:73)
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FIGURE 2.36 Small-signal equivalent circuit of the Darlington connection in Figure 2.35c. The Early resistance
is ignored, and both transistors are presumed to have identical corresponding small-signal parameters. The resistance,
Ris, represents the terminal AC resistance associated with the appended current path conducting current I in
Figure 2.35c.
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where VOS is the signal component of the net output voltage VO. Equation 2.53 reduces to

Avd � RLE

Rd þ RLE
(2:74)

for large ac beta. The corresponding driving point output resistance, Routed, is

Routed ¼ Rd þ Rd

(bþ 1)kis
þ RS

(bþ 1)2kis
� Rd (2:75)

At the collector port, the driving point output resistance, Routcd, is infinitely large to the extent that the
Early resistance ro of both transistors can be ignored. For finite ro, this resistance is of the order of, and
slightly larger than, (ro=2). Finally, the model in Figure 2.36 yields a forward transconductance, Gfd, from
the signal source to the collector port of

Gfd ¼ IOS
VS

¼ b 1þ bþ 1ð Þkis½ �
RS þ bþ 1ð ÞRd þ bþ 1ð Þ2kis Rd þ RLEð Þ (2:76)

where IOS is the signal component of the net output current IO. Equation 2.76 collapses to

Gfd � a

Rd þ RLE
(2:77)

for large AC beta.

2.2.4 Differential Amplifier

The ‘‘differential amplifier’’ is a four-port network, as suggested in Figure 2.37a. Source signals repre-
sented by the voltages, VS1 and VS2, which have Thévenin resistances of RS1 and RS2, respectively, are
applied to the two amplifier input ports. The two output ports are terminated in three load resistances.
Two of these loads, RL1 and RL2, are ‘‘single-ended terminations’’ in that they provide a signal path to
ground from each of the two output terminals. A third load resistance, RLL, is differentially connected
between the two output terminals. In response to the two applied source signals, two ‘‘single-ended
output’’ voltages, VO1 and VO2, are generated across RL1 and RL2, and a ‘‘differential output voltage,’’
VDO, is established across RLL. This third output response is the difference between VO1 and VO2; that is,

VDO ¼ VO1 � VO2 (2:78)

The salient features of a differential amplifier are unmasked by the concepts of ‘‘differential- and
common-mode’’ excitation and response. To this end, let the ‘‘differential input source voltage,’’ VDI,
be defined as

VDI ¼D VS1 � VS2 (2:79)

and let the ‘‘common-mode input voltage,’’ VCI, be

VCI ¼D 1
2
(VS1 þ VS2) (2:80)

The differential input voltage is seen as the difference between the two applied source excitations. On the
other hand, the common-mode input voltage is the arithmetic average of the two source voltages.
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When solved for VS1 and VS2, Equations 2.79 and 2.80 give

VS1 ¼ VCI þ 1
2
VDI (2:81a)

VS2 ¼ VCI � 1
2
VDI (2:81b)

The preceding two expressions allow the diagram of Figure 2.37a to be drawn in the form shown in
Figure 2.37b. This alternative representation underscores the fact that the Thévenin voltage applied to
either input port is the superposition of a common-mode source voltage and a component proportional
to the differential-mode source voltage. The common-mode component raises both of the open-circuit
input terminals to a voltage that lies above ground by an amount, VCI. Superimposed with VCI at the
open circuit terminals of port 1 is a differential-mode voltage, VDI=2. Simultaneously, a voltage of�VDI=2
superimposes with VCI at the open-circuit terminals of port 2.

The fact that two general source excitations applied to a four-port system can be separated into a
voltage component that appears only differentially across the two system input ports and a single-ended
common-mode voltage component that is simultaneously incident with both of the system input ports
makes it possible to achieve signal discrimination in a differential circuit. In particular, a differential
amplifier can be designed so that it amplifies the differential component of two source signals while
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FIGURE 2.37 (a) System-level diagram of a differential amplifier. (b) System-level diagram that depicts the
electrical implications of the common-mode and the differential-mode input source voltages.
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rejecting (in the sense of amplifying with near zero gain) their common-mode component. Signal
discrimination is useful whenever an electronic system must process low-level electrical signals that are
contaminated by spurious inputs, such as the voltage ramifications of electromagnetic interference or
the biasing perturbations induced by temperature. If the two input ports of a differential amplifier are
geometrically proximate and have matched driving point input impedances, these spurious excitations
impact the two input ports identically. The undesired inputs are therefore common-mode excitations
that can be rejected by a differential amplifier that is well designed in the sense of producing output port
responses that are sensitive to only differential inputs.
If the differential amplifier in Figure 2.37 is linear, superposition theory gives

VO1 ¼ A11VS1 þ A12VS2 (2:82a)

VO2 ¼ A21VS1 þ A22VS2 (2:82b)

where the Aij are constants, independent of VS1 and VS2. When Equation 2.81a and b are inserted into the
last two relationships, the single-ended output voltages are expressible as

VO1 ¼ (A11 þ A12)VCI þ (A11 � A12)
VDI

2
(2:83a)

VO2 ¼ (A22 þ A21)VCI � (A22 � A21)
VDI

2
(2:83b)

It follows that the differential output voltage is

VDO ¼ (A11 � A22 þ A12 � A21)VCI þ (A11 þ A22 � A12 � A21)
VDI

2
(2:84)

Since the common-mode output voltage is

VCO ¼D 1
2
(VO1 þ VO2) (2:85)

Equation 2.83a and b yield

VCO ¼ A11 þ A22 þ A12 þ A21

2

� �
VCI þ A11 � A22 � A12 þ A21

2

� �
VDI

2
(2:86)

The ability of a differential amplifier to process differential excitations is measured by the ‘‘differential-
mode voltage gain,’’ AD. This performance index is defined as the ratio of the differential output voltage
to the differential input voltage, under the condition of zero common-mode input voltage. From
Equation 2.84,

AD ¼D VDO

VDI

� �����
VCI¼0

¼ A11 þ A22 � A12 � A21

2
(2:87)

On the other hand, the ‘‘common-mode voltage gain,’’ AC, is a measure of the common-mode
signal rejection characteristics of a differential amplifier. It is the ratio of the common-mode output
voltage to the common-mode input voltage, under the condition of zero differential input voltage. Using
Equation 2.86,
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AC ¼D VCO

VCI

� �����
VDI¼0

¼ A11 þ A22 þ A12 þ A21

2
(2:88)

A measure of the degree to which a differential amplifier rejects common-mode excitation is the
‘‘common-mode rejection ratio r,’’ which is the ratio of the differential-mode voltage gain to the
common-mode voltage gain. From Equations 2.87 and 2.88

r¼D AD

AC
¼ A11 þ A22 � A12 � A21

A11 þ A22 þ A12 þ A21
(2:89)

A common-mode gain of zero indicates that no common-mode output results from the application of
common-mode input signals. Therefore, a practical design goal is the realization of a differential
amplifier that has the largest possible magnitude of common-mode rejection ratio.

2.2.4.1 Balanced Differential Amplifier

Most differential amplifiers are ‘‘balanced.’’ Two operating requirements are satisfied by balanced
differential systems. First, with zero common-mode input voltage, the two single-ended output voltages
are mutually phase inverted, but otherwise identical. By Equation 2.83a and b, the balance requirement
implies the parametric constraint.

A11 � A12 ¼ A22 � A21 (2:90)

Second, equal single-ended output voltages result when the differential-mode input voltage is zero. Using
Equation 2.83a and b once again, this stipulation requires

A11 þ A12 ¼ A22 þ A21 (2:91)

Equations 2.90 and 2.91 combine to deliver the balanced operating requirement

A11 ¼ A22

A12 ¼ A21



(2:92)

From Equations 2.87 through 2.89, the differential-mode voltage gain, the common-mode voltage gain,
and the common-mode rejection ratios of a balanced differential amplifier are

AD ¼ A11 � A12 (2:93)

AC ¼ A11 þ A12 (2:94)

r ¼ A11 � A12

A11 þ A12
(2:95)

Moreover, the single-ended output voltages in Equation 2.83a and b become

VO1 ¼ ACVCI þ AD
VDI

2
¼ AD

2
1þ 2VCI

rVDI

� �
VDI (2:96a)

VO2 ¼ ACVCI � AD
VDI

2
¼ �AD

2
1� 2VCI

rVDI

� �
VDI (2:96b)
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which give rise to a differential response of

VDO ¼ VO1 � VO2 ¼ ADVDI (2:97)

Equation 2.96a and b shows that a balanced differential amplifier having a very large common-mode
rejection ratio produces single-ended outputs that are nominally phase-inverted versions of one another
and approximately independent of the common-mode input voltage. On the other hand, the differential
output voltage of a balanced system is independent of the common-mode input signal, regardless of the
value of the common-mode rejection ratio.
Figure 2.38 depicts the most straightforward way to implement balance in a differential configuration.

In this abstraction, two identical single-ended amplifiers, such as those discussed in earlier subsections,
are interconnected to establish signal flow paths between single-ended input and single-ended output
ports. This topology boasts integrated circuit practicality, since it exploits the inherent ability of a mature
monolithic fabrication process to produce well-matched equivalent components. The two single-ended
amplifiers in the subject figure are topologically identical, and they incorporate matched active devices
that are biased at the same quiescent-operating points. Thus, amplifiers 1 and 2 have small-signal two-
port equivalent circuits that are reflective of one another. In order to ensure balanced operation, the
single-ended output ports of each amplifier are terminated to ground in equal load resistances RL.
Similarly, the Thévenin source resistances are equivalent. Observe that balance implies that the upper
half of the circuit in Figure 2.38 is a mirror image of the lower half of the system schematic diagram. This
interpretation begets the common reference to a balanced differential amplifier as a ‘‘differential pair.’’
The balance condition entails the following engineering constraints:

1. Under the case of differential-mode excitation, which implies VS1¼�VS2¼VDI=2 and hence,
VCI¼ 0, the currents indicated in Figure 2.38 are such that ii1¼�ii2, i01¼�i02, and i1¼�i2.
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FIGURE 2.38 Generalized system diagram of a balanced differential system. The topology is an AC schematic
diagram in that requisite biasing subcircuits of either amplifier are not shown.
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Since the resistance, RK, conducts a current equal to the sum of i1 and i2, i1¼�i2 clamps node k to
signal ground potential for exclusively differential-mode inputs. Moreover, Equation 2.96a and b
confirm V01¼�V02¼AD VDI=2, which produces a signal current through the differential load
resistance RLL of

VO1 � VO2

RLL
¼ VO1

RLL=2

Since the single-ended response voltage, VO1, is referred to signal ground, the midpoint of the
differential load resistance is effectively grounded for differential inputs.
The foregoing disclosures imply the circuit diagram of Figure 2.39a, which is the so-called

‘‘differential-mode half-circuit equivalent’’ [11,12] of the differential amplifier. For a balanced
differential pair driven by exclusively differential inputs, the branch currents, branch voltages, and
node voltages computed from an analysis of the structure in Figure 2.39a are precisely the negative
of the corresponding circuit variables in the remaining half of the system.

2. Under the case of common-mode inputs, which implies VSI¼VS2¼VCI and hence, VDI¼ 0, the
currents delineated in Figure 2.38 satisfy the constraints, ii1¼ ii2, i01¼ i02, and i1¼ i2. Since
the resistance, RK, conducts a current equal to the sum of i1 and i2, i1¼ i2 establishes a voltage
at node k of

RK i1 þ i2ð Þ ¼ 2RKð Þi1

that is, the signal voltage developed at node k corresponds to an amplifier 1 current of i1 flowing
through a resistance whose value is twice RK. Additionally, VO1¼VO2¼VCO, which means that no
signal current flows through RLL under exclusively common-mode excitation.
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FIGURE 2.39 (a) Differential-mode half-circuit equivalent of the balanced differential amplifier. (b) Common-
mode half-circuit equivalent of the balanced differential amplifier.
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It follows that the ‘‘common-mode half-circuit equivalent’’ of the differential amplifier is as drawn
in Figure 2.39b. For a balanced differential pair driven by exclusively common-mode input signals,
the branch currents, branch voltages, and nodal voltages computed for the structure in Figure
2.39b are identical to the corresponding circuit variables in the other half of the circuit.

2.2.4.2 Thévenin Equivalent I=O Circuits

Because the two input ports of a differential amplifier electrically interact with one another, the Thévenin
equivalent circuit seen by the two signal sources in Figure 2.37a is itself a two-port network. The branch
elements of the Thévenin model are defined in terms of a ‘‘differential-mode input resistance,’’ RDI, and a
‘‘common-mode input resistance,’’ RCI.

Consider the test circuit of Figure 2.40a, which is configured to formulate the Thévenin equivalent
input circuit. This structure is analogous to that of Figure 2.37a, except that the linear differential unit is
presumed balanced. Furthermore, the original source circuits are supplanted by the test voltages, Vtl and
Vt2, which establish the input port currents It1 and It2. Because no signals other than Vtl and Vt2 are
applied to the differential pair, the Thévenin equivalent circuit seen between ports 1 and 2 is a resistance,
say RXI. Similarly, a second resistance, RXX, is introduced to terminate port 1 to ground. System balance
implies that a resistance of the same value terminates the second input port. The hypothesized Thévenin
equivalent input circuit is given in Figure 2.40b.
The application of Kirchhoff’s current and voltage laws to the model is Figure 2.40b produces

It1 � Vt1

RXX
¼ Vt2

RXX
� It2 (2:98a)

Vt1 � Vt2 ¼ RXI It1 � Vt1

RXX

� �
(2:98b)
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Port #4

It1

Vt1 Vt2
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(b)

+ +

– –

RXI Port #2Port #1

Vt1
RXX

Vt2
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FIGURE 2.40 (a) Test circuit used to evaluate the Thévenin input equivalent circuit of a balanced differential
amplifier. Note the connection of balanced loads at ports 3 and 4. (b) Hypothesized Thévenin equivalent input circuit.
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If the test voltages, Vt1 and Vt2, are decomposed into their differential (VDt) and common mode (VCt)
components in accordance with

Vt1 ¼ VCt þ VDt

2
(2:99a)

Vt2 ¼ VCt � VDt

2
(2:99b)

Equation 2.98a and b lead to

It1 ¼ VCt

RXX
þ VDt

RXIk(2RXX)
(2:100a)

It2 ¼ VCt

RXX
� VDt

RXIk(2RXX)
(2:100b)

Equation 2.100a and b implicitly define the common-mode and differential-mode components of the
currents It1 and It2 resulting from the test voltages Vt1 and Vt2. Accordingly, the common-mode driving
point input resistance, RCI, is

RCI ¼ RXX (2:101)

On the other hand, the differential-mode driving point input resistance, RDI, is

RDI ¼ RXIk(2RCI) (2:102)

where use has been made of Equations 2.100a, b, and 2.101. Note that the model resistance, RXI, is related
to the differential input resistance, RDI, of the amplifier by

RXI ¼ 2RCIRDI

2RCI � RDI
(2:103)

The test circuits for measuring the common-mode and the differential-mode driving point input
resistances derive directly from Equation 2.100a and b. For a differential input test voltage, VDt of
zero, Vt1 and Vt2 are identical to the common-mode input test voltage VCt, whence

It1 ¼ Vt1

RXX
¼ Vt1

RCI
	 It2 (2:104)

It follows that the circuit of Figure 2.41a is appropriate to the measurement (or calculation) of RCI as the
Ohm’s law ratio of the common-mode test voltage to the resultant common-mode test current. Observe
that half circuit analysis measures apply, wherein RCI is the resistance seen looking into port 1, with port
3 terminated to ground in the resistance RL. For differential testing, Vt1¼�Vt2¼VDt=2, whence

It1 ¼ 2Vt1

RXIk(2RCI)
¼ 2Vt1

RDI
¼ �It2 (2:105)

The pertinent test cell is shown in Figure 2.41b. For half-circuit analysis, care should be exercised to
recognize that the ratio of the test voltage, Vt1, to the corresponding test current, It1, is one-half of the
driving point differential input resistance, RDI. In addition, the subcircuit connecting port 2 to port 4
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must be removed, and port 3 must be terminated to ground by the shunt interconnection of the
resistances, RL and RLL=2.
Just as a Thévenin model can be constructed for the input ports of a balanced differential pair, a

Thévenin equivalent circuit can be developed for the output ports. Under zero input conditions, this
output model, which is presented in Figure 2.42, is topologically identical to the equivalent circuit in

Figure 2.40b. In a fashion that reflects the com-
putation of the resistance parameters for the input
equivalent circuit, Figure 2.43a is the test circuit
for evaluating the driving point common-mode
output resistance, RCO. Figure 2.43b is the test
structure for calculating the driving point differ-
ential-mode output resistance, RDO. Following
Equation 2.103, RXO in Figure 2.42 is given by

RXO ¼ 2RCORDO

2RCO � RDO
(2:106)

Two electrically interactive output ports are
included in the differential system of Figure
2.37a. Thus, two Thévenin voltage Vth1 and Vth2,
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FIGURE 2.41 (a) Test circuit used to evaluate the driving point common-mode input resistance of a linear,
balanced differential pair. (b) Test circuit used to evaluate the driving point differential-mode input resistance of a
linear, balanced differential pair.
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FIGURE 2.42 Thévenin equivalent output circuit of the
balanced differential amplifier for the case of zero input
signal excitation.
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each of which is linearly dependent on the differential-mode and the common-mode components of the
applied source signals must be evaluated. These Thévenin output responses derive from open-circuited
load conditions, as indicated in Figure 2.44a. With RS1¼RS2¼DRS, balance prevails, and Vth1 and Vth2

are characterized by differential and common-mode components, analogous to the characterization of
the terminated outputs, VO1 and VO2.
The Thévenin voltages in question derive from an analysis of the equivalent circuit in Figure 2.44b,

which represents the model of Figure 2.42 modified to account for nonzero source excitation. The
proportionality constants, kc and kd, are related to the previously determined common-mode and
differential-mode voltage gains. It is a simple matter to confirm that

Vthl, Vth2 ¼ kcVCI � kdRXO

2RCO þ RXO

� �
VDI

2
(2:107)

The first term on the right-hand side of this relationship is the open-circuit common-mode output
voltage, while the second term is the open-circuit differential-mode output voltage. It follows that kc
represents the open-circuit common-mode voltage gain, ACO; that is

kc ¼ lim
RL!1
RLL!1

ACð Þ¼D ACO (2:108)
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FIGURE 2.43 (a) Test circuit used to evaluate the driving point common-mode output resistance of a linear,
balanced differential pair. (b) Test circuit used to evaluate the driving point differential-mode output resistance of a
linear, balanced differential pair.
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On the other hand, the open-circuit differential-mode gain, ADO, is

kd RXO

2RCO þ RXO
¼ lim

RL!1
RLL!1

(AD)¼D ADO (2:109)

Using Equation 2.53, the Thévenin model parameter, kd, in the last expression can be cast as

kd ¼ 2RCO

RDO

� �
ADO (2:110)

Figure 2.45 summarizes the foregoing modeling results [13].

Example 2.4

Consider the balanced circuit of Figure 2.46 which is operated as a single-ended input–single-ended
output amplifier. The input voltage signal, which is capacitively coupled to the base of transistor Q1, is
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FIGURE 2.44 (a) System schematic diagram used to define the Thévenin voltages at the output ports of a balanced
differential amplifier. (b) Thévenin equivalent circuit for the output ports of a balanced differential pair.
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represented as a Thévenin equivalent circuit consisting of the source voltage, VS, in series with a
source resistance, RS. In order to preserve electrical balance, the base of transistor Q2 is capacitively
returned to ground through a resistance whose value is also equal to RS. The capacitors can be
presumed to act as AC short circuits over the signal frequency range of interest. For the parameters
delineated in the inset to Figure 2.46, a computer-aided circuit simulation of the subject amplifier
indicates that both transistors have the small-signal parameters rb¼ 33.5 V, rp¼ 1.22 kV, and b¼ 81.1.
Determine the small-signal voltage gain Av¼ VOS=VS, driving point input resistance Rin, and driving point
output resistance Rout.

Solution

1. The AC schematic diagram of the differential-mode half circuit of the balanced amplifier in
Figure 2.46 is shown in Figure 2.47a. In concert with earlier arguments, note that the junction
of the two emitter degeneration resistances, REE, is grounded, as are the mid-point of the
resistance, RLL, and the node at which R1, R2, and the two resistances labeled R are incident.
Using the bipolar model of Figure 2.16a, with ro and re ignored, the voltage gain of this structure is
the differential-mode voltage gain of the differential pair. Moreover, the driving point input
resistance of the circuit at hand is one-half of the differential input resistance of the original
pair, while its driving point output resistance is one-half of the differential-mode output resistance.
Analysis confirms
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FIGURE 2.45 (a) System schematic diagram of a linear, balanced differential amplifier. (b) Thévenin equivalent
input circuit. (c) Thévenin equivalent output circuit. The parameters, ADO and ACO, represent the open-circuit values
of the differential- and common-mode voltage gains, respectively, of the balanced pair in (a).
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AD ¼ VDO=2
VDI=2

¼ �
b R

RþRS

� �
RLk RLL

2

� 
(RSkR)þ rb þ rp þ (bþ 1)REE

RDI

2
¼ Rk[rb þ rp þ (bþ 1)REE]

RDO

2
¼ RLkRLL

2

Numerically, AD¼�10.09, RDI¼ 5971 V, and RDO¼ 1875 V.
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FIGURE 2.46 A balanced bipolar differential amplifier used in a single-ended input–single-ended output mode.
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FIGURE 2.47 (a) Differential-mode half-circuit ac equivalent schematic of the differential amplifier shown in
Figure 2.46. (b) Common-mode half-circuit ac equivalent schematic of the differential amplifier shown in Figure 2.46.
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2. The AC schematic diagram of the pertinent common-mode half circuit is given in Figure 2.47b.
The input signal voltage is now the common-mode input voltage, VCI, which produces the
common-mode output response, VCO. Using the bipolar model of Figure 2.16a, with ro and re
ignored, it is easily shown that

AC ¼ VCO

VCI
¼ �

b Rþ2(R1kR2)
Rþ2(R1kR2)þRS

� �
RL

fRS Rþ 2(R1kR2)½ �k g þ rb þ rp þ (bþ 1)(REE þ 2RK)

RCI ¼ [Rþ 2(R1kR2)]k[rb þ rp þ (bþ 1)(REE þ 2RK)]

RCO ¼ RL

Numerically, AC¼�923.3 (10�3), RCI¼ 5493V, and RCO¼ 1500V. The common-mode rejection
ratio p¼AD=AC 10.93 is small owing to the relatively small value of the resistance RK.

3. As the output voltage is extracted at the collector of transistor Q2, Equation 2.96b is the applicable
equation for determining the output signal voltage, VOS. With only a single source voltage, VS,
applied, the differential input voltage is VS, and the common-mode input voltage is VS=2. It
follows that

VOS ¼ ACVCI � AD

2

� �
VDI ¼ AC � AD

2

� �
VS

whence a voltage gain of

Av ¼ VOS

VS
¼ AC � AD

2

These analyses give Av¼ 4.583.
4. In order to evaluate the driving point input and output resistances, the parameters, RXI and RXO

must be calculated. From Equations 2.103 and 2.106, RXI¼ 13.08 kV, and RXO¼ 5.0 V.

The two-port model for calculating the driving point input resistance Rin is given in Figure 2.45b. Recall
that a circuit resistance, whose value is numerically equal to the internal signal source resistance, RS, is
connected between ground and the node to which the base of transistor Q2 is incident. By inspection,

Rin ¼ RCI [RXI þ (RCI RSk )]k
or Rin¼ 3.87 kV.

The output port model that emulates the driving point output resistance is given in Figure 2.45c. This
model is analogous to that of Figure 2.45a, except that no external loads are connected between signal
ground and the node to which the collector of transistor Q1 is incident. Clearly,

Rout ¼ RCO (RXO þ RCO)k
which produces Rout¼ 1219 V.
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2.3 MOSFET Biasing Circuits

David G. Haigh, Bill Redman-White, and Rahim Akbari-Dilmaghani

2.3.1 Introduction

CMOS technology is finding a very wide range of applications in analog and analog-digital mixed-mode
circuit implementations in addition to its traditional role in digital circuits. In mixed-mode circuits
compatibility of analog circuits with digital very large scale integration (VLSI) is important, particularly
in cost-sensitive areas and situations where low power consumption is required. Such CMOS circuits
require a range of biasing circuits and it is this topic that is the main subject of this section, although the
subject is mentioned elsewhere in this text, where particular designs are covered.
The requirements for biasing circuits in CMOS circuit design can be divided into the requirements for

voltage and for current sources. These sources can be further subdivided into two additional categories,
high precision and noncritical. High-precision voltage or current sources are essential components in
data converters, both analog-to-digital and digital-to-analog and the precision required depends on the
overall target precision of the data converter. For a large number of bits, the precision required could be
very great indeed and would need to be maintained over a specified temperature and supply voltage range
and in the presence of on-chip, chip-to-chip and wafer-to-wafer component parameter variations.
Precision sources are also required in other applications such as dc pedestals for video signals in video
systems.
Noncritical voltage sources are generally required for setting up an internal analog ground or for

biasing the gates of FETs in common-gate configuration, as in a cascode FET. In these cases, the
sensitivity of overall circuit performance parameters to the bias voltage would generally not be high
and moderate precision circuit techniques would be acceptable. The main considerations would be to
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maintain correct operation, especially in terms of signal headroom, overall variations in process,
power supply, and temperature conditions. The requirement for current sources for biasing CMOS
analog and mixed-mode circuits is very considerable. The reason for this is that most circuits, such as
an operational amplifier, consist of several stages, each of which requires biasing. In discrete circuits,
the tendency is to use resistors for biasing, for reasons of cost and the poor sample-to-sample tolerances
on discrete active device parameters. In integrated circuit implementation, on the other hand, relatively
well-matched devices on the same chip are available and the use of current source biasing minimizes
gain loss due to loading effects. Furthermore, using a multioutput current mirror to supply different
parts of the circuit allows stabilization of the current against temperature and power supply voltage
variations to be performed at one location only (on or off the chip) and the stabilized current can
be distributed throughout the chip or subcircuit using current mirror circuits. This also produces
significant immunity to localized power supply fluctuation and noise. Full or partial stabilization of
bias currents with operating and environmental changes is desirable in order to minimize the range
of operating current for which design must be specified, allowing higher design performance targets to
be achieved.
In many cases, CMOS circuits have their power supplies derived from an off-chip bipolar regulator

(with its own internal bandgap). In these situations, a reasonable voltage reference can sometimes be
obtained from the power supply voltage via a potential divider. A voltage obtained in this way can
be applied to an external low tolerance resistor to obtain a current reference of moderate precision.
The value of realizing a reference on chip is that the cost of the external reference can be avoided.
For example, in battery supplied equipment, a large degree of supply voltage immunity is required in the
presence of a widely varying battery voltage. It is possible to use an on-chip voltage regulator or an on-
chip, switched-mode power supply. In CMOS technology, high-precision voltage references are difficult
to design, although a reference with good power supply rejection is possible. BiCMOS technology
overcomes many of the problems experienced with CMOS technology since well-controlled bipolar
devices for very high-precision references are available on-chip.
Many references to biasing appear in this text under the heading of the circuit concerned and only

some general guidelines and principles, together with some example circuits will be given here. We begin
this section on CMOS biasing circuits by considering the devices available for biasing in a CMOS-
integrated circuit including parasitically realized bipolar junction devices. Some useful simplified models
of these devices and a brief examination of the variability of the relevant model parameters will be
presented. We then consider different types of references and biasing circuits. Since voltage and current
references are closely interrelated, they are dealt with concurrently. The material is presented according
to a gradually increasing level of sophistication and achievable precision, starting with simple circuits
with only minor supply voltage, temperature, and process independence and leading to fully curvature-
compensated bandgap references. This is followed by a consideration of references based on less usual
devices that may not be available or usable in every process but that offer potentially attractive solutions.
We then illustrate the application of some biasing techniques in the context of simple operational
amplifier circuits. Finally, we consider the biasing of amplifiers for very low supply voltages, where
rail-to-rail optimized performance is required, and dynamic biasing techniques. The topic of CMOS
biasing circuits is sufficiently large to warrant an entire book and we include a list of references that will
help provide the reader with more detailed information.

2.3.2 Device Types and Models for Biasing

2.3.2.1 Devices

The principal devices of CMOS technology are the enhancement-mode N-channel and P-channel
MOSFET, which are shown schematically in Figure 2.48a and b for N-well and P-well technologies,
respectively. Currently, N-well technology is more widely available than P-well. Depletion-mode devices
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are not routinely provided in CMOS (in contrast with NMOS), but they are available in some processes
[23] and they can be used to realize reference circuits [4,5,23]. They are produced by an additional
implementation under the gate region (N-type for NMOS and P-type for PMOS). The NMOS depletion-
mode symbol is shown schematically in Figure 2.49.
In most processes, the MOSFET gate material is highly N-doped polysilicon. In some processes [8],

P-doped gates are available, and these can be used to realize reference circuits. The symbol of an
N-channel enhancement MOSFET with P-type doped base is shown in Figure 2.50.
In order to realize temperature and process desensitized biasing of CMOS circuits, the special

properties of BJTs are advantageous. BJT devices can be realized in CMOS technology as parasitic
devices with certain restrictions. Two classes of such device are available, namely, vertical and lateral.
For the vertical device [13], the restrictions are that an N-well process can realize PNP devices with the
collectors connected to the substrate (most negative supply rail) and that a P-well process can realize
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FIGURE 2.48 Realization of NMOS and PMOS FETs in CMOS technology. (a) N-well process. (b) P-well process.
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NPN devices with the collectors connected to the substrate (most positive supply rail). The realization of
these vertical devices in the case of N-well and P-well processes is shown schematically in Figure 2.51a
and b, respectively. The devices can have typical current gains of around 100 and may have high leakage,
and certain precautions have to be taken in the layout. One problem is that the control on the parameters
of these devices in production is minimal. Nevertheless, such devices are adequate to realize moderate-to-
high precision bias and reference circuits.
The restriction on the collector connections of the vertical BJT devices in CMOS technology is

effectively removed in lateral BJT devices [16]. The realization of these devices in the case of N-well
and P-well processes is illustrated in Figure 2.52a and b, respectively. It should be noted that b@ for lateral
bipolar transistors is not related to a@ in the usual way due to substrate currents. For both vertical and
lateral parasitic bipolar devices, it is often the case that the foundry will not provide detailed character-
ization and models, and also that the parameters of the devices will not be well controlled.
Apart from MOSFETs and BJTs, the remaining component needed to realize bias circuits are resistors

and in some cases capacitors. In the case of precision bias circuits, the realized variable (voltage or
current) would be dependent on resistor ratios rather than on absolute values. On-chip resistors may be
realized using polysilicon, or as N- or P-well diffusion, as illustrated in Figure 2.53. Diffused resistors are
sensitive to substrate potential and thus they are not suitable for precision potential dividers. In some
cases, voltages or currents on a chip that are required to have high stability are referred to an off-chip
highly stable and accurate discrete resistor. In some advanced processes, film resistors (usually nichrome)
are available and they have excellent temperature stability, a wide range of values and can sometimes be
laser-trimmed.
Capacitors, both on-chip and external, are used for decoupling bias and reference voltages and are

especially valuable where low noise is critically important. On-chip capacitors also provide the basic
components used for dynamic biasing.
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FIGURE 2.51 Realization of vertical BJT devices in CMOS technology. (a) N-well process. (b) P-well process.
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FIGURE 2.52 Realization of lateral BJT devices in CMOS technology. (a) N-well process. (b) P-well process.

2-58 Analog and VLSI Circuits



2.3.2.2 Device Models and Parameter Variability

The MOSFETs in Figure 2.48 may be very approximately described by [13,15]

Id ¼ b(Vgs � Vt)
2(1þ lVds) (2:111)

where

b ¼ mCoxW=L (2:112)

and

Vt ¼ Vto þ g (2ffb � Vbs)
0:5 � 2f0:5

fb

� �
(2:113)

with

ffb ¼
kT
q

� �
ln

Nsub

ni

� �
(2:114)

and

m / T�h (2:115)

The parameters in Equations 2.111 through 2.115 are defined in Table 2.1. As a result of Equations 2.111
through 2.115, MOSFET parameters show considerable temperature dependence. In particular, threshold
voltage varies with temperature according to

qVt

qT
¼ 2

T
fF �

Ego
2q

� �
1þ g

2(2ffb � Vbs

� �
(2:116)

which amounts typically to about �2 mV=8C (Ego is the bandgap of silicon at 0 K) [15]. Transconduc-
tance varies according to

qgm
qT

¼ gm
2

� h

T
þ 1
Id

qId
qT

� �
(2:117)

The temperature and process dependencies of MOS devices have led to the exploitation of some
properties of combinations of less usual MOS devices. It has been observed that the difference between

P-substrate(a)

N-well
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(b) N-substrate

P-well

n+

Diffusion resistor

FIGURE 2.53 Realization of diffusion resistors in CMOS technology. (a) N-well process. (b) P-well process.
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the threshold voltages of an enhancement- and depletion-mode FET pair is relatively temperature
independent. The threshold voltages for enhancement- and depletion-mode MOSFETs may be written

Vt(enh) ¼ VFB � QSS

Cox
þ 2 fPj j þ Qdj j

Cox
(2:118)

Vt(depl) ¼ VFB � QSS

Cox
þ fbi þ (jQdj � jQij) 1

Cox
þ 1
Cimpl

� �
(2:119)

where the meaning of the parameters is given in Table 2.1 [4]. Many of the parameters in Equations 2.118
and 2.119 show considerable temperature dependence. The difference between the threshold voltages is
given by

Vt(diff ) ¼ Vt(enh) � Vt(depl)

¼ 2 fPj j � fbi � Qij j 1
Cox

þ 1
Cimpl

� �
(2:120)

TABLE 2.1 Device Parameters

Symbols Parameters

Id Drain current

b Transconductance parameter

Vgs Gate–source voltage

Vt Threshold voltage

l Output conductance parameter

Vds Drain–source voltage

m Mobility

Cox Oxide capacitance per unit area

W Gate width

L Gate length

Vto Zero substrate bias threshold voltage

g Body factor

ffb Fermi potential

Vbs Substrate–source voltage

K Boltzmann’s constant

T Absolute temperature in K

Q Electronic charge

Nsub Substrate doping density

ni Intrinsic carrier density

�h Mobility temperature coefficient

VFB Flat-band voltage

QSS Surface charge per unit area

fP Bulk potential

Qd Charge per unit area in inversion layer

fbi Channel to substrate built-in potential

Qi Implanted charge per unit area

Cimpl Capacitance defined by implanted channel depth

fG Bandgap voltage for silicon

fGO Bandgap voltage for silicon at 0 K
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assuming that 1=Cox >> 1=Cimpl, which is true in practice. In practice, it is also the case that 2jfPj �fbi.
Since the implanted charge Qi is controllable and independent of temperature to first order [4], the
threshold voltage difference exhibits temperature independence to first order.
The difference between the threshold voltages of two N-channel FETs with polysilicon gates of

opposite doping polarity (P and N) also shows relative insensitivity to temperature variations [8]. To a
first approximation, the threshold voltage difference is given by

DVG ¼ fG ¼ 1:12 V (room temperature) (2:121)

which is the bandgap voltage for silicon [8]. A more detailed analysis [1] gives

DVGðT) ¼ fGO � aT2

T þ b
(2:122)

where a¼ 7.023 10�4 V=K, b¼ 1109 K and the meaning of the remaining parameters is given in
Table 2.1. In practice, the degree of temperature independence obtained provides useful reference
circuits [8]. The exploitation of both the enhancement–depletion FET threshold difference and
the N–P-doped polysilicon gate threshold voltage difference for the design of references will be
described later.
The strong temperature dependence of conventional MOS device parameters means that for stable

biasing circuits, MOS devices are mainly useful where the critical variable depends on a ratio of
parameters of similar devices. Even in this case, the matching is not as good as for bipolar devices.
The matching of the gate–source voltages of two similar devices with nominally identical drain currents
is inversely proportional to the square root of the gate area and is typically of the order of 10 mV, which
limits the minimum offset voltage of a CMOS op-amp. Since op-amps form key components in many
voltage and current reference circuits, this is a serious limitation.
In contrast to the rather complex dependence of MOS device parameters with temperature, the

situation in the case of BJT devices is relatively straightforward [15,17,26]. The BJT may be described by

Ic ¼ Ise
Vbeq=kT (2:123)

where the additional parameters are defined in Table 2.1. Equation 2.123 may alternatively be written

Vbe ¼ kT
q
1n

Ic
Is

(2:124)

For two devices with an emitter area ratio of A

A ¼ Is1
Is2

(2:125)

We have

DVbe ¼ Vbe1 � Vbe2

¼ kT
q
1n

Ic1
Ic2

1
A

¼ VT1n
1
A

(for Ic1 ¼ Ic2) (2:126)
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Thus, the difference between the Vbes of two BJTs with different current densities is proportional to the
thermal voltage VT, which is proportional to absolute temperature (PTAT). The positive temperature
coefficient of VT can be effectively used to cancel the negative temperature coefficient of Vbe [13]. This is
referred to as the bandgap principle.
Resistors are also key elements in MOS biasing circuits and they may be realized using diffusion,

polysilicon and, in some advanced processes, using film techniques. Polysilicon and diffused resistors
suffer from a high temperature coefficient that is positive for diffusion. The resistivity of gate polysilicon
is typically rather low at about 20V=square and its initial value tolerance is quite high. Film resistors have
a very low temperature coefficient.

2.3.3 Voltage and Current Reference and Bias Circuits

2.3.3.1 Supply-Voltage-Referenced Voltage and Current References

When the supply voltages to a chip are well-regulated off-chip, then a voltage reference, acceptable in
some cases, can be realized by a simple potential divider from the power supply voltage, as shown in
Figure 2.54. An external decoupling capacitor may be used if needed and the voltage dividing elements
may be resistors (Figure 2.54a) or MOSFETs (Figure 2.54b). If the power supply voltages are well-
controlled off-chip, using an external regulator circuit, then a simple current reference can be realized by
the arrangement in Figure 2.55, where the reference current is defined by applying a well-defined fraction
of the controlled supply voltage to a well-controlled external resistor.

(a)

VDD

VREF

VSS

CEXT

(b)

VDD

VREF

VSS

CEXT

FIGURE 2.54 Voltage reference obtained via potential divider from regulated power supply: (a) using resistors;
(b) using MOSFETs.
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FIGURE 2.55 Current source realized using potential divider.
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A very simple biasing circuit proving multiple current sources and sinks, as required in CMOS analog
signal-processing circuits, is shown in Figure 2.56a [13]. Assuming large FET W=L ratios, the voltage
across the resistor is approximately Vdd�Vss� 2Vt. The current in R is mirrored in the output
MOSFETs where the W=L ratios may be chosen to provide required current magnitudes. The resistor
R may have to be realized off-chip as a precision film component with narrow tolerance and small

temperature coefficient. In practice, the voltage across
the diode-connected MOSFETs M1 and M2 will be
greater than Vt and have some dependence on
MOSFET b as well as Vt.

For the circuit in Figure 2.56a, the source conduct-
ance is equal to the MOSFET gds, which might not be
sufficiently low for some applications. This disadvan-
tage can be overcome by introducing cascode FETs as
in Figure 2.56b. Nevertheless, the supply voltage
dependence of the circuit in Figure 2.56 remains.
For uncritical applications where the current

source is to be realized entirely on-chip, the resistor
R in Figure 2.56a may be replaced by a chain of
diode-connected P- and N-channel MOSFETs, as
shown in Figure 2.57 [13]. The number of these
devices and their W=L ratios may be chosen
according to the supply voltage and the value of the
current to be realized. Since the diode-connected
MOSFETs are effectively realizing the resistor in the
basic current source of Figure 2.56a, the power supply
voltage dependence of the current remains. In add-
ition, the effective resistance realized depends on
MOSFET b and Vt, both of which have large toler-
ances and high temperature coefficients.

(b) VSS

R

VDD

(a)

VDD

VSS

R

M1

M2

FIGURE 2.56 Resistor=current mirror bias circuits: (a) simple; (b) cascode.

VDD

VSS

FIGURE 2.57 FET=current mirror bias circuit.

Analog Circuit Cells 2-63



2.3.3.2 MOSFET Threshold Voltage-Based References

A current reference with reduced power supply voltage dependence is shown in Figure 2.58 [13]. By
choosingW=L forM1 to be large, the gate–source voltage ofM1 can be made close to the device threshold
voltage Vt. Since the gate–source voltage of M1 appears across the resistor R, the current in R is
approximately Vt=R, which is ideally independent of power supply voltage. The W=L ratios of MOSFETs
M3 and M4 are chosen to define a fixed ratio for the currents in M1 and R. The combination of
MOSFETs M2, M3, and M4 constitute a positive feedback loop and it is important to choose the W=L
ratios so that the loop gain is less than unity to avoid oscillation. Many reference circuits have a stable
state with all currents zero. In such cases, it is necessary to provide a start-up circuit [13] to prevent the
reference circuit locking into an undesired operating point. A source follower can be introduced at the
gate of M2 such that in this condition a current is injected into the circuit. The added components must
be such that in the normal operating point, they are switched off and therefore do not influence
operation. In practice, the currents realized by the circuit in Figure 2.58 will have some supply voltage
dependence due to channel length modulation in the MOSFETs. This effect can be reduced by introdu-
cing cascode devices appropriately. Although the currents realized can be made substantially independ-
ent of supply voltage, the dependence on resistance R remains. For high precision and temperature
independence, R may need to be realized as an off-chip film resistor. It must be borne in mind that
the device threshold voltage on which the current depends is rather variable (typically 0.5–0.8 V) and
also rather temperature dependent. Solution of this problem requires the introduction of alternative
techniques based on BJT or unconventional CMOS devices, which will be discussed.
An alternative circuit to that in Figure 2.58 is shown in Figure 2.59 [25]. This circuit regulates the

MOSFET drain currents with the result that MOSFET transconductance is proportional to 1=R. This
circuit also relies on positive feedback and care must be taken in the design to avoid instability. It has
been shown in Ref. [21] that a practical stable design results from the choice (W=L)4¼ (W=L)3 and
(W=L)2¼ 4(W=L)1, giving gm¼ 1=R. In processes where R can be realized as a film resistor on-chip, this
circuit can stabilize transconductances to within 3% over a 1008C temperature range [25].

2.3.3.3 BJT Vbe-Based References

The problem that MOSFET threshold voltage is not very well controlled from chip sample to chip sample
leads to the idea of using the Vbe of a parasitic bipolar transistor [13]. Such a Vbe-referenced circuit is

VDD

M1

M2

M3

M6

M5M4

VSS

Mn

MpR

FIGURE 2.58 Vt-referenced current bias circuit.
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shown in Figure 2.60 for the case of an N-well process, where the BJT is PNP [13]. TheW=L ratios forM1

and M2 are made large so that the Vbe of T1 appears substantially across R. In order to achieve high
precision and temperature independence, R would need to be an off-chip film resistor. However, the Vbe

has a process-dependent tolerance of about 5% and a dependence with temperature of about �2 mV=8C.

2.3.3.4 BJT VT-Based References

The temperature dependence of Vbe in the circuit of Figure 2.60 can be overcome in the VT-based circuit
of Figure 2.61 [13]. The emitter areas of the BJTs Q1 and Q2 are scaled in the ratio 1:n and the MOS
current mirrors force the emitter currents to be equal. The difference between the Vbe of Q1 and Q2 given
by Equation 2.121 appears across the resistor R, hence defining the current. The positive temperature
coefficient of VT can be used to counteract the positive temperature coefficient of the resistor R to obtain
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FIGURE 2.59 gm-R tracking current reference circuit.
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M3 M5M4

VSS

Mn

RT1

FIGURE 2.60 Vbe-referenced current bias circuit.
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FIGURE 2.61 VT-referenced current bias circuit.
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a stable current. In the circuit of Figure 2.61, M1 and M2 must have large W=L to minimize the effect of
MOSFET process variability. Also, cascoding of the current mirrors may be required to reduce the effect
of channel length modulation.

2.3.3.5 Bandgap References

Precision voltage sources are key requirements for the realization of precision data converters and
have received much attention [2,3,7,10,12–14,20,22]. The requirements for high precision and very low
temperature and supply voltage dependence have led to the development of the bandgap principle
[2,3,7,10,13]. The bandgap principle was originally developed for bipolar technology and a typical
architecture is shown in Figure 2.62a. As described previously, the difference between the Vbes of
two BJTs with different current densities is proportional to the thermal voltage VT and is PTAT.
In Figure 2.62a, the difference between the Vbes appears across R3 and in scaled form across R2. Thus
the output voltage is equal to the Vbe of Q1 plus the scaled version of DVbe. Thus R2=R3 may be chosen
so that the opposite temperature coefficients of Vbe and DVbe cancel. The ratio R1=R2 determines
the ratio of the currents in Q1 and Q2. The circuit in Figure 2.62a is incompatible with implementation
using CMOS technology with vertical parasitic bipolar devices because the collectors are not grounded.
This can be overcome using the architecture in Figure 2.62b. However, there is the further problem
that the offset voltage of the operational amplifier is multiplied by the internal gain of the feedback
loop and added to the output. Offset is worse for CMOS than for bipolar operational amplifiers.
This problem has been overcome in various ways. In Refs. [12,22], use is made of a discrete time
offset compensated differential amplifier, which can have very low offset. Another approach is to make
use of lateral bipolar devices, which do not suffer from the topological restrictions of their
vertical counterparts [16]. Thus the architecture of Figure 2.62a or an equivalent topology may be
implemented.
A typical example of a current reference based on a bandgap voltage reference is shown in Figure 2.63

[13]. The current in the resistor xR is VT-referenced as in Figure 2.61 and therefore has a negative
temperature coefficient (the BJTs are vertical parasitic devices). This current is converted to a voltage and
weighted by the resistor xR before being added to the Vbe of Q3, which has a negative temperature
coefficient. The parameter x is chosen to obtain an overall zero temperature coefficient for the output
current, which is given by VREF=R0. Clearly, R0 needs to be a high-precision resistor and could be external
to the chip. The current mirrors need to be very well matched as any offset is amplified. The operational
amplifier needs to have a low offset voltage since this is added to the reference voltage. Further current
mirroring may be used to change the sign of the current or to increase the permissible range of the output
voltage, referred to as compliance.

Q1 Q2

R1R2 R1R2

R3R3

1 1n n

Vee Vss
(a) (b)

+ +

– –

FIGURE 2.62 Basic bandgap circuits. (a) Classical bandgap circuit. (b) Modified form with grounded-collector
PNP transistors, assuming an N-well process.
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2.3.3.6 Curvature-Compensated Bandgap References

The bandgap reference principle can provide a zero temperature coefficient at a single temperature,
leaving a temperature dependence that is dominated by a second-order temperature dependence. Very
sophisticated techniques have been developed [12,24] to eliminate this second-order dependence to leave
a typically much smaller third-order dependence. This technique is referred to as curvature compensa-
tion. An example of a curvature-compensated current reference [24] is shown in Figure 2.64. This circuit
can achieve precisions of the order of 5 ppm=8C for supply voltages over 5–15 V.

2.3.3.7 Discrete Time Bandgap References

The voltage reference in Ref. [12] provides curvature compensation and achieves a drift of the order of
13 ppm=8C over the commercial temperature range. The design is based on a comprehensive analysis of
nonideal effects in the basic bandgap circuit including finite b and base resistance of the bipolar devices,
operational amplifier offset, and bias current variation. This leads to a system involving a very low offset
switched capacitor differential amplifier and a system of injecting a differential pair of currents into the
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FIGURE 2.63 Bandgap current bias circuit.
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FIGURE 2.64 Curvature-compensated current bias circuit.
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emitters of the bipolar devices to provide curvature compensation. The offset cancellation of the switched
capacitor differential amplifier is accompanied by techniques for cancellation of the effect of base
currents and base resistance in the bipolar devices. Base currents can sometimes be a severe problem
due to the available current gains of parasitic bipolar devices. The design is fully compatible with a digital
IC process and achieves an equivalent precision of 12 b. Room temperature trims are necessary for a zero
temperature coefficient and for curvature compensation. Although low-frequency power supply rejection
is good, it falls with increasing frequency.
In Ref. [22], a floating voltage reference for signal-processing applications with a good power

supply rejection ratio of at least 85 dB maintained up to 500 MHz is realized. Over a temperature range of
�40 to þ858C, voltage dependence is 40 ppm=8C and supply voltage dependence �5%. The circuit has the
important advantage that trimming is not required.

2.3.4 Voltage and Current References Based on Less Usual Devices

2.3.4.1 Use of Device in Subthreshold Region

An alternative approach to current reference making use of MOSFETs in the subthreshold region is
reported in Ref. [19]. The principle of the approach is illustrated in Figure 2.65a, where for thermal
stabilization the voltage source is required to be PTAT. The PTAT voltage source is realized as a cascade
of 5 of the PTAT voltage sources shown in Figure 2.65b, which rely on the subthreshold mode operation
of the devices. In practice, cascoding of the current mirrors and current sources is required and a start-up
circuit is needed. A current accuracy of 3% with temperature stability of 3% over 0–808C can be achieved
with this approach [19].

2.3.4.2 Voltage Reference Circuits Using Lateral Bipolar Devices

The circuit diagram of a bandgap voltage reference making use of lateral bipolar devices is shown in
Figure 2.66 [16]. The circuit is designed to be insensitive to low b and a of the bipolar devices. It is also
insensitive to offsets and mismatch. A single trim at room temperature is required and a high power
supply rejection ratio, at least at low frequencies, is obtained. The output voltage is stable to within 2 mV
over a wide temperature range.

VDD

VSS
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M1

M4

M2

V

(a) (b)

FIGURE 2.65 MOS current bias circuit based on weak inversion operation: (a) basic circuit; (b) voltage source cell.
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2.3.4.3 Voltage References Based on Enhancement and Depletion-Mode
Threshold Voltage Difference

The topology restrictions and imperfections of the BJT devices available in CMOS technology have led to
the development of alternative techniques for designing references without needing bipolar devices. In
one technique, the fact that the difference between the threshold voltage of depletion-mode and
enhancement-mode devices is relatively temperature independent has been exploited [4,5,23].
The section on device models and parameter variability demonstrated that the difference in threshold

voltages of an enhancement- and depletion-mode MOSFET is relatively insensitive to temperature.
Since the threshold voltage of the depletion-mode device is negative, this approach leads to a reference

voltage of the order of 2 V, which is higher than
the bandgap voltage, and this can be an advantage.
A basic scheme for exploiting this principle for a
voltage reference is shown in Figure 2.67. The op
amp adjusts the gate voltage of the enhancement-
mode FET to keep the drain voltages the same and
the resistor values can be used to adjust the ratio of
the currents in the two FETs. The operational
amplifier may be implemented at device level [4].
The gate voltage of the depletion-mode FET may
be connected to the output of a buffer amplifier
whose output voltage may be adjusted using poly-
silicon fuses to typically 3.15� 0.02 V [5].
Higher reference voltages may be obtained by

replicating the enhancement- and depletion-mode
MOSFETs. In Figure 2.68, the reference voltage
is the difference between the threshold volta-
ges of the three enhancement-mode MOSFETs
M1–M3 and the three depletion-mode MOSFETs

VREF

FIGURE 2.66 Voltage reference using lateral bipolar devices.
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FIGURE 2.67 Basic reference based on enhancement–
depletion threshold difference.

Analog Circuit Cells 2-69



M4–M6 [23]. M7–M10 are providing the necessary
bias currents. In Ref. [23], the variation of VREF

with temperature is 1.5 mV=8C, which is useful for
many biasing situations and the reference voltage
is of the order of 3 V in spite of low threshold
voltage devices.

2.3.5 Voltage References Based on
N- and P-Doped Polysilicon
Gate Threshold

2.3.5.1 Voltage Difference

In CMOS technology, the gate material is usually
polysilicon with N-type doping. In some pro-
cesses, selective doping to provide P-type doping
of the polysilicon gate is also available and the
presence of both types of doping has been
exploited for reference circuit design [8].
The basic principle of a voltage reference based

on the difference between the threshold voltages
of N- and P-doped polysilicon gate MOSFETs is
illustrated in Figure 2.69. M1 has a P-doped gate
and a higher threshold voltage than M2. M1 and
M2 are in different P-wells but have the same
effective dimensions and bias currents.
A full transistor-level implementation of the

basic circuit in Figure 2.69 is shown in Figure
2.70 [8]. M1 and M2 are the reference MOSFETs.
M3 has a very long channel and its current is the
same as that in M1 by virtue of the current mirror
M4: M5. Thus the current in M1 adjusts itself to
the crosspoint of the characteristics ofM1 andM3.
M7, M8, and M9 ensure that the currents in M1

and M2 are identical. M6 is a start-up device.
When the power supply is switched on, M6

comes on but within 1 ms is switched off by the
reverse leakage resistance of the polysilicon diode D.
In Ref. [8], M1 and M2 can have a W=L of
100=20 mm; supply voltage sensitivity of <10�3 is obtained for VDD between 2 and 9 V [8]. Digital
tuning using polysilicon fuses to reference voltages other than the polysilicon gate work function
difference can be obtained and a further level of temperature compensation applied [8].

2.3.6 Biasing of Simple Amplifiers and Other Circuits

2.3.6.1 Simple Amplifiers

In traditional two-stage amplifier design, the bias for the whole circuit is easily set up from one reference
current and no critical voltage differences have to be set up. It is only necessary to ensure that the
operating currents, and hence the transconductance, of each device have a required value. A typical
example of the biasing of a two-stage amplifier is shown in Figure 2.71 [13]. The ratio of currents between
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FIGURE 2.68 High-output enhancement–depletion
threshold difference reference.
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FIGURE 2.69 Basic reference based on polysi-
licon work function difference.
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the first- and second-stage controls the separation of the poles and also the systematic offset. The internal
biasing circuit consists simply of a set of current mirrors.

2.3.6.2 Cascode Amplifiers

In cascode amplifiers [13], the idea is to raise the amplifier output impedance in order to increase the
gain. An important requirement, especially in a low supply voltage environment, is to obtain maximum
output voltage swing, or compliance, in the cascode amplifier. This requirement makes the biasing of the
cascode devices critical.
A simple amplifier designed for cascode loads is shown in Figure 2.72. Only a single current mirror

from the main current reference is needed to control all the bias currents. For reasonable low-frequency
gains of say >60 dB, the output impedance must be made high while keeping component parameters
practical. Use of very long channel output FETs is undesirable because of poor bandwidth and the chip
area requirement. Therefore, the cascode technique, as shown in Figure 2.73, is the ideal solution. This
raises output impedance by approximately gm(M11)rds(M11) and gm(M12)rds(M12) on each side. However,
the maximum output voltage swing, or compliance, of the circuit has now been reduced by at least the
saturation voltages ofM11 andM12. The cascode devices must be biased so that the voltage acrossM8 and
M9 is just above Vdsat.
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FIGURE 2.70 Example of reference based on polysilicon work function difference.
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FIGURE 2.71 Two-stage amplifier.
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The usual way of achieving this is to arrange that a current is passed through an FET with a
scaled width so that one obtains a voltage VTNþVDsat(M6)þVDsat(M12) for the N-channel side and
VTPþVDsat(M8)þVDsat(M11) for the P-channel side. If the saturation voltage of the driver FET (M6) and
the cascode FET (M12) are the same, then this requires a bias FET with a current density four times
higher. In reality, the body effect inM12 and tolerance considerations mean that this factor will have to be
somewhat higher than 4 [13].
Hence, there is a requirement for more replicas of the incoming reference current. The whole scheme

develops to the configuration shown in Figure 2.74, where the circuit is represented in its simplest ideal
form. Note that all FET scaling is applied to device widths; the lengths are the same throughout. In
practice, this circuit would have a large offset due to the unequal drain voltages in the various current
mirrors, and balancing dummy FETs would be needed.

2.3.6.3 Folded Cascode Amplifiers

A common problem in modern CMOS design is the basing of folded cascode amplifier stages [13].
Folded cascode amplifiers are much used to get reasonable common-mode and output range in low
power supply voltage situations. A typical example of a folded cascode amplifier is shown in Figure 2.75.
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FIGURE 2.72 Simple single-stage amplifier.
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FIGURE 2.73 Simple single-stage amplifier with cascoded output FETs.
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The biasing of the folded cascode architecture is basically similar to that of a nonfolded cascode provided
that correct current densities are maintained in the FETs. This is important because the folding current
source (MF1,MF2) and the cascode will have different current levels and the bias must allow for this and
set the cascode FET to the minimum safe operating bias. A ratio of 1:4 in width for the same current
density gives the ideal bias for equal saturation voltages. Differing values of saturation voltage must be
summed and the bias FET scaled accordingly.

2.3.6.4 Current Mirrors

The folded cascode amplifier of Figure 2.75 includes the current mirror of Figure 2.76 [18]. This circuit is
a high compliance current mirror featuring low input voltage and low minimum output voltage. The
cascode devices embedded in it are biased from an FET of width ratio running at the same quiescent
current as the mirror. A width ratio of 1:4 is predicted by simple theory for equal saturation voltages in
the mirror.
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FIGURE 2.74 Cascode simple single-stage amplifier with biasing circuits.
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FIGURE 2.75 Folded cascode amplifier with biasing circuits.
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2.3.7 Biasing of Circuits with Low
Power Supply Voltage

The topic of low-voltage analog MOS circuits is an
important one because of the requirement for battery
operation and also for compatibility with advanced
digital IC processes with low power supply voltages.
In order to maintain a reasonably high dynamic
range in low supply voltage analog circuits, it is
essential that the circuits operate with signal swings
that are a very large fraction of the total supply
voltage. Since operational amplifiers are key com-
ponents in analog circuits, this has led to the design
of operational amplifiers with ‘‘rail-to-rail’’ input
common-mode voltage and output voltage capabil-
ity. The design of such an input stage requires new
approaches to biasing andwe shall give brief details of
an example of one such circuit [27].
A conventional differential pair ofN- or P-channel

MOSFETs would not provide sufficient input volt-
age common-mode range. This is because the input
FET pair and the FET realizing the tail current
source would tend to come out of saturation at
one extreme of input common-mode voltage
(negative for NMOS, positive for PMOS). This is
overcome by combining an NMOS and PMOS
differential pair as shown in Figure 2.77. However,
this circuit has the disadvantage that the effective
transconductance varies widely with common-
mode input voltage since in the middle range,
both differential pairs are conducting but at the
extremes, only one differential pair is conducting.
This produces a common-mode voltage depend-
ence of amplifier dynamic performance and
makes it difficult to optimize the dynamic perform-
ance for all input conditions.
An elegant solution to this problem is reported in Ref. [27]. Assuming that the drain current of a

MOSFET can be described by a square-law relationship, then transconductance is proportional to the
square root of bias current. Since the overall effective transconductance of the input stage in Figure 2.77 is
the sum of the effective transconductance of each pair, it follows that the condition when the overall
transconductance is independent of common-mode input voltage is

ffiffiffiffiffiffiffi
IBN

p þ ffiffiffiffiffiffi
IBP

p ¼ Constant (2:127)

Bias currents satisfying this relationship can be implemented using the MOS translinear circuit principle
[27]. This principle applies to circuits where the gate–source ports of MOSFETs form a closed loop.
Assuming that the devices are describable by a square-law drain–current relationship, the sum of the
square roots of the drain currents of the MOSFETs whose ports are connected in a clockwise fashion
equals the sum of the square roots of the drain currents of the counterclockwise-connected MOSFETs.
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Wp1:L

VBIAS

Iin

Iout

VDD

FIGURE 2.76 High-compliance current mirror.

IBP

IBN

Vin1 Vin2

FIGURE 2.77 Op-amp input stage for rail-to-rail
operation.
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The application of the basic idea to implement bias cur-
rents according to Equation 2.127 is shown in Figure 2.78.
Since the clockwise-connected MOSFETs M1 and M2 have
a constant drain current Io, the translinear principle
implies that the drain current inM3 andM4 satisfy Equation
2.127. The development of the schematic bias circuit in
Figure 2.78, the input stage in Figure 2.77, and a class AB
output stage into a fully operational amplifier is described in
Ref. [27]. The circuit operates with a minimum power
supply of 2.5 V.

2.3.8 Dynamic Biasing

Dynamic biasing is a technique that is applicable to ampli-
fiers in sampled data systems, such as switched capacitor
filters and data converters [6,9]. Such amplifiers are
required to meet two key requirements. These are fast

settling time in order to allow high switching rates and high gain in order to obtain precision perform-
ance [13]. Fast settling time is obtained for maximum effective device transconductance and device
transconductance gm is approximately proportional to, I

p
B, where IB is bias current. Gain is given by

gm=go, where go is output conductance. Since go is proportional to bias current, gain is ‘‘inversely’’
proportional to I

p
B. Thus maximum settling time requires a high bias current and maximum gain

requires a low bias current. The dynamic bias technique reconciles these two requirements.
Figure 2.79 shows a typical switched capacitor integrator, which is a basic building block for

implementing high-order switched capacitor systems. The switches are controlled by two-phase non-
overlapping clock signals f and �f. The operational amplifier would generally have a first stage
comprising a differential MOSFET pair with constant current source bias. The equivalent of this
with dynamic biasing is shown in Figure 2.80, where the constant current source has been replaced
by the combination of capacitor C and switches S1 and S2. We refer to the integrator of Figure 2.79.
During phase f, the capacitor C1 is being charged up to the input voltage and the amplifier is inactive.
Meanwhile, in the dynamically biased amplifier of Figure 2.80, the capacitor C is being discharged.
In phase �f, capacitor C1 in Figure 2.79 is connected to the input of the amplifier, where the output
voltage is required to change to absorb the incoming charge. At the same time, capacitor C in Figure
2.80 is connected to the differential pair and immediately starts to conduct a high current. The high
current through the amplifier MOSFETs provides a high effective amplifier slew rate and fast initial
settling time, although the gain of the amplifier during this initial part of the clock phase is low. As
time progresses, capacitor C becomes charged and the current in the amplifier MOSFETs reduces. This
increases the gain of the amplifier leading to a high precision of the amplifier output voltage.
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FIGURE 2.78 Bias circuit based on MOS
translinear principle.
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FIGURE 2.79 Typical switched capacitor integrator.
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Eventually, the amplifier current falls to zero with the
output voltage at this required level. If, as would usually
be the case, it is required to sample the amplifier output
voltage in both phases, then the dynamic current source
comprising capacitor C and the two switches S1 and S2 in
Figure 2.80 would need to be duplicated with opposite
switch phasing. This technique considerably increases the
gain available from an amplifier since the effective gain
depends on the low bias current condition and is very
high. Dynamic biasing may, however, be easily applied to
both stages of a two-stage amplifier if required [9]. Also,
efficient schemes are available for the dynamic biasing of
several amplifiers in a circuit.
Dynamic biasing is well worth considering in sampled

date applications, such as switched capacitor filters and
data converters. It can maximally exploit a given low
power consumption to obtain good dynamic circuit per-
formance. A variant of this approach [11] is adaptive bias-
ing in which the input differential signal is sensed and the
bias current is increased for large differential input signals
to speed up the slewing response.

2.3.9 Conclusions

The task of designing voltage and current references and bias circuits is an important one. The
requirements are very diverse, ranging from high precision, as required in data converters, to moderate,
as required in general biasing situations. In these sections, space has been sufficient only to discuss some
outstanding work in the area and some of the main principles. It is hoped that the reader will consult the
references for more detailed information.
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2.4 Canonical Cells of MOSFET Technology

Mohammed Ismail, Shu-Chuan Huang, Chung-Chih Hung,
and Trond Saether

Analog integrated circuits have long been designed in technologies other than CMOS. But modern analog
and mixed-signal VLSI applications in areas such as telecommunications, smart sensors, battery-operated
consumer electronics, and artificial neural computation require CMOS analog design solutions. In recent
years, analog CMOS circuit design has shown signs of dramatic change. Field programmable analog
arrays and modular analog VLSI circuits [1] are representatives of emerging analog design philosophies
leading to a whole new generation of analog circuit and layout design methodologies.
This section discusses basic cells used in contemporary CMOS analog integrated circuits. The

performance of a CMOS (bipolar) circuit can often be improved further by incorporating a limited
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number of bipolar (CMOS) transistors on the same substrate. The resulting circuits are called BiCMOS
circuits. BiCMOS circuits that are predominantly CMOS will also be discussed. First, we discuss primitive
analog cells. These cells may or may not require device matching for proper operation. Second, we
introduce modern and simple circuit techniques to mitigate nonideal effects and significantly improve
circuit performance, and finally, we discuss basic voltage amplifier circuits. The presented cells will help
in the systematic design of analog integrated circuits and could constitute an efficient analog VLSI cell
library. Throughout this section, MOS transistors are assumed to be biased in strong inversion.

2.4.1 Matched Device Pairs

Figure 2.81 shows basic MOS transistors pairs [2] operating in the saturation region, where only NMOS
transistors pairs are shown. Figure 2.81a shows a differential pair with no direct connection between the
two transistors. The resultant differential pair is characterized by the difference in the drain currents
(using the simple square-law equation); that is

Ia1 � Ia2 ¼ K
2
(VG1 � VS1 � VT)

2 � K
2
(VG2 � VS2 � VT)

2

¼ K
2
[(VG1 � VG2)� (VS1 � VS2)]


 [(VG1 þ VG2)� (VS1 þ VS2)� 2VT] (2:128)

where K(¼mCoxW=L) and VT are the transconductor parameter and the threshold voltage of the
transistor, respectively. Figure 2.81b is a common-source or source-coupled differential pair, a special
case of circuit (a) with VS1¼VS2¼VS, and the differential current is

Ib1 � Ib2 ¼ K
2
(VG1 � VG2)[(VG1 þ VG2)� 2VS � 2VT] (2:129)

Ib1 Ib2

VG1 VG2

VS

Vin

Vout

VDD

VC

VSS

(b)

(e)

Ia1 Ia2

VG1 VG2

VS2VS1

Iin Iout

VSS

(a)

(d)

Ic2Ic1

VS2VS1

VG

If1 If 2

VG1

VG2

VS2

(c)

(f)

FIGURE 2.81 Matched primitive cells operating in the saturation region. (a) A differential pair with no direct
connection between the two transistors, (b) is a common source or source coupled differential pair, (c) a common-gate
differential pair, (d) a well-known simple current mirror, (e) a voltage follower, and (f) a rearranged transistor pair.
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Figure 2.81c is a common-gate differential pair with VG1¼VG2¼VG in circuit (a), and the differential
current is obtained as

Ic1 � Ic2 ¼ �K
2
(VS1 � VS2)[2VG � (VS1 þ VS2)� 2VT] (2:130)

Differential pairs are essential building blocks of circuits such as op-amps, differential difference
amplifiers and operational transconductance amplifiers. Several linear V–I converters built by these
cells have been developed.
Current mirrors are usually used as loads for amplifier stages. Moreover, current mirrors are essential

building blocks in modern current-mode analog integrated circuits. Figure 2.81d shows a well-known
simple current mirror. Ideally, the input current Iin is equal to the output current Iout for matched
transistors. In practice, a nonunity Iout to Iin ratio occurs due to finite output resistance resulting from
channel length modulation effects. The output resistance can be increased by Wilson or cascode current
mirrors at the expense of a limited output swing, which is not desired in low-voltage applications. A
regulated current mirror can improve both the output resistance and swing but increase circuit com-
plexity. Detail analysis and comparison are discussed in Ref. [3].
A voltage follower is shown in Figure 2.81e. Since the same current flows in both transistors, their

gate–source voltages are the same. That is,

Vin � Vout ¼ VC � VSS (2:131)

and therefore

Vout ¼ Vin � VC þ VSS (2:132)

Alternatively, a transistor pair can be arranged as the circuit shown in Figure 2.81f, which is used as a
basic cell for composite MOSFET (COMFET) circuits [4]. The differential current is given by

If1 � If2 ¼ K
2
(VG1 � VG2 � VT)

2 � K
2
(VG2 � VS2 � VT)

2

¼ K
2
(VG1 � VS2 � 2VT)(VG1 � 2VG2 þ VS2) (2:133)

With proper biasing, linear V–I conversion can be achieved by this transistor cell.
Transistor pairs operating in the triode region are found mostly in simulating linear transconductors

and resistors, for example, those in MOSFET-C filters. Figure 2.82 shows three popular examples, where
the nonlinear terms in the drain current equations are canceled. A simple drain current equation in the
triode region is

ID ¼ K (VG � VT)(VD � VS)� 1
2

V2
D � V2

S

� � �
(2:134)

¼ K
2
(VG � VS � VT)

2 � K
2
(VG � VD � VT)

2 (2:135)

Equation 2.135 gives another form of the triode current equation. In some cases, circuit analysis can be
performed more easily with this form than using Equation 2.134. The resulting current equations of the
equivalent ‘‘MOS resistors’’ are now obtained.
For the circuit shown in Figure 2.82a, a two-transistor transconductor, the current difference is

given by [5]

Analog Circuit Cells 2-79



Ia � I0a ¼ K (VC � VT)(VX � VY)� 1
2

V2
X � V2

Y

� � �

� K (VC � VT)(�VX � VY)� 1
2

V2
X � V2

Y

� � �

¼ 2K(VC � VT)VX (2:136)

and the equivalent resistance is obtained as

Req,a ¼ 2VX

Ia � I0a
¼ 1

K(VC � VT)
(2:137)

The circuit shown in Figure 2.82b realizes a floating resistor [5], where
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FIGURE 2.82 Matched primitive cells operating in the triode region. Three popular examples: (a) a two-transistor
transconductor, (b) a realized floating resistor, and (c) a four-transistor transconductor.
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Ib ¼ K (VC þ VC1 � VT)(VX � VY)� 1
2

V2
X � V2

Y

� � �

þ K (VC þ VC2 � VT)(VX � VY)� 1
2

V2
X � V2

Y

� � �

¼ K (2VC � 2VT þ VX þ VY)(VX � VY)� V2
X � V2

Y

� � �
¼ 2K(VC � VT)(VX � VY) (2:138)

and the equivalent resistance is

Req,b ¼ VX � VY

Ib
¼ 1

2K(VC � VT)
(2:139)

An implementation with VC1¼VC2¼ (VXþVY)=2 has been described in Ref. [6].
The circuit shown in Figure 2.82c, a four-transistor transconductor [7], gives the following current

equation:

Ic � I0c ¼K (VC1 � VT)(VX1 � VY)� 1
2

V2
X1 � V2

Y

� � �

� K (VC2 � VT)(VX1 � VY)� 1
2

V2
X1 � V2

Y

� � �

þ K (VC3 � VT)(VX2 � VY)� 1
2

V2
X2 � V2

Y

� � �

� K (VC4 � VT)(VX2 � VY)� 1
2

V2
X2 � V2

Y

� � �
(2:140)

¼ K(VC1 � VC2)(VX1 � VX2)

¼ K(VC4 � VC3)(VX1 � VX2) (2:141)

and

Req, c ¼ VX1 � VX2

Ic � I0c
¼ 1

K VC1 � VC2ð Þ ¼
1

K VC4 � VC3ð Þ (2:142)

Note that Ic and I0c are taken at the VY nodes. It is very interesting to know that nonlinearity cancellation
is also achieved with the four transistors operating in the saturation region [2].
Figure 2.82a and c are usually used together with op-amps to simulate resistors, where the virtual short

property of op-amps makes VY1¼VY2.

2.4.2 Unmatched Device Pairs

Figure 2.83 shows primitive cells that do not require matching, unless specified. Figure 2.83a and b are
parallel and series composite NMOS transistors, respectively, which are very useful in laying out very
wide or long transistors, respectively. The equivalent device transconductance parameter Keq is calculated
as follows:
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For the parallel composite transistor, the drain current is written as

IDp ¼ Keq,p

2
(VG � VS � VT)

2

¼ K1

2
(VG � VS � VT)

2 þ K2

2
(VG � VS � VT)

2 (2:143)

That is,

Keq,p ¼ K1 þ K2 (2:144)

or alternatively

W
L

� �
eq,p

¼ W
L

� �
1

þ W
L

� �
2

(2:145)

Using the same channel length L, it can be simplified as

Weq,p ¼ W1 þW2 (2:146)

As a result, a wider transistor can be realized by parallel connection of two or more narrower transistors.
For the series composite transistor, note that the lower transistor is always operating in the triode

region due to the requirement VG�VS1>VT, to turn on the upper transistor. The resultant drain
current is given by

IDs ¼ Keq,s

2
(VG � VS � VT)

2 (2:147)
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–
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FIGURE 2.83 Unmatched primitive cells. (a) A parallel composite NMOS transistor, (b) a series composite NMOS
transistor, (c) a CMOS composite transistor, and (d) a CMOS inverter.
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¼ K1

2
(VG � VS1 � VT)

2 (2:148)

¼ K2

2
(VG � VS � VT)

2 � (VG � VS1 � VT)
2� �

(2:149)

From the preceding equations, we have

(VG � VS � VT)
2 ¼ 2IDs

Keq,s
(2:150)

(VG � VS1 � VT)
2 ¼ 2IDs

K1
(2:151)

Substituting the preceding equations into Equation 2.149, we obtain

IDs ¼ K2

2
2IDs
Keq,s

� 2IDs
K1

� �
(2:152)

That is,

1
Keq,s

¼ 1
K1

þ 1
K2

(2:153)

or

L
W

� �
eq,s

¼ L
W

� �
1

þ L
W

� �
2

(2:154)

Similarly, with fixed channel width W, the above equation is simply obtained as

Leq,s ¼ L1 þ L2 (2:155)

which indicates that the equivalent transistor can be used to realize a long-channel device with shorter
channel ones.
Figure 2.83c is a CMOS composite transistor, which can be seen as equivalent to either an NMOS or a

PMOS transistor operating in the saturation region. In contrast, the composite transistors shown in
Figure 2.83a and b can operate in both saturation and triode regions. The main advantage of the
equivalent composite transistor shown in Figure 2.83c is that both their equivalent gate and source
nodes have high input impedances, which is desired in some circuits. The equivalent K and VT are
obtained by the equations of the gate–source voltages.

V1 � V2 ¼ VGSn þ VSGp

¼
ffiffiffiffiffiffiffi
2ID
Kn

r
þ

ffiffiffiffiffiffiffi
2ID
Kp

s
þ VTn � VTp

¼
ffiffiffiffiffiffiffi
2ID
Keq

s
þ VTeq (2:156)
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which give

1ffiffiffiffiffiffiffi
Keq

p ¼ 1ffiffiffiffiffiffi
Kn

p þ 1ffiffiffiffiffiffi
Kp

p (2:157)

and

VTeq ¼ VTn � VTp (2:158)

Finally, Figure 2.83d shows a CMOS inverter, which could be used as a transconductor [8]. Its output
current is

Iout ¼ Kn

2
(Vin � VSS � VTn)

2 � Kp

2
(VDD � Vin þ VTp)

2

¼ a(Vin � VTn)
2 þ bVin þ c (2:159)

where

a ¼ 1
2
(Kn � Kp)

b ¼ �KnVSS þ KP(VDD � VTn þ VTp)

c ¼ Kn

2
2VSSVTn þ V2

SS

� þ Kp

2
V2
Tn � (VDD þ VTp)

2� �

2.4.3 Composite Transistors

The body effect of a transistor is due to nonzero source to bulk voltage (VSB), which widens the depletion
region between the source and bulk and therefore increases the absolute value of its threshold voltage.
The threshold voltage (referred to the source) is dependent on VSB and is given by

VTn ¼ VTno þ g
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2 fFj j þ VSB

p
�

ffiffiffiffiffiffiffiffiffiffiffi
2 fFj j

p� �
for NMOS

VTp ¼ VTpo � g
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2 fFj j þ VSB

p
�

ffiffiffiffiffiffiffiffiffiffiffi
2 fFj j

p� �
for PMOS

where 2jfFj is the potential required for strong inversion and g is the body effect parameter.
Usually, bulk regions of an NMOS transistor and a PMOS transistor are tied to the most negative

voltage (VSS) and the most positive voltage (VDD) respectively to turn off the parasitic diodes associated
with source-bulk and drain-bulk. In some cases, bulk regions are directly connected to transistor sources
(VSB¼ 0) to eliminate the body effect; for example, in the follower of Figure 2.81e, the bulk must be
connected to the source in each transistor to ensure equal threshold voltages. This is achieved by putting
each device in a separated well, which must be the P-well for NMOS devices. However, separate wells
require large layout areas. Besides, unless twin-tub processes are used, only one type of transistor (either
NMOS or PMOS depending on the process) can be connected this way.
Due to the body effect, the equivalent threshold voltage of a CMOS composite transistor would be

large (two threshold voltages plus extra voltage resulting from the body effect), which would render it
unsuitable for low-voltage applications. The equivalent threshold voltage could be reduced by replacing
one of the MOS transistors with a BJT, as shown in Figure 2.84 [9]. For the stacked composite BiCMOS
transistors, the equivalent threshold voltage is given by VTeq� jVT j þ 0.7 V, where VT is the threshold
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voltage of the NMOS or PMOS transistor, and 0.7 V is the BJT turn-on voltage VBE, which is not subject
to body effects. It can be further reduced by the folded arrangement as shown in Figure 2.84b, where
VTeq� jVTj � 0.7 V. An all-MOS-folded composite transistor can be implemented in a similar manner as
shown in Figure 2.85 [10], where K2 >> K1. As a result,

Keq � K1

VTeq ¼ VT � VGS2 (2:160)

� �
ffiffiffiffiffi
2I
K2

r
(2:161)
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FIGURE 2.84 BiCMOS composite transistors: (a) stacked version and (b) folded version.

N-type

i

VSS

I

I

i

K2K1

VDD

VD

VG VS

P-type

K2

VDD

I

i

VSS

K1

I

i

VG VS

VD

FIGURE 2.85 MOS-folded composite transistors.

Analog Circuit Cells 2-85



where VGS2 �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(2I)=K2

p þ VT. Simulation program with integrated circuit emphasis (SPICE) simula-
tion results for the N-type folded transistors (W1¼ L1¼ L2¼ 3 mm) operating in the saturation region
(VDG¼ 0) with various W2 are compared with a single NMOS depletion transistor (W¼ L¼ 3 mm) with
various VT shown in Figure 2.86. It can be seen that a smaller K2 results in a smaller VTeq (more negative),
but with a larger K2 the composite transistor behaves more like a single transistor having a smaller jVTeqj,
which could be useful in low-voltage applications.
Forcing VSB¼ 0 to eliminate the body effect is usable only for MOS circuits conducting

currents in a single direction. For the circuits shown in Figure 2.82, since resistors operate bidirectionally,
the bulk regions of each transistor must be connected to the rail to assure that parasitic diodes are
turned off when currents flow in either direction. In fact, the transistors are operating in the triode
region symmetrically between drain and source and biased at VDS� 0. It would, however, result in
nonzero VSB and increase the threshold voltage, which increases the equivalent resistance, in
Figure 2.82a and b, but introduces nonlinearities. To overcome this problem, one may configure two
transistors into one composite transistor as shown in Figure 2.87a, where the bulks of the transistors
are interconnected to node VS1. Due to symmetry, this composite transistor can be operated in
either direction. Its physical cross section is shown in Figure 2.87b, where the diodes represent the
p–n junctions composed by bulk and source=drain nodes. This configuration is equivalent to
Figure 2.87c, and one can find that the parasitic diode connected between VS1 and VS would turn on
when VS1�VS is larger than the turn-on voltage of the parasitic diode. However, this is undesired, but
fortunately the diode current is restricted by the drain current of M2. This effect can be illustrated
more clearly through the comparison of transistors with various bulk connections, as shown in
Figure 2.88, where Figure 2.88d and e are composite transistors (same as Figures 2.87 and
Figure 2.83b, respectively), which simulate single transistors. With VDG¼ 0 (diode connection),
VS¼ 0 and VSS¼�5 V, Figure 2.89 gives simulation results of drain currents for the circuits,
shown in (a) and (c)–(e), where the transistor sizes for the circuits, shown in (a)–(c), (d), and
(e) are 20=3 mm, 30=3 mm, and 36=3 mm, respectively. One can observe that the curve (c) shown
in Figure 2.89 completely departs from curve (a), due to the body effect. Curve (e) fits perfectly to
curve (a). Although behaving slightly differently from curve (a), circuit (d) approximates a single
transistor as well.
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FIGURE 2.86 ID curves for a folded N-type transistor with various W2 and a single transistor with various VT.
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Figure 2.90 shows the drain current for the circuit labeled (b), whose current is much larger than those
of the rest of the circuits shown in Figure 2.88. Since the bulk of the circuit shown in Figure 2.88b is
connected to its drain and the parasitic diode between the drain and bulk is on, the current is dominated
by the diode current due to its exponential nature. By using it as in Figure 2.88d, the diode current is
limited to the current level of an MOS transistor. This can be seen from Figure 2.91, showing VS1 of the

VG

VS VD
VS1M1 M2

(a)

VG

VS VD
VS1M1 M2

(c)

VG VGVS VSVD VD

VS1 VS1

D1D2 D3 D3D2

VB VB(b)

n nn n n

pp

n

FIGURE 2.87 (a) Composite bidirectional transistor with reduced body effect. (b) Cross-sectional view of
the physical device, where the short connection across D1 is, in effect, placing D2 and D3 back-to-back between VD

and VS and forming a parasitic symmetrical bipolar device. (c) Equivalent circuit of (a). (From Huang, S.-C.,
Systematic design solutions for analog VLSI circuits, PhD dissertation, Department of Electrical Engineering,
Ohio State University, Columbus, OH, 1994. With permission.)
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circuit (d) saturated at a voltage �0.7 V, which is close to the turn-on voltage of a p–n junction diode.
The transistor sizes of the circuits labeled (d) and (e) are adjusted to achieve the same K value of the
single transistor (a). According to Equation 2.153, 1=Keq,s¼ 1=K1þ 1=K2. That is, to achieve Keq,s¼K, Ke

(¼K1¼K2) is given by

2.5
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FIGURE 2.89 ID curves for transistors with various bulk connections.
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Ke ¼ 2K (2:162)

For circuit (d), Kd is obtained by rewriting Equation 2.149, which follows that

IDs ¼ K
2
(VG � VS � VT)

2

¼ Kd

2
(VG � VS1 � VT)

2

¼ Kd

2
(VG � VS � VT)

2 � (VG � VS1 � VT)
2� �þ Ise

(VS1�VS)=UT

where Is is the leakage current of the diode and UT is the thermal voltage. Therefore,

IDs ¼ Kd

2
2IDs
K

� 2IDs
Kd

� �
þ Ise

(VS1�VS)=UT

¼ IDs
Kd

K
� 1

� �
þ Ise

(VS1�VS)=UT (2:163)

Divided by IDs, the preceding equation becomes

1 ¼ Kd

K
� 1þ Is

IDs
e(VS1�VS)=UT

2K ¼ Kd þ K
Is
IDs

e(VS1�VS)=UT

(2:164)
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FIGURE 2.91 VS1 curves for composite transistors, labeled (d) and (e).
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and hence

Kd < 2K (2:165)

due to the parasitic diode. A SPICE level 2 model is used in the simulation and its higher order effects
result in using a device size of 36=3 mm(Ke 6¼ 2K), instead of 40=3 mm.

2.4.4 Super MOS Transistors

The channel length modulation effect models the channel shortening effect in the saturation region due
to the increase in the depletion width near the drain when increasing VDS. It is modeled as

ID ¼ K
2
(VGS � VT)

2(1þ lVDS) (2:166)

where l is the channel length modulation parameter. The effect results in a finite output impedance of a
transistor, since the output impedance is given by

ro ¼ qID
qVDS

� ��1

¼ 1

l K
2 (VGS � VT)

2 ’
1
lID

(2:167)

As mentioned previously, this effect would cause inaccuracy in the single current mirror shown in Figure
2.81d, and can be mitigated by using cascode, improved Wilson, or regulated current mirrors as shown in
Figure 2.92 [3]. These are based on the gain-boosting principle as shown in Figure 2.93 [11], where for
the cascode stage in (a) (used in the cascode and the Wilson current mirrors) the output impedance is
given by

ro,a ¼ (gm2ro2 þ 1)ro1 þ ro2 (2:168)

where gmi and roi are, respectively, the small-signal transconductance and output impedance for transis-
tor Mi. An addition gain stage Add, as in Figure 2.93b (implemented in the regulated current mirror by
Madd) increases the output impedance almost by a factor of (Addþ 1) and gives
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M4
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M3 M1
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IB
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FIGURE 2.92 (a) Cascode, (b) improved Wilson, and (c) regulated current mirrors.
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ro,b ¼ [gm2ro2(Add þ 1)þ 1]ro1 þ ro2 (2:169)

As a result, composite transistors with high output impedances can be obtained as shown in Figure 2.94
[10]. Figure 2.94a is directly obtained from the regulated current mirror, where MN1 and MN2 are
cascoded andMP2 andMN4 compose an additional gain stage. The drain-source voltage ofMN1 biased by
I1 is given by

V 0
DS,a ¼

ffiffiffiffiffiffi
2I1
K4

r
þ VT (2:170)

Figure 2.94b, a modified version of (a), employs the biasing technique in Ref. [12], biasing VDS for a
triode-mode V–I converter. The resultant V 0

Ds,b is given by

V 0
DS,b ¼

ffiffiffiffiffiffi
2I1
K4

r
�

ffiffiffiffiffiffi
2I2
K5

r
(2:171)

Therefore, unlike the circuit shown in Figure 2.93a, where V 0
Ds,a is larger than VT, MN1 can be biased at

the edge of saturation by properly choosing currents I1 and I2 or K4 and K5 In addition, VF provides a low
impedance node for folded cascode configurations. Figure 2.94c, also called the super-MOS transistor
[11], uses a similar concept. The CMOS cascode gain stage, composed byMP2,MP4,MN4, andMN6, gives
a higher gain than the previous two circuits. Since MN8 in the series composite transistor (constituted by
MN7 and MN8) is always operating in the triode region, VDS of MN8 can be very small, and MN1 can also
be biased at the edge of saturation. However, due to its circuit complexity, the input range for VGS is
limited. The drain currents of the circuits shown in Figure 2.94b versus VDS with various VGS are
compared to those obtained from a single transistor and are given in Figure 2.95. It can be seen that the
output impedance of the composite transistor is significantly larger than that of a single one. The use of
super MOS transistors in the design of high-gain operational amplifiers is discussed in Ref. [11].

2.4.5 Basic Voltage Gain Cells

In this subsection, we discuss simple voltage amplifier circuits implemented in NMOS, CMOS, and
BiCMOS technologies.
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FIGURE 2.93 (a) Cascode stage and (b) cascode stage with an additional gain stage.
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2.4.5.1 NMOS Amplifier

Figure 2.96a shows an enhancement common-source NMOS amplifier with an enhancement load. M1 is
the driving (amplifying) transistor and the diode-connected transistor M2 is the load device. The large-
signal transfer characteristics of the amplifier is shown in Figure 2.96b and displays three well-defined
regions. In region I, M1 is off since vl<VT1. M2, however, is always in the saturation region and is
conducting a small current. The voltage across it is VT2 and hence the output voltage, vo, is VDD�VT2. In
region II,M1 is conducting and is operating in saturation and the transfer curve is linear. Finally in region
III,M1 leaves the saturation region and enters the triode region. For the circuit to operate as an amplifier,
the dc operating point must be located in the linear region (region II). Assuming that both M1 and M2

have the same threshold voltage VT, but different values of K (K1 and K2) and neglecting both channel
length modulation and body effects, we write

D
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F

Super MOS symbol(d)
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FIGURE 2.94 Composite super NMOS transistors. (a, b) (From Huang, S.-C., Systematic design solutions for
analog VLSI circuits, PhD dissertation, Department of Electrical Engineering, Ohio State University, 1994.) (c) (From
Bult, K. and Geelen, G.J., J. Analog Integrat. Circuits Signal Process., 1, 119, 1991.)
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iD1 ¼ iD2 ¼ iD ¼ K1

2
(v1 � VT)

2 (2:172)

and

iD ¼ K2

2
(vGS2 � VT)

2

¼ K2

2
(VDD � vo � VT)

2 (2:173)

Combining Equations 2.172 and 2.173 and with some manipulations, we obtain

600

500

400

300

200

100

0
0 0.5 1.5 3.5 4.52.5 54321

2.0 V

VDS (V)

1.8 V

1.6 V

1.4 V

1.2 V

I D
 (µ

A)

Composite MOS
Single MOS

FIGURE 2.95 Simulated ID curves for the high-output impedance composite transistor shown in Figure 2.94b and
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vo ¼ VDD � VT þ
ffiffiffiffiffi
K1

K2

r
VT

� �
�

ffiffiffiffiffi
K1

K2

r
vI (2:174)

which is a linear equation between vo and vI. This is obviously the equation of the straight-line portion
(region II) of the transfer curve.
The first term in Equation 2.174 represents the dc component of the output voltage Vo. The second

term represents the small-signal component and thus the ac small-signal gain of the amplifier Av is

Av ¼ vo
vi

¼ �
ffiffiffiffiffi
K1

K2

r
¼ �

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(W=L)1
(W=L)2

s
(2:175)

The small-signal equivalent circuit of the amplifier in Figure 2.96a is shown in Figure 2.97. Since D2 and
G2 are connected in M2, the voltage across the controlled current–source gm2vgs2 is vgs2. Therefore, the
controlled current–source can be represented by a resistance 1=gm2. Since vgs1¼ vi, we obtain the voltage
gain as follows:

Av ¼ vo
vi

¼ � gm1

gm2 þ (1=ro1)þ (1=ro2)
(2:176)

Now, if ro1 and ro2 are much larger than (1=gm2), the gain reduces to Av ’ �gm1=gm2, which can easily be
shown to lead to the expression in Equation 2.175. Note that the gain can also be determined by
inspection from the circuit in Figure 2.96a as �gm1 multiplied by the equivalent small-signal resistance
seen at the drain of M1, which is (1=gm2jjro1jjro2).

Practically, M1 and M2 share the same substrate, which is normally connected to the most negative
supply voltage in the circuit (ground in this case). It follows that M2 suffers from body effect, which is
modeled in the small-signal equivalent circuit by a controlled current-source gmb2vbs2 connected between
the two output terminals in Figure 2.97, where vbs2¼ vgs2 and gmb2¼xgm2 and x is a function of the dc
source–body voltage VSB and lies in the range 0.1–0.3 [13]. Taking the body effect ofM2 into account, the
amplifier gain becomes

Av ¼ � gm1

gm2 þ gmb2
¼ � gm1

gm2

1
1þ x

(2:177)

2.4.5.2 CMOS Amplifier

In CMOS technology, both n-channel and p-channel devices are available, and are usually fabricated in a
way that eliminates the body effect. The basic CMOS amplifier is shown in Figure 2.98. Here,M2 andM3

in Figure 2.98c are a pair of PMOS devices operating as a current source active load and implement the
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+–
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FIGURE 2.97 Small-signal equivalent circuit of the NMOS amplifier.
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current source IB1 in Figure 2.98a. M2 is biased in the saturation region and when M1 is operating in the
saturation region, the small-signal voltage gain will be equal to �gm1, multiplied by the total resistance
seen between the output and ground which is (ro1jjro2).

Cascode versions of the amplifier as shown previously in Figure 2.93 can be used to boost the gain
significantly. For instance, the cascode amplifier in Figure 2.93a has a gain equal to the effective
transconductance �gmeff, multiplied by ro,a given by Equation 2.168, where gmeff is given by [14]

gmeff ¼ gm1
gm2ro1 þ (ro1=ro2)

gm2ro1 þ (ro1=ro2)þ 1
(2:178)

2.4.5.3 BiCMOS Amplifiers

A BiCMOS technology combines bipolar and CMOS transistors on a single substrate. A bipolar transistor
has the advantage over an MOS of a much higher transconductance (gm) for the same dc bias current.
Also, bipolar transistors have better high-frequency performance than their MOS counterparts. On the
other hand, the practically infinite input resistance at the gate of a MOSFET makes it possible to design
amplifiers with extremely high input resistance and an almost zero input bias current. For these reasons,
there has been an increasing interest in BiCMOS technologies for implementing high-performance
integrated circuits. While most BiCMOS processes offer high-quality NMOS, PMOS, and NPN tran-
sistors, advanced BiCMOS processes offer PNP transistors as well.
Figure 2.99 shows three basic folded-cascode single-ended high-performance BiCMOS amplifiers [15].

The main features of these amplifiers are a high gain-bandwidth product and extremely high dc input
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FIGURE 2.98 CMOS amplifier: (a) basic circuit, (b and c) CMOS implementations.
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impedance. The high gain is achieved by cascoding transistors in the signal path (M1, Q2 in Figure 2.99a,
M1, M2 in Figure 2.99b, and M1, Q2, Q3, in Figure 2.99c). The high bandwidth is achieved by exploiting
the exponential nature of the current–voltage characteristics of bipolar transistors. For instance, let us
consider the amplifier circuit in Figure 2.99a. The internal node in the signal path at the emitter of Q2 has
an extremely low impedance. This is due to the fact that while the emitter current can change
significantly with the input signal, the emitter voltage remains almost constant. The same argument
can be made about the internal nodes in the signal paths of the other two amplifiers (the base of Q3 in
Figure 2.99b and the emitters of Q2 and Q3 in Figure 2.99c). The low impedance of internal nodes in the
signal path places nondominant poles at very high frequencies.

2.4.5.4 Differential Amplifier

The amplifier circuits discussed previously are of the single-ended type. A single-ended amplifier has
both input and output voltage signals referred to ground. In most IC applications, a differential amplifier
is utilized. In this case, the amplifier has a differential input and may also have a differential output, in
which case it is called a fully differential amplifier. It is usually easy and straightforward to convert single-
ended amplifiers to differential architectures.

The most widely used differential amplifier is based on the common-source or common-gate differ-
ential pairs shown respectively in Figure 2.81b and c. The common-source pair is shown here again in
Figure 2.100. The only difference here is that the circuit is biased by a constant current source I that is
usually implemented using a current-mirror circuit (see Figure 2.81d).
Assuming that M1 and M2 are identical and neglecting both channel length modulation and body

effect, we write

iD1 ¼ K
2

vGS1 � VTð Þ2 (2:179)

iD2 ¼ K
2

vGS2 � VTð Þ2 (2:180)

Taking the square root of both sides in each of the two equations above and defining the differential input
as vid¼ vGS1� vGS2, we get

ffiffiffiffiffiffi
iD1

p � ffiffiffiffiffiffi
iD2

p ¼
ffiffiffiffi
K
2

r
vid (2:181)
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FIGURE 2.100 MOS differential pair: (a) the circuit and (b) the transfer characteristic.
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But since the current–source bias imposes the constraint that iD2þ iD2¼ I, one can easily show that

iD1,2 ¼ I
2
�

ffiffiffiffiffi
KI

p vid
2

� � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� (vid=2)

2

I=Kð Þ

s
(2:182)

At the bias point, the small-signal differential input voltage vid is zero,

vGS1 ¼ vGS2 ¼ VGS and iD1 ¼ iD2 ¼ I=2

This can be used to rewrite the preceding equation as follows:

iD1,2 ¼ I
2
� I

VGS � VT

� �
vid
2

� � ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1� vid=2

VGS � VT

� �2
s

(2:183)

And for vid=2 � VGS�VT (small-signal approximation),

iD1,2 ’ I
2
� I

VGS � VT

� �
Vid

2

� �
(2:184)

The differential pair tranconductance gm, defined as gm¼ (iD1� iD2)=vid is then given by I=(VGS�VT).
We recall that a single MOS transistor biased at a drain current ID has a transconductance 2ID=(VGS�
VT). Thus, we see that each transistor in the pair has a transconductance 2(I=2)=(VGS�VT), which is
equal to the differential pair transconductance, gm. Equations 2.183 and 2.184 indicate that for small-
signal inputs, the current in M1 increases by id and that in M2 decreases by id. From Equation 2.183,
we can find vid at which current steering between M1 and M2 occurs that is iD1¼ I and iD2¼ 0 or vice

versa for negative vid. Equating the second term in
Equation 2.183 to I=2, we get

vidj jmax ¼ ffiffiffi
2

p
VGS � VTð Þ (2:185)

Figure 2.100b shows plots of the normalized cur-
rents iD1=I and iD2=I versus the normalized differ-
ential input voltage vidn¼ vid=(VGS�VT).

A simple CMOS differential amplifier is shown
in Figure 2.101, where the PMOS pair is used as an
active load. The small-signal current i is given by
gm(vid=2), where gm¼ I=(VGS�VT). The small-
signal output voltage is given by vo¼ 2i(ro2jjro4)
and the voltage gain is Av¼ vo=vid¼ gm((ro2jjro4).

When vid¼ 0, the bias current I does not actually
split equally between M1 and M2. This is due to
mismatches in K, DK, and VT, DVT, which contrib-
ute to a dc offset voltage that is usually larger than
that in differential amplifiers implemented with
bipolar transistors. For instance, modern silicon-
gate MOS technologies have DVT as high as 2 mV
[13]. Note that DVT has no counterpart in BJTs.

M2

vid

M1

i

I

M4M3

i

i

2i
vo

VDD

+

–

FIGURE 2.101 Simple differential-input, single-ended
output CMOS amplifier.
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2.4.5.5 Folded-Cascode Operational Amplifier

The folded-cascode operational amplifier (op-amp) is a basic building block in modern analog-integrated
circuits. Figure 2.102 shows two folded-cascode op-amp circuits in CMOS and BiCMOS technologies [15].
Actually, several combinations of bipolar and CMOS devices could be used in the design of this amplifier.
Here, we assume that PNP bipolar transistors are not available, which implies a BiCMOS process having less
complexity. The input common-source MOS pair is of the PMOS type. The cascode common-gate or
common-base pair (M5 andM6 in Figure 2.102a andQ5 and Q6 in Figure 2.102b) is ‘‘folded’’ and, therefore,
is implemented with devices of the opposite type to that used in the input pair. This is unlike the
basic ‘‘unfolded’’ cascode amplifier in Figure 2.93, where both input and cascode devices are of the same type.
The greater values of transconductance associated with the common-base bipolar devices in the

BiCMOS op-amp place the nondominant parasitic poles at much higher frequencies. Note that
the BiCMOS op-amp circuit is based on the single-ended amplifier shown in Figure 2.99a. The BiCMOS
op-amp combines the increased bandwidth the advantages of an MOS input stage; namely a nearly
infinite input impedance, a zero input bias current, and a higher slew rate [13].

2.4.6 Conclusion

Analog design is more complicated and less systematic than digital design and involves many trade-offs
to meet certain design specifications. It strongly relies on human heuristics. The transfer of these human
experiences into a computer-aided design environment is essential to the success of analog design in the
context of VLSI of both analog and mixed analog=digital integrated circuits. This transfer, however,
requires the development of systematic approaches to the analysis and design of analog integrated
circuits. To this end, understanding the basic operations of the analog cells discussed here is critical.
The use of these cells in the systematic design of analog VLSI systems, such as filters and data converters,
is discussed in Ref. [10].
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3.1 Broadband Bipolar Networks

Chris Toumazou, Alison Payne, and John Lidgey

3.1.1 Introduction

Numerous textbooks have presented excellent treatments of the design and analysis of broadband bipolar
amplifiers. This chapter is concerned with techniques for integrated circuit amplifiers, and is written
mainly as a tutorial aimed at the practicing engineer.
For broadband polar design, it is first important to identify the key difference between lumped and

distributed design techniques. Basically when the signal wavelengths are close to the dimensions of the
integrated circuit, then characteristic impedances become significant, lines become lossy, and we essen-
tially need to consider the circuit in terms of transmission lines. At lower frequencies where the signal

3-1



wavelength is much larger than the dimensions of the circuit, the design can be considered in terms of
lumped components, allowing some of the more classical low-frequency analog circuit techniques to be
applied. At intermediate frequencies, we enter the realms of hybrid lumped=distributed design. Many
radio-frequency (RF) designs fall into this category, although every day we see new technologies and
circuit techniques developed that increase the frequency range for which lumped approaches are possible.
In broadband applications, integrated circuits (ICs) are generally designed without the use of special
microwave components, so broadband techniques are very similar to those employed at lower frequencies.
However, several factors still have to be considered in RF design: all circuit parasitics must be identified and
included to ensure accurate simulation; feedback can generally only be applied locally as phase shifts per
stage are significant; the cascading of several local feedback stages is difficult since alternating current (ac)
coupling is often impractical; the NPN bipolar transistor is the main device used in silicon, since it has
potentially a higher ft than PNP bipolar or MOSFET devices; active PNP loads are generally avoided due to
their poor frequency and noise performance and so resistive loads are used instead.
The frequency performance of an RF or broadband circuit will depend on the frequency capability of the

devices used, and no amount of good design can compensate for transistors with an inadequate range. As a
rule, designs are kept as simple as possible, since at high frequencies all components have associated parasitics.

3.1.2 Miller’s Theorem

It is important to describe at the outset a very useful approximation that will assist in simplifying the
high-frequency analysis of some of the amplifiers to be described. The technique is known as Miller’s
theorem and will be briefly discussed here. A capacitor linking input to output in an inverting amplifier
results in an input-referred shunt capacitance that is multiplied by the voltage gain of the stage, as shown
in Figure 3.1. This increased input capacitance is known as the Miller capacitance.
It is straightforward to show that the input admittance looking into the inverting input of the amplifier is

approximately Yin¼ jvCf (1þA). The derivation assumes that the inherent poles within the amplifier are
at a sufficiently high frequency so that the frequency response of the circuit is dominated by the input of
the amplifier. If this is not the case, then Miller’s approximation should be used with caution as it will be
discussed later. From the preceding model, it is apparent that the Thévenin input signal sources see an
enlarged capacitance to ground. Miller’s approximation is often a useful way of simplifying circuit analysis
by assuming that the input dominant frequency is given by the simple low-pass RC filter in Figure 3.1.
However, the effect is probably one of the most det-
rimental in broadband amplifier design, affecting
both frequency performance and=or stability.

3.1.3 Bipolar Transistor Modeling
at High Frequencies

In this section, we consider the high-frequency small-
signal performance of the bipolar transistor. The
section assumes that the reader has some knowledge
of typical device parameters, and has some familiarity
with the technology. For small-signal analysis, the
simplified hybrid-pmodel shown in Figure 3.2 is used,

where
rb is the base series resistance
rc is the collector series resistance
rp is the dynamic base–emitter resistance
ro is the dynamic collector–emitter resistance

Cf

Vin

Vs

Rth
–A

Vo = –AVin

Vin

Vs

Rth

Cf (1 + A)

FIGURE 3.1 Example of the Miller effect.
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Cp is the base–emitter junction capacitance
Cm is the collector–base junction capacitance
Ccs is the collector–substrate capacitance
gm is the small-signal transconductance

At low frequencies, the Miller approximation allows the hybrid-p model to be simplified to the circuit
shown in Figure 3.3, where the net input capacitance now becomes Cbe¼CpþCm (1�Av), the net output
capacitance becomes Cce¼Cm(1� 1=Av), where Av is the voltage gain given by Av¼ (Vce=Vbe)��gmR1
where R1 is the collector load resistance. rc and Ccs have been neglected. Thus, Cbe�Cpþ gmR1Cm and
Cce�Cm. The output capacitance Cce is often neglected from the small-signal model. The approximation
Av¼�gmR1 assumes that rp� rb, and that the load is purely resistive. At high frequencies, however, we
cannot neglect the gain roll-off due to Cp and Cm, and even at frequencies as low as 5% of ft the Miller
approximation can introduce significant errors.
A simplified hybrid-p model that takes the high-frequency gain roll-off into account is shown in

Figure 3.4. Cm is now replaced by an equivalent current source sCm(Vp�Vce).

rb rc

ro

e

b
Cμ

Cπ
Vπ

rπ gmVπ

c

Ccs

FIGURE 3.2 Hybrid p model of BJT.

rb
b

rπ ro

e

gmVπ 
Cce

Cbe

c

FIGURE 3.3 Simplified Miller-approximated hybrid p model of BJT.

rb

ro

e

b
sCμ(Vπ – Vce)

Cπ
Vπ

rπ gmVπ

c

FIGURE 3.4 Simplified high-frequency model.
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A further modification is to split the current source between
the input and output circuits as shown in Figure 3.5.
Finally, the input and output component terms can be

rearranged leading to the modified equivalent circuit shown in
Figure 3.6, which is now suitable for broadband design. From
Figure 3.6, the transconductance (gm� sCm) shows the direct
transmission of the input signal through Cm. The input circuit
current source (sCmVce) shows the feedback from the output to
the input via Cm. Depending on the phase shift between Vce and
Vbe, this feedback can cause high-frequency oscillation. At lower
frequencies, sCm � gm and Vce=Vp��gmR1, which is identical
to the Miller approximation. The model of Figure 3.6 is the most
accurate for broadband amplifier design, particularly at high
frequencies.

3.1.4 Single-Gain Stages

Consider now the high-frequency analysis of single-
gain stages.

3.1.4.1 Common-Emitter (CE) Stage

Figure 3.7 shows a CE amplifier with load R1 and
source Rs. External biasing components are
excluded from the circuit.
First analysis using the Miller approximation

yields the small-signal high-frequency model
shown in Figure 3.8,

rb

ro

e

b

sCμ(Vπ – Vce)

Cπ
Vπ

rπ

gmVπ 

c

sCμ(Vπ– Vce)

FIGURE 3.5 Split current sources.

b
sCμVce

Cμ
roVπ

rπ

c

(gm– sCμ)Vπ
e

Cbe

rb

FIGURE 3.6 Modified equivalent circuit.

Vin Vout

R1

Rs

FIGURE 3.7 CE amplifier.

gmVπ

Vπ

rπ

Vin

Vout

Cμ

Cbe

Rś

R1́

FIGURE 3.8 High-frequency model of the CE.
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where

R10 ¼ (R1kr0), Rs0 ¼ Rs þ rb and Cbe ¼ Cp þ gmR10 Cm

Vp

Vin
¼ rp

rp þ Rs0

� �
1

1þ s(rp Rs0k )Cbe

� �

Vout

Vp
¼ �gmR10

1þ sCmR10

(3:1)

and thus

Vout

Vin
¼ � gmR10 rp

rp þ Rs0

� �
1

(1þ sCmR10 )(1þ s(rp Rs0k )Cbe)

� �
(3:2)

This approximate analysis shows

. ‘‘Ideal’’ voltage gain¼�gmR1

. Input attenuation caused by Rs0 in series with rp

. Input circuit pole p1 at s¼ 1=Cbe(rp=Rs0)� 1=CbeRs0

. Output attenuation caused by r0 in parallel with R1

. Output circuit pole p2 at s¼ 1=CmR10

The input circuit pole is generally dominant, and thus the output pole p2 can often be neglected. With a
large load capacitance C1, p2� 1=C1R10, and the gain and phase margin will be reduced. However, under
these conditions the Miller approximation will no longer be valid, since the gain roll-off due to the load
capacitance is neglected.
If we now consider analysis using the broadband hybrid-p model of Figure 3.6, then the equivalent

model of the CE now becomes that shown in Figure 3.9, where

Cbe ¼ Cp þ Cm, Rs0 ¼ Rs þ rb and R10 ¼ R1kr0

From the model, it can be shown that

Vout

Vp
¼ �(gm � sCm)R10

1þ sCmR10
(3:3)

(Vin � Vp)=Rs0 þ sCmVout ¼ Vp=rp þ sCbeVp (3:4)

and

Vinrp þ VoutsCmrpRs0 ¼ Vp(rp þ Rs0 ) 1þ sCbe(rp Rs0k )ð Þ (3:5)

(gm–sCμ)Vπ

Vπ 
rπ 

Vin

Vout

Cbe

Rś

R1́

Cμ
sCμVce

FIGURE 3.9 Equivalent circuit model of the CE.
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Rearranging these equations yields

Vout

Vin
¼� gmR10rp

rp þ Rs0

� �

� 1� sCm=gm
1þ sCbeRs0ð Þ 1þ sCmR10

� �þ sCmgmR10Rs0 � s2C2
mRs0R10

 !
(3:6)

This analysis shows that there is a right-hand-plane (RHP) zero at s¼ 1=(Cmre), which is not predicted by
the Miller approximation. Assuming Rp � Rs0 and Cp � Cm, the denominator can be written as

1þ s Rs0 Cp þ CmgmR10
� �þ CmR10

� �þ s2CmCpR10Rs0 (3:7)

which can be described by the second-order characteristic equation

1þ s 1=p1 þ 1=p2ð Þ þ s2=p1p2 (3:8)

By comparing coefficients in Equations 3.7 and 3.8, the sum of the poles is the same as that obtained in
Equation 3.2 using the Miller approximation, but the pole product p1p2 is greater. This means that the
poles are farther apart than predicted by the Miller approximation. In general, the Miller approximation
should be reserved for analysis at frequencies of operation well below ft, and for situations where the
capacitive loading is not significant. The equivalent circuit of Figure 3.9 therefore gives a more accurate
result for high-frequency analysis. For a full understanding of RF behavior, computer simulation of the
circuit including all parasitics is essential.
Since the CE stage provides high current and voltage gain, oscillation may well occur. Therefore, care

must be taken during layout to minimized parasitic coupling
between the input and output. The emitter should be at
ground potential for ac signals, and any lead inductance
from the emitter to ground will generate phase-shifted nega-
tive feedback to the base, which can result in instability.

3.1.4.2 Common-Collector (CC) Stage

The CC or emitter follower shown in Figure 3.10 is a useful
circuit configuration since it generally serves to isolate a high-
gain stage from a load. The high-frequency performance of
this stage must be good enough not to degrade the frequency
performance or stability of the complete amplifier. An equiva-
lent high-frequency small-signal model of the CC is shown in
Figure 3.11.

Vin

Vout

Rs

R1

FIGURE 3.10 Common-collector amplifier.

(gm–sCμ)Vπ 

Vπ

rπ

Vin

Vout

Cbe

Rś

R1́

Cμ

sCμVce

Vb

FIGURE 3.11 Equivalent circuit of the CC.
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The following set of equations can be derived from Figure 3.11:

Vin � Vbð Þ=Rs0 ¼ Vp=rp þ sCbeVp þ sCmVout, Vb ¼ Vout þ Vp (3:9)

and

Vp=rp þ sCbeVp þ sCmVout þ gm � sCm

� �
Vp � sCmVout � Vout=R10 ¼ 0 (3:10)

Rearranging these equations yields

Vout

Vin
¼ R10 1þ gmrp þ sCprpð Þ

Rs0 þ rpð Þ 1þ s Rs0 krpð ÞCbeð Þ þ R10 1þ sCmRs0
� �

1þ gmrp þ sCprpð Þ (3:11)

The preceding expression can be simplified by assuming Rp � Rs0, gmrp � 1, Cp � Cm to,

Vout

Vin
¼ rp

rp þ Rs0

� �
1þ sCp=gm

1þ sCmRs0
� �

1þ sCp=gmð Þ þ 1þ sCpRs0ð Þ=gmR10

 !
(3:12)

This final transfer function indicates the presence of a left-half-plane zero at s¼ (gm=Cp)¼vt. The
denominator can be rewritten as approximately

1þ 1=gmR10ð Þ þ s CmRs0 þ Cp=gm þ CbeRs0=gmR10
� �þ s2CmCpRs0=gm (3:13)

which simplifies to

1þ s Cpre þ CmRs0 þ Cm þ Cp

� �
reRs0=R10

� �þ s2CmCpRs0R10 (3:14)

Assuming a second-order characteristic form of 1þ s(1=p1þ 1=p2)þ s2=p1p2, if p1� p2, the above reduces
to 1þ s=p1þ s2=p1p2. If (Rs0=R10) � 1, then p1� 1=(Cpre), and this dominant pole will be approximately
canceled by the zero. The frequency response will then be limited by the nondominant pole p2� 1=CmRs0.

The frequency response of a circuit containing several stages is thus rarely limited by the CC stage, due
to this dominant pole-zero cancellation. For this analysis to be valid, Rs0 � R10. As Rs0 increases the poles
will move closer together, and the pole-zero cancellation will degrade. In practice, the CC stage is often
used as a buffer, and is thus driven from a high source resistance into a low value load resistance.
A very important parameter of the common-collector stage is output impedance. It is generally

assumed that the output impedance of a CC is low, also that there is good isolation between a load
and the amplifying stage, and that any amount of current can be supplied to the load. Furthermore, it is
assumed that capacitive loads will not degrade the frequency performance since the load will be driven by

an almost short circuit. While this may be the case
at low frequencies, it is a different story at high
frequencies. Consider the following high-frequency
analysis. We first assume that the small-signal
model shown in Figure 3.12 is valid.
From the Figure 3.12, the output impedance can

be approximated as

Vout

Iout
¼ Zp þ Rs0

1þ gmZp
(3:15)

ZπIout

Rs

Iout
VoutVout

Rs

gmVπ

FIGURE 3.12 Equivalent circuit of theCCoutput stage.
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whereZp¼ (rpkCbe) andRs0 ¼Rsþ rb.Atvery low frequencies (v! 0):

Rout ¼ rp þ Rs0

1þ gmrp
� 1=gm þ Rs0=gmrp � re þ Rs0=b (3:16)

At very high frequencies (v ! 1):

Rout ¼ 1=sCbe þ Rs0

1þ gm=sCbe
� Rs0 (3:17)

If re>Rs0, then the output impedance decreases with frequency, that
is, Zout is capacitive. If Rs0 > re, then Zout increases with frequency,
and so Zout appears inductive. It is usual for an emitter follower to be
driven from a high source resistance, thus the output impedance appears to be inductive and can be
modeled as shown in Figure 3.13, where

R1 ¼ re þ Rs0=b, R2 ¼ Rs0 , L ¼ Rs0=vt

The inductive behavior of the CC stage output impedance must be considered in broadband design since
any capacitive loading on this stage could result in peaking or instability. The transform from base
resistance to emitter inductance arises because of the 908 phase shift between base and emitter currents at
high frequencies, due principally to Cp. This transform property can be used to advantage to simulate an
on-chip inductor by driving a CC stage from a high source resistance. Similarly, by loading the emitter
with an inductor, we can increase the effective base series resistance Rs0 without degrading the noise
performance of the circuit. A capacitive load will also be transformed by 908 between the base and
emitter; for example, a capacitive loading on the base can look like a negative resistance at the emitter.

3.1.4.3 Common-Base (CB) Stage

The CB amplifier shown in Figure 3.14 offers the highest frequency performance of all the single-stage
amplifiers. When connected as a unity gain current buffer, the CB stage operates up to the ft of the transistor.

Using the simplified hybrid p model of Figure 3.3, it follows that

Iout
Iin

� b

bþ 1
where b ¼ bo

1þ s=vo
(3:18)

Iout
Iin

� ao
1þ s=vt

where ao ¼ bo= bo þ 1ð Þ and vt ¼ bovo (3:19)

The CB stage thus provides wideband unity current gain. Note that the
input impedance of the CB stage is the same as the output impedance of the
CC stage, and thus can appear inductive if the base series resistance is large.
In many situations, the CB stage is connected as a voltage amplifier,

an example of this being the current-feedback amplifier, which will be
discussed in a later section. Consider the following high-frequency analysis
of the CB stage being employed as a voltage gain amplifier. Figure 3.15
shows the circuit together with a simplified small-signal model. From the
equivalent model, the gain of the circuit can be approximated as

Vout

Vin
¼ kR1

Rs

1� sCm=gm
1þ s Cp=gmð Þ kRs0=Rsð Þ
� �

(3:20)

Zout

R1

R2

L

FIGURE 3.13 Equivalent high-
frequency model of CC output stage.

Iout

Iin

FIGURE 3.14 CB config-
uration.
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where

Rs0 ¼ Rs þ rb, and k � Rs

Rs þ 1=gm

If Rs � 1=gm, then k� 1 and so

Vout

Vin
¼ R1

Rs

1� sCm=gm
1þ s Cp=gmð Þ 1þ rb=Rsð Þ
� �

(3:21)

Thus, it can be seen that the circuit has an RHP zero at s¼ 1=(re Cm), since re¼ 1=gm and a pole at
1=Cpre(1þ rb=Rs)¼vt=(1þ rb=Rs). Note that in the case of a current source drive (Rs � rb), the pole is
at the vt of the transistor. However, this does assume that the output is driven into a short circuit.
Note also that there is an excellent isolation between the input and output circuits, since there is no direct
path through Cm and so no Miller effect.

3.1.5 Neutralization of Cm

Many circuit techniques have been developed to compensate for the Miller effect in amplifiers and hence
extend the frequency range of operation. The CE stage provides the highest potential power gain, but the

bandwidth of this configuration is limited since the amplified
output voltage effectively appears across the collector–base
junction capacitance resulting in the Miller capacitance
multiplication effect. This bandwidth limiting due to Cm can
be overcome by using a two-transistor amplifying stage such
as the CE–CB cascode stage or the CC–CE cascade. Consider
now a brief qualitative description of each in turn. The circuit
diagram of the CE–CB cascode is shown in Figure 3.16.

The CE transistor Q1 provides high current gain of approxi-
mately b and a voltage gain of Av1��gm1R1¼�gm1re2,
which in magnitude will be close to unity. Therefore, the Miller
multiplication of Cm is minimized, and the bandwidth of Q1

is maximized. The CB transistor Q2 provides a voltage gain
Av2�R1=re2. The total voltage gain of the circuit can be
approximated as Av��gm1R1, which is equal to that of a single
CE stage. The total frequency response is given by the cascaded
response of both stages. Since both transistors exhibit wideband
operation, then the dominant poles of each stagemay be close in
frequency. As a result, the total phase shift through the cascode

Zπ

Rs

Vout

Vout

Rs

Vin

Vin

Ve

Vπ

rb

R1

R1

(gm–sCμ)Vπ

FIGURE 3.15 CB stage as a voltage amplifier.

Vout

RsVin

R1

Vbias Q2

Q1

FIGURE 3.16 CE–CB cascode.
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configuration is likely to be greater than that obtained
with a single device, and care should be taken when
applying negative feedback around the pair.
Consider now the CC–CE stage of Figure 3.17.

In this case, voltage gain is provided by the CE stage
transistor Q2 and is Av2��gm2R1. This transistor is
being driven from the low-output impedance of Q1

and so the input pole frequency of this device
(�1=Cbe2Rs2) is maximized. The CC stage transistor
Q1 is effectively a buffer that isolates Cm of Q2 from the
source resistance Rs. The low-frequency voltage gain
of this circuit is reduced when compared with a single-
stage configuration because the input signal effectively
appears across two base–emitter junctions.
The two-transistor configurations help to maintain

a wideband frequency response by isolating the input
and output circuits. In integrated circuit design,
another method of neutralizing the effect of Cm is
possible when differential gain stages are used.
For example, Figure 3.18 shows a section of a dif-

ferential input amplifier. If the inputs are driven dif-
ferentially, then the collector voltages Vc1 and Vc2 will
be 1808 out of phase. The neutralization capacitors Cn

thus inject a current into the base of each transistor
that is equal and opposite to that caused by the intrin-
sic capacitance Cm. Consequently, the neutralization
capacitors should be equal to Cm in order to provide
good signal cancellation, and so they may be imple-
mented from the junction capacitance of two dummy
transistors with identical geometries to Q1 and Q2 as
shown in Figure 3.19.

3.1.6 Negative Feedback

Negative feedback is often employed around high-
gain stages to improve the frequency response.
In effect, the gain is reduced in exchange for a
wider, flatter bandwidth. The transfer function of
a closed-loop system can be written

H(s) ¼ A(s)
1þ A(s)B(s)

(3:22)

where A(s) is the open-loop gain and B(s) is the
feedback fraction. If the open-loop gain A(s) is
large, then H(s)� 1=B(s). In RF design, compound
or cascaded stages can produce excessive phase
shifts that result in instability when negative feedback
is applied. To overcome this problem, it is generally
accepted to apply local negative feedback around a

Vout

RsVin R1

Ibias

Q2

Q1

FIGURE 3.17 CC–CE stage.

Q1 Q2
+Vin/2 –Vin/2

Vc2Vc1

Cn Cn

Cn = Cμ

FIGURE 3.18 Differential gain stage.

Q1 Q2

+Vin/2 –Vin/2

Vc2
Vc1

FIGURE 3.19 Implementation of neutralization
capacitors.
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single stage only. However, the open-loop gain of
a single stage is usually too low for the approxi-
mation H(s)¼ 1=B(s) to hold.

3.1.7 RF Bipolar Transistor Layout

When laying out RF transistors, the aim is to

. Minimize Cm and Cp

. Minimize base width to reduce the forward
transit time t@ and thus maximize @t

. Minimize series resistance rb and rc

To minimize junction capacitance, the junction
area must be reduced; however, this will tend to
increase the series resistance. Transistors are gen-
erally operated at fairly high currents to maximize

@t. However, if the emitter gets too crowded, then the effective value of bwill be reduced. The requirements
given above are generally best met by using a stripe geometry of the type shown in Figure 3.20.
The stripe geometry maximizes the emitter area-to-periphery ratio, which reduces emitter crowding

while minimizing the junction capacitance. The length of the emitter is determined by current-handling
requirements. The base series resistance is reduced by having two base contacts and junction depths
are minimized to reduce capacitance. The buried layer, or deep collector, reduces the collector series
resistance. High-power transistors are produced by paralleling a number of transistors with interleaving
‘‘fingers,’’ as shown in Figure 3.21. This preserves the frequency response of the stripe geometry while
increasing the total current-handling capability.

3.1.8 Bipolar Current-Mode Broadband Circuits

Recently there has been strong interest in applying so-called current-mode techniques to electronic
circuit design. Considering the signal operating parameter as a current and driving into low-impedance

nodes has allowed the development of a wealth of circuits with
broadband properties. Many of the following circuit and system
concepts date back several years; it is progress in integrated
circuit technology that has given a renewed impetus to ‘‘prac-
tical’’ current-mode techniques.
The NPN bipolar transistor, for example, is used predomin-

antly in analog IC design because electron mobility is greater
than hole mobility in silicon. This means that monolithic
structures are typically built on P-type substrates, because
vertical NPN transistors are then relatively easy to construct
and to isolate from each other by reverse biasing the substrate.
Fabricating a complementary PNP device on a P-type sub-

strate is less readily accomplished. An N type substrate must be
created locally and the PNP device placed in this region. Early
bipolar processes created PNP devices as lateral transistors and
engineers dealt with their inherently poor, low-frequency char-
acteristics by keeping the PNP transistors out of the signal path
whenever possible.
However, high-speed analog signal-processing demands

symmetrical silicon processes with fully complementary BJTs.

n+ deep collector

Base contacts

Emitter

FIGURE 3.20 Stripe geometry.

B

E

FIGURE 3.21 Transistor layout with
interleaving fingers.
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Newer, advanced processes have dielectrically isolated transistors rather than reversed-biased pn junction
isolation. These processes are able to create separate transistors, each situated in a local semiconductor
region. Then, both PNP and NPN devices are vertical and their performance characteristics are much
more closely matched.
Dielectric isolation processes have revolutionized high-speed analog circuit design and have been

key in making high-performance current-conveyor and current-feedback op-amp architectures practical.
In the following sections, we will briefly review the development of the current-conveyor and current-
feedback op-amp.

3.1.8.1 Current Conveyor

The current conveyor is a versatile broadband analog amplifier that is intended to be used with other
circuit components to implement many analog signal-processing functions. It is an analog circuit
building block in much the same way as a voltage op-amp, but it presents an alternative method
of implementing analog systems that traditionally have been based on voltage op-amps. This alter-
native approach leads to new methods of implementing analog transfer functions, and in many cases
the conveyor-based implementation offers improved performance when compared to the voltage
op-amp-based implementation in terms of accuracy, bandwidth, and convenience. Circuits based on
voltage op-amp are generally easy to design since the behavior of a voltage op-amp can be approximated
by a few simple design rules. This is also true for current conveyors, and once the appropriate design rules
are understood, the application engineer is able to design conveyor-based circuits just as easily.
The first-generation current conveyor (CCI) was proposed by Smith and Sedra in 1968 [1] and the

more versatile second-generation current conveyor (CCII) was introduced by the same two authors in
1970 [2], as an extension of the CCI. The CCII, is without doubt the more valuable and adaptable
building block of the two, and we will concentrate mostly on this device. Figure 3.22a shows the voltage–
current describing matrix for the CCII, while Figure 3.22b shows the schematic normally used for the
CCII with the power supply connections omitted.
The voltage at the low-impedance input node X follows that at the high-impedance input node Y,

while the input current at node X is mirrored or ‘‘conveyed’’ to the high-impedance output node Z.
The� sign indicates the polarity of the output current with respect to the input current; by convention, a
positive sign indicates that both the input and output currents simultaneously flow into or out of the
device, thus Figure 3.22b illustrates a CCIIþ. For the CCI, the input current at node X was reflected to
input Y, that is the two inputs had equal currents. In the case of the second-generation conveyor input,
Y draws no current, and this second generation, or CCII formulation, has proved to be much more
adaptable and versatile than its first-generation predecessor. Because of the combined voltage and current
following properties, CCIIs may be used to synthesize a number of analog circuit functions that are not so
easily or accurately realizable using voltage op-amps.
Some of these application areas are shown in Figure 3.23. As current-conveyors become more readily

available and circuits designers become more familiar with the versatility of this device, it is certain that
further ingenious uses will be devised.

The ideal transistor and the current-conveyor. So far a transistor-level realization of the CCII has not
been discussed. The current–voltage transfer relationship for the CCIIþ is given by

CCII+VY

IX IZ

X

Y

Z

(b)

VY
IX
VZ

IY
VX
IZ

0     0     0
1     0     0
0     ±1   0 

(a)

=

FIGURE 3.22 The CCII current conveyor. (a) I–V describing matrix. (b) Schematic.
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VX ¼ VY , IY ¼ 0, and IZ ¼ IX (3:23)

These equations show that a simple voltage-following action exists between input node Y and
output node X, and that there is a simple current-following action between input node X and output
node Z. Also, these characteristic equations tell us that the impedance relationship for the ideal current
conveyor is

ZinY ¼ 1, ZX ¼ 0, and ZoutZ ¼ 1 (3:24)

Figure 3.24 shows a schematic representation of a CCII—built with a single BJT and on reflection it is
clear that the current conveyor is effectively an ideal transistor, with infinite b and infinite gm.

Driving into the base of a BJT gives almost unity voltage gain from input base to output emitter, with
high input impedance and low-output impedance, and driving into the emitter of a BJT gives almost
unity current gain from emitter input to collector output, with low input impedance and high output
impedance. Drawing the comparison further, the high-input-impedance Y node corresponds to the base
(or gate) of a transistor, the low-input-impedance X node corresponds to the emitter (or source) of a
transistor, and the high-output-impedance Z node corresponds to the collector (or drain) of a transistor.
Clearly, one transistor cannot function alone as a complete current conveyor since an unbiased
single transistor at best can only handle unipolar signals and the high-accuracy unity voltage and unity
current gain required for a high-performance current conveyor cannot be obtained. However, the generic
relationship between the current conveyor and an ideal transistor is valid, and it provides valuable insight
into the development and operation of monolithic current conveyors described in the next section.

Instrumentation
amps

Current-conveyors

Analog
computation

Current-feedback
op-amps

Integration
Amplifiers

CCCS

Oscillators

Impedance
conversion

VCCS

Ideal transistor

Differentiation

Summation

Filters

Inductance
synthesisFDNR

synthesis

FIGURE 3.23 Current-conveyor applications.
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Supply-current sensing. Many of the current-conveyor theories and applications have been tested out
in practice using ‘‘breadboard’’ conveyor circuits, due to the lack of availability of a commercial device.
Some researchers have built current conveyors from matched transistor arrays, but the most common
way of implementing a fairly high-performance current conveyor has been based on the use of supply-
current sensing on a voltage op-amp [3,4], as shown in Figure 3.25. The high-resistance op-amp input
provides the current-conveyor Y node, while the action of negative feedback provides the low-resistance
X node. Current-mirrors in the op-amp supply leads copy the current at node X to node Z.
Using this type of architecture, several interesting features soon became apparent. Consider the two

examples shown in Figure 3.26. In Figure 3.26b, Rs represents the output resistance of the current source.
The open-loop gain of an op-amp can generally be written

Vout

Vin
¼ Ao

1þ j f =foð Þ (3:25)

where Ao is the open-loop direct current (dc) gain magnitude and @o is the open-loop �3 dB bandwidth.
Since Ao � 1, the transfer function of the voltage follower of Figure 3.26a can be written as

Vout

Vin
� 1

1þ j(f =GB)
(3:26)

where GB¼Ao@o. From Equation 3.26, the �3 dB bandwidth of the closed-loop voltage follower is equal
to the open-loop gain-bandwidth product or GB of the op-amp. If the op-amp is configured instead to
give a closed-loop voltage gain K, it is well
known that the closed-loop bandwidth corres-
pondingly reduces by the factor K.
The transfer function for the current-

follower circuit of Figure 3.26b, as shown in
Ref. [4], is given by

Iout
Iin

� l
1þ j(f =GB)
1þ j(f =kGB)

(3:27)

where l is the current transfer ratio of the
current mirrors and k¼ (Rsþ ro=Ao)=(Rsþ ro),
and ro represents the output resistance of
the op-amp. Since Ao � Rs � ro, then K� 1,
and the pole and zero in Equation 3.27 almost

VY

VX

IZ

Y

X

Z

IX

IZ = –β/[β + 1]IX

VX = 
        VY

          (1 + (1/gmRX)) 
since gmRX >> 1        VX ≈ VY

since β >> 1          IZ ≈ –IX

FIGURE 3.24 Single BJT CCII–.

ZY

X

+

–

FIGURE 3.25 Supply-current sensing on a voltage op-amp.
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cancel. The current-follower circuit thus operates well above the gain-bandwidth product GB of the
op-amp, and the �3 dB frequency of this circuit will be determined by higher frequency parasitic poles
within the current mirrors.
This ‘‘extra’’ bandwidth is achieved because the op-amp is being used with input and output nodes

held at virtual ground. The above example is generic in the development of many of the circuits that
follow. It demonstrates that reconfiguring a circuit topology to operate with current signals can often
result in a superior frequency performance.

First-generation current conveyors. Smith and Sedra’s original paper presenting the first-generation
CCI current conveyor showed a transistor-level implementation based on discrete devices, shown in
Figure 3.27. Assuming that transistors Q3–Q5 and resistors R1–R3 are matched, then to first order the
currents through these matched components will be equal. Transistors Q1 and Q2 are thus forced to have
equal currents, and equal Vbes. Input nodes X and Y therefore track each other in both voltage and
current. In practice, there will be slight differences in the collector currents in the different transistors,
due to the finite b of the devices. These differences can be reduced, for example, by using more elaborate
current mirrors. The polarity of the output current at node Z can be inverted easily by using an additional
mirror stage, and the entire circuit can also be inverted by replacing NPN transistors with PNPs, and vice
versa. Connecting two complementary current conveyors, as shown in Figure 3.28, results in a class AB
circuit capable of bipolar operation. Note that in prac-
tice this circuit may require additional components to
guarantee start-up.

Vin

(a) (b)

Vout
Iout

Iin
Rs

+
+

–
–

FIGURE 3.26 (a) Voltage follower. (b) Current follower.

Y X

ZQ1Q2

Q3
Q4 Q5

R1 R2 R3

VSS

FIGURE 3.27 First-generation current conveyor.

VCC

Q3 Q4

Q2 Q1

Y X Z

VSS

FIGURE 3.28 Class AB current conveyor.
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An integrated current conveyor based on the architecture shown
in Figure 3.27 is commercially available as the PA630 [5], and the
basic topology of this device is shown in Figure 3.29. AnNPNWilson
mirror (Q1–Q3) and a PNP Wilson mirror (Q4–Q6) are used to
provide the current and voltage following properties between inputs
X and Y, similar to the circuit of Figure 3.27. Taking a second
output from the PNP current mirror to provide the Z output
would destroy the base-current compensation scheme of the Wilson
mirror. Therefore, a second NPN Wilson mirror (Q7–Q9) is used to
perform a current-splitting action and so the combined emitter
current of Q7 and Q8 is divided in two, with one half being shunted
via Q9 to the supply rail, and the other half driving an output PNP
Wilsonmirror (Q10–Q12). This results in an output current at node Z
that to first order is virtually equal to that at theX andY inputs.Q13 is
included to ensure that the device always starts up when turned on.
The complete architecture of the PA630 CCI also includes frequency
compensation to ensure stability, and modified output current mir-
rors that use the ‘‘wasted’’ collector current of Q9 to effectively
double the output resistance at node Z. A full description of the
architecture and operation of this device can be found in Ref. [6].
The current-conveyor architecture shown in Figure 3.29 includes

both NPN and PNP transistors in the signal path, and thus the
bandwidth and current-handling capability of this device will be
poor if only lateral PNPs are available. The development of com-
plementary bipolar processes, with vertical PNP as well as NPN
transistors, has made possible the implementation of high-perform-
ance integrated circuit current conveyors.

Second-generation current conveyors. A CCII can also be simply
implemented on a complementary bipolar process, by replacing the
diode at the CCI Y input with a transistor, and taking the input from
the high resistance base terminal, as shown in Figure 3.30a. This can be extended to a class AB version, as
shown in Figure 3.30b. Referring to Figure 3.30b, transistorsQ1–Q4 act as a voltage buffer that transfers the
voltage at node Y to node X. The current source and sink (IB1¼ IB2¼ IB) provide the quiescent bias current
for these input transistors. Any input current (Ix) at node X is split between Q2 and Q3, and is copied by
current mirrors CM1 and CM2 to the output node Z. This CCII architecture forms the basis of the
commercially available CCII01 current conveyor [7]. As we shall see later, it is also used as the basic
input stage of the current-feedback op-amp, which has emerged as a high-speed alternative to the more
conventional voltage op-amp [8].
The simple CCII architecture of Figure 3.30b will clearly exhibit a quiescent voltage offset between nodesX

and Y due to the mismatch between the Vbes of the NPN and PNP transistors Q1=Q2 and Q3=Q4, as

VY � VX ¼ VBE(p)� VBE(n)

¼ VT1n Isp=Isn
� �

(3:28)

where Isp and Isn are the reverse saturation currents of the PNP and NPN transistors, respectively, and VT

is the thermal voltage. This process-dependent voltage offset can be reduced by including additional
matching diodes in the input stage, as shown in Figure 3.31. Referring to this diagram,

VY � VX ¼ VBE(Q1)þ VD2 � VBE(Q2)� VD1

VY � VX ¼ VBE(Q1)� VD1½ � � VBE(Q2)� VD2½ � (3:29)
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FIGURE 3.29 Simplified PA630
current conveyor.
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Inclusion of these diodes clearly reduces the
quiescent input voltage offset, provided that D1

is matched to Q1, D2 is matched to Q2, etc.
However, the addition of diodes D1 and D2 has
several disadvantages. First, the input voltage
dynamic range of the circuit will be reduced by
the forward voltage across the additional
diode. Second, the small-signal input resist-
ance seen looking into node X will be double
that for the basic architecture given in Figure
3.30b. This nonzero input resistance at node X
(Rx) will compromise the performance of the
current conveyor, especially in applications
where a nonzero input voltage is applied at
node Y. The effect of the small-signal input
resistance Rx is to produce a signal-dependent
voltage offset Vd between nodes X and Y,
where

V _a ¼ RxIx (3:30)

Since the value of Rx is determined by the
small-signal resistance (re2þ rd2) in parallel with (re3þ rd3), its value could be reduced by increasing
the value of the quiescent bias current IB. However, an increase in bias current will lead to an increase in
the total power consumption, as well as a possible increase in offsets, and so is certainly not an ideal
solution. Further techniques for CCII implementation are discussed in Ref. [14].
The previous conveyor is typical of commercial conveyor architectures [7], which are generally built

on a high-speed dielectric isolation (fully complementary) bipolar process. Such devices feature an
equivalent slew rate of some 2000 V=ms and a bandwidth of around 100 MHz.
Until high-performance current conveyors are widely available, these devices will continue to be used

in research laboratories rather than in the applications arena. Process technologies and design techniques
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FIGURE 3.30 (a) Class A CCII. (b) Class AB CCII.
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FIGURE 3.31 CCII with input matching diodes.
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have now advanced to the stage where the implementation of an integrated current conveyor is both
desirable and viable, and a whole host of applications are waiting for its arrival.

3.1.8.2 Current-Feedback Operations Amplifier

In this section, the design and development of a high-gain wide-bandwidth transimpedance or current-
feedback operational amplifier is considered. The design of conventional operational amplifiers has
remained relatively unchanged since the introduction of the commercial operational amplifier in 1965.
Recently, a new amplifier architecture, called a current-feedback operational amplifier, has been intro-
duced. This amplifier architecture is basically a transimpedance amplifier, or a current-controlled voltage
source, while the classical voltage-feedback operational amplifier is a voltage-controlled voltage source.
The current-feedback operational amplifier has two major advantages, compared to its voltage-

feedback counterpart. First, the closed-loop bandwidth of the current-feedback amplifier is larger than
that of classical voltage-feedback design for comparable open-loop voltage gain. Second, the current-
feedback operational amplifier is able to provide a constant closed-loop bandwidth for closed-loop
voltage gains up to about 10. A further advantage of the current-feedback architecture is an almost
unlimited slew rate due to the class-AB input drive, which does not limit the amount of current available
to charge up the compensation capacitor as is the case in the conventional voltage-feedback op-amp. This
high-speed performance of the current-feedback operational amplifier is extremely useful for analog
signal-processing applications within video and telecommunication systems.
The generic relationship between the CCIIþ and the current-feedback op-amp is extremely close and

several of the features offered by the CCII are also present in the current-feedback op-amp. The basic
structure of the current-feedback op-amp is essentially that of a CCIIþ with the Z node connected
directly to an output voltage follower, as shown in Figure 3.32. Any current flowing into the
low-impedance inverting input is conveyed to the gain node (ZT), and the resulting voltage is buffered
to the output. ZT is thus the open-loop transimpedance gain of the current-feedback op-amp, which in
practice is equal to the parallel combination of the CCIIþ output impedance, the voltage buffer input
impedance and any additional compensation capacitance at the gain node. Generally, in current-feedback
op-amps, the gain node is not connected to an external pin, and so the Z node of the CCIIþ cannot be
accessed.

Current-feedback op-amp architecture. In the following sections, we review the basic theory and
design of the current-feedback op-amp and will identify the important features and mechanisms
that result in broadband performance. We will begin by reviewing the voltage-feedback op-amp and
comparing it with the current-feedback op-amp in order to see the differences clearly.
A schematic of the classical voltage-feedback op-amp comprising a long-tail pair input stage is shown

in Figure 3.33a, which contrasts a typical current-feedback architecture, which is shown in Figure 3.33b.
In both circuits, current mirrors are represented by two interlocking circles with an arrow denoting the

input side of the mirror.
The current-feedback op-amp of Figure 3.33b

shows that the noniverting input is a high-impedance
input that is buffered to a low-impedance inverting
terminal via a class AB complementary common-
collector stage (Q1,Q2,D1,D2). Note that this classical
input buffer architecture is used here for simplicity.
In practice, a higher performance topology such
as that described in Figure 3.31 would more likely
be employed. The noninverting input is a voltage
input; this voltage is then buffered to the inverting
low-impedance current input to which feedback is
applied. In contrast, both the noninverting and

VOUT
Y Z

X CCII+
IIN

ZT
+1

+

–

FIGURE 3.32 Current-feedback op-amp structure.
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inverting input of the voltage-feedback op-amp are high-impedance voltage inputs at the bases of
transistors Q1 and Q2.

In both architectures, the collector currents of Q1 and Q2 are transferred by the current mirror to a
high-impedance node represented by resistance RZ and capacitance CZ. This voltage is then transferred to
the output by voltage buffers that have a voltage gain Avb, providing the necessary low-output impedance
for current driving. In the case of the current-feedback op-amp, the output buffer is usually the same
topology as the input buffer stage shown in the Figure 3.33b, but with slightly higher output current bias
levels and larger output devices to provide an adequate output drive capability. Ideally, the bias currents
ICQ1 and ICQ2 will be canceled at the gain node giving zero offset current.

Differential-mode operation of the current-feedback op-amp. A schematic diagram of the current-
feedback op-amp with a differential input voltage applied at the noninverting and inverting input is
shown in Figure 3.34.
The positive input voltage is applied to the base of transistor Q1 (NPN) via D1, and the negative

input voltage is applied to the emitter of Q1, causing the VBE of Q1 to increase and the VBE of Q2 to
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FIGURE 3.33 (a) Simplified classic voltage-feedback op-amp architecture. (b) Typical current-feedback op-amp
architecture.
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reduce. IC1 will therefore increase by an amount DI and so IC2 will decrease by the same amount �DI.
A net current of 2DI is therefore sourced out of the high-impedance node (Z) giving rise to a positive
voltage (2DIZ). This voltage is then buffered to the output.
With negative feedback applied around the current-feedback op-amp, the low-impedance inverting

input will sense the current ‘‘feedback’’ from the output via the feedback network. This feedback current
flowing into the inverting input is given by

iin� ¼ IC2 � IC1 (3:31)

The difference between the collector current IC1 and IC2, iin�, will thus be driven into gain node Z, giving
rise to the output voltage

Vout ¼ Ziin� (3:32)

It is clear that the output voltage is dependent on the current that flows into the inverting input, hence
the amplifier has a high open-loop transimpedance gain Z.

Closed-loop noninverting operation of the current-feedback op-amp. A schematic diagram of the
current-feedback op-amp connected with negative feedback as a noninverting amplifier is shown in
Figure 3.35. For a positive input voltage vin, the output voltage vout will swing in the positive direction and
the inverting input current iin� will flow out:

iin� ¼ vin�
R1

� vout � vin�ð Þ
R2

(3:33)

The input stage is simply a voltage follower and so ideally, vinþ¼ vin�¼ vin. Because vout¼Ziin�, then
substituting for vin� and iin� in Equation 3.33 yields

vout
Z

¼ vin
R1

� vout � vinð Þ
R2

(3:34)
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FIGURE 3.34 Current-feedback op-amp with differential input voltage applied.
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rearranging for vout=vin

vout
1
R2

þ 1
Z

� �
¼ vin

1
R1

þ 1
R2

� �
(3:35)

vout
vin

¼ 1þ R2

R1

� �
1

1þ (R2=Z)

� �
(3:36)

This result shows that the closed-loop noninverting gain of the current-feedback op-amp is similar to
that of a classical voltage-feedback op-amp. From Equation 3.36, the open-loop transimpedance gain Z
must be as large as possible to give good closed-loop gain accuracy. Since vout=Z represents the error
current iin�, then maximizing the Z term will minimize the inverting error current. Note that at this stage
it is only the R2 term in the denominator of the second term in Equation 3.36 that sets the bandwidth of
the amplifier; the gain-setting resistor R1 has no effect on the closed-loop bandwidth.

Closed-loop inverting operation of current-feedback op-amp. A current-feedback op-amp connected
as an inverting amplifier is shown in Figure 3.36. The low-impedance inverting input samples the input
current and drives the output until the voltage at its terminal is at a virtual ground because of negative
feedback. Ideally the closed-loop gain is given by

ACL ¼ �R2

R1
(3:37)

From Figure 3.36, application of Kirchhoff’s current law to the current i1, iin�, and i2 gives

iin� þ i2 ¼ i1

iin� � vout
R2

¼ vin
R1

because vout=Z¼�iin�, then
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FIGURE 3.35 Noninverting current-feedback op-amp.
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which can be rearranged as

vout
vin

¼ �R2

R1

1

1þ R2
Z

 !
(3:38)

Again, the high-Z term is required to provide good closed-loop gain accuracy.

More detailed analysis of the current-feedback op-amp. A simplified macromodel of the current-
feedback architecture configured as a noninverting amplifier is shown in Figure 3.37. The input stage is
represented by a semi-ideal voltage buffer to the inverting input. The output resistance of the input stage
buffer Rinv is included since it has a significant effect on the bandwidth of the amplifier, as will be shown
later. The current that flows out from the inverting terminal i3 is transferred to the gain node, which is
represented by RZ and CZ, via a current mirror that has a current gain K. The voltage at the gain node is
transferred to the output in the usual way by a voltage buffer, with voltage gain Avb. The net transfer
function is given by
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FIGURE 3.36 Inverting current-feedback op-amp amplifier.

vout

BufferRZ CZ
+

i2i1

vin

i3

i3
Buffer

R1 R2

Ki3K

Rinv

v1

v2
X1 Avb

–

FIGURE 3.37 Inverting amplifier with current-feedback op-amp macromodel.
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vout
vin

¼
1þ R2

R1

1þ jvCZ

Rinv 1þ R2

R1

� �
þ R2

AvbK

2
664

3
775

(3:39)

Hence, the pole frequency is also given by

f�3dB ¼ AvbK

2pCZ Rinv 1þ R2

R1

� �
þ R2

� � (3:40)

(A full derivation of this transfer function is given in Appendix A.)
To compare this result to the classical voltage-mode op-amp architecture, a simplified schematic

diagram of the voltage-feedback op-amp configured as a noninverting amplifier is shown in Figure 3.38.
Again from a full analysis, given in Appendix B, the transfer function obtained is

vout
vin

¼
1þ R2

R1

1þ jv
RzCZ

1þ gmAvbRZ

1þ R2

R1

� �

2
6666664

3
7777775

(3:41)

The pole frequency is given by

f�3dB ¼

1þ gmAvbRZ

1þ R2

R1

� �

2pRZCZ
(3:42)

Pole frequency comparison. If one compares the closed-loop pole frequency Equations 3.40 and 3.42
for the current-feedback and voltage-feedback op-amp, respectively, it is clear that the bandwidth of the
voltage-feedback op-amp is dependent on the closed-loop gain (1þR2=R1) resulting in the well-known
constant gain-bandwidth product fmax¼ (Av)CL fT. This means that an increase in the closed-loop gain
results in a decrease in the bandwidth by the same factor as illustrated in Figure 3.39. In contrast, the pole
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FIGURE 3.38 Noninverting amplifier with voltage-feedback op-amp macromodel.
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frequency of the current-feedback op-amp is directly dependent on R2 and can be set almost independ-
ently of the closed-loop gain. Thus, the closed-loop bandwidth is almost independent of closed-loop gain
as shown in Figure 3.40, assuming that Rinv is close to zero. Intuitively, this is the case since the feedback
error current that is set by the feedback resistor R2 is the current available to charge up the compensation
capacitor. However, if one considers Equation 3.40 in some detail it can be seen that for high closed-loop
gains and a nonzero Rinv, then the Rinv term starts to dictate and so the bandwidth will become more
dependent on the closed-loop gain.

Slow rate of the current-feedback op-amp. As mentioned earlier, one other advantage of the current-
feedback op-amp over the classical voltage-feedback op-amp is the high slew rate performance. For the
classical long-tail, or emitter-coupled pair input stage shown in Figure 3.41, the maximum current
available to charge up the compensation capacitor CZ at the gain node is Ibias, and this occurs when Q1 or
Q2 is driven fully on. The resulting transconductance plot shown in Figure 3.42 limits the slew rate of the
amplifier.
In contrast, the slew rate of the current-feedback op-amp is virtually infinite, as can be seen from the

input stage schematic shown in Figure 3.43. Referring to Figure 3.43, a change in the input voltage DVin

at V(þ) will be copied by the input buffer to V(�). When connected as noninverting amplifier, the
current through R1 will change by DVin=R1, while the current through R2 will change by DVin=R2, since
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FIGURE 3.39 Frequency response of voltage-feedback op-amp amplifier for various closed-loop gains.
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FIGURE 3.40 Frequency response of current-feedback op-amp amplifier for various closed-loop gains.
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the output voltage at this point remains stationary.
The total change in current through R1 and R2
must be supplied by the internal input buffer, and
will be DI(�)¼DVin((R2þR1)=(R23R1)). This
large input error current causes a rapid change in
the output voltage, until Vout is again at the value
required to balance the circuit once more, and
reduce I(�) to zero. The larger the input voltage
slew rate, the larger the change in input error
current, and thus the faster the output voltage
slew rate. Current-feedback op-amps theoretically
have no slew-rate limit. A typical current-feedback
op-amp will exhibit a slew rate of between 500 and
2000 V=mS.
An analysis of this input stage (see Appendix C)

shows that the transconductance follows a sinh(x)
type function, as shown in Figure 3.44. In theory,
this characteristic provides nearly unlimited slew-
rate capability [9]. However, in practice a max-
imum slew rate will be limited by the maximum

current drive into the gain node, which depends on the power dissipation of the circuit, the ability of
power supply to deliver sufficient current, and the current-handling capability of the current mirrors.

Wideband and high-gain current-feedback op-amp. Previously, we have shown that the bandwidth of
the current-feedback op-amp is almost independent of the closed-loop gain setting. Therefore, the
closed-loop gain-bandwidth GB increases linearly with the closed-loop gain. However, the bandwidth
of the practical current-feedback op-amp starts decreasing with high gain as a result of the finite
inverting-input impedance [10], as shown by Equation 3.40. This is because for high gain, Rinv(1þ
R2=R1)>R2, and so the Rinv(1þR2=R1) term dominates the expression for closed-loop bandwidth,
resulting in a direct conflict between gain and bandwidth.
At low gains when R2>Rinv(1þR2=R1), the closed-loop pole frequency is determined only by the

compensation capacitor and the feedback resistor R2. Thus, the absolute value of the feedback resistor R2
is important, unlike the case of the voltage-feedback op-amp. Usually, the manufacturer species a
minimum value of R2 that will maximize bandwidth but still ensure stability. Note that because of the
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inherent architecture a very high bandwidth
can be achieved with the current-feedback
design for a given value of R2.

In practice, for gains higher than about 10,
the Rinv(1þR2=R1) term in Equation 3.40
becomes dominant and the amplifier moves
toward constant gain-bandwidth product
behavior. The GB can be increased by reduc-
ing R2 [11] but this will compromise stability
and=or bandwidth, or alternatively, CZ can be
reduced. The latter option is limited since
the minimum value of CZ is determined
by the device parameters and layout parasitics.
Two possible ways of improving the high-gain
constant bandwidth capability of the current-
feedback op-amp can be seen by inspection
of Equation 3.40. Either the K factor, which

represents current gain in the current mirrors at the Z-node can be increased from unity to increase
the bandwidth as it rolls off with high gain, or the inverting input impedance of the amplifier should be
reduced toward zero. In the following section we consider the design of a suitable broadband variable-
gain current-mirror circuit with a possible application being to improving the maximum bandwidth
capability of current-feedback op-amps.

Basic current mirror. A typical current-feedback op-amp circuit is shown in Figure 3.45. It includes a
complementary common-collector input stage (Q1–Q4) and a similar output buffer (Q5–Q8), with linking
cascode current mirrors setting the Z-node impedance (Q12–Q14, Q9–Q11). The cascoded mirror provides
unity current gain. Any attempt to increase the current gain via emitter degeneration usually results in
much poorer current-mirror bandwidth. Consider now the development of a suitable broadband,
variable gain current mirror.
A schematic diagram of a simple Widlar current mirror and its small-signal equivalent circuit are

shown in Figures 3.46 and 3.47, respectively. For simplicity, we will assume that the impedance of the
diode-connected transistor Q1 is resistive and equal to RD. The dc transfer function of the mirror is
derived in Appendix D and is given by

Iout
Iin

¼ b

bþ 2
(3:43)
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and the �3 dB bandwidth is given by

f�3 dB ¼ 1

2pCp
rp2 rbb2 þ RDð Þ
rp þ rbb2 þ RD

� 	 (3:44)

In order to increase the current gain it is usual to insert an emitter-degeneration resistor RE1 in the
emitter of Q1. The dc transfer function, derived in the Appendix E, is then

IinRE1 ¼ VT ln
Iout
Iin

(3:45)

and the ac small-signal current gain is given by

iout
iin

¼ RE1 þ RD1ð Þgm2 (3:46)

where

RD1 ¼ Iin
KT
q

(3:47)

The �3-dB bandwidth now becomes

f�3dB ¼ 1

2pCp2
rp2 rbb2 þ RD1 þ RE1ð Þ
rp2 þ rbb2 þ RD1 þ RE1

� 	 (3:48)

It can be seen that increasing RE1 to increase the gain results in a reduction in the mirror bandwidth. The
method of increasing the area of Q2 to increase the current gain is not advantageous because the
capacitance Cp2 increases simultaneously, and so again, the bandwidth performance is compromised.
We can conclude that this approach, though apparently well founded, is flawed in practice.

Improved broadband current mirror. A current
mirror with current gain is shown in Figure 3.48
and the small-signal equivalent circuit is shown in
Figure 3.49. In this current mirror Q1 and Q2 are
connected as diodes in series with RE1. Q3 is con-
nected as a voltage buffer with the bias current source
IEQ3. Q4 is the output transistor with degeneration
resistor RE4 for current gain setting. The basic idea is
to introduce the CC Q3 to buffer the output from the
input and hence isolate gain setting resistor RE4 from
the bandwidth determining capacitance of the input.
The dc transfer function is given by

IinRE1 � IoutRE4 þ VTln
I2in

ICQ3Iout
¼ 0 (3:49)

and the ac small-signal current gain is given by

iout
iin

¼ RE1 þ RD1 þ RD2ð Þgm4

1þ gm4RE4
(3:50)
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FIGURE 3.48 Improved current mirror with current
gain.
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and the �3 dB bandwidth now becomes

f�3 dB ¼ 1

2pCp4
rp4Rx

rp4 þ Rx

� � (3:51)

where

Rx ¼ rbb4 þ rp3 þ rbb3 þ RD1 þ RD2 þ RE1

b3
(3:52)

It can be seen clearly that the dominant pole Equation 3.51 of the currentmirrorwith current gain is now only
slightly decreased when we increase the current gain by increasing RE1. However, the nondominant pole at
the input node is increased, and this will marginally effect the resultant overall stability performance if
employed in a current-feedback op-amp. This current mirror with current gain has been employed
successfully in current-feedback op-amp design for increased gain-bandwidth capability [12].

Phase linearity. The internal signal path in a current-feedback op-amp is very linear due largely to the
symmetrical architecture. Consequently, these devices have a very linear phase response. Furthermore, all
the frequency components of a signal are delayed by the same amount when passing through the amplifier,
and so the waveform is reproduced accurately at the output. Current-feedback op-amps typically exhibit
differential phase error of around �18 at frequencies of approximately half the bandwidth.

Choosing the value of R2. From Equation 3.40, we can see that for a fixed value of Cz, a smaller
feedback resistor R2 will give a higher closed-loop bandwidth. It might be expected that the maximum
bandwidth would be obtained with the minimum feedback resistance; that is, with R2¼ 0. In practice,
current-feedback op-amps are generally unstable when their feedback resistance is reduced below a
particular value. The reason for this is that the dominant closed-loop pole at frequency of f� 1=2pCzR2
must be significantly lower than any nondominant parasitic pole frequency within the op-amp, so
that a reasonable gain and phase margin is maintained. If the value of R2 is reduced, then this dominant
pole will move upward in frequency toward the parasitic poles, reducing the gain and phase margin,
and eventually leading to instability. Obviously, the ‘‘correct’’ value for R2 will depend on the internal
value of Cz and the location of any parasitic poles within the device. These are the sort of parameters
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FIGURE 3.49 Equivalent circuit of improved current mirror with current gain.

High-Performance Analog Circuits 3-29



that are known to the manufacturer, but are generally not listed in a data sheet. Therefore, the
manufacturer of a particular device will generally recommend a value of R2 that guarantees stability,
while maintaining a reasonably wide bandwidth. Reducing R2 below this recommended or optimum
value will tend to lead to peaking and instability, while increasing R2 above the optimum value will reduce
the closed-loop bandwidth. If band limiting is required, then a larger value of R2 than the optimum can
be chosen to limit the bandwidth as required.
Since a current-feedback op-amp requires a minimum value of R2 to guarantee stability, these devices

cannot be used with purely capacitive feedback because the reactance of a capacitor reduces at high
frequencies. This means that the conventional voltage op-amp integrator cannot be implemented using a
current-feedback op-amp.

Practical considerations for broadband designs.

1. Ground planes. The purpose of a ground plane is to provide a low-impedance path for currents
flowing to ground, since any series impedance in the ground connections will mean that not all
ground nodes are at the same potential. In addition, the inductance of a printed circuit track is
approximately inversely proportional to the track width, and so the use of thin tracks can result in
inductive ground loops, leading to ringing or even oscillations. The use of an unbroken ground
plane on one side of the circuit board can minimize the likelihood of inductive loops within the
circuit. However, any particularly sensitive ground-connected nodes in the circuit should be
grounded as physically close together as is possible.

2. Bypass capacitors. Power supply lines often have significant parasitic inductance and resistance.
Large transient load currents can therefore result in voltage spikes on the power supply lines, which
can couple onto the signal path within the device. Bypass capacitors are therefore used to lower the
impedance of the power supply lines at the point of load, and thus short out the effect of the supply
line parasitics. The type of bypass capacitor to use is determined by the application and frequency
range of interest. High-speed op-amps work best when their power supply pins are decoupled with
RF-quality capacitors.
Manufacturers often recommend using a composite large-small parallel bypass capacitor with

something like a 4.7 uF tantalum capacitor on all supply pins, with a parallel 100 nF ceramic to
ensure good capacitive integrity at higher frequencies, where the tantalum becomes inductive.
However, a note of caution here: This large-small double capacitor technique relies on the large
capacitor having sufficiently high ESR so that at resonance the two capacitors do not create a high-
Q parallel filter. In surface-mount designs, a single bypass capacitor may well be better than two
due to the inherent high-Q of surface-mount capacitors.
All bypass capacitor connections should be minimized, since track lengths will simply add more
series inductance and resistance to the bypass path. The capacitor should be positioned right next
to the power supply pin, with the other lead connected directly to the ground plane.

3. Sensitive nodes. Certain nodes within a high-frequency circuit are often sensitive to parasitic
components. A current-feedback op-amp, for example, is particularly sensitive to parasitic cap-
acitance at the inverting input, since any capacitance at this point combines with the effective
resistance at that node to form a second nondominant pole in the feedback loop. The net result of
this additional pole is a reduced phase margin, leading to peaking and even instability. Clearly,
great care must be taken during layout to reduce track lengths, etc., at this node. In addition, the
stray capacitance to ground at V(�) can be reduced by putting a void area in the ground plane at
this point. If the op-amp is used as an inverting amplifier, then the potential of the inverting input
is held at virtual ground, and any parasitic capacitance will have less effect. Consequently, the
current-feedback op-amp is more stable when used in the inverting rather than the noninverting
configuration.

4. Unwanted oscillations. Following the preceding guidelines should ensure that your circuit is well
behaved. If oscillations still occur, a likely source is unintentional positive feedback due to poor
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layout. Output signal paths and other tracks should be kept well away from the amplifier inputs to
minimize signal coupling back into the amplifier. Input track lengths should also be kept as short
as possible for this same reason.

3.1.9 Broadband Amplifier Stability

Operational amplifiers are generally designed with additional on-chip frequency compensation capaci-
tance in place. This is done to present the applications engineer with an op-amp that is simple to use in
negative feedback, with minimal chance of unstable operation. In theory, all will be well, but for three
main reasons, op-amps become unstable in the real world of analog electronic circuit design. This section
outlines the three main causes for unstable operation of broadband amplifiers and shows practical ways
of avoiding these pitfalls.

3.1.9.1 Op-Amp Internal Compensation Strategy

Before dealing with specific stability problems in broadband amplifiers and how to solve them, we will
look briefly at the internal frequency compensation strategy used in op-amp design. Generally, op-amps
can be classified into two groups, those with two high-voltage gain stages and those with only one stage.
The two-stage design provides high open-loop gain but relatively low bandwidth, while the higher speed
signal-stage amplifier provides lower open-loop gain but much higher usable bandwidth. Insight into the
internal op-amp architecture and the type of compensation used will give the designer valuable
information on how to tame the unstable op-amp.

3.1.9.2 Review of the Classical Feedback System

Analyzing the classical feedback system in Figure 3.50 gives the well-known expression for the closed-
loop gain, Ac:

Ac ¼ A= 1þ B 	 A½ � (3:53)

where A is the open-loop gain of the amplifier and B the feedback fraction. T¼B3A is referred to
as the loop-gain, and the behavior of T over frequency is a key parameter in feedback system design.
Clearly, ifT� 1 orA�Ac, then the closed-loop gain is virtually independent of the open-loop gainA, thus

Ac � B�1 (3:54)

This is the most important and desirable feature of negative feedback systems. However, the system will
not necessarily be stable as, at higher frequencies, phase lag in the open-loop gain A may cause the
feedback to become positive.

3.1.9.3 Stability Criteria

Though negative feedback is desirable, it
results in potential instability when the feed-
back becomes positive. The loop-gain T is the
best parameter to test whether an amplifier
is potentially unstable. The phase margin FM

is a common feature of merit used to indicate
how far the amplifier is from becoming an
oscillator:

FM ¼ 180
 þF BAj j ¼ 1ð Þ (3:55)
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–

FIGURE 3.50 Classical feedback system.
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When FM¼ 08, the phase of the loop gain, T¼B3A is exactly �1808 for jB3Aj ¼ 1. The closed-loop
gain Ac will become infinite and we have got an oscillator! Clearly, what is required is that FM> 0 and
generally the target is to make FM� 458 for reasonably stable performance. However, excessive FM is
undesirable if settling time is an important parameter in a particular application.
An op-amp is a general purpose part and so the IC designer strives to produce a maximally versatile

amplifier by ensuring that even with 100% feedback, the amplifier circuit will not become unstable.
This is done by maintaining aFM> 0 for 100% feedback, that is, when B¼ 1. If the feedback network B is
taken to be purely resistive, then any additional phase lag in the loop gain must come from the open-loop
amplifier A. Tailoring the phase response of A so that the phase lag is less than 1808 up to the point
at which jAj< 1 or 0 dB ensures that the amplifier is ‘‘unconditionally stable’’; that is, with any amount of
resistive feedback, stable operation is ‘‘guaranteed.’’
Most open-loop op-amps, whether single-stage or two-stage, will exhibit a two-pole response. The

separation of these two poles whether at low frequency or high frequency will have a major effect on
the stability of the system and it is the op-amp designer’s objective to locate these open-loop poles to best
advantage to achieve maximum bandwidth, consistent with versatile and stable performance.

3.1.9.4 Two-Stage Op-Amp Architecture

A schematic of the standard two-stage op-amp topology is shown in Figure 3.51. The input differential
pair T1=T2 provides high gain, as does the second gain stage of T3=T4 Darlington pair CE. A high-voltage
gain is achieved with this structure, so that output stage is usually a unity voltage gain common-collector
output buffer to provide a useful load current drive capability.
The amplifier structure in Figure 3.51 has two internal high-impedance nodes, node X and node Y.

These high-impedance nodes are responsible for introducing two dominant poles into the frequency
response and their relative location is critical in determining the stability of the amplifier. Each pole
contributes a low-pass filter function to the open-loop gain expression of the form

1þ jf =fP½ ��1 (3:56)

Each pole introduces 458 of phase lag at the pole frequency fP and an additional 458 at f� 103 fP. With a
two-pole amplifier, the open-loop gain A is given by

A ¼ A0= 1þ jf =fP1½ � 1þ jf =fP2½ � (3:57)
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FIGURE 3.51 Architecture of the standard two-stage op-amp.
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where A0 is the dc open-loop gain and fP1 and fP2 are the two-pole frequencies. A typical plot of A versus f
is shown in Figure 3.52a. At low frequencies, where f � fP1 the gain is flat, and at fP1 the gain
begins to fall at a rate increasing to �20 dB=decade. The roll-off steepens again at fP2 to a final gradient
of �40 dB=decade.
It is generally the case that fP1 � fP2 as shown in Figure 3.52a. Turning our attention to the phase plot

in Figure 3.52a, at f¼ fP1 the output lags the input by 458, and as the frequency rises toward fP2 the phase
lag increases through 1358 at fP2 to 1808 at f� 103 fP2. To ensure unconditionally stable performance,
the second pole must be sufficiently far from the first so that the phase margin is large enough.
Figure 3.53 shows curves of the dc value of open-loop gain A0 versus the ratio N of the pole frequencies

(N¼ fP2=fP1) for different values of phase margin. For a given value of A0¼ 1000 orþ60 dB, the ratio of
the pole frequencies must be N� 700 to obtain a phase margin of 458.

3.1.9.5 Miller Compensation and Pole Separation

Without any added compensation capacitance, the two open-loop poles of the op-amp are invariably too
close to make the amplifier unconditionally stable. The most common compensation method is to add a
capacitor between the base and collector of the Darlington pair, shown as Cp in Figure 3.51. This is
known as Miller compensation because this strategy makes use of the Miller capacitance multiplication
effect discussed earlier. The net result is that the two poles now become significantly far apart, with fP1
reducing and fP2 increasing, and so the phase margin can be increased to make the op-amp uncondi-
tionally stable. However, the penalty of this method is poorer bandwidth and also lower slew rate because
of the large capacitance needed, which in practice may be 20 pF or more.
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FIGURE 3.52 Pole frequency and phase response for (a) two-stage op-amp and (b) single-stage op-amp.
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3.1.9.6 Single-Stage Op-Amp Compensation

Figure 3.54 shows a typical simplified circuit schematic of a single-stage op-amp. The input is
a differential emitter-coupled pair followed by a folded cascode transistor and an output complementary
common-collector buffer. The key difference between this architecture and the two-stage design
shown earlier is that X is a low-impedance node, and so the only high-impedance node in the circuit
is node Y. Interestingly, the higher frequency nondominant pole of the two-stage amplifier has now
become the dominant frequency pole of the single-stage design, as indicated by the second set of curves
in Figure 3.52b, which leads to several advantages:

1. The frequency performance off the amplifier is extended. This frequency extension does not
lead to a deterioration in phase margin, but simply means that the phase margin problem is
shifted up in the frequency domain.
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FIGURE 3.53 Low-frequency gain A0 versus N (¼ fP2=fP1) for a two-pole amplifier.
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2. Capacitance at the high-impedance Y node reduces bandwidth, but now improves phase margin.
3. A single value of a few pFs of grounded capacitor at Y will now act as a satisfactory compensation

capacitor, unlike the large Miller capacitor required in the two-stage design.
4. The slewing capability of this single-stage structure is very good as a result of the much smaller

compensation capacitor.
5. Clearly, it is much more straightforward to develop a stable amplifier for high-frequency applica-

tions if it has essentially only one voltage gain stage and so high-frequency op-amp designers
generally opt for a single gain stage architecture.

3.1.9.7 Grounded Capacitor Compensation

Typical AOL versus f responses of two single-stage op-amps are shown in Figure 3.55, indicating one
high-frequency pole and its proximity to the nondominant pole.
The curves are taken from data for (a) a 2 GHz gain-bandwidth product voltage-feedback op-amp

and (b) a 150 MHz current-feedback op-amp. In both cases, the phase characteristics demonstrate
the expected 458 lag at the pole frequency, and the slow roll-off in phase at high frequency due to the
presence of the very-high-frequency poles.
Both single-stage and two-stage op-amps can be approximated by the two-pole macromodel shown

in Figure 3.56. Transconductance GM and output resistance R0 represent the gain per stage of GM3R0.
The difference between the two-stage and single-stage op-amp models is that R01 of the single-stage is of
the order of [GM]

�1 and the dominant compensation capacitor is C2. CP in the case of the single stage will
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simply be a feedback parasitic capacitor, while in the case of a two-stage it will be the dominant Miller
compensating capacitor. This simple model is an excellent first-cut tool for determining pole locations,
and the value of compensation capacitor for a desired bandwidth and stability.

3.1.9.8 High-Frequency Performance

Although the bandwidth in a single-stage design is significantly extended, circuit parasitics become
more important. We are confronted with the problem of potential instability, since at higher frequencies
the ‘‘working environment’’ of the op-amp becomes very parasitic sensitive; in other words, now
op-amp-embedded parasitics cannot be neglected.
An op-amp in closed-loop can be considered at three levels, as shown schematically in Figure 3.57. The

inner triangle is the ideal op-amp, internally compensated by the op-amp designer for stable operation
using the circuit techniques outlined earlier. High-frequency amplifiers are sensitive to parasitics of
the surrounding circuit. The key parasitics within the outer triangle include power supply lead induct-
ance, stray capacitance between power supply pins, and input to ground capacitance. The effect of these
parasitics is to destabilize the amplifier, and so the designer is confronted with the task of reestablishing
stable operation. The approach needed to achieve this parallels the work of the op-amp designer.
The parasitics almost always introduce additional extrinsic nondominant poles, which need to be
compensated. The task of compensation cannot be attempte without considering the outer or third
level, which includes the closed-loop gain defining components together with the load impedance. Again,
stray reactance associated with these components will modify the loop gain, and so to guarantee stable
operation of the closed-loop amplifier it is necessary to compensate the complete circuit.
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FIGURE 3.57 Real feedback amplifier.
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3.1.9.9 Power Supply Impedance

In this section, we consider the ways in
which the impedance of the power supply
can affect the frequency response of the
amplifier. First, some important rules are

1. There is no such thing as an ideal
zero-impedance power supply.

2. Real power supplies have series R–L
impedance and at high frequencies
the inductance matters most.

3. Power supply inductance causes
‘‘bounce’’ on the power supply voltage,
generating unwanted feedback via
parasitic capacitive links to the inputs.
Power supply ‘‘bounce’’ increases with
increasing load current.

4. Supply decoupling capacitors act as
‘‘short-term local batteries’’ to main-

tain power supply integrity, and it is important that they are placed as close as possible to the power
supply pins of the op-amp.

Large electrolytic capacitors are fine at low frequencies but are inductive at high frequencies. Figure 3.58
shows commonly used decoupling circuitry. Small-sized tantalum electrolytics are preferred, while
a parallel ceramic capacitor with low series inductance takes over the decoupling role at high
frequencies. The added series R prevents the inductance of the electrolytic resonating with the ceramic
capacitor. The waveforms in Figure 3.59 illustrate the benefits of good decoupling.

3.1.9.10 Effects of Resistive and Capacitive Loads

The load presented to an amplifier is likely to have both resistive and capacitive components, as
illustrated previously in Figure 3.57. Increasing the load current causes power supply ripple, so good
power supply decoupling is vital.
A closed-loop amplifier with voltage-sampled negative feedback results in a very-low output imped-

ance, so it is natural to think that the effects of any load would be shunted out by this low impedance.
In reality, the load has an important effect on the amplifier and must not be overlooked. Resistive loads,
for example, cause two main effects. First, as a voltage divider with the open-loop output resistance of the
op-amp r0, the open-loop gain is reduced. This effect is small unless the load resistance approaches r0.
Second, the load current is routed to the output pin via the supply pins, and as the load current increases,

Ctan

+V

–V

Ctan Ccer

Ccer

R

R

+

–

FIGURE 3.58 Supply decoupling circuitry (CCER¼ ceramic
capacitor and CTAN¼ tantalum).
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FIGURE 3.59 High-speed voltage buffer: (a) with and (b) without supply decoupling.
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the supply pin voltage is modulated. This effect is more important, since the integrity of the power supply
will be degraded. Again, good supply decoupling is essential to minimize this effect.
Capacitive load current is proportional to the derivative of output voltage, and the maximum capacitive

output current demand occurs when dVout=dt is a maximum. Though not directly a stability issue, the
designer must remember that a capacitive load demands high-output current at high frequencies and at
high amplitude, that is,

Imax ¼ CL 	 2pfmax 	 Voutpeak (3:58)

Figure 3.60 illustrates the effect of load capacitance on the loop gain.
C1 together with the equivalent output resistance of the op-amp adds an additional pole into the loop

gain of the form

VF=Vout ¼ B ¼ 1= 1þ jf =fL½ � where fL ¼ 1=2pr0 	 CL (3:59)

The load resistance has a minor influence on the loop gain compared to the effects of load capacitance by
slightly reducing the value of dc open-loop gain by factor K, where K¼RL=[r0þRL], as described above.
Since the effective output resistance reduces to r00 ¼ r0=RL, then fL changes to fL0 ¼ 1=2pr00 CL.

3.1.9.11 Neutralizing the Phase Lag

To compensate for high-frequency phase lag, the simplest technique is to add a series resistance R
between the output of the op-amp and the load connection point, as shown in Figure 3.61.
The series resistor adds a zero into the VF=Vout equation, which changes to

VF=Vout ¼ K 	 1þ jf =fZ½ �= 1þ jf =fP½ � (3:60)

where K¼ [RþRL]=[r0þRþRL], fP¼ 1=[2p(r0þR)=RL 	CL] and fZ¼ 1=[2pRL==R 	CL]¼ fP 	 [1þ r0=R],
so clearly; fP< fZ.
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FIGURE 3.60 Load capacitance causes gain peaking.
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The phase lag introduced by the pole is compen-
sated by the phase lead of the zero at higher
frequencies. The maximum phase lag is limited if
the zero is close to the pole, almost eliminating the
effects of the load capacitor. Maximum phase lag in
VF=Vout occurs at f¼ fM, where fM is given by

fM ¼ fP 	 fZ½ �1=2¼ fP � (1þ r0=R)
1=2 (3:61)

and at fM the phase lag F¼F0 is given by

F0 ¼ 90
 � 2 	 tan�1 fM=fP½ � ¼ 90
 � 2 	 tan�1 (1þ r0=R)
1=2

h i
F0 � �19:5
 for R ¼ r0
F0 � �8:2
 for R ¼ 2 	 r0
F0 � �6:4
 for R ¼ 3 	 r0

(3:62)

These values show that the added lag F0 is not excessive as long as R> r0. The disadvantage with this
method is that the series resistor is in direct line with the output current, increasing the output resistance
of the amplifier and limiting the output current drive capability. The output impedance also goes
inductive at high frequencies.
An alternative way of solving the problem of capacitive load is to view the closed-loop output

resistance of the op-amp as being inductive, since the closed-loop output impedance of the op-amp is
essentially the open-loop output resistance divided by the loop gain. As the loop gain falls with frequency,
the output impedance rises, and thus appears inductive. Adding a load capacitor generates a resonant
circuit. The solution is to ‘‘spoil’’ the Q of the resonator, therefore minimizing the added phase lag of CL.

Adding a so-called series R–C ‘‘snubber,’’ as in Figure 3.62, effects a cure. The resistor R is ac coupled
by the capacitor at high frequencies and spoils the Q. Effectively, CL resonates with the inductive output
impedance, and at this frequency leaves the R–C snubber as a ‘‘new’’ load. The equivalent circuit is
therefore close to the previous compensation method shown in Figure 3.61, but with the added advantage
that now the load current is not carried by the series resistance. To select the snubber component values,
make R¼ 1=2pf0C, where f0 is the resonant frequency, which can simply be determined experimentally
from the amplifier without the snubber in place. The value of the series capacitance is a compromise: too
big and it will increase the effective load capacitance. Choosing C¼CL works reasonably well in practice.
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FIGURE 3.61 Load capacitance neutralization.
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FIGURE 3.62 Snubber cures capacitive load peaking.
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3.1.9.12 Inverting Input Capacitance to Ground

With most broadband bipolar op-amps, parasitic capacitance to ground adds an additional pole (and
hence phase lag) into the feedback path, which threatens stability. Stray capacitance C1 at the inverting
input pin (shown previously in Figure 3.57) modifies B and adds phase lag in the loop-gain T,
compromising stability.
Solving for B with C1 taken into account will clarify the problem. It is simple to show that

B ¼ VF=Vout ¼ Z1= Z1 þ Z2½ � (3:63)

where Z1¼R1=[1þ jvR1C1] and Z2¼R2. Substituting, we get

B ¼ K= 1þ jf =fC½ � (3:64)

where K¼R1 [R1þR2] and fC¼ 1=[2pC1R1=R2].
The additional pole at f¼ fC will now give the circuit a very undesirable three-pole loop gain, which

could cause significant gain peaking, as shown in Figure 3.63. fC could be made high by choosing
relatively low values of R1==R2 but the additional pole can be eliminated by adding a feedback capacitor C2

across resistor R2 to give pole-zero cancellation.

Z1 ¼ R1= 1þ jvR1C1½ � and Z2 ¼ R2= 1þ jvR2C2½ � (3:65)

If R1C1¼R2C2, then B¼Z1=[Z1þZ2]¼R1=[R1þR2], making B frequency independent. The design
equation for C2 is then

C2 ¼ C1 	 R1=R2 (3:66)

If the open-loop phase margin FM needs to be increased for the desired value of closed-loop gain, and
the inverting capacitance C1 has its inevitable high-frequency influence, then the optimum solution
for C2 would be to locate the zero on the second pole of the loop-gain response following the procedure
given above.
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3.1.10 Conclusions

This chapter hopefully serves to illustrate some of the modern techniques the practicing engineer will
encounter when designing broadband bipolar amplifiers. It focuses mainly upon key generic building
blocks and methodologies for broadband design. Many circuits and design techniques have not been
covered, but analysis techniques described should serve as a foundation for the analysis of other
broadband designs. Furthermore, comprehensive analytical treatment of many alternative broadband
bipolar circuits can be found in the texts [6,13–15].

Appendix A: Transfer Function and Bandwidth Characteristic
of Current-Feedback

Operational Amplifier

vout

Buffer
+

i1 i2

vin

i3

i3
Buffer

R1

RZ CZ

Ki3

R2

K

Rinv

v1

v2
X1 Avb

–

�i1 þ i2 þ i3 ¼ 0 (3:67)

i1 ¼ v1
R1

(3:68)

i2 ¼ vout � v1
R2

(3:69)

i3 ¼ vin � v1
Rinv

(3:70)

v2 ¼ Ki3RZ

1þ jvRZCZ
(3:71)

vout ¼ Avbv2 (3:72)

Substituting Equations 3.68 through 3.70 into Equation 3.67 yields

� v1
R1

þ vout � v1
R2

þ vin � v1
Rinv

¼ 0

Rearranging for v1 gives

v1 ¼ vinR2=Rinv þ vout
1þ R2=R1ð Þ þ R2=Rinvð Þ

From Equations 3.71 and 3.72, it is clearly seen that
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vout ¼ AvbKi3RZ

1þ jvRZCZ
(3:73)

Substituting for i1 and i2 from Equations 3.68 and 3.69 into Equation 3.67 gives

i3 ¼ v1
1
R1

þ 1
R2

� �
� vout

R2

Substitute for v1:

i3 ¼ vinR2=Rinv þ vout
1þ R2=R1ð Þ þ R2=Rinvð Þ
� �

1
R1

þ 1
R2

� �
� vout

R2

Substitute for i3 from Equation 3.73:

vout 1þ jvRZCZð Þ
AvbKRZ

¼ vinR2=Rinv þ vout
1þ R2=R1ð Þ þ R2=Rinvð Þ
� �

1
R1

þ 1
R2

� �
� vout

R2

� 	

rearranging

vout
1þ jvRZCZð Þ
AvbKRZ

� 1=R1 þ 1=R2ð Þ
1þ R2=R1ð Þ þ R2=Rinvð Þ þ

1
R2

� �
¼ vinR2=Rinvð Þ(1=R1)þ (1=R2)

1þ R2=R1ð Þ þ R2=Rinvð Þ
vout
vin

¼ 1þ R2=R1ð Þ
Rinv 1þ R2=R1ð Þþ R2=Rinvð Þð Þ 1þ jvRZCZð Þ

AvbKRZ
� Rinv (1=R1)þ (1=R2)ð Þ þ Rinv 1þ R2=R1ð Þþ R2=Rinvð Þð Þ

R2

vout
vin

¼ 1þ R2=R1ð Þ
Rinv 1þ R2=R1ð Þð ÞþR2

AvbKRZ
þ Rinv 1þ R2=R1ð Þð ÞþR2ð ÞjvRZCZ

AvbKRZ
þ 1

Factorize the denominator

vout
vin

¼ 1þ R2=R1ð Þ

1þ Rinv 1þ R2=R1ð Þð ÞþR2

AvbKRZ

h i
1þ Rinv 1þ R2=R1ð Þð ÞþR2ð ÞjvRZCZ

AvbKRZ

1þRinv 1þ R2=R1ð Þð ÞþR2
AvbKRZ

2
64

3
75

vout
vin

¼ 1þ R2=R1ð Þ

1þ Rinv 1þ R2=R1ð Þð ÞþR2

AvbKRZ

h i
1þ jvCZ

Rinv 1þ R2=R1ð Þð ÞþR2

AvbK þ Rinv 1þ R2=R1ð Þð ÞþR2
RZ

( )" #

If we assume that RZ is very large, then

Rinv 1þ R2=R1ð Þð Þ þ R2

RZ
� 0

and the transfer function becomes

vout
vin

¼ 1þ R2=R1ð Þ
1þ jvCZ

Rinv 1þ R2=R1ð Þð ÞþR2

AvbK

h i
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The pole frequency is given by

f�3 dB ¼ AvbK
2pCZ Rinv 1þ R2=R1ð Þð Þ þ R2½ �

The gain-bandwidth product is given by

GBW ¼ AvbK 1þ R2=R1ð Þ½ �
2pCZ Rinv 1þ R2=R1ð Þð Þ þ R2½ �

Appendix B: Transfer Function and Bandwidth
Characteristic of Voltage-Feedback

Operational Amplifier

vout

BufferRZ CZ

vin

R1 R2

Avb
+

–

–

gm

vout ¼ vin � R1

Rþ R2vout

� �
gmRZAvb

1þ jvRZCZ

vout 1þ R1gmAvbRZ

R1 þ R2ð Þ 1þ jvRZCZð Þ
� �

¼ vin
gmAvbRZ

1þ jvRZCZ

vout
vin

¼ gmAvbRZ= 1þ jvRZCZð Þ
1þ R1gmAvbRZ

R1 þR2ð Þ 1þ jvRZCZð Þ

(3:74)

Multiply the numerator and denominator by (1þ jvRZCZ)=gm Avb RZ

vout
vin

¼ 1
1þ jvRZCZ

gmAvbRZ
þ R1

R1 þR2ð Þ
vout
vin

¼ 1þ R2=R1ð Þ
1þ jvRZCZ

gmAvbRZ

h i
1þ R2=R1ð Þ½ � þ 1

vout
vin

¼ 1þ R2=R1ð Þ
1þ R2=R1ð Þ
gmAvbRZ

þ jvRZCZ 1þ R2=R1ð Þð Þ
gmAvbRZ

þ 1

get 1þ [1þ (R2=R1)=gm Avb RZ] out of the denominator
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vout
vin

¼ 1þ R2=R1ð Þ

1þ 1þ R2=R1ð Þ
gmAvbRZ

h i
1þ

jvRZCZ 1þ R2=R1ð Þð Þ
gmAvbRZ

1þ 1þ R2=R1ð Þ
gmAvbRZ

" #

multiply the denominator bracket by gm Avb Rz=[1þ (R2=R1)]

vout
vin

¼ 1þ R2=R1ð Þ
1þ 1þ R2=R1ð Þ

gmAvbRZ

h i
1þ jvRZCZ 1þ R2=R1ð Þð Þ

gmAvbRZ þ 1þ R2=R1ð Þð Þ
h i

vout
vin

¼ 1þ R2=R1ð Þ
1þ 1þ R2=R1ð Þ

gmAvbRZ

h i�
1þ jvRZCZ

1þ gmAvbRZ
1þ R2=R1ð Þ

�

assuming that gm AvbRZ is much larger than 1þR2=R1, then

vout
vin

¼ 1þ R2=R1ð Þ

1þ jv RZCZ

1þ gmAvbRZ
1þ R2=R1ð Þ

" #

The pole frequency is given by

f�3 dB ¼
1þ gmAvbRZ

1þ R2=R1ð Þ
2pRZCZ

The gain-bandwidth product is given by

GBW ¼
1þ R2=R1ð Þð Þ 1þ gmAvbRZ

1þ R2=R1ð Þð Þ
h i

2pRZCZ

Appendix C: Transconductance of the Current-Feedback
Op-Amp Input Stage
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vin ¼ v1 � v2

iout ¼ ICI � IC2

IC1 ¼ IS1e
vBE1
vT

IC2 ¼ IS2e
vBE2
vT

VBE1 ¼ VDQ1 þ vin

VBE2 ¼ vin � VDQ2

IC1 ¼ IS1e
VDQ1
VT

þvin
vT


 �

IC2 ¼ IS2e
VDQ1
VT

�vin
vT


 �

IC1 ¼ ICQ1e
vin
vT

IC2 ¼ ICQ2e
�vin

vT

Assuming matched transistors then, ICQ1¼ ICQ2¼ ICQ

iout ¼ IC1 � IC2 ¼ ICQ e
þ vin

vT


 �
� e

� vin
vT


 �" #

iout
ICQ

¼ y ¼ ex � e�x½ � ¼ 2 sinh (x)

where x ¼ þ vin=VT.

Appendix D: Transfer Function of Widlar Current Mirror
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Iin ¼ IE1 þ IE2
b2 þ 1

Iin ¼ IE1 b2 þ 1ð Þ þ IE2
b2 þ 1

Iout ¼ b2IB2

Iout ¼ b2IE2
b2 þ 1

Iout
Iin

¼ b2IE2ð Þ b2 þ 1ð Þ
b2 þ 1ð Þ IE1 b2 þ 1ð Þ þ IE2½ �

Iout
Iin

¼ b2IE2
IE1 b2 þ 1ð Þ þ IE2

Iout
Iin

¼ 1
IE1 b2 þ 1ð Þ

IE2b2
þ 1

b2

For

IE1
IE2

¼
IS1

b1 þ 1
b1


 �
e
vBE1
VT

IS2
b2 þ 1
b2


 �
e
vBE2
vT

Then, as VBE1¼VBE2,

IE1
IE2

¼ IS1 b1 þ 1=bð Þ
IS2 b2 þ 1=b2ð Þ

Iout
Iin

¼ 1
IS1 b1 þ 1ð Þ

IS2b1
þ 1

b2

Assume b1¼b2¼b, IS1¼ IS2. Then

Iout
Iin

¼ b

bþ 2
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Appendix E: Transfer Function of Widlar Current Mirror
with Emitter Degeneration Resistors

Iin Iout

Q1 Q2

RE1 RE2

Assuming that b � 1, then

VBE1 þ IinR1 ¼ VBE2 þ IoutR2

Iout ¼ IinR1

R2
þ VBE1 � VBE2ð Þ

R2
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¼ R1
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IinR2

Iout
Iin

¼ R1

R2
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VT ln

Iin
IS1

IS2
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IinR2

Iout
Iin

¼ R1

R2
þ VT ln Iin=Ioutð Þ þ DVBE=VTð Þð Þ

IinR2

Iout
Iin

¼ R1

R2
þ VT ln Iin=Ioutð Þð Þ

IinR2
þ DVBE

IinR2

Assuming that the term VT[ln(Iin=Iout)]=IinR2 is small compared with the other terms, then

Iout
Iin

¼ R1

R2
þ DVBE

IinR2
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3.2 Bipolar Noise

Alicja Konczakowska and Bogdan M. Wilamowski

Bipolar transistors and other electronic devices generate inherent electrical noise. This limits the device
operation at a small-signal range. There are a few different sources of noise, such as thermal noise, shot
noise, generation–recombination, 1=f (flicker noise), and 1=f 2 noise, burst noise or random telegraph
signal noise (RTS noise), and avalanche noise [1,6].

3.2.1 Thermal Noise

Thermal noise is created by random motion of charge carriers due to the thermal excitation [1]. This
noise is sometimes known as the Johnson noise. In 1905 Einstein presented his theory of fluctuating
movement of charges in thermal equilibrium. This theory was experimentally verified by Johnson in
1928. The thermal motion of carriers creates a fluctuating voltage on the terminals of each resistive
element. The average value of this voltage is zero, but the power on its terminals is not zero. The internal
noise voltage source or current source is described by Nyquist equation

v2n ¼ 4kTRDf , i2n ¼
4kTDf

R
(3:75)

where
k is the Boltzmann constant
T is absolute temperature
4kT is equal to 1.613 10�20 V 	C at room temperature

The thermal noise is proportional to the frequency bandwidth Df. It can be represented by the voltage
source in series with resistor R, or by the current source in parallel to the resistor R. The maximum noise
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power can be delivered to the load when RL¼R. In this case maximum noise power in the load is kTDf.
The noise power density dPn=df¼ kT, and it is independent of frequency. Thus, the thermal noise is
the white noise. The RMS noise voltage and the RMS noise current are proportional to the square root
of the frequency bandwidth Df. The thermal noise is associated with every physical resistor in the circuit.
In a bipolar transistor, the thermal noise is generated mainly by series base, emitter, and collector
resistances.
Spectral density of the equivalent voltage and currant thermal noise are given by

SvR ¼ 4kTkR (3:76)

or

SiG ¼ 4kTkG (3:77)

These spectral noise densities are constant up to 1 THz and it is proportional to temperature and to
resistance of elements and as such can be used to indirectly measure:

. The device temperature

. Series distributed resistances of bipolar transistors (primarily base resistance)

. Quality of contacts and connections

3.2.2 Shot Noise

Shot noise is associated with a discrete structure of electricity and the individual carrier injection through
the pn junction. In each forward biased junction, there is a potential barrier which can be overcome
by the carriers with higher thermal energy. This is a random process and the noise current is given by

i2n ¼ 2qIDf (3:78)

Spectral density of the shot noise is temperature independent and it is proportional to the junction
current:

Sis ¼ 2qI (3:79)

where
q is the electron charge
I is the forward junction current

Shot noise is usually considered as a current source connected in parallel to the small-signal junction
resistance. The measurement of shout noise in modern nanoscale devices is relatively difficult since
measured values of current are in the range of 100 fA.
Shot noise has to be proportional to the current and any deviation from this relation can be used to

evaluate parasitic leaking resistances. It can be used for diagnosis of photodiodes, Zener diodes, avalanche
diodes, and Schottky diodes.

3.2.3 Generation–Recombination Noise

The generation–recombination noise is caused by the fluctuation of number of carriers due to existence
of the generation–recombination centers. Variation of number of carriers leads to changes of device
conductance. This type of noise is function of both temperature and biasing conditions. The spectral
density of the generation–recombination noise is described by

High-Performance Analog Circuits 3-49



Sg�r(f )

N2
¼ (DN)2

N2
	 4t

1þ (2pf 	 t)2 (3:80)

where
(DN)2 is the variance of the number of carriers N
t is the carrier lifetime

Spectral density is constant up to the frequency fg�r¼ 1=(2pt), and after that is decreasing proportionally
to 1=f 2.

In the case when there are several types of generation–recombination centers with different carrier
life time the resultant noise spectrum will be a superposition of several distributions described
by Equation 3.80. Therefore the spectral distribution of noise can be used to investigate various
generation–recombination centers. This is an alternative method to deep level transient spectroscopy
(DLTS) to study generation–recombination processes in semiconductor devices.

3.2.4 1=f Noise

The 1=f noise is the dominant noise in the low-frequency range and its spectral density is proportional
to 1=f. This noise is present in all semiconductor devices under biasing. This noise is usually associated
with material failures or with imperfection of a fabrication process. Most of research results conclude
that this noise exists even for very low frequencies up to 10�6 Hz (frequency period of several weeks).
This noise is sometimes used to model fluctuation of device parameters with time. There are two major
models of 1=f noise:

. Surface model developed by McWhorter in 1957 [7]

. Bulk model developed by Hooge in 1969 [8]

The simplest way to obtain 1=f characteristics is to superpose many different spectra of generation–
recombination noises, where free carriers are randomly trapped and released by centers with different life
times. This was the basic concept behind McWhorter model where it was assumed that

. In the silicon oxide near the silicon surface there are uniformly distributed trap centers

. Probability of the carrier penetration to trap centers is decreasing exponentially with the distance
from the surface.

. Time constants of trap centers increases with the distance from the surface

. Trapping mechanisms by separate centers are independent

The resulted noise spectral density is given by

S1=f / (DN)2
ðt2
t1

1
t

4t
1þ vt2

	 dt ¼ (DN)2 	 1
f

for 1=t2 � v � 1=t1 (3:81)

The spectral density is constant up to frequency f2¼ 1=(2pt2), then is proportional to 1=f between f2 and
f1¼ 1=(2pt1), from frequency f1 is proportional to 1=f 2. The McWhorter model is primarily used for
MOS devices.
For bipolar transistor Hooge bulk model is more adequate. In this noise model Hooge uses in the

carrier transport two scattering mechanisms of carries: scattering on the silicon lattice and scattering on
impurities. He assumed that only scattering on the crystal lattice is the source of the 1=f noise, while
scattering on the impurities has no effect on noise level. All imperfections of the crystal lattice leads to
large 1=f noise.
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The noise spectral density for the Hooge model is

S1=f ¼ aH 	 Ib
f g 	 N (3:82)

where
aH¼ 2 	 10�3 is the Hooge constant [8]
b and g are material constants
N is the number of carriers

Later [9] Hooge proposed to use aH as variable parameter, which in the case of silicon devices may vary
from 5 	 10�6 to 2 	 10�3.
The 1=f noise is increasing with the reduction of device dimensions and as such is becoming a real

problem for devices fabricated in nanoscale. The level of 1=f noise is often used as the measure of the
quality of devices and its reliability. Devices fabricated with well-developed technologies usually have
much smaller level of 1=f noise. The 1=f noise (flicker noise) sometimes is considered to be responsible for
the long term device parameter fluctuation.

3.2.5 Noise 1=f 2

The noise 1=f 2 is a derivative of 1=f noise and it is observed mainly in metal interconnections of
integrated circuits. It has become more evident for very narrow connections where there is a possibility
of electromigration due to high current densities. In aluminum the electromigration begins at current
densities of 200 mA=mm2 and noise characteristics changes from 1=f 2 to 1=f g, where g> 2. Also the noise
level increases proportionally to the 3rd power of the biasing current:

S1=f 2 (f ) ¼ C 	 Jb
f g 	 T 	 exp �Ea=k 	 Tð Þ (3:83)

where
b� 3, g� 2
C is experimentally found constant
Ea activation energy of the electromigration
k¼ 8.62 	 10�5 eV=K is the Boltzmann constant

The degeneration of metallic layer is described by

vd / Jn exp �Ea=k 	 Tð Þ (3:84)

Since Equations 3.83 and 3.84 have a similar character therefore the 1=f 2 noise can be used as the measure
of the quality of metal interconnections. This is a relatively fast and accurate method to estimate
reliability of metal interconnections.

3.2.6 Burst Noise—RTS Noise

The burst noise is another type of noise at low frequencies [3,4]. Recently this noise is described as RTS
noise. With given biasing condition of a device the magnitude of pulses is constant, but the switching
time is random. The burst noise looks, on an oscilloscope, like a square wave with the constant
magnitude, but with random pulse widths (see Figure 3.64). In some cases the burst noise may have
not two but several different levels.
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Spectral density of the RTS noise has similar
form like generation–recombination noise:

SRTS ¼ C
4 	 (DI)2

1þ 2pf =fRTSð Þ2 (3:85)

where

C ¼ 1
tl þ thð Þ 	 f 2RTS

fRTS ¼ 1
t ¼ 1

tl
þ 1

th
¼ tl þ th

th 	 tl is the corner frequency, below this frequency spectrum of the RTS noise is flat
tl is the average time of pulses at low level
th is the average time of pulses at high level

tl ¼ 1
P

XP
i¼1

tl,p

th ¼ 1
S

XS
j¼1

th,s

The intensity of the RTS noise depends on the location of the trap center with the reference to the
Fermi level. Only centers in the vicinity of Fermi levels are generating the RTS noise. These trapping
centers, which are a source for RTS noise, are usually the result of silicon contamination with heavy
metals or lattice structure imperfections.
In the SPICE program the burst noise is often approximated by

i2n ¼ KB
IAB
D

1þ f
fRTS


 �2 Df (3:86)

where KB, AB, and fRTS are experimentally chosen parameters, which usually vary from one device
to another. Furthermore, a few different sources of the burst noise can exist in a single transistor.
In such a case, each noise source should be modeled by separate Equation 3.85 with different parameters
(usually different corner frequency fRTS)

Kleinpenning [10] showed that RTS noise exists with devices with small number of carriers, where a
single electron can be captured by a single trapping center. RTS noise is present in submicrometer MOS
transistors and in bipolar transistors with defected crystal lattice. It is present in modern SiGe transistors.
This noise has significant effect at low frequencies. It is function of temperature, collector current,

inducedmechanical stress, and also radiation. In audio amplifiers the burst noise sounds as random shoots,
which are similar to the sound associated with making popcorn. Obviously, bipolar transistors with large
burst noise must not be used in audio amplifiers and in other analog circuitry. The burst noise was often
observed in epiplanar bipolar transistors with large b coefficients. It is now assumed that devices fabricated
with well developed and established technologies do not generate the RTS noise. This is unfortunately not
true for modern nanotransistors and devices fabricated with other than silicon materials.

3.2.7 Avalanche Noise

The avalanche noise is another noise component, which can be found in bipolar transistors. For large
reverse voltages on the collector junction, the collector current can be multiplied by the avalanche

τh,s

τl,p

Δl

FIGURE 3.64 Example of RTS noise waveform.
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phenomenon. Carriers in the collector–base junctions gain energies in high electrical field, then lose this
energy during collision with the crystal lattice. If the energy gained between collisions is large enough,
then during collision another pair of carriers (electron and hole) can be generated. This way the collector
current can be multiplied. This is a random process and obviously the noise source is associated with the
avalanche carrier generation. The magnitude of the avalanche noise is usually much larger than any other
noise component. Fortunately, the avalanche noise exists only in the pn junction biased with a voltage
close to the breakdown voltage. The avalanche phenomenon is often used to build the noise sources [5].
Spectral density of the avalanche noise is frequency independent

Sl(f ) ¼ 2qI

(2pf 	 t)2 (3:87)

where I is an average value of the reverse biasing current.

3.2.8 Noise Characterization

Many different methods are used in literature for noise characterization. Sometimes the noise is
characterized by an equivalent noise resistance, sometimes by an equivalent noise temperature, some-
times by an equivalent RMS noise voltage or current or sometimes by a noise figure.

3.2.8.1 Equivalent Noise Voltage and Current

The equivalent noise voltage or current is the most commonly used method for modeling the noise in
semiconductor devices. The equivalent diagram of the bipolar transistor, including various noise
components, is shown in Figure 3.65. The noise components are given by

i2B ¼ 4kTDf
rB

, i2E ¼ 4kTDf
rE

, and i2C ¼ 4kTDf
rC

(3:88)

i2C ¼ 2qICDf (3:89)

i2B ¼ 2qIBDf þ KF
IAF
B

f
Df þ KB

IAB
B

1þ f =fBð Þ2 Df (3:90)

Thermal noise is associated with physical resistors only, such as base, emitter, and collector series
resistances. The small-signal equivalent resistances, such as rp and ro, do not exhibit thermal noise.
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FIGURE 3.65 Equivalent diagram of the bipolar transistor which includes noise sources.
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The shot noise is associated with both collector and base currents. It was found experimentally that
the 1=f noise and the burst noise are associated with the base current. The typical noise characteristic
of a bipolar transistor is shown in Figure 3.66. The corner frequency of the 1=f noise can vary form 10 Hz
to 1 MHz.

3.2.8.2 Equivalent Noise Resistance and Noise Temperature

The noise property of a two-port element can be described by a noise current source connected in parallel
to the output terminals as Figure 3.67a shows. Knowing that noise current can be expressed as the shot
noise of the DC device current the two-port noise can be expressed by means of an equivalent DC noise
current

Ieq ¼ i2n
2qDf

(3:91)

Another way to model the two-port noise in the two-port is to use the thermal noise at the input. This
can be done using an additional ‘‘noisy’’ resistor connected to the input as Figure 3.67b shows

Rn ¼ v2n1
4kTDf

¼ v2n2
A2
v4kTDf

(3:92)

where
AV is the voltage gain of the two-port
v2n1 and v2n2 are equivalent noise voltage sources at the input and the output, respectively

2q IB

KF
IB
f
AF

log ib2

log(  f  )

fF

Δf

FIGURE 3.66 Bipolar transistor noise as a function of frequency.
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FIGURE 3.67 Noise characterization for two-ports, (a) using the noise source at the output, (b) using noise
resistance Rn at the input.
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The equivalent noise resistance is not a very convenient way to represent the noise property of the two-
port. This additional resistance Rn must not be on the circuit diagram for small-signal analysis. To
overcome this difficulty the concept of the equivalent noise temperature was introduced. This is a
temperature increment of the source resistance required to obtain the same noise magnitude at the
output if this source resistance is the only noise source. The noise temperature can be calculated from the
simple formula

Tn ¼ Rn

Rs
290
 K (3:93)

where Rn and Rs are shown in Figure 3.67b. It is customary to use 2908K as the reference room
temperature for the noise temperature calculations.

3.2.8.3 Noise Figure

The noise figure is the ratio of the output noise of the actual two-port to the output noise of the ideal
noiseless two-port when the resistance of the signal source Rs is the only noise source.

F ¼ 10 log
total output noise

output noise due to the source resistance

� �
(3:94)

The noise figure F is related to the noise resistance and the noise temperature in the following way

F ¼ 10 log 1þ Rn

Rs

� �
¼ 10 log 1þ Tn

290
K

� �
(3:95)

The noise figure F is the most common method of noise characterization.
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4.1 Introduction

During the last decade of last century, the world of wireless communications started to grow rapidly.
Today, cellular handsets are the largest consumer market in the world. The main trigger was the
introduction of digital coding and digital signal processing in wireless communications. The aggressive
scaling of CMOS process technology driven by the memory and microprocessor market made CMOS a
logical choice for integration of digital signal processing in wireless applications. The development of
these high performance, low-cost CMOS technologies allowed integration of enormous amount of digital
functionality on one chip. This enabled the use of sophisticated modulation schemes, complex demodu-
lation algorithms, and high-quality error detection and correction to produce high data rate communi-
cation channels bringing the Shannon limit in sight [1].
The radio frequency (RF) front-ends are the interface between the antenna and the digital modem of the

wireless transceiver. They have to detect very weak signals (mV) that come in at a very high frequency
(10 GHz), and at the same time transmit high-power levels (up to several watts) at the same high
frequencies. This requires high-performance analog circuits, like filters, amplifiers, and mixers that
translate the incoming modulated data between the antenna and the A=D conversion and digital signal
processing. Consumer electronicmarkets aremainly driven by low-cost and low-power consumption. This
makes the RF front-ends the bottleneck for future wireless applications. Low-cost and low-power are both
linked to high integration level. A high level of integration renders a significant space, cost, weight, and power
reduction. A higher degree of integration requires less discrete components reducing the bill of materials
cost. Keeping signals on chip greatly reduces power consumption since less I=O drivers are needed. Many
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different techniques to obtain a higher degree of integration have been presented over the years [2–5]. This
chapter introduces and analyzes some advantages and disadvantages and their fundamental limitations.
Parallel to the trend for further integration, there is the trend to integrate RF circuitry in CMOS

technologies. While digital baseband processing has already been implemented in CMOS technology in
several product generations, CMOS RF has only recently made its pace forward. For long time, many
design houses believed complicated Mixed-Signal RF CMOS chips were impossible to realize. The main
objective against CMOS RF was the lack of high-Q passive components and its poor noise performance.
It took the persistence of some academic institutions and some pioneering firms to prove them wrong. It
is clear that RF CMOS full potential would not have been unfold if only stand-alone radios were
developed. CMOS RF systems on chip today implement all radio building blocks including phase-
locked-loop (PLL), low-noise amplifier (LNA), power amplifier (PA), up- and down-conversion mixers,
filters, and antenna switch. Furthermore, they include all digital baseband processing circuitry and ROM
memory [6,7]. This reveals the real strength of CMOS RF over other ‘‘better-suited’’ technologies like Si
Bipolar, BiCMOS, and Silicon Germanium (SiGe). Putting together RF and baseband in one chip permits
compensation of lower radio performance with less expensive digital signal processing circuits, making
its performance competitive with SiGe radios. Together with a possible 75% reduction of discrete
components, RF CMOS offers the cheapest solution if one pursues the ultimate goal: A single chip
including the physical layer (PHY) as well as the media access control (MAC) together with an MAC
processor, memory, and I=O such as USBports or peripheral component interconnect (PCI) interfaces.
RF CMOS is not a matter of just replacing bipolar transistors with their CMOS counterpart. It requires

a whole range a new architectures, techniques, and a high integration level. When compared with CMOS,
SiGe requires less power for a certain gain and achieves a lower noise figure. The biggest drawback of
CMOS is its inferior 1=f noise performance. This will only increase with the introduction of high-K
dielectric materials in the gate of future CMOS technology nodes. CMOS design engineers therefore went
looking for new topologies to reduce the impact of 1=f noise on the radio performance. Another problem
that had to be overcome was the lack of high-Q passive components in CMOS technology. Extra
processing steps as well as innovative layout and design techniques solved this problem. First, this
chapter will analyze some concepts, trends, limitations, and problems posed by technology for high
frequency design. Next we will discuss a variety of architectures used in modern RF CMOS transceivers.
In the rest of the chapter, we will take a closer look at the different building blocks that appear in a typical
RF transceiver. We will split this up between down-conversion, up-conversion, and frequency synthesis.
In the final section, we will take a look at RF CMOS’s last barrier: RF power transmission. As CMOS gate

lengths shrink, lower voltages are tolerated at the transistor terminals. High-quality impedance converters
must therefore be placed between the antenna and the transistor’s drain for high power transmissions. These
are not available yet in integrated form. One of the major bottlenecks in CMOS PAs is combining high
efficiency with high linearity. For high power transmission, designers are obliged to bias the PA high in its
saturation region where linearity is low. Therefore, todays integrated PAs are limited to constant envelope
modulation schemes likeGSM.High efficient PAs still remain out of reach formodulation schemeswith large
peak-to-average power ratios like orthogonal frequency divisionmodulation (OFDM). This chapter discusses
some circuit techniques to circumvent this bottleneck bringing the ultimate goal of a single-chip CMOS
solution that is compatible with all standards and is capable of adapting itself a step closer to reality.

4.2 System Level RF Design

4.2.1 General Overview

One of the main challenges facing the RF design engineer originates from the transmission medium used
by RF systems. RF systems communicate through AIR by means of electromagnetic waves. Using air as
transmission medium has one huge advantage: it gives the transceiver the ability to be mobile. However,
there are some disadvantages to this high degree of freedom. There exists only one medium air, which is
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consequently used by numerous applications. An overview of these applications and the part of the
spectrum they use can be found on the Website of the National Telecommunications and Information
Administration (NTIA) [8]. As a result, RF systems operate in a filled spectrum. Receivers will not only detect
the wanted signals own to the application, but will also pick up other signals that will consequently be
amplified and detected. These unwanted detected signals are called interferes. If the interferer is sufficiently
large, it can corrupt the wanted signals preventing them to be properly demodulated and understood. On the
transmit side of the application, unwanted signals are generated and transmitted. They are picked up by other
applications and can distort their performance. These unwanted transmitted signals are called spurious
signals. It is the designer’s responsibility to keep these interferers and spurious signals as low as possible.
Based on the earlier discussion, it is clear that one needs a regulator to manage this spectrum use. In the
United States, this is done using a dual organizational structure; NTIAmanages the federal government’s use
of the spectrum while the Federal Communications Commission (FCC) [9] manages all other uses.
Signals traveling through air also suffer from attenuation. There are several mechanisms causing attenu-

ation such as free-space dispersion, fading, andmultipath. Thesemechanisms depend heavily on the distance
between transmitter and receiver, the frequency of transmission, and the environment. Discussion of these
mechanisms, however, is beyond the scope of this text. More information concerning these topics can be
found in Refs. [10,11]. As a result of these mechanisms, one can expect the received signal power to have a
large variation since the distance between transmitter and receiver can change considerably due to the
mobility. Performance of RF communication systems is also degraded by thermal noise. Noise is, like in other
communication systems, the limiting factor when dealing with weak signals. The noise energy consists of two
contributors. First, there is thermal noise which is determined by temperature and bandwidth and is out
of control of the designer. On the other hand, there is system noise. This kind of noise can, within limits, be
controlled by the designer to allow a certain minimum level of signal power to be detected by the system.
In the next sections, we will take a closer look at the challenges described in the earlier discussion.

First, we will take a brief look at the tools and metrics RF designers use to describe and control the
performance of their system in the presence of interferers and noise. We will end this section with a
discussion of some commonly used transceiver architectures.

4.2.2 RF System Performance Metrics

As described in Section 4.2.1, the lowest signal power level that can be detected correctly by a receiver is
limited by noise. The lowest power level that can be detected is usually called the receiver sensitivity. The
receiver sensitivity is related to the signal-to-noise ratio (SNR) at the end of the receive chain (baseband).
The SNR at baseband is determined by the bit error rate (BER) required by the application. It is usually
expressed in terms of Eb=No. Eb is the energy per received bit and No is the noise power density received
together with the bit. The relation between Eb=No and BER depends on the modulation scheme used in
the application (e.g., Gaussian minimum shift keying (GMSK) in global system for mobile communica-
tions (GSM)) and is beyond the scope of this text. More information can be found in Ref. [12]. The SNR
can be expressed in function of Eb=No as follows:

SNR ¼ S
N

¼ Eb
No

� fb
B

(4:1)

where
fb is the bit rate
B is the receiver noise bandwidth

Note that the overall system noise at baseband N is the sum of thermal and circuit noise. This leads to a
figure of merit that describes the circuit’s performance. It is called noise figure when expressed in decibels
and noise factor otherwise. Noise factor or figure is a measure for the excess noise that is contributed by
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the circuit to the overall noise and is defined as the ratio between the SNR at the input of the receiver
(SNRi) and the SNR at the output of the receiver (SNRo)

NF ¼ SNRi

SNRo
¼ (S=N)i

(S=N)o
(4:2)

If the receiver consists of different building blocks, one may want to know the noise figures of the different
blocks and not only the overall noise figure. One can prove that in case of a series connection [12]

NFtotal ¼ NF1 þ NF2 � 1
G1

þ NF3 � 1
G1G2

þ � � � (4:3)

where
NFi are the noise factors of successive building blocks
Gi is their respective power gain

One can easily conclude from Equation 4.3 that building blocks earlier in the receive chain have a larger
contribution to the overall noise figure than blocks at the end of the chain. This is the reason behind the
use of an LNA at the input of an RF receiver. The large power gain combined with a low-noise figure will
relax the noise specifications for the following blocks. The principle is explained in Figure 4.1. If an LNA
is omitted and the mixer is put directly behind the antenna, the signal is drowned in the mixer noise and
the sensitivity will be low. The power gain of the LNA, however, pushes the antenna signal above the
noise floor of the mixer. As long as the output noise of the LNA is greater than the input noise of the
mixer, the sensitivity is fully determined by the NF of the LNA.
RF systems often operate in an interference limited environment. Interference can also reduce receiver

sensitivity. It is therefore more correct to describe the receiver sensitivity by its signal-to-noise plus
interference ratio S=(Nþ I) also known as the signal-to-noise and distortion ratio (SNDR). One of the
mechanisms by which interference limits the performance is nonlinearity. It can reduce the signal power
as well as increase interference. Large signals can saturate the receiver resulting in a gain compression,
which reduces the signal power S. On the other hand, two large interfering signals can, due to non
linearity, produce cross-product terms that fall on top of the wanted signal increasing the interference I.
This cross-product generation is called intermodulation distortion (IMD). Nonlinearity performance is
typically characterized by small signal linearity described by second-and third-order intercept points
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FIGURE 4.1 The benefit of using an LNA.
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(IP2 and IP3) and large signal linearity described by the 1 dB compression point. Usually balanced
topologies are used attenuating the second-order harmonics. Consequently, third-order nonlinearity will
become the limiting factor. These concepts will be explained with the help of Figure 4.2. Gain compres-
sion is characterized by the 1 dB compression point (P�1 dB) and is used to evaluate the ability of the
system to cope with strong input or interference signals often referred to as blockers. It is defined as
the input power for which the gain drops by 1 dB. By identifying the strongest signals at each stage of the
design, one can calculate the required 1 dB compression point for each block in a receiver chain. As
mentioned earlier, nonlinearity not only causes gain compression, but also generates IMD. This is
produced by any pair of blockers that lie near the wanted signal. If two tones at f1 and f2 are applied
to a nonlinear block, frequencies are produced not only at f1 and f2 but also at 2f1� f2, 2f2� f1, 3f1, 3f2,
and so on. f1, f2, 3f1, and 3f2 are not important since they lie far outside the frequency band of interest and
can therefore be filtered out. 2f1� f2 and 2f2� f1, however, are potential problems as they can fall on top
of the wanted signal band and remain unaffected by filtering. The ratio of any of the two cross products is
called third-order IMD3. The output power of the intermodulation products grows at a faster rate than
that of the wanted signal itself. Therefore, it follows that at a certain input power, the output power of the
intermodulation signals will surpass the wanted signal. The input power level where this takes place is
called the input-referred third-order intercept point (IIP3). The output power at this point is called the
output-referred third-order intercept point (OIP3). Note that this is an imaginary point since gain
compression occurs before this point is reached. If the receiver consists of different building blocks,
one may want to know the contribution of the different building blocks to the overall linearity
performance. One can prove that in case of a cascaded system

1
IIP3total

¼ 1
IIP31

þ G1

IIP32
þ G1G2

IIP33
þ � � � (4:4)

where
IIP3i are the input-referred third-order IPs of the successive building blocks
Gi is their respective power gain

One can conclude that, contrary to noise (see Equation 4.3), the last blocks in the receive chain has the
largest influence on the overall linearity of the receiver. Equations 4.3 and 4.4 reveal a first trade-off. High
gain at the input reduces noise constraints in the rest of the chain but increases the linearity requirements.
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FIGURE 4.2 First- and third-order intermodulation as a function of the input power.
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A last origin of distortion is due a nonideal local oscillator (LO) signal driving the mixers. In practice,
the spectrum of an oscillator is never pure. There is always a certain amount of energy present close to the
ideal LO frequency at v0þDv. This can translate nearby frequency signals on top of the wanted signal
also deteriorating the SNDR of the system. A figure of merit to describe this nonideal LO behavior is
called the LO phase noise and is defined as the ratio of the power present in a 1 Hz band at a certain offset
frequency Dv from the carrier frequency v0 to the carrier power:

L{Dv} ¼ 10 log
noise power in a 1 Hz band at v0 þ Dv

carrier power

� �
(4:5)

4.2.3 RF Transceiver Architectures

In this section, a brief overview of some common transceiver structures will be discussed and contrasted
to one another. The discussion will be restricted to the heterodyne transceiver, the zero-IF or direct
conversion transceiver, and the low-IF transceiver. There exist numerous other types of transceivers but
their properties can be understood by looking at these three structures as they are all variations or
combinations of these three structures. First, the different receiver architectures will be discussed
followed by there transmitter equivalent.
The heterodyne receiver has been the dominant choice in RF systems for many decades. The reason

behind this is its high performance and adaptability to different standards. Figure 4.4 shows the operation
of a heterodyne receiver. The broadband antenna signal is first fed to a highly selective RF filter (band
select filter) that suppresses all interferers outside the wanted application band. An LNA boosts the
wanted signal above the mixer noise floor and an LO generates a signal located at an offset frequency fIF
from the wanted signal. The result is that the following signals are down-converted by the mixer to fIF

fwanted ¼ fLO � fIF (4:6)

fimage ¼ fLO þ fIF (4:7)

Not only the wanted signal is mapped onto IF (intermediate frequency), but also another signal called the
image or mirror signal. This signal can corrupt the information content in such a way that the
information is irreparable. To avoid this, an image reject filter is inserted before the mixer. This way, a
highly attenuated version of the image signal is folded on top of the wanted signal, preventing the
irreparable corruption of the information content of the signal. Figure 4.3 summarizes this operation.
From Equation 4.6 and 4.7, one can see that the center of the image signal is located at a distance 2fIF
from the wanted signal. The choice of fIF therefore determines the requirements for the image reject filter.
If a very low fIF is chosen, a very high-quality filter is needed to suppress the image frequency. To relax
the filter specifications, fIF is usually chosen relatively high and a series of down-conversion steps are
performed. The heterodyne structure is then referred to as the superheterodyne receiver.
The heterodyne or superheterodyne receiver features a single path topology. Mismatch between

different parts is not a issue here. Also LO feedthrough in the mixer is not a problem, since the wanted
signal is never close to the LO frequency. In Figure 4.4, it can also be seen that the channel selection is
done before the AGC-A=D structure. They will therefore only need to handle a limited dynamic range.
A drawback of the structure, however, is that all critical functions are realized with passive devices. Due

to the high demands posed upon these structures, they are mostly implemented off-chip. The integrat-
ability of the heterodyne transceiver is therefore rather low. This induces an additional material cost.
Moreover, the insertion loss of the passive filters needs to be compensated by a higher gain on-chip to
keep the required SNR. Since the filters need to be driven at low impedance (e.g., 50 V), one has the
choice between using complex impedance transformation structures or using low-output impedance
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buffers. Using low output impedance drivers, however, comes at the cost of an extra amount of extra
power consumption.
The integratability however can dramatically be improved if one could find a way of getting rid of the

external high-quality filters. This means looking for a way of suppressing the image frequency without
filters. A first solution to this problem is obvious. Make the image signal the wanted signal or choose
fIF¼ 0. This solution is called the zero-IF receiver or direct-conversion receiver [13,14]. Another solution
is related to the first one and is called the low-IF topology [3]. This topology takes advantage of the fact
that the channels in the direct neighborhood of the wanted channel—the adjacent channels—are usually
much weaker than the wanted signal and the signals laying further away. Furthermore, these frequency
bands are usually regulated in the application specifications or by the FCC. So, if an IF-frequency is
chosen so that the image frequency falls into this lower power bands, less image rejection is needed to
keep the required SNR. Figure 4.5 shows the architecture of both a direct or zero-IF receiver and a low-IF
receiver. The only difference between both can be found in the choice of IF-frequency. In a zero-IF
receiver, the wanted channel is converted to DC and a mirrored version of the channel itself is
superimposed onto the clean version of the signal. In a low-IF receiver, the wanted signal is down-
converted to a low, nonzero IF, e.g., half the channel bandwidth, such that the mirror signal is the
adjacent channel. The antenna signal is first passed through a band select filter. An LNA boosts the signal
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FIGURE 4.3 The down-conversion process in an IF, zero-IF, and a low-IF receiver.
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above the mixer noise floor. So far, there is no difference with the heterodyne receiver. After the LNA,
however, the signal is fed to two different signal paths. The two signal paths are then down-converted by
two mixers that are steered by two LO signals that are spaced 908 apart. The interstage filter has now
become obsolete since the mirror signal will be neutralized by recombining the two signal paths after
down conversion. This type of down conversion is called quadrature down conversion. Since the image
signal and the wanted signal are separated in the digital signal processor (DSP), the real channel selection
and image rejection are done in the digital back-end. This is a positive thing, since the digital domain is
the natural biotope of CMOS. Since the image rejection and channel selection no longer rely on high-
quality filtering, no external filters are required; therefore, one does not have to cope with their inevitable
loss and one does not need low impedance drivers. This allows low power operation. However, the
spreading of the signal over two independent signal paths has some drawbacks. The topology relies
heavily on the symmetry between the two paths, every mismatch between the two paths will lead to a
deterioration of the image suppression and an increased corruption of the wanted information content.
Although one could think that that image rejection requirements are more relaxed for a zero-IF receiver
since the image signal is a mirrored version of the wanted signal, this is not exactly true. For low-IF
receivers, the image signal can be considered as noise for the wanted signal, since there is no correlation
at all between the two bands. For zero-IF receivers, there is a strong correlation between image and
wanted signal leading to a distortion of the wanted signal. The required image suppression is therefore
dependent on the type of modulation that is used in the system. When a quadrature amplitude
modulation (QAM) type modulation is used, one can calculate that the required image rejection for
zero-IF is 20–25 dB while 32 dB rejection is required for low-IF systems [15]. As the wanted signals in
both receivers are located at low frequencies (dc in case of zero-IF), the signal is susceptible to 1=f noise
and dc-offset. Complicated feedback structures can get rid of the dc-offset; however, due to the finite
time-constants in those loops, part of the signal is also canceled by the feedback. This can corrupt the
signal in an unacceptable way. Low-IF topologies are less vulnerable. As long as the dc-offset does not
saturate the A=D converters, there is no signal degradation. Due to the absence of filtering in the RF part,
the A=D converters, however, have to deal with larger dynamic ranges. Fortunately, as the signals are at
low frequencies, oversampled converters can be used which allow higher accuracies.
The same topologies exist for the transmitter side of the transceiver. The heterodyne as well as the

direct up-conversion transmitter will be discussed. They are depicted in Figures 4.4 and 4.5. The early up-
conversion architectures were in fact multistage architectures. They employed a number of mixing stages
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and intermediate frequencies. The main advantage of this type of systems is that only one D=A converter
is needed. Quadrature modulated signals are therefore generated in the digital domain. This topology
puts high demands on the D=A converter since it must deliver signals at a higher IF frequency. The DSP
on the other hand must be able to deliver perfectly matched I=Q signals. This approach requires the use
of high-quality passives, multiple LOs. The same conclusions can be drawn as in the receiver. Due to the
large number of external components, integratability is limited and power consumption will be high.
Another implementation of this multistage architecture includes the use of two D=A converters.
Quadrature modulated signals are then generated in the analog domain. Since they are generated at
low frequencies, quadrature matching is superior. However, multiple RF filters are still needed, giving rise
to a higher cost and power consumption. The topology, however, is not vulnerable to one of the main
problems in the direct conversion architecture, oscillator pulling caused by the PA due to the fact that the
PA output spectrum is far away from the voltage-controlled oscillator (VCO) frequency. Hereby
the main problem in direct up-conversion circuits is addressed. In direct conversion transmitters, the
transmitted carrier frequency is equal to the LO frequency. As can be seen in Figure 4.5, modulation and
up conversion occur in the same circuit. The I=Q quadrature modulator takes the baseband (or low-IF)
input signal and up-converts it directly to the desired RF frequency. This eliminates the need for RF
passives and limits the number of amplifiers, mixers, and LOs. The simplicity of the architecture makes it
an obvious choice when high integration levels are demanded. However, as mentioned before, the circuit
suffers from one major drawback, the disturbance of the LO by the PA. This phenomenon is explained in
detail in Refs. [16,17]. As the LO frequency lies in the transmit band, high demands are put on the LO=RF
isolation. The system is also susceptible to I=Q mismatch errors, even the least phase mismatch or
amplitude difference between I and Q path will result in distortion in the spectrum. However, the
elimination of the IF stage in the transmitter leads to large saving in material cost and increases the
robustness of the system as the number of discrete components that could fail is reduced. There is not
only a cost saving in material cost, the direct up-converter architecture also allows a reduction in
equipment size. This makes the circuit first choice for applications with stringent space constraints [18].

4.3 Technology

4.3.1 Active Devices

Since all high level or system level designs in the end need to be implemented in terms of actual active
and passive components, it is no surprise that the transistor performance is of major importance for the
overall system performance. It is therefore imperative to know the performance limitations of the
technology one is working in and to be aware of the shortcomings of the model one is using. It is clear
that conformity between measurements and simulation results will strongly depend on the accuracy of
the models used with respect to the actual behavior of the devices. Although several compact models exist
to describe MOSFET transistors, the BSIM [19] is considered as the de facto standard because it is the
model that is generally provided by silicon foundries. Most models are quite accurate for low frequencies;
however, most models fail when higher frequencies are to be modeled. ‘‘High frequency’’ means
operating frequencies around 1=10th of the transistor’s cutoff frequency ft. Figure 4.6 gives an overview
of ft for different technology nodes. For a standard 0.18 mm technology with an ft of around 50 GHz, this
means 5 GHz is considered to be a high frequency. Another parameter is plotted in Figure 4.6, f3 dB
reflects the speed limitation of a transistor in a practical configuration. It is defined as the 3 dB point of a
diode connected transistor [20] and takes into account the parasitic speed limitation due to overlap
capacitances, drain-bulk junction, and gate-source capacitance while ft only models the parasitic effect of
the gate-source capacitance. In Ref. [21], an extended transistor model is presented that can be used for
circuit simulation at RF frequencies. It is shown in Figure 4.7. All the extrinsic components are pulled out
of the MOS transistor model, so that the MOS transistor symbol only represents the intrinsic part of the
device. This allows to have access to internal nodes and model extrinsic components such as series
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resistances and overlap capacitances in a
different way than what is available in the
complete model. The source and drain series
resistors are added outside the MOS model
since the series resistances internal to the
compact model are only used in the calcula-
tion of the I–V characteristic to account for
the dc voltage drop across the source and
drain. They do not add any poles and are
therefore invisible for ac simulation. The
gate resistance is usually not part of a
MOSFET model, but plays a fundamental
role in RF circuits and is therefore of out-
most importance. The substrate resistors
Rdsb, Rsb, and Rdb have been added to
account for the signal coupling through the
substrate. Apart from the extra components
added in the extended transistor model pre-

sented in Ref. [21], another point deserves some attention. The classical transistor model is based on the
so-called quasi-static assumption. This means that any positive (negative) change in charge at the gate is
immediately compensated by a negative (positive) change of charge in the channel. In reality, however,
there will always be a delay in the charge buildup in the channel. Individual electrons (holes) will need a
finite time to travel from bulk to the channel. This effect is called the non-quasi-static effect and has been
described in Ref. [22–24]. This effect can be modeled by adding a resistance in series with the gate-source
capacitance, introducing an extra time constant in the model.

tgs ¼ Cgs

5gm
¼ 1

5vt
(4:8)

This model is valid in strong innversion and within the long channel approximation. Although one could
think that this effect is neglectable at realistic operating frequencies much lower than ft, in bandpass
applications, the gate-source capacitance can be tuned away by an inductor making the input impedance
of the transistor purely resistive.
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4.3.2 Passive Devices

For a long time, CMOS RF integration was believed to be impossible due to the poor quality of passive
devices. Smaller CMOS geometries and innovative design and layout [25–27], however, have enabled
high-quality passive components at high frequency to be integrated on chip. Four passive devices
(resistors, inductors, capacitors, and varactors) will be discussed. First, one needs of figure of merit to
qualify these passive devices. In general, the Q-factor is used for this purpose. Although there exist several
definitions for the Q-factor, the most fundamental definition is based on the ratio between the maximum
energy storage and the average power dissipation during one cycle in the device.

Q ¼ vWmax

Pdiss
(4:9)

For an overview of other definitions of the Q-factor, the reader is referred to Ref. [28]. For a purely
reactive element (capacitor or inductor), current through the element and voltage over the element are
908 out of phase. Hence, no power is dissipated in it. In real live, however, a certain amount of power
will always be dissipated. Power dissipation supposes the presence of a resistance and a resistance
always generates thermal noise. The Q-factor consequently is also a way of describing the pureness of a
reactive device. Figure 4.8 shows some very common structures used in the modeling of reactive
components used in RF circuits together with their Q-factor according to Equation 56.9. Low-Ohmic
resistors are commonly available now in all CMOS technologies and their parasitic capacitance is such
that they allow for more than high enough bandwidth. A more important passive device is the
capacitor. In RF circuits, capacitors can be used for AC coupling. This enables DC-level shifting
between different stages resulting in an extra degree of freedom enabling an optimal design of each
stage. It also offers the possibility of lowering the power supply voltages. Another field, although not
completely RF, where capacitors are commonly used is to implement switched capacitor circuits or
arrays. This is favorable to using common resistors since capacitors in general offer better matching
properties than resistors. The quality of an integrated capacitor is mainly determined by the ratio
between the capacitance value and the value of the parasitic capacitance to the substrate. Too high a
parasitic capacitor loads the transistor stages, thus reducing their bandwidth, and it causes an inherent
signal loss due to a capacitive division.
The passive device, however, that got the most attention in the past is the inductor. It was long believed

that high-quality integrated inductors were simply impossible in standard CMOS processes [29] and
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could better be avoided if possible. However, due to the use of hollow spiral inductors and slightly altered
process technology (thick top metal layer), one is now able to produce high-Q inductors in CMOS. The
use of inductors on chip allows a further reduction of the power supply and offers compensation for
parasitic capacitors by tuning them away resulting in higher operating frequencies. To be able to use
integrated inductors in actual designs, an accurate model is needed. Reference [30] introduces such a
model. One of the problems faced when modeling an inductor is how to model the substrate. One of the
major drawbacks of inductors is the losses introduced by the substrate underneath the coil by capacitive
coupling and eddy currents. This reduces the quality factor of the inductor.
A last passive component that is often encountered in RF CMOS designs is the varactor. It is mostly

used for implementing tunable RF filters and VCOs. The different varactor types can be put in two
classes: junctions and MOS capacitors. The latter can be used in accumulation and in inversion mode.
For all cases, the devices have to be placed in a separate well to be able to use the well potential as
the tuning voltage. For a standard NWELL process, the available configurations are therefore limited
to pþ=n� junction diodes and PMOS capacitors. When comparing the different varactor types, one
should look at the following specifications: the varactor should offer a high Q-factor, the tuning range
over which the capacitance can be varied should be compatible with the supply voltages used in the
design, the physical structure should be as compact as possible to limit the area and its capacitance
variation should be uniform over the complete tuning range as this makes feedback design easier.
For an extended discussion about the different varactor types and their performance, the reader is
referred to Ref. [27].

4.4 Receiver

4.4.1 LNA

The importance of the LNA has been explained earlier. The LNA is used to boost the received signal
above the mixer noise floor. It is therefore critical that the LNA itself produces little noise. The noise
figure of an LNA embedded in a 50 V system is defined as

NF ¼ 10 log10
LNA output noise

LNA output noise if the LNA itself was noiseless

� �
(4:10)

that is the real output noise power (dv2=Hz) of the LNA (consisting of the amplified input noise power
and all noise contributions generated in the LNA itself) divided by the amplified input power. Figure 4.9
shows some common input structures. Figure 4.9a shows a nonterminated common source input stage.
Figure 4.9b shows the same input stage but now with an impedance matching at the input. Figure 4.9c
shows the common gate input structure and finally Figure 4.9d shows a transimpedance amplifier
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R

FIGURE 4.9 Some common LNA topologies.

4-12 Analog and VLSI Circuits



structure that is commonly used for wideband applications. Their respective noise figures can be
approximated with the following equations:

Common source nonterminated (Figure 4:9a): NF ¼ 1þ 1
50 � gm (4:11)

Common source terminated (Figure 4:9b): NF ¼ 2þ 1
50 � gm (4:12)

Common gate (non)terminated (Figure 4:9c): NF ¼ 1þ 50 � gm
50 � gm

� �2
þ 1
50 � gm (4:13)

Common source transimpedance (Figure 4:9d): NF ¼ 1þ 1
50 � gm � Rþ 50

R

� �2
þ 50

R
(4:14)

Figure 4.10 compares the noise figures of the different topologies. It is clear that the transimpedance
structure and the not terminated common source circuit are far superior compared to the other
structures as far as noise is concerned. For those circuits, the NF can be approximated as

NF� 1 � 1
50 � gm ¼ (Vgs � VT)

2 � 50 � I (4:15)

indicating that a low noise figure requires a large transconductance in the first stage. To generate this
transconductance with high power efficiency, we need to bias the transistor in the region with a large
transconductance efficiency, i.e., low Vgs�VT. This, however, will result in a large gate-source capaci-
tance limiting the bandwidth of the circuit. Together with the 50 V source resistance, the achievable
bandwidth is limited by

f3 dB ¼ 1
2p50Cgs

(4:16)
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When using the well-known approximative expression for the cutoff frequency of a transistor fT

fT ¼ gm
2pCgs

one can conclude that

NF� 1 ¼ f3 dB

fT
(4:17)

This means that a low noise figure can only be achieved by making a large ratio between the frequency
performance of a transistor, represented by fT and the theoretical bandwidth f3 dB of the circuit. Note that
the f3 dB used here is not the same as the one used in Section 4.3. Since fT is proportional with Vgs�VT, a
low noise figure requires a large Vgs�VT and associated with it a large power drain. Only by going to
deep submicron technologies will fT become large enough to achieve low noise figures for gigahertz
operation with low power consumption. In practice, the noise figure is further optimized by using noise
and source impedance matching. These matching techniques often rely on inductors to cancel out
parasitics by creating resonant structures. This boosts the maximum operation frequency to higher
frequencies. More information concerning the design and optimization of common source LNAs can be
found in Refs. [15,31].
At high antenna input powers, the signal quality mainly degrades due to in-band distortion compon-

ents that are generated by third-order intermodulation in the active elements. Long channel transistors
are generally described by a quadratic model. Consequently, a one transistor device ideally only suffers
from second-order distortion and produces no third-order intermodulation products. As a result, high
IIP3 values should easily be achieved. When transistor lengths shrink, however, third-order intermodu-
lation becomes more important.
To start the analysis of the main mechanisms behind third-order intermodulation, one needs an

approximate transistor model. A drain current equation that is strongly related to the SPICE level 2 and
level 3 model is

Ids ¼ m0Cox

2n
�W
L
� Vgs � VT

� �2
1þQ � Vgs � VT

� � (4:18)

with

Q ¼ uþ m0

Leff � vmax � n (4:19)

where
u stands for the mobility degradation due to transversal electrical fields (surface scattering at the

oxide–silicon interface)
m0=(Leff � vmax � n) models the degradation due to longitudinal fields (electrons reaching the thermal
saturation speed)

As the u-term is small in todays technologies, it can often be neglected relative to the longitudinal term.
It can be seen from Equation 4.18 that for large values of Vgs�VT, the current becomes a linear function
of Vgs�VT. The transistor is then conducting in the velocity saturation region. For smaller values
of Vgs�VT, the effect ofQ consists apparently in linearizing the quadratic relationship, but in reality, the
effect results in an intermodulation behavior that is worse than in the case of quadratic transistors. The
second-order modulation will be lower, but it comes at the cost of a higher third-order intermodulation.
The following equations can be found by calculating the Taylor expansions of the drain current around a
certain Vgs�VT value [32]:
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IIP2 ffi 10þ 20 log10 Vgs � VT
� � � (1þ r) � (2þ r)
� �

(4:20)

IIP3 ffi 11:25þ 10 log10 Vgs � VT
� � � Vsv � (1þ r)2 � (2þ r)
� �

(4:21)

where

Vsv ¼ 1
Q

(4:22)

represents the transit voltage between strong inversion and velocity saturation and

r ¼ Vgs � VT

Vsv
� Q � Vgs � VT

� �
(4:23)

denotes the relative amount of velocity saturation. The transit voltage Vsv depends only on technology
parameters. For deep submicron processes, this voltage becomes even smaller than 300 mV, which is very
close to theVgs�VT at the boundary of strong inversion. The expressions for IIP2 and IIP3 are normalized
to 0 V dBm, the voltage that corresponds to a power of 0 dB in a 50 V resistor. For a given Leff, the IIP3-
value of a transistor is only a function of the gate overdrive voltage. Figure 4.11 plot the IIP2 and IIP3 in
function of the gate overdrive voltage for different values of Q. It can be seen that for a certain value of
Vgs�VT, the IIP2 increases for increasing Q (decreasing gate lengths) which proves former statements.
The picture becomes a bit more complicated when looking at the IIP3 plot. For practical values of Q, one
can distinguish two regions in the Vgs�VT domain. For high gate overdrive voltages, deep submicron
transistors clearly exhibit better linearity because the saturation voltage becomes lower and the transistor
will reach velocity saturation earlier. Short channel transistors therefore offer a maximum amount of
linearity at a given power supply and require minimum Vgs�VT for a given IIP3. On the other hand, for
low overdrive voltages, short channel transistors perform worse. Thus, to ensure a certain amount of
linearity, one has to bias the transistors at a high enough overdrive voltage or apply some linearizing
feedback technique (e.g., source degeneration). It can be shown that for the same equivalent gm and the
same distortion level, the required dc current is lower when local feedback is provided at the source. It
comes, however, at the cost of a larger transistor and this can compromise the amplifier bandwidth.

4.4.2 Down Converter

The most often used topology for a multiplier is the multiplier with cross-coupled variable transconduc-
tance differential stages. The use of this topology or related topologies (e.g., based on the square law) in
CMOS is limited for high-frequency applications. Two techniques are used in CMOS: the use of the MOS
transistor as a switch and the use of the MOS transistor in the linear region.
The technique often used in CMOS downconversion for its ease of implementation is subsampling on

a switched-capacitor amplifier [33,34]. Here, the MOS transistor is used as a switch with a high input
bandwidth. The wanted signal is commutated via these switches. Subsampling is used in order to be able
to implement these structures with a low frequency op-amp. The switches and the switched capacitor
circuit run at a much lower frequency (comparable to an IF frequency or even lower). The clock jitter
must, however, be low so that the high frequency signals can be sampled with a high enough accuracy.
The disadvantage of subsampling is that all signals and noise on multiples of the sampling frequency are
folded upon the wanted signal. The use of a high-quality HF filter in combination with the switched
capacitor subsampling topology is therefore absolutely necessary.
In Ref. [3], a fully integrated quadrature down-converter is presented. The circuit requires no external

components, nor does it require tuning or trimming. It uses a double-quadrature structure, which
renders a very high performance in quadrature accuracy. The down-converter topology is based on the
use of MOS transistors in the linear region. By creating a virtual ground, a low frequency op-amp can be
used for down conversion. The MOS transistor in the linear region results in a very high linearity for both
the RF and the LO signal.
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4.5 Synthesizer

One fundamental building block in every RF transceiver is the frequency synthesizer. The frequency
synthesizer is responsible for generating the LO signal. The signal generated by the frequency synthesizer
needs to be clean since low oscillator noise is crucial for the quality and reliability of the information
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FIGURE 4.11 Linearity as a function of the gate overdrive voltage.
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transfer. The signal should also be programmable and fast switching to be able to address all frequency
channel within the specified time frame.

4.5.1 Topology

Synthesizers can usually be divided into three categories: table look-up synthesizer, the direct synthesizer,
and the indirect or PLL synthesizer. In a table look-up synthesizer, the required sinusoidal frequency is
created piece by piece using digital representations stored inmemory of the amplitude at different time points
of the sinusoidal waveform. The required building blocks are an accumulator that keeps track of the time, a
memory containing a sine, a digital-to-analog converter (DAC), and a low-pass-filter to perform interpol-
ation of the waveform to remove high frequency spurs. This type of synthesis is limited in frequency due to
the access time of the memory and due to the maximum operation frequency of the high accuracy DAC.
Moreover, high frequency spurs, generated due to the sampling behavior of the system, tend to corrupt the
spectral purity of the signal. The direct frequency synthesizer employsmultiplication, division, andmixing to
generate the wanted frequency from a single reference. By repeatedly mixing and dividing, any accuracy is
possible. The output spectrum is as clean as the reference frequency spectrum. Very fast frequency hopping is
possible. The main disadvantages of this type of system is the difficult layout of the system, the high
power consumption due to the numerous components, and the spectral purity can be corrupted by cross-
coupling between stages. For generating high frequencies, the indirect or PLL type of frequency synthesizer
often is the best choice. In a PLL, the synthesized frequency is generated by locking a locally generated
frequency to an external frequency. The external frequency originates from a low frequency high quality
crystal oscillator. To generate to local signal in the PLL, a VCO is used. A simple PLL topology is shown in
Figure 4.12. A PLL includes following the building blocks: a VCO, a phase=frequency detector (PD=PFD),
a loop filter, and a frequency divider or prescaler. The last building block is needed to derive a low frequency
signal from the LO. This allows the signal to be locked to the external frequency through means of the PD.
The PD is a circuit that compares the external frequency phase with the locally generated frequency
phase and outputs an error voltage proportional to the phase difference. After filtering, this error signal is
fed back to the VCO. This constitutes a control system. Under lock conditions, the external frequency and
the locally generated frequency have a constant phase relationship.

Fout ¼ N � Fref (4:24)

The two signals are locked to each other, hence the name PLL. Even when a low-quality LO signal
is generated, a high-quality signal can be synthesized. Due to the phase relationship between the input
and the output frequency, the output signal will have the same spectral purity as the input high-
quality signal. This is due to the fact that the loop remains locked to the input phase and therefore
follows the phase deviations of that signal thus taking over its phase noise. This, however, is only true
as long as the loop dynamics can follow the input signal. The loop dynamics are mainly determined
by the bandwidth of the loop. For offset frequencies below the loop bandwidth, the phase noise

is determined by the phase noise of the
reference signal, for frequency offsets
above the loop bandwidth, the output
phase noise will be determined by the
phase noise of the locally generated signal.
When a programmable frequency div-

ider is used in the loop, one can see that a
set of frequencies can be synthesized. Sup-
pose that the frequency by which the out-
put signal is divided can be varied between
N1 and N2, the output becomes

PD
Loop
filter

Frequency
divider/N

Fref

Fdiv

Fout

VCO

FIGURE 4.12 PLL-based frequency synthesizer.
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Fout ¼ N1 � Fref , (N1 þ 1) � Fref , . . . ,N2 � Fref (4:25)

The PLL synthesizer is inherently slower than the other two types of synthesizers. The switching speed
between two frequencies in Equation 4.25 is mainly determined by the loop bandwidth. Fast switching is
only possible if a high loop bandwidth is implemented. Note that the loop bandwidthwill also determine the
phase noise performance. One, however, cannot indefinitely enlarge the loop bandwidth for stability
reasons. A rule of thumb is that the loop bandwidth may not exceed 10% of the reference frequency to
maintain stability. The loop bandwidthwill also be limited by phase noise constraints. Spurious suppression
and in-band phase noise levels will ultimately determine the loop bandwidth.When a low bandwidth has to
be implemented, large capacitors will be needed. The total capacitance value is mainly determined by the
need for implementing a stabilizing low frequency zero in the loop filter. This makes integration difficult as
it will blow up silicon area and therefore increases the cost. One must therefore find ways to implement
small bandwidth without having to use large capacitors. One obvious way of doing this is creating a low
frequency pole through the use of a large resistance. This, however, will increase the phase noise. Other
techniques, however, exist. In Ref. [35], a dual path loop filter is used. The filter consists of one active path
and one passive path. Combining bothwill create a low frequency zerowithout the need for an extra resistor
and capacitor. In Ref. [36], another technique is used to create the low frequency zero. It is created in the
digital domain. The signal in the loop filter is combined with a sampled delayed version of itself. If the
required switching speed is not achievedwith a PLL configuration, one canmake a combination of the direct
synthesizer with the indirect synthesizer. In this topology, a number of PLLs are implemented and the
outputs of all are combinedwithmixers. In thisway, it is possible to synthesize awide frequency rangewith a
fast switching speed. This technique has recently been adopted for use in ultrawide band systems [37]. The
major drawback of this technique, however, is that single sideband mixers have to be used. This requires
accurate quadrature phases in all PLLs, low harmonic distortion, and well-matched mixers.

4.5.2 Oscillator

As it was mentioned above, the VCO is the main source of the phase noise outside the loop bandwidth.
Therefore, its design is one of the critical parts of a PLL design. For the design of sub-gigahertz VCO, two
oscillator types are often used: ringoscillators and oscillators based on a resonant tank composed of an
inductor and a capacitor. The last type is referred to as an LC-tank VCO. The inductor in an LC-tank
VCO can be implemented in two ways: an active implementation and a passive implementation. It can be
shown [38,39] that the phase noise is inversely proportional to the power consumption. In LC-tank
VCOs, the power consumption is proportional to the quality factor of the tank. Equations 4.26 through
4.28 show this relationship.

Ring Osc: [39] : L{Dv} � kTR � v

Dv

� 	2
with gm ¼ 1

R
(4:26)

Active LC [38] : L{Dv} � kT
2vC

� v

Dv

� 	2
with gm ¼ 2vC (4:27)

Passive LC [38] : L{Dv} � kTR � v

Dv

� 	2
with gm ¼ R(vC)2 (4:28)

It is clear that for high frequency, a low power solution is only viable with an LC-tank VCO with a passive
inductor. The use of a passive inductor, however, comes at a severe area penalty. Moreover, as it was
discussed in Section 4.3, high-quality integrated inductors are difficult to make. For extremely low phase
noise VCOs, bond wire inductors have been investigated [38]. The main drawback of using bondwires as
inductors lies in reliability and yield. It is very difficult to make two bondwires exactly the same and
reproduce this several times.

4-18 Analog and VLSI Circuits



4.5.3 Prescaler

Several structures can be used as programmable divider. Programmable counters are the easiest solutions
and are available in standard cell libraries. They are, however, limited in operation frequency. When high
frequencies need to be synthesized, one can use a so-called prescaler. A prescaler divides by a fixed ratio
and can therefore operate at high frequencies because they do not have to allow for delays involved with
counting and presetting. A few high speed prescaller stages lower the speed used in the following counter
stages. The disadvantage is that for a certain frequency resolution, the reference frequency has to be
lowered. This slows the loop down as a lower bandwidth has to be implemented to maintain stability in
the loop. A solution to this resolution problem is the use of dual- or multi-modulus prescalers. This
circuit extends the prescaler with some extra logic to allow the prescaler to divide by N and Nþ 1 in case
of a dual-modulus prescaler and by N to Nþ x in case of a multi-modulus prescaler. The speed decrease
of this extra circuitry can usually be kept limited. Figure 4.13 shows two possible implementations of a
dual-modulus prescaler. Implementation given by Figure 4.13a is a straightforward implementation
based on d-flipflops. The critical path consists of a NAND gate and a d-flipflop. Implementation given
by Figure 4.13b is a more complex implementation. It is based on the 908 phase relationship between the
outputs of a master=slave toggle flipflop. It contains no additional logic in the high frequency path. The
dual-modulus prescaler is as fast as an asynchronous fixed divider.

4.5.4 Fractional-N Synthesis

As it can be concluded from Equation 4.25, the minimal frequency resolution that can be achieved when
using the topologies described previously is equal to Fref. In GSM, e.g., the channels are 200 kHz spaced
apart, this means that we need a frequency resolution of 200 kHz and therefore a low reference frequency.
This results in high division ratios. The in-band phase noise of a PLL, however, is proportional to the
division ratio, large ratios mean high in-band noise. As it is already explained, a low reference frequency
will also result in a low PLL bandwidth and therefore a slow loop. Therefore, we need a technique that
enables us to use a high reference frequency and still achieve the required frequency resolution.
Fractional-N synthesizers solve this problem. Figure 4.14 makes things clearer. A basic fractional-N
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FIGURE 4.13 Dual modulus prescaler architecture: (a) D-flipflop based and (b) phase select topology. (From
Craninckx, J. and Steyaert, M. IEEE J. Solid-State Circuits, 30(12), 1474, 1995.)
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synthesizer consists, besides the standard PLL building blocks, of an accumulator and a dual modulus
prescaler. By switching fast between the two division ratios, fractional divisions can be synthesized.
The accumulator increases its value every reference clock cycle with a certain amount K¼ n � 2k.
The dual-modulus prescaler is controlled by the accumulator overflow bit. If the accumulator overflows,
the division ratio is Nþ 1, otherwise it is N. On average, the dual-modulus prescaler divides K times by
Nþ 1 and 2k�K times by N, resulting in a synthesized frequency of

Nfrac ¼ (2k � K) � N þ K � (N þ 1)
2k

¼ N þ K
2k

¼ N þ n (4:29)

This means that also non-integer ratios can be synthesized and the above-mentioned limitations on the
reference frequency is not applicable. There are, of course, drawbacks to the technique. The major one is
the generation of spurs in the output spectrum due to pattern noise in the overflow signal. A detailed
study of fractional-N synthesis, however, is beyond the scope of this chapter and the reader is referred to
the open literature for further information. A thorough study of fractional-N synthesizers and their
simulation can be found in Ref. [41].

4.6 Transmitter

Most RF communication systems are based on bidirectional data traffic. This means that apart from the
receiver section, also a transmitter section must be implemented to complete a full transceiver. As
explained in Section 4.2, a transmitter commonly includes a number of mixers, LO, and a PA. The LO
is covered in a previous section; this section will therefore only describe the mixer and the PA used in
up-conversion or transmitter systems.

4.6.1 Up versus Down Conversion

Although a huge amount of literature exists concerning the down-conversion process, up conversion has
long time been neglected. This is rather surprising. When looking in Figure 4.5, one immediately notices
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FIGURE 4.14 Fractional-N principle.
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the parallelism between the receiver and the transmitter. The same functionality occurs. Both paths
contain an amplifier (LNA, PA), both contain an interface to the digital domain (A=D, D=A), both
contain a mixer and both are steered by the same LO system. The nature of the signals in both paths
(input and output) has a huge influence on the circuit implementation. This seems logical for the
LNA=PA analogy or the A=D and D=A-converter. Both have completely different topologies. Although
themixers in the up-conversion path and the down-conversion path face the same signals, there is typically
not a great difference between the up- and down-conversion mixer topology. Most implementations are
variations on the four-quadrant mixer topology, better known as the Gilbert-cell [42]. There are, however,
fundamental differences between up conversion and down conversion. The first fundamental difference is
located in the input signals of the mixer. In case of a down-conversion mixer, the input usually is a high-
frequency, low-power signal surrounded by large blocking signals. In case of an up conversion, the input
signal is a locally generated large baseband signal with a clean spectrum. At the output side, the situation is
the opposite. A down-converted signal is a low frequency signal. It is, therefore, relatively easy to filter or
apply feedback to cope with unwanted signals. At the transmitter side, however, a large and linear signal has
to be processed within the technology dependend limited frequency range. Every extra building block
placed between the mixer and the PA has to deal with high-frequency signals. Filtering is, therefore,
impossible behind the up-conversion mixer as it will require large amount of power. Therefore LO leakage
and other unwanted signals like intermodulation products have to be limited. A last, but not least difference
lies within one of the design specifications of a mixer, the conversion gain Gc. It is defined as the ratio
between the input power of themixer and the output power. At the receiver side, themixer input power is a
design constraint as it is determined by the application. At the transmitter side, both input and output
power are design variables. They can both be chosen freely. As it is easier and more power friendly to
amplify a low-frequency signal, a large baseband signal is preferred.

4.6.2 CMOS Mixer Topologies

4.6.2.1 Switching Modulators

Many mixer implementations are based on the traditional variable transconductance multiplier with
cross-coupled differential modulator stages [42]. It is depicted in Figure 4.15. The circuit was originally
implemented in a bipolar technology and therefore based on its inherent translinear behavior. The
MOS counterpart, however, can only be effectively used in switching mode. This induces the use of
large LO driving signals and result in large LO feedthrough and power consumption. Moreover,
when using a square-wave type modulation signal, a lot of energy is located at the third harmonic.
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FIGURE 4.15 Bipolar and CMOS version of the Gilbert cell mixer.
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This unwanted signal can only be filtered out by an extra blocking filter at the output. In CMOS the
variable transconductance is typically implemented using a differential pair biased in the saturation
region. To avoid distortion problems, large Vgs�VT values or a large source degeneration resistor is
needed. This results in a large power consumption and noise problems. For upconversion, one also
has to be aware that the high frequency current has to run through the modulating transistors.
The source degeneration is therefore limited by bandwidth constraints. These problems can be
circumvented by replacing the bottom differential pair with a pseudo-differential topology biased in
the linear region [43].

4.6.2.2 Linear MOS Mixers

Figure 4.16 presents a linear CMOS mixer topology together with an output driver [44,45]. The circuit
implements a real single-ended output topology avoiding the use of external combining. Some basic
design ideas and some guidelines to optimize the circuit will be presented. The circuit is based on an
intrinsically linear mixer topology. The circuit feature four mixer transistors biased in the linear region.
Each mixer converts a quadrature LO voltage and a baseband signal to a linearly modulated current. The
expression for the source-drain current for an MOS transistor in the linear region is given by

IDS ¼ b VGS � VTð ÞVDS � V2
DS

2

� �
(4:30)

This equation can be rewritten in terms of a DC and an AC term:

IDS ¼ b VDS þ vdsð Þ � VGS � VT � VD � VS

2
þ vg � vd þ vs

2

� �

¼ bVDS VGS � VT � VD � VS

2

� �
|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}

DC component

þ bvds VGS � VT � VD � VS

2

� �
þ bVDS vg � vd þ vs

2

� 	
þ bvds vg � vd þ vs

2

� 	
|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}

AC component

(4:31)

Two signal have to be applied to a mixer transistor, the low frequency baseband signal, and the high
frequency LO signal. Applying these signals may only result in the wanted high-frequency currents.
Based on Equation 4.31, some conclusions can be drawn.
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FIGURE 4.16 Schematic of a linear up-conversion mixer with output driver.
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If the LO signal is applied to the drain=source of the mixer transistor, a product term

bvds � VGS � VT � VD � VS

2

� �

is formed. As this contains the product of a DC voltage with the oscillator signal, this component is located
at LO frequency. It is preferable to avoid this frequency component to be formed. Therefore, the LO signal
should not be applied to this node. Applying the LO signal to the gate of the mixer transistors results in the
wanted behavior. According to Equation 4.31, only the high-frequency components are formed by

bvg � VDS þ vdsð Þ

By applying a zero-DC voltage between source and drain, only the high frequency mixer product is
generated. The voltage to current conversion is perfectly balanced. The current of the four mixer paths is
immediately added at the output of the mixers at a common node. This requires a virtual ground at that
point that is achieved due to the low impedance input of the buffer stage (Figure 4.16). The total current
flowing into the output buffer is given by

IMIX ¼ b v2bbI þ v2bbQ þ 2 � vLOIvbbI þ 2 � vLOQvbbQ
� 	

(4:32)

Equation 4.32 shows two frequency components in the modulated waveform. bvLOvbb is the wanted
signal. To prevent intermodulation products of the low frequency baseband signal bv2bbI with the
wanted RF signal, the LF signal has to be suppressed at the current summing node. This is achieved by
a low frequency feedback loop in the output buffer.
The low frequency feedback loop consists of OTA1 and transistors M1 and M3. It suppresses the low

frequency signals resulting in a higher dynamic range of the output stage and decreases unwanted inter-
modulation products. It also lowers the input impedance of the output stage at low frequencies. The structure
in fact separates the high- and low-frequency components of the input current and prevents the low
frequency component to bemirrored to the output stage. The RF current buffer also ensures a low impedance
at high frequencies at the mixer current summing node and therefore provides the necessary virtual ground.

4.6.2.3 Nonlinearity and LO Feedthrough Analysis

The difficulty to integrate IF filters is one of the reasons to implement direct conversion transmitters.
This implies the the LO is at the same frequency as the RF signal and cannot be filtered out. To minimize
the spurious signal components at the LO frequency, one has to isolate the origins of the unwanted
frequency components. They can be categorized in three topics: capacitive feedthrough due to gate-
source and gate-drain, parasitic overlap capacitances, and intrinsic nonlinearity of the mixers, mixer
products due to a nonideal virtual ground.
When an ideal virtual ground is provided at the output of the mixer, capacitive LO feedthrough is

canceled. This cancellation is never perfect, however, due to technology mismatch. The capacitive LO
feedthrough for a single mixer transistor, biased in the linear region, is therefore given by

ILO ¼ 2pf � vLO �WL � Cox

2
þ Cov

L

� �
(4:33)

where
cox is the oxide capacitance
Cov is the gate-drain=source overlap capacitance
vLO is the amplitude of the LO signal
f is its frequency
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Based on Equations 4.32 and 4.33, the ratio between the LO feedthrough current and the modulated
current is given by

isignal
D(iLO)

¼ 2mCox
W
L vbbvLO

d(iLO) � 2pf � vLO �WL � Cox
2 þ Cov

L

� �
¼ mCoxvbb

d(iLO) � pf � L2 � Cox
2 þ Cov

L

� � (4:34)

where d(iLO) accounts for the relative difference in LO feedthrough for the differentmixer transistors due to
mismatch. Equation 4.34 shows that the ratio between the modulated current and the LO feedthrough
current is independent from the LO amplitude and from the transistor width. Feedthrough will be less if
shorter transistor lengths are used. The relativematching between the differentmixer transistor will become
worse, however, when shorter lengths are used [46]. Onemust therefore use Equation 4.34 with care. The d
will increase for smaller transistor length. With proper design and optimization, one should, however, be
able to achieve a 30 dBC signal to LO feedthrough ratio even if two LO feedthrough currents are added
instead of being canceled by the virtual ground (d(iLO¼ 1)).Whenmore realistic numbers of mismatch are
considered (e.g., 10%), 50 dBC is easily achieved. The presented equations can, therefore, be used by the
experienced designer to estimate the matching requirements and check if these requirements are realistic.
Another problem one faces is a possible DC-offset between the source and drain terminal of the mixer

transistor. Equation 4.31 explains the problem. Ideally, no DC is present. The mixer then shows the
required behavior. When a DC is present, however, one can see that components are generated at DC, the
LO frequency due to multiplication with vg and a component at baseband. While the low frequency
components can be filtered out by the low frequency feedback in the output buffer, the component at the
LO frequency remains. This component will, therefore, set the requirements for the tolerated DC-offset.
A possible solution for this problem is measuring the DC-offset between source and drain. The offset is
then controllable. The offset requirement is translated into an offset specification on the op-amps used in
the feedback loops in the output buffer.
If the common mixer node is not a ideal virtual ground, the modulated current will be converted to a

voltage dependent on the impedance seen on that node. The spectrum of the modulated signal will
therefore be a combination of the modulated current spectrum and the frequency dependence of the
impedance. When an impedance Zc is considered at the common mixer node, the modulated current is
given as the result of a second-order equation

bZ2
c

� � � I2 � 1þ 2bZc � VGS � VTð Þð Þ � I þ 2bv1vg þ bv21 ¼ 0 (4:35)

It can be noticed that when Zc¼ 0, Equation 4.35 is reduced to Equation 4.32. As Equation 4.35 is a second-
order equation, it is a possible origin of distortion and therefore has to be taken into account. One side note
should be made to the previous. Only currents that are not canceled out by the differential character of the
mixer are converted in a voltage. This advantage of a balanced structure, however, is not valid for a nonideal
voltage source at the input of the mixer transistors. If a nonideal voltage source is used at this node, each
frequency component of the modulated current will be converted in a voltage according to the specific
frequency-dependent impedance. These voltages are then similar to the baseband signal up-converted to
the LO frequency. It is therefore essential to keep this node as low-impedance as possible.
Equation 4.32 is only valid if a very low impedance is seen at the source and drain terminals of the

mixer transistors. If this condition is fulfilled, no unwanted high-frequency mixing components are
present in the modulated signal. However, both in measurements and in simulations, a significant
unwanted signal is noticed at fLO	 3fbb. One expects this component to originate from a vLOvbb

3 product
term. However, Equation 4.35 only shows a second-order relationship. The observed product term must
therefore find its origin in another effect. It is proved to be a result of short channel effects in an
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MOS transistor. Both the effective mobility and the threshold voltage are affected by the gate-source and
drain-source voltage. The calculated impact of the threshold voltage modulation cannot explain the
observed effect; it is therefore assumed that it is a result of the mobility modulation. After some
calculations, one can prove that the effective mobility is

meff ¼
m0

1þ u � VGS � VTð Þdcþ u � vLO � vbb
2

� �þ m0
Vmax� L þ u

2 � jvbbj
(4:36)

Substituting vbb with Asin(vbbt) and making a Fourier series expansion of jvbbj results in

meff ¼
m0

B 1þ u
B vLO � uA

2B sin (vbbt)þ C cos (2vbbt)þ D cos (4vbbt)þ � � �� � (4:37)

with

Asin(vbbt) ¼ the baseband signal

B � 1þ VGS � VTð Þ

C ¼ A
B
� 4
3p

� m0

Vmax � Lþ u

2

� �

D ¼ A
B
� 4
5 � 3p � m0

Vmax � Lþ u

2

� �

Equation 4.37 shows that a second-order baseband frequency component cos(2vbbt) appears. In the DC
reduction factor B, the third term is an order of magnitude smaller than 1. Hence it appears that the
magnitude C of the second-order component has a first order relationship to the baseband signal
amplitude A. In the voltage to current relationship, meff is multiplied with vLOvbb. As a result a mixing
component at fLO	 3fbb occurs. In the amplitude C of this distortion component, m0=(Vmax � L) is
dominant to u=2 for most submicron technologies. It is also important to notice that the distortion is
inversely proportional to the gate length. This indicates that this effect will become even more apparent
as gate lengths continue to scale down.

4.6.3 Power Amplifier

4.6.3.1 CMOS Power Amplification

The integration of PAs in a CMOS technology is impeded by the low supply voltage of the current deep-
submicron and nanometer technologies. Apart from this, the relative high parasitic capacitances of the
MOS transistor, at least compared to GaAs or SiGe transistors, and the relative low quality factor of on-
chip inductors, further hinders the integration. On the other hand, the digital MOS transistor is
optimized for switching and as such a lot of switching amplifiers have been integrated in CMOS with
great success recently [47–53]. Furthermore, CMOS RF amplifiers are capable to break the 1 W barrier
of output power performance [54]. In this section, the topic of switching RF amplifier is discussed first.
In the second part, some linearization techniques will be discussed.

4.6.3.2 Switching Class E Amplifier

The Class E amplifier was invented in 1975 [55], but the first implementation of this amplifier in CMOS
was reported in 1997 [47]. In contrast to the Class A, B, C, and F amplifiers, the Class E is designed in the
time-domain. In theory, the Class E amplifier is capable to achieve an efficiency of 100%. In order to
achieve this, the transistor and output network are designed in such a way that the drain through the
transistor is separated in time from the voltage across the transistor. This avoids power dissipation in
the transistor, a necessary requirement to achieve a high efficiency. If all other elements are assumed to be
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lossless, the amplifier is then indeed capable to achieve an efficiency of 100%. Figure 4.17 depicts the basic
circuit of a CMOS Class E amplifier. The nMOS transistor should act as a switch and therefore it is driven
by a square wave between zero and the maximum permissible gate voltage, which is normally equal to
VDD, the supply voltage of the technology. As such the nMOS transistor can be modeled by an ideal
switch with a series resistance Ron. Inductor L1 can be seen as the DC feed inductance, and in the original
Class E theory, this inductor is assumed to be very large, and can be replaced by an ideal current source.
Finally, inductor Lx and capacitor C1 are the two crucial elements that create the Class E waveform at the
drain of the nMOS transistor.
In a fully integrated CMOS implementation, the DC feed inductor L1 cannot be made very large. First,

this would require a huge silicon area, but more important, the relative high power loss of CMOS
integrated inductors does not allow for such a large value. As such, the value of L1 has to be reduced, and
the current through the latter will not be a constant. The amplifier can still be designed to meet the Class
E conditions, even with a small value of L1. In fact, reducing the value of L1 will result in a larger value for
C1 and a smaller value for Lx.

The capacitor C1 and inductor Lx are constrained by the two Class E requirements, given below.

Class E ,
vDS(t ¼ t1) ¼ 0
dvDS(t)

dt

����
t¼t1

¼ 0

8<
:

In Figure 4.18, the drain voltage and current for Class E operation are shown. Solving the two Class E
equations will give a value for C1 and Lx. Finally, the value of the load resistance is constrained by the
required output power. To achieve sufficient output power in a low voltage CMOS technology, an
impedance matching network is required between the 50 V load or antenna impedance and the Class
E amplifier. The on resistance of the nMOS transistor can be written as

ron ¼ L
mnCoxW VGS � VTð Þ (4:38)

The lower the on resistance, the higher the efficiency of the amplifier, and thus it is beneficial to increase
the width of the nMOS transistor. However, that large transistor cannot be directly connected to the up-
conversion mixer, and several amplifying stages are needed between them. If the nMOS transistor has a
large gate width, more power will be consumed by the driver stages and thus the overall efficiency of the
amplifier, defined as

hoa ¼
Pout

PDC,PA þ PDC,DRV
(4:39)

VDD

vin
vDS

vout

RL

iDC LDC

Lx L0

C1

C0

FIGURE 4.17 Basic Class E PA.
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will have a maximum value for a specific transistor width. The overall efficiency is not always a good
figure to compare PAs, since that figure can never reach 100%, even if each of the stages has a conversion
efficiency of 100%. After all, the power consumed by the driver stages will never flow to the output load,
but is only needed to switch on and of the next stage in line.

The power added efficiency (PAE) defined as

PAE ¼ Pout � Pin
PDC

(4:40)

is a useful definition for stand-alone PAs that have an input matched to 50 V. However, one should be
aware whether the DC power consumption of the driver stages is included in PDC.

Another important aspect of switching amplifiers is the reliability. A drawback of the Class E amplifier,
at least compared to the Classes B and F, is that the drain voltage goes up to several times the supply
voltage of the amplifier. This might cause reliability problems. On the other hand, the switching nature of
the amplifier alleviates this. After all, due to the switching, voltage and current are separated in time. In
other words, the high voltage peaks are not accompanied by a drain current, and when the drain current
is high, the voltage across the switch is low. This is a big advantage compared to other types of amplifiers.

Figure 4.17 depicts another benefit of the Class E amplifier. For Class E operation, a shunt capacitance
C1 is required at the drain. However, in CMOS, there is already a large parasitic drain capacitance, and
this capacitance can now become part of the amplifier. In Classes B and F amplifiers, that parasitic
capacitance will create a low impedance for the harmonics that are crucial for the high efficiency of
Classes B and F. Therefore, CMOS seems to be the natural habitat of the Class E amplifier.

4.6.3.3 Linearization of CMOS RF PAs

Switching amplifiers only have phase linearity, and therefore are only useful for constant envelope
systems like Bluetooth and GSM. However, modern RF communication systems like UMTS, CDMA-
2000, and WLAN allow amplitude modulation to increase the datarate of a wireless link. The only way to
recover or restore the amplitude linearity of a switching amplifier is by modulating the supply voltage
or by combining two nonlinear amplifiers. Systems that modulate the supply voltage of a switching
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FIGURE 4.18 Voltage (solid line) and current (dashed line) of the Class E PA.
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amplifier are denoted as ‘‘envelope elimination and restoration,’’ ‘‘polar modulation,’’ or ‘‘supply
modulation.’’ They originate from the Kahn technique (see Figure 4.19) that was already employed in
vacuum tube amplifiers. In CMOS, one can make use of the availability of digital signal processing to
directly create the amplitude and phase signal, and as such, the limiter and envelope detector of Figure
4.19 can be avoided. Furthermore, AM-AM and AM-PM predistortion is relative easy to implement. The
general picture of polar modulation is shown in Figure 4.20. An another advantage of polar-modulated
amplifiers is that the entire phase path carries a constant envelope signal and thus one can use nonlinear
or saturated blocks in the upconversion path. Furthermore, amplitude and phase feedback are relatively
easy to implement. Another group of techniques combine the output of two constant envelope amplifiers
that have a different in phase. The two amplifiers are combined through a transformer, a power combiner,
or through transmission lines, and the output is, in general, the sum of the two amplifiers. These systems
are called ‘‘outphasing’’ or ‘‘LINC,’’ depending on the used combiner. Depending on their phase
difference, the resulting output envelope can be higher or lower, and thus has amplitude modulation, as
shown in Figure 4.21. The major drawback of these techniques is the difficulty to implement the power
combiner in CMOS. Also, feedback is not as easy to implement in these systems. On the other hand, these
systems allow to efficiently amplify signals that have a very high modulation bandwidth.

Apart from the two groups discussed in this section, several other techniques exist to amplify an
amplitude-modulated signal. There is no ‘‘ideal’’ solution for CMOS integration. An alternative solution
or approach is to use a linear amplifier with an efficiency improvement technique, such as the Doherty
amplifier or the bias adoption technique. However, the linearization of nonlinear amplifiers has the
advantage that switching or nonlinear amplifiers can be used, which are easier to implement in CMOS.
Furthermore, the RF driver stages and all the blocks preceding the RF amplifier can be nonlinear as well.
Needless to say, this is a huge advantage in low voltage technologies.
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FIGURE 4.19 Kahn technique linearized PA.
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5.1 Introduction

5.1.1 What Is and Why Phase-Locked?

Phase-locked loop (PLL) is a circuit architecture that causes a particular system to track with another one.
More precisely, PLL synchronizes a signal (usually a local oscillator output) with a reference or an input
signal in frequency as well as in phase.
Phase locking is a useful technique that can provide effective synchronization solutions in many data

transmission systems such as optical communications, telecommunications, disk drive systems, and local
networks, inwhich data are transmitted in baseband or passband. In general, only data signals are transmitted
in most of these applications, namely, clock signals are not transmitted in order to save hardware cost.
Therefore, the receiver should have somemechanisms to extract the clock information from the received data
stream in order to recover the transmitted data. The scheme is called a timing recovery or clock recovery.
The cost of electronic interfaces in communication systems raises as the data rate gets higher. Hence,

high-speed circuits are the critical issue of the high data rate systems implementation, and the advanced
very large scale integration (VLSI) technology plays an important role in cost reduction for the high-
speed communication systems.

5.1.2 Basic Operation Concepts of PLLs

Typically, as shown in Figure 5.1, a PLL consists of three basic functional blocks: a phase detector (PD),
a loop filter (LF), and a voltage-controlled oscillator (VCO). PD detects the phase difference between the
VCO output and the input signal, and generates a signal proportional to the phase error. The PD output
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contains a direct current (DC) component and an
alternative current (AC) component, the former is
accumulated and the latter is filtered out by the LF.
The LF output that is near a DC signal is applied
to the VCO. This almost DC control voltage changes
the VCO frequency toward a direction to reduce the
phase error between the input signal and the VCO.
Depending on the type of LF used, the steady-state
phase error will be reduced to zero or to a finite
value.

PLL has an important feature, which is the ability to suppress both the noises superimposed on the
input signal and generated by the VCO. In general, the more narrow bandwidth the PLL has, the more
effectively the filtering of the superimposed noises can be achieved. Although a narrow bandwidth is
better for rejecting large amounts of the input noise, it also prolongs the settling time in the acquisition
process. Then, the error of the VCO frequency cannot be reduced rapidly. So there is a trade-off between
jitter filtering and fast acquisition.

5.1.3 Classification of PLL Types

Different PLL types have been built from different classes of building blocks. The first PLL integrated
circuit (IC) appeared around 1965 and consisted of purely analog devices. In the so-called linear PLLs
(LPLLs), an analog multiplier (four-quadrant) is used as the PD, the LF is built of a passive or an active
RC filter, and the VCO is used to generate the output signal of the PLL. In most cases, the input signal to
this LPLL is a sine wave, whereas the VCO output signal is a symmetrical square wave.
The classical digital PLL (DPLL) uses a digital PD such as an exclusive OR (XOR) gate, a JK-flipflop, or

a phase-frequency detector (PFD). The remaining blocks are still the same as LPLL. In many aspects, the
DPLL performance is similar to the LPLL.
The function blocks of the all digital PLL (ADPLL) are implemented by purely digital circuits, and the

signals within the loop are digital, too. Digital versions of the PD are the same as DPLL. The digital LF is
built of an ordinary up=down counter, N-before-M counter or K-counter [1]. The digital counterpart of
the VCO is the digital-controlled oscillator [2,3].
In analogy to filter designs, PLLs can be implemented by software such as a microcontroller,

microcomputer, or digital signal processing (DSP); this type of PLL is called software PLL (SPLL).

5.2 PLL Techniques

5.2.1 Basic Topology

APLL is a feedback system that operates andminimizes the phase difference between two signals. Referring
to the basic function block diagram of a PLL as shown in Figure 5.1, it typically consists of a PD, an LF, and
a VCO. The PDworks as a phase error detector and an amplifier. It compares the phase of the VCO output
signal uo(t) with the phase of the reference signal ui(t) and develops an output signal ud(t) that is
proportional to the phase error ue. Within a limited range, the output signal can be expressed as

ud(t) ¼ kdue (5:1)

where kd with the unit of V=rad represents the gain of the PD.
The output signal ud(t) of the PD consists of a DC component and a superimposed AC component.

The latter is undesired and removed by the LF. In general, the LF is a low-pass filter (LPF) to generate an
almost DC control voltage for the VCO to oscillate at the frequency equal to the input frequency.

PD LF

VCO

ui(t)

uo(t)

ud(t)

FIGURE 5.1 Basic block diagram of the PLL.
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How the building blocks of a basic PLL work together will be explained below. At first, assume both the
waveforms of input signal and VCO output are rectangular. Furthermore, it is assumed that the angular
frequency vi of the input signal ui(t) is equivalent to the central frequency vo of the VCO signal uo(t). Now
a small positive frequency step is applied to ui(t) at t¼ t0 (shown in Figure 5.2). ui(t) accumulates the phase
increments faster than uo(t) of VCO does. If the PD can response wider pulses increasingly, a higher DC
voltage is accordingly generated at the LF output to increase the VCO frequency. Depending on the type of
the LF that will be discussed later, the final phase error will be reduced to zero or a finite value.

It is important to note from the descriptions above that the loop locks only after the two conditions are
satisfied: (1) vi and vo are equal and (2) the phase difference between the input ui(t) and the VCO output
uo(t) settles to a steady-state value. If thephase error varieswith time so fast that the loop isunlocked, the loop
must keep on the transient process, which involves both ‘‘frequency acquisition’’ and ‘‘phase acquisition.’’
To design a practical PLL system, it is required to know the status of the responses of the loop if (1) the

input frequency is varied slowly (tracking process), (2) the input frequency is varied abruptly (lock-in
process), and (3) the input and the output frequencies are not equal initially (acquisition process). Using
LPLL as an example, these responses will be shown in Sections 5.2.3 through 5.2.5.

5.2.2 Loop Orders of the PLL

Figure 5.3 shows the linear model of a PLL. According to the control theory, the closed-loop transfer
function of PLL can be derived as

H(s) ¼D uo(s)
ui(s)

¼ kdkoF(s)
sþ kdkoF(s)

(5:2)
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FIGURE 5.2 Waveforms in a PLL.
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FIGURE 5.3 Linear model of PLL.
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where
kd with units V=rad is called the PD gain
ko is the VCO gain factor and has units rad=(s-V)

In addition to the phase transfer function, a phase-error transfer function He(s) is derived as follows:

He(s)¼D ue(s)
ui(s)

¼ s
sþ kdkoF(s)

(5:3)

The loop order of the PLL depends on the characteristics of the LF. Therefore the LF is a key component
that affects the PLL dynamic behavior. A PLL with an LF consisted of simple amplifier or attenuator is
called a first-order PLL. As shown in Figure 5.3, set F(s)¼ 1 and the closed-loop transfer function can be
derived as

H(s) ¼ k
sþ k

(5:4)

where the DC loop gain k¼ kdko. If fast tracking is required, a high DC loop gain k is necessary for the
bandwidth of the PLL being wide enough because the DC loop gain k is the only parameter available.
Such a design is not suitable for noise suppression. Therefore, fast tracking and narrow bandwidth are
incompatible in a first-order loop.

A commonly used LF is the passive lag filter. The transfer function is

F(s) ¼ 1
1þ st

(5:5)

The closed-loop transfer function can be derived as

H(s) ¼ kdko=t
s2 þ (1=t)sþ kdko=t

¼ v2
n

s2 þ 2zvnsþ v2
n

(5:6)

where
vn ¼

ffiffiffiffiffiffiffi
kdko
t

q
is the ‘‘natural frequency’’

z ¼ 1
2

ffiffiffiffiffiffiffiffi
1

tkdko

q
vn is the ‘‘damping factor’’

These two parameters are important to characterize a PLL. Now, a second-order PLL is obtained and
there are two parameters (t and k¼ kokd) available to achieve fast tracking as well as the noise
suppression. Then three loop parameters (vn, z, k) must be determined. In addition, the phase-error
transfer function He(s) can be further derived as follows:

He(s) ¼ s(sþ 1=t)
s2 þ (1=t)sþ kdko=t

(5:7)

5.2.3 Tracking Process

The linear model of a PLL shown in Figure 5.3 is suitable for analyzing the tracking performance of a PLL
that is almost in lock, that is, only with a small phase error. If the phase error changes too abruptly, the
PLL fails to lock, and a large phase error is induced even though the change happens only momentarily.
The unlock condition is a nonlinear process that cannot be analyzed via the linear model. The acquisition
process will be described in Section 5.2.5.
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At first, consider that a step phase error expressed as ui(t)¼Duu(t) is applied to the input. The Laplace
transform of the input is ui(s) ¼ Du

s that is substituted into Equation 5.7 to get

ue(s) ¼ Du

s
s(sþ 1=t)

s2 þ (1=t)sþ kdko=t
(5:8)

According to the final value theorem of the Laplace transform,

lim
t!1 ue(t) ¼ lim

s!0
sue(s) ¼ Du

kdko

In another word, the loop will eventually track on the step phase change with a steady-state phase error
proportional to the DC loop gain. If it is necessary to have a high DC loop gain in order to reduce the
steady-state phase error and a very narrow bandwidth for improving the noise suppression, the loop will
be severely underdamped and the transient response will be poor.
Whena step changeof frequencyDv is applied to the input, the input phase change is a ramp, that is,ui(t)¼

Dvt, therefore ui(s) ¼ Dv
s2 . Substituting ui(s) in Equation 5.7 and applying the final value theorem, then

uv ¼ lim
t!1 ue(t) ¼ lim

s!0
sue(s)

¼ lim
s!0

Dv

s2
s(sþ 1=t)

s2 þ (1=t)sþ (kdko=tÞ (5:9)

where uv is called the ‘‘velocity error’’ or ‘‘static phase error’’ [4]. In practice, the input frequency almost never
agrees exactly with the VCO free-running frequency, that is, usually there is a frequency difference Dv

between the two. From Equation 5.9, the velocity error will be infinite while there is a frequency difference
Dv. Another commonly used LF is the active lead-lag LF with the transfer function F(s) described as follows:

F(s) ¼ ka
1þ st2
1þ st1

(5:10)

where t1, t2, and ka are the two time constants and DC gain of an active lead-lag LF, respectively.
Substituting ui(s) in Equation 5.3 and applying the final value theorem, then

uv ¼ lim
s!0

sue(s) ¼ lim
s!0

Dv

sþ kdkoF(s)

¼ Dv

kdkoF(0)
¼ Dv

kv
(5:11)

FromEquation 5.11, if the PLL has a highDC loop gain, that is, kdkoF(0)�Dv, the steady-state phase error
corresponding to a step frequency error input approaches to zero. This is the reason that a high gain loop has
a good tracking performance. Now the advantage of a second-order loop using an active LF with high DC
gain is evident. The active lead-lag LF with a high DC gain will make the steady-state phase error approach to
zero and the noise bandwidth be narrow simultaneously, which is impossible in a first-order loop.
If the input frequency is changed linearlywith timeat a rate ofDv, that isui(t) ¼ 1

2Dv t2, ui(s) ¼ Dv
s3 .Using

an active LF with highDC gain and applying the final value theorem of Laplace transform, it is derived that

ua ¼ lim
t!1 ue(t) ¼ lim

s!0
sue(s) ¼ Dv

v2
n

(5:12)

where ua is called an ‘‘acceleration error’’ (sometimes calls ‘‘dynamic tracking error’’ or ‘‘dynamic lag’’) [4].
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In some applications, PLL needs to track an accelerating phase error without static tracking error.
When frequency ramp is applied, the static phase error will be

ue(s) ¼ lim
s!0

Dv

s sþ kdkoF(s)ð Þ (5:13)

In order to have ue zero, it is necessary to make F(s) be a form of G(s)s2 , where G(0) 6¼ 0. G(s)s2 implies that the
LF has two cascade integrators. This results in a third-order loop. In order to eliminate the static
acceleration error, a third-order loop is very useful for some special applications such as satellite and
missile systems.
Based on Equation 5.12, a large natural frequency vn is used to reduce the static tracking phase error in

a second-order loop; however, a wide natural frequency has an undesired noise filtering performance. In
the contrast, the zero tracking phase error for a frequency ramp error is concordant with a small loop
bandwidth in a third-order loop. In practice, there are three basic types of LF: passive lead-lag filter, active
lead-lag filter, and active proportional and integral (PI) filter. The characteristics of the three types of LF
and their effects on the PLL will be described in Section 5.3.3. Besides, a high-order filter is used for
critical applications because it provides better noise filtering, initial acquisition, and fast tracking.
However it is difficult to design a high-order loop due to some problems such as loop stability.

All the preceding analysis on the tracking process is under the assumption that the phase error is
relatively small and the loop is linear. If the phase error is large enough to make the loop drop out of lock,
the linear assumption is invalid. For a sinusoidal-characteristic PD, the exact phase expression of
Equation 5.11 should be

sin uv ¼ Dv

kv
(5:14)

The sine function has solutions only when Dv� kv. However, there is no solution if Dv> kv. This is the
case the loop loses lock and the output of the PD will be beat notes signal rather than a DC control
voltage. Therefore, kv can be used to define the ‘‘hold range’’ of the PLL, that is

DvH ¼ �kv ¼ kokdF(0) (5:15)

The hold range is the frequency range in which a PLL is able to maintain lock ‘‘statically.’’ Namely, if
input frequency offset exceeds the hold range statically, the steady-state phase error would drop out of
the linear range of the PD and the loop loses lock. kv is the function of ko, kd, and F(0). The DC gain F(0)
of the LF depends on the filter type. Therefore, it is important to make an LF have a high DC gain for
extending the hold range. Referring to the characteristics of the three basic types of LF described in
Section 5.3.3, the hold range DvH can be kokd, kokdka, and 1 for passive lead-lag filter, active lead-lag
filter, and active PI filter, respectively. The hold range expressed in Equation 5.15 is not correct when
some other components in PLL are saturated earlier than the PD. When the PI filter is used, the real hold
range is actually determined by the control range of the VCO.
Considering the dynamic phase error ua in a second-order loop, the exact expression for a sinusoidal

characteristic PD is

sin ua ¼ Dv

v2
n

(5:16)

which implies that the maximum change rate of the input frequency is v2
n. If the rate exceeds v

2
n, the loop

will fall out of lock.

5-6 Analog and VLSI Circuits



5.2.4 Lock-In Process

The ‘‘lock-in’’ process is defined as PLL
locks within one single beat note between
the input and the output (VCO output) fre-
quency. The maximum frequency difference
between the input and the output that PLL
can lock within one single beat note is called
the ‘‘lock-in range’’ of the PLL.
Figure 5.4 shows a case of PLL lock-in

process that a frequency offset Dv is less than the lock-in range, and the lock-in process happens.
Then PLL will lock within one single beat note between vi and vo. In Figure 5.5b, the frequency offset Dv
between input (vi) and output (vo) is larger than the lock-in range, hence the lock-in process will not
take place, at least not instantaneously.
Suppose the PLL is unlocked initially. The input frequency vi is voþDv. If the input signal vi(t) is a

sine wave and given by

vi(t) ¼ Ai sin (vot þ Dvt) (5:17)

And the VCO output signal vo(t) is usually a square wave written as a Walsh function [5]

vo(t) ¼ AoW(vot) (5:18)

vo(t) can be replaced by the Fourier series,

vo(t) ¼ Ao
4
p
cos (vot)þ 4

3p
cos (3vot)þ � � �

� �
(5:19)

So the PD output vd is

vd(t) ¼ vi(t)vo(t) ¼ AiAo
2
p
sin (Dvt)þ � � �

� �

¼ kd sin (Dvt)þ high� frequency terms (5:20)

The high frequency components can be filtered out by the LF. The output of the LF is given by

vf (t) � kdjF(Dv)j sin (Dvt) (5:21)

ωo

ωo

ωi

Δω

t

FIGURE 5.4 Lock-in process of the PLL.
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FIGURE 5.5 Pull-in process of the PLL.
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The peak frequency deviation based on Equation 5.21 is equal to kdkojF(Dv)j. If the peak deviation is
larger than the frequency error between vi and vo, the lock-in process will take place. Hence the lock-in
range is consequently given by

DvL ¼ kdkojF(DvL)j (5:22)

The lock-in range is always larger than the corner frequency 1
t1
and 1

t2
of the LF in practical cases. An

approximation of the LF gain F(DvL) is shown as follows:

For the passive lead-lag filter

F(DvL) � t2
t1 þ t2

For the active lead-lag filter

F(DvL) � ka
t2
t1

For the active PI filter

F(DvL) � t2
t1

t2 is usually much smaller than t1, the F(DvL) can be further approximated as follows:

For the passive lead-lag filter

F(DvL) � t2
t1 þ t2

For the active lead-lag filter

F(DvL) � ka
t2
t1

For the active PI filter

F(DvL) � t2
t1

Substituting above equations in Equation 5.22 and assuming a high gain loop,

DvL � 2zvn (5:23)

can be gotten for all three types of LF shown in Figure 5.12.

5.2.5 Acquisition Process

Suppose that the PLL does not lock initially, the input frequency is vi¼voþDv, where vo is the initial
frequency of VCO. If the frequency error Dv is larger than the lock-in range, the lock-in process will not
happen. Consequently the output signal ud(t) of the PD shown in Figure 5.5a is a sine wave that has the
frequency of Dv. The AC PD output signal ud(t) passes through the LF. Then the output uf(t) of the LF
modulates theVCO frequency. As shown in Figure 5.5b, whenvo increases, the frequency difference between
vi and vo becomes smaller and vice versa. Therefore, the PD output ud(t) becomes asymmetric when the
duration of positive half-periods of the PD output is larger than the negative ones. The average value ud(t) of
the PD output therefore goes positive slightly. Then the frequency of VCO will be pulled up until it reaches
the input frequency. This phenomenon is called a ‘‘pull-in process.’’
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Because the pull-in process is a nonlinear behavior, the mathematical analysis is quite complicated.
According to the results of [1], the pull-in range and the pull-in time depend on the type of LF. For an
active lead-lag filter with a high gain loop, the pull-in range is

DvP � 4
ffiffiffi
2

p

p

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
zvnkokd

p
(5:24)

and the pull-in time is

TP � p2

16
Dv2

0ka
zv3

n
(5:25)

where Dv0 is the initial frequency error. Equations 5.24 and 5.25 should be modified for different types of
PDs [1].

5.2.6 Aided Acquisition

The PLL bandwidth is always too narrow to lock a signal with large frequency error. Furthermore, the
frequency acquisition is slow and impractical. Therefore, there are aided frequency-acquisition tech-
niques to solve this problem such as the frequency locked-loop (FLL) and the bandwidth-widening
methods.
The FLL, which is very much similar to a PLL, is composed of a frequency discriminator, an LF, and

a VCO. PLL is a coherent mechanism to recover a signal buried in noise. An FLL, in contrast, is a
noncoherent scheme that cannot distinguish the phase error between input signal and VCO signal.
Therefore an FLL can only be useful to provide the signal frequency which exactly synchronizes with the
reference frequency source.
The major difference between PLL and FLL is the PD and the frequency discriminator. The frequency

discriminator is the frequency detector in the FLL. It generates a voltage proportional to the
frequency difference between the input and the VCO. The frequency difference will be driven to zero
in a negative feedback fashion. If a linear frequency detector is employed, it can be shown that the
frequency-acquisition time is proportional to the logarithm of the frequency error [6]. In the literature,
some frequency detectors-like quadricorrelator [7], balance quadricorrelator [8], rotational frequency
detector [9], and frequency delimiter [10] are disclosed.

5.2.7 PLL Noise Performance

In high-speed data recovery applications, a better performance of the VCO and the overall PLL itself is
desired. In a consequence, the random variations of the sampling clock, so-called jitter, is the critical
performance parameter.
Jitter sources of PLL in the case of using a ring VCO mainly come from the input and the VCO itself.

The ring oscillator jitter is associated with the power supply noise, the substrate noise, 1=f noise, and the
thermal noise. The former two noise sources can be reduced by fully differential circuit structure. 1=f
noise, on the other hand, can be rejected by the tracking capability of the PLL. Therefore, the thermal
noise is the worst noise source. From the analysis of [18], the one stage RMS timing jitter error of the ring
oscillator normalized to the time delay per stage can be shown as

Dtrms

td
�

ffiffiffiffiffiffiffiffiffi
2KT
CL

r ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2

3
av

r !
1
Vpp

(5:26)
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where
CL is the load capacitanceffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ 2

3 av
q

is called the noise contribution factor z
av is the small-signal gain of the delay cell
Vpp is the VCO output swing

From Equation 5.26, for a fixed output bandwidth, higher gain contributes larger noise.
Because the ring oscillator is a feedback architecture, the noise contribution of a single delay cell may

be amplified and filtered by the following stage. To consider two successive stages, Equation 5.26 can be
rearranged as [18]

Dtrms

td
�

ffiffiffiffiffiffiffiffiffi
2KT
CL

r
1

Vgs � Vt
� � z (5:27)

Therefore, the cycle-to-cycle jitter of the ring oscillator in a PLL can be predicted by [18]

(DtN)
2 ¼ KT

Iss

avz
2

Vgs � Vt
� �To (5:28)

where
Iss is the rail current of the delay cell
To is the output period of the VCO

Based on Equation 5.28, designing a low jitter VCO (Vgs�Vt) should be as large as possible. For fixed
delay and fixed current, a lower gain of each stage is better for jitter performance, but the loop gain must
satisfy the Barkhausen criterion. From the viewpoint of VCO jitter, a wide bandwidth of PLL can correct
the timing error of the VCO rapidly [14]. If the bandwidth is too wide, the input noise jitter may be so
large that dominates the jitter performance of the PLL. Actually this is a trade-off.
For a PLL design, the natural frequency and the damping factor are the key parameters to be

determined by designers. If the input signal-to-noise ratio (SNR)i is defined, then the output signal-to-
noise ratio (SNR)o can be obtained [4]

(SNR)o ¼ (SNR)i
Bi

2BL
(5:29)

where
Bi is the bandwidth of the prefilter
BL is the noise bandwidth

Hence the BL can be derived using Equation 5.29. And the relationship of BL with vn and z is

BL ¼ vn

2
zþ 1

4z

� �
(5:30)

Therefore the vn and z can be designed to satisfy the (SNR)o requirement.
Besides the system and the circuit designs, jitter can be reduced in the board level design. Board jitter

can be alleviated by better layout and noise decoupling schemes such as appending proper decouple and
bypass capacitances.

5.3 Building Blocks of PLL Circuit

5.3.1 Voltage-Controlled Oscillators

The function of a VCO is to generate a stable and periodic waveform whose frequency can be varied by
an applied control voltage. The relationship between the control voltage and the oscillation frequency
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depends upon the circuit architecture. A linear characteristic is generally preferred because of its wider
applications. As a general classification, VCO can be categorized roughly into two types by the output
waveforms: (1) harmonic oscillators that generate nearly sinusoidal outputs and (2) relaxation oscillators
that provide square or triangle outputs.
In general, a harmonic oscillator is composed of an amplifier that provides an adequate gain and a

frequency-selective network that feeds a certain output frequency range back to the input. LC tank
oscillators and crystal oscillators belong to this type. Generally, the harmonic oscillators have the
following advantages: (1) superior frequency stability while the conditions of temperature, power supply,
and noise are included; and (2) good frequency accuracy control due to that the oscillation frequency is
determined by a tank circuit or a crystal.
Essentially, harmonic oscillators are not compatible with monolithic IC technology and their

frequency tuning range is limited. On the contrary, relaxation oscillators are easy to be implemented
in monolithic ICs. Since frequency is normally proportional to a controlled-current or -voltage and
inversely proportional to timing capacitors, the frequency of oscillation can be varied linearly over a very
wide range. On the other hand, the ease of frequency tuning brings in drawbacks, such as poor frequency
stability and frequency inaccuracy.
Relaxation oscillators are the most commonly used oscillator configuration in monolithic IC design

because they can operate in a wide frequency range with a minimum number of external components.
According to the mechanism of the oscillator topology employed, relaxation oscillators can be further
categorized into three types: (1) grounded capacitor VCO [20], (2) emitter-coupled VCO, and (3) delay-
based ring VCO [21]. The operation of the first two oscillators are similar in the sense that the time
duration spent in each state is determined by the timing components and the charge=discharge currents.
The ring oscillator is one of the relaxation oscillators and has received considerable attentions recently in
high frequency PLL applications for clock synchronization and timing recovery. Because the ring
oscillator can provide high frequency oscillation with simple digital-like circuits that are compatible
with digital technology, it is suitable for VLSI implementations.
In order to achieve high rejection of power supply and substrate noises, both the signal path and the

control path of a VCO must be fully differential. A common ring oscillator topology in monolithic PLLs
is shown in Figure 5.6. The delay-based ring VCO operates quite differently since the timing relies on the
delay in each gain stages that are connected in a ring configuration. The loop oscillates with a period
equal to 2NTd, where Td is the delay of each stage. The oscillation can be obtained when the total phase
shift is zero and the loop gain is greater or equal to unity at a certain frequency. To vary the frequency of
oscillation, the effective number of stages or the delay of each stage must be changed. The first approach
is called ‘‘delay interpolating’’ VCO [21], where a shorter delay path and a longer delay path are used in
parallel. The total delay is tuned by increasing the gain of one path and decreasing the other, and the total
delay is a weighted sum of the two delay paths. The second approach is to vary the delay time of each
stage to adjust the oscillation frequency. The delay of each stage is tuned by varying the capacitance or the
resistance seen at the output node of each stage.

N stages

FIGURE 5.6 Ring oscillator.
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Because the tuning range of the capacitor is small and the maximum oscillation frequency is limited by
the minimum value of the load capacitor, the ‘‘resistive tuning’’ is a better alternative technique. Resistive
tuning method provides a large, uniform frequency tuning range and leads itself easily to a differential
control. In Figure 5.7a, the on-resistance of the triode PMOS loads is adjusted by Vcont. The more Vcont

decreases, the more the delay of the stage drops because the time constant at the output node is
decreased. However, the small-signal gain decreases as well when Vcont decreases. The circuit eventually
fails to oscillate when the loop gain at the oscillation frequency is less than unity. In Figure 5.7b, the
delay of gain stage is tuned by adjusting the tail current, but the small-signal gain remains constant. So
the circuit is better than Figure 5.7a. As shown in Figure 5.7c [22], the PMOS current source with a pair
of cross-coupled diode loads provides a differential load impedance that is independent of common-
mode voltage. This makes the cell delay insensitive to common-mode noise. Figure 5.7d is a poor delay
cell for a ring oscillator because the tuning range is very small.
The minimum number of stages that can be used while maintaining a reliable operation is an

important issue in a ring oscillator design. When the number of stages decreases, the required phase

(b)

Vcont

(d)

VDD

(a)

(c)

Vb

Vin
Vin

Vcont

VoutVout

Vcont

VDD

Vcont

Vin Vin

Vout
Vout

VDD VDD

FIGURE 5.7 The gain stages using of resistive tuning.
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shift and DC gain per stage increases. Two-stage bipolar ring oscillator can be designed reliably [23], but
CMOS implementations are not. Thus, CMOS ring oscillators utilize three or more stages typically.

5.3.2 Phase and Frequency Detectors

The PD type has the influence on the dynamic range of PLLs. Hold range, lock-in range, and pull-in
range are analyzed in Section 5.2 based on the multiplier PD. Most of the other types of PD have a greater
linear output span and a larger maximum output swing than a sinusoidal characteristic PD. A larger
tracking range and a larger lock limit are available if the linear output range of PD increases. The three
widely used PDs are XOR PD, edge-triggered JK-flipflop, and PFD. The characteristics of these PDs are
plotted in Figure 5.8.
The XOR PD can maintain phase tracking when the phase error ue is confined in the range of

�p

2
< ue <

p

2

as shown in Figure 5.8a. The zero phase error takes place when the input signal and the VCO output are
quadrature in phase as shown in Figure 5.9a. As the phase difference deviates from p

2, the output duty
cycle is no longer 50%, which provides a DC value proportional to the phase difference as shown in
Figure 5.9b. But the XOR PD has a steady-state phase error if the input signal or the VCO output are
asymmetric.
The JK-flipflop PD shown in Figure 5.10, also called a two-state PD, is barely influenced by the

asymmetric waveform because it is edge-triggered. The zero phase error happens when the input signal
and the VCO output are out-off phase as illustrated in Figure 5.10a. As shown in Figure 5.8b, the JK-
flipflop PD can maintain phase tracking when the phase error is within the range of

�p < ue < p
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FIGURE 5.8 PD characteristics of (a) XOR, (b) JK-flipflop, and (c) PFD.
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FIGURE 5.9 Waveforms of the signals for the XOR PD: (a) waveforms at zero phase error and (b) waveforms at
positive phase error.
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FIGURE 5.10 Waveforms of the signals for the JK-flipflop PD: (a) waveforms at zero phase error and
(b) waveforms at positive phase error.
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Here, a positive edge appearing at the J input triggers the flipflop into ‘‘high’’ state (Q¼ 1), and the rising
edge of u2 drives Q to zero. Figure 5.10b shows the output waveforms of the JK-flipflop PD for ue> 0.
The PFD output depends not only on the phase error, but also on the frequency error. The

characteristic is shown in Figure 5.8c. When the phase error is greater than 2p, the PFD works as a
frequency detector. The operation of a typical PFD is as follows and the waveforms is shown in Figure
5.11. If the frequency of input A, vA, is less than the frequency of input B, vB, then the total width of
positive pulses appearing at QA is shorter than at QB. Conversely, if vA>vB, the total width of positive
pulses appears at QA is longer than at QB. If vA¼vB, then the PFD generates pulses at either QA or QB

with a width equal to the phase difference between the two inputs. The outputs QA and QB are usually
called the ‘‘up’’ and ‘‘down’’ signals, respectively. If the input signal fails, which usually happens at the
non-return-to-zero (NRZ) data recovery applications during missing or extra transmissions, the output
of the PFD would stick on the high state (or low state). This condition may cause VCO to oscillate fast or
slow abruptly, which results in noise jitter or even losing lock. This problem can be remedied by
additional control logic circuits to make the PFD output to toggle back and forth between the two
logic level with 50% duty cycle [19], the loop is interpreted as zero phase error. The ‘‘rotational FD’’
described by Messerschmitt can also solve this issue [9]. The output of a PFD can be converted to a DC
control voltage by driving a three-state charge-pump which will be described in Section 5.3.4.

5.3.3 Loop Filters

For a PLL with given VCO and PD, LF is the critical component to determine the PLL characteristics,
such as the damping factor that determines the relative stability, open-loop=closed-loop bandwidths that
relate to the convergence speed in the initial state and the tracking capability in the steady state, and so
on. Various types of LF will be introduced in this section.
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FIGURE 5.11 (a) PFD diagram and (b) inputs and outputs waveforms of PFD.
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5.3.3.1 Continuous-Time LFs

Figure 5.12 shows three types of LF that are widely used. Figure 5.12a is a passive lead-lag filter with
transfer function F(s) given by

F(s) ¼ 1þ st2
1þ s(t1 þ t2)

(5:31)

where
t1¼R1C
t2¼R2C

Figure 5.12b shows an active lead-lag filter, whose transfer function is repeated here for convenience

F(s) ¼ ka
1þ st2
1þ st1

(5:32)

where
t1¼R1C1

t2¼R2C2

ka ¼ � C1
C2

A ‘‘PI’’ filter is shown in Figure 5.12c. The transfer function is given by

F(s) ¼ 1þ st2
st1

(5:33)

where
t1¼R1C
t2¼R2C

Their Bode plots are shown in Figure 5.13a through c, respectively. High order filters could be used in
some applications, but additional filter poles introduce a phase shift. In general, it is not trivial to
maintain the stability of high order systems.
The transfer functions of the LFs shown in Figure 5.12 are substituted for F(s) in Equation 5.2 in order

to analyze the phase transfer function. We obtain the phase transfer functions as follows: for the passive
lead-lag filter

H(s) ¼ kdko(1þ st2=t1 þ t2)
s2 þ s(1þ kdkot2=t1 þ t2)þ (kdko=t1 þ t2)

¼ vn(2z� (vn=kdko))sþ v2
n

s2 þ 2szvn þ v2
n

(5:34)

R1
R1 R1 R2C1 R2 C2
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FIGURE 5.12 (a) Passive lead-lag filter, (b) active lead-lag filter, and (c) active PI filter.
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for the active lead-lag filter

H(s) ¼ kdkako(1þ st2=t1)
s2 þ s(1þ kdkakot2=t1)þ (kdkako=t1)

¼ vn(2z� (vn=kdkako))sþ v2
n

s2 þ 2szvn þ v2
n

(5:35)

and for the active PI filter

H(s) ¼ kdko(1þ st2=t1)
s2 þ s(kdkot2=t1)þ (kdko=t1 þ t2)

¼ 2zvnsþ v2
n

s2 þ 2szvn þ v2
n

(5:36)

If the condition kdko � vn or kdkoka � vn is true, this PLL system is called a ‘‘high gain loop.’’ If the
reverse is true, the system is a ‘‘low gain loop.’’Most practical PLLs are a high gain loop for good tracking
performance. For a high gain loop, Equations 5.34 through 5.36 become approximately

H(s) � 2zvnsþ v2
n

s2 þ 2szvn þ v2
n

(5:37)

Similarly, assuming a high gain loop, the approximate expression of the phase-error transfer function
He(s) for all three LF types becomes

He(s) � s2

s2 þ 2szvn þ v2
n

(5:38)

The magnitude frequency responses of H(s) for a high gain loop with several values of damping factor
are plotted in Figure 5.14. It exhibits that the loop performs an LPF on the input phase signal. That is, the
second-order PLL is able to track both phase and frequency modulations of the input signal as long as the
modulation frequency remains within the frequency band roughly between zero and vn.
The transfer function H(s) has a �3 dB frequency, v�3 dB, that stands for the close loop bandwidth of

the PLL. The relationship between v�3 dB and vn is presented here to provide a comparison with a
familiar concept of bandwidth.
In a high gain loop case, by setting jH(jv)j ¼ 1ffiffi

2
p and solving for v, we can find

v�3 dB ¼ vn 2z2 þ 1þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(2z2 þ 1)2

q� �1
2

(5:39)

The relationship between v�3 dB and vn for different damping factors is plotted in Figure 5.15 [4].
The magnitude frequency responses of He(s) are plotted in Figure 5.16. A high pass characteristic is

observed. It indicates that the second-order PLL tracks the low frequency phase error but cannot track
high frequency phase error.
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FIGURE 5.13 Bode plots of (a) passive lead-lag filter, (b) active lead-lag filter, and (c) active PI filter.
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5.3.3.2 Transformations from s-Domain to z-Domain

As mentioned in the Section 5.1.3, the function blocks of the ADPLL is implemented by purely digital
circuits, and the signals within the loop are digital too. In addition, the SPLL implemented by
a microcontroller, microcomputer, or DSP is another type of PLL in discrete-domain (z-domain).
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FIGURE 5.14 Frequency responses of the phase transfer function H(jv) for different damping factors. Trace1:
z¼ 5, Trace2: z¼ 2, Trace3: z¼ 1, Trace4: z¼ 0.707, Trace5: z¼ 0.3.
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FIGURE 5.15 v�3 dB bandwidth of a second-order loop versus different damping factors.
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Therefore, the analysis and design of a PLL had better be in discrete-domain. The basic types of LF and
their features have been described in Section 5.3.3.1. Here, the corresponding discrete-time version of the
three basic types of LF will be described after the introduction of transformations from continuous-
domain (s-domain) to discrete-domain. There are two popular methods to transform a filter from
continuous-domain to discrete-domain: backward difference method and bilinear transformation
method. Figure 5.17 shows the principle of the backward difference method that we approximate the
area under each segment of continuous curve by a rectangular area. Referring to Figure 5.17, the
backward difference method means to approximate the integration areas of

Ð kT
(k�1)y(t)dt by y(kT)T.

Based on the backward difference method, the z-domain equivalent transfer function H(z) of an
s-domain transfer function H(s) is simple and obtained by the substitution
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FIGURE 5.16 Frequency responses of the phase-error transfer function He(jv) for different damping factors.
Trace1: z¼ 0.3, Trace2: z¼ 0.707, Trace3: z¼ 1.
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FIGURE 5.17 Backward difference method using a rectangular area approximation.
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H(z) ¼ H(s)js¼1�z�1
Ts

(5:40)

One of the advantages of the backward difference method is that it will produce a stable discrete-time
filter for a stable continuous-time filter. Figure 5.18 shows the mapping of the left half of the s-plane into
the z-plane by the backward difference method. However, there is considerable distortion in the transient
and frequency response characteristics of the discrete-time filter obtained in this method since the stable
region is mapped into only a circle within the unit circle of z-plane.
From calculus and Figure 5.17, a good approximation is obtained only if the continuous-time signal

changes very slowly over the sampling interval Ts. In other words, the signal bandwidth has to be much
smaller than the sampling rate since the mapping from s-domain to z-domain should become distorted
while the sampling period is too long. To reduce the distortion, it is desired to use a faster sampling
frequency, that is, a smaller sampling period.
Figure 5.19 shows the principle of the bilinear transformation method that we approximate the area

under each segment of continuous curve by a trapezoidal area. Therefore, the bilinear transformation
method is also called the trapezoidal integration method to approximate the integration areas

Ð kT
(k�1)y(t)dt

jΩ 
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FIGURE 5.18 Mapping of the left half of the s-plane into the z-plane by the backward difference method.
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FIGURE 5.19 Bilinear transformation method using trapezoidal area approximation.
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by 1
2 [y(kT)þ y (k� 1)Tð Þ]T . Thus, the z-domain equivalent transfer function H(z) of a continuous-time

filter H(s) is obtained by

H(z) ¼ H(s)js¼ 2
Ts

1�z�1

1þz�1
(5:41)

By means of bilinear transformation method, the entire left half of the s-plane is mapped into the unit
circle with center at the origin of the z-plane as shown in Figure 5.20. Hence, the bilinear transformation
method produces a stable discrete-time filter for a stable continuous-time filter. Furthermore, there is no
frequency folding by means of the bilinear transformation method since it maps the entire jw axis of the
s-plane into one complete revolution of the unit circle in the z-plane.

5.3.3.3 Discrete-Time LFs

As mentioned in the Section 5.3.3.1, there are three typical LFs for a phase-locked filter. Using backward
difference transformation, the discrete-time transfer functions of passive lead-lag filter, active lead-lag
filter, and active PI filter can be obtained as follows:

Passive lead-lag filter:

Fback,PLL(z) ¼ Ts þ t2 � t2z�1

Ts þ t1 þ t2 � (t1 þ t2)z�1
(5:42)

Active lead-lag filter:

Fback,ALL(z) ¼ ka
Ts þ t2 � t2z�1

Ts þ t1 � t1z�1
(5:43)

Active PI filter:

Fback,PI(z) ¼ Ts þ t2 � t2z�1

t1(1� z�1)
(5:44)

On the other hand, the discrete-time transfer functions of passive lead-lag filter, active lead-lag filter,
and active PI filter can be written, using the bilinear transformation, as follows:
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FIGURE 5.20 Mapping of the left half of the s-plane into the z-plane by the bilinear transformation method.
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Passive lead-lag filter:

Fbilinear,PLL(z) ¼ Ts þ 2t2 þ (Ts � 2t2)z�1

Ts þ 2t1 þ 2t2 þ (Ts � 2t1 � 2t2)z�1
(5:45)

Active lead-lag filter:

Fbilinear,ALL(z) ¼ ka
Ts þ 2t2 þ (Ts � 2t2)z�1

Ts þ 2t1 þ (Ts � 2t1)z�1
(5:46)

Active PI filter:

Fbilinear(z) ¼ Ts þ 2t2 þ (Ts � 2t2)z�1

2t1(1� z�1)
(5:47)

From the viewpoint of implementation, all the discrete-time LFs have the transfer function format of a
first-order infinite impulse response filter:

FLF(z) ¼ b0 þ b1z�1

1� a1z�1
(5:48)

The differences in hardware requirements are small, but the system characteristics and performance are
dramatic. Using an approach similar to the Weiner filter theory, Jaffe and Rechtin [30] investigated the
optimal LFs for PLLs with different inputs. For a frequency step input, the form of active PI filter is
shown to be optimal.

5.3.4 Charge-Pump PLL

A charge-pump PLL usually consists of four major blocks as shown in Figure 5.21. The PD is a purely
PFD. The charge-pump circuit converts the digital signals UP, DN, and null (neither up nor down)
generated by the PD into a corresponding charge-pump current Ip,�Ip, and zero. The LF is usually a
passive RC circuit converting the charge-pump current into an analog voltage to control VCO. The
purpose of the ‘‘charge-pump’’ is to convert the logic state of the phase-frequency detector output into an
analog signal suitable for controlling the VCO. The schematic of the charge-pump circuit and the LF is
shown in Figure 5.22. The linear model shown in Figure 5.3 can be employed to describe a charge-pump
PLL. kd is the equivalent gain of a charge-pump circuit. If the loop bandwidth is much smaller than the
input frequency, the detailed behavior within a single cycle can be ignored. Then the state of a PLL can be
assumed to be only changed by a small amount during each input cycle. Actually the ‘‘average’’ behavior
over many cycles is what we are interested in. The average current charging the capacitor is given by

Iavg ¼ Q
T
¼ IDt

T

¼
I fe

2p

	 

T

T

¼ Ife

2p
(5:49)

And the average kd is

kd ¼D
Iavg
fe

¼ Iavg
2p

(5:50)
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FIGURE 5.21 Charge-pump PLL diagram.
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The charge-pump current is transferred to the control
voltage of the following VCO by the LF consisted of a
resistor and a capacitor as shown in Figure 5.22. The
impedance (transfer function) of the RC LF is given by

F(s) ¼ Rþ 1
Cps

¼ 1þ RCps

Cps
¼ Kp þ KI

s
(5:51)

which has the format of an active PI filter. Therefore, the
closed-loop transfer function can be obtained as

H(s)¼D fout

fin
¼ kd � F(s) � kos

1þ kdko
s

¼
Iavg
2pCp

(RCpsþ 1)ko

s2 þ Iavg
2p

koRsþ
Iavg
2pCp

ko

(5:52)

Generally, a second-order system is characterized by the natural frequency fn ¼ vn
2p and the damping

factor z, and they can be expressed as follows:

vn ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Iavg
2pCp

ko

s
rad=s

z ¼ RCp

2
vn

(5:53)

For the stability consideration, there is a limitation of a normalized natural frequency FN [15],

FN ¼D fn
fi
<

ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ z2

p
� z

p
(5:54)

In the single-ended charge pump, the resistor added in series with the capacitor shown in Figure 5.22
may introduce ‘‘ripple’’ in the control voltage Vc even when the loop is locked [16]. The ripple control
voltage modulates the VCO frequency and results in phase noise. This effect is especially undesired in
frequency synthesizers. In order to suppress the ripple, a second-order LF, as shown in Figure 5.22 with a
shunt capacitor in dotted line, is used. This configuration introduces a third pole in the PLL. Stability
issues must be taken care of furthermore. Gardner provides criteria for the stability of the third-order
PLL [16].
An important property of any PLLs is the static phase error that arises from a frequency offset Dv

between the input signal and the free-running frequency of the VCO. According to the analysis in
Ref. [16], the static phase error is

uv ¼ 2pDv
koIpF(0)

rad (5:55)

To eliminate the static phase error in conventional PLLs, an active LF with a high DC gain (F(0) is
large) is preferred. Nevertheless, the charge-pump PLL allows zero static phase error without the need of

Ip

Ip

Vc

Vdd

R

Cp

FIGURE 5.22 The schematic of LF.
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a large DC gain of the LF. This effect arises from the input open circuit during the ‘‘null’’ state (charge-
pump current is zero). Real circuits will impose some resistive loading Rs in parallel to the LF. Therefore,
the static phase error, from Equation 5.55 will be

uv ¼ 2pDv
koIpRs

rad (5:56)

The shunt resistive loading most likely comes from the input of a VCO control terminal. Compared with
the static phase error of a conventional PLL as expressed in Equation 5.11, the same performance can be
obtained from a charge-pump PLL without a high DC-gain LF [30].

5.3.5 PLL Design Considerations

5.3.5.1 Typical Procedures of PLL Design

A PLL design usually starts with specifying the key parameters such as natural frequency vn, lock-in
range DvL, damping factor z, and the frequency control range which majorly depend on applications.
Typical design procedures are described as follows:

Step 1. Specify the damping factor z. The damping factor determines the relative stability of a PLL.
z should be considered as a critical parameter to achieve fast response, small overshoot, and minimum
noise bandwidth BL. If z is very small, large overshoot occurs and the overshoot causes phase jitter [19].
If z is too large, the response becomes sluggish.

Step 2. Specify the lock-in range DvL or the noise bandwidth BL. As shown in Equations 5.53 and 5.50,
the natural frequency vn depends on DvL and z (or BL and z). If the noise is not the key issue of the PLL,
we may ignore the noise bandwidth and specify the lock-in range. If the noise is concerned, we should
specify BL first, and keep the lock-in range of PLL.

Step 3. Calculate the vn according to step 2. If the lock-in range has been specified, Equation 5.53 indicates

vn ¼ DvL

2z
(5:57)

If the noise bandwidth has been specified, Equation 5.50 indicates the natural frequency as

vn ¼ 2BL

zþ 1
4z

(5:58)

Step 4. Determine the VCO gain factor ko and the PD gain kd. ko and kd are both characterized by circuit
architectures. They must achieve the requirement of the lock-in range specified in step 2. For example, if
ko or kd is too small, the PLL will fail to achieve the desired lock-in range.

Step 5. Choose the LF. Different types of the LF are available as shown in Figure 5.12. According to
Equation 5.9 through 5.11, vn and z specified above are used to derive the time constants of the LF.

5.3.5.2 PLL Bandwidth Control

As illustrated in previous sections, the PLL noise performance is contrary to the dynamic performances
of a PLL such as lock-in range and acquisition speed, which are generally proportional to the PLL
bandwidth or the nature frequency vn. For example, Equation 5.52 shows that it is desired to have large
kd or F(DvL) to achieve wide lock-in range and fast acquisition. In contrast, Equations 5.59 and
5.60 show that it is desired to have a small nature frequency vn in order to reduce the output jitter.
Besides, variations in process, voltage, and temperature can lead to uncertainties in loop parameters of a
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fixed-bandwidth PLL, such as the conversion gain ko of VCO, the time-constant ratio t2=t1 of the LF, and
the charge-pump current Ip. For example, variations in process, voltage, and temperature will cause the
frequency of a ring oscillator to vary by a factor of 2–3 between its slowest and fastest conditions
experientially. Figure 5.23 shows a wide-range LC-tank VCO with capacitor array to achieve low
conversion gain ko for superior phase noise performance. It can be seen that the VCO conversion gain
ko slightly varies from segment to segment of frequencies. Moreover, the curve of conversion gain ko is
nonlinear in any frequency segment. The design result shows a conversion gain range of 27–50 MHz=V.
This means that the PLL bandwidth will vary by a factor of 2 due to the variation of VCO conversion gain
ko. Following the design procedures mentioned above, a conservative operating point is usually chosen to
guarantee the stability for all conditions. Unfortunately, such a conservative design only achieves a
suboptimal performance in most cases.
For achieving fast acquisition as well as a superior noise performance, many schemes of PLL bandwidth

control are proposed in the literature [31–37]. Figure 5.24 shows the concept of PLL bandwidth control
based on some monitoring techniques of the phase error. In Ref. [31], based on some modifications of
the Kalman filtering formulation, an approach is developed to derive the optimal loop gain sequence
of dual-loop DPLL, which is independent of measured noise statistics. In order to achieve low noise PLL as
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well as fast acquistion, Joonsuk Lee and Beomsup Kim [32] realize an analog bandwidth controller to
adaptively control the current of charge-pump, that is the PLL bandwidth. Figure 5.25 shows the linear
model of charge-pump PLL using a proportional–integral (PI) filter as shown in Figure 5.21. According
to Equations 5.51 through 5.53, the damping factor z, that is, relative stability of such an adaptive-
bandwidth PLL will vary during the lock-in process since the nature frequency vn is adaptively adjusted.

In order to develop a PLL and delay-locked loop (DLL) with adaptive-bandwidth to enable optimal
performance over a wide frequency range and across process, voltage, and temperature variations, a
discrete-time, open-loop dynamic model of the PLL=DLL is proposed to characterize the change in
output variables in response to the sampled error, and to express the adaptive-bandwidth criteria in
terms of the open-loop gains [37]. Furthermore, the scaling equations for the charge-pump current and
the filter resistor are derived to achieve adaptive-bandwidth charge-pump PLL=DLLs with a constant
damping factor z. It is regrettable that such scaling scheme is a challenge in the analog realization.
In contrast, it is easier to maintain a constant damping factor z using a digital PI LF to achieve the
adaptive bandwidth control. In Ref. [11], a modified structure of digital PI LF is proposed and shown in
Figure 5.26. Based on such a modified structure, it is easy to derive the equivalent phase-transfer function
in continuous-time domain that is represented in terms of the parameters of loop components as

Hu(s) ¼ Qo(s)
Qi(s)

¼ kdkoKPsþ kdkoKPKI

s2 þ kdkoKPsþ kdkoKPKI

¼ 2zvnsþ v2
n

s2 þ 2zvnsþ v2
n

(5:59)

where

vn ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
kdkoKPKI

p
,

z ¼ 0:5
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
kdkoKP=KI

p (5:60)
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FIGURE 5.25 Linear model of a charge-pump PLL.
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FIGURE 5.26 Timing recovery using a modified structure of digital PI LF.

5-26 Analog and VLSI Circuits



denote the nature frequency and the damping factor, respectively. Referring to Equation 5.60, if a scaling
factor of KP and KI is induced into the modified PI LF structure for adaptively adjusting the PLL
bandwidth or the nature frequency vn, we can mantain a constant damping factor z while the
PLL bandwidth is proportional to the scaling factor induced.

5.4 PLL Applications

5.4.1 Clock and Data Recovery

In data transmission systems such as optical communications, telecommunications, disk drive systems,
and local networks, data are transmitted on baseband or passband. In most of these applications, only
data signals are transmitted by transmitter, but clock signals are not transmitted in order to save
hardware cost. Therefore, the receiver should have some schemes to extract the clock information
from the received data stream and to regenerate transmitted data using the recovered clock. This scheme
is called timing recovery or clock recovery.
To recover the data correctly, the receiver must generate a synchronous clock from the input data

stream, the recovered clock must synchronize with the bit rate (the baud of data). The PLL can be used to
recover the clock from the data stream, but there are some special design considerations. For example,
because of the random nature of data, the choice of PFDs is restricted. In particular, three-state PD is not
proper, because when there are no transitions in the data stream, the PD interprets that the VCO
frequency is higher than the data frequency and remains its output in the ‘‘down’’ state, which makes the
PLL lose lock as shown in Figure 5.27. Thus, the choice of PFD for random binary data requires a careful
examination over whether data transitions are absent. One useful method is the rotational frequency
detector described in Ref. [9]. The random data also causes the PLL to introduce undesired phase
variation in the recovered clock, it is called timing jitter and this is an important issue of the clock
recovery.

5.4.1.1 Data Format

Binary data are usually transmitted in an NRZ format as shown in Figure 5.28a because of the
consideration of bandwidth efficiency. In NRZ format, each bit has a duration of TB (bit period). The
signal does not go to zero between adjacent pulses representing 1’s. It can be shown in Ref. [24] that
the corresponding spectrum has no line component at fB ¼ 1

TB
, most of the spectrum of this signal lines

below fB
2 . The term ‘‘NRZ’’ distinguishes itself from another data type called ‘‘return-to-zero’’ (RZ) as

shown in Figure 5.28b, where the signal goes to zero between consecutive bits. Therefore, the spectrum of
RZ data have a frequency component at fB. For a given bit rate, RZ data need wider transmitting
bandwidth; therefore, NRZ data are preferable when channel or circuit bandwidth is a concern.
Due to the lack of a spectral component at the bit rate of NRZ format, a clock recovery circuit may lock

to spurious signals or fail to lock at all. Thus, a nonlinear process for the NRZ data is essential to create a
frequency component at the baud rate.

Random data
3-state

PFD

“up”

“dn”
VCO

Up

Dn

FIGURE 5.27 Response of a three-state PD to random data.
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5.4.1.2 Data Conversion

One way to recover the clock signal from the NRZ data is to convert it to an RZ-like data that have a
frequency component at the bit rate, and then recover clock from data using a PLL. Transition detection
is one of the methods to convert NRZ data to RZ-like data. As illustrated in Figure 5.29a, the edge
detection requires a mechanism to sense both positive and negative data transitions. In Figure 5.29b,
NRZ data are delayed and compared with itself by an exclusive-OR gate; therefore, the transition edges
are detected. In Figure 5.30, the NRZ data Vi is
first differentiated to generate pulses corre-
sponding to each transition. These pulses are
made to be all positive by squaring the differen-
tiated signal vi. The result is that the signal V

0
i

looks just like RZ data, where pulses are spaced
at an interval of TB.

5.4.1.3 Clock Recovery Architecture

Based on different PLL topologies, there are
several clock recovery approaches. Here, the
early–late and the edge-detector-based methods
will be described.
Figure 5.31 shows the block diagram of the

early–late method. The waveforms for the case
in which the input lags the VCO output are
shown in Figure 5.32, where the early integrator
integrates the input signal for the early-half
period of the clock signal, and holds it for the
remainder of the clock signal. On the other

TB
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(a)
t

t
(b)

FIGURE 5.28 (a) NRZ data and (b) RZ data.
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FIGURE 5.29 Edge detection of NRZ data.
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FIGURE 5.30 Converting NRZ to RZ-like signal.
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hand, the late integrator integrates the input signal for the late-half period of the clock signal and holds it
for the next early-half period. The average difference between the absolute values of the late hold and
the early hold voltage generated from an LPF gives the control signal to adjust the frequency of the VCO.
As mentioned above, this method is popular for rectangular pulses. However, there are some drawbacks
in this method. As this method relies on the shape of pulses, a static phase error can be introduced if the
pulse shape is not symmetric. In high-speed applications, this approach requires a fast settling integrator
that limits the operating speed of the clock recovery circuit and the acquisition time cannot be easily
controlled.
The most widely used technique for clock recovery in high performance, wide-band data transmission

applications is the edge-detection-based method. The edge-detection method is used to convert
data format such that the PLL can lock the correct baud frequency. More details have been described
in Section 5.4.1.2. There are many variations of this method depending on the exact implementation
of each PLL loop component. The ‘‘quadricorrelator’’ introduced by Richman [7] and modified

Early
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Sample and
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hold

VCO LPF
_

+

Odd clock

Even clock
Input

FIGURE 5.31 Early–late block diagram.
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Average level

FIGURE 5.32 Clock waveforms for early–late architecture.

PLL Circuits 5-29



by Bellisio [25] is a frequency-difference discriminator and has been implemented in a clock recovery
architecture. Figure 5.33 [26] is a phase-frequency locked loop using edge-detection method and quad-
ricorrelator to recover timing information from NRZ data. As shown in Figure 5.33, the quadricorrelator
follows the edge-detector with a combination of three loops sharing the same VCO. Loops I and II form a
frequency-locked loop that contains the quadricorrelator for frequency detection. Loop III is a typical PLL
for phase alignment. Since the phase- and frequency-locked loops share the same VCO, the interaction
between two loops is a very important issue. As described in Ref. [26], when v1�v2, the DC feedback
signal produced by loops I and II approaches zero and loop III dominates the loop performance. A
composite frequency- and PLL is a good method to achieve fast acquisition and a narrow PLL loop
bandwidth to minimize the VCO drift. Nevertheless, because the wide band frequency-locked loop can
response to noise and spurious components, it is essential to disable frequency-locked loop when the
frequency error gets into the lock-in range of the PLL to minimize the interaction. More clock recovery
architectures are described in Refs. [19,21,23,27–29].

5.4.2 Delay-Locked Loop

Two major elements for adjusting the timing are VCO and voltage-controlled delay line (VCDL).
Figure 5.34 shows a typical DLL [12,13] that replaces the VCO of a PLL with a VCDL. The input signal
is delayed by an integer multiple of the signal period because the phase error is zero when the phase
difference between Vin and Vo approaches multiple of the signal periods. The VCDL usually consists a
number of cascaded gain stages with variable delay. Delay lines, unlike ring oscillators, cannot generate
a signal; therefore, it is difficult to make frequency multiplication in a DLL.

In a VCO, the output ‘‘frequency’’ is pro-
portional to the input control voltage. The
phase transfer function contains a pole,
which is H(s) ¼ ko

s (ko is the VCO gain). In a
VCDL, the output ‘‘phase’’ is proportional to
the control voltage, and the phase transfer
function is H(s)¼ kVCDL. So the DLL can be
easily stabilized with a simple first-order LF.
Consequently, DLLs have much more relaxed
trade-offs among gain, bandwidth, and
stability. This is one of the two important
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d/dt
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FIGURE 5.33 Quadricorrelator.
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FIGURE 5.34 DLL block diagram.
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advantages over PLLs. Another advantage is that delay lines typically introduce much less jitter than
VCO [14]. Because a delay chain is not configured as a ring-oscillator, there is no jitter accumulation
since the noise does not contribute to the starting point of the next clock cycle.
A typical application of DLL is to synchronize the clock edges of subsystems within a digital system to

access the bus between subsystems. Figure 5.35 shows modern digital systems that use synchronous
communication to achieve high-speed signaling to and from the bus between the subsystems. Subsystems
that communicate synchronously use a clock signal as a timing reference so that data can be transmitted
and received with a known relationship to this reference. A difficulty in maintaining this relationship is
that process, voltage, and temperature variations can alter the timing relationship between the clock and
data signals of subsystems, resulting in reduced timing margins. Figure 5.36 shows that on the left side
the data valid window (the time over which data can be sampled reliably by the receiver) can be large at
low signaling speeds [38]. Even in the presence of a substantial shift in the data valid window across
operational extremes, the resulting data valid window can still be large enough to transmit and receive the
data reliably. Unfortunately, the variations in process, voltage, and temperature can result in the loss of
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Output logic
and output

driver  

Timing variations through
the output logic and output 

driver due to process, voltage, 
and temperature variations

lead to reduced data window 

Clock
input B

Data bus

Subsystem A

Subsystem B

Clock
input A 

FIGURE 5.35 Modern digital systems use synchronous communication to achieve high-speed signaling to and
from the bus between the subsystems.
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FIGURE 5.36 The timing relationships between the clock and data signals of subsystems in a conventional
digital system.
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the data valid window when the signal speed is increased as also shown on the right-hand side of Figure
5.36. This problem gets worse as signaling speeds increase, limiting the ability of subsystems to
communicate data at higher speeds.
The function of DLLs and PLLs to synchronize a signal with a reference or an input signal in frequency

as well as in phase can be used to maintain such a fixed timing relationship between signals of
subsystems. Figure 5.37 shows how a DLL is used to maintain the timing relationship between a clock
signal and an output data signal. The PD detects phase differences between the clock and output data and
sends control information through an LPF to a variable delay line that adjusts the timing of the internal
clock to maintain the desired timing relationship. The PD must account for the timing characteristics of
the output logic and output driver. This is important since it estimates the phase differences between the
clock and the data driven by the output driver, where the timing relationships of subsystems are changed
over time due to the process, voltage, and temperature variations. Maintaining the timing relationships
between the clock and output data with DLLs and PLLs results in improved timing margins as shown in
Figure 5.38. Then, the important limitation to increasing signaling speeds is addressed.

5.4.3 Frequency Synthesizer

A frequency synthesizer generates any of a number of frequencies by locking a VCO to an accurate
frequency source such as a crystal oscillator. For example, RF systems usually require a high-frequency
local oscillator whose frequency can be changed in small and precise steps. The ability of multiplying a
reference frequency makes PLLs attractive for synthesizing frequencies.
The basic configuration used for frequency synthesis is shown in Figure 5.39a. The system is capable of

generating the frequency at an integer multiple of the reference frequency. A quartz crystal is usually used
as the reference clock source because of its low jitter characteristic. Due to the limited speed of CMOS
device, it is difficult to generate frequency directly in the range of GHz or more. To generate higher
frequencies, prescalers are used, which are implemented with other IC technologies such as ECL. Figure
5.39b shows a synthesizer structure using a prescaler V, where the output frequency becomes

fout ¼ NVfi
M

(5:61)
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FIGURE 5.37 DLL-on-chip to maintain the timing relationship between a clock signal and an output data signal.
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Because the scaling factor V is obviously much greater
than one, it is no longer possible to generate any
desired integer multiple of the reference frequency.
This drawback can be circumvented by using a so-called
dual-modulus prescaler as shown in Figure 5.40. A dual-
modulus prescaler is a divider whose division can be
switched from one value to the other by a control signal.
The following shows that the dual-modulus prescaler
makes it possible to generate a number of output fre-
quencies that are spaced only by one reference frequency.
The VCO output is divided by V=Vþ 1 dual-modulus
prescaler. The output of the prescaler is fed into a ‘‘pro-
gram counter’’ 1=N and a ‘‘swallow counter’’ 1=A. The
dual-modulus prescaler is set to divide by Vþ 1 initially.
After ‘‘A’’ pulses out of the prescaler, the swallow coun-
ter is full and changes the prescaler modulus to V. After
additional ‘‘N–A’’ pulses out of the prescaler, the pro-
gram counter changes the prescaler modulus back to
Vþ 1 and restarts the swallow counter. Then the cycle
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DataPVT1

DataPVT2
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High-speed signaling with a DLL/PLL

FIGURE 5.38 Timing relationships between subsystems when a DLL is employed for synchronizing the
bus access.
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FIGURE 5.39 Frequency-synthesizer block diagrams: (a) basic frequency-synthesizer system and (b) system
extends the upper frequency range by using an additional high-speed prescaler.
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is repeated. In this way, the VCO frequency is equal to (Vþ 1)AþV(N�A)¼VNþA times of the
reference frequency. Note that Nmust be larger than A. If this is not the case, the program counter would
be full earlier than the 1=A and both counters would be reset. Therefore, the dual-modulus prescaler
would never be switched from Vþ 1 to V. For example, if V¼ 64, then A must be in the range of 0–63
such that Nmin¼ 64. The smallest realizable division ratio is

(Ntot)min ¼ NminV ¼ 4096 (5:62)

The synthesizer of Figure 5.40 is able to generate all integer multiple of the reference frequency starting
from Ntot¼ 4096. For extending the upper frequency range of frequency synthesizers but still allowing
the synthesis of lower frequency, the four-modulus prescaler is a solution [1].
Based on the above discussions, the synthesized frequency is an integer multiple of a reference

frequency. In RF applications, the reference frequency is usually larger than the channel spacing for
loop dynamic performance considerations, in which the wider loop bandwidth for a given channel
spacing allows faster settling time and reduces the phase jitter requirements to be imposed on the VCO.
Therefore a ‘‘fractional’’ scaling factor is needed. Fractional division ratios of any complexity can be
realized. For example, a ratio 3.7 is obtained if a counter is forced to divide by 4 in seven cycles of each
group of 10 cycles and by 3 in the remaining three cycles. On the average, this counter divides the input
frequency by 3.7 effectively.
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6.1 Introduction

Linear lumped reactance parameter networks loaded by resistors can be used to form pulses of different
shapes [1,2]. The most known applications [2] require the networks that form pulses of the so-called
quasi-rectangular shape. The network excitation is usually a step voltage, and it is required that the
network output response (in this case it is the step response) is a pulse of finite duration. In a realizable
network, the fronts of this pulse should have ‘‘rounded’’ corners, and the slopes of the fronts should also
be finite. Below this is done using a semi-period of sin2 t function.

These pulse-forming networks will be considered first, and it will be shown that the required result
may be obtained using different input excitations and using, of course, different networks. The pulse of
the same shape can be obtained when the excitation is a step, an impulse or even a sinusoidal function.
The last result looks surprising for linear networks, yet the reader should understand that the output
pulse is shaped during the transient period, when the sinusoidal voltage is turning on. When the transient
is over, the steady-state response of the network is zero.
This reconsideration of the old problem establishes a certain difference between synthesis in time

domain and frequency domain. The output signal time-domain approximation, in case of pulse-forming
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networks, should also result in a realizable transfer function. But this synthesis results in many solutions
not only because of many possible realizations of the same transfer function. In addition, one may change
input excitation (even though in practice the choice of input excitations is limited), then find modified
transfer function, and then synthesize new networks. This modification of input signal is not used in the
frequency-domain synthesis where it is assumed that the input excitation is the sinusoidal signal.
The method of approximation proposed here gives new and useful results even for the case of the step

voltage input excitation and quasi-rectangular shape of the output response. It is shown that if the output
pulse is delayed with respect to the input step, then it is possible to shape the output pulse so that its
amplitude will be higher than the amplitude of the applied input step voltage. The increase of amplitude
is usually connected with the idea of using a transformer, yet the pulse-shaping circuit may provide
transformerless change of amplitude.
The approximation developed here for pulse forming may also be applied to the synthesis of wideband

amplifier transfer functions. Unfortunately, an initial attempt of using sin2 t for this purpose [3] did not bring
any general results, and the required transfer functions were found numerically [4]. But even this attempt was
forgotten, and the transfer functions of the wideband amplifiers were found indirectly. They were obtained
starting from the frequency domain and investigating the time-domain response of the filter transfer
functions. It was found that the step responses of the Bessel filters do not have overshoot. It happened that
exactly this transient response is required in realization of the wideband amplifiers. Yet, as shown here, using
sin2 t in the approximation of the impulse response allows one to find the realizable transfer functions
directly, on the basis of requirements formulated in the time domain to the step response.
Finally, the considered approximation method allows one to find realizable transfer functions for the

networks with the step or impulse response representing the sinusoidal pulse of finite duration, and with
the pulse envelope that can be of an arbitrary shape. As an example, we consider the case when this
envelope is also of sinusoidal shape. The pulses of these shapes find applications in ultra-wideband
transmission networks and wavelet signal analysis. These pulse-shaping networks are usually realized by
active networks. Yet, the fact that at least one physically realizable network is available is important for
using of algorithms, which are able to improve an approximation and find a transfer function that is
better suitable for the chosen realization method.
Many of the results given here can be found in [5]. Considering that this source of information is not

easily accessible, a sincere effort is done to summarize all available material.

6.2 Networks Forming Quasi-Rectangular Output Pulses

In this section, we consider all procedures required in the synthesis of pulse-forming networks [5,6].
They start by approximation of the output pulse in the time domain and finding the Laplace transform of
this pulse. Then, we review the requirements imposed on the realizable transfer function. After that we
consider the second round of approximation, when the Laplace transform is approximated by an
algebraic ratio obtained from the spectral representation of the Laplace transform. Finally, we give
examples of realization. Some of these procedures will be omitted in parts dedicated to the wideband
amplifier transfer functions and forming of the sinusoidal pulses.

6.2.1 Quasi-Rectangular Output Pulse and Its Laplace Transform

Assume that it is required to find reactance networks forming a quasi-rectangular pulse for three cases of
input excitation, vi(t), namely, the unit impulse, the unit step, and the sinusoid with unit amplitude. The
ratio of two polynomials approximating the Laplace transform of the output response will be the same for
all three cases. In case of impulse excitation, vi(t)¼ d(t), this ratio is directly equal to the transfer function
of the pulse-forming network. In case of vi(t)¼ u(t), a unit step voltage, the required transfer function is
obtained by multiplication of the approximating ratio by s, and in case of vi(t)¼ sin Vt this ratio is
multiplied by (s2þV2).
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The required output response, vo(t), is a symmetric pulse (Figure 6.1) of the normalized duration t¼p

for all considered cases of excitation. Assume that the derivative, dvo=dt, of this response is approximated
by one semi-period of sin2(pt=t1) function for the initial front of the pulse, and one delayed negative
semi-period of sin2(pt=t1) for the rear front. The duration of each front is equal to t1. Then dvo=dt is
described by the following system of equations:

dvo
dt

¼
A sin2 pt=t1ð Þ 0 < t < t1
0 t1 < t < t� t1ð Þ
�A sin2 p t � tþ t1ð Þ=t1½ � t� t1ð Þ < t < t
0 t > t ¼ p

:

8>><
>>:

(6:1)

The amplitude, A, will be obtained from the normalization condition

A
ðt1
0

sin2 pt=t1ð Þdt ¼ 1: (6:2)

This gives A¼ 2=t1. This value of A is also equal to the maximal slew rate of the fronts, so that the
approximate rise and fall times can be evaluated as

tr ¼ tf ¼ 1=A ¼ t1=2: (6:3)

These rise and fall times are close to ones defined by 0.1 and 0.9 levels of the output pulse.
The Laplace transform of (2=t1) sin

2(pt=t1) function is equal to [7]

F0(s) ¼ 1
t1

4 p=t1ð Þ2
s s2 þ 4 p=t1ð Þ2� � : (6:4)
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FIGURE 6.1 Quasi-rectangular pulse.
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Using the shift theorem [8], one finds that the Laplace transform of the sine-squared pulse will be

F1(s) ¼ 1
t1

4 p=t1ð Þ2
s s2 þ 4 p=t1ð Þ2� � 1� e�st1ð Þ: (6:5)

The derivative dv0=dt includes two (one positive, another negative) sine-squared pulses shifted with
respect to each other by t� t1. Using the shift theorem again, and considering that

L dv0=dt½ � ¼ sVo(s), (6:6)

where Vo(s) is the Laplace transform of vo(t), one obtains that

Vo(s) ¼ 1
t1

4 p=t1ð Þ2
s2 s2 þ 4 p=t1ð Þ2� � 1� e�st1ð Þ 1� e�s p�t1ð Þ

h i
: (6:7)

This Vo(s) may be considered as an impulse response of a nonrealizable (using lumped parameters)
transfer function. But if, following [5], its real, ReVo(jv), and imaginary, ImVo(jv), parts are expanded in
infinite products, then the finite number of terms in these products may be used for approximation of
ReVo(jv) and ImVo(jv). This further approximation allows one to obtain a realizable transfer function
H0(s) of the pulse-forming network excited by the input unit impulse. As one will see below, the obtained
transfer function includes zeros on the jv-axis only, and the denominator order may be controlled.

Then, if vi(t) is a step function, the required transfer function is equal to H1(s)¼ sH0(s). If vi(t) is
sin Vt, the required transfer function is H2(s)¼ (s2þV2)H0(s).

6.2.2 Realization Requirements

We remind here the requirements that should be imposed on the algebraic ratio if it represents the
transfer function of a reactance network loaded by resistor [9,10].
Let F(s) be the Laplace transform of network impulse response, and F(jv)¼P(v)þ jQ(v). One can

find a realizable network if F(s) allows the approximation

Ha(s) ¼ N(s)
D(s)

¼ A1smN1(s)
D2(s)þ A2sD1(s)

: (6:8)

Here Ha(s) is the ratio of two polynomials, and deg N(s)� deg D(s), N1(s), D1(s), and D2(s) are
even polynomials with zeros on the jv-axis only, that is, N1(s) ¼

Qn
l¼1 s2 þ c2l

� �
, D2(s) ¼Qn

k¼1 s2 þ a2k
� �

, sD1(s) ¼ s
Qn�1

k¼1 s2 þ b2k
� �

, and ak and bk are alternating (for odd denominator poly-
nomials both product superscripts in D1(s) and D2(s) should be equal). A1 and A2 are the positive real
constants. Indeed, the function (Equation 6.8) allows then realization as a transfer function of a reactance
network loaded by resistor [9,10].
The conditions that should be imposed on real and imaginary parts of realizable Ha(s) are obtained the

following way. To avoid separate discussions for even and odd m let us consider the function

Ha1(s) ¼ s�mHa(s) ¼ A1N1(s)
D2(s)þ A2sD2(s)

: (6:9)

Then one can write that

ReHa1(jv) ¼
A1

Qn
l¼1 c2l � v2

� �Qn
k¼1 a2k � v2

� �
D2
2 �v2ð Þ þ A2

2v
2D1 �v2ð Þ (6:10)

6-4 Analog and VLSI Circuits



and

ImHa1(jv) ¼ �A1A2v
Qn

l¼1 c2l � v2
� �Qn�1

k¼1 b2k � v2
� �

D2
2 �v2ð Þ þ A2

2v
2D1 �v2ð Þ : (6:11)

Hence, if F(s)¼ sm1F1(s) and F1(jv)¼P1(v)þ jQ1(v), then (1) both ReF1(jv) and ImF1(jv) should
be approximated by the ratios so that each of them includes 2n simple zeros located at v¼�gk, (2)
the approximating ratio for ReF1(jv) includes, in addition, 2n simple zeros located at v¼�ak, (3)
the approximating ratio for ImF1(jv) includes, in addition, 2(n� 1) simple zeros located at v¼�bk, and
(4) ak and bk should alternate. Then the approximating ratio

Ha(s) ¼
A1sm1

Qn
l¼1 s2 þ g2l

� �
Qn

k¼1 s2 þ a2
k

� �þ A2s
Qn�1

k¼1 s2 þ b2
k

� � , (6:12)

where m1¼m, and ak¼ak, bk¼bk, and cl¼ gl, may be used as a transfer function for the network
realization. The constants A1 and A2 can be calculated equating F(s) andHa(s) at two points of the s-plane
(the most convenient points are usually s¼ 0 and s¼ j, the final choice may be decided by computer
calculations).
One can see that if deg N(s)� deg D(s)� 2, the multiplication of the numerator in Equation 6.12 by s

or by (s2þV2) does not violate the realization condition.
Representing thus obtained Ha(s), for example, as

Ha(s) ¼ A1smN1(s)½ �=D2(s)
A2sD1(s)½ �=D2(s)f g þ 1

¼ � y21(s)
y22(s)þ 1

, (6:13)

one finds y21(s) ¼ �A1smN1(s)=D2(s) and y22(s) ¼ A2sN1(s)=D2(s). These two parameters are sufficient
to realize the network [9,10] within a constant multiplier for y21(s).

6.2.3 Second Approximation Step: Approximation for Realization

Now we find the approximation to the output response Laplace transform (Equation 6.7). This step is
leading to realizable transfer functions. We rewrite Vo(s) as

Vo(s) ¼ 16 p=t1ð Þ2
t1s2 s2 þ 4 p=t1ð Þ2� � � e�sp

2 � sinh st1
2

� �
� sinh s p� t1ð Þ

2

� 	
: (6:14)

Substituting s¼ jv one can find that

ReVo(jv) ¼ 16 p=t1ð Þ2
t1v2 4 p=t1ð Þ2�v2

� � � cos vp

2

� �
� sin vt1

2

� �
� sin v p� t1ð Þ

2

� 	
(6:15)

and

ImVa(jv) ¼ � 16 p=t1ð Þ2
t1v2 4 p=t1ð Þ2�v2

� � � sin vp

2

� �
� sin vt1

2

� �
� sin v p� t1ð Þ

2

� 	
: (6:16)
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Taking into consideration that [11]

sin x ¼ x
Y1
k¼1

1� x2

k2p2


 �
(6:17)

and

cos x ¼
Y1
k¼0

1� x2

(2kþ 1)2p2


 �
, (6:18)

one can see that ReVo(jv) has real zeros at ak¼�(2kþ 1), where k¼ 0, 1, 2, . . . , and ImVa(jv) has zeros at
bk¼�2k, where k¼ 0, 1, 2, . . . as well. These zeros are alternating on v-axis. In addition, both ReVo(jv)
and ImVo(jv) have common zeros located at gk¼�2p k, where k¼ 2, 3, 4, . . . (the zeros for k¼ 0, 1 are
canceling the poles), and gk¼�2pk=(p� t1), where k¼ 1, 2, 3 . . . (the zero for k¼ 0 is canceling the pole).
Then, in accordance with the previous part, to approximate Va(s) one may use the algebraic ratio

Ha(s) ¼ N(s)
D(s)

¼ A1
Qn1

k¼2 s2 þ 2pk=t1ð Þ2� �Qn2
k¼1 s2 þ 2pk= p� t1ð Þð Þ2� �

Qn1
k¼0 s2 þ (ð2kþ 1)2

� �þ A2s
Qn

k¼1 s2 þ 4k2ð Þ (6:19)

To have the approximation with sufficient number of terms in the products, it is rational to find the
spectral function

Vo(jv)j j ¼ 16 p=t1ð Þ2 sin vt1=2ð Þ sin v p� t1ð Þ=2½ �
t1v2 4 p=t1ð Þ2�v2

� �
�����

����� (6:20)

and evaluate the spectrum bandwidth vm. The zeros included in the approximating products should be
located in the spectrum bandwidth, and they will determine the subscripts in the products of Equation
6.21. The following two possibilities should be considered for n1 and n. When n1¼ n� 1, then the
denominator degree is odd, when n1¼ n then this degree is even. If vm is chosen, then, in case of the odd
degree 2n�vm (i.e., n�vm=2), and in case of the even degree 2n1þ 1�vm (i.e., n1�vm� 0.5). Hence,
the odd degree allows one to obtain the approximating transfer function with more ‘‘dense’’ location of
real and imaginary part zeros in the spectrum bandwidth, which usually results in a better approximation
in the time domain as well.
From the other side, to obtain the simplest transfer function one has to choose n1¼ 1. Then, the first

product in the numerator is equal to unit and will not include any multipliers. Considering that (2p=t1)
represents now the upper approximation frequency, one can find the other superscripts in the approxi-
mating products from the approximate equalities

2p
t1

� 2pn2
p� t1

2p
t1

� 2n or 2n1 þ 1ð Þ

8>><
>>:

(6:21)

that give n2� (p� t1)=t1 and n � p

t1
; n1 � p

t1
� 1
2
. This results in

Ha(s) ¼
A1

Qn2
k¼1 s2 þ 2pk

p�t1

� �2
� 	

Qn1
k¼0 s2 þ (2kþ 1)2

� �þ A2s
Qn

k¼1 s2 þ 4k2ð Þ : (6:22)
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The constants A1 and A2 can be found equating Vo(s) given by Equation 6.7 and this Ha(s) at two points
of the s-plane. Using Equation 6.13 one can then find the realizable y22(s) and y21(s) required for the
network synthesis.

6.2.4 Pulse-Forming Networks with Non-Delayed Output Pulses

As examples, we synthesize the pulse-forming networks that should have the output response, which
is the quasi-rectangular pulse with duration of fronts equal to t1¼p=3, so that the rise and fall times are
p=6 each. To obtain the simplest network, one has to put n2¼ 2, n¼ 3, and n1¼ 2. Then Vo(s) for
the case of vi¼ d(t) will be approximated by the ratio

Ha(s) ¼ A1 s2 þ 9ð Þ s2 þ 36ð Þ
s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ þ A2s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ½ � : (6:23)

Equating Equations 6.7 and 6.23 at s¼ 0 and s¼ j one can find that A1¼ 1.453 and A2 ¼ 0.152. Hence,
the network transfer function for this case is equal to

H0(s) ¼ 1:453 s2 þ 9ð Þ s2 þ 36ð Þ
s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ þ 0:152s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ½ � : (6:24)

The impulse response, ho(t), of this transfer function is shown in Figure 6.2 (the initial output pulse, vo(t),
is also shown for comparison).
If vi¼ u(t) then the network transfer function for this case of excitation is equal to

H1(s) ¼ 1:453s s2 þ 9ð Þ s2 þ 36ð Þ
s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ þ 0:152s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ½ � : (6:25)

Network output pulse

h 0
(t)

, v
0(t

)

0 0.5 1
Normalized time

vo(t), dashed line
ho(t), solid line

1.5 2 2.5 3 3.5

1

0.8

0.6

0.4

0.2

0

–0.2

FIGURE 6.2 Pulse-forming network output response.
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Finally, assume that vi¼ sin 4t. Then the zeros that are due to the input signal will coincide with one
pair of zeros in the denominator odd part. This will simplify the realization. The transfer function for this
case of excitation is equal to

H2(s) ¼ 1:453 s2 þ 9ð Þ s2 þ 16ð Þ s2 þ 36ð Þ
s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ þ 0:152s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ½ � : (6:26)

The realizations of the functions (Equations 6.24 through 6.26) were obtained dividing their numerators
and denominators by (s2þ 1)(s2þ 9)(s2þ 25). This gives

y22(s) ¼ 0:152s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ
s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ , (6:27)

common for all three networks. Then this parameter was realized by standard procedures [9,10] taking
into consideration the location of y12(s) zeros for each network. The results of these realizations are
shown in Figure 6.3.
One can also verify that for the network of Figure 6.3b, the voltage source efficiency coefficient

representing the ratio of the output pulse amplitude to input step amplitude is equal to 0.743, that is,
nearly 1.5 times higher than with the usual approach [1,2].
If the required duration of pulse is t0 s, and the load resistor is R ohms, then each value of inductance

should be multiplied by t0R=p and the value of each capacitor by t0=(Rp).

6.2.5 Pulse-Forming Networks with Delayed Output Pulse

The above-mentioned voltage source efficiency coefficient increases when the output pulse is delayed
[12]. Yet, this delay should be used judiciously. The increase of source efficiency results in a more
complicated circuit. In addition, the rise and fall times increase, that is, slew rate of the fronts

(a) (b)

(c)

1.113 0.442

0.0096

0.347
1.0

0.338 0.743

0.0976 0.0822

0.211 0.340

0.527

0.0235 0.0823

0.338

1.02

0.347

1.0

0.587

0.382 0.220

0.290

0.096

0.170

1.435

0.890

0.125

1.0

FIGURE 6.3 Pulse-forming networks: (a) vi¼ d(t), (b) vi¼ u(t), and (c) vi¼ sin Vt.
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deteriorates. It is possible to prepare a table that helps to visualize a possible trade-off between the delay,
the circuit complexity, and the voltage source efficiency coefficient. The calculations given below follow
the above-developed pattern.
Let the required output response be a delayed symmetric pulse u(t) (Figure 6.4). Assume that the

derivative, du=dt, of this response is described by delayed positive and delayed negative semi-periods of
sine-squared function. These semi-periods determine the duration of fronts that is equal to t1. Then
du=dt can be described by the following equations:

du
dt

¼

0 0 � t < ta

A sin2 p
t1

t � tað Þ
h i

ta � t < ta þ t1

0 ta þ t1 � t < ta þ t� t1

�A sin2 p
t1

t þ t1 � t� tað Þ
h i

ta þ t� t1 � t < ta þ t

0 t > ta þ t

8>>>>>><
>>>>>>:

(6:28)

The normalized time is defined by the condition

2ta þ t ¼ p: (6:29)

To obtain the normalized magnitude of unity for the output pulse amplitude, one has to choose the value
of A from the equation

A
ðtaþt1

ta

sin2
p

t1
t � tað Þ

� 	
dt ¼ 1: (6:30)

τa τa + τ–τ1 τa + τ 2τa + τ1τa+ τ1

τ0

τ

4

3

2

1

0

–1

–2

–3

–4

u(
t),

 d
u(

t)/
dt

0 0.5 1
t

Delayed quasi-rectangular pulse

1.5 2 2.5 3 3.5

FIGURE 6.4 Delayed quasi-rectangular pulse.
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This gives

A ¼ 2=t1: (6:31)

This value is again equal to the maximal slew rate of the fronts, and the approximate rise and fall times
can be evaluated as

tr ¼ tf ¼ 1=A ¼ t1=2: (6:32)

The value of t0¼ t� t1 will be considered as the pulse duration at the level of 0.5.
We repeat here, for convenience, the Laplace transform of (2=t1)sin

2(pt=t1) [7] that is equal to

F0(s) ¼ 1
t1

4 p=t1ð Þ2
s s2 þ 4 p=t1ð Þ2� � : (6:33)

The derivative du=dt includes two (one positive, another negative) delayed sine-squared pulses
shifted with respect to each other by t0¼ t� t1. Using the shift theorem [8], and, considering that
L[du=dt]¼ sU(s), where U(s) is the Laplace transform of u(t), one obtains that

U(s) ¼ 4 p=t1ð Þ2
t1

e�sta 1� e�st1ð Þ 1� e�s t�t1ð Þ� �
s2 s2 þ 4 p=t1ð Þ2� � : (6:34)

This result can be rewritten as

U(s) ¼ 16 p=t1ð Þ2
t1

e�s taþt
2ð Þsinh st1

2

� �
sinh s t�t1ð Þ

2

h i
s2 s2 þ 4 p=t1ð Þ2� � : (6:35)

For the normalized time defined by Equation 6.29, one can rewrite this result as

U(s) ¼ 16 p=t1ð Þ2
t1

e�sp2 sinh st1
2

� �
sinh jps

2

� �
s2 s2 þ 4 p=t1ð Þ2� � , (6:36)

where j ¼ 1
1þ 2taþtð Þ=t0 < 1. Using the expansion [11] of

sinh(x) ¼ x
Y1
k¼1

1þ x2

4k2p2


 �
(6:37)

and approximating

sinh s
t1
2

� �
� st1

2
1þ s2t21

4p2


 �
(6:38)

and

sinh
jps
2


 �
� jps

2

Yn
l¼1

1þ s2

(2l=j)2

� 	
(6:39)
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(the choice of n is discussed below), one can write

U(s) � Ce�sp2
Yn
l¼1

s2 þ 2l
j


 �2
" #

, (6:40)

where C ¼ (jp)2nþ1= 4v
Qn

l¼1 l
2

� �
. The approximation (Equation 6.38) defines the maximum frequency,

vm, where Equation 6.40 is valid on the jv-axis, namely,

(2p)=t1 � vm < (4p)=t1 (6:41)

(the calculations show that using (3p)=t1 for the right-hand side is usually sufficient).
In this problem, the output pulse u(t) is usually the result of application of a step voltage to the

network input. Then, if the Laplace transform of this input voltage is written as

U1(s) ¼ 1=(Ks), (6:42)

then the realized value of K (it will be defined below) gives us the voltage source efficiency coefficient.
The ratio U(s)=U1(s) is a nonrealizable transfer function. Yet, using the previously developed

approach, it is possible to find further approximation to Equation 6.40 so that the resulting ratio will
be realizable.
We calculate ReU(jv) and ImU(jv) for the approximation (Equation 6.40). Substituting s¼ jv one

finds that

ReU( jv) � C cos v
p

2

� �Yv
l¼1

2l
j


 �2

�v2

" #
(6:43)

and

ImU( jv) � �C sin v
p

2

� �Yv
l¼1

2l
j


 �2

�v2

" #
: (6:44)

Taking into consideration Equations 6.18 and 6.19, one can see that ReU( jv) has real zeros at ak¼
�(2kþ 1) with k¼ 0, 1, 2, . . . and ImU( jv) has zeros at bk ¼ � 2k with k¼ 0, 1, 2, . . . as well. These zeros
are alternating (or interlacing). In addition, both ReU( jv) and ImU( jv) have common zeros located at
gl ¼ � 2l=j with l¼ 1, 2, . . . , n. Then, in accordance with the previous part, to approximate U(s) in the
bandwidth defined by Equation 6.41, one can use the algebraic ratio

Ua(s) ¼ A1
Qn

l¼1 [s
2 þ (2l=j)2Qn1

k¼0 s2 þ (2kþ 1)2
� �þ A2s

Qn
k¼1 s2 þ 4k2ð Þ : (6:45)

The coefficients A1 and A2 may be found equating Ua(s) given by Equation 6.45 to U(s) given by Equation
6.36 at two points of the s-plane.
The Equation 6.41 defines the maximum approximation bandwidth vm for Equation 6.45 as well. To

obtain simpler networks, it is better to be closer to the left-hand side of this inequality. Then, one can find
n from the approximate condition

2n=j � 2p=t1: (6:46)
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Then, n1 may have two values, namely n1¼ n for even-order denominators and n1¼ n� 1 for odd-order
ones. This gives two approximate equations 2p=t1� 2n and 2p=t1� 2n1þ 1 for the even- and odd-part
superscripts of the denominator.
Finally, to obtain the transfer function for the input step voltage, one has to multiply the approximat-

ing ratio Ua(s) by Ks. This finally gives

H(s) ¼ KA1s
Qn

l¼1 s2 þ (2l=j)2
� �

Qn1
k¼0 s2 þ (2kþ 1)2

� �þ A2s
Qn

k¼1 s2 þ 4k2ð Þ : (6:47)

Representing this H(s) ¼ N(s)= D2(s)þ A2sD1(s)½ � as in Equation 6.13, one obtains y21(s) ¼ �N(s)=D2(s)
and y22(s) ¼ A2sD1(s)=D2(s), two parameters that are sufficient to realize the network within a constant
multiplier for y21.

The maximum value of K is defined by the Fialkov condition [9], which specifies that for the
unbalanced two ports, the transfer function numerator coefficients should be less or equal to the
denominator coefficients for the corresponding degrees of s. The finalized voltage source efficiency
coefficient depends on the realized value of A1.

As an example, we consider the network with the step response that approximates the delayed quasi-
rectangular pulse with the following parameters: the delay time ta¼p=6, the duration of each front is
t1¼p=6, the pulse duration calculated at the level of 0.5 of the output amplitude is t0¼p=2, and the
total pulse duration is t¼ (2p)=3. The reader may notice that this pulse was used in Figure 6.4 to
illustrate the problem. The dashed line shows the pulse shape corresponding to the initial assumptions
described by Equation 6.28.
Using the pulse parameters one can find that j¼ (t� t1)=p¼ 0.5. Then, using Equations 6.41 and

6.46, one can find that n¼ 3, n¼ 6, and n1¼ 6. This allows one to find the ratio that approximates the
Laplace transform (Equation 6.36) as

Ua(s) ¼ A1 s2 þ 16ð Þ s2 þ 64ð Þ s2 þ 144ð ÞQ6
k¼0 s2 þ (2kþ 1)2

� �þ A2s
Q6

k¼1 s2 þ 4k2ð Þ : (6:48)

Equating Equations 6.36 and 6.48 at s¼ 0 and s¼ j, one can find A1¼ 1.9453 105 and A2¼ 1.329. The
original, ua(t), corresponding to this transform is shown in Figure 6.5. The network transfer function,
thus, is given by the ratio

H(s) ¼ K � 1:945� 105s s2 þ 16ð Þ s2 þ 64ð Þ s2 þ 144ð ÞQ6
k¼0 s2 þ (2kþ 1)2

� �þ 1:329s
Q6

k¼1 s2 þ 4k2ð Þ : (6:49)

Finally, one divides the numerator and denominator of H(s) by
Q6

k¼0 s2 þ (2kþ 1)2
� �

and obtains

y22 ¼ 1:329s
Q6

k¼1 s2 þ 4k2ð ÞQ6
k¼0 s2 þ (2kþ 1)2

� � (6:50)

and

y21 ¼ K � 1:945� 105s s2 þ 16ð Þ s2 þ 64ð Þ s2 þ 144ð ÞQ6
k¼0 s2 þ (2kþ 1)2

� � : (6:51)

Using the Fialkov condition, one can find that the maximal achievable voltage source efficiency
coefficient is K¼ 0.984.
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A realization of this transfer function is shown in Figure 6.6. It starts by realization of common zeros
of y22 and y21 (i.e., by realization of poles of y�1

22 at s¼ 0, s ! 1, s¼�j4, s¼�j8, and s ¼ � j12)
and finishes by the Cauer form to realize other zeros of y21 located at s ! 1.

One can verify that the realized value of A1 is equal to 1.9113 105. Hence, the realized value of K will
be less than the maximum achievable one and equal to 0.967.
The normalized duration of pulse was p=2, the normalized value of the load was unit. If the required

duration of pulse is tr s and the load resistor is R ohms, then each value of inductance in the network of
Figure 6.6 should be multiplied by 2tr R=p and the value of each capacitor by 2tr=(Rp).
Table 6.1 shows that with increase of delay, the maximum voltage source efficiency coefficient

increases as well so that the output pulse amplitude can be larger than the amplitude of the input step
voltage. The table was calculated for the pulses with the same ratio t1=t0¼ 1=3 when the shape of pulse in
absolute time is preserved, and in all cases v¼ 3. We also indicated the required transfer function
parameters as well.
To better visualize the deflection of the realized shapes of the output pulses from the initially assumed

shapes, Figure 6.7a and b shows the output pulses for the first and the third lines, respectively, of the

ξ = 1/2
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0.4

0.2
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(t)

0 0.5 1
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Original for approximating ratio

1.5 2 2.5 3 3.5 4 54.5

FIGURE 6.5 Step response of the pulse-shaping network.
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FIGURE 6.6 Realization of the pulse-shaping network.
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TABLE 6.1 Delay Influence on Voltage Source Efficiency

j¼ t0=p t1=p ta=p K n¼ n1 A1 A2

3=4 1=4 0 0.663 4 1.6253102 9.462

1=2 1=6 1=6 0.984 6 1.9453105 13.292

1=3 1=9 5=18 1.476 9 2.67331011 19.886
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FIGURE 6.7 Deterioration of output pulse with increasing delay: (a) j¼ 3=4 (no delay) and (b) j¼ 1=3, ta=p¼ 5=18.
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Table 6.1 as well. One can see that with increasing delay, the slew rate of the fronts deteriorates and
differs from that initially assumed. The duration of the pulse at the level of 0.5 is preserved.
If the zeros of y12 coincide with the zeros of y22, the realization is simplified. This was the case in the

considered example (it is easy to verify that it is also valid for the transfer function obtained from the
third line of Table 6.1). Usually, it can be easily done for one zero only.

6.3 Transfer Functions of Wideband Amplifiers

Wideband amplifiers with a monotonic step response are frequently used for amplification of pulse
signals. Their investigation was started by Elmore [13], and the basic results of this work are still used in
the design [14–16]. Elmore’s approach allowed one to obtain the relationships between the delay time,
rise time, and the number of stages for such amplifiers. Yet, this approach introduces a strong limitation:
it requires that the poles of transfer functions should be located on the negative real axis of the s-plane
[13]. The synthesis of the filters with maximally flat delay (Bessel filters) [17] and the Gaussian-response
filters [18] removed this restriction. But the transfer functions of these filters were found indirectly, from
the requirements in the frequency domain. There is no immediate relationship between the delay-to-rise-
time ratio (which is the main parameter in the design of the amplifiers with monotonic step response)
and the filter order. One has to simulate their step responses using the available tables of transfer function
poles [19], evaluate the delay-to-rise-time ratio, and then decide upon the required order of the transfer
function.
It was shown in [4] how to find the transfer function numerically with a monotonic step response

starting from the requirements to the delay-to-rise-time ratio. Later on, this problem was solved in [20],
yet the results of this work are not easy to apply for design of wideband amplifier transfer functions.
Finally, follow the approach proposed in [5], it was shown in [21,22] how to find the transfer functions
with monotonic step response and optimized delay-to-rise-time ratio.
Here, we consider a particular case of the solution given in [21]. The amplifier transfer functions

tabulated below are obtained when the amplifier impulse response is approximated by the period of
sin2(p t=t) function (here t�p). This period is symmetrically located within the interval 0� t�p of
the normalized time t. Then, one repeats the above outlined approximation steps. One finds the
Laplace transform of the output response. Approximating further this Laplace transform by a suitable
transfer function, one can find an all-pole realizable transfer function of ‘‘maximal for chosen t

order.’’
The results of this synthesis procedure are represented by the table of step-response parameters for the

transfer functions from the fourth to tenth order. The parameters are also compared with Bessel and
Gaussian filter transfer functions of the corresponding order. The table of corresponding transfer
functions poles is also given. We do not give the realization of the tabulated transfer functions by LC
two-port networks loaded by resistor. The transfer functions of wideband amplifiers are usually realized
by active networks, and their realization can be found elsewhere [23]. The proposed method is easily
extended on the synthesis of delay networks [24].

6.3.1 Parameters of the Step Response and Its Laplace Transform

Here, the amplifier impulse response, h(t), is approximated by the period of the sin2(p t=t) function (here
t�p) symmetrically located within the interval 0� t�p of the normalized time t, i.e.,

h(t) ¼
0 0 � t � (p� t)=2

A sin2 p
t t � p

2 þ t
2

� �
p�t
2 � t � pþt

2

0 (pþ t)=2 � t � p

:

8>><
>>:

(6:52)
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The amplitude, A, of the impulse response will be chosen from the normalization condition of the step
response, u(t), so that

ð(pþt)=2

(p�t)=2

h(t)dt ¼ 1: (6:53)

One finds that A¼ 2=t. Then, the delay time td¼p=2, the rise time tr¼ 1=A, and the delay-to-rise-time
ratio, r, is equal to

r ¼ td=tr ¼ p=t: (6:54)

Using the tables [7] and the delay theorem [8], one finds the Laplace transform of Equation 6.52 as

F(s) ¼ 4(p=t)2 1� e�tsð Þ
t s s2 þ (2p=t)2

� � e� p�t
2ð Þs: (6:55)

In the following, we will also need the numerical values of this transform at s¼ 0 and s¼ j. One can find

that F(0)¼ 1 and F( j) ¼ �j 8(p=t)
2 sin (t=2)

t (2p=t)2�1½ � .

6.3.2 Transfer Function Approximation

The Laplace transform (Equation 6.55) can be rewritten as

F(s) ¼ 8(p=t)2sinh(ts=2)

ts s2 þ (2p=t)2
� � e�sp2 : (6:56)

Using the expansion (Equation 6.37) for the function of sinh x, and approximating the infinite product
with two terms, as

sinh(st=2) � st
2

1þ s2t2

4p2


 �
, (6:57)

one finds that F(s) can be approximated as

F(s) � e�sp2 : (6:58)

The validity region of this approximation is determined by the first term in the discarded part of the
approximation (Equation 6.57). On the jv-axis, the border for the maximal frequency, vm, where
the approximation (Equation 6.58) is still valid, is thus, determined by the inequalities

(2p)=t < vm < (4p)=t: (6:59)

On the jv-axis, the function (Equation 6.58) becomes

Fa( jv) ¼ cos (vp=2)� j sin (vp=2): (6:60)
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The functions cos(vp=2) and sin(vp=2) can also be represented as infinite products as in Equations 6.17
and 6.18, one can write that

Fa( jv) ¼
Y1
i¼0

1� v2

(2iþ 1)2


 �
�j

vp

2

Y1
i¼1

1� v2

4i2


 �
: (6:61)

Using the finite number of terms in the products, one can approximate F(jv) as

Fa( jv) �
Yn1
i¼0

1� v2

(2iþ 1)2


 �
�j

vp

2

Yn
i¼1

1� v2

4i2


 �
: (6:62)

This result allows one to find a realizable transfer function

Ha(s) ¼ A1Qn1
i¼0 s2 þ (2iþ 1)2

� �þ A2s
Qn

i¼1 s2 þ 4i2ð Þ (6:63)

that approximates F(s) given by Equation 6.56.
The following two possibilities should be considered for n1 and n. If n1¼ n, then the denominator

degree is even, if n1¼ n� 1 then the denominator degree is odd. Indeed, if these conditions are satisfied,
and A1 and A2 are positive, then the denominator of Ha(s) is a Hurwitz polynomial [9]. The denominator
roots will be located in the left half of the s-plane, and this Ha(s) can be realized as a cascade connection
of first- and second-order low-pass stages.
The approximation will be the best if one takes the maximum possible value of n1 or n in Equation

6.63. Substituting s¼ jv in Equation 6.63, one can find that

Ha(jv) ¼
A1

Qn1
i¼0 (� v2 þ (2iþ 1)2

� �� jA2v
Qn

i¼1 �v2 þ 4i2ð ÞQn1
i¼0 �v2 þ (2iþ 1)2

� �� �2þA2
2v

2
Qn

i¼1 �v2 þ 4i2ð Þ� �2� � (6:64)

Comparing Equations 6.64 and 6.62, one can see that to have the maximal order of the transfer function
one has to take the maximal value of n1 or n in Equation 6.62 as well. But the choice of n1 and n is
defined, as it follows from Equation 6.59, by the following inequalities

(2p)=t < 2n1 þ 1 < (4p)=t

(2p)=t < 2n < (4p)=t


: (6:65)

One has to choose the largest value satisfying one of these inequalities. If this largest value is n1¼m, then
one takes n¼m as well and obtains the transfer function of even order. If this largest value is n¼m,
then one takes n1¼m� 1, and obtains the transfer function of odd order.
Finally, to find A1, one equates Ha(s) and F(s) at s¼ 0. This gives A1 ¼

Qn1
i¼1 (2iþ 1)2. Equating Ha(s)

and F(s) at s¼ j one finds

A2 ¼ t[(2p=t)� 1]A1

8(p=t)2 sin (t=2)
Qn

i¼1 (2i)2 � 1
� � :
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6.3.3 Example of Transfer Function Design

Assume that we design an amplifier transfer function with r¼ 1.6. This requires that t¼ 5p=8. Substi-
tuting this value in Equation 6.65, one obtains the inequalities

3 1
5 < 2n1 þ 1 < 6 2

5

3 1
5 < 2n < 6 2

5

(
: (6:66)

From these inequalities, one finds that n¼ 3 and n1¼ 2. Hence, the realizable transfer function

Ha(s) ¼ A1Qi¼2
i¼0 s2 þ (2iþ 1)2

� �þ A2
Qi¼3

i¼1 s2 þ (2i)2
� � (6:67)

of the seventh-order approximating Fa(s) (and, hence F(s) given by Equation 6.56) is found. It has the
maximal possible order for the required t. The constants A1 and A2 can be calculated equating F(s) given
by Equation 6.56 and Ha(s) given by Equation 6.67 at the points s¼ 0 and s¼ j. One finds that A1¼ 225
and A2¼ 0.1522. Hence, the realizable transfer function

Ha(s) ¼ 225
s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ þ 0:1522s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ (6:68)

is approximating F(s) for t¼ 5p=8.
The impulse and step responses for this transfer function are shown in Figure 6.8. One can see that the

impulse response of Equation 6.68 is close to the response (Equation 6.52) for t¼ 5p=8, and the step
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FIGURE 6.8 Example of impulse and step responses.
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response is practically monotonic (the overshoot is 1.3% and the undershoot is 0.9%). The realized delay-
to-rise-time ratio obtained in simulation is rs¼ 1.5.

6.3.4 Tabulated Results

The results of our derivation are summarized in two tables. Table 6.2 gives the step-response parameters
of the derived transfer functions. In Table 6.2, D is the degree of the transfer function denominator, r is
the estimate of delay-to-rise-time ratio obtained from Equation 6.54, rs is the delay-to-rise-time ratio
obtained in simulations of approximating transfer functions, Ov is the step-response overshoot obtained
in simulations, and Un is the undershoot also obtained in simulations.
These overshoot and undershoot columns deserve some discussion. Let us return to the example, the

step response of the transfer function with D¼ 7 (Figure 6.8). As one can see, the step response u(t) does
not have the overshoot as it usually appears in ‘‘normal’’ transfer functions, that is, during application of
the pulse signal. Here one has a small postpulse wave located in the interval p< t< 2p. One can verify
that this is valid for all proposed transfer functions. Finally, Table 6.2 gives the comparison of the
proposed transfer functions with the transfer functions of the Bessel (rb, Ovb) and Gaussian (rg, no
overshoot) filter transfer functions. Table 6.3 gives the poles of the transfer functions.

6.4 Forming a Sinusoidal Pulse

Recently, most of the industrial emphasis in ultra-wideband technology (UWB) has focused on the short
range, high-data-rate applications. However, due to its low power properties, impulse UWB is also
suitable for low-power, low-data-rate applications [25]. One of the challenges in such low-power systems
is how to efficiently generate the pulses. Several common pulse waveforms were studied, with the relation
between their spectral characteristics and waveform parameters pointed out [26,27]. The approximation
method described here allows one to synthesize the pulse-forming reactance networks loaded by resistors,
and these networks may represent, in applications to UWB systems, model of transmitting antennas.

TABLE 6.2 Step Response Parameters

D t r rs Ov(%) Un(%) rb Ovb(%) rg

4 p 1.00 1.06 1.4 1.9 0.91 0.8 0.87

5 7p=8 1.15 1.20 0.3 1.5 1.06 0.8 0.98

6 3p=4 1.33 1.36 1.2 0.8 1.20 0.6 1.11

7 5p=8 1.60 1.50 1.3 0.9 1.32 0.5 1.21

8 p=2 2.00 1.63 1.6 0.0 1.42 0.3 1.31

9 15p=32 2.13 1.74 1.5 0.6 1.52 0.2 1.43

10 7p=16 2.29 1.86 1.2 0.0 1.63 0.1 1.50

TABLE 6.3 Transfer Functions Poles

D Poles

4 �0.664� j2.228; �1.103� j0.669

5 �0.604� j3.174; �1.032� j1.508; �1.140

6 �0.532� j4.119; �0.949� j2.293; �1.259� j0.730

7 �0.487� 5.095; �0.860� j3.206; �1.215� j1.526; �1.320

8 �0.460� j6.083; �0.806� j4.172; �1.148� j2.446; �1.230� j0.857

9 �0.404� j7.060; �0.678� j5.096; �0.969� j3.167; �1.344� j1.304; �1.880

10 �0.400� j8.059; �0.677� j6.100; �0.980� j4.204; �1.272� j2.498; �1.312� j0.874
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Comparing the complexities of the network forming pulses of different shapes gives additional informa-
tion for UWB system design. The developed synthesis approach is suitable for many pulse forms used in
UWB systems, but for the reasons of space limitations, we consider only an example of synthesis of the
network forming sinusoidal pulse with sinusoidal envelope [28]. In [29], one can find information on
the pulse-forming network for monocycle pulse.

6.4.1 Required Transfer Function

Let the required output pulse u(t) be a sinusoidal oscillation of a radian frequency v with a sinusoidal
envelope, sin Vt that has the finite duration of Vtd¼p in the normalized time (Figure 6.9), that is,

u(t) ¼ g(t) sin nt ¼ sinVt sin nt 0 � Vt � p

0 Vt > p
:

(
(6:69)

It is assumed here that Equation 6.69 is the impulse or a step response. Then using the shift theorem [8],
one can find that the Laplace transform of the envelope g(t) is

G(s) ¼ V 1þ e�psð Þ
s2 þV2 (6:70)

Considering that sin vt¼ (ejv� e�jv)=(2j) and using the theorem of complex translation [8], one writes
that the Laplace transform of u(t) is equal to

F(s) ¼ V

2j
1þ e�p(s�jn)

(s� jn)2 þV2 �
1þ e�p(sþjn)

(s� jn)2 þV2

� 	
: (6:71)

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5
–1

–0.8

–0.6

–0.4

–0.2

0

0.2

0.4

0.6

0.8

1
Required output response

u(
t)

t

π

FIGURE 6.9 Required output response with sinusoidal envelope.
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After some simple algebra, one obtains that

F(s) ¼ 2nVs 1� (�1)nþ1e�ps
� �

s2 þ (nþV)2
� �

s2 þ (n�V)2
� � : (6:72)

Considering that V¼ 1 and assuming that n is an integer, one can rewrite that

F(s) ¼ 2ns 1� (�1)nþ1e�ps
� �

s2 þ (nþ 1)2
� �

s2 þ (n� 1)2
� � : (6:73)

It is possible to consider two cases. If nþ 1 is even, then Equation 6.73 becomes

Fev(s) ¼
4nse�

p
2ssinh p

2 s
� �

s2 þ (nþ 1)2
� �

s2 þ (n� 1)2
� � : (6:74)

If nþ 1 is odd, then Equation 6.73 becomes

Fodd(s) ¼
4nse�

p
2scosh p

2 s
� �

s2 þ (nþ 1)2
� �

s2 þ (n� 1)2
� � : (6:75)

Then, Equations 6.74 and 6.75 do not belong to a class of realizable transfer functions if they are the
transforms of impulse responses. Their multiplication by s (for the case if they are transforms of the step
responses) does not give realizable functions either. One has again to truncate the decompositions into
products for transcendental functions, and to find the required final approximation.

6.4.2 Approximation for Realization

Now, we find the approximations to the Laplace transforms (Equations 6.74 and 6.75) resulting in the
realizable transfer functions. Let us restrict ourselves by the last case (nþ 1 is odd) only. The other case
can be considered in a similar way. Substituting s¼ jv, one can find that

ReFodd( jv) ¼
2nv sin p

2 v
� �

cos p
2 v

� �
�v2 þ (nþ 1)2
� � �v2 þ (n� 1)2

� � (6:76)

and

ImFodd( jv) ¼
2nv cos2 p

2 v
� �

�v2 þ (nþ 1)2
� � �v2 þ (n� 1)2

� � : (6:77)

Taking Equations 6.17 and 6.18 into consideration, one can see that ReFodd(jv) and ImFodd(jv) have
common zeros at v¼ 0; and v¼�1; �3; �5; . . . (due to the common multiplier cos(pv=2)), yet the
zeros v¼�(n� 1) and v¼�(nþ 1) of this multiplier are not common zeros (they are canceled by the
poles). Then, the ReFodd( jv) has the zeros at v¼ 0;�2;�4;�6; . . . (due to the multiplier sin(pv=2)), and
the ImFodd( jv) has the zeros at v¼�1; �3; �5; . . . (due to the second multiplier of cos(pv=2)). Hence
in the last two groups, the zeros are alternating. One can see that the ratio Hodd(s) for approximation of
F(s) should have the form
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Hodd(s) ¼
A1s

Qk¼r
k¼0, k 6¼n�1, k 6¼nþ1 s

2 þ (2kþ 1)2
� �

Qn
k¼0 s

2 þ (2kþ 1)2
� �þ A2s

Qn1
k¼1 s

2 þ 4k2ð Þ : (6:78)

Indeed, if one calculates ReHodd( jv) and ImHodd( jv) and compare them with ReFodd( jv) and
ImFodd( jv), one finds that the zeros of ReHodd( jv) and ImHodd( jv) have the same properties: there
are common zeros (due to the numerator) and alternating zeros (due to even and odd polynomials in the
denominator). The number of zeros is, of course, finite, and is defined by the order of Hodd(s). In practice
it is sufficient to choose r¼ nþ 2. Then one chooses n¼ n1 for even and n¼ n1� 1 for odd polynomials
in the denominator. The maximal of these two numbers max(n, n1)	 r. The approximation becomes
better when the order of Hodd(s) increases. The constants A1 and A2 can be found equating Fodd(s) and
Hodd(s) at two points of the s-plane. The case of Fev(s) is treated in a similar way.

6.4.3 Example

As an example, we consider the network that should have the impulse response

u(t) ¼ sin t sin 5t 0 � t � p

0 t > p
:


(6:79)

(It is this pulse that was shown in Figure 6.9.) We have nþ 1¼ 6, that is, the even case. It is easy to find
that the Laplace transform of Equation 6.79 is equal to

Fev(s) ¼
20se�

p
2ssinh p

2 s
� �

s2 þ 42ð Þ s2 þ 62ð Þ : (6:80)

The real and imaginary parts of this function are

ReFev( jv) ¼ � 20v cos p
2 v

� �
sin p

2 v
� �

�v2 þ 16ð Þ �v2 þ 36ð Þ (6:81)

and

ImFev( jv) ¼
20v sin2 p

2 v
� �

�v2 þ 16ð Þ �v2 þ 36ð Þ : (6:82)

In the interval 0�v� 8, the functions ReFev(jv) and ImFev(jv) have double common zero at v¼ 0, and
simple common zeros at v¼�2 and v¼�8. The zeros at v¼�4 and v¼�6 are not common zeros,
after cancelation of poles at v¼�4 and v¼�6 they disappear from ReFev(jv) and left in ImFev(jv)
only. The function ReFev(jv) has zeros at v¼�1; �3; �5; �7. These zeros are alternating with the zeros
v¼ 0 �2; �4; �6; �8 that occur in ImFev(jv) due to the second sin(pv=2) multiplier in the numerator
of Equation 6.82. As a result, one can use the ratio

Hev(s) ¼ A1s2 s2 þ 4ð Þ s2 þ 64ð Þ
s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ s2 þ 49ð Þ þ A2s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ s2 þ 64ð Þ½ � : (6:83)

The coefficients A1 and A2 can be found, for example, equating Equations 6.81 and 6.84 at s¼ j4 and
s¼ j5. One finds that A1¼ 2.65762 and A2¼ 0.13288.
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Because Equation 6.80 is the impulse response, one takes directly

H(s) ¼ Hev(s): (6:84)

Figure 6.10 shows the inverse Laplace transform h(t)¼ L�1(H(s)) of this transfer function that is
compared with u(t) given by Equation 6.79.
Dividing the numerator and denominator of H(s)¼Hev(s) by the odd part of the denominator one

writes that

y21 ¼ � A1s
A2 s2 þ 16ð Þ s2 þ 36ð Þ (6:85)

and

y22 ¼ s2 þ 1ð Þ s2 þ 9ð Þ s2 þ 25ð Þ s2 þ 49ð Þ
A2s s2 þ 4ð Þ s2 þ 16ð Þ s2 þ 36ð Þ s2 þ 64ð Þ : (6:86)

The LC-realization using these two parameters is shown in Figure 6.11. The realization is done within a
constant multiplier for y21. It starts by realization of the private poles of y22 at s¼ 0, s¼�2, and s¼�j8.
The residual admittance

y022 ¼
2:850s s2 þ 24:936ð Þ
s2 þ 16ð Þ s2 þ 36ð Þ (6:87)

is realized, first, by subtraction of the poles of 1=(y022) at s¼ 0 and s¼1. This provides the zeros at s¼ 0
and s¼1 common for y21 and y022. Then, after subtraction of the series elements corresponding to these
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FIGURE 6.10 Network output response.
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poles of 1=(y022), the final residual conductance is realized to provide two additional zeros of y21 at s¼1.
One can find that this realization provides the level of y21 that is 3.553 times higher than that given by
Equation 6.85.
One can see that multiplication of Equation 6.83 by s gives the realizable function as well. The

realization of the network providing Equation 6.79 as the step response is not given here for the reason
of space limitation.

6.5 Summary

The synthesis of a pulse-forming network with output response that is close to a rectangular shape pulse
requires two step approximation procedure. The derivative of this output response is described by
positive and delayed negative semi-periods of the sine-squared function. This is the first step of
approximation procedure. The real and imaginary parts of Laplace transform of thus approximated
output pulse are expanded in infinite products. Then, using a finite number of terms in these products,
one obtains an algebraic ratio that approximates this Laplace transform. This is the second step of
approximation procedure.
If the input excitation is the unit impulse function, the obtained ratio is directly the required transfer

function realizable by a reactance network loaded by resistor. Two closely connected realizable transfer
functions (providing the same output) are obtained by simple multiplication of the previously obtained
transfer function by s (if the input excitation is the unit step function) or by (s2þV2) (if the input
excitation is the sinusoid of unit amplitude and of frequency V).

The synthesis of a linear network shaping a nonperiodic (in the considered case quasi-rectangular)
pulse from the sinusoidal voltage is using the short period of time after turning on this input voltage. The
zeros of transfer function are used to reject the periodic solution and create zero solution during the
network steady-state operation. The efficiency of this pulse-shaping circuit may be insufficient; yet,
conceptually the synthesis procedure is not very much different from the synthesis of pulse-shaping
networks using for this purpose the discharge of a capacitor.
The two-step approximation resulting in the realizable reactance networks may be extended on the

wide variety of output pulses including wideband amplifier transient responses and sinusoidal pulses of
finite duration and with wide variety of envelop shape.
The method is simple, and the output response is approximated with a small error. The network

complexity to obtain better approximations can be easily controlled. The approximation precision as well
as the network complexity can be improved using computer methods [30].
The proposed procedure for synthesis of pulse-forming networks is based on approximation of the

meaningful part of the output signal spectrum. The zeros of real and imaginary parts of approximated
and approximating functions coincide in the meaningful part of the spectrum, and their amplitude values
are close to each other. This closeness of spectrums provides good approximation in the time domain.
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FIGURE 6.11 Realization of the pulse-shaping network.
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7.1 Introduction

Real-time and off-line processing of continuous-time signals by digital means (digital signal processing
[DSP]) has become a viable processing mode over analog means for several reasons, some of which are
digital signal processors, microcontrollers, and microprocessors. These are inexpensive, programmable,
reproducible, consume low power, have computing speeds suitable for signals with bandwidths beyond
base band video, and can operate in extreme environments. Some broad application areas of DSP are
automotive industry, consumer electronics, communication systems, and medical systems.
Since real-world signals are continuous in time, the technologist must properly interpret results of

processing signals by digital means. This requires an understanding of the origin of and relationship
among the basic tools used for DSP. We shall first consider the Fourier series (FS) concept for
continuous-time periodic signals. Everything that follows will be based on this concept.
This chapter is intended for those who have some experience with the material generally covered in

a first course on continuous-time signals and systems, and would like a brief introduction to the
fundamentals of DSP.

7.1.1 Fourier Series for Continuous-Time Periodic Signals

Given is a real and periodic signal x(t), which satisfies

x(t) ¼ x(t þ T0)
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for some period T0 and all t. One period of x(t) is xp(t)¼ x(t), for t0� t< t0þT0 and xp(t)¼ 0 for t< t0
and t� t0þT0, where t0 is arbitrary. The periodic signal x(t) can be written as the periodic extension of
xp(t), which is

x(t) ¼
Xþ1

r¼�1
xp(t � rT0)

Let us approximate x(t) by a sum of sinusoidal functions given by

x̂(t) ¼ â0 þ
X1
k¼1

âk cos(kv0t)þ
X1
k¼1

b̂k sin(kv0t)

where v0, called the fundamental frequency, is found with v0¼ 2p=T0 rad=s and f0¼ 1=T0 Hz. The
frequency v of each sinusoidal function is v¼ kv0. Therefore, the approximation x̂(t) is also periodic
with period T0. The approximation error is

e(t) ¼ x(t)� x̂(t)

We choose the coefficients â0, âk, and b̂k to minimize the mean square error given by

e2 â0, âk, b̂k
� �

¼ 1
T0

ðT0

0

e2(t)dt

which is a quadratic function of â0, âk, and b̂k. Denote the â0, âk, and b̂k that minimize e2 by a0, ak, and bk,
respectively. Setting the partial derivatives of e2 with respect to â0, âk, and b̂k to zero gives

a0 ¼ 1
T0

ðT0

0

x(t)dt

which is the average value of x(t), and

ak ¼ 2
T0

ðT0

0

x(t) cos(kv0t)dt

bk ¼ 2
T0

ðT0

0

x(t) sin(kv0t)dt

If x(t) satisfies the Dirichlet conditions, which are that x(t) must

1. Have a finite number of extrema in any given time interval
2. Have a finite number of discontinuities in any given time interval
3. Be absolutely integrable over a period

then setting â0¼ a0, âk¼ ak, and b̂k¼ bk gives e
2(a0, ak, bk)¼ 0, and we write

x(t) ¼ a0 þ
X1
k¼1

ak cos(kv0t)þ
X1
k¼1

bk sin(kv0t) (7:1)
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which is called the FS representation of x(t), and the a0, ak, and bk are the trigonometric FS coefficients of
x(t). If x(t) is discontinuous at t¼ td, then for t¼ td, the FS converges to the average value of x(t) about
t¼ td, which is

x(t�d )þ x(tþd )
2

(7:2)

Furthermore, if x(t) is everywhere finite and continuous, then we have the stronger result that e(t)¼ 0.
For further development, it is more convenient to apply Euler’s identity, which is

e ja ¼ cos (a)þ j sin (a) (7:3)

for any real number a, and then x(t) becomes

x(t) ¼ a0 þ
X1
k¼1

ak
e jkv0t þ e�jkv0t

2
þ
X1
k¼1

bk
e jkv0t � e�jkv0t

j2

Let

Xk ¼ ak
2
� j

bk
2

Since ak¼ a�k and bk¼�b�k, we have X�k¼Xk*, and therefore, we can write

x(t) ¼
Xþ1

k¼�1
Xke

jkv0t (7:4)

where X0¼ a0 and

Xk ¼ 1
T0

ðt0þT0

t0

x(t)e�jkv0tdt (7:5)

for any t0. This representation for x(t) is called the complex FS, and the Xk are called the complex FS
coefficients. We say that x(t) and Xk are a FS pair, which is denoted by x(t) $ Xk. In general, the
FS coefficients Xk are complex. However, if x(t) is an even time function, then Xk is real, which means
that x(t) can be represented with only cosine terms, and if x(t) is an odd time function, then Xk is
imaginary, which means that x(t) can be represented with only sine terms.
Let us write Xk in polar form to get

Xk ¼
���Xk

���e jffXk

where
jjXkjj is the magnitude of Xk

ffXk is the angle of Xk

then Equation 7.4 becomes

x(t) ¼ X0 þ 2
X1
k¼1

���Xk

��� cos kv0t þ ffXkð Þ (7:6)
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Notice that jjXkjj ¼ jjX�kjj, an even function of k, and ffXk¼�ffX�k, an odd function of k. Here we see
that jjXkjj gives information about the amplitude and ffXk gives information about the phase angle of the
sinusoidal contribution to x(t) at the frequency v¼ kv0. Thus, jjXkjj versus k is called the magnitude
spectrum of x(t), and ffXk versus k is called the phase spectrum of x(t).

As we study cyclical phenomena, we are interested to know the strengths and time displacements of
sinusoidal components in x(t) at the frequencies f¼ kf0 Hz.

7.1.2 Example and Discussion

To be practical, we must truncate the series in Equation 7.4 to use a finite number of terms, giving

x(t) ffi
XþK

k¼�K

Xke
jkv0t (7:7)

To see what happens for different values of K, let us apply Equation 7.7 to the periodic signal shown in
Figure 7.1.
The complex FS coefficients for this signal are given by

Xk ¼ 1
3

ð3

0

x(t)e�jk2p3 t dt ¼ 1
3

ð2:0

0:5

4e�jk2p3 t dt ¼ 4
kp

e�jk5p6 sin k
p

2

� �
, k 6¼ 0

and X0¼ 2. Figure 7.2 shows the magnitude spectrum of x(t), which shows the amplitudes of the
sinusoidal components of x(t) at the frequencies f¼ kf0 Hz.

Figure 7.3 shows the application of Equation 7.7 for increasing values of K. Notice the oscillation, called
Gibbs oscillation, about points of discontinuity in x(t). Even as K is increased, the oscillation remains with

31 2–1
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FIGURE 7.1 A periodic signal with discontinuities.
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FIGURE 7.2 Magnitude spectrum for �20� k�þ20.
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an amplitude exceeding x(t) by about 7% of the change in x(t) fromone side of the discontinuity to the other
side. Also notice that Gibbs oscillation becomesmore andmore concentrated about the discontinuities asK
is increased.

7.1.3 Discrete-Time Signals

We obtain a discrete-time signal by uniformly sampling a continuous-time signal at some sampling rate fs
samples=s (Hz), which is expressed by

x(nT) ¼ x(t)jt¼nT

where n, an integer, is called the discrete-time index and T¼ 1=fs is the sample time increment. If T is
known and fixed, we may write the discrete-time signal as x(n) instead of x(nT).
Some discrete-time signals are a matter of definition. A few standard signals are

1. Unit step function,

u(n� n0) ¼ 1, n� n0 � 0
0, n� n0 < 0

�

2. Unit pulse function (also called the Kronecker delta function),

d(n� n0) ¼ 1, n� n0 ¼ 0
0, n� n0 6¼ 0

�

3. Exponential function,
gn, for some real or complex constant g

4. Sinusoidal function,
cos(unþw)

In terms of a continuous timescale, these discrete-time signals are only defined at the discrete time points
given by t¼ nT.
The unit step function is commonly used to start (or stop) a given signal. For example, a sinusoidal pulse

can be expressed as cos((p=4)n)(u(n)� u(n� 8)), which is one cycle of the sinusoid. The unit pulse function
is used to position a value at a time point. For example, x(n)¼�5d(n� 2) positions the value �5 of x to
occur at the time n¼ 2, while for all other n, x has zero value. Through Euler’s identity (Equation 7.3), a
sinusoidal function can be expressed as the sum of two complex conjugate exponential functions.
We can write any discrete-time signal x(n) as a linear combination of unit pulse functions given by

x(n) ¼
Xþ1

i¼�1
x(i)d(n� i) (7:8)
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FIGURE 7.3 FS representation with K¼ 5, K¼ 20, and K¼ 100.
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7.1.4 Discrete Fourier Transform

For practical signals a function expression for x(t) is usually not available, and therefore we cannot
implement Equation 7.5 to find the spectrum Xk of x(t). However, x(t) can be sampled to obtain

x(nT) ¼ x(t)jt¼nT

where T is determined with

T ¼ T0

N
(7:9)

for some integer N, which makes x(n) a periodic discrete-time signal. We now develop an algorithm to
find information about Xk, given x(n).

To process x(n), which can have values in a continuous range, by digital means, we must input each
sample x(n) into an analog-to-digital converter to obtain xd(n), a digital signal, where each sample can
have only one of a finite number of possible values. We approximate x(n) with xd(n), and

x(n) ¼ xd(n)þ eq(n)

where eq(n) is the quantization error. In the following work x(n) will be used for DSP. This may be
acceptable if quantization error is negligible.
With the choice for T in Equation 7.9, x(n) is periodic with period N, and with Equation 7.4, x(n)

becomes

x(n) ¼
X1
k¼�1

Xke
jkv0nT

Since v0 ¼ 2p
T0

¼ 2p
NT, we get for x(n)

x(n) ¼
X1
k¼�1

Xke
jk2pNTnT ¼

X1
k¼�1

Xke
j2pN kn

Let us write k¼mþ rN, where m¼ 0, 1, . . . , N� 1 and r ¼ . . . , �2,�1, 0, 1, 2, . . . are integers, and then
x(n) can be written as

x(n) ¼
X1
r¼�1

XN�1

m¼0

XmþrNe
j2pN (mþrN)n ¼

XN�1

m¼0

X1
r¼�1

XmþrNe
j2pNmn

where ej(2p=N)rNn¼ 1. Let X̂ (k) be determined with

X̂(k) ¼
X1
r¼�1

XkþrN

and then x(n) becomes

x(n) ¼
XN�1

k¼0

X̂(k)e j
2p
N kn (7:10)
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Notice that X̂(k) and Xk are related because X̂(k) is the periodic extension of Xk, and therefore
X̂(k) is periodic, so that X̂(k)¼ X̂(kþ iN) for any integer i and all k. Knowing Xk, we can find X̂(k),
k¼ 0, 1, . . . , N� 1. Since X̂(k) is periodic, we have X̂(k)¼ X̂(k�N), and since the FS coefficients satisfy
Xk*¼X�k, we have X̂*(k)¼ X̂(N� k), and therefore

X̂(k) ¼ X̂*(N � k), k ¼ 0, 1, . . . ,N � 1

This means, for example, that X̂*(�1)¼ X̂(1)¼ X̂*(N� 1).
It would be very useful if we could obtain X̂(k) directly from x(n). To do this, multiply both sides of

Equation 7.10 by a particular exponential function, giving

x(n)e�j2pN nm ¼ e�j2pN nm
XN�1

k¼0

X̂(k)e j
2p
N kn ¼

XN�1

k¼0

X̂(k)e j
2p
N (k�m)n

where m is any integer in the range 0, 1, . . . , N� 1. Summing the left-hand and right-hand sides of this
equation for n¼ 0, 1, . . . , N� 1 gives

XN�1

n¼0

x(n)e�j2pN nm ¼
XN�1

n¼0

XN�1

k¼0

X̂(k)e j
2p
N (k�m)n ¼

XN�1

k¼0

X̂(k)
XN�1

n¼0

e j
2p
N (k�m)n

Applying the formula for the sum of a geometric series gives

XN�1

n¼0

e j
2p
N (k�m)n ¼

N , k ¼ m
1� e j

2p
N (k�m)N

1� e j
2p
N (k�m)

¼ 0, k 6¼ m

8<
:

and therefore

XN�1

n¼0

x(n)e�j2pN nm ¼ NX̂(m)

This results in the discrete Fourier transform (DFT) X(k) of x(n), n¼ 0, 1, . . . , N� 1, which is given by

X(k) ¼
XN�1

n¼0

x(n)e�j2pN nk, k ¼ 0, 1, . . . ,N � 1 (7:11)

and therefore

X(k) ¼ NX̂(k) ¼ N
X1
r¼�1

XkþrN (7:12)

Equation 7.10 becomes

x(n) ¼ 1
N

XN�1

k¼0

X(k)e j
2p
N kn (7:13)

which is called the inverse DFT (IDFT). Like X̂(k), X(k) is periodic with period N and X(k)¼X*(N� k).
We write that X(k)¼DFT {x(n)} and x(n)¼ IDFT{X(k)}.
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Equations 7.11 and 7.13 are very similar. If x(n) is real, then conjugating Equation 7.13 gives

x(n) ¼ 1
N

XN�1

k¼0

X*(k)e�j2pN kn ¼ 1
N
DFT X*(k)f g

Therefore, if we have an algorithm to compute Equation 7.11, the DFT, then that same algorithm, instead
of Equation 7.13, can be used to compute the IDFT.
While our interest is to investigate the spectral properties of a continuous-time periodic signal with

Equations 7.11 and 7.12, Equation 7.13 is a discrete-time FS representation for a discrete-time periodic
signal, and Equation 7.11 is used to find the discrete-time FS coefficients. We say that x(n) and X(k) are
a discrete Fourier series (DFS) pair, which is denoted by x(n) $ X(k). Notice that for a discrete-
time periodic signal, the FS uses a finite number of discrete-time sinusoids, while for a continuous-time
periodic signal, the FS in Equation 7.4 uses a countable infinite number of sinusoids. Furthermore, X(k) is
a periodic function in the frequency domain with period N.

7.1.5 Examples and Discussion

Given x(n), the result of sampling a continuous-time periodic signal x(t), we apply Equation 7.11 to
obtain X(k)¼DFT{x(n)}, because, in view of Equation 7.12, over one period of X(k) we expect to obtain
a function that potentially behaves like Xk, the spectrum of the continuous-time periodic signal.
An important property of x(t) that strongly influences the relationship between Xk and X(k) is whether
or not x(t) is bandlimited. If x(t) is bandlimited, then there is some positive integerM such that Xk¼ 0 for
jkj> M. We say that the bandwidth of x(t) is BW¼Mf0 Hz. Denote the BW by fc.

To see the effect of selecting an appropriate sampling frequency fs, let us work with the bandlimited
signal given by

x(t) ¼ 6 cos 10pt þ p

4

� �
þ 4 sin 30pt � p

3

� �
(7:14)

Here, f0¼ 5 Hz, and fc¼ 15 Hz, with M¼ 3. Figure 7.4 shows the magnitude spectrum of x(t). The
spectral points occur at the frequencies given by f¼ k(1=T0)¼ kf0 Hz, k¼�M, . . . , 0, 1, 2,M.

Now, let us sample this x(t) over one period to obtain N¼ 10 time domain samples x(n), n¼ 0, 1, . . . ,
N� 1. The magnitude of the DFT of x(n) is shown in Figure 7.5. Here we see two periods of the
magnitude of X(k) obtained from jjXkjj and its first translation jjXk�Njj. Depending on N, the translations
of Xk to all integer multiples of N may overlap. In Figure 7.5, N is large enough to prevent the overlap
of the translations of Xk, and therefore one period of X(k)=N gives Xk without error. Notice that for
k¼ 0, 1, . . . ,M we have jjXkjj for positive frequencies, and for k¼N� 1, N� 2, . . . , N�M we have jjXkjj
for negative frequencies.

0–1

3

2–2

Xk

kM–M 1

FIGURE 7.4 Magnitude spectrum of a bandlimited signal.
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In general, if x(t) is bandlimited and N�M>M, then the translations of Xk to integer multiples of N
cannot overlap. This condition can be written as

N �M
T0

>
M
T0

! N
NT

�Mf0 > Mf0

Therefore, if x(t) is bandlimited to fc and the sampling frequency fs satisfies

fs > 2fc (7:15)

such that T0=T is an integer, which means that fs must be an integer multiple of f0, then the DFT of {x(n)}
gives the spectrum of x(t) without error. This is called the sampling theorem.
In Figure 7.5, the sampling frequency is given by fs ¼ 1

T ¼ N
T0
¼ 50 Hz, and therefore Equation 7.15 is

satisfied. Moreover, x(t) can have sinusoidal components with frequencies in the range 0� f< fs=2, and
the DFT gives Xk without error.

Now, let us try an fs that does not satisfy Equation 7.15, and such that the frequency points again occur
at integer multiples of f0¼ 5 Hz. For example, let fs¼ 25 Hz, giving N¼ 5. Figure 7.6 shows the
magnitude of X(k). Like in Figure 7.5, we use the DFT to give the spectrum of x(t) in the frequency
range 0� f< fs=2, and here fs=2¼ 12.5 Hz, which corresponds to k¼ 0, 1, 2. From Figure 7.6, we conclude
that x(t) has sinusoidal components at the frequencies 5 and 10 Hz. However, only the spectral point at
5 Hz is correct. The spectral point at 10 Hz, which does not occur in x(t), is called aliasing error, and we
cannot even determine that x(t) has a sinusoidal component at 15 Hz. If the original x(t) did consist of
sinusoids only at the frequencies 5 and 10 Hz, then Figure 7.6 would be correct.
To obtain correct results with the DFT, we must know the bandwidth and period of a given periodic

signal x(t). However, it may not be realistic to assume that we can know this information about a given

2

1 X(k)
N

k–M N – M N – 1 N + 1 N + MNM–2 –1 0 1 2 4 5

FIGURE 7.5 Two periods of the magnitude of X(k).
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1

0 1 N – M M 4 N k

1
N

X(k)

FIGURE 7.6 Magnitude of X(k) for k¼ 0, 1, 2, . . . , N� 1, N¼ 5, and fs¼ 25 Hz.
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signal. Furthermore, x(t) may not even be bandlimited (e.g., see Figure 7.2.), in which case translations of
Xk to form X(k) will overlap and aliasing error cannot be avoided.
In comparison to the results shown in Figure 7.5, let us try an fs that does satisfy the sampling

theorem of Equation 7.15 for the signal given by Equation 7.14. For example, let fs¼ 53 Hz. For this
sampling frequency, T0=T¼ 10.6 is not an integer. Therefore, let us set N to N¼ 11, which means
that effectively we consider one period xp(t) to be defined for 0� t<T0, where T0¼NT¼ 0.210325 s.
Therefore, the DFT will obtain spectral points at integer multiples of f0¼ 1=T0¼ 4.7545 Hz, instead of
5 Hz, as in Figure 7.5. While the signal given by Equation 7.14 is bandlimited, a periodic extension
of xp(t) is a periodic signal with discontinuities at period boundaries, and therefore we have a signal that
is not bandlimited. Figure 7.7 shows the magnitude of X(k), and we see that, while it is similar to the
magnitude spectrum given in Figure 7.5, this result is an approximation of the spectrum of the signal
given by Equation 7.14.
The spectral points in Figure 7.5 at 5 and 15 Hz have spread out about these frequencies in Figure 7.7.

This is called leakage error. Leakage error occurs when we use a sample time range other than an integer
multiple of the period of the given periodic signal.
If it is practically possible, it is useful to sample the continuous-time signal over a longer time

range. For example, with the sampling frequency used to produce the result shown in Figure 7.7, let
us obtain N¼ 50 samples of x(t). In this case, xp(t) becomes the segment of x(t) for 0� t<T0,
where T0¼NT¼ 0.9434 s. It is likely that we will still have discontinuities at the period boundaries of
the periodic extension of xp(t), which means that the resulting periodic signal is not bandlimited,
and aliasing error cannot be avoided. Since T0 is not an integer multiple of the period of the given
x(t), we will incur leakage error. However, we now have a higher frequency resolution determined by
f0¼ 1=T0¼ 1.06 Hz.
Figure 7.8 shows the magnitude of the DFT of x(n), n¼ 0, 1, . . . , 49. Notice that the spectral point at

k¼ 0 is not zero, which means that the average value of the periodic signal is not zero, even though the
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FIGURE 7.7 Magnitude spectrum for k¼ 0, 1, . . . , N� 1, N¼ 11, and fs¼ 53 Hz.
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FIGURE 7.8 Magnitude spectrum for k¼ 0, 1, . . . , N� 1, N¼ 50, and fs¼ 53 Hz.
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given x(t) has a zero average value. Also, there is leakage error, as expected, and there is significant
aliasing error at higher frequencies, i.e., as k ! 25. Nevertheless, like in Figure 7.7, this magnitude
spectrum is an approximation of the magnitude spectrum shown in Figure 7.5.
We can reduce the aliasing error shown in Figure 7.8 by reducing the discontinuities that occur at the

period boundaries of the periodic extension of xp(t). Let us view xp(t) to be given by

xp(t) ¼ x(t)w(t) (7:16)

where w(t), which is called a window function, is given by w(t)¼wR(t), the rectangular window, and

wR(t) ¼ 1, 0 � t < T0

0, otherwise

�

We can write wR(t)¼ u(t)� u(t�T0), where u(t) is the unit step function.
To eliminate the discontinuities at period boundaries, let the window function be given by w(t)¼

wH(t), where

wH(t) ¼ 1
2

1� cos
2pt
T0

� �� �
wR(t)

which is called the Hann window. Notice that wH(t¼ 0)¼wH(t¼T0)¼ 0. Using the Hann window in
Equation 7.16 gives the magnitude spectrum shown in Figure 7.9. Notice the reduced magnitudes about
the frequencies of sinusoids in the given x(t). There are numerous other widow functions that could also
have been used.

7.1.6 DFT Applications

The DFT has many properties that account for its wide application. Here, we examine how the DFT can
be involved to compute the linear convolution of two discrete-time signals. Let x1(n) and x2(n) be two
periodic discrete-time signals, each having period N. The circular convolution of x1(n) and x2(n), which is
denoted by x1(n) � x2(n), is another periodic signal x3(n) with period N given by

x3(n) ¼ x1(n)� x2(n) ¼
XN�1

i¼0

x1(i)x2(n� i) ¼
XN�1

i¼0

x1(n� i)x2(i) (7:17)
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FIGURE 7.9 Magnitude spectrum for N¼ 50, fs¼ 53 Hz, and w(t)¼wH(t).
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It is not difficult to show that X3(k)¼DFT {x3(n)} is given by

X3(k) ¼ X1(k)X2(k) (7:18)

which is called the circular convolution theorem. In other words, circular convolution in the time
domain can be transformed to multiplication in the frequency domain. Therefore, instead of using
Equation 7.17 to find the circular convolution of x1(n) and x2(n), we find x3(n) with the IDFT of X3(k)
found with Equation 7.18. This is the indirect convolution method.
Now consider the linear convolution of y1(n) and y2(n), which are not periodic, to obtain y3(n)

given by

y3(n) ¼
Xþ1

i¼�1
y1(n� i)y2(i) ¼

Xþ1

i¼�1
y1(i)y2(n� i) ¼ y1(n)*y2(n) (7:19)

Let us assume that y1(n) and y2(n) have finite durations, and y1(n) is given for n¼ 0, . . . , N1� 1 and y2(n)
is given for n¼ 0, . . . , N2� 1. The duration N3 of y3(n) will be N3¼N1þN2� 1.

To employ the DFT, let N be any integer such that N>N3, and define periodic signals x1(n) and x2(n)
with periods given by

x1(n) ¼ y1(n), n ¼ 0, . . . ,N1 � 1
0, n ¼ N1, . . . ,N � 1

and x2(n) ¼ y2(n), n ¼ 0, . . . , N2 � 1
0, n ¼ N2, . . . ,N � 1

��

We now find the circular convolution x3(n) of x1(n) and x2(n) with the indirect convolution method, and
then over one period of x3(n) we get y3(n)¼ x3(n) for n¼ 0, . . . , N3� 1. At this point, we may expect that
the indirect convolution method will require more computation than the direct convolution method
using Equation 7.17. However, we will develop a computationally efficient algorithm, called the fast
Fourier transform (FFT) to compute the DFT that will make the indirect convolution method more
computationally efficient than the direct convolution method.
An operation similar to linear convolution is the linear correlation operation given by

r12(l) ¼
Xþ1

n¼�1
y1(n)y2(n� l) (7:20)

where l, l¼ 0, 1, . . . , is called the lag index. However, the correlation r12(l), which is useful to investigate
the similarity of two signals, can be obtained with

r12(l) ¼ y1(l)*y2(�l) (7:21)

Again, we assume that y1(n) and y2(n) have finite durations of N1 and N2, respectively, and the duration
of r12(l) will be N3¼N1þN2� 1.

To employ the DFT, we define x1(n) and x2(n) as before, and by indirect convolution compute

x3(l) ¼ x1(l)� x2(�l)

to get r12(l)¼ x3(l) for l¼ 0, . . . , N3� 1. The DFT of x2(�n) is given by X2*(k), where X2(k) is the DFT
of x2(n).
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7.1.7 Fast Fourier Transform

The FFT is a collection of algorithms that can compute the DFT, X(k), k¼ 0, . . . , N� 1, of a discrete-time
signal, x(n), n¼ 0, . . . , N� 1, much more efficiently than with Equation 7.11. The efficiency of the
FFT occurs when N can be expressed as a product of many small integers, N¼N1 N2 . . .NI. An ideal
case occurs when N is a power of 2, N¼ 2L, for some integer L, and then the FFT algorithm is called the
radix-2 FFT algorithm. Other possibilities are, for example, N¼ 3K, resulting in a radix-3 FFT, or N is a
product of many different small integers, resulting in a mixed-radix FFT. Here, we will outline the
development of the radix-2 FFT, and even more specifically, the decimation in time radix-2 FFT.

Before we start the FFT development, let us assess the computational requirements of Equation 7.11, the
DFT operation. It is generally assumed that sinusoidal values are found by table lookup, which requires
time that is negligible compared to multiplication time. If the DFT input is a set of N complex numbers,
then the DFT will require a total of N2 complex multiplications to obtain the set of N outputs, and we will
use this for assessment of DFT computational requirements. We will see how the radix-2 FFT works to
require only NL=2 complex multiplications.

We start by assuming that the number of points is N¼ 2L, for some integer L. If for a given discrete-
time signal x(n) the number of points N is not a power of two, then we can augment the given x(n) with a
sufficient number of zero points for a total number of points that is a power of 2.
Since N is even, we can split the DFT summation in Equation 7.11 into two parts having an equal

number of summation terms. Let the first part come from the even indexed terms in Equation 7.11, and
let the second part come from the odd indexed terms, and we get

X(k) ¼
XN�1

n¼0

x(n)e�j2pN nk ¼
X
n,even

x(n)e�j2pN nk þ
X
n,odd

x(n)e�j2pN nk

Even n can be written as n¼ 2i, and odd n can be written as n¼ 2iþ 1, for i¼ 0, 1, . . . , N1� 1, where
N1¼N=2, which is an even integer. Now we have

X(k) ¼
XN1�1

i¼0

x(2i)e�j2pN (2i)k þ
XN1�1

i¼0

x(2iþ 1)e�j2pN (2iþ1)k

Let x0(n) and x1(n) be the N1 point number sequences defined by

x0(n) ¼ x(2n)

x1(n) ¼ x(2nþ 1), n ¼ 0, 1, . . . , N1 � 1

and therefore we get

X(k) ¼
XN1�1

n¼0

x0(n)e
�j2pN1nk þ e�j2pN k

XN1�1

n¼0

x1(n)e
�j2pN1nk

Now let

X0(k) ¼
XN1�1

n¼0

x0(n)e
�j2pN1nk (7:22)

X1(k) ¼
XN1�1

n¼0

x1(n)e
�j2pN1nk, k ¼ 0, 1, . . . ,N1 � 1 (7:23)
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and therefore we get

X(k) ¼ X0(k)þ e�j2pN kX1(k), k ¼ 0, 1, . . . , N � 1 (7:24)

An N-point DFT, X(k), is periodic with period N. We see that Equations 7.22 and 7.23 are each
N1-point DFTs, and therefore X0(k) and X1(k) are periodic with period N1. An N1-point DFT
requires N2

1 complex multiplications. To find X(k), let us use Equation 7.24 only for k¼ 0, 1, . . . , N1.
However, for k¼N1, N1þ 1, . . . , N� 1, let m¼ k�N1, so that m varies from m¼ 0 to m¼N1� 1, and
Equation 7.24 becomes

X(N1 þm) ¼ X0(N1 þm)þ e�j2pN (N1þm)X1(N1 þm)

Or, since X0(k) and X1(k) are periodic with period N1, we have

X(N1 þ k) ¼ X0(k)� e�j2pN kX1(k), k ¼ 0, 1, . . . ,N1 � 1 (7:25)

The only difference between Equations 7.24 and 7.25 is addition of two terms in Equation 7.24 and
subtraction of the same two terms in Equation 7.25.
Figure 7.10 combines Equations 7.24 and 7.25 for k¼ 0, 1, . . . , N1� 1. This structure is called a

butterfly operation. To find X(k) for k¼ 0, 1, . . . , N� 1 given X0(k) and X1(k) for k¼ 0, 1, . . . , N1� 1
requires N=2 complex multiplications, one complex multiplication for each butterfly operation. The N=2
butterfly operations are the first stage of reducing the computational requirements of the DFT operation.
The sequence of steps toward the first stage started with splitting the summation of Equation 7.11 by

decimating x(n) and finished with Equations 7.24 and 7.25, which is illustrated by Figure 7.10. We
continue to obtain the second stage by decimating x0(n) into x00(n) and x10(n) from the even and odd,
respectively, indexed points in x0(n) and by decimating x1(n) into x01(n) and x11(n) from the even and
odd, respectively, indexed points in x1(n) to reduce the computational requirements for X0(k) and X1(k).
This second stage requires N1=2þN1=2¼N=2 complex multiplications. We continue through L stages,
where in the last stage, each of the N=2 DFT operations is a 2-point DFT consisting of a single butterfly
operation. Therefore, the last stage also requires N=2 complex multiplications. The overall algorithm is
called the decimation in time radix-2 FFT, and it requires NL=2 complex multiplications to compute the
DFT, compared to a direct DFT computation, which requires N2 complex multiplications.

Suppose a signal x(t) with BW¼ 3.6 kHz is sampled at the rate fs¼ 8 kHz to obtain N¼ 213 points
(about a 1 s time interval). A direct DFT requires approximately 67,000,000 complex multiplications,
while an FFT requires approximately 53,000 complex multiplications, a reduction in time by a factor of
1264. The efficiency of the FFT improves as N is increased. With the FFT, indirect convolution can be
demonstrated to be much more efficient than direct convolution.

–1

2π–j k
Ne

X0(k)

X(N1 + k)

X(k)

X1(k)

FIGURE 7.10 Butterfly operations of the first stage.
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7.1.8 Continuous-Time Fourier Transform

By sampling a periodic continuous-time signal we developed the DFT operation and found a relationship
between the result of a DFT operation X(k) and the spectrum Xk of the continuous-time periodic signal.
We also came to understand how X(k) can be different from Xk, the FS coefficients. However, real-world
continuous-time signals are not necessarily periodic. Here, we extend the concept of a FS approximation
of a periodic continuous-time signal to an aperiodic continuous-time signal.
Consider the arbitrary aperiodic signal shown in Figure 7.11, where T0 is large enough to contain the

signal within the time range �T0=2< t<T0=2. Over this time range the given signal can be represented
with the FS of Equation 7.4, which is repeated here for convenience

x(t) ¼
Xþ1

k¼�1
Xke

jkv0t (7:26)

where

Xk ¼ 1
T0

ðþT0=2

�T0=2

x(t)e�jkv0tdt (7:27)

If in Figure 7.11 we let T0 go to infinity, then the FS in Equation 7.26 represents the given signal for all t.
Let us see what happens as T0 is increased. If the integral in Equation 7.27 remains finite, then the Xk will
go to zero. Since the spectral points occur at the frequencies given by v¼ kv0, where v0¼ 2p=T0, the
spectrum tends toward a continuous function of frequency. Therefore, in view of Equation 7.27, let us
work with

X( jv) ¼ lim
T0!1

XkT0 (7:28)

which gives

X( jv) ¼
ðþ1

�1
x(t)e�jvtdt (7:29)

where kv0 has become the continuous frequency v. And then, Equation 7.26 becomes

x(t) ¼ 1
2p

lim
T0!1

Xþ1

k¼�1
XkT0e

jkv0t 2p
T0

t

x(t)

–T0/2 T0/2

FIGURE 7.11 An arbitrary aperiodic signal.
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which gives

x(t) ¼ 1
2p

ðþ1

�1
X( jv)e jvtdv (7:30)

We should view Equation 7.30 similar to Equation 7.26, which is that Equation 7.30 expresses an
aperiodic continuous-time signal in terms of a linear combination of an uncountable infinite number
of sinusoids. Equation 7.29 gives the Fourier transform (FT) X( jv), which is a complex function of the
continuous real frequency variable v, of the continuous-time function x(t), and it describes how
the strengths of sinusoidal components of x(t) are distributed over frequency. In view of Equation
7.28, X( jv) is the spectral density of x(t). Equation 7.30 gives the inverse FT of X( jv), and we say that
x(t) and X( jv) are a FT pair, denoted by x(t) $ X( jv).

The FT has many properties that are widely applied in continuous-time signal and system analysis and
design. Assume that we have the FT pair x(t) $ X( jv). Table 7.1 gives a few important properties.

7.1.9 Examples and Discussion

The FT of a signal may not exist. For example, for x(t)¼ u(t), the unit step function, we must utilize an
impulse function to express its FT. In view of Equation 7.28, the FT of a sinusoidal signal also requires
using impulse functions. A sufficient condition for the existence of the FT is that

X( jv)k k �
ðþ1

�1
x(t)e�jvt

�� �� dt ¼
ðþ1

�1
x(t)k kdt < 1

which means that the signal x(t) must be absolutely integrable.
Consider the signal x(t) given by x(t)¼ sin(v0t)wR(t), where wR(t) is a rectangular window extending

from �t=2 to þt=2, and x(t) is a sinusoidal pulse. To understand the reasons for the features of X( jv),
the FT of x(t), let us first consider wR(t). The FT of wR(t) is given by

WR( jv) ¼
ðþt=2

�t=2

e�jvtdt ¼ 1
�jv

(e�jvt=2 � eþjvt=2) ¼ t
sin (vt=2)

vt=2

which is a real function of v, since wR(t) is an even function, and its magnitude is shown in Figure 7.12.
The first zeros of WR ( jv) occur at v¼�2p=t, and within this frequency range we have a feature
called the main lobe ofWR( jv). Outside this frequency range are the side lobes ofWR( jv). We see that as

TABLE 7.1 FT Properties

Linearity c1x1(t)þ c2x2(t) $ c1X1( jv)þ c2X2( jv)

Time shift x(t� t0) $ X( jv)e�jvt0

Modulation x(t)ejv0t $ X( j(v�v0))

Linear convolution x1(t)*x2(t) ¼
Ðþ1

�1
x1(t � t)x2(t)dt $ X1( jv)X2( jv)

Derivative
d
dt

x(t) $ jvX( jv)

Multiplication x1(t)x2(t) $ 1
2p

X1( jv)*X2( jv)

Energy (Parseval’s theorem)
Ðþ1

�1
x(t)j j2dt ¼ 1

2p

Ðþ1

�1
X( jv)k k2dv
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t is increased, which makes wR(t) occur over a longer time range, the main lobe narrows and more energy
of wR(t) is concentrated about v¼ 0 and within a smaller frequency range. Conversely, as t is decreased,
which makes wR(t) occur over a shorter time range, the main lobe broadens and the energy of wR(t) is
spread out over a wider frequency range.
In x(t), let v0¼ 100p rad=s. The spectral density X( jv) of x(t) can be found with the modulation

property, which translates WR( jv) up to v¼þv0 and down to v¼�v0. This is shown in Figure 7.13,
where we see the main lobes positioned about v ¼ �v0.

In view of the properties given in Table 7.1, the FT is very well suited to investigate the spectral nature
of a signal. It is also useful to study the frequency selective behavior of a linear and time invariant (LTI)
continuous-time system. Let h(t) denote the impulse response of an LTI system. If the system is initially
at rest, then the response y(t) to an input x(t) is given by

y(t) ¼ h(t)*x(t) ¼
ðþ1

�1
h(t � t)x(t)dt (7:31)

and if the FT H( jv) of the impulse response h(t) exists, then by the convolution property we have

Y( jv) ¼ H( jv)X( jv)

where H( jv) is called the system transfer function. Therefore, with H( jv) we can find how the system
modifies the spectral density of the input to obtain the spectral density of the output. Furthermore, if the
input is a sinusoid given by

x(t) ¼ A cos (vt þ f)u(t)
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FIGURE 7.12 Spectral density magnitude, t¼ 0.06 s.
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FIGURE 7.13 Spectral density of a sinusoidal pulse.
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then the steady-state response of the system will be

y(t) ¼ A H( jv)k k cos (vt þ fþ ffH( jv))

which shows the frequency-selective behavior of the system. We plot jjH( jv)jj and ffH( jv) versus v to
see the frequency response of the system.

7.1.10 Discrete-Time Fourier Transform

As for continuous-time periodic signals, we want to study continuous-time aperiodic signals and
continuous-time LTI systems by digital means. We start by sampling x(t), the inverse FT of X( jv),
at the sampling rate fs¼ 1=T Hz, and Equation 7.30 becomes

x(nT) ¼
ðþ1

�1
X( j2pf )e j2pfnTd f

Breaking the frequency range into intervals of length fs results in

x(nT) ¼
Xþ1

r¼�1

ð(2rþ1) fs2

(2r�1)fs2

X( j2pf )e j2pfnTd f

Let us change the integration variable from f to l¼ f� rfs, and then we have

x(nT) ¼
Xþ1

r¼�1

ðþfs
2

�fs
2

X( j2p(lþ rfs))e
j2p(lþrfs)nTd l

Interchanging summation and integration and simplifying the exponential term results in

x(nT) ¼
ðþfs
2

�fs
2

Xþ1

r¼�1
X( j2p(lþ rfs))e

j2plnTd l

Reverting to f for the frequency variable gives

x(nT) ¼
ðþfs
2

�fs
2

Xþ1

r¼�1
X( j2p( f � rfs))e

j2pfnTd f (7:32)

Let X̂( j2pf ) be determined with

X̂( j2pf ) ¼
Xþ1

r¼�1
X( j2p( f � rfs)) (7:33)
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which is the periodic extension of X( j2pf ), and therefore X̂( j2pf ) is a periodic function of frequency
with period fs. And, Equation 7.32 becomes

x(nT) ¼
ðþfs
2

�fs
2

X̂( j2pf )e j2pfnTdf (7:34)

If we know X( j2pf ), the FT of the real-time function x(t), then we can find X̂( j2pf ) with Equation 7.33.
It would be useful if we could obtain X̂( j2p f ) directly from the samples x(nT) of x(t). Since X̂( j2pf ) is a
periodic function, having an even magnitude and odd phase, we can write it as a FS, which is

X̂( j2pf ) ¼
Xþ1

n¼�1
x̂ne

�jn2pfs f (7:35)

where the x̂n are the FS coefficients given by

x̂n ¼ 1
fs

ðþfs
2

�fs
2

X̂( j2pf )e jn
2p
fs
f d f (7:36)

In view of Equation 7.34, we have x̂n¼Tx(nT). Based on Equation 7.35, let

X(e jvT) ¼
Xþ1

n¼�1
x(nT)e�jvnT (7:37)

which is called the discrete-time Fourier transform (DTFT) of x(nT). Then, X̂( jv)¼TX(ejvT), and
Equation 7.34 becomes

x(nT) ¼ 1
vs

ðþvs
2

�vs
2

X(e jvT)e jvnTdv (7:38)

which is called the IDTFT. A sufficient condition for the existence of the DTFT is

X(e jvT)
�� �� ¼

Xþ1

n¼�1
x(nT)e�jvnT

�����
����� �

Xþ1

n¼�1
x(nT)k k < 1

which means that x(nT) must be absolutely summable. We say that x(nT) and X(ejvT) are a DTFT pair,
denoted by x(nT) $ X(e jvT).

With Equation 7.33, we have

X(e jvT) ¼ 1
T

Xþ1

r¼�1
X( j(v� rvs)) (7:39)

With Equation 7.39 we can find information about the spectral density of x(t) from the DTFT of x(nT).
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7.1.11 DTFT Model

The DTFT is often defined based on the block
diagram shown in Figure 7.14, where the impulse
sampler is an impulse train dT(t) given by

dT(t) ¼
Xþ1

n¼�1
d(t � nT)

and d(t) is the Dirac impulse function. The impulse sampler output is

xT (t) ¼ x(t)dT(t) ¼
Xþ1

n¼�1
x(nT)d(t � nT) (7:40)

and the FT of xT(t) gives Equation 7.37, which is the DTFT of x(nT).

7.1.12 Sampling Theorem

Suppose a signal x(t) is bandlimited. Then, there is some vc such that X( jv)¼ 0 for jvj>vc. Let us use
the spectral density shown in Figure 7.15 to illustrate what happens when we apply the DTFT.
If we sample x(t), then according to Equation 7.39 the DTFT of x(nT) is the periodic extension of

X( jv), as shown in Figure 7.16. Here, the sampling frequency is high enough to prevent translations
of X( jv) from overlapping, which means that the spectral density X( jv) is contained entirely within the
frequency range (�vs=2, þvs=2) of the DTFT of x(nT). Therefore, if

vs > 2vc (7:41)

then X( jv) can be recovered from one period of X(ejvT) without error.

Impulse
samplerx(t) xT(t)

FIGURE 7.14 Model of the sampling process.

X(jω)

–ωc ωc ω

FIGURE 7.15 Spectral density magnitude of a bandlimited signal.

0

T X(e jωT)

–ωs + ωc ωs – ωc ωs + ωc–ωc ωc ωs ω

FIGURE 7.16 Magnitude of the DTFT.

7-20 Analog and VLSI Circuits



Since, for example, Figure 7.16 also shows the magnitude of the FT of xT(t), according to Equation
7.40, we can obtain the signal x(t), which has the spectral density shown in Figure 7.15, if we process xT(t)
with an analog low-pass filter as shown in Figure 7.17.
We will find x(t) by convolving the input with the impulse response of the ideal low-pass filter. The

impulse response hLP(t) is given by

hLP(t) ¼ 1
2p

ðþ1

�1
HLP( jv)e

jvtdv ¼ 1
2p

ðþvs=2

�vs=2

Te jvtdv ¼ sin vs
2 t

� 	
vs
2 t

and then we get

x(t) ¼ hLP(t)*xT(t) ¼
Xþ1

n¼�1
x(nT)

sin vs
2 (t � nT)

� 	
vs
2 (t � nT)

(7:42)

which is called the data reconstruction formula, to obtain x(t), for all t, from the samples x(nT). Together,
Equations 7.41 and 7.42 are called the time sampling theorem.
If the sampling frequency vs does not satisfy Equation 7.41, then the DTFT produces results like those

shown in Figure 7.18. Here we see translations of X( jv) overlap. In the frequency range vs�vc to vs=2,
where vc>vs=2, the DTFT of x(nT) is not the same as X( jv). This difference is called aliasing error.
If we reproduce an analog signal with Equation 7.42, then this analog signal will have energy in the
frequency range vs�vc to vs=2 that is not the same as that of the given signal x(t). In this situation,
if the sampling frequency vs cannot be increased to avoid aliasing error, then the given signal should
be processed by a low-pass filter, called an antialiasing filter, with bandwidth equal to vs=2, which
becomes the effective bandwidth of the signal that will be sampled. If the resulting samples are used to
reconstruct an analog signal, then the resulting analog signal will not have the very high frequency
spectral content of the given signal x(t) in the frequency range vs=2 to vc.

T
xT(t ) x(t )

HLP (jω)

2
ωs–

2
ωs

FIGURE 7.17 Ideal low-pass filter magnitude frequency response.
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FIGURE 7.18 Magnitude of the DTFT, vs< 2vc.
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If an analog signal x(t) is not bandlimited, then aliasing error cannot be avoided. An antialiasing filter
could be used at the cost of eliminating the high frequency sinusoidal components of the signal. Let us
use the signal x(t)¼ (e�at� e�bt)sin(2p f0t)u(t), where a¼ 500, b¼ 700, and f0¼ 2000 Hz, to illustrate
what happens. This signal is shown in Figure 7.19. We see that x(t) is a tone that gains strength and then
loses strength. The FT of e�atu(t) is 1=( jvþ a), and then the modulation property can be used to find the
FT of x(t).
The DTFT of e�anTu(n)e�jv0nT¼ (e�aTe�jv0T)nu(n) is given by

Xþ1

n¼0

e�(aTþjv0T)ne�jvnT ¼ lim
N!1

XN�1

n¼0

(e�(aþjv0þjv)T )n ¼ lim
N!1

1� (e�(aþjv0þjv)T )N

1� e�(aþjv0þjv)T

¼ 1
1� e�aTe�j(vþv0)T

(7:43)

The magnitudes of X( jv) and X(e jvT) are shown in Figure 7.20, where they are shown normalized
to show them on the same scale. Within the frequency range 0 to fs=2 we see aliasing error that increases
as the frequency increases toward fs=2. If we increase the sampling frequency, then the aliasing error will
decrease.
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FIGURE 7.19 An exponentially weighted sinusoidal pulse.
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FIGURE 7.20 Magnitude of the FT and the DTFT, for fs¼ 44.1 kHz.
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7.1.13 DTFT Properties

The DTFT has properties, most of which are analogous to properties of the FT. In Table 7.2 are given a
few important properties of the DTFT.

7.1.14 Example and Discussion

For practical signals we only have a finite number of samples of x(nT), say N samples, and therefore
we must truncate the summation in Equation 7.37, and compute X(e jvT) by digital means. This means
that we can find the DTFT for only a finite number of frequencies. Let us evaluate the truncated DTFT at
the frequencies given by

v ¼ k
vs

N
, k ¼ 0, 1, . . . ,N � 1

and then the DTFT becomes

X(e jvT)



v¼kvsN

¼
XN�1

n¼0

x(nT)e�jkvsN nT ¼
XN�1

n¼0

x(nT)e�j2pN kn ¼ X(k) (7:44)

which is the DFT of x(nT), n¼ 0, 1, . . . , N� 1.
Let us window the signal shown in Figure 7.19. Regardless of how wide the window is, the windowed

signal xp(t) is one period of a periodic signal to which we are applying the DFT. Therefore, we should
consider using a window such as wH(t) over the time range 0� t<T0. From Figure 7.19 we see that
using T0¼ 5.0 ms does not incur discontinuities at period boundaries of the periodic extension of xp(t).
Let us obtain N¼ 226 samples of x(t) at the same rate fs¼ 44.1 kHz. Then the duration of xp(t) becomes
T0¼ 5.1247 ms. Figure 7.21 shows the magnitude of the FT of x(t) and its approximation that was found
with the DFT. While the DFT produces a peak near f0, there is aliasing error above and below this
frequency. This can be improved if N(T0) is increased.

7.1.15 Linear and Time Invariant Discrete-Time Systems

The discrete-time system (DTS) that we shall study is described by the block diagram shown in
Figure 7.22, where x(n) is the input to the system and y(n) is the response or output of the system.
We assume that the output and input are related by the difference equation given by

y(n)þ a1y(n� 1)þ 	 	 	 þ aNy(n� N) ¼ b0x(n)þ b1x(n� 1)þ 	 	 	 þ bMx(n�M) (7:45)

where the ai, i¼ 1, . . . ,N and bi, i¼ 0, 1, . . . ,M are real constants.

TABLE 7.2 DTFT Properties

Linearity c1x1(nT)þ c2x2(nT) $ c1X1(e
jvT)þ c2X2(e

jvT)

Time shift x(nT� n0T) $ X(e jvT)e�jvn0T

Modulation x(nT)e jv0nT $ X(e j(v�v0)T)

Linear convolution x1(nT)*x2(nT) ¼
Pþ1

i¼�1
x1((n� i)T)x2(iT) $ X1(e jvT )X2(e jvT )

Difference x(nT)� x((n� 1)T) $ (1� e jvT)X( jv)

Multiplication x1(nT)x2(nT) $ 1
2pX1(e jvT )� X2(e jvT )

Energy (Parseval’s theorem)
Pþ1

n¼�1



x(nTj2 ¼ 1
2p

Ðvs

0
X(e jvT )

�� ��2dv
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To operate the DTS, reorganize Equation 7.45 to
express the present output in terms of past outputs
and present and past inputs, and we get

y(n) ¼
XM
i¼0

bix(n� i)�
XN
i¼1

aiy(n� i) (7:46)

Suppose an input is applied starting at some time, say n¼ 0. Then, to compute y(n¼ 0) given the first
input x(n¼ 0), we must know

y(�1), y(�2), . . . , y(�N)

which are the outputs prior to applying the input. These outputs are called the initial conditions of
the DTS. Having computed y(0), we can then compute y(n¼ 1), once we receive x(n¼ 1), and this can
be continued for as long as we want to operate the DTS.
If in Equation 7.45 the right-hand side includes terms such as b�1x(nþ 1), b�2x(nþ 2), . . . , then to

compute a present output y(n), knowledge of future inputs is required, and DTS cannot be operated in
real time. Such a system is said to be noncausal. A system is said to be causal if a present output does not
depend on a future value of the input. To operate a system in real time, it must be a causal system.
However, when an entire history of an input is known, then at any time within this history, future values
of the input are known, and a noncausal system can be operated. Both a causal and a noncausal system
can be operated this way, which is referred to as off-line processing.
The DTS described by Equation 7.45 is a LTI system. Suppose all initial conditions are zero; we say

the system is initially at rest. Let y(n)¼ y1(n) denote the response when the input is x(n)¼ x1(n),
and similarly for y2(n) and x2(n). Then the DTS is a linear system if when the input is x(n)¼ c1x1(n)þ
c2x2(n), then the response is given by y(n)¼ c1y1(n)þ c2y2(n) for any constants c1 and c2. The DTS is a
time invariant system if when y(n)¼ y1(n) is the reponse to x(n)¼ x1(n), then y(n)¼ y2(n)¼ y1(n� i) is
the response to x(n)¼ x2(n)¼ x1(n� i), for any time shift i.
A very useful function to know about an LTI DTS is its unit pulse response. This is the solution

of Equation 7.45, which is denoted by h(n), when x(n)¼ d(n) and all initial conditions are zero. If the
system is causal, then for n< 0, we must have h(n)¼ 0. To find h(n), we first solve the simpler problem
given by

v(n)þ a1v(n� 1)þ 	 	 	 þ aNv(n� N) ¼ x(n) (7:47)
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FIGURE 7.21 DFT approximation of the FT of x(t).
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FIGURE 7.22 Block diagram of a DTS.
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where initial conditions are zero and x(n)¼ d(n). Therefore, we already have v(0)¼ 1. If we can
determine the solution v(n) of Equation 7.47, then, since the DTS is LTI and in view of the right-hand
side of Equation 7.45, h(n) is given by

h(n) ¼ b0v(n)þ b1v(n� 1)þ 	 	 	 þ bMv(n�M) (7:48)

For n> 0, Equation 7.47 becomes

v(n)þ a1v(n� 1)þ 	 	 	 þ aNv(n� N) ¼ 0 (7:49)

which is a homogeneous equation. Therefore, we can instead solve Equation 7.49 for initial conditions given
by v(0)¼ 1, v(�1)¼ 0, . . . , v(N� 1)¼ 0. We want to find a function that can satisfy Equation 7.49. Let us
try v(n)¼Kgn, for some nonzero constants K and g. Substituting this v(n) into Equation 7.49 gives

Kgn þ a1Kg
n�1 þ a2Kg

n�2 þ 	 	 	 þ aNKg
n�N ¼ 0

and after multiplying by K�1 and g�n we get

Q(g�1) ¼ 1þ a1g
�1 þ a2g

�2 þ 	 	 	 þ aN�1g
�(N�1) þ aNg

�N ¼ 0 (7:50)

which is called the characteristic equation of the DTS, and Q(g�1) is called the characteristic polynomial.
The characteristic equation has N roots, gi, i¼ 1, 2, . . . , N, which can be real or complex, and Equation
7.50 can be factored to become

Q(g�1) ¼
YN
i¼1

(1� gig
�1) ¼ 0

Notice that these roots are not determined by the input. They are a characteristic of the system. Let us
assume that they are distinct. Since each function gni can satisfy Equation 7.49, the solution is a linear
combination of these exponential functions, and we have

v(n) ¼
XN
i¼1

Kig
n
i

The N constants Ki can be found by setting up N equations in N unknowns by applying the initial
conditions of Equation 7.49. With v(n) and Equation 7.48 we can then obtain the unit pulse response h(n).
It is important to note that the unit pulse response is a linear combination of exponential functions with

behavior that is determined by the roots of the characteristic equation. These roots can be real or they
can occur in complex conjugate pairs. For example, if a root g is real, then h(n) will contain the term Kgn

that may decrease exponentially to zero if jjgjj< 1, remain at unity if g¼ 1, or increase exponentially
if jjgjj> 1. Or, if a complex conjugate pair of roots occurs, then h(n) will contain the sum of terms
KgnþK*(g*)n¼ 2jjKjj jjgjjn cos(nffgþffK) that will oscillate and increase or decrease exponentially.
If we require that limn!1 h(n) ¼ 0, then all roots of the characteristic equation must satisfy jjgijj< 1,
i¼ 1, 2, . . . ,N.
A DTS can be categorized into two very different classes. Suppose that in Equation 7.45, ai¼ 0 and

i¼ 1, 2, . . . ,N. Then, Equation 7.46 becomes

y(n) ¼
XM
i¼0

bix(n� i) (7:51)
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and the present output depends on present and past inputs. If the input has a finite duration, then the
response will have a finite duration. In fact, if x(n)¼ d(n), then the unit pulse response is given by

h(n) ¼
XM
i¼0

bid(n� i)

which has a finite duration. Therefore, the DTS described by Equation 7.51 is called an FIR
(finite impulse response) system, because the unit pulse response has a finite duration. However, if at
least one ai in Equation 7.45 is not zero, then in Equation 7.46 the present output will depend on the past
outputs, which means there is feedback in the system. In this case the response to x(n)¼ d(n) can never
become and remain zero indefinitely. Such a DTS is called an IIR (infinite impulse response) system,
because the response to a finite duration input will have an infinite duration.

7.1.16 Convolution

We can find the response of LTI DTS initially at rest to any input by writing the input as in Equation 7.8.
Since the DTS is LTI, the response to x(i)d(n� i) is x(i)h(n� i), and the response to x(n) is given by

y(n) ¼
Xþ1

i¼�1
h(n� i)x(i) ¼ h(n)*x(n) ¼

Xþ1

i¼�1
h(i)x(n� i) (7:52)

which is called the linear convolution operation. Since the DTS is time invariant, the response to x(n� n0) is

y(n� n0) ¼ h(n)*x(n� n0)

7.1.17 Stability

A DTS is said to be bounded-input-bounded-output (BIBO) stable if for a bounded input the output is
bounded. If the input is bounded, then for some real and positive number xmax, we have jjx(n)jj � xmax

for all n. For a bounded output, Equation 7.52 becomes

y(n)k k ¼
Xþ1

i¼�1
h(i)x(n� i)

�����
����� �

Xþ1

i¼�1
h(i)x(n� i)k k �

Xþ1

i¼�1
h(i)k kxmax ¼ xmax

Xþ1

i¼�1
h(i)k k < 1

A sufficient condition for BIBO stability of an LTI DTS is that the unit pulse response must be absolutely
summable.
Recall that the nature of the unit pulse response is determined by the roots of the characteristic

equation (Equation 7.50). If all roots satisfy the condition jjgijj< 1, then we can show that h(n) is
absolutely summable. Moreover, we then have limn!1 h(n) ¼ 0. This means that if we apply a finite
duration input to an initially at rest system, then eventually, the system will approach the rest state. An
important distinction between FIR and IIR systems is that an FIR system is unconditionally stable, while
an IIR system can be stable or unstable, depending on the roots of the characteristic equation.

7.1.18 Frequency Response

A major concern is the steady-state response of the DTS described by Equation 7.46 when the input is a
sinusoid given by

x(n) ¼ A cos (vnT þ f)
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If the DTS is stable, then, in steady state, the response will be a sinusoid. It will be easier to determine the
steady-state response if we work with an input v(n) defined by

v(n) ¼ e jvnT

and let w(n) denote the response to v(n). Since

x(n) ¼ A
2
e jfv(n)þ A

2
e�jfv*(n)

and since the DTS is a linear system, then the response y(n) to x(n) must be

y(n) ¼ A
2
e jfw(n)þ A

2
e�jfw*(n)

With Equation 7.52, w(n) is given by

w(n) ¼
Xþ1

i¼�1
h(i)v(n� i) ¼

Xþ1

i¼�1
h(i)e jv(n�i)T ¼ e jvnT

Xþ1

i¼�1
h(i)e�jviT

¼ H(e jvT)e jvnT

where H(ejvT) is the DTFT of the unit pulse response h(n), and therefore y(n) becomes

y(n) ¼ A
2
e jfH(e jvT )e jvnT þ A

2
e�jfH*(e jvT )e�jvnT

Expressing H(ejvT) in polar form, then with Euler’s identity we get

y(n) ¼ A H(e jvT)
�� �� cos (vnT þ fþ ffH(e jvT )) (7:53)

Let us consider another approach to find y(n). First, let us substitute v(n) into Equation 7.45 to get

w(n)þ a1w(n� 1)þ 	 	 	 þ aNw(n� N) ¼ b0e
jvnT þ b1e

jv(n�1)T þ 	 	 	 þ bMe
jv(n�M)T

¼ (b0 þ b1e
�jvT þ 	 	 	 þ bMe

�jvMT )e jvnT

Since the right-hand side of this equation is an exponential function, then the left-hand side must also be
an exponential function. Let us try w(n)¼We jvnT, for some unknown constant W, and then we get

W(1þ a1e
�jvT þ 	 	 	 þ aNe

�jvNT )e jvnT ¼ (b0 þ b1e
�jvT þ 	 	 	 þ bMe

�jvMT )e jvnT

Therefore, we can solve for W, and w(n) is

w(n) ¼ (b0 þ b1e�jvT þ 	 	 	 þ bMe�jvMT)
(1þ a1e�jvT þ 	 	 	 þ aNe�jvNT )

e jvnT

Then, H(e jvT) is given by

H(e jvT) ¼ (b0 þ b1e�jvT þ 	 	 	 þ bMe�jvMT )
(1þ a1e�jvT þ 	 	 	 þ aNe�jvNT )

(7:54)
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which we can find by inspection of the given difference equation. In view of Equation 7.53 we have
that H(ejvT) gives the frequency response of the DTS. Notice that H*(ejvT)¼H(e�jvT), and therefore
jjH(ejvT)jj is an even periodic function of v and ffH(ejvT) is an odd periodic function of v.

7.1.19 Examples and Discussion

With Equation 7.54 we can assess the frequency selective behavior of an LTI DTS. Consider the FIR DTS
given by

y(n) ¼ 1=21[�2x(n)þ 3x(n� 1)þ 6x(n� 2)þ 7x(n� 3)þ 6x(n� 4)þ 3x(n� 5)� 2x(n� 6)]

The frequency response is

H(e jvT) ¼ 1=21[�2þ 3e�jvT þ 6e�j2vT þ 7e�j3vT þ 6e�j4vT þ 3e�j5vT � 2e�j6vT ]

To see the frequency selective behavior of this DTS we could plot the magnitude of the frequency
response for 0�v�vs=2. Instead, let us plot the magnitude versus u¼vT, where 0� u�p. Figure 7.23
shows the magnitude and phase frequency response, and we see that this DTS is a low-pass filter.
Furthermore, this FIR filter has a phaseshift characteristic that varies linearly with frequency. The step
changes in phase are due to wraparound when the phase changes from, for example, �p to þp.
As a comparison, let us assess the frequency selective behavior of the IIR LTI DTS described by

y(n) ¼ 0:09780 x(n)þ 0:19560 x(n� 1)þ 0:09780 x(n� 2)þ 0:94175 y(n� 1)� 0:33296 y(n� 2)

with H(ejvT) given by

H(e jvT) ¼ 0:09780þ 0:19560e�jvT þ 0:09780e�j2vT

1� 0:94175e�jvT þ 0:33296e�j2vT

Figure 7.24 shows magnitude and phase frequency response of this IIR DTS. This is a low-pass filter, and
the transition from the passband to the stopband is not very sharp. The phaseshift does not vary linearly
with frequency.
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FIGURE 7.23 Magnitude and phase frequency response of an FIR filter.
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These two filters have similar performance. Each has advantages and disadvantages compared to the
other filter. For example, the FIR filter is unconditionally stable and it has a linear phase characteristic,
and the IIR filter has a sharper magnitude frequency response with less computation than required by the
FIR filter.

7.1.20 Ideal Digital Filters

We can design the coefficients of the digital filter described by Equation 7.45 to achieve filter performance
that comes arbitrarily close to an ideal filter performance. Figure 7.25 shows the ideal performance of
several standard filter types. The frequency response for each filter is specified over the frequency range,
�vs=2�v�vs=2, which is the frequency range of the filter input. Then, this frequency response is
extended periodically to integer multiples of vs.
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FIGURE 7.24 Magnitude and phase frequency response of an IIR filter.
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To justify an ideal linear phase characteristic, let us consider an input x(t)¼A1 cos(v1tþf1)þA2 cos
(v2tþf2) of an analog filter, where v1 and v2 are within the passband of the analog filter. To preserve
the input wave shape, the output y(t) can be a delayed version of the input. Now we have

y(t) ¼ x(t � t0) ¼ A1 cos (v1(t � t0)þ f1)þ A2 cos (v2(t � t0)þ f2)

¼ A1 cos (v1t þ f1 � t0v1)þ A2 cos (v2t þ f2 � t0v2)

and to preserve the input wave shape, the input to output phase change must be proportional to
frequency.

7.1.21 Z-Transform

While the DTFT is useful for spectral analysis, its wider application to system analysis is limited, because,
for example, not even the DTFT of a discrete-time sinusoidal signal exists. Given a discrete-time signal
x(nT), let us consider instead the DTFT given by

Y(s, e jvT ) ¼ DTFT e�snTx(nT)
� � ¼

Xþ1

n¼�1
e�snTx(nT)e�jvnT (7:55)

for some real number s. Assuming that Y(s, e jvT) exists, taking its IDTFT gives

e�snTx(nT) ¼ 1
vs

ðþvs
2

�vs
2

Y(s, e jvT )e jvnTdv

and after multiplying both sides of this equation by esnT we get

x(nT) ¼ 1
vs

ðþvs
2

�vs
2

esnTY(s, e jvT )e jvnTdv (7:56)

For convenience, let

z ¼ esTe jvT ¼ e(sþjv)T ¼ zk ke jff z (7:57)

and let X(z) denote Y(s, ejvT), and therefore, Equation 7.55 becomes

X(z) ¼
Xþ1

n¼�1
x(n)z�n (7:58)

which is called the bilateral z-transform (BZT) of x(n). We write X(z)¼Z{x(n)}. In Equation 7.56, let
us change the integration variable from the real variable v to the complex variable z. When v¼�vs=2,
z¼ esTe�jp, and when v¼þvs=2, z¼ esTejp, and therefore z follows a circle of radius jjzjj ¼ esT.
We also have

dz
dv

¼ jTesTe jvT ¼ jTz
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and therefore Equation 7.56 becomes

x(nT) ¼ 1
vs

þ
X(z)zn

dz
jTz

¼ 1
j2p

þ
X(z)zn�1dz (7:59)

which is called the inverse z-transform, denoted by x(n)¼Z�1{X(z)}. Notice that the integration path is a
circle with a radius determined by s.

7.1.22 Bilateral Z-Transform Properties

The BZT has many useful properties. For our development we will use the properties given in Table 7.3.

7.1.23 z-Plane

To see the utility of introducing the factor e�snT in Equation 7.55, let us obtain the BZT of x(n)¼gnu(n)
for any real or complex number g. With Equation 7.58 we have

X(z) ¼
Xþ1

n¼�1
gnu(n)z�n ¼

Xþ1

n¼0

g

z

� �n
¼ lim

N!1

XN�1

n¼0

g

z

� �n
¼ lim

N!1
1� g

z

� 	N
1� g

z

� 	 ¼ 1
1� gz�1

,
g

z

��� ��� < 1

If jjgjj> 1, then x(n) increases exponentially, and it does not have a DTFT. However, x(n) does have a
BZT, because we restrict z with s to satisfy the convergence condition, jjzjj ¼ esT> jjgjj, which requires
s > 1

T ln gk k. If s satisfies this condition, then the product e�nsT gn decreases exponentially. The
function e�nsT is called the convergence factor.

We say that x(n) and X(z) are a BZT pair, denoted by

gnu(n) $ 1=(1� gz�1), zk k > gk k (7:60)

This transform pair includes signals such as

x(n) ¼ u(n), g ¼ 1

x(n) ¼ cos (un)u(n) ¼ 1
2
e junu(n)þ 1

2
e�junu(n), g ¼ e ju and g ¼ e�ju

and many other signals by applying BZT properties. For example, notice that Equation 7.60 can be
obtained with Z{u(n)} and the modulation property.
If jjgjj< 1, then x(n) decreases exponentially, and it has a DTFT. It also has the BZT given in Equation

7.60. With jjgjj< 1, the condition s > 1
T ln gk k allows s to be negative, and with a negative s the

convergence factor increases exponentially, while the product e�nsTgn still decreases exponentially.
We can even set s to s¼ 0, which with Equation 7.57 converts the BZT to the DTFT.

TABLE 7.3 BZT Properties

Linearity c1x1(n)þ c2x2(n) $ c1X1(z)þ c2X2(z)

Time shift x(n� n0) $ X(z)z�n0

Modulation x(n)an $ X(za�1)

Linear convolution x1(n) * x2(n) ¼
Pþ1

i¼�1
x1(n� i)x2(i) $ X1(z)X2(z)
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These different situations can be nicely pulled together by describing them with respect to the unit
circle in the z-plane, as shown in Figure 7.26. The convergence condition, jjzjj> jjgjj, does not impose
any restriction on the angle of z. Therefore, the BZT of x(n)¼gnu(n) converges for all z outside a circle
in the z-plane having a radius equal to jjgjj, and this region of the z-plane is called the region of
convergence (ROC). If jjgjj< 1, which means that x(n) has a DTFT, then the ROC is outside a circle
that is inside the unit circle in the z-plane (see Figure 7.26). However, if jjgjj> 1, which means that the
DTFT of x(n) does not exist, then the ROC is outside a circle that is outside the unit circle. This means
that if the ROC of the BZT includes the unit circle, then X(z) can be evaluated for z¼ e jvT (jjzjj ¼ 1),
and a BZT can be converted to a DTFT by setting z to z¼ e jvT.

The ROC is an important information about the BZT of a signal, because there can be an ambiguity
between X(z) and its inverse z-transform. To see why this is true, let us find the BZT of x(n)¼�gnu
(�n� 1), which is zero for n� 0. Applying Equation 7.58 gives

X(z) ¼
Xþ1

n¼�1
�gnu(�n� 1)z�n ¼ �

X�1

n¼�1
gnz�n ¼ �

Xþ1

n¼1

(g�1z)n ¼ �
Xþ1

n¼0

(g�1z)n þ 1

¼ 1� 1
1� g�1z

¼ 1
1� gz�1

, g�1z
�� �� < 1 ! zk k < gk k (7:61)

Here the ROC is the interior of a circle in the z-plane. If jjgjj> 1, then the ROC includes the unit
circle and x(n) decreases exponentially as n ! �1, which means that the DTFT of x(n) exists.
However, if jjgjj< 1, then the ROC does not include the unit circle and x(n) increases exponentially
as n ! �1, which means that the DTFT of x(n) does not exist.
If the BZT of Equation 7.60 or 7.61 is given, we cannot know the inverse z-transform unless

we also know the convergence condition. In Equation 7.60, x(n) is said to be a right-handed signal,
and its ROC is a region in the z-plane outside a circle, and in Equation 7.61, x(n) is said to be a left-
handed signal, and its ROC is a region in the z-plane inside a circle. Consider how the ROC must
change if we time reverse a signal. For either kind of signal, right-handed or left-handed, if the
ROC includes the unit circle, then it has a DTFT. We will work with right-handed signals
unless explicitly stated otherwise, in which case the ROC is the type given in Equation 7.60 and illustrated
in Figure 7.26.

Unit circle,

Re(z)

Im(z)

ROC

z-plane

z = –1

z = j = e

ω = ωs / 2

ω = ωs / 4

ω = 0
z = 1

= 1z
γ

j π
2

FIGURE 7.26 The z-plane, showing the unit circle and an ROC.
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7.1.24 Transfer Function

Given an input x(n) of an LTI DTS, the convolution Equation 7.52 of the input with the unit pulse
response h(n) gives the response of the DTS under zero initial conditions. Applying the convolution
property in Table 7.3 to Equation 7.52 gives

Y(z) ¼ H(z)X(z) (7:62)

where H(z)¼Z{h(n)}, which is called the transfer function of the system. We assume that the DTS
is causal, and therefore h(n) is a right-handed signal. If x(n)¼ d(n), then X(z)¼ 1, and, as expected,
y(n)¼ h(n).
Let us apply the linearity and time-shift properties of the BZT, and take the BZT term-by-term of

Equation 7.45 to get

Y(z)þ a1Y(z)z
�1 þ 	 	 	 þ aNY(z)z

�N ¼ b0X(z)þ b1X(z)z
�1 þ 	 	 	 þ bMX(z)z

�M

Having converted the difference equation to an algebraic equation permits us to find

Y(z) ¼ b0 þ b1z�1 þ 	 	 	 þ bMz�M

1þ a1z�1 þ 	 	 	 þ aNz�N
X(z) (7:63)

and therefore, H(z) in Equation 7.62 is given by

H(z) ¼ b0 þ b1z�1 þ 	 	 	 þ bMz�M

1þ a1z�1 þ 	 	 	 þ aNz�N
¼ P(z�1)

Q(z�1)
¼ b0

QM
i¼1 (1� ziz�1)QN

i¼1 (1� piz�1)
(7:64)

The zi, i¼ 1, . . . , M are called the zeros of H(z), and the pi, i¼ 1, . . . , N are called the poles of H(z).
Comparing Equations 7.64 and 7.50, we see that the denominator of H(z) is the characteristic

polynomial, and therefore the poles of H(z) are the roots of the characteristic equation, which
determine the behavior of the unit pulse response. Therefore, h(n) is a linear combination of the
exponential functions, pi

n, i¼ 1, 2, . . . , N. This means that the DTS is stable if all the poles of H(z) are
inside the unit circle in the z-plane. Furthermore, the ROC of H(z)¼Z{h(n)} is outside a circle with a
radius equal to the magnitude of the pole having the largest magnitude among all the poles of H(z).
Therefore, if the DTS is stable, H(z) can be converted to the DTFT with z¼ ejvT.

Comparing Equations 7.64 and 7.54, we see that the frequency response of the DTS can be found
by evaluating H(z) on the unit circle, where z¼ ejvT. This is depicted in Figure 7.26, where for v¼ 0,
z¼ 1. As v is increased from v¼ 0 to v¼vs=2, the angle of z, ff z¼vT, changes from ff z¼ 0, where
z¼ 1, to ff z¼p, where z¼�1.

7.1.25 Unilateral Z-Transform

Consider a signal x(n), which is defined over �1< n<þ 1. Generally, x(n) is not a right-handed or a
left-handed signal. Let us express x(n) as

x(n) ¼ xl(n)þ xr(n) ¼ x(n)u(�(nþ 1))þ x(n)u(n)
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where xl(n)¼ 0, n� 0 and xr(n)¼ 0, n< 0, so as to have xl(n) account for the left-handed part of x(n),
while xr(n) accounts for the right-handed part of x(n). The BZT of x(n) is

X(z) ¼
X�1

n¼�1
x(n)z�n þ

Xþ1

n¼0

x(n)z�n ¼ Z xl(n)f g þ Z xr(n)f g ¼ Xl(z)þ Xr(z) (7:65)

Suppose we are only interested to observe a signal x(n) for n� 0, even if it is not strictly a right-handed
signal. Then, with

Z�1 X(z)f g ¼ x(n)

we can find x(n) for n� 0, and we also get x(n) for n< 0. However, we can also find x(n) for n� 0 with

Z�1 Xr(z)f g ¼ xr(n)

Therefore, we will now only work with

X(z) ¼
Xþ1

n¼0

x(n)z�n (7:66)

which is called the unilateral z-transform, or just z-transform (ZT). This does not imply that x(n) for
n< 0 must be zero. Instead, we prefer to avoid involving Xl(z).

The bilateral and unilateral z-transforms have many properties in common, while for some
properties the difference is very useful. Consider the ZT of y(n)¼ x(n� 1). Notice that y(0)¼ x(�1),
and therefore

Z y(n) ¼ x(n� 1)f g ¼
Xþ1

n¼0

y(n)z�n ¼
Xþ1

n¼0

x(n� 1)z�n ¼ x(�1)þ z�1
Xþ1

n¼0

x(n)z�n

Generally, we have

Z x(n� i)f g ¼ x(�i)þ z�1Z x(n� (i� 1))f g, i � 1 (7:67)

which is not the same as the time-shift property given in Table 7.3 for the BZT.
Unlike BZT, ZT can be used to find the complete response of an LTI DTS as described by

Equation 7.45. We assume that the input x(n) is zero for n< 0. Taking the term-by-term ZT of Equation
7.45 gives

Y(z)þ a1 y(�1)þ z�1Y(z)
� 	þ 	 	 	 þ aN y(�N)þ z�1Z y(n� (N � 1))f g� 	

¼ b0X(z)þ b1z
�1X(z)þ 	 	 	 þ bMz

�MX(z)

which can be rearranged to become

(1þ a1z
�1 þ a2z

�2 þ 	 	 	 þ aNz
�N )Y(z)� YIC(z

�1) ¼ (b0 þ b1z
�1 þ b2z

�2 þ 	 	 	 þ bMz
�M)X(z)

where YIC(z
�1) accounts for all initial condition terms. If all initial conditions are zero, then YIC(z

�1)¼ 0.
Solving for Y(z) results in
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Y(z) ¼ YIC(z�1)
Q(z�1)

þ H(z)X(z) (7:68)

We can factor the denominator of X(z), and write

X(z) ¼ Px(z�1)QNx
i¼1 (1� px,iz�1)

where the px,i, i¼ 1, . . . , Nx, are the Nx poles of X(z). Therefore, Equation 7.68 becomes

Y(z) ¼ YIC(z�1)QN
i¼1 (1� piz�1)

þ P(z�1)QN
i¼1 (1� piz�1)

Px(z�1)QNx
i¼1 (1� pxz�1)

Let us assume that the poles of H(z) and the poles X(z) are distinct, and then a partial fraction expansion
of the right-hand side of this equation has the form

Y(z) ¼
XN
i¼1

KIC,i

1� piz�1
þ
XN
i¼1

Ki

1� piz�1
þ
XNx

i¼1

Kx,i

1� px,iz�1

The complete solution y(n) of Equation 7.45 is given by

y(n) ¼
XN
i¼1

KIC,i(pi)
nu(n)þ

XN
i¼1

Ki(pi)
nu(n)þ

XNx

i¼1

Kx,i(px,i)
nu(n) (7:69)

If the input x(n) is zero, then y(n) in Equation 7.69 consists of only the first sum term, which is called the
zero-input response. If all initial conditions are zero, then y(n) in Equation 7.69 consists of the second
and third sum terms, which together are called the zero-state response. Furthermore, the first and second
sum terms are due to the poles of H(z), and together they are called the transient response. There can be a
transient response even if all initial conditions are zero.
The third sum term in Equation 7.69 is a discrete-time function like the input, and it is called the

steady-state response. In digital filtering a signal, this is the part of the complete response that is of main
concern. We prefer that the transient response quickly decays to negligible levels. If the input is, for
example, a single sinusoid, then Nx¼ 2, and the third sum term in Equation 7.69 will consist of the sum
of two complex conjugate exponential functions that combine via Euler’s identity to become a sinusoid,
as given in Equation 7.53.

7.1.26 Conclusion

The concept of a FS was developed as the minimum mean square error solution for the problem of
approximating a continuous-time periodic signal with a linear combination of sinusoidal functions. If the
continuous-time periodic signal is everywhere continuous, then the approximation error is zero. By
sampling FS, DFT was obtained, and its relationship to the spectral nature of the continuous-time signal
was found. Depending on the bandwidth of the continuous-time signal, the sampling rate and the
sampling duration, we came to understand the kinds of errors that can occur when the DFT is used to
study the spectral nature of a signal. The DFT is a widely applied method of signal and system analysis,
because the DFT can be efficiently computed with the FFT, which was demonstrated by the development
of the decimation in time radix-2 FFT.
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The FS concept was extended to aperiodic continuous-time signals, resulting in the FT. By sampling
the inverse FT, the DTFT was obtained, and its relationship to the spectral nature of the continuous-time
signal was found. The sampling theorem came by studying this relationship. The DTFT was applied
to signal and system analysis, and for practical reasons, the DFT again played an important role.
To broaden the class of signals to which the DTFT can be applied, a convergence factor was

introduced, resulting in the BZT. The relationship between the DTFT and BZT was thoroughly
investigated to understand the role of the BZT in spectral analysis. The BZT was modified to work
with right-handed signals resulting in the unilateral z-transform, or just ZT. The ZT was applied to find
the complete response of a DTS, a main advantage of the ZT.
The next step for the reader may be to investigate methods for the design of digital filters, as can be

found in the references and elsewhere, where the DFT, DTFT and ZT, which are all based on the concept
of a FS, play major roles.
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8.1 MOS Logic Circuits

John P. Uyemura

8.1.1 Introduction

MOS-based technology has become the default standard for high-density logic designs for several
reasons. The most obvious is that MOSFETs can be made with side dimensions of <0.1 mm (10�7 m),
allowing for complex logic functions to be constructed in small areas. The section is an investigation of
the basics of designing and characterizing logic gates in an MOS technology.

8.1.2 MOSFET Models for Digital Circuits

The properties of digital logic gates are derived from a large-signal analysis of the circuits. Because
transistor characteristics are intrinsically nonlinear, accurate analytic modeling becomes quite compli-
cated, and closed-form solutions can be difficult to come by. To overcome this problem, simplified
MOSFET models are used to estimate the circuit operation in first-cut designs. Once the basic operation
is established, computer simulations are used to obtain more accurate information.
Square-law models are useful for understanding the operation of MOS logic circuits. Consider first an

n-channel, enhancement-mode MOSFET that has a threshold voltage VTn> 0. As shown in Figure 8.1,
the primary device voltages are VDS, VGS, and VSB. The value gate–source voltage VGS relative to the
threshold voltage VTn determines if drain current ID flows. If VGS,<VTn then ID� 0, establishing the
condition of ‘‘cutoff.’’ Elevating the gate–source voltage to a value VGS,>VTn places the MOSFET into
the ‘‘active region’’ where ID will be nonzero if a drain–source voltage VDS is applied; the value of ID
depends on the values of the device voltages.
To describe active operation, we introduce the drain–source saturation voltage VDS,sat defined by

VDS,sat ¼ VGS � VTn (8:1)
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The threshold voltage is affected by the affected by the source–bulk (body) voltage VSB by

VTn ¼ VT0n þ g
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2 fFj j þ VSB

p
�

ffiffiffiffiffiffiffiffiffiffiffi
2jfFj

p� �
(8:2)

where
VT0n is the nFET zero-body-bias threshold voltage
g is the body bias (or, body effect) coefficient
fF is the bulk Fermi potential

When VDS �VDS,sat, the MOSFET is nonsaturated with

ID � bn

2

� �
2(VGS � VTn)VDS � V2

DS

� �
(8:3)

In this equation bn is the device transconductance given by bn¼ kn
0 (W=L), with kn

0 the process trans-
conductance in units of [A=V2], W the channel width, and L the channel length; the width-to-length
(W=L) is called the ‘‘aspect ratio’’ of the transistor. The process transconductance is given by kn

0 ¼mnCox

where mn is the electron surface mobility and Cox the oxide capacitance per unit area. For an oxide layer
with thickness tox, the MOS capacitance per unit area is calculated from

Cox ¼ eox
tox

(8:4)

where eox is the oxide permittivity. In the current technologies tox is smaller than about 60 Å. If
VDS�VDS,sat, the MOSFET is saturated with

ID � bn

2

� �
VGS � VTnð Þ2 (8:5)

This ignores several effects, most notably that of ‘‘channel-length modulation,’’ but is still a reasonable
approximation for estimating basic performance parameters.
The structure of the MOSFET gives rise to several parasitic capacitances that tend to dominate the

circuit performance. Two types of capacitors are contained in the basic model shown in Figure 8.2.
The contributions CGS and CGD are due to the MOS layering of the gate–oxide semiconductor, which
is the origin of the field effect. The total gate capacitance GG is calculated from

(a)

Drain

Source

Gate
Bulk

VGS
VSB

VDS

ID +

+

+

–

–
(b) Drain

Source

Gate
Bulk

ID

VBSVSG

VSD

+
+

+–

–

–

FIGURE 8.1 MOSFET symbols. (a) n-channel MOSFET; (b) p-channel MOSFET.
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CG ¼ CoxWL (8:6)

and the gate–source and gate–drain contribu-
tions can be approximated to first order by

CGD � CG

2
� CGS (8:7)

Capacitors CDB and CSB are depletion contribu-
tions from the reverse-biased pn junction at the
drain and source. These are nonlinear, voltage-
dependent elements that decrease with increas-
ing reverse voltage.
A p-channel MOSFET (pMOS or pFET) is the

electrical complement of an n-channel device. An
enhancement-mode pFET is defined to have a negative threshold voltage, i.e., VTp< 0. It is common to use
device voltage of VSG, VSD, and VBS, as shown in Figure 8.1 to describe the operation. Cutoff occurs if
VSG< jVTpj, while the device is active if VSG� jVTpj. The saturation voltage of the pFET is defined by

VSD,sat ¼ VSG � jVTpj (8:8)

With VSG� jVTpj and VSG<VSD,sat, the transistor is nonsaturated with

ID � bp

2

� �
2 VSG � VTp

		 		
 �
VSD � V2

SD

� �
(8:9)

For the pFET, bp is the device transconductance bp¼ kp
0 (W=L); where kp

0 ¼mpCox is the process transcon-
ductance, and (W=L) is the aspect ratio of the device. In complementary metal–oxide–semiconductor
(CMOS) inverters nFETs and pFETs are used in the same circuit, and it is important to note that kn

0 > kp
0

due to the fact that the electron mobility is larger than the hole mobility, typically by a factor of 2 to 8.
It is often convenient to use the simplified MOSFET symbols shown in Figure 8.3. The polarity of the

transistor (nMOS or pMOS) is made explicit by the absence or presence of the gate inversion ‘‘bubble,’’
as shown. These symbols do not show the bulk electrode explicitly, but it is important to remember that
all nFETs have their bulks connected to the lowest voltage in the circuit (usually ground), while all pFET
bulks are connected to the highest voltage (usually the power supply VDD).

In digital circuit design, it is useful to model
MOSFETs as voltage-controlled switches, as
shown in Figure 8.4. The MOSFET switches are
controlled by a gate input signal G, which is taken
to be a Boolean variable. Employing a positive
logic convention, G¼ 0 corresponds to a low volt-
age (below VTn), while G¼ 1 is a high voltage. The
operation of the FET switches is straightforward.
An input of G¼ 0 places the nFET into cutoff,
corresponding to an OPEN switch; G¼ 1 implies
active operation, and the switch is CLOSED. The
pFET has a complementary behavior, with G¼ 0
giving a CLOSED switch, and G¼ 1 giving an
OPEN switch.

Drain

Source

Bulk

CGS

CG

CGD CDB

CSB

Gate

FIGURE 8.2 MOSFET capacitances.

Drain

Source

Gate

(a) Drain

Source

Gate

(b)

FIGURE 8.3 Simplified MOSFET symbols. (a) nMOS-
FET; (b) pMOSFET.
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The switch models include parasitic drain-to-source resistance Rn and Rp, which are usually estimated
using

Rn ¼ 1
k0n(W=L)n VDD � VTnð Þ

Rp ¼ 1

k0p(W=L)p VDD � VTp

 � (8:10)

These equations illustrate the general dependence that the drain–source resistance R is inversely
proportional to the aspect ratio (W=L). However, the MOSFET is at best a nonlinear resistor, so that
these are only rough estimates. It is important to note the MOSFET parasitic capacitances CGS, CGD, CSB,
and CDB must be included in the switching models when performing transient analysis.

8.1.3 The Digital Inverter

An ideal digital inverter is shown in Figure 8.5. In terms of the Boolean variable A, the inverter accepts
A and produces the complement A. Electronic implementation of the inverter requires assigning voltage
ranges for Vin and Vout to represent logic 0 and logic 1 states. These are chosen according to the DC

G = 1

Rp

OPEN

Rn

G = 1
CLOSED

(a)

Rn

G

Rp

G

(b)

Rn

G = 0
OPEN

G = 0

Rp

CLOSED

FIGURE 8.4 MOSFET switching models. (a) nFET switch model; (b) pFET switch model.

Vin
Cout Vout

VDD

(b)

+ +

– –(a)

A A

FIGURE 8.5 Basic inverter. (a) Ideal inverter symbol. (b) Electronic parameters.
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voltage transfer characteristics (VTC) of the electronic circuit. A VTC is simply a plot of the output
voltage Vout as a function of Vin; a general VTC is shown in Figure 8.6.

Consider first the output voltage Vout. The maximum value of Vout is denoted by VOH, and is called the
output high voltage. This is used to represent an ideal logic 1 output voltage. Conversely, the smallest
value of Vout is denoted as VOL, and is called the output low voltage. VOL is the output logic 0 voltage. The
logic swing of the inverter is then defined by (VOH�VOL). The range of input voltage Vin used to
represent logic 0 and logic 1 input states is usually determined by points on the VTC at which the slope
has a value of (dVout=dVin)¼�1. Logic 0 voltages are those with values between 0 V and VIL, the input
low voltage. Similarly, voltages in the range from the input voltage VIH to VOH represent logic 1 input
levels. The intersection of the VTC with the unity gain line defined by Vout¼Vin gives the inverter
threshold voltage VI; this represents the switching point of the circuit. The numerical value of VOH, VOL

VIL, VIHt, and VI are determined by the circuit and topology and the characteristics of the devices used in
the circuit.
The transient characteristics of the gate are defined by two basic transition times. Figure 8.7 shows Vin

and Vout, and the most important output switching intervals. The input voltage has been taken as an ideal
step-like pulse. In a more realistic situation the input voltage is better approximated by a ramp or an
exponential. The idealized pulse is used here because it allows a comparison among various circuits.
The most important switching properties of the inverter are the low-to-high time tLH, and the high-

to-low time tHL as shown in Figure 8.7. These represent the minimum response times of the inverter.

Vin

V o
ut

VDD

0

Unity gain line
Vout = Vin

VDD

VOH

VOL

VIL VIHVI
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FIGURE 8.6 Inverter VTC.
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FIGURE 8.7 Inverter switching times.
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Note that these time intervals are usually defined between the 10% and 90% voltages instead of the full
logic swing. The maximum switching frequency is computed from

fmax ¼ 1
tLH þ tHL

(8:11)

The propagation delay tP for the gate is the average time required for a change in the input to be seen at
the output. It is computed using the time intervals tPHL and tPLH shown in the diagram from

tP ¼ 1
2

� �
tPHL þ tPLHð Þ (8:12)

Note that the transition times for this parameter are measured to the 50% voltage.

8.1.4 nMOS Logic Gates

Early generations of MOS logic circuits were based on a single type of MOSFET. The Intel 4004, for
example, used only pMOS transistors, while subsequent microprocessor chips such as the Intel 8088, the
Zilog Z80, and the Motorola 6800 used only n-channel MOSFETs. Although all current MOS-based
designs are implemented in CMOS, which employs both nMOS and pMOS devices, it is worthwhile to
examine nMOS-only logic circuits. This provides an introduction to the basic characteristics of MOS
logic circuits, many of which are used in even the most advanced CMOS techniques.
Several types of inverter circuits can be constructed using n-channel MOSFETs. Three configurations

are shown in Figure 8.8. Each circuit uses a switching transistor MD, known as the ‘‘driver,’’ which is
controlled by the input voltage Vin. The VTC is determined by the load device that connects the drain of
MD to the power supply VDD. The MD can be viewed as the switched ‘‘pull-down’’ device, while the load
serves as the ‘‘pull-up’’ device. In Figure 8.8a, a simple linear resistor with a value RL is used as the load.
The circuits in Figure 8.8b use an enhancement-mode (defined with VTn> 0) nMOSFET biased into
saturation, while Figure 8.8c has a depletion-mode nMOSFET (where VTn< 0) as an active load. Active
loads provide better switching characteristics due to the nonlinearity of the device. In addition, MOSFETs
are much smaller than resistors and process variations are not as critical because the circuit character-
istics depend on the ratio of driver-to-load dimensions.
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FIGURE 8.8 nMOS inverter circuits: (a) resistor load; (b) saturated enhancement model MOSFET load; and
(c) depletion mode MOSFET load.
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Although the three nMOS inverter circuits are similar in structure, they have distinct switching
properties. Consider the output voltage swing. Figure 8.8a and c both have VOH�VDD, but the active
load in Figure 8.8b gives

VOH ¼ VDD � VTL (8:13)

with the threshold voltage computed from

VTL ¼ VT0n þ g
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2 fFj j þ VOH

p
�

ffiffiffiffiffiffiffiffiffiffiffi
2 fFj j

p� �
(8:14)

This is referred to as a ‘‘threshold voltage loss,’’ and is due to the fact that the load must have a minimum
gate–source voltage of VGSL¼VTL to be biased into the active mode. Obviously, VOH<VDD for this
circuit.
The value of VOL> 0 is determined by a ratio of driver parameters to load parameters. In Figure 8.8a,

this ratio is given by RLbD, which is inversely proportional to VOL. This means a small VOL requires that
both the load resistance and the driver dimensions are large. In Figure 8.8b and c, VOL is set by the driver-
to-load ratio bR¼ (bD=bL)¼ (W=L)D=(W=L)L; increasing bR decreases VOL. For the depletion MOSFET
load circuit in Figure 8.8c, the design equation is given by

bR ¼ jVTLj2
2 VDD � VTDð ÞVOL � V2

OL
(8:15)

A condition of bR> 1 is generally required to achieve a functional inverter, implying that the driver
MOSFET is always larger than the load device. Also, note that is not possible to achieve VOL¼ 0 because
this requires an infinite driver-to-load ratio.
The transient switching characteristics are obtained by including the output capacitance Cout as shown

in Figure 8.5 at the output. Cout consists of the input gate capacitance seen looking in the MOSFET of the
next stage, and also has parasitic contributions from the MOSFETs and interconnects. By using a switch
model for the driver, it is seen that the transient characteristics are determined by the time required to
charge and discharge Cout. The high-to-low time tHL represents the time it takes to discharge the
capacitor through the driver MOSFET with a device transconductance value of bD. A rough estimate
is obtained using the RC time constant such that tHL� 2RD Cout, with RD the equivalent resistance.
Similarly, the low-to-high time tLH is the time interval needed to charge Cout through the load device.
With respect to Figure 8.8c has the best transient response such that tLH� 2RL Cout, where RL represents
the equivalent resistance of the load MOSFET. nMOS circuits in the mid-1980s had inverter transition
times on the order of a few nanoseconds. Because the DC design requires that bR¼ (bD=bL)> 1, and the
drain–source resistance of a MOSFET is inversely proportional to b, these circuits exhibit nonsymme-
trical switching times with tLH> tHL. The propagation delay times can be estimated using tPHL�RD Cout

and tPLH�RL Cout because these are measured relative to the 50% voltage levels.
MOS-based logic design allows one to easily construct other logic functions using the inverter circuit as

a guide. For example, adding another driver MOSFET in parallel gives the NOR operation, while adding a
series connected driver yields the NAND operation; these are shown in Figure 8.9.
Complex logic gates for AOI (AND-OR-INVERT) and OAI (OR-AND-INVERT) canonical logic

functions can be constructed using the simple rules

. nMOSFETs (or groups) in parallel provide the NOR operation

. nMOSFETs (or groups) in series provide the NAND operation

Examples are provided in Figure 8.10. It should be noted that this type of circuit structuring is possible
because the drain and source are interchangeable. The main problem that arises in design complex
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nMOS logic gates is that the circuit requires large driver-to-load ratios to achieve small VOL values. The
switching FET arrays collectively act like a driver network that must be designed to have a large overall
effective b value. Although parallel-connected MOSFETs are not a problem, the pull-down resistance of
series-connected MOSFETs can be large unless the individual aspect ratios are increased. Satisfying this
condition requires additional chip area, decreasing the logic density.

8.1.5 CMOS Inverter

A CMOS inverter is shown in Figure 8.11. This circuit uses a pair of transistors, one nMOS and one
pMOS, connected with their gates together. When Vin<VTn, the pFET is active and the nFET is in cutoff.
Conversely, when Vin> (VDD�VTn), the nFET is active while the pFET is in cutoff. The two MOSFETs
are said to form a complementary pair.
The complementary arrangement of the MOSFETs gives the circuit a full rail-to-rail output range, i.e.,

VOL¼ 0 V and VOH¼VDD. The devices are connected in such a way that terminal voltages satisfy
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FIGURE 8.9 nMOS NOR and NAND gates: (a) two-input NOR gate and (b) two-input NAND gate.
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FIGURE 8.10 nMOS AOI logic gates.
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VGSn þ VSGp ¼ VDD

VDSn þ VSDp ¼ VDD
(8:16)

Note in particular the relationship between the gate–source voltages. Increasing the voltage on one
transistor automatically decreases the voltage applied to the other. This provides the VTC with a very
sharp transition, as shown in Figure 8.12. Moreover, the shape of the VTC is almost insensitive to the
power supply value VDD, which allows CMOS circuits based on this construction to be used with a range
of values. The minimum value of VDD is set by the device the device threshold voltages, and is usually
estimated as being about 3 VT. This is based on the input switching voltage Vin, and allows one VT to
switch the nFET, one VT to switch the pFET, and one VT for separation. Currently, VT values equal
�0.5 V, so that the minimum VDD is about 1.5 V. Because VT is set in the fabrication, the minimum
power supply used in low-voltage designs depends upon the process specifications. The maximum value
of the power supply voltage is limited by the reverse breakdown voltages of the drain–bulk junctions.
This is typically around 14–17 V.

(b)

Vin

VDD

Rp

Rn

Cout Vout

+

+

–
–

(a)

VDD

VSDp

VSGp

Vout = VDSnVin = VGSn

Mp

Mn

βp

βn

+

+
+

+

–

–

–

–

FIGURE 8.11 CMOS inverter: (a) circuit and (b) switch model.
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FIGURE 8.12 CMOS VTC.
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Because the structure of the CMOS circuit automatically gives a full-rail output logic swing, the DC
design of the gate centers around setting the inverter threshold voltage VI. At this point, both FETs are
saturated, and equating currents gives the expression

VI ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
bn=bp

q
VTn þ VDD � jVTpj


 �
1þ

ffiffiffiffiffiffiffiffiffiffiffiffiffi
bn=bp

q (8:17)

This equation shows that VI can be set by adjusting the ratio bn=bp. If bn¼bp, and VTn � jVTpj, then
VI� (VDD=2). Increasing this ratio decrease the inverter switching voltage. If the nFET and pFET are of
equal size, then bn>bp (as kn

0 > kp
0 ), and VI< (VDD=2).

The transient characteristics are obtained by analyzing the charge and discharge current flow paths
through the transistors. By using the switch model in Figure 8.11b, the primary time constants are

tn ¼ RnCout ¼ Cout

bn(VDD � VTn)

tp ¼ RpCout ¼ Cout

bp VDD � jVTpj

 � (8:18)

Analyzing the transitions with a step input voltage yields

tHL ¼ tn
2(VTn � V0)
(VDD � VTn)

þ ln
2(VDD � VTn)

V0
� 1

� �� 

tLH ¼ tp
2(jVTpj � V0)

(VDD � jVTpj)þ ln
2(VDD � jVTpj)

V0
� 1

� ��  (8:19)

where V0¼ 0.1 VDD is the 10% voltage. Noting once again that kn
0 > kp

0 , equal size transistors will
give tLH> tHL. To obtain symmetrical switching, the pMOSFET must have an aspect ratio of
(W=L)p¼ (kn

0 > kp
0 ) (W=L)n. This illustrates that while the ratio of b-values sets the DC switching

voltage VI, the individual choices for bn and bp determine the transient switching times. In general,
fast switching requires large transistors, illustrating the speed vs. area trade-off in CMOS design. The
propagation delay time exhibits the same dependence.
Another interesting characteristic of the CMOS inverter is the power dissipation. Consider an inverter

with stable logic 0 or logic 1 inputs. Because one MOSFET is in cutoff, the DC power supply current IDD
is very small, being restricted to leakage levels. The standby DC power dissipation is PDC¼ IDDVDD� 0,
so that static logic circuits do not dissipate much power under static conditions. Appreciable IDD from
the power supply to ground flows only during a transition. Dynamic power dissipation, on the other
hand, occurs due to the charging and discharging of the output capacitance Cout. The dynamic power
dissipation can be estimated by

PDynamic ¼ CoutV
2
DDf (8:20)

where f is the switching frequency of the signal. Qualitatively, this is understood by noting that this is just
twice the average stored energy multiplied by the frequency. This illustrates the important result that the
power dissipation of a CMOS circuit increases with the switching frequency.

8.1.6 Static CMOS Logic Gates

Static logic gates are based on the inverter. The term ‘‘static’’means that the output voltages (logic levels)
are well defined as long as the inputs are stable. The nFET rules discussed for nMOS logic gates still apply
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to CMOS. However, static logic gates provide an nFET and a pFET for every input. Proper operation
requires that rules be developed for the pMOSFET array as follows:

. pMOSFETs (or groups) in parallel provide the NAND operation

. pMOSFETs (or groups) in series provide the NOR operation

When these rules are compared to the nMOS rules, it is seen that the nFET and pFET arrays are logical
duals of one another (i.e., OR goes to AND, and vice versa).
An N-input static CMOS logic gate requires 2 N transistors. NAND and NOR gates are shown in

Figure 8.13 using the rules; this type of logic is termed series-parallel, for obvious reasons. Examples of
complex logic gates are shown in Figure 8.14. Note in particular the circuit in Figure 8.14b. This
implements the XOR function by means of

A� B ¼ ABþ AB ¼ ABþ AB (8:21)

Reductions of this type are often performed to work the AOI or OAI equation into a more familiar form.
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FIGURE 8.13 CMOS: (a) NAND and (b) NOR gates.
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FIGURE 8.14 CMOS AOI logic examples: (a) AOI gate and (b) XOR circuit.
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As seen from these examples, the logic function is determined by the placement of the nFETs and
pFETs in their respective arrays. Electrically, the design problem centers around choosing the aspect
ratios to achieve acceptable switching times. Because a MOSFET has a parasitic drain–source resistance
that varies as (1=b), series-connected transistor chains exhibit larger time constants than parallel-
connected arrangements. Recalling that Rn<Rp shows that for equal size devices, series chains of
nFETs are preferable to the same number of series-connected pFETs. Consequently, NAND gates are
used more frequently than NOR gates, and AOI logic functions with a small number of OR operations
are better. It is also possible to expand to transistor arrays that are not of the series-parallel type, such as a
delta configuration, but it is difficult to devise general design guidelines for these circuits.
Canonical CMOS static logic design is based on using pairs of nMOS and pMOS transistors.

In modern very large scale integration (VLSI) design, the design complexity is limited by the interconnect
(as opposed to the number of transistors), so that the need to connect every input to two transistors
may result in problems in the chip layout. Pseudo-nMOS circuits provide an alternative to standard
CMOS circuits. These logic gates implement logic using nFET arrays; however, the pMOS array is
replaced by a single p-channel MOSFET that acts as a load device. Figure 8.15 shows an inverter and
an AOI circuit implement based on pseudo-nMOS structuring. In both circuits, the load pMOSFET
is biased active with VSGp¼VDD by grounding the gate. Although the circuits are simplified, two
main problems arise with this type of circuit. First, the output low voltage VOL is determined by the
driver-to-load ratio (bn=bp)> 1, so that large driver nFETs are required. Second, if the input voltage is
high, then the circuit dissipates DC power. Despite these drawbacks, pseudo-nMOS circuits may be
useful in certain situations.
Transmission gates (TGs) provide another approach to implementing logic functions in CMOS. The

properties of TGs are discussed in more detail in Section 8.2. However, because they are useful for certain
types of logic gates, a short discussion has been included here. A basic TG consists of an nMOSFET and a
pMOSFET in parallel, as shown in Figure 8.16a; the symbol in Figure 8.16b represents the composite
structure. TGs act like voltage-controlled switches: logically, a condition of C¼ 0 gives an open switch,
while C¼ 1 gives a closed switch. TGs can pass the full range of voltages (from 0 V to VDD) in either
direction; this is not possible with a single device, due to the threshold voltage characteristic discussed
earlier in this section.
Figure 8.17 illustrates a simple 2:1 multiplexer (MUX) with two input lines, D0 and D1, and a control

bit S. When S¼ 0, the upper TG is closed, and the output is F¼D0. Conversely, S¼ 1 closes the bottom
TG, so F¼D1. The operation of this circuit is expressed by

F ¼ SD0 þ SD1 (8:22)
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FIGURE 8.15 Pseudo-nMOS logic circuits: (a) Inverter and (b) AOI logic gate.
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The circuit can be expanded easily to create larger multiplexers. For example, an 8:1 requires three select
bits, and each of the eight lines will be a switching network using three TGs. Several other TG-based logic
functions are popular in CMOS design. Figure 8.18 shows the exclusive-OR (XOR) and exclusive-NOR
(XNOR) circuits. The primary drawbacks of TG-based logic circuits are that (1) the TG does not have a
connection to the power supply, and acts as a parasitic RC element to the stage that drives it, and (2) the
chip layout may become large, complicated, or both. In particular, (1) implies that TG circuits may be
slower than equivalent functions designed using basic static CMOS techniques.
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FIGURE 8.16 Transmission gate: (a) circuit; (b) symbol; and (c) switching model.
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FIGURE 8.18 TG-based (a) XOR and (b) XNOR logic gates.

Digital Circuits 8-13



8.1.7 Dynamic CMOS Logic Gates

Dynamic CMOS logic gates are characterized as having outputs that are valid only for a limited time
interval. Although this property inherently makes the circuit design more challenging, dynamic logic
circuits can potentially achieve fast switching speeds. In general, dynamic circuits use parasitic capacitors
in the MOS circuit to store charge Q. Because Q¼CV, the presence or absence of charge corresponds to a
logic 1 or logic 0 level, respectively, MOSFETs are used as voltage-controlled switches to ‘‘steer’’ the
charge on and off the logic nodes. Several dynamic logic families have appeared in the literature, each
having distinct characteristics. We now merely touch on some characteristics of a basic circuit which
illustrates the important points.
Consider the dynamic logic circuit in Figure 8.19 for a three-input NAND gate. The transistors labeled

MP and MN are controlled by the clock f(t), and provide synchronization of the data flow. Note the
presence of capacitors Cout, C1, C2, and C3. These represent parasitic capacitances due to the transistors
and interconnect, and are crucial to the operation.
The circuit is controlled by the timing provided byf(t). Whenf¼ 0, MP is ON andMN is OFF. During

this time,Cout is charged to a voltageVout¼VDD, which is called a ‘‘precharge event.’’Whenf changes to a
level f¼ 1, MP is driven into cutoff, but MN is biased ON; the operation of the circuit during this time is
termed a ‘‘conditional discharge event.’’ If the inputs are set to (A, B, C)¼ (1, 1, 1), then all three logic
transistors, MA, MB, and MC, are ON, and Cout can discharge through these transistors and MN to a final
voltage of Vout¼ 0 V. If at least one input is a logic 0, then Cout does not have a direct discharge path to
ground. Ideally, Vout would stay at VDD. However, charge leakage occurs across the reverse-biased drain–
bulk pn junctions in theMOSFETs, eventually leading to a value ofVout¼ 0 V. Typically, the output voltage
can be held only for a few milliseconds, thus leading to the name ‘‘dynamic circuit.’’
Another problem that arises in dynamic logic circuits is that of charge sharing. Consider the three-

input NAND gate with inputs of (A, B, C)¼ (0, X, X) during the precharge, where X is a do not care
condition. The total charge transferred to the circuit from the power supply is

QT ¼ CoutVDD (8:23)
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FIGURE 8.19 Dynamic CMOS logic gate: (a) three-input NAND gate and (b) timing intervals.
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Now suppose that the inputs are switched to (A, B, C)¼ (1, 1, 0) during the evaluation phase. MOSFETs
MA and MB are ON, but MC is OFF, blocking the discharge path. Charge sharing occurs because the
charge originally stored on Cout is now shared with C1 and C2. After the transients have decayed, the three
capacitors are in parallel, Ignoring any threshold drop, they will share the same final voltage Vf such that

QT ¼ (Cout þ C1 þ C2)Vf (8:24)

Equating the two expressions for charge gives

Vf ¼ Cout

Cout þ C1 þ C2
VDD < VDD (8:25)

To ensure that the output voltage remains at a logic 1 high voltage, the capacitors must satisfy the relation

Cout � C1 þ C2 (8:26)

The capacitance values are proportional to the sizes of the contributing regions, so that the performance
is closely tied to the layout of the chip.
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8.2 Transmission Gates

Robert C. Chang and Bing J. Sheu

A signal propagates through a transmission gate (TG) in a unique manner. In conventional logic gates,
the input signal is applied to the gate terminal of an MOS transistor and the output signal is produced
at the drain or the source terminal. In a TG, the input signal propagates between the source and the drain
terminals through the transistor channel, while the gate voltage is held at a constant value. The TG is
turned off if the voltage applied to the gate terminal is below the threshold voltage. The TG approach can
be used in digital data processing to implement special switching functions with high performance as well
as a small transistor count [1]. It also can be used in analog signal processing to act as a compact voltage-
controlled resistor.

8.2.1 Digital Processing

8.2.1.1 Single Transistor Version

A TG can be constructed by a single nMOS or pMOS transistor, as shown in Figure 8.20. For an nMOS
TG to pass a signal Vin to the output terminal, the selection signal S is set to the logic 1 value, i.e., the gate
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voltage VG is set to a high voltage value VDD. If the input signal is also the VDD value, the output voltage
Vout is determined by [2],

Vout(t) ¼ (VDD � Vthn)
t=tnc

1þ t=tncð Þ
� 

(8:27)

where
Vthn is the threshold voltage of the nMOS transistor with the body effect
tnc is the charging time constant which can be expressed as

tnc ¼ 2Cout

mnCOX(W=L)(VDD � Vthn)
(8:28)

where
mn is the carrier mobility
COX is the per-unit-area capacitance value
W=L is the transistor aspect ratio

If time t goes to 1, then Vout will approach VDD�Vthn, which indicates that a threshold voltage loss
occurs in the signal from the input node to the output node. This is due to the fact that VGS must be
greater than the threshold voltage to turn on the nMOS transistor. Owing to this voltage reduction, an
nMOS TG can only transmit a ‘‘weak’’ logic 1 value. However, a logic 0 can be transmitted by an nMOS
TG without penalty. In order to analyze this case, we set Vin¼ 0 and Vout(t¼ 0)¼VDD�Vthn. The
output voltage Vout is determined by

Vout(t) ¼ (VDD � Vthn)
2e�(t=tnd)

1þ e�(t=tnd)

� 
(8:29)

where the discharge time constant can be expressed as

tnd ¼ Cout

mnCOX(W=L)(VDD � Vthn)
(8:30)

Notice that Vout will approach zero as time goes to infinity. Input–output (I–O) characteristics of an
nMOS TG are shown in Figure 8.21.
The schematic diagram of a pMOS TG is shown in Figure 8.20b. For a pMOS TG to pass a signal Vin to

the output terminal, the selection signal S is set to the logic 0 value. To transmit a logic 0 value with the
initial Vout value being VDD, the expression for Vout is given as

VDD

Vin Vout

Cload

S
(b)

VoutVin

Cload

S
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FIGURE 8.20 (a) nMOS TG and (b) pMOS TG.
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Vout(t)

¼ jVthpj þ VDD � jVthpj
1þ (VDD � jVthpj)(t=2tpd) (8:31)

where tpd is the discharging time constant for the
pMOS TG. As time goes to infinity, Vout will
approach jVthpj, so that the pMOS TG can only
transmit a ‘‘weak’’ logic 0 value. On the other hand,
the pMOS TG can perfectly transmit a logic 1
value. To analyze this case, we set Vin¼VDD and
assume the initial Vout value as jVthpj. The expres-
sion for Vout is given as

Vout(t) ¼ VDD � (VDD � jVthpj) 2e�(t=tpc)

1þ e�(t=tpc)

� �
(8:32)

where tpc is the charging time constant for the pMOS TG. The output voltage will approach VDD as time
goes to 1. The transfer characteristics of the pMOS TG is shown in Figure 8.22.

8.2.1.2 Complementary Transistor Version

Figure 8.23 is the schematic diagram of a complementary transistor version of the TG which can be
constructed by combining the characteristics of nMOS and pMOS TGs. The CMOS TG can transmit
both the logic 0 and logic 1 values without any degradation. The voltage transmission properties of the
single transistor and CMOS TGs are summarized in Table 8.1. The overall behavior of the CMOS TG can
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FIGURE 8.21 Characteristics of nMOS TG.
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FIGURE 8.22 Characteristics of pMOS TG.
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FIGURE 8.23 CMOS TG.

TABLE 8.1 Transmission Gate Characteristics

Vout Vin Type Vin¼ 0 (Logic 0) Vin¼VDD (Logic 1)

nMOS 0 VDD�Vthn

pMOS jVthpj VDD

CMOS 0 VDD
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be described as follows. When the selection signal S is low, both the nMOS and pMOS transistors are
cut off. The output voltage Vout will remain at a high impedance state. When the selection signal S is high,
both the nMOS and pMOS transistors are turned on and the output voltage will be equal to the input
voltage.
Three regions of operation exist for a CMOS TG. In region 1 Vin< jVthpj, then nMOS transistor is in

the triode region and the pMOS transistor is in the cutoff region. Because the pMOS transistor is turned
off, the total current, Itot, is supplied by the nMOS transistor and Itot decreases as Vin increases. In region 2
jVthpj<Vin<VDD�Vthn both the nMOS and pMOS transistors are in the triode region. In this region,
the nMOS transistor current decreases and the pMOS transistor current increases as Vin increases. Thus,
Itot is approximately a constant value. In region 3, Vin>VDD�Vthn the nMOS transistor is turned off
and the pMOS transistor is in the triode region. The plot of the TG on-resistance is shown in Figure 8.24.

8.2.1.3 Pass-Transistor Logic

Pass-transistor logic is a family of logic which is composed of TG. Methods for deriving pass-transistor logic
using nMOS TGs have been reported [3]. Figure 8.25 shows the schematic diagram of the pass-transistor
logic in which a set of pass signals, Pis, are applied to the sources of the nMOS transistors and another set
of control signals, Cis, are applied to the gates of the nMOS transistors.

The desired logic function F can be expressed as F¼C1 � P1þC2 � P2 þ � � � þ Cn � Pn. When Cis are
high, Pis are transmitted to the output node. Pis can be logic 0, logic 1, true, or complement of the ith
input variable Xi, or the high-impedance state Z. Constructing a Karnaugh map can help one to design
the pass-transistor circuit. The pass function rather than the desired output values is put to the
corresponding locations in the Karnaugh map. Then any variables that may act as a control variable
or a pass variable are grouped.
For example, consider the design of a two-input XOR function. The truth table and the modified

Karnaugh map of the XOR function are given in Tables 8.2 and 8.3, respectively. By grouping the
A column when B is 0, and the A column when B is 1, the function can be expressed as
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Mp
cutoff

Mn
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FIGURE 8.24 TG resistances.
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F ¼ B � Aþ B � A (8:33)

where
B is a control variable
A is a pass variable

Figure 8.26a and b shows the schematic diagrams of nMOS and CMOS implementations of the
XOR function. When the control variable B is with a logic 0 value, the pass variable A is transmitted
to the output. When the control variable B is with a logic 1 value, the pass variable A is transmitted to
the output. Another implementation of the XOR function is shown in Figure 8.26c.
It is not permitted to have groupings that transmit both true and false values of the input variable to

the output simultaneously. The final expression must contain all the cells in the Karnaugh map. Note that

TABLE 8.2 Truth Table of XOR Function

A B A_B Pass Function

0 0 0 AþB

0 1 1 AþB

1 0 1 AþB

1 1 0 AþB

TABLE 8.3 Modified Karnaugh Map for XOF Function

—– —–B B

—–

—–

A

A

A

A

A
B B

B

0

0

1

1

C1 C2 Cn

P1

P2

Pn

Product
term

FIGURE 8.25 Model for pass transistor logic.
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the p-transistor circuit is the dual of the n-transistor
circuit. Thus, the p-pass function must be con-
structed when a complementary version is required.
In addition, the pass variable with logic 0 value is
transmitted by the nMOS network in a complemen-
tary implementation while the pass variable with
logic 1 value is transmitted by the pMOS network.
The OR function can be constructed by one

pMOS transistor and one CMOS TG, as shown in
Figure 8.27. When the input signal A is with the logic
0 value, the CMOS TG is turned on and the input
signal B is passed to the output node. On the other
hand, if the input signal A is with the logic 1 value,
the pMOS TG is turned on and the logic 1 value of
input signal A is transmitted to the output node.
Because the pMOS TG can propagate a ‘‘strong’’
logic 1 value it is not necessary to use another
CMOS TG.
TGs can be used to construct a multiplexer which

selects and transmits one of the inputs to the output.
Figure 8.28 is the circuit schematic diagram of a two-
input multiplexer, which is composed of CMOS
TGs. The output function of the two-input multi-
plexer is

F ¼ X � Sþ Y � S (8:34)

If the selection signal S is at a logic 1 value, the input
signal X is transmitted to the output. On the other
hand, if the selection signal S is at a logic 0 value, the
input signal Y is transmitted to the output. Multi-
plexers are important components in CMOS data
manipulation structures and memory elements.
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FIGURE 8.26 XOR gates: (a) nMOS version; (b) complementary version I; and (c) complementary version II.
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FIGURE 8.28 A two-input multiplexer.
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A basic D latch can be constructed by two TGs
and two invertes, as shown in Figure 8.29. When
the CLK signal is at a logic 0 value, pass transistors
M1 and M2 are turned off so that the input signal
Da cannot be transmitted to the outputs Q and Q.
In addition, pass transistors M3 and M4 are turned
on so that a feedback path around the inverter pair
is established and the current state of Q is stored.
When the CLK signal is at a logic 1 value, M1 and
M2 are turned on and M3 and M4 are turned off.
Thus, the output signal Q is set to the input signal
Da and Q is set to Da. Because the output signal Q
will follow the change of input signal Da when the

CLK signal is high, this circuit is a positive level-sensitive D latch. A positive edge-trigger register or so-
called D flip-flop can be designed by combining one positive level-sensitive D latch and one negative
level-sensitive D latch. By cascading D flip-flops, a shift register can be constructed.
TGs can be used in the design of memory circuits. A typical random access memory (RAM)

architecture consists of one row=word decoder, one column=bit decoder, and memory cells. The memory
cells used in RAMs can be categorized into static cells and dynamic cells. Memory data=charges are stored
on the latches in static cells, while on the capacitors in dynamic cells. The static random access memories
(SRAMs) are not forced to include the refresh circuitry and are faster than the dynamic random access
memories (DRAMs). However, the size of SRAM cells is much larger than that of DRAM cells. The most
commonly used circuit in the design of SRAM cells is the six-transistor circuit shown in Figure 8.30. Four
transistors are used to form two cross-coupled inverters. The other two transistors, M1 and M2, are TGs
to control the read=write operation of the memory cell. If the word line is not selected, the data stored on
the latch will not change as long as the leakage current is small. If the word line is selected, the transistors
M1 and M2 are turned on. Through the bit and bit lines, data can be written into the latch or the stored
data can be read out by the sense amplifier. TGs can also be found in the four-transistor DRAM cell
circuit, as shown in Figure 8.30b. When the Read line is selected, pass transistor M1 is turned on and the
data stored on the capacitor C1 are read out. When theWrite line is selected, pass transistor M2 is turned
on and the data from data_W line are written into the cell.
Figure 8.31 is the circuit schematic diagram of a TG adder, which consists of four TGs, four inverters,

and two XOR gates [4]. The SUM output, which represents A � B � C, is constructed by a multiplexer
controlled by A � B and its complement. Notice that when A � B is false, the CARRY output equals
A or B. Otherwise, CARRY output takes the value of input signal C. Although the TG adder has the same

M1

M2

M3 M4
CLK

CLK

Da

Q

—Q

FIGURE 8.29 A CMOS D latch.
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FIGURE 8.30 (a) SRAM cell and (b) DRAM cell.
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number of transistors as the combinational adder, it has the advantage of having noninverted SUM and
CARRY output signals and an equal delay time for the SUM and CARRY output signals.
Another form of differential CMOS logic, complementary pass-transistor logic (CPL), has been

developed and utilized on the critical path to achieve very high speed operation [5]. Figure 8.32 is the
circuit schematic diagram of the basic CPL structure using an nMOS pass-transistor logic organization.
The CPL is constructed by an nMOS pass-transistor logic network, complementary inputs and outputs,
and CMOS output inverters. As the nMOS pass transistor will transmit a logic 1 signal with one
threshold voltage reduction, the output signals must be amplified by the CMOS inverters which can
shift the logic threshold voltage and drive a large capacitive load. One attractive feature of the CPL design
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FIGURE 8.31 TG adder.
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FIGURE 8.32 Schematic structure of the basic CPL circuit.
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is that complementary outputs are generated by the simple four-transistor circuits. Because inverters are
not required in CPL circuits, the number of critical-path gate stages can be reduced.
Figure 8.33 shows the schematic diagrams of four basic CPL circuit modules: an AND=NANDmodule,

an OR=NOR module, an XOR=XNOR module, and a wired-AND=NAND module [5]. By combining
these four circuit modules, arbitrary Boolean functions can be constructed. These modules have an
identical circuit schematic and are distinguished by different arrangements of input signals. This property
of CPL is quite suitable for master-slice design.
The schematic diagram of a CPL full adder is shown in Figure 8.34. Both the circuitry to produce the

SUM output signal and the circuitry to produce the CARRY output signal are constructed from basic CPL
modules. The SUM circuitry consists of two XOR=XNOR modules, while the CARRY circuitry consists of
three wired-AND=NAND modules. The CMOS output inverters are fixed ‘‘overhead’’ because they are
required whether the circuit has one, two, or many inputs. Thus, designing with a complex Boolean
function in a CPL gate is preferred to minimize the delay time and overall device count.
Figure 8.35 is the block diagram of a 163 16 bit multiplier, which is constructed by using a parallel

multiplication architecture. A carry-look-ahead (CLA) adder and a Wallace-tree adder array are used to
minimize the critical-path gate stages. The number of transistors in the CPL multiplier is less than that in
a full CMOS counterpart [6].
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FIGURE 8.33 CPL circuit modules: (a) AND=NAND; (b) OR=NOR; (c) XOR=XNOR; and (d) Wire-AND=NAND.
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Due to the continued device miniaturization and the recent drive of portable systems, VLSI systems
have been pushing toward low-voltage, low-power operation. Various techniques from system level to
device level were developed to reduce the operating voltage and the power consumption of the VLSI
circuits [7,8]. The low-power design can be addressed at four levels: algorithm, architecture, logic style,
and integration. At the logic design level, capacitive loads are to be reduced and the number of
charging=discharging operations are to be minimized. A CPL is one of the most attractive logic families
that can achieve very low power consumption. The input capacitance in CPL is about half that of the
CMOS configuration because pMOS can be eliminated in logic organization. Therefore, CPL can achieve
a higher speed and dissipate less power. Experimental results [5] show that for the same delay time of the
CMOS full adder operating at 5 V, the CPL adder requires only a 2 V supply. As the supply voltage
decreases, the delay time will increase, but the power-delay product will decrease. Hence, it is desirable to
operate at the slowest allowable speed to reduce power dissipation. Experimental results indicate that
performance of CPL logic style is better than the conventional CMOS logic style from the viewpoint of
power consumption.

8.2.2 Analog Processing

8.2.2.1 MOS Operational Amplifier Compensation

The frequency stabilization of a basic two-stage CMOS amplifier can be achieved by using a pole-splitting
capacitor CC [9]. The pole p1 due to the capacitive loading of the first stage is pushed down to a very low
frequency, and the pole p2 due to the capacitance at the output node of the second stage is pushed to a
very high frequency. However, a right-half-plane zero is introduced by the feedthrough effect of the
compensation capacitor CC. It will degrade the stability of the op-amp and make the second stage
behavior like a short-circuited configuration at high frequencies. In order to remove the effects of
the zero, a source follower can be inserted in the path from the output back through the compensation
capacitor. Another approach is to insert a nulling resistance, RZ, in series with the compen-
sation capacitor. If RZ is set to 1=gM2, where gM2 is the transconductance of the second stage, the zero

Partial product generator

16 16

256 × 2

32 × 2 × 2

32

Wallace-tree

Adder array

Carry lookahead adder 

A register B register

FIGURE 8.35 Block diagram of the 163 16 bit multiplier.
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vanishes and the feedthrough effect is cancelled out. A single transistor or complementary version of the
TG can be used to implement RZ. Figure 8.36 is the schematic diagram of a basic two-stage op-amp
supplemented by a feedback branch (M8, CC) for compensation [10]. Capacitance CL is the load
capacitance to be driven by the amplifier. The pMOS TG M8 is biased in the triode region and provides
the equivalent resistance.
TGs can be used to construct the cascode configuration of an op-amp. A fully differential folded-

cascode op-amp is shown in Figure 8.37 [10]. The output cascode stage consists of TGs M5 to M10.

VDD
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FIGURE 8.36 CMOS op-amp.
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FIGURE 8.37 A fully differential CMOS op-amp with stabilized DC output level.
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A high output impedance can be achieved by using the split-load arrangement. The bias voltage Vbias1

establishes the bias current I of the input stage, and a bias current Io in the output transistors M7 to M12.
Thus, each transistor of M3 to M6 has a stabilized current Ioþ I=2. The source voltages of M5 and M6 are
stabilized because they conduct stabilized currents and their gate voltages are fixed at Vbias2. This fixes
jvDS 3j and jvDS 4j. Let transistors M3 and M4 have the same W=L ratio and bias them in the triode region
by choosing a suitable value for Vbias2. If the output common-mode voltage vo, c drops, the resistance of
M3 and M4 reduces, which increases jvGS 5j and jvGS 6j. Because the current in M5 and M6 remains
unchanged, jvDS 5j and jvDS 6j are forced to decrease. Then, the drain voltages of M5 and M6 increase,
which increases jvGS 7j and jvGS 8j. Therefore, jvDS7j and jvDS8j reduce which forces vo

þ and vo
� to rise.

The common-mode voltage vo, c is thus increased. This approach can increase the common-mode
rejection ratio (CMRR) of the op-amp. The negative feedback scheme tends to keep vo, c at a constant
value. It means that the small-signal common-mode output is zero or a very small value. Thus, a high
CMRR is achieved.

8.2.2.2 Transimpedance Compensation

The optical receiver is an important component of the optical fiber communication system. One of the
basic modules in a high performance optical receiver is the low-noise preamplifier. Several approaches
are available to design the preamplifier. One approach is to use the transimpedance design which can
avoid the equalization and limited dynamic range problems by using negative feedback. TGs can be used
to provide the feedback resistance for a transimpedance amplifier.
A complete preamplifier circuit schematic is given in Figure 8.38 [11]. This circuit consists of three

gain stages and two TGs. Each gain stage is composed of a pMOS current source achieving a common-
source amplification with a folded nMOS load. One TG transistor, M10, functions as a feedback resistor
and the other, M11, functions to implement the automatic gain control function. The gate voltage of M10
is derived from another circuit which minimizes the temperature and power supply dependence of the
feedback resistance [11]. Transistor M11 is controlled by the automatic gain control voltage [12] and is
normally off. If the input current to the preamplifier forces the output voltage out of its linear range, M11
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VFRC
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M1 M2

M13

M12

M7 M8
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FIGURE 8.38 Circuit schematic of a preamplifier.
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is turned on and begins to shunt current away from the feedback resistor and into the first stage
output node.
With recent progress in intelligent information processing, artificial neural networks can be used to

perform several complex functions in scientific and engineering applications, including classification,
pattern recognition, noise removal, optimization, and adaptive control [13]. Design and implementation
of VLSI neural networks have become a very important engineering task. The basic structure of an
artificial neural network consists of a matrix of synapse cells interconnecting an array of input neurons
with an array of output neurons. The inputs, Vi, are multiplied by weight values, Ti, of the synapses. The
results of the multiplication are summed and compared to the threshold value ui in the output neurons.

Schematic diagrams of a mathematical model of a
neuron and its electronic counterpart are shown in
Figure 8.39. The circuit in Figure 8.39b uses a gain-
controllable amplifier in which the voltage gain is
controlled by changing the feedback resistance. The
feedback resistor RFB can be constructed by the TG
structure so that feedback resistance can be adjusted
by the gain-control voltage VGC [14].

8.2.2.3 Continuous-Time Filters

Resistors are important components in the construc-
tion of continuous time filters [15]. However, the
implementation of resistors by integrator circuit
(IC) fabrication technologies was found to be
lacking in several areas of performance. The TG
can be used to realize active resistance. For example,
a double-MOS differential configuration, shown in
Figure 8.40, is used to implement a differential AC
resistor [16].
This circuit consists of four nMOS TGs. Not only

can it linearize the AC resistor, but it can also elimi-
nate the effects of the bulk-source voltage [17]. To
determine the AC resistance, assume that all the
transistors are matched and are biased in the triode
region.
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FIGURE 8.39 Neuron and synapse operation: (a) mathematical model and (b) analog circuit model with adjustable
gain.
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The current Io1 and Io2 can be expressed as

Io1 ¼ I1 þ I3

¼ mnCOX(W=L) (VC1 � V0 � Vthn)(VI1 � V0)� (1=2)(VI1 � V0)
2� �

þ mnCOX(W=L) (VC2 � V0 � Vthn)(VI2 � V0)� (1=2)(VI2 � V0)
2� �

(8:35)

Io2 ¼ I2 þ I4

¼ mnCOX(W=L) (VC2 � V0 � Vthn)(VI1 � V0)� (1=2)(VI1 � V0)
2� �

þ mnCOX(W=L) (VC1 � V0 � Vthn)(VI2 � V0)� (1=2)(VI2 � V0)
2� �

(8:36)

Equations 8.35 and 8.36 can be combined to determine the differential current

Io1 � Io2 ¼ mnCOX(W=L) (VC1 � VC2)(VI1 � VI2)½ 	 (8:37)

Thus, rac is given by

rac ¼ VI1 � VI2

Io1 � Io2
¼ 1

mnCOX(W=L)(VC1 � VC2)
(8:38)

Because all transistors are required to be biased in the triode region, Equation 8.38 holds when

VI1,VI2 
 min [VC1 � Vthn,VC2 � Vthn] (8:39)

The double-MOSFET differential resistor is really a transresistance, thus, it can be applied only to
differential-in, differential-out op-amps.

8.2.2.4 Switched-Capacitor Circuits

Switched-capacitor circuits make use of TGs in processing the analog signals [10,16]. This approach uses
switches and capacitors and is in discrete time. If the clock rate is much higher than the signal frequency,
an AC resistor can be implemented by combining switches and capacitors. The equivalent resistance is
dependent only on the clock rate and the capacitor. The circuit schematic diagram of the direct digital
integrator (DDI) is shown in Figure 8.41. The resistance is realized by two MOS switches and one
capacitor. The difference equation can be expressed as

φ1 φ1
φ2

Vin
CS

CI

Reset

Req
+
–

FIGURE 8.41 Direct digital integrator.
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v0,nþ1 ¼ v0,n � CS

CI
vin (8:40)

After taking the z-transform, the new expression becomes

z � V0(z) ¼ V0(z)� CS

CI
Vin(z) (8:41)

By rearranging the various terms, the transfer function of the DDI can be expressed as

V0(z)
Vin(z)

¼ �CS

CI
� z�1

1� z�1
(8:42)

By setting z¼ ejvT, the frequency response can be determined:

V0

Vin
(jv) ¼ �CS

CI

1
jvT

� vT=2
sin (vT=2)

� e�jvT=2 (8:43)

where T is the period of the clock. In Equation 8.43, the first term corresponds to an ideal integrator, the
second term contributes to the magnitude error, and the third term is the phase error. Because the
frequency response of the ideal integrator is�[jvReqCI]

�1, the equivalent resistance value is determined by

Req ¼ T
CS

(8:44)

A ladder network can be constructed by cascading the DDI integrators. In the ladder network all cascaded
stages sample the input signal at clock F1 and transform the signal at clock F2, where F1 and F2 are
nonoverlapping clock signals. This clocking scheme induces the extra half-cycle phase delay. This phase
error can cause extra peaking in frequency response and generate cyclic response. In order to remove the
excess phase, other integrators, such as lossless digital integrators (LDI) or bilinear integrators, can be used.
In an LDI ladder network, the odd-number stages sample the input signal at clock F1 and transform the
signal at clock F2, while the even-number stages sample the input signal at clock F2 and transform
the signal at clock F1. Thus, the frequency response of an LDI integrator can be expressed by

V0

Vin
( jv) ¼ �CS

CI

1
jvT

� vT=2
sin (vT=2)

(8:45)

Figure 8.42 is the circuit schematic diagram of the bottom-plate differential-input LDI. Output of an LDI
integrator is more insensitive to parasitic components.
Figure 8.43 is the circuit schematic diagram of a differential bilinear integrator. The transfer function

of the bilinear integrator is

Vþ
0 � V�

0

Vþ
in � V�

in
¼ CS

CI
� 1þ z�1

1� z�1
(8:46)

As the output of the bilinear integrator does not change during clock F1, it can be used to feed another
identical integrator.
TGs can be used to initialize the switched-capacitor circuits. For example, capacitor CI in Figure 8.41 is

to perform the integration function and to be reset or discharged before operation. An nMOS TG can be
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put in parallel with the capacitor CI. Before normal operation, the TG is turned on and the capacitor CI is
discharged so that the initial capacitor voltage value is reset to zero.
The accuracy of switched-capacitor circuits is disturbed by charge injection when the controlling

switch turns off. The turn-off of an MOS switch consists of two phases. The gate voltage is higher than
the transistor threshold voltage Vth during the first phase. A conduction channel extends from the source
to the drain of the transistor. As the gate voltage decreases, mobile carriers exit through both the drain
and the source terminals and the channel conduction decreases. During the second phase, the gate
voltage is smaller than Vth and the conduction channel no longer exists. The coupling between the gate
and the data-holding node is only through the gate-to-diffusion overlap capacitance. The following
analysis is focused on the switch charge injection due to the first phase of the switch turn-off.
Figure 8.44 is the circuit schematic corresponding to the general case of switch charge injection.

Capacitance CL is the lumped capacitance at the data-holding node. Capacitance CS could be the lumped
capacitance associated with the amplifier output node, while resistance RS could be the output resistance
of an op-amp. Let CG represent the total gate capacitance of the switch, including both the channel

φ1 φ2

Vin–

Vin+

CS

φ2

+

–

CI

FIGURE 8.42 Bottom-plate differential-input lossless digital integrator.
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capacitance and gate-to-drain=gate-to-source overlap capacitances. Kirchhoff’s current law at node A and
node B requires

CL
dvL
dt

¼ �id þ CG

2
d(VG � vL)

dt
(8:47)

and

vS
RS

þ CS
dvS
dt

¼ id þ CG

2
d(VG � vS)

dt
(8:48)

where vL and vS are the error voltages at the data-holding node and the signal-source node, respectively.
Gate voltage is assumed to decrease linearly with time from the turn-on value VH:

VG ¼ VH � at (8:49)

where a is the falling rate. When the transistor is biased in the strong inversion region,

id ¼ b(VHT � a � t)(vL � vS) (8:50)

where

b ¼ mCOX
W
L

(8:51)

and

VHT ¼ VH � VS � Vthn (8:52)

Here, Vthn is the transistor effective threshold voltage, including the body effect. For small-geometry
transistors, narrow- and short-channel effects should be considered in determining the Vthn value. Under
the condition jdVG=dtj >> jdVL=dtj and jdVS=dtj, and Equations 8.47 and 8.48 can be simplified to

VL

CL
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RS 

VS

VH

id

AB

FIGURE 8.44 Circuit for analysis of switch charge injection.

Digital Circuits 8-31



CL
dvL
dt

¼ �b(VHT � at)(vL � vS)� CG

2
a (8:53)

and

vS
RS

þ CS
dvS
dt

¼ b(VHT � at)(vL � vS)þ CG

2
a (8:54)

No closed-form solution to this set of equations can be found. Numerical integration can be employed to
find final results. Analytical solutions to special cases are given next.
Figure 8.45a is the circuit schematic diagram of the case, with only a voltage sourced at the signal-

source node. Because CS >> CL, vS can be approximated as zero and the governing equation reduces to

CL
dvL
dt

¼ �b(VHT � at)vL � CG

2
a (8:55)

When the gate voltage reaches the threshold condition, the error voltage at the data-holding node is

vL ¼ �
ffiffiffiffiffiffiffiffiffiffiffiffi
paCL

2b

s
CG

2CL

� �
erf

ffiffiffiffiffiffiffiffiffiffiffi
b

2aCL

r
VHT

� �
(8:56)

Notice that the value of the error function erf(�) can be found from mathematical tables.
Another special case is when the source capacitance is negligibly small, as is shown in Figure 8.45b.

The governing equations reduce to

CL
dvL
dt

¼ �b(VHT � at)(vL � vS)� CG

2
a (8:57)

and

vS
RS

¼ b(VHT � at)(vL � vS)þ CG

2
a (8:58)
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FIGURE 8.45 Special cases of switch charge injection: (a) no source resistance and capacitance; (b) no source
capacitance; and (c) infinitely large source resistance.
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When the gate voltage reaches the threshold condition, the error voltage at the data-holding node is

vL ¼� aCG

2CL
exp � VHT

aCLRS

� �
�
ðVHT=a

0

bRS(VHT � au)þ 1½ 	1=CLbR2
Sa

� exp u

CLRS

� �
2� 1

1þ bRS(VHT � au)

� �
du (8:59)

If a time constant RSCS is much larger than the switch turn-off time, then the channel charge will be
shared between CS and CL, as shown in Figure 8.45c. For the case of a symmetrical transistor and CS¼CL,
half of the channel charge will be deposited to each capacitor. Otherwise the following equations can be
used to find the results:

CL
dvL
dt

¼ �b(VHT � at)(vL � vS)� CG

2
a (8:60)

and

CS
dvS
dt

¼ b(VHT � at)(vL � vS)þ CG

2
a (8:61)

We can multiply Equation 8.61 by the ratio CL=CS and then subtract the result from Equation 8.60 to
obtain

CL
d(vL � vS)

dt
¼ �b(VHT � at) 1þ CL

CS

� �
(vL � vS)� aCG

2
1� CL

CS

� �
(8:62)

When the gate voltage reaches the threshold condition, the amount of voltage difference between the
data-holding node and the signal-source node becomes

vL � vS ¼ �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

paCL

2b(1þ CL=CS)

s
CG(1� CL=CS)

2CL

� �

� erf
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
b(1þ CL=CS)

2aCL

s
VHT

 !
(8:63)
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9.1 Programmable Logic Devices

Festus Gail Gray

Traditional programmable logic devices (PLDs) and field programmable gate arrays (FPGAs) allow
circuit designers to implement logic circuits with fewer chips relative to standard gate level designs based
on primitive gates and flip-flops. As a result, layout and unit production costs are generally reduced. In
this chapter, we use the term ‘‘programmable device’’ to refer to the class of moderately complex single-
chip devices, in which the user in the field can program the function of the device. We include

9-1



such devices as the programmable logic array (PLA), programmable array logic (PAL), programmable
read-only memory (PROM), and the FPGA. Since most commercial vendors provide software design aids
for mapping designs to their specific chips, initial design costs and time to market are low. Another
important advantage of programmable device designs is ‘‘flexibility.’’ Design changes do not require
physical changes to the printed circuit board as long as the revised functions still fit onto the same
programmable chip. The low cost of design revisions makes programmable chips very attractive for
prototype design and low volume production. Designers often move up the design ladder once proven
designs move into high volume production.
Table 9.1 shows the position of PLDs, PROMs, and FPGAs on the complexity ladder of device types. In the

‘‘range of realizable functions’’ column, we compare the range of realizations for various device
types. Discrete gates can implement any function if enough gates are available. MSI chips implement
very specialized functions such as shift registers, multiplexers (MUXs), decoders, etc. Table 9.1 compares
programmable devices (PLDs, FPGAs, and PROMs) relative to the range of functions that can be imple-
mented on a single chip. A PROMchipwith n address inputs can implement any combinational function ofn
variables. A PLD chip with n inputs can implement only a subset of the combinational functions of n
variables. Gate arrays can implement a wide range of both combinational and sequential functions. The
programmable devices are characterized by low time to market, low design cost, low cost of modifications,
and moderate production costs. Nonfield programmable devices such as mask programmable gate arrays
(MPGAs), standard cell devices, and full custom devices are characterized by high initial design costs and
longer time tomarket, but have lower volume production costs. Custom chips are preferred for large volume
production because of the very low unit production costs. However, initial design costs and the cost of design
changes are very high for custom chip design. Also, the design of custom chips requires highly trained
personnel and a large investment in equipment. The low design cost, low cost of design changes, and low time
tomarketmake PLDs and FPGAs good choices for lower volume production and for prototype development.
The primary difference between PLDs and FPGAs arise because of a difference in the ratio of the

number of combinational logic (CL) gates to the number of flip-flops. PLD devices are better for
applications that require complex CL functions that drive a relatively small number of flip-flops, such
as finite-state machine (FSM) controllers or purely CL functions. FPGAs are better for devices that
require arithmetic operations (adders, multipliers, and arithmetic logic units [ALUs]), or that require a
large number of registers and less complex CL functions, such as digital filters.

9.1.1 PLD Device Technologies

Companies produce PLD devices in different technologies to meet varying design and market demands.
There are two categories of technologies. ‘‘Process technology’’ refers to the underlying semiconductor

TABLE 9.1 Complexity Ladder of Devices

Device
Complexity of
a Single Chip

Range of
Realizable
Functions

Initial Design
and Cost of

Design Change
Unit Product Cost
(High Volume)

Time to
Market

SSI discrete gate chip Lowest All functions High High High

MSI chip Narrow High High High

PLDa Moderate Low Moderate Low

LSI (PROM)a All combinational
functions with n inputs

Very low Moderate Low

FPGA Wide Low Moderate Low

MPGA Wide High Low High

Standard cell Wide High Low High

Custom chip Highest All functions Very high Very low Very high

a Field programmable.
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structure, which affects device speed, power consumption, device density, and cost. ‘‘Programming
technology’’ refers to the physics of chip programming and affects ease of programming and the ability
to reprogram or to reconfigure chips.

9.1.1.1 Process Technologies

The dominant technologies in PLD devices are bipolar and CMOS. Bipolar devices are faster and less
expensive to manufacture, but consume more power than CMOS devices. The higher power require-
ments of bipolar devices limit the gate density. Typical CMOS devices, therefore, achieve much higher
gate densities than bipolar devices. The power consumption of CMOS devices depends on the application
because a CMOS device only consumes power when it is switching states. The amount of power
consumed increases with the speed of switching. Therefore, the total amount of power consumed
depends on the frequency and speed of state changes in the device. Some devices have programmable
power standby activation that puts the device in a lower power consumption configuration if no input
signal changes for a predefined amount of time. The device then responds to the next input change much
slower than normal but switches back to the faster speed configuration and maintains the faster speed as
long as input changes continue to occur frequently. When programmed in the ‘‘standby power mode,’’
power consumption is reduced on the average at the expense of response time of the device. When
programmed to operate in the ‘‘turbo’’mode, the device stays in the faster configuration at all times. The
result is higher power consumption, but faster response time. The mode of operation is selected by the
user to match the requirements of an application.
To take advantage of the higher densities of CMOS devices and still be compatible with bipolar devices,

many CMOS PLAs have special driver circuits at the input and output pins to allow pin compatibility
with popular bipolar devices such as the commonly used TTL devices.
ECL is a very high-speed technology used in some PLD devices. Although ECL has the highest speed of

the popular technologies, the power consumption is very high which severely limits the gate density.
Security is another issue that is related to process technology. Many PLDs have a programmable option

that prevents reading the program. Since the software provided by most manufacturers allows the user to
read the program in the chip in order to verify correct programming, it is extremely easy to copy designs.
To prevent illegal copying of patented designs, one simply blows the ‘‘security fuse,’’ which permanently
prevents anyone from reading the program by normal means. However, the program in most bipolar
circuits can easily be read by removing the case and examining the programmed fuses under a
microscope. CMOS PLDs are much more secure because it is virtually impossible to determine the
program by examining the circuit.

9.1.1.2 Programming Technologies

The programming technologies used in PLDs are virtually the same as the programming technologies
available for read-only memories (ROMs). Programming technologies are divided into two broad
categories: mask programmable devices and field programmable devices.
In mask programmable technologies, identical base chips are produced in mass. The final metallization

step is simply omitted. A mask programmable PLD chip is programmed by performing a final metal
deposition step that selects the programming options. Clearly, this step must be performed at the
manufacturer’s plant. The user makes entries on order forms that specify how the chip is to be
programmed and sends it to the manufacturer. The manufacturer must then prepare one or more
production masks prior to making the chip. Mask programmable devices incur a high setup cost to make
the first device, but unit production costs are typically less than half of that for field programmable
technologies. The usual practice is to use field programmable devices for prototype work and implement
only proven designs in mask programmable technologies when a large production volume is required.
Many PLD devices are available in both mask programmable and field programmable versions, which
make the conversion easy and reliable.
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The user can program field programmable technologies directly. Specialized equipment is needed.
Modern programming devices can actually program both ROM and PLD devices. The programmer is
typically controlled by a small computer (PC) and uses files prepared in standard format (JEDEC) by
software provided by the manufacturer or written by software vendors. Such software can include elegant
features such as a programming language (ABEL, VHDL, Verilog, etc.), truth table input, equation input,
or state machine input. Selection of a chip vendor should include careful evaluation of the support
software for programming the chip.
Field programmable PLD technologies can be classified into three broad categories: fusible link PLDs,

ultraviolet erasable PLDs (EPLDs), and electrically erasable PLDs (EEPLDs). Field programmable ROMS
come in analogous forms: fusible link ROMs (PROMs), ultraviolet erasable ROMS (EPROMs), and
electrically erasable ROMS (EEPROMs).
Fusible link PLDs typically utilize bipolar process technology. The programmer blows selected fuses in

the device. Because higher than normal voltages and currents are required to blow the fuses, program-
ming fusible link PLDs can be quite stressful for the device. Overheating is a common problem. However,
this technology is quite well developed and the design of programming devices is sufficiently mature so
that reliable results can be expected as long as directions are carefully followed. Fusible link technologies
provide the convenience of on-site programming, which reduces the time required to develop designs
and the time required to make design changes. The trade-off involves at least a twofold increase in per
unit cost and a significant reduction in device density relative to mask programmable devices because the
fuses take up considerable chip space. A fusible link PLD can be programmed only once because the
blown fuses cannot be restored.
‘‘Ultraviolet EPLDs’’ have a window on the top of the chip. Programming the chip involves storing

charges at internal points in the circuit that control switch settings. Shining ultraviolet light through the
window on the chip can dissipate the charges. Therefore, EPLDs provide the convenience of reprogram-
ming as a design evolves. On the downside, EPLDs cost at least three times as much per chip as mask
programmable PLDs and operate at much slower speeds. Since EPLDs typically utilize CMOS technol-
ogy, they are slower than fusible link PLDs, but require less power. Therefore, EPLDs are often used in
development work with the final design being implemented in either fusible link technology (for faster
speed) or mask programmable technology (for faster speed and lower density). In spite of the fact that
EPLDs cost more than fusible link PLDs, the reprogramming feature eventually results in a lower cost for
development than using fusible link PLDs. This technology requires an additional piece of hardware to
erase the chips.
EEPLDs provide the convenience of reprogramming without the need to erase the previous program

because the chip is programmed by setting the states of flip-flops inside the device. It is, therefore, not
necessary to purchase an erasing device. The reprogramming also requires less time to accomplish. Of
course, EEPLD chips cost more and have a lower gate density than EPLD chips.

9.1.2 PLD Notation

PLDs typically have many logic gates with a large number
of inputs. Also, there are often many gates that have the
same set of inputs. For example, the PAL22V10 has 132
AND gates, each with the same 44 gate inputs. Obviously,
the diagram for such a complex circuit using standard
AND gate symbols would be extremely complex and diffi-
cult to read.
Figure 9.1 is the conventional diagram for an eight-input

AND gate. Clearly, a similar diagram for a 44-input AND
gate would be very cumbersome. Figure 9.2 is the same
eight-input AND gate in PLD notation. The eight parallel

A
B

D

F

H

C

E

G

Y

FIGURE 9.1 Conventional diagram for an
eight-input AND gate.
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wires that actually occur as inputs to the AND gate are represented by a single horizontal line in PLD
notation. The actual inputs to the AND gate are drawn perpendicular to the single line. There are usually
more signal lines than just the eight needed for this gate. An X is placed at the intersection of the single line
with each of the perpendicular lines that provide actual inputs to the AND gate. Keep in mind that the
single horizontal line actually represents eight parallel wires that are not physically connected to each other.
By comparing the internal structures of PLAs, PALs, and PROMs, we will describe the capabilities and

limitations of each type of PLD. Since the PAL is currently the most popular PLD device, we will describe
design methodology for both combinational and sequential PAL devices. By emphasizing the difference
between designing with PALs and designing with standard logic gates, we provide practical insights about
PLD design.

9.1.3 Programmable Logic Array

Figure 9.3 shows that the basic PLA consists of a programmable AND array followed by a programmable
OR array. Vertical lines in the AND array represent the input variables (A, B, C, D). Since each input
drives many AND gates, an internal buffer provides high current drive signals in both true and
complemented format for each input variable. Initially, there is a connection from each input variable
and its complement to each AND gate. In this example circuit, each AND gate initially has eight inputs
(A, A, B, B, C, C, D, D). Each AND gate input line contains a fuse or electronic switch. We program the
chip by blowing the fuses in lines that we do not need, or by programming the electronic switches. After

A B C D E F G H

Y

FIGURE 9.2 PLD notation for an eight-input AND gate.

A B C D
OR array

(programmable)

X Y Z

AND array
(programmable)

FIGURE 9.3 Basic architecture for a PLA.
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programming, we remove the X’s from the lines that are disconnected. For example, in the programmed
chip of Figure 9.4, the upper AND gate implements product term (A �C �D).
In the OR array of Figure 9.3, there is an initial connection from each AND gate output to every input

on each OR gate. Again, the single vertical line connected on the input side of each OR gate represents all
six wires. Each of the input lines to the OR gates also contains a fuse or programmable switch. Figure 9.4
shows that, after programming, output X connects to product terms A �C �D, B �D, and C �D.
The number of product lines on a chip limits the range of functions that fit onto the chip. The PLA

chip in Figure 9.3 can implement any three functions (X, Y, Z) of the same four variables (A, B, C, D) as
long as the total number of required product terms is less than or equal to six. However, there are 100
different product terms involving four variables. So, practical chips have many more product lines than
this contrived example.
In order to fit functions onto the chip, designers must be able to simplify multiple output functions

using gate sharing whenever possible. Finding a minimal gate implementation of multiple output
functions with gate sharing is a very complex task. The goal is to minimize the total number of gates
used. The size of gates does not matter. For example, whether an AND gate has four inputs or two inputs
is not important. All that changes are the number of fuses that are blown. This differs dramatically from
the minimization goals when discrete gates are used. For discrete gate minimization, a four-input gate
costs more than a two-input gate. Therefore, the classical minimization programs need to be modified to
reflect the different goals for PLA development.
Three parameters determine the capacity of a PLA chip. Let n be the number of inputs, p the number

of product term lines, and m the number of outputs. Then, the PLA chip can implement any m functions
of the same n variables that require a total of p or fewer product terms. The device complexity is
proportional to (mþ n)p.

A B C D

AND array
(programmable)

X = A– · C– · D– + B · D + C · D–

Y = A– · C– · D– + A · D + B · C
Z = A– · C– · D– + B · D + A · D–

OR array
(programmable)

X Y Z

FIGURE 9.4 An example of a programmed PLA.
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9.1.4 Programmable Read Only Memory

The PROM is the most general of the CL PLD devices described in this section. However, from a
structural viewpoint, the PROM is a special case of the PLA in which the AND array is fixed and the OR
array is programmable. Figure 9.5 is a conceptual diagram of a PROM. The filled circles in the AND array
represent permanent connections. The X’s in the OR array indicate that it is programmable. The number
of product lines in a PROM is 2n; whereas the number of product lines in a typical PLA is much smaller.
A PROM has a product line for each combination of input variables. Since any logic function of n
variables can be expressed in a canonical sum of minterms form in which each product term is a product
of exactly n literals, the PROM can implement any function of its n input variables.

To demonstrate the generality of the PROM, Figure 9.6 shows how the PROM of Figure 9.5 must be
programmed so as to implement the same set of logic functions that are programmed into the PLA of
Figure 9.4. The PROM program follows directly from the truth table for a logic function. The truth table
for the logic functions X, Y, and Z appears in Table 9.2. The correspondence between the truth table and
the program in the PROM of Figure 9.6 is straightforward. A logic 1 in the truth table corresponds to an
X in the figure and a logic 0 in the table corresponds to the absence of an X.
A PROM with n address lines (serving as n input variable lines) and m data lines (serving as m output

variable lines) can implement any m functions of the same n variables. Unlike a PLA, a PROM has
no restrictions due to a limited number of product lines. The PROM contains an n input, 2n output
decoder that generates 2n internal address lines that serve as product lines. Since the decoder grows
exponentially in size with n, the cost of a PROM also increases rapidly with n. The justification for a PLA
is to reduce the cost of the PROM decoder by providing fewer product terms since many practical
functions require significantly fewer than 2n product terms. As a result, some n variable functions will not
fit onto a PLA chip with n input variables, whereas any n variable function will fit onto a PROM with n
address lines.

A B C D
OR array

(programmable)

AND array
(fixed)

X Y Z

FIGURE 9.5 Conceptual diagram of a PROM.
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9.1.5 Programmable Array Logic

PAL is the most popular form of PLD today. Lower price, higher gate densities, and ease of programming
all tend to make PAL more popular than PLA. On the negative side, the range of functions that can fit
onto a chip with the same number of inputs, outputs, and product lines is less for a PAL than for a PLA.
Figure 9.7 is the basic architecture of a PAL. The PAL architecture is a special case of the PLA

architecture in which the OR array is fixed. The filled circles in the OR array indicate permanent
connections. Only the AND array is programmable. Compare this PAL architecture with the PLA
architecture in Figure 9.3. Since the OR array is not programmable, it is immediately evident that
fewer functions will fit onto the PAL. In the PLA, the product terms can be divided among the three

A B C D
OR array

(programmable)

AND array
(fixed)

X Y Z

FIGURE 9.6 An example of a programmed PROM.

TABLE 9.2 Truth Table for the Logic Functions Implemented
in the PROM

ABCD XYZ ABCD XYZ

0000 111 1000 001

0001 000 1001 010

0010 100 1010 101

0011 000 1011 010

0100 111 1100 001

0101 101 1101 111

0110 110 1110 111

0111 111 1111 111
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outputs in any way desired and product terms that are used in more than one output can share the same
product line. In the PAL, each output is limited to a fixed number of product terms. In Figure 9.7, all
outputs are limited to two product terms. In addition, if two output functions both require the same
product term in a PAL, two different product lines must be used.
Consider the three functions implemented on the PLA in Figure 9.4. Since the three functions require a

total of nine product terms, they will not fit onto the PAL of Figure 9.7. However, any function that
would fit onto this PAL would obviously fit onto the PLA since the OR array in the PLA can be
programmed to be identical to the OR array of the PAL. Figure 9.8 is an example of three functions that
fit onto this PAL. Note that we must use two different product lines to provide the same product term
(A �C �D) to outputs X and Y.

In order to describe the range of applications for a PAL, we must know the number of inputs, n, the
number of outputs, m, and the number of product lines that are permanently connected to each output
OR gate. The PAL of Figure 9.7 has four inputs, n¼ 4, three outputs, m¼ 3, and has two product lines
connected to each OR gate. This PAL is described as a 2-2-2 PAL with four-input variables. Many PALs
have the same number of product terms permanently connected to each output. In this case, the three
parameters n, m, and p completely describe the size of the PAL. For PALs, the parameter p usually
represents the number of product terms per output instead of the total number of product terms, as was
the case for PLAs.
The minimization algorithm for multiple output PALs is significantly less complex than the mini-

mization algorithm for a PLA because gate sharing is eliminated as a possibility by the fact that the OR
array is not programmable. This means that each output function can be minimized independently.
Minimizing a single output function is much less complex than minimizing a set of output functions
where gate sharing must be considered.
Overall, the higher density, less complex minimization algorithms, and lower cost of PALs tend to

offset the additional functional capabilities of PLAs.

A B C D
OR array

(fixed)

AND array
(programmable)

X Y Z

FIGURE 9.7 Basic architecture of a PAL.
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9.1.6 Classification of Combinational Logic PLD Devices

The programmability of the AND and OR array provide a convenient means to classify CL PLD
types. The classification of Table 9.3 illustrates comparative features of CL PLD devices. Even though
PLAs have the most general structure (i.e., both the AND and OR arrays are programmable), the number
of functions that fit onto the chips is limited by the number of product terms per output. ROMs and
PROMs have fixed AND arrays, but all possible product terms are provided. Therefore, PROMs and
ROMs are the most general devices from a functional viewpoint. Applications are only limited by the size
and cost of available devices. PALs are the most restricted devices from both the structural and functional
viewpoints. Nevertheless, the lower cost relative to PROMS and PLAs, higher gate densities relative to
PLAs, and wider variety of available chip types have contributed to a rapid rise in popularity of PAL
devices. For this reason, we will concentrate on PAL devices in the rest of this section.

TABLE 9.3 Classification of Combinational PLD Devices

AND Array OR Array Device
Typical Number of Product Terms

per Output Gate

Fixed Mask programmable ROM 2n

Fixed Field programmable PROM, EPROM, EEPROM 2n

Field programmable Fixed PAL 16

Field programmable Field programmable PLA 50–150

A B C D
OR array

(fixed)

AND array
(programmed)

X Y Z

X = A– · C– · D– + B · D

Z = A– + B · D
Y = A– · C– · D– + D

FIGURE 9.8 An example of a programmed PAL.
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9.1.7 Designing with Combinational Logic PAL Devices

Determining if a function will fit onto a PAL device is a complex procedure. To demonstrate the
difficulty, we will examine the types of functions that can fit onto a PAL16L8 chip. Figure 9.9 shows
that the PAL16L8 chip has eight-output pins and 16 pairs of vertical input lines to the AND array. The
‘‘L’’ in the chip name indicates that the eight outputs are all active low CL outputs. The most important
information not provided by the device name is the number of product terms per output, which is seven
for this device. An additional product term provides an output enable for each output pin, so there are
eight product lines per output pin (a total of 64 product lines). There are 10 primary input pins (pin
numbers 1–9 and 11). In terms of our definitions, it would seem that n¼ 10, m¼ 8, and p¼ 7. As we will
demonstrate, this simplistic analysis significantly understates the capacity of this chip.
A simplistic analysis would say that the PAL16L8 chip could implement any eight functions of the 10

input variables as long as each function requires no more than seven product terms. As far as it goes, this
statement is correct. However, it significantly understates the capacity of the chip because it does not take
into account the fact that six of the output pins are internally connected as inputs to the AND array (pins
13–18). This is the source of the additional six inputs to the AND array. These internal feedback
connections significantly expand the capacity of the chip.
Consider the following logic function.

X ¼ ABCþ BCDþ AEþ DEFþ ACþ Dþ FGHþ FGIþ BEHþ CHþ IJþ BEJþ DH

It appears that this logic function will not fit onto the PAL16L8 chip because it requires 13 product terms
and each output has only seven product lines. However, if not all chip outputs are needed for the
application, we can use one of the feedback lines to fit this function onto the chip.
We first partition the function X as follows:

X ¼ ABCþ BCDþ AEþ DEFþ ACþ Dþ Y

Y ¼ FGHþ FGIþ BEHþ CHþ IJþ BEJþ DH

Since Y has only seven product terms, we will map function Y to the macrocell connected to pin 18 and
use the feedback line from pin 18 to connect Y to a pair of vertical lines in the AND array. Function Y is
now available to all other cells as an input variable. Since function X also has seven product terms, we will
map X to the macrocell connected to pin 17. One of the product terms in X is the single variable Y. Figure
9.10 shows the final implementation. To obtain the needed product terms for output X, we used two
macrocells in the array. As a result, pin 18 is no longer available as an output.
Two practical matters need to be considered. First, some signals must now pass through the AND

array twice as they proceed from an input to an output due to the feedback path. Therefore, the delay of
the chip is now twice what it was when the feedback path was not utilized. Second, the buffer inverts the
outputs; therefore, we actually obtain X on pin 17. If X is specified to be active low, then the output on pin
17 is exactly what we need. If the output X is specified to be active high, then an inverter is required. Since
PALs are available with both active low and active high outputs, a designer should select an appropriate
PAL to eliminate the need for inverters.
Another feature that adds to the flexibility of the chip is that pins 13–18 can be used either as inputs or

as outputs. For example, the enable for the output buffer at pin 15 can be permanently disabled. Since pin
15 is connected directly into the AND array, it is no different from any other input, say pin 2. Of course,
by permanently disabling the buffer at pin 15, the OR array connected to the buffer is also disconnected.
In order to use pin 15 as an input, we must give up the use of the macrocell connected to pin 15.
However, dual use pins and feedback lines dramatically extend the range of applications for the chip. For
example, suppose we need only one output and select pin 19 for that use. Then, pins 13–18 are available
either as inputs or as feedback lines. We can therefore fit a wide range of functions onto the chip with
varying numbers of inputs and product terms.
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Assuming that we need only the one output on pin 19, then we could have up to 16 inputs (pins 19, 11,
13–18). We could, of course, use only the seven product lines in the macrocell connected to pin 19 to
implement our function. We, therefore, conclude that the PAL16L8 chip can implement any single
function of 16 variables that requires no more than seven product terms.
If we need more product terms but not as many input variables, then we can connect pin 11 to pin 12.

This connects the output on pin 12 back into the AND array the same as any other input variable. The
output on pin 19 can pick up the seven product terms on pin 12 as an input. This takes up one of the
product lines for pin 19, but six product lines remain. Therefore, the single output on pin 19 can now
have up to 13 product terms. However, pin 11 is no longer available as an input. Therefore, we must
conclude that the PAL16L8 can implement any single function of 15 variables that requires no more than
13 product terms.
If we want to maximize the number of product terms for a single output at pin 19, then we can use pins

13–18 and pin 11 as feedback lines. Each feedback line contributes seven product terms. The AND array
for pin 19 can pick up all 49 product terms by using one product line to pick up each feedback variable.
All product lines are now busy. The OR gate at pin 19 then sums all 49 product terms. The only pins that
are now available for inputs are 1–9. We therefore conclude that the PAL16L8 can implement any single
function of nine variables that requires 49 or fewer product terms.
Clearly, there are many combinations of implementations with a variety of values for the number of

inputs, the number of outputs, and the number of product terms per output. Table 9.4 shows the full
range of possible implementations. For example, from the tables we note that the PAL16L8 can
implement any three functions of 10 variables in which the product terms are distributed among the
three outputs in any of the following ways: 7–7–37, 7–13–31, 7–19–25, 13–13–25, or 13–19–19. The
notation 7–7–37 means that two of the outputs require at most seven product terms and that the third
output requires at most 37 product terms. To accomplish these results, five of the output pins must be
devoted to feedback lines.
Any implementation that uses a feedback line will have a time delay equal to twice that of a single

macrocell. In the delay column of Table 9.4, symbol TA represents the delay that a signal experiences
while passing through the AND–OR array one time. In implementations that do not use feedback lines,
signals experience a maximum delay of TA. For implementations that use one or more feedback lines, the
delay is 2TA because some input signals propagate through the AND–OR array twice before reaching an
output pin. However, none of the implementations in the table requires more than twice the normal time
delay for a single macrocell.
Although the tables cover broad generalizations for classes of functions that will fit onto the

PAL16L8 chip, there are certain special types of more complex functions that will fit. For example,
suppose that input variables A, B, C, D, E, F, G, H, and I occupy pins 1–9. Further suppose that we
implemented functions S, T, V, W, X, Y, and Z using the macrocells connected to pins 12, 13, 14, 15, 16,
17, and 18, respectively. Further suppose that we connect pin 12 to pin 11 so that all of these functions are
connected to a pair of vertical input lines in the AND array. Thus, all of these functions are now available
to the single output P at pin 19. This approach allows many very complex logic functions to fit onto
the chip.

Example 9.1

Let each of the functions S, T, V, W, X, Y, and Z be a sum of products expression involving the nine input
variables with at most seven product terms. For example, S might be

S ¼ ABCDEFGHIþ ABCDEFGHIþ BCDEFGHIþ FGHIþ AHIþ DEFGHIþ ABCDEFGHI

Variables T, V, W, X, Y, and Z could be of similar complexity.
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TABLE 9.4 Range of Implementations of PAL16L8 Chip

m n Number of Product Terms per Output Delay

1 16 7 TA
1 15 13 2TA
1 14 19 2TA
1 13 25 2TA
1 12 31 2TA
1 11 37 2TA
1 10 43 2TA
1 9 49 2TA
2 16 7–7 TA
2 15 7–13 2TA
2 14 7–19, 13–13 2TA
2 13 7–25, 13–19 2TA
2 12 7–31, 13–25, 19–19 2TA
2 11 7–37, 13–31, 19–25 2TA
2 10 7–43, 13–37, 19–31, 25–25 2TA
3 15 7–7–7 TA
3 14 7–7–13 2TA
3 13 7–7–19, 7–13–13 2TA
3 12 7–7–25, 7–13–19, 13–13–13 2TA
3 11 7–7–31, 7–13–25, 7–19–19, 13–13–19 2TA
3 10 7–7–37, 7–13–31, 7–19–25, 13–13–25,

13–19–19
2TA

4 14 7–7–7–7 TA
4 13 7–7–7–13 2TA
4 12 7–7–7–19, 7–7–13–13 2TA
4 11 7–7–7–25, 7–7–13–19, 7–13–13–13 2TA
4 10 7–7–7–31, 7–7–13–25, 7–7–19–19, 7–13–

13–19, 13–13–13–13
2TA

5 13 7–7–7–7–7 TA
5 12 7–7–7–7–13 2TA
5 11 7–7–7–7–19, 7–7–7–13–13 2TA
6 12 7–7–7–7–7–7 TA
6 11 7–7–7–7–7–13 2TA
6 10 7–7–7–7–7–19, 7–7–7–7–13–13 2TA
7 11 7–7–7–7–7–7–7 TA
7 10 7–7–7–7–7–7–13 2TA
8 10 7–7–7–7–7–7–7–7 TA

Then, output P might be

P ¼ ABCDEFGHISTVWXYZþ BCDEF�G�STVWXYZþ � � �
where P has at most seven such product terms.
The delay of this implementation is still twice the delay of one basic macrocell.

Example 9.2

This example illustrates embedded factors. Each equation has at most seven product terms involving the
listed variables.
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S ¼ f(A� I) ¼ ABCDEFGHIþ A�B�CDEFGHIþ � � �
T ¼ f(S, A� I) ¼ ABCDEFGHISþ ABCDEFGHISþ � � �
V ¼ f(S, T, A� I) ¼ CDEFGHIST þ BCDHIST þ � � �
W ¼ f(S, T, V, A� I) ¼ ABCDEFGHISTV þ DEFHISTV þ � � �
X ¼ f(S, T, V, W, A� I) ¼ ABCDEFGHISTVWþ ETVWþ � � �
Y ¼ f(S, T, V, W, X, A� I) ¼ ABCDEFGHISTVWXþ DHISTVWXþ � � �
Z ¼ f(S, V, T, W, X, Y, A� I) ¼ ABCDEFGHISTVWXYþ FHIWXYþ � � �
P ¼ f(S, V, T, W, X, Y, Z, A� I) ¼ ABCDEFGHISTVWXYZþ BCDEFGSTVWXYZþ � � �

The delay of this implementation is eight times the delay of a single macrocell because an input signal
change might have to propagate serially through all of the macrocells on its way to the output at pin 19.

These examples demonstrate that very complex functions can fit onto the chip. Determining the
optimum way to factor the equations is a very complex issue. Chip manufacturers and third-party
vendors provide software packages that aid in the fitting process.

9.1.8 Designing with Sequential PAL Devices

The concept of registered outputs extends the range of PAL devices to include sequential circuits. Figure
9.11 is the logic diagram for the PAL16R4 chip. Again, this chip has 16 pairs of inputs to the AND array.
The R4 part of the designation means that the chip has four outputs connected directly to D type flip-
flops, i.e., the outputs are registered. Let us add another parameter, k, to designate the number of flip-
flops on the chip. An examination of Figure 9.11 indicates that the PAL16R4 also has four combinational
outputs with feedback connections to the AND array. These pins are I=O pins because they can also be
used as inputs if the OR output to the pins is permanently disabled. All outputs are active low. The chip
has eight-input pins. Using our parameter system, the PAL16R4 apparently has n¼ 8, m¼ 4, k¼ 4, p¼ 7
for combinational pin outputs and p¼ 8 for registered pin outputs. However, as for the PAL16L8, these
numbers significantly understate the capabilities of this chip.
Since the four registered outputs are also connected back into the AND array, this chip can implement

a sequential circuit with the registered outputs serving as state variables. Therefore, this chip can
implement any eight-input, four-output, sequential circuit that needs no more than four-state variables
(16 states) and no more than seven product terms for each output or eight product terms for each state
variable. Separate pins provide an enable for the state variables (pin 11) and a clock for the flip-flops (pin
1). Thus, the state variables are also available at output pins.
By an analysis similar to that used in the previous section, we can utilize the feedback lines to

significantly expand the types of circuits that will fit onto the PAL16R4 chip. Table 9.5 shows the
range of basic possibilities.
For example, the table indicates that the PAL16R4 chip can implement any single output, eight-input,

sequential circuit that requires no more than four-state variables (16 states) and in which the available
product terms may be divided among the outputs and state variables in seven different distributions. The
notation (7)-(8–8–8–26) means that the single output can have up to seven product terms, that one state
variable can have up to 26 product terms, and that the other three state variables can have up to eight
product terms each.
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9.1.9 Designing with PALs Having Programmable Macrocell Outputs

The PAL16R4 chip has limited application potential because the outputs from pins 14–17 ‘‘must’’ be
registered. Most new chips allow a user to decide whether to have registered or combinational outputs at
each pin and also allow the user to select either active high or active low outputs.
The PAL22V10 chip (see architecture in Figure 9.12) demonstrates this additional flexibility. Each of

10 macrocells contains a normal PAL AND array and an I=O architecture control block. Each PAL AND
array provides a differing number of product terms permanently connected as inputs to an OR gate and
an additional product term that enables an output buffer. The number of product terms per output is
printed near the OR gate symbol (8, 10, 12, 14, 16, 16, 14, 12, 10, 8). Figure 9.13 shows that this chip is
similar in form to the PAL chips described earlier in this chapter. There are 22 vertical pairs of input lines
to the AND array. Of these pairs, 11 are connected directly to input pins labeled I1� I11 (pins 2–11, 13).
Ten pairs are feedback lines from the architecture control blocks of the 10 macrocells. Each macrocell is
associated with a bidirectional pin (pins 14–23) that can be used either as an input pin, an output pin,
or a bidirectional bus pin. If used as a bidirectional bus pin, the designer must control the O=E using a

TABLE 9.5 Range of Basic Implementations of PAL16R4 Chip

M n K
Number of Product Terms per

(Combinational Output)–(State Variable) Delay

1 11 4 (7)�(8–8–8–8) TA
1 10 4 (7)�(8–8–8–14), (13)�(8–8–8–8) 2TA
1 9 4 (7)�(8–8–8–20), (7)�(8–8–14–14), (13)�(8–8–8–14), (19)�(8–8–8–8) 2TA
1 8 4 (7)�(8–8–8–26), (7)�(8–8–14–20), (7)�(8–14–14–14), (13)�(8–8–8–20), (13)�

(8–8–14–14), (19)�(8–8–8–14), (25)�(8–8–8–8)
2TA

2 10 4 (7–7)�(8–8–8–8) TA
2 9 4 (7–7)�(8–8–8–14), (7–13)�(8–8–8–8) 2TA
2 8 4 (7–7)�(8–8–8–20), (7–7)�(8–8–14–14), (7–13)�(8–8–8–14), (7–19)�(8–8–8–8),

(13–13)�(8–8–8–8)
2TA

3 9 4 (7–7–7)�(8–8–8–8) TA
3 8 4 (7–7–7)�(8–8–8–14), (7–7–13)�(8–8–8–8) 2TA
4 8 4 (7–7–7–7)�(8–8–8–8) TA
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FIGURE 9.12 Architecture of the PAL22V10 chip. (Courtsey of Advanced Micro Devices, Inc., Sunnyvale.)
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product term from the AND array. The 22nd pair, labeled CLK=I0, is connected to pin 1. If the chip is
being used to implement a purely combinational circuit, pin 1 can be used as an additional input variable.
If a sequential circuit is being implemented, pin 1 must be used as the clock signal for the flip-flops.
The architecture control block in each macrocell provides designer control over the signal that is

connected to the bidirectional pin and feedback line associated with that macrocell. Figure 9.14 shows
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FIGURE 9.13 Complete circuit diagram for the PAL22V10 chip. (Courtesy of Advanced Micro Devices, Inc.,
Sunnyvale.)
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that the architecture control block contains a D-flip-flop, an inverter, two MUXs with programmable
select lines, and an output buffer with an enable. The Output MUX selects either the direct output of the
combinational AND array (either active high or active low) or the data value stored in the D-flip-flop
(either active high or active low). If the O=E is active, the buffer steers the signal selected by the Output
MUX to the pin. An inactive enable causes the buffer to enter the high impedance state, which effectively
disconnects the buffer from the pin. The pin can then be an input or can be connected to an external bus.
The feedback signal selected by the Feedback MUX is either the pin signal or the data value stored in

the flip-flop (low active). Therefore, the feedback line can be used to expand the number of product
terms, to provide a state variable for a sequential circuit, to provide an additional input for the chip, or to
implement a bidirectional pin.
Figures 9.13 and 9.14 show that the common clock input to all flip-flops comes directly from pin 1,

that a single product (SP) term provides a common synchronous preset for all flip-flops, and that another
single product line (AR) provides a common asynchronous reset for all flip-flops. The asynchronous reset
occurs when the product line is active independent of clock state. The synchronous preset occurs only on
the active edge of the clock when the preset product line is active.
The two programmable MUXs in the architecture control block significantly increase the flexibility of

the chip compared to either the PAL16L8 or the PAL16R4. Table 9.6 shows several combinations of
switch settings along with typical applications for each setting.
The PAL22V10 is much more versatile than either the PAL16L8 or the PAL16R4. Since pins 14–23 can

be used as inputs, combinational outputs, or registered outputs, the following inequalities describe the
possibilities.
If the chip is used to implement a CL function, the constraints are

n � 22, m � 10

(nþm) � 22
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FIGURE 9.14 Macrocell architecture of PAL22V210 chip. (Courtesy of Advanced Micro Devices, Inc., Sunnyvale.)
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For sequential circuits, the constraints are

n � 21, m � 10, k � 10

(mþ k) � 10, (nþmþ k) � 21

because the clock signal for the flip-flops uses one of the input pins (pin 1).
Table 9.7 shows representative sizes for circuits that will fit onto the PAL22V10 chip.

TABLE 9.6 Applications for Combinations of Switch Settings for the PAL22V10 Chip

Name Output Connection Feedback Connection Application

INP None Pin Use pin as input only

COCF Combinational Combinational Combinational output and=or combinational feedback

COIF Combinational Pin (input) Bidirectional pin implementing a combinational output

RORF Register Register Typical state machine controller

ROIF Register Pin (input) Bidirectional pin with registered output. Bus applications

TABLE 9.7 Representative Circuit Sizes That Will Fit
onto a PAL22V20 Chip

Representative CL Circuits

M n Number of Product Terms per Output Delay

1 21 16 TA
1 20 31 2TA

1 12 111 2TA

2 20 16–16 2TA

2 12 16–96, 29–83, 40–72, 49–63, 56–56 2TA

3 19 14–16–16 TA
3 12 16–16–81 2TA

3 12 37–38–38 2TA

5 12 15–19–23–27–31 2TA

5 17 12–14–14–16–16 TA
10 12 8–10–12–14–16–16–14–12–10–8 TA

Representative Sequential Circuits

M K n
Number of Product Terms

per (Output)–(State Variable)

1 3 17 (16)�(14–16–16) TA

1 3 13 (25)�(25–25–25) 2TA
1 3 11 (88)�(8–8–10) 2TA
1 3 11 (31)�(27–28–28) 2TA
2 3 16 (16–16)�(12–14–14) TA

2 3 13 (16–16)�(19–23–23) 2TA
2 3 11 (44–45)�(8–8–10) 2TA
2 3 11 (23–23)�(23–23–23) 2TA
4 4 13 (14–14–16–16)�(10–10–12–12) TA

4 4 11 (12–12–29–29)�(8–8–10–10) 2TA
5 5 11 (12–14–14–16–16)�(8–8–10–10–12) TA

2 8 11 (16–16)�(8–8–10–10–12–12–14–14) TA
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9.1.10 FPGA Technologies

Due to the relatively high complexity of FPGAs, almost all FPGAs use CMOS process technology because
of its high density and low power characteristics. Currently, there are two popular FPGA programming
technologies, static RAM (SRAM), and anti-fuse.
The anti-fuse device gets its name from the fact that its electrical properties are the dual of the electrical

properties of a fuse. The anti-fuse is a pair of conducting plates separated by a dielectric insulator, similar
to a small capacitor. By contrast, the fuse is a pair of terminals separated by a thin conducting wire. A fuse
is programmed by passing a high current through the thin wire causing the wire to heat up and melt,
producing an open circuit where a short circuit previously existed. Fusible link technology is used in
many PLA and EPROM devices. By contrast, the anti-fuse is programmed by applying a high voltage
across the dielectric insulator that permanently breaks down the dielectric insulator, producing a short
circuit where an open-circuit previously existed. Both fusible-link and anti-fuse devices are nonvolatile
which makes them particularly well-suited for use in extreme environments, such as space and other high
radiation environments. Anti-fuse technology also provides higher speed operation than other technologies.
SRAM chips are volatile (i.e., they lose their program when power is removed) and have lower density

and slower speed than anti-fuse chips. On the positive side, SRAM chips are lower cost, re-programmable
and, therefore, dynamically reconfigurable. In the current marketplace, SRAM chips have captured most
of the popular commercial market.

9.1.11 FPGA Architectures

Figure 9.15 shows a high-level layout of an FPGA chip. Each chip contains a two-dimensional array of
identical configurable logic blocks (CLBs). The FPGA in Figure 9.15 has 64 CLBs arranged in an 83 8
array. The user can program the CLBs to implement specific combinational or sequential logic functions.
A programmable interconnect structure is permanently placed in the space between CLBs. The user
programs switches that make desired connections between his programmed CLBs either by setting
SRAM bits or by permanently closing the anti-fuses. Programmable I=O blocks are located around the
perimeter of the chip that allows the user to connect signals to pins on the chip.

Programmable
interconnect

Logic blocks

I/O blocks

FIGURE 9.15 FPGA architecture. (Courtesy of Xilinx, San Jose.)
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For convenience, in this paragraph we describe FPGA elements using SRAM terminology. Anti-fuse
devices have similar components. FPGAs have three basic programmable elements, illustrated in Figure
9.16. The lookup table (LUT) is a programmable RAM. The LUT shown in Figure 9.16a is a 163 1 RAM.
It has four address inputs and one data output. It is programmed by storing either a logic 1 or a logic 0 in
each RAM location. The value at a specific location is read out (looked up) by applying the address at
the RAM inputs. A programmable interconnect point (PIP) is simply a CMOS pass transistor with a
programmable SRAM bit controlling the gate signal. If a connection between the two transistor terminals
for the PIP in Figure 9.16b is desired, a logic 1 is stored in the SRAM control bit. If no connection is
desired, a logic 0 is stored in the SRAM control bit. SRAM bits also control the address lines of
programmable MUXs. The MUX in Figure 9.16c has two input lines and therefore can be controlled
by one SRAM bit. Programming the SRAM control bit to be logic 0 connects the upper MUX input to the
MUX output. Programming the SRAM control bit to be logic 1 connects the lower MUX input to the
MUX output.
To illustrate the principles, consider the minimal CLB shown in Figure 9.17. This CLB has three input

signals (A, B, and C) and one output signal (X). The CLB has one 83 1 LUT and one D flip-flop with a
reset input (R). It has three 23 1 programmable MUXs with SRAM control bits labeled M1, M2, and M3,
respectively. The MUX controlled by M3 connects either the LUT output (F) or the bit stored in the flip-
flop (Q) to the CLB output (X). If M3¼ 0, the D flip-flop is bypassed and the CLB will implement the CL
function stored in the LUT. If M3¼ 1, the CLB will implement a sequential function. The MUX
controlled by SRAM bit M2 selects either the LUT output (F) or the input signal (C) as the reset signal
for the flip-flop. The MUX controlled by SRAM bit M1 selects either input signal C or the bit stored in
the flip-flop (Q) as the third address input (E) to the LUT. Inputs A and B are permanently connected to
two of the LUT address lines.

a. Lookup table (LUT), a programmable RAM.
b. Programmable interconnect point (PIP).
c. Programmable multiplexer (MUX).

(a) (b) (c)

FIGURE 9.16 Programmable FPGA elements. (Courtesy of Xilinx, San Jose.)
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FIGURE 9.17 A minimal CLB.
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To illustrate how the minimal CLB in Figure 9.17 could be programmed, we will show how to program
it to implement a JK flip-flop. M3 will be 1 to select the flip-flop output as the CLB output. M2 will be 1 to
select input C as the flip-flop reset signal. M1 will be 1 to select the flip-flop output (Q) as the E input to
the LUT. Input A will be designated as the J input and input B will be designated as the K input for the
flip-flop. Figure 9.18 shows the programmed CLB with all signal names related to their use in the JK flip-
flop. Table 9.8 shows how the LUT must be programmed to implement the function of a JK flip-flop.
Figure 9.19 shows an actual CLB in the XC4010XL chip, a small FPGA chip manufactured by Xilinx.

This CLB uses the same small set of elements that we used in the minimal CLB. This CLB contains 2 D-
flip-flops, 3 LUTs, and 16 programmable MUXs.
If the user had to directly program each CLB and each PIP in the interconnect structure, the task

would be formidable. However, most chip manufacturers provide software packages that allow the user to
specify the device function using a variety of high-level abstractions. In the next section, we will discuss
this process in more detail.

9.1.12 Design Process

From the previous discussion, it is clear that fitting designs to PLD chips is a complex process. PLD
manufacturers and third-party vendors market software packages that help engineers map designs onto
chips. Selecting a package appropriate for a particular design environment is a critical decision that will
significantly affect the productivity of the design group.
There are basically three types of development system packages: user designed packages, vendor

designed packages, and universal packages. Since these programs are very complex and require many

LUT

J

K

Reset

D

RCLK

F

X

Q

1 1

1

Q

FIGURE 9.18 Minimal CLB programmed to be a JK flip-flop.

TABLE 9.8 Contents of LUT
for Programmed CLB

J K Q F

0 0 0 0

0 0 1 1

0 1 0 0

0 1 1 0

1 0 0 1

1 0 1 1

1 1 0 1

1 1 1 0
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years of effort to develop, most design groups will lack the time and resources to develop their own. Many
vendors provide design aids that are specific to a particular product line. There is a great danger in
becoming dependent upon one vendor’s products because new products in this field appear frequently.
Clearly, a universal design package that supports a wide variety of product lines is most desirable.
A variety of development systems with different features, capabilities, and price is available.
Figure 9.20 shows a flow diagram for the process typically used to design PLAs and FPGAs. ‘‘Design

entry’’ refers to the use of an editor to create a source file that specifies the functional behavior of the
device. High-level simulation verifies correct functional behavior of the device. ‘‘Logic synthesis’’
refers to the process of implementing the design using the primitive elements present on a specific
chip, such as gates, flip-flops, registers, etc. Most development systems support prelayout simulation at
this level to verify that the design still functions correctly. ‘‘System partitioning’’ and ‘‘mapping’’
refers to the process of grouping blocks of primitive elements into sets that map directly into major
chip structures, such as CLBs in FPGAs or AND–OR arrays in PLDs. ‘‘Place and route’’ refers to
mapping the structures into specific locations on the chip and making connections between them. The
software package then performs a timing analysis on the final design to verify that design timing
specifications are met. Finally, the chip is configured by generating an output file that can be read by
the chip programmer.

9.1.12.1 Design Entry

It is essential for a universal development system to have a variety of design entry modes. Many vendors
market the more complex design entry modes as optional features. This section describes some of the
more common design entry modes and their value to PLD and FPGA designers.
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FIGURE 9.19 Actual CLB for the XC4010XL chip. (Courtesy of Xilinx, San Jose.)
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‘‘Boolean equations’’ are an important method of design entry. A
PLD design system must support Boolean equation entry because the
AND–OR arrays on PLD chips directly implement Boolean equations.
Almost all PLD designers will use Boolean equation entry extensively.
Boolean equation entry is also useful for FPGA designs.
‘‘Truth table’’ entry allows specification of a CL function by defining

the output for each of the 2n input combinations. This form is par-
ticularly valuable if ‘‘don’t care’’ entries exist. Truth table entry is most
commonly used for functions with a small number of input variables
that are not easily described by Boolean equations. Code converters,
decoders, and LUTs are examples. A good design tool will support
truth table entry.
‘‘Symbolic state machine’’ entry is crucial for PLD and FPGA

designers because both PLDs and FPGAs are often used to implement
state machine controllers. Current tools have features described as state
machine entry that vary dramatically in form and usefulness. Before
selecting a tool, the specifics of the state machine entry format should
be carefully investigated. The most useful formats allow symbolic
representation of states and specification of state transitions using
some form of conditional statement such as ‘‘if_then_else,’’ or
‘‘case.’’ Relational operators are also useful in this context. The tool
should perform automated state assignment and should fit the state
variable equations to the target chip.
‘‘State diagrams’’ using graphics are useful, but not essential. This

feature is mainly a convenience, provided that symbolic state machine
entry is available.
‘‘Schematic’’ entry is a widely accepted way to describe logic systems.

To be useful, it must be combined with a powerful partitioning and
mapping tool that can fit the circuit onto chips. Schematic entry is useful
to convert existing gate level designs into PLD or FPGA implementations.
‘‘Hardware description language (HDL)’’ entry is potentially the

most useful of all methods. Popular HDL languages are VHDL, Verilog, and System C. Using these
languages, a designer can specify an executable specification of his device. Mature simulators exist for all
of these languages that allow functional verification of the high level HDL design.

9.1.12.2 Logic Synthesis

Logic synthesis is the process of transforming a given description of a device produced by one of the
design entry methods described in the previous section into an equivalent netlist using primitive
components. For example, the process of transforming a symbolic state machine description or an
HDL description into a netlist is an example of logic synthesis. The power of the synthesis algorithms
in a development system is perhaps the most important feature of the system.
HDL synthesis tools are beginning to be mature enough for use in both PLD and FPGA designs. Very

good synthesis tools exist for subsets of the popular HDL languages. Full synthesis tools for all language
constructs are still in the research phase. In the next section, we will illustrate how to synthesize FPGA
designs using the VHDL language.
‘‘Logic minimization’’ is obviously an essential process in a PLD development system because the

number of product terms per output gate on PAL chips is limited. Recall that the goal of logic
minimization for PLD designs is to reduce the number of product terms, not the size of the product
terms. Classical logic minimization algorithms use cost functions that reward reduction of the number of
gate inputs. This is important for TTL gate implementations, for example, because an eight-input gate costs

Design entry

Logic synthesis

System partitioning

Mapping

Place and route

Timing constraints met ?

High level simulation

Prelayout simulation

Configure

FIGURE 9.20 Design process.
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about four times as much as a four-input gate. In PLD designs, the number of gate inputs does not
matter. Each product term consumes one product line in the chip. A one-literal product term, such as X,
costs exactly the same as a ten-literal product term, such as ABCDEFGHIJ. Therefore, traditional logic
minimization programs, such as Espresso, need to be modified for PLD development. If product terms
can be shared among different outputs, then multiple output minimization is necessary. However, for most
PAL devices, the product terms cannot be shared; therefore, single output minimization algorithms are
sufficient. Single output minimization algorithms are much less complex and take much less time to
execute than multiple output minimization algorithms. Therefore, systems that do single output minimiza-
tion result in higher productivity. Therefore, be careful of systems that advertise well-known traditional logic
minimization algorithms to market their products, especially if multiple output minimization is stressed.
‘‘Equation factoring,’’ which is sometimes called ‘‘multiple level minimization,’’ is essential in order to

fit large functions onto PLD chips using multiple cells combined with feedback lines inside the chips.
This feature is missing from most vendor PLD development systems. However, in order to provide
effective automated PLD synthesis, this operation is absolutely necessary. In most current PLD devel-
opment systems, the designer must interact with the synthesis program to implement multiple level
minimization. Such interaction requires extensive skill from the user of the software package.

9.1.12.3 Simulation of Designs

All good development systems include some form of simulation capability. The simulators vary widely in
scope, user interface, and general usefulness.
Behavioral simulation allows high-level design descriptions to be simulated independent of implemen-

tation. Behavioral simulators verify the input–output behavior of the device. Correct behavioral simulation
verifies the correctness of the algorithms prior to mapping the design to specific hardware components.

Device simulators verify the function of the design after mapping the design to a specific chip but
before actually programming the chip. This is the most common type of simulator in current PLD
development systems. A device simulator will construct a software model of the target PLD architecture,
map the design to that architecture, and then simulate the behavior of the specific PLD. The better
simulators will provide timing information as well as functional information.

9.1.12.4 Mapping Designs to Chips

System partitioning, mapping, place and route, and configure functions are usually performed by vendor-
specific development software. These software packages usually accept a netlist as input and produce an
output file that can be read by the programming tool.

9.1.13 VHDL Synthesis Style
for FPGAs

Since HDL synthesis is one of the most popular
ways to design FPGAs, we will show representative
synthesis techniques for VHDL, one of the com-
mon HDL languages. The user may use these
examples as templates to write code that will syn-
thesize successfully.

9.1.13.1 Registers and Flip-Flops

Figure 9.21 shows a VHDL template for a register,
AREG, with synchronous reset signal (RESET)
and data input, A. In VHDL, entities are called
processes. This code defines a process named

SynchronousRegProcess:process(CLK)
begin
-- No other statements here
if (CLK'event and CLK¼ '1') then
if RESET ¼ '0' then
AREG <¼ '0';
else
AREG <¼ A;
end if;
end if;
-- No other statements here

end process;

FIGURE 9.21 VHDL code for register with synchron-
ous reset.
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SynchronousRegProcess. The list of signal names in the parentheses following the word process is called the
sensitivity list for the process. The sensitivity list for a register process must contain the clock signal for the
process. The notation, CLK’event, is a Boolean expression that is TRUEwhen signal CLK changes value. This
change may either be a rising edge or a falling edge. Combining CLK’event with CLK¼ ‘1’ specifies a rising
edge triggered clock. The notationAREG<¼A specifies that the current value of input signal A is assigned to
register AREG on the rising edge of signal CLK. Similarly, the notation, AREG<¼ ‘0’, implies that signal
AREG is reset to 0 on the rising edge of CLK when RESET¼ ‘0’. Current synthesis semantics dictate the
following constraints on the VHDL code.

1. The ‘‘if’’ statement that identifies the clock signal must be the only top level statement in the
process. No other statements may come before or after this ‘‘if’’ statement, as indicated by
comments in the VHDL code.

2. The condition that identifies the clock signal for the register (CLK’event and CLK¼ ‘1’), must
contain no other conditions. For example, we could not implement the synchronous reset by
writing (if CLK’event and CLK¼ ‘1’ and RESET¼ ‘0’ then . . . ).

3. Only one clock edge may occur in each process. That is, it is unacceptable to have both CLK1’event
ad CLK2’event in the same process.

Figure 9.22 shows how a synthesis tool will synthesize this VHDL code into a clocked register. Note that
the RESET signal is low active (a logic 0 causes a reset).
Figure 9.23 shows a VHDL template for a register, AREG, with an asynchronous reset. The same

restrictions that were listed for the synchronous register also apply here. Notice that the primary
differences are that, in the asynchronous
register, signal RESET must be in the sensi-
tivity list and the RESET test occurs before
the test for the clock edge, whereas the test
for RESET in the synchronous register
occurs after the test for the clock edge.
Figure 9.24 shows how a synthesis tool syn-
thesizes the VHDL code in Figure 9.23 into a
register with an asynchronous reset signal.

CLK
RESET

A 0

0 1
D Q AREG

AREG
SynchronousRegProcess_areg_3

FIGURE 9.22 Synthesis of VHDL code in Figure 9.21.

Asynchronous_Reset: process (CLK, RESET)
begin
if RESET¼ '0' then
AREG <¼ '0';
elsif (CLK'event and CLK¼ '1') then
AREG <¼ A;
end if;
end process;

FIGURE 9.23 VHDLcode for a registerwith asynchronous reset.

CLK
A

RESET
AREG

AREGD Q
R

FIGURE 9.24 Synthesis of VHDL code in Figure 9.23.
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9.1.13.2 Combinational Logic

Consider the ones counter truth table of Table
9.9. The input is a 3-bit vector, A, and the output
is a 2-bit vector, C. The output reflects the num-
ber of ones in the input vector. For example, if
A¼ 111, then C¼ 11 indicating that A has 3
ones.
There are many ways to represent CL using

VHDL. The most direct way is to use a case
statement, as shown in Figure 9.25. This type of
code is directly related to the truth table format.
It simply specifies the output for each combin-

ation of the inputs. Figure 9.26 shows how a synthesis tool synthesizes the code in Figure 9.25. Note
that it takes the unusual approach of using a MUX as part of the circuit. The reason for this is that the
target FPGA chip has many MUXs in its CLBs (see Figure 9.19).

TABLE 9.9 Ones Counter Truth Table

A(2) A(1) A(0) C(1) C(0)

0 0 0 0 0

0 0 1 0 1

0 1 0 0 1

0 1 1 1 0

1 0 0 0 1

1 0 1 1 0

1 1 0 1 0

1 1 1 1 1

process(A)
begin

case A is
when ''000'' ¼> C<¼ ''00'';
when ''001'' j ''010'' j ''100'' ¼> C<¼ ''01'';
when ''011'' j ''101'' j ''110'' ¼> C<¼ ''10'';
when ''111'' ¼> C<¼ ''11'';
when others ¼> null;

end case;
end process;

FIGURE 9.25 VHDL code for combinational logic.
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FIGURE 9.26 Synthesis of VHDL code Figure 9.25.
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9.1.13.3 Latches

Figure 9.28 shows that the VHDL code in Figure 9.27 synthesizes as a latch with output signal name Q.
Note that the process sensitivity list must include both the latch input data signal name, DATA, and the
latch enable signal name, ENABLE. Also, the code for a latch may not contain an expression referring to
an edge, such as ENABLE’event. The reason that the synthesis tool produces a latch is that a new value
is not assigned to signal Q during every call to the process. A new value is only assigned when
ENABLE¼ ‘1’. Otherwise, the signal Q must not change, i.e., it must retain its old value when
ENABLE¼ ‘0’. This action requires a latch.

Figure 9.30 shows that the VHDL code in Figure 9.29 synthesizes as CL and does not produce a latch.
In this VHDL code, signal Q is assigned a new value every time the process is called. Therefore, the
synthesized circuit is CL instead of a latch.

9.1.14 Synthesis of State Machines

Figure 9.31 shows a VHDL template for a state machine. First, the code includes a declaration of a data
type called STATE_TYPE. This data type is simply a list of the names of the states. The names should be
chosen to reflect the purpose of the state, such as INITIAL, IDLE, TRANSMIT, RECEIVE, etc. Next, a
signal, STATE, is declared to be of type STATE_TYPE. Signal STATE keeps track of the current state of

LATCH: process (ENABLE, DATA)
begin
if (ENABLE ¼ '1') then
Q <¼ DATA;

end if;
end process;

FIGURE 9.27 VHDL code for a latch.

DATA
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lat
D
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Q
C

FIGURE 9.28 Synthesis of VHDL code in Figure 9.27.

CLP: process (ENABLE, DATA)
begin
if ENABLE¼ '1' then
Q<¼DATA;

else
Q<¼ '0';

end if;
end process;

FIGURE 9.29 VHDL code for combinational logic.
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the state machine. The architecture consists of two processes. Process STATE_PROCESS updates the
current state on each positive transition of clock signal CLK. Process OUTPUT_PROCESS updates
the state machine outputs whenever there is a change in state. As written, these processes implement a
Moore state machine. To design a Mealy state machine, simply add the machine input signals to the
OUTPUT_PROCESS sensitivity list. The state machine has a low-active asynchronous RESET signal that
initializes the state machine to state S0. A case statement performs data transfer statements and computes
the next state based on the current state. For other approaches to using high-level languages to design
digital systems, see Ref. [8].

ENABLE

DATA

0 0

1

Q

Q

FIGURE 9.30 Synthesis of VHDL code in Figure 9.29.

architecture FSM of NAME is
type STATE_TYPE is (S0, S1,. . ., Sn);
signal STATE: STATE_TYPE ;

-- other_signal_declarations
begin
STATE_PROCESS: process (CLK, RESET)
begin
if RESET¼ '0' then
STATE <¼ S0; -- The initial state
-- Insert Reset statements

elsif CLK'event and CLK ¼ '1' then
case STATE is
when S0 ¼ >

-- Data_Section
-- Control_Section

when S1 ¼>
-- Data Section
-- Control Section

when others ¼>
-- Actions

end case;
end if;

end process;
OUTPUT_PROCESS: process (STATE) begin

case STATE is
when S0 ¼ >

-- Output_Signal_Assignments
when S1 ¼>

-- Signal Assignments
when others ¼>

-- Signal Assignments
end case;

end process;
end FSM;

FIGURE 9.31 VHDL template for a state machine.
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9.2 Clocking Schemes

Wayne D. Grover

9.2.1 Introduction

Advances in very large-scale integrated (VLSI) processing technology, particularly CMOS, have resulted
in nanometer-scale processes with applications at clock speeds of several gigahertz. For example, at the
time of this revision the state of the art is fairly well represented by the Intel Core2 Duo processor chip,
which is implemented in 65 nm CMOS, consists of 376 million transistors, and clocks at 2.66 GHz. New
design challenges must be mastered to realize systems at an ever-increasing clocking rates and circuit
sizes. In particular, clocking-related issues of skew, delay, power dissipation, and switching noise can be
design-limiting factors. In large synchronous designs, the clock net is typically the largest contributor to
on-chip power dissipation and electrical noise generation, particularly ‘‘ground bounce,’’ which reduces
noise margin. Ground bounce is a rise in ground potential due to surges of current returning through a
nonzero (typically inductive) ground path impedance. At the board and shelf level, clock distribution
networks can also be a source of electromagnetic emissions, and may require considerable delay tuning
for optimization of the clock distribution network.
In the past, multiphase clocking schemes and dynamic logic structures helped minimize transistor

count, but this is now less important than achieving low skew, enhancing routability, controlling clock-
related switching noise, and providing effective CAD tools for clock net synthesis and documentation.
For these reasons, a shift has occurred toward single-phase clocking and fully static logic in all but the
largest custom designs today. In addition, phase-feedback control schemes using phase-locked loops
(PLLs) are becoming common, as are algorithmic clock-tree synthesis methods.
This section focuses on the issues and alternatives for on-chip and multichip clocking, with the

primary emphasis on CMOS technology. We first review the fundamental nature and sources of skew
and the requirements for the clocking of storage elements. We then outline and compare a number of
‘‘open-loop’’ clock distribution approaches, such as the single-buffer, clock trunk, clock ring, H-tree, and
balanced clock tree approaches. PLL synchronization methods and PLL-based clock generation are then
outlined. In closing, we look at future technologies and developments for high-speed clocking. The
concepts and methods of this section apply to many circuit technologies on- and off-chip. However, we
emphasize CMOS because CMOS processes (including bi-CMOS) presently represent the vast majority
of digital VLSI designs and are expected to continue to do so.
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Asynchronous, self-timed, and wavefront array systems are outside the scope of this chapter. These
approaches aim to minimize the need for low-skew synchronous clocking. However, truly asynchronous
modules tend to require a large overhead in logic for interaction with each other, so that speed, size, and
power often suffer relative to synchronous design. Nonetheless, self-timing can be an effective approach
for random-access memory (RAM and ROM) cells, to which considerable optimization effort can be
invested for reuse in many designs. Self-timed methods should be considered the alternative to fully
synchronous design in large, highly modularized systems, particularly where well-defined autonomous
modules have relatively infrequent interactions. The main issues in self-timed systems are the possibly
high delay required to avoid metastability problems between self-timed modules, and the circuit costs of
the synchronization protocol for intermodule communication.

9.2.2 Clocking Principles

Most of us accept the clocked nature of digital systems without question, but what, fundamentally, is the
reason for clocking? Any digital system can be viewed either as a pipeline or as an FSM architecture, as
outlined in Figure 9.32. In the pipelined architecture clocked sections are cascaded, each section
comprising an asynchronous CL block followed by a latch or storage element that samples and holds
the logic state at the clock instant. In the FSM, the only difference is that the next state input and
the system outputs are determined by the asynchronous logic block, and the sampled next state value (S)
are fed back into the CL. The FSM can therefore be conceptually unfolded and also represented in a
pipeline fashion. The fundamental reason for clocking digital systems is seen in this pipelined abstraction
of a digital system: it is to bring together and retain coordination among asynchronously evolved
intermediate results. With physical delays that are temperature, process, and input dependent in CL,
we need to create ‘‘agreed-upon time instants’’ at which all analog voltages in a system are valid when
interpreted as Boolean logic states. Clocking deals with delay uncertainty in logic circuit paths by holding
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Finite-state machine atchitecture(b)

FIGURE 9.32 Architecture of digital systems.
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up the fast signals and waiting for the slower signals so that both are valid before they are again combined
or interact with each other. Without this coordination purely asynchronous logic would develop severe
propagation path differences, and be slow in repetitive operations. Ultimately, a valid state would evolve,
but all inputs would have to be stable for the entire time required for this evolution. On the other hand,
when the overall CL function is appropriately partitioned between clocked storage latches, system speed
can approach the limit given by the delay of a single gate because each logic subblock is reused in each
clock period.
From this, we obtain several insights: (1) only the storage elements of a digital system need become

loads on the clock net (assuming state logic gates); (2) the system cannot be clocked faster than the rate
set by the slowest combinational signal path delay between clocked storage elements; (3) any uncertainty
in clock timing (skew) is indistinguishable from uncertainty in the settling time of the intervening CL;
and (4) for a logic family to work, its storage elements must: (a) at no time be transparent (i.e.,
simultaneously connect input to output), (b) have a setup time less than (T� tclk�Q) where T is the
clock period and tclk�Q is the clock-to-Q output delay of the same type of flop, and (c) have a hold time
less than their clock-to-output delay. The last points may be better appreciated by considering that the
CL block may be null, i.e., a zero-delay wire, such as in a shift-register.
An implication of [4(a)] is that two-phase nonoverlapping clocks, or an equivalent sequencing process,

are fundamentals for the storage elements of a digital system. This may sound unusual to readers who
have already designed entire systems with SSI and MSI parts, or in gate-array design systems, without
having seen anything but single-phase edge-triggered flip-flops, latches, counters, etc. However, at least
two clock phases (or clock-enabling phases) are internally required in any clocked storage device. An
analogy is of a ship descending in elevation through a lock [27]. During the first clock phase, sluice gates
‘‘charge’’ the lock up to the incoming water level and open the input gate to bring a ship in. Throughout
this phase, it is essential that the output gate is closed, or water will race destructively right though the
lock. Only when the ship is entirely in the lock and the input gate is closed (isolating the input) can the
output sluice gates be opened to equalize the water level to that on the outgoing side, allowing the ship to
leave (producing a new output). Similarly, in a flip-flop or latch, the currently stored value, which appears
at the output, must be isolated from the input while the input evolves to its next value.

9.2.2.1 Skew and Delay

Clock ‘‘skew’’ is defined, most generally, as the difference in time between the actual and the desired
instant of active clock edge at a given clocked storage element. In the majority of designs in which the
desired instant of clocking is the same at all storage elements, skew is the maximum difference in clock
waveform timing at different latches. Clock skew is of concern because it ultimately leads to the violation
of setup or hold times within latches, or to clock race problems in multiphase clocking. Furthermore,
from a design viewpoint, uncertainty in clock timings must be treated as equivalent to actual clock skew.
Skew or timing uncertainty are therefore equivalent to an increase in critical path logic delay. In either
case, the clock period must be extended to ensure valid logic levels and proper setup=hold requirements
relative to the clock time.
To illustrate the equivalence of skew (either actual of design timing uncertainty) to a loss of system

speed, consider a 200 MHz process used in a design which has 25% skew (i.e., actual clock edge
dispersion or, equivalently, uncertainty in clock timing is 1.25 ns). If a competitor uses the same process
at 200 MHz and achieves 5% skew (0.25 ns), then the latter design has 20% more of each 5 ns clock cycle
for settling CL paths. Alternatively, for the same logic functions, the low-skew system could be clocked at
250 MHz with the same timing margins as the high-skew system. Skew, therefore, represents a loss of
performance relative to basic process capabilities developed at the great expense. However, skew
reduction costs relatively little, and is in the logic designer’s control, not the process developer’s and
yet it is directly equivalent to a basic enhancement in process speed.
Skew is usually of primary concern on-chip or within any module that is designed on the presumption

of a uniform clock phase throughout the module. Clock ‘‘delay,’’ on the other hand, is the difference
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between the nominal clock edge time at an internal flip-flop and the system clock, or timing reference,
external to the chip. While skew is typically managed internal to the die, delay is of concern at the system
level to ensure external setup and hold time requirements. Skew and delay may be independent in any given
clock distribution scheme. For example, an on-chip clocking tree that yields essentially zero skew may,
nonetheless, impart a high clock delay, which will be of importance at the system level. The ‘‘early clock’’
technique and some PLL methods (presented later) can be used to address on-chip clock delay problems.

9.2.2.2 Isochronic or Equipotential Regions

The clock distribution problem arises at all scales of system design, from on-chip clock distribution in
VLSI and wafer-scale integration (WSI) to the synchronization of circuit packs tens of meters apart.
These applications are unified as a generic problem: synchronous clocking of ‘‘electrically large’’ systems,
i.e., systems in which propagation time across the system is significant relative to the clock period. In
such systems:

D=v > k=fapp (9:1)

where
D is the characteristic scale or distance of the system
v is the propagation velocity
fapp is the application clock frequency
k is the skew requirement as a fraction of the clock period

For all locations around a clock entry point at which Equation 9.1 is false, we can consider events to be
essentially simultaneous (or, equivalently, the region is a single electrical node), and the clock can be
distributed within such regions without delay equalization. The region over which clock can be distrib-
uted without any significant skew is also known as an equipotential [27] region, or an isochronic region
[1]. In this section, we are concerned only with cases in which Equation 9.1 is true, but it is implicit that
the clocked end nodes may be either clocked loads directly or a buffer that feeds a local isochronic region.
The diameter (and shape) of an isochronic region on-chips depends on the wire type employed for

interconnection. To control skew on chip, we need to consider delay differences due both to wire lengths
and to the lumped capacitive efforts of the driven loads. Where the RC time constant of the wiring
interconnect tw is much less than the RC combination of the driving source resistance and the lumped
capacitance of N clocked loads on the net (tnet¼RsCgateN¼Ntg), we can consider all points on a net to
be isochronic, meaning that the net acts like one electrical node characterized by the total lumped
capacitance of gates on the net. Wires on a chip are often modeled as distributed R0C0 sections, where R0
and C0 are the resistance and capacitance per unit length, respectively (see Figure 9.33). In such cases, the
propagation delay for a wire of length l follows the diffusion equation [31].

tw ¼ R0C0l
2=2 (9:2)

Therefore, if we consider a net of length l with N standard loads, we can consider the net to be isochronic
if tw � Ntg. From Equation 9.2, this implies

l�
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2NRsCgate

R0C0

s
(9:3)

This relationship provides a guideline for the maximum length over which wire delays may be neglected
relative to gate-charging delays. Based on typical values for a 1 mm process, tg< 500 ps, isochronic
regions for lightly loaded lines (N¼ 1) are up to 10,000l for lines in third layer metal, 5,000 and 8,000l
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for first and second layer metal, respectively, and 200l for polysilicon wires, where l is the minimum
feature size of the process [31]. This illustrates the importance of distributing clock within metal layers to
the greatest extent possible. Even a few short polysilicon links may introduce sufficient series resistance to
drastically reduce the isochronic region for the given clock line. This also illustrates that if clock is
distributed in metal layers, and is always buffered before exceeding the isochronic distance, it will be
primarily differences in lumped capacitive loads and not wire length that determine clock signal delays,
and hence relative clock skews.

9.2.2.3 Nature of Skew On-Chip

The concept of isochronic regions helps us understand the nature of clock skews in VLSI and helps
explain why on-chip skews may be greater than those between off-chip points that are physically many
more times distant. A key realization is that signals do not propagate at the ‘‘speed of light.’’ If they did,
absolute delays across even the largest chips (2 cm edges) would be subnanosecond and the isochronic
diameter would easily encompass an entire die at clock speeds up to 200 MHz. Rather, on-chip
propagation delay depends much more on the time needed for output drivers to charge the total lumped
capacitance associated with all the gate inputs of the driven net. In other words, fanout and driver current
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abilities have more to do with delay than path lengths. This is especially true when clock distribution is
exclusively via metal layers, as is the norm in a modern design. On the other hand, off-chip, we route
signals via impedance-controlled coaxial or microstrip lines, or via optical fiber, and these media typically
do exhibit propagation velocities of 0.6–0.8 c. Therefore, off-chip, differences in physical propagation
distances are the dominant source of skew, while on-chip, it is imbalances in driver loads that are the
most common source of skew.
In on-chip cases in which wire diffusion delays and lumped capacitive effects are both significant, a

difference in line length can also result in skew due to a different total wiring capacitance. In addition,
equal length lines that go through different metallization layers or through polysilicon links will have
different delays due to different levels of capacitive coupling to Vss and different series resistances,
especially in the case of polysilicon links. Accordingly, an important principal to simplify clock net design
is to aim for buffering levels and fanouts that yield isochronic conditions for the passive wiring nets
between buffered points on the clock net. This simplifies skew control in clock net design because
attention then only need be paid to balancing loads on each buffer and to matching the number of
buffers in each clock path. The alternative, in which passive wiring nets are not isochronic, requires
detailed delay modeling of each wire path, taking into account the actual routing, the R0C0 of the wire
type, the temperature, and the exact position of each lumped load on the wiring path. The important
concept, however, is that by the choice of metal layers, line widths, and=or loadings, one can establish
formally defined isochronic conditions on some or all portions of a complete clock net, which, in its
entirety, is far too large to be isochronic. When fully isochronic subregions (such as a wide clock trunk)
can be established, or even when a defined region is not isochronic but has delay that is simply
and reliably predicted from position (such as on a clock ring), the remaining clock net layout and skew
control problem is simplified, design risk is lowered, and pre- and postlayout simulations are more
consistent because final routing of clock paths from these reference regions is shortened and overall
uncertainty reduced. We shall see and use this principle in analyzing the popular clock distribution
schemes that follow.
The skew that intrinsically arises from differences in RC time constants of either lines or gate loads is

aggravated by threshold variations in buffers and clocked loads due to minute differences in electronic
parameters and lithographic variation in line widths and lengths at different devices. Time-constant and
threshold effects interact to give a worst-case skew, which is the difference between the time at which the
voltage response of line with the slowest time constant, tmax, crosses the threshold of the logic element
with the highest threshold, VTmax, until switching of the device with the lowest threshold driven by the line
with fastest RC time constant. Taking the difference of the earliest and latest switching times we have [32]

d ¼ tmin ln 1� VTmin

VDD

� �
� tmax ln 1� VTmin

VDD

� �
(9:4)

Equation 9.4 implies that a clock system design in which buffered electrical segments of the clock net
have 10% variation in t about tnom, and 10% variation of VT about VDD=2, will have an estimated skew of
at least 17% of tnom.

9.2.2.4 Single-Phase Clocking

Clocks ultimately always drive a storage register or latchof some type. The formof clock signal(s) required in
a system therefore depends on the type of latch or flip-flop element used and on properties of the CL circuits
used. True single-phase clocking is themost complex clocking principles with which to design systems, and
has traditionally not been used, although recent work has assessed some truly single phase logic families [2].
The reason for caution with single-phase clocking is that invalid states may be passed to the output in two
ways, as shown in Figure 9.34a if the CL delay is less than Th (i.e., too fast) or (Figure 9.34b) the CL delay is
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greater than TC� tcharge (i.e., too slow). In other words, a two-sided (min andmax) constraint on logic path
delay exists for single-phase clocking [27]. This means that although attractive to minimize total intercon-
nect, buffer counts, and interphase skew is avoided, truly single-phase clocking involves a greater design risk
and timing analysis complexity. Because of this, the most common overall clocking scheme is single-phase
clock distribution with local generation of a two-phase clock.

9.2.2.5 Two-Phase Clocking

With two nonoverlapping clock phases, we can eliminate one of the risks of single-phase clocking, that of
a logic path being too fast. On the first phase the input is made transparent and allowed to affect the CL,
charging the inputs through Ron Cin in time tcharge. During this time, the CL outputs are isolated from the
input latch. On the second phase, the new CL output values are stored by the second phase latch while the
input latch is opaque, isolating inputs from the new values until the next phase one clock time. A
nonoverlapping period between phases ensures that at no time does direct transparency occur from input
to output. With two-phase nonoverlapping clocks, as shown in Figure 9.35a, we need to ensure only that
the maximum delay in the CL is less than TC� tcharge�T3� tpreset. It is essential that the nonoverlapping
interval, T2, be greater than zero, but T3 can be arbitrarily short. When present, however, T3 acts as an
extra timing margin against skew.
It is obviously desirable to make T2 as small as possible, but we can do so only when distributing two-

phase clock directly if the interphase skew is less than T2. In the worst case, the interphase skew may be
twice the skew of each of the two clock phase nets individually. Skew, therefore, necessitates at least a 1:1
derating in speed for two-phase clocking in addition to the basic loss of clock cycle time for logic settling,
to ensure correct operation of storage devices. If skews in the two clock phase nets are uncorrelated,
however, the extra penalty could be as high as 2:1. Every nanosecond of skew in the clock net for each
phase then not only reduces the basic critical path logic timing margin by 1 ns, but also adds 2 ns to the
T2 requirement.

FIGURE 9.34 In single-phase clocking the CL path must be neither too slow nor too fast.
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Therefore, in high-performance systems we have quite an incentive to distribute a single clock phase
throughout the design and accept the extra logic required to generate two-phase clocks locally at each
device (or small group of similar devices) that requires them.

9.2.2.6 Two-Phase Clock Generator Circuit

The canonical form of circuit to generate the local two-phase nonoverlapping clocks from a single phase
clock is shown in Figure 9.35b. The feedback of f2 into NOR1 ensures that f2 must be low before f1 can
go high after the single-phase fin input has gone low, and vice versa. A special clock buffer circuit is
shown in Figure 9.35b, which helps ensure that a period of nonoverlap exists in the presence of the
threshold variations in the driven loads [12]. It does this by using transistor M1 to clamp the f2 output

φ2

φ2E

φ1

φ1

M1

M2

Cboot

Vref

(b)

φ φ1

φ2

FIGURE 9.35 (a) With nonoverlapping two-phase clocks, no lower limit exists on the CL delay; and (b) generator
for two-phase nonoverlapping clock and buffer circuit to ensure nonoverlap period. (From Glasser, L.A. and
Dobberpuhl, D.W., The Design and Analysis of VLSI Circuits, Addison-Wesley, Reading, MA, 1985, 349.)
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low until far into the fall of f1. f2 is held low until f1 has fallen below (Vref�Vthresh) to finally cut off
M1. Vref might be set at 2 V in a 5 V process, thereby ensuring that f1 is well below the logic threshold of
all clocked loads before f2 begins to rise, while at the same time minimizing but guaranteeing the
existence of a nonoverlap period, which is lost processing time.

9.2.2.7 Multiple-Phase Overlapping Clocks

Generating and=or distributing nonoverlapping clocks with a minimal T2 can be quite difficult in large
systems. An alternative is to define three or more primary functional logic steps and use a similar number
of overlapping clock phases. In this case, the multiple stages of clocking removes the need for the
guaranteed nonoverlap period in two-phase clocking. Let us consider three-phase overlapping clocking.
The principles generalize to any higher number of phases.
In three-phase clocking, the middle phase can be thought of as providing the nonoverlap time, which

ensures time isolation between I=O activation for the module enabled on each clock phase. In fact, each
phase plays a similar isolating role with respect to operations performed on its adjacent phases. Figure 9.36
illustrates the concept. The number of phases and the role for each phase typically reflects some natural
cycle or step sequence of the basic system being designed; for example: bus input, add to accumulator,
bus output.
In WSI systems, in which uncertainty in clock delays, circuit speeds, and interconnect impedances may

be high [10], overlapping clock logic can give high tolerance to clock skew, and is compatible with self-
timing in selected subcircuits. Three-phase overlapping clocking has a distinct advantage: no hazard
exists unless all three clock phases overlap in time. In the presence of severe clock skew, this can be a
major advantage. Although called overlapping clocks, the circuits still function if successive phases do not
actually overlap, although speed is sacrificed if overlap is lost.

9.2.2.8 Overlapping Clock Phase Generator

Figure 9.37 illustrates a circuit for generating three-phase overlapping clocks. Phase overlap is ensured
because it is the onset of each phase that kills its predecessor. A Johnston counter comprised of three
static D-flip-flops generates the phase-enabling signals which sequence the actual generator stage, which
is comprised of the three cross-coupled NOR gates. A deliberately limited positive-going drive ability
of the enable input ensures that the Johnston counter exercises underlying rate and sequence control,
while the output waveforms are determined by the interactions between the actual clock phase
signals. While the enable inputs to each NOR are logically sufficient to drive the output high when the
other input is low, they are arranged not to be able to drive the NOR output low on their own when
the enable signal returns high. The output of phase i therefore stays high after its own enable signal has

φ1

φ3

φ2A

C

B

φ1

φ2

φ3
TP

TO

TS

FIGURE 9.36 Principle of multiphase clocking. Outputs are isolated from inputs by other stages of nonactive logic
even though any two active clock waveforms may overlap. (From Glasser, L.A. and Dobberpuhl, D.W., The Design
and Analysis of VLSI Circuits, Addison-Wesley, Reading, MA, 1985, 352.)
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disappeared (gone high) until the phase iþ 1 output is also high in response to the low-going phase iþ 1
enable. Figure 9.37 shows this logic and a NORing clock buffer circuit in which the phase iþ 1 signal is
necessary to assist in returning the phase i output to zero.

9.2.2.9 Clocking Latches

A latch is a storage element which is level sensitive to the clock waveform. The latch output conforms to
the input that is present while the clock waveform is at its active level for that latch, and then continues to
hold that value when the clock level falls below the active level. Latches have setup and hold time
requirements analogous to those in the flip-flops that follow. Circuit designs for high and low active
latches are given in [31]. By combining latches of opposite active polarity, with logic between the stages,
there can be two logic operations per clock period. In this type of operation, however, skew adds to the
needed clock period as usual, but in addition any imbalance in the clock duty cycle requires a further
margin because the minimum duty cycle half-width must remain greater than the worst-case logic delay.
The clock edges also must be kept sharp enough that transparency never occurs between two successive
latches working on opposite clock phases simultaneously, or that some minimum logic delay always
exists between latches that exceeds the possible overlap time. The DEC ALPHA microprocessor was an
example of a two-phase latch machine in which both phases drive latches that are active in the respective
phases permitting logic evaluation twice per cycle. This is one case in which to control the very high
transistor count, two-phase clock is distributed globally rather than generated at each module. The entire
clock net on each phase is driven from a single large buffer placed at the center of the die where a PLL is
also fabricated to advance the on-chip clocking phase relative to external bus timing, thereby compen-
sating for buffer delay.
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FIGURE 9.37 Three-phase clock generator logic and buffer design to ensure overlap. (From Glasser, L.A. and
Dobberpuhl, D.W., The Design and Analysis of VLSI Circuits, Addison-Wesley, Reading, MA, 1985, pp. 348 and 354.)
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Two principles for maintaining 50% clock duty cycle in a latch machine are (1) whenever generating or
phase-locking to a system clock, do so at twice the rate needed, then (frequency) divide by two. This
results in 50=50 clock waveform, regardless of the original clock source waveform. (2) When repeatedly
buffering clock in a chain, or when distributing clock through a hierarchy of clock buffers, use inverting
clock buffers at each stage. Inverting the clock at every buffering stage inherently counteracts the effects
of different rise and fall times in buffers. Otherwise, these can accumulate to extend or shorten the ON
period of the clock waveform. For example, if a noninverting buffer has greater fall time than rise time, a
clock path transiting several of these buffers will develop a broadened ON period. This effect is self-
compensating in a chain of inverting buffers.

9.2.2.10 Clocking Flip-Flops

Flip-flops are more complex storage circuits than latches, but have no dependency on clock duty cycle
because they are sensitive only during an active edge of the clock waveform. A rising edge D-flip-flop (for
instance) updates its output to match its D input on the rising edge of the clock waveform. The Q output
retains the updated value thereafter, regardless of further changes in the input or clock waveform (with
the exception of another rising clock transition). A latch is a more fundamental circuit element than the
D-flip-flop in that edge-triggered behavior is attained only by implementing two latches and generating a
pair of two-phase nonoverlapping clock pulses internally, in response to the active clock transition at the
edge-triggered input.
For instance, Figure 9.38 shows a typical D-flip-flop in which inverters I1 and I2 generate the internal

two-phase clock signals for level-sensitive latches L1 and L2. In specialized applications, it may be
advantageous to design a custom module within which multiphase clocks are distributed directly, without
incurring greatly increased skew problems. For example, an error-correcting codec ASIC prototype for
45 Mb=s digital communications includes a 2613 stage tapped delay line comprised of seven-gate single-
phase D-flip-flop modules. The use of single-phase clock flip-flops in this context is relatively expensive,
but appropriate for fast validation of the system design. For cost- and power-reduced production in
volume, a more detailed latch-based design using directly distributed two-phase nonoverlapping clocks
may be worthwhile. In general, while it is most common to conduct system design based on the single-
phase clocking model, two-phase or multiphase clocking may be advantageous within specialized
substructures.
Although edge triggered, a minimum clock pulse width is still typically required to deliver enough

switching energy on the clock line. For correct operation (specifically, to avoid uncertain outputs due to
metastability) of an edge-triggered flip-flop, data must be stable at the input(s) for a minimum setup time
before the clock edge, and the data must remain stable at the input for the hold time, after the clock edge.
The time until the D-flip-flop output is valid after the clock edge occurs is the clock-to-Q delay. For
hazard-free transfer of data from one stage to another with D-flip-flops, without assuming a minimum
logic delay constraint between stages, the clock-to-Q delay must exceed the hold time. Typical values for a
range of D-flip-flop types in a 1.5 mm CMOS process are tsetup¼ 0.8–1.5 ns, thold¼ 0.2–0.4 ns, and
tclk�Q¼ 1.3–3.5 ns for Q output fanouts of 1–16, respectively. With the extra input logic delays in a JK
flip-flop, many JK flip-flop cell implementations exhibit thold¼ 0.0 ns. By comparing magnitudes of
typical setup and hold time requirements, it is apparent that skew is more likely to cause a setup time
violation on critical delay logic paths than it is to result in a hold time violation.

9.2.2.11 Role of Clocks in Dynamic Logic

Clock signals are also used to implement a variety of logic gate functions in a dynamic circuit style, i.e.,
based on short-term charge storage, not static logic. This typically involves precharging on one phase and
logic evaluation steered by the inputs on the second phase. The ‘‘Domino’’ logic approach combines a
dynamic NMOS gate with a static CMOS buffer [8]. In ‘‘NORA’’ (no-race), logic dynamic logic blocks
are combined with clocked CMOS latch stages. A variety of other dynamic logic circuits, using up to four
clock signals to structure the precharge and to evaluate timing, are covered by [12,31]. In all of these gate
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level circuit implementations, the clocking-related issues are ultimately manifestations of the basic
principles already seen for two-phase clocking; i.e., of never simultaneously enabling a direct path
from input (or precharge source) to output. These logic styles were developed to reduce transistor
counts. However, modern designers will most often be faced with a greater challenge in managing
system-level problems of skew in a single clock phase distributed to static register than the challenge of
reducing transistor count.
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FIGURE 9.38 (a) Two-phase latch structure of a typical CMOS positive edge-triggered D-flip-flop; and (b) setup,
hold, and delay times for a D-flip showing how skew is equivalent to a shorter clock period and threatens setup time
margin. (From Bakoglu, H.B., Circuits, Interconnections and Packaging for VLSI, Addison-Wesley, Reading, MA,
1990, 345.)
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9.2.2.12 Synchronizers and Metastability

Many systems need to sample external inputs which may be timed independently of the synchronous
system clock, such as switch-based control inputs, keyboard states, or external process states in a real-time
controller. The external state needs to be synchronized with the system time base for processing. Metasta-
bility leading to synchronizer failure is a fundamental possibility that can never be entirely eliminated.
Figure 9.39 is a basic synchronizer circuit. Our concern is that it is possible for the synchronizer output

to take an arbitrarily long time to settle to one or the other valid logic states if the input signal voltage is
sampled in the intermediate voltage range, i.e., ViL<Vin(t)<ViH. In this range, it is possible to find the
input voltage at a value that leaves the cross-coupled latches internal to a flip-flop in an intermediate
state, with insufficient positive feedback to snap the output to either high or low valid states. System noise
or quantum fluctuation will ultimately perturb such a precarious balance point and the output runs to
one direction or the other, but it can take an arbitrarily long time for the synchronizer to reach a valid
output state. As shown in Figure 9.39b, some flip-flop outputs may also tend to rise at least halfway
toward the positive output level before deciding the input was really a zero. This glitch may trigger edge-
sensitive circuits following the synchronizer.
Fortunately, the probability of an indeterminate latch output falls exponentially with the time T after

sampling the possibility indeterminate input

P(t > T) ¼ fclkfinDe
�T=tsw (9:5)

where
fclk is the synchronous sampling frequency
fin is the frequency of external transitions to be synchronized
D is the time taken for the input voltage in transition to cross from ViL to ViH (or vice versa)
tsw is the time constant characterizing the bandwidth of the latch device
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Having recognized the strict possibility of a metastable logic state resulting from synchronizer input,
the designer can address the issue in several practical ways:

1. Use a high gain fast comparator to minimize D by minimizing the voltage range ViL to ViH.
2. Ensure or specify fast transition in external sensors or other devices to be sampled, if design control

extends to them.
3. If there is no real-time penalty from an additional clock period of input response delay, the

synchronizing latch should be followed by one or two more identical synchronizer latch stages,
thereby increasing T in Equation 9.5 to reduce the chance of a metastable state being presented to
internal circuitry to an acceptably low probability.

The effect of input metastability on the system also should be analyzed for its impact. If it is extremely
crucial to avoid a metastability hazard, then phase-locking the external system to the system clock may be
considered, or if the system and external timebases are free running but well characterized (e.g., in terms
of a static frequency offset or known phase modulation), then the anticipated times of synchronization
hazard may be calculated and avoided or otherwise resolved.
As a practical matter, the way in which design software handles metastability should be considered.

Potentially metastable conditions should be flagged as a warning to the user, but not necessarily treated as
a violation prohibited by the design environment. Some applications, particularly in VLSI for telecom-
munications, need design support for plesiochronous (near-synchronous), phase-modulated, or jittered
signal environments. This implies test vector support to represent clocks interacting through logic at
slightly different long-term or instantaneous free-running frequencies with design and simulation rules
that permit the metastable conditions inherent as such clocks walk relative to one another. Circuit
simulations must be allowed to continue with a random value resulting from the simulated ‘‘synchronizer
failure’’ to be useful in such applications.

9.2.2.13 Controlled Introduction of Skew

Skew is not necessarily all bad. In fact, from the viewpoint of the system power supply, and power and
grounded-related noise current surges, it is undesirable to have all logic transitions occurring exactly
simultaneously. In a CMOS IC with 20 K register stages at 0.1 pF load each and a 1 ns clock rise time,
10 A of peak current can be drawn by the clock net. This can present a serious L dI=dt problem through
power and ground pins and can even lead to electromigration problems for the metallic clock lines. Chip
clocking strategies should take this into account early in the design by seeking ways to deliberately stagger
or slightly disperse the timing of some modules with respect to others. Also, the system clock waveform
may not necessarily need the fastest possible rise time. Consistent with avoiding slow-clock problems,
and controlling threshold-related skew in buffers, the clock edge should not be made faster than this as
an end in itself. Excessively fast clock edges clock edges only aggravate power and ground noise problems
as well as ringing and potentially causing electromagnetic radiation problems in the chip-to-chip
interconnect. These principles motivate the widely used 10 K ECL logic family, which is based on the
much-faster 100 K series with explicit measures to slow down the rise and fall times of the basic 100 K
logic gates.
When considering random skew, it may or may not be beneficial to pursue skew reduction below a

certain level in the design. In the case of a microprocessor or a design in which the fastest possible IC
speed is always useful skew reduction does mean a performance improvement. In some other applica-
tions, however, the clock speed is set by the application. For instance, a VLSI circuit for a telecommu-
nications MUX may be required to operate at a standard line rate of 45 MHz. In this case there may be no
premium for a design that can perform the same functions at a higher speed. A working design with skew
of 5–7 ns (out of a 22 ns clock period) may then be more desirable than a functionally equivalent design
with 0.5 ns skew because dI=dT effects are eased by distributing the total switching current over time in
the former. This principle may be important in practice as automated clock synthesis tools become more
widely used and effective at achieving low skew, possibly creating unnecessary system-level noise and
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EMI emission problems. Future clock-related CAD tools should possibly aim to disperse clock timing at
various loads while satisfying a target worst-case skew, rather than absolutely minimizing skew.
Strictly speaking, skew can also be beneficial when allowed to build up in a controlled way in certain

regular logic structures. For instance, by propagating clock in the opposite direction to data in a shift
register, one enhances the effective setup time of the data transfer from register to register. In general,
however, it is not feasible or advisable to try to design every clock path with a desired (nonsimultaneous)
clocking time at each register, taking into account the individual logic paths of signals leading each
clocked latch input. Especially when designing larger systems mediated by CAD tools for placement,
routing, and delay estimation, the most practical and low-risk approach is to consider any deviations
from a common nominal clock time as undesired skew. Indeed, for any one latch, timing margin may be
enhanced by the actual skew that arises, but with thousands of logic paths, it is impossible to analyze the
relative data and clock timing for each latch. Only one instance in which the skew works against the
assumed timing margin is enough to fail a design. Therefore, the ‘‘customized skew’’ approach is
recommended only for small and very high speed specialized circuit design.

9.2.2.14 Clock Signal Manipulation

As a matter of design discipline, some commercial ASIC and cell-based layout systems may prohibit a
designer from directly gating or manipulating a clock signal. Any needed clock qualification is done
through defined enable or reset inputs on register structures. As in software development, in which
structured design disciplines have been developed, gating the clock may be riskier than its apparent
efficiency warrants. In addition, clock gating within random logic designs can interfere with test pattern
generation. The risk also exists of creating clock glitches or even logical lockups when clocked logic
functions decode conditions that gap its own clock. On the other hand, in high performance and in large
system-level designs, clock gating for power down and ‘‘clock tuning’’ may be unavoidable.

Wagner [30] discusses clock pulse-width manipulation, defining four canonical subcircuits that can be
used to ‘‘chop,’’ ‘‘shrink,’’ or ‘‘stretch’’ the clock waveform for either delay tuning or duty cycle
maintenance. The effect of these circuits on the positive pulse portion of a clock waveform is shown in
Figure 9.40, where AND gates have delay da, OR gates have delay d0, inverters have delay di and the delay
elements have delay D. Aside from a single gate delay, the chopper and stretchers leave the rising edge
unaltered and tune the trailing edge. These can be used to maintain a balanced clock duty cycle or to tune
the nonoverlap period in two-phase clocking. The shrinker delays the rising edge of the clock as might be
helpful to specifically delay clocking a latch or a flip-flop that is known to follow a particularly long logic
path delay. This is not generally a preferred design approach, especially when manufacturing repeatability
and temperature dependence of delay elements are considered.
By ‘‘clock gating,’’ we mean selectively removing or masking active phases or edges from the clock signal

at one or more latches. One valid reason to gate the clock in CMOS is to reduce power consumption.
Many circuit designs possess large modules or subsystems which it makes sense to stop cycling in certain
application states. Gating the clock off is therefore the simplest form of power management, because
CMOS has negligible power dissipation in a static state. However, even for this simple use of clock gating,
the main issue is avoiding glitches when gating the clock.
Before gating any clock, the designer should see if gating can be avoided with an alternate design style.

For example, if it is desired to hold the data on one register for a number of cycles while other registers on
the same clock proceed, a preferred approach is to use a 2:1 MUX at the register input. Rather than gate
the clock, the MUX is steered to select the register’s own output for those cycles in which gating would
have occurred. Ultimately, if it is appropriate to gate out one or more clock pulses, a recommended way
of doing so in rising edge active logic is to OR out the undesired clock edges, decoding the clock gapping
conditions on the same clock polarity as the one being qualified (see Figure 9.41). A natural tendency
seems to be to AND out the gapped clock edge and=or to decode the gapping condition on CLK, but these
approaches are more apt to generate clock line glitch than the OR-based approach. In the AND approach
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the gating line returns high at the same time as the falling edge after the last-gapped active edge. In the
case of minimum delay through the gapping logic the risk is that both AND inputs are momentarily
above threshold.

9.2.2.15 Minimizing Delay Relative to an External Clock

In a large system, skew can build up between clock and data at the system level, even if the clock is skew-
free everywhere within the ICs because data paths through ICs can build up delay relative to the system
clock. For instance, if an ECL or TTL system clock line is distributed to a large CMOS IC, then the system
clock must be level shifted and a large clock buffer may be required in each IC to drive its internal clock
net. The delay through the on-chip clock interface and buffer can mean that even if the chip timing is
internally skew-free, the on-chip clock is significantly delayed relative to the external system timing.
Short of using the phase-lock methods described later, a simple technique to minimize this form of
system-level skew is either to retime chip outputs with a separate copy of the system clock that has not
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FIGURE 9.40 Standard circuits for chopping, stretching, and shrinking a clock waveform to adjust duty cycle or
timing margins. (Adapted from Wagner, K.D., A Survey of Clock Distribution Techniques in High Speed Computer
Systems, Report CRC 86-20, Stanford University Center for Reliable Computing, Stanford, CA, December, 1986, 15.)
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gone through the internal clock buffer, or, if electrically compatible, to use the external system clock to
directly retime the output signals from each IC (Figure 9.42). This is called the ‘‘early clock’’ concept.
Note that this assumes an adequate timing margin exists in the final stage of internal logic to permit the
relatively early sampling of logic states.

9.2.3 Clock Distribution Schemes

9.2.3.1 Single-Driver Configurations

Often a single on-chip clock buffer is the simplest and best approach to clock distribution. A single
adequately sized clock buffer is typically located at the perimeter to drive the entire clock net of the chip,
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FIGURE 9.41 OR-ing out a clock edge when clock gating is essential.
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FIGURE 9.42 The ‘‘early clock’’ technique for reducing chip delay relative to external system timing.
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as shown in Figure 9.43. This approach can also perform well in large systems if the clock is distributed in
a low R0C0 routing layer, such as third-layer metal. The main advantage regarding skew is that no matter
how the single-clock driver delays or otherwise responds to the external clock input, the output waveform
is electrically common to all loads. No intervening buffers and no separate passive net segments develop
skew. Moreover, if the global clock net comprises an electrically isochronic region (NCgate� l2 RCwire) in
which clock loads are reasonably uniformly distributed, the clock net voltage rises virtually simultan-
eously at all points on the charging clock net, resulting in extremely low skew. Often this leads to lower
skew than in a buffered clock fanout tree. There is also only one global clock wiring net, simplifying
documentation.
On the other hand, skew can be larger and more routing dependent with a single buffer (than with

some following schemes) when clock routing lengths vary significantly and wiring capacitance and
resistance are significant. In such cases an isochronic net is not an accurate model, and performance
depends on the way clocked loads are distributed on arms branching from the medial clock node. It is
possible for neighboring flip-flops to be connected to the central driver via quite different path lengths,
making prelayout simulation relatively uncertain and requiring considerable postlayout tuning. Another
caution is that even if no actual skew is present because a single waveform is common to all loads, the rise
time of the clock waveform may show considerable loading effects, so that threshold-dependent skew
arises in the clocked loads. Finally, the potential for conducted switching noise problems is high with the
single-buffer configuration because the entire clock net capacitance is charged in typically under 1 ns.
Power supply decoupling and ground bound problems and even current density (electromigration limits)
considerations may need to be given special attention if using this configuration. It is usually recom-
mended that the single clock buffer be physically adjacent to the clock input pin, and the clock pin should
be flanked by dedicated power and ground pins that feed only the clock driver. This principle, which
applies in general to clock input buffers in all clocking schemes, keeps the clock switching noise out of the
core power and ground bus lines. Also, the delay through a large clock buffer may be considerable, so a
lightly loaded ‘‘early clock’’ can be picked off from the buffer input and used to retime chip output
registers, or a PLL may advance the phase to the internal clock buffer to align internal and external timing
regardless of the buffer delay.
An interesting central clock buffer design, which also has attributes of the clock trunk scheme which

follows is reported in [9]. Here, the area for central clock driver fabrication is a strip across the center
along one axis of the die. External clock is fed from one pin on the same axis as the buffer, and internal
clock lines radiate systematically away from the central linear distributed buffer. Data flow is also
highly structured and arranged to progress away from the central driver strip, further minimizing
clock-to-data skew.

(b)

CLK

VDD

VSSCLK

(a)

VDD

VSS

FIGURE 9.43 Single clock buffer placed in the I=O perimeter with dedicated power, ground pins (a) branching
from a medial point on die (current density on line to medial point may be high) and (b) branching immediately
(skew may be high).
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9.2.3.2 Four-Quadrant Clocking Approaches

In the quadrant-oriented approach, we may use up to four clock pads and four smaller clock drivers
placed at the centers of the die edge, preferably also with dedicated power and ground from flanking pins.
There may be one, two, or four external clock pins. Figure 9.44a shows a quadrant scheme tested in [24].
In Figure 9.44b, a single-pin quadrant-oriented scheme in 1 mm, two-layer metal CMOS achieved 0.6 ns
skew among 400 registers. A four-pin quadrant approach was successfully used in [29] to develop a 90
MHz CMOS CPU. If more than one pin is used for clocking, pin count goes up but absolute delay
through the clock buffers can be reduced. The maximum wiring RC delay on the internal clock net and
the peak current and L dI=dt effects through any one pin and bonding wire inductance may all be reduced
in this case. Total loads on each of the four internal clock nets should be well balanced and=or the drivers
sized for the actual number of loads in each quadrant. In many cases, reduction of each clocked area to
one fourth of the die area can result in isochronic regions for which no further design attention other
than total load balancing is required for clock routing within each region. The quadrant approach can
also reduce the clock routing problem when the clock shares only two metallization layers available for all
signal routing. Two other considerations apply to the quadrant schemes: (1) external tracking to multiple
clock pins should be laid out with delay balancing in mind; (2) skew should be particularly considered on
data paths which must cross from quadrant to quadrant, bridging timing across clock subnetworks.

9.2.3.3 Symmetric and Generalized Clock Buffer Trees

A symmetric or regular clock buffer tree (Figure 9.45a) has equal fanouts from buffers at the same level,
equivalent (or isochronic) passive interconnect paths at each stage, identical buffer types at each level,
and equal groups of loads at each leaf of the tree. This ideal can be approximated if loads are regularly
distributed and layout and routing can be controlled to ensure equal interconnect delays from each buffer
to its subtending buffers. The remaining skew will primarily be due to threshold variation in buffers and
terminal loads.
A more general view of the clock buffer tree that arises with irregular layouts and routing is that the

buffer tree has unequal interconnect delays and differing numbers of loads at each buffer. Figure 9.45b
illustrates the electrical model of such a clock tree. (R and C values are all different.) The basic approach
to skew control in such a generalized buffer tree is to size each buffer specifically for the individual loads
it drives and the delay of the interconnect path to its input from the preceding level buffer. In practice,
this means that generalized clock buffer trees may be the most handcrafted (and=or custom-tuned) of all
designs, especially in a large system-level clock tree that extends down from a master clock source
through multiple shelves, backplanes, connectors, circuit packs, and individual ICs. The system-level
hierarchical clock tree design for the VAX 8800 is a good example described by Samaras [25]. Here, a
two-phase clock was distributed to 20 large circuit packs over a 21 in. backplane with a global skew of
7.5 ns, for operation at about 50 MHz (37% skew).
Some basic methods and principles are, however, identifiable for designing generalized buffer trees so

that it is not all just careful tuning and handcrafting:

1. Inverting buffers at each level will preserve clock duty cycle better than a tree of noninverting buffers.
2. Total delay (root to leaves) of the clock net is theoretically minimized when driving primarily

capacitive loads, by a fanout ratio e¼ 2.718 . . . at each level of the tree [23]. In practice, this implies
a fanout ratio of about n¼ 3, with appropriately sized buffers, if delay is to be minimized. However,
n¼ 3 can lead to relatively deep trees of many buffers in which skew can build up from threshold
and time-constant variations as in Equation 9.4.

3. If identical buffers are used within each level, then the design aim is to make sure that the load of
further buffers and=or interconnect RC load is delay-equivalent for each buffer. Dummy loads may
be required to balance out portions of the clock tree whose total fanout is not needed. At the end-
nodes of the tree equal numbers of standard loads should be grouped together on each leaf node,
within a locally isochronic region.
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FIGURE 9.44 Quadrant-oriented clock distribution schemes: (a) 4 pins, 2 parallel buffers per quadrant. (From
Nigam, N. and Keezer, D.C., A comparative study of clock distribution approaches for WSI, Proc. IEEE 1993 Int.
Conf. WSI, 243–251, 1993.) (b) Single-pin quadrant scheme with 2 buffer levels. (From Boon, S., Butler, S., Byrne, R.,
Setering, B., Casalanda, M., and Scherf, A., High performance clock distribution for CMOS ASICS, Proc. IEEE 1989
Custom Integrated Circuits Conf., 1989, 15.4.1–15.4.5.)
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4. If the tree is deep, the skew among members of one local clock group at the bottom of the tree may
be considerably smaller than the skew than the skew between groups of clocked loads at different
end-nodes of the tree. If the inter- and intragroup skews are separately characterized, however,
logic path delays can be designed to take advantage of the low intragroup skew and to allow greater
timing margin on intergroup paths [25].

5. The choice of clock buffer type for use in any clock tree should take into account the effects of
power supply sensitivity. For example, the ‘‘bootstrapped clock buffer’’ of Figure 9.46a can provide
a very sharp rise time, although with relatively high delay through the buffer. Sharp rise times
minimize skew due to switching threshold variations in the following buffers or clocked loads. The
output switching time of the bootstrapped clock buffer is, however, relatively sensitive to supply
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FIGURE 9.45 (a) Idealized symmetric buffer clock tree. (From Johnson, M.W. and Graham, M., High-Speed Digital
Design: A Handbook of Black Magic, Prentice Hall, Englewood Cliffs, NJ, 1993, 348.) (b) Generalized clock buffer tree
where interconnects and loads are not identical.
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voltage. On the other hand, the ‘‘phase-correcting buffer’’ of Figure 9.46b is very tolerant to supply
variations, but is not as fast in its output rise time. This leads to a mixed buffer strategy in which
the bootstrapped buffer is used in the relatively small population of buffers in the first few stages of
a clock tree. Here, special attention can be paid to ensuring well-equalized power voltages. The
phase-correcting buffer is more appropriate in later stages, nearer the more numerous individual
loads, among which on-chip or wafer supply levels may exhibit more IR voltage drop variation.

Algorithms for the generalized clock tree design problem are also emerging. The algorithm in [28] can
generate a buffer design based on custom transistor sizing to drive each heterogeneous load, all with the
same nominal delay. A still more general optimization approach is under development by Cirit [5]. The
sizes of all buffers in the tree are jointly optimized with respect to unequal interconnect RC totals and
unequal loads that each drives, as in Figure 9.45b. Thus, the minimum ‘‘total’’ tree delay is found for
which all paths from root to leaf of the tree also have ‘‘equal’’ delay. The procedure is intended to be
iterated along with placement and routing alternatives until a set of feasible buffer sizes and acceptable
total delay is found.

9.2.3.4 Clock Trunk Schemes

The clock trunk concept is gaining popularity and is now supported within several CAD systems for
CMOS processes with two or more metallization layers. Three variants of clock trunk structures are
shown in Figure 9.47. An input clock signal is buffered (its input pad is at the center of one side of the
chip edge) and is routed either to the midpoint, or one or both ends of the internal clock ‘‘trunk.’’
The trunk itself is a metal line specially widened for low resistance, thereby making delay and the
R0[CloadþC0] rise time particularly small on the trunk portion of the overall clock net. As long as
the lumped capacitive loads (Cload) dominate the trunk’s C0, the time constant of the trunk drops as it is
widened. C0 can be kept particularly low by forming the trunk in third-layer metal. The idea is to size and
drive the clock trunk so that an isochronic region is created down the middle of the die, reducing all
remaining clock path distances to not more than half the die diameter and setting up a situation in which
the final distribution of clock from the isochronic trunk to the loads is in line with one routing axis. This
means that branch routing from the trunk to loads can be exclusively contained within one metal layer
and travel in a shortest direct line from trunk to load. This is highly desirable for processes in which all
horizontal and vertical routing are dedicated to one metal layer or the other. Overall layout and routing is
simplified and clock paths are predictable and uniform in routing and wiring type. If, however, the total
fanout is very small, the wide metal trunk may add more to trunk capacitance than it decreases R0 in the
R0[CloadþC0] product for the trunk. This is undesirable because for an isochronic trunk, we want C on
the trunk to be dominated by its loads, not by the distributed capacitance of the trunk. In practice,
therefore, the trunk scheme is typically recommended for fanouts of over 50. Below this, a single buffer
scheme is recommended.
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Vin Vout
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cload
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FIGURE 9.46 (a) Bootstrapped clock buffer for use in first level of a clock tree; and (b) phase-correcting clock
buffer for use deeper in clock tree. (From Fried, J., Proceeding of the IFIP Workshop on Wafer Scale Integration,
G. Saucier and J. Trilhe, Eds., North-Holland, Amsterdam, 1986, 127–141.)
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By designing with the following principles for single-ended, double-ended, and buffered clock trunks,
clock nets of up to 2000 fanouts can achieve <1.5 ns skew in 1.0 or 0.7 mm CMOS gate array technology
[21]. When the clock fanout is between 50 and 500 unit loads, a single-ended trunk scheme, as shown in
Figure 9.47a provides a good trade-off among skew, area, and delay. A single clock driver input buffer is
used to drive the trunk line, which is typically realized by six first-layer metal lines in parallel with metal
filled in. Clock trunk sizing for a given fanout must set a minimum width to take current density limits
into account, given that all of the clock net current flows through the trunk if the tributaries are not
buffered. Tributaries of nominally constant fanout branch out in second-layer metal. To the extent
possible, macrocells and hard-coded megacells should be laid out with the clock trunk in mind, ideally
permitting the clock trunk to be located in the middle of the logic to which it fans out.
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FIGURE 9.47 The clock trunk concept: (a) single-ended unbuffered clock trunk, (b) double-ended unbuffered,
(c) buffered clock trunk, (From LSI Logic Corp., Clock Scheme for One Micron Technologies, Rev. 1.1, LSI Logic
Application Note, Aug. 1992.) and (d) clock trunk with shorted branch buffer outputs. (From Saigo, T., Watanabe, S.,
Ichikawa, Y., Takayama, S., Umetsu, T., Mima, K., Yamamoto, T., Santos, J., and Buurma, J., Proc. IEEE 1990 Custom
Integrated Circuits Conf., 1990, 16.4.1–16.4.4.)
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The tributary branches may or may not be buffered with their own clock drivers, depending on the
total number of loads to be driven. Buffering primarily has the effect of reducing overall delay, rise time,
and total current density in the trunk, by allowing a smaller trunk driver. Form a purely skew-oriented
view, however, it is better not to have the secondary drivers as long as the trunk is isochronic and the size
and delay of the main driver is acceptable. When using local buffering, it is important that the branch
loads on all tributaries be balanced, more so than when using an unbuffered trunk. Local buffering is,
therefore, primarily a way of distributing the total buffering load so that no one buffer needs to be
extremely large.
For layout software simplicity, the main trunk may be constrained to use vertical (or horizontal)

routing channels only. The main trunk (or each of possibly several main trunks) should be placed as close
as possible to the centroid of area of all the loads which it drives. Layout or floorplanning software for
commercial ASIC design can typically assist the designer in clock trunk placement by visualizing the
spatial distribution of clock loads.
When a design has between 500 and 2000 clock fanouts, a double-ended clock trunk, as in Figure 9.47b

or c is recommended. The double-ended clock drivers are internal buffers which use the I=O slots of two
pins that will not be used externally thereafter. Both single-ended and double-ended clock trunk schemes
use only one external clock input pin, with adjacent pins providing an AC ground and switching noise
isolation by powering the drivers with dedicated Vss and VDD pins for the clock buffers. In general, clock
input pins should always be surrounded by nondriven pins to minimize the possibility of cross talk
coupling into the clock waveform. Clock pins also should be chosen so that minimal internal routing is
required between the predriver associated with the input pad and the clock trunk drivers. As a clock
trunk design is laid out, the spike current draw from Vss due to simultaneous switching of large fanouts
on the clock net should be assessed and considered in determining how many Vss pins are needed in a
particular design.
In the double-ended trunk scheme, some care must be taken to ensure that an equal-length path can be

routed from the midpoint of the trunk, where the clock input branches to the trunk drivers at both ends
of the clock trunk, and that a direct routing from the side of the die to the branch point at the center of
the die is feasible. Particularly when preconfigured macrocell function have been placed, the metallization
layer needed to bring the clock predriver into the middle of the die may be blocked. This leads to the
recommendation that the clock input pin be placed on the side of the die that is in line with the clock
trunk (see Figure. 9.47c). The line to the branch point and the two branch lines can then use the same
metallization layer as the clock trunk and can be automatically provided for as part of the routing channel
width reserved by the clock trunk layout software.
The two double-ended arrangements will have a basic skew given by the (nontrunk) R0C0 delay across

one half of the chip’s dimension (typically under 300 ps), plus skew due to any imbalance in buffer loads
and thresholds. An advantage of the buffered clock trunk is that the capacitive load of the clock tree is
distributed somewhat in both time and position across multiple buffer stages, reducing the current spikes
occurring during a clock edge and their impact on ground bounce and injected power supply noise. On
the other hand, a total of three or four buffer stages associated with this structure (for low skew in large
applications) may cause high delay between the clock edge used to latch incoming and outgoing data on
chip and the external system clock. Clock net fanouts achievable using the clock trunk scheme in
commercial gate arrays are summarized in Table 9.10.
In even larger dies with famous of over 3 K flip-flops, multiple symmetrically driven double-ended

clock trunks can be established to control the maximum distance of any point from a clock trunk. For
example, with two trunks placed one fourth of the die width in from the sides, no load is over one fourth
the die diameter from a trunk, and the loading of branch buffers is half that required with one trunk.
Branch lines from different trunks should not be connected together where they meet in the middle of the
die. These points are far enough away in terms of delay from their common driving points that joining
them could cause power-wasting buffer output fights. In a further variant on the buffered clock trunk,
buffers have their outputs ganged (i.e., shorted) by an additional vertical metal line parallel to the trunk,
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close to the buffer outputs. The effect of shorting the branch buffers is to equalize the propagation delay
through the trunk and distribute the capacitance per buffer more uniformly. This has been found to
reduce skew considerably if the branch buffers were not equally loaded and also reduced skew (although
less so) in the balanced buffer case [26].

9.2.3.5 Clock Ring Configuration

The clock ring approach shown in Figure 9.48 combines aspects of the clock trunk, quadrant, and the
single large buffer approaches to achieve a combination of moderately low skew, and moderately low
delay without the possibly high routing-dependent skew of the pure single-buffer scheme. The ring
approach also simplifies overall clock and signal routing conflicts in a two-layer metal process. The
external clock is buffered at entry with a moderate- to large-scale buffer, which drives a clock ring that
follows the die perimeter. The ring is not a widened trunk because typically less than 50 other buffers are
driven off the ring, not the entire clock net. Therefore, with relatively low Cload on the ring, it is not
widened. The extra capacitance of a widened ring would be relatively high (on a square die, the total ring
length will be four times the length of a corresponding central trunk) and only increase skew and delay.
The ring drives secondary buffers sized to drive balanced groups of flip-flops in the core of the chip. The
aim of the ring on a large die is not to create a wholly isochronic perimeter, although this could be
approached by driving the ring at multiple symmetric locations. Rather, the ring establishes a relatively
low-skew reference perimeter from which any interior clock load can be reached either by a purely

TABLE 9.10 Fanouts of Clock Trunk Schemes in 1 mm CMOS Gate

Clock Frequency
(MHz)

Single-Ended
Trunk

Double-Ended
Trunk

Double-Ended Trunk with
Local Buffering

50 500 2000 >2000

60 450 1500 >1500

70 400 1200 >1200

Source: LSI Logic Corp., Clock Scheme for One Micron Technologies, Rev. 1.1, LSI
Logic Application Note, Aug. 1992.
Note: Arrays (maximum number of clock loads driven with <1.5 ns skew).

IC

Clock buffer

System clock

FIGURE 9.48 The clock ring concept.
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vertical path or purely horizontal path (i.e., in a direct line of a single metal layer) no longer than one half
the die size. The worst-case routing distance from the ring is the same as in the clock trunk scheme, but
two thirds of all locations are within half that distance in the ring, whereas only one-half of all uniformly
distributed loads are within half of the maximum distance of a central trunk. In practice, with good load
balance on the secondary drivers, clock skew of 0.8–1.0 ns has been obtained in a designs of up to 30 K
gates. If the secondary drivers are well balanced, skew in this architecture will depend primarily on the
R0C0 delay from the ring driving point to its far side, around the periphery, typically 0.8 ns for a die of
350–400 mil. Relatively low chip delay is obtained by using the clock signal on the ring as an ‘‘early
clock’’ with which to time I=O latches. The ring is electrically closed as this helps distribute the subbuffer
capacitance and equalize delays, especially if driven at two opposing points.

9.2.3.6 H-Trees

The H-Tree is an area-efficient regular structure most suited to clock distribution in systems in which
the synchronized modules are identical in size and placed in regular array. Figure 9.49 illustrates a
256 module H-tree tested on a 4 in. wafer by Keezer and Jain [17]. The scheme balances the R0C0 delay
through the clock network by geometric symmetry so that the delay is nominally constant from the
root to any leaf node. Loads are clocked only at leaf nodes of the tree. The minimum feature size of the
process can be assumed to set the line width of the H-tree at its leaf nodes and each preceding level
has progressively wider lines to maintain constant current density and to minimize impedance mismatch
effects (at wafer scale and above) when no branching buffers exist. The H-tree is driven by a buffer at
its root and may or may not have additional buffers at branching points. ASIC manufacturers have been
able to achieve skew below 500 ps at fanouts of >5000 with experimental H-tree layouts in third-layer
metal [22].
The H-tree approach is most practical only if an entire layer in a multilayer PCB or a third or fourth

metallization layer in CMOS can be dedicated for H-tree clock distribution. Otherwise, the H-tree
may encounter (or cause) a large number of routing blockages or require poly links which will disrupt

4.0 in.

(VLSI cells)

Transmission
lines

Primary clock inputBuffer

FIGURE 9.49 The H-tree concept illustrated in the form of a 256-cell passive H-tree for wafer-scale integration.
(From Keezer, D.C. and Jain, V.K., IEEE Int. Conf. WSI, 1992, 168–175.)

Digital Systems 9-57



the H-tree performance. In addition, many VLSI designs include memory cells or other hardcoded cells
that are incompatible with the ideal symmetry of the H-tree. However, if a suitable layer is available for
H-tree layout, it may be applied to random-logic designs by considering each leaf of the node as a clock
supply point for all clocked loads within an isochronic region around each leaf node. The whole die is
then tiled with overlapping isochronic regions, each fed from out of the plane by a leaf of the overlying
H-tree. Each leaf of the H-tree might also use a variably sized buffer to drive the particular number of
clocked loads of the random logic layout that fall in its particular leaf node zone.
Kung and Gal-Ezer [18] have given an expression for the time constant of an H-tree, which

characterizes the total delay from root node to leaf:

tH ¼ 1:43 N3 3� 2
N

� �
R0C0 (9:6)

where an N3N array of leaf nodes is drives. Absolute delay rises as N3 for large N. This in itself does not
limit the clocking speed because, at least theoretically, more than one clock pulse could be propagating
toward the leaf nodes within the H-tree. As a practical matter, however, the delay of the H-tree expressed
in Equation 9.6 is essentially a rise time effect on the clock waveform. A slow rising edge out of the H-tree
can lead to significant skew due to threshold variations in the leaf node buffers. These considerations
apply to the on-chip context in which the H-tree clock network is dominated by RC diffusion delay
effects. Equation 9.6 also describes an unbuffered H-tree. By placing buffers at selected levels of the
overall tree, total propagation delay through the tree will increase, but the bandwidth of the tree may be
preserved by effectively reducing N to the portions of the overall tree between buffers, in Equation 9.6. In
contrast to the rapid bandwidth fall-off on-chip, at the multi-chip module level of system integration an
H-tree may be designed from an impedance-controlled transmission line standpoint to obtain very high
clock bandwidth. In experiments of this type, Bakoglu [3] has achieved 30 ps of skew at 2 GHz with a 16
leaf H-tree covering a 153 15 cm wafer area.
In an H-tree the total clock path length doubles each time one moves up two levels from the leaf nodes

toward the root. Based on this, Kugelmass and Steiglitz [19] have shown that given sb and sw as the
standard deviation of buffer delay (if present) and wire delay, respectively, the total delay of an H-tree
considering buffers and wires has variance:

s2 ¼ s2
b log2(N) ¼ s2

w2
ffiffiffiffi
N
p
� 1

� �
(9:7)

and that the average case skew between any two leaf nodes is bounded by

E[skew] ¼ sw4
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(N � 1)

p
ln(N)

q
(9:8)

where N is large and wire length effects dominate. Average case (or expected) skew is the maximum
difference between clock times, averaged over many design trials, not the average clock time difference in
any one design. Kugelmass and Steiglitz [19] also give results for the probability that a sample value of the
skew exceeds the mean skew by a given factor in either an H-tree or a binary tree, based on assumptions
that all wire length and buffer delay variables are independent and identically distributed:

P skew > E[skew]þ að Þ � 1þ a
E[skew]

� �2

48 ( ln N)2=p2

" #�1
(9:9)

where a is the amount of time by which the mean skew is exceeded. These expressions may be used to
estimate skew-limited production yield at a given target clock speed.
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9.2.3.7 Delay, Skew, and Rise Time Comparison

The five clock distribution schemes described thus far were studied in a unified, experimental way by
Nigam and Keezer [24] using HSPICE simulations. They compared each scheme on a 5 in. wafer holding
an 83 8 grid of modules to be clocked. Each module presented at a total load of 2 pF and the
interconnect R and C values were taken for a typical 2 mm double-metal CMOS process. Clock
distribution lines were 10 mm wide for the buffer tree and the H-tree, except for its trunk, which was
40 mm. The clock trunk schemes used a 20 mm trunk width. All interconnect was modeled as distributed
RC, with transmission line delay effects included. The results are tabulated in Table 9.11 and give an
excellent overview of the relative characteristics of each method. The H-tree has essentially no skew, but
has the highest delay and slowest clock edge, which can translate into skew due to threshold variations in
the loads. The clock trunk has good skew and moderate delay. The best overall performance is achieved
by the four-quadrant scheme, essentially by virtue of reducing the clocking area to one fourth of the
overall size of the other clock networks.

9.2.3.8 Balanced Binary Trees

A balanced binary tree (BBT) is an unbuffered clock distribution tree in which each branch node has
exactly two subtending nodes, and the delay from the root to all leaf nodes is made constant by placing
branch points at the ‘‘balance point’’ of the two subtending trees from any node. BBTs are not simply
clock buffer trees with fanouts of two. The significance of the BBT is that constant delay is achieved
through multiple levels, without any buffers, and the BBT can be constructed by a fairly simple algorithm.
Passive BBTs also may be used in practice to implement delay-equalized fanout networks between the
active buffer levels of a larger buffered clock tree. The BBT concept should not be confused with the
buffered clock tree concept in general, however. The key is that the generalized buffer clock tree does not
have path delay equivalence if its buffers are removed, whereas the BBT has this property.
The basic ideas and methods of generalized balanced tree synthesis are explained in [6]. The clock tree

that results has two branches at every node. Clocked loads appear only at the leaves of the tree. The line
lengths at each level can be different than those at other levels of the tree, and the two line segments that
are children of any node also can be of unequal lengths. The key, however, is that at each branch the total
distance from the branch point to any subtending leaf via one outgoing path is equal to that in the other
outgoing direction.
Figure 9.50 illustrates the basic procedure for BBT synthesis. The process works from the bottom up,

by considering all leaf node positions, i.e., clock entry points for modules or isochronic local regions. Leaf
nodes are subjected to a generalized matching or pairing process in which each node is paired with the
other node closest to it in the Manhattan street length sense within the available routing channels. A first-
level branch point is then defined at the midpoint on each line joining the paired leaf nodes. A similar
pairing of the first-level branch points then defines a new set of line segments, each of which has two leaf
nodes symmetrically balanced at its ends. Second-level branch are then defined at the RC balance point

TABLE 9.11 Comparative Performance of Clock Distribution Networks (83 8 Array of
Loads Clocked at 31 MHz and Constant Total Power, 650 mW)

Scheme Delay (ns) Skew (ns) Rise=Fall Time (ns)

3-level symmetric buffer tree 7 3 12.5

Single buffer H-tree 15 �0.0 38

Clock trunk with branch buffers 13 4 14.2

Clock trunk with ganged branch buffers 14.2 2 16

4-pin-quadrant scheme, 2 buffers per quadrant 4.3 1.3 9

Source: Nigam, N. and Keezer, D.C., A comparative study of clock distribution approaches for
WSI, Proc. IEEE 1993 Int. Conf. WSI, 1993, 243–251.
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on each line joining first-level branch points, and so on. Each iteration consists of finding the minimum
path length matching of pairs of branch points from the previous iteration and defining the next set of
branch points at the time-constant balance points on the line between just-matched, lower-level branch
points. Assuming leaf nodes present equal loads, the first-level branch points are the midpoints of the
pair-matching line segments. After that, the balance point for level i is the point on the line segment
joining matched level (i� 1) branch points at which the total RC wiring time constants (simply total
length if all wires and layers are identical) to the leaf nodes in the right and left directions are equal. This
is repeated until only two branch points remain to be matched. A line is routed between them and driven
by the clock signal at the final balance point, which defines the root of the BBT.
Clock trees developed in this way are in one sense highly structured and symmetric in that the total

delay from root to any leaf is nominally constant, like the H-tree. Unlike the H-tree, however, the actual
layout is irregular, allowing the BBT to accommodate the actual placement of cells and modules and to
cope with the limited and irregular routing channels available in designs that do not use a completely
regular layout.
Skew in BBTs has been considered theoretically and experimentally. Kugelmass and Steiglitz [19]

showed that in a BBT with independent variations in the delay at each stage of the tree, with s0
2 variance,

the expected skew is fairly tightly bounded by

E[skew] � 4s0ffiffiffiffiffiffiffiffiffiffiffi
2 ln 2
p lnN (9:10)

where N is the number of leaf nodes of the tree.
Using the previous expressions we can compare the H-tree to a BBT. The comparison shows that when

the regular structure of an H-tree is feasible, it is of relative merit for large fanouts because the expected
skew grows more slowly (O(N1=4(ln N)1=2)) than the BBT tree in which expected skew grows as O(ln N).

FIGURE 9.50 BBT synthesis in an eight-terminal net. Solid dots are roots of subtrees in the previous level; hollow
dots are roots of new subtrees computed at the current level. (From Cong, J., Kahng, A., and Robins, G., Proc. 4th
IEEE Int. ASIC Conf., Sep. 1991, 14.5.1–14.5.4.)
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For comparison, assuming 10,000 leaf nodes and the same sw per unit wiring length, the expected skew
of the H-tree is about one half that expected of the BBT. This outcome is primarily because the BBT must
be deeper (have more levels) than the H-tree for the same fanout.
Experimentally, Cong et al. [6] produced a large sample trials of 16- and 32-node BBT clock trees,

synthesized on a 10003 1000 grid. It was shown that the BBT resulted in less than 2% of the skew from a
corresponding minimum spanning tree (MST) for clock distribution to the same loads, even though the
BBT had 24% to 77% more total routing length than the MST. The MST benchmark characterizes the
skew that would typically result if the clock was routed as an ordinary signal net, with no special concern
about skew.
An example of balanced clock tree synthesis supported by a gate array provider is [22], in combination

with a three-level clock buffer tree hierarchy. Skew of <500 ps is achieved in 0.5 mm designs of up to
13,440 clocked loads. By using appropriately sized buffers and wire width at each level of the balanced
tree, clock rise time is typically 0.8–0.9 ns at the terminal nodes. The clock tree compiler is invoked after
floorplanning. The compiler takes into account the resistance and capacitance of different wire types, the
length and width of wires, and the input capacitance of clock pins and buffers. Up to three active buffering
levels can be used, with fanouts of up to 64, 14, and 15, respectively, from buffers at each level. The fanout
subnet driven by each buffer is laid out as a (passive) BBT, so that the leaves of one balanced tree are the
buffers that act as the roots of further passive binary balanced subtrees driven by the next buffering level.
At the lowest level, local buffers each drive up to 15 loads via a final four-stage passive BBT.

9.2.3.9 Clocking Schemes Involving Phase-Locked Loops

A PLL is a negative-feedback control system in which the phase (and, implicitly, frequency) of a voltage-
controlled oscillator (VCO) or phase shifter is brought into alignment, or to a predefined static phase
offset, with respect to the phase of a periodic reference signal. The application of PLLs is most often to
control skew and clock delay problems primarily at the multichip and interboard levels of system design.
Figure 9.51a shows how a PLL can be used to lock the on-chip clock phase at a selected point on-chip,

to an external phase reference. Figure 9.51b shows the mid-trunk phase on a single-ended clock trunk
being made to match the external phase reference. Here, the feedback line from the middle of the trunk to
the PLL input is assumed to have negligible delay in itself because it is a metal line with only one standard
load. Similarly, in the double-ended clock trunk scheme, the sense line can be connected one fourth of the
way along the clock trunk. This will lock the internal system clock to the reference timing at two points
on the clock trunk, as shown in Figure 9.51c, reducing overall skew to one fourth of that in the single-
ended clock trunk scheme. The phase-sense line needs to be connected to the clock trunk at only one
point because, by symmetry, the corresponding point from the other driver is similarly phase locked.
In general, when the phase-sense line has negligible delay, the clock phase at the sense point is driven

into lock with the reference phase. Thus, in generating clock signals we can null out the delays of large
buffers or drivers in the output circuits as well as their process and temperature-dependent variations,
and, in general, coordinate clock and data phases at the inputs to another chip at any remote point by
bringing the phase-sense line back from the actual point where the phase-controlled relationship is
desired. In this way even the delay of an off-chip driver can be canceled out by including it within the PLL
feedback loop. If delay in the phase-sensing feedback path is not negligible, then its effect is to advance
the phase at the desired control point. The feedback delay can be compensated by a matching delay in the
forward path from the VCO to the phase-sensing point, or at the PLL input. An inverter in the feedback
signal path is also a convenient way to cause a 1808 phase shift between referenced and VCO without
requiring any loop delay.
With the addition of frequency divider (divide by N) in the feedback path, as in Figure 9.51d, the VCO

operates at N times the frequency of the reference clock input. For N¼ 2n frequency multiplication, the
feedback divider can be a simple ripple counter of n toggle flip-flop stages. For other multipliers, a
synchronous counter is usually used. The delay-matching element at the PLL phase detector input
compensates for delay from the feedback path divider. On-chip frequency multiplication can ease a
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number of system-level design problems. The overall system clock rate need not be equal to that of the
fastest chip in the system. Transmission line effects across the relatively long distances of PCBs or
backplanes can be reduced by operating at a lower clock frequency outside of the system ICs. The lower
frequency of system reference distribution may also reduce power, and usually assists in meeting radiated
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FIGURE 9.51 PLLs for skew and delay control: (a) canceling internal and clock net delay. (From Weste, N. and
Eshraghian, K., Principles of CMOS VLSI Design, Addison-Wesley, Reading, MA, 1993, 335.) (b) Halving the skew in
a single-ended clock trunk, (c) reducing double-ended clock trunk skew to one-fourth of the single-ended trunk,
(d) one-chip frequency multiplication. (From LSI Logic Corp., Phase-Locked Loop Application Note, LSI Logic
Application Note, Nov. 1991.)
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emission specifications for electronic equipment. Because a PLL regenerates the clock in each IC, a
considerable amount of clock edge slew rate control can be used on the external system clock, further
easing EMI and power supply switching noise problems. The difficulty of retaining clock waveform
integrity getting on- and off-chip at high frequencies through inductive packaging and bonding leads is
also eased for the same reason.

9.2.3.10 PLLs for CMOS

A block diagram of a PLL is shown in Figure 9.52a. The VCO exhibits a positive monotonic frequency of
oscillation in response to a control voltage, characterized by the slope of its frequency vs. voltage curve.
The loop filter, H( f ), is of a general low-pass characteristic, often of an all-poles design to avoid any jitter
peaking (or AC gain) in the closed loop transfer function of the PLL. The loop filter must provide a DC
coupled path between the phase detector and VCO. The phase (and=or frequency) detector compares the
VCO output phase to the input reference phase and generates an output signal that is either of a DC
nature or has a DC component that is proportional to the phase difference between the reference and
feedback signal. The phase detector is characterized by the rate of change in the DC component of its
output vs. phase input difference in V=rad.
A phase detector that is commonly used because of its all-digital nature and suitability for CMOS

integration is Gardner’s phase-frequency detector (PFD) [11] with charge pump outputs. The PFD
produces an output that goes toward VDD or VSS in the presence of a negative or positive frequency offset,
respectively, thereby slewing the VCO toward the lock frequency. Once in frequency lock, the PFD
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FIGURE 9.52 CMOS PLL circuits: (a) basic PLL block diagram, (b) CMOS VCO based on current-starved
inverters, and (c) VCDL. (From Weste, N. and Eshraghian, K., Principles of CMOS VLSI Design, Addison-Wesley,
Reading, MA, 1993, 336.)
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produces pump up=pump down signals that vary in proportion to the time difference between reference
and feedback clock edges at the PFD input. These pulse-width modulated signals drive a charge pump
with a tristate buffer arrangement to either hold, bleed off, or supply charge to a capacitive storage
element (i.e., the loop filter), thereby adjusting (and filtering) the voltage on the VCO control node to
minimize the phase difference at the phase detector inputs.
For CMOS clocking system applications, the VCO is usually a form of a stable multivibrator in which

the switching speed dependence of a CMOS inverter on its n-transistor pulldown current is exploited, as
shown in Figure 9.52b. The VCO control voltage regulates the current flow in, and hence the speed of,
each inverter stage through the extra n-transistor stage added to each inverter. Any odd number of such
stages connected in a loop will oscillate, but now the relaxation period is voltage controlled. Weste and
Eshragian [31] describe a 13-stage ‘‘current-starved inverter’’ VCO based on this approach. A related
VCO design is based on varying the load capacitance seen by each inverter (in a chain of inverters) by
applying the VCO control voltage to an n-MOSFET in series with the gate of another transistor
configured as a capacitive load [16]. An on-chip RC loop filter can also be constructed from a CMOS
transmission gate biased as a resistor and MOS gates used as capacitors (source and drain both connected
to VSS) [31].

If frequency multiplication is desired, a PLL with a true VCO is required. Otherwise, many PLL
applications can use a voltage-controlled delay line (VCDL) in conjunction with a ‘‘raw-clock’’ input
signal, as in Figure 9.52c. All the phase-lock feedback principles are the same, except we phase-shift the
raw-clock input as required, rather than controlling the VCO oscillation phase. This eliminates the risk of
the PLL ever failing to lock-in and may be simpler to fabricate. On the other hand, system design must
take into account a more limited range of phase-shifting ability (a full half-cycle of phase control range
may require a lot of delay stages) and to make sure initial delays are nominally centered within the
positive-only delay control range of the VCDL. Another more subtle point is that while a VCO
introduces a perfect integrator (1=s term) in the PLL closed loop response, a VCDL does not. A
VCDL, therefore, should not be simply substituted for a VCO without revisiting the closed loop response
characteristics for noise bandwidth and possible jitter peaking.
Special power, grounding, and testing considerations apply when a PLL is used. A PLL is basically a

linear circuit, so noise is especially important. Particularly when a frequency multiplying PLL is used, the
VCO power supply should be well decoupled from system noise, and the input phase reference should be
highly stable, as the PLL output clock will have N times the reference’s phase noise. Noise voltages
coupled into the analog PFD output and LPF signal path are similarly converted into phase noise that is
N times worse than in a 31 PLL. Leadless on-chip decoupling capacitors are recommended as are
dedicated power and ground pins for the PLL. The R and C components for the loop filter are often off-
chip. In this case it is important that they are connected (depending on the H(s) configuration) to the
same analog ground reference as the VCO and PFD. The VCO output, or a divided down version of it,
should be brought to an external pin for lock-in validation and as an aid in possible global system clock
tuning. For testability, several other separate pins are typically required for independent access to I=O of
the PFD, LPF, and VCO each. An on-chip PLL can require up to six or more pinouts.

9.2.3.11 Anceau’s PLL Scheme

Anceau [1] developed a PLL-based approach for large systems in which modules are well-defined,
relatively independent, and could be entirely self-timed if not for the need to avoid metastability in
communication with other modules. Anceau recognized two natural system scales which are isochronic
below different maximum frequencies. One is a global region encompassing the entire system, with a
clock period determined by propagation distance delays, or, on-chip, by RC diffusion delays. The
isochronic rate for this scale defines a slower clock rate for a system-wide communication bus. The
second type of clocking region is smaller local regions which can run at full speed and are characterized
by critical logic path delays and lumped capacitive loads within modules, not distance-dependent delays.
Each smaller region will be free to operate in an almost self-timed mode.
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The clocking style within each module (e.g., logic type and number of clock phases) can be as
appropriate for the individual modules. Skew at the highest clock speeds in the system need be considered
only within each module, except that timing must be controlled when reading the common data bus to
avoid metastability. This is done by reference to the active edge of the slower-rate communications clock
(comm_clk), formed by dividing down the master module clock frequency. The rising edge of comm_clk
strobes the enabled driver data onto the bus. All other nondriving modules in the comm_clk cycle read
the bus on an internal clock edge that is kept away in time form this transition in comm_clk, for
metastability avoidance. Figure 9.53 illustrates the overall scheme. A PLL phase locks the module clock at
a predefined angle relative to the comm_clk, thus keeping the raw module clock away from the transition
times in the lower rate communication clock. The read timing is then safe because it is always preceded
by the comm_clk transition on which new date were strobed to the bus. A monostable triggered by the
comm_clk edge can be used inside each module as a delay generator to prohibit any bus read in the
metastable region. This way, as long as modules write to the bus only on the comm_clk edge, other
modules that read the bus will never do so at a moment when the bus data are still in transition.
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FIGURE 9.53 Anceau’s scheme for metastability avoidance: (a) system architecture and (b) interface timing.
(Adapted from Anceau, F., IEEE J. Solid-State Circuits, SC-17(1), 51, 1982.)
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9.2.3.12 Grover’s Interval-Halving PLL Scheme

A novel PLL-based approach to clock distribution in ‘‘electrically’’ large systems can synchronize all
clocks in a large system on a single clock line [13,14]. In this scheme any number of nonisochronic points
arbitrarily located on a single- or double-conductor reference line independently derive clock that is in
absolute phase-lock to a common system-wide reference time. The central principle is that the time
between appearances of an isolated pulse traveling down and back on a reference line is the same
regardless of the point of observation, as shown in Figure 9.54a. This figure plots the trajectory in space-
time of an isolated pulse that travels from a site at one end of a line and is returned at the end of the line
to its origin (where it is electrically terminated). Figure 9.54a is drawn for the most general case of
physically separate go and return conductors, looped at the right-hand end (x¼D), but the space-time
trajectory of the isolated pulse is identical if the line is a single conductor open-circuited at the end and
driven by an impedance-matched source. Equivalently, a tristate buffer can terminate and regenerate the
returning pulse at the end of the line for on-chip use. In either case, it is evident that the instant in time
that is halfway between the outgoing and returning pulse edges is the same for all points of observation
on the line, regardless of the propagation velocity of the line, i.e.,

t1[x]þ t2[x]
2

¼ t1[D] ¼ t2[D] � tref (9:11)

where
t1[x], t2[x], are the times when the traveling pulse edge passes position x in Figure 9.54a
t[D] is the time the reference pulse edge reaches (and departs) the reflection point

This time, called tref, is the midpoint between the two pluses as seen at every point of observation on
the line.
This principle is adapted for single-line, skew-compensated clock distribution by periodic injection of

a reference pulse onto a single conductor, reflection of this pulse at the end of the reference line, and
generation of a local clock at all stations, such clock being phase-locked to the interval mid-time by a
special interval halving PLL (IHPLL) circuit, as outlined in Figure 9.54b. The phase detector in the IHPLL
is considerably simpler than the conventional PFD used in many CMOS PLL designs. This method can
be adapted easily to a two-line operation, in which a full duty cycle waveform, rather than a narrow pulse,
can be used to drive the looped reference line path. The reference line can be looped at one end and
driven at the other, or split into two terminated lines, routed together as a pair, and driven together as
shown in Figure 9.54c. In the latter case, all modules lock to the reference edge arrival at mid-path, rather
than at its end.
In either of the two-conductor configurations, an edge-triggered, set–reset flip-flop function (Figure

9.54d) is the required phase detector. The two-conductor IHPLL approach avoids the need for an end-
reflection or a tristate returning line driver, but requires layout of the reference line so that distances from
the end are the same on both directions of the path at every tapping point. This is not hard to achieve
on-chip, as the two halves of the looped path could be laid out identically. At the system level, however,
the single-line variant has the advantage that uncontrolled cable and tracking lengths can be used without
concern about delay equivalence in the return path, and an absolute minimum of cabling, connectors,
and tracking is required for clock distribution. The interconnect is the same as that for a system in which
clock is directly wired to all modules with a single line. However, this would normally be possible only if
the whole system were one isochronic region.
Grover [13] reports experimental skew under 1 ns over 30 m on a coaxial cable which has an

uncompensated delay of 147 ns. It was also shown that in the presence of the effects of the transmission
line on the traveling reference pulse, the linear component of switching time error on the traveling
reference pulse contributes no skew to the resultant clock phase. A phase-shifter variant of this scheme
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uses a separate line to distribute raw-clock, which is then adaptively phase shifted at each point into the
low-skew global phase by a voltage-controlled delay under the same feedback control sensing arrange-
ment. Two-line operation, phase shifter, and other variations are described further in [14].
With this scheme, hierarchical clock distribution networks with delay-controlled cabling, delay-tuning,

and numerous temperature- and load-dependent intermediate buffers may be replaced by one conductor
with arbitrary routing. Both EMI and conducted noise are reduced by buffer driver elimination and
because of the reduced average power of the reference pulse compared to the full clock signal. It may also
be possible to add new clock-deriving taps in service, offering a growth path that is not limited by a
predesigned clock–tree fanout limit. In many applications hybrids of reduced-depth clock trees, fanning
out from skew-compensated roots on a single-line clock system of this type, may give the best
combination of techniques.
Anceau’s and Grover’s schemes are similar in that a reference line is distributed to all modules and a

PLL generates a local clock at each module. However, in the Anceau scheme modules do not run phase
synchronously. Actual skew between modules remains arbitrarily high at the module clock frequency
because the comm_clk line is set slow enough to be isochronic over the whole system. Actual delay in
comm_clk, which is significant at the higher module rate, is not compensated at modules. Each module
derives only enough information to coordinate its bus accesses with other modules, at the slower
comm_clk frequency. In Grover’s scheme, however, truly synchronous full-speed global clocking of all
modules is achieved by returning the signal on the reference line (by reflection or looping) and exploiting
the interval-halving time-reference principle and IH-PLL to cancel global skew. Gate-to-gate interaction
on any clock cycle is feasible between modules in this case, as opposed to interaction only through the
metastable-avoidance bus interface protocol.

9.2.3.13 Clock Tuning in Large Systems

In large systems, clock tuning at the chip, circuit pack, shelf, and rack levels of physical equipment may
be required for the highest performance. Circuits to permit clock tuning can be a tapped delay-line circuit
with a programmable selector, or (on a circuits card) a printed-in set of loops to be shunted out as needed
by a suitcase jack, or a voltage-controlled varactor clock delay buffer. All of these are described in [15]. In
general, to aid in the tuning process, one pin on each IC should be devoted to give external observability
of the worst-case (if known) clock phase form inside the IC. This way the tuning process can compensate
for the delays through I=O pads and clock buffers in large ICs.
Tuning begins by designing cable lengths, tracking, and connectors so that clock paths have nominally

equivalent delays. The active tuning process then measures and adjusts relative delay starting from the
master clock source to predefined levels of tuning points (TPs) electrically farther from the master clock
source, denoted by TP0. The delay measurement and adjustment repeats through lower level tuning points
until the clock on in every IC is tuned. In going from the first to successive tuning points, it is preferable to
refer delay measurements directly back to TP0 each time. This may, however, be physically unmanageable,
in which case delay tuning to level TPn can be relative to TPn�1 although overall error relative to TP0 will be
higher in the relative tuning scheme. For systems that must grow in service, operational (i.e., in-service)
signals should be the basis of the delay measurement, not requiring off-line signals or patterns.
One convenient way of indirectly measuring delay between points that are not easily accessed

simultaneously for oscilloscope measurements is to make an oscillator out of the signal path to be
measured. If the number of inversions in the path between TPs is odd, then an MUX can be switched to
loop the tuning point signal at TPn back to the TPn�1 driving point. A frequency counter can then
measure the oscillation frequency, providing data to support automatic clock delay adjustments at the
subordinate tuning point.
One mainframe computer used an automatic tuning scheme in which a clock phase-shifter chip

produced multiple, slightly time-shifted copies of the clock on each system PCB. Individually selected
delayed clock instances were then supplied to each IC on the board through a programmable crosspoint
matrix IC. Each clock-receiving IC also provided several internal clock observation outputs to support
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delay measurements down to the gate level. After automatically measuring the delays of the observable
internal clocks in up to 30 ICs per board, the on-board clock selection matrix was programmed, giving
each IC its best clock phase for overall system timing margins and minimal skew [30].

9.2.4 Future Directions

9.2.4.1 Current-Steered Logic

One way of reducing power supply noise injection from clocking is with current-steered logic. Experi-
ments on differential current mode flip-flops in CMOS predict very short setup times (300–500 ps). Such
devices would be very quiet electrically and much less susceptible to varying load effects on delay than
on conventional CMOS. On the other hand, such devices might be about twice as large as conventional
CMOS flip-flops and require more power. Using the bi-CMOS ability to integrate ECL type structures
with CMOS may, however, be part of the solution for clocking very high speed medium-scale
integrated devices.

9.2.4.2 Reduced Voltage Swing

Another potential method for reducing clocked load power consumption is to reduce voltage swings.
Some experiments indicate a significant reduction in clock-related power and ground noise, but skew and
delay objectives are more difficult to meet as the devices slow down in response to lower switching
voltage swings.

9.2.4.3 Mixed Technology

Here, clock speed increases are envisaged by using current mode logic circuits selectively to implement
critical timing paths in otherwise all-CMOS systems. New power reductions may also be obtained with
ECL-based, high-speed, serial-multiplexed interfaces to replace wide buses which have many parallel
CMOS drivers.

9.2.4.4 Q Elimination

Most logic families provide flip-flops with both Q and Q outputs as standard cells. An approach that
could potentially have clock-related switching current and power is to eliminate the Q output buffer and
develop corresponding logic synthesis tools to utilize inverted inputs and other logic means to assemble
logic function without the Q outputs form flops. In one experiment of which the author is aware, Q
buffers were removed, halving overall flip-flop power consumption, at the cost of only a 5% degradation
in clock-to-Q delay.

9.2.4.5 Dedicated Layer for Clock Distribution

A number of workers are advocating or are already using dedicated third-layer metal for clock distribu-
tion. This affects process cost, but the advantages can be significant in high-performance applications.
Third-layer metal is lower than other layers in resistance and capacitance. By moving the clock net, which
is the largest single net in many designs, out of the other layers, routability of all other signals is improved
and floorplanning simplified. Moreover, the clock tree can avoid uncertain delays due to unpredictable
routing or due to polysilicon links in series when routing in fewer shared signal layers. In addition, noise
due to clocking can be more easily isolated in the third-layer metal approach.

9.2.4.6 Optoelectronic Clock Distribution

Optical clock distribution takes advantage of the three-dimensional nature of imaging optics to remove
all but the last-stage buffering levels of the clock distribution tree from the plane of the circuit, thereby
eliminating multiple stages of buffering and metallization for clock routing. Figure 9.55 is an overview of
the basic idea proposed by Clymer and Goodman [7]. The optical clock signal is generated off-chip and
drives a laser diode at the top of the figure. The optical beam is expanded onto a transmission hologram,
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which focuses the light intensity onto predefined locations where optical detectors are fabricated into the
wafer or die. The optical signal is detected, amplified, and used to drive a local clock generator-buffer
which supplies a local isochronous regions. The optical path length differences are not equalized in this
scheme because the optical path velocity is so high as to make the all optical path delays negligible as
compared with the diffusion and lumped capacitive delays that determine the clock rare of the electronic
system. When sources, detector, and packaging for this type of approach are developed, the potential
exists for very low skew—high-speed clock distribution, with greater on-chip densities by eliminating
most clock routing. One of the main challenges is in attaining uniform response times from the optical
detector–amplifier combination (which tend to be sensitive to feature size variations) and the develop-
ment of sources in the optical wavelength range for photodetectors that can be fabricated within the
conventional CMOS circuit environment.

9.2.4.7 Reconfigurable Clock Nets

In WSI systems, where a single short in very large clock net may disable an entire wafer-level system,
Fried [10] advocates methods of restructuring a clock net to enhance yield, primarily through the
addition of a controllable tristate output stage to clock buffers within the clock distribution network.
This way failed portions of the clock net can be isolated, or, with redundant interconnect and buffers,
they may clocked by an alternate path. In particular, tristate buffers may be programmed on or off to
select clock for each module from redundant connections to the central clock net, or to simply isolate
failed clock net subregions from the drivers of unfailed portions.
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9.3 MOS Storage Circuits

Josephine C. Chang and Bing J. Shev

In a large digital system, a sequence of operations must be performed for a particular function. The results
of each operation depend on the results of previous operations. Therefore, the outputs of a logic circuit
block typically depend not only on present input signals, but also on the history of the inputs. A CL circuit
becomes more useful if it is combined with memory elements. To construct a sequential system, the most
common and straightforward way is to employ a central clock to synchronize the sequence of operations.
Instead of using memory elements in a sequential system, we can use dynamic logic circuits to store

temporary data. With the building blocks of inverters and transmission gates, the MOS transistors can be
used as dynamic storage components to store data temporarily on the device capacitances. Dynamic storage
is widely used in MOS technologies because of the simplicity of the required circuitry. Because a memory
element such as a static circuit latch occupies a large area and consumes power, elimination of latches has a
positive effect on circuit density and power consumption. However, the disadvantages of dynamic logic
gates include high transient power disturbances and less noise margins in some applications [1].
Dynamic logic circuits design is based on the synchronized movement of charge through the MOS

circuit. A typical capacitance value associated with a logic gate is on the order of a few femtofarads, with
means the amount of charge Q¼CV dynamically stored on the capacitance is on the order of femto-
coulombs. Therefore, perturbations from ideal behavior can become critical to the operation of a circuit.

9.3.1 Dynamic Charge Storage

The MOS technologies have two attractive features that lead to an efficient way to store data moment-
arily. These two features are the extremely high input impedance of MOS transistor and the ability of a
MOS transistor to function as a nearly ideal electrical switch. In order to store the charge on a capacitive
node, the node must be isolated from both the power supply and ground. Various types of storage nodes
can be realized in CMOS technologies. For example, charge can be stored at a node between sources (or
drains) of two MOS transistors such as nMOS–nMOS, pMOS–nMOS, and nMOS–pMOS [2]; or the source
(or the drain) terminal of one MOS transistor connected to the gate terminal of a second MOS transistor.
Because the stored charge will leak away over time, this circuit is termed ‘‘dynamic storage circuit.’’
Figure 9.56 shows the schematic diagrams of three combinations of source–drain connection. The

distinction among the three connection types comes from the difference in voltage transmission levels for
nMOS and pMOS gates.
Dynamic charge storage requires clocking the data at a sufficiently high rate so that the charge on the

various nodes does not lead away significantly. Typically, this requires a minimum refresh rate of 500 Hz
to 1 kHz, corresponding to a charge storage time of about to 2 ms.
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9.3.1.1 nMOS–nMOS

An nMOS transistor is perfect for transmitting logic 0 signals, but imperfect for transmitting logic 1
signals due to the threshold voltage loss through the transistor. The voltage level of Vx which can be
stored on the capacitor C is therefore limited by

0 � Vx � (VDD � Vth,n) ¼ Vmax (9:12)

where

Vth,n ¼ Vth 0,n þ gn
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2fFn þ Vmax

p
�

ffiffiffiffiffiffiffiffiffiffi
2fFn

p� �
(9:13)

Charge storage on an nMOS–nMOS node is affected by the leakage paths through the p-type bulk to the
ground. This affects the long-term storage of a logic 1 value.

9.3.1.2 pMOS–pMOS

A pMOS–pMOS node is the complement storage component of an nMOS–nMOS node. The voltage level
of Vx is limited by

Vmin ¼ Vth,p

�� �� � Vx � VDD (9:14)

where

Vth,p ¼ Vth 0,p þ gp

��� ���
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2fFp

��� ���þ VDD � Vminð Þ
r

�
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(9:15)

Because both p-channel MOS transistors have n-type bulks which are connected to VDD, this type of
storage node receives leakage current from the power supply. The logic 1 values can be held indefinitely,
but the logic 0 values can only exist for a limited period of time.

9.3.1.3 nMOS–pMOS

A complementary nMOS–pMOS storage node can benefit from both nMOS and pMOS in transmitting
logic 0 and logic 1, respectively. The voltage level which is stored on the capacitance is in the range of

0 � Vx � VDD (9:16)

If the maximum input value of VDD is transmitted through the pMOS transistor and the minimum input
value of 0 V is transmitted through the nMOS transistor. On the other hand, if the case is reversed, the

C Vx C CVx Vx

+

–

+

–

+

–
(a) (b) (c)

FIGURE 9.56 MOSFET source–drain connection storage nodes. (a) nMOS–nAMOS; (b) pMOS–pMOS; and
(c) nMOS–pMOS.
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maximum input value is entered through the nMOS transistor and the minimum input value is entered
through the pMOS transistor, then the voltage range is reduced to

Vth,p

�� �� � Vx � VDD � Vth,n (9:17)

This type of operation should be avoided because it greatly reduces the noise margins. In a standard
nMOS–pMOS storage node both leakage paths to the power supply and ground exist. The ability to
retain logic 0 and logic 1 values depends on which leakage path dominates.

9.3.1.4 Source–Gate Connection

This type of storage node is the connecting point between the source terminal of a pass transistor and a
gate terminal of another MOS transistor [3]. Electrical charge can be temporarily stored on or removed
from the gate terminal of the second transistor. When the gate terminal of the pass transistor is at a logic
low value, the pass transistor is turned off, and the charge on the gate terminal is isolated. This charge
determines the stored logic value. If the stored charge is perfectly isolated, the logic value would be stored
indefinitely. In a practical situation, the isolation is less than perfect, primarily because of leakage through
the reverse-biased diode operation between the source diffusion region of the pass transistor and the
substrate. In addition, leakage also can occur through the pass transistor. With the continuous advances
in VLSI technologies, subthreshold leakage through the channel of the pass transistor becomes more
important due to scale-down in device sizes. Leakage currents alter the node voltage, which may lead to a
logic error.
Two major problems arise in maintaining the integrity of a stored logic state. First is the parasitic

conduction paths in the transistors that lead to charge leakage. Leakage currents alter the node voltage,
which may cause a logic error. The second problem is charge sharing, which occurs when two isolated
storage nodes become connected by a switching event and must equalize their voltages by redistributing
charge. Charge sharing may result in a logic error, or may block logic propagation entirely.

9.3.1.5 Charge Sharing

Beside charge leakage, a problem called charge sharing may also damage the integrity of a stored logic
state. Charge sharing occurs when a dynamic charge-storage node is used to drive another isolated node
in a switching network [4]. Typically, when two capacitors with different voltages are connected by a pass
transistors, as shown on Figure 9.57, charge sharing may occur. When the pass transistor is turned on,
the voltages on the capacitors equilibrate to some intermediate value. In Figure 9.57, capacitors C1 and C2

are in parallel when the transmission gate is conducting. This forces the voltages across C1 and C2 to be
equal. If the two capacitors are charged to different initial voltages, charge sharing will occur when the

V1 V2

C1 C2

S

S–

FIGURE 9.57 Charge-sharing-prone structure.
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transmission gate turns on. Let the initial voltage charge on C1 be V1 and Q1, and the initial voltage and
charge on C2 be V2 and Q2. The initial charge balance equation is

Q1 þ Q2 ¼ C1V1 þ C2V2 (9:18)

After the transmission gate turns on, the final charges on C1 and C2 become Q01 and Q02, respectively, and
both capacitors are charged to the same value V0. The final charge balance equation is

Q01 þ Q02 ¼ (C1 þ C2)V
0 (9:19)

By applying the charge-conservation principle, we can obtain

V 0 ¼ C1V1 þ C2V2

C1 þ C2
(9:20)

and

Q01 ¼
C1

C1 þ C2
C1V1 þ C2V2ð Þ (9:21)

A precharged circuit might work incorrectly due to charge-sharing errors, which could occur inside
the pulldown network or at the output circuit. To control a precharged circuit, a gated clock can be
present only at the input of the bottom transistor, while all other inputs to the gates of transistors in
series in the pulldown chain must have a stable signal over the same clock phase to prevent charge-
sharing problems. A ‘‘sneak path’’ is created when two pass transistors in series are both turned on at
the same time and one is connected to VDD while the other is connected to the ground. Charge can leak
through this sneak path.

9.3.2 Shift Register

A frequent use of dynamic storage circuits is the shift register. Shift registers are most often used to
provide temporary storage of digital signals. The shift register storage can be used as a simple way to
delay the arrival of a signal for a specific number of clock cycles. Shift register storage is also frequently
used as the temporary memory for a sequential logic circuit. In general, shift registers provide dense,
limited access memory for many applications in digital integrated circuits.

9.3.2.1 Simple Shift Register

Figure 9.58 is the schematic diagram of a multistage MOS shift register, with each stage composed of a
pass transistor and an inverter [5]. The nonoverlapping clock waveforms F1 and F2 are used. Assume
that a logic signal is placed at the input of the first shift register stage while the F1 clock is low and the
transmission gate of the first stage is turned off. Next, when the F1 clock goes high, if the signal at the
input to the first stage is held constant, it will be propagated to the input of the inverter in the first stage.
After a short delay, the output of the first inverter will provide the inverted logic signal to the input of the
second shift register stage. At this time, the F2 clock is low and the transmission gate in the second stage
will not pass this signal. When the clock values change so that F2 becomes high, the transmission gate of
the second stage will propagate the output signal of the first stage to the second inverter, and then the
output of the second stage is produced. This signal will be stopped by the transmission gate of the third
stage because F1 is low while F2 is high. This sequence continues through the shift register chain as the
clock signals alternate, causing the input signal to propagate through the shift register stages. The data are
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stored on the capacitances associated with the gate terminals of the inverter. The transmission gate acts as
the switch that lets charge flow into and out of the capacitors when they are turned on. The charge is
trapped at the capacitor when the transmission gate is turned off.
Each time the F1 clock changes to a high value, the shift register input signal will propagate to the gate

of the first inverter and the output signal of the first stage will be produced. A sequence of alternating F1

andF2 clock signals will cause an input signal to propagate through the whole structure at the rate of two
stages of the shift register for each complete cycle of the clock signals. After N clock cycles, a logic input
value will have shifted through 2N stages of the shift register chain. When a two-phase clock is used to
control a shift register, it is important that the two clock phases do not overlap. If both phases of the clock
were high simultaneously, a data value could propagate through multiple stages during the clock overlap
time. This would cause erroneous operation of the shift register.

9.3.2.2 Parallel Shift Register

Several copies of the multistage shift registers can be combined in parallel with the same clock lines to
form a parallel shift register to transmit a group of signals in lock-step fashion. Such a parallel shift of 8,
16, or 32 data bits is often used in microprocessor circuits. The basic structure of this set of shift registers
demonstrates two principles which are important for the efficient geometrical layout of digital circuits.
The data for the shift register flow from left to right while the control signals (F1 and F2 clocks) flow
from top to bottom. Such an orthogonal structure of data paths and control signals within a circuit
module is widely used to provide a regular organization of logic circuits within a VLSI chip. Physical
layout of the shift register stages can be mirrored with respect to the ground and VDD lines. This
mirroring technique allows shared power and ground connections and reduces required circuit layout
area. It is important to minimize the size of the basic shift register stage because this stage is repeated
many times in a large shift register.

9.3.2.3 Clocked Barrel Shifter

A ‘‘barrel shifter’’ is a wraparound shifter that forms a very useful switch array [6]. The basic layout
is shown in Figure 9.59. The inputs are labeled Ii; the shift controls F2 � SHi, and the outputs Oi. The
input lines run horizontally while the output lines run vertically. The operation of the first shift register

(b)

φ1

φ2

(a)

φ–2φ–2φ–1 φ–1

φ2φ2φ1 φ1

FIGURE 9.58 (a) A four-stage MOS register and (b) nonoverlapping waveforms of f1 and f2.

9-76 Analog and VLSI Circuits



stage is the same as explained earlier. In the second stage for four output signals from the four inverters
in the first stage can be shifted without changing the order or each signal can move up one, two, or
three locations.

9.3.3 Dynamic CMOS Logic

The dynamic CMOS logic design consists of dynamic circuits based on precharging the output node to a
particular level when the clock is at the logic 0 level. During the precharge phase, the inputs to the circuits
change. When the clock is at the logic 1 value, the output of the logic gate may be pulled to a
complementary value, depending on the input conditions.
The choice of using static or dynamic logic is dependent on many criteria. When low-power

performance is desired, it appears that dynamic logic has some inherent advantages in a number of
areas including reduced switching activity due to hazards, elimination of short-circuit dissipation, and
reduced parasitic node capacitances. Static logic circuits have advantages on charge sharing and pre-
charge operation.
Static circuits design can exhibit spurious transitions due to races. These spurious transitions dissipate

extra power over that required to perform the computation. The number of these extra transitions is a
function of input patterns, internal state assignment in the logic design, delay skew, and logic depth.
Although it is possible with careful logic design to eliminate these transitions, dynamic logic intrinsically
does not have this problem because any node can undergo at most one power-consuming transition per
clock cycle [7].
Short-circuit currents are found in static CMOS circuits. However, by sizing transistors for equal rise

and fall times, the short-circuit component of the total power dissipated can be kept to <20% of the
dynamic switching component. Dynamic logic does not exhibit this problem, except for those cases in
which static pullup devices are used to control charge sharing or when clock skew is significant. Dynamic
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logic typically used fewer transistors to implement a given logic function, which directly reduces the
amount of capacitance being switched and thus has a direct impact in the power-delay product.

9.3.3.1 Precharge–Evaluate Logic

The schematic diagram of a basic precharge–evaluate logic is shown in Figure 9.60. It consists of an
nMOS logic structure whose output node is precharged to VDD by a pMOS precharge transistor; and
conditionally discharged by the n-transistor network connected to the ground. Alternatively, an n-transistor
precharge to the ground and a pMOS logic structure to conditionally discharge to VDD may be used. A
single-phase clock F is used for high-speed operation. For the former case, the precharge phase occurs
when the clockF is low. The path to the ground is activated via the n-transistor network when the clockF
is high. The input capacitance of this logic gate is the same as a pseudo-nMOS gate which has a single
p-transistor, with the gate connected to the ground, as a load device. The pullup time is better than a pseudo-
nMOS gate by virtue of the active switch but the pulldown time is increased due to the ground switch.

9.3.3.2 Clocked CMOS Logic

Clocked CMOS logic (C2MOS) gates were originally used to build low-power dissipation logic gates.
The reasons for the reduced dynamic power dissipation stem mainly from metal–gate CMOS layout
considerations. The main use of such logic structures is to form clocked structures that incorporate
latches or interface with other dynamic forms of logic structure. The gates have the same input
capacitance as regular complementary gates, but larger rise and fall times due to the serially connected
clocking transistors.
The schematic diagram of a clocked CMOS logic gate is shown in Figure 9.61. In this circuit, the

clocked transistors are placed in series with the transistors in the p- and n-type logic blocks. The primary
use of C2MOS is in dynamic shift registers. In a C2MOS dynamic shift register, the p-type logic black is a
p-transistor network and the n-type logic is an n-transistor network. All transistors can normally be
chosen as minimum-size devices because each stage is only required to drive the capacitance of an
identical shift register stage.
Although the C2MOS circuit requires the same number of transistors, external connections, and clock

phases as the standard CMOS dynamic shift register, the layout is greatly simplified because the source=drain
regions of the two p-channel transistors can be merged, and the corresponding regions of the two
n-channel transistors can be merged. This feature helps to reduce circuit capacitance, number of contacts,
and layout area.
Operation of the C2MOS circuit is quite simple. The gates of the pMOS pullup transistor and the

nMOS pulldown transistor of the inverter are both connected to the input signals. For a valid logic input,
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one of these transistors is turned off while the other is turned on. Clocked
transistors placed in series with the pullup and pulldown transistors serve
to connect these transistors to the output node when the clock F is high.
If the input signals match the n-type logic portion, the output storage
node will be discharged. Otherwise, the output storage node will be
charged. When the clock F is low, the output node will remain in its
present state. In contrast to other clocked logic circuits, the output of
C2MOS is available during the entire clock cycle, although it is actively
driven only when the clock is high. A C2MOS circuit is more susceptible
to interference from the load circuit attached to the stage because the load
capacitance is the storage node for the dynamic charge.

9.3.3.3 Domino CMOS Logic

The domino logic gate design can provide glitch-free cascades of nMOS
logic structures. It is a modification to the clocked CMOS logic gate to
allow a single clock to precharge and evaluate a cascaded set of dynamic
logic blocks. A domino logic gate consists of two elements: a precharge–
evaluate logic stage followed by a static inverter buffer at the output, as
shown in Figure 9.62. The logic gate can be built in two forms: mostly
n-transistors and mostly p-transistors. During the precharge phase when
clock F is low, the output node of the dynamic gate is precharged high,
and inverted by the static buffer to provide a logic 0 output for the

domino CMOS gate. As subsequent logic stages are driven by this buffer, transistors in subsequent
logic blocks will be turned off during the precharge phase. When the gate is evaluated, the node voltage of
the logic stage is conditionally pulled down according to the input signal values. If the logic condition of
the gate is satisfied, the node voltage is pulled down. It is inverted by the static buffer to provide a logic 1
output. Each gate in sequence can make at most one transition (1! 0). Hence, the buffer can only make
a transition from (0! 1). In a cascaded set of logic blocks, each state evaluates and causes the next stage
to evaluate in the same manner as a stack of dominos fall. Any number of logic stages may be cascaded,
provided that the sequence can evaluate within the given clock phase. A single clock can be used to
precharge and evaluate all logic gates within a block.
The structure has some limitations. First, only noninverting structures can be constructed. Second,

each logic gate must be buffered. Finally, in common with a clocked CMOS gate, charge redistribution
can be a problem. The effects of these problems can be
minimized. For example, in complex logic circuits, such as
ALUs, the necessary XOR gates may be implemented con-
ventionally as complementary gates and driven by the last
domino circuit. The buffer is often needed to drive large
capacitive load and does not contribute to any extra cost.
Static storage of charge can be realized by a domino logic

gate by including a weak p-transistor. A weak p-transistor is
one that has low gain, which is realized with a small W=L
ratio. It should have a small gain in order not to fight with the
pulldown transistors, yet to balance the effects of leakage.
This will allow low frequency or static operation when the
clock is held high. In this case, the pullup speed could be an
order of magnitude slower than the pulldown speed. Notice
that the precharge transistor may be eliminated if the time
between evaluation phases is long enough to allow the weak
pullup to charge the output node.
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A domino logic gate has advantages over a simple precharge–evaluate logic structure. For example,
the static buffer provides output-driving capability to either VDD or the ground. In the precharge–
evaluate logic gate the output can be favorably driven only to the ground in response to logical
conditions, not to VDD. When the logic condition of the precharge–evaluate gate is not satisfied,
dynamic charge storage at the output must maintain the logic 1 value. The dynamic logic portion of a
domino CMOS gate always has a fanout of 1, thereby simplifying device sizing within the gate structure.

9.3.3.4 Complementary Pass-Transistor Logic

The complementary pass-transistor logic (CPL) gate is constructed by using an nMOS pass-transistor
network for logic function and eliminating the pMOS latch [8]. It consists of complementary inputs and
outputs, nMOS pass transistor logic network, and CMOS output inverters. Figure 9.63 is the schematic
diagram of a CPL AND=NAND cell. The pass-transistors function as pulldown and pullup devices. Thus,
the pMOS latch can be eliminated, allowing the advantage of differential circuits to be fully utilized. One
attractive feature of the CPL gate is that complementary outputs are produced by the simple four-
transistor circuits. Because the logic 1 value level of the pass-transistor outputs is lower than the supply
voltage VDD by the threshold voltage of the pass-transistors, the signals must be amplified by the output
inverters. In addition, the CMOS output inverters shift the logic threshold voltage and drive the
capacitive load. The logic threshold shift is necessary because that of the output inverter is lower than
half of the supply voltage, due to the lowering of the logic 1 value.
The CPL gate is attractive because fewer transistors are required to implement important functions.

However, a CPL gate has two basis problems. First, the threshold drop across the single-channel pass-
transistor results in reduced current drive and hence slower operation at a reduced supply voltage. This is
important for low-power design because it is desirable to operate at the lowest possible voltage levels.
Second, because the logic 1 input value at the regenerative inverters is not VDD, the pMOS device in the

inverter is not fully turned off, and hence direct-path static power dissipation could be significant. To
solve these problems, reduction of the threshold voltage has proven effective, although if taken too far it
will incur a cost in dissipation due to subthreshold leakage and reduced noise margins.

9.3.3.5 Cascade Voltage Switch Logic

The cascade voltage switch logic (CVSL) gate is a differential style of logic circuit design requiring both
true and complement signals to be routed to the gates [9]. Two complementary nMOS switch structures
are constructed and then connected to a pair of cross-coupled p pullup transistors as shown in Figure
9.64a. When the inputs switch, node voltages Q and Q are either pulled up or down. Positive feedback
applied to the p pullup transistors causes the gate to switch. The logic trees may be further minimized
from the fully differential form using logic minimization algorithms. This version is slower than a
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FIGURE 9.63 A CPL AND=NAND cell.
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conventional complementary gate employing a p-tree and an n-tree because during the switching action,
the p pullup transistors must compete with the n pulldown tree. The schematic diagram of a dynamic
charge-storage version of the CVSL logic gate design is shown in Figure 9.64b. It consists of two domino
logic gates with complementary input logic trees. The advantage of CVSL gate over a domino logic gate is
the capability to generate a complete logic function rather than just the noninverting logic function.
However, extra silicon area is needed.

9.3.3.6 NORA CMOS Dynamic Logic

NORA logic is capable of handling signal race problems in transmission pates [10]. It is based on
dynamic CMOS logic, but uses latches instead of transmission gates to control signal flow. In a NORA
logic dynamic nMOS and pMOS, logic circuits are cascaded into a C2MOS latch. Figure 9.65 shows the
schematic diagrams of both F stage and �F stage. Static inverters are provided at the outputs of dynamic
circuits to realize logic inversion. This allows direct implementation of arbitrary functions without
modification. In the F stage, the logic circuit used F¼ 0 for precharge and �F ¼ 1 for evaluation. The
latch accepts data when F¼ 1 and holds the data when F¼ 0. No new data can be accepted during the
hold time. The operation in the �F stage is similar when reversing clock signals are used.
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By alternatingF and �F clock stages makes NORA chains well suited for pipelined logic. The schematic
diagram of a generic structure of a NORA chain is shown in Figure 9.66 [2]. Logic flows through the
chain at a rate set by the clock. The problem of logic races by using transmission gates as latches between
logic circuits has been eliminated because of the dynamic C2MOS latch circuit.
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9.4 Microprocessor-Based Design

Roland Priemer

9.4.1 Introduction

During the past three decades, microprocessors have become components that are routinely and widely
used in machines and systems that engineers design. This is due to their flexibility and ability to perform
tasks at a low cost. Because they are programmable, microprocessors are used to achieve operations of
devices and systems with complexity that we have come to take for granted. Engineers are embedding
microprocessors into systems that are being employed in virtually all fields of human endeavor.
The competition among the numerous manufacturers of microprocessors has brought about a great

variety of microprocessors to increase their suitability in ever-widening fields, more products, and new
markets. Moreover, turnaround times have become short enough and costs have come down enough so
that system and application engineers have the option to specify the design of a customized micropro-
cessor to meet their application-specific performance requirements.
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This section is intended to introduce the reader to design with a microprocessor. It is assumed that the
reader is acquainted with the material that is generally covered in an introductory course on digital
systems. The goal is to help the designer who is not experienced with the design of microprocessor-based
systems to come to a basic understanding of what is involved. Two representative and significantly
different microprocessors will be used to do this. These are the Zilog Z80, an enduring general-purpose
microprocessor, and the Motorola M68HC11, also called a microcontroller. These and similar micro-
processors have been used in many diverse kinds of dedicated applications.
The design and development of the hardware and the software are two broad aspects to utilizing a

microprocessor. Here, the emphasis is on digital hardware design. To understand the role that a
microprocessor plays in the design process we must understand the operation of several major building
blocks. These are memory, architecture of a microprocessor (programmer model), the system bus and
timing of bus signals, and supportive devices to interface these building blocks together. At the level of
design to be considered here, hardware and software are and should remain inseparable. From both
points of view, we gain a better understanding of the other. However, due to space limitations, no
significant presentation of programming in assembly language is included in the sequel. Instead, software
is only utilized to see how it influences hardware requirements and how it makes hardware work.

9.4.2 Features of a Microprocessor-Based System

Conceptually, Figure 9.67 depicts a microprocessor-based system. The inputs to the microprocessor are
all binary (can only take on one of two values) or digital signals. However, the origins and meanings of
these signals can be very diverse. Inputs can be due to manually activated switch closures from buttons or
keypads or they can be due to switches that are embedded within sensors that detect, for example, presence
or absence of an object, pressure that is over or under a certain level, temperature that is above or below a
particular temperature, presence or absence of an ultrasound or light beam, voltage that is above or below
a desired value, etc. An input can come from a real-time clock. Inputs can also be information about the
status or readiness of devices that receive outputs from the microprocessor-based system.
A single digital signal is called a bit, and it can only take on one of two logic values, i.e., logic one or

logic zero, which in the circuits that we will use correspond to 5 or 0 V, respectively. Typically, these
circuits are designed to accept as logic one any voltage in the range 3.5–5, and accept as logic zero any
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FIGURE 9.67 Conceptual diagram of a microprocessor-based system.
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voltage in the range 0–1.5. Voltages in the range 1.5–3.5 will produce indeterminate results. Digital
hardware using other voltage levels is also available. Of particular interest for portable applications are
microprocessors using 3 V (or even 1.5 V) and 0 V. Unless explicitly noted, all signals are voltages as they
vary with respect to a common reference.
Taken together, n-bits that are labeled, for example, with dn�1, dn�2, . . . , d1, d0 can have any one of 2n

different binary combinations or binary assignments. A group of n¼ 8 bits is called a byte, which can
take on any one of 256 different binary assignments. Another commonly used quantity is 210¼ 1024,
which is denoted by 1K. Thus, for example, we get 16K¼ 214¼ 16,384.
Inputs can be analog in origin, and the microprocessor receives the result of sampling and analog-to-

digital (A=D) conversion of an analog signal. Usually, analog signals are electrical signals generated by
transducers that convert physical quantities of interest to voltages, such as, for example, speed of a motor,
weight of an object, sound of someone speaking, stress of material under test, temperature in a building,
electrocardiogram of a patient, acceleration of some structure, wind direction, oil pressure in an engine,
etc. The analog signal can be the output of a receiver in a wireless communication application. The
possibilities are endless. Thus, a microprocessor (the program it is executing) can receive information
about time and the state of the world in which it is intended to operate.
The memory module of Figure 9.67 serves several purposes. First of all, it contains the binary

instruction codes of the program that is executed by the microprocessor. The program instruction
codes are another kind of input to the microprocessor. Memory may also be used for temporary storage
and later retrieval of data produced by the program as it executes the algorithms that process the inputs.
And, memory may contain various kinds of data tables that are referenced according to the instructions
of the executing program. In contrast to the memory module, which must respond in time comparable
to microprocessor speed of operation, slower mass storage devices also provide inputs that may be
programs that will be transferred to memory for subsequent execution or that may be data that will be
utilized by an executing program.
An important feature of using a microprocessor is that the functionality of an application is achieved

mainly with software and the interaction through hardware between the software and the application
environment. From a mass production viewpoint, this is almost a matter of trading hardware, a repeated
expense, for software, a one-time expense, whenever possible. Thus, we are not concerned to design a
general-purpose computer, but instead, we want to design the hardware that is sufficient to support the
software that comprises the functionality of an application. Furthermore, using a microprocessor can
achieve more than this, because with programmed hardware we can realize fundamental tasks such as
conditional checking, storage, waiting, arithmetic, and timing, to mention a few, and higher level tasks
such as complex algorithm calculations, decision making, control of machines, management of data,
complex graphical interaction with the system user, and so on. When programmed properly, a micro-
processor provides the ability to perform tasks that are difficult or impossible to achieve with any other
kind of means or hardware.
The outputs from the microprocessor in Figure 9.67 are all digital signals. Like inputs, the meaning and

destination of outputs can also be very diverse. Outputs can be one bit quantities that are intended to turn
on and off, for example, light and sound indicators and devices such as, for example, TRIACs that can
control AC power supply to equipment like AC motors, lights, heaters, and transformers, and, for
example, power MOSFETs that can control DC power supply to equipment like solenoids, relays, DC
motors, and lights. Outputs can be complex data structures that support graphical interaction between
the user and the microprocessor-based system. As for inputs, here too the possibilities are endless.
Outputs may be necessary to control the input devices or inform them of the readiness to receive inputs.
Outputs can also be 8, 16, or other multi-bit quantities that are, for example, printer control and text

character codes, data to be placed in mass storage, a binary value to be transferred to a digital-to-analog
(D=A) converter to synthesize an analog signal, data to be placed in memory, codes of characters to be
displayed, data to be wirelessly communicated, protocols to establish communication links, and many
other possibilities.
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The clock module produces a voltage pulse train, called the system clock. Since microprocessor activity
occurs due to level changes of the system clock, the speed at which the microprocessor executes
instructions depends on the frequency of this pulse train. For example, if some particular microprocessor
can fetch and execute an instruction in 5 clock cycles, and it can be clocked with a frequency of 250 MHz,
then the microprocessor can execute the instruction in 20 ns. For most microprocessors, the number of
clock cycles required to fetch and execute an instruction varies with the kind of instruction.
With all of the above modules interconnected to achieve a particular task, it will be the activity of the

microprocessor, which is determined by the software that it executes, that controls the acquisition of
inputs, processes the inputs, implements the intended functionality of the system, and generates and
controls the placement of outputs.
Figure 9.68 shows a more functional structure than Figure 9.67 of a microprocessor-based system. An

important feature of this structure is the use of a set of common communication paths, called the system
bus, between all major modules. To identify any particular device, the microprocessor places a binary
number, called an address, on the m-bit address bus. Actually, the electronic circuitry that comprises the
microprocessor sets the voltages on the m address bus conductors to some combination of 0 and 5 V.
There are 2m different addresses that can be placed on the address bus. Every other module receives the
address, and only the particular device that recognizes its own address, which is assigned and incorpor-
ated by the system designer, is supposed to respond. The data bus simultaneously transfers n-bits of data
from the microprocessor to any device or from any device to the microprocessor. There are micropro-
cessors with the number of address bits ranging from m¼ 10 to m¼ 64 and the number of data bits
ranging from n¼ 4 to n¼ 64. We will work with microprocessors that produce an m¼ 16 bits wide
address, which permits 216¼ 65,536¼ 64K different addresses, and that use an n¼ 8 bits wide data bus.
The control bus informs all modules about the kind of activity that is presently occurring or is about to
take place on the system bus.
Usually, the different modules in the system have different time and electrical and operating charac-

teristics. It is the purpose of the interfaces to make compatible the modalities of these different modules.
Often, it is interface design that is the focus of an overall hardware design effort. Depending on the kind
of control signals provided by a microprocessor and the kind of control signals that are preferred or
required on the control bus, a microprocessor may also require an interface circuit to the system bus.
There are numerous different standard system bus definitions. For example, the public availability of

the definition of the IBM PC bus has permitted the connection of innumerable different accessories,
produced by many different manufacturers, to this bus. Such accessories and associated software were
designed to be compatible with the definition of this bus standard. Over the past three decades, such
standardization has contributed to the wide success of the PC in the home and in the workplace.
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FIGURE 9.68 System block diagram.
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However, in a dedicated application, adherence to a bus standard may not be necessary, particularly
when there is no need to interconnect standardized modules. Here, we use the particular control signals
of the microprocessor to form the system control bus as needed.

9.4.3 Memory

Almost all of the internal and external activity of a microprocessor depends on the ability to store,
transfer, and retrieve data. A designer must understand how these operations take place. By way of
presenting some memory devices, some terminology and supportive hardware are also introduced.
A circuit for a memory cell is shown in Figure 9.69. It is also called a binary cell (BC). Here, the activity

of the flip-flop is determined by the logic signals at the points labeled S, for select, and R=W, for read or
write. The small circles attached to the OR gates and the buffers are called bubbles, and they mean logical
complement. Thus, the buffer followed by a bubble is a NOT gate, and the flip-flop is made with two
NOR gates. Another commonly used notation for logical complement is a small right triangle, as shown
in the figure.

Note that we are using positive logic so that logic 1 means that a signal is high (5 V) and logic 0 means
that a signal is low (0 V). When an operation or activity is enabled by taking a control signal high(low),
then we say the control is active high(low). More briefly and without regard to the required level, an
operation is enabled by asserting (or activating) its control signal(s).
The read and select control inputs of the BC are active high, while the write control input is active low,

which is indicated by the bar over theW. To store a bit in the BC, the sequence of operations is (1) set the
input, (2) set the R=W control signal low, and (3) momentarily select the cell. And, the write operation is
complete.
A set of BCs that can be read or written in parallel is called a register, and the set of bits that a register

can hold is called a word. A four words by 3 bits=word memory module is shown in Figure 9.70. The
m¼ 2 bits input a1a0 is decoded with the 23 4 decoder, which has its own active low enable control.
When enabled, the decoder output selects, according to its inputs, just one register (row of BCs) for a
read or write operation. The binary assignment to a1a0 is called the address of the word to be referenced.
For a read operation, the OR gates receive the bits of the selected word, while all other OR gate inputs are
logic 0. For a write operation all BCs in a column receive the same input bit, while only the BC in the
selected row accepts it. With additional columns, we can increase the register length to n-bits=word, and
with anm3 2m decoder we can have a memory size of 2m registers, while only requiringm address bits to
specify any particular memory register that is the object of a read or write operation (memory reference).
Figure 9.70 implies that the system data bus must consist of an n-bit unidirectional input bus to

transfer data from memory to the microprocessor and an n-bit unidirectional output bus to transfer data
from the microprocessor to memory. Practically, to reduce the number of communication paths, an
n-bit bidirectional system data bus is preferred. This can be accommodated by connecting to each
memory I=O bit pair, say the ith pair, an arrangement of tristate buffers as shown in Figure 9.71, where di
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is connected to the ith bit of the system data bus. When both buffers are in tristate (high impedance
state), which occurs when E is high, then di is independent of Oi and Ii. Thus, the memory module can be
electrically disconnected from the system bidirectional data bus. When E is asserted, then R=W controls
the direction of data transfer. Figure 9.72 shows a more concise notation for the entire memory module.
Here, the two address lines are grouped into one bus, and the three bidirectional data lines are grouped
into another bus.
Since there is no particular required address sequence for reading or writing data to this memory, it is

called random access memory (RAM). Since stored data remain intact as long as power is supplied to the
circuit, this memory is called SRAM, contrary to another memory type, called dynamic RAM (DRAM),
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where the logic content of a BC is not based on the state of a bistable circuit, but is instead based on the
presence or absence of charge on a cell capacitor. Since charge on capacitors dissipates, DRAM must be
periodically refreshed, which requires additional control circuitry. However, DRAM can be fabricated to
achieve much higher bit densities than of SRAM, resulting in the substantially lower cost of DRAM.
RAMs in various dimensions and package types are available. Commonly available SRAM chips range

in size from 2563 1 to 1024K3 8 (a 1 megabyte RAM), and the function and number of the control
signals also vary a little. Commonly available DRAM chips range in size from 16K3 1 to 512M3 1
(a 512 megabit RAM). Important parameters for each memory type are the read and write cycle times,
which must be less than the width of read and write time windows allowed by the devices that will
reference this memory.
Larger RAM modules are constructed by the cascade and parallel connection of smaller RAMs. This is

illustrated in Figure 9.73, which shows a 32K3 8 RAMmade from 16K3 4 RAMs. If E is asserted, which
takes the entire module out of tristate, then address bit a14 enables either RAMs 1 and 2 or RAMs 3 and 4
to access the data bus. The remaining address bits select a particular 4 bit register within each 16K3 4
RAM. Here, RAMs 1 and 3 hold the upper half of each data byte, while RAMs 2 and 4 hold the lower half
of each data byte.
Whenever power is removed from the circuits of SRAM or DRAM, the data content is lost, and such

memory devices are said to be volatile. To provide software for execution immediately after power is
applied to a microprocessor, ROM is used. Figure 9.74 shows eight words by 2 bits=word ROM that has
been, for example, programmed with the data given in the table. By opening, which is indicated with an x,
the connections called links the ROM is programmed. These links remain open through power-down
and power-up cycles, and thus, a ROM is said to be nonvolatile. The tristate buffers are controlled by the
OE signal so that the ROM output can be electrically disconnected from a system data bus, which may
then be used for transfer of data among other devices. An important parameter of a ROM is its read
cycle time.
By providing a manufacturer a table of contents, a ROM can be programmed at the time of fabrication.

Blank (unprogrammed) ROMs are available that can be one time programmed (OTP) in the field. These
are called PROMs for PROM. There are also PROMs that can be erased by exposing the IC to a certain
level of ultraviolet light for several minutes. Erasing is made possible by using an IC package with a clear
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FIGURE 9.73 Cascade and parallel construction of a RAM module.
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window just above the IC. These are called EPROMs for erasable PROM. After an EPROM has been
erased, it can be programmed again.
Another EPROM type is the EEPROM that can be electrically erased by essentially overwriting

previously stored data. However, the write cycle time is significantly longer than the write cycle time
of conventional RAM. Commonly available PROMs and EPROMs range in size from 2K3 8 to
1024K3 8 (a 1 megabyte ROM). Commonly available EEPROMs are not as large as other ROMs, and
they cost more than other ROM types. Like RAM modules, larger ROM modules can be made by
combining smaller ROMs in a manner illustrated in Figure 9.73.
A recently developed memory type is the flash EEPROM, or flash memory. Its fabrication method-

ology is relatively inexpensive, and yields high-density memory modules having large data storage
capacities. To rewrite to it, it must first be erased in bulk. These memories are used in, for example,
digital cameras and portable flash mass storage devices.
Figure 9.75 shows an 8K3 8 EPROM and the package pin assignment. To place a byte into a particular

ROM register, or program the ROM, the register address and intended content must first be supplied at
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FIGURE 9.74 An eight words by 2 bits=word programmable ROM.
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the address and data pins, respectively. Then, in addition to VCC, the VPP supply must be provided, the
chip enable is asserted, and the PGM input is activated for a particular time duration. An instrument
called a PROM programmer is used to do this. Some PROM programmers work by connection to a
computer, and, in conjunction with software running on the computer, it can program a great variety of
PROMs, which are selected from a menu of those PROMs supported by the software, with code in a file
that it receives from the computer.
A programmed ROM can serve several purposes. Most computers have a ROM that contains program

code that is always executed at power-up. Typically, this software, or firmware, is a utility (called a boot)
that transfers software from a mass storage device to RAM. Then, after this transfer is complete, or
perhaps after some additional ROM resident initializing code has executed, the software in RAM starts to
execute. In a dedicated application, such as, for example, the microprocessor-based systems that control a
car engine, it is more likely that ROM will contain all of the application software ready for use whenever
the system is powered-up.
ROM is also used for other purposes. For example, by connecting three variables to the address inputs

of the ROM given in Figure 9.74, this ROM can, through programming, be used to realize any two
Boolean functions of three variables. ROMs are used to hold tables of data. For example, multiplication
can be performed through table look-up. If the 4 bit binary codes of two digits that we want to multiply
are used to form an 8 bit address of, for example, a 2563 8 ROM, then the upper and lower halves of the
retrieved data could each be the 4 bit binary codes of the product digits. The idea is that the address is
formed with the input(s) of an operation (or argument of a function), and the precomputed and stored
data are the output of the operation (or value of the function). EEPROMs are often used to hold tables of
data that are generated during program execution, which must be available after a power-down and
power-up cycle. A battery-backed RAM can also be used for such purposes.
Another way to use a ROM is for signal generation. By using a counter to supply an address sequence

to a ROM, each bit of the data as it is clocked out of the ROM could be used as a control signal of some
process. The frequency of the clock that drives the counter determines real time, and the variation
between 0 and 1 of any particular data bit determines the resulting control signal shape. On the other
hand, if the data word sequence coming from a ROM is inputted to a D=A converter, then a ROM can be
used to generate an arbitrarily shaped analog signal that is repeated each time the counter repeats its
count sequence.
The kind of memory that is used, its size, and the addresses to which any particular memory will be

responsive must meet the requirements of an application. This information is often given in the form of a
system memory map. The size of this map is the range of addresses that a microprocessor can specify.
With m¼ 16, an address in binary is denoted by a15a14 . . . a1a0. The most significant address bit a15

splits the entire 64K word memory space into two 32K word blocks, and 0xxxxxxxxxxxxxxx, where
x means do not care, is any address in the lower 32K word block, while 1xxxxxxxxxxxxxxx is any address
in the upper 32K word block. Similarly, address bits a15a14 together split the entire memory space into
four 16K word blocks. If a0¼ 0, then the address is an even number, while if a0¼ 1, then it is an
odd number.
Sometimes, it is more convenient to use hexadecimal notation. The symbol $ will be placed in front of

all numbers written with hexadecimal notation. Thus, $XXXX is any 16 bit number in hexadecimal
notation, while $XX is any 8 bit number. As the most significant hexadecimal address digit changes by $1,
the address changes by 4K.
Suppose a design must include 8K bytes of EPROM starting at address $0000, 1K bytes of EEPROM

starting at address $4000, and 32K bytes of RAM starting at address $8000. The ROM, EEPROM, and
RAM must be responsive to addresses in the ranges $0000–$1FFF, $4000–$43FF, and $8000–$FFFF,
respectively.
Since the three most significant address bits split the memory space into eight 8K word blocks, the

ROM should be enabled when these address bits are a15a14a13¼ 000, and then the remaining address bits
a12a11 . . . a1a0 covering an 8K word space are the address input to the ROM. Similarly, the EEPROM
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should be enabled when a15 . . . a10¼ 010000, and the remaining address bits a9 . . . a1a0 covering a 1K
word space are the address input to the EEPROM. The RAM should be enabled when a15¼ 1.

Thus, the size and desired position of a memory device determine how to place it in the memory space.
The other important aspect of interfacing memory to the system bus and eventually to a microprocessor
is that a memory module must be responsive to control signals issued by the microprocessor to present
and accept data in certain particular time windows. This will be considered further when we look at the
timing of microprocessor control signals. An alternative mode of operation would be for the micropro-
cessor to automatically wait for a response signal from memory whenever it references memory before
completing the memory reference cycle.
A memory map for this design is shown in Figure 9.76. Here we see the size, kind, and position in the

memory space of the microprocessor of actual memory devices. When possible, it is also useful to
describe the location and purpose of particular program code modules.
Assuming that the EPROM contains program code, some example instructions have been placed at the

beginning of this memory. These are binary numbers that are machine instruction codes for the Z80
microprocessor. The Z80 microprocessor is a type of processor that after being reset, fetches instruction
codes starting at address $0000. The first instruction, i.e., $ED $56, is the Z80 machine code that selects
its method 1 for responding to interrupts. Another commonly used notation for hexadecimal is to attach
the suffix H. The next instruction, i.e., 31H, is the machine code that loads the stack pointer (SP) register
with an address given by the next 2 bytes, i.e., $F000. These instructions could be the part of a program
that initializes the processor. To understand how an instruction is processed, it is useful to study the
architecture of a microprocessor.
For programming convenience, programs are usually written using mnemonics of instruction

codes that are indicative of instruction activity. The set of mnemonics and associated notational
convention for all of the instruction codes that a particular microprocessor can execute form the
assembly language of the microprocessor. Different microprocessors, with different instruction sets
have different assembly languages. Furthermore, different manufacturers adopt different mnemonics
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for their microprocessor instruction sets, causing another variation among assembly languages. However,
in principle, there remain many common attributes from one assembly language to another. A program
written in assembly language must be converted into machine code for storage and eventual execution. A
program that performs this conversion is called an assembler. From the viewpoint of the assembler, an
assembly language program is an input character string, and the machine code output is another
character string.

9.4.4 Microprocessor Architecture

Employing a microprocessor in a dedicated application does not require detailed knowledge about its
internal behavior. However, it is useful to have some insight about how instructions, i.e., their codes, are
processed (executed) by the hardware. Understanding the relationship between software and hardware
can affect the selection of a particular microprocessor, and the design process. Moreover, the hardware
designer should also understand the programming model of a microprocessor.
From a programmer’s viewpoint, a microprocessor is defined by its programming model and its

instruction set, which together comprise the architecture of the microprocessor. The programming model
consists of the set of internal registers that are involved in the execution of operations as specified by the
instruction set. These registers do different specialized tasks. The purpose, capability, and number of
these registers can vary greatly from one microprocessor to another.
Basically, within the programming model, microprocessors have four kinds of registers. There are

address registers that are used to form and hold addresses to be used for referencing memory and other
devices to obtain program instruction codes and their operands and to specify source and destination
memory locations for data read and write operations. There are data registers that can be the source of
data for an operation or the destination for the result of an operation. There are operational registers that
have associated hardware to perform, for example, logical and arithmetic operations. And, there are
status=control registers that configure the operation of the microprocessor and support different kinds of
conditional instructions.
An operational register possessed by most microprocessors is the accumulator. It is commonly

denoted by register A. Figure 9.77 illustrates how an A register functions within a microprocessor.
Associated with reg. A are the ALU and the condition code register (CCR) or status register (SR). Inputs
to the ALU can come from reg. A, reg. B, and the CCR, and its activity is determined by the function
select word fk�1 . . . f1f0. Reg. A receives its input from the ALU, and reg. B receives its input from the
n-bit internal data bus. The activity of this circuit is determined by the control signals that are applied
at all of the points labeled with triangles. For example, by asserting the E, for enable, input of reg. A, the
n-bit word coming from the ALU is latched (loaded) into reg. A. The content of reg. A can be placed on
the internal data bus by asserting the control signal of the n tristate buffers connected to its output. The
content of the internal n-bit data bus can be latched into reg. B by asserting its E control input.
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FIGURE 9.77 Register-to-register transfer activity of an accumulator.
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Figure 9.78 illustrates how the ALU performs its task at the gate (bit) level. Notice how the function
select lines determine, as they do for the MUXs of all the other bits, which MUX input is latched into the
ith flip-flop of the accumulator when its E control input is asserted. For example, if fk�1 . . . f0¼ 0 . . . 0,
then the accumulator will be complemented, as if the microprocessor has just read in the machine code
for the complement accumulator instruction, which has the Z80 assembler mnemonic CPL. Thus, the
machine codes of instructions such as ADD A, B; RLA; INC A; LD A, 80 H; etc., eventually determine the
binary assignments of these function select lines to accomplish the instruction tasks. There can be as
many as 2k different operations involving the accumulator that can be achieved by this ALU structure.

All of the control bits required in Figures 9.77 and 9.78 come from memory called control ROM or
microstore. Figure 9.79 illustrates the data paths of a microprogrammable microprocessor. Each word,
consisting of perhaps 16–128 bits, in control ROM is called a microinstruction. The busing of microin-
structions throughout the microprocessor is not shown in Figure 9.79. Instead, these interconnections are
indicated by labeling with the small triangles.
Figure 9.79 also illustrates a level of design called the register transfer level. There is still another level

of greater detail before we get to a level of IC design detail that shows the interconnection of transistors,
resistors, diodes, and conductors. This is the logic gate level. However, at that level, the detail of design
would probably be too much and detract from an understanding of microprocessor operation. Here the
intent is to exemplify how hardware processes an instruction code.
Each microinstruction is partitioned into a set of fields, and one of these fields holds the accumulator

function select line assignment. Other fields hold data that signify: (1) which registers are the source of
data for the internal and external buses; (2) which registers are the destination of data on the internal
and external buses; (3) register activity control such as clear, increment, decrement, load, and tristate; (4)
a j-bit address of the next microinstruction; and (5) the external control word that informs external
devices of the present microprocessor activity. Each microinstruction coming out of control ROM can
cause many activities to take place at the same time within the microprocessor. The other registers in the
diagram of Figure 9.79 perform the following tasks.
MAR—Memory Address Register. It holds the address that the microprocessor can place on the

external address bus, and it is loaded from the internal address bus by asserting its enable input.
PC—Program Counter. This register holds the address of the next instruction or instruction operand.

It can be cleared, loaded, and incremented by asserting appropriate enable inputs. To fetch program code
(either an instruction code or instruction operand), its content is transferred to the MAR. Usually, after
each time its content has been used to fetch a byte of program code, its content is incremented.
SP—Stack Pointer. It holds an address that points to RAM that can be used for temporary storage.

It can be loaded, incremented, and decremented by asserting appropriate enable inputs. Certain
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instructions can cause its content to be transferred to the MAR for a memory read or write operation.
The RAM that is referenced with the SP is called the stack. Typically, the SP is implicitly decremented
before (after) writing to the stack, and it is implicitly incremented after (before) reading from the stack.
Thereby, the stack is a last in and first out memory area that is used to support, among other things,
subroutine calls.
MDR-IN—Memory Data Register IN. It receives its input from the external data bus, and it can drive

the internal data bus.
MDR-OUT—Memory Data Register OUT. It receives its input from the internal data bus, and it drives

the external data bus.
IR—Instruction Register. When the microprocessor is executing an instruction fetch from external

memory, this register receives the content of the MDR-IN register, which is then assumed to be an
instruction code.
CCR.—Each bit in this SR is indicative of the result of some previous microprocessor operation. The

meanings of the flags (bits) in the CCR vary from one microprocessor to another. Typically, this register
contains: (1) a carry flag that is set or reset depending on whether or not the previous add or subtract
instruction produced a carry or required a borrow out of the most significant bit of the arithmetic
operation, (2) a zero flag that is set if the previous instruction produced a zero result and reset if the
instruction result is not zero, (3) an interrupt enable flag that can be set or reset by an instruction to
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allow for software control over whether or not the microprocessor can respond to maskable interrupts,
and (4) other flags. Usually, a microprocessor’s instruction set includes program flow control instructions
that are conditioned on these status flags such that if the flag is set (reset), then the instruction is
executed, and if the flag is reset (set), then the instruction is not executed (skipped).
Sequencer. The sequencer consists mainly of a ROM and some sequential logic. It uses the instruction

code and SR flags to form an address to its own ROM from which is obtained a j-bit microinstruction
address that is applied to the control ROM. Furthermore, in response to asynchronous external control
signals, such as reset, interrupt, bus request, wait, and others, it generates addresses of microinstructions
that cause activity appropriate for these inputs.
Control Decoder. Depending on the input coming from control ROM, it generates external control

signals that are intended to be used to inform external devices about the present activities of the
microprocessor and to synchronize activities on the external address and data buses.
Data Register. This register is used for temporary storage of data. Usually, there are several registers

like it. Some can also drive the lower byte of the internal address bus, while others can also drive the
upper byte of the internal address bus. Still others can receive data from the upper or lower byte of the
internal address bus. Some may have low-level arithmetic=logic capabilities.
The execution of each microprocessor instruction involves the execution of a set of microinstructions,

called a microprogram. Thus, the functionality of a microprocessor’s instruction set is determined by the
microprograms stored in control ROM. After system reset or the completion of each instruction, unless
an external asynchronous input is active, the microprogram that performs an instruction fetch is
executed. It uses the content of the PC to point to the instruction, and it increments the PC so that
the PC points to an instruction operand or the next instruction. Then, depending on the instruction code
and SR content presented to the sequencer, a particular microprogram is executed to complete execution
of an instruction. If an instruction code requires that operands be fetched, then the PC is further
incremented so that, after an instruction has executed, the PC is pointing to the next instruction.
Microprograms for program flow control instructions such as JUMP or BRANCH elsewhere cause the

PC to be loaded with the address operand of the instruction. Moreover, microprograms for instructions
such as CALL or BRANCH subroutine first cause the SP to be used for storing in the stack the content of
the PC before loading the PC with the address operand. Then, the microprogram for an instruction such as
RETURN, which is used to terminate a subroutine, causes the SP to be used for retrieving from the stack the
address of the instruction following the CALL subroutine instruction, which is then loaded into the PC.
This architecture can be expanded to include additional address registers and other special purpose

address registers such as index registers, another PC and SP, additional accumulators and data registers,
and so on. And, the widths of the address and data bus can be increased, contingent upon fabrication
issues. Moreover, algorithmic instruction types can be supported since executing the desired activity of an
instruction is a matter of writing a microprogram to accomplish all of the required register-to-register
transfer activities.

9.4.5 Design with a General Purpose Microprocessor

The Z80 is a general purpose microprocessor, and it is available in a 40-pin dual in-line package (DIP). It
is an 8 bit machine, i.e., its data bus is 8 bits wide. It has also evolved into a great variety of similar
microprocessors. From a software development viewpoint, this machine has numerous features, as an
examination of its extensive instruction set and programming model, which is given in Figure 9.80, will
show. It has an accumulator (A), status or flag (F) register, six data registers (B, C, D, E, H, and L) that
can be paired for use as address registers (BC, DE, and HL), an SP, a PC, two index registers (IX and IY),
a register (I) that is used by its indirect vectored interrupt processing method, and a 7-bit counter register
(R) that can be utilized for DRAM refresh. Furthermore, it can quickly change programming context by
swapping with the alternate (primed) register set. Among its over 600 instructions, there are data
transfer, arithmetic, logical and rotate, branch (or jump), stacking, I=O, program control, exchange,
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block transfer, search, and bit manipulation instructions. Due to space limitations, the information given
here is necessarily limited. Complete information can be found in textbooks or the data book from the
manufacturer.
The pin assignment of the Z80 is shown in Figure 9.81. Power is supplied at pins 11 and 29, and a

conventional crystal-controlled oscillator is used to provide the system clock f at pin 6. If the load of
each system address bus bit is only one or two TTL loads, then the outputs a15a14 . . . a1a0 can drive the
system address bus. However, to accommodate a greater load, two unidirectional tristate octal buffers, as
shown in Figure 9.81, can be used. These buffers also have hysteresis, which helps to produce sharper bus
signals. Similarly, it is likely that the Z80 data signals d7d6 . . . d1d0 must be buffered to accommodate
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system data bus loading. A bidirectional buffer, as shown in Figure 9.81, can be used for this. Z80 control
signals must be used to control buffer direction. Also, define the system data bus by terminating it with
pull-up resistors. The Z80 control signals perform the following tasks.

RESET—This active low input resets the interrupt enable flag, clears registers I and R, causes all
control signals to become inactive, sets the interrupt processing method to method 0, and clears
the PC. When this input is released, the Z80 starts to fetch the first instruction code (op-code)
from the memory register with address held by the PC.

MREQ—This output becomes active whenever the Z80 is performing an operation, such as
op-code fetch or instruction operand fetch that references an external device with a 16 bit
address. It indicates that the address bus holds a valid address. The devices that respond are said
to be positioned in the memory space.

IORQ—This output becomes active whenever the Z80 is executing either an IN, for input, or an
OUT, for output, instruction, both of which reference external devices with an 8 bit address that
is placed on a7 . . . a0. It also indicates that the address bus holds a valid 8 bit address. The
devices that respond are said to be positioned in the I=O space, which is separate from the
memory space.

RD—This indicates that an external device must place valid data on the data bus, which the Z80
will soon accept.

WR—This indicates that the Z80 is driving the data bus with valid data.
M1—This output is active while the Z80 is fetching an op-code. The only other time it becomes

active is in response to a maskable interrupt.
HALT—This output becomes active when the Z80 has stopped fetching additional instructions

due to having executed a HALT instruction. The microprocessor can only continue instruction
execution upon activation of an interrupt input.

WAIT—This input, when active, causes the Z80 to hold constant its address and control signal
outputs until this input is released (no longer active). When referenced, a slow memory or I=O
device can cause the Z80 to wait by asserting the WAIT input until sufficient time has elapsed to
allow the device to respond to the reference.

RFSH—When active, this indicates that a6 . . . a0 holds the content of counter register R, which,
along with an active MREQ can be used to refresh dynamic memory.

NMI—Whenever this nonmaskable interrupt input goes through an active low edge, an internal
flip-flop is set, and other interrupts are disabled. The interrupt is said to be latched. At the
completion of every instruction, this flip-flop is checked, and if it is set, then the Z80 first stacks
the PC and then it loads the PC with $0066, where the first op-code of an interrupt service
routine must be located. This way of loading the PC in response to an interrupt is called a direct
interrupt, and it is intended for an unconditional and fast response to, for example, battery low
detected, temperature too high detected, or some other urgent situation, since it requires no
further action from the interrupting device.

INT—At the completion of every instruction the Z80 checks this maskable interrupt input. If it is
active and interrupts have been enabled with the EI instruction, then interrupt processing
commences according to the interrupt method stipulated by the IM i, i¼ 0, 1, or 2, instruction.
If i¼ 1, for the direct method, the PC is first stacked, and then it is loaded with 0038H, the
address used to obtain the first op-code of an interrupt service routine. If i¼ 0, for the vectored
method, the Z80 acknowledges the interrupt by asserting the IORQ line while the M1 signal is
active. This combined activity is then interpreted externally to be an interrupt acknowledge
signal, denoted by INTA. In response to the INTA signal, the interrupting device then has the
opportunity to place the op-code for the one byte Z80 instruction RST, N on the data bus,
where N¼ 0, 1, . . . , 7. Then, the Z80 stacks the PC and loads it with an address given by 8 N.
Thus, depending on N, a 3-bit code embedded within the RST instruction, the first op-code of
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the interrupt service routine can be located in one of eight memory locations. If i¼ 2, for the
indirect vectored method, the PC is first stacked, and then the Z80 acknowledges the interrupt
by asserting the INTA signal. In response to the INTA signal, the interrupting device must then
place a byte given by xxxxxxx0 on the data bus. The Z80 then uses this byte as the low address
byte and the content of the I register as the high address byte to fetch two consecutive bytes
from memory that are then loaded into the PC. Thus, the I register points to a 256 byte block of
memory, where there can be 128 interrupt vectors one of which is selected by the byte provided
by the interrupting device.

BUSRQ and BUSAK—The first signal is an input that indicates to the Z80 that an external device
wants to take control of the system bus. The Z80 completes execution of the present machine
cycle, takes its address, data, and tristate control signals into tristate, and acknowledges the
request with an active BUSAK signal.

Most of these signals are representative of the kinds of control signals that microprocessors have. Their
usefulness becomes more apparent as we look at the timing of microprocessor activity and the impact
this has on the design of hardware so that the microprocessor can accomplish read and write data
transfers. Figure 9.82 shows the Z80 timing diagram for an op-code fetch, and Figure 9.83 shows timing
diagrams for the other memory and I=O references. For the purpose of studying the timing of events, we
do not have to know actual binary assignments on the address and data bus lines. Therefore, the
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convention in these diagrams is intended to indicate when these signals either become relevant for the
operation at hand or switch to the present binary assignment, whatever it may be, from some previous
binary assignment.
As we look at the timing diagrams, it will also be useful to see how these signals are used. Figure 9.84

shows a schematic of a microcomputer designed according to the memory map of Figure 9.76. Whenever
possible, labeling is used to indicate connections.
Depending on the instruction, the Z80 uses from 4 to 23 clock cycles to execute an instruction. A

group of clock cycles within the execution time of an instruction that accomplishes a major activity is
called a machine cycle. Each clock cycle within a machine cycle is labeled with Ti, i¼ 1, 2, . . . , and all
activities occur at either leading or trailing clock edges. To better understand such groupings, suppose
that after executing many instructions that were retrieved from ROM, the Z80 is about to execute the
next few instructions located in memory shown in Figure 9.76.
The PC is set to PC¼ 1075H, pointing to the op-code at memory location 1075H. This is the op-code

for load accumulator with data using the two bytes that follow the op-code to form an address to point to
the data, i.e., LD A (C000H). This is a 3 byte instruction, and, according to the Z80 manual, it requires
13 clock cycles, which are grouped into four machine cycles, to execute.
Referring to Figure 9.82, at the leading edge of the first clock cycle T1 of the first machine cycle of this

instruction the Z80 asserts the M1 signal, and it drives the external address bus with the address 1075H.
At the trailing edge of clock cycle T1, it asserts the MREQ signal and the RD signal. At the time that RD
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becomes active, the Z80’s data bus input register is enabled to follow the content of the external data bus.
At the leading edge of clock cycle T3, the Z80’s data bus input register is disabled from following the
external data bus, and the content of this register is accepted as an op-code.
During the time interval from the trailing edge of T1 until just before the leading edge of T3, which is

slightly less than 1.5 clock cycles, external hardware has the opportunity to place the addressed data,
which will be processed as an instruction op-code, on the data bus. A designer must ensure that external
hardware is fast enough to do this in a timely manner. If it is necessary to use an external device with an
access time that is greater than this allotted time, then a counter, called a wait state generator, can be
used. Once the slow external device detects (by address and control signal decode) that it is supposed to
put valid data on the data bus, then it enables the wait state generator, which should be driven by the
system clock, to activate the WAIT input of the microprocessor for a number of clock cycles that will give
the device an opportunity to place data on the data bus. Each such clock cycle is called a wait state
(labeled with Tw), and the number of wait states needed will depend on the access time of the device
being referenced. If several external devices need to generate different numbers of wait states, then the
outputs of the wait state generators of all such devices can be OR’d to present just one wait input to the
microprocessor. Thereby, the machine can run as fast as each different external device will allow.
During the next 2 clock cycles, the received op-code is interpreted so that the Z80 becomes set to

perform two more memory references, called machine cyclesM2 andM3, to fetch each byte of the address
operand. Machine cycleM1 consists of 4 clock cycles, and while the Z80 is processing a retrieved op-code
during clock cycles T3 and T4, the address bus is available for DRAM refresh. During machine cycle M4,
the address C000H, which was obtained during M2 and M3, is placed on the external address bus, and
execution of this instruction is completed by transferring the content of memory location C000H to the
accumulator. Machine cycles M2 and M3 each require 3 clock cycles, and machine cycle M4 also requires
3 clock cycles. If whenever this RAM module is referenced, it issues wait states, then the actual number of
clock cycles required to execute this instruction will be more than 13 clock cycles.
Notice that the op-code determines the kind and number of additional machine cycles that are

necessary to complete execution of an instruction. It also determines how much the PC must be
incremented. Thus, whenever execution of an instruction has been completed, the PC is pointing to an
op-code of the next instruction. Furthermore, virtually all activity involves some kind of synchronized
register-to-register transfer.
The op-code at location 1078H is the code for the 1 byte instruction, ADD A, B. Since this addition

requires no additional memory reference, it requires 4 clock cycles (1 machine cycle) to execute. The next
instruction, i.e., OUT (01H), A, is a 2 byte instruction, and it requires 3 machine cycles to execute. Since
this is an OUT instruction, the Z80, during machine cycleM3 does the following: (1) transfers the address
01 H, which it obtained during M2, to the lower byte of the MAR to drive the lower byte of the system
address bus, (2) transfers the content of the accumulator to the data bus out register at the trailing edge of
T1 to drive the external data bus, which, as shown in Figure 9.83, incurs a set-up delay, (3) activates the
IORQ control signal at the leading edge of T2, which incurs a set-up delay, and (4) activates the WR
control signal, which also incurs a set-up delay, until the trailing edge of T3. Thus, the I=O device that is
supposed to receive the content of the accumulator has slightly less than 1.5 clock cycles during which it
must capture the content of the system data bus. By decoding the address, which for an I=O device is
called an I=O port address, and the control signals, an I=O interface can enable an external register to start
to follow the data bus shortly after IORQ and WR have become active. Then, by the time that the WR
signal becomes inactive, the external register should hold the content of the data bus.

9.4.6 Interfacing

The circuitry, or more broadly, the method that makes compatible the operations of devices so that these
devices can exchange signals (data or codes) is loosely called an interface. The devices on opposite sides of
an interface can be different in many ways. Interfacing two devices can encompass a variety of
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requirements, such as, for example, (1) impedance matching, (2) voltage or current level conversion, (3)
translation of control signal meanings, (4) protocol conversion, (5) signal timing alignment, (6) electrical
isolation, (7) exchange of status information, (8) data format conversion, and (9) resolution of other
incompatibility issues.
Figure 9.84 gives some examples of the goals of interface design. The unidirectional and bidirectional

buffers make compatible the drive (current source) capability of the microprocessor and the drive
requirements of the address and data bus. The particular control signals of the Z80 are interfaced to
the system control bus with combinatorial logic to provide drive as well as more explicit control signals.
The interfaces between the memory devices and the system bus utilize the address bus to position
memory in the desired locations in the memory space. We must be certain that only one device can be a
source to the data bus at a time. The interfaces also utilize control bus signals to produce the particular
kinds of control signals required by the memory devices and to activate memory at times compatible with
microprocessor timing.
Figure 9.84 also shows an input and an output port. The interface for this parallel I=O port also utilizes

the address bus, and, instead of using control bus signals that go active due to memory reference
instructions, it uses control bus signals that go active due to the IN and OUT instructions of the Z80.
For output, it decodes the control bus and the lower half of the address bus to enable (clock) the octal
latch to capture the content of the data bus at the right time and in response to the intended (its own)
address $01. Thus, by executing an output instruction, like the one located at address $1079 in Figure
9.76, the octal latch receives the content of the accumulator. For input, the interface decodes the address
and control bus to enable (take out of tristate) the octal buffer, which permits it to drive the data bus with
its input at the right time and in response to the intended address. Thus, by executing an input
instruction such as IN A, (01H), the accumulator will receive the byte at the buffer input. Depending
on the address decode logic, the I=O port can be positioned anywhere in the I=O space of the
microprocessor.
By using the MREQ control signal, instead of the IORQ control signal, and the entire address bus, I=O

ports can also be positioned in the memory space of the microprocessor. The variety of conventional
memory move instructions can then be used for I=O. Some microprocessors, like the M68HC11, do not
have I=O space separate from memory space and instructions for I=O in addition to memory move
instructions. Instead, no distinction is made between memory and I=O references. This eliminates the
need for explicit control signals that interface hardware requires to distinguish memory and I=O
references.
One or more parallel I=O ports can serve many different applications. With circuits like those given in

Figure 9.85, a bit of an output port can turn on and off a light or sound indicator, or DC or AC power
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FIGURE 9.85 Circuits for opto-isolated power control.
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supply to a load. With a set of bits, software can produce codes that control a device such as a printer.
Since the octal latch in Figure 9.84 has a tristate output, O=E could be controlled by address and control
signal decode from another microprocessor to place the octal latch output on another data bus. Thereby
we accomplish data transfer between two machines. Or, software can produce binary time functions to
control some process. An analog signal can be generated by outputting to a D=A converter, as shown in
Figure 9.86.
Through a parallel input port a program can receive information. This may be the position of a set of

switches, as shown in Figure 9.87, or the output of some kind of an encoder, such as a keypad encoder,
rotating shaft position encoder, A=D converter, as shown in Figure 9.88, or even data from another
microprocessor.
For data transfer from one system to another, the sender needs to know if the intended recipient is

ready to receive data. And, if the data has been sent, then has it been received? To facilitate asynchronous
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transfer of data, consider the output interface shown in Figure 9.89. This interface is the output
port given in Figure 9.84 and additional circuitry to support ready to receive data and data ready flags.
The sender can poll (obtain and check) the ready to receive data flag by inputting the data at the address
assigned to flags. If data bit di is reset (logic 0), then continue polling the ready to receive data flag. If
di is set (logic 1), then write data to the address assigned to be the data port, indivisibly reset the ready
to receive data flag, and set the data ready flag. Thereby the sender cannot find that the ready to receive
data flag is set until the recipient has found that the data ready flag is set, obtained the data, and set
the ready to receive data flag, however little or much time this takes. Notice that setting the ready to
receive data flag indivisibly resets the data ready flag. Thereby the recipient cannot find that data is
available until it is new data, however little or much time this takes. There must be provision to reset the
ready to receive data and data ready flags at system reset. The exchange of status information and the
action among the flags is called handshaking. Figure 9.90 shows an input interface that includes
handshaking. Here too, there must be provision to clear the data ready and ready to receive data flags
at system reset.
To accomplish data transfer, the I=O methods of Figures 9.89 and 9.90 require that a program must

continually poll the flags concerned with I=O. This works as long as the microprocessor is not required to
do anything else. If the microprocessor must be used to do other tasks, then I=O can be serviced by either
periodically polling I=O status flags or by using I=O status flags to interrupt the microprocessor while it is
executing some program. Periodic polling of status flags may or may not be satisfactory. This depends on
how much and how often I=O occurs.
Interrupt processing of the Z80, as well as the M68HC11, starts by asserting an interrupt input of the

microprocessor. If more than one device must interrupt the microprocessor then using a microprocessor
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with many interrupt inputs might be useful. Or, all interrupt sources can be wire OR’d with open
collector gates, as shown in Figure 9.91, to produce one interrupt signal. For example, the flip-flop output
Q for the ready to receive flag in Figure 9.89 and the flip-flop output Q for the data ready flag in Figure
9.90 could each be connected to an inverter input in Figure 9.91. Either or both flags can then interrupt
the processor. Any number of additional open collector gates could be added to include additional
interrupt sources. By this method, the microprocessor discovers the occurrence of an interrupt, but must
find out which device caused the interrupt.
If the Z80 is operating in direct interrupt mode, then the interrupt service routine, which starts at

address 0038H, can input all of the status flags, check which flags are set, and respond with service
priority determined by the software. Thus, any number of interrupts can be accommodated.
If the Z80 is operating in indirect vectored mode, then an interrupt causes it to respond with an active

INTA. The processor then accepts a byte from the data bus that must be provided by the interrupting
device, and this byte, along with the content of the I register, is used as an address to get the interrupt
service routine address from memory that is then loaded into the PC. Thus, the I register points to an
interrupt vector table, and each interrupting device can point to the address of its own service routine.
If there is more than one interrupt source, then, since only one device is allowed to drive the data bus, a

priority must be established, where the interrupting device with highest priority is serviced first. A daisy
chain can be used so that hardware determines priority. This is shown in Figure 9.92. The device connected
to the top of the chain has the highest priority. The INTA signal propagates down the chain until it is
blocked by a set status flag. This condition is then used to place a response to INTA on the data bus.
In applications, such as control, it is often necessary that a program keep track of elapsed time. This

can be accomplished with a circuit like the one shown in Figure 9.93. The 16 bit counter is clocked by the
system clock or a clock derived from the system clock. The state of the counter is compared to the output
of two registers, and a match, which clears the counter, is then used to interrupt the microprocessor.
Thus, through I=O ports, software can set the time interval between interrupts, which can be disabled
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(a write to the LSB) or enabled (a write to the MSB), and thereafter the microprocessor will be
periodically interrupted to perform tasks in real time.
Solutions to interfacing problems are not unique. Variables such as the number of I=O devices, I=O

device characteristics, amount of I=O, required response times, handshaking, software and hardware
trade-offs, cost of parts and eventual manufacture, etc. all influence interface design. Also, there usually
are numerous options to solving a particular problem. All of this requires an understanding of system
(microprocessor) bus activity to properly time the occurrence of data transfer events. Then, there are
issues of response to asynchronous events and status information about data transfer, polling and
interrupt processing, and hardware and software trade-offs.
Solutions to common I=O problems such as parallel I=O, serial I=O, timer functions, etc. are often

available within single IC packages. Typically, manufacturers of microprocessors provide a family
of compatible ICs for each microprocessor. This can simplify the design task and reduce package
count. Or, to reduce package count, consideration should also be given to combining gate level hardware
into a single package of a PLD. Standardizing I=O can also reduce I=O coats. For example, the universal
serial bus (USB) has been widely accepted to accommodate a great variety of I=O requirements.

9.4.7 Design with a Microcontroller

The M68HC11 is a microcomputer system within a single IC package. It is available in a 48 pin DIP and a
52 pin leaded chip carrier (LCC). In addition to the microprocessor, it can be configured for a variety
of resources within the same package. These additional internal resources can be ROM (PROM or
EPROM), RAM, parallel I=O ports, serial I=O ports, EEPROM, timer, and an A=D converter. Through a
reserved bank of 64 status=control and I=O registers, software can select modes of operation of this
additional hardware from a multitude of options. With these additional resources, especially the timer
and A=D converter, the device is also called a microcontroller.
The programming model of the M68HC11 is shown in Figure 9.94. Registers A and B are both

accumulators, and they can be used together as accumulator D for 16 bit add, subtract, multiply, and

373
OE

373
OE

7
Comparator CLR

16-bit
counter

CLK

16

CLR
D Q

INT

System clock

8

8

8

a7 – a1

d7 – d0

a0

IOW

MSB LSB

V +

FIGURE 9.93 Timer-counter circuit.

I ZS X H N V C

Condition code register (CCR) 

Stop disable Carry flag

Double accummulator D
Index register X
Index register Y

Stack pointer
Program counter

8 Bits 8 Bits

A B

FIGURE 9.94 Programming model of the M68HC11.

Digital Systems 9-105



divide instructions. The machine language (op-codes), instruction set, and mnemonics are not the same
as for the Z80, and so, the M68HC11 has its own assembly language.
The microcontroller also has different modes of operation. One of four modes is determined by the

inputs at the two pins labeled MODA and MODB. These modes are MODB¼ 0, MODA¼ 0, special
bootstrap, (01) special test, (10) normal single chip, and (11) normal expanded. We will consider the
single chip and expanded modes of operation.
The M68HC11A8 is a version that has eight analog input channels, and in normal expanded mode of

operation its pin functions are shown in Figure 9.95, which gives a diagram of a conventional micro-
computer. Notice the selection of the normal expanded mode. For convenient reference, 38 of the 52 pins
are grouped and labeled as follows: port A¼ pins 27–34, port B¼ pins 35–42, port C¼ pins 9–16, port
D¼ pins 20–25, and port E¼ pins 43–50. The remaining pins are used for power supply (VSS¼ pin 1 and
VDD¼ pin 26), the crystal for the internal clock circuit (pins 7 and 8), RESET (pin 17), nonmaskable
interrupt ðXIRQ ¼ pin 18Þ, maskable interrupt ðIRQ ¼ pin 19Þ, control bus (AS¼ pin 4, E clock¼ pin 5,
and R=W¼ pin 6), and analog input range (VRL¼ pin 51 to VRH¼ pin 52).
Port B provides the upper address byte. Port C is the data bus, and, to economize on the package pin

count, the lower address byte is time-multiplexed with the data bus. The control signal AS, for address
strobe, signifies when the data bus contains the lower address byte. The 74HC373 captures the lower
address byte when AS is active. Thus, the external system address bus consists of port B and the output of
the octal latch. The remainder of the control bus consists of the R=W signal and the E clock signal, which
has a frequency equal to one-fourth the system clock frequency.
Since all I=O is memory mapped, the timing of system bus activity is especially straightforward. Figure

9.96 shows M68HC11 timing for all external memory references. After the lower address byte has been
captured, the E clock goes high, the data bus is available for data transfer, and the R=W signal determines
the direction. The E clock and the R=W signal together control read and write operations. During a read
operation, the M68HC11 begins to follow the data bus at the leading edge of the E clock, and it accepts
the content of the data bus at the trailing edge of the E clock. Thus, external hardware has slightly less
than 2 clock cycles to provide valid data. During a write operation, the microprocessor begins to drive the
data bus with valid data at the leading edge of the E clock. Thus, external hardware has slightly less than
2 clock cycles to follow the data bus, and at the trailing edge of the E clock it must accept the content of
the data bus. All external memory references require one E clock cycle.

EXTAL
XTAL

Port A

MODA
MODB

V +

V +

V +

V +

V +

V +

V +

V +

V +

V +

V +

MC
34064

V RH

V RL PE
8

IRQ
XIRQ

RESET

PD
6

6

MC
34064

OE
373

88

OE
373

88

AS

Port C

Port B
8 8

E
R / W

244

a15 – a8

a12 – a0

a12 – a0

a12 – a3

d7 – d0

d7 – d0

d7 – d0

d7 – d0

a7 – a0

d7 – d0

Address bus

MR

MW

G
245

8

D
8

Data bus

138

0

7

138

0

7

G1

G2

244

13 CS
8 K

ROM
2764
OE

8

13 CS
8 K
RAM
6264

RD

8

WE

8

10

a15
a14
a13

a2
a1
a0

MR
MR

MR MW

MW

8
In

Out

I / 0 expansion

M68HC11

R / W

E

AS

FIGURE 9.95 M68HC11A8-based microcomputer.

9-106 Analog and VLSI Circuits



At power-up, an active low reset is accomplished with the MC34064 device in Figure 9.95. The output
of this device switches low whenever its input supply is below a particular limit, and the output goes into
tristate whenever its input exceeds a particular limit. Upon reset, the microprocessor initializes internal
registers to default conditions, and then it reads memory locations $FFFE and $FFFF to obtain the reset
vector that it loads into the PC. Thus, a designer can locate code that is to be executed at reset almost
anywhere in the memory space.
Interrupt processing occurs in a similar way. Just prior to fetching each op-code the microprocessor

checks the IRQ input. If it is active, and if the I-bit (interrupt mask) in the CCR is reset, then the
microprocessor stacks 9 bytes (PC, D, IX, IY, and CCR) from the registers in its programming model,
disables further interrupts by setting the I-bit, and then it reads memory locations $FFF2 and $FFF3 to
obtain a vector that is loaded into the PC. The vector is the address of (points to) the first instruction of
the IRQ interrupt service routine, which means that a designer can locate this service routine almost
anywhere in the memory space.
The response to many interrupting sources can be handled in the same way as is illustrated by

Figures 9.89 through 9.91, where the flags of interrupting devices are wire OR’d into one interrupt
input to the microprocessor. Then, upon an interrupt, the service routine must first find out which device
caused the interrupt. The control bus does not provide any special means to accomplish this. Moreover,
as the service routine responds to each interrupt, there must be provision to clear each associated
interrupting flag.
With the same vectored method, the M68HC11 is designed to accommodate numerous other external

and internal sources of interrupts such as internal timer overflow, illegal op-code, software interrupt,
nonmaskable interrupt, to name a few. Each interrupt is associated with two particular memory locations
within the vector table, where its vector must be placed. This provides flexibility, and it does not require
additional hardware for a reaction by an interrupting device to further control signals.
With the resources and method of interrupt processing of this microprocessor, the memory map of an

M68HC11-based system is somewhat fixed. Figure 9.97 shows the memory map of the system given in
Figure 9.95.
Through access to the system bus, additional memory and I=O ports can be added to this system. There

are some restrictions. Internal address and control signal decoding positions the internal EEPROM block to
start at memory location $B600. Because of its long write cycle time, we cannot store data into this memory
with just a regular memory write instruction. There must be nonvolatile memory at the top end of the
memory space to hold the vector table. The positions of the internal RAM and the control register block are
programmable. The default locations are given in Figure 9.97. They can be positioned to start at any 4K
boundary according to the data stored in the INIT register, which has address $103D after reset.
Many pins of the M68HC11 serve more than one purpose. For example, the mode select inputs are

read during reset to determine the mode of operation. Thereafter, MODA is an active low output that

Clock
as

E  clock

a7 – a0 / d7 – d0

a7 – a0 / d7 – d0

T1 T2 T3 T4 T1

R / W

R / W

a15 – a8

a7 – a0

a7 – a0 d7 – d0 Read

d7 – d0 Write

FIGURE 9.96 M68HC11 timing diagram for external memory references.
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becomes active during the first E cycle of each instruction. This is useful for debugging to know when the
data bus must hold an op-code. The MODB pin can be used to provide standby power to maintain the
content of the internal RAM when VDD is not present.

Port A can serve as three input pins (PA0–PA2), four output pins (PA3–PA6), and one pin (PA7) that
can be configured for input or output, depending on the data direction control bit labeled DDRA7 in the
PACTL register at memory location $1026. From a programmer’s viewpoint, port A is a memory register
with address $1000, and the register that controls its I=O functionality is another memory register.

The M68HC11 has a free-running 16 bit counter that is clocked by the output of a programmable
prescaler, which is clocked by the E clock. The 2 bytes of the counter can be read through buffers at
locations $100E (high byte) and $100F (low byte). All M68HC11 timer functions are based on this
counter. The 29 registers at locations $100B–$1027 are all concerned with using and configuring various
kinds of timer functions. Thus, software can initiate a periodic real-time interrupt (RTI), which has an
associated RTI vector located at $FFF0 and $FFF1.
Another purpose of port A is to provide access to some of these timer functions. For example, pins

PA0–PA2 can be used to measure the edge-to-edge time durations of incoming pulses. The M68HC11
contains circuitry for edge detection, and for each input the edge polarity that is to be detected is
programmable. Also, for each input there is a unique interrupt vector location associated with edge
detection. Thus, to measure the period of a pulse train input at PA0, for example, the counter state must
be captured upon an edge detection. For PA0, counter capture is controlled by the IC3F flag in register
TFLG1 at location $1023. Registers at locations $101A and $101B receive the counter state. For PA0, edge
detection interrupt is enabled with the IC3I flag in register TMSK1 at location $1022. The vector for this
interrupt is located at $FFEA and $FFEB. If the I-bit in the CCR is reset, then an edge at PA0 will receive
interrupt service, which should read the captured counter. Comparing counter states from successive
edges of the same polarity can then be used to find the period.
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$0FFF

$0100
$00FF
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$E0

Port A

RESET

Register bank
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$B800
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$FFFF
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FIGURE 9.97 Memory map and sample ROM content.
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Port D can serve as a general purpose 6-bit I=O port with address $1008. The direction of each bit is
programmable through the DDRD register at location $1009. When serial communication is enabled,
this port provides asynchronous serial input (RxD) at PD0 and serial output (TxD) at PD1. The baud rate
is controlled by the contents of the BAUD register at location $102B. The five registers at locations
$102B–$102F are all concerned with using and configuring asynchronous serial communication. From a
programmer’s viewpoint serial I=O are accomplished by a parallel read from and parallel write to
memory location $102F, respectively. There are actually two responsive registers at this address that
are distinguished by the R=W signal.

The other four pins of port D provide synchronous high speed serial communication. Pins PD3 and
PD2 are used for transmitting and receiving serial data, respectively. Pin PD4 carries a clock signal to
synchronize data transfer, and pin PD5 can be used to indicate the start of a data transfer. The three
registers at locations $1028–$102A are all concerned with using and configuring synchronous serial
communication. To reduce package size, pin count and communication paths, there are numerous
devices that use serial I=O. Through port D, the M68HC11 can communicate with, for example, serial
in LED=LCD display drivers, serial data out A=D converters, serial in=out EEPROMs, or even another
microprocessor.
Port E can serve as an 8-bit digital input port with address $100A. These inputs are also each

connected to a sample and hold circuit and then to an eight channel analog MUX, the output of
which goes to a successive approximation A=D converter. The A=D converter produces an unsigned
8-bit number that is proportional to a DC voltage in the range VRL to VRH. An analog input equal to
VRL (VRH) yields an A=D conversion result of $00 ($FF). Each A=D conversion requires 32 E clock
cycles. Flags in register ADTCL at location $1030 control A=D conversion. Four consecutive conversions
of a single channel, or one conversion of each of the lower four or the upper four channels can be
obtained, depending flags in the ADCTL register. A=D conversion results are available from registers at
locations $1031–$1034.

Needless to say, the M68HC11 is a complex machine with many options among its numerous
features under software control. Features such as software security, failure detection and recovery,
power-down=standby, and others have not been discussed.

In the single-chip mode as shown in Figure 9.98, ports B and C and the control signals serve other
purposes. Here, port B is an 8-bit output port with address $1004. Pin 6, which is the R=W signal in the
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FIGURE 9.98 M68HC11 microcontroller used for a three button and four-digit LCD display device.
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expanded mode, can now be configured as an output strobe (STRB) that produces a pulse whenever a
write to $1004 (port B) occurs. Port C is a general purpose I=O port with address $1003, and its data
direction is controlled by the DDRC register at location $1007. The eight pins of port C also go to a
register with address $1005. Pin 4, which is the AS signal in the expanded mode, is now an input strobe
(STRA). An edge, the polarity of which is programmable, at this input will cause the data at the port C
pins to be latched into the register PORTCL with address $1005. Full handshaking is implemented,
because when data are latched into the PORTCL register, the flag STAF in SR PIOC at location $1002
becomes set, and after both the flag and PORTCL have been read, the flag becomes reset.
In single-chip mode, there can be as many as 27(12) output bits and 11(26) input bits, depending on

data direction control, or fewer I=O bits if some of these pins are used for A=D, serial communication, or
timer functions. Moreover, software must reside in the internal 8K byte ROM of the M68HC11A8 or the
internal 12K byte ROM of the M68HC11E9. Like external ROM, this ROM is positioned at the top end of
the memory space. It must receive its content at the time of manufacture. With some restrictions, it can
be enabled or disabled by the ROMON flag of the CONFIG register at location $103F. This is a special
one byte EEPROM so that it will retain its content through power-down and power-up cycles. The
M68HC711E9 is an EPROM version of the M68HC11E9. The EPROM can be programmed=erased in the
field for development in the single-chip mode. There is also an OTP version of the E9. There are several
other members of the M68HC11 family of microcontrollers with varying amounts of hardware resources.
Recently, the M68HC11 has evolved into the M68HC12. In addition to more of the resources available

in the M68HC11, the M68HC12 has two expanded modes of operation using either an 8 bit data bus or a
16 bit data bus. Most noteworthy of this processor is its extensive and complex instruction set. In
particular, there are instructions that make it convenient to implement fuzzy logic controllers, including
fuzzification, inference engine, and defuzzification computing.
In contrast to the evolution of the M68HC11, the MSP430 microcontroller family from Texas

Instruments has a very small instruction set, like an RISC machine, with instructions executing in single
clock cycles. With its 14 bit A=D converter and fast multiply and accumulate instructions, it can be
applied to do digital signal processing. Operating on 3 V, this processor is particularly well suited for low
voltage, low power consumption, and portable applications.
The 8051-based family of microcontrollers from Intel has been widely utilized over the past three

decades in embedded systems. It is manufactured by many companies. The Harvard architecture of its
CPU is a distinctive feature of the processor.
The PIC microcontroller family from Microchip, Inc. is particularly easy to employ. Like most

microcontrollers, it can be programmed in C, assembly language, and BASIC. Very low-cost develop-
ment tools are available for it.
All of these microcontroller families are available with a variety of resources including ROM, RAM,

EEPROM, parallel and serial I=O, A=D conversion, timers, LCD drivers, flash memory, and more within
a package. When single package hardware resources can match application requirements, economical
and compact hardware designs can be achieved.

9.4.8 Design Guidelines

Looking back at Figure 9.67, we see that its simplicity is deceptive. Nonetheless, in view of Figure 9.98 or
even Figure 9.84, Figure 9.67 represents the typical embedded microprocessor application. To use a
microprocessor requires an awareness of what may seem like an untold amount of information (facts).
This should not and cannot be avoided. Time spent in the beginning to know the details will likely save
time and expense that may have to be spent later to make revisions. Here, we have only raised a few issues
to see the possibilities.
As we look at different processors we find that while the programming model, instruction set,

and hardware resources change, hardware design is concerned with interfacing to achieve electrical,
timing, and functional compatibility. There are some important principles that carry over from one
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microprocessor to another. It is a component that is fundamentally intended to provide trade-offs
between hardware and software. This is a matter of degree, and will vary from one application to
another. Much care must be taken to suitably allocate the hardware=software trade-offs.
Software and hardware development tools such as software simulators, hardware in circuit emulators,

logic analyzers, cross-assemblers and cross-compilers, real-time kernels, and others are necessary to be
competitive in product development. Software will likely carry the greater burden to achieve products
that function according to desired modes of operation, and it will also incur the greater development cost.
All of the manufacturers of microcontrollers mentioned above provide low-cost evaluation modules

and software development tools. Once an application has been well defined, methods of implementation
are sufficiently understood and required resources have been specified, it is worthwhile to exercise
evaluation modules of several different microcontrollers to compare and find that microcontroller best
suited for incorporation into the application.
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9.5 Systolic Arrays

Kung Yao and Flavio Lorenzelli

9.5.1 Concurrency, Parallelism, Pipelining, and Systolic Array

9.5.1.1 Motivations and Definitions

Real-time high throughput rate processing constitutes one of the most demanding aspects of modern
digital signal processing. In order to achieve the desired throughput rate, various forms of concurrent
operations are needed. ‘‘Concurrency’’ denotes the ability of a processing system to perform more
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than one operation at a given time. Concurrency can be achieved through either parallelism or
pipelining, or both. ‘‘Parallelism’’ addresses concurrency by replicating some desired processing
functions many times. High throughput rate is achieved by having simultaneous operations per-
formed by these functions on different parts of the program. On the other hand, ‘‘pipelining’’ tackles
concurrency by breaking some demanding part of the task into many smaller simpler pieces, with
many corresponding processing elements (PEs), so that processing can be performed in a pipeline
manner. This digital pipe is arranged so that it is capable of processing the instructions and data
independent of the number of PEs in the pipe. Then, high throughput rate can be achieved by having
fast PEs in the pipe. As we shall see, a ‘‘systolic array’’ can exploit both the parallelism and pipelining
capability of some algorithms.
The term systolic array was coined by Kung and Leiserson [2] to denote one simple class of concurrent

processors, in which processed data move in a regular and periodic manner similar to that of the systolic
pumping action of the blood by the heart. The earlier definition of a systolic array by Kung [3] requires
(1) only a small class of PEs is in the array, with each element in a class performing identical operation;
(2) all operations are performed in a synchronous manner independent of the processed data—the only
control data broadcast to the PEs is the synchronous clock signal; and (3) the PEs have only nearest-
neighbor communications. These regular structure and local communication properties of a systolic
array are consistent with efficient modern VLSI designs. Later, various extensions of these assumptions
were made (1) some of the PEs can perform a limited number of different functions, depending on
the presence of some control data; (2) wavefront array allows PEs to start=end=control their own
processing tasks, depending on the data; and (3) PEs can have communications to few nearby neighbors;
wraparound communications among PEs located at the edge of the array are allowed.
Systolic arrays can be designed as linear arrays or two-dimensional rectangular or triangular arrays. In

Figure 9.99a, consider a uniprocessor system requiring m time unit to complete a basic operation. If some
task requires N such repeated identical operations, the effective throughput rate of this system is given by
ra¼ 1=Nm. In Figure 9.99b, consider a linear array consisting of a single pipe with N such PEs. Then the
rate of this linear systolic array is given by rb¼ 1=m. This demonstrates the pipelining aspects of the array.
In Figure 9.99c, consider a rectangular array consisting ofM pipes, with each pipe having N PEs. The rate
of this rectangular systolic array is given by rc¼M=m. This demonstrates both the pipelining and
parallelism of the array. While the three models in Figure 9.99 are overly simple, nevertheless they
demonstrate the fact that if a given task can be designed for systolic processing, different systolic arrays
can yield significantly higher throughput rates as compared to a uniprocessor of a given capability. This is
the most basic aspect of systolic processing in which a higher hardware complexity is traded for a higher
throughput rate.
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FIGURE 9.99 (a) A uniprocessor system, (b) a linear systolic array, and (c) a rectangular systolic array.
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9.5.1.2 Systolic Arrays for Correlation

Consider the linear correlation of a data sequence {x1, x2, . . . , xM} with a weight sequence {a1, a2, . . . , aN}
to yield an output sequence {y1, y2, . . . , yM�Nþ1} given by yi¼ a1xiþ a2xiþ1 þ � � � þ aN xiþN�1¼
SN
J¼1ajxiþj�1, i¼ 1, 2, . . . , M�Nþ 1. For the case of N¼ 3 and M>N, we have

y1 ¼ a1x1 þ a2x2 þ a3x3
y2 ¼ a1x2 þ a2x3 þ a3x4
y3 ¼ a1x3 þ a2x4 þ a3x5

..

.

Here, we show two of many possible systolic arrays that can implement the above correlation operations.
Design B1 in Figure 9.100a uses three identical PEs to perform the accumulation (multiply and add)
operation. Here, the weights ai are preloaded to the cells and stay throughout the computation. Partial
results yi move systolically from cell to cell. Starting at the third iteration, y1, y2, . . . , are outputted from
the rightmost cell at the rate of one output per iteration. For each iteration, an xi is broadcast to all the
cells, and a yi, initialized to zero, enters the leftmost cell. The broadcasted data xi is marked with an arrow #
in Table 9.12. Indeed, by comparison we see y1, y2, and y3, outputted at iteration T¼ 3, 4, and 5, agree
with those given from the correlation equations.
In design B2, shown in Figure 9.100b, each input xi is again broadcasted to each cell, each yi stays at

each cell to accumulate terms, while the weights ai circulate around the cells in the array. A tag bit is
associated with a1 to reset the contents of the accumulator, while a tag bit is associated with a3 to output
the contents of the accumulator after the first two iterations. Data movements in design B2 are shown in

x3 x2 x1

y3 y2 y1

x3 x2 x1

yout

xin

yin yout

xin

ain aout

yin + a · xin yout

a3 a2a1

ain aout
yout

y + ain · xin y

y1 y2 y3a1

a y

a2 a3

(a) (b)

FIGURE 9.100 (a) Systolic array design B1 for correlation; and (b) systolic array B2 for correlation.

TABLE 9.12 Data Movement in Design B1

Iteration Cell 1 Cell 2 Cell 3

T¼ 1 x1
#
a1 x1

#
a2 x1

#
a3

T¼ 2 x2
#
a1 a1a1 þ x2

#
a2 x1a2 þ x2

#
a3

T¼ 3 x3
#
a1 x2a1 þ x3

#
a2 x1a1 þ x2a2 þ x3

#
a3 ! y1

T¼ 4 x4
#
a1 x3a1 þ x4

#
a2 x2a1 þ x3a2 þ x4

#
a3 ! y2

T¼ 5 x5
#
a1 x4a1 þ x5

#
a2 x3a1 þ x4a2 þ x5

#
a3 ! y3
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Table 9.13. Note that resets occur at cell 1 at iteration 1, cell 2 at iteration 2, cell 3 at iteration 3, cell 4 at
iteration 4, etc. Similarly, output y1 occurs from cell 1 at iteration 3, y2 from cell 2 at iteration 4, y3 from
cell 3 at iteration 5, etc.

9.5.1.3 Systolic Array Design Techniques

Systolic array designs, as shown above for the correlation case, can be obtained by ad hoc approaches.
More formal procedures for the systematic design of systolic arrays have been proposed by Moldovan [7],
Quinton [9], Kung [5], Rao [10], Darte and Delosme [1], and others. All those more formal procedures
are collectively referred to as dependence graph mapping techniques for systolic array design.
In this approach, an algorithm must be formulated in the ‘‘single assignment algorithm’’ form. Each

variable has a unique value during the evaluation of the algorithm. Those variables with multiple values
can be converted to single values by vectorizing the variables through the introduction of new indices.
As an example, consider the matrix multiplication of C¼AB, where A¼ [aik] is N13N3, B¼ [bkj] is
N33N2, and C¼ [cij] is N13N2. A conventional formulation of this algorithm contains the expression,
cij¼ cijþ aik bkj for i¼ 1 to N1, j¼ 1 to N2, and k¼ 1 to N3. We note, cij has multiple values for k¼ 1, . . . ,
N3. We can modify it to have single values by replacing it by the variable cijk. The previous equation for cij
then becomes cijk¼ cij(k�1)þ aik bkj, cij0¼ 0, cijN3

, i¼ 1, . . . , N1, j¼ 1, . . . , N2, k¼ 1, . . . , N3.
All algorithm variables are assumed to be indexed variables with V variable names, denoted by the

generic names of Vm, 1�m�V. In the above matrix–matrix multiplication problem V¼ 3, and we can
take X1,¼ c, X2¼ a, and X3¼ b. For each variable name, the domain of the index vectors is a subset in an
S-dimensional space. This subset is called the algorithm’s ‘‘index space’’ and S is its dimension. For most
iterative signal processing problems, time is usually one of the index space coordinates. For the preceding
matrix–multiplication problem, we need to propagate aik across the j variables as well as bkj over the i
variables in order to perform the basic multiplication operation. These and aik and bkj are propagating
variables because they involve no computations, but need to be made available at various stages of the
computation. In the matrix–matrix problem, clearly S¼ 3 and the index space is S0¼ {(i, j, k): 1� i�N1,
1� j�N2, 1� k�N3,}. Furthermore, the initializations of the new variables are given by a(i, 0, k)¼ aik,
b(0, j, k)¼ bjk, c(i, j, 0)¼ 0, c(i, j, N3)¼ cij, and the algorithm is finally given by a(i, j, k)¼ a(i, j, �1, k),
b(i, j, k)¼ a(i �1, j, k), c(i, j, k)¼ c(i, j, k� 1)þ a(i, j, j)b(i, j, k), for (i, j, k)2 S0.

In general, a point (or node) in the index space is called an ‘‘index point.’’ Thus, Xm(I) is the variable
Xm defined at the index point I. A dependence graph mapping is a representation of a single assignment
algorithm, where the dependencies among the variables are represented by directed arcs among the
nodes. A basic property of the class of algorithms of interest is that of ‘‘shift-invariance.’’
An algorithm is shift-invariant if the dependence graph is regular. That is, X(I) depends on Y(J), then

X(IþK) depends on Y(JþK) for all I, J, and K in the index space. Three well-known shift-invariance
algorithms include

1. Uniform recurrence equations (URE): X1(I)¼ F1(X1(I�D1), . . . , XV(I�DV)), Xi(I)¼Xi(I�Di),
2� i�V. Computation occurs only in F1(�) and propagations in all the other variables, Clearly,
the final form of the above matrix–matrix multiplication algorithm is a URE algorithm with

TABLE 9.13 Data Movement in Design B2

Iteration Cell 1 Cell 2 Cell 3

T¼ 1 0þ a1 x1
#

a3 x1
#

a2 x1
#

T¼ 2 a1x1 þ a2 x2
#

0þ a1 x2
#

a2x1 þ a3 x2
#

T¼ 3 a1x1 þ a2x2 þ a3 x3
# ! y1 a1x2 þ a2 x3

#
0þ a1 x3

#

T¼ 4 0þ a1 x4
#

a1x2 þ a2x3 þ a3 x4
# ! y2 a1x3 þ a2 x4

#

T¼ 5 a1x4 þ a2 x5
#

0þ a1 x5
#

a1x3 þ a2x4 þ a3 x5
# ! y3
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V¼ 3, F1(�)¼ c(i, j, k), with X1(�)¼ c(�), X2(�)¼ a(�), X3(�)¼ b(�), I¼ (i, i, k), D1¼ [0, 0, 1]T,
D2¼ [0, 1, 0]T, and D3¼ [1, 0, 0]T.

2. Generalized uniform recurrence equations (GURE): Xm(I)¼ Fm(Xm1(I�Dm1), . . . , Xmk(m)

(I�Dmk(m))), 1�m�V, where m1, . . . , mk(m), belongs to {1, . . . , m}. In GURE, we can have
computations in all V functions of Fm(�). The number of independent variables mk(m) depends
on each m. The shift index dependence, I�Dmi, is fixed for each Xmi.

3. Regular iterative algorithm (RIA): Xm(I)¼ Fm(Xm1(I�Dm1,m), . . . ,Xmk(m)(I�Dmk(m)m)),
1�m�V. Here, the shift index dependency, I�Dmi,m, is not fixed but is a function of mi and m.

Each processor of the systolic array is assumed to have all the necessary computational modules to
compute Fm(�). For URE, we need only one such module, but for GURE and RIA, we need V modules.
The time required for the computation of Fm(�) is denoted by tm, and the minimum time between such
computations is denoted by hm. In most cases, we can set tm and hm to unity. The design of a processor
array to perform the algorithm requires spatial and temporal assignments. Each Xm(I) must be assigned
to a processor at each integral time slot. The processor ‘‘allocation function,’’ A(I) assigns all variables
with the index I to the processors in the array. The ‘‘scheduling function,’’ Sm(I), assigns the start of the
computation for the variable Xm(I). The simplest form of scheduling and processor allocations are based
on the projection of the high multidimensional dependence graph onto the lower dimensional processor
array. Variables represented by nodes in the dependence graph are mapped to processors which perform
the computations. The directed arcs of the dependence graphs are transformed to physical communica-
tion links in the processor array.
The essence of the allocation function A(�) is thus to return for every index value I 2 S0 a vector which

indicates the processor in charge of the computation represented by a point in a lower dimensional space.
Analogously, the scheduling function Sm(�) provides the relative start of the execution for the computa-
tion indexed by I. These two functions cannot be chosen independently because two computations
assigned to the same processor cannot be scheduled for the same time (‘‘compatibility constraint’’).
Additional details on this constraint are given later. While in principle A(�) and Sm(�) can be any function,
we shall consider only ‘‘affine functions,’’ in the sense that A(I)¼ATI, Sm(I)¼lTiþ gm, where A is a
suitable matrix, l a vector, and gm an integral constant.

The dependence graph of an algorithm can be interpreted as a ‘‘lattice’’ embedded in a multidimen-
sional integral space (i.e., a proper bounded subset of Zs, where Z is the set of relative integers), enclosed
in a convex polyhedron. We assume the lattice to be ‘‘dense’’ in the sense that all the integral points in it
correspond to actual computations. The whole procedure of mapping an algorithm onto a systolic-type
processor consists of two conceptually different but interdependent operations of using a space trans-
formation and a time transformation. The former actually ‘‘projects’’ the dependence graph onto a lower
dimensional structure which then can be mapped one-to-one onto the physical array, while the latter
gives the start of the execution of each computation.
For simplicity, consider the projection of the S-dimensional space onto an (S� 1) dimensional

processor space. The more general problem of projecting the dependence graph onto an (S� p)-
dimensional space (p	 1) can be expressed using a similar but more involved notation and is omitted
here. Instead of considering allocation functions, we refer to the ‘‘projection vector u,’’ which is
orthogonal to the processor space onto which we project. Assume that we have chosen both the
projection and the scheduling vectors (u and l, respectively). For normalization purposes, they are
chosen to be coprime vectors, such that the greatest common divisor of their components is 1, and their
first nonzero element is positive.
Two sets of constraints must be satisfied by u and l. Assume nodes I and J are located along a direction

parallel to the projection vector u such that J¼ Iþa u, a 2 Z. Then, the computations associated with the
two nodes will be projected onto the same processor. Consequently, compatibility constraint requires that
they be performed at different times. Analytically, this is equivalent to jlTuj l maxm¼ 1, . . . ,Vhm, which for
hm¼ 1 simplifies to jlTuj> 0. Thus, for this case l and u cannot be perpendicular. Furthermore, the
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quantity c¼DjlTu j represents the number of time slots between successive calculations scheduled on the
same processor. 1=c is sometimes called the ‘‘efficiency’’ of the processors because the larger the c, the more
time the processors can idle. One common approach is to select the projection vector and the scheduling
vector to achieve the highest efficiency, with c being as close to 1 as possible.
Consider the case in which the variable Xm(I) depends on Xn(I�Dnm). The ‘‘precedence constraint’’

implies the calculation of Xn(I�Dnm) must be scheduled to be completed before the start of the
calculation of Xm(I). Analytically, the precedence constraint is equivalent to lTDnmþgm�gn	 tn¼ 1,
for all 1�m� v and for all dependences Dnm. If the g constants are chosen to be all equal, the precedence
constraint becomes lTDnm	 1 8m¼ 1, . . . , V.
Assume the precedence and compatibility constraints are satisfied and l and u are coprime vectors.

Then it is possible to extend both vectors to two unimodular matrices. A matrix with integral entries is
called ‘‘unimodular’’ when its determinant is equal to 
1. This implies that they admit integral inverses.
The unimodular extension of coprime vectors is not unique. We will choose U and L to be the
unimodular extended matrices that have u and l, respectively, as their first columns. It is possible to
show that the columns of any S-dimensional unimodular matrix can constitute a basis for the space ZS.
Moreover, if we denote s1, . . . , ss to be the columns of S¼U�T, then we have s1

Tu¼ 1 and s1
Tu¼ 0 for

all i¼ 2, . . . , S. Therefore, {s2, . . . , ss} will be a basis of the processor space of the resulting logic array.
Similarly, the first column of T (the inverse of LT) t1, represents the direction in which time increases by
one step; i.e., it is the vector defining the hyperplane of the points computed at the same time. The other
columns of T (denoted by t2, . . . , ts) are a basis of such a hyperplane.

If we denote by Sþ¼ [s2, . . . , ss] the matrix basis of the processor space, the allocation function and
the scheduling function have the form A(I)¼Sþ

T I, Sm(I)¼lTIþgm, m¼ 1, . . . , V. With these elements
we can have the complete description of the final array. The processors are labeled by A(I)¼Sþ

T I as I
ranges over the index space. The dependences Dnm are mapped onto communication links Sþ

T Dnm and
the delay registers on such links must be in number equal to lTDnmþgm�gn� tn¼lTDnm� 1.

Reconsider the systolic correlation problem using the weights {a1, . . . , ak} and the data {x1, . . . , xn}, as
discussed earlier. Recall the correlation is given by yi¼ a1xiþ a2xiþ1þ � � � þ akxiþk�1, 1� i� nþ 1� k. A
recurrence equation formulation of this equation is given by y(i, j)¼ y(i, j� 1)þw(i, j)x(i, j), y(i, 0)¼ 0, yi¼ y
(i, k); w(i, j)¼w(i� 1, j), w(1, j)¼ aj; and x(i, j)¼ x(iþ 1, j� 1), x(i, 0)¼ xi�1, all with 1� i� nþ 1� k,
1� j� k. A dependence graphical representation of these equations is shown in Figure 9.101a.
A URE reformulation of the recurrence equations yields X1(I)¼ y(i, j)¼ F1(X1(I�D1), X2(U�D2),

X3(I�D3)), X2(I)¼w(i, j)¼X2(I�D2), X3(I)¼ x(i, j)¼X3(I�D3), with the index point I¼ [i, j]T and
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FIGURE 9.101 (a) Two-dimensional dependence graph and (b) one-dimensional dependence graph.
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displacement vectors D1¼ [0, 1]T, D2¼ [1, 0]T, and D3¼ [�1, 1]T. In particular, consider the URE
representation of the B1 design based on the choice of u¼ [1, 0]T, Sþ¼ [0, 1]T, l¼ [1, 1]T, gm¼ 0,
m¼ 1, 2, and 3, and tn¼ hn¼ 1, n¼ 1, 2, and 3. Then, the two-dimensional graph of Figure 9.101a is
projected onto the one-dimensional graph of Figure 9.101b. Specifically, for any index I¼ [i, j]T, the
processor allocation function yields A(I)¼Sþ

T I¼ j, i� j� k, which is a valid projection from two-
dimensions to one. On the other hand, the index point for each input data x1 (with variable name of X3)
is given by I¼ [i, l� iþ 1]T, l¼ 1, . . . , n. Then the scheduling function S3(I) is given by S3(I)¼ lTI¼
[1, 1] [i, l� iþ 1]T¼ iþ l� iþ 1¼ lþ 1, l¼ 1, . . . , n. This indicates each x1 for the previously given I
must be available at all the processors at time lþ 1. Thus, there is no propagation and this means all the
x1 must be broadcasted to all the processors. However, the simplistic definition of a systolic design does
not allow broadcasting. Indeed, the precedence constraint is not satisfied with D3. That is, l

TD3¼ [1, 1]
[�1, 1]T¼ 0

�

tn¼ 1. Of course, other choices of l and u generate other forms of systolic array
architecture for correlation. For more complicated signal processing tasks such as QR decomposition
(QRD), recursive least-squares (LS) estimation, singular value decomposition (SVD), Kalman filtering
(KF), etc., the design of efficient systolic array architectures are generally difficult. The dependence graph
mapping technique provides a systematic approach to such designs by providing the proper selections of
these l and u vectors.

9.5.2 Digital Filters

The application of digital filtering has spread tremendously in recent years to numerous fields, such as
signal processing, digital communications, image processing, and radar processing. It is well known that
the sampling rate, which is closely related to the system clock, must be higher than the Nyquist frequency
of the signals of interest. It follows that in order to perform real-time filtering operations when high
frequency signals are involved, high-speed computing hardware is necessary.
Pipelining techniques have been widely used to increase the throughput of synchronous hardware

implementations of a transfer function of a particular algorithm. Most algorithms can be described in a
number of different ways, and each of these descriptions can be mapped onto a set of different concurrent
architectures. Different descriptions may lead to realizations with entirely different properties, and can
have a dramatic impact on the ultimate performance of the hardware implementation. Pipelining can
also be used for other than throughput increase. For a fixed sample rate, a pipelined circuit is charac-
terized by a lower power consumption. This is due to the fact that in a pipelined system capacitances can
be charged and discharged with a lower power supply. Because the dissipated power depends quad-
ratically on the voltage supply, the power consumption can be reduced accordingly.
An increase in the speed of the algorithm also can be achieved by using parallelism. By replicating a

portion of the hardware architecture, similar or identical operations can be performed by two or more
concurrent circuits, and an intelligent use of this hardware redundancy can result in a net throughput
increase, at the expense of area. Note that VLSI technologies favor the design in which individual sections
of the layout are replicated numerous times. A regular and modular design can be achieved at relatively
low costs. For a fixed sample rate, parallelism can be exploited for a low power design due to the reduced
speed requirements on each separate portion of the circuit.
Much work has been done in the field of systolic synthesis of finite and infinite impulse response

(FIR=IIR) filters, as can be seen from the literature references. In the following subsection, we consider
possible strategies that can be used to increase the throughput of the concurrent architectures of the FIR
and IIR filters.

9.5.2.1 FIR Filters

FIR filters have been largely employed because of certain desirable properties. In particular, they are
always stable, and causal FIR filters can posses linear phase. A large number of algorithms have been
devised for the efficient implementation of FIR filters, which minimize the number of multipliers, the
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round-off noise, or the coefficient sensitivity. The generic expression that relates the output y(n) at time n
to the inputs x(n� i) at times (n� i) i¼ 0, 1, . . . , q is given by

y(n) ¼
Xq
i¼0

aix(n� i)

where the {ai}
q
i¼0 are the FIR filter coefficients. Here, we consider only issues of pipelining and

parallelism.
The pipeline rate, or throughput, of implemented nonrecursive algorithms such as FIR filters can be

increased without changing the overall transfer function of the algorithms by means of a relatively simple
modification of the internal structure of the algorithm. In particular, one set of latches and storage buffers
can be inserted across any feed-forward cutset of the data flow graph. Figure 9.102b, illustrates the
increase of throughout achieved by pipelining in a second-order three-tap FIR filter. The sample rate of
the circuit of Figure 9.102a is limited by the throughput of one multiplication ‘‘and’’ two additions. After
placing the latches at the locations shown in Figure 9.102b, the throughput can be increased to the rate of
one multiplication ‘‘or’’ two additions. Pipelining can be used to increase the sample rate in all the cases
in which no feedback loops are present. The drawbacks of pipelining are an increased latency and a larger
number of latches and buffers.
Parallelism can be used to increase the speed of an FIR filter. Consider Figure 9.103, in which the

three-tap FIR filter of Figure 9.102 was duplicated. Because at each time instant two input samples are
processed and two samples are output, the effective throughput rate is exactly doubled.
As can be seen from Figure 9.103. parallelism leads to speed increase at a considerable hardware cost.

For many practical implementations, parallelism and pipelining can be used concomitantly, when either
method alone would be insufficient or limited by technology such as I–O, clock rate, etc.

9.5.2.2 IIR Filters

These are recursive filters in the sense that their output is function of current inputs as well as past
outputs. The general I–O relationship is expressed by

y(n) ¼
Xp
j¼1

aiy(n� j)þ
Xq
i¼o

bix(n� i) (9:22)

where the {aj}j¼ 1
p are the coefficients associated to the recursive part, and the {bi}i¼ 0

q are the coefficients
associated to the nonrecursive portion of the filter. The associated transfer function is written as the
following z-transform

H(z) ¼
Pq

i¼0 biz
�i

1�Pp
j¼1 ajzz�j

x(n)

x(n)

D D

a0 a1 a2

y(n)(a)

D D

a0 a1 a2

(b)

D D D

y(n − 1)

Feed-forward
cutset

+ + + + 

×××

×××

FIGURE 9.102 A three-tap FIR filter: (a) with no pipelining, the throughput is limited by the rate of one
multiplication and two additions and (b) with pipelined circuit, the throughput is increased to the rate of one
multiplication or two additions.
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For stability reasons, it is required that all the poles (i.e., the zeroes of the denominator of H(z)) be inside
the unit circle in the z-plane.
Consider a circuit in which L loops are present each with latency tk, k¼ 1, . . . , L. The number of

latches present in each loop is equal to vk, k¼ 1, . . . , L. Then the throughput period cannot be shorter
than

Tmax � max
k¼l,...,L

tk
vk

� 	

The pipeline can be increased by increasing the number of latches internal to the feedback loops. The
computational latency associated with the internal feedback prevents one from introducing pipeline
simply by inserting latches on feedforward cutsets. In fact, inserting latches in the loop would change the
overall transfer function. This difficulty can be overcome by recasting the algorithm into an equivalent
formulation from an I–O point of view. The transformations applied to the algorithm, prior to the
mapping, have the purpose of creating additional concurrency, thereby increasing the achievable
throughput rate. Without ever changing the algorithm’s transfer function, additional delays are intro-
duced inside the recursive loop. These delays are subsequently used for pipelining. In the sequel, we
briefly describe two types of look-ahead techniques that generate the desired algorithmic transform-
ations, namely the clustered and the scattered look-ahead techniques proposed by Loomis and Sinha [18]
and Parhi and Messerschmitt [19], respectively. Look-ahead techniques are based on successive iterations
of the basic recursion, in order to generate the desired level of concurrency. The implementation is then
based on the iterated version of the algorithm.

Clustered look-ahead: In a pth order recursive system, the output at time n is a function of the past
output samples y(n� 1), y(n� 2), . . . , y(n� p). In the clustered look-ahead technique, the recursion is
iterated m times so that the current output is a function of the cluster of p consecutive samples y(n�m),
y(n�m� 1), . . . , y(n�m� p). The original order-p recursive filter is emulated by a (pþm)th filter,
where m canceling poles and zeroes have been added. In this way the m delays generated inside the
feedback loop can be used to pipeline by m stages.

x(2k + 1)

x(2k – 1)

x(2k – 2)D

D

x(2k)

a0 a1 a2

a0 a1 a2

y(2k)

y(2k + 1)
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FIGURE 9.103 Three-tap FIR filter whose hardware has been duplicated to achieve double throughput rate.
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By iterating 9.22 m times, we can derive the following I–O relationship

y(n) ¼
Xp�1
j¼1

Xp
k¼jþ1

akrjþm�k

2
4

3
5y(n� j�m)þ

Xm�1
j¼0

Xq
k¼0

bkx(n� k� j)

where the coefficients {ri} can be precomputed off-line, and are such are such that ri¼S
p
k¼1 akri�k, i> 0,

r0¼ 1, and ri¼ 0, i¼�(p� 1), . . . ,�1. This implementation requires (pþm) multiplications for the
nonrecursive part, and p for the recursive part, for a total of (2 pþm), which grows linearly with m. The
transfer function is equal to

H(z) ¼
Pm�1

j¼0
Pq

k¼0 bkz
�k�j

1�Pp�1
j¼1

Pp
k¼jþ1 akrjþm�k

h i
z�j�m

The clustered look-ahead technique does not guarantee that the resulting filter is stable because it may
introduce poles outside the unit circle.
Consider the following simple example with a stable transfer function:

H(z) ¼ 1
1� 1:3z�1 þ 0:35z�2

with poles at z¼ 0.7 and z¼ 0.5. The two-stage equivalent filter can be obtained by introducing the
canceling pole-zero pair at z¼�1.3, as follows:

H(z) ¼ 1þ 1:3z�1

1� 1:3z�1 þ 0:35z�2ð Þ 1þ 1:3z�1ð Þ ¼
1þ 0:9z�1

1� 1:34z�2 þ 0:455z�3

Because a pole is found at z¼�1.3, this transfer function is clearly unstable.

Scattered look-ahead: In the scattered look-ahead technique, the current output sample y(n), is
expressed in terms of the (scattered) p past outputs y(n�m), y(n� 2m), . . . , y(n�mp). The original
order-p filter is now emulated by an order-mp filter. For each pole of the original filter, (m� 1) canceling
pole-zero pairs are introduced at the same distance from the origin as the original pole. Thus, stability is
always assured. The price we must pay is higher complexity, on the order of mp. To best describe the
technique, it is convenient to write the transfer function H(z) as a ratio of polynomials, i.e., H(z)¼
N(z)=D(z). The transformation can be written as follows:

H(z) ¼ N(z)
D(z)

¼ N(z)
Qm�1

k¼1 D zej(2pk=m)

 �

Qm�1
k¼0 D zej(2pk=m)ð Þ

Note that the transformed denominator is now a function of z�m.
Consider the example of the previous section. For the scattered look-ahead technique, it is necessary to

introduce pole-zero pairs at z¼ 0.7 e
j(2p=3) and z¼ 0.5 e
j(2p=3). The transformed denominator equals
1� 0.125z�3.

The complexity of the nonrecursive part of the transformed filter is (pmþ 1) multiplications, while the
recursive part requires p multiplications, for a total of (pmþ pþ 1) pipelined multiplications. Although
the complexity is still linear in m, it is much higher than in the clustered look-ahead technique for a large
value of p.
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Parhi and Messerschmitt [19] presented a technique to reduce the complexity of the nonrecursive
portion down to O(p log2 m), applicable when m is a power of 2. This technique can be described as
follows. Assume that the original recursive portion of the given IIR filter is given by

H(z) ¼ 1

1�Pp
j¼1 a

(1)
j z�j

An equivalent two-stage implementation of the same filter can be obtained by multiplying numerator and
denominator by the polynomial (1�S

p
j¼1(�1)j a(1)j z�j), which is given by

H(z) ¼ 1�Pp
j¼1 (�1)ja(1)j z�j

1�Pp
j¼1 a

(2)
j z�j

where the set of coefficient {a(2)j }pj¼1 is obtained from the original set {a(1)j }pj¼1 by algebraic manipulation.
By repeating this process log2 m times one can obtain anm-stage pipelined implementation, equivalent to
the original filter. In this way the hardware complexity only grows logarithmically with the number of
pipelining stages.

Bidirectional systolic arrays for IIR filtering: Lei and Yao [16] showed that many IIR filter structures
can be considered as special cases of a general class of systolizable filters, as shown in Figure 9.104. These
filters can be pipelined by rescaling the time so that z0 ¼ z1=2, and by applying a cutset transformation. This
time rescaling causes the hardware factorization to reduce tomerely 50%, which is quite inefficient. Lei and
Yao [17] later proposed two techniques to improve the efficiency of these bidirectional IIR filters.

In the first method (‘‘overlapped subfilter scheme’’), one makes use of the possibility to factor the
numerator and the denominator of the given transfer function. For instance, if

H(z) ¼ N(z)
D(z)

¼ Na(z)
Da(z)|fflffl{zfflffl}
Ha(z)

� Nb(z)
Db(z)|fflffl{zfflffl}
Hb(z)

where aþ b¼ p, a� b¼ 0, 1, or 2, and p is the number of modules of the original transfer function. Then
the two subfilters, Ha(z) and Hb(z), can be realized on the same systolic array of aþ 1 modules, as in
Figure 9.105. A multiplexer at the input of the array chooses the incoming data at even time instants, and
the data from the output of the first module at odd time instants. The modules alternately perform
operations associated to Ha(z) and Hb(z) in such away as to interleave the operations and have an overall
100% efficiency.

In the second technique (‘‘systolic ring scheme’’) the number of modules is about half of the order of
the original transfer function. The modules of the new structure are arranged as a systolic ring, as in
Figure 9.106. For example, a five-module ring can be used to implement a ten-module IIR filter: module i
performs the operations associated to modules i and (5þ i) of the original array, for i¼ 1, . . . , 5. Note
that in the original structure every other module is idle. The resulting ring is therefore 100% efficient.
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FIGURE 9.104 A general structure of bidirectional IIR filters.
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9.5.3 Systolic Word and Bit-Level Designs

Previous discussions on systolic array designs have taken place at the word level. This is to say that the
smallest data or control item exchanged between pairs of processors is constituted by a ‘‘word’’
representable by B bits. Each processor in a word-level system has the capability of performing word-
level operations. Some may be as complex as floating point multiplications or others as simple as square
root operations, etc. The systolic array approach can be applied at various different levels beyond the
word level, according to what is sometimes referred to as ‘‘granularity’’ of the algorithm description.
Systolic arrays and associated dependence graphs can, in fact, be defined at high levels of description, in
which each individual processor can, in principle, be a whole mainframe computer or even a separate
parallel processor array. The communication between processors thus takes the form of complex
protocols and entire data sequences. According to the same principle, the algorithm description can
also be done at the lowest level of operation, namely, at the bit level, at which each processor is a simple
latched logic gate, capable of performing a logic binary operation. The exchanged data and control also take
the form of binary digits. The different approaches due to the different granularity of description have
different merits and can be advantageously used in various circumstances or at different steps of the design.
These considerations bring to one possible design strategy, namely, the ‘‘hierarchical systolic design.’’

In this approach the complete systolic design is broken down to a sequence of hierarchical steps, each of
which define the algorithm at different levels of granularity. At first, the higher level of description is
adopted, the relative dependence graph is drawn, and, after suitable projection and scheduling, a high-
level systolic architecture is defined. Subsequently, each high-level processor is described in terms of finer
scale operations. Dependence graph and systolic architecture corresponding to these operations are
produced and embedded in the higher level structure previously obtained. The process can continue
down to the desired level of granularity. The simplest form of hierarchical design implies two steps. The
first step involves the design of the word-level architecture. Second, the operations performed by each
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FIGURE 9.105 The overlapped subfilter scheme for IIR filtering.
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FIGURE 9.106 The systolic ring scheme for IIR filtering.
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work-level processor are described at bit level. The corresponding bit-level arrays are then nested into the
word-level array, after ensuring that data flows at both levels are fully compatible.
The hierarchical approach has the merits of reducing the complexity of each step of the design. The

dependence graphs involved usually have reduced dimensionality (thus, are more manageable), and the
procedure is essentially recursive. The drawback of a hierarchical design is that it implicitly introduces
somewhat arbitrary boundaries between operations, thereby reducing the set of resulting architectures.
An approach that leaves all options open is to consider the algorithm at bit level from the outset. This
approach has led to new insights and novel architectures. The price to pay is that the designer must deal
with dependence graphs of higher dimensionality. As an example, the dependence graph of the inner
product between two N-vectors, c¼Si¼ 0

N�1 aibi is two dimensional. If the same inner product is written at
bit level, i.e., ck¼Si¼ 0

N�1 Sj¼ 0
B�1 ai,jbi,k�jþ carries, k¼ 0, . . . , B� 1, then it produces a three-dimensional

dependence graph.
Examples of the two design procedures applied to the convolution problem are considered below. First,

consider the factors that can make bit-level design advantageous:

. Regularity. Most bit-level arrays are highly regular. Only relatively simple cells need to be designed
and tested. The communication pattern is simple and regular. Neighbor-to-neighbor connections
allow high packing density and low transmission delays.

. High pipeline rate. Because the individual cells have reduced computation time (on the order of the
propagation delay through a few gates), the overall throughput can be made very high.

. Inexpensive fault tolerance. The use of bypass circuitry can be made without wasting too much of
the silicon area.

It must be borne in mind that bit-level arrays realistically cannot be operated in wavefront array mode
because the interprocessor hand-shaking protocols would be too expensive as compared to the data
exchange. A good clock signal distribution is therefore needed to synchronize the array operations. In
systolic arrays, unlike synchronous architectures of a different sort, only the incremental clock skew must
be minimized by suitably designing the clock signal distribution lines. This problem may become
particularly delicate in bit-level arrays, where the number of processors involved is very high.

9.5.3.1 Bit-Level Design of a Serial Convolver

Bit-level systolic design was first proposed by McCanny and McWhirter [29]. Subsequently, they and
others have applied this technique to various algorithms. As a simple example, consider the bit-
level design of a serial convolver. The word-level output of an N point convolver can be written as
yk¼Si¼ 0

N�1aixk�i, k¼ 0, 1, . . . , where {ai}i¼ 0
N�1 is a given set of coefficients and xi, i¼ 0, 1, . . . , is a sequence

of input data. Coefficients and data values are assumed to be B-bit words. The word-level dependence
graph is shown in Figure 9.107, together with one possible systolic realization. In this case, the coefficients
are permanently stored in each individual cell. I=O values are propagated in opposite directions. In each
PE, the corresponding coefficient is multiplied by the incoming data value. This product is added to the
partial output value and the accumulated result is propagated forward. Each cell performs the simple
multiply and add operation expressed by yk,iþ1 yk,iþ aixk�i, yk¼ yk,N.

According to the hierarchical approach, one must now proceed to determine the dependence
graph corresponding to the bit-level description of the multiply-and-add operation. The complete
dependence graph can be subsequently obtained by embedding the finer scale graph into the higher
level graph. If both ai and xi are B-bit binary numbers, then the jth bit of yki, can be computed according
to yk,i,j¼ yk,i,jþ si,k,j,si,k,jþSl¼ 0

B�1ai,lxk�i,j�lþ carries, where ai,l and xi,l, l¼ 0, . . . , B� 1, represent the lth bit
of ai and xi. The dependence graph corresponding to this operation is given in Figure 9.108, where
subscripts only indicate the bit position, and B¼ 3. Note that this graph is quite similar to the graph
corresponding to a convolver, apart from the carry bits, which are taken care of by the insertion of an
additional row of cells.
The combined dependence graph, obtained from the word dependence graph of Figure 9.107, in which

each cell is replaced by the bit-level dependence graph of Figure 9.108, is given in Figure 9.109.
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The data flows are fully compatible at both word and bit
levels. At this point, a full two-dimensional bit-level sys-
tolic array can be obtained from the final dependence
graph by simply replacing each node with latched full
adder cells. Different linear systolic implementations can
be obtained by projecting the combined dependence graph
along various directions. One possibility is again to keep
the coefficients residents in individual cells, and have input
data bits and accumulated results propagate in opposite
directions. The schematic representation of the systolic
array with these features is drawn in Figure 9.109. Judg-
ment about the merits of different projections involves
desired data movement, I–O considerations, throughput
rate, latency time, efficiency factor (ratio of idle time to
busy time per cell), etc.
As discussed previously, the convolution operation can

be described at bit level from the very beginning. In this case the expression for the jth bit of the kth
output can be expressed as follows:

yk,j ¼
XN�1
i¼0

XB�1
l¼0

ai,lxk�i,j�1 þ carries (9:23)

By using this expression as a starting point, one is capable of generating a number of feasible systolic
realizations potentially much larger than what is attainable from the two-step hierarchical approach. The
reason for this can be simply understood by nothing that in this formulation no arbitrary precedence
relationship is imposed between the two summations on i and l, whereas earlier we required that the
summation on l would always ‘‘precede’’ the summation on i. The result is a fairly complicated three-
dimensional dependence graph of size N3B3 number of inputs, as shown in Figure 9.110. Observe that
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FIGURE 9.107 World-level dependence graph of an N point convolution operation with one possible systolic
realization.
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FIGURE 9.108 Bit-level dependence graph
corresponding to themultiply-and-add operation.
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FIGURE 9.109 Bit-level dependence graph for convolution obtained by embedding the bit-level graph into the
word-level graph.
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FIGURE 9.110 General three-dimensional bit-level dependence graph for convolution.
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the bottom level of the dependence graph corresponds to the summation over l in Equation 9.23. In the
same figure a schematic two-dimensional bit-level systolic realization of the algorithm is given, in which
the coefficient bits are held in place. Projections along different directions have different characteristics
and may be considered preferable in different situations. The choice ultimately must be made according
to given design constraints or to efficiency requirements.

The concept of bit-level design, as considered here, can be applied to a large variety of algorithms.
Indeed, it has generated a number of architectures, including FIR=IIR filters, arrays for inner product
computation, median filtering, image processing, eigenvalue problems, Viterbi decoding, etc.

9.5.4 Recursive LSs Estimation

9.5.4.1 LSs Estimation

The LS technique constitutes one of the most basic components of all modern signal processing
algorithms dealing with linear algebraic and optimization of deterministic and random signals and
systems. Specifically, some of the most computationally intensive parts of modern spectral analysis,
beam formation, direction finding, adaptive array, image restoration, robotics, data compression, par-
ameter estimation, and KF all depend crucially on LS processing.
Regardless of specific application, an LS estimation problem can be formulated as Ax� y, where the

m3 n data matrix A and the m3 1 data vector y are known, and we seek the n3 1 desired solution x. In
certain signal processing problems, rows of A are composed of sequential blocks of lengths n taken from a
one-dimensional sequence of observed data. In other n-sensor multichannel estimation problems, each
column of A denotes the sequential outputs of a given sensor. In all cases, the desired solution x provides
the weights on the linear combinations of the columns of A to optimally approximate the observed vector
y in the LS sense. When m¼ n and A is nonsingular, then an exact solution for x exists. The Gaussian
elimination method provides an efficient approach for determining this exact solution. However, for
most signal processing problems, such as when there are more observations than sensors, and thus
m> n, then no exact solution exists. The optimum LS solution x̂ is defined by kAx̂� yk¼minxkAx� yk.
The classical approach in LS solution is given by x̂¼Aþy, where Aþ is the pseudo-inverse of A defined by
Aþ¼ (ATA)�1 AT. The classical LS approach is not desirable from the complexity, finite precision
sensitivity, and processing architecture points of views. This is due to the need for a matrix inversion,
the increase of numerical instability from ‘‘squaring of the condition number’’ in performing the ATA
operation, and the block nature of the operation in preventing a systolic update processing and
architecture for real-time applications.
The QRD approach provides a numerically stable technique for LS solution that avoids the objections

associated with the classical approach. Consider a real-valued m3 n matrix A with m	 n and all the
columns are linearly independent (i.e., rank A¼ n). Then, from the QRD, we can find a m3m
orthogonal matrix Q such that QA¼R. The m3 n matrix R¼ [RT, 0T]T is such that R is an n3 n
upper triangular matrix (with nonzero diagonal elements) and 0 is an all-zero (m� n)3 n matrix. This
upper triangularity of R is used crucially in the following LS solution problem.
Because the l2 norm of any vector is invariant with respect to an orthogonal transformation, an

application of the QRD to the LS problem yields kAx� yk2¼kQ(Ax� y)k2¼kRx� f k2, where f is an
m3 1 matrix given by f¼Qy¼ [uT, vT]T. Denote e¼Ax� y as the ‘‘residual’’ of the LS problem. Then, the
previous LS problem is equivalent to kek2¼kAx� yk2¼k[Rx, 0x]T� [uT� vT]Tk2¼kRx� uk2þkvk2.
Because R is a nonsingular upper triangular square matrix, the back substitution procedure of the
Gaussian elimination method can be used to solve for the exact solution x̂ of Rx̂¼ u. Finally, the LS
problem reduces to minxkAx� yk2¼kAx̂� yk2¼k�Rx̂� f k2¼kRx̂� uk2,þkvk2¼kvk2. For the
LS problem, any QRD technique such as the Gram–Schmidt method, the modified-Gram–Schmidt
(MGS) method, the Givens transformation, and the Householder transformation is equally valid for
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finding the matrix R and the vector v. For a systolic implementation, the Givens transformation yields the
simplest architecture, but the MGS and Householder transformation techniques are also possible with
slight advantages under certain finite precision conditions.

9.5.4.2 Recursive LSs Estimation

The complexity involved in the computation of the optimum residual ê and the optimum LS solution
vector x̂ can become arbitrarily large as the number of samples in the column vectors of A and y
increases. In practice, we must limitm to some finite number greater than the number of columns n. Two
general approaches in addressing this problem are available. In the ‘‘sliding window’’ approach, we
periodically incorporate the latest observed set of data (i.e., ‘‘updating’’) and possibly remove an older set
of data (i.e., ‘‘downdating’’). In the ‘‘forgetting factor’’ approach, a fixed scaling constant with a
magnitude between 0 and 1 is multiplied against the R matrix and thus exponentially forget older
data. In either approach, we find the optimum LS solution weight vector x̂ in a recursive LSs manner. As
the statistics of the signal change over each window, these x̂ vectors change ‘‘adaptively’’ with time. This
observation motivates the development of a recursive LSs solution implemented via the QRD approach.
For simplicity, we consider only the updating aspects of the sliding window recursive LSs problem.
Let m denote the present time of the sliding window of size m. Consider the m3 n matrix A(m), the

m3 1 column vector y(m), the n3 1 solution weight column vector x(m), and them3 1 residual column
vector e(m) expressed in terms of their values at time m� 1 as A(m)¼ [a (1), . . . , a (m)]T¼ [A(m� 1)T,
a (m)]T, y(m)¼ [y1, . . . , ym]

T [y(m� 1)T, yTm]T, x(m)¼ [x1(m), . . . , xn(m)]T, and e(m) A(m)3 (m)�
y(m)¼ [e1(m), . . . , en(m)]T. By applying the orthogonal matrix Q(m)¼ [Q1(m)T, Q2(m)T]T of the QRD of
the m3 n matrix A(m), we obtain Q(m) A(m)¼ [R(m)T, 0T]T¼R0(m) and Q(m)y(m)¼ [Q1(m)T,
Q2(m)T]T y(m)¼ [u(m)T, v(m)T]T. The square of the l2 norm of the residual e is then given by
2 (m)¼ke(m)k2¼kA(m)x(m)� y(m)k2¼kQ(m)(A(m)x(m)� y(m))k2¼kR(m)x(m)� u(m)k2þkv(m)k2.
The residual is minimized by using the back substitution method to find the optimum LS solution x̂(m)
satisfying R(m)x̂(m)¼ u(m)¼ [u1(m), . . . , un(m)]T. It is clear that the optimum residual ê(m) is available
after the optimum LS solution x̂(m) is available as seen from ê(m)¼A(m)x̂(m)� y(m). It is interesting
to note that it is not necessary to first obtain x̂(m) explicitly and then solve for ê(m) as shown earlier.
It is possible to use a property of the orthogonal matrix Q(m) in the QRD of A and the vector y(m),
to obtain ê(m) explicitly. Specifically, note ê(m)¼A(m)x̂(m)� y(m)¼Q1(m)T R(m)x̂(m)� y(m)¼
[Q1(m)T Q1(m)� Im]y(m)¼�Q2(m)T Q2(m)y(m)¼�Q2(m)Tv(m). This property is used explicitly in
the following systolic solution of the last component of the optimum residual.

9.5.4.3 Recursive QRD

Consider the recursive solution of the QRD. First, assume the decomposition at step m� 1 has been
completed as given by Q(m� 1)A(m� 1)¼ [R(m� 1)T, 0T]T by using a (m� 1)3 (m� 1) orthogonal
matrix. Next, define a new m3m orthogonal transformation T(m)¼ [Q(m� 1), 0; 0, 1]. By applying
T(m) on the new m3 n data A(m), which consists of the previously available A(m� 1) and the newly
available row vector a(m)T we have

T(m)A(m) ¼ Q(m� 1) 0

0 1

 �
A(m� 1)

a(m)T

 �
¼ Q(m� 1)A(m� 1)

a(m)T

 �

¼
R(m� 1)

0

a(m)T

2
64

3
75 ¼ R1(m)

While R(m� 1) is an n3 n upper triangular matrix, R1(m) does not have the same form as the desired
R0(m)¼ [R(m)T, 0T]T where R(m) is upper triangular.
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9.5.4.4 Givens Orthogonal Transformation

Next, we want to transform R1(m) to the correct R0(m) form by an orthogonal transformation G(m).
While any orthogonal transformation is possible, we will use the Givens transformation approach due to
its simplistic systolic array implementation. Specifically, denote G(m)¼Gn(m)Gn� 1(m) . . .G1(m), where
G(m) as well as each Gi(m), i¼ 1, . . . n, are all m3m orthogonal matrices. Define

Gi(m) ¼

1

i

m

1 i m

1 0 0

1

0 ci(m) si(m)

1

0 �si(m) ci(m)

2
666664

3
777775
, i ¼ 1, . . . , n

as a m3m identity matrix, except that the (i, i) and (m, m) elements are specified as ci(m)¼ cos ui(m),
where ui(m) represents the rotation angle at the ith iteration, the (i, m) element as si(m)¼ sin ui(m), and
the (m, i) element as �Si(m). By cascading all the Gi(m), G(m) can be reexpressed as

G(m) ¼
k(m) 0 d(m)
0 Im�n�1 0

hT(m) 0 g(m)

2
4

3
5

where k(m) is n3 n, d(m) and h(m) are n3 1, and g(m) is 13 1. In general k(m), d(m), and h(m) are
quite involved functions of ci(m) and si(m), but g(m) is given simply as g(m)¼Qi¼ 1

n ci(m) and will be
used in the evaluation of the optimum residual.
Use G(m) to obtain G(m)T(m)A(m)¼G(m)R1(m). In order to show the desired property of the n

orthogonal transformation operations of G(m), first consider

G1(m)R1(m) ¼

c1(m) s1(m)

1

1

1

s1(m) c1(m)

2
6666664

3
7777775

x x � � � x

0 x � � � x

� � � x

0 0 � � � x

x x � � � x

2
6666664

3
7777775

¼

x x � � � x

0 x � � � x

� � � x

0 0 � � � x

0 x � � � x

2
6666664

3
7777775

In the preceding expression, an x denotes some nonzero valued element. The purpose of G1(m) operating
on R1(m) is to obtain a zero at the (m, 1) position without changing the (m� 2)3 n submatrix from the
second to the (m� 1)st rows of the r.h.s. of the expression. In general, at the ith iteration, we have

Gi(m)

x x : : : x

x : : : x

x

..

.

0 0 : : : 0

0 0 0 x x x

2
6666666664

3
7777777775

i�1

¼

x x : : : x

x : : : x

x

..

.

0 0 : : : 0

0 0 0 0 x x

2
6666666664

3
7777777775

i
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The preceding zeroing operation can be explained by noting that the Givens matrix Gi(m) operates as a
(m� 2)3 (m� 2) identity matrix on all the rows on the right of it except the ith and the mth rows. The
crucial operations at the ith iteration on these two rows can be represented as

c s

�s c

" #
0 � � � 0 ri riþ1 � � � rn

0 � � � 0 ai aiþ1 � � � an

" #

i

¼
0 � � � 0 rTi rTiþ1 � � � rTn

0 � � � 0 0 aTiþ1 � � � aTn

" #

i

For simplicity of notation, we suppress the dependencies of i and m on c and s. Specifically, we want
to force ai

T¼ 0 as given by 0¼ ai
T¼�sriþ cai. In conjunction with c

2þ s2¼ 1, this requires c2¼ ri
2=(ai

2þ ri
2)

and s2¼ ai
2=(ai

2=ri
2). Then rTi ¼ cri þ sai ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(a2i þ r2i )

p
, c¼ ri=ri

T, and s¼ ai=ri
T. This shows from the

individual results of G1(m), G2(m), . . . , Gn(m), the overall results yield Q(m) A(m)¼G(m)R(m)¼ [R(m)T,
0T]T¼R0(m), with Q(m)¼G(m)T(m).

9.5.4.5 Recursive Optimal Residual and LS Solutions

Consider the recursive solution of the last component of the optimum residual ê(m)¼ [ê1(m), . . . ,
êm(m)]T¼�Q2(m)T v(m)¼�Q2(m)T [v1(m), . . . , vm(m)T]. Because Q2(m)¼ [Q2(m� 1), 0; h(m)T

Q1(m� 1), g(m)], then ê(m)¼ [ê1(m), . . . , êm(m)]T¼Q2(m)¼�[Q2
T(m� 1), Q1

T(m� 1)h(m); 0, g(m)]
[v1(m), . . . , vm(m)]. Thus, the last component of the optimum residual is given by ê(m)¼�g(m)
vm(m)¼�Qi¼ 1

n ci(m)vm(m), which depends on all the products of the cosine parameters ci(m) in the
Givens QR transformation, and vm(m) is just the last component of v(m), which is the result of Q(m)
operating on y(m).

As considered earlier, the LS solution x̂ satisfies the triangular system of equations. After the QR
operation on the extended matrix [A(m), Y(m)], all the rij, j	 i¼ 1, . . . , n and ui, i¼ 1, . . . , n are available.
Thus, {x̂1, . . . , x̂n} can be obtained by using the back substitution method of x̂i¼ (ui�Sj�iþ1

n rijx̂j=rij),
i¼ n, n� 1, . . . , 1. Specifically, if n¼ 1, then x̂1¼ u1=r11. If n¼ 2, then x̂2¼ u2=r22 and x̂1¼ u1� r12x̂2=
r11¼ u1=r11� u2r12=r11r22. If n¼ 3, then x̂3¼ u3=r33, x̂2¼ u2� r23x3=r22¼ u2=r22� r23u3=r22r23, and
x̂1¼ u1� r12x̂2� r13x̂3=r11¼ u1=r11� r12u2=r11r22þ u3[�r13=r11r33þ r12r23=r11r22r33].

9.5.4.6 Systolic Array Implementation for QRD and LS Solution

The recursive QRD considered above can be implemented on a two-dimensional triangular systolic array
based on the usage of four kinds of processing cells. Figure 9.111a shows the boundary cell for the
generation of the sine and cosine parameters, s and c, needed in the Givens rotations. Figure 9.111b
shows the internal cell for the proper updating of the QRD transformations. Figure 9.111c shows the
single output cell needed in the generation of the last component of the optimal residual êm(m) as well as
the optimal LS solution x̂(m). Figure 9.111d shows the delay cell which performs a unit time delay for
proper time skewing in the systolic processing of the data.
Figure 9.112 shows a triangular systolic array capable of performing the recursive QRD for the optimal

recursive residual estimation and the recursive LSs solution by utilizing the basic processing cells in
Figure 9.111. In particular, the associated LS problem uses an augmented matrix [A,y] consisting of the
m3 n observed data matrix A and the m3 1 observed vector y. The number or processing cells in the
triangular array consists of n boundary cells, n(nþ 1)=2 internal cells, one output cell, and n delay cells.

The input to the array in Figure 9.112 uses the augmented matrix
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[A,Y] ¼

a11 a12 � � � a1n y1
a21 a22 � � � a2n y2

..

.

am1 am2 � � � amn ym

2
66664

3
77775

skewed in a manner such that each successive column from left to right is delayed by a unit time as
given by

a11 0 � � � 0 0

a21 a12 0 � � � 0 0

a31 a22 a13 � � � 0 0

..

.

an1 a(n�1)2 a1n 0

a(nþ1)1 an2 a2n y1

..

.

am1 a(m�1)2 a(m�nþ1)n ym�n

..

.

0 amn ym�1
0 0 ym

2
666666666666666666666664

3
777777777777777777777775

k ¼ 1

2

3

..

.

n

nþ 1

..

.

m

..

.

mþ n� 1

mþ n

We see that at time k, input data consists of the kth row of the matrix, and moves down with increasing
time. However, in Figure 9.112, purely for drawing purpose in relation to the position of the array, the
relevant rows of data are drawn as moving up with increasing k.

aσ

(c, s)

σoInit.cond. : r = 0; σ = –1
Input a = 0: C = 1; s = 0, σo = σ; r = 0.
Input a ≠ 0: r΄ = (a2 + r 2).5; c = r/r΄;
        s = a/r΄; r = r΄; σ = coσ.

Init.cond. : r = 0.
r΄ = cr + sa; á  = –sr + ca; r = r΄

(c, s) (c, s)

a

á

(a) (b)

a0
a0 = σa

a
σ

(c)

Out

σ

σ0

σ0 = σ(d)

D

rr

FIGURE 9.111 (a) Boundary cell; (b) internal cell; (c) output cell; and (d) delay cell.

9-130 Analog and VLSI Circuits



Consider some of the iterative operations of the QRD for the augmented matrix [A, y] for the
systolic array in Figure 9.112. At time k¼ 1, a11 enters BC 1 and results in c¼ 0, s¼ 1, and r11¼ a11.
All other cells are inactive. At k¼ 2, a21 enters BC 1, with the results c ¼ a11

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a211 þ a221ð Þp

,
s ¼ a21

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a211 þ a221ð Þ

p
,r11 ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a211 þ a221

p
. This r11 corresponds to that of ri

T, while the preceding c and s
correspond to the c and s in the Givens transformation. Indeed, the new ai

T is zero and does not
need to be saved in the array. Still, at k¼ 2, a12 enters 1 IC 2 and outputs aT¼ 0 and r12¼ a12.
At k¼ 3, a13 enters BC 1, and the Givens rotation operation continues where the new ri is given
by the previously processed ri

T and ai is now given by a13. Meanwhile, a22 enters at 1 IC 2. It

outputs aT ¼ �a21a12=
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a211 þ a221ð Þ

p
þ�a22a21=

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a211 þ a221ð Þ

p
, which corresponds to that of aiþ1

T , and

r12 ¼ a11a12=
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a211 þ a221ð Þp þ�a21a22=

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
a211 þ a221ð Þp

, which corresponds to that of riþ1
T . In general, the

top (i.e., I¼ 1) row of the processing cells performs Givens rotation by using the first row to operate on
the second, third, . . . , mth rows (each row with nþ 1 elements), such that the {21, 31, . . . , m1} locations
in the augmented matrix are all zeroed. The next row (I¼ 2) of cells uses the second row to operate on
the third, . . . , mth rows (each row with n elements), such that locations at {32, 42, . . . , m2} are zeroed.
Finally, at row I¼ n, by using the nth row to operate on the (nþ 1)st, . . . , mth rows, elements at locations
{(nþ 1)n, (nþ 2)n, . . . , mn} are zeroed. We also note that the desired cosine values in g(m) are being
accumulated by c along the diagonal of the array. Delay cells {D1, D2, . . . , Dn) are used to provide the
proper timing along the diagonal.
The cell BC 1 (at I¼ J¼ 1) terminates in the QR operation at time k¼m, while the cell at I¼ 1

and J¼ 2 terminates at k¼mþ 1. In general, the processing cell at location (I, J) terminates at

a51
a41
a31
a21

a42
a32
a22
a12

a11 0

a33
a23
a13
0
0

y2 5
4
3
2

k = 1

y1
0
0
0

(c, s) (c, s) (c, s)

(c, s) (c, s)

(c, s)

I = 1

I = 2

I = 3

I = 4

σ

σ

σ

σ

σ

σ

σ

1 IC 2
r12

1 IC 3
r13

1 IC 4
u1

BC 1
r11

BC 2
r22

BC 3
r33

2 IC 3
r23

2 IC 4
u2

3 IC 4
u3

D1

D2

D3

Out

aout

J = 3 J = 4J = 2J = 1

FIGURE 9.112 Triangular systolic array implementation of an n¼ 3, QRD-recursive, LSs solver.

Digital Systems 9-131



k¼ Iþ Jþm� 2. In particular, the last operation in the QRD on the augmented matrix is performed by
the cell at I¼ n and J¼ nþ 1 at time k¼ 2nþm� 1. Then, the last component of the optimum residual
em(m) exits the output cell at time k¼ 2nþm.

After the completion of the QRD obtains the upper triangular system of equation, we can ‘‘freeze’’ the
rIJ values in the array to solve for the optimum LS solution x̂ by the back substitution method.
Specifically, we can append [In, 0], where In is a n3 n identity matrix and 0 is an n3 1 vector of all
zeroes, to the bottom of the augmented matrix [A, y]. Of course, this matrix is skewed as before when
used as input to the array. In particular, immediately after the completion of the QR operation at BC 1,
we can input the unit value at time k¼mþ 1. This is stage 1 of the back substitution method. Due to
skewing, a unit value appears at the I¼ 1 and J¼ 2 cell at stage 3. Finally, at stage (2n� 1), which is time
k¼mþ 2n� 1, the last unit value appears at the I¼ n and J¼ 1 cell. For our example of n¼ 3, this
happens at stage 5. The desired LS solution x̂1 appears at stage (2nþ 1) (i.e., stage 7 for n¼ 3), which is
time k¼ 2nþmþ 1, while the last solution x̂n appears at stage 3n (i.e., stage 9 for n¼ 3), which is time
k¼ 3nþm. The values of{x̂1, x̂2, x̂3} at the output of the systolic array are identical to those given by the
back substitution method solution of the LS problem.

9.5.5 Kalman Filtering

KF was developed in the late 1950s as a natural extension of the classical Wiener filtering. It has profound
influence on the theoretical and practical aspects of estimation and filtering. It is used almost universally
for tracking and guidance of aircraft, satellites, GPS, and missiles as well as many system estimation and
identification problems. KF is not one unique method, but is a generic name for a class of state estimators
based on noisy measurements. KF can be implemented as a specific algorithm on a general-purpose
mainframe=mini=microcomputer operating in a batch mode, or it can be implemented on dedicated
system using either DSP, ASIC, or custom VLSI processors in a real-time operating mode.
Classically, an analog or a digital filter is often viewed in the frequency domain having some low-pass,

bandpass, high-pass, etc. properties. A KF is different from the classical filter in that it may have multiple
inputs and multiple outputs with possibly nonstationary and time-varying characteristics performing
optimum states estimation based on the unbiased minimum variance estimation criterion.
In the following discussions, we first introduce the basic concepts of KF, followed by various

algorithmic variations of KF. Each version has different algorithmic and hardware complexity and
implementational implications. Because there are myriad of KF variations, we then consider two simple
systolic versions of KF.

9.5.5.1 Basic KF

The KF model consists of a discrete-time linear dynamical system equation and a measurement equation.
A linear discrete-time dynamical system with n3 1 state vector x(kþ 1), at time kþ 1, is given by
x(kþ 1)¼A(k)x(k)þB(k)u(k)þw(k), where x(k) is the n3 1 state vector at time k, A(k) is an n3 n
system coefficient matrix, B(k) is an n3 p control matrix, u(k) is a p3 1 deterministic vector, which for
some problems may be zero for all k, and w(k) is an n3 1 zero-mean system noise vector with a
covariance matrix W(k). The input to the KF is the m3 1 measurement (also called observation) vector
y(k), modeled by y(k)¼C(k)x(k)þ v(k), where C(k) is an m3 n measurement coefficient matrix, and
v(k) is a m3 1 zero-mean measurement noise vector with an m3m positive-definite covariance matrix
V(k). The requirement of the positive-definite condition on V(k) is to guarantee the Cholesky (square
root) factorization of V(k) for certain KF algorithms. In general, we will have m� n (i.e., the measure-
ment vector dimension is less than or equal to that of the state vector dimension). It is also assumed that
w(k) is uncorrelated to v(k). That is, E{w(i)v(j)T}¼ 0. We also assume each noise sequence is white in the
sense E{w(i)w(j)T}¼ E{v(i)v(j)T}¼ 0, for all i 6¼ j.

The KF provides a recursive linear estimation of x(k) under the minimum variance criterion based on
the observation of the measurement y(k). Let x̂(k) denote the optimum filter state estimate of x(k) given
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measurements up to and including y(k), while x̂þ(k) denotes the optimum predicted state estimate of x(k)
given measurement up to and including y(k� 1). Then the n3 n ‘‘optimum estimation error covariance
matrix’’ is given by P(k)¼E{(x(k)� x̂(k))(x(k)� x̂(k))T}, while the ‘‘minimum estimation error vari-
ance’’ is given by J(k)¼Trace P(k)¼E{(x(k)� x̂(k))T (x(k)� x̂(k))}. The n3 n ‘‘optimum prediction
error covariance matrix’’ is given by Pþ(k)¼E{(x(k)� xþ(k))(x(k)� xþ(k))

T}.
The original KF recursively updates the optimum error covariance and the optimum state estimate

vector by using two sets of update equations. Thus, it is often called the ‘‘covariance KF.’’ The ‘‘time
update equations’’ for k¼ 1, 2, . . . , are given by xþ(k)¼A(k� 1) x̂(k� 1)þB(k� 1)u(k� 1) and
Pþ(k)¼A(k� 1) P(k� 1)AT(k� 1)þW(k� 1). The n3 n ‘‘Kalman gain matrix’’ K(k) is given
by K(k)¼Pþ(k)C

T(k)[C(k)Pþ(k)C
T(k)þV(k)]�1. The ‘‘measurement update equations’’ are given by

x̂(k)¼ xþ(k)þK(k)(y(k)�C(k)xþ(k)) and P(k)¼Pþ(k)�K(k)Pþ(k). The first equation shows the
update relationship of x̂(k) to the predicted state estimate xþ(k), for x(k) based on { . . . , y(k� 2),
y(k� 2), y(k� 1)}, when the latest observed value y(k) is available. The second equation shows the
update relationship between P(k) and Pþ(k). Both equations depend on the K(k), which depends on the
measurement coefficient matrix C(k)and the statistical property of the measurement noise, covariance
matrix V(k). Furthermore, K(k) involves an m3m matrix inversion.

9.5.5.2 Other Forms of KF

The basic KF algorithm considered above is called the covariance form of KF because the algorithm
propagates the prediction and estimation error covariance matrices Pþ(k) and P(k). Many versions of the
KF are possible, characterized partially by the nature of the propagation of these matrices. Ideally, under
infinite precision computations, no difference in results is observed among different versions of the KF.
However, the computational complexity and the systolic implementation of different versions of the KF
are certainly different. Under finite precision computations, especially for small numbers of bits under
fixed point arithmetics, the differences among different versions can be significant. In the following
discussions we may omit the deterministic control vector u(k) because it is usually not needed in many
problems. In the following chol (.) qr (.), and triu (.) stand for Cholesky factor, QRD, and triangular
factor, respectively.

1. Information filter. The inverse of the estimation error covariance matrix P(k) is called the
information matrix and is denoted by PI(k). A KF can be obtained by propagating the information
matrix and other relevant terms. Specifically, the information filter algorithm is given by time
updates for k¼ 1, 2, . . . , of L(k)¼A�T(k� 1)PI(k� 1)A�1(k� 1)3 [W�1(k� 1)þA�T(k� 1)
PI(k� 1)A�T(k� 1)]�1, dþ(k)¼ (I� L(k))A�T(k� 1)PI(k� 1)A�1(k� 1). The measurements
updates are given by d(k)¼ dþ(k)þCT(k)V�1(k)y(k)PI(k)¼PIþ(k)þCT(k)V�1(k)C(k).

2. Square-root covariance filter (SRCF). In this form of the KF, we propagate the square root of P(k).
In this manner, we need to use a lower dynamic range in the computations and obtain a more stable
solution under finite precision computations. We assume all three relevant covariance matrices are
positive-definite and have the factorized form of P(k)¼ ST(k)S(k),W(k)¼ STW(k)SW(k),V(k)¼ ST(k)
Sv(k). In particular, S(k)¼ chol(P(k)), SW(k)¼ chol(W(k)), SV(k)¼ chol(V(k)), are the upper
triangular Cholesky factorizations of P(k), W(k), and V(k), respectively. The time updates for
k¼ 1, 2, . . . , are given by xþ(k)¼A(k� 1)x̂(k� 1), U(k)¼ triu(qr([S(k� 1)AT(k� 1); SW(k� 1)])),
Pþs(k)¼U(k)(1:n; 1:n). The measurement updates are given by Pþ(k)¼ Pþs

T (k)Pþs(k),=,K(k)¼
Pþ(k)C

þ(k)[C(k)Pþ(k)C
þ(k)þV(k)]�1, x̂(k)þK(k)(y(k)�C(k)xþ(k)), Z(k)¼ triu(qr([Sv(k), 0mn;

Pþs(k)C
þ(k), Pþs(k)])) and S(k)¼Z(k)(mþ 1: mþ n, mþ 1: mþ n).

3. Square-root information filter (SRIF). In the SRIF form of the KF, we propagate the square root
of the information matrix. Just as in the SRCF approach, as compared to the conventional
covariance form of the KF, the SRIF approach, as compared to the SRIF approach, needs to use
a lower dynamic range in the computations and obtain a more stable solution under finite
precision computations. First, we denote SI(k)¼ (chol(P(k)))�1, SIW(k)¼ (chol(W(k)))�1, and
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SIV(k)¼ (chol(V(k)))�1. The time updates for k¼ 1, 2, . . . , are given by U(k)¼ triu(qr([SIW(k� 1),
0n3 n, 0n31; SI(k� 1)A�1(k� 1), SI(k� 1)A�1(k� 1), b(k� 1)])), PþS(K)¼U(k)(nþ 1:2n,
nþ 1:2n) and bþ(k)¼U(k)(nþ 1: 2n, 2nþ 1). The measurement updates are given by Z(k)¼
triu(qr([PþS(k), bþ(k); SIV(k)C(k), SIV (k)y(k)]))SI(k)¼Z(k)(1:n, 1:n), and b(k)¼Z(k)(1: n, nþ 1).
At any iteration, x̂(k) and P(k) are related to b(k) and SI(k) by x̂(k)¼ SI(k)b(k) and P(k)¼
(SIT(k)SI(k))�1.

9.5.5.3 Systolic Matrix Implementation of the KF Predictor

The covariance KF for the optimum state estimate x̂(k) includes the KF predictor xþ(k) In particular, if we
are only interested in xþ(k) a relatively simple algorithm for k¼ 1, 2, . . . , is given by K(k)¼ Pþ(k)C

T(k)[C
(k)Pþ(k)C

T(k)þV(k)]�1, xþ(kþ 1)¼A(k) xþ(k)þA(k) K(k) [y(k)�C(k)xþ(k)] and Pþ(kþ 1)¼A(k)
Pþ(k)A

T(k)�A(k)K(k)C(k)Pþ(k)A
T(k)þW(k). To start this KF prediction algorithm, we use x̂(0) and

P(0) to obtain xþ(1)¼A(0)x̂(0) and Pþ(1)¼A(0)P(0)AT(0)þW(0). The above operations involve
matrix inverse; matrix–matrix and matrix–vector multiplications; and matrix and vector additions.
Fortunately, the matrix inversion of a¼C(k)Pþ(k)C

T(k)þV(k) can be approximated by the iteration
of b(iþ 1)¼b(i)[2I�a b(i)], i¼ 1, . . . , I. Here, b(i) is the ith iteration estimate of the inverse of the
matrix a. While the preceding equation is not valid for arbitrary a and b(i), for KF applications, we can
use I¼ 4 because a good initial estimate b(1) of the desired inverse is available from the previous step in
the KF. Clearly, with the use of the above equation for the matrix inversion, all the operations needed in
the KF predictor can be implemented on an orthogonal array using systolic matrix operations of the form
D¼B3AþC, as shown in Figure 9.113.
The recursive algorithm of the KF predictor is decomposed as a sequence of matrix multiplications, as

shown in Table 9.14. In step 1 the n3 n matrix Pþ(k) and the m3 n matrix CT(k) are denoted as B and
A, respectively. The rows of B (starting from the n, n� 1, . . . , 1 row) are skewed and inputted to the n3 n
array starting at time 1. By time n (as shown in Figure 9.113), all the elements of the first column
of B (i.e., bn1, . . . , b11) are in the first column of the array. At time nþ 1, . . . , 2n� 1, elements of the
second to nth columns of B are inputted to the array and remain there until the completion of the BA
matrix multiplication. At time nþ 1, a11 enters (1, 1) cell and starts the BA process. At time nþm, a1m
enters the (1, 1) cell. Of course, additional times are needed for other elements in the second to the nth
rows of A to enter the array. Further processing and propagation times are needed before all the elements
of D¼BA¼Pþ(k)C

T(k) are outputted. However, in step 2, because B remains as Pþ(k), we do not need
to input it again, but only append A(k) (denote as Ã in Figure 9.113) in the usual skewed manner
after the previous A¼CT(k). Thus, at time nþmþ 1, ã11 enters the (1, 1) cell. By time nþmþ n, ã1n
enters the (1, 1) cell. Thus, step 1 takes nþm time units, while step 2 takes only n time units. In step 3 m
time units are needed to load C(k) and m time units are needed to input Pþ(k)C

T(k), resulting in
2m time units. Steps 4 and 5 perform one iteration of the inverse approximation. In general, I¼ 4
iterations is adequate, and 16m time units are needed. Thus far, all the matrices and vectors are fed
continuously into the array with no delay. However, in order to initiate step 13, the (n, 1) component of
A(k)�A(k)K(k)C(k) is needed, but not available. Thus, at the end of step 11, an additional (n� 3) time
units of delay must be provided to access this component. From Table 9.14, a total of 9nþ 22m time units
is needed to perform one complete KF prediction iteration.

9.5.5.4 Systolic KF Based on the Faddeev Algorithm

A form of KF based on mixed prediction error covariance Pþ(k) and information matrix PI (k)¼ P�1(k)
updates can be obtained from the covariance KF algorithm. For k¼ 1, 2, . . . , we have xþ(k)¼A(k� 1)
x̂(k� 1)þB(k� 1), Pþ(k)¼A(k� 1)PI�1(k� 1)AT(k� 1)þW(k� 1), PI(k)¼ P�1þ (k)þCT(k)V�1(k)
C(k)K(k)¼PI�1(k)CT(k)V�1(k) and x̂(k)¼ xþ(k)þK(k)(y(k)�C(k)xþ(k)). The algorithm starts with
the given x̂(0) and P(0), as usual. Because this algorithm requires the repeated use of matrix inversions
for (PI(k� 1)), (Pþ(k))

�1, (V(k))�1 as well as P(k)¼ (PI(k))�1, the following ‘‘Faddeev algorithm’’ is
suited for this approach.
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TABLE 9.14 Systolic Matrix Operations of a KF Predictor

Step B A C D Time

1 Pþ(k) CT(k) 0 Pþ(k)C
T(k) nþ m

2 Pþ(k) AT(k) 0 Pþ(k)A
T(k) N

3 C(k) Pþ(k) C
T(k) V(k) C(k)Pþ(k) C

T(k)þV(k)¼a 2m

4 a �b(i) 2I 2I�ab(i) 2Im

5 b(i) 2I�ab(i) 0 b(iþ 1) 2Im

6 Pþ(k) C
T(k) b 0 K(k) nþm

7 A(k) K(k) 0 A(k)K(k) nþm

8 A(k) xþ(k) 0 A(k)xþ(k) 1

9 �C(k) xþ(k) y(k) y(k)�C(k)xþ(k) mþ 1

10 A(k)K)(k) �C(k) A(k) A(k)�A(k)K(k)C(k) 2n

11 A(k)K(k) y(k)�C(k)xþ(k) A(k)xþ(k) xþ(kþ 1) 1

12 n� 3

13 A(k)�A(k)K(k)C(k) Pþ(k)A
T(k) W(k) Pþ(k) 2n

cmn c2n c1n 0 0

0 0

c12c22cm2 0

c21cm1

a11

a12

~a11
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FIGURE 9.113 Systolic matrix multiplication and addition of B3AþC.
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Consider an n3 n matrix A, an n3m matrix B, a p3 n matrix C, and a p3m matrix D arranged in
the form of a compound matrix [A B; �C D]. Consider a p3 nmatrixWmultiplying [A B] and added to
[�C D], resulting in [A B;�CþWADþWB]. Assume W is chosen such that �CþWA¼ 0, or
W¼CA�1. Then, we set DþWB¼DþCA�1B.

In particular, by picking {A, B, C, D} appropriately, the basic matrix operations needed above can be
obtained using the Faddeev algorithm. Some examples are given by

A I

�I 0
) DþW B ¼ A�1

I B

�C 0
) DþW B ¼ C B

I B

�C D
) DþW B ¼ Dþ C B

A B

�I 0
) DþW B ¼ A�1B

A modified form of the previous Faddeev algorithm first triangularizes A with an orthogonal transform-
ation Q, which is more desirable from the finite precision point of view. Then, the nullification of the
lower left portion can be performed easily using the Gaussian elimination procedure. Specifically,
applying a QRD, Q[A B]¼ [R QB]. Then, applying the appropriate W yields

R QB
�C þW Q A DþW Q B

 �
¼ R Q B

0 Dþ C A�1B

 �
(9:24)

The preceding mixed prediction error covariance and information matrix KF algorithm can be refor-
mulated as a sequence of Faddeev algorithm operations, as given in Table 9.15. The times needed to

TABLE 9.15 Faddeev Algorithm Solution to KF

Step Compound Matrix DþWB Time

1 I
�A(k� 1)

x̂(k� 1)

B(k� 1)u(k� 1)
xþ(k) nþ 1

2
P�1(k� 1)

�A(k� 1)

AT(k� 1)

W(k� 1)
Pþ(k) 2n

3
V(k� 1)

�CT(k)

I

0
CT(k)V�1(k� 1) mþ n

4
Pþ(k)
�I

I

0
pþ
�1(k) 2n

5
I

�CT(k)V�1(k)

C(k)

P�1þ (k)
P�1(k) N

6
P�1(k)
�I

CT(kþ1)V�1(k)

0
K(k) 2n

7
I

C(k)

xþ(k)
y(k)

y(k)�C(k)xþ(k) mþ 1

8
I

�K(k)
y(k)� C(k)xþ(k)
xþ(k)

x̂(k) mþ 1
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perform steps 2, 3, 4, and 6 are clearly just the sum of the lengths of the two matrices in the
corresponding steps. Step 1 requires only n times unit to input the second row of matrices because
x̂(k� 1) is already located in the array from the previous iteration (step 8 output) and one time unit to
output xþ(k). Due to the form of [�I 0] in step 4, C(k) of step 5 can be inputted before the completion of
Pþ
�1 (k) in step 4. Thus, only n time units are needed in step 5. Similarly, xþ(k) of step 7 can be inputted in

step 6. Thus, we need only mþ 1 time units to input [C(k) y(k)] and complete its operations. In step 8
only mþ 1 time units are needed as in step 1. Thus, a total of 9nþ 3mþ 3 time units are needed for the
Faddeev algorithm approach to the KF.

9.5.5.5 Other Forms of Systolic KF and Conclusions

While the operations of a KF can be expressed in many ways, only some of these algorithms are suited for
systolic array implementations. For a KF problem with a state vector of dimension n and a measurement
vector of dimension m, we have shown the systolic matrix–matrix multiplication implementation of the
predictor form of the KF needs 9nþ 22m time steps for each iteration. A form of KF based on mixed
update of prediction error covariance and information matrices is developed based on the Faddeev
algorithm using matrix–matrix systolic array implementation. It has a total of 9nþ 3mþ 3 time steps per
iteration. A modified form of the SRIF algorithm can be implemented as a systolic array consisting of an
upper rectangular array of n(nþ 1)=2 internal cells, and a lower n-dimensional triangular array of n
boundary cells, and (n� 1)2=2 internal cells, plus a row of n internal cells, and (n� 1) delay cells. It has a
total of n-boundary cells, ((n� 1)2þ 2n2þ 2n)=2 internal cells, and (n� 1) delay cells. Its throughput
rate is 3n time steps per iteration. A modified form of the SRCF algorithm utilizing the Faddeev
algorithm results in a modified SRCF form of a KF consisting of a trapezodial section, a linear section,
and a triangular section systolic array. The total of these three sections needs (nþm) boundary cells,
n linear cells, and ((m� 1)2þ 2nmþ (n� 1)2)=2 internal cells. Its throughput rate is 3nþmþ 1 time
steps per iteration. The operations of both of these systolic KF are quite involved and detailed discussions
are omitted here. In practice, in order to compare different systolic KFs, one needs to concern oneself not
only with the hardware complexity and the throughput rate, but other factors involving the number of
bits needed finite precision computations, data movement in the array, and I–O requirements as well.

9.5.6 Eigenvalue and SVDs

Results from linear algebra and matrix analysis have led to many powerful techniques for the solution of
wide range of practical engineering and signal processing problems. Although known for many years,
these mathematical tools have been considered too computationally demanding to be of any practical use,
especially when the speed of calculation is an issue. Due to the lack of computational power, engineers
had to content themselves with suboptimal methodologies of simpler implementation. Only recently, due
to the advent of parallel=systolic computing algorithms, architectures, and technologies, have engineers
employed these more sophisticated mathematical techniques. Among these techniques are the so-called
eigenvalue decomposition (EVD) and the SVD. As an application of these methods, we consider the
important problem of spatial filtering.

9.5.6.1 Motivation–Spatial Filtering Problem

Consider a linear array consisting of L sensors uniformly spaced with an adjacent distance d. A number
M, M< L, of narrowband signals of center frequency f0, impinging on the array. These signals arrive
from M different spatial direction angles u1, . . . , uM, relative to some reference direction. Each sensor is
provided with a variable weight. The weighted sensor outputs are then collected and summed. The goal is
to compute the set of weights to enhance the estimation of the desired signals arriving from directions
u1, . . . , uM.
In one class of beamformation problems, one sensor (sometimes referred to as main sensor) receives

the desired signal perturbed by interference and noise. The remaining L� 1 sensors (auxiliary sensors)
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are mounted and aimed in such a way as to collect only the (uncorrelated) interference and noise
components. In this scenario the main sensor gain is to be kept at a fixed value, while the auxiliary
weights are adjusted in such a way as to cancel out as much perturbation as possible. Obviously, the only
difference of this latter cast is that one of the weights (the one corresponding to the main sensor) is kept
at a constant value of unity.
Let the output of the ith sensor, i¼ 1, . . . , L, at discrete time n¼ 0, 1, . . . , be given by

�xi(n) ¼ < xi(n)þ vi(n)½ �e j 2pf0nð Þ
n o

xi(n) ¼ ai(n)
XM
k¼1

Sk(n)e
j2p i�1ð Þd sin uk=l

where
ai(n) is the antenna gain at time n
Sk is the complex amplitude of the kth signal, inclusive of the initial phase
l is the signal wavelength

The vectors xi(n) and vi(n) are analytic signal representations. The noise vi(n) is assumed to be
uncorrelated white and Gaussian, of power s2

N . In order to avoid the ill effects of spatial aliasing, let us
also assume that d� l=2. The outputs of the sensor array for times n¼ 0, 1, . . . , N, can be collected in
matrix form as follows:

X|{z}
NL
¼ S|{z}

NM
¼ A|{z}

ML
þ V|{z}

NL

The matrix A is referred to as the ‘‘steering matrix.’’ In the case in which ai(n)¼ 1 for all i, the matrix A is
Vandermonde and full rank, and its kth row can be expressed as A(u)¼ (1, ej2pd sin u=l , . . . , ej2p(L�I)d
sin uk=l).
The data correlation matrix, RX¼ E{XHX}, where E(�) is the ensemble average operator, is equal to

RX¼AHRs AþsN
2 I,Rs¼E{SH S}. We note:

1. The matrix Rs has rank M by definition as does the matrix AHRs A.
2. The rows of A are in the range space of RX.
3. The value sN

2 is an eigenvalue of RX with multiplicity L�M, given the det (RX�sN
2 I)¼ 0, and the

rank of AHRsA is M.

The EVD of RX can therefore be written as RX ¼VSLSVS
HþsN

2VNVN
H, where VS is L3M, VN is

L3 (L�M), VS
HVS¼ I and VN

HVN¼ 1, and VS
HVN¼ 0. Moreover, we have that AVN¼ 0. Let A(u) be a

generic steering vector, defined as A(u)þ (1, ej2pd sin u=l, . . . , ej2p(L�I)d sin u=l). Then, the function 
(u)¼
1=jA(u)VNj2 hasM poles at the angles u¼ ukk¼ 1, . . . ,M. Alternatively, any linear combination, w, of the
columns of VN is such that E{kXwk2}¼minz E{kXzk2}¼sN. In other words, the signals impinging from
angular directions u1, . . . , uM are totally canceled out in the system output.

The desired weighting vector for our spatial filtering problem can consequently be expressed as
w¼VN p, p¼ [p1, . . . , pL�M]

T, for any nonzero vector p. From the above discussion, we see that the
solution to the original spatial filtering problem can be obtained from the EVD of the correlation matrix
RX¼E{XHX}. In practice the sample correlation matrix R̂X is used instead, where the ensemble average is
replaced by a suitable temporal average.
The computation of the covariance matrix implies the computation of the matrix product XHX. Some

small elements in X are then squared and the magnitude of the resulting element can become comparable
or smaller than the machine precision. Rounding errors can often impair and severely degrade the
computed solution. In these cases it is better to calculate the desired quantities (correlation eigenvalues
and eigenvectors) directly from the data matrix X using the SVD technique as considered next.
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9.5.6.2 EVD of a Symmetric Matrix

Consider an L3 L real symmetric matrix A¼AT. In the previous spatial filtering example, A¼RX. Let

G i,j,uð Þ ¼

i j

i

j

Ii�1
c s

Ij�i�1
�s c

IL�j

0
BBBBBB@

1
CCCCCCA

be an ‘‘orthogonal Givens rotation matrix,’’ where c¼ cos u and s¼ sin u. Pre- or postmultiplication of
A by G leaves A unchanged, except for rows (columns) i and j, which are replaced by a linear
combination of old rows (columns) i and j. A ‘‘Jacobi rotation’’ is obtained by simultaneous pre- and
postmultiplication of a matrix by a Givens rotation matrix, as given by G(i, j, u)TAG(i, j, u), where u is
usually chosen in order to zero out the (i, j) and (j, i) entries of A.

The matrix A can be driven toward diagonal form by iteratively applying Jacobi rotations, as given by
A0  A, Akþ1  GT

k AGk, where Gk is a Givens rotation matrix. A ‘‘sweep’’ is obtained by applying
L(L� 1)=2 Jacobi rotations, each nullifying a different pair of off-diagonal elements, according to a
prespecified order. Given the matrix Ak¼ (apq

(k)) at the kth iteration, and a pair of indices (i, j), the value of
tan u can be obtained from the following equations:

u ¼ a(k)jj � a(k)ii

2a(k)ij

, tan u ¼ sign(u)

uj j þ ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ u2
p (9:25)

It is possible to demonstrate that each Jacobi rotation reduces the matrix off-norm. The matrix Ak indeed
tends to diagonal form and for all practical purposes it reaches it after 2 (log L) sweeps.
The matrix V of eigenvectors is obtained by applying the same rotations to a matrix initialized to the

identity, as follows: V0  I, Vkþ1  VkGk. A two-dimensional systolic array implementation of the
previous algorithm is shown in Figure 9.114, for the case L¼ 8. At the beginning of iteration k, processor
Pij contains elements

a(k)2i�1,2j�1 a(k)2i�1,2j

a(k)2i,2j�1 a(k)2i,2j

 !
i, j ¼ 1, 2, . . . , L=2,

The diagonal processors compute the rotation parameters and
apply the rotation to the four entries they store. Subsequently,
they propagate the rotation parameters horizontally and ver-
tically to their neighbors, which, upon receiving them, apply
the corresponding rotation to their stored entries. After the
rotation is applied, each processor swaps its entries with its
four neighbors along the diagonal connections. The correct
data movement at the edges of the array is also shown in
Figure 9.114. A correct scheduling of operations requires that
each processor be idle for two out of three time steps, which
translates into an ‘‘efficiency’’ of 33%. Each sweep takes 3
(L� 1) time steps, and the number of sweeps can be chosen
on the order of log L.

P11

P22

P12

P22

P13

P23

P14

P24

P31 P32 P33 P34

P41 P42 P43 P44

FIGURE 9.114 Systolic array for an
EVD of a symmetric matrix based on Jacobi
rotations.

Digital Systems 9-139



9.5.6.3 SVD of a Rectangular Matrix via the Hestenes Algorithm

Consider an N3 L real matrix A, N	 L. Its SVD can be written as follows:

A|{z}
NL
¼ U|{z}

NL
S|{z}
LL

VT|{z}
LL

where U and V have orthonormal columns. The matrix S¼ diag(s1, . . . ,sL) is the diagonal matrix of
singular values, where s1	s2 	 � � � 	 sL	 0. Consider the following recursion A0 A, Akþ1 Ak Gk,
where the Givens rotations are chosen not to zero out entries of Ak, but to orthogonalize pairs of its
columns. A sweep is now defined as a sequence of Givens rotations that orthogonalize all L

2


 �
pairs of

columns exactly once. Observe the similarity with the algorithm described previously for the calculation
of eigenvalues and eigenvectors. If G(i, j, u) is the Givens rotation which orthogonalizes columns i and j
of A, then G(i, j, u)TMG(i, j, u) is the Jacobi rotation that zeroes out the entries (i, j) and (j, i) ofM¼ATA.
A sweep (as defined here) of rotations applied to the rectangular matrix A corresponds exactly to a sweep
(as defined earlier) of rotations applied to the symmetric matrix M.
At any time step, the original matrix A can be expressed as follows:

A ¼ AkV
T
k , Vk ¼

Yk
i¼1

Gk

where Vk has orthonormal columns for any k (by definition of Givens rotations). After a number of
sweeps (on the order of log L) the matrix Ak approaches a matrix, W, of orthogonal columns, Ak!W,
Vk ! V. If si is the norm of the ith column of W, i¼ 1, . . . , L, then we have W¼U diag (s1, . . . , sL),
A¼USVT.
This SVD approach based on the Hestenes algorithm can be realized on a Brent–Luk [58] linear

systolic array, as shown in Figure 9.115, for the case L¼ 8. Each processor stores a pair of columns; in
particular, the procedure starts by storing columns 2 k� 1 and 2k in processor Pk. Each processor
computes the rotation parameters which orthogonalize the pair of columns.
Let x and z be the two stored columns. Let j and z be their norms, and �h be their inner product. Then

the value of tan u from

u ¼ z� j

2h
, tan u ¼ sign(u)

juj þ ffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ u2
p

After applying the computed rotation, each processor swaps its pair of columns with the two neighboring
processors along the connections shown in Figure 9.115. The column indices stored in each processor at
the different steps of a single sweep are given in Table 9.16. Note that all the L

2


 �
pairs of indices are

generated by using the Brent–Luk scheme. The stopping criteria can be set in advance. A possible
criterion is by inspecting the magnitude of the rotating angles. When they are all in absolute value below

P1 P2 P3 P4 P5 P6 P7 P8

FIGURE 9.115 Linear systolic array for SVD of a rectangular matrix based on the Hestenes algorithm.
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a given threshold, then the algorithm can stop. More commonly, a predetermined number of sweeps is
chosen ahead of time. Observation shows that a number of sweeps on the order of log L is sufficient for
convergence.

9.5.6.4 SVD of a Rectangular Nonsymmetric Matrix

9.5.6.4.1 Via the Jacobi Algorithm

The SVD algorithm described in the previous section has the drawback of a somewhat complicated
updating procedure. In many signal processing applications, continuous updating of the matrix decom-
position as new samples are appended to the data matrix is required. Such problems occur in spectral
analysis, direction-of-arrival estimation, beam forming, etc. An efficient updating procedure for the SVD
of rectangular matrices of growing row size is given by the algorithm described in this section, based on
the succession of two basic operations: a QR updating step, followed by a rediagonalization operation.
This algorithm is otherwise known as a version of the Kogbetliantz algorithm for triangular matrices.
Given the m3 L data matrix at time m, Am¼ [a1, . . . , am]

T, where ai, i¼ 1, . . . , m are the rows of Am,
one defines the exponentially weighted matrix Bm (b) Am, where Bm(b) is the diagonal forgetting matrix
Bm(b)þ diag(bm�1, bm�2, . . . , b, 1), and 0<b� 1 is the forgetting factor. The updating problem is to
determine the SVD of the updated weighted matrix Bmþ1 (b) Amþ1, given the SVD at time m,

Bm bð ÞAm ¼ Um

X
m

Vm

Often only the singular values and right singular vectors are of interest. This is fortunate because the left
singular matrix grows in size as time increases, while the sizes of Sm and Vm remain unchanged.

The algorithm can be summarized as follows. Given the matrices Vm and Sm and the new data
sample xmþ1,

X0
m
 b

P
m

xmþ1 Vm

 !
V 0m  Vm,

the QR updating step

P0
m
0

� �
 Qmþ1

X0
m

TABLE 9.16 Movement of Matrix Columns during One
Sweep (L¼ 8)

P1 P2 P3 P4

(1, 2) (3, 4) (5, 6) (7, 8)

(1, 4) (2, 6) (3, 8) (5, 7)

(1, 6) (4, 8) (2, 7) (3, 5)

(1, 8) (6, 7) (4, 5) (2, 3)

(1, 7) (8, 5) (6, 3) (4, 2)

(1, 5) (7, 3) (8, 2) (6, 4)

(1, 3) (5, 2) (7, 4) (8, 6)

(1, 2) (3, 4) (5, 6) (7, 8)
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the rediagonalization using permuted Jacobi rotations

for k¼ 1, . . . , 1,
for i¼ 1, . . . , n� 1, j¼ iþ 1,
S0m  

Q
ijG(i, j, u)S

0
mG(i, j, w)

T Q
ij,

V 0m  V 0mG(i, j, w)
T Q

ij.
end
end

Smþ1 S
0
m,

Vmþ1 V
0
m.

In the preceding algorithm, the parameter l determines
both the number of computations between subsequent
updates and the estimation accuracy at the end of each
update step. When l is chosen equal to the problem order
L, then one complete sweep is performed. In practice, the l
parameter can be chosen as high as �10L (usually for block computations or slow updates) and as small
as 1 (for very high updating rates, with understandable degradation of estimation accuracy). The matrices
Sm and S0m are upper triangular at all times. This is ensured by the application of the permuted left and
right Givens rotations in the rediagonalization step. After the application of any Jacobi rotation, the
rotated rows and columns are subsequently permuted. This expedient not only preserves the upper
triangularity of the Smatrices, but also makes it possible for the rotations to be generated on the diagonal
and propagated along physically adjacent pairs of rows and columns. All these features make this
algorithm a very attractive candidate for a systolic implementation.
A schematic diagram of the systolic array proposed by Moonen et al. [63] is shown in Figure 9.116,

where the triangular array stores the matrices Sm and S0m, for all m, and the square array stores the
V-matrix. The incoming data samples, xmþ1, are input into the V-array, where the vector-by-matrix
multiplication xmþ1 Vm is performed. The output is subsequently fed into the triangular array. As it
propagates through the array, the QR updating step is carried on: left rotations are generated in the
diagonal elements of the array and propagated through the corresponding rows of the S matrix. One
does not need to wait for the completion of the QR step to start performing the Jacobi rotations
associated with the diagonalization step. It is known that the two operations (QR update and diagona-
lization) can be interleaved without compromising the final result. The parameters relative to the left
rotations are, as before, propagated along the rows of the triangular matrix, while the right rotation
parameters move along the columns of Sm, and are passed on to the V-array. Due to the continual
modification of the matrix Vm caused by these right rotations, and because of the use of finite precision
arithmetic, the computed right singular matrix may deviate from orthogonality. It is also known that in a
realistic environment the norm of VmVm

T � I grows linearly with m. Reorthogonalization procedures
must therefore be included in the overall scheme. A complicated reorthogonalization procedure based on
left rotations, which interleaves with the other operations, was described in Moonen et al. [63]. An
improved reorthogonalization algorithm was proposed by Vanpoucke and Moonen [66], where the
matrix Vm is stored in parametrized form, thereby guaranteeing orthogonality at all times. The resulting
triangular array and its modes of operation were also described.
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10.1 Digital-to-Analog Converters

Bang-Sup Song

10.1.1 Introduction

Digital-to-analog converters (DACs), referred to as decoders in communications terms, are devices by
which digital processors communicate with the analog world. Although DACs are used as key elements
in analog-to-digital converters (ADCs), they find numerous applications as stand-alone devices from
CRT display systems and voice=music synthesizers to automatic test systems, waveform generators,
digitally controlled attenuators, process control actuators, and digital transmitters in modern digital
communications systems.
The basic function of the DAC is the conversion of input digital numbers into analog waveforms. An

N-bit DAC provides a discrete analog output level, either voltage or current, for every level of 2N digital
words, {Di; i¼ 0, 1, 2, . . . , 2N� 1}, that is applied to the input. Therefore, an ideal voltage DAC generates
2N discrete analog output voltages for digital inputs varying from 000 . . . 00 to 111 . . . 11 as illustrated in
Figure 10.1 for the 4 bit example. The output has a one-to-one correspondence with the input

Vout(Di) ¼ Vref
bN
2
þ bN�1

22
þ � � � þ b2

2N�1
þ b1
2N

� �
(10:1)

where Vref is a reference voltage setting the output range of the DAC and bN, bN�1, . . . , b1 is the binary
representation of the input digital wordDi. In the unipolar case, as shown, the reference point is 0 when the
digital input D0 is 000 . . . 00, but in bipolar or differential DACs, the reference point is the midpoint of
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the full scale when the digital input is 100 . . . 00, and the range is defined from�Vref=2 to Vref=2. Although
purely current-output DACs are possible, voltage-output DACs are common in most applications.

10.1.1.1 Signal-to-Noise Ratio and Dynamic Range

The resolution is a term used to describe a minimum voltage or current that a DAC can resolve. The
fundamental limit of a DAC is the quantization noise due to the finite resolution of the DAC. If the input
digital word is N bits long, the minimum step that a DAC can resolve is Vref=2

N. If output voltages
are reproduced with this minimum step of uncertainty, an ideal DAC should have a maximum signal-
to-noise ratio (SNR) of

SNR ¼ 3
2
22N � 6N þ 1:8 (dB) (10:2)

where SNR is defined as the power ratio of the maximum signal to the inband uncorrelated noise. For
example, an ideal 16 bit DAC has an SNR of about 97.8 dB. The spectrum of the quantization noise is
evenly distributed up to the Nyquist bandwidth (half the sampling frequency). Therefore, this inband
quantization noise decreases by 3 dB when the oversampling ratio (OSR) is doubled. This implies that
when oversampled, the SNR within the signal band can be made lower than the quantization noise
limited by Equation 10.2.
The resolution of a DAC is usually characterized in terms of SNR, but the SNR accounts only for the

uncorrelated noise. The real noise performance is better represented by TSNR, which is the ratio of the
signal power to the total inband noise, including harmonic distortion (HD). Also, a slightly different term
is often used in place of the SNR. The useful signal range or dynamic range is defined as the power ratio
of the maximum signal to the minimum signal. The minimum signal is defined as the smallest input, for
which the TSNR is 0 dB, while the maximum signal is the full-scale input. Therefore, the SNR of nonideal
DACs can be lower than the ideal dynamic range because the noise floor can be higher with a large signal
present. In practice, DACs are limited not only by the quantization noise, but also by nonideal factors
such as noises from circuit components, power supply coupling, noisy substrate, timing jitter, insufficient
settling, and nonlinearity.

Vref
2
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0
0000 1000
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FIGURE 10.1 Transfer characteristics of a unipolar DAC.
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10.1.2 Basic Converter Design Issues

The performance of a DAC can be specified in terms of its linearity, monotonicity, and conversion speed.
In most conventional DACs, except for the oversampling DACs the linearity and monotonicity are
limited by how accurately the reference voltage=current is divided using passive=active components.

10.1.2.1 Linearity

Differential nonlinearity (DNL). The output range of an N-bit DAC is equally divided into 2N small
units, as shown in Figure 10.1, and one least significant bit (LSB) change in the input digital word makes
the analog output voltage change by Vref=2

N. The DNL is a measure of the deviation of the actual DAC
output voltage step from this ideal voltage step for 1 LSB. The DNL is defined as

DNL ¼ Vout(Diþ1)� Vout(Di)� Vref=2N

Vref=2N
for i ¼ 0, 1, . . . , 2N � 2 (LSB) (10:3)

and the largest positive and negative numbers are usually quoted to specify the static performance of
a DAC.

Integral nonlinearity (INL). The overall linearity of a DAC can be specified in terms of the INL, which
is a measure of deviation of the actual DAC output voltage from the ideal straight line drawn between two
endpoints, 0 and Vref. Because the ideal output is i3Vref=2

N for any digital input Di, the INL is defined as

INL ¼ Vout(Di)� i� Vref=2N

Vref=2N
for i ¼ 0, 1, . . . , 2N � 1 (LSB) (10:4)

and the largest positive and negative numbers are usually quoted to specify the static performance of
a DAC.
However, several definitions of INL may result depending on how two endpoints are defined. In some

DAC architectures the two endpoints are not exactly 0 and Vref. The nonideal reference point causes an
offset error, while the nonideal full-scale range gives rise to a gain error. In most DAC applications, these
offset and gain errors resulting from the nonideal endpoints do not matter, and the integral linearity can
be better defined in a relative measure using a straight line linearity concept rather than the end point
linearity in the absolute measure. The straight line can be defined as two endpoints of the actual DAC
output voltages or as a theoretical straight line adjusted to best fit the actual DAC output characteristics.
The former definition is sometimes called endpoint linearity, while the latter is called best straight line
linearity.

10.1.2.2 Monotonicity

The DAC output should increase over its full range as the digital input word to the DAC increases. That
is, the negative DNL should be <�1 LSB for a DAC to be monotonic. Monotonicity is critical in most
applications, in particular, in digital control applications. The source of nonmonotonicity is an inaccur-
acy in binary weighting of a DAC. For example, the most significant bit (MSB) has a weight of one half of
the full range. If the MSB weight is smaller than the ideal value, the analog output change can be smaller
than the ideal step Vref=2

N when the input digital word changes from 0111 . . . 11 to 1000 . . . 00 at the
midpoint of the DAC range. If this decrease in the output is >1 LSB, the DAC becomes nonmonotonic.
The similar nonmonotonicity can take place when switching the second or lower MSB bits in binary-
weighted multibit DACs.
Monotonicity is inherently guaranteed if an N-bit DAC is made of 2N elements for thermometer

decoding. However, it is impractical to implement high-resolution DACs using 2N elements because
the number of elements grows exponentially as N increases. Therefore, to guarantee monotonicity
in practical applications, DACs have been implemented using either a segmented DAC or an
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integrator-type DAC. Oversampling interpolative DACs also achieve monotonicity using a pulse-density
modulated bitstream converted into analog voltages by a lossy integrator or by a low-pass filter.

Segmented DACs. Applying a two-step conversion concept, a DAC can be made in two levels using
coarse and fine DACs. The fine DAC divides one coarse MSB segment into fine LSBs. If one fixed MSB
segment is subdivided to generate LSBs, matching among MSB segments creates a nonmonotonicity
problem. However, if the next MSB segment is subdivided instead of the fixed segment, the segmented
DAC can maintain monotonicity regardless of the MSB matching. This is called ‘‘next-segment
approach.’’ Unless the next segment approach is used to make a segmented DAC with a total MþN
bits, the MSB DAC should have a resolution ofMþN bits for monotonicity, while the LSB DAC requires
an N-bit resolution. Using the next-segment approach, an MSB DAC made of 2M identical elements
guarantees monotonicity, although INL is still limited by the MSB matching.
To implement a segmented DAC using two resistor-string DACs, voltage buffers are needed to drive

the LSB DAC without loading the MSB DAC. Although the resistor-string MSB DAC is monotonic,
overall monotonicity is not guaranteed due to the offsets of the voltage buffers. The use of a capacitor-
array LSB DAC eliminates a need for voltage buffers. The most widely used segmented DAC is a current-
ratioed DAC, whose MSB DAC is made of identical elements for the next-segment approach, but the LSB
DAC is a current divider. A binary-weighted current divider can be used as an LSB DAC, as shown in
Figure 10.2. For monotonicity, the MSB M-bits are selected by a thermometer code, but one of the MSB
current sources corresponding to the next segment of the thermometer code is divided by a current
divider for fine LSBs.

Integrator-type DACs. As mentioned, monotonicity is guaranteed only in a thermometer-coded DAC.
The thermometer coding of a DAC output can be implemented either by repeating identical DAC
elements many times or by repeatedly using the same element. The former requires more hardware, but
the latter more time. In the continuous time integrator-type DAC the integrator output is a linear ramp
and the time to stop integrating can be controlled by the digital codes. Therefore, monotonicity can be
maintained. Similarly, the discrete time integrator can integrate a constant amount of charge repeatedly
and the number of integrations can be controlled by the digital codes. The integration approach can give
high accuracy, but its disadvantage is its slow speed limiting its applications.
Although it is different in concept, oversampling interpolative DACs modulate the digital code in to a

bitstream, and its pulse density represents the DAC output. Due to the incremental nature of the pulse
density modulation, oversampling DACs are monotonic. A DAC for the pulse-density modulated
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FIGURE 10.2 Segmented DAC for monotonicity.
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bitstream is a lossy integrator. The integrator integrates a constant charge if the pulse is high, while it
subtracts the same charge if the pulse is low. In principle, it is equivalent to the discrete time integrator
DAC, but the output is represented by the average charge on the integrator.

10.1.2.3 Conversion Speed

The output of a DAC is a sampled-and-held step waveform held constant during a word clock period.
Any deviation from the ideal step waveform causes an error in the DAC output. High-speed DACs
usually have a current output, but even current-output DACs are either terminated with a 50 to 75 V

low-impedance load or buffered by a wideband transresistance amplifier. Therefore, the speed of a DAC
is limited either by the RC time constant of the output node or by the bandwidth of the output buffer
amplifier. Figure 10.3 illustrates two step responses of a DAC when it settles with a time constant of t and
when it slews with a slew rate of S, respectively. The transient errors given by the shaded areas of Figure
10.3 are ht and h2=2S, respectively. This implies that a single time-constant settling of the former case
only generates a linear error in the output, which does not effect the DAC linearity, but the slew-limited
settling of the buffer generates a nonlinear error. Even in the single-time constant case (the former), the
code-dependant time constant in settling can introduce a nonlinearity error because the settling error is a
function of the time constant t. This is true for a resistor-string DAC, which exhibits a code-dependent
settling time because the output resistance of the DAC depends on the digital input.
The slew rate limit of the buffer is a significant source of nonlinearity since the error is proportional to

the square of the signal, as shown in Figure 10.3b. The height and the width of the error term change with
the input. The worst-case HD when generating a sinusoidal signal with a magnitude V0 with a limited
slew rate of S is [1]

HDk ¼ 8
sin2 vTc

2

pk(k2 � 4)
� V0

STc
, k ¼ 1, 3, 5, 7, . . . (10:5)

where Tc is the clock period. For a given distortion level, the minimum slew rate is given. Any
exponential system with a bandwidth of v0 gives rise to signals with the maximum slew rate of
2v0V0. Therefore, by making 2v0V0> Smin, no slew rate is limited and the DAC system will exhibit
no distortion.

10.1.3 Converter Architectures

Many circuit techniques are used to implement DACs, but a few popular techniques used widely today
are of the parallel type, in which all bits change simultaneously upon applying an input code word. Serial
DACs, on the other hand, produce an analog output only after receiving all digital input data in a
sequential form. When DACs are used as stand-alone devices, their output transient behavior limited by
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FIGURE 10.3 Errors in step response: (a) settling and (b) slewing.
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glitch, slew rate, word clock jitter, settling, etc. are of paramount importance, but are used as subblocks of
ADCs, DACs need only to settle within a given time interval. In stand-alone DAC applications, the digital
input word made of N-bits should be synchronously applied to the DAC with a precise timing accuracy.
Thus, the input data latches are used to hold the digital input during the conversion. The output analog
sample-and-hold (S=H), usually called deglitcher, is often used for the better transient performance of a
DAC. The three most popular architectures in integrated circuits are DACs using a resistor string, ratioed
current sources, and a capacitor array. The current-ratioed DAC finds the greatest application as a stand-
alone DAC, while the resistor-string and capacitor-array DACs are used mainly as ADC subblocks.

10.1.3.1 Resistor-String DACs

The simplest voltage divider is a resistor string. Reference levels can be generated by connecting 2N

identical resistors in series between Vref and 0. Switches to connect the divided reference voltages to the
output can be either a 1-out-of-2N decoder or a binary tree decoder as shown in Figure 10.4 for the 3 bit
example. Because it requires a good switch, the stand-alone resistor-string DAC is easier to implement
using CMOS. However, the lack of switches does not limit the application of the resistor string as a
voltage reference divider subblock for ADCs in other process technologies.
Resistor strings are used widely as reference dividers, an integral part of the flash ADC. All resistor-

string DACs are inherently monotonic and exhibit good differential linearity. However, they suffer from
a poor integral linearity and also have the drawback that the output resistance depends on the digital
input code. This causes a code-dependent settling time when charging the capacitive load of the output
bus. The code-dependent settling time has no effect on the reference divider performance as an ADC
subblock, but the performance is severely degraded as a stand-alone DAC. This nonuniform settling time
problem can be alleviated by adding low-resistance parallel resistors and by compensating the MOS
switch overdrive voltages.
In bipolar technology, the most common resistors are thin-film resistors made of tantalum, Ni–Cr, or

Cr–SiO, which exhibit very low voltage and temperature coefficients. In CMOS either diffusion or undoped
poly resistors are common. Four of themost frequently used resistors are listed in Table 10.1. Conventional
trimming or adjustment techniques are impractical to be applied to all 2N resistor elements. The following
four methods are often used to improve the integral linearity of resistor-string DACs.
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FIGURE 10.4 Resistor-string DAC: (a) with 1-out-of-2N decoder and (b) with a binary tree decoder.
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Layout techniques. The use of large geometry devices and=or careful layout is effective in improving the
matching marginally. Large geometry devices reduce the random edge effect, and the layout using a
common centroid or geometric averaging can reduce the process gradient effect. However, typical
matching of resistors in integrated circuits is still limited to an 8–10 bit level due to the mobility and
resistor thickness variations. Differential resistor DACs with large feature sizes are reported to exhibit a
higher matching accuracy of an 11–12 bit level.

Off-chip adjustment. It is possible to set tap points of a resistor-string to specified voltages by connecting
external voltage sources to them, as shown in Figure 10.5a for the 3 bit example. Simply put, the more taps
adjusted, the better the integral linearity obtained. An additional benefit of this method is the reduced RC
time constant due to the voltage sources at the taps. Instead of using voltage sources, the required voltages can
be obtained using parallel trimming, resistors, as shown in Figure 10.5b. However, in addition to external
components for trimming, fine adjustments and precision measurement instruments are needed to ensure
that voltage levels are correct. Furthermore, due to mismatch in the temperature coefficients between the
external components and the on-chip components, retrimming is often required when temperature changes.

Postprocess trimming. The most widely used methods are laser trimming [2], Zener zapping [3], and
other electrical trimming using PROM. The trimming method is the same as the parallel resistor
trimming shown in Figure 10.5b except for the fact that external trimming resistors are now integrated
on the chip. While being trimmed, the resistor string is biased with a constant current. Individual

TABLE 10.1 Resistor in IC Processes

Resistor Type
Sheet R
(V=sq)

Tolerance
(%)

10–20 mm Matching
(%)

T.C.
(ppm=8C)

Diffusion 100–200 �20 �0.2–0.5 1500

Ion implantation 500–1 k �5 �0.1 200

Thin film 1 k �5 �0.1 10–100

Undoped poly 100–500 �20 �0.2 1500
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FIGURE 10.5 INL improvements by (a) external voltage sources and (b) parallel resistors.
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segments are trimmed to have the same voltage drop. However, during normal conversion, the current
source is replaced by a reference voltage source. The focused laser beam for trimming has a finite
diameter, and the resistor to be trimmed occupies a large chip area. Both the laser trimming and the
Zener zapping processes are irreversible. The long-term stability of trimmed resistors is a major concern,
although the electrical and the PROM trimming (if PROM is replaced by EPROM) can be repeated. All
trimming methods in this category are time consuming and require precision instruments.

On-chip buffers. The voltage at intermediate taps of the resistor string can be controlled by another
resistor string through on-chip unity-gain buffers. This is actually an improved version of the off-chip
method. The controlling resistors can be either laser trimmed or electronically controlled by switches.
Laser-trimmed controlling resistors have the same problems mentioned earlier. The trimming network
can be implemented to electronically control resistor values. In either case buffers with a high open-loop
gain, a low output resistance, a large current driving capability, and a wide bandwidth for accurate and
fast settling are required.

10.1.3.2 Current-Ratioed DACs

The most popular stand-alone DACs in use today are current-ratioed DACs, of which the two types are a
weighted current DAC and an R-2R DAC.

Binary-weighted current DACs. The weighted current DACs shown in Figure 10.6 are made of an
array of switched binary-weighted current sources and the current summing network. In bipolar
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technology binary weighting is achieved by ratioed transistors and emitter resistors with binary-related
values of R, R=2, R=4, and so on, while in MOS technology, only ratioed transistors are used. One example
is a video random access memory DAC in CMOS, which is made of simple PMOS differential pairs
with binary-weighted tail currents. DACs relying on active device matching can achieve an 8 bit
level performance with a 0.2%–0.5% matching accuracy using a 10–20 mm device feature size while
degeneration with thin-film resistors gives a 10 bit level performance. The current sources are switched
on or off by means of switching diodes or emitter-coupled differential pairs (source-coupled pairs in
CMOS), as shown in Figure 10.6. The output current summing is done by a wideband transresistance
amplifier, but in high-speed DACs, the output current is used directly to drive a resistor load for a
maximum speed but with a limited output swing. The weighted current design has the advantage of
simplicity and high speed, but it is difficult to implement a high-resolution DAC because a wide range
of emitter resistors and transistor sizes is used and very large resistors cause problems with both
temperature stability and speed.

R-2R ladder DACs. This large resistor ratio problem is alleviated by using a resistor divider known as an
R-2R ladder, as shown in Figure 10.7. The R-2R network consists of series resistors of value R and shunt
resistors of value 2R. The top of each shunt resistor 2R has a single-pole double-throw electronic switch
which connects the resistor either to ground or to the output current summing node. The operation of the
R-2R ladder network is based on the binary division of current as it flows down the ladder. At any junction
of series resistor R, the resistance looking to the right side is 2R. Therefore, the input resistance at any
junction is R, and the current splits into two equal parts at the junction because it sees equal resistances in
either direction. The result is binary-weighted currents flowing into each shunt resistor in the ladder. The
digitally controlled switches direct the current to either ground or to the summing node. The advantage
of the R-2R ladder method is that only two values of resistors are used, greatly simplifying the task of
matching or trimming and temperature tracking. In addition, for high-speed applications relatively low
resistor values can be used. Excellent results can be obtained using laser-trimmed thin-film resistor
networks. Because the output of the R-2R DAC is the product of the reference voltage and the digital
input word, the R-2R ladder DAC is often called a multiplying DAC (MDAC).

Both the weighted current DAC and the R-2R DAC can be used as a current divider to make a sub-
DAC. To make a segmented DAC for monotonicity based on the next-segment approach, as discussed
earlier, the MSB should be made of thermometer-coded equal currents. Once the MSB is selected, the
next segment should be divided further into LSBs as shown in Figure 10.2. INL can be improved by
dynamically matching or by self-calibrating the MSB current sources as discussed later.
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Capacitor-array DAC. Capacitors made of double-poly or poly-diffusion in MOS technology are
considered one of the most accurate passive components comparable to thin-film resistors in bipolar
process, both in thematching accuracy and voltage and temperature coefficients [4]. The only disadvantage
in the capacitor-array DAC implementation is the use of a dynamic charge redistribution principle. A
switched-capacitor counterpart of the resistor-string DAC is a parallel capacitor array of 2N unit capacitors
(C) with a common top plate. The capacitor-array DAC is not appropriate for stand-alone applications
without a feedback amplifier virtually grounding the top plate and an output S=H or deglitcher. The
operation of the capacitor-array DAC in Figure 10.8 is based on the thermometer-coded DAC principle,
and has a distinct advantage of monotonicity if the system is implemented properly. However, due to the
complexity of handling the thermometer-coded capacitor array, a binary-weighted capacitor array is often
used, as shown in Figure 10.9, by grouping unit capacitors in binary ratio values. A common centroid
layout of the capacitor array is known to give a 10 bit level matching for this application when the unit
capacitor size is over 123 12 mm. The matching accuracy of the capacitor in MOS technology depends on
the geometry sizes of the capacitor width and length and the dielectric thickness.
As a stand-alone DAC, the top plate of the DAC is precharged either to the offset of the feedback

amplifier or to the ground. One smallest capacitor is not necessary for this application. However, as a
subblock of an ADC, the total capacitor should be 2NC, as drawn in Figure 10.9, and the top plate of the
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array is usually connected to the input nodes of comparators or high-gain operational amplifiers,
depending on the ADC architectures. As a result, the top plate has a parasitic capacitance, but its effect
on the DAC performance is negligible. The capacitor-array DAC requires two-phase nonoverlapping
clocks for proper operation. Initially, all capacitors should be charged to ground. After initialization,
depending on the digital input, the bottom plates are connected either to Vref or to ground. Consider the
case in which the top plate is floating without the feedback amplifier. If the charge at the top plate finishes
its redistribution the top plate voltage neglecting the top plate parasitic effect becomes

V0 ¼
XN
i¼1

bk
2i
Vref (10:6)

where bN bN� 1, . . . , b2 b1 is the input binary word. For example, switching the MSB capacitor bottom to
Vref changes the output voltage by

2N�1CPN
i¼1 Ci

Vref ¼ Vref

2
(10:7)

where the capacitor Ci, for the ith bit is nominally scaled to 2i� 1C. Therefore, the nonlinearity at the
midpoint of the full range is limited by the ratio mismatch of the half sum of the capacitor array to
the total sum of the array. Similarly, the nonlinearity at one fourth of the range is limited by the ratio of
one fourth of the capacitor array to the total array, and so on.
One important application of the capacitor-array DAC is as a reference DAC for ADCs. As in the case

of the R-2R MDAC, the capacitor-array DAC can be used as an MDAC to amplify residue voltages for
multistep ADCs. As shown in Figure 10.9, if the input is sampled on the bottom plates of capacitors
instead of the ground, the voltage amplified is the amplified input voltage minus the DAC output. By
varying the feedback capacitor size, the MDAC can be used as an interstage residue amplifier in multistep
pipelined ADCs. For example, if the feedback capacitor is C and the digital input is the coarse N-bit
decision of the sampled analog voltage, the amplifier output is a residue voltage amplified by 2N for the
subsequent LSB conversion.

10.1.3.3 RþC or CþR Combination DACs

Both resistor-string and capacitor-array DACs need 2N unit elements for N-bits, and the number grows
exponentially. Splitting arrays into two, one for MSBs and the other for the LSBs, requires a buffer
amplifier to interface between two arrays. Although a floating capacitor connects two capacitors arrays,
the parasitic capacitance of the floating node is not well controlled. A more logical combination for high-
resolution DAC is between resistor and capacitor DACs. This combination does not require any coupling
capacitors or interface buffer amplifiers.
In the RþC combination, the MSB is set by the resistor string, and next segment of the resistor-string

DAC supplies the reference voltage of the LSB capacitor DAC, as shown in Figure 10.10. When the top
plate is initialized, all capacitor bottom plates are connected to the lower voltage of the next segment of
the resistor-string DAC. During the next clock phase, the bottom plates of capacitors are selectively
connected to the higher voltage of the segment if the digital bit is ONE, but stays switched to the lower
voltage if ZERO. This segmented DAC approach gives an inherent monotonicity as far as the LSB DAC is
monotonic within its resolution. Although INL is poor, the fully differential implementation of this
architecture benefits from the lack of the even-order nonlinearity, thereby achieving improved INL. On
the other hand, in the CþR combination shown in Figure 10.11, the operation of the capacitor DAC is
the same. The MSB side reference voltage is fixed, but the reference voltage of the smallest capacitor is
supplied by the LSB resistor-string DAC. This approach exhibits nonmonotonicity due to the capacitor
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DAC matching. Both combination DACs are seldom used as stand-alone DACs due to their limited
speed, but are used frequently as subblocks of high-resolution ADCs.

10.1.4 Techniques for High-Resolution DACs

Most DACs are made of passive or active components such as resistors, capacitors, or current sources,
and their linearity relies on the matching accuracy of those components. Among frequently used DAC
components, diffused resistors and transistors are in general known to exhibit an 8 bit level matching
while thin-film resistors and capacitors are matched to a 10 bit level. Trimming or electronic calibration
is needed in order to obtain a higher linearity than what is achievable with bare component matching.
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The traditional solutions to this have been the wafer-level trimming methods such as laser trimming and
Zener zapping. Although many other promising trimming or matching techniques such as polysilicon
fuse trimming, electrical trimming techniques using PROM, and large device matching by geometrical
averaging have been proposed, conventional factory-set trimming or matching techniques give no
flexibility of retrimming. How successfully these techniques can be applied to large-volume production
of high-resolution DACs and how the factory-trimmed components will perform over the long term are
still in question.
The future trend is toward more sophisticated and intelligent electronic solutions that overcome and

complement some of the limitations of conventional trimming techniques. The methods recently
developed are dynamic circuit techniques [5] for component matching, switched-capacitor integration
[6], electronic calibration [7] of a DAC nonlinearity, and oversampling interpolation techniques [8]
which trade speed with resolution. In particular, the oversampling interpolative DACs are used widely in
stand-alone applications such as digital audio playback systems or digital communications due to their
inherent monotonicity.

10.1.4.1 Dynamic Matching Techniques

In general, a dynamic element matching to improve the accuracy of the binary ratio is a time-averaging
process. For simplicity, consider a simple voltage or current divide-by-two element, as shown in
Figure 10.12. Due to mismatches in the ratio of resistors, transistors, and capacitors, the divided voltage
or current is not exactly Vref=2 or Iref=2, but their sum is Vref or Iref. The dynamic matching concept is to
multiplex these two outputs with complementary errors of D and �D so that the errors D and �D can
be averaged out over time while the average value of Vref=2 or Iref=2 remains. It is in effect equivalent to
the suppressed carrier balanced modulation of the error component D. The high-frequency energy can
be filtered out using a post low-pass filter. This technique relies on the accurate timing of the duty cycle.
Any duty cycle error or timing jitter results in inaccurate matching. The residual matching inaccuracy
becomes a second-order error proportional to the product of the original mismatch and the timing error.
The application of dynamic element matching to the binary-weighted current DAC is a straightfor-

ward switching of two complementary currents. Its application to the binary voltage divider using two
identical resistors or capacitors requires exchanging of resistors or capacitors. This can be achieved easily
by reversing the polarity of the reference voltage for the divide-by-two case. However, in the general case
of N element matching the current division is inherently simpler in implementation than the voltage
division. In general, to match the N independent elements, a switching network with N inputs and
N outputs is required. The function of the switching network is to connect any input out of N inputs to
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one output with an average duty cycle of 1=N. The simplest one is a barrel shifter rotating the I–O
connections in a predetermined manner [5]. This barrel shifter generates a low-frequency modulated
error when N becomes larger because the same pattern repeats every N clocks. A more sophisticated
randomizer with the same average duty can distribute the mismatch error over the wider frequency range.
The latter technique finds applications as a multibit DAC in the multibit noise-shaping sigma-delta data
converter, whose linearity relies on the multibit DAC.

Voltage or current sampling. The voltage or current sampling concept is an electronic alternative to
direct mechanical trimming. To sample voltage or current using a voltage or current sampler is equivalent
to trimming individual voltage or current sources. The voltage sampler is usually called a S=H circuit, while
the current sampler is called a current copier. The voltage is usually sampled on the input capacitor of a
buffer amplifier and the current is usually sampled on the input capacitor of a transconductance amplifier
such as an MOS transistor gate. Therefore, both voltage and current sampling techniques are ultimately
limited by their sampling accuracy.
The idea behind the voltage or current sampling DAC is to use one voltage or current element

repeatedly. One example of the voltage sampling DAC is a discrete-time integrator-type DAC with many
S=H amplifiers for sampling output voltages. The integrator integrates a constant charge repeatedly, and
its output is sampled on a new S=H amplifier every time the integrator finishes an integration as shown in
Figure 10.13a. This is equivalent to generating equally spaced reference voltages by stacking identical unit
voltages [6]. The fundamental problem associated with this sampling voltage DAC approach is the
accumulation of the sampling error and noise in generating larger voltages. Similarly, the current
sampling DAC can sample a constant current on current sources made of MOS transistors, as shown
in Figure 10.13b [7]. Because one reference current is copied on other identical current samplers, the
matching accuracy can be maintained as far as the sampling errors are kept constant. It is not practical to
make a high-resolution DAC using voltage or current sampling alone. Therefore, this approach is limited
to generating MSB DACs for the segmented DAC or for the subranging ADCs.

10.1.4.2 Electronic Calibration Techniques

Electronic calibration is a general term to describe various circuit techniques, which usually predistort
the DAC transfer characteristic so that the DAC linearity can be improved. One such technique is a
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straightforward code mapping, and the other is a self-calibration. The code-mapping calibration is a very
limited technique only for the factory because it requires a precision measurement setup and a large digital
memory. The self-calibration is to incorporate all the calibrationmechanisms and hardware on the DAC as
a built-in function so that users can recalibrate whenever calibrations are needed. The self-calibration is
based on an assumption that the segmentedDAC linearity is limited by theMSBDAC so that only errors of
MSBs may be measured, stored in memory, and recalled during normal operation. There are two ways of
measuring the MSB errors. In one method individual-bit nonlinearities, usually appearing as component
mismatch errors, aremeasured digitally [9], and a total error, which is called a code error, is computed from
individual-bit errors depending on the output code during normal conversion. On the other hand, the
other method measures and stores digital code errors directly and eliminates the digital code-error
computation during normal operation [10]. The former requires less digital memory during normal
conversion while the latter requires fewer digital computations.

Direct code mapping. The simplified code mapping of a DAC can be done with a calibration DAC,
digital memory, and a precision instrument tomeasure theDAC output, as shown in Figure 10.14. The idea
is to measure the DAC error using a calibration DAC so that the DAC output corrected by the calibration
DAC can produce an ideal DAC output. The input code of the calibration DAC is stored as a code error in
digital memory addressed by the DAC input code. This code error is recalled to predistort the DAC output
during normal operation. This technique needs a 2N memory with a word length corresponding to the
number of bits of the calibration DAC. This method can correct any kinds of DAC nonlinearities as long as
the calibration DAC has an output range wide enough to cover the whole range of nonlinearity. However,
the same method can be implemented without the use of a calibration DAC if the main DAC is monotonic
with extra bits of resolution. In this case, the calibration is a simple code mapping, selecting correct input
digital codes for correct DAC output voltages among redundant input digital codes.

Self-calibration for individual capacitor errors. The idea of measuring the individual bit errors using a
calibration DAC is to quantize the difference D in the divide-by-two elements in Figure 10.12 because the
ideal divide ration is 1=2. For example, the MSB should be half of the whole range of a DAC, the second
MSB is half of the MSB, and so on. Unless buffer amplifiers are used, the ideal calibration DACs for R and
C DACs are C and R DACs, respectively. The ratio error measurement cycle of 2 bit C DAC is illustrated
in Figure 10.15. Errors can be quantized using a successive approximation method, but the up=down
converter is shown here for simplicity. Initially, the top plate is charged to the comparator offset and the
bottom plates of C1 and C2 sample 0 and Vref. At the same time, the bottom plate of CC samples Vref=2
and the up=down counter is reset to make Vcal¼ 0. In the next clock period the charge is redistributed by
swapping 0 and Vref on the bottom plates of C1 and C2. Then the top plate residual error Vx will be from
the charge conservation

DAC

Calibration
DAC

Up/down
counter

Memory

Digital ramp

Ideal level

Σ

Address

FIGURE 10.14 Code mapping with a calibration DAC.
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Vx ¼ C1

C1 þ C2 þ CC
Vref � C2

C1 þ C2 þ CC
Vref ¼ DC

2C þ CC
Vref (10:8)

If Vcal¼ 0, C1¼CþDC=2, and C2¼C�DC=2. This top plate residual voltage can be nulled out by
changing the calibration DAC voltage Vcal. The measured calibration voltage is approximately

Vcal ¼ �DC
CC

Vref (10:9)

As the actual error Vx is half of the measured value when the Vref is applied to C1, the actual calibration
DAC voltage to be subtracted during normal operation becomes Vcal=2. Similarly, the multibit calibration
can start from the MSB measurement and move down to the LSB side [9].
The extension of this calibration technique to current DACs is straightforward. For example, two

identical unipolar currents, I1 and I2, can be compared using a voltage comparator and a calibration
DAC, as shown in Figure 10.16. After I1 is switched in, the calibration DAC finds an equilibrium as a
null. Then the difference can be measured by interchanging I1 and I2 and finding a new equilibrium.
Therefore, the current difference error is obtained as

Ical ¼ I2 � I1 (10:10)

C1 C2 Cc C1 C2 Cc

VrefVref

VrefVrefVref
2

Vcal = 0 Vcal

Reset

Up/down Up/down

(a) (b)

FIGURE 10.15 Capacitor ratio error measurement cycles: (a) initialization and (b) error quantization.
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I2I1 I2I1
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FIGURE 10.16 Current difference measurement cycles: (a) initialization and (b) error quantization.
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During normal operation, half of this value should be added to the DAC output using the same
calibration DAC every time the current I1 is switched to the DAC output. Similarly, the same amount
is subtracted if I2 is switched to the output.

Code-error calibration. The code-error calibration is based on the simple fact that the thermometer-
coded MSBs of a DAC are made of segments of equal magnitude [10]. Any nonuniform segment will
contribute to the overall nonlinearity of a DAC. The segment error between two adjacent input codes is
measured by comparing the segment with the ideal segment. Starting from the reference point, 0 or
Vref=2, the same procedure is repeated until all the segment errors are measured. Therefore, the current
code error, Error(j), is obtained by adding the current segment error to the accumulated sum of all the
previous segment errors:

Error( j) ¼
Xj

k¼1

Seg(k) (10:11)

where Seg(k) is the kth segment error from the reference point. These measured code errors are stored in
memory addressed by digital codes so that they can be subtracted from uncalibrated raw digital outputs
during normal conversion.
The segment error measurement of a current-ratioed DAC thermometer-coded MSBs is similar to the

current difference measurement in Figure 10.16. The only difference in measurement is the use of the
reference segment current in place of one of the two currents to be compared. That is, each MSB current
source is compared to the reference segment. For the capacitive DAC, the kth segment error can be
measured in two cycles. After the output of the DAC is initialized to have a negative ideal segment voltage
with the input digital code corresponding to k� 1, the input code is increased by 1 as shown in
Figure 10.17. Applying digital codes to the capacitor-array DAC means connecting the bottom plates
to either Vref or ground depending on the corresponding digital bits. Then the kth segment error is
generated at the output and can be measured digitally using subsequent ADC stages or using a calibration
DAC as shown in Figure 10.15.
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FIGURE 10.17 Code-error measurement cycle: (a) initialization and (b) error quantization.
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Digital truncation errors. All calibration methods need extra bits of resolution in the error measure-
ments because digital truncation errors are accumulated during code-error computations. For example, if
the truncation errors are random, the additions of n digital numbers will increase the standard deviation
of the added number by n1=2. This accumulated truncation error affects both DNL and INL of the
converter self-calibrated using measured errors of individual bits. On the other hand, if calibrated using
measured segment errors, the DNL of the converter is always guaranteed to be within � 1

2 LSB of a target
resolution because all segment errors are measured with one extra bit of resolution, but the INL will still
be affected by the digital truncation because code errors are obtained by accumulating segment errors.
The effect of the digital truncation errors due to n repeated digital additions on the INL can be modeled
using uncorrelated and independent random variables, and the standard deviation of INL is calculated
in LSB units as

sINL ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
(n� i)(i� 1)
12(n� 1)

s
(LSB) for i ¼ 1, 2, . . . , n (10:12)

For example, when n¼ 16, the maximum standard deviation of the INL at the midpoint is about
0.56 LSB.

10.1.4.3 Interpolative Oversampling Techniques

Ordinary DACs generate a discrete output level for every digital word applied to their input, and it is
difficult to generate a large number of distinct output levels for long words. The oversampling inter-
polative DAC achieves fine resolution by covering the signal range with a few widely spaced levels and
interpolating values between them. By rapidly oscillating between coarse output levels, the average output
corresponding to the applied digital code can be generated with reduced noise in the signal band [8]. The
general architecture of the interpolative oversampling DAC is shown in Figure 10.18. A digital filter
interpolates sample values of the input signal in order to raise the word rate to a frequency well above the
Nyquist rate. The core of the technique is a digital truncator to truncate the input words to shorter output
words. These shorter words are then converted into analog form at the high sample rate so that the
truncation noise in the signal band may be satisfactorily low. The sampling rate upconversion for this is
usually done in stages using two upsampling digital filters. The first filter, usually a two to four times
oversampling FIR, is to shape the signal band for sampling rate upconversion and to equalize the
passband droop resulting from the second SINC filter for higher-rate oversampling.
A noise-shaping sigma-delta-sigma modulator can be built in digital form to make a digital truncator

as shown in Figure 10.19. Using a linearized model, the z-domain transfer function of the modulator is

Y(z) ¼ aH(z)
1þ aH(z)

X(z)þ 1
1þ aH(z)

Q(z) (10:13)

where
Q(z) is the quantization noise
a is the quantizer gain

Digital
in

fs
k fs fs

M M NTruncation
loop DAC LPF

(Usually, N = 1)

Analog
out

Interpolation
filter, k  

FIGURE 10.18 Interpolative oversampling DAC.
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The loop filterH(z) can be chosen so that the quantization noise may be high-pass filtered while the input
signal is low-pass filtered. For the first-order modulator, the loop filtered is just an integrator with a
transfer function of

H(z) ¼ z�1

1� z�1
(10:14)

while for the second-order modulator, the transfer function is

H(z) ¼ z�1(2� z�1)

(1� z�1)2
(10:15)

However, the standard second-order modulator is implemented, as shown in Figure. 10.20, using a
double integration loop. In general, first-order designs tend to produce correlated idling patterns.
Second-order designs are vastly superior to first-order designs both in terms of the required OSR to
achieve a particular SNR as well as in the improved randomness of the idling patterns. However, even the
second-order loop is not entirely free of correlated fixed patterns in the presence of small DC inputs.
The second-order loop needs dithering to reduce fixed pattern noises, but loops of a higher order than
third do not exhibit fixed pattern noises.

Stability. The quantizer gain a plays an important role in keeping the modulator stable. Considering a,
the transfer function of the second-order loop shown in Figure 10.20 becomes

Y(z) ¼ az�2X(z)þ (1� z�1)2Q(z)
1� 2(1� a)z�1 þ (1� a)z�2

(10:16)

The root locus of the transfer function in the z-domain is shown in Figure 10.21. As shown, the second-
order loop becomes unstable for a> 4=3 because one pole moves out of the unit circle. This in turn
implies that the signal at the input of the quantizer becomes too large. Most delta-sigma modulators
become unstable if the signal to the quantizer exceeds a certain limit. Higher-order modulators tend to be
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–
Σ H(z) ×

FIGURE 10.19 Delta-sigma modulation as a digital truncator.
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FIGURE 10.20 Second-order 1 bit modulator.
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overloaded easily at higher quantizer gain than first-or second-order modulators. Therefore, for the
stability reason, the integrator outputs of the loop filter are clamped so that the signal at the input of the
quantizer is limited for linear operation. Digital truncators of a higher order than second are feasible in
digital circuits because signal levels can be easily detected and controlled. The straightforward third order
or higher loop using multiple loops is unstable, but higher order modulators can be built using either the
cascaded MASH [11] or the single-bit higher order [12] architecture.

Dynamic range. In general, for theNth order loop, the noise falls by 6Nþ 3 dB for every doubling of the
sampling rate, providing Nþ 0.5 extra bits of resolution. Because the advantage of oversampling begins to
appear when the OSR is >2, a practically achievable dynamic range by oversampling is approximately

DR > (6N þ 3)(v)dB (10:17)

where M is the OSR. For example, a second-order loop with 256 times oversampling can give a dynamic
range of >105 dB, but the same dynamic range can be obtained using a third-order loop with only
64 times oversampling. The dynamic range is not a limit in the digital modulator. In practice, the
dynamic range is limited in the rear-end analog DAC and postfilter.

One-bit or multibit DAC. The rear end of the interpolative oversampling DAC is an analog DAC.
Because the processing in the interpolation filter and truncator is digital instead of analog, achieving
precision is easy. Therefore, the oversampling DAC owes its performance to the rear-end analog part
because the conversion of the truncated digital words into analog form takes place in the rear-end DAC.
The 1 bit quantizer can be easily overloaded and needs clamping to be stable, while multibit quantizers
are more stable due to their small quantization errors. However, the multibit system is limited by the
accuracy of the multibit DAC. Although the analog techniques such as dynamic matching or self-
calibration can improve the performance of the multibit DAC, the 1 bit DAC is simpler to implement
and its performance is not limited by component matching. It is true that a continuous time filter can
convert the 1 bit digital bitsteam into an analog waveform, but it is difficult to construct an ideal
undistorted digital waveform without clock jitter. However, if the bitstream is converted into a charge
packet, a high linearity is guaranteed due to the uniformity of the charge packets.
A typical differential 1 bit switched-capacitor DAC with one-pole roll-off can be built as shown in

Figure 10.22 using two-phase nonoverlapping clocks 1 and 2. There are many advantages in a fully
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FIGURE 10.21 Root locus of the second-order loop transfer function.
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differential implementation. The dynamic range increases by 3 dB because the signal is doubled (6 dB)
but the noise gains by 3 dB. It also rejects most noisy coupling through power supplies or through the
substrate as a common-mode signal. Furthermore, the linearity is improved because the even-order
nonlinearity components of the capacitors and the op-amp are canceled. In the implementation of Figure
10.22, a resistor as a loss element can be replaced by a capacitor switched in and out at fc as illustrated.
The bandwidths of these filters in both cases are set by 1=RCI and fcCR=CI, respectively, Also, the filter
DC gains are defined by Rfc CS and CS=CR, respectively. The digital bitstream is converted into a charge
packet by sampling the reference voltage on the bottom plates of the sampling capacitors (CS). If the
digital bit is ZERO, �Vref is sampled during the clock phase 1 and the charge on CS is dumped on the
lossy integrator during phase 2. On the other hand, if the digital bit is ONE, Vref is sampled instead. To
reduce the input-dependent switch-feedthrough component, the switches connected to the top plates
should be turned off slightly earlier than the bottom plate switches using 1p and 2p. Alternatively, a
slightly different 1 bit DAC is possible by sampling a constant reference voltage by inverting the polarity
of the integration depending on the digital bit as shown in Figure 10.23.
The op-amp for this application should have a high DC gain and a fast slew rate. The op-amp DC gain

requirement is a little alleviated considering the linear open-loop transfer characteristic of most op-amps
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within a limited swing range. As discussed earlier, the slew-limited settling generates an error propor-
tional to the square of the magnitude. Therefore, a nonslewing op-amp such as a class AB input op-amp
performs better for this application. The op-amp starts to slew when a larger voltage than its linear input
range is applied. When the charge packet of the sampled reference voltage is dumped onto the
input summing node, it causes a voltage step on the summing node. The bypass capacitor CB between
two summing nodes helps to reduce this voltage step to prevent the op-amp from slewing. The large the
CB, the smaller the voltage step. However, a too-large CB will narrowband the feedback amplifier, and the
settling will take longer as a result.

Postfiltering requirement. Although the one-pole roll-off will substantially attenuate high-frequency
components around fc, the 1 bit DAC should be followed by a continuous time postfilter so that the
charge packets can be smoothed out. Unlike the delta-sigma modulator which filters out the out-of-band-
shaped noise using digital filters, the demodulator output noise can be filtered only by analog filters.
Because the shaped noise is out-of-band, it does not affect the inband performance directly, but the large
out-of-band high-frequency noise tends to generate inband intermodulation components and limit the
dynamic range of the system. Therefore, the shaped high-frequency noise needs to be filtered with a low-
pass filter one order higher than the order of the modulator. It is challenging to meet this postfiltering
requirement with analog filtering techniques. Analog filters for this application are often implemented in
continuous time using a cascade of Sallen–Key filters made of emitter follower unity-gain buffers, but
both switched-capacitor and continuous time filtering techniques have improved significantly to be
applied to this application. The other possibility is the hybrid implementation of an FIR filter using
digital delays and an analog current swimming network. Because the output is a bitstream, current
sources weighted using coefficients of an FIR filter are switched to the current summer depending on the
digital bit to make a low-pass FIR filter.

10.1.5 Sources of Conversion Errors

10.1.5.1 Glitch

The basic function of the DAC is the conversion of digital numbers into analog waveforms. A distortion-
free DAC creates instantaneously an output voltage that is proportional to the input digital number. In
reality, DACs cannot achieve this impossible goal. If the input digital number changes from one value to
a different one, the DAC output voltage always reaches a new value sometime later. For DACs, the shape
of the transient response is a function governed in large part by two mechanisms, glitch and slew rate
limit. The ideal transient response of a DAC to a step is a single-time constant exponential function,
which only generates an error growing linearly with the input signal, as explained in Figure 10.3. Any
other transient responses give rise to errors that have no bearing on the input signal. The glitch impulse is
described in terms of a picovolts times seconds or equivalent unit.
Glitches are caused by small time differences between some current sources turning off and others

turning on. Take, for example, the major code transition at half scale from 011 . . . 11 to 100 . . . 00. Here,
the MSB current source turns on while all other current sources turn off. The small difference in
switching times results in a narrow half-scale glitch, as shown in Figure 10.24. Such a glitch, for example,
can produce distorted characters in CRT display applications. To alleviate both glitch and slew-rate
problems related to transients, a DAC is followed by a S=H amplifier, usually called a deglitcher. The
deglitcher stays in the hold mode while the DAC changes its output value. After the switching transients
have settled, the deglitcher is changed to the sampling mode. By making the hold time suitably long, the
output of the deglitcher can be made independent of the DAC transient response. Thus, the distortion
during transients can be circumvented by using a fast S=H amplifier. However, the slew rate of the
deglitcher is on the same order as that of the DAC, and the transient distortion will still be present, now
as an artifact of the deglitcher.
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10.1.5.2 Timing Error-Word Clock Jitter

Although a DAC is ideally linear, it needs precise timing to correctly reproduce an analog output signal.
If the samples do not generate an analog waveform with the identical timing with which they were taken,
distortion will result, as explained in Figure 10.25. Jitter can be loosely defined as timing errors in analog-
to-digital and digital-to-analog conversion. When the analog voltage is reconstructed using a DAC with
timing variations in the word clock, the sample amplitudes, the ONEs and ZEROs are correct, but they
come out at the wrong time. Because the right amplitude at the wrong time is the wrong amplitude, a
timing jitter in the word clock produces an amplitude variation in the DAC output, causing the waveform
to change shape. This in turn introduces either spurious components related to the jitter frequency or
raises the noise floor of a DAC, unless the jitter is periodic. If the jitter has a Gaussian distribution with a
root mean square jitter of Dt, the worst-case SNR resulting from this random word clock jitter is
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SNR ¼ �20� log
2pfDt

M1=2
(10:18)

where f is the signal frequency and M is the OSR. The OSR M is defined as

M ¼ fc
2fn

(10:19)

where
fc is the word clock frequency
fn is the noise bandwidth

The timing jitter error is more critical in reproducing high-frequency components. In other words, to
make an N-bit DAC, an upper limit for the tolerable word clock jitter is

Dt <
1

2pB2N
2M
3

� �1=2

(10:20)

where B is the bandwidth of the baseband. This implies that the error power induced in the baseband by
clock jitter should be no larger than the quantization noise resulting from an idealN-bit DAC. For example,
a Nyquist-sampling 16 bit DAC with a 22 kHz bandwidth should have a word clock jitter of <90 ps.

These timing errors are caused by variation in the clock signal that controls the time when the DAC
converts each digital word to an analog voltage. Usually, the term ‘‘clock jitter’’ results from everything
inside a digital processor (noise from digital circuitry, inductance and capacitance of a clock bus or of a
printed circuit board trace) as well as the instability of the clock source. For example, noise in digital
circuitry causes the zero-crossing points to shift slightly. If the digital signal has an average slope of
10 V=ms, just 1 mVrms of noise will cause 100 ps of root mean square jitter.

10.1.5.3 Voltage Reference

Ideally, the voltage reference Vref is a constant temperature- and supply-independent voltage with a zero
output resistance. The most common voltage reference source is a silicon bandgap voltage reference of about
1.2 V.Depending on the process used, the bandgap reference voltage has a temperature coefficient of typically
20–100 ppm=8C at room temperature when it is set to a voltage ranging from 1.2 to 1.3 V. To generate a
different reference voltage other than 1.2 V, op-amps are often used to make inverting and noninverting
amplifiers with trimmable feedback gains. Because the bandgap voltage for zero temperature coefficient is not
clearly defined and process dependent, it is common to trim this voltage at a wafer level, and it is extremely
difficult to achieve an absolute accuracy over a wide range of temperature. However, most DAC applications,
except for precision instruments, do not require an absolute accuracy of the reference voltage, and the load-
driving capability of the op-amp used in the voltage reference is of paramount interest.
When a DAC is used as a subblock of an ADC, the DAC has only to settle to a final value within a

given clock period. In such applications it is not important how the DAC settles. However, the DAC as a
stand-along device should have a single-pole response without a glitch and a slew limit. Except for the
current-ratioed DAC, the voltage reference is periodically loaded and disturbed by a switched-in load at
the clock rate, and the reference output should be restored immediately so that the DAC can settle fast.
When disturbed, the voltage reference needs to settle with a time-constant shorter than that of the DAC
with an unlimited slew rate. Figure 10.26 illustrates this situation when the voltage reference periodically
refreshes the loading capacitor. If the op-amp unity-gain bandwidth is 1=t0 rad=s, the op-amp restores
the output with a time constant (1þR2=R1) t0 of the feedback amplifier. The large capacitor CD helps to
prevent the op-amp from slewing because the voltage dip of VrefCL=(CDþCL) decreases as CD increases.
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10.1.5.4 Noise

Noise is a fundamental limit in high-resolution DACs. The resolution of a DAC is limited by a
quantization noise given by Equation 10.2, unless the circuit contributes higher noise. There are many
noise sources in real DACs. The DAC output is corrupted by noises directly coupled from bouncing
power supplies, bias lines, and ground, as well as the noise sources such as thermal noise, flicker noise,
and shot noise. To reduce the former noise sources, it is necessary to carefully separate analog and digital
supplies and to eliminate sets of ground loops using a star-ground configuration. The use of a fully-
differential architecture helps to reduce such coupling noises. However, the latter set of noise sources is
predictable and can be reduced by a low-noise design.
The dominant noise source of a resistor-string DAC shown in Figure 10.4 is a white thermal noise of

resistors. If the output resistance of the DAC is Rout, the root mean square output noise of the DAC is
(4kTRout)

1=2 V=Hz1=2, where k is the Boltzman constant and T is the absolute temperature. The thermal
noise is about 4 nV=Hz1=2 if Rout is 1 kV. The output resistance of this DAC depends on the digital input
code. The worst-case Rout is one quarter of the total resistance of the string when the output is connected
to the center tap. For lower noise, the total resistance should be minimized at the cost of high power
consumption. The noise of the voltage reference appears at the output after being divided by the resistor
string. The voltage noise of the output buffer, if used, is directly added to this noise.
On the other hand, the noise source of the current-ratioed DAC of Figures 10.6 and 10.7 is the current

noise contributed either by the shot noise of the current source or by the parallel resistor connected to the
output node. If the total output current is Iout and the total output shunt resistance isRp, the rootmean square
output shot noise is 2 qIout A=Hz1=2 and the root mean square current noise contributed by the shunt resistor
is 4 kT=Rp A=Hz1=2, where q is 1.63 10�19 C. The shot noise of a 50 mA current and the current noise of a
1 kV shunt resistor give the same root mean square noise of 4 pA=Hz1=2. The shunt feedback resistance of the
transresistance amplifier also contributes to the total noise. If the current DAC is terminated by a low-
impedance source of 50–75V, the current noise is usually dominated by this termination resistor.

The main source of the capacitor-array DAC shown in Figures 10.8 and 10.9 is a well-known kT=C
noise. The sampled root mean square noise voltage of the capacitor of C is (kT=C)1=2 V without regard to
the switch-on resistance. The 1 pF sampling capacitor gives a 64 mV sampled noise. This noise is evenly
distributed over the Nyquist band (half the sampling frequency), and puts a lower limit on the smallest
signal the DAC can handle. Furthermore, the reference and ground noises are divided by the C divider
and appear at the output of the DAC. When applied to the oversampling converters either in delta-sigma
modulators or in a 1 bit DAC, shown in Figures 10.22 and 10.23, the kT=C noise in the signal band is
lower than the Nyquist-rate converters by the OSR of M given by Equation 10.19.
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FIGURE 10.26 Voltage reference periodically charging a load capacitor.
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10.1.6 Low-Spurious DAC Design Examples

Modern broadband digital communication systems such as cable modem, cellular baseband, and wireless
local area network consist of multiple channels. For high bit rate transmission of 54 Mbit=s over 20 MHz
bandwidth, the RF standards such as IEEE 802.11a and Hyperlan2 use the orthogonal frequency division
multiplexing scheme that divides the signal band into 52 of 300 kHz narrowband channels. It is
challenging to preserve signal integrity of such a complex waveform. Multiple channels are mixed in
many different ways when analog signal processing is nonlinear. For example, the multichannel spectrum
is perfect when digitally generated, but it is degraded while being converted into analog waveform due to
the DAC nonlinearity. To generate an accurate multichannel spectrum without mixing, DAC should be
linear both in static and dynamic performance. High spurious-free dynamic range is the most important
for frequency-domain applications. Recently, a few techniques such as spatial averaging [13–15], self-
trimming [16], and dynamic linearity enhancement [16,17] are reported.

10.1.6.1 Spatial Averaging for Static Linearity

DAC static linearity measured in terms of DNL and INL depends on how DAC components are arranged.
In most stand-alone DACs, an array of current sources is predominantly used. It is well known that the
binary-weighted array is simple to decode but exhibits poor DNL, while the thermometer-coded array is
complex to decode but exhibits good DNL. In fact, the complexity of the thermometer-coded current DAC
grows exponentially. Therefore, in typical applications above 8–10 bits, the MSB part is coded in
thermometer while the LSB part is coded in binary. The thermometer-coded DAC array occupies a
large area, and current source matching is limited by overall gradient effect. In a large thermometer-
coded array, systematic and graded errors are far greater in effect than random device mismatch errors.
They result from many factors such as edge effect, current source output resistance, supply voltage drop,
thermal gradient, and process gradients of doping and thickness across the die, etc. In integrated circuit
design, the common-centroid layout scheme has been used to effectivelymatch devices when limited by the
gradient effect.
Since the thermometer-coded array is physically large, a two-dimensional common-centroid scheme

should be used. To improve INL, the two-dimensional array can be split into four quadrants biased
separately using common-centroid bias circuits [13]. To improve INL further, each current source can be
split into four small slices connected in parallel, and each slice is placed in one of the four different
quadrants [14]. This results in the first-order spatial averaging of the systematic and gradient errors.
In general, the gradient effect is first-order, but the second-order effect limits DAC INL performance at
14 bit level or higher. Further partitioning the unit current source into 16 small slices connected in
parallel can remove the residual gradient effect [15]. Unlike the first-order centroid scheme, the second-
order spatial averaging scheme uses four common-centroid slices placed in four different quadrants. In
theory, the matching improves as the array is split into many smaller pieces and the common-centroid
scheme is used in each small piece. However, the complexity grows significantly, and the operating speed
is inevitably reduced.

10.1.6.2 Self-Trimming for Static Linearity

The two-dimensional geometric averaging is very costly in terms of chip area and the operating speed as
the array gets larger. Calibration techniques as discussed are effective in overcoming device mismatch
and gradient effects in IC process. One recent trend is self-trimming. The concept is to adjust the current
source values electronically like laser trimming. Although laser trimming is a one-time adjustment, the
self-trimming is adaptive and continuously engaged. A trimmable floating current source is shown in
Figure 10.27, which can be used as one MSB current source in the thermometer-coded array [16]. The
floating current source made of transistors N4 and P2 is switched from the top side by transistors N6 and
N7. When the current source needs trimming, the bottom transistor N2 is turned on, and the current is
switched to the measuring resistor R2. This arrangement of trimming is transparent to the normal
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operation and is performed in background. An oversampling calibrator based on delta-sigma modulation
repeatedly monitors the voltage across R2, accurately compares it with the preset reference voltage,
and constantly feedbacks the error signal that periodically updates the capacitor Cs to adjust the
current source.

10.1.6.3 Dynamic Linearity Enhancement

The static linearity up to over 14 bits can be achieved either with spatial averaging or with self-trimming,
but the dynamic linearity heavily depends on how the DAC output settles. For example, the wireless
baseband spectrum covers over 20MHz bandwidth, but generating such a wideband signal with high static
and dynamic linearity is not a trivial task. Furthermore, in scaled CMOS, devices are more nonlinear and
low supply voltage often limits the DAC linearity. In standard current DACs, each current source is
switched to the output at different times due to clock skew, and adds parasitic capacitance to the output
node, which results in code-dependent output settling. The clock skew and the code-dependent settling are
most prominent among many factors limiting dynamic DAC linearity. Isolating the output node from
current sources and synchronizing the code transitions are simple solutions for these, but the clock skew is
difficult to deal with high precision. It is often suggested that the DAC’s dynamic linearity can be improved
if its output is sampled and held using a deglitcher. In fact, the deglitcher is functionally a track and hold
circuit, but it is also difficult to implement at high frequencies with high precision.
The return-to-zero (RZ) scheme solves the deglitcher problem as explained in Figure 10.28a [17].

While the error in the track and hold stays for the half period, the error in the RZ exponentially decays.
The logic behind this is that rather than sampling analog voltage accurately, it is easier to let the output
keep on changing exponentially. Exponential settling is a linear process. The same effect as RZ can be
achieved in a simpler manner, called track and attenuate [16]. Rather than resetting the DAC output, just
attenuating it achieves the same goal. Figure 10.28b illustrates the DAC output stage performing the track
and attenuate function. The differential DAC output current comes into the folded-cascode node Vx,
which is isolated from the output node. The output nodes track the signal during the half clock period,
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FIGURE 10.27 Trimmable floating current source.
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but are bypassed by three transistors Nþ, N�, and NDIFF for attenuation during the remaining half clock
period. The difference of the RZ DAC from the conventional DAC is that the output spectrum nulls at
multiples of twice the sampling frequency, which in turn provides less attenuation in the passband.
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10.2 Analog-to-Digital Converters

Ramesh Harjani

10.2.1 Introduction

With the increased complexity possible in modern-day integrated circuits, analog-to-digital converter
(ADC) and digital-to-analog converter (DAC) have become ubiquitous components of mixed-signal
integrated circuits. ADCs transform an analog signal, VA, into an N-bit digital representation, Vd. Such a
converter is said to have a resolution of N bits. The digital signal Vd is an approximation of the original
analog signal, VA, and the maximum error during this conversion process for an N-bit converter is equal
to 1=2N of the full-scale value. This error is called the quantization error.

A number of topologies exist for ADC. They can be classified as Nyquist rate converters or over-
sampled converters. Nyquist rate converters sample the input at the minimum sampling rate, i.e., two
times the maximum signal frequency. As the name implies, oversampled converters take more samples
than is mandated by the Nyquist criterion to generate extremely high resolution. Nyquist rate converters
are usually classified as (1) high-speed, (2) medium-speed, and (3) high-resolution converters. However,
the different architectures are better categorized by evaluating the number of clock cycles they use to
perform the analog-to-digital conversion. For example, for N bits of resolution a high-speed converter
performs the conversion in one or two clock cycles, a medium-speed converter performs the conversion
in N clock cycles, and a high-resolution converter performs the conversion in 2N clock cycles. Thus, we
classify them here as 1-, N-, and 2N-clock converters.
Before describing the details of the various ADC architectures we discuss some of the performance

characteristics of ADCs in general and describe some test techniques that are used to measure these
characteristics.

10.2.1.1 ADC Test Techniques

ADCs are primarily tested using parametric techniques. That is, a key set of parameters that characterize
an ADC are verified. An ADC is characterized by its static and dynamic performance. In static
performance, we are primarily concerned about the linearity of the I–O transfer characteristics, and in
dynamic performance we are concerned about the operation of the converter at full operating speed.
Figure 10.29 shows the transfer characteristics for an ideal 3 bit converter. The dashed line shows the

transfer characteristics of an infinite precision converter and the bold line shows the transfer character-
istics of a 3 bit version. We note that the least significant bit (LSB) value is equal to 1=2N of the full-scale
value. Figures 10.30 through 10.33 show examples of the static performance characteristics of an ADC.
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A gain error is said to be present when the maximum digital value does not correspond to the full-scale
analog value. An offset error corresponds to a horizontal shift in the transfer characteristics. The integral
nonlinearity error specifies the maximum deviation of the transfer characteristics from the ideal code
center. Differential nonlinearity specifies the deviation of each stepsize from 1=2N of the full-scale value.
Dynamic ADC performance characteristics include signal-to-noise ratio (SNR), effective bits, aperture

errors, and input signal bandwidth. During full-speed operation some additional errors become evident
because of the finite settling time and bandwidth limitations of the circuits within the ADC. The SNR and
effective bits are dynamic ways of measuring the minimum resolution and errors in the transfer
characteristics. Different terms are used to specify similar performance parameters largely because
different measurement techniques are used to generate them. The input signal bandwidth specifies the
maximum frequency of the input signal.
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FIGURE 10.29 Transfer characteristics for an ideal 3 bit ADC.
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Because of the large number of performance specifications for ADCs, quite a few techniques are used
to test them as well. These testing techniques also reflect the different types of performance character-
istics, i.e., static and dynamic. The more traditional methods of testing ADC are primarily concerned
with checking the static characteristics of these converters. Examples of such test techniques include
analog difference signal methods, crossplot methods, and servo loop code transition measurement
methods [3]. Dynamic techniques to test linearity are based on using a well-known and near-full-scale
input signal and evaluating the output code probability over a large input sample size. This technique is
called the ‘‘code density test’’ or the ‘‘histogram test.’’ The output code probability for a linear ramp
input is uniform for all codes. However, it is difficult to generate extremely accurate ramp signals at high
speed, therefore, sine-wave signals are used. Unfortunately, with a sine wave the output code probability
is no longer uniform but is instead ‘‘cusp-shaped’’. An estimate of the differential nonlinearity can be
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generated by evaluating the difference between the expected code probability and measured values. The
code density test requires a large number of data samples in the range of several hundreds of thousands.
Additionally, a small number of large magnitude errors are easily masked in this technique. More
recently, frequency domain-based techniques have been used to measure the harmonic content of the
converted signal to provide an estimate of the SNR and effective number of bits. In this technique, a
discrete time Fourier transform (DTFT) is performed on the output data sequence and is used to measure
the data converter performance characteristics. Although the number of data samples required are fewer
than the code density approach, this approach still requires a few thousand data samples. Additionally,
proper windowing functions and synchronized sampling may be required to reduce spectral leakage.
Data converters are relatively time-consuming to test. However, rather than explain all the techniques

that can be used to test data converters, we concentrate on a single method, the crossplot method, to
provide the reader with some insight into the complexity of testing ADCs. For additional details about
the other methods, readers are referred to [3]. A block diagram for the crossplot method is shown in
Figure 10.34. In the crossplot technique, the output of the lowest 2 or 3 bits of an ADC are fed to the
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FIGURE 10.34 Crossplot technique used to test ADC static characteristics. (From Demler, M.J., High-Speed
Analog-to-Digital Conversion, Academic Press, New York, 1991, 162.)

10-32 Analog and VLSI Circuits



Y input of an oscilloscope and a separate triangular dither signal is fed to the X input of the oscilloscope.
The input to the ADC is generated using a discrete summing amplifier that adds the output of a DAC,
which is itself swept through its input space at a much slower rate, and the dither signal, mentioned
earlier. This technique generates a staircase waveform on the oscilloscope. Therefore, the linearity of the
last 2 or 3 bits around a fixed bias voltage, which is generated by the DAC, can be seen easily on an
oscilloscope. The primary advantage of this technique is that it uses fairly inexpensive equipment.
However, it is extremely time consuming to evaluate all 2N combinations and the technique provides
no information about the integral linearity, offset, and gain errors. In general, techniques that are used to
test ADCs are fairly complex and either require a large sample size, i.e., high cost, or use extremely
complex equipment to perform the tests.
Having described the basic characteristics of ADC, we now describe of the different ADC architectures

in detail. We first consider Nyquist rate converter topologies and then describe oversampled converters.

10.2.2 Nyquist Rate Converters

As mentioned earlier, Nyquist rate converters are classified as 1-clock converters, N-clock converters, and
2N-clock converters. Examples of 1-clock converters include the flash architecture, the pipelined archi-
tecture [11,12], and the voltage folding architecture. Examples of N-clock converters include the
successive-approximation architecture [9] and the algorithmic architecture [6]. Examples of 2N-clock
converters include the single-slope and dual-slope architectures [4].

10.2.2.1 1-Clock Converters

Flash converters. Flash or parallel converters are the highest rate converters and are sometimes also
called ‘‘video rate converters’’ because they operate at rates necessary for video signals. Parallel converters
are O(1)-clock converters in that they require one or two clock cycles to perform an N-bit conversion.
The basic principle of operation is fairly simple and is easily explained with the help of Figure 10.35. This
figure is a block diagram for a 3 bit flash converter. The input is compared to (23� 1) comparators. The
comparison voltage for the ith comparators is set to be equal to (iVFS)=(2

3), where VFS is the full-scale
voltage. The resulting outputs are then converted from thermometer code to binary code. In general,
the time required to perform the analog-to-digital conversion is equal to the comparator resolution time
plus the time taken to perform the digital code conversion, i.e., one clock cycle. The reference voltages for
the comparators are usually generated using an equally spaced resistor string that is offset by R=2, as
shown in Figure 10.36. The primary advantage of providing the R=2 offset is that it allows the code center
to pass through the origin. The resolution of integrated MOS flash converters is limited to approximately
8 bits. This is primarily due to the matching constraints placed on the resistors and also because of the
exponential increase in the number of components (�2N) required for higher resolution. The speed for
MOS flash converters is usually limited to about 50 MHz. However, if higher speed operation is required,
then the process of time interleaving may be employed. Here, M (N-bit) ADCs are operated in parallel,
but each is delayed somewhat, as shown in Figure 10.37 [1]. By starting the conversion operation
for A=D2 before the operation of A=D1 is complete allows the complete interleaved converter to operate
at M times the speed of each individual converter. Although the technique allows for higher operating
speed, the number of parallel paths has increased. Therefore, due to size limitations the resolution is
usually lower than for simple flash converters.

Subranging converters. The exponential area penalty (a 2N) for flash converters can be mitigated by
using subranging techniques without incurring severe speed penalties. Here, instead of deciding all N-bits
at one time, only a subset of these is decided during the first clock phase, and the rest are decided in the
following clock phases. If two clock phases are used to decide all N-bits, this is called a two-step
subranging converter topology.
A block diagram for a two-step subranging converter is shown in Figure 10.38. In this converter

topology the a most significant bits (MSBs) are decided by the coarse ADC, the results of which are then
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passed on to an a-bit DAC. The output voltage of the DAC is subtracted from the input signal. The
resulting voltage is amplified 2a times and then a (N�a)-bit fine converter is used to resolve the
remaining bits. The entire process—coarse conversion, digital-to-analog subtraction, amplification, and
fine conversion—is performed in one clock period. The coarse and fine converters are usually imple-
mented as simple flash converters. Therefore, the operating speed of a pure subranging converter is at
least twice as slow as that of a flash converter. However, the total number of comparators (and associated
circuits) is reduced from 2N to 2aþ 2N�a. The savings in area can be substantial. Usually, the value of a
is selected to be roughly equal to N=2. For example, for N¼ 10 and selecting a¼ 5, the number of
comparators reduce from 210¼ 1024 to 26¼ 64, which is a savings of 93.75%. This subranging process
can be extended further to a larger number of sequential stages; however, the total propagation delay
usually limits the operation speed fairly significantly.
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Pipelined converters. Instead of operating both the coarse and fine converter in the same clock period,
a sample-and-hold (S=H) could be added to the circuit in Figure 10.38, such that when the fine converter
is resolving the lower (N�a) bits for the first input sample the coarse converter can begin resolving the
upper a bits for the next input sample. This kind of converter can be made to operate at speeds
comparable to flash converters and is called a pipelined converter. A block diagram for a two-stage
pipelined converter is shown in Figure 10.39. Because the a MSBs are decided during the previous clock
period, the results from the fine and coarse converters need to be synchronized by delaying the output of
the coarse converter by a single clock period. As with the subranging converter the number of
comparators have decreased from 2N to 2N�aþ 2a.

Unlike the subranging topology, the pipeline methodology can easily be extended to N sequential
stages, each resolving only 1 bit, because of the sample-and-held circuits between each of the stages. The
block diagram for such an N-step converter is shown in Figure 10.40. In this figure, note that only one
comparator is used per stage and the interstage gain block (also performing the S=H function) has a gain
of two. Once again for synchronization purposes, shift registers are used. This pipelined converter [11,12]
operates as follows. The input is first compared to see if it is greater than Vref. If the input is greater than
Vref, then we set the MSB bit. If the MSB is set, then Vref is subtracted from the input voltage. However, if
the MSB is not set, nothing is done. The resulting voltage is then doubled. During the next clock cycle, the
resulting voltage is once again compared to Vref to give the MSB-1 bit. While the second stage generates
the second MSB for the first input, the first stage processes a new input. When the pipeline is filled,
N inputs are being processed simultaneously. Several shift registers are used to ensure that all the data bits
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corresponding to a single input are output simultaneously. This process continues until we finally
generate the LSB. The analog output of the ith stage can be written as

Vi ¼ 2 Vi�1 � biVref½ �z�1 (10:21)

where bi is equal to 1 if the ith bit is set and equal to 0 otherwise.
Figure 10.41 is a simple circuit realization for a pipelined ADC [13]. Other more advanced topologies

[12] reduce some of the problems associated with this topology, but operate on the same principle. Only
one stage of an N-bit converter is shown in this figure. In this first stage, the amplifier A1 performs the
comparison function and the amplifier A2 performs the 23 multiplication and the conditional subtrac-
tion function. Both amplifiers, along with the associated capacitors and switches, also implement a S=H
function. Let us first concentrate on the comparison function. For a sufficiently large gain, during f1 the
capacitor Ch is charged to Va�Voff, where Voff is equal to the amplifier offset voltage. During f2 the
reference voltage, Vref, is connected to the positively charged terminal of capacitor Ch and the feedback
around the amplifier is removed. During this period the amplifier A1 acts as a comparator and compares
the voltage [Vref� (Va�Voff)] against Voff; i.e., the effect of the amplifier offset voltage is completely
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canceled. The preceding discussion is valid only for sufficiently large gain. However, if the gain of
amplifier A1 is not sufficiently large then the charge transfer is not complete and an error is introduced in
the comparison; i.e., the effective comparison is not with Vref but with VrefþDV. The error in the
comparison is dependent on the input signal voltage. Note that the first stage samples the input at f1

while the next stage samples the input at f2. Likewise, the third stage samples the input at f1 and the
fourth stage samples the input at f2, and so forth.

Digital-error correction in multistep converters. Pipelined and subranging converters that have an
interstage gain >1 can utilize digital-error correction [14] to improve linearity. We shall illustrate the
principle of digital-error correction with the help of a 4 bit two-stage pipelined converter. Each of
the stages resolves 2 bits. Digital-error correction can be used to correct for linearity errors in all except
the last stage. Additionally, it is unable to correct for digital-to-analog linearity and op-amp settling time
errors. Therefore, for our two-stage example we will only be able to correct for errors in the first stage and
we shall assume an ideal DAC.
Figure 10.42 is the block diagram for the 4 bit two-stage pipelined converter without digital-error

correction. This circuit is a 4 bit version of Figure 10.39. The input signal is sample-and-held by S=H1.
The course MSB bits for the overall converter are generated by the first-stage subconverter (A=D1).
The analog value corresponding to these bits is then generated by the first-stage digital-to-analog
subconverter (D=A1). The difference between the input signal and the digital-to-analog output is called
the residue. This residue is amplified by the interstage gain stage (G¼ 4) and passed on to the second-
stage analog-to-digital subconverter. The second-stage analog-to-digital subconverter (A=D1) then gen-
erates the lower 2 bits. Because the second stage is working on the signal after one clock delay, an
intermediate delay stage is added to synchronize the outputs of the two stages.
The residue for an ideal converter varies from � 1

2 LSB to þ 1
2 LSB of the first-stage subconverter

resolution, as shown in Figure 10.43. In the case of nonlinearity in the first subconverter the residue will
have excursions above and below the � 1

2 LSB value, as shown in Figure 10.44. For an ideal digital-to-
analog conversion, the residue corresponding to each digital code is still accurate and no data have been
lost as yet. In the traditional pipelined converter shown in Figure 10.42 any residue value from the first
converter that is greater than � 1

2 LSB of the first stage saturates the second stage and produces errors.
If, however, we change the overall converter topology such that the resolution of the second sub-

converter is increased by 1 bit, i.e., we double the number of levels, and reduce the interstage gain by half,
then we can detect when the residue exceeds the � 1

2 LSB levels and correct for its effect digitally.
Figure 10.45 is a block diagram for the pipelined converter in Figure 10.42 with digital-error correction.
Whenever the residue from the first stage exceeds þ 1

2 LSB it implies that the digital output of the first
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+Input
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FIGURE 10.42 Four bit, two-stage, pipelined converter block diagram without error correction.
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stage subconverter is too small. Likewise, whenever the residue is less than � 1
2 LSB it implies that the

digital output of the first stage is too large. By adding a 1
2 LSB offset at the input of the first analog-to-

digital subconverter and at the output of the first DAC the input to the second subconverter for an ideal
first subconverter is restricted between 1

4 full-scale and 3
4 full-scale. Any excursion outside this region

implies an error in the first analog-to-digital subconverter. The approximate value for this error is
measured by the second-stage subconverter and is then subtracted digitally from the final value.

Input
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+1/2 LSB

–1/2 LSB

00 01 10 11
Corresponding
digital output

FIGURE 10.43 Ideal subconverter residue.
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FIGURE 10.44 Nonideal subconverter residue.
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FIGURE 10.45 Four bit, two-stage, pipelined converter block diagram with error correction.
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Nonlinearities from the second stage are not corrected via this scheme; however, as the interstage gain is
greater than 1 the effect of the nonlinearities in the second stage will have a much lower effect than those
resulting from the first stage. Nonlinearities in the DAC can be reduced substantially by utilizing
reference feedforward compensation [15]. Here, the reference for the second stage changes dynamically
and is obtained by amplifying the first-stage digital-to-analog subconverter segment voltage that corres-
ponds to the most current digital output code of the first-stage analog-to-digital subconverter. Figure
10.46 presents the simulation results for the 4 bit two-stage pipelined converter with and without digital
error correction. For purposes of clarity the second-stage subconverter is made ideal. In a real converter
some nonlinearity would still exist, but would be limited to that introduced by the last stage. Tradition-
ally, even though the resolution of the first subconverter is only 2 bits, it needs to be linear to the overall
converter resolution. Digital-error correction can reduce the linearity requirements such that it is
commensurate with its resolution.

10.2.2.2 N-Clock Converters

Both the successive approximation and algorithmic analog-to-digital topologies require N clock cycles to
perform an N-bit conversion. They both perform 1 bit of conversion per clock cycle. The successive
approximation converter is a subclass of the subranging converter, in which during each clock cycle only
1 bit of resolution is generated. The algorithmic converter is a variation of the pipelined converter, in
which the pipeline is folded back into a loop. Both topologies essentially perform a binary search to
generate the digital value. However, in the case of the successive approximation converter the binary
search is performed on the reference voltage, while in the case of the algorithmic converter the search is
performed on the input signal.

Successive approximation converters. A block diagram for the successive approximation converter is
shown in Figure 10.47. Because the conversion requires N clock cycles a S=H version of the input signal is
provided to the negative input of the comparator. The comparator controls the digital logic circuit that
performs the binary search. This logic circuit is called the successive approximation register (SAR). The
output of the SAR is used to drive the DAC that is connected to the positive input of the comparator.
During the first clock period, the input is compared with the MSB, i.e., the MSB is temporarily raised

high. If the output of the comparator remains high, then the input lies somewhere between 0 and Vref=2,
and the MSB is reset to 0. However, if the comparator output is low, then the input signal is somewhere
between Vref=2 and Vref, and the MSB is set high. During the next clock period the MSB-1 bit is evaluated
in the same manner. This procedure is repeated such that at the end of N clock periods all N-bits have
been resolved. Figure 10.48 is the binary search procedure for a 4 bit converter and shows the comparator
output sequence that corresponds to an input equal to 72% of Vref.
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FIGURE 10.46 Digital-error correction simulation results.
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The successive approximation converter is one of the most popular topologies in both MOS
and bipolar technologies. In MOS technologies the charge-redistribution implementation [9] of the
successive approximation methodology is the most commonly used. The circuit diagram of a 4 bit charge
redistribution converter is shown in Figure 10.49. In this circuit, the binary weighted capacitors {C,
C=2, . . . , C=8} and the switches {S1, S2, . . . , S5} form the 4 bit scaling DAC. For each conversion the circuit
operates as a sequence of three phases. During the first phase (sample) switch S0 is closed and all the other
switches {S1, S2, . . . , S6} are connected such that the input voltage Vin is sampled onto all the capacitors.
During the next phase (hold) S0 is open and the bottom plates of all the capacitors are connected to ground;
i.e., switches {S1, S2, . . . , S5} are switched to ground. The voltage, Vx, at the top plate of the capacitors at
this time is equal to �Vin and the total charge in all the capacitors is equal to �2CVin. The final
phase (redistribution) begins by testing the input voltage against theMSB. This is accomplished by keeping
the switches {S1, S2, . . . , S5} connected to ground and switching S1 and S6 such that the bottom plate of the
largest capacitor is connected to Vref. The voltage at the top plate of the capacitor is equal to

Vx ¼ Vref

2
� Vin (10:22)

Vin S/H

D/A
converter

Control

N-bit output

Successive approximation
register

–

+

FIGURE 10.47 Successive approximation converter block diagram.
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1
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FIGURE 10.48 Binary search process for successive approximation.

Data Converters 10-41



If Vx> 0 then the comparator output goes high, signifying that Vin< (Vref=2) and switch S1 is switched
back to ground. If the comparator output is low, then Vin> (Vref=2) and the switch S1 is left connected
to Vref and the MSB is set high. In a similar fashion the next bit, MSB-1, is evaluated. This procedure
is continued until all N-bits have resolved. After the conversion process the voltage at the top plate is
such that

Vx ¼ �Vin þ b3
Vref

21
þ b2

Vref

22
þ b1

Vref

23
þ b0

Vref

20

� �
(10:23a)

�1 LSB < Vx < 0 (10:23b)

where bi is {0, 1} depending upon if biti was set to 0 or 1.
One of the advantages of the charge-redistribution topology is that the parasitic capacitance from the

switches has little effect on the accuracy. Additionally, the clock feedthrough from switch S0 only causes
an offset and the clock feedthrough from switches {S1, S2, . . . , S5} is input signal independent because they
are always connected to either ground or Vref. However, any mismatch in the binary ratios of the
capacitors in the array causes nonlinearity, which limits the accuracy to 10 or 12 bits.

Self-calibration successive approximation converters. Fortunately, self-calibrating [7] techniques have
been introduced that correct for errors in the binary ratios of the capacitors. Figure 10.50 is the block
diagram for a successive approximation-based self-calibrating ADC. The circuit consists of an N-bit
binary weighted capacitor array main DAC, an M-bit resistor string sub-DAC, and a calibration DAC.
Digital logic is used to control the circuit during calibration and also to store the error voltages.
Let each weighted capacitor Ci have a normalized error in its ratio (1þ ei) from its ideal value:

Ci ¼ 2i�1C(1þ ei) (10:24)

Each capacitor contributes an error voltage at the top plate which is equal to

Vei ¼
Vref

2N
2i�1ei i ¼ 1B, 2, . . . ,N (10:25)
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FIGURE 10.49 Charge-distribution implementation of the successive approximation architecture.
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Therefore, the total linearity error is equal to

Verror ¼
XN
i¼1B

Vei bi (10:26)

where bi is the logic value of the ith bit.
The calibration cycle begins by measuring the error contribution from the largest capacitor and

progressing to the smallest. The error from the MSB capacitor is evaluated by closing S0 and setting
switches {S1, S2, . . . , S5} such that all the capacitors except CMSB are charged to Vref. Next, the switch S0 is
opened and switches {S1, S2, . . . , S5} are switched to connect the bottom plates to ground. Under ideal
conditions, i.e., CMSB¼ 2N�1C, the voltage at the top plate is equal to zero. It should be noted that the
total capacitance is equal to 2C. However, because CMSB¼ 2N�1C(1þ eMSB), the top plate voltage
Vx¼ (Vref=2)eMSB, such that VxMSB

¼ 2VeMSB
Therefore, the error voltage at the top plate is a direct measure

of the corresponding error in the capacitor ratio. A successive approximation search using the sub-DAC
is used to measure these voltages. The relationship between the measured residual voltage and the error
voltage is equal to

Vei ¼
1
2

Vxi �
XN
j¼iþ1

Vei

( )
(10:27)

which corresponds to the equivalent error terms on the digital side. These digital correction terms are
stored and subsequently added or subtracted during the normal operation cycle. Self-calibration
improves the resolution of successive approximation converters to approximately 15 or 16 bits.

Algorithmic converters. As stated earlier, the algorithmic ADC is formed by modifying a pipelined
converter. Here, the pipeline has been closed to form a loop. All N-bits are evaluated by a single stage,
therefore implying that a N-bit conversion requires N clock cycles. A block diagram for the algorithmic
converter is shown in Figure 10.51 [6] and consists of a S=H, a 23 amplifier, a comparator, and a
reference subtraction circuit. The circuit operates as follows. The input is first sampled and held by

CN

SN

CN–1 C1–B C1–A

S1–B

Ccal

SN–1

To SAR

Ca
lib

ra
tio

n
DA

C
Co

nt
ro

l
lo

gi
c

Da
ta

re
gi

ste
r

A
d
d
e
r

Re
gi

ste
r

Main DAC

Sub-DAC

Successive approximation register (SAR)

Vref

Data output

+

–

FIGURE 10.50 Self-calibration charge redistribution converter.
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setting S1 to Vin. This signal is then multiplied by 2 (by the 23 amplifier). The result of this multipli-
cation, Vo, is compared to Vref. If VoN>Vref then the MSB, bN, is set to 1 or it is set to 0. If bN is equal to 1,
then S2 is connected to Vref such that VbN is equal to

VbN ¼ 2V0N � bNVref bN ¼ 0, 1f g (10:28)

This voltage is then sample-and-held and used to evaluate the MSB-1 bit. This procedure continues until
all N-bits are resolved. The general expression for Vo is equal to

V0i ¼ 2V0i�1 � biVref½ �z�1 (10:29)

where bi is the comparator output for the ith evaluation and z�1 implies a delay of one clock period.
A circuit implementation for this ADC topology is shown in Figure 10.52 [10]. This circuit uses three

amplifiers, five ratio-matched capacitors (C1 to C5), an arbitrary valued capacitor, C6, and a comparator.
Two implifiers and the capacitors (C1 to C5) form the recirculating register and the gain of two amplifiers.
The amplifier A3 and capacitor C6 form an offset compensated comparator. The switches controlled by
V3, V4, and V5 load the input or selectively subtract the reference voltage. The conversion is started
by setting V1, V2, and V3 high. This forces Vx and Vy to 0 and loads Vin into C1. Then, V1 is set low and V5

is set high. Therefore, the charge Vin *C1 is transferred from C1 to C2. C1 is made to be equal to C2,
therefore, Vx¼Vin(C3 is also charged to Vx). Because V1 has been set low the comparator output goes
high if Vin> 0, or else it remains low. This determines the MSB. The MSB-1 is determined by setting V2

low and setting V1 high. This forces the charge from C3 to transfer to C4(V4¼Vx; C5 is also charged to
V4). During the same period C1 is connected to ground if MSB¼ 1, or it is connected to Vref. Next, V2 is
set low and V1 is set high, while C1 is switched from ground to Vref for Vref to ground. This transfers a
charge equivalent to C1�Vref from C1 to C2 and transfers the charge in C5, C5 *Vy, to C2. The capacitor
C5 is made to be twice as large as C2, therefore, the voltage at Vx is equal to 2 *Vin�Vref. This process is
repeated and the comparator determines bit MSB-1. This circuit has been shown to provide up to 10 bits
of resolution at a maximum conversion rate of 200 kHz.
The maximum resolution of the algorithmic converter is limited by the ratio matching of the

capacitors, clock feedthrough, capacitor voltage coefficient, parasitic capacitance, and offset voltages.
The previous topology solves the problem of parasitic capacitances and amplifier offset voltage, however,
its maximum resolution is limited by the ratio matching of the capacitors that are used to realize the gain
of two amplifiers. This problem is partially resolved by using a ratio-independent multiply-by-two
algorithm [6] to increase the maximum resolution to the 12 bit level. The ratio-independent multiply-
by-two algorithm is easily explained by the circuit shown in Figure 10.53. During f1, capacitor C1 is
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S/H 2X
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Vb Σ
Vref
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FIGURE 10.51 Algorithmic ADC block diagram.
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charged to Vin. This charge is then transferred onto C2 during f2. The charge on C2 is equal to Vin * C1.
During f3 C2 is disconnected from the feedback path and Vin is once again sampled onto C1. During f4

the charge in C2 is added to C1. The total charge in C1 is now equal to C1 VinþC1 Vin¼ 2C1Vin and is
completely independent of the value of C2. Therefore, the voltage at the output at f4 is equal to 2Vin.
The only constraint is that the input voltage be held steady, i.e., S=H during f1 and f3.
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FIGURE 10.52 Example circuit implementation of the algorithmic converter.
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FIGURE 10.53 Ratio-independent multiply-by-two circuit.
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10.2.2.3 2N-Clock Converters

The basic principle of the integrating converter can be explained with the help of Figure 10.54.
A comparator compares the input signal with the output of a ramp voltage generator. The ramp voltage
generator is zeroed after each measurement. The output of this comparator is used to gate the clock to an
interval counter. The counter output corresponding to the ramp time Tin provides an accurate measure of
the input voltage. The input voltage Vin is equal to Tin *U, where U is the ramp rate. Because the absolute
values of components are not well controlled and also because of the large offset voltages associated with
MOS amplifiers and comparators, a calibration or a reference cycle is usually added to calculate the ramp
rate and the offset voltage. A simple circuit for a single-slope integrating converter that includes the
calibration cycle is shown in Figure 10.55 [4].
The ramp voltage is generated using a constant current source to charge a capacitor. The ramp voltage,

Vramp, is equal to
Ð t
0(I=c)dt, which is equal to (IDt)=c for a constant current I. The ramp voltage is

compared against the analog ground voltages, Vin and Vref, respectively. The addition of the third
calibration cycle eliminates any offset errors. The final resolution is dependent only on the linearity of
the ramp generator, i.e., the linearity of the current source. In the single-slope approach just described,
the calibration is done in digital. However, the complete calibration can be performed in analog as
well, as in the dual-slope approach. Further improvements include a charge balancing technique [4] that
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FIGURE 10.54 Single-slope integrating converter.
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uses an oscillating integration process to keep the voltage across the capacitor closer to zero, thereby
reducing the linearity constraints on the ramp generator. The primary advantage of the integrating
converter is the small number of precision analog components that are required to generate extremely
high resolution. However, the primary disadvantage is the conversion time required. It takes 2N clock
cycles to generate a N-bit conversion.

10.2.3 Oversampled Converters

Oversampling converters have the advantage over Nyquist rate converters in that they do not require
very tight tolerances from the analog components and also because they simplify the design of the anti-
alias filter. Examples of oversampling converters include the noise-shaping architecture and the inter-
polative architecture. Our discussion centers around noise-shaping converters.
If the analog input signal Vin has a frequency spectrum from 0 to f0 then 2f0 is defined as the Nyquist

rate. Oversampling converters sample the input at a rate larger than the Nyquist frequency. If fs is the
sampling rate, then ( fs)=(2f0)¼OSR is called the oversampling ratio. Oversampling converters use
‘‘signal averaging’’ along with a low-resolution converter to provide extremely high resolution. This
technique can best be understood by considering the following example in Figure 10.56.
Let the input be exactly in the middle of Vn and Vnþ1 and let it be sampled a number of times. If, in

addition to the input signal, we add some random noise, then for a large number of samples the output
would fall on Vn 50% of the time and on Vnþ1 the other 50% of the time. If the signal was a littler closer to
Vnþ1, then the percentage of times the output falls on Vnþ1 would increase. Using this averaging
technique we can get a better estimate of the input signal. However, in simple oversampling the
resolution only increases by

ffiffiffi
n

p
, where n is the number of samples of Vin that are averaged. Therefore,

to increase the resolution of the converter by one additional bit we are required to increase the number of
samples by 43.
Noise-shaping converters use feedback to generate the necessary noise and additionally perform

frequency shaping of the noise spectrum to reduce the amount of oversampling necessary. This can be
illustrated with the help of Figure 10.57. The output from H1 is quantized by an N-bit ADC. This digital
value is then converted to an analog value by the N-bit DAC. This value is subtracted from the input and
the result is sent to H1. Here, we assume an N-bit converter for simplicity, however, for the special case in
which N¼ 1 the noise-shaping converter is called a sigma-delta converter. The quantization process
approximates an analog value by a finite-resolution digital value. This step introduces a quantization
error, Qn. Further, if we assume that the quantization error is not correlated to the input, the system can
now be modeled as a linear system, as shown in Figure 10.58. Here, we note that the error introduced by
the analog-to-digital process is modeled by Qn. The output voltage for this system can now be written as
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+

FIGURE 10.56 Higher resolution provided by oversampling.
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V0 ¼ Qn

[1þH1]
þ VinH1

[1þ H1]
(10:30)

Data converters are sampled data systems, and as such are easier to analyze in the Z-domain. For most
sigma-delta converters H1 has the characteristics of a low-pass filter and is usually implemented as a
switched-capacitor integrator. MOS switched-capacitor integrators can be implemented with either a
delay in the forward signal path or a delay in the feedback path, and can be modeled in the Z-domain by
Figures 10.59 and 10.60, respectively.
We use the first integrator architecture because it simplifies some of the algebra. For a first-order

sigma-delta converter H1 is realized as a simple switched-capacitor integrator, i.e., H1¼ (z�1)=(1� z�1).
Therefore, Figure 10.58 can now be drawn as Figure 10.61. Replacing H1 by (z

�1)=(1� z�1) in Equation
10.30 we can write the transfer function for the first-order sigma-delta converter as
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FIGURE 10.57 Noise-shaping oversampling converters.
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FIGURE 10.58 Linear system model of noise-shaping converter.
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FIGURE 10.59 Forward path delay integrator.

+

z–1

FIGURE 10.60 Feedback path delay integrator.
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Vo ¼ Vinz
�1 þ Qn(1� z�1) (10:31)

As can be seen from Equation 10.31, the output is a delayed version of the input plus the quantization
noise multiplied by the factor (1� z�1). This function has a high-pass characteristic, as shown in Figure
10.62. We note here that the quantization noise is substantially reduced at lower frequencies and
increases slightly at higher frequencies. In this figure, fo is the input signal bandwidth and fs=2¼p

corresponds to the Nyquist rate of the oversampling converter. For simplicity the quantization noise is
usually assumed to be white* with a spectral density equal to erms

ffiffiffiffiffiffiffiffi
2=fs

p
. Therefore, the magnitude of the

output noise spectrum can be written as

N(f ) ¼ erms

ffiffiffi
2
fs

s
1� z�1
�� �� ¼ 2erms

ffiffiffi
2
fs

s
sin

pf
fs

� �
(10:32)

Further, if fo � fs we can approximate the root mean square noise in the signal band, (0< f< fo), by

Nf0 � erms
p

3
2f0
fs

� �3=2

(10:33)

As the OSR increases the quantization noise in the signal band decreases; i.e., for a doubling of the OSR
the quantization noise drops by 20 log(2)3=2� 9 dB. Therefore, for each doubling of the OSR we
effectively increase the resolution of the oversampling converter by an additional 1.5 bits.

* Quantization noise is clearly not uncorrelated or white for the first-order sigma-delta modulator, but becomes increasingly
so for the higher-order systems.
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FIGURE 10.61 First-order noise-shaping converter.

2

0
0 fo

Radian
fs/2

π

FIGURE 10.62 Magnitude response of the function (1� z�1).
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The previous analysis was based on the assumption that the quantization noise was not correlated
to the input and uniformly distributed across the Nyquist band. We now reexamine these assumptions.
The assumption that the quantization noise is not correlated with the input only holds for extremely busy
input signals. This is particularly not true for the first-order modulator assumed in the analysis above,
such that for extremely low frequency or DC inputs the first-order modulator generates pattern noise
(also called tones), as shown in Figure 10.63. The peaks of the pattern noise occur at input voltages that
are integer divisors of the quantization step. It is possible to provide a conceptual explanation for this
occurrence. For example, for an input that is an integer divisor of the quantization level the digital output
of the quantizer repeats itself at an extremely low frequency. This low-frequency repetition causes noise
power to be introduced into the signal band. The quantization noise for second- and higher-order models
is significantly more uncorrelated and is usually assumed to be white.
The quantization error has a value that is limited to þ 1

2 LSB of the quantizer (the ADC in Figure
10.47). If we assume that the quantization noise is white and uniformly distributed over the quantization
level, then the average noise quantization is equal to

ðþ1
2LSB

�1
2LSB

x2dx ¼ LSB2

12
¼ Pn (10:34)

Because the quantization noise is sampled at the clock frequency fs, the entire noise power is aliased back
into the overall converter Nyquist ban [0� ( fs=2)]. Therefore, the spectral density of the quantization
noise is equal to

Pn ¼ LSB2

12
¼

ðfs=2

0

ne(f )
2df ¼ ne(f )

2 fs
2

(10:35a)
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FIGURE 10.63 Pattern noise for a first-order sigma-delta modulator for DC inputs.
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ne( f ) ¼ Pn

ffiffiffi
2
fs

s
(10:35b)

The SNR for an ADC is defined as 10 log(Ps=Pn), where Ps is the signal power. The signal power is highly
waveform dependent. For example, the Ps for a full-scale sine wave input, (A=2) sin (vT), which is
applied to an N-bit quantizer, can be written in terms of the quantization level as

A2

8
¼ (2N � 1)LSB½ �2

8
(10:36)

Therefore,

SNR ¼ 10 log
Ps
Pn

� �
¼ 10 log

12(2N � 1)2

8

� 	
(10:37)

10.2.3.1 Higher-Order Modulators

In Figure 10.61, we replaced H1 for Figure 10.58 with a first-order integrator. Clearly, H1 can be replaced
by other higher-order functions that have a low-pass characteristic.* For example, in Figure 10.64 we
show a second-order modulator. This modulator uses one forward delay integrator and one feedback
delay integrator to avoid stability problems. The output voltage for this figure can be written as

V0 ¼ Vinz
�1 þ Qn(1� z�1)2 (10:38)

Note that the quantization noise is shaped by the second-order difference equation. This serves to further
reduce the quantization noise at low frequencies. However, a further increase in the noise occurs at
higher frequencies. A comparison of the noise shaping offered by the first and second-order modulators
is shown in Figure 10.65. Once again, assuming that fo � fs we can write an expression for the root mean
square noise in the signal band for the second-order modulator as

Nf0 � erms
p2ffiffiffi
5

p 2f0
fs

� �5=2

(10:39)

The noise power in the signal bandwidth falls by 15 dB for every doubling of the OSR. One of the added
advantages of the second-order modulator over the first-order modulator is that quantization noise has
been shown to be less correlated to the input, therefore, less pattern noise.
From our analysis so far, it would seem that increasing the order of the filter would reduce the

necessary OSR for a given resolution. This is true, however, the simple Candy-style modulator (shown in

* Actually, it is not necessary that they have low-pass characteristics. Bandpass characteristics may be preferred if the input
signal is to be bandlimited.
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FIGURE 10.64 Second-order modulator block diagram.

Data Converters 10-51



Figures 10.61 and 10.64) with orders >2 results in stability problems. This is because for higher-order
modulators the later integrator stages are easily overloaded and saturated. This in turn increases the noise
in the signal band. However, higher-order modulators can be realized by using a cascade of lower order
modulators in the MASH architecture [8]. In the cascaded MASH technique, both the digital output and
the output of the integrator of each lower-order modulator is passed on to the next module. A second-
order MASH architecture using two cascaded first-order sections is shown in Figure 10.66. It can be
shown that the output is equal to

Y ¼ z�2X � Qn2 (1� z�1)2 (10:40)

Once again, we note that the quantization noise is multiplied by the second-order difference equation.
The sign in front of the noise term is not important. However, for complete cancellation of the
quantization noise from the first integrator the gain of the first loop needs to be identical to the gain
of the second loop. Therefore, the amplifier gain and capacitor matching become extremely important. It
has been shown that a 1% matching and an op-amp gain of 80 dB are sufficient for 16 bits of accuracy [8].
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FIGURE 10.65 Noise shaping due to the second-order modulator in Figure 10.62.
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An alternate methodology to stabilize higher-order oversampled coders is the use of finite poles and
zeroes for the loop filter [16], H1 in Figure 10.57. Up until now, all the loop filters have been integrators
with poles at DC and zeroes at extremely high frequencies. The loop filter can be realized using additional
feedback and feedforward paths as shown in Figure 10.67. A third-order modulator is shown in this
figure. Having finite poles and zeroes serves two purposes: (1) the nonzero poles function to reduce the
in-band noise by flattering the quantization noise transfer function at low frequencies, (2) the finite
zeroes function to reduce the magnitude of the quantization noise at high frequencies. By reducing
the magnitude of the quantization noise at high frequencies, even higher-order modulators can be made
stable. Additionally, these modulators have been shown to be devoid of pattern noise artifacts.

10.2.3.2 Multibit Quantizers

The primary reason for using single-bit or two-level quantizers is their inherent perfect linearity. Because
only two levels can exist, a straight line can always be drawn between these two levels. On the other hand
number of advantages are found in using multibit quantizers in oversampling converters. The quantiza-
tion noise generated in the multibit-based noise-shaping converter is significantly more ‘‘white’’ and
uncorrelated with the input signal, thereby reducing the probability of pattern noise. Additionally, the
quantization noise power goes down exponentially as the number of bits in the quantizer increases.
However, the primary problem associated with multilevel quantizers is the nonlinearity errors present
with the DAC in the modulator loop. This problem can be illustrated with the help of Figure 10.68.
In Figure 10.68, the error resulting from the nonlinearity in the multibit ADC is included as ADNL and

the error resulting from the nonlinearity in the multibit DAC is included as DANL. The output voltage is
given by Equation 10.43. Here, note that the analog-to-digital nonlinearity is suppressed by the
loop filter, while the digital-to-analog nonlinearity is only subjected to a unit delay. Therefore, any
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FIGURE 10.67 Finite pole-zero loop filter higher-order modulator.
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FIGURE 10.68 Model for nonlinearity associated with multibit quantizers.
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digital-to-analog nonlinearity directly appears in the output. A number of methods have been applied to
reduce the effects of nonlinearity associated with multibit quantizers. The two most promising methods
that have emerged are digital error correction [18] and dynamic element matching [17,19].

V0 ¼ Vinz
�1 � DANLz

�1 þ Qn(1� z�1)þ ADNL(1� z�1) (10:41)

A block diagram for digital error correction for multibit quantizer-based noise-shaping converters is
shown in Figure 10.69. The random access memory (RAM) and the multibit DAC have the same input
signal. Because of the high gain in the loop at low frequencies the output of the DAC is almost identical to
the input voltage, Vin. Now, if the digital RAM is programmed to generate the exact digital equivalent of
the digital-to-analog output for any digital input, then the RAM output and the digital-to-analog output
will be identical to each other. Because the output of the DAC is almost identical to the input voltage, the
output voltage will also be the exact digital equivalent of the analog input. The RAM can be programmed
by reconfiguring the modulator stages and feeding the system with a multibit digital ramp [18].
In the dynamic element matching approach, the various analog elements that are used to generate the

different analog voltage levels are dynamically swapped around. The various elements can be swapped
randomly [17] or in a periodic fashion [19]. The use of random permutations translates the nonlinearity
of the DAC into random noise that is distributed throughout the oversampling converter Nyquist range.
This method virtually eliminates errors due to nonlinearity, but unfortunately it also increases the noise
level in the signal band. In a variation of this basic technique, the various analog elements are swapped in
a periodic fashion such that the nonlinearity in the DAC is translated into noise at higher frequencies.
Individual level averaging further eliminates the possibility of pattern noise within the signal band [19].

10.2.3.3 Technology Constraints

One of the primary reasons for using sigma-delta converters is that they do not require good matching
among the analog components. Therefore, for the two-level sigma-delta converter the nonidealities are
introduced primarily by the integrator loop. To aid in the analysis of the various technology constraints
we shall consider a particular implementation of an integrator (Figure 10.70). The ideal transfer function
for this circuit is given by �1=(1� z�1). To realize this ideal transfer function the circuit relies on the
virtual ground generated at the negative input of the integrator to accomplish complete charge transfer
during each clock period. However, limited amplifier gain does not generate a perfect virtual ground,
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FIGURE 10.69 Digital error correction for multibit quantizers.
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FIGURE 10.70 Example circuit implementation for a switched-capacitor integrator.

10-54 Analog and VLSI Circuits



thereby not accomplishing the complete transfer of charge during each clock period. The effect of
the limited gain is similar to a leaky integrator and the transfer function for the leaky integrator can
be written as

H(z) ¼ �1
1� az�1

(10:42a)

where

a ¼ 1

1� 1
A 1þ C1

C2


 � � 1
1� 2

A

(10:42b)

The net effect of finite gain is to increase the modulation noise in the signal band as illustrated by Figure
10.71 for the first-order modulator. In this figure, the X-axis is plotted from 0 to 1 rather than the
complete Nyquist band to emphasize the signal band. The noise transfer function has been plotted for a
number of amplifier gains. When compared to Figure 10.62, note the increase in the noise level in the
signal band. The effect of finite gain is felt throughout the input signal magnitude range as shown in
Figure 10.72. The graph for Figure 10.71 was generated using the linearized model for the modulator
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presented in Equation 10.21 and the graph in Figure 10.72 was generated using the difference equation
method. The difference equation method does not make any assumptions about linearity nor does it
assume that the input is uncorrelated with the quantization noise, however, it requires considerably more
simulation time. Because of oversampling the bandwidth requirements for the op-amps in the integrators
are usually large. Unfortunately, it is extremely difficult to realize extremely high gain and extremely high
bandwidth amplifiers in MOS. One solution that attempts to mitigate the finite gain effect is to estimate
the amount of incomplete charge transfer and compensate for it [5].
Circuit noise provides additional limitations to the maximum resolution realizable by an oversampled

converter. The primary noise sources are the thermal noise generated by the switches in the integrator,
amplifier noise, charge injection, and clock feedthrough from the switches. Because of sampling, the
thermal noise associated with the finite on resistance of the switches is aliased back into the Nyquist band
of the oversampling converter. The total noise aliased into the baseband for large bandwidth amplifiers is
equal to kT=C for each switch pair, where k is the Boltzmann constant, T is the temperature in degrees
Kelvin, and C is the value of the sampling capacitor in the integrator. For the parasitic insensitive
integrator in Figure 10.70, the total noise from this source is equal to 2kT=C. This noise is evenly spread
across the Nyquist band, but only the fraction 2fo=fs of this noise appears in the signal band. The rest is
filtered out by the digital LPF. Using this constraint, for a full-scale sine wave input the minimum
sampling capacitance is given by

Cmin ¼ 16 � kT � SNRdesired (10:43)

The inband portion of the amplifier noise is also added to the output signal. In general, only the noise of
the first amplifier is important for higher-order converters. For MOS amplifiers the flicker noise
component is significantly more important as it tends to dominate in the signal band. When necessary,
correlated double sampling techniques [5] can be used to reduce the effect of this noise source. Correlated
double sampling, or autozeroing as it is sometimes called, has the added benefit that it eliminates any
amplifier offset voltages. It is usually important to remove this offset voltage only for data acquisition
applications.
Because tight component matching is not required of the analog components, sigma-delta converters

are particularly well suited for mixed-signal applications. However, having digital circuits on the sample
chip increases the switching noise that is injected into the substrate and into the power supply lines. Any
portion of this noise that lies in the signal band is added to the input signal. Therefore, fully differential
integrator topologies should be used for high-resolution converters. Substrate and supply noise are
common-mode signals and are reduced by the common-mode rejection ratio of the amplifier when
using fully differential circuits.
In addition to the amplifier and the switching noise the charge injection from switches also sets a

limit on the maximum resolution attainable component. Charge injection from switches has a signal-
dependent component and a signal-independent component. The effect of the signal-independent
component is to introduce an additional offset error that can easily be calibrated out, if necessary.
However, the signal-dependent component, particularly from the input sampling transistor (transistor
M1 in Figure 10.73), cannot be distinguished from input signal. This signal-dependent component is
highly nonlinear and can be reduced substantially by using proper clock phasing. Signal-dependent
charge injection from transistorsM1 andM2 in Figure 10.73 can be canceled to first order by delaying the
turn off of f0

1 slightly [6].
A number of topologies for the digital low-pass filters have been tried. However, it has been shown that

simple finite impulse response (sinc) filters are probably the optimal choice. It has been shown that the
number of stages of sinc filtering necessary is equal to the modulator order plus 1 [2]. Noise-shaping
converters have the ability to provide extremely high resolution. However, care must be used when
using simple linear assumptions. Clearly, for the first-order modulator the white noise assumption
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breaks down. Additionally, it has been shown that the simple linear model overestimates the realizable
SNR. For example, the linearized model overestimates the attainable SNR by as much as 14 dB for the
second-order modulator.
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Clock recovery architecture
early–late block diagram,

5-28–5-29
edge-detection-based method,

5-29
integrator, 5-28–5-29
quadricorrelator, 5-29–5-30
waveforms, 5-28–5-29

Closed-loop transfer function,
PLL, 5-3–5-4

CMOS
amplifier, 2-94–2-95
mixer topology

linear MOS mixers,
4-22–4-23

nonlinearity and
LO-feedthrough
analysis, 4-23–4-25

switching modulators,
4-21–4-22

RF integration, 4-11
Code-error calibration, DAC, 10-17
Common-base (CB) stage, 3-8–3-9

Common-collector (CC) amplifier
AC schematic diagram, 2-33
active load, 2-35–2-36
driving point input and output

resistance, test circuit, 2-34
equivalent circuit, 3-6
equivalent high-frequency

model, 3-8
output impedance, 3-7–3-8
Thévenin load resistance, 2-37
transfer function, 3-7
transform property, 3-8
voltage gain, 2-33

Common-emitter (CE) stage
equivalent circuit model, 3-5
high-frequency model, 3-4
Miller approximation, 3-4–3-6
right-hand-plane (RHP) zero, 3-6
second-order characteristic

equation, 3-6
Complementary bipolar technology

(CBT), 2-6
Complementary pass-transistor

logic (CPL) gate, 9-80
Composite super NMOS transistors,

2-91–2-92
Compound semiconductor FET

technologies
HEMT device

cross section structure, 1-99
drain current–drain voltage

characteristic, GaN,
1-98–1-99

efficiency, 1-99
GaAs MESFET, 1-95–1-96
gate connected field plate,

GaN, 1-100
microwave and mm-wave

performance, 1-97
microwave power amplifier

performance, 1-100
recessed gate AlGaAs=GaAs

structure, 1-96
Schottky gate characteristics,

1-96
heterojunctions, AlGaAs and

GaAs transition,
1-94–1-95

III–V compound
semiconductors,
1-92–1-93

wide bandgap compound
semiconductors,
1-97–1-98

Continuous-time Fourier transform
arbitrary aperiodic signal, 7-15
frequency-selective behavior,

7-17–7-18
properties, 7-16
spectral density magnitude,

7-16–7-17
spectral density, sinusoidal pulse,

7-17
Current-controlled current source

(CCCS), 1-71–1-72
Current-controlled voltage source

(CCVS), 1-72
Current conveyor

applications, 3-12–3-13
broadband analog amplifier,

3-12
current–voltage transfer

relationship, 3-12
first-generation current

conveyor (CCI), 3-12,
3-15–3-16

second-generation current
conveyor (CCII), 3-12,
3-16–3-18

single BJT CCII–, 3-13–3-14
supply-current sensing, voltage

op-amp, 3-14–3-15
Current crowding effect, 1-8
Current-feedback operation

amplifier
analysis, 3-22–3-23
architecture, 3-18–3-19
basic current mirror,

3-26–3-28
closed-loop inverting operation,

3-21–3-22
closed-loop noninverting

operation, 3-20–3-21
design and development,

3-18
differential-mode operation,

3-19–3-20
feedback current, 3-20
high-speed performance, 3-18
improved broadband current

mirror, 3-28–3-29
phase linearity, 3-29
pole frequency comparison,

3-23–3-24
practical considerations,

broadband design,
3-30–3-31

R2 value, 3-29–3-30
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slow rate, 3-24–3-25
wideband and high-gain,

3-25–3-26
Current-ratioed DAC, 10-8–10-11

D

Data converters
analog-to-digital converters

(ADCs)
Nyquist rate type,

10-33–10-47
oversampled type,

10-47–10-57
test techniques, 10-29–10-33

digital-to-analog converters
(DACs)

architectures, 10-6–10-12
design issues, 10-3–10-5
error sources, 10-22–10-25
high resolution techniques,

10-13–10-22
low-spurious design

examples, 10-26–10-28
signal-to-noise ratio and

dynamic range, 10-2
transfer characteristics,

10-1–10-2
Delay-locked loop (DLL)

block diagram, 5-30
modern digital system,

synchronous
communication, 5-31

PLL bandwidth control, 5-26
timing relationships, 5-31–5-32
voltage-controlled delay line

(VCDL), 5-30
Differential amplifier

Cm neutralization, gain stage, 3-10
voltage gain cells, 2-96–2-97

Differential nonlinearity
(DNL), 10-3

Diffused resistors
avalanche breakdown

mechanism, 1-107
isolation region, 1-106
nþ diffusion layer, 1-108–1-109
normalized frequency response,

1-107–1-108
n-type emitter-diffused resistor,

1-107–1-109
p-type resistor and n-type

epitaxial (epi) region,
1-106–1-107

Digital circuits and systems
architecture, 9-33
clocking schemes

current-steered logic and
dedicated third-layer,
9-69

distribution, 9-48–9-69
mixed technology, 9-69
optoelectronic clock

distribution, 9-69–9-70
principles, 9-33–9-48
Q elimination, 9-69
reconfigurable clock nets,

9-69–9-70
voltage swing, 9-69

microprocessor-based design
architecture, 9-92–9-95
features, 9-83–9-86
with general purpose

microprocessor,
9-95–9-100

guidelines, 9-110–9-111
interfacing, 9-100–9-105
memory, 9-86–9-92
with microcontroller,

9-105–9-110
MOS logic circuits

CMOS inverter, 8-8–8-10
digital inverter, 8-4–8-6
dynamic CMOS logic gates,

8-14–8-15
MOSFET models, 8-1–8-4
nMOS logic gates, 8-6–8-8
static CMOS logic gates,

8-11–8-13
MOS storage circuits

dynamic charge storage,
9-72–9-75

dynamic CMOS logic,
9-78–9-82

shift register, 9-75–9-77
programmable logic devices

(PLDs)
combinational logic (CL)

PAL devices,
9-11–9-16

combinational logic (CL)
PLD classification, 9-10

complexity device ladder,
9-1–9-2

design process, 9-24–9-27
FPGA architectures,

9-22–9-25
notation, 9-4–9-5

programmable array logic
(PAL), 9-8–9-10

programmable logic array
(PLA), 9-5–9-6

programmable macrocell
outputs, 9-18–9-21

programmable read only
memory (PROM),
9-7–9-8

sequential PAL devices,
9-16–9-18

state machines synthesis,
9-30–9-31

technologies, 9-2–9-4
VHDL synthesis style, FPGA,

9-27–9-30
systolic arrays

concurrency, parallelism,
pipelining, 9-111–9-117

digital filters, 9-117–9-122
eigenvalue and SVDs,

9-137–9-142
Kalman filtering (KF),

9-132–9-137
recursive LSs estimation,

9-126–9-132
systolic word and bit-level

designs, 9-122–9-126
transmission gates (TG)

analog processing, 8-24–8-33
complementary transistor

version, 8-17–8-18
continuous time filters,

8-27–8-28
digital processing, 8-15–8-24
MOS operational amplifier

compensation, 8-24–8-26
pass-transistor logic,

8-18–8-24
single transistor version,

8-15–8-17
switched-capacitor circuits,

8-28–8-33
transimpedance

compensation, 8-26–8-27
Digital signal processing

bilateral z-transform (BZT),
7-30–7-31

continuous-time Fourier
transform

arbitrary aperiodic signal,
7-15

frequency-selective behavior,
7-17–7-18
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properties, 7-16
sinusoidal pulse, spectral

density, 7-17
spectral density magnitude,

7-16–7-17
convolution operation, 7-26
discrete Fourier transform (DFT)

aliasing error, 7-9–7-11
applications, 7-11–7-12
discrete Fourier series (DFS)

pair, 7-8
Hann window, 7-11
inverse DFT (IDFT), 7-7–7-8
leakage error, 7-10
magnitude spectrum,

bandlimited signal, 7-8
periodic discrete-time

signal, 7-6
quantization error, 7-6
rectangular window, 7-11
sampling frequency, 7-9
spectral properties,

continuous-time periodic
signal, 7-8

X(k) magnitude spectrum,
7-9–7-10

discrete-time Fourier transform
(DTFT)

Dirac impulse function, 7-20
periodic function and FS

coefficients, 7-19
properties, 7-23
sampling process model,

7-18, 7-20
discrete-time signals, 7-5
fast Fourier transform,

7-13–7-14
Fourier series, continuous-time

periodic signals
approximation error, 7-2
complex FS coefficients,

7-3–7-4
cyclical phenomena, 7-4
Dirichlet conditions, 7-2
Euler’s identity, 7-3
fundamental frequency, 7-2
Gibbs oscillation, 7-4–7-5
mean square error

minimization, 7-2
periodic signal, 7-1–7-2

frequency response, 7-26–7-28
ideal digital filters, 7-29–7-30
linear and time invariant

discrete-time systems

block diagram, 7-23–7-24
characteristic equation, 7-25
initial conditions, 7-24–7-25
off-line processing, 7-24
unit pulse response, 7-25–7-26

sampling theorem
aliasing error, 7-21–7-22
antialiasing filter, 7-21–7-22
data reconstruction formula,

7-21
DTFT magnitude, 7-20–7-22
exponentially weighted

sinusoidal pulse, 7-22
FT magnitude, 7-22
low-pass filter magnitude

frequency response, 7-21
sampling frequency, 7-20–7-

21
spectral density magnitude,

bandlimited signal, 7-20
stability, 7-26
transfer function, 7-33
unilateral z-transform, 7-33–7-35
z-plane, 7-31–7-32

Digital-to-analog converters (DACs)
architectures

current-ratioed type,
10-8–10-11

RþC=CþR combination
type, 10-11–10-12

resistor-string type, 10-6–10-8
design issues

conversion speed, 10-5
linearity, 10-3
monotonicity, 10-3–10-5

error sources
glitch, 10-22–10-23
noise, 10-25
timing error-word clock

jitter, 10-23–10-24
voltage reference, 10-24–10-25

high resolution techniques
dynamic matching type,

10-13–10-14
electronic calibration type,

10-14–10-18
interpolative oversampling

type, 10-18–10-22
low-spurious design examples

dynamic linearity
enhancement,
10-27–10-28

self-trimming, 10-26–10-27
spatial averaging, 10-26

signal-to-noise ratio and
dynamic range, 10-2

transfer characteristics,
10-1–10-2

Digital truncation errors, 10-18
Diode equation, 1-2
Direct code mapping, 10-15
Direct frequency synthesizer, 4-17
Discrete-time index, 7-4
Discrete-time transfer functions,

5-21
Down converter, 4-15–4-16
Drain–source channel resistance,

1-60

E

Ebers–Moll model, 1-2–1-3
Edge detection, NRZ data, 5-29
Electronic calibration type, DAC

capacitor ratio error
measurement cycles,
10-16

code-error calibration, 10-17
current difference measurement

cycles, 10-16–10-17
digital truncation errors,

10-18
direct code mapping, 10-15
self-calibration for individual

capacitor errors,
10-15–10-16

Elmore’s approach, 6-15
Emitter follower, see Common-

collector (CC) amplifier
Epitaxial resistors, 1-111–1-112
Extended RF transistor model,

4-9–4-10

F

Fast Fourier transform (FFT),
7-13–7-14

FET=current mirror bias circuit,
2-63

Fialkov condition, 6-12
Field programmable gate arrays

(FPGAs)
architectures

high-level layout, 9-22
LUT, 9-24
minimal CLB, 9-23–9-24
programmable elements,

9-23
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XC4010XL chip, CLB,
9-24–9-25

technologies, 9-22
VHDL synthesis style

combinational logic, 9-29
latches, 9-30
registers and flip-flops,

9-27–9-29
Finite impulse response (FIR) filters,

7-28, 9-117–9-118
First-order infinite impulse response

filter, 5-22
1=f noise, 3-50–3-51
Folded cascode amplifiers, biasing

circuits, 2-72–2-73
Forward transconductance, 1-60
Fourier series, 5-7
Fractional-N synthesizers,

4-19–4-20
Frequency locked-loop (FLL), 5-9
Frequency synthesizer

block diagrams, 5-32–5-33
dual-modulus prescalar,

5-33–5-34
output frequency, 5-32

G

Gain-boosting principle, 2-90–2-91
Generation–recombination noise,

3-49–3-50
Generation–recombination

phenomena, 1-4
Gibbs oscillation, 7-4–7-5
Grover’s interval-halving PLL

scheme, 9-66–9-68
Gummel–Poon model, 1-4–1-5

H

Hestenes algorithm, 9-140–9-141
High-speed voltage buffer, 3-37

I

Ideal digital filters, 7-29–7-30
Indirect convolution method, 7-12
Infinite impulse response (IIR)

filters, 7-28–7-29
bidirectional systolic arrays,

9-121
clustered look-ahead,

9-119–9-120
I–O relationship, 9-118

overlapped subfilter scheme,
9-122

scattered look-ahead,
9-120–9-121

systolic ring scheme, 9-122
Input-referred third-order intercept

point (IIP3), 4-5
Integral nonlinearity

(INL), 10-3
Integrated PNP transistors, 1-12
Integrator-type DACs, 10-4–10-5
Intermodulation distortion

(IMD), 4-4–4-5
Interpolative oversampling

technique
alternative 1 bit DAC sampling

constant, 10-21–10-22
delta-sigma modulation,

10-18–10-19
dynamic range, 10-20
one-bit=multibit, 10-20
postfiltering requirement,

10-22
stability, 10-19–10-20
switched-capacitor 1 bit

DAC=filter, 10-20–10-21
Ion-implanted resistors,

1-112–1-113

J

JFET technology and devices
channel-length modulation

effect, 1-87
ion implanted silicon JFET,

IC process, 1-91
large-signal model, drain current

equations,
1-88–1-89

operating regions
cutoff and subthreshold

current regions,
1-86–1-87

ohmic and pinch-off region,
1-85–1-86

static current–voltage
characteristics, 1-85

small-signal model, 1-89–1-90
static I–V characteristics, 1-84
temperature effects, 1-87–1-88

JK-flipflop PD, 5-13–5-14
Junction capacitors

abrupt pn junction, 1-115–1-116

base–collector capacitor
structure, 1-117–1-118

base–emitter capacitor structure,
1-117–1-119

depletion width, 1-116–1-117
permittivity, 1-116

K

Kalman filtering (KF)
Faddeev algorithm, 9-134–9-137
model, 9-132–9-133
other forms, 9-133–9-134
systolic matrix implementation,

9-134
Kirchhoff’s current law, 1-3, 3-21
Kirchhoff’s voltage law, 2-5
Kirk effect, 1-7–1-8

L

Linear bipolar technology,
canonic cells

balanced differential amplifier
engineering constraints,

2-45–2-47
generalized system diagram,

2-44–2-45
monolithic fabrication

process, 2-45
single-ended output

voltage, 2-44
common-base amplifier

circuit broadbanding, 2-32
common-emitter–common-

base cascode, 2-30–2-32
current buffering purpose,

2-26–2-27
diode resistance, 2-28
driving point input=output

resistance, 2-29–2-30
equivalent circuit,

2-27–2-28
Kirchhoff’s current law

constraint, 2-27
Miller multiplication, 2-32
Norton transconductance,

2-31
NPN and PNP AC schematic

diagrams, 2-26–2-27
small-signal analysis,

2-27
voltage divider, 2-31
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common-collector amplifier
AC schematic diagram, 2-33
active load, 2-35–2-36
driving point input and

output resistance, test
circuit, 2-34

Thévenin load resistance,
2-37

voltage gain, 2-33
common-emitter amplifier

active current source load,
2-24–2-26

driving point output
resistance, 2-23

macromodel, 2-19–2-20,
2-23

Norton current and
equivalent circuit, 2-19

NPN and PNP AC schematic
diagrams,
2-17, 2-20–2-21

operation, 2-17
output coupling capacitance,

2-24
small-signal test structure,

2-18–2-19
Thévenin source voltage,

2-18
common-mode input voltage,

2-41–2-42
Darlington connection

forward transconductance,
2-41

schematic diagram, 2-38–2-39
small-signal equivalent

circuit, 2-39–2-40
transconductance amplifier,

2-38
transconductance frequency

response, 2-38–2-39
voltage gain, 2-40–2-41
Wilson mirror load, 2-39

differential input source voltage,
2-41

diode-connected transistor
KVL analysis, 2-15
small-signal transistor model,

2-14–2-15
static common-base current

gain, 2-15–2-16
subject diagram, 2-14
VBE multiplier, 2-15–2-17
volt–ampere characteristics,

2-14

performance index, 2-43
small-signal model, 2-11–2-14
system-level diagram, differential

amplifier,
2-41–2-42

Thévenin equivalent I=O circuits
balanced bipolar differential

amplifier, 2-52–2-53
driving point common-

mode=differential mode
output resistance,
2-49–2-50

Kirchhoff’s current and
voltage laws, 2-47

open-circuit differential-
mode gain, 2-51

pertinent test cell, 2-48–2-49
test circuit, 2-47–2-49
Thévenin model, 2-51
two-port model, 2-54
zero input signal excitation,

2-49
Linear convolution method, 7-12
Load capacitance neutralization,

3-38–3-39
Long-tail pair input

transconductance,
3-24–3-25

Loop filter (LF) gain, 5-8
Low-noise amplifier (LNA)

cutoff frequency, 4-14
drain current equation, 4-14
IIP2 and IIP3 plots, 4-15–4-16
noise and source impedance

matching, 4-14
noise figure, 4-12–4-14
third-order intermodulation,

4-14
topology, 4-12–4-13
transit voltage, 4-15

Low-pass filter (LPF)
PLL techniques, 5-2–5-3
two-stage op-amp architecture,

3-32

M

Matched transistors, 2-2–2-3
Metal–oxide–silicon field effect

transistor (MOSFET)
technology

charge storage, 1-24–1-25
cutoff regime, 1-38
depletion capacitance, 1-53–1-54

depletion zone analysis
body effect voltage, 1-35–1-36
charge density, 1-33–1-34
electric field intensity,

1-34–1-35
Gauss’ law, 1-33
volt–ampere characteristics,

1-32–1-33
design-oriented analysis strategy

biasing, 1-77–1-78
circuit structure, 1-78
comments, 1-80–1-81
forward static transfer

characteristic, 1-79–1-81
parameterization process,

1-79
transconductance coefficient,

mobility degradation,
1-77–1-78

gate–bulk capacitance
characteristics, 1-32–1-33
depletion layer, 1-31
N-channel MOSFET, 1-30
pertinent equivalent circuit,

1-29
silicon dielectric constant,

1-29, 1-31
surface capacitance

density, 1-29
Kirchhoff ’s voltage law, 1-24
large-signal model, 1-56–1-57
lateral electric fields

carrier mobility degradation,
1-48–1-49

carrier velocity, 1-46–1-47
critical electric field, 1-46
drain saturation voltage,

1-48
Level 49 HSPICE model,

1-51
modulation voltage, 1-48
voltage and current

correction factors,
1-49–1-50

ohmic regime
channel potential, 1-39–1-40
cross section, 1-38–1-39
drain saturation voltage, 1-38
pinched off channel,

1-40–1-41
static circuit model,

1-41–1-42
transconductance coefficient,

1-40

IN-8 Index



saturation regime
built-in potential, 1-44
channel length modulation

voltage, 1-43
common-source volt–ampere

characteristic curves,
1-45

drain current, 1-42, 1-44
large-signal circuit model,

1-44
strong inversion, 1-42–1-43

small-signal model
analysis, 1-58–1-59, 1-71
bulk-gate transconductance,

1-68
bulk modulation factor,

1-62, 1-69
bulk transconductance,

1-60, 1-62
common-source

interconnection, 1-70
equivalent circuit, 1-70
forward transadmittance,

1-71
forward transconductance,

1-60–1-62
HSPICE model, 1-66
N-channel MOSFET

operation, 1-59–1-60
P-channel MOSFET

operation, 1-59–1-61
radial signal frequency,

1-68
scattering parameters,

1-66–1-67
short circuit admittance

parameters, yij,
1-66–1-67

signal drain current, 1-69
simulating results,

1-74–1-76
three-port network, 1-66
VCCS synthesis, 1-71–1-72

surface charge density
Boltzmann’s constant, 1-26
equilibrium condition, 1-27
Fermi potential, 1-26, 1-28
Gauss’ law, 1-27
magnitude, 1-28
surface electron

concentration,
1-27–1-28

temperature effects, 1-52–1-53
threshold condition, 1-36–1-37

unity gain frequency
radio frequency choke (RFC),

1-63
small-signal equivalent

model, 1-63–1-64
voltage-controlled current

source (VCCS),
1-64–1-65

vertical electric fields,
1-51–1-52

Metal–oxide–silicon (MOS)
technology

capacitors, 1-119–1-120
current bias circuit, 2-68

M68HC11 microcontroller
circuit diagram, 9-106
memory map and sample ROM

content, 9-107–9-108
operational modes, 9-106
programming model,

9-105–9-106
three button and four-digit

LCD display device,
9-109–9-110

timing diagram, 9-106–9-107
Microprocessor-based design

architecture
bit level activity, ALU, 9-93
data paths, 9-93–9-94
other registers, 9-93–9-94
register-to-register transfer

activity, accumulator,
9-92

binary cell (BC)
2 bits=word programmable

ROM, 9-88–9-89
cascade and parallel

construction, RAM
module, 9-88

circuit, 9-86
EEPROM, 9-91
8K 3 8 EPROM and package

pin assignment,
9-89–9-90

map, sample ROM content,
and assembly language
source, 9-91–9-92

module, 9-87–9-88
multiword read=write memory

circuit, 9-86–9-87
PROM, 9-90
unidirectional to

bidirectional bus
conversion, 9-86–9-87

features
block diagram, 9-85–9-86
conceptual diagram,

9-83–9-84
with general purpose

microprocessor (Z80)
clock cycles, 9-99–9-100
control signals tasks,

9-97–9-98
pin assignment, 9-96–9-97
programming model,

9-95–9-96
schematic diagram, 9-99
timing diagrams, 9-98–9-99

guidelines, 9-110–9-111
interfacing

D=A converter, 9-102
daisy chain, 9-104
I=O ports with handshaking,

9-103
opto-isolated power control

circuits, 9-101–9-102
switches, 9-102
timer-counter circuit,

9-104–9-105
wire OR’d circuit, 9-104
write controlled A=D,

9-102
with microcontroller

(M68HC11)
circuit diagram, 9-106
memorymapand sampleROM

content, 9-107–9-108
operational modes, 9-106
programming model,

9-105–9-106
three button and four-digit

LCD display device,
9-109–9-110

timing diagram,
9-106–9-107

Miller effect, 3-9
Monolithic device models

bipolar junction transistor
base–emitter voltage,

1-4, 1-6
base transport efficiency,

1-6
collector and base currents

vs. EB voltage, 1-17
cutoff frequency vs. collector

current, 1-17–1-18
Ebers–Moll model, 1-2–1-3
emitter injection efficiency, 1-6
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energy band diagram, 1-17
gain–current relationship,

1-6–1-7
Gummel–Poon model,

1-4–1-5
high-current phenomena,

1-7–1-8
industry practice and

fabrication technology,
1-19–1-20

integrated NPN transistor,
1-11–1-12

lateral and vertical PNP
transistor, 1-12

measured doping and Ge
profile, 1-17–1-18

operation principle and
performance advantage,
1-18–1-19

second-order effects,
1-14–1-15

small-signal model, 1-9–1-10
SPICE model, 1-15–1-16
thermal sensitivity,

1-13–1-14
HEMT devices

cross section structure, 1-99
drain current–drain voltage

characteristic, GaN,
1-98–1-99

GaAs MESFET, 1-95–1-96
gate connected field plate,

GaN, 1-100
microwave and mm-wave

performance, 1-97
microwave power amplifier

performance, 1-100
recessed gate AlGaAs=GaAs

structure, 1-96
Schottky gate characteristics,

1-96
heterojunctions, AlGaAs and

GaAs transition,
1-94–1-95

III–V compound semiconductors,
1-92–1-93

JFET technology and devices
channel-length modulation

effect, 1-87
cutoff and subthreshold

current regions,
1-86–1-87

ion implanted silicon JFET,
IC process, 1-91

large-signal model, drain
current equations,
1-88–1-89

ohmic and pinch-off region,
1-85–1-86

silicon, operation, 1-82–1-83
small-signal model,

1-89–1-90
static current–voltage

characteristics, 1-85
static I–V characteristics, 1-84
temperature effects, 1-87–1-88

metal–oxide–silicon field effect
transistor (MOSFET)
technology

biasing, 1-77–1-78
body effect voltage, 1-35–1-36
carrier mobility degradation,

1-48–1-49
carrier velocity, 1-46–1-47
charge density, 1-33–1-34
charge storage, 1-24–1-25
circuit structure, 1-78
critical electric field, 1-46
cutoff regime, 1-38
depletion capacitance,

1-53–1-54
depletion layer, 1-31
drain saturation voltage, 1-48
electric field intensity,

1-34–1-35
forward static transfer

characteristic, 1-79–1-81
Gauss’ law, 1-33
Kirchhoff ’s voltage law, 1-24
large-signal model, 1-56–1-57
Level 49 HSPICE model,

1-51
modulation voltage, 1-48
N-channel MOSFET, 1-30
parameterization process,

1-79
pertinent equivalent circuit,

1-29
radio frequency choke (RFC),

1-63
silicon dielectric constant,

1-29, 1-31
small-signal equivalent

model, 1-63–1-64
surface capacitance density,

1-29
temperature effects,

1-52–1-53

threshold condition,
1-36–1-37

transconductance coefficient,
mobility degradation,
1-77–1-78

vertical electric fields,
1-51–1-52

voltage and current correction
factors, 1-49–1-50

voltage-controlled current
source (VCCS), 1-64–1-65

volt–ampere characteristics,
1-32–1-33

wide bandgap compound
semiconductors,
1-97–1-98

MOSFET biasing circuits
CMOS technology

BJT, 2-57–2-58
circuit design, 2-55
diffusion resistors realization,

2-58–2-59
integrated circuit

implementation, 2-56
N-well and P-well processes,

2-58
principal devices, 2-56–2-57
voltage reference, 2-56

device models and parameter
variability

proportional to absolute
temperature (PTAT), 2-62

temperature dependence,
2-59, 2-61

threshold voltage, 2-60–2-61
dynamic biasing, 2-75–2-76
low power supply voltage,

2-74–2-75
N- and P-doped polysilicon

gate threshold, 2-70
simple amplifiers and other

circuits
current mirrors, 2-73
folded cascode amplifiers,

2-72–2-73
single-stage amplifier,

cascode loads, 2-71–2-72
two-stage amplifier,

2-70–2-71
voltage and current references

bandgap principle, bipolar
technology, 2-66

BJT Vbe-based references,
2-64–2-65
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BJT VT-based references,
2-65–2-66

curvature-compensated
bandgap references, 2-67

discrete time bandgap
references, 2-67–2-68

enhancement and depletion-
mode threshold voltage
difference, 2-69–2-70

lateral bipolar devices,
2-68–2-69

MOSFET threshold, 2-63
operational amplifier, 2-66
subthreshold region, 2-68
supply-voltage, 2-62–2-63

MOSFET technology,
canonical cells

BiCMOS amplifiers, 2-95–2-96
CMOS amplifier, 2-94–2-95
composite transistors

BiCMOS, 2-84–2-85
bidirectional, 2-86–2-87
body effect, threshold

voltage, 2-84
diode leakage current, 2-89
drain current, 2-87–2-88
equivalent circuit, 2-86–2-87
ID curves, 2-86, 2-88
MOS-folded composite

transistors, 2-85–2-86
physical cross section,

2-86–2-87
simulation program with

integrated circuit
emphasis (SPICE) model,
2-86, 2-90

various bulk connections,
2-86–2-87

VS1 curves, 2-87–2-88
differential amplifier, 2-96–2-97
folded-cascode operational

amplifier, 2-98
matched device pairs

composite MOSFET
(COMFET) circuits, 2-79

current mirrors, 2-79
differential pairs, 2-78–2-79
drain and differential

current, 2-78
operation, saturation region,

2-78–2-79
transistor pairs operation,

triode region, 2-79–2-81
voltage follower, 2-78–2-79

NMOS amplifier, 2-92–2-94
super MOS transistors

composite super NMOS
transistors, 2-91–2-92

output impedance, 2-90–2-91
regulated current mirrors,

2-90
simulated ID curves, 2-91,

2-93
unmatched device pairs

CMOS composite transistor,
2-82–2-83

CMOS inverter, 2-82, 2-84
drain current, 2-82
parallel and series composite

NMOS transistors,
2-81–2-82

MOS logic circuits
CMOS inverter

circuit and switch model,
8-8–8-9

power dissipation, 8-10
VTC, 8-9–8-10

digital inverter
switching times, 8-5–8-6
symbol and electronic

parameters, 8-4
voltage transfer

characteristics
(VTC), 8-5

dynamic CMOS logic gates
charge sharing problem,

8-14–8-15
three-input NAND gate and

timing intervals, 8-14
MOSFET models

capacitances, 8-2–8-3
primary device voltages,

8-1–8-2
switching models, 8-3–8-4
symbols, 8-3

nMOS logic gates
AOI gates, 8-7–8-8
configurations, 8-6–8-7
NOR and NAND gates,

8-7–8-8
threshold voltage loss, 8-7

static CMOS logic gates
AOI gate and XOR circuit,

8-11–8-12
NAND and NOR gates,

8-11–8-12
pseudo-nMOS logic circuits,

8-12

TG-based 2:1 multiplexer,
8-12–8-13

transmission gate (TG),
8-12–8-13

XOR and XNOR gates, 8-13
MOS storage circuits

dynamic charge storage
charge sharing, 9-74–9-75
nMOS–nMOS, 9-73
nMOS–pMOS, 9-73–9-74
pMOS–pMOS, 9-73
source–drain connection

storage nodes, 9-72–9-73
source–gate connection, 9-74

dynamic CMOS logic
cascade voltage switch logic

(CVSL) gate, 9-80–9-81
clocked CMOS logic

(C2MOS), 9-78–9-79
complementary pass-

transistor logic (CPL)
gate, 9-80

domino CMOS logic,
9-79–9-80

NORA, 9-81–9-82
precharge–evaluate logic

gate, 9-78
shift register

clocked barrel shifter,
9-76–9-77

parallel type, 9-76
simple type, 9-75–9-76

MOS transistor, 4-15

N

Natural frequency, PLL, 5-23–5-24
N-channel MOSFET (NMOS), 1-22
Network realization, 6-4–6-5
NMOS amplifier

common-source, enhancement
load, 2-92–2-93

gain, 2-94
small-signal equivalent circuit,

2-94
Noise spectral density, 3-50–3-51
Noise temperature, 3-55
Noninverting amplifier, voltage-

feedback op-amp,
3-23–3-24

Non-return-to-zero (NRZ)
data format, 5-27–5-28
phase and frequency detectors,

5-15
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NORA CMOS dynamic logic,
9-81–9-82

Nyquist equation, 3-48
Nyquist rate converters

1-clock type
digital-error correction,

10-38–10-40
flash=parallel type,

10-33–10-35
pipelined type, 10-36–10-38
subranging converters,

10-33–10-34, 10-36
N-clock type

algorithmic type,
10-43–10-46

self-calibration successive
approximation type,
10-42–10-43

successive approximation
type, 10-40–10-42

2N-clock type, 10-46–10-47

O

Ohmic regime
channel potential, 1-39–1-40
cross section, 1-38–1-39
drain saturation voltage, 1-38
pinched off channel, 1-40–1-41
static circuit model, 1-41–1-42
transconductance coefficient,

1-40
Operational amplifier (op-amp), rail-

to-rail operation, 2-74
Optoelectronic clock distribution,

9-69–9-70
Output-referred third-order intercept

point (OIP3), 4-5
Oversampled converters, ADC

feedback path delay integrator,
10-48

first-order noise-shaping
converter, 10-48–10-49

forward path delay integrator,
10-48

higher resolution, 10-47
linear system model,

10-47–10-48
magnitude response, 10-49
noise-shaping type,

10-47–10-48
oversampling ratio (OSR), 10-47
pattern noise, 10-50
SNR, 10-51

P

Passive components
circular spiral inductors

concentric type,
1-127

mutual inductance,
1-129–1-130

self-inductance, 1-127–1-129
total inductance, 1-127

conductivity, 1-103–1-104
diffused resistors

avalanche breakdown
mechanism, 1-107

isolation region, 1-106
nþ diffusion layer,

1-108–1-109
normalized frequency

response, 1-107–1-108
n-type emitter-diffused

resistor, 1-107–1-109
p-type resistor and n-type

epitaxial (epi) region,
1-106–1-107

electron and hole mobility vs.
impurity concentration,
1-104–1-105

epitaxial resistors, 1-111–1-112
ion-implanted resistors,

1-112–1-113
junction capacitors

abrupt pn junction,
1-115–1-116

base–collector capacitor
structure, 1-117–1-118

base–emitter capacitor
structure, 1-117–1-119

depletion width,
1-116–1-117

permittivity, 1-116
MOS capacitors, 1-119–1-120
n-type nonuniformly doped

resistor, 1-104
parallel-plate capacitor,

1-114
pinched resistors, 1-110–1-111
polysilicon capacitors,

1-120–1-121
rectangular spiral inductors

electrical model,
1-124–1-125

mutual inductance,
1-122–1-124

self-inductance, 1-122–1-123

self-resonant frequency,
1-125

total inductance, 1-122
transformer structure,

1-125–1-126
sheet resistance, 1-103–1-104,

1-106
thin-film resistors, 1-113–1-114
uniformly doped resistor,

1-103
Passive lag filter, 5-4
P-channel MOSFET (PMOS),

1-22–1-23
Phase detector (PD), 5-1–5-2
Phase-error transfer function,

5-4
Phase-frequency detector (PFD),

5-2
Phase-locked loop (PLL) circuits

applications
clock recovery architecture,

5-28–5-30
data conversion, 5-28
data format, 5-27–5-28
delay-locked loop,

5-30–5-32
frequency synthesizer,

5-32–5-34
basic operation concepts,

5-1–5-2
charge-pump

block diagram, 5-22
closed-loop transfer function,

5-23
LF schematic, 5-22–5-23
normalized natural

frequency, 5-23
purpose, 5-22
static phase error, 5-23–5-24

classification, 5-2
continuous-time loop filter (LF)

Bode plots, 5-16–5-17
frequency response,

5-17–5-18
high and low gain loop, 5-17
second-order loop vs.

damping factors,
5-17–5-18

transfer function, 5-16–5-17
types, 5-16

definition, 5-1
design considerations

adaptive-bandwidth, 5-25
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linear model, charge-pump
PLL, 5-26

process, voltage, and
temperature variations,
5-24–5-25

timing recovery, 5-26
typical procedures, 5-24
wide-range LC-tank VCO,

5-25
discrete-time loop filter (LF),

5-21–5-22
frequency synthesizer,

4-17–4-18
phase and frequency detectors

JK-flipflop, phase tracking,
5-13–5-14

operation, 5-15
waveforms, 5-15
XOR, 5-13–5-14

s-domain to z-domain
transformations

backward difference method,
5-19–5-20

bilinear transformation
method, 5-20–5-21

rectangular area
approximation,
5-19–5-20

trapezoidal integration
method, 5-20–5-21

techniques
acquisition process, 5-8–5-9
basic topology, 5-2–5-3
lock-in process, 5-7–5-8
loop orders, 5-3–5-4
noise performance,

5-9–5-10
tracking process, 5-4–5-6

voltage-controlled oscillators
harmonic oscillator, 5-11
resistive tuning, 5-12
ring oscillator topology, 5-11

Poisson’s equation
JFET static I–V characteristics,

1-84
surface charge density, 1-26

Pole frequency
current-feedback operations

amplifier, 3-23–3-24
two-stage op-amp architecture,

3-33
Polysilicon capacitors, 1-120–1-121
Potential divider, 2-62
Power added efficiency (PAE), 4-27

Power amplifier (PA)
CMOS RF amplifier

linearization techniques,
4-27–4-29

technology, 4-25
switching class E amplifier,

4-25–4-27
Prescaler, 4-19
Programmable array logic (PAL)

architecture, 9-8–9-9
example, 9-9–9-10

Programmable logic array (PLA)
architecture, 9-5
programmed chip, 9-6

Programmable logic devices (PLDs)
combinational logic (CL)

classification, 9-10
combinational logic PAL devices

examples, 9-14–9-16
function implementation,

9-11, 9-13
implementation range,

9-14–9-15
PAL16L8 chip logic diagram,

9-11–9-12
complexity device ladder,

9-1–9-2
design process

design entry modes,
9-25–9-26

flow diagram, 9-24–9-26
logic synthesis, 9-26–9-27
mapping and simulation,

9-27
FPGA architectures

high-level layout, 9-22
LUT, 9-24
minimal CLB, 9-23–9-24
programmable elements,

9-23
XC4010XL chip, CLB,

9-24–9-25
FPGA technologies, 9-22
notation, 9-4–9-5
programmable array logic (PAL)

architecture, 9-8–9-9
example, 9-9–9-10

programmable logic array (PLA)
architecture, 9-5
programmed chip, 9-6

programmable macrocell
outputs, PAL

circuit diagram, 9-18–9-19
circuit sizes, 9-21

macrocell architecture,
9-19–9-20

PAL22V10 chip architecture,
9-18

switch settings, 9-20–9-21
programmable read only

memory (PROM)
conceptual diagram, 9-7
truth table, 9-7–9-8

sequential PAL devices
implementation range,

9-16, 9-18
PAL16R4 chip logic diagram,

9-16–9-17
state machines synthesis,

9-30–9-31
technologies

process type, 9-2–9-3
programming type, 9-3–9-4

VHDL synthesis style, FPGA
combinational logic, 9-29
latches, 9-30
registers and flip-flops,

9-27–9-29
Pull-in process, 5-8–5-9
Pulse-forming network output

response, 6-7

Q

Q elimination, 9-69
Q-factor, 4-11–4-12

R

Radio frequency (RF) front-ends,
4-1–4-2

Radix-2 FFT algorithm, 7-13
RþC=CþR combination DAC,

10-11–10-12
Reactance pulse-forming network

synthesis
delayed output pulse

algebraic ratio, 6-11
Cauer form, 6-13
delayed quasi-rectangular

pulse, 6-9, 6-12
deterioration, 6-13–6-15
Fialkov condition, 6-12
Laplace transform,

6-10–6-11
normalized time, 6-9–6-10
pulse parameter, 6-12
slew rate, fronts, 6-9, 6-11
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step response, 6-12–6-13
transfer function realization,

6-13
voltage source efficiency

coefficient, 6-9–6-10,
6-13–6-14

non-delayed output pulses,
6-7–6-8

quasi-rectangular output pulse
and laplace transform

approximation, 6-4
impulse excitation, 6-2
impulse response, 6-4
rise and fall times, 6-3
shift theorem, 6-4

realization requirements,
6-4–6-5

second approximation step
impulse response Vo(s), 6-5
spectrum bandwidth vm, 6-6
transfer function, 6-5–6-6

sinusoidal pulse forming
approximation, realization,

6-21–6-22
transfer function, 6-20–6-21

wideband amplifiers, transfer
functions

approximation, 6-16–6-17
design, 6-18–6-19
Elmore’s approach, 6-15
step response parameters and

Laplace transform, 6-15–
6-16

tabulated results, 6-19
Real feedback amplifier, 3-36
Realizable transfer function, 6-18
Rectangular spiral inductors

electrical model, 1-124–1-125
mutual inductance, 1-122–1-124
self-inductance, 1-122–1-123
self-resonant frequency, 1-125
total inductance, 1-122
transformer structure,

1-125–1-126
Region of convergence (ROC), 7-32
Relaxation oscillators, 5-11
Resistor=current mirror bias circuits,

2-63
Resistor-string DAC, 10-6–10-8
RF communication circuits

frequency synthesizer
fractional-N synthesis,

4-19–4-20
oscillator, 4-18–4-19

prescaler, 4-19
topology, 4-17–4-18

receiver
down converter, 4-15–4-16
LNA, 4-12–4-15

signal interference, 4-3
system performance metrics

first- and third-order
intermodulation, 4-5

gain compression, 4-5
LNA, 4-4
noise figure, 4-3–4-4
nonlinearity performance,

4-4–4-5
receiver sensitivity, 4-3
signal-to-noise and distortion

ratio (SNDR), 4-4
signal-to-noise ratio (SNR),

baseband, 4-3–4-4
technology

active devices, 4-9–4-10
passive devices, 4-11–4-12

transceiver architectures
direct=zero-IF receiver,

4-7–4-8
down-conversion process,

4-6–4-7
heterodyne receiver, 4-6–4-7
image=mirror signal, 4-6
image rejection, 4-7–4-8
image suppression, 4-7
low output impedance driver,

4-6–4-7
quadrature amplitude

modulation (QAM), 4-8
transmission medium,

4-2–4-3
transmitter

CMOS power amplification,
4-25

CMOS RF PA linearization,
4-27–4-29

linear MOS mixers,
4-22–4-23

nonlinearity and
LO-feedthrough
analysis, 4-23–4-25

switching class E amplifier,
4-25–4-27

switching modulators,
4-21–4-22

up vs. down conversion,
4-20–4-21

Ring oscillator jitter, 5-9–5-10

S

Saturation current, 1-4–1-5
Saturation regime

built-in potential, 1-44
channel length modulation

voltage, 1-43
common-source volt–ampere

characteristic curves, 1-45
drain current, 1-42, 1-44
large-signal circuit model, 1-44
strong inversion, 1-42–1-43

Second-generation current conveyor
(CCII), 3-16–3-18

Segmented DACs, 10-4
Self-biased VBE referenced current

source, 2-7
Self-biased VT referenced current

source, 2-7–2-8
Self-calibration for individual

capacitor errors, DAC,
10-15–10-17

Series R–C snubber, 3-39
Shot noise, 3-49
Signal interference, 4-3, 4-5
Signal-to-noise and distortion ratio

(SNDR), 4-4
Simple current mirror, beta helper,

2-2–2-3
Simulation program with integrated

circuit emphasis (SPICE)
model

bipolar transistor parameters,
1-15–1-16

Gummel–Poon model, 1-5
small-signal model, 1-9
thermal sensitivity, 1-13–1-14

Single-stage op-amp architecture,
3-34–3-35

Sinusoidal envelope, output
response, 6-20

Skew and delay, 9-34–9-35
Small-signal model

BJT
Boltzmann voltage, 2-12
emitter–base junction

diffusion resistance, 2-13
equivalent circuit, 2-10–2-11
forward Early resistance and

transconductance, 2-13
large-signal model,

2-11–2-12
monolithic fabrication

process, 2-12

IN-14 Index



quiescent-operating point,
2-13

static common-emitter
current, 2-12

MOSFET technology
analysis, 1-58–1-59, 1-71
bulk-gate transconductance,

1-68
bulk modulation factor,

1-62, 1-69
bulk transconductance, 1-60,

1-62
common-source

interconnection, 1-70
equivalent circuit, 1-70
forward transadmittance,

1-71
forward transconductance, 1-

60–1-62
HSPICE model, 1-66
N-channel MOSFET

operation, 1-59–1-60
P-channel MOSFET

operation, 1-59–1-61
radial signal frequency, 1-68
scattering parameters,

1-66–1-67
short circuit admittance

parameters, yij,
1-66–1-67

signal drain current, 1-69
simulating results, 1-74–1-76
three-port network, 1-66
VCCS synthesis, 1-71–1-72

Square-law current model,
1-88, 1-90

Statz model, 1-89
Step response parameters, 6-19
Stray capacitance, 3-40
Stripe geometry, 3-11
Supply decoupling circuitry, 3-37
Synchronizers and metastability,

9-44–9-45
Systolic arrays

concurrency, parallelism,
pipelining

definitions, 9-111–9-112
design techniques,

9-114–9-117
linear and rectangular type,

9-112
linear correlation,

9-113–9-114
uniprocessor system, 9-112

digital filters
finite impulse response (FIR)

filters, 9-117–9-118
infinite impulse response

(IIR) filters, 9-118–9-122
eigenvalue and SVDs

rectangular matrix, Hestenes
algorithm, 9-140–9-141

rectangular nonsymmetric
matrix, 9-141–9-142

spatial filtering problem,
9-137–9-138

symmetric matrix, 9-139
Kalman filtering (KF)

Faddeev algorithm,
9-134–9-137

model, 9-132–9-133
other forms, 9-133–9-134
systolic matrix

implementation, 9-134
recursive LS estimation

Givens orthogonal
transformation,
9-128–9-129

optimal residual and
solutions, 9-129

QRD, 9-127
sliding window and

forgetting factor
approach, 9-127

technique, 9-126–9-127
triangular implementation,

9-129–9-132
systolic word and bit-level

designs
advantages, 9-123
hierarchical approach,

9-122–9-123
serial convolver,

9-123–9-126

T

Table look-up synthesizer
fast Fourier transform, 7-13
topology, 4-17

Thermal noise, 3-48–3-49
Thermal voltage, VT, 2-4–2-5
Thin-film resistors,

1-113–1-114
Tracking process, PLL

acceleration error, 5-5–5-6
final value theorem, 5-5
hold range, 5-6

Laplace transform, 5-5
step phase error, 5-5–5-6
velocity error=static

phase error, 5-5
Transfer function poles, 6-19
Transmission gates (TG)

analog processing, 8-24–8-33
complementary transistor

version
resistances, 8-18
voltage transmission

properties, 8-17–8-18
continuous time filters, 8-27–8-28
digital processing, 8-15–8-24
MOS operational amplifier

compensation
fully differential

folded-cascode op-amp,
8-25–8-26

two-stage op-amp, 8-24–8-25
pass-transistor logic

adder, 8-21–8-22
CMOS D latch, 8-21
CPL circuit and modules,

8-22–8-23
CPL full adder circuit, 8-23
Karnaugh map, XOR

function, 8-18–8-19
model, 8-18–8-19
OR gates, 8-20
16 316 bit multiplier,

8-23–8-24
SRAM and DRAM cells,

8-21
truth table, XOR function,

8-18–8-19
two-input multiplexer, 8-20
XOR gates, 8-19–8-20

single transistor version
I–O characteristics,

8-16–8-17
nMOS and pMOS,

8-15–8-16
switched-capacitor circuits

bottom-plate differential-
input lossless digital
integrator (LDI),
8-29–8-30

differential bilinear
integrator, 8-29–8-30

direct digital integrator
(DDI), 8-28–8-29

switch charge injection
analysis, 8-30–8-33
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transimpedance compensation
neuron and synapse

operation, 8-27
preamplifier circuit, 8-26

Typical switched capacitor
integrator, 2-75

U

Ultra-wideband (UWB) technology,
6-19–6-20

Unit step function, 7-5

V

VHDL, programming language
combinational logic, 9-29
latches, 9-30
registers and flip-flops

asynchronous reset code,
9-28

synchronous reset code, 9-27
synthesis tools, 9-28

state machine, 9-30–9-31

Voltage-controlled current source
(VCCS), 1-64–1-65

Voltage-controlled oscillator (VCO)
frequency synthesizer, 4-17
LC-tank, 4-18
passive device, 4-12
RF transceiver architectures, 4-9

Voltage-controlled voltage source
(VCVS), 1-71–1-72

Voltage follower, 3-14–3-15
Vt-referenced current bias circuit,

2-64

W

Wideband amplifiers, transfer
functions

approximation, 6-16–6-17
design, 6-18–6-19
Elmore’s approach, 6-15
step response parameters and

Laplace transform,
6-15–6-16

tabulated results, 6-19

Wide bandgap compound
semiconductors,
1-97–1-98

Widlar current mirror
bipolar junction transistor

(BJT) biasing circuit,
2-4–2-5

current-feedback operations
amplifier, 3-26–3-27

Wilson current mirror, 2-3–2-4

X

XOR PD, 5-13–5-14

Z

Z80 microprocessor-based design
clock cycles, 9-99–9-100
control signals tasks, 9-97–9-98
pin assignment, 9-96–9-97
programming model, 9-95–9-96
schematic diagram, 9-99
timing diagrams, 9-98–9-99
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Preface

As system complexity continues to increase, the microelectronic industry must possess the ability to
adapt quickly to the market changes and new technology through automation and simulations. The
purpose of this book is to provide in a single volume a comprehensive reference work covering the broad
spectrum of computer aided design and optimization techniques, which include circuit performance
modeling, design by optimization, statistical design optimization, physical design automation, computer
aided analysis and circuit simulations; and design automation, which includes system-level design,
performance modeling and analysis, and hardware=software codesign. This book is written and devel-
oped for the practicing electrical engineers and computer scientists in industry, government, and
academia. The goal is to provide the most up-to-date information in the field.

Over the years, the fundamentals of the field have evolved to include a wide range of topics and a broad
range of practice. To encompass such a wide range of knowledge, this book focuses on the key concepts,
models, and equations that enable the design engineer to analyze, design, and predict the behavior of
large-scale systems. While design formulas and tables are listed, emphasis is placed on the key concepts
and theories underlying the processes.
This book stresses fundamental theories behind professional applications and uses several examples to

reinforce this point. Extensive development of theory and details of proofs have been omitted. The reader
is assumed to have a certain degree of sophistication and experience. However, brief reviews of theories,
principles, and mathematics of some subject areas are given. These reviews have been done concisely with
perception.
The compilation of this book would not have been possible without the dedication and efforts of

Professor Steve Sung-Mo Kang, and most of all the contributing authors. I wish to thank them all.

Wai-Kai Chen
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1.1 Introduction

The domain of computer-aided design and optimization for circuits and filters alone is very
broad, especially since the design objectives are usually multiple. In general, the circuit design can be
classified into

. Electrical design

. Physical design

Physical design deals with concrete geometrical parameters while electrical design deals with the electrical
performances of the physical object. Strictly speaking, both design aspects are inseparable since any
physical design is a realization of a particular electrical design. On the other hand, electrical design
without proper abstraction of the corresponding physical design can be futile in the sense that its
implementation may not meet the design goals. Thus, electrical and physical design should go hand in
hand. Most literature deals with both designs using weighted abstractions. For example, in the design of
a digital or analog filter, various effects of physical layout are first captured in the parasitic models
for interconnects and in the electrical performance models for transistors. Then, electrical design is
performed using such models to predict electrical performances. In physical design optimization,
geometrical parameters are chosen such that the predicted electrical performances can meet the design
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objectives. For example, in the timing-driven physical layout of integrated circuits, circuit components
will be laid out, placed and interconnected to meet timing requirements. In order to make the
optimization process computationally efficient, performance models are used during the optimization
process instead of simulation tools. In this chapter, the focus of design optimization is on the electrical
performance. The computer-aided electrical design can be further classified into performance analysis
and optimization. Thus, this chapter first discusses the modeling of electrical performances, symbolic and
numerical analysis techniques, followed by optimization techniques for circuit timing, and yield enhance-
ment with transistor sizing and statistical design techniques.

1.2 Circuit Performance Measures

The performance of a particular circuit can be measured in many ways according to application and
design goals. In essence, each performance measure is an indication of the circuit output which the
designer is interested in for a particular operating condition. The circuit performance, in general, is
dependent on the values of the designable parameters such as the transistor sizes, over which the designer
has some degree of control, and the values of the noise parameters such as the fluctuation in power
supply voltage or the threshold voltages of the transistors, which are random in nature. Also, the
performance measure used is dependent on the type of the circuit. The performance measures of digital
circuits are usually quite different from those of analog circuits or filters. Some of the important
performance measures of digital circuits are

. Signal propagation delay from an input to an output

. Rise and fall times of signals

. Clock signal skew in the circuit

. Power dissipation

. Manufacturing yield

. Failure rate (reliability)

Important performance measures for analog circuits are

. Small-signal gain and bandwidth in frequency domain

. Sensitivities to various nonideal factors (noise)

. Slew rate of operational amplifiers

. Power dissipation

. Manufacturing yield

. Failure rate (reliability)

The modeling of digital circuit performances is usually more difficult to derive than the modeling of
analog circuit performances, mainly due to the nonlinear nature of digital circuits. Thus, simple
transistor models have been used often to obtain simple qualitative models for propagation delays, rise
and fall times, and power dissipation. On the other hand, due to the small-signal nature, the device
models required by analog designers need to be much more accurate. Another important performance
measure is the manufacturing yield, which determines the product cost. The yield depends on both the
quality of manufacturing process control and the quality of the design. A challenging design problem is
how to come up with a design which can be robust to nonideal manufacturing conditions and thereby
produce a good manufacturing yield. The model for failure rate is difficult to derive due to several
complex mechanisms that determine the lifetime of chips. In such cases, empirical models, which are not
physical, have been introduced.
In order to develop models for analog circuits, transistors in the circuit are first DC-biased at the

proper biasing points. Then, small-signal circuit models are developed at those DC operating points. The
resulting linear circuits can be analyzed by either using mathematical symbols (symbolic analysis) or by
using simulators.
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1.3 Input–Output Relationships

The circuit functionally depends on the input–output relationships and thus circuit specifications and
test specifications are made on the basis of the input–output relationships. For modeling purposes, the
input–output relationships can be classified into static relationships and dynamic relationships.

1.3.1 Memoryless (Static) Relationship

A given input–output pair is said to have a memoryless relationship if it can be described statically
without the use of any ordinary or partial differential equation. It is important to note that the choice of
input and output variables can determine the nature of the relationship. For instance, the relationship
between input charge q and the output voltage v in a 1 F capacitor is static. On the other hand, the
relationship between an input current i and the output voltage v, in the same capacitor is nonstatic since
the voltage is dependent on the integral of the input current. Ideally, basic circuit elements such as
resistor, capacitor, inductor, and source should be characterized by using static relationships, so-called
constitutive relationships, with proper choice of input and output variables. However, for circuits and
systems design, since their input–output relationships are specified in terms of specific variables of
interest, such choice of variables cannot be made arbitrarily. Often, both input and output variables are
voltages, especially in digital circuits.

1.3.2 Dynamic Relationships

A given input–output pair is said to have a dynamic relationship if the modeling of the relationship
requires a differential equation. In most cases, since the circuits contain parasitic capacitors or inductors
or both, the input–output relationship is dynamic. For instance, the input–output relationship of an
inverter gate with capacitive load Cload can be described as

Cload
dVout

dt
¼ i(Vout,Vin,VDD) (1:1)

where
Vout and Vin denote the output and input voltages
i denotes the current through the pull-up or pull-down transistor
VDD denotes the power supply voltage

Although the relationship is implicit in this case, Equation 1.1 can be solved either analytically or
numerically to find the relationship. Equation 1.1 can be generalized by including noise effects due to
variations in the circuit fabrication process.

1.4 Dependency of Circuit Performances on Circuit Parameters

Circuit performances are functions of circuit parameters, which are usually not known explicitly. In order
to design and analyze analog or digital circuits, the dependency of the circuit performances on the various
circuit parameters need to be modeled.
The actual value of a circuit parameter in a manufactured circuit is expected to be different from the

nominal or target value due to inevitable random variations in the manufacturing processes and in the
environmental conditions in which the circuit is operated. For example, the actual channel widthW of an
MOS transistor can be decomposed into a nominal componentW0 and a statistically varying component
DW, i.e., W¼W0þDW. The nominal component is under the control of the designer and can be set to
a particular value. Such a nominal component is said to be designable or controllable, e.g., W0.

Modeling of Circuit Performances 1-3



The statistically varying component, on the other hand, is not under the control of the designer and is
random in nature. It is called the noise component, and it represents the uncontrollable fluctuation of a
circuit parameter about its designable component, e.g., DW. For certain circuit parameters, e.g., device
model parameters (like the threshold voltages of MOS transistors) and operating conditions (like
temperature or power supply voltage), the nominal values are not really under the control of the circuit
designer and are set by the processing and operating conditions. For these circuit parameters, the
nominal and random components are together called the noise component. In general, therefore, a
circuit parameter xi can be expressed as follows:

xi ¼ di þ si (1:2)

where
di is the designable component
si is the noise component

It is common to group all the designable components to form the set of designable parameters, denoted
by d. Similarly, all the noise parameters are grouped together to form the noise parameters, denoted by
the random vector s. Vectorially, Equation 1.2 can be rewritten as

x ¼ dþ s (1:3)

A circuit performance measure is a function of the circuit parameters. For example, the propagation
delay of a CMOS inverter circuit is a function of the nominal channel lengths and widths of the NMOS
and PMOS transistors. It is also a function of the threshold voltages of the transistors and the power
supply voltage. Thus, in general, a circuit performance is a function of the designable as well as the noise
parameters:

y ¼ y(x) ¼ y(d, s) (1:4)

If this function is known explicitly in terms of the designable and noise parameters, then optimization
methods can be applied directly to obtain a design which is optimal in terms of the performances or the
manufacturing yield. More often than not, however, the circuit performances cannot be expressed
explicitly in terms of the circuit parameters. In such cases, the value of a circuit performance for given
values of circuit parameters can be obtained by circuit simulation. Circuit simulations are computation-
ally expensive, especially if the circuit is large and transient simulations are required. A compact
performance model in terms of the circuit parameters is an efficient alternative to the circuit simulator.
Two factors determine the utility of the performance model. First, the model should be computationally
efficient to construct and evaluate so that substantial computational savings can be achieved. Second, the
model should be accurate.
Figure 1.1 shows the general procedure for constructing the model for a performance measure y in

terms of the circuit parameters x. The model-building procedure consists of four steps. In the first stem,
m training points are selected from the x-space. The ith training point is denoted by xi, i¼ 1, 2, . . . ,m. In
the second step, the circuit is simulated at these m training points and the values of the performance
measure are obtained from the circuit simulation results as y(x1), y(x2), . . . , y(xm). In the third step, a
preassigned function of y in terms of x is ‘‘fitted’’ to the data. In the fourth and final step, the model is
validated for accuracy. If the model accuracy is deemed inadequate, the modeling procedure is repeated
with a larger number of training points or with different models.
The model is called the response surface model (RSM) [1] of the performance and is denoted by ŷ(x).

The computational cost of modeling depends on the number of training points m, and the procedure of
fitting the model to the data. The accuracy of the RSM is quantified by computing error measures which
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quantify the ‘‘goodness of fit.’’ The accuracy of the RSM is greatly influenced by the manner in which the
training points are selected from the x-space. Design of experiment (DOE) [2] techniques are a
systematic means of obtaining the training points such that the maximum amount of information
about the model can be obtained from these simulations or experimental runs. In the next section, we
review some of the most commonly used experimental design techniques in the context of performance
optimization and statistical design. To illustrate certain points in the discussion below, we will assume
that the RSM of the performance measure y is the following quadratic polynomial in terms of the circuit
parameters:

ŷ(x) ¼ â0 þ
Xn
i¼1

âixi þ
Xn
i¼1

Xn
j¼1

âijxixj (1:5)

where the âs are the coefficients of the model. Note, however, that the discussion is valid for all RSMs in
general.

1.5 Design of Experiments

1.5.1 Factorial Design

In this experimental design, each of the circuit parameters x1, x2, . . . , xn is quantized into two levels or
settings, which are denoted by �1 and þ1. A full factorial design contains all possible combinations of
levels for the n parameters, i.e., it contains 2n training points or experimental runs. The design matrix for
the case of n¼ 3 is shown in Table 1.1 and the design is pictorially described in Figure 1.2. The value of
the circuit performance measure for the kth run is denoted by yk.

Much information about the relationship between the circuit performance y and the circuit parameters
xi, i¼ 1, 2, . . . , n can be obtained from a full factorial experiment. The main or individual effect of a

Circuit parameters SPICE  circuit description

Experimental design

Circuit simulation (SPICE)

Circuit parameter
data

Extracted performance values

Fit response surface model

Inadequate
Validate model

Adequate

Fitted models

FIGURE 1.1 Performance modeling procedure.
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parameter quantifies how much a parameter
affects the performance singly. The main effect
of xi, denoted by vi, is given by

vi ¼ 1
2n

X2n
k¼1

xik � yk (1:6)

where
xik is the value of xi in the kth run
yk is the corresponding performance value

Thus, the main effect is the difference between
the average performance value when the param-
eter is at the high level (þ1) and the average
performance value when the parameter is at the

low level (�1). The main effect of xi is the coefficient of the xi term in the polynomial RSM of Equation
1.5. Similarly, the interaction effect of two or more parameters quantities how those factors jointly affect
the performance. The two-factor interaction effect is computed as the difference between the average
performance value when both factors are at the same level and the average performance value when they
are at different levels. The two-factor interaction effect of parameters xi and xj, denoted by vi3j, i 6¼ j, is
defined as follows:

vi�j ¼ 1
2

vijj¼þ1 � vijj¼�1

� �

¼ 1
2n

X2n
k¼1

xik � xjk � yk (1:7)

The two-factor interaction effect of xi and xj, vi3j, is the coefficient of the xixj terms in the quadratic RSM
of Equation 1.5. Note that vi3j is the same as vj3i. Moreover, higher-order multifactor interaction effects
can be computed recursively as before. Note that the interaction columns of Figure 1.2 are obtained by
the aggregated ‘‘sign-multiplication’’ given in Equation 1.7.
Thus, the full factorial design allows us to estimate the coefficients of all the first-order and cross-factor

second-order coefficients in the RMS of Equation 1.5. However, it does not allow us to estimate the
coefficients of the pure quadratic term xi

2. Moreover, the number of experimental runs increases
exponentially with the number of circuit parameters; this may become impractical for a large number

TABLE 1.1 Full Factorial Design for n¼ 3

Parameter Levels Interaction Levels

Run x1 x2 x3 x13 x2 x13 x3 x23 x3 x13 x23 x3 y

1 �1 �1 �1 þ1 þ1 þ1 �1 y1
2 �1 �1 þ1 þ1 �1 �1 þ1 y2
3 �1 þ1 �1 �1 þ1 �1 þ1 y3
4 �1 þ1 þ1 �1 �1 þ1 �1 y4
5 þ1 �1 �1 �1 �1 þ1 þ1 y5
6 þ1 �1 þ1 �1 þ1 �1 �1 y6
7 þ1 þ1 �1 þ1 �1 �1 �1 y7
8 þ1 þ1 þ1 þ1 þ1 þ1 þ1 y8

(–1, +1, +1)

(–1, +1, –1)

(–1, –1, +1) (+1, –1 +1)

(+1, +1, –1)

(+1, +1, +1)

(+1, –1, –1)(–1, –1, –1)

FIGURE 1.2 Pictorial representation of full factorial
design for n¼ 3.
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of circuit parameters. In many cases, high-order multifactor interactions are small and can be ignored.
In such cases, it is possible to reduce the size of the design by systematically eliminating some interactions
and considering only some of the runs. The accuracy with which the main effects and the low-order
interaction effects are estimated does not have to be compromised. Such designs are called fractional
factorial designs. The most popular class of fractional factorial designs are the 2n–p designs, where a
1=2pth fraction of the original 2n design is used. One of the half fractions of the 23 design shown in
Table 1.1, i.e., a 23�1 design is shown in Table 1.2.

We observe that some of the columns of Table 1.2 are now identical. It can be seen from Equations 1.6
and 1.7 that we cannot distinguish between effects that correspond to identical columns. Such effects are
said to be confounded or aliased with each other. From Table 1.2, we see that v3, the main effect of x3, and
v132, the interaction effects of x1 and x2, are confounded with each other. Moreover the three-factor
interaction effect v13233 is confounded with the grand average of the performance (corresponding to a
column of 1’s). Confounding, however, is not really a problem, since in most applications, high-order
interaction effects are negligible. For example, in the quadratic RSM of Equation 1.5, only main effects
and two-factor interaction effects are important, and it can be assumed that all higher-order interaction
effects are absent.
There is a systematic way of obtaining fractional factorial designs by first isolating a set of basic factors

(circuit parameters) and then defining the remaining nonbasic factors in terms of the interaction of the
basic factors. These interactions that define the nonbasic factors in terms of the basic factors are called
generators. The set of basic factors and the generator functions completely characterize a fractional
factorial design. For example, the generator function used in the example of Table 1.2 is

x3 ¼ x1 � x2 (1:8)

Note that, once the generator function is known for a fractional design, the confounding pattern is also
completely known. Moreover, note that the generator functions are not unique. The generator functions
x1¼ x23 x3 and x2¼ x13 x3 also give rise to the design of Table 1.2. This can be understood by realizing
that a column corresponding to a parameter sign-multiplied by itself results in a column of all 1s, i.e., the
identity column, denoted by I. Thus, multiplying both sides of Equation 1.8 by x2, we get x33 x2¼
x13 x23 x2¼ x13 I¼ x1, which is also a generator function. Thus, an appropriate set of generator
functions must be defined.
Another important concept related to confounding is called the resolution of a design, which indicates

the clarity with which individual effects and interaction effects can be evaluated in a design. A resolution III
design is one in which no two main effects are confounded with each other (but they may be confounded
with two-factor and=or higher-order interaction effects). An important class of resolution III designs is the
saturated fractional factorial designs. Suppose that the number of factors (parameters), n, can be expressed
as n¼ 2q� 1, for some integer q. Then, a resolution III design can be obtained by first selecting q basic
factors and then saturating the 2q design by assigning a nonbasic factor to each of the possible combin-
ations of the q basic factors. There are p¼ n� q nonbasic factors and generator functions, and these

TABLE 1.2 Half Fraction of a Full Factorial Design for n¼ 3

Parameter Levels Interaction Levels

Run x1 x2 x3 x13 x2 x13 x3 x23 x3 x13 x23 x3 y

1 �1 �1 þ1 þ1 �1 �1 þ1 y1
2 �1 þ1 �1 �1 þ1 �1 þ1 y2
3 þ1 �1 �1 �1 �1 þ1 þ1 y3
4 þ1 þ1 þ1 þ1 þ1 þ1 þ1 y4
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designs are called 2n�p
III designs, since 2q¼ nþ 1 runs are required for n factors. Note that the

fractional factorial design of Table 1.2 is a 2n�p
III design, with n¼ 3 and p¼ 1. In the saturated design for

n¼ 2q� 1 factors, the confounding patterns for the basic and nonbasic factors are the same, which
implies that any of the q factors may be chosen as the basic factors. However, if nþ 1 is not an integral
power of 2, then q is chosen as q¼ [log2 (nþ 1)]. Next, we define q basic factors and generate a 2q design.
Next, we assign p¼ n� q nonbasic factors to p generators and form the 2n�p

III design. Note that, in this
case, only p of the 2q� q� 1 available generators are used, and the confounding pattern depends on the
choice of the q basic factors and the p generators. The number of runs in the saturated design is
considerably less than 2d.
Another important class of designs commonly used is called resolution V designs. In these designs, no

main effect or two-factor interaction effect is confounded with another main effect or two-factor
interaction effect. Such designs are denoted by 2n�p

V designs, where as before, n is the number of factors
and p is the number of generators. These designs can be used to estimate the coefficients of all but the
pure quadratic terms in the RSM of Equation 1.5. Since the number of such coefficients (including the
constant term) is C¼ 1þ nþ n(n� 1)=2, there must be at least C runs. Note that C is still substantially
less than 2n. Another important advantage of the factorial designs is that they are orthogonal, which
implies that the model coefficients can be estimated with minimum variances (or errors). An algorithmic
method for deriving resolution V designs is given in [3].

1.5.2 Central Composite Design

As mentioned previously, one of the problems of factorial designs in regard to the RMS of Equation 1.5 is
that the coefficients of the pure quadratic terms cannot be estimated. These coefficients can be estimated
by using a central composite design. A central composite design is a combination of a ‘‘cube’’ and a
‘‘star’’ subdesign. Each factor in a central composite design takes on five values: 0, �1, and �g. Figure 1.3
shows the central composite design for the case of n¼ 3. The cube subdesign, shown in dotted lines in
Figure 1.3, is a fractional factorial design with the factor levels set to �1. This design is of resolution V so
that linear and cross-factor quadratic terms in the RSM of Equation 1.5 can be estimated. The star

(0,0,0)(–γ,0,0)

(0,0,–γ)
(0,–γ,0)

(0,γ,0)

(0,0,γ)

(γ,0,0)

FIGURE 1.3 Central composite design for n¼ 3.
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subdesign, shown in solid lines in Figure 1.3, is used to estimate the pure quadratic terms, x21, in the
RMS, and consists of

. One center point, where all the parameters are set to 0

. 2n Axial points, one pair for each parameter by setting its value to �g and þg and setting all other
parameters to 0

The parameter g (chosen by the user) is selected so that the composite plan satisfies the rotatability
property [1]. The main advantage of the central composite design is that all the coefficients of
Equation 1.5 can be estimated using a reasonable number of simulations.

1.5.3 Taguchi’s Orthogonal Arrays

Taguchi’s method using orthogonal arrays (OA) [4] is another popular experimental design technique. An
orthogonal array is a special kind of fractional factorial design. These orthogonal arrays can be classified
into two types. The first category of OAs corresponds to two-level designs, i.e., the parameters are
quantized to two levels each, while the second corresponds to three-level designs, i.e., the parameters
are quantized to three levels each. These arrays are often available as tables in books which discuss Taguchi
techniques [4]. As an example, we show the L18 OA in Table 1.3. The number in the designation of the
array refers to the number of experimental runs in the design. The L18 OA belongs to the second category
of designs, i.e., each parameter has three levels. In the Taguchi technique, the experimental design matrix
for the controllable or designable parameters is called the inner array, while that for the noise parameters is
called the outer array. The L18 design of Table 1.3 can be used as an inner array as well as an outer array.

1.5.4 Latin Hypercube Sampling

The factorial, central composite, and Taguchi experimental designs described earlier set the parameters to
certain levels or quantized values within their ranges. Therefore, most of the parameters space remains

TABLE 1.3 Taguchi’s L18 OA

Run Parameter Levels

1 1 1 1 1 1 1 1 1

2 1 1 2 2 2 2 2 2

3 1 1 3 3 3 3 3 3

4 1 2 1 1 2 2 3 3

5 1 2 2 2 3 3 1 1

6 1 2 3 3 1 1 2 2

7 1 3 1 1 1 3 2 3

8 1 3 2 3 2 1 3 1

9 1 3 3 1 3 2 1 2

10 2 1 1 3 3 2 2 1

11 2 1 2 1 1 3 3 2

12 2 1 3 2 2 1 1 3

13 2 2 1 2 3 1 3 2

14 2 2 2 3 1 2 1 3

15 2 2 3 1 2 3 2 1

16 2 3 1 3 2 3 1 2

17 2 3 2 1 3 1 2 3

18 2 3 3 2 1 2 3 1
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unsampled. It is therefore desirable to have a more ‘‘space-filling’’ sampling strategy. The most obvious
method of obtaining a more complete coverage of the parameter space is to perform random or Monte
Carlo sampling [5]. In random sampling, each parameter has a particular statistical distribution and the
parameters are considered to be statistically independent. The distribution of the circuit parameters can
often be obtained from test structure measurements followed by parameter extraction. Often, however,
based on previous experience or reasonable expectation, the circuit parameters are considered to be
normal (or Gaussian). Since the designable parameters are deterministic variables, they are considered to
be independent and uniformly distributed for the purposes of random sampling. Random samples are
easy to generate and many inferences can be drawn regarding the probability distribution of the
performances. The problem with random sampling, however, is that a large sample is usually required
to estimate quantities with sufficiently small errors. Moreover, circuit parameters are usually not
statistically independent. In particular, the noise parameters are statistically correlated because of the
sequential nature of semiconductor wafer processing. Further, a random sample may not be very space
filling either. This can be understood by considering the bell-shaped Gaussian density curve. In random
sampling, values near the peak of the bell-shaped curve would be more likely to occur in the sample since
such values have higher probability of occurrence. In other words, values away from the central region
would not be well represented in the sample.
Latin hypercube sampling (LHS) [6,7] is a sampling strategy that alleviates this problem to a large

extent. For each parameter xi, all portions of its distribution are represented by sample values. If S is the
desired size of the sample, then the range of each xi, i¼ 1, 2, . . . , n is divided into S nonoverlapping
intervals of equal marginal probability 1=S. Each such interval is sampled once with respect to the
probability density in that interval to obtain S values for each parameter. Next, the S values for one
parameter are randomly paired with the S values for another parameter, and so on. Figure 1.4 illustrates
this process for the case of two circuit parameters x1 and x2, where x1 is a uniform random variable, and
x2 is a Gaussian random variable, and S¼ 5. The marginal probability in an interval is defined as the area
under the probability density curve for that interval. Therefore, intervals with equal probability are
intervals with equal areas under the probability density curve. For the uniformly distributed x1, equal
probability intervals are also of equal length. For x2, however, the intervals near the center are smaller
(since the density there is higher) than the intervals away from the center (where the density is lower).
Figure 1.4 shows that S¼ 5 values are chosen from each region for x1 and x2 (shown as open circles).
These values are then randomly paired so as to obtain the sample points (shown as filled dots). If the
circuit parameters are correlated, then the pairing of the sample values can be controlled so that

Probability density

x 
 (G

au
ss

ian
)

x1 (uniform)

FIGURE 1.4 Latin hypercube sampling for a uniform and a Gaussian random variable.
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the sample correlation matrix is close to the user-provided correlation matrix for the circuit parameters.
Note that LHS will provide a more uniform coverage of the parameter space than other experimental design
techniques. Moreover, a sample of any size can be easily generated and all probability densities are handled.

1.6 Least-Squares Fitting

After the experimental design has been used to select the training points in the parameter space, the
circuit is simulated at the training points and the values of the performance measure are extracted from
the simulation results. Let S denote the number of experimental runs, and yk, k¼ 1, . . . , S denote the
corresponding performance values. The aim in least-squares fitting is to determine the coefficients in the
RSM so that the fitting error is minimized. Let C denote the number of coefficients in the RSM. For
example, the value of C for the RSM of Equation 1.5 is C¼ (nþ 1)(nþ 2)=2, where n is the number of
circuit parameters. There are interpolation-based methods that can be used to determine the coefficients
when there are a smaller number of data points than coefficients, i.e., when S<C. One such method is
called maximally flat quadratic interpolation and is discussed later in this chapter. We will restrict our
discussion to the case of S�C. If S¼C, then there are as many data points as coefficients, and simple
simultaneous equation solving will provide the values of the coefficients. In this case, the model
interpolates the data points exactly, and there is no fitting error to be minimized. When S>C, the
coefficients can be determined in such a way that the fitting error is minimized. This method is called
least-squares fitting (in a numerical analysis context) or linear regression (in a statistical context). The
error measure is called the sum of squared errors and is given by

2 ¼
XS

i¼1

(yk � ŷk)
2 (1:9)

where
yk denotes the simulated performance value
ŷk denotes the model-predicted value at the kth data point

Least-squares fitting can then be stated as

min
âi

2 ¼
Xs

i¼1

(yk � ŷk)
2 (1:10)

where âi represents the (unknown) coefficients of the RSM. The error « is used to determine the
adequacy of the model. If this error is too large, the modeling procedure should be repeated with a
larger number of training points or a different sampling strategy, or a different model of the performance
may have to be hypothesized.
From a statistical point of view (linear regression), the actual performance value is considered to be

yi ¼ ŷi þ ei, i ¼ 1, 2, . . . , S (1:11)

where ei denotes the random error in the model. In least-squares fitting, this random error is implicitly
assumed to be independent and identically distributed normal random variables with zero mean and
constant variance. In particular, we assume that

E(ei) ¼ 0

Var(ei) ¼ s2

and Cov(ei,ej) ¼ 0, i 6¼ j

(1:12)
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If the RSM of the performance measure is linear, then it can be written as

ŷ(x) ¼
XC
i¼1

aifi(x) (1:13)

where
fi(x) are the known basis functions of the circuit parameters
C denotes the number of basis functions

Note that the RSM is said to be linear (and least-squares fitting can be used) if it is linear in terms of the
model coefficients ai. The basis functions fi(x) need not be linear. For instance, the basis functions used
in the quadratic RSM of Equation 1.5 are 1, xi, and xixj.

Let y and e be S-vectors: y ¼ [y1, . . . , yS]
T and e ¼ [e1, . . . , eS]

T, where S is the number of data
points. Also, let us define the model coefficients as a¼ [a1, . . . ,aC]. Finally, let X denote the following
S3C matrix:

X ¼
f1(x1) � � � fC(x1)

..

. ..
. ..

.

f1(xS) . . . fC(xS)

2
64

3
75 (1:14)

Then, Equation 1.11 can be vectorially written as

y ¼ Xaþ e (1:15)

We choose a to minimize the function

RSS(a) ¼ (y � Xa)T(y � Xa) (1:16)

The least squares estimate â of a is given by the following formula:

â ¼ (XTX)�1XTy (1:17)

The function Equation 1.16 evaluated at â is called the residual sum of squares, abbreviated RSS, and is
given by

RSS ¼ (y � Xâ)T(y � Xâ) (1:18)

It can be shown that an estimate of the variance of the random error is

ŝ2 ¼ RSS
S� C

(1:19)

and that â is unbiased, i.e., E(â)¼a, and the variance of the estimate is

var(â) ¼ â2(XTX)�1 (1:20)

Another figure of merit of the linear regression is called the coefficient of determination, denoted by R2,
and given by
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R2 ¼ 1� RSSPs
i¼1 (y1 � �y)2

(1:21)

where �y is the sample average of the yis, i¼ 1, . . . , S. The coefficient of determination measures the
proportion of variability in the performance that is explained by the regression model. Values of R2 close
to 1 are desirable.

1.7 Variable Screening

Variable screening is used in many performance modeling techniques as a preprocessing step to select
the significant circuit parameters that are used as independent variables in the performance model.
Variable screening can be used to substantially reduce the number of significant circuit parameters that
must be considered, and thereby reduce the complexity of the analysis. The significant circuit parameters
are included in the performance model, while the others are ignored. Several variable screening
approaches have been proposed; in this chapter, we discuss a simple yet effective screening strategy
that was proposed in [8].
The variable screening method of [8] is based on the two-level fractional factorial designs discussed

earlier. We assume that the main effects (given by Equation 1.6) of the circuit parameters dominate over
the interaction effects and this assumption enables us to use a resolution III design. Suppose that there
are n original circuit parameters, denoted by x1, . . . , xn. Then, we can use the simulation results from
the fractional factorial design to compute the following quantities for each of the circuit parameters
xi, i¼ 1, . . . , n:

1. Main effect vi computed using Equation 1.6
2. High deviation dhi from the nominal or center point, computed by

dhi ¼ 2
nr

X
k2Kþ

i

yk � yc (1:22)

where
nr is the number of simulations
Ki

þ is the set of indices where xi is þ1
yc is the performance value at the center point

3. The low deviation dli from the center point, computed using a formula similar to Equation 1.22,
with Ki

þ replaced by Ki
�

Note that only two of the preceding quantities are independent, since the third can be obtained as a linear
combination of the other two. A statistical significance test is now used to determine if xi is significant. To
this end, we assume that the quantities vi, dhi , and dli are sampled from a normal distribution with a
sample size of n (since there are n circuit parameters). Denoting any one of the above quantities vi, dhi , or
dli by di, the hypothesis for the significance test is

Null hypothesis H0: dij j ¼ 0, i:e:, xi is insignifiant

H0 is rejected if dij j=sd > tas=2,n�1
(1:23)

In Equation 1.23, a two-sided t-test is used [9] with significance level as and sd denotes the estimate of
the standard deviation of di � tas=2,n�1 denotes the value of the t statistic with significance level as=2 and
degrees of freedom n� 1. We declare a parameter xi to be insignificant if it is accepted in the tests for at
least two of vi, dhi , and dli . This screening procedure is optimistic in the sense that an insignificant
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parameter may be wrongly deemed significant from the preceding significance tests. The values of the
t-variable can be read off from standard t-distribution tables available in many statistics text books.

1.8 Stochastic Performance Models

As stated earlier, the objective of performance modeling is to obtain an inexpensive surrogate to the
circuit simulator. This performance model can then be used in a variety of deterministic and statistical
optimization tasks in lieu of the expensive circuit simulator. The circuit simulator is a computer model,
which is deterministic in the sense that replicate runs of the model with identical inputs will always result
in the same values for the circuit performances. This lack of random error makes computer-based
experiments fundamentally different from physical experiments. The experimental design and response
surface modeling techniques presented earlier have the tacit assumption that the experiments are physical
and the difference between the observed performance and the regression model behaves like white noise.
In the absence of random error, the rationale for least-squares fitting of a response surface is not clear
even though it can be looked upon solely as curve fitting. Stochastic performance modeling [10,11] has
been used recently to model the outputs (in our case, the circuit performances) of computer codes or
models (in our case, the circuit simulator). The basic idea is to consider the performances as realizations
of a stochastic process and this allows one to compute a predictor of the response at untried inputs and
allows estimation of the uncertainty of prediction.
The model for the deterministic performance y treats it as a realization of a stochastic process Y(x)

which includes a regression model:

Y(x) ¼
Xk
i¼1

aifi(x)þ Z(x) (1:24)

The first term in Equation 1.24 is the simple regression model for the performance and the second term
represents the systematic departure of the actual performance from the regression model as a realization
of a stochastic process. This model is used to choose a design that predicts the response well at untried
inputs in the parameter space. Various criteria based on functionals of the means square error matrix are
used to choose the optimal design. One the design is selected, the circuit simulator is exercised at those
design points, and the circuit performance values are extracted. Next, a linear (in themodel coefficients âis)
predictor is used to predict the values of the performance at untried points. This predicted value can be
shown to be the sum of two components: the first component corresponds to the first term in Equation 1.24
and uses the generalized least squares estimate of the coefficients a, and the second component is a
smoothing term, obtained by interpolating the residuals at the experimental design points. The main
drawback of the stochastic performance modeling approach is the excessive computational cost of
obtaining the experimental design and of predicting the performance values.

1.9 Other Performance Modeling Approaches

The most popular performance modeling approach combines experimental design and least-squares-
based response surface modeling techniques described previously [8,12–15]. A commonly used assump-
tion valid for MOS circuits that has been used frequently is based on the existence of four critical noise
parameters [16–18]. These four critical parameters are the flat-band voltage, the gate-oxide thickness, the
channel length reduction, and the channel width reduction.
Several other performance modeling approaches have been proposed, especially in the context of

statistical design of integrated circuits. One such approach is based on self-organizing methods [19] and
is called the group method of data handling (GMDH) [20]. An interesting application of GMDH for
performance modeling is presented in [21,22]. Another interesting approach is called maximally flat
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quadratic interpolation (MFQI) [23]. A modeling approach combining the advantages of MFQI and
GMDH is presented in [24]. It has been tacitly assumed in the discussion so far that a single RSM is
sufficiently accurate to approximate the circuits performances over the entire circuit parameter space.
This may not be true for many circuits. In such cases, a piecewise modeling approach may be used
advantageously [8]. The circuit parameter space is divided into smaller regions, in each of which a single
performance model is adequate. The continuous performance models in the various regions are then
stitched together to preserve continuity across the regions.

1.10 Example of Performance Modeling

Below, we show an application of performance modeling applied to the clock skew of a clock distribution
circuit. Consider the clock driver circuit shown in Figure 1.5. The top branch has three inverters and the
lower branch has two inverters to illustrate the problem of signal skew present in many clock trees. We
define the clock skew to be the difference between the times at which CLK and its complement cross a
threshold of 0.5 VDD. Two skews occur, as shown in Figure 1.6, one corresponding to the rising edge of
the CLK, DSr, and another corresponding to the falling edge of CLK, DSf. The performance measure of
interest is the signal skew DS defined as the larger of the two skews.
The designable circuit parameters of interest in this example are the nominal channel widths of each of

the transistors in the second and third inverters in the top branch and the last inverter in the lower

CLKin
W1, W2 W3, W4

W5, W6

CLK

CLK

FIGURE 1.5 Clock distribution circuit.

CLK

Δ Sf Δ Sr

CLK

FIGURE 1.6 Definition of rising and falling clock skews.
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branch. The designable parameters are denoted byW1,W2,W3,W4,W5, andW6 and are marked in Figure
1.5. The noise parameters of interest are the randomvariations in the channel widths and lengths of all nMOS
and pMOS transistors in the circuit, and the common gate oxide thickness of all the transistors. These
are denoted by DWn (channel width variation of nMOS transistors), DLn (channel length varia-
tion nMOS transistors), DWp (channel width variation of pMOS transistors), DLp (channel length variation
of pMOS transistors), and tox (gate oxide thickness of all nMOS and pMOS transistors). We hypothesize a
linear RSM for the clock skew in terms of the designable and noise parameters of the circuit. To this end, we
generate an experimental design of size 30 using Latin hypercube sampling. The circuit is simulated at each
of these 30 training points, and the value of the clock skewDS is extracted from the simulation results. Then,
we use regression to fit the following linear RSM:

DS ¼ 1:93975� 0:0106W1 þ 0:0121W2 þ 0:0045W3 � 0:1793W4

þ 0:0400W5 þ 0:0129W6 � 0:0149DWn � 0:0380DWp

� 0:0091DLn þ 0:0115DLp þ 0:161tox (1:25)

This RSM has an R2 of 0.999. The prediction accuracy for the preceding RSM is in Figure 1.7 where the
values of DS predicted from the RSM are plotted against the simulated values for a set of checking points
(different from the training points used to fit the RSM). Most of the points lie near the 458 line indicating
that the predicted values are in close agreement with the simulated values.
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2.1 Introduction

The late 1980s and 1990s saw a heightened interest in the development of symbolic analysis techniques
and their applications to integrated circuits analysis and design. This trend continues in the new
millennium. It resulted in the current generation of symbolic analysis methods, which include several
software implementations like ISSAC [Gie89], SCAPP [Has89], ASAP [Fer91], EASY [Som91], SYNAP
[Sed88], SAPWIN [Lib95], SCYMBAL [Kon88], GASCAP [Hue89], SSPICE [Wie89], STAINS [Pie01],
and Analog Insydes [Hen00]. This generation is characterized by an emphasis on the production of
usable software packages and a large interest in the application of the methods to the area of analog
circuit design. This includes extensive efforts to reduce the number of symbolic expression generated by
the analysis through hierarchical methods and approximation techniques [Fer92,Sed92,Wam92,Hsu94,
Yu96]. This generation also includes attempts at applying symbolic analysis to analog circuit synthesis
[Gie91,Cab98], parallel processor implementations [Has93b,Mat93,Weh93], time-domain analysis
[Has91,Als93,Lib93], and behavioral signal path modeling [Ley00].
The details of traditional symbolic analysis techniques as they apply to linear circuit theory are given in

[Rod08]. This chapter addresses symbolic analysis as a computer-aided design tool and its application to
integrated circuit design. Modern symbolic analysis is mainly based on either a topological approach or a
modified nodal analysis (MNA) approach. The basic topological (graph-based) methodologies are
discussed in [Rod08] because the methods are part of traditional symbolic analysis techniques. The
methodology addressed in this chapter is based on the concept of MNA [Ho75] as it applies to symbolic
analysis.
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Traditional symbolic circuit analysis is performed in the frequency domain where the results are in
terms of the frequency variable s. The main goal of performing symbolic analysis on a circuit in the
frequency domain is to obtain a symbolic transfer function of the form:

H(s, x) ¼ N(s, x)
D(s, x)

, x ¼ x1 x2 . . . xp
� �

, p � pall (2:1)

The expression is a rational function of the complex frequency variable s, and the variables x1 through xp
representing the variable circuit elements, where p is the number of variable circuit elements and pall is the
total number of circuit elements. Hierarchical symbolic analysis approaches are based on a decomposed
form of Equation 2.1 [Sta86,Has89,Has93a,Pie01]. This hierarchical representation is referred to as a
sequence of expressions representation to distinguish it from the single expression representation of
Equation 2.1. The major advantage of having a symbolic transfer function in single expression form is
the insight that can be gained by observing the terms in both the numerator and the denominator. The
effects of the different terms can, perhaps, be determined by inspection. This process is very valid for the
cases where there are relatively few symbolic terms in the expression.
The heart of any circuit simulator, symbolic or numeric, is the circuit analysis methodology used to

obtain the mathematical equations that characterize the behavior of the system. The circuit must satisfy
these equations. These equations are of three kinds: Kirchhoff’s current law (KCL), Kirchhoff’s voltage
law (KVL), and the branch relationship (BR) equations [Chu75]. KCL and KVL are well known and have
been discussed earlier in this book. The definition of BR is ‘‘For independent branches, a branch
relationship defines the branch current in terms of the branch voltages.’’ The most common independent
branches are resistors, capacitors, and inductors. For the case of dependent branches, the branch current
or voltage is defined in terms of other branches’ currents or voltages. The four common types of
dependent branches are the four types of controlled sources: voltage-controlled voltage source (VCVS),
voltage-controlled current source (VCCS), current-controlled voltage source (CCVS), and current-
controlled current source (CCCS). A linear element would produce a BR equation that is linear, and a
nonlinear element would produce a nonlinear BR equation. The scope of this section is linear elements.
If a nonlinear element is to be included in the circuit, a collection of linear elements could be used to
closely model the behavior of that element around a dc operating point (quiescent point) in a certain
frequency range [Gie94]. BR equations are not used on their own to formulate a system of equations to
characterize the circuit. They are, however, used in conjunction with KCL or KVL equations to produce a
more complete set of equations to characterize the circuit. Hybrid analysis [Chu75] uses a large set of BR
equations in its formulation.
A system of equations to solve for the circuit variables, a collection of node voltages and branch

currents, does not need to include all of the above equations. Several analysis methods are based on these
equations or a subset thereof. Mathematically speaking, an equal number of circuit unknowns and
linearly independent equations is required in order for a solution for the system to exist. The most
common analysis methods used in circuit simulators are as follows:

1. A modification of nodal analysis as used in the numeric circuit simulators SPICE2 [Nag75], and
SLIC [Idl71], and in the formulation of the symbolic equations in [Ald73]. Nodal analysis [Chu75]
uses KCL to produce the set of equations that characterize the circuit. Its advantage is its relatively
small number of equations. This results in a smaller matrix, which is very desirable in computer
implementations. Its limitation, however, is that it only allows for node-to-datum voltages as
variables. No branch current variables are allowed. Also the only type of independent power
sources it allows are independent current sources. However, voltage sources are handled by using
their Norton equivalent. A further limitation to this method is that only VCCSs are allowed, none
of the other dependent sources are allowed in the analysis. To overcome these limitations, the
MNA method was proposed in [Ho75]. It allows branch current as variables in the analysis,
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which in turn leads to the ability to include voltage sources and all four types of controlled
sources in the analysis. The MNA method is described in more detail in the next section because
it is used in symbolic analysis after further modification to it. These modifications are necessary
in order for the analysis to accept ideal operational amplifiers (op-amps), and to produce a
compact circuit characterization matrix. This matrix is referred to as the reduced MNA matrix
(RMNAM).

2. Hybrid analysis [Chu75] is used in the numeric simulators ASTAP [Wee73] and ECAP2 [Bra71].
The method requires the selection of a tree and its associated co-tree. It uses cutset analysis (KCL)
and loop analysis (KVL) to formulate the set of equations. The equations produced solve for the
branch voltages and branch currents. The method is able to accommodate voltage sources and all
four types of dependent sources. It utilizes a much larger matrix than the nodal analysis methods;
however, it is a very sparse matrix (lots of zero entries). The main drawback is that the behavior of
the equations is highly dependent on the tree selected. A bad tree could easily result in an ill-
conditioned set of equations. Some methods of tree selection can guarantee a well-conditioned set
of hybrid equations [Nag75]. Therefore, special rules must be observed in the tree selection process
that constitutes a large additional overhead on the analysis.

3. Sparse tableau analysis [Hac71] has been used in symbolic analysis to employ the parameter
extraction method (this chapter). It uses the entire set of circuit variables: node voltages, branch
voltages, and branch currents, for the symbolic formulation in addition to capacitor charges
and inductor fluxes in the case of numeric simulations. This results in a huge set of equations
and in turn a very large matrix but a very sparse one. This method uses all the above
stated equation formulation methods: KCL, KVL and the BR. The entire system of equations
is solved for all the circuit variables. The disadvantage of the method is its inherent problem of
ill-conditioning [Nag75].

It has been found that the sparse tableau method only produces a very minor improvement in the
number of mathematical operations, the nodal analysis methods despite its large overhead, stemming
from a large matrix, and the large and rigid set of variables that have to be solved for. The MNA method
gives the choice of what branch current variables to be solved for and equations are added accordingly.
The tableau method would always have a fixed size matrix and produce unneeded information to the user.
For the purpose of symbolic analysis, as highlighted in this chapter, the entire analysis is performed in

the frequency domain with the aid of the complex frequency variable s. The Laplace transform
representation of the value of any circuit element is therefore used in the formulation. Also, since a
modification of the nodal admittance matrix is used, the elements may be represented by either their
admittance or impedance values.

2.2 Symbolic Modified Nodal Analysis

The initial step of MNA is to formulate the nodal admittance matrix Y [Chu75] from the circuit. The
circuit variables considered here are all the node-to-datum voltages, referred to simply as node voltages;
there are nv of them. They are included in the variable vector V. So V has the dimensions of (nv3 1).
The vector J, also of dimensions (nv3 1), represents the values of all independent current sources in the
circuit. The ith entry of J is the sum of all independent current sources entering node i. The linear system
of node equations can be represented in the following matrix form:

YV ¼ J (2:2)

Row i of Y represents the KCL equation at node i. The coefficient matrix, Y, called the node admittance
matrix, is constructed by writing KCL equations at each node, except for the datum node. The ith
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equation then would state that the sum of all currents leaving node i is equal to zero. The equations are
then put into the matrix form of Equation 2.2. The following example illustrates the process.

Example 2.1

Consider the circuit in Figure 2.1.
Collecting the node voltages would produce the following V:

V ¼
v1
v2
v3

2
4

3
5 (2:3)

Considering all the independent current sources in the circuit, the vector J becomes

J ¼
J1
J4
0

2
4

3
5 (2:4)

Notice that the last entry of J is a zero because no independent current sources are connected to node 3.
Now, writing KCL equations at the three non-datum nodes produces

G2v1 þ G3(v1 � v2)þ 1
sL7

(v1 � v3) ¼ J1

G5v2 þ G3(v2 � v1)þ sC6(v2 � v3) ¼ J4

sC6(v3 � v2)þ 1
sL7

(v3 � v1)þ g8VR3 ¼ 0

(2:5)

Substituting VR3¼ v1� v2 in the third equation of the set Equation 2.5 and rearranging the variables
results in

G2 þ G3 þ 1
sL7

� �
v1 � G3v2 � 1

sL7
v3 ¼ J1

� G3v1 þ G3 þ G5 þ sC6ð Þv2 � sC6v3 ¼ J4

g8 � 1
sL7

� �
v1 � g8 þ sC6ð Þv2 þ 1

sL7
þ sC6

� �
¼ 0

(2:6)

1 + R3 – 2
3

J1

R2 J4

C6

g8 VR3

L7

R5

FIGURE 2.1 MNA example circuit.
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Finally, rewriting Equation 2.6 in a matrix form of Equation 2.2 yields

G2 þ G3 þ 1
sL7

�G3 � 1
sL7

�G3 G3 þ G5 þ sC6 �sC6
g8 � 1

sL7
� g8 þ sC6ð Þ 1

sL7
þ sC6

2
66664

3
77775

v1

v2

v3

2
64

3
75 ¼

J1

J4

0

2
64

3
75 (2:7)

An automatic technique to construct the node admittance matrix is the element stamp method
[Ho75]. The method consists of going through each circuit component and adding its contribution to
the nodal admittance matrix in the appropriate positions. It is an easy way to illustrate the impact of each
element on the matrix.* Resolving Example 2.1 using the element stamps would produce exactly the same
Y matrix, V vector, and J vector as in Equation 2.7.
The MNA technique, introduced in [Ho75], expands on the above nodal analysis in order to readily

include independent voltage sources and the three other types of controlled sources: VCVS, CCCS,
and CCVS. This is done by introducing some branch currents as variables into the system of equations,
which in turn allows for the introduction of any branch current as an extra system variable. Each extra
current variable introduced would need an additional equation to solve for it. The extra equations are
obtained from the BRs for the branches whose currents are the extra variables. The effect on the nodal
admittance matrix is the deletion of any contribution in it due to the branches whose currents have been
declared as variables. This matrix is referred to as Yn. The addition of new variables and a corresponding
number of equations to the system results in the need to append extra rows and columns to Yn. The
augmented Ym matrix is referred to as the MNA matrix (MNAM). The new system of equations, in
matrix form, is

Yn B
C D

� �
V
I

� �
¼ J

E

� �
(2:8)

where
I is a vector of size ni whose elements are the extra branch current variables introduced
E contains the values of the independent voltage sources
C and D correspond to BR equations for the branches whose currents are in I

An important feature of the MNAM approach is its ability to include impedance elements in the
formulation. Let Zx be an impedance connected between nodes i and j. Introduce the current through Zx
as new variable ix. The extra equation needed is provided by the corresponding BR: vi� vj�Zxix¼ 0. The
usefulness of this approach can be appreciated when one needs to handle short circuits (R¼ 0) or
inductors at dc. It becomes indispensable in approximation techniques that require the circuit matrix to
contain only entries of the type a¼aþ sb.
According to [Ho75], the MNA current variables should include all branch currents of independent

voltage sources, controlled voltage sources, and all controlling currents. Further modifications of this
procedure, like RMNA formulations [Has89], compacted MNA (CMNA) formulations [Gie89], and
supernode analysis [Som93] relax these constraints and result in fewer MNA equations.

Example 2.2

As an example of a MNAM formulation, consider the circuit of Figure 2.2. The extra current variables
are the branch currents of the independent voltage source E1 (branch 1), the CCVS (branch 5), and the

* Program STAINS has the animate option that allows viewing the animated process of matrix formulation.
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inductor L8 (branch 8). They are referred to as i1, i5, and i8, respectively. The CCCS b9i2 can be transformed
to a VCCS by noticing that i2¼G2(v1� v2), so we have b9i2¼b9G2(v1� v2). Similarly, the CCVS r5i3
becomes a VCVS r5G3v2.

Using element stamps, the MNA system of equations becomes

G2 �G2 0 0 0 1 0 0
�G2 G2 þ G3 þ G4 0 0 0 0 0 1
b9G2 �G4 � b9G2 G4 þ sC7 �sC7 0 0 1 0
�b9G2 b9G2 �sC7 G6 þ sC7 0 0 0 �1

0 0 0 0 G10 0 �1 0

1 0 0 0 0 0 0 0
0 �r5G3 1 0 �1 0 0 0
0 1 0 �1 0 0 0 �sL8

2
6666666666664

3
7777777777775

v1
v2
v3
v4
v5
i1
i5
i8

2
66666666664

3
77777777775
¼

0
0
0
J11
0
E1
0
0

2
66666666664

3
77777777775

The above system of linear algebraic equations can be written in the following matrix form:

Ax ¼ b (2:9)

where
A is a symbolic matrix of dimension n3 n
x is a vector of circuit variables of length n
b is a symbolic vector of constants of length n
n is the number of circuit variables: currents, voltages, charges, or fluxes

The analysis proceeds by solving Equation 2.9 for x.

i8

i2

i1 i3

i5

R2

R3

R10

R6

R41 2 3 4

5

r5 i3

9 i2

J11

C7

L8

E1

+

+

FIGURE 2.2 Circuit of Example 2.2.
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2.3 Solution Methods

2.3.1 Determinant-Based Solutions

Here the basic idea is to apply an extension of Cramer’s rule, symbolically, to find a transfer function
from the coefficient matrix of Equation 2.9. According to Cramer’s rule, the value of a variable xi in
Equation 2.9 is calculated from the following formula:

xi ¼
A(i)
�� ��
Aj j (2:10)

where A(i) is obtained from matrix A by replacing column i with the vector b and j.j denotes the
determinant. Any transfer function, which is a ratio of two circuit variables, can be found by application
of Equation 2.10:

xi
xj
¼ A(i)

�� ��= Aj j
A(j)
�� ��= Aj j ¼

A(i)
�� ��
A(j)
�� �� (2:11)

Several symbolic algorithms are based on the concept of using Cramer’s rule and calculating the
determinants of an MNAM. Most notably is the program ISSAC [Gie89], which uses a recursive
determinant expansion algorithm to calculate the determinants of Equation 2.11. Although there are
many other algorithms to calculate the determinant of a matrix, like elimination algorithms and nested
minors algorithms [Gie91], recursive determinant expansion algorithms were found the most suitable for
sparse linear matrices [Wan77]. These algorithms are cancellation-free given that all the matrix entries
are different, which is a very desirable property in symbolic analysis.
Let A be a square matrix of order n. Delete row i and column j from A and denote the resulting matrix

of order n� 1 by A�i�j. Its determinant,Mij¼ jA�i�jj, is called aminor of A of order n� 1. The quantity
Dij¼ (�1)iþjMij is called a cofactor of a matrix element aij. The determinant of A can be calculated by
recursive application of the following formula:*

Aj j ¼
Pn
j¼1

aijDij ¼
Pn
j¼1

ajiDji for n > 1

a11 for n ¼ 1

8<
: (2:12)

where i is an arbitrary row or column of matrix A.
As an example, the determinant of a 33 3 matrix is calculated by this method as

a11 a12 a13
a21 a22 a23
a31 a32 a33

�������

�������
¼ (�1)1þ1a11

a22 a23
a32 a33

����
����þ (�1)1þ2a12

a21 a23
a31 a33

����
����þ (�1)1þ3a13

a21 a22
a31 a32

����
����

¼ a11a22a33 � a11a23a32 � a12a21a33 þ a12a23a31 þ a13a21a32 � a13a22a31

Here, i was chosen to be, arbitrarily, row 1. The expression is cancellation-free in this example because all
the matrix entries are unique. Note that for matrices with duplicated entries, the algorithm is not
cancellation-free.

* Single application of Equation 2.12 is known as the Laplace expansion of the determinant.
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Most symbolic analysis problems deal with two-port circuits of the form shown in Figure 2.3, where
the signal source, IS, is the only independent source in the circuit.

Let the two-port be described by the modified nodal equation of the form as in Equation 2.8. The right-
hand side of this equation will have only two nonzero entries: þIS at position i and �IS at position j.
Applying Cramer’s rule to calculate potential at any node k, we get

vk ¼
ISDik � ISDjk

D
(2:13)

Now, if we wish, for example, to calculate the voltage transmittance of the two-port in Figure 2.3, using
Equation 2.13, we obtain

Tv ¼
vo � vp
vi � vj

¼ Dio � Djo � Dip þ Djp

Dii � Dji � Dij þ Djj
(2:14)

Equation 2.14 simplifies considerably if, as it is often the
case, nodes j and p are identical with the reference node. We
then have

Tv ¼ vo
vi
¼ Dio

Dii
(2:15)

Example 2.3

As an example, the voltage transfer function Tv¼ v2=v1
for the circuit in Figure 2.4 is to be calculated. The MNAM
of this circuit is

Ym ¼

G1 0 �G1 0 0
0 Gf þ sCf �Gf � sCf 0 1
�G1 �Gf � sCf G1 þ Gf þ sCf 0 0
0 0 0 G2 0

0 1 m �m 0

2
666664

3
777775

IS

i

j

Vin VoutA = Ym

p0

o
+ +

– –

FIGURE 2.3 Two-port representation of a circuit.

1
Rf

R2

R1

V
µV+

+

3 2

4

–

Cf

FIGURE 2.4 Circuit for Example 2.3.
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Using Equation 2.15 and expanding the cofactors according to Equation 2.12, we get

Tv ¼ v2
v1
¼ D12

D11
¼

(�1)1þ2
0 �Gf � sCf 0 1

�G1 G1 þ Gf þ sCf 0 0

0 0 G2 0

0 m �m 0

���������

���������

(�1)1þ1
Gf þ sCf �Gf � sCf 0 1

�Gf � sCf G1 þ Gf þ sCf 0 0

0 0 G2 0

1 m �m 0

���������

���������
¼ �G1G2m

�G2 m �Gf � sCfð Þ � G1 þ Gf þ sCfð Þ½ � ¼ �
G1m

G1 þ Gf þ sCf þ m Gf þ sCfð Þ

Note that cancellation of a common term (G2) in the numerator and denominator occurred. Although
not present in the above example, cancellation of terms in each determinant expansion may occur in
general if matrix entries are not unique.

2.3.2 Parameter Reduction Solutions

These methods use basic linear algebra techniques, applied symbolically, to find the solution to Equa-
tion 2.9. The goal here is to reduce the size of the system of equations by manipulating the entries of
matrix A down to a 23 2 size. The two variables remaining in x are the ones for which the transfer
function is to be calculated. The manipulation process, which in simple terms is solving for the two
desired variables in terms of the others, is done using methods like Gaussian elimination [Nob77]. This
methodology is used in the symbolic analysis programs SCAPP [Has89] and STAINS [Pie01]. Both
programs use successive application of a modified Gaussian elimination process to produce the transfer
function of the solution. The main difference between the techniques used in SCAPP and STAINS is in
pivot selection strategy. While SCAPP selects pivots from the diagonal of A, STAINS employs a locally
optimal pivot selection [Mar57,Gus70] that minimizes the number of arithmetic operations at each
elimination step, thus producing more compact sequences of expressions. The process is applied to the
MNAM and the result is a RMNAM (YR). The process of reducing a circuit variable, whether a node
voltage or a branch current, is referred to as variable suppression.
If the signal (input) source is the only independent source in the circuit, then the reduction process

leads to the final RMNAM being identical with the well-known two-port admittance matrix. Its
elements are known as the short-circuit admittance parameters or simply the y-parameters and have
been used in circuit analysis from the 1940s. Since the two-port representation is the most commonly
encountered in symbolic analysis problems, for the rest of this section we concern ourselves with
terminated two-ports, depicted in Figure 2.5. The advantage of such a representation is the fact
that once the y-parameters and the terminating admittances, YS and YL, are known, all other
parameters of interest, like input=output impedances and various gains, can be readily calculated
(e.g., [Gha65]). With no loss of generality we can assign numbers 1 and 2 to the input and output
nodes, respectively. All other circuit variables are numbered from 3 to n. To focus our attention, we will
only consider a (very typical) case when the input and output ports have a common terminal, which is
the reference node.
The circuit of Figure 2.5 can be described by the set of symbolic equations of the form as in Equation

2.9, rewritten here more explicitly:
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a11 a12 a13 . . . a1n
a21 a22 a23 . . . a2n
a31 a32 a33 . . . a3n
..
. ..

. ..
. . .

. ..
.

an1 an2 an3 . . . ann

2
666664

3
777775

V1

V2

x3
..
.

xn

2
666664

3
777775
¼

I1
I2
0
..
.

0

2
66664

3
77775 (2:16)

The elements aij are symbolic entries of general form: a¼aþ sb.
Since we are only interested in the relationship between the input and output variables (V1, I1 and

V2, I2 in our case), all other variables can be suppressed. Suppose that we wish to suppress the variable xp.
To achieve this, we can use any equation from the set (Equation 2.16), except the first two equations that
has a nonzero coefficient at xp. Let us choose it to be equation q> 2. The qth equation can be written in
the expanded form as follows:

aq1V1 þ aq2V2 þ � � � þ aqpxp þ � � � þ aqnxn ¼ 0 (2:17)

Provided that jaqpj 6¼ 0, we can calculate xp from Equation 2.17 as

xp ¼ �
aq1
aqp

V1 �
aq2
aqp

V2 �
aq3
aqp

x3 � � � � �
aqn
qqp

xn (2:18)

Substituting Equation 2.18 into Equation 2.16 will eliminate the variable xp and equation q from the set.
During the elimination, each element aij of A undergoes the transformation:

aij  aij � aqjaip
aqp

; i, j ¼ 1, 2, . . . , n; i 6¼ q, j 6¼ p (2:19)

This process of suppression of a variable is the very well-known Gaussian elimination. The only
difference from the usual appearance of the elimination formula (Equation 2.19) in the literature is the
fact that the pivot, aqp, may be off-diagonal (p 6¼ q). In practice, the transformation (Equation 2.19) is
only applied to the matrix elements aij for which jaqjjjaipj 6¼ 0. When any of the updated elements of A

1 2

0

IS V1 V2

+

–

+

–
YS YL

I2I1

3

n

FIGURE 2.5 Terminated two-port for symbolic analysis.
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is initially zero, a new nonzero element, a fill-in, is created in A. The pivot is chosen as to minimize either
the number of arithmetic operations* or the number of fill-ins created at each elimination step.
All internal variables are successively eliminated using identical procedure. At the end of this process,

we are left with a set of two equations:

y11 y12
y21 y22

� �
V1

V2

� �
¼ I1

I2

� �
¼ IS � YSV1

�YLV2

� �
(2:20)

Note that the two entries in the right-hand side vector, I1 and I2, have not been updated during
the elimination process, thus coefficients yij in Equation 2.20 are the short-circuit admittance parameters
of the original two-port, described by Equation 2.16. Various gain and immittance relations (network
functions) can be expressed in terms of the two-port parameters and the termination admittances [Gha65].
For example, the voltage transmittance, V2=V1, and the current transmittance,�I2=I1, can be calculated as

Tv ¼ V2

V1
¼ � y21

y22 þ YL
, Ti ¼ �I2I1

¼ �y21YL

y11(y22 þ YL)� y12y21

A simple example serves to illustrate and easily verify the formulation of the RMNAM and advantages of
a proper pivoting strategy.

Example 2.4

Consider the circuit in Figure 2.6.
Using element stamps, the modified nodal equation of the circuit in Figure 2.4 can be written as

G1 0 �G1 0
0 G4 þ sC3 �sC3 0
�G1 �sC3 G1 þ sC3 1
�m 0 1 0

2
664

3
775

V1
V2
v3
i4

2
664

3
775 ¼

I1
I2
0
0

2
664

3
775 (2:21)

* Minimization of the number of arithmetic operations is equivalent with minimization of the number of matrix updates via
Equation 2.19. If the numbers of nonzero elements in the pivot row and column are nq and np, respectively, then the
number of updates required to suppress xp using equation q is equal to (nq� 1)(np� 1).

1
2

3R1

R4

C3
I2I1

V1 V2

+ +
+

– –i4

μV1

FIGURE 2.6 Circuit of Example 2.4.
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To reduce the coefficient matrix in Equation 2.21 to the two-port admittance matrix, the variables v3 and
i4 must be eliminated. If we select pivots from the main diagonal only, we have no choice but to first take
the element a33¼G1þ sC3. Since row 3 and column 3 have four nonzero elements each, elimination of
v3 using the third equation requires (4 – 1)(4 – 1)¼ 9 updates. Moreover, six fill-ins will be created,
making the matrix full. Four more updates are required to suppress the current variable, i4, increasing the
total number of updates to 13. On the other hand, if we are not restricted to diagonal pivots, the best
choice for the first one is the element a34¼ 1. Inspection of Equation 2.21 reveals that elimination of the
fourth variable (i4) using equation 3 requires no updates at all (np – 1¼ 0). With no computational effort,
we obtain

G1 0 �G1

0 G4 þ sC3 �sC3
�m 0 1

2
4

3
5 V1

V2
v3

2
4

3
5 ¼

I1
I2
0

2
4

3
5 (2:22)

Now, using the element a33¼ 1 of Equation 2.22 as a pivot, only two updates are required to suppress
variable v3. The final equation becomes

G1 � mG1 0
�msC3 G4 þ sC3

� �
V1
V2

� �
¼ I1

I2

� �

By unrestricted pivot selection, we have achieved the desired result with only 2 updates, compared to 13
updates if the pivot was chosen from the main diagonal only.

2.4 Ideal Operational Amplifiers

Neither the classical nodal analysis, nor the MNA in its original form [Ho75], accounts for ideal op-amps
in their equation formulation. The way op-amps have usually been handled in those analyses is by
modeling each op-amp by a VCVS with a large gain in an attempt to characterize the infinite gain of the
ideal op-amp.
The ideal op-amp is a two-port device for which one of the output terminals is usually assumed to be

grounded.* Op-amps are used extensively in the building of a large number of analog circuits, especially
analog filters, where symbolic circuit simulators have found extensive applications in obtaining transfer
functions for the filters. It is therefore necessary for a modern symbolic analysis program to handle ideal
op-amps. Both SCAPP and STAINS include ideal op-amps in their lists of available circuit components.
There are two ways by which the ideal op-amps can be handled in an automatic formulation of circuit

equation. The first method is simply an extension of the MNA, which accounts for op-amps by adding the
constraining equations to the MNA set, introducing an element stamp for the op-amp [Vla94]. The other
approach reduces the size of the MNA set by removing variables that are known to be identical (node
voltages at both op-amp inputs) and by removing unnecessary equations (KCL equation at the op-amp
output) [Has89,Lin91]. The latter method is known as compacting of the MNAM due to op-amps; the
resulting matrix is termed compacted MNA matrix (CMNAM). Both approaches are presented below.

2.4.1 Nullator, Norator, and Nullor

Before the characterization of the ideal op-amp is attempted, the concepts of the nullator, the norator,
and the nullor are explored [Bru80]. They are not real elements. These ideal components are tools to
introduce some mathematical constraints into a circuit. They are used as an aid to the development of
insight into the behavior of ideal devices like the ideal op-amp.
The symbol for the nullator is shown in Figure 2.7. A nullator is defined as follows:

* If neither of the output terminals of the op-amp are grounded, such op-amp is said to be floating [Vla94].
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Definition 2.1: A nullator is a two-terminal element defined by the
constraints

v1 � v2 � 0

i � 0
(2:23)

The symbol for the norator is presented in Figure 2.8. A norator is defined
as follows:

Definition 2.2: A norator is a two-terminal element for which the voltage
and current are not constrained. That is,

v1 � v2 ¼ arbirtary

i ¼ arbirtary
(2:24)

A norator in a circuit introduces freedom from some constraints on the nodes
it is connected to.

A circuit must contain an equal number of nullators and norators; in other
words, a nullator and a norator must appear in a circuit as a pair. The
combination of a nullator and a norator to produce a two-port, as shown in
Figure 2.9, is referred to as a nullor. The equations characterizing the nullor are
represented then by Equations 2.23 and 2.24.
In the MNA formulation, each nullator introduces additional equation:

vi� vj¼ 0 into the set. The required extra variable is the corresponding
norator’s current. Nullor’s contribution to the MNAM can be represented
as its unique element stamp in similar way as it was done for VCVS, CCVS,
etc. This is best illustrated in an example.

V     0

1

2

i      0

FIGURE 2.7 Nullator.

Arbitrary i

Arbitrary V

1

2 –i

FIGURE 2.8 Norator.

i

j

k

l

FIGURE 2.9 Nullor.
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Example 2.5

Write the MNA equation for the circuit containing a nullor, as shown in Figure 2.10.
To formulate the MNAM, needed in the equation, we start with a 63 6 matrix and use element

stamps to include the capacitor and the conductances in the usual manner. The nullator equation, v2 –
v5¼ 0, creates two entries in row 6. The norator current, our extra variable i6, must be included in the KCL
equations for the nodes 3 and 4, creating two entries in column 6. This results in the equation

G1 þ sC1 �G1 0 0 �sC1 0
�G1 G1 þ G2 �G2 0 0 0
0 �G2 G2 0 0 1
0 0 0 G3 �G3 �1
�sC1 0 0 �G3 G3 þ G4 þ sC1 0

0 1 0 0 �1 0

2
6666664

3
7777775

v1
v2
v3
v4
v5
i6

2
6666664

3
7777775
¼

IS
0
0
0
0
0

2
6666664

3
7777775

(2:25)

The sixth row and the sixth column of the MNAM in Equation 2.25 represent the element stamp of the
nullor.

2.4.2 Ideal Op-Amp Model

The two characteristics of an ideal op-amp are

1. Zero voltage differential and no current flowing between its input nodes (the virtual short-circuit)
2. Arbitrary current that the output node supplies (to satisfy the KCL at this node)

Both properties are perfectly modeled using a nullor (Figure 2.9), with terminal l grounded. Adding a
nullor stamp to our repertoire of element stamps creates a natural extension of the MNA method.
There is, however, another way of looking

at ideal op-amp’s (nullor’s) contribution to the
set of nodal equations, describing a circuit. Con-
sider first the input of an ideal op-amp. Due to
property 1, potentials at both input nodes must be
identical. So, one of the two variables (node poten-
tials) can be eliminated without any loss of infor-
mation about the circuit. With one less variable,
we must also remove one equation, for the system
to have a unique solution. Since the ideal op-amp
will always supply the exact current required to
satisfy the KCL at the output node, the KCL equa-
tion at this node is unnecessary and can be simply
deleted from the set. This process results in a
MNAM that is more compact than the matrix
obtained with the use of ideal op-amp stamp.
Thus, the resulting matrix is called the CMNAM.
The rules for formulating CMNAM for a circuit

containing ideal op-amps are as follows:

1. Remove the ideal op-amps from the circuit.
2. Write the MNAM Ym for this circuit; label

all columns and rows of Ym with numbers
corresponding to variables.

R1

R2

R3

R4

1

2 3

45

IS

C1

FIGURE 2.10 Circuit with nullor.
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3. Repeat for every ideal op-amp in the circuit:
a. For an ideal op-amp with the input terminals connected to nodes i (�) and j (þ), add the column

containing label j to the column containing label i and delete the former column; append all labels
of the former column to the labels of the latter column. If one of the input nodes is the reference
node, simply delete the column and the variable corresponding to the other node.

b. For an ideal op-amp with the output terminal connected to node k, delete row with label k from
the matrix.

Example 2.6

We wish to obtain the CMNAM of the gyrator circuit with two ideal op-amps, as shown in Figure 2.11.
Following the compacting rules, we first formulate the NAM of the circuit with op-amps removed and
label the rows and columns as shown below:

1 2 3 4 5

Ym ¼

1

2

3

4

5

G4 0 0 0 �G4

0 G1 þ G2 �G2 0 0

0 �G2 G2 þ G3 �G3 0

0 0 �G3 G3 þ sC1 �sC1
�G4 0 0 �sC1 G4 þ sC1

2
6666664

3
7777775

Next, according to Rule 3a, for the first op-amp, we add the column containing label 1 to the column
containing label 2, delete the former column, and append its labels to the labels of the latter column.
Output of O1 is connected to node 3. Rule 3b requires that we delete row with label 3. This results in the
following matrix:

2,1 3 4 5

Ym ¼

1

2

4

5

G4 0 0 �G4

G1 þ G2 �G2 0 0

0 �G3 G3 þ sC1 �sC1
�G4 0 �sC1 G4 þ sC1

2
6664

3
7775

O1

R2R1

O2

C1

R4

R3

1

2

3
5

4
+

–

–

+

FIGURE 2.11 Gyrator circuit with two ideal op-amps for Example 2.6.
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Applying Rule 3 to the op-amp O2, we add column containing label 1 to the column containing label 4,
delete the former column, and append its labels (2,1) to the labels of column 4. According to Rule 3b, we
delete row with label 5. The resulting matrix is shown below:

3 4,2,1 5

YCM ¼
1

2

4

0 G4 �G4

�G2 G1 þ G2 0

�G3 G3 þ sC1 �sC1

2
64

3
75

It is customary to rearrange the columns of the CMNAM in ascending order of their smallest labels. After
exchanging columns 1 and 2, the final matrix becomes

4,2,1 3 5

YCM ¼
1

2

4

G4 0 �G4

G1 þ G2 �G2 0

G3 þ sC1 �G3 �sC1

2
64

3
75

2.5 Applications of Symbolic Analysis

There are many specific applications for which symbolic analysis algorithms have been developed over
the years. The following is an attempt to categorize the uses of symbolic analysis methods. For a
given application, some overlap of these categories might exist. The goal here is to give a general idea
of the applications of symbolic analysis methods. It must be noted that most of these applications cover
both s-domain and z-domain analyses.
It is now widely accepted that in all applications where symbolic formula is generated in order to

provide means for subsequent repetitive exact numerical calculation, use of sequential formulas is most
effective. For the purpose of interpretation, that is, gaining deeper understanding of circuit behavior, only
a single formula can be used. Approximate symbolic analysis emerges here as a very promising approach.

2.5.1 Frequency Response Evaluation

This is an obvious application of having the symbolic transfer function stated in terms of the circuit
variable parameters. The process of finding the frequency response curve over a frequency range for a
given circuit involves the repetitive evaluation of Equation 2.1 with all the parameters numerically
specified and sweeping the frequency over the desired range. A numerical simulator would require a
simulation run for each frequency point.

2.5.2 Circuit Response Optimization

This process involves the repetitive evaluation of the symbolic function generated by a symbolic
simulator [Lin91,Gie94]. The response of the circuit is repetitively evaluated by substituting different
values for the circuit parameters in the equation until a desired numerical response is achieved. The
concept, of course, requires a good deal of management in order to reduce the search space and the
number of evaluations needed. Such a method for filter design by optimization is discussed in [Tem77]
and [Bas72], and a method for solving piecewise resistive linear circuits is discussed in [Chu75]. The
idea here is that for a given circuit topology, only one run through the symbolic circuit simulator is
necessary.
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2.5.3 Sensitivity Analysis

Sensitivity analysis is the process of finding the effect of the circuit performance due to changes in
an element value [Lin92,Bal98,Bal01]. There are two types of sensitivities of interest to circuit designers:
small-change (or differential) sensitivity and large-change sensitivity. The normalized differential
sensitivity of a transfer function H with respect to a parameter x is given as

SHx ¼
@( lnH)
@( ln x)

¼ @H
@x

x
H

The above expression can be found symbolically and then evaluated for the different circuit parameter
values. For the transfer function H in a single expression form, the differentiation process is quite
straightforward. When H is given in a sequence of expressions form, the most compact formula is
obtained by the application of the two-port transimpedance concept and an efficient method of symbolic
calculations of the elements of the inverse of the reduced modified node admittance matrix [Bal98].
Similar approach is used to obtain the large-change sensitivity [Bal01], defined as

dHx ¼
DH
H

x
Dx

Once the sequence of expressions for the network function has been generated, only a few additional
expressions are needed to determine the sensitivity (both differential and large-change). Additional effort
to calculate sensitivities is practically independent of circuit size, making this approach attractive for
large-scale circuits.

2.5.4 Circuit Sizing

Circuit sizing refers to the process of computing values for the elements of a given circuit topology such
that some set of behavioral circuit specifications is satisfied [Hen00]. This process can be supported by
symbolic techniques in two ways. Computer algebra can help to solve a system of design equations
symbolically for the circuit parameters in order to obtain a set of generic analytic sizing formulas, or to
set up and preprocess a system of design equations for subsequent numerical solution.

2.5.5 Parameter Extraction in Device Modeling

This process involves the repeated comparison of measured data from fabricated devices with the
simulation results using the mathematical models for these devices [Kon93,Avi98]. The goal of
the process is to update the device models to reflect the measured data. The model parameters are
incrementally adjusted and the evaluation process is repeated until the difference between the measured
and the simulated results are minimized. Such approaches are reported in [Kon89] and [Kon93] (active
devices) and [Avi98] (passive devices).

2.5.6 Statistical Analysis

Awidely used statistical analysis method is throughMonte Carlo simulations [Sty95]. The circuit behavior
has to be repetitively evaluated many times in order to evaluate the statistical variation of a circuit output
in response to parameter mismatches due to, for instance, integrated circuits process variations.

2.5.7 Fault Diagnosis of Analog Circuits

The process reported in [Man93] takes measurements from the faulty fabricated circuit and compares it
to simulation results. The process is continuously repeated with the parameter values in the simulations
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changed until the faulty element is detected. Symbolic techniques have also been applied to multiple fault
detection [Fed98].

2.5.8 Insight into Circuit Operation

The insight that can be provided by obtaining the symbolic transfer function versus its numerical
counterpart is very evident. The simple example in Section 2.5 illustrates this powerful application.
The effect of the different elements on the behavior of the circuit can be observed by inspecting the
symbolic expression. This, of course, is possible if the number of symbolic parameters is small, that is,
the circuit is small. Insight, however, can also be obtained by observing an approximate symbolic
expression that reduces the number of symbolic terms to a manageable figure. Several approximation
techniques are reported in [Wam92], [Fer92], [Sed92], [Hsu94], [Yu96], and [Hen00].

2.5.9 Education

Symbolic analysis is most helpful for students as a supplement to linear circuit analysis courses. These
courses require the derivation of expressions for circuit impedances, gains, and transfer functions. A
symbolic simulator can serve as a check for the correctness of the results in addition to aiding instructors
in verifying solutions and making up exercises and examples [Hue89].
Symbolic methods in conjunction with mathematical software are used in teaching analog electronics

in addition to numerical simulators. This adds another dimension to standard analysis and design
process, gives students greater flexibility, and encourages creativeness [Bal00].

2.6 Symbolic Analysis Software Packages

Several stand-alone symbolic simulators available for public use exist nowadays. A comparison of these
software packages based on their functionality is given in Table 2.1. The list is by no means exhaustive;
it should be treated just as a representative sample. The software packages that were compared are

TABLE 2.1 Comparison between Some Symbolic Simulation Programs

ISSAC ASAP SYNAP SAPWIN SSPICE SCYMBAL SCAPP STAINS

Analysis domains s and z s dc and s s s z s s

Primitive elements All All All All All — All All

Small-signal linearization Yes Yes Yes No Yes No Yes No

Mismatching Yes Yes Yes No No No No No

Approximation Yes Yes Yes Yes Yes No No No

Weakly nonlinear analysis Yes No No No No No No No

Hierarchical analysis No No No No Limited No Yes Yes

Pole=zero extraction No Limited No Yes Limited No No No

Graphical interface No Yes No Yes No No Yes No

Equation formulation CMNA SFG MNA MNA Y SFG RMNA
SFG

RMNA

Language LISP C Cþþ Cþþ C FORTRAN C VBA

Source: Adapted from Gielen, G. and Sansen, W., Symbolic Analysis for Automated Design of Analog Integrated Circuits,
Kluwer Academic, Boston, MA, 1991.
Note: SFG, signal flowgraph; Y, admittance matrix; VBA, Visual Basic for ApplicationsE.
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ISSAC [Gie89], SCAPP [Has89], ASAP [Fer91], SYNAP [Sed88], SCYMBAL [Kon88], STAINS [Pie01],
SAPWIN [Lib95], and SSPICE [Wie89].
Add-on packages (toolboxes) that run in symbolic mathematics software environments, like Mathe-

matica, belong to another class of symbolic analysis programs. Analog Insydes [Hen00] is a good example
of such an add-on. The toolbox includes approximation algorithms, netlist management, linear and
nonlinear device and behavioral modeling, setting up and solving circuit equations, numerical circuit
analysis in the frequency and time domains, two- and three-dimensional graphing of analysis results, and
data exchange with other circuit simulators. Some routines in the toolbox were written in C to overcome
Mathematica’s limitations in efficiently handling large sparse systems.
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3.1 Equation Formulation

The method by which circuit equations are formulated is essential to a computer-aided circuit analysis
program. It affects significantly the setup time, the programming effort, the storage requirement, and the
performance of the program.
A linear time-invariant circuit with n nodes and b branches is completely specified by its network

topology and branch constraints. The fundamental equations that describe the equilibrium conditions of
a circuit are the Kirchhoff ’s current law (KCL) equations, the Kirchhoff ’s voltage law (KVL) equations,
and the equations which characterize the individual circuit elements. Two methods are popular: the
sparse tableau approach and the modified nodal approach.

3.1.1 Implications of KCL, KVL, and the Element Branch Characteristics

Given an example with n¼ 4 and b¼ 6 (as shown in Figure 3.1) we can sum the branch currents leaving
each node to zero and obtain

�1 1 1 0 0 0
0 0 �1 1 �1 0
0 0 0 0 1 1
1 �1 0 �1 0 �1

2
664

3
775

ib1
ib2
ib3
ib4
ib5
ib6

2
6666664

3
7777775
¼

0
0
0
0
0
0

2
6666664

3
7777775
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or

Aa � ib ¼ 0

where
Aa is an n3 b incidence matrix contains þ1, �1, and 0 entries
ib is the branch current

Note that Aa is linearly dependent since the entries in each column add up to zero. A unique set of
equations can be obtained by defining a datum node and eliminating its corresponding row of Aa. Hence,
KCL results in n� 1 equations and b unknowns. It implies

A� ib ¼ 0 (3:1)

where A is called the reduced incidence matrix.
KVL results in b equations with bþ n� 1 unknowns. It implies

vb ¼ AT � Vn (3:2)

where
AT is the transpose of the reduced incidence matrix
vb is the branch voltage
Vn is the node-to-datum (nodal) voltage

Define the convention as follows (Figure 3.2):

vb1

ib1

Datum

V3 V4

+ –

FIGURE 3.2 Reference convention for voltages and current.

ib3

ib2
ib4

ib5

ib1
ib6

321

FIGURE 3.1 Network used to illustrate KCL, KVL, and the element branch characteristics.
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One can sum the voltages around the loop using KVL (Figure 3.3):

vb1

V3 V4

+ –

+

–

+

–

FIGURE 3.3 Voltage around the loop using KVL.

or

vb1 ¼ V3 � V4

Apply KVL to the example above and we obtain

vb1
vb2
vb3
vb4
vb5
vb6

2
6666664

3
7777775
¼

�1 0 0
1 0 0
1 �1 0
0 1 0
0 �1 1
0 0 1

2
6666664

3
7777775

V1

V2

V3

2
4

3
5

or

vb ¼ AT � Vn

where vb and Vn are unknowns.
The element characteristic results in generalized constraints equations in the form of

Yb � vb þ Zb � ib ¼ Sb (3:3)

For example,
Resistor:

1
R
vb � ib ¼ 0

Voltage source:

vb ¼ E
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VCCS (Figure 3.4):

1=R 0
g 0

� �
vb1
vb2

� �
þ �1 0

0 1

� �
ib1
ib2

� �
¼ 0

0

� �

3.1.2 Sparse Tableau Formulation

The sparse tableau method simply combines Equations 3.1 through 3.3. The equation and unknown
count can be summarized as follows:

Number of Equations Number of Unknowns

(3.1) n� 1 b

(3.2) b bþ n� 1

(3.3) b 0

Total 2bþ n� 1 2bþ n� 1

The sparse tableau in the matrix form is shown next:

0 A 0
AT 0 �1
0 Zb Yb

2
4

3
5 Vn

ib
vb

2
4

3
5 ¼

0
0
Sb

2
4

3
5 (3:4)

Equation 3.4 is a system of linear equations.
Note that the matrix formulated by the sparse tableau approach is typically sparse with many zero

value entries. The main advantage is its generality (i.e., all circuit unknowns including branch current=
voltage and node-to-datum voltage can be obtained in one pass). Since the number of equations is usually
very large, an efficient sparse linear system solver is essential.

3.1.3 Nodal Analysis

The number of equations in Equation 3.4 can be reduced significantly by manipulating Equations 3.1
through 3.3. Motivated by the fact that the number of branches in a circuit is generally larger than the
number of nodes, nodal analysis attempts to reduce the number of unknowns to Vn. As we will see, this is
achieved by a loss of generality (i.e., not all types of linear elements can be processed).

ib1
ib2

gvb1

vb1
vb2

R

+ +

– –

FIGURE 3.4 Voltage-controlled current source (VCCS).
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We can eliminate the branch voltages vb by substituting Equation 3.2 into Equation 3.3. This yields

YbA
TVn þ Zbib ¼ Sb (3:5)

A� ib ¼ 0 (3:6)

Combining Equations 3.5 and 3.6 to eliminate the branch currents, ib, we obtain a set of equations with
Vn as unknowns:

A � Z�1
b � �YbA

TVn þ Sb
� � ¼ 0 (3:7)

Since the Zb matrix may be singular, not all elements can be processed. For example, a voltage-controlled
voltage source, as shown in Figure 3.5, can be cast in the form of Equation 3.3:

0 0
u �1

� �
vb1
vb2

� �
þ 1 0

0 0

� �
ib1
ib2

� �
¼ 0

0

� �

Note that Zb is singular and it cannot be inverted. Consider a special case where Equation 3.3 can be
expressed as

Ybvb � ib ¼ 0 (3:8)

or �Zb is a unit matrix and Sb¼ 0. This condition is true if the circuit consists of

. Resistor

. Capacitor

. Inductor

. Voltage-controlled current source

For example, Figure 3.6 is a VCCS.

ib2

vb1
vb2uV1

+ +

– –

+

–

ib1 k

l

i

j

FIGURE 3.5 Voltage-controlled voltage source (VCVS).

ib1
ib2

vb1
vb2

gV1

+

–

+

–

Z

FIGURE 3.6 VCCS.
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The branch constraints can be cast as

1=z 0
g 0

� �
vb1
vb2

� �
þ �1 0

0 �1

� �
ib1
ib2

� �
¼ 0

0

� �

and z¼ 1=jvC for the capacitor, z¼ jvL for an inductor, and z¼R for a resistor. For this type of circuit,
the nodal analysis results in n� 1 equations with Vn as unknowns, or

AYbA
T � Vn ¼ 0

A circuit of this type contains no excitation (voltage=current source). The current sources can be
included in the formulation by letting the corresponding edges of the current sources be numbered last.
Hence, we can partition the reduced incidence matrix A into

A ¼ AbjAJ½ � (3:9)

where AJ corresponds to the subincidence matrix of the current source branches. Then, Equations 3.1,
3.2, and 3.8 can be expressed as

Abib þ AJJ ¼ 0 (3:10)

vb ¼ AT
bVn (3:11)

ib ¼ Ybvb (3:12)

Rearranging these equations yields

AbYbA
T
b � Vn ¼ �AJJ (3:13)

where J is a vector containing the current source values. Voltage sources can also be included in the
formulation by simple source transformation which requires moderate preprocessing. The nodal analysis
approach, therefore, can be applied to formulate equations for circuits consisting of

. Resistor

. Capacitor

. Inductor

. Voltage source (with preprocessing)

. Current source

. Voltage-controlled current source

Nodal analysis, however, when applied to an inductor, can cause numerical problems when the frequency
is low:

1
jvL

� �
(vb1 )þ (�1)(ib1 ) ¼ 0

or

v ! 0,
1
jvL

! 1

3-6 Computer Aided Design and Design Automation



To sum up, the nodal analysis must be extended to process the following linear elements (without
proprocessing):

. Inductor

. Voltage source

. Current-controlled current source

. Current-controlled voltage source

. Voltage-controlled voltage source

3.1.4 Modified Nodal Analysis

A set of self-consistent modifications to the nodal analysis are proposed and the resultant formulation is
called the modified nodal analysis (MNA). The MNA resolves the limitations of the nodal analysis
method while preserving its advantages. In this section, we present the basic theory of MNA.
Divide all types of elements into three groups:

Group 1: Elements that satisfy

ib ¼ Ybvb

such as resistor, capacitor, and VCCS.
Group 2: Elements that satisfy

Ybvb þ Zbib ¼ Sb

such as voltage source, inductor, VCVS, CCVS, and CCCS.
Group 3: Current source only.
Apply the partitioning technique to Group 1 and Group 2 elements. We can write

[A1jA2]
i1

i2

" #
¼ 0 ) A1i1 þ A2i2 ¼ 0

v1

v2

" #
¼

AT
1

AT
2

" #
Vn ) v1 ¼ AT

1Vn, v2 ¼ AT
2Vn

i1 ¼ Y1v1

Y2 � v2 þ Z2 � i2 ¼ S2

Eliminating v1, i1, and v2 from the preceding equations, we derive a system of linear equations with Vn

and i2 as unknowns:

A1Y1A
T
1Vn þ A2i2 ¼ 0 (3:14)

Y2A
T
2Vn þ Z2i2 ¼ S2 (3:15)

Casting them in matrix form gives

A1Y1AT
1 A2

Y2AT
2 Z2

" #
Vn

i2

� �
¼ 0

S2

� �
(3:16)
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Finally, we apply the partitioning technique to include the current source (Group 3):

A1Y1AT
1 A2

Y2AT
2 Z2

" #
Vn

i2

� �
¼ �AJJ

S2

� �
(3:17)

or

Yn � x ¼ Jn (3:18)

where
Yn is the node admittance matrix
Jn is the source vector
x is the unknown vector

Implementing Equation 3.18 by matrix multiplication is difficult. Stamping methods have been
developed to stamp in the entries of Yn, Jn element by element. It is a very efficient way to implement
Equation 3.18 into a network analysis program.

3.1.5 Nodal Formulation by Stamps

In this section, we developed the stamping rules for Group 1 and Group 3 elements only. Given a circuit
consisting of Group 1 and Group 3 elements only:
We write the nodal equations at nodes 1, 2, and 3 (Figure 3.7):

�I þ jvC(V1 � V3)þ 1 R1(V1 � V3) ¼ 0= (node 1)

g(V1 � V3)þ 1 R2(V2 � V3) ¼ 0= (node 2)

I þ jvC(V3 � V1)þ 1
R(V3 � V1)

� g(V1 � V3)þ 1
R2(V3 � V2)

¼ 0 (node 3)

Cast them in matrix form:

jvC þ 1=R1 0 �jvC � 1=R1

g 1=R2 �1=R2 � g

�jvC � 1=R1 � g �1=R2 jvC þ 1=R1 þ 1=R2 þ g

2
64

3
75

V1

V2

V3

2
64

3
75 ¼

I

0

�I

2
64

3
75

2

R1

21

R2
C

3

g (V1–V3)
I

FIGURE 3.7 Network used to illustrate nodal formulation by stamps.
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Note that for the left-hand side (LHS), we can write

1=R1 0 �1=R1

0 0 0

�1=R1 0 1=R1

2
64

3
75þ

jvC 0 �jvC

0 0 0

�jvC 0 jvC

2
64

3
75þ

0 0 0

g 0 �g

�g 0 g

2
64

3
75þ

0 0 0

0 1=R2 �1=R2

0 �1=R2 1=R2

2
64

3
75

Therefore, the sampling rule for a resistor is

Yn(i, i) ¼ Yn(i,i)þ 1
R

Yn( j, j) ¼ Yn( j, j)þ 1
R

Yn(i, j) ¼ Yn(i, j)� 1
R

Yn( j, i) ¼ Yn( j, i)� 1
R

If node i is grounded, the corresponding row and column can be eliminated from the node admittance
matrix. We then obtained only

Yn( j, j) ¼ Yn( j, j)þ 1
R

Similar stamping rules can be derived for a capacitor and a VCCS. The stamping rule for a current source
J, flowing from i to j is

Jn(i) ¼ Jn(i)� J

Jn( j) ¼ Jn( j)þ J

3.1.6 Modified Nodal Formulation by Stamps

Given a circuit including Group 2 elements only:
Let us first define auxiliary branch current unknowns iv, iL, and ib for each type of element in Group 2.

From nodal analysis, we obtain the following nodal equations (Figure 3.8):

iv þ iL ¼ 0 (node 1)

β (V1–V2)iβ

iL

iv R

L

1 2 3

E +

–

+
–

FIGURE 3.8 Network used to illustrate modified nodal formulation by stamps.
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�iL þ 1
R(V2 � V4)

¼ 0 (node 2)

ib ¼ 0 (node 3)

�iv þ 1
R(V4 � V2)

� ib ¼ 0 (node 4)

For each auxiliary unknown, one auxiliary equation must be provided.

V1 � V4 ¼ E

V1 � V2 ¼ jvLiL
V3 � V4 ¼ b(V1 � V2)

Cast these equations in matrix form:

0 0 0 0 1 1 0

0 1=R 0 �1=R 0 �1 0

0 0 0 0 0 0 1

0 �1=R 0 1=R �1 0 �1

1 0 0 �1 0 0 0

1 �1 0 0 0 �jvL 0

�b b 1 �1 0 0 0

2
666666666664

3
777777777775

V1

V2

V3

V4

iv
iL
ib

2
666666666664

3
777777777775

¼

0

0

0

0

E

0

0

2
666666666664

3
777777777775

Hence, the following stamping rules are derived:
Voltage source:
LHS:

i j iv

i

j

iv

0 0 1

0 0 �1

1 �1 0

2
64

3
75

Right-hand side (RHS):

i
j
iv

0
0
E

2
4

3
5

Inductor:
LHS:

i j iL

i

j

iL

0 0 1

0 0 1

1 �1 �jvL

2
64

3
75

Note that the numerical problem associated with an inductor is avoided when v ! 0.
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VCVS (Figure 3.5):
LHS:

i j k l iv

i

j

iv

0 0 0 0 1

0 0 0 0 �1

1 �1 �m m 0

2
64

3
75

The stamping rule for a CCVS and a CCCS can be developed following the same arguments. For DC
analysis, set v¼ 0. In SPICE, the MNA is employed to formulate network equations. To probe a branch
current, a user needs to insert a zero value voltage source between the adjacent nodes. The solution iv is
then the branch current. The implementation of MNA can be summarized as follows:

1. Implement an input parser to read in a circuit description file. A ‘‘free’’ input format does not
restrict a user to follow column entry rules.

2. Build an internal node table which has a one-to-one relationship with user-defined nodes. Hence, a
user needs not number the network nodes consecutively.

3. Number the auxiliary nodes for Group 2 elements last. For Group 2 element, one extra node is
needed.

4. Solve the system of linear equations to find output voltages and currents.

3.2 Solution of Linear Algebraic Equations

The methods of solving a set of linear equations are basic to all computer-aided network analysis
problems. If the network is linear, the equations are linear. Nonlinear networks lead to a system of
nonlinear equations which can be linearized about some operating point. Transient analysis involves
solving these linearized equations at many iteration points. Frequency domain analysis (small-signal AC
analysis) requires the repeated solution of linear equations at specified frequencies.
The discussion in this section will be an introduction to the direct solution method based on LU

decomposition, a variant of Gaussian elimination. This method is frequently used because of its
efficiency, robustness, and ease of implementation. More advanced topics such as the general sparse
matrix techniques are not discussed.
Consider a set of n linear algebraic equations of the form:

Ax ¼ b (3:19)

where
A is an n3 n nonsingular real matrix
x and b are n-vectors

For the system to have a unique solution, A must be nonsingular (i.e., the determinant of A must not be
zero). Equation 3.19 can be solved efficiently by first factorizing A into a product of two matrices L and U,
which are respectively lower and upper triangular. This so-called LU decomposition method for solving a
system of linear equations is similar to the Gaussian elimination except b is not required in advance.
All operations performed on b using the Gaussian elimination are eliminated to save computation cost.
The procedures are expressed as follows:

1. Step 1: Factorization=decomposition
2. Step 2: Forward substitution
3. Step 3: Backward substitution
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3.2.1 Factorization

We factor A into a product LU, where L is a lower triangular matrix and U is an upper triangular matrix:

A ¼ LU (3:20)

Either L or U can have a diagonal of ones. The factors of A, being upper and lower triangular, can be
stored in one matrix B, i.e., B¼ LþU� I. In practice, B is stored in place of A to save memory storage.
There are two widely used algorithms for factorization: Crout’s algorithm (setting the diagonal elements
of U to 1) [1] and Doolittle’s algorithm (setting the diagonal elements of L to 1) [3]. In the following, we
will use a 43 4 matrix to illustrate the direct finding of L and U by the Crout’s algorithm:

l11 0 0 0
l21 l22 0 0
l31 l32 l33 0
l41 l42 l43 l44

2
664

3
775

1 u12 u13 u14
0 1 u23 u24
0 0 1 u34
0 0 0 1

2
664

3
775 ¼

a11 a12 a13 a14
a21 a22 a23 a24
a31 a32 a33 a34
a41 a42 a43 a44

2
664

3
775

Multiplying the two matrices on the LHS of the preceding equations gives

l11 l11u12 l11u13 l11u14
l21 l21u12 þ l22 l21u13 þ l22u23 l21u14 þ l22u24
l31 l31u12 þ l32 l31u13 þ l32u23 þ l33 l31u14 þ l32u24 þ l33u34
l41 l41u12 þ l42 l41u13 þ l42u23 þ l43 l41u14 þ l42u24 þ l43u34 þ l44

2
664

3
775 ¼

a11 a12 a13 a14
a21 a22 a23 a24
a31 a32 a33 a34
a41 a42 a43 a44

2
664

3
775

The solution sequences, indicated by the superscripts, for solving the 16 unknowns (n¼ 4) are

l111 u512 u613 u714

l221 l822 u1123 u1224

l331 l932 l1333 u1534

l441 l1042 l1443 l1644

or
1st column: l11¼ a11, l21¼ a21, l31¼ a31, l41¼ a41
1st row: u12 ¼ a12

l11
, u13 ¼ a13

l11
, u14 ¼ a14

l11

2nd column: l22¼ a22� l21u12, l32¼ a32� l31u12, l42¼ a42� l41u12
2nd row: u23 ¼ a23�l21u13

l22
, u24 ¼ a24�l21u14

l22

3rd column: l33¼ a33� l13u13� l32u23, l43¼ a43� l41u13� l42u13
3rd row: u34 ¼ a34�l31u14�l32u24

l33

4th column: l44¼ a44� l41u14� l42u24� l43u34

Note that l11, l22, and l33 are elements by which we divide and they are called pivots. Division by a zero
pivot is not allowed. We now derive the Crout’s algorithm for LU decomposition based on the solution
procedures described previously:

1. lji¼ aji, j¼ 1, 2, . . . , n (1st column)
2. u1j¼ a1j=l11, j¼ 2, . . . , n (1st row)
3. At the kth step, for column k,

ljk ¼ ajk � lj1u1k � lj2u2k � � � � ¼ ajk �
Xk�1

m¼1

ljmumk, j ¼ k, . . . , n
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4. At the kth step, for row k,

ukj ¼ 1
lkk

� �
(akj � lk1u1j � lk2u2j � � � � ) ¼ 1

lkk

� �
akj �

Xk�1

m¼1

lkmumj

 !
, j ¼ kþ 1, . . . , n

The algorithm can be summarized in a compact form:

1. Set k¼ 1
2. ljk ¼ ajk �

Pk�1
m¼1 ljmumk, j ¼ k, . . . , n

3. If k¼ n, stop

4. ukj ¼ 1
lkk

� 	
akj �

Pk�1
m¼1 lkmumj

� 	
, j ¼ kþ 1, . . . , n

5. k¼ kþ 1, go to step 2

3.2.2 Forward Substitution

Once A has been factored into L and U, the system of equations is written as follows:

LUx ¼ b

Define an auxiliary vector y, which can be solved by

L � y ¼ b (3:21)

Due to the special form of L, the auxiliary vector g can be solved very simply:

l11 0 0 0
l21 l22 0 0
l31 l32 l33 0
l41 l42 l43 l44

2
664

3
775

y1
y2
y3
y4

2
664

3
775 ¼

b1
b2
b3
b4

2
664

3
775

Starting from the first equation we write the solution as follows:

y1 ¼ b1
l11

y2 ¼ b2 � l21y1ð Þ
l22

y3 ¼ b3 � l31y1 � l32y2ð Þ
l33

y4 ¼ b4 � l41y1 � l42y2 � l43y3ð Þ
l44

and, in general

yi ¼
bi ¼

Pi�1
j¼1 lijyi

� 	
lii

, i ¼ 1, . . . , n

This is called the forward substitution process.
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3.2.3 Backward Substitution

Once y has been solved, we can proceed to solve for the unknown x by

Ux ¼ y (3:22)

Again, due to the special form of U, the unknown vector x can be solved very simply:

1 u12 u13 u14
0 1 u23 u24
0 0 1 u34
0 0 0 1

2
664

3
775

x1
x2
x3
x4

2
664

3
775 ¼

y1
y2
y3
y4

2
664

3
775

Starting from the first equation, we write the solution as follows:

x4 ¼ y4
x3 ¼ y3 � u34x4
x2 ¼ y2 � u23x3 � u24x4
x1 ¼ y1 � u12x2 � u13x3 � u14x4

and, in general,

xi ¼ yi �
Xn
j¼iþ1

uijxj, i ¼ n, n� 1, . . . , 1

This is called the backward substitution process.

3.2.4 Pivoting

If in the process of factorization the pivot (lkk) is zero, it is then necessary to interchange rows and
possibly columns to put a nonzero entry in the pivot position so that the factorization can proceed. This
is known as pivoting.
If all¼ 0

1. Need to find another row i which has ail 6¼ 0. This can always be done. Otherwise, all entries of
column 1 are zero and hence, det jAj ¼ 0. The solution process should then be aborted.

2. Interchange row i and row 1. Note that this must be done for both A and b.

If lkk¼ 0

1. Find another row r(r¼ kþ 1, . . . , n), which has

lrk ¼ ark �
Xk�1

m¼1

lrmumk 6¼ 0

2. Interchange row r and row k in A and b.

Pivoting is also carried out for numerical stability (i.e., minimize round-off error). For example, one
would search for the entry with the maximum absolute value of lrR in columns below the diagonal and
perform row interchange to put that element on the diagonal. This is called partial pivoting. Complete
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pivoting involves searching for the element with the maximum absolute value in the unfactorized part of
the matrix and moving that particular element to the diagonal position by performing both row and
column interchanges. Complete pivoting is more complicated to program than partial pivoting. Partial
pivoting is used more often.

3.2.5 Computation Cost of LU Factorization

In this section, we derive the multiplication=division count for the LU decomposition process. As a
variation, we derive the computation cost for the Doolittle’s algorithm (setting the diagonal elements
of L to 1):

1 0 0 0
l21 1 0 0
l31 l32 1 0
l41 l42 l43 1

2
664

3
775

u11 u12 u13 u14
0 u22 u23 u24
0 0 u33 u34
0 0 0 u44

2
664

3
775 ¼

a11 a12 a13 a14
a21 a22 a23 a24
a31 a32 a33 a34
a41 a42 a43 a44

2
664

3
775

LHS after multiplication:

u11 u12 u13 u14
l21u11 l21u12 þ u22 l21u13 þ u23 l21u14 þ u24
l31u11 l31u12 þ l32u22 l31u13 þ l32u23 þ u33 l31u14 þ l32u24 þ u34
l41u11 l41u12 þ l42u22 l41u13 þ l42u23 þ l43u33 l41u14 þ l42u24 þ l43u34 þ u44

2
664

3
775

Column 1: (l21, l31, l41)u11
Column 2: (l21, l31, l41)u12 þ (l32, l42)u22
Column 3: (l21, l31, l41)u13 þ (l32, l42)u23 þ l43u33
Column 4: (l21, l31, l41)u14 þ (l32, l42)u24 þ l43u34

(3:23)

Let the symbol h�i denote the number of nonzero elements of a matrix or vector. Or

. hUi: number of nonzeros of U

. hLi: number of nonzeros of L

. hAii: number of nonzeros in row i of matrix A

. hA�ji: number of nonzeros in column j of matrix A

From Equation 3.23, the total number of nonzero multiplications and divisions for LU factorization is
given by

hL�1i � 1ð Þ hU1�ið Þ þ hL�2i � 1ð Þ hU2�ið Þ þ hL�3i � 1ð Þ hU3�ið Þ (3:24)

Let a be the total number of multiplications and divisions. Express Equation 3.24 as a summation:

a ¼
Xn
k¼1

hL�ki � 1ð Þ hUk�ið Þ (3:25)

or for n¼ 4,

a ¼ 3� 4þ 2� 3þ 1� 2
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If L and U are full, Equation 3.25 can be simplified as follows:

a ¼
Xn
k¼1

(n� k)(n� kþ 1)

¼
Xn
k¼1

(n2 þ k2 � 2knþ n� k)

¼ n3 þ
Xn
k¼1

k2 � 2n� n(nþ 1)
2

þ n2 � n(nþ 1)
2

¼ n(nþ 1)(2nþ 1)
6

� n(nþ 1)
2

¼ n3 � n
3

(3:26)

The total number of mul=div for forward substitution is equal to the total number of nonzeros for L or
hLi. The total number of mul=div for backward substitution is equal to the total number of nonzeros for
U for hUi. Let b be the mul=div count for the forward and backward substitutions,

b ¼ hLi þ hUi

It follows that

b ¼ n2 (3:27)

If L and U are full, combining Equations 3.26 and 3.27, we obtain the computation cost of solving a
system of linear algebraic equations using direct LU decomposition:

Total ¼ aþ b

Total ¼ aþ b ¼ n3

3
þ n2 � n

3

(3:28)
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4.1 Introduction

In many integrated circuit (IC) design situations, a designer must make complex trade-offs between
conflicting behavioral requirements, dealing with functions that are often nonlinear. The number of
parameters involved in the design process may be large, necessitating the use of algorithms that provide
qualitatively good solutions in a computationally efficient manner.
The theory and utilization of optimization algorithms in computer-aided design (CAD) of ICs are

illustrated here. The form of a general nonlinear optimization problem is first presented, and some of the
commonly used methods for optimization are overviewed. It is frequently said that setting up an
optimization problem is an art, while (arguably) solving it is an exact science. To provide a flavor for
both of these aspects, case studies on the following specific design problems are examined:

. Transistor sizing: The delay of a digital circuit can be tuned by adjusting the sizes of transistors
within it. By increasing the sizes of a few selected transistors from the minimum size, significant
improvements in performance are achievable. However, one must take care to ensure that the area
overhead incurred in increasing these sizes is not excessive. The area-delay trade-off here is the
transistor size optimization problem. We address the solution of this problem under deterministic
and statistical delay models.

. Analog design centering: The values of design parameters of an analog circuit are liable to change
due to manufacturing variations. This contributes to a deviation in the behavior of the circuit from
the norm, and may lead to dysfunctional circuits that violate the performance parameters that they
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were designed for. The problem of design centering attempts to ensure that under these variations,
the probability of a circuit satisfying its performance specifications is maximized by placing the
circuit in the center of its feasible region.

4.2 Optimization Algorithms

4.2.1 Nonlinear Optimization Problems

The standard form of a constrained nonlinear optimization problem is

minimize f (x):Rn ! R

subject to g(x) � 0

g:Rn ! Rm, x 2 Rn

(4:1)

representing the minimization of a function f of n variables under constraints specified by inequalities
determined by functions g¼ [g1 � � � gm]T. f and gi are, in general, nonlinear functions, so that the linear
programming problem is a special case of the above. The parameters x may, for example, represent
circuit parameters, and f(x) and gi(x) may correspond to circuit performance functions. Note that ‘‘�’’

inequalities can be handled under this paradigm by multiplying each side by �1, and equalities by
representing them as a pair of inequalities. The maximization of an objective function function f(x) can
be achieved by minimizing �f(x).
The set F ¼ {x j g(x)� 0} that satisfies the constraints on the nonlinear optimization problem is

known as the feasible set, or the feasible region. If F is empty (nonempty), then the optimization is said
to be unconstrained (constrained).
Several mathematical programming techniques can be used to solve the optimization problem above;

some of these are outlined here. For further details, the reader is referred to a standard text on
optimization, such as [1]. Another excellent source for optimization techniques and their applications
to IC design is a survey paper by Brayton et al. [2].
The above formulation may not directly be applicable to real-life design problems, where, often,

multiple conflicting objectives must be optimized. In such a case, one frequently uses techniques that
map on the problem to the form in Equation 4.1 (see Section 4.2.4).

4.2.2 Basic Definitions

In any discussion on optimization, it is virtually essential to understand the idea of a convex function and
a convex set, since these have special properties, and it is desirable to formulate problems as convex
programming problems, wherever it is possible to do so without an undue loss in modeling accuracy.
(Unfortunately, it is not always possible to do so!)

Definition 4.1: A set C in Rn is said to be a convex set if, for every x1, x2 2 C, and every real number
a, 0�a� 1, the point ax1þ (1�a)x2 2 C.

This definition can be interpreted geometrically as stating that a set is convex if, given two points in the
set, every point on the line segment joining the two points is also a member of the set. Examples of
convex and nonconvex sets are shown in Figure 4.1.
Two examples of convex sets that are referred to later are the following geometric bodies:

1. An ellipsoid E(x, B, r) centered at point x is given by the following equation:
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yj(y � x)TB(y � x) � r2
� �

: (4:2)

If B is a scalar multiple of the unit matrix, then the
ellipsoid is called a hypersphere.

2. A (convex) polytope is defined as an intersection of
half-spaces, and is given by the following equation:

P ¼ {xjAx � b},A 2 Rm�n, b 2 Rm, (4:3)

corresponding to a set ofm inequalities ai
T x� bi, ai 2 Rn.

Definition 4.2: The convex hull of m points, x1, . . . ,
xm 2 Rn, denoted co {x1, . . . , xm}, is defined as the set of
points y 2 Rn such that

y ¼
Xm
i¼1

aixi; ai � 0 8 i,
Xm
i¼0

ai ¼ 1: (4:4)

The convex hull is the smallest convex set that contains the m points. An example of the convex hull of
five points in the plane is shown by the shaded region in Figure 4.2. If the set of points xi is of finite
cardinality (i.e., m is finite), then the convex hull is a polytope. Hence, a polytope is also often described
as the convex hull of its vertices.

Definition 4.3: A function f defined on a convex set V is said to be a convex function if, for every
x1, x2 2 V, and every a, 0�a� 1,

f [ax1 þ (1� a)x2] � af (x1)þ (1� a)f (x2): (4:5)

f is said to be strictly convex if the inequality in Equation 4.5 is strict for 0<a< 1.

Convex set Nonconvex set

x1

x1

x2

x2

FIGURE 4.1 Convex sets.

x1

x2
x3

x5

x4

FIGURE 4.2 Convex hull of five points.
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Geometrically, a function is convex if the line joining two points on its graph is always above the graph.
Examples of convex and nonconvex functions on Rn are shown in Figure 4.3.

Definition 4.4: A function g defined on a convex set V is said to be a concave function if the
function f¼�g is convex. The function g is strictly concave if �g is strictly convex.

Definition 4.5: The convex programming problem is stated as follows:

minimize f (x) (4:6)

such that x 2 S (4:7)

where f is a convex function and S is a convex set. This problem has the property that any local minimum
of f over S is a global minimum. An excellent reference on convex programming is [3].

Definition 4.6: A posynomial is a function h of a positive variable x 2 Rn that has the form

h(x) ¼
X
j

gj
Yn
i¼1

x
aij

i (4:8)

where the exponents aij 2 R and the coefficients gj> 0.

For example, the function 3:7x1:41 x
ffiffi
3

p
2 þ 1:8x�1

1 x2:33 is a posynomial in the variables x1, x2, and x3.
Roughly speaking, a posynomial is a function that is similar to a polynomial, except that the coeffcients gj
must be positive, and an exponent aij could be any real number, and not necessarily a positive integer,
unlike a polynomial. A posynomial has the useful property that it can be mapped onto a convex function
through an elementary variable transformation, (xi)¼ (ezi). Such functional forms are useful since in the
case of an optimization problem where the objective function and the constraints are posynomial, the
problem can easily be mapped onto a convex programming problem.
The family of posynomials is expanded to the superset of generalized posynomials in Ref. [4], and

these functions can also be mapped to convex functions under the above transform.

Convex function Concave function Neither convex
nor concave

FIGURE 4.3 Convex functions.
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4.2.3 Constrained Optimization Methods

Most problems in IC design involve the minimization or maximization of a cost function subject to
certain constraints. In this section, a few prominent techniques for constrained optimization are
presented. The reader is referred to [1] for details on unconstrained optimization.

4.2.3.1 Linear Programming

Linear programming is a special case of nonlinear optimization, and is the convex programming problem
where the objective and constraints are all linear functions. The problem is stated as

minimize cT x

subject to Ax � b

where c, x 2 Rn, b 2 Rm, A 2 Rm�n

(4:9)

It can be shown that any solution to a linear program must necessarily occur at a vertex of the
constraining polytope. The most commonly used technique for solution of linear programs, the simplex
method [1], is based on this principle. The computational complexity of this method can show an
exponential behavior for pathological cases, but for most practical problems, it has been observed to
grow linearly with the number of variables and sublinearly with the number of constraints. Algorithms
with polynomial time worst-case complexity do exist; these include Karmarkar’s method and the
Shor–Khachiyan ellipsoidal method. The computational complexity of the latter, however, is often seen
to be impractical from a practical standpoint.
Some examples of CAD problems that are posed as linear programs include placement, gate sizing,

clock skew optimization, layout compaction, etc. In several cases, the structure of the problem can be
exploited to arrive at graph-based solutions, for example, in layout compaction.

4.2.3.2 Lagrange Multiplier Methods

These methods are closely related to the first-order Kuhn–Tucker necessary conditions on optimality,
which state that given an optimization problem of the form in Equation 4.1, if f and g are differentiable
at x*, then there is a vector l 2 Rm, (l)i� 0, such that

rf (x*)þ lTrg(x*) ¼ 0 (4:10)

lTg(x*) ¼ 0 (4:11)

These correspond tomþ 1 equations inmþ 1 variables; the solution to these provides the solution to the
optimization problem. The variables l are known as the Lagrange multipliers.
Note that since gi(x*)� 0, and because of the nonnegativity constraint on the Lagrange multipliers, l,

it follows from Equation 4.11 that (l)i¼ 0 for inactive constraints (constraints with gi(x)< 0).

4.2.3.3 Penalty Function Methods

These methods convert the constrained optimization problem in Equation 4.1 into an equivalent
unconstrained optimization problem, since such problems are easier to solve than constrained
problems, as

minimize h(x) ¼ f (x)þ c � P(x) (4:12)

where
P(x): Rn ! R is known as a penalty function
c is a constant
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The value of P(x) is zero within the feasible region, and positive outside the region, with the value
becoming larger as one moves farther from the feasible region; one possible choice when the gi(x)’s are
continuous is given by

P(x) ¼
Xm
i¼1

max(0,� gi(x)) (4:13)

For large c, it is clear that the minimum point of Equation 4.12 will be in a region where P is small. Thus,
as c is increased, it is expected that the corresponding solution point will approach the feasible region and
minimize f. As c ! 1, the solution of the penalty function method converges to a solution of the
constrained optimization problem.
In practice, if one were to begin with a high value of c, one may not have very good convergence

properties. The value of c is increased in each iteration until c is high and the solution converges.

4.2.3.4 Method of Feasible Directions

The method of feasible directions is an optimization algorithm that improves the objective function
without violating the constraints. Given a point x, a direction d is feasible if there is a step size �a> 0 such
that xþa � d 2 F 8 0�a� �a, where F is the feasible region. More informally, this means that one
can take a step of size up to �a along the direction d without leaving the feasible region. The method
of feasible direction attempts to choose a value of a in a feasible direction d such that the objective
function f is minimized along the direction, and a is such that xþa � d is feasible.
One common technique that uses the method of feasible directions is as follows. A feasible direction at

x is found by solving the following linear program:

minimize e

subject to hrf (x) � di � e (4:14)

hrgi(x) � di � e (4:15)

and normalization requirements on d

where the second set of constraints are chosen for all gi��b, where b serves to incorporate the effects of
near-active constraints to avoid the phenomenon of jamming (also known as zigzagging) [1]. The value
of b is brought closer to 0 as the optimization progresses. One common method that is used as a
normalization requirement is to set dTd¼ 1. This constraint is nonlinear and nonconvex, and is not
added to the linear program as an additional constraint; rather, it is exercised by normalizing the
direction d after the linear program has been solved. An appropriate step size in this direction is then
chosen by solving a one-dimensional optimization problem.
Feasible direction methods are popular in finding engineering solutions because the value of x at each

iteration is feasible, and the algorithm can be stopped at any time without waiting for the algorithm to
converge, and the best solution found so far can be used.

4.2.3.5 Vaidya’s Convex Programming Algorithm

As mentioned earlier, if the objective function and all constraints in Equation 4.1 are convex, the problem
is a convex programming problem, and any local minimum is a global minimum. The first large-scale
practical implementation of this algorithm is described in Ref. [5].
Initially, a polytope P 2 Rn that contains the optimal solution, xopt, is chosen. The objective of the

algorithm is to start with a large polytope, and in each iteration, to shrink its volume while keeping
the optimal solution, xopt, within the polytope, until the polytope becomes sufficiently small. The
polytope P may, for example, be initially selected to be an n-dimensional box described by the set
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{xjxmin � xi � xmax} (4:16)

where xmin and xmax are the minimum and maximum values of each variable, respectively. The algorithm
proceeds iteratively as follows:

Step 1. A center xc deep in the interior of the polytope P is found.

Step 2. An oracle is invoked to determine whether the center xc lies within the feasible region F . This
may be done by verifying that all of the constraints of the optimization problem are met at xc.

If the point xc lies outside F , it is possible to find a separating hyperplane passing through xc that
divides P into two parts, such that F lies entirely in the part satisfying the constraint

cTx � b (4:17)

where c¼�[rgp(x)]
T is the negative of the gradient of a violated constraint, gp, and b¼ cTxc. The

separating hyperplane above corresponds to the tangent plane to the violated constraint.
If the point xc lies within the feasible region F , then there exists a hyperplane (Equation 4.17) that

divides the polytope into two parts such that xopt is contained in one of them, with

c ¼ �[rf (x)]T (4:18)

being the negative of the gradient of the objective function, and b being defined as b¼ cTxc once again.

Step 3. In either case, Equation 4.17 is added to the current polytope to give a new polytope that has
roughly half the original volume.

Step 4. Go to Step 1; the process is repeated until the polytope is sufficiently small.

Example 4.1

The algorithm is illustrated by using it to solve the following problem:

minimize f (x1, x2) such that (x1, x2) 2 S (4:19)

where S is a convex set and f is a convex function. The shaded region in Figure 4.4a is the set S, and the
dotted lines show the level curves of f. The point xopt is the solution to this problem.

1. The expected solution region is bounded by a rectangle, as shown in Figure 4.4a.
2. The center, xc, of this rectangle is found.
3. The oracle is invoked to determine whether or not xc lies within the feasible region. In this case, it

can be seen that xc lies outside the feasible region. Hence, the gradient of the constraint function
is used to construct a hyperplane through xc, such that the polytope is divided into two parts of
roughly equal volume, one of which contains the solution xopt. This is illustrated in Figure 4.4b,
where the shaded region corresponds to the updated polytope.

4. The process is repeated on the new smaller polytope. Its center lies inside the feasible region;
hence, the gradient of the objective function is used to generate a hyperplane that further shrinks
the size of the polytope, as shown in Figure 4.4c.

5. The result of another iteration is illustrated in Figure 4.4d. The process continues until the
polytope has been shrunk sufficiently.
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4.2.3.6 Other Methods

The compact nature of this book makes it infeasible to enumerate or describe all of the methods that are
used for nonlinear optimization. Several other methods, such as Newton’s and modified Newton=quasi-
Newton methods, conjugate gradient methods, etc., are often useful in engineering optimization. For
these and more, the reader is referred to a standard text on optimization, such as [1].

4.2.4 Multicriterion Optimization and Pareto Criticality

Most IC design problems involve trade-offs between multiple objectives. In cases where one objective can
be singled out as the most important one and a reasonable constraint set can be defined in terms of the
other objectives, the optimization problem can be stated using the formulation in Equation 4.1. This is
convenient since techniques for the solution of a problem in this form have been extensively studied, and
a wide variety of optimization algorithms are available.
Let f be a vector of design objectives that is a function of the design variables x, where

f(x): Rn ! Rm ¼ (f1(x), f2(x), . . . , fm(x)) (4:20)

It is extremely unlikely in a real application that all of the fi’s will be optimal at the same point, and hence
one must trade off the values of the fi’s in a search for the best design point.

In this context, we note that at a point x, we are interested in taking a step d in a direction d, kdk¼ 1,
so that

fi(x þ d � d) � fi(x) 8 1 � i � m (4:21)

A Pareto critical point is defined as a point x where no such small step of size less than d exists in any
direction. If a point is Pareto critical for any step size from the point x, then x is a Pareto point. The
notion of a Pareto critical point is, therefore, similar to that of a local minimum, and that of a Pareto
point to a global minimum. In computational optimization, one is concerned with the problem of finding
a local minimum since, except in special cases, it is the best that one can be guaranteed of finding without

(d)(c)

(b)(a)

S

xopt

xc

f  Decreasing

FIGURE 4.4 Example illustrating the convex programming algorithm. (From Sapatnekar, S. S., Rao, V. B., Vaidya,
P. M., and Kang, S. M., IEEE Trans. Comput. Aided Des., 12, 1621, 1993. With permission.)
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an exhaustive search. If the set of all Pareto critical points is Pc, and the set of Pareto points is P, then
clearly P � Pc. In general, there could be an infinite number of Pareto points, but the best circuit design
must necessarily occur at a Pareto point x 2 P.
In Figure 4.5, the level curves of two objective functions are plotted in R2. f1 is nonlinear and has a

minimum at x*. f2 is linear and decreases as both x1 and x2 decrease. The Pareto critical set, Pc, is given by
the dashed curve. At few of the points, the unit normal to the level lines of f1 and f2, i.e., the negative
gradients of f1 and f2, is shown. From the figure, it can be seen that if the unit normals at point x are not
equal and opposite, then the unit normals will have a common downhill direction allowing a simultan-
eous decrease in f1 and f2, and hence, x would not be a Pareto critical point. Therefore, a Pareto critical
point is one where the gradients of f1 and f2 are opposite in direction, i.e., lr f1¼�r f2, where l is some
scale factor.
In higher dimensions, a Pareto critical point is characterized by the existence of a set of weights, wi> 0

8 1� i�m, such that

Xm
i¼1

wirfi ¼ 0: (4:22)

Some of the common methods that are used for multicriterion optimization are discussed below.

4.2.4.1 Weighted Sums Optimization

The multiple objectives f1(x), . . . , fm(x) are combined as

F(x) ¼
Xm
i¼1

wifi(x) (4:23)

where wi> 0 8 i¼ 1, . . . , m, and the function F(x) is minimized.

Downhill
for f2

Downhill
for f1

Pareto critical set, Pc

P1

p*

P2

Level lines
of f1

Level lines
of f2

FIGURE 4.5 Exact conflict at a Pareto critical point. (From Brayton, R.K., Hachtel, G.D., and Sangiovanni-
Vincentelli, A.L., Proc. IEEE, 69, 1334, 1981. With permission.)
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At any local minimum point of F(x), the relation in Equation 4.22 is seen to be valid, and hence, x 2 Pc.
In general, P 6¼ Pc, but it can be shown that when each fi is a convex function, then P¼Pc; if so, it can
also be shown that all Pareto points can be obtained by optimizing the function F in Equation 4.23.
However, for nonconvex functions, there are points x 2 P that cannot be obtained by the weighted sum
optimization since Equation 4.22 is only a necessary condition for the minimum of F. A characterization
of the Pareto points that can be obtained by this technique is provided in Ref. [2].
In practice, the wi’s must be chosen to reflect the magnitudes of the fi’s. For example, if one of the

objectives is a voltage quantity whose typical value is a few volts, and another is a capacitor value that is
typically a few picofarads, the weight corresponding to the capacitor value would be roughly 1012 times
that for the voltage, in order to ensure that each objective has a reasonable contribution to the objective
function value. The designer may further weigh the relative importance of each objective in choosing the
wi’s. This objective may be combined with additional constraints to give a formulation of the type in
Equation 4.1.

4.2.4.2 Minmax Optimization

The following objective function is used for Equation 4.1

minimize F(x) ¼ max
1�i�m

wifi(x) (4:24)

where the weights wi> 0 are chosen as in the case of weighted sums optimization.
The above equation can equivalently be written as the following constrained optimization problem:

minimize r

subject to wifi(x) � r (4:25)

Minimizing the objective function described by Equation 4.24 with different sets of wi values can be used
to obtain all Pareto points [2].
Since this method can, unlike the weighted-sums optimization method, be used to find all Pareto

critical points, it would seem to be a more natural setting for obtaining Pareto points than the weighted
sum minimization. However, when the fi’s are convex, the weighted sums approach is preferred since it is
an unconstrained minimization, and is computationally easier than a constrained optimization. It must
be noted that when the fi’s are not all convex, the minmax objective function is nonconvex, and finding
all local minima is a nontrivial process for any method.

4.3 Transistor Sizing Problem for CMOS Digital Circuits

4.3.1 Problem Description

Circuit delays in ICs often must be reduced to obtain faster response times. A typical CMOS digital IC
consists of multiple stages of combinational logic blocks that lie between latches that are clocked by
system clock signals. For such a circuit, delay reduction must ensure that valid signals are produced at
each output latch of a combinational block, before any transition in the signal clocking the latch. In other
words, the worst-case input–output delay of each combinational stage must be restricted to be below a
certain specification.

Given the circuit topology, the delay of a combinational circuit can be controlled by varying the sizes of
transistors in the circuit. Here, the size of a transistor is measured in terms of its channel width, since the
channel lengths of MOS transistors in a digital circuit are generally uniform. In coarse terms, the circuit
delay can usually be reduced by increasing the sizes of certain transistors in the circuit. Hence, making
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the circuit faster usually entails the penalty of increased circuit area. The area-delay trade-off involved
here is, in essence, the problem of transistor size optimization.
Three formal statements of the problem are stated below:

Minimize Area subject to Delay � Tspec (4:26)

Minimize Delay subject to Area � Aspec (4:27)

Minimize Area � [Delay]c (4:28)

where c is a constant. Of all of these, the first form is perhaps the most useful practical form, since a
designer’s objective is typically to meet a timing constraint dictated by a system clock.
Depending on the type of analysis, the delay computation may be either deterministic or statistical [6].

In the former case, the problem reduces to a conventional nonlinear optimization problem. In the latter
case, the optimization is statistical, though it can be transformed into a deterministic problem.

4.3.2 Delay Modeling

We examine the delay modeling procedure used in TILOS (Timed Logic Synthesizer) [7] at the
transistor, gate, and circuit levels. Many transistor sizing algorithms use minor variations on this theme,
although some usemore exact models. The inherent trade-off here is between obtaining a provably optimal
solution under inexact models, versus being uncertain about optimality under more correct models.

4.3.2.1 Transistor Level Model

A MOS transistor is modeled as a voltage-controlled switch with an on-resistance, Ron, between drain
and source, and three grounded capacitances, Cd, Cs, and Cg, at the drain, source, and gate terminals,
respectively, as shown earlier in Figure 4.6. The behaviors of the resistance and capacitances associated
with a MOS transistor of channel width x are modeled as

Ron / 1=x (4:29)

Cd,Cs,Cg / x: (4:30)

4.3.2.2 Gate Level Model

At the gate level, delays are calculated in the following manner. For each transistor in a pull-up or pull-down
network of a complexCMOS gate, the largest resistive path from the transistor to the gate output is computed,

as well as the largest resistive path from the transistor to a
supply rail. Thus, for each transistor, the network is trans-
formed into an RC line, and its Elmore time constant [8] is
computed and is taken to be the gate delay.
While finding the Elmore delay, the capacitances that lie

between the switching transistor and the supply rail are
assumed to be at the voltage level of the supply rail at the
time of the switching transition, and do not contribute to
the Elmore delay. For example, in Figure 4.7, the capaci-
tance at node n1 is ignored while computing the Elmore
delay, the expression for which is

(R1 þ R2)C2 þ (R1 þ R2 þ R3)C3: (4:31)

Cg

Cd

Cs

FIGURE 4.6 RC transistor model.
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Each Ri is inversely proportional to the corresponding transistor size, xi, and each Ci is some constant
(for wire capacitance) plus a term proportional to the width of each transistor whose gate, drain, or
source is connected to node i. Thus, Equation 4.31 can be rewritten as

(A=x1 þ A=x2)(Bx2 þ Cx3 þ D)þ (A=x1 þ A=x2 þ A=x3)(Bx3 þ E),

which is a posynomial function (see Section 4.2.2) of x1, x2, and x3. More accurate modeling techniques,
using generalized posynomials, are described in Ref. [4].

4.3.2.3 Circuit Level Model

At the circuit level, the program evaluation and review technique (PERT), which will be described
shortly, is used to find the circuit delay. The procedure is best illustrated by means of a simple example.
Consider the circuit in Figure 4.8, where each box represents a gate, and the number within the box

External load
capacitance

CL C3

C2

C1, VC1(0) = 0

(b)(a)

“1”

“1” X3

X2

X1

n3

n2

n1 n1

n2

n3

R1

R2

R3

FIGURE 4.7 (a) Sample pull-down network and (b) its RC representation. (From Fishburn, J. and Dunlop, A.,
Proceedings of the IEEE International Conference on Computer-Aided Design, 1985, pp. 326–328. With permission.)
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represents its delay. We assume that the worst-case arrival time for a transition at any primary input, i.e.,
at the inputs to boxes A, B, C, and D, is 0.
A component is said to be ready for processing when the signal arrival time information is available for

all of its inputs. Initially, since signal arrival times are known only at the primary inputs, only those
components that are fed solely by primary inputs are ready for processing. These are placed in a queue
and are scheduled for processing. In the iterative process, the component at the head of the queue is
scheduled for processing. Each processing step consists of

. Finding the latest arriving input to the component, which triggers the output transition. This
involves finding the maximum of all worst-case arrival times of inputs to the component.

. Adding the delay of the component to the latest arriving input time, to obtain the worst-case
transition time at the output.

. Checking all of the components that the current component fans out to, to find out whether they
are ready for processing. If so, the component is added to the tail of the queue.

The iterations end when the queue is empty. In the example, the algorithm is executed as follows:

Step 1. Initially, Queue¼ {A,B,C,D}.

Step 2. Schedule A; DelayA¼ 0þ 1¼ 1. Queue¼ {B,C,D}.

Step 3. Schedule B; DelayB¼ 0þ 3¼ 3. Queue¼ {C,D}.

Step 4. Schedule C; DelayC¼ 0þ 1¼ 1. Queue¼ {D,E}. (E is added to the queue.)

Step 5. Schedule D; DelayD¼ (0þ 2)¼ 2. Queue¼ {E}.

Step 6. Schedule E; DelayE¼ (max(3,1)þ 1)¼ 4. Queue¼ {F,G}.

Step 7. Schedule F; DelayF¼ (max(4,2)þ 1)¼ 5. Queue¼ {G}.

Step 8. Schedule G; DelayG¼ (max(4,1)þ 2)¼ 6. Queue¼ {H}.

Step 9. Schedule H; DelayH¼ (max(6,5)þ 3)¼ 9. Queue¼ {}. The algorithm terminates.

The worst-case delays at the output of each component are shown in Figure 4.8. The critical path, defined
as the path between an input and an output with the maximum delay, can now easily be found by
successively tracing back, beginning from the primary output with the latest transition time, and walking
back along the latest arriving fan-in of the current gate, until a primary input is reached. In the example,
the critical path from the input to the output is B-E-G-H.
In the case of CMOS circuits, the rise and fall delay transitions are calculated separately. For inverting

CMOS gates, the latest arriving input rise (fall) transition triggers off a fall (rise) transition at the output.
This can easily be incorporated into the PERT method described above, by maintaining two numbers,
tr and tf, for each gate, corresponding to the worst-case rise (high transition) and fall (low transition)
delays from a primary input. To obtain the value of tf at an output, the largest value of tr at an input node
is added to the worst-case fall transition time of the component; the computation of tr is analogous. For
noninverting gates, tr and tf are obtained by adding the rise (fall) transition time to the worst-case input
rise (fall) transition time.
Since each gate delay is a posynomial, and the circuit delay found by the PERT is a sum of gate delays,

the circuit delay is also a posynomial function of the transistor sizes. In general, the path delay can be
written as

Xn
i,j¼1

aij
xi
xj

þ
Xn
i¼1

bi
xi
þ K: (4:32)
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In contrast to deterministic timing, statistical timing analysis techniques model gate delays as statistical
functions of the underlying process parameter variations. Instead of propagating delays as fixed numbers,
they propagate the probability density functions (PDFs) of delays. Techniques based on Gaussian or non-
Gaussian delays, under linear or nonlinear models, with and without correlation, have been presented in
the literature [9–12].

4.3.3 Area Model

The exact area of a circuit cannot easily be represented as a function of transistor sizes. This is
unfortunate, since a closed functional form facilitates the application of optimization techniques. As an
approximation, the following formula is used by many transistor sizing algorithms, to estimate the active
circuit area:

Area ¼
Xn
i¼1

xi (4:33)

where
xi is the size of the ith transistor
n is the number of transistors in the circuit

In other words, the area is approximated as the sum of the sizes of transistors in the circuit that, from the
definition Equation 4.8, is clearly a posynomial function of the xi’s.

4.3.4 Sensitivity-Based TILOS Algorithm

4.3.4.1 Steps in the Algorithm

The algorithm that was implemented in TILOS [7] was the first to recognize the fact that the area
and delay can be represented as posynomial functions of the transistor sizes. The algorithm proceeds as
follows.
An initial solution is assumed where all transistors are at the minimum allowable size. In each

iteration, a static timing analysis is performed on the circuit, as explained in Section 4.3.2, to determine
the critical path for the circuit.
Let N be the primary output node on the critical path. The algorithm then walks backward along the

critical path, starting from N. Whenever an output node of a gate, Gatei, is visited, TILOS examines the
largest resistive path between VDD (ground) and the output node if Gatei’s tr (tf) causes the timing failure
at N. This includes

. Critical transistor, i.e., the transistor whose gate terminal is on the critical path. In Figure 4.7, X2 is
the critical transistor.

. Supporting transistors, i.e., transistors along the largest resistive path from the critical transistor to
the power supply (VDD or ground). In Figure 4.7, X1 is a supporting transistor.

. Blocking transistors, i.e., transistors along the highest resistance path from the critical transistor to
the logic gate output. In Figure 4.7, X3 is a blocking transistor.

TILOS finds the sensitivity, which is the reduction in circuit delay per increment of transistor size, for
each critical, blocking, and supporting transistors. (The procedure of sensitivity computation is treated in
greater detail shortly.) The size of the transistor with the greatest sensitivity is increased by multiplying it
by a constant, BUMPSIZE, a user-settable parameter that defaults to 1.5. The above process is repeated
until all constraints are met, implying that a solution is found, or the minimum delay state has been
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passed, and any increase in transistor sizes would make it
slower instead of faster, in which case TILOS cannot find
a solution.
Note that since in each iteration, exactly one transistor

size is changed, the timing analysis method can employ
incremental simulation techniques to update delay
information from the previous iteration. This substan-
tially reduces the amount of time spent in critical path
detection.

4.3.4.2 Sensitivity Computation

Figure 4.9 illustrates a configuration in which the critical
path extends back along the gate of the upper transistor,
which is the critical transistor. The sensitivity for this
transistor is calculated as follows: set all transistor sizes,
except x, to the size of the critical transistor. R is the total
resistance of an RC chain driving the gate and C is
the total capacitance of an RC chain being driven by the
configuration. The total delay, D(x), of the critical path is

D(x) ¼ K þ RCux þ RuC
x

(4:34)

where
Ru and Cu are the resistance and capacitance of a unit-sized transistor, respectively
K is a constant that depends on the resistance of the bottom transistor, the capacitance in the driving
RC chain, and the resistance in the driven RC chain

The sensitivity, D0(x), is then

D0(x) ¼ RCu � RuC
x2

: (4:35)

The sensitivities of supporting transistors and blocking transistors can similarly be calculated.
Note that increasing the size of a transistor with negative sensitivity only means that the delay along

the current critical path can be reduced by changing the size of this transistor, and does not necessarily
mean that the circuit delay can be reduced; the circuit delay is the maximum of all path delays in the
circuit, and a change in the size of this transistor could increase the delay along some other path, making
a new path critical. This is the rationale behind increasing the size of the most sensitive transistor by only
a small factor.
From an optimization viewpoint, the procedure of bumping up the size of the most sensitive transistor

could be looked upon in the following way. Let the ith transistor (out of n total transistors) be the one with
the maximum sensitivity. Define ei2 Rn as (ei)j¼ 0 if i 6¼ j and (ei)j¼ 1 if i¼ j. In each iteration, the TILOS
optimization procedure works in the n-dimensional space of the transistor sizes, chooses ei as the search
direction, and attempts to find the solution to the problem by taking a small step along that direction.

4.3.5 Transistor Sizing Using the Method of Feasible Directions

Shyu et al. proposed a two-stage optimization approach to solve the transistor sizing problem. The delay
estimation algorithm is identical to that used in TILOS.

R C

“1”

FIGURE 4.9 Sensitivity calculation in TILOS.
(From Fishburn, J. and Dunlop, A., Proceedings of
the IEEE International Conference on Computer-
AidedDesign, 1985, pp. 326–328.With permission.)
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The algorithm can be summarized in the following pseudocode:

Use TILOS to size the entire circuit;
While (TRUE) {

Select G1, ..., Gk, the k most critical paths,
and X¼{xi}, the set of design parameters
Solve the optimization problem

minimize
X

xi2X xi

such that Gi(X) � T 8 i ¼ 1, . . . , k

and xi � minsize 8 xi 2 X:

If all constraints are satisfied, exit }

In the first stage, the TILOS heuristic described in Section 4.3.4 is used to generate an initial solution.
The heuristic finds a solution that satisfies the constraints, and only the sized-up transistors are used as
design parameters. Although TILOS is not guaranteed to find an optimal solution, it can serve as an
initial guess solution for an iterative technique.
In the second stage of the optimization process, the problem is converted into a mathematical

optimization problem, and is solved by a method of feasible directions (MFD) algorithm described in
Section 4.2.3, using the feasible solution generated in the first stage as an initial guess. To reduce the
computation, a sequence of problems with a smaller number of design parameters is solved.
At first, the transistors on the worst-delay paths (usually more than one) are selected as design

parameters. If, with the selected transistors, the optimizer fails to meet the delay constraints, and some
new paths become the worst-delay paths, the algorithm augments the design parameters with the
transistors on those paths, and restarts the process. However, while this procedure reduces the run
time of the algorithm, one faces the risk of finding a suboptimal solution since only a subset of the design
parameters is used in each step.
The MFD optimization method proceeds by finding a search direction d, a vector in the n-dimensional

space of the design parameters, based on the gradients of the cost function and some of the constraint
functions. Once the search direction has been computed, a step along this direction is taken, so that the
decrease in the cost and constraint functions is large enough. The computation stops when the length of
this step is sufficiently small.
Since this algorithm has the feature that once the feasible region (the set of transistor sizes where all

delay constraints are satisfied) is entered, all subsequent improvements will remain feasible, and the
algorithm can be terminated at any time with a feasible solution.

4.3.5.1 Practical Implementational Aspects

4.3.5.1.1 Generalized Gradient

For convergence, the MFD requires that the objective and constraint functions be continuously differ-
entiable. However, since the circuit delay is defined as the maximum of all path delays, the delay
constraint functions are usually not differentiable. To illustrate that the maximum of two continuously
differentiable functions, g1(x) and g2(x), need not be differentiable, consider the example in Figure 4.10.
The maximum function, shown by the bold lines, is nondifferentiable at x0.

To cope with the nondifferentiability of the constraint functions, a modification of the MFD is used,
which employs the concept of the generalized gradient. The idea is to use a convex combination of the
gradients of the active, or nearly active, constraints near a discontinuity.
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4.3.5.1.2 Scaling

It is important to scale the gradients of the cost and
path delay functions since the use of their unscaled
values may produce poor descent search directions
due to the large difference in magnitude of the gradi-
ents of the constraint and objective functions. When a
gradient has a magnitude that is much smaller than
other gradients, it dominates the search direction. In
such a case, the descent direction is unjustly biased
away from the other constraints or the cost function.

4.3.6 Lagrangian Multiplier Approaches

As can be seen from the approaches studied so far, the
problem of transistor sizing can be formulated as a
constrained nonlinear programming problem. Hence,
the method of Lagrangian multipliers, described in
Section 4.2.3, is applicable.

An early approach by Marple [13] begins with a prespecified layout, and performs the optimization
using an area model for that layout. While such an approach has the disadvantage that it may not result
in the minimal area over all layouts, it still maintains the feature that the area and delay constraints are
posynomials. Apart from the delay constraints, there also exist some area constraints, modeled by
constraint graphs that are commonly used in layout compaction. These constraints maintain the
minimum spacing between objects in the final layout, as specified by design rules.
The delay of the circuit is modeled by a delay graph, D (V, E) where V is the set of nodes (gates) in D,

and E is the set of arcs (connections among gates) in D. This is the same graph on which the PERT
analysis is to be carried out. Letmi represent the worst-case delay at the output of gate i, from the primary
inputs. Then for each gate, the delay constraint is expressed as

mi þ dj � mj, (4:36)

where gate i 2 fan-in (gate j), and dj is the delay of gate j. Thus, the number of delay constraints is
reduced from a number that could, in the worst case, be exponential in j V j, to one that is linear in j E j,
using j V j additional variables.
More recent work [14] recognizes that many of the Lagrange multipliers can be removed to build a

relaxed problem, and uses Lagrangian relaxation on the dual to obtain a very fast optimal solution.

4.3.7 Two-Step Optimization

Since the number of variables in the transistor sizing problem, which equals the number of transistors in
a combinational segment, is typically too large for most optimization algorithms to handle efficiently,
many algorithms choose a simpler route by performing the optimization in two steps. The most
successful of these methods is given in Ref. [15], which goes alternately through a D-phase and a
W-phase; one of these creates delay budgets for each gate by solving a flow problem, and the other
assigns transistor sizes based on these budgets.

4.3.8 Convex Programming-Based Approach

The chief shortcoming of most of the approaches above is that the simplifying assumptions that are made
to make the optimization problem more tractable may lead to a suboptimal solution. The algorithm in
iCONTRAST solves the underlying optimization problem exactly.

x0

g1(x) g2(x)

FIGURE 4.10 Nondifferentiability of the max
function.
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The objective of the algorithm is to solve the transistor sizing problem in Equation 4.28, where both
the area and the delay are posynomial functions of the vector x of transistor sizes. The procedure
described below may easily be extended to solve the formulations in Equations 4.29 and 4.30 as well;
however, these formulations are not as useful to the designer. The variable transformation, (xi)¼ (ezi),
maps the problem in Equation 4.28 to

minimize Area(z) ¼
Xn
i¼1

ezi

subject to D(z) � Tspec:

(4:37)

The delay of a circuit is defined to be the maximum of the delays of all paths in the circuit. Hence, it can
be formulated as the maximum of posynomial functions of x. This is mapped by the above transform-
ation onto a function D(z) that is a maximum of convex functions; a maximum of convex functions is
also a convex function. The area function is also a posynomial in x, and is transformed into a convex
function by the same mapping. Therefore, the optimization problem defined in Equation 4.28 is mapped
to a convex programming problem, i.e., a problem of minimizing a convex function over a convex
constraint set. Due to the unimodal property of convex functions over convex sets, any local minimum of
Equation 4.28 is also a global minimum.
Vaidya’s convex programming method described in Section 4.2.3 is then used to find the unique global

minimum of the optimization problem.

4.3.8.1 Gradient Calculations

In an iteration of Vaidya’s convex programming algorithm, when the center zc of a polytope lies within
the feasible region S, the gradient of the area function is required to generate the new hyperplane passing
through the center. The gradient of the area function (Equation 4.37) is given by

rArea(z) ¼ [ez1 , ez2 , . . . , ezn]: (4:38)

In the case when the center zc lies outside the feasible region S, the gradient of the critical path delay
function Dcritpath (zc) is required to generate the new hyperplane that is to be added. Note that transistors
in the circuit can contribute to the kth component of the gradient of the delay function in either of
two ways:

1. If the kth transistor is a critical, supporting, or blocking transistor (as defined in Section 4.3.4)
2. If the kth transistor is a capacitive load for some critical transistor

Transistors that satisfy neither of these two requirements have no contribution to the gradient of the
delay function.

4.3.9 Statistical Optimization

In the presence of statistical variations, it is important to perform timing optimization based on statistical
static timing analysis. An obvious way to increase the timing yield of a digital circuit is to pad the
specifications to make the circuit robust to variations, i.e., choose a delay specification of the circuit that is
tighter than the required delay. This new specification must be appropriately selected to avoid large area
or power overheads due to excessively conservative padding.
Early work in Ref. [9] proposes formulation of statistical objective and timing constraints, and solves the

resulting nonlinear optimization formulation, but this is highly computational. Other approaches have
extended TILOS heuristic to optimize mþ 3s, where m is the mean of the delay PDF and s its standard
deviation, but while these methods work reasonably in practice, they have no theoretical backing.
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More formal optimization approaches have also been used. The work in Ref. [16] presents approaches
to optimize the statistical power of the circuit, subject to timing yield constraints under convex
formulation of the problem as a second-order conic program. The work in Ref. [17] proposes a gate
sizing technique based on robust optimization theory: robust constraints are added to the original
constraints set by modeling the intrachip random process parameter variations as Gaussian variables,
contained in a constant probability density uncertainty ellipsoid, centered at the nominal values.

4.4 Analog Design Centering Problem

4.4.1 Problem Description

While manufacturing an analog circuit, it is inevitable that process variations will cause design para-
meters, such as component values, to waver from their nominal values. As a result, the manufactured
analog circuit may no longer meet some behavioral specifications, such as requirements on the delay,
gain, and bandwidth, that it has been designed to satisfy. The procedure of design centering attempts to
select the nominal values of design parameters to move the circuit to the center of the feasible region.
The values of n design parameters may be ordered as an n-tuple that represents a point in Rn. A point

is feasible if the corresponding values for the design parameters satisfy the behavioral specifications on
the circuit. The feasible region (or the region of acceptability), Rf � Rn, is defined as the set of all design
points for which the circuit satisfies all behavioral specifications.
The random variations in the values of the design parameters are modeled by a PDF, F(z): Rn !

[0, 1], with a mean corresponding to the nominal value of the design parameters. The yield of the circuit,
Y, as a function of the mean, x, is given by

Y(x) ¼
ð
Rf

Fx(z)dz: (4:39)

The design center is the point x at which the yield, Y(x), is maximized. There have traditionally been two
approaches to solving this problem: one based on geometrical methods and another based on statistical
sampling. In addition, several methods that hybridize these approaches also exist. We now provide an
exposition of geometrical approaches to the optimization problem of design centering.
A common assumption made by geometrical design centering algorithms is that Rf is a convex-

bounded body. Geometrical algorithms recognize that the evaluation of the integral (Equation 4.39) is
computationally difficult, and generally proceed as follows: the feasible region in the space of design
parameters, i.e., the region where the behavioral specifications are satisfied, is approximated by a known
geometrical body, such as a polytope or an ellipsoid. The center of this body is then approximated, and is
taken to be the design center.

4.4.2 Simplicial Approximation Method

4.4.2.1 Outline of the Method

The simplicial approximation method [18] is a method for approximating a feasible region by a polytope
and finding its center. This method proceeds in the following steps:

1. Determine a set of m� nþ 1 points on the boundary of Rf.
2. Find the convex hull (see Section 4.2.2) of these points and use this polyhedron as the initial

approximation to Rf. In the two-dimensional example in Figure 4.11a, the points 1, 2, and 3 are
chosen in Step 1, and their convex hull is the triangle with vertices 1, 2, and 3. Set k¼ 0.
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3. Inscribe the largest n-dimensional hypersphere in this approximating polyhedron and take its
center as the first estimate of the design center. This process involves the solution of a linear
program. In Figure 4.11a, this is the hypersphere C 0.

4. Find the midpoint of the largest face of the polyhedron, i.e., the face in which the largest n�
1-dimensional hypersphere can be inscribed. In Figure 4.11a, the largest face is 2–3, the face in
which the largest one-dimensional hypersphere can be inscribed.

5. Find a new boundary point on Rf by searching along the outward normal of the largest face found
in Step 4 extending from the midpoint of this face. This is carried out by performing a line search.
In Figure 4.11a, point 4 is thus identified.

6. Inflate the polyhedron by forming the convex hull of all previous points, plus the new point
generated in Step 5. This corresponds to the quadrilateral 1, 2, 3, and 4 in Figure 4.11a.

7. Find the center of the largest hypersphere inscribed in the new polyhedron found in Step 6. This
involves the solution of a linear program. Set k¼ kþ 1, and go to Step 4. In Figure 4.11a, this is the
circle C1.

Further iterations are shown in Figure 4.11b. The process is terminated when the sequence of radii of the
inscribed hypersphere converges.

4.4.2.2 Inscribing the Largest Hypersphere in a Polytope

Given a polytope specified by Equation 4.3, if the ai’s are chosen to be unit vectors, then the distance of a
point x from each hyperplane of the polytope is given by r ¼ aTi x� bi.
The center x and radius r of the largest hypersphere that can be inscribed within the polytope P are

then given by the solution of the following linear program:

minimize r

subject to aTi x � r � bi
(4:40)

Since the number of unknowns of this linear program is typically less than the number of constraints, it is
more desirable to solve its dual [1]. A similar technique can be used to inscribe the largest hypersphere in
a face of the polytope.
This method has also been generalized for the inscription of maximal norm bodies, to handle joint

PDFs with (nearly) convex level contours.
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FIGURE 4.11 Simplicial approximation method. (From Director, S.W. and Hachtel, G.D., IEEE Trans. Circuits
Syst., CAS-24, 363, 1977. With permission.)
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4.4.2.3 Elongated Feasible Regions

If the design centering procedure outlined earlier
is applied to a rectangular feasible region, the
best possible results may not be obtained by
inscribing a hypersphere. For elongated feasible
regions, it is more appropriate to determine the
design center by inscribing an ellipsoid rather
than a hypersphere. Simplicial approximation
handles this problem by scaling the axes so that
the lower and upper bounds for each parameter
differ by the same magnitude, and one may
inscribe the largest ellipsoid by inscribing the
largest hypersphere in a transformed polytope.
This procedure succeeds in factoring in reason-
ably the fact that feasible regions may be elong-
ated; however, it considers only a limited set of
ellipsoids, which have their axes aligned with the
coordinate axis, as candidates for inscription
within the polytope.

4.4.3 Ellipsoidal Method

This method [19] is based on principles similar to those used by the Shor–Khachiyan ellipsoidal
algorithm for linear programming. This algorithm attempts to approximate the feasible region by an
ellipsoid, and takes the center of the approximating ellipsoid as the design center. It proceeds by
generating a sequence of ellipsoids, each smaller than the last, until the procedure converges. Like
other methods, this procedure assumes that an initial feasible point is provided by the designer. The
steps involved in the procedure are as follows (Figure 4.12):

1. Begin with an ellipsoid, E0, that is large enough to contain the desired solution. Set j¼ 0.
2. From the center of the current ellipsoid, choose a search direction, and perform a binary search to

identify a boundary point along that direction. One convenient set of search directions are the
parameter directions, searching along the ith, i¼ 1, 2, . . . , n in a cycle, and repeating the cycle,
provided the current ellipsoid center is feasible. If not, a linear search is conducted along a line
from the current center to the given feasible point.

3. A supporting hyperplane [1] at the boundary point can be used to generate a smaller ellipsoid,
Ejþ1, that is guaranteed to contain the feasible region Rf, if Rf is convex. The equation of Ejþ1 is
provided by an update procedure.

4. Increment j, and go to Step 1 unless the convergence criterion is met. The convergence criterion is
triggered when the volume is reduced by a given factor, e. Upon convergence, the center of the
ellipsoid is taken to be the design center.

4.4.4 Convexity-Based Approaches

4.4.4.1 Introduction

This section describes the approach in Ref. [20]. Here, the feasible region is first approximated by a
polytope in the first phase. Next, two geometrical approaches to find the design center are proposed. In
the first, the properties of polytopes are utilized to inscribe the largest ellipsoid within the approximating
polytope. The second method proceeds by formulating the design centering problem as a convex

Current ellipsoid

New ellipsoid

Feasible
region

Cut aTx = b 

FIGURE 4.12 Ellipsoidal method. (From Abdel-Malek,
H.L. and Hassan, A.-K.S.O., IEEE Trans. Comput. Aided
Des., 10, 1006, 1991. With permission.)
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programming problem, assuming that the variations in the design parameters are modeled by Gaussian
probability distributions, and uses Vaidya’s convex programming algorithm described in Section 4.2.3 to
find the solution.

4.4.4.2 Feasible Region Approximation

The feasible region, Rf � Rn, is approximated by a polytope given by Equation 4.3 in this step. The
algorithm begins with an initial feasible point, z0 2 Rf. An n-dimensional box, namely, {z 2 Rn j
zmin� zi� zmax}, containing Rf is chosen as the initial polytope P0. In each iteration, n orthogonal
search directions, d1, d2, . . . , dn are chosen (possible search directions include the n coordinate direc-
tions). A binary search is conducted from z0 to identify a boundary point zbi of Rf, for each direction di. If
zbi is relatively deep in the interior of P, then the tangent plane to Rf at zbi is added to the set of
constraining hyperplanes in Equation 4.3. A similar procedure is carried out along the direction �di.
Once all of the hyperplanes have been generated, the approximate center of the new polytope is
calculated. Then z0 is reset to be this center, and the above process is repeated.

Therefore, unlike simplicial approximation that tries to expand the polytope outward, this method
starts with a large polytope and attempts to add constraints to shrink it inward. The result of polytope
approximation on an ellipsoidal feasible region is illustrated in Figure 4.13.

4.4.4.3 Algorithm I: Inscribing the Largest Hessian Ellipsoid

For a polytope given by Equation 4.3, the log-barrier function is defined as

F(z) ¼ �
Xm
i¼1

loge(a
T
i z� bi): (4:41)

The Hessian ellipsoid centered at a point x in the polytope P is defined as the ellipsoid E(x,H(x),1) (see
Equation 4.2), where H(xc) is the Hessian [1] of the log-barrier function above, and is given by
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FIGURE 4.13 Polytope approximation for the convexity-based methods. (From Saptnekar, S.S., Vaidya, P.M. and
Kang, S.M., IEEE Trans. Comput. Aided Des., 13, 1536, 1994. With permission.)
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H(z) ¼ r2F(z) ¼
Xm
i¼1

aiaTi
(aTi z� bi)

2 : (4:42)

This is known to be a good approximation to the polytope locally around x.
Hence, the goal is to find the largest ellipsoid in the class E(x, H(x),r) that can be inscribed in the

polytope, and its center xc. The point xc will be taken to be the computed design center. An iterative
process is used to find this ellipsoid. In each iteration, the Hessian at the current point xk is calculated,
and the largest ellipsoid E(x, H(xk),r) is inscribed in the polytope. The inscription of this ellipsoid is
equivalent to inscribing a hypersphere in a transformed polytope. The process of inscribing a hyper-
sphere in a polytope is explained in Section 4.4.2.

4.4.4.4 Algorithm II: Convex Programming Approach

When the PDFs that represent variations in the design parameters are Gaussian in nature, the design
centering problem can be posed as a convex programming problem.
The joint Gaussian PDF of n independent random variables z¼ (z1, . . . , zn) with mean x¼ (x1, . . . , xn)

and variance s¼ (s1, . . . , sn) is given by

Fx(z) ¼ 1

(2p)n=2s1s2 � � �sn

exp
Xi¼n

i¼0

� (zi � xi)
2

2s2
i

" #
(4:43)

This is known to be a log-concave function of x and z. Also, note that arbitrary covariance matrices
can be handled, since a symmetric matrix may be converted into a diagonal form by a simple linear
(orthogonal) transformation. The design centering problem is now formulated as

maximize Y(x) ¼
ð
P

Fx(z)dz

such that x 2 P:
(4:44)

where P is the polytope approximation to the feasible region Rf. It is a known fact that the integral of a
log-concave function over a convex region is also a log-concave function. Thus, the yield function Y(x) is
log-concave, and the above problem reduces to a problem of maximizing a log-concave function over a
convex set. Hence, this can be transformed into a convex programming problem. The convex program-
ming algorithm in Section 4.2.3 is then applied to solve the optimization problem.

4.4.5 Concluding Remarks

The above list of algorithms is by no means exhaustive, but provides a general flavor for how optimiza-
tion methods are used in geometrical design centering. The reader is referred to [21–24] for further
information about statistical design. In conclusion, it is appropriate to list a few drawbacks associated
with geometrical methods:

Limitations of the approximating bodies: In the case of ellipsoidal approximation, certain convex bodies
cannot be approximated accurately, because an ellipsoid is symmetric about any hyperplane passing
through its center, and is inherently incapable of producing a good approximation to a body that has a
less symmetric structure. A polytope can provide a better approximation to a convex body than an
ellipsoid since any convex body can be thought of as a polytope with an infinite number of faces.
However, unlike the ellipsoidal case, calculating the exact center of a polytope is computationally difficult
and one must resort to approximations.
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Statistical effects are ignored: Methods such as simplicial approximation, ellipsoidal approximation, and
Algorithm I of the convexity-based methods essentially approximate the feasible region by means of an
ellipsoid, and take the center of that ellipsoid to be the design center, regardless of the probability
distributions that define variations in the design parameters. However, the design center could be highly
dependent on the exact probability distributions of the variables, and would change according to these
distributions.

Nonconvexities: Real feasible regions are seldom convex. While in many cases, they are nearly convex,
there are documented cases where the feasible region is not very well behaved. In a large number of cases
of good designs, since the joint PDF of the statistical variables decays quite rapidly from the design center,
a convex approximation does not adversely affect the result. However, if the nominal design has a very
poor yield, a convex approximation will prove to be inadequate.

The curse of dimensionality: Geometrical methods suffer from the so-called curse of dimensionality,
whereby the computational complexity of the algorithm increases greatly with the number of variables.
However, as noted in Ref. [25], for local circuit blocks within a die, performance variations in digital
MOS circuits depend on only four independent statistical variables. Moreover, for this class of circuits,
the circuit performance can be modeled with reasonable accuracy by linear functions. For such circuits,
the deterministic (i.e., nonstatistical) algorithm in Ref. [25] is of manageable complexity.
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5.1 Introduction

Manufacturing process variations and environmental effects (such as temperature) result in the vari-
ations of the values of circuit elements and parameters. Statistical methods of circuit design optimization
take those variations into account and apply statistical (or statistical=deterministic) optimization tech-
niques to obtain an ‘‘optimal’’ design. Statistical design optimization belongs to a general area of
statistical circuit design.

5.2 Problems and Methodologies of Statistical Circuit Design

A broad class of problems exists in this area: statistical analysis involves studying the effects of element
variations on circuit performance. It applies statistical techniques, such as Monte Carlo simulation [34]
and the variance propagation method [39], to estimate variability of performances. Design centering
attempts to find a center of the acceptability region [12] such that manufacturing yield is maximized.
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Direct methods of yield optimization use yield as the objective function and utilize various statistical
(or mixed statistical=deterministic) algorithms to find the yield maximum in the space of designable
circuit=process parameters. Design centering and tolerance assignment (used mostly for discrete circuits)
attempt to find the design center, with simultaneous optimal assignment of circuit element tolerances,
minimizing some suitable cost function and providing 100% yield (worst-case design) [4,6]. To solve this
problem, mostly deterministic algorithms of nonlinear programming are used. Worst-case design is often
too pessimistic and too conservative, leading to substantial overdesign. This fact motivates the use of
statistical techniques, which provide a much more realistic estimation of the actual performance
variations and lead to superior designs. Stringent requirements of the contemporary very large scale
integration (VLSI) design prompted a renewed interest in the practical application of these techniques.
The most significant philosophy introduced recently in this area is statistical Design for Quality (DFQ).
It was stimulated by the practical appeal of the DFQ methodologies introduced by Taguchi [30],
oriented toward ‘‘on-target’’ design with performance variability minimization. In what follows,
mostly the techniques of manufacturing yield optimization and their design for quality generalization
are discussed.

5.3 Underlying Concepts and Techniques

5.3.1 Circuit Variables, Parameters, and Performances

5.3.1.1 Designable Parameters

Designable parameters, represented by the n-dimensional vector* x¼ (x1, . . . , xn), are used by circuit
designers as ‘‘decision’’ variables during circuit design and optimization. Typical examples are nominal
values of passive elements, nominal MOS transistor mask dimensions, process control parameters, etc.

5.3.1.2 Random Variables

The t-dimensional vector of random variables (or ‘‘noise’’ parameters in Taguchi’s terminology [30]) is
denoted as u¼ (u1, . . . , ut). It represents statistical R, L, C element variations, disturbances or variations of
manufacturing process parameters, variations of device model parameters such as tox (oxide thickness),
VTH (threshold voltage), and environmental effects such as temperature, supply voltage, etc. Usually, u
represents principal random variables, selected to be statistically independent and such that all other
random parameters can be related to them through some statistical models. Probability density function
(p.d.f.) of u parameters will be denoted as fu(u).

5.3.1.3 Circuit (Simulator) Variables

These variables represent parameters and variables used in circuit, process, or system simulators such as
SPICE. They are represented as the c-dimensional vector e¼ (e1, . . . , ec). Specific examples of e variables
are: R, L, C elements, gate widths Wj and lengths Lj of MOS transistors, device model parameters, or, if a
process simulator is used, process-related control, and physical and random parameters available to the
user. The e vector contains only those variables that are directly related to the x and u vectors.y This
relationship is, in general, expressed as

e ¼ e(x, u) (5:1)

The p.d.f. of u is transformed into fe(e) the p.d.f. of e. This p.d.f. can be singular, i.e., defined in a certain
subspace of the e-space (see examples below). Moreover, it can be very complicated, with highly non-
linear statistical dependencies between different parameters, so it is very difficult to represent it directly as

* Vectors are denoted by lowercase letters subscripts or superscripts.
y This means that, e.g., some SPICE parameters will always be fixed.

5-2 Computer Aided Design and Design Automation



a p.d.f. of e. In the majority of cases, the analytic form of fe(e) is not known. For that reason, techniques of
statistical modeling are used (see the next section).

5.3.1.4 Circuit Performances

The vector of circuit performance function (or simply performances) is defined as the m-dimensional
vector y¼ (y1, . . . , ym). Its elements can be gain, bandwidth, slew rate, signal delay, and circuit response
for a single frequency or time, etc. Each of the performances yj is a function of the vector of circuit
elements e: yj¼ yj(e)¼ yj(e(x, u)). These transformations are most often not directly known in analytical
form and a circuit simulator (such as SPICE) must be used to find the values of yj’s corresponding to the
given values of x and u. The overall simulator time required for the determination of all the performances
y can be substantial for large circuits. This is the major limiting factor for the practical application of
statistical circuit design techniques. To circumvent this problem, new statistical macromodeling tech-
niques are being introduced [31] (see example in Section 5.4.9).

5.3.2 Statistical Modeling of Circuit (Simulator) Variables

Statistical modeling is the process of finding a suitable transformation e¼ e(x, u), such that given the
distribution of u, the distribution of e can be generated. The transformation e¼ e(x, u) can be described
by closed form analytical formulas or by a computer algorithm.
For discrete active RLC circuits (e.g., such as a common emitter amplifier), vector e is composed

of two parts: the first part contains the actual values of statistically perturbed RLC elements: i.e.,
ei¼ xiþ ui for those elements. In this formula, u represents absolute element spreads and its expected
(average) value, E{u}¼ 0 and xi is the nominal value of ei, often selected as the expected value of ei. This
implies that the variance of ei, var{ei}¼ var{ui}; E{ei}¼ xi and the distribution of ei is the same as that of
ui, with the expected value shifted by xi. Alternatively, if ui represents relative element spreads, ei¼ xi
(1þ ui), where E{ui}¼ 0. Therefore, E{ei}¼ xi; var {ei}¼ xi

2 var{ui}, i.e., the standard deviations sei and
sui are related: sei¼ xi sui, or sei=E{ei}¼sei=xi¼sui. This means that with fixed sui, the relative
standard deviation of ei is constant, as it is often the case in practice, where standard deviations of
RLC elements are described in percents of
the element nominal values. Both forms of ei
indicate that each ei is directly associated with
its corresponding ui and xi, and that there is
one-to-one mapping between ei and ui. These
dependencies are important, since many of the
yield optimization algorithms were developed
assuming that ei¼ xiþ ui. A typical p.d.f. for
discrete elements is shown in Figure 5.1,
before ‘‘binning’’ into different categories
(the whole curve) and after binning into
�1%, �5%, and �10% resistors (the shaded
and white areas: e.g., the �10% resistors will
have the distribution characterized by the
external shaded areas, with a �5% ‘‘hole’’ in
the middle).
Usually, passive discrete elements are statis-

tically independent* as shown in Figure 5.2.

R

+3σ

+10%–10%

εR εR

–3σ

±5%

p.
d.

f.

Ro

±1%

FIGURE 5.1 Typical probability density function (p.d.f.) of
a discrete resistor before and after ‘‘binning.’’

* But, for instance, if RL (RC) is a loss resistance of an inductor L (capacitor C) then L and RL (C and RC) are correlated.
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The cross-section shown is often called a level set, a norm body [12], or a tolerance body. It is defined as a
set of element values for which the element p.d.f. is larger than a prescribed value.
This value is selected such that the probability of the element values falling into the tolerance body is

equal to e.g., 95%, (i.e., the tolerance body represents 95% of the entire element population). Alterna-
tively, the tolerance body can be represented as a (hyper-) box shown in the figure, with the sides equal to
2ei (2eRi

in the figure), called the tolerance region and denoted by Re. Figure 5.2 also shows that the
dependence ei¼ xiþ ui is equivalent in this case to Ri¼RNOM,iþDRi, where xi¼RNOM,i; u¼DRi).

The second part of e is composed of the parameters representing active device (e.g., BJT, MOS) model
parameters. They are usually strongly correlated within each device model (same applies to ICs), but
typically, no correlations occur between device model parameters of different devices. Each of the device
model parameters ed is related through a specific model ed¼ ed(x, u) to the vector u parameters,*
representing principal random variables, which are themselves often some device model parameters
(such as oxide thickness tox of MOS transistors), and=or are some dummy random variables. For example,
in the BJT empirical statistical model introduced in [3], the base transient time Tn is modeled as follows:

ed ¼ ed(xd, u1, u2) ¼ Tn(b,Xr5) ¼ aþ bffiffiffi
b

p
� �

(1þ cXr5) (5:2)

i.e., it is the function of the current gain u1¼b (the principal random variable, affecting the majority of
the BJT model parameters) and u2¼Xr5 (a dummy random variable, uniformly distributed in the
interval [�1, 1] independent of b and having no physical meaning); a, b, and c are empirically selected
constants (Figure 5.3b).

Rε-Approximate to the
tolerance region

Ro
1

R1

R2

Ro
2

εR2

εR2

εR1
εR1

FIGURE 5.2 Level set (cross section) of a p.d.f. function for two discrete resistors after manufacturing.

* Observe that these models are parameterized by x: e.g., the MOS transistor model parameters ei will also depend on the
device length L and width W.

Mismatch

Line of perfect
tracking

BJTs

h21e=β
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Tn

R1

R2
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FIGURE 5.3 Dependencies between passive IC elements and between device model parameters: (a) linear, between
two resistors R1 and R2 and (b) nonlinear, between the base transit time Tn and the current gain h21e¼b for bipolar
junction transistors.
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In the discrete circuit case, each designable parameter xi has a random variable ui added to it (i.e., x and
u in the same space in which the p.d.f. fe(e)¼ fu(xþ u) is defined.

For integrated circuits, the passive elements (R’s, C’s), active dimensions (such as Ws and Ls for MOS
transistors), and other transistor model parameters are strongly correlated (see Figure 5.3a). Because of
this, the distribution of u parameters is limited to a certain subspace of the entire e-space, i.e., fe(e(x, 0)) is
singular, and the formula ei¼ xiþ ui does not hold. As an example, consider a subset of all e parameters
representing the gate lengths x1¼ L1, x2¼ L2 (designable parameters) of two MOS transistors T1, T2 and
an independent designable parameter x3þ Ibias, representing the transistor bias current. Assume also (as
is frequently the case) that u � DL, the technological gate length reduction (a common random
parameter) changes the same way for T1 and T2, i.e., there is ideal matching of DL � DL1¼DL2,* i.e.,
e1þ x1þ uþ L1�DL, e2þ x2þ uþ L2�DL, e3þ x3þ Ibias. The only random variable in this model is
DL, as shown in Figure 5.4. The p.d.f. fe(e) is in this case defined only in the one-dimensional subspace of
the e-space (i.e., all the realization of the vector e are located on the thick line in Figure 5.4). The major
consequence of this difference is that, in general, many yield optimization algorithms developed for
discrete circuits (i.e., using the explicit assumption that (ei¼ eiþDi), cannot be used for IC design.

Statistical modeling for ICs is concerned with representing global variations and parameter mis-
matchesy occurring between different devices on the same chip. In the last example, mismatch can be
modeled by two additional independent local mismatch variables eL1, eL2, representing small random
local deviations of DL1 and DL2 from the ideal value DL, i.e., e1þ x1þ uþ eiþ L1�DL� eL1, e2þ x2þ
uþ eiþ L2�DL� eL2. With this model, DL represents a global or common factor, affecting both channel
lengths, and eL1, eL2, represented specific (local) variations. The model just presented is a simple (simple,
one-factor) case of the Factor Analysis (FA) [20] model of correlations between e1 and e2.

In [8], FA analysis, together with Principal Component Analysis (PCA)z and nonlinear regression were
used for the determination of linear and nonlinear statistical models for CMOS transistor parameters.
The following common factors F1, . . . , F8 were identified: tox (oxide thickness common to n- and p-type

(e1, e2)
Subspace

e2 = L2 – ∆L

x2 = L2 

x1 = L1

x3 = Ibias

e3 = Ibias

e1= L1– ∆L

FIGURE 5.4 Singular distribution fe(e1, e2, e3) in three-dimensional e-space, represented by the thick line in the
(e1, e2)-subspace (plane). This is due to the perfect matching of DL � DL1 � DL2 values.

* Such a model is commonly used for digital ICs [9], since it is of sufficient accuracy for digital applications.
y Element mismatches are very important for analog ICs.
z Principal component analysis involves coordinate rotation and leads to uncorrelated principal components.
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transistors) NSUB,n, NSUB,p (n- and p-type substrate doping), DLn, DLp (length reduction), DWn, DWp

(width reduction—for narrow transistors only), and XJp (p-type junction depth). These variables were
causing about 96% of the total variability of all parameters. All the other CMOS transistor model
parameters were related to the F1, . . . , F8 factors through quadratic (or linear in simplified models)
regression formulas. The resulting models were able to represent—with a high level of accuracy—the
strong nonlinear statistical dependencies existing between some model parameters.
The major theoretical and empirical findings in mismatch modeling are the device area (or length) and

distance dependencies of the mismatch level (see [23], where references to other authors can be found).
For example, the variance of the difference e1� e2 between two MOS transistor model parameters e1, e2 is
modeled as [3,9]

var(e1 � e2) ¼
ap

2W1L1
þ ap
2W2L2

þ s2pd
2
12 (5:3)

where
W1, L1, W2, and L2 are widths and lengths of the two transistors
d12 is the distance between the transistor centers
ap and sp are empirical coefficients adjusted individually for each model parameter

Using this model together with PCA, and introducing other concepts, two quite sophisticated linear
statistical models in the form ei¼ e(xi, u, Wi, Li, d) were proposed in [23]. They include the transistor
separation distance information, collected into the vector d in two different forms. The models,
constructed from on-chip measured data, were used for practical yield optimization. u parameters
were divided into two groups: a group of correlated random variables responsible for the common
part of each parameter variance and correlations between model parameters of each individual transistor,
and the second group of local (mismatched related) random variables, responsible for mismatches
between different transistors. Additional dependencies, related to transistor spacing and device area
related coefficients, maintain proper mismatch dependencies.

5.3.3 Acceptability Regions

The acceptability region Ay is defined as a region in the space of performance parameters y (y-space), for
which all inequality and equality constraints imposed on y are fulfilled. In the majority of cases, Ay is a
hyperbox, i.e., all the constraints are of the form: SLj � yj� SUj ; j¼ 1, . . . ,m, where SLj and SUj are the
(designer defined) lower and upper bounds imposed on yj, called also designer’s specifications. More
complicated specifications, involving some relations between yi parameters, or SLj and SUj bounds can
also be defined.
For the simplest case of the y-space box-constraints, the acceptability region A in the e-space is defined

as such a set of e vectors in the c-dimensional space, for which all inequalities SLj � yj(e)� SUj , j¼ 1, . . . ,m,
are fulfilled. Illustration of this definition is shown in Figure 5.5. It can be interpreted as the mapping of
the acceptability region Ay from the y-space into the e-space. Acceptability regions A can be very
complicated: they can be nonconvex and can contain internal infeasible regions (or ‘‘holes’’), as shown
in Figure 5.6 for a simple active RC filter [25].
For discrete circuits, A is normally represented in the e-space, due to the simple relationship ei¼ xiþ ui

(or ei¼ xi(1þ ui)), between ei, xi, and ui. For integrated circuits, e is related to x and u through the
statistical model, x and u are in different spaces (or subspaces), the dimension of u is lower than the
dimension e, and the p.d.f. fe(e) is singular and usually unknown in analytic form. For these reasons, it is
more convenient to represent A in the joint (x, u)-space, as shown in Figure 5.7. For a fixed x, A can be
defined in the u-space and labeled as Au (x), since it is parameterized by the actual values of x, as shown
in Figure 5.7. The shape and location of Au (x) change with x, as shown. For a fixed x, Au (x) is defined as
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FIGURE 5.5 Illustration of the mapping of the SL(v), SU(v) constraints imposed on y(v, e) into the e-space of
circuit parameters.
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such a region in the t-dimensional u space, for which all the inequalities SLj � yj(e(x, u))� SUj ; j¼ 1, . . . ,m,
are fulfilled.
In order to recognize if a given point e(x, u) in the circuit parameter space belongs to A [or Au (x)], an

indicator function f(�) is introduced:

f e(x, u)ð Þ ¼ 1 if e(x, u) belongs to A (a successful, or ‘‘pass point’’)
0 otherwise (a ‘‘fall point’’)

�
(5:4)

A complementary indicator function fF(e(x, u))¼f(e(x, u))� 1 is equal to 1 if e(x, u) does not belong to
A and 0 otherwise. Both indicator functions will be used in what follows.

5.3.4 Methods of Acceptability Region Approximation

Except for some simple cases, the acceptability region A in the e (or the joint (x, u))-space is unknown
and it is impossible to fully define it. For yield optimization and other statistical design tasks and implicit
or explicit knowledge of A and=or its boundary is required. If only the points belonging to A are stored,
this can be considered a point-based ‘‘approximation’’ to A. Some of the point-based methods are Monte
Carlo-based design centering, centers of gravity method, point-based simplicial approximation and yield
evaluation (see below), ‘‘parametric sampling-based’’ yield optimization [36], yield optimization with
‘‘reusable’’ points [39], and others.

The acceptability segment-based method of the A-region approximation was called in [27] a one-
dimensional orthogonal search (ODOS) technique leading to several yield optimization methods [25,46].
Its basic principle is shown in Figure 5.8b, where line segments passing through the points ei randomly
sampled in the e-space and parallel to the coordinate axes, are used for the approximation of A. ODOS is
very efficient for large linear circuits, since the intersections with A can be directly found from analytical
formulas. The two-dimensional cross-sections of A, shown in Figure 5.6, were obtained using
this approach. The surface integral-based yield and yield gradient estimation and optimization method
proposed in [13] also use the segment approximation to the boundary of A. A variant of this method
is segment approximation in one direction, as shown in Figure 5.8c. This method was then extended
to plane and hyperplane approximation to A in [42] (Figure 5.8d). In another approach, called
‘‘radial exploration of space’’ in [54], the segments approximating A are in radial directions, as shown
in Figure 5.8e.
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A(X2)

X2X1 X3 X
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FIGURE 5.7 Acceptability region for integrate circuits: (a) in the joint (x, u)-space and (b) in the u-space,
parameterized by different values of x. The hyperplanes shown represent t-dimensional subspaces of u parameters.
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The techniques just described rely on the fact that ‘‘segment’’ yields (calculated in the e subspace) can
be, for some special cases [27,54], calculated more efficiently than using a standard Monte Carlo method.
This leads to higher efficiency and accuracy of yield estimation, in comparison to the point-based yield
estimation.
The simplicial approximation proposed in [10] (described in more detail in Section 4.4), is based on

approximating the boundary of A in the e-space, by a polyhedron, i.e., by the union of those partitions
of a set of c-dimensional hyperplanes which lie inside of the boundary of A or on it. The boundary of
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FIGURE 5.8 Various methods of acceptability region approximation: (a) ‘‘point-based’’ simplicial approximation
to the A-region, (b) segment approximation to A in all directions along ei axes, (c) segment approximation to A in one
direction, (d) (hyper)-plane approximation A, (e) segment approximation to A in radial directions, (f) simplicial
approximation to A in two dimensions, (g) simplicial approximation to A in three dimensions, and (h) cutting-plane
approximation to A. Note: All A-regions are shown in e-space, for the discrete case, i.e., for e¼ xþ u.
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A-region is assumed to be convex (see Figure 5.8f and g). The approximating polyhedron is a convex hull
of points. Simplicial approximation is obtained by locating points on the boundary of A, by a systematic
expansion of the polyhedron. The search for next vertex is always performed in the direction passing
through the center of the largest face of the polyhedron already existing. In the MC-oriented ‘‘point-
based’’ version of the method [11] (see Figure 5.8a), subsequent simplicial approximations Ãi to A are not
based on the points located on the boundary of A (which is computationally expensive) but on the points
ei belonging to A already generated during the MC simulation; after each new point is generated, it is
checked if ei belongs to Ãi�1, (where Ãi�1 is the latest simplicial approximation to A); if yes, the sampled
point is considered successful without performing the circuit analysis; if ei does not belong to Ãi�1 and
the circuit analysis reveals that ei belongs to A, the polyhedron is expanded to include this point. Several
versions of this general approach, leading to the substantial reduction of the computational effort of yield
estimation, are described in the original article.
The method of ‘‘cuts’’ proposed in [5], creates a ‘‘cutting-plane’’ approximation to A in the corners of

the tolerance region Re assumed to be a hypercube, as shown in Figure 5.8h. The method was combined
with discretization of the p.d.f. fe(e) and multidimensional quadratic approximation to circuit constraints,
leading to simplified yield and yield derivative formulas and yield optimization for arbitrary statistical
distributors [1].

5.3.5 Manufacturing (Parametric) Yield

Manufacturing yield is defined as the percentage of the total number of products manufactured that fulfill
both functional and parametric performance requirements.* Functional circuit performance is the circuit
ability to perform desired functions. Catastrophic (or ‘‘hard’’) circuit failures (such as shorts or open
circuit faults caused, e.g., by particular wafer contamination) will completely eliminate some of the circuit
functions, thus decreasing the part of the overall yield called functional yield. Parametric circuit
performance is a measure of circuit quality and is represented by measurable performance functions
such as gain, delay, bandwidth, etc., constituting the y-parameter vector. The part of yield related to
parametric circuit performance is called parametric yield and is the only type of yield considered in what
follows. The actual manufacturing yield is smaller than the parametric yield, since it is equal to the
product of the functional or parametric yield [12]. In general, parametric yield is used during circuit
electrical design, while functional yield is used during circuit layout design.y Both are used to predict and
optimize yield during circuit design.
Parametric yield, therefore, is equal to the percentage of circuits that fulfill all parametric requirements,

i.e., it is equal to the probability that e belongs to the acceptability region A. So, it can be calculated as the
integral of the p.d.f. of e, fe(e) over A, for a given vector of designable parameters x. Since e¼ e(x, u) is a
function of x, then e, fe(e)¼ fe(e, x) (e.g., E{e} and var{e} can be both functions of x). Therefore,z

Y(x) ¼ P e 2 Af g ¼
ð
A

fe(e, x)de ¼
ð
Rc

f(e)fe(e, x)de ¼ Ee f(e)f g (5:5)

where
P{�} denotes probability
f(e) is the indicator function (Equation 5.4)
Ee{�} is expectation with respect to the random variable e

* For more detailed yield definitions involving different types of yield, e.g., design yield, wafer yield, probe yield, processing
yield, etc., see [12].

y Layout design (i.e., transistor spacing, location, size) has also influence on parameter variations and mismatch, as discussed
in Section 5.3.

z Multiple integration performed below is over the acceptability region A, or over the entire c-dimensional space Rc of real
numbers. e means ‘‘belongs to.’’
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The above formula is useful if fe(e, x) is a nonsingular p.d.f., which is usually the case for discrete circuits,
for which ei¼ xiþ ui, (or ei¼ xi (1þ ui)). In a general case, however (e.g., for integrated circuits), the
p.d.f. fe(e, x) is not known, since it has to be obtained from a complicated transformation e¼ e (x, u),
given the p.d.f. fu(u) of u. Therefore, it is more convenient to integrate directly in the u-space. Since
parametric yield is also the probability that u belongs to Au(x) (the acceptability region in the u-space for
any fixed x), yield becomes

Y(x) ¼ P u 2 Au(x)f g ¼
ð

Au(x)

fu(u)du

¼
ð
Rt

f e(x, u)ð Þfu(u)du ¼ Eu f e(x, u)ð Þf g (5:6)

Equation 5.6 is general, and is valid for both discrete and integrated circuits. An unbiased estimator of
Eu{r(e(x, u))}þEu{r(u)} (for fixed x), is the arithmetic mean, based on N points ui, sample in u-space
with the p.d.f. fu(u), for which the function f(ui) is calculated (this involves circuit analyses). Thus, the
yield estimator Ŷ is expressed as

Ŷ ¼ 1
N

XN
i¼1

f ui
� � ¼ Ns

N
(5:7)

where NS is the number of successful trials, i.e., the number of circuits for which u 2 Au (x) (all circuit
constraints are fulfilled). Integral of Equation 5.6 is normally calculated using Monte Carlo (MC)
simulations [34] and Equation 5.7. The MC method is also used to determine statistical parameters of
the p.d.f. fy(y) of y¼ y(x, u). In order to sample the u parameters with p.d.f. fu(u), special numerical
procedures, called random number generators, are used. The basic MC algorithm is as follows:

1. Set i¼ 0, NS¼ 0 (i is the current index of a sampled point and NS is the total number of successful
trials).

2. Substitute i¼ iþ 1, generate the ith realization of u : ui¼ (ui1, . . . , u
i
t), with the p.d.f. fu(u).

3. Calculate the ith realization of yi¼ (yi1, . . . , y
i
m)¼ y(x, ui), with the aid of an appropriate circuit

analysis program, and store the results.
4. Check if all circuit constraints are fulfilled, i.e., if SL� yi� SU; if yes, set NS¼NSþ 1.
5. If i 6¼ N, go to (2); otherwise, find the yield estimator Ŷ ¼NS=N. If needed, find also some statistical

characteristics of y-parameters (e.g., create histograms of y, find statistical moments of y, etc.).

To generate ui’s with the p.d.f. fu(u), the uniformly distributed random numbers are generated first and
then transformed to fu(u). The most typical random number generator (r.n.g.), generating a sequence of
pseudorandom, uniformly distributed integers uk in the interval [0, M] (M is an integer), is a multiplica-
tive r.n.g., using the formula [34]: ukþ1¼ cuk (mod M) where c is an integer constant and uk (mod M)
denotes a remainder from dividing uk by M. The initial value u0 of uk is called the ‘‘seed’’ of the r.n.g.,
and, together with c, should usually be chosen very carefully, to provide good quality of the random
sequence generated. Several other r.n.g.s are used in practice [34]. The rk numbers in the [0, 1) interval
are obtained from rk¼ uk=M. Distributions other than uniform are obtained through different trans-
formations of the uniformly distributed random numbers, such as the inverse of the cumulative
distribution function [34]. To generate correlated normal variables u¼ (u1, . . . , un), with a given covar-
iance matrix Ku, the transformation u¼CZ is used, where Z¼ (z1, z2, . . . , zn) is the vector of independent
normal variables with E{zi}¼ 0, var{zi}¼ 1, i¼ 1, . . . , n, and C is a matrix obtained from the so-called
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Cholesky decomposition of the covariance matrix Ku such that Ku¼CCt where t denotes transposition.
C is usually lower or upper triangular and can be easily constructed from a given matrix Ku [34].

The yield estimator Ŷ is a random variable, since performing different, independent MC simulations,
one can expect different values of Ŷ ¼NS=N. As a measure of Ŷ variations, variance or standard deviation
of Ŷ can be used. It can be shown [7] that the standard deviation of Ŷ , is equal to sŶ ¼Y(1�Y)=N, i.e., it
is proportional to 1=

ffiffiffiffi
N

p
Hence, to decrease the error of Ŷ 10 times, the number of samples has to be

increased 100 times. This is a major drawback of the MC method. However, the accuracy of the MC
method (measured by sŶ) is independent of the dimensionality of the u-space, which is usually a
drawback of other methods of yield estimation. One of the methods of variance reduction of the Ŷ
estimator is importance sampling [7,34,39]. Assume that instead of sampling u with the p.d.f. fu(u), some
other p.d.f. gu(u) is used. Then,

Y ¼
ð
R0

f e(u)½ � fu(u)
gu(u)

gu(u) du � E f e(u)½ � fu(u)
gu(u)

� �
(5:8)

where gu(u) 6¼ 0 if f(u)¼ 1. Yield Y can now be estimated as

~Y ¼ 1
N

XN
i¼1

f e(ui)
	 
 fu(ui)

gu(ui)
(5:9)

sampling N points ui with the p.d.f. gu(u). The variance of this estimator is var {~Y}¼E{[f(u)=gu(u)�
Y]2}=N. If it is possible to choose gu(u) such that it mimics (or is similar to) f(u)fu(u)=Y, the variability of
[f(u)fu(u)=gu(u)�Y] is reduced, and thus the variance of Ŷ . This can be accomplished if some
approximation to f(u) i.e., to the acceptability region A is known. Some possibilities of using importance
sampling techniques were studied, e.g., in [16]. One of such methods, called parametric sampling was
used in [36], and other variants of important sampling were used in [2,40] for yield optimization. There
are several other methods of variance reduction, such as the method of control variates, correlated
sampling, stratified sampling, antithetic variates, and others [7,34,39]. Some of them have been used for
statistical circuit design [7,39].

5.4 Statistical Methods of Yield Optimization

The objective of the yield optimization is to find a vector of designable parameters x¼ xopt, such that
Y(xopt) is maximized. This is illustrated in Figure 5.9 for the case of discrete circuits where e1¼ x1þ u1,
e2¼ x2þ u2.* Figure 5.9a corresponds to low initial yield proportional to the weighted (by the p.d.f. fe(e))
area (hypervolume, in general), represented by the dark shaded part of the tolerance body shown. Figure
5.9b corresponds to optimized yield, obtained by shifting the nominal point (x1, x2) to the vicinity of the
geometric center of the acceptability region A. Because of this geometric property, approximate yield
maximization can often be accomplished using methods called deterministic or geometrical design
centering. They solve the yield maximization problem indirectly (since yield is not the objective function
optimized), using a geometrical concept of maximizing the distance from xopt to the boundary of A. The
best known method of this class [10,12] inscribes the largest hypersphere (or other norm-body) into the
simplicial approximation to the boundary of A, shown in Figure 5.8g. This approach is described in more
detail in Section 4.4, together with other geometrical design centering methods.
A class of methods known as ‘‘performance-space oriented design centering methods’’ is also available.

These methods attempt to maximize the scaled distances of the performances yj from the lower SLj

* Alternatively, the model ei¼ xi(1þ ui) can be used, in which case the size of the tolerance body (see Section 5.3) will
increase proportionally to xi.
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and=or upper SUj specifications, leading to approximate design centering. Some of these methods are also
used for variability minimization and performance tuning, which are the most important tenets of design
for quality [30], to be briefly discussed later in this section.
The major feature of statistical yield optimization methods, referred to as statistical design centering, is

statistical sampling in either u-space only or in both u and x spaces. Sampling can be also combined with
some geometrical approximation to the A-region, such as the segment, or radial-segment approximation.
In dealing with various statistical methods of yield optimization, the type of the transformation e¼ e(x, u)

from the u-space to the circuit-parameter space e, has to be considered. The early, mostly heuristic yield
optimizationmethodswere based on the simple additivemodel ei¼ xiþ ui, valid for discrete circuits. Because
of that, the majority of these methods cannot be used for IC or manufacturing process optimization, where
u and x in different spaces, or subspaces, and the distribution of u is defined over some subspace of
the e-space, i.e., it is singular.
The type of the statistical yield optimization algorithm to be used in practice strongly depends on the

type of the circuit to be considered and the information available, namely: whether the transformation
e¼ e(x, u) is a simple one: ei¼ xiþ ui (or ei¼ xi(1þ ui))(for discrete circuits) or general: e¼ e(x, u) (for
ICs); whether the values of gj(x, u) for given x and u only or also the derivatives of yj with respect to xk
and=or us are available from the circuit simulator; whether some approximation ~y(x, u) to y(x, u) is
available—either with respect to (w.r.t.) u only (for a fixed x), or w.r.t. both x and u; whether the
analytical form of fu(u) is known and fu(u) is differentiable w.r.t. u, or only samples ui of u are given
(obtained from a numerical algorithm or from measurements), so, analytical forms of fu(u) and its
derivatives w.r.t. u are not known.
Different combinations of the cases listed above require different optimization algorithms. The more

general a given algorithm is, the largest number of cases it is able to cover, but simultaneously it can
be less efficient than specialized algorithms covering only selected cases. An ideal algorithm would be the
one that is least restrictive and could use the minimum necessary information, i.e., it could handle
the most difficult case characterized by the general transformation e¼ e(x, u), with the values of y¼ y(x, u)
only available (generated from a circuit simulator) but without derivatives, no approximation to
y(x, u) available, and unknown analytic form of fu(u) (only the samples of u given). Moreover, under
these circumstances such an algorithm should be reasonably efficient even for large problems, and with the
presence of some additional information, should become more efficient. The selected yield optimization
algorithms discussed below fulfill the criteria of the algorithm ‘‘optimality’’ to a quite different level of
satisfaction. It has to be stressed that due to different assumptions made during the development of
different algorithms and the statistical nature of the results, an entirely fair evaluation of the actual
algorithm efficiency is very difficult, and is limited to some specific cases only. Therefore, in what follows,
no algorithm comparison is attempted.
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FIGURE 5.9 Interpretation of yield maximization for discrete circuits: (a) initial (low) yield and (b) optimized yield.
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5.4.1 Large-Sample vs. Small-Sample Methods

Yield optimization is concerned with the maximization of the regression function Y(x)¼Eu{f(x, u)} with
respect to (w.r.t.) x (see Equation 5.6). In solving general problems of this type, f(�) is replaced by an
arbitrary function w(�). Large-sample methods of optimizing Eu{w(x, u)} calculate the expectation
(average) of w (and=or its gradient) w.r.t. u for each x0, x1, x2, . . . from a large number of ui samples.
Therefore, the averages used in a specific optimization procedure are relatively accurate, following to take
relatively large steps xkþ1� xk. On the other hand, small-sample methods use just a few (very often just
one) samples of w(x, ui) for any given point x, and make relatively small steps in the x-space, but they
utilize also a special averaging procedure, which calculates the average of w or its gradient over a certain
number of steps. So, in this case, the averaging in u-space and progression in the x-space are combined,
while in the large-sample methods they are separated. Both techniques have proven convergence under
certain (different) conditions. The majority of yield optimization methods belong to the large-sample
category (but some can be modified to use a small number of samples per iteration). A class of small-
sample yield optimization methods was proposed in [50] and is based on the well-known techniques of
stochastic approximation [34], to be discussed later in this section.

5.4.2 Methods Using Standard Deterministic Optimization Algorithms

Themost natural method of yield optimization would be to estimate the yields Y(x0), Y(x1), . . . from a large
number of samples (as described in the previous section) for each x0, x1, . . . of the sequence {xk} generated
by a standard, nonderivative deterministic search algorithm, such as the simplex method of Nelder
and Mead, Powell, or other algorithms discussed in [14]. This is very appealing, since most of the
conditions for algorithm’s ‘‘optimality’’ are fulfilled: it would work for any e¼ e(x, u) and only the values
of y¼ y(x, u) and the samples of u would be required. However, if no approximation to y¼ y(x, u) was
available, the method would require tens of thousands of circuit analyses, which would be prohibitively
expensive. Moreover, if the number of samples per iteration was reduced to increase efficiency, the
optimizer would be receiving a highly noise-corrupted information leading to poor algorithm convergence
or divergence, since standard optimization algorithms work poorly with noisy data (special algorithms,
able to work under uncertainly—such as stochastic approximation algorithms—have to be used).
If some approximating functions ŷ¼ ŷ(xk, u) are available separately for each xk, a large number of MC

analyses can be cheaply performed, reducing the statistical error. In practice, such an approach is most
often too expensive, due to the high cost of obtaining the approximating formulas, if the number of
important u parameters is large. The approximating functions ŷj(x, u) for each yj can be also created in the
joint (x, u) space [56,61]. In [45], an efficient new approximating methodology was created, highly
accurate for a relatively large range of the xi values. However, also in this case the dimension of the
joint space (x, u) cannot be too large, since the cost of obtaining the approximating functions ŷj(x, u) for
becomes itself prohibitively high. Because of these difficulties, several dedicated yield optimization
methods have been developed, for which the use of function approximation is not required. Some of
these methods are described in what follows.

5.4.3 Large-Sample Heuristic Methods for Discrete Circuits

These methods have been developed mostly for discrete circuits, for which ei¼ xiþ ui. Only y
i¼ y(xþ ui)

function values are required, for the sample ui obtained in an arbitrary way. Approximation in the
e-space can be constructed to increase efficiency, but for discrete circuits the number of u parameters can
be large (proportional to the number of active devices, since no correlations between different devices
exist), so the use of approximation is most often not practical. The most typical representative of this
class is the centers of gravity method [39]. The method is based on a simple observation that if �xS is the
center of gravity of ‘‘pass’’ points (as shown in Figure 5.10), defined as �xS¼ (x1A þ x2A þ � � � þ xNA

A )=NA,
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where NA is the number of points xiA falling into the
A-region, then a step from x to �xS will improve yield.
In [37], also the center of gravity of the ‘‘fail’’ points
�xF ¼ (x1F þ x2F þ � � � þ xNF

F )=NF was defined, and the
direction of yield increase taken as going from �xF
through �xA, as shown in Figure 5.11. Moving in this
direction with the step-size equal to m(�xS� �xF), where
m� 0.2� 2 (often taken as m¼ 1) leads to a sequence
of optimization steps, which is stopped if �xS � �xFk k is
less than a predefined small constant. This is based
on the property (proved for a class of p.d.f.s in [43]
that, under some conditions, at the yield maximum
�xS � �xFk k ¼ 0 (and �xS� �xF¼ x̂ where x̂ is the point
of the yield maximum). It was also shown in [43] that
for the normal p.d.f. fu(u) with zero correlations and

all standard deviations sui
¼su, i¼ 1, . . . , t, equal, the ‘‘centers of gravity’’ direction coincides with the

yield gradient direction. However, with correlations and sui
s not equal, the two directions can be quite

different. Various schemes, aimed at the reduction of the total required number of analyses were
developed based on the concepts of ‘‘reusable’’ points [39].

In [18,19] the original centers of gravity method was significantly improved, introducing a concept of
‘‘Gaussian adaptation’’ of the covariance matrix of the sampled points of ui, such that they (temporarily)
adopt to the shape of the acceptability region, leading to higher (optimal) efficiently of the algorithm. The
method was successfully used on large industrial design examples, involving as many as 130 designable
parameters, not only for yield optimization, but also for standard function minimization.
The methods of ‘‘radial exploration of space’’ [54] (see Figure 5.8e) and one-dimensional orthogonal

searches (ODOS) [26,27] (see Figure 5.8b and c) discussed in Section 5.3 in the context of Acceptability
Region approximation, have also been developed into yield optimization methods: in the ‘‘radial
exploration’’ case the asymmetry vectors were introduced, generating a direction of yield increase, and
in the ODOS case using a Gauss–Seidel optimization method. Both techniques were especially efficient for
linear circuits due to a high efficiency of performing circuit analyses in radial and orthogonal directions.
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FIGURE 5.10 Interpretation of the original centers
of gravity method.
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FIGURE 5.11 Interpretation of the modified centers of gravity method.
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5.4.4 Large-Sample, Derivative-Based Methods for Discrete Circuits

For discrete circuits, the relation ei¼ xiþ ui holds for a part of the entire e vector, so, xi and ui are in
the same space. Moreover, the p.d.f. fu(u) is most often known. Let x denote the vector of expectations
x � Eu{e(x, u)}, and fe(e, x) is the p.d.f. fu(u) transformed to the e-space (i.e., of the same shape as fu(u),
but shifted by x). Then, from Equation 5.5, differentiating w.r.t. xi, one obtains

@Y(x)
@xi

¼
ð
Rn

f(e)
@fe(e, x)
@xi

fe(e, x)
fe(e, x)

de ¼ Ee f(e)
@lnfe(e, x)

@xi

� �
(5:10)

where the equivalence [@fe(e, x)=fe(e, x)]=@xi � @ ln fe(e, x)=@xi was used. Therefore, yield derivatives w.r.t.
xi can be calculated as the average of the expression in the braces of Equation 5.10, calculated from the
same ui samples as those used for yield estimation, provided that the p.d.f. fe(e, x) is differentiable w.r.t x
(e.g., the normal or log-normal p.d.f.s are differentiable, but the uniform p.d.f is not). Notice that instead
of sampling with the p.d.f. fe(e, x), some other (better) p.d.f. ge(e, x) can be used as in the importance
sampling yield estimation (see Equation 5.8). Then,

@Y(x)
@xi

¼ Ee f(e)
@fe(e, x)

@xi

fe(e, x)
ge(e, x)

� �� �
(5:11)

where sampling is performed with the p.d.f. ge(e, x) 6¼ 0. This technique was used in [2,36,51] (to be
discussed next). Consider the multivariate normal p.d.f., with the positive definite covariance matrix K:

fe(e) ¼ 1

(2p)t=2
ffiffiffiffiffiffiffiffi
det K

p exp � 1
2
(e� x)tK�1(e� x)

� �
(5:12)

where e� x � u (discrete circuits), and det K is the determinant of K. Then, it can be shown that the yield
gradient rxY(x) is expressed by

rxY(x) ¼ E f(e)K�1(e� x)
 � ¼ Y(x)K�1(�xS � x) (5:13)

where �xS is the center of gravity of ‘‘pass’’ points. If yield Y(x) is a continuously differentiable function of x,
then the necessary condition for the yield maximum is rxy(x̂)¼ 0, which combined with Equation 5.13
means that the stationery point x̂ for the yield function (the yield maximum if Y(x) is also concave) is
x̂¼ �xS, the center of gravity of the pass points. This result justifies (under the assumptions stated
previously) the centers of gravity method of yield optimization (since its objective is to make x̂¼ �xS� �xF).

For K¼ diag{se1
2, . . . ,set

2}, i.e., with zero correlations, the yield gradient w.r.t. x is expressed as

rxY(x) ¼ Ee f(e)
u1
s2
u1

, � � � , ut
s2
ut

" #t( )
(5:14)

where seu � sei was used instead of sei. It can be readily shown that for all sui
¼ � � � ¼sut

¼su equal, the
yield gradient direction coincides with the center-of-gravity direction [43] (Figure 5.12).
Since all higher-order derivatives of the normal p.d.f. exist, all higher order yield derivatives can also

be estimated from the same sampled points ui, as those used for yield estimation. The yield gradient can
also be calculated from the ‘‘fail’’ points simply using the fF(�)¼f(�)�1 indicator function in all
the expressions above. Then, the two resulting estimators can be combined as one joint average, as it
was done in the �xS, �xF-based centers of gravity method. Actually, there exists an optimal weighted
combination of the two estimators for any given problem, resulting in the minimum variability of the
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gradient, but it is difficult to precisely determine in practice. A general rule is that at the beginning of
optimization, when x is far away from x̂ (the optimal point), the yield gradient estimator based on the
‘‘pass’’ points should be more heavily weighted; the opposite is true at the end of optimization, when the
‘‘fail’’ points carry more precise gradient information. An interpretation of the yield gradient formula
Equation 5.14 is shown in Figure 5.12, for the case where su1

¼su2
¼ 1.

In the majority of practical applications of large-sample derivative methods, it was assumed that fe(e)
was normal. A typical iteration step is made in the gradient direction:

xkþ1 ¼ xk þ akrxY(x
k) (5:15)

where ak is most often selected empirically, since yield maximization along the gradient direction is too
expensive, unless some approximating functions ŷ¼ ŷ(xþ u) are used (normally, this is not the case for
the class of methods discussed). Since the number of points ui sampled for each xk, is large, the main
difference between various published algorithms is how to most efficiently use the information already
available. The three methods to be discussed introduced almost at the same time [2,36,51]), utilize for
that purpose some form of importance sampling, discussed in Section 5.3.
In [36], a ‘‘parametric sampling’’ technique was proposed, in which the ui points were sampled with

the p.d.f. ge(e, x) in a broader range than for the original p.d.f. (i.e., all the sui
’s were artificially increased).

All points sampled were stored in a database, and the gradient-direction steps made according to
Equation 5.15. The importance sampling-based gradient formula (Equation 5.11) was used in subsequent
iterations within the currently available database. Then, a new set of points was generated and the whole
process repeated.
The methods developed in [2,51] were also based on the importance sampling concept, but instead

of using the gradient steps as in Equation 5.15, the yield gradient and Hessian* matrices were calculated
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FIGURE 5.12 Interpretation of the yield gradient formula for normal p.d.f., with no correlations and su1¼su2¼ 1.
For the ‘‘pass’’ points (black dots) [rxY(x)]pass� (u3þ u4þ u5þ u6)=4; for the ‘‘fail’’ points (white dots) [rxY(x)]fail
(�u1� u2)=2. The two estimators can be combined together (equal weighting assumed): rxY(x)¼�u1� u2þ u3þ
u4þ u5þ u6)=6. It is clearly seen that the two yield gradient estimators coincide with the center of gravity of the
‘‘pass’’ and ‘‘fail’’ points, respectively.

* Matrix of second derivatives.
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and updated within a given database. Then, a more efficient Newton’s direction was taken in [51] or a
specially derived and efficient ‘‘yield prediction formula’’ used in [2]. In order to deal with the singularity
or nonpositive definiteness of the Hessian matrix (which is quite possible due to the randomness of data
and the behavior of Y(x) itself), suitable Hessian corrections were implemented using different kinds of
the Hessian matrix decomposition (Cholesky-type in [51] and eigenvalue decomposition in [2]).
As it was the case for the heuristic methods, the methods just discussed are relatively intensive to the

dimensionality of x and u spaces.
For the uniform p.d.f., centered at e¼ x (Figure 5.13) and defined within a hyperbox xi� ei� ei� xiþ e,

i¼ 1, . . . , t, where ei are element tolerances (see Figure 5.2), the yield gradient formula (Equation 5.10)
cannot be used, since the uniform p.d.f. is nondifferentiable w.r.t. xi. It can be shown [26,42,43] that
yield can be calculated by sampling in the (t� 1)-dimensional subspace of the e-space, represented by
et�1þ (e1, . . . , ei�1, eiþ1, . . . , et) and analytical integration in the one-dimensional subspace ei as shown in
Figure 5.13. Using this approach, it can be further proved [43] that the yield derivatives w.r.t. xi are
expressed by

@Y(x)
@xi

¼ 1
2ei

Yþ
i � Y�

i

� �
(5:16)

where Yi
þ, Yi

� are ‘‘yields’’ calculated on the faces of the t� 1 tolerance hyperbox Re, corresponding to
xiþ ei and xi� ei, respectively. Calculation of these ‘‘yields’’ is very expensive, so in [43]* different
algorithms improving efficiency were proposed. In [53], an approximate method using efficient three-
level orthogonal array (OA) sampling on the faces of Re was proposed, in which (due to specific
properties of OAs) the same sample points were utilized on different faces (actually one-third of all
sampled points were available for a single face). This has lead to substantial computational savings and
faster convergence.

et–1 (subspace)

xi

xt–1
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εi εi
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i Y +
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i

FIGURE 5.13 Yield and yield derivative estimation for uniform distribution. Yþ and Y� denote symbolically the
‘‘yields’’ calculated on the (t� 1)-dimensional faces of the tolerance hypercube Re. The et�1

(k) points are sampled in
the (t� 1)-dimensional subspaces of et�1 parameters, with the uniform p.d.f. fet�1(et�1).

* In [43], general formulas for gradient calculation for truncated p.d.f.s were derived.
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5.4.5 Large-Sample, Derivative-Based Method for Integrated Circuits

In this case, which is typical of IC yield optimization, yield gradient calculations cannot be performed in
the e-space, as was the case for discrete circuits. In general, yield gradient could be calculated by
differentiating the f(e(x, u)) � f(x, u) term in the u-space-based yield formula (Equation 5.6), derived
for the general case, where the general transformation e¼ e(x, u) is used. Differentiation of f(x, u) is,
however, not possible in the traditional sense, since f(x, u) is a nondifferentiable unit step function
determined over the acceptability region A. One possible solution was proposed in [15]. In what follows,
a related, but more general method proposed in [13] is discussed.
It was first shown in [13] that yield can be evaluated as a surface-integral rather than the volume-

integral (as it is normally done using the MC method). To understand this, observe that yield can be
evaluated by sampling in the t� 1 subspace of the t-dimensional u-subspace, as shown in Figure 5.14,
evaluating ‘‘local yields’’ along the lines parallel to the ui axis, and averaging all the local yields.* Each
‘‘local yield’’ can be evaluated using the values of the cumulative (conditional) distribution functiony

along each parallel, at the points of its intersection with the boundary of the acceptability region A. This
process is equivalent to calculating the surface integral over the value of the cumulative density function
calculated (with appropriate signs) on the boundary of the acceptability region.
The next step in [13] was to differentiate the ‘‘surface-integral’’ based yield formula w.r.t. xi, leading to

the following yield gradient formula:

rY(x) ¼ Eut�1

X
k

fui u(k)i

h i
� rxya(x, u)
@ya(x, u)=@uij j

����
x,ut�1,u

(k)
i

( )
(5:17)

Where summation is over all intersection points ui
(k) of the parallel shown in Figure 5.14 with the

boundary of Au(x); ya is that specific performance function yj(x, u) which, out of all the other perform-
ances, actually determines the boundary of the acceptability region at the u(k)i intersection point.z The
gradient rxya(x, u), and the derivative @ya(x, u)=@ui have to be calculated for every fixed sampled point

θi

θi
(1) θi

(2) θi
(4)θi

(3)

θt–1 (subspace)

A(x)

Sampled point

FIGURE 5.14 Interpretation of ‘‘local yield’’ calculation along a parallel.

* Identical technique was used in the previous section [42,43] to derive the yield derivative formula (Equation 5.16) (see
Figure 5.13).

y If ui’s are independent, it is the marginal p.d.f. of ui, as it was assumed in [13].
z At this point, a specific equation ya(x, ut–1, 1

(k)
i ¼ Sa (where Saþ SLa or Saþ SUa or are lower and upper bounds on ya,

respectively) must be solved to find u(k)i .
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(x, ut�1), at each intersecting point u(k)i shown in Figure 5.14. Observe that the derivative calculations in
Equation 5.17 can (and often will have to) be performed in two steps: since ya(x, u)¼ ya(e(x, u)) so,
@ya=@xp¼Ss(@ya=@es)(@es=@xp), and @ya=@ui¼Ss(@ya=@es)(@es=@ui), where the derivatives appearing in
the first parentheses of both formulas are calculated using a circuit simulator and those in the second
parentheses from a given statistical model e¼ e(x, u).
In the practical implementation presented in [13], random points ur are sampled in the u-space, in the

same way as shown in Figure 5.8b but replacing e by u, then searches for the intersections u(k)i are
performed in all axis directions, the formula in the braces of Equation 5.17 is calculated for each
intersection, and averaged out over all outcomes. Searches along the parallel lines in all directions are
performed to increase the accuracy of the yield gradient estimator. Observe that this technique requires
tens of thousands of circuit analyses to iteratively find the intersection points u(k)i , plus additional
analyses (if needed) for the calculation of the gradient and the derivatives in Equation 5.17. This problem
has been circumvented in [13] by constructing approximating functions ŷ¼ ŷ(x, u) w.r.t. u for each x,
together with approximating functions for all the derivatives.* Due to a high level of statistical accuracy
obtained in evaluating both yield and its gradients, an efficient, gradient-based deterministic optimization
algorithm, based on sequential quadratic programming was used, requiring a small number of iterations
(from 5 to 11 for the examples discussed in [13]). The gradient rxya(x, u) was either directly obtained
from circuit simulator, or (if not available) using (improved) finite difference estimators. The method
showed to be quit efficient for a moderate size of the u-space (10–12 parameters).
The resulting yield optimization method is independent of the form of e¼ e(x, u) the derivatives of yj

w.r.t. both xk and us are required and the analytical form of fu(u) and its cumulative function distribution
must be known. The method cannot practically work without constructing the approximating functions
~y¼ y(x, u) (approximating function in the joint space (x, u) could also be used, if available).

5.4.6 Small-Sample Stochastic Approximation-Based Methods

Standard methods of nonlinear programming perform poorly in solving problems with statistical errors
in calculating the objective functions (i.e., yield) and its derivatives.y One of the methods dedicated to the
solution of such problems is the stochastic approximation (SA) approach [33] developed for solving the
regression equations, and then adopted to the unconstrained and constrained optimization by several
authors. These methods are aimed to the unconstrained and (maximum) of a function corrupted by noise
(a regression function). The SA methods were first applied to yield optimization and statistical design
centering in [49,50]. The theory of SA methods is well established, so its application to yield optimization
offers the theoretical background missing, e.g., in the heuristic methods of Section 5.3. As compared to
the large-sample methods, the SA algorithms to be discussed use a few (or just one) randomly sampled
points per iteration, which is compensated for by a large number of iterations exhibiting a trend toward
the solution. The method tends to bring large initial improvements with a small number of circuit
analyses, efficiently utilizing the high content of the deterministic information present at the beginning
of optimization.
In 1951, in their pioneering work, Robins and Monro [33] proposed a scheme for finding a root of a

regression function, which they named the stochastic approximation procedure. The problem was to find
a zero of a function, whose ‘‘noise corrupted’’ values could be observed only, namely G(x)¼ g(x)þ u(x)
where g(x) (unknown) function of x, u is a random variable, such that E{u}¼ 0 and var{u}� L<1.
Therefore, a zero of the regression function g(x)þ E{G(x)}¼ 0 was to be found. The SA algorithm
proposed in [33] works as follows: given a point x(k), set the next point as x(kþ1)¼ x(k)� akG[x(k)].

* Low-degree polynomials were used with very few terms, generated from a stepwise regression algorithm.
y This was the reason a high level of accuracy was required while calculating both yield and its derivatives using the method
described in the previous section (and consistency between the yield and gradient estimators), otherwise, the deterministic
optimization algorithm would often diverge, as observed in [13].
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The sequence of {x(k)} points converges to the solution x̂ under some conditions (one of them is,
for instance, that ak can change according to the harmonic sequence 1, 12 ,

1
3 ,

1
4 , . . .

 �
). Assuming that

G(x) � jk is a ‘‘noise corrupted’’ observation of the gradient of a regression function f(x)¼Eu{w(x, u)},
the algorithm can be used to find a stationary point (e.g., a maximum) of f(x), since this is equivalent to
finding x̂ such the E{G(x̂)}¼E{j(x̂)}¼rxY(x̂)¼ 0. For yield optimization f(x) � Y(x)¼E{f(x, u)}. This
simplest scheme that can be used, if the yield gradient estimator is available is

xkþ1 ¼ xk þ tkj
k (5:18)

where jk þ drxY(xk) is an estimate of the yield gradient, based on one (or more) point ui sampled
with the p.d.f. fu(u) and tk> 0 is the step length coefficient selected such that the sequence: {tk} ! 0,
and

P1
k¼0 tk ¼ 1,

P1
k¼0 t

2
k < 1 (e.g., the harmonic series 1, 12 ,

1
3 , . . .

 �
fulfills these conditions).

For the convergence with probability 1, it is also required that the conditional expectation E{jkjx1,
x2, . . . , xk}¼rY(xk). The algorithm of Equation 5.18 is similar to the steepest ascent algorithms of
nonlinear programming, so, it will be slowly convergent for ill-conditioned problems. A faster algorithm
was introduced in [35] and used for yield optimization in [49,50]. It is based on the following iterations:

xkþ1 ¼ xk þ tkd
k (5:19)

dk ¼ (1� rk)d
k�1 þ rkj

k, 0 < rk < 1 (5:20)

where jk is a (one- or more-point) estimator of rxY(x
k) and {tk} ! 0, {rk} ! 0 are nonnegative

coefficients. d(k) is a convex combination of the previous (old) direction dk�1 and the new gradient
estimate jk, so the algorithm is an analog of a more efficient, conjugate gradient method. Equation 5.2
provides gradient averaging. The rk coefficient controls the ‘‘memory’’ or ‘‘inertia’’ of the search
direction dk, as shown in Figure 5.15. If rk is small, the ‘‘inertia’’ of the algorithm is large, i.e., the
algorithm tends to follow the previous gradient directions. For convergence with probability 1, the
same conditions must hold as those for Equation 5.18.
The coefficients tk and rk automatically determined based on some heuristic statistical algorithms

proposed in [35]. Several other enhancements were used to speed up the convergence of the algorithm,
especially in its much refined version proposed in [35]. For solving the optimization problems, the one-or
two-point yield gradient estimator is found from Equation 5.10 in general, and from Equation 5.13 or
5.14 for the normal p.d.f.

New search
direction

(New one-point
gradient estimator)

e2

e1

dk–1 (Previous search direction)
ρk < 1

dk

ξk

Small ρk—large “inertia”
ρk ≈1—no “inertia” (very “noisy” algo behavior)

FIGURE 5.15 Illustration of the gradient averaging equation.
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Example 5.1

A simple two-dimensional case is considered in order to illustrate the algorithm properties. The
acceptability region (for a voltage divider) [49] is defined in the two-dimensional space (e1, e2) by the
inequalities:

0:45 � e2
e1 þ e2

� 0:55 0 � e1 � 1:2 0 � e2 � 1:3 (5:21)

where ei¼ xiþ ui and the p.d.f. of ui is normal with E{u1}¼ E{u2}¼ 0 and Cov{u1, u2}¼ 0 (no correlations).
A typical algorithm trajectory is shown in Figure 5.16. The one-sample yield gradient formula

(Equation 5.14) was used. The initial yield was low (7.4%). Very few (25–30) iterations (equal to the
number of circuit analyses) were required to bring the minimal point close to the final solution. This is
due to the fact that at the beginning of optimization, there is a high content of deterministic gradient
information available even from a few sampled points, so the algorithm progress is fast. Close to the
solution, however, the yield gradient estimator is very noisy, and the algorithm has to filter out the
directional information out of noise, which takes the majority of the remaining iterations. After the total
of 168 circuit analyses, the yield increases to 85.6%. Other starting points resulted in a similar algorithm
behavior. It is also observed that the yield optimum is ‘‘flat’’ in the diagonal direction, reflected in
random nominal point movement in this direction (iterations 30–43).

Example 5.2

Parametric yield for the Sallen–Key active filter of Figure 5.6a (often used in practice as a test circuit) with
the specifications on its frequency response shown in Figure 5.6b was optimized (recall that the shape of
the acceptability region for this case was very complicated, containing internal nonfeasible regions
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FIGURE 5.16 Typical trajectory of the stochastic approximation algorithm (Example 5.1).
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[‘‘holes’’]). All R, C variables were assumed designable. The relative standard deviations were assumed
equal to 1% for each element, the p.d.f. was normal with 0.7 correlation coefficient between the like
elements (R’s or C’s) and zero correlations between different elements. The initial yield was 6.61%. Using
the SA algorithm as in the previous example, 50 iterations (equal to the number of circuit analyses)
brought yield to 46.2%; the next 50 iterations to 60%, while the remaining 132 iterations increased yield
to only 60.4% (again the initial convergence was very fast). The algorithm compared favorably with the
Hessian matrix-based, large-sample method discussed previously [51], which required about 400 circuit
analyses to obtain the same yield level, and whose initial convergence was also much slower. It has to be
stressed, however, that the results obtained are statistical in nature and it is difficult to draw strong
general conclusions. One observation (confirmed also by other authors) is that the SA-type algorithms
provide, in general, fast initial convergence into the neighborhood of the optimal solution, as it was
shown in the examples just investigated.

5.4.7 Small-Sample Stochastic Approximation Methods
for Integrated Circuits

The methods of yield gradient estimation for discrete circuits cannot be used for ICs because of the form
of the e¼ e(x, u) transformation, as discussed at the beginning of Section 5.4. Previously in this section, a
complicated algorithm was described for gradient estimation and yield optimization in such situations. In
this section, a simple method based on random perturbations in x-space, proposed in [47,48], is
described. It is useful in its own merit, but especially in those cases, where the conditions for the
application of the yield gradient formula (Equation 5.17) are hard to meet, namely: the cost of
constructing the approximating functions ŷ¼ ŷ(x, u) for fixed x is high and calculating the gradient of
y w.r.t. x is also expensive (which is the case, e.g., if the number of important x and u parameters is large),
and the analytical form of fu(u) is not available (as it is required in Equation 5.17).

The method applications go beyond yield optimization: a general problem is to find a minimum of a
general regression function f(x)¼Eu{w(x, u)}, using the SA method, in the case where the gradient
estimator of f(x) is not directly available. Several methods have been proposed to estimate the gradient
indirectly, all based on adding some extra perturbations to x parameters. Depending on their nature, size,
and the way the perturbations are changed during the optimization process, different interpretations
result, and different problems can be solved. In the simplest case, some extra deterministic perturbations
(usually double-sided) are added individually to each xk (one-at-a-time), while random sampling is
performed in the u-space, and the estimator of the derivative of f(x) w.r.t. xk is estimated from the
difference formula ĵk ¼ d@f(x)=@xk ¼ (1=N)

PN
i¼1 w x þ akek, ui1

� �� w x � akek, ui2
� �	 


= 2akð Þ �
, where

ak> 0 is the size of the perturbation step and ek is the unit vector along the ek coordinates axis. Usually,
ui1 � u12 to reduce the variance of the estimator. Normally, N¼ 1. Other approaches use random direction
derivative estimation by sampling points randomly on: a unit sphere of radius a [34], randomly at the
vertices of a hypercube in the x-space [38], or at the points generated by orthogonal arrays [53],
commonly used in the design of experiments. Yet another approach, dealing with nondifferentiable
p.d.f.s was proposed in [55]. In what follows, the random perturbation approach resulting in convolution
function smoothing is described for a more general case, where a global rather than a local minimum of
f(x) is to be found.
The multi-extremal regression function f(x) defined previously, can be considered a superposition of

an uni-extremal function (i.e., having just one minimum) and other multi-extremal functions that add
some deterministic ‘‘noise’’ to the uni-extremal function (which itself has also some ‘‘statistical noise’’—
due to u—superimposed on it). The objective of convolution smoothing can be visualized as ‘‘filtering
out’’ but types of noise and performing minimization on the ‘‘smoothed’’ uni-extremal function (or on a
family of these functions), in order to reach the global minimum. Since the minimum of the smoothed
uni-extremal function does not, in general, coincide with the global function minimum, a sequence of
minimization runs is required with the amount of smoothing eventually reduced to zero in the
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neighborhood of the global minimum. The smoothing process is performed by averaging f(x) over some
region of the n-dimensional parameter space x using a proper weighting (or smoothing) function ĥ(x),
defined below. Let the n-dimensional vector h denote a vector of random perturbations; it is added to x to
create the convolution function [34]:

~f (x,b) ¼
ð
Rn

ĥ(h,b)f (x � h)dh

¼
ð
Rn

ĥ(x � h,b)f (h)dh ¼ Eh f (x � h)f g (5:22)

where f̂ (x,b) is the smoothed approximation to the original multi-extremal function f(x), and the
kernel function ĥ(h, b) is the p.d.f. used to sample h. Note that f(x, b) can be interpreted as an averaged
version of f(x) weighted by ĥ(h, b). Parameter b controls the dispersion of ĥ, i.e., the degree of f(x)
smoothing (e.g., b can control the standard deviations of h1 . . .hn). Eh {f(x�h)} is the expectation with
respect to the random variable h. Therefore, an unbiased estimator f̂ (x,b) of f̂ (x,b) is the average:
f̂ (x,b) ¼ (1=N)

PN
i�1 f x � hið Þ, where h is sampled with the p.d.f. ĥ (h�b). The kernel function ĥ(h, b)

should have certain properties discussed in [34], fulfilled by several p.d.f.s, e.g., the Gaussian and
uniform. For the function f(x)¼ x4� 16x2þ 5x, which has two distinct minima, smoothed functionals,
obtained using Equation 5.22, are plotted in Figure 5.17 for different values of b ! 0, for (a) Gaussian
and (b) uniform kernels. As seen, smoothing is able to eliminate the local minima of ~f (x, b) if b is
sufficiently large. If b ! 0, then ~f (x, b) ! f(x).
The objective now is to solve the following optimization problem: minimize the smoothed functional

~f (x, b) with b ! 0 as x ! x̂, where x̂ is the global minimum of the original function f(x). The modified
optimization problem can be written as minimize ~f (x, b) w.r.t. x, with b ! 0 as x ! x̂. Differentiating
Equation 5.22 and using variable substitution, the gradient formula is obtained:

rx
~f (x,b) ¼

ð
Rn

rhĥ(h,b)f (x � h)dh ¼ 1
b

ð
Rn

rhh(h)f (x � bh)dh, (5:23)

where ĥ(�) is as defined previously, and h(y) is a normalized version of ĥ(y) (obtained if b¼ 1). For
normalized multinormal p.d.f. with zero correlations, the gradient of ~f (x, b) is
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FIGURE 5.17 Smoothed functional f(x, b) for different b’s using (a) Gaussian kernel and (b) uniform kernel.
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rx
~f (x,b) ¼ �1

b

ð
Rn

hf (x � bh)h(h)dh ¼ �1
b

Eh hf (x � bh)f g

¼ �1
b

Eh,u hw(x � bh, u)f g (5:24)

where sampling is performed in x-space with the p.d.f. h(h), and in u-space with the p.d.f. fu(u); Eh,u
denotes expectation w.r.t. both h and u, and it was taken into account for f(x) is a noise corrupted version
of w(x, u) i.e., f(x)¼Eu{w(x, u)}. The unbiased single-sided gradient estimator is therefore

r̂x
~f (x,b) ¼ �1

b

1
N

XN
i¼1

hiw(x � bhi, ui) (5:25)

In practice, a double-sided estimator [34] of smaller variance is used

r̂x
~f (x,b) ¼ 1

2b
1
N

XN
i¼1

hi w(x þ bhi, ui2)
	 


: (5:26)

Normally, N¼ 1 for best overall efficiency. Statistical properties of these two estimators (such as their
variability) were studied in [52]. To reduce variability, the same ui1 ¼ ui2 are usually used in Equation 5.26
for positive and negative bhi perturbations. For yield optimization, w(�) is simply replaced by the
indicator function f(�). For multi-extremal problems, b values should be originally relatively large and
then systematically reduced to some small number rather than to zero. For single-extremal problems
(this might be the case for yield optimization) it is often sufficient to perform just a single optimization
with a relatively small value of b, as it was done in the examples to follow.

5.4.8 Case Study: Process Optimization for Manufacturing
Yield Enhancement

The object of the work presented in [48] was to investigate how to modify the MOS control process
parameters together with a simultaneous adjustment of transistor widths and lengths to maximize
parametric yield.* To make it possible, both process=device simulators (such as FABRICS, SUPREM,
PISCES, etc.) and a circuit simulator must be used. In what follows FABRICS [12,22,24] is used as a
process=device simulator. IC technological process parameters are statistical in nature, but variations of
some of the parameters (e.g., times of operations, implant doses, etc.) might have small relative
variations, and some parameters are common to several transistors on the chip. Because of that, the
transformation e¼ e (x, u) (where u are now process related random variables), is such that standard
methods of yield optimization developed for discrete circuits cannot be used. Let Z1¼ z1þ j1 be the
process control parameters (doses, times, temperatures), where j1 are random parameter variations, and
z1 are deterministic designable parameters. Let Z2¼ z2þ j2 be the designable layout dimensions, where z2
are designable and j2 are random variations (common to several transistors on a chip). P¼ pþc are
process physical parameters (random, nondesignable) such as diffusivities, impurity concentrations, etc.
(as above, p is the nominal value and c is random). All random perturbations are collected into the vector
of random parameters u, called also the vector of process disturbances: u¼ (j1, j2, c). The vector of
designable parameters x¼ (z1, z2) is composed of the process z1 and layout z2 designable parameters.
Therefore, x and u are in different spaces (subspaces). There are also other difficulties: the analytical form
of the p.d.f. of u is most often not known, since u parameters are hierarchically generated from a

* This might be important, e.g., for the process refinement and IC cell redesign.
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numerical procedure [12], the derivatives of the performances y w.r.t. x and u are not known from
FABRICS and can only be estimated by finite differences, and the u and x spaces are very large (see
below). So, creating approximation and=or finding derivatives using finite differences is expensive.
Because of these difficulties, the smoothed-functional approach discussed in this section will be used,
as shown in the following example.

Example 5.3

The objective is to maximize parametric yield for the NMOS NAND gate shown in Figure 5.18 [48], by
automated adjustment of process and layout parameters. Specifications are: V0¼ Vout (t¼ 0)� 0.7 V, Vout
(t1¼ 50 ns)> 6.14 V, circuit area� 2500 mm2. There are 45 designable parameters: all 39 technological
process parameters, 6 transistor dimensions, and about 40 noise parameters, so it is a large problem
suitable for the use of the SA-based random perturbation method described above.
The initial yield was Y¼ 20%. After the first optimization using the method of random perturbations

with 2% relative perturbations of each of the designable parameters involving the total of 110
FABRICS=SPICE analyses, yield increased to 100% and the nominal area decreased to 2138 mm2. Then,
specs were tightened to Vout (t2¼ 28 ns)> 6.14 V with the same constraints on V0 and area, causing yield
to drop to 10.1%. After 60 FABRICS=SPICE analyses, using the perturbation method, yield increased to:
Y¼ 92% and area¼ 2188 mm2. These much-improved results produced the nominal circuit responses
shown in Figure 5.19. Several technological process parameters were changed during optimization in
the range between 0.1% and 17%: times of oxidation, annealing, drive-in, partial pressure of oxygen, and
others, while the transistor dimensions changed in the range between 0.8% and 6.3%. The cost of
obtaining these results was quite reasonable: the total of 170 FABRICS=SPICE analyses, despite the large
number of optimized and noise parameters. Other examples are discussed in [48].

5.4.9 Generalized Formulation of Yield, Variability, and Taguchi Circuit
Optimization Problems

Parametric yield is not the only criterion that should be considered during statistical circuit design.
Equally, and often more important is minimization of performance variability caused by various
manufacturing and environmental disturbances. Variability minimization has been an important issue
in circuit design for many years [17] (see [17] for earlier reference). It leads (indirectly) to parametric
yield improvement. Circuits characterized by low performance variability are regarded as high quality
products. Most recently, variability minimization has been reintroduced into practical industrial design
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FIGURE 5.18 NMOS NAND gate of Example 5.3.
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due to the work of Taguchi [30]. He has successfully popularized the notion of ‘‘Off-Line Quality
Control’’ through an intensive practical implementation of his strategy of designing products with low
performance variability, tuned to the ‘‘target’’ values STj of the performance functions yj.
In what follows, a generalized approach proposed in [44] is discussed, in which a broad range

of various problems, including yield optimization and Taguchi’s variability minimization as special
cases can be solved, using the SA approach and the general gradient formulas developed previously in
this section.
It is convenient to introduce the M-dimensional vector g(e) of scaled constraints, composed of the

vectors gL(e), and gU(e), defined as

gLk (e) ¼
STk � yk(e)

STk � SLk
, k ¼ 1, . . . , ML (5:27)

gUt (e) ¼
yt(e)� STt
SUt � STt

, t ¼ 1, . . . , MU (5:28)

where e¼ e(x, u), M¼MLþMU� 2 m (note that in general M� 2 m, since some of the lower or upper
specs might not be defined). These constraints are linear functions of yi(�); they have important
properties: gL¼ gU¼ 0 if y¼ ST, gL¼ 1 if y¼ SL, and gU¼ 1 if y¼ SU. For SL< y< SU and y 6¼ ST, either
gL or gU is greater than zero, but never both.

For any ‘‘good’’ design, we would like to make each of the normalized constraints introduced
previously equal to zero, which might not be possible due to various existing design trade-offs. Therefore,
this is a typical example of a multiobjective optimization problem. The proposed scaling helps to
compare various trade-off situations. The Taguchi ‘‘on-target’’ design with variability minimization is
formulated as follows (for a single performance function y(e))
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FIGURE 5.19 Nominal transient responses for Example 5.3: (a) initial, (b) after first optimization, and (c) after
tightening the specs and second optimization.
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minimize MTAG(x)f ¼ Eu y e(x,u)ð Þ � ST
	 
2n o

¼ var y(x)f g þ �y(x)� ST
	 
2o

(5:29)

where
�y(x) is the mean (average) value of y (w.r.t u)
MTAG is called the ‘‘loss’’ function (in actual implementations Taguchi uses related but different
performance statistics)

Generalization of Equation 5.29 to several objectives can be done in many different ways. One possible
approach is to introduce u(e)¼maxs¼ 1, . . . ,M{gs(e)} and define the generalized loss function (GLF) as

MGLF(x) ¼ Eu u e(x, u)ð Þ½ �2 �
(5:30)

This generalization is meaningful, since u(e)¼maxs¼ 1,K,M{gs(e)} is a scalar, and for the proposed scaling
either u(�)> 0, or it is equal to zero if all the performances assume their target values STi . Since Equations
5.27 and 5.28 are less or equal to 1 any time STi � yi (e)� SUi , then e¼ e(x, u) belongs to A (the
acceptability region in the e-space), if u(e)< 1. Let us use the complementary indicator function fF[u
(e)]¼ 1, if u(e)	 1, i.e., e =2 A (or u =2 Au(x)) (failure) and equal to zero otherwise. Maximization of the
parametric yield Y(x) is equivalent to the minimization of the probability of failures F(x)¼ 1�Y(x),
which can be formulated as the following minimization process, w.r.t. x:

minimize F(x)f ¼ P u=2Au(x)f g

¼
ð
Rt

fF u(x, u)ð Þfu(u)du ¼ Eu fF u(x, u)ð Þ½ �
9=
; (5:31)

The scalar ‘‘step’’ function fF(�) (where the argument is also scalar function u(e)¼maxs¼ 1,K,M{gs(e)})
can now be generalized into a scalar weight function w(�), in the same spirit as in the Zadeh fuzzy set
theory [62,63]. For further generalization, the original p.d.f. fu(u) used in Equation 5.31 is parameterized,
multiplying u by the smoothing parameters b to control the dispersion of e, which leads to the following
optimization problem, utilizing a generalized measure Mw(x,b)

minimize Mw(x,b) ¼ Eu w u e(x,bu)ð Þ½ �f gf g (5:32)

where u(e(x, bu))¼maxs¼ 1, . . . ,M{gs(e(x, bu))}. If 0�w(�)� 1, Mw(�) corresponds to the probability
measure of fuzzy event introduced by Zadeh [63]. The choice of w(�) and b leads to different optimization
problems and different algorithms for yield=variability optimization. The standard yield optimization
problem results if w(a)¼fF(a) and b¼ 1 [Equation 5.31] (Figure 5.20a). Yield can be also approxi-
mately optimized indirectly, using a ‘‘smoothed’’ (e.g., sigmoidal) membership function w(a) (Figure
5.20e). For variability minimization, we have a whole family of possible approaches: (1) The generalized
Taguchi approach with w(a)¼a2 (see Equation 5.30) and b¼ 1 (see Figure 5.20c). (2) If w(a)¼a and
b¼ 1 is kept constant, we obtain a statistical mini–max problem, since the expected value of the max
function is used; this formulation will also lead to performance variability reduction. (3) If w(a) is
piecewise constant (Figure 5.20d), the approach is equivalent to the income index maximization with
separate quality classes, introduced in [28], and successfully used there for the increase of the percentage
of circuits belonging to the best classes (i.e., those characterized by small values of u(e)); this approach
also reduces variability of circuit performance functions. For all the cases, optimization is performed
using the proposed SA approach. The smoothed functional gradient formulas (Equation 5.25 and 5.26)
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have to be used, in general, since the ‘‘discrete-circuit’’ type gradient formulas are valid only for a limited
number of situations.

Example 5.4: Performance Variability Minimization for a MOSFET-C Filter

The objective of this example [31] was to reduce performance variability and to tune to target values the
performances of the MOSFET-C filter in Figure 5.21. The MOSFETS are used in groups composed of four
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FIGURE 5.20 Various cases of the weight function w(a).
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FIGURE 5.21 MOSFET-C bandpass filter optimized in Example 5.4.
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transistors implementing equivalent resistors with improved linearity. Design specifications are f0, the
center frequency, with the SL, ST, SU values specified as {45, 50, 55} kHz; H0, the voltage gain at f0, with the
specs {15, 20, 25} dB; and Q, the pole quality factor, with the specs {8, 10, 12}. The Taguchi-like ‘‘on-target’’
design and tuning was performed by minimizing the generalized measure Equation 5.32 with w(x)¼ x2,
using the SA approach with convolution smoothing, since the designable and random parameters are in
different (sub)spaces. The circuit has the total number of 90 transistors so its direct optimization using
transistor-level simulation would be too costly. Therefore, in [31] the operational amplifiers (op-amps)
shown in Figure 5.21 were modeled by a statistical macromodel, representing the most relevant op-amp
characteristics: DC gain A0, output resistance R0, and the �20 dB=dec frequency roll-off. Transistor model
parameters were characterized by a statistical model developed in [8], based on six common factors (see
Section 5.3): tox (oxide thickness), DLn, DLp (length reduction), NSUB,n, NSUB,p (substrate doping), and xjp
(junction depth). All other transistor model parameters were calculated from the six common factors
using second-order regression formulas developed in [8]. The major difficulty was to create statistical
models of the op-amp macromodel parameters A0, R0, and f3dB as the functions of the six common
factors listed previously. A special extraction procedure (similar in principle to the model of factor
analysis [20]) was developed and the relevant models created. Perfect matching between the transistor
model parameter of the 22 transistors of each of the op-amps was assumed for simplicity* (correlational
dependencies between individual parameters for individual transistors were maintained using the
statistical mode of [8], described earlier). Moreover, perfect matching between the three macromodels
(for the three op-amps) was also assumed. Mismatches between the threshold voltages and Kp (gain)
coefficients of all the transistors in Figure 5.21 were taken into account, introducing 48 additional noise
parameters. So, including the 6 global noise parameters discussed previously, the overall number of u
parameters was 54. Moreover, it was found that even if a large number of noise parameters had small
individual effect, their total contributions was significant, so, no meaningful reduction of the dimension
of the u-space was justified. Because of that, it was difficult to use approximating models in the u-space,
and even more difficult in the joint (x, u) space of 7þ 54¼ 61 parameters. Therefore, no approximation
was used.
The Monte Carlo studies showed that the proposed statistical macromodel provided quite reasonably

statistical accuracy for f0 (<1% errors for both the mean and the standard deviation), and<9.5% errors for
both, H0 and Q. The macromodel-based analysis was about 30 times faster than using the full device-level
SPICE analysis. Twenty-five designable parameters were selected, including transistor channel length of
the ‘‘resistor-simulating transistors,’’ four capacitors, and one of the gate voltages. Due to the designable
parameter tracking for transistor quadruples, the actual vector of optimized parameters was reduced to 7:
x¼ (VGs, C1, C2, L2, L3, L4, L5), where VGs denotes the gate voltage, and Ci, Lj are capacitor and channel length
values, respectively. The original yield was 43.5% and relative standard deviations for H0, f0, and Q were
reduced to 3.98%, 7.24%, and 22.06%, respectively, and all nominal values were close to their target values.
After SA optimization with convolution smoothing involving 5% perturbations for each of the x param-
eters, and the total of about 240 circuit analyses, yield increased to 85.0%, andH0, f0, andQ relative standard
deviations were reduced to 3.87%, 6.35%, and 13.91%, respectively. Therefore, the largest variability
reduction (for Q) was about 37%, with simultaneous significant yield increase.
The preceding example demonstrates a typical approach that has to be taken in the case of large

analog circuits: the circuit has to be (hierarchically) macromodeled firsty and suitable statistical macro-
models have to be created, including mismatch modeling.

5.5 Conclusion

Several different techniques of statistical yield optimization were presented. Other approaches to yield
estimation and optimization can be found, e.g., in [21] (process optimization), and in [15,57,59,60,61].
It was also shown that yield, variability minimization, Toguchi design, and other approaches can be
generalized into one methodology called design for qualityz (DFQ). DFQ is a quickly growing area [30],

* A more sophisticated model, taking the mismatches into account, was later proposed in [32].
y Behavioral models can also be used.
z Other approaches to yield generalization=Design for Quality were presented in [13,28,58].
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where the major objective is not to maximize the parametric yield as the only design criterion (yield is
often only vaguely defined), but to minimize the performance variability around the designer specified
target performance values. This has been a subject of research for many years using a sensitivity-based
approach, and most recently, using the Taguchi methodology, based on some of the techniques of
Design of Experiments rather than on the use of sensitivities. To increase the efficiency of the (mostly
manual) Taguchi techniques [30], some automated methods started to appear, such as the generalized
methodology described previously, or the automated approach based on capability indices Cp=Cpk (used
extensively in process quality control) proposed in [41].
Statistical design optimization is still an active research area, but several mature techniques have been

already developed and practically applied to sophisticated industrial IC design. This is of great import-
ance to the overall manufacturing cost reduction, circuit quality improvement, and shortening of the
overall IC design cycle.
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6.1 Introduction

In the last three decades integrated circuit (IC) fabrication technology has evolved from integration of a
few transistors in small-scale integration (SSI) to integration of several million transistors in very large-
scale integration (VLSI). This phenomenal progress has been made possible by automating the process of
design and fabrication of VLSI chips.
Integrated circuits consist of a number of electronic components, built by layering several different

materials in a well-defined fashion on a silicon base called a wafer. The designer of an IC transforms a
circuit description into a geometric description, which is known as a layout. A layout consists of a set of
planar geometric shapes in several layers. The layout is then checked to ensure that it meets all the design

* The material presented in this chapter was adapted from the author’s book Algorithms for VLSI Physical Design
Automation, Boston: Kluwer Academic, 1993, with editorial changes for clarity and continuity. Copyright permission
has been obtained from Kluwer Academic Publishers.
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requirements. The result is a set of design files in a particular unambiguous representation, known as an
intermediate form, which describes the layout. The design files are then converted into pattern generator
files, which are used to produce patterns called masks by an optical pattern generator. During fabrication,
these masks are used to pattern a silicon wafer using a sequence of photolithographic steps. The
component formation requires very exacting details about geometric patterns and separation between
them. The process of converting the specifications of an electrical circuit into a layout is called the
physical design. It is an extremely tedious and error-prone process because of the tight tolerance
requirements and the minuteness of the individual components. Currently, the smallest geometric feature
of a component can be as small as 0.35 mm (1 mm¼ 1.03 10�6 m). However, it is expected that the
feature size can be reduced to 0.1 mm within 5 years. This small feature size allows fabrication of as many
as 4.5 million transistors on a 253 25 mm maximum size chip. Due to the large number of components
and the exacting details required by the fabrication process, the physical design is not practical without
the help of computers. As a result, almost all phases of physical design extensively use computer-aided
design (CAD) tools and many phases have already been partially or fully automated. This automation of
the physical design process has increased the level of integration, reduced the turnaround time, and
enhanced chip performance.
VLSI physical design automation is essentially the study of algorithms related to the physical design

process. The objective is to study optimal arrangements of devices on a plane (or in a three-dimensional
space) and efficient interconnection schemes between these devices to obtain the desired functionality.
Because space on a wafer is very expensive real estate, algorithms must use the space very efficiently to
lower costs and improve yield. In addition, the arrangement of devices plays a key role in determining the
performance of a chip. Algorithms for physical design must also ensure that all the rules required by the
fabrication are observed and that the layout is within the tolerance limits of the fabrication process.
Finally, algorithms must be efficient and should be able to handle very large designs. Efficient algorithms
not only lead to fast turnaround time, but also permit designers to iteratively improve the layouts.
With the reduction in the smallest feature size and increase in the clock frequency, the effect of

electrical parameters on physical design will play a more dominant role in the design and development of
new algorithms.
In this section, we present an overview of the fundamental concepts of VLSI physical design

automation. Different design styles are discussed in Section 6.4. Section 6.2 discusses the design cycle
of a VLSI circuit. In Section 6.3 different steps of the physical design cycle are discussed. The rest of the
sections discuss each step of the physical design cycle.

6.2 Very Large-Scale Integration Design Cycle

Starting with a formal specification, the VLSI design cycle follows a series of steps and eventually
produces a packaged chip. A flow chart representing a typical design cycle is shown in Figure 6.1.

1. System specification: The specifications of the system to be designed are exactly specified here. This
necessitates creating a high-level representation of the system. The factors to be considered in this
process include performance, functionality, and the physical dimensions. The choice of fabrication
technology and design techniques are also considered. The end results are specifications for the
size, speed, power, and functionality of the VLSI system to be designed.

2. Functional design: In this step, behavioral aspects of the system are considered. The outcome is
usually a timing diagram or other relationships between subunits. This information is used to
improve the overall design process and to reduce the complexity of the subsequent phases.

3. Logic design: In this step, the functional design is converted into a logical design, typically
represented by Boolean expressions. These expressions are minimized to achieve the smallest
logic design which conforms to the functional design. This logic design of the system is simulated
and tested to verify its correctness.

6-2 Computer Aided Design and Design Automation



4. Circuit design: Here, the Boolean expressions are converted into a circuit representation by taking
into consideration the speed and power requirements of the original design. The electrical behavior
of the various components are also considered in this phase. The circuit design is usually expressed
in a detailed circuit diagram.

5. Physical design: In this step, the circuit representation of each component is converted into a
geometric representation. This representation is in fact a set of geometric patterns which
perform the intended logic function of the corresponding component. Connections between
different components are also expressed as geometric patterns. As stated earlier, this geometric
representation of a circuit is called a layout. The exact details of the layout also depend on
design rules, which are guidelines based on the limitations of the fabrication process and the

Fabrication

X = (AB*CD)+(A+D)+(A(B+C)) 
Y = (A(B+C)+AC+D+A(BC+D))

System specification

Functional design

Logic design

Circuit design

Physical design

Packaging

FIGURE 6.1 Design process steps.
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electrical properties of the fabrication materials. Physical design is a very complex process;
therefore, it is usually broken down into various substeps in order to handle the complexity of
the problem. In fact, physical design is arguably the most time-consuming step in the VLSI
design cycle.

6. Design verification: In this step, the layout is verified to ensure that the layout meets the system
specifications and the fabrication requirements. Design verification consists of design rule checking
(DRC) and circuit extraction. DRC is a process which verifies that all geometric patterns meet the
design rules imposed by the fabrication process. After checking the layout for design rule violations
and removing them, the functionality of the layout is verified by circuit extraction. This is a reverse
engineering process and generates the circuit representation from the layout. This reverse engi-
neered circuit representation can then be compared to the original circuit representation to verify
the correctness of the layout.

7. Fabrication: After verification, the layout is ready for fabrication. The fabrication process consists
of several steps: preparation of wafer, deposition, and diffusion of various materials on the wafer
according to the layout description. A typical wafer is 10 cm in diameter and can be used to
produce between 12 and 30 chips. Before the chip is mass produced, a prototype is made and
tested.

8. Packaging, testing, and debugging: In this step, the chip is fabricated and diced in a fabrication
facility. Each chip is then packaged and tested to ensure that it meets all the design specifications
and that it functions properly. Chips used in printed circuit boards (PCBs) are packaged in a dual-
in-line package (DIP) or pin grid array (PGA). Chips which are to be used in a multichip module
(MCM) are not packaged because MCMs use bare or naked chips.

The VLSI design cycle is iterative in nature, both within a step and between steps. The representation is
iteratively improved to meet system specifications. For example, a layout is iteratively improved so that it
meets the timing specifications of the system. Another example may be detection of design rule violations
during design verification. If such violations are detected, the physical design step needs to be repeated to
correct the error. The objective of VLSI CAD tools is to minimize the number of iterations and thus
reduce the time-to-market.

6.3 Physical Design Cycle

Physical design cycle converts a circuit diagram into a layout. This is accomplished in several steps such
as partitioning, floorplanning, placement, routing, and compaction, as shown in Figure 6.2.

1. Partitioning: The complex task of chip layout is divided into several smaller tasks. A chip may
contain several million transistors. Layout of the entire circuit cannot be handled due to the
limitation of memory space as well as computation power available. Therefore, it is normally
partitioned by grouping the components into blocks (subcircuits=modules). The actual partitioning
process considers many factors such as size of the blocks, number of blocks, and number of
interconnections between the blocks. The output of partitioning is a set of blocks along with the
interconnections required between blocks. The set of interconnections required is referred to as a
netlist. Figure 6.2a shows that the input circuit has been partitioned into three blocks. In large
circuits the partitioning process is hierarchical and at the topmost level a chip may have between 5
and 25 blocks. Each module is then partitioned recursively into smaller blocks.

2. Placement: In this step, good layout alternatives are selected for each block, as well as the entire
chip. The area of each block can be calculated after partitioning and is based approximately on the
number and the type of components in that block. The actual rectangular shape of the block, which
is determined by the aspect ratio may, however, be varied within a prespecified range. Floor-
planning is a critical step, as it sets up the groundwork for a good layout. However, it is
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computationally quite hard. Very often the task of floorplan layout is done by a design engineer,
rather than by a CAD tool. This is sometimes necessary as the major components of an IC are
often intended for specific locations on the chip. The placement process determines the exact
positions of the blocks on the chip, so as to find a minimum area arrangement for the blocks that
allows completion of interconnections between the blocks. Placement is typically done in two
phases. In the first phase an initial placement is created. In the second phase the initial placement is
evaluated and iterative improvements are made until the layout has minimum area and conforms
to design specifications. Figure 6.2b shows that three blocks have been placed. It should be noted
that some space between the blocks is intentionally left empty to allow interconnections between
blocks. Placement may lead to unroutable design, i.e., routing may not be possible in the space
provided. Thus, another iteration of placement is necessary. To limit the number of iterations of
the placement algorithm, an estimate of the required routing space is used during the placement
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FIGURE 6.2 Physical design cycle.
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phase. A good routing and circuit performance heavily depend on a good placement algorithm.
This is due to the fact that once the position of each block is fixed, very little can be done to
improve the routing and the overall circuit performance.

3. Routing: In this step, the objective is to complete the interconnections between blocks according to
the specified netlist. First, the space not occupied by the blocks (called the routing space) is
partitioned into rectangular regions called channels and switchboxes. The goal of a router is to
complete all circuit connections using the shortest possible wire length and using only the channels
and switchboxes. This is usually done in two phases, referred to as the global routing and detailed
routing phases. In global routing, connections are completed between the proper blocks of the
circuit disregarding the exact geometric details of each wire and pin. For each wire, the global
router finds a list of channels which are to be used as a passageway for that wire. In other words,
global routing specifies the ‘‘loose route’’ of a wire through different regions in the routing space.
Global routing is followed by detailed routing, which completes point-to-point connections
between pins on the blocks. Loose routing is converted into exact routing by specifying geometric
information such as width of wires and their layer assignments. Detailed routing includes channel
routing and switchbox routing. Routing is a very well-studied problem and several hundred articles
have been published about all its aspects. Because almost all problems in routing are computa-
tionally hard, the researchers have focused on heuristic algorithms. As a result, experimental
evaluation has become an integral part of all algorithms and several benchmarks have been
standardized. Due to the nature of the routing algorithms, complete routing of all the connections
cannot be guaranteed in many cases. As a result, a technique called rip-up and reroute is used,
which basically removes troublesome connections and reroutes them in a different order. The
routing phase of Figure 6.2c shows that all the interconnections between three blocks have
been routed.

4. Compaction: In this step, the layout is compressed in all directions such that the total area is
reduced. By making the chip smaller, wire lengths are reduced, which in turn reduces the signal
delay between components of the circuit. At the same time, a smaller area may imply more chips
can be produced on a wafer, which in turn reduces the cost of manufacturing. However, the
expense of computing time mandates the extensive compaction is used only when large quan-
tities of ICs are produced. Compaction must ensure that no rules regarding the design and
fabrication process are violated during the process. The final diagram in Figure 6.2d shows the
compacted layout.

Physical design, like VLSI design, is iterative in nature, and many steps such as global routing and
channel routing are repeated several times to obtain a better layout. In addition, the quality of results
obtained in a step depends on the quality of solutions obtained in earlier steps. For example, a poor
quality placement cannot be ‘‘cured’’ by high quality routing. As a result, earlier steps have more
influence on the overall quality of the solution. In this sense partitioning, floorplanning, and placement
problems play a more important role in determining the area and chip performance, as compared to
routing and compaction. Because placement may produce an ‘‘unroutable’’ layout, the chip might need
to be replaced or repartitioned before another routing is attempted. In general, the whole design cycle
may be repeated several times to accomplish the design objectives. The complexity of each step varies
depending on the design constraints as well as the design style used.

6.4 Design Styles

Even after decomposing physical design into several conceptually easier steps, it has been shown that
each step is computationally very hard. Market requirements demand a quick time-to-market and high
yield. As a result, restricted models and design styles are used in order to reduce the complexity of
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physical design. This practice began in the late 1960s and led to the development of several restricted
design styles [8].
The most general form of layout is called the full-custom design style, in which the circuit is

partitioned into a collection of subcircuits according to some criteria such as functionality of each
subcircuit. In this design style, each subcircuit is called a functional block or simply a block. The full-
custom design style allows functional blocks to be of any size. Figure 6.3 shows an example of very simple
circuit with few blocks. Internal routing in each block is not shown for the sake of clarity. Blocks can be
placed at any location on the chip surface without restriction. In other words, this style is characterized by
the absence of any constraints on the physical design process. This design style allows for very compact
designs. However, the process of automating a full-custom design style has a much higher complexity
than other restricted models. For this reason, it is used only when final design must have a minimum area
and designing time is less of a factor. The automation process for a full-custom layout is still a topic of
intensive research. Some phases of physical design of a full-custom chip may be done manually to
optimize the layout. Layout compaction is a very important aspect in full-custom. The rectangular solid
boxes around the boundary of the circuit are called I–O pads. Pads are used to complete interconnections
between chips or interconnections between chip and the board. The space not occupied by blocks is used
for routing of interconnecting wires. Initially all the blocks are placed within the chip area, with the
objective of minimizing the total area. However, enough space must be left between the blocks to
complete the routing. Usually several metal layers are used for routing interconnections. Currently,
two metal layers are common for routing and the three-metal layer process is gaining acceptance, as the
fabrication costs become more feasible. The routing area needed between the blocks becomes increasingly
smaller as more routing layers are used. This is because some routing is done on top of the transistors in
the additional metal layers. If all the routing can be done on top of the transistors, the total chip area is
determined by the area of the transistors.

Pad Metal 1 Metal 2Via

Data path
PLA I/O

ROM/RAM

A/D converter
Random logic

FIGURE 6.3 Full-custom structure.
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In a hierarchical design of circuit each block in full-custom design may be very complex and may
consist of several subblocks, which in turn may be designed using the full-custom design style or other
design styles. It is easy to see that because any block is allowed to be placed anywhere on the chip, the
problem of optimizing area and interconnection of wires becomes difficult. Full-custom design is very
time consuming; thus, the method is inappropriate for very large circuits, unless performance is of
utmost importance. Full-custom is usually used for the layout of microprocessors.
A more restricted design style is called the standard cell design style. The design process in standard

cell design style is simpler than a full-custom design style. Standard cell methodology considers the layout
to consist of rectangular cells of the same height. Initially, a circuit is partitioned into several smaller
blocks, each of which is equivalent to some predefined subcircuit (cell). The functionality and the
electrical characteristics of each predefined cell are tested, analyzed, and specified. A collection of these
cells is called a cell library, usually consisting of 200–400 cells. Terminals on cells may be located either
on the boundary or in the center of the cells. Cells are placed in rows and the space between two rows is
called a channel. These channels are used to perform interconnections between cells. If two cells to be
interconnected lie in the same row or in adjacent rows, then the channel between the rows is used for
interconnection. However, if two cells to be connected lie in two nonadjacent rows, then their intercon-
nection wire passes through the empty space between any two cells, or feedthrough.
Standard cell design is well suited for moderate-size circuits and medium production volumes.

Physical design using standard cells is simpler as compared to full-custom and efficient using modern
design tools. The standard cell design style is also widely used to implement the ‘‘random logic’’ of the
full-custom design, as shown in Figure 6.3. While standard cell designs are developed more quickly, a
substantial initial investment is needed in the development of the cell library, which may consist of
several hundred cells. Each cell in the cell library is ‘‘handcrafted’’ and requires a highly skilled design
engineer. Each type of cell must be created with several transistor sizes. Each cell must then be tested by
simulation and its performance must be characterized. A standard cell design usually takes more area
than a full-custom or a handcrafted design. However, as more metal layers become available for routing,
the difference in area between the two design styles will gradually be reduced.
The gate array design style is a simplified version of the standard cell design style. Unlike the cells in

standard cell designs, all the cells in gate array are identical. The entire wafer is prefabricated with an
array of identical gates or cells. These cells are separated by both vertical and horizontal spaces called
vertical and horizontal channels. The circuit design is modified such that it can be partitioned into a
number of identical blocks. Each block must be logically equivalent to a cell on the gate array. The name
‘‘gate array’’ signifies the fact that each cell may simply be a gate, such as a three-input NAND gate. Each
block in the design is mapped or placed onto a prefabricated cell on the wafer during the partitioning=
placement phase, which is reduced to a block-to-cell assignment problem. The number of partitioned
blocks must be less than or equal to that of the total number of cells on the wafer. Once the circuit is
partitioned into identical blocks, the task is to make the interconnections between the prefabricated cells
on the wafer using horizontal and vertical channels to form the actual circuit. The uncommitted gate
array is taken into the fabrication facility and routing layers are fabricated on top of the wafer. The
completed wafer is also called a customized wafer.
This simplicity of gate array design is gained at the cost of rigidity imposed upon the circuit both by

the technology and the prefabricated wafers. The advantage of gate arrays is that the steps involved for
creating any prefabricated wafer are the same, and only the last few steps in the fabrication process
actually depend on the application for which the design will be used. Hence, gate arrays are cheaper and
easier to produce than full-custom or standard cell. Similar to standard cell design, gate array is also a
nonhierarchical structure. The gate array architecture is the most restricted form of layout. This also
means it is the simplest for algorithms to work with. For example, the task of routing in gate array is to
determine if a given placement is routable. The routability problem is conceptually simpler as compared
to the routing problem in standard cell and full-custom design styles.
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The choice of design style for a particular circuit depends on many factors such as functionality of the
chip, time-to-market, and the volume of chips to be manufactured. Full-custom is typically reserved for
high-performance, high-volume chips, while standard cells are used for moderate performance, where
the cost of full-custom cannot be justified. Gate arrays are typically used for low-performance, low-cost
applications. A design style may be applicable to the entire chip or a block of the chip.
Irrespective of the choice of the design style, all steps of the physical design cycle need to be carried

out. However, the complexity, the effectiveness, and the algorithms used differ considerably depending
on the design style. The following sections discuss algorithms for different phases of the physical
design cycle.

6.5 Partitioning

As stated earlier, the basic purpose of partitioning is to simplify the overall design process. The circuit is
decomposed into several subcircuits to make the design process manageable. This section considers the
partitioning phase of the physical design cycle, study constraints, and objective functions for this problem
and presents efficient algorithms.
Given a circuit, the partitioning problem is to decompose it into several subcircuits subject to

constraints while optimizing a given objective function. The constraints for the partitioning problem
include area constraints and terminal constraints. Area constraints are user specified for design opti-
mization and terminal count depends on the area and aspect ratio of the block. In particular, the terminal
count for a partition is given by the ratio of the perimeter of the partition to the terminal pitch. The
minimum spacing between two adjacent terminals is called terminal pitch and is determined by the
design rules. The objective functions for a partitioning problem include the minimization of the number
of nets that cross the partition boundaries, and the minimization of the maximum number of times a
path crosses the partition boundaries. The constraints and the objective functions used in the partitioning
problem vary depending upon the partitioning level and the design style used. The actual objective
function and constraints chosen for the partitioning problem may also depend on the specific problem.
The number of nets that connect a partition to other partitions cannot be greater than the terminal count
of the partition. In addition, the number of nets cut by partitioning should be minimized to simplify the
routing task. The minimization of the number of nets cut by partitioning is one of the most important
objectives in partitioning.
A disadvantage of the partitioning process is that it may degrade the performance of the final design.

During partitioning, critical components should be assigned to the same partition. If such an assignment
is not possible, then appropriate timing constraints must be generated to keep the two critical compon-
ents close together. Usually, several components, forming a critical path, determine the chip perform-
ance. If each component is assigned to a different partition, the critical path may be too long. Minimizing
the length of critical paths improves system performance.
After a chip has been partitioned, each of the subcircuits must be placed on a fixed plane and the nets

between all the partitions must be interconnected. The placement of the subcircuits is done by the
placement algorithms and the nets are routed by using routing algorithms.

6.5.1 Classification of Partitioning Algorithms

The partitioning algorithms also may be classified based on the nature of the algorithms, of which two
types exist: deterministic algorithms and probabilistic algorithms. Deterministic algorithms produce
repeatable or deterministic solutions. For example, an algorithm which makes use of deterministic
functions will always generate the same solution for a given problem. On the other hand, the probabilistic
algorithms are capable for producing a different solution for the same problem each time they are used,
as they make use of some random functions.
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The partitioning algorithms also may be classified on the basis of the process used for partitioning.
Thus, we have group migration algorithms, simulated annealing and evolution-based algorithms, and
other partitioning algorithms.
The group migration algorithms [9,17] start with some partitions, usually generated randomly, and

then move components between partitions to improve the partitioning. The group migration algorithms
are quite efficient. However, the number of partitions must be specified, which is usually not known when
the partitioning process starts. In addition, the partitioning of an entire system is a multilevel operation,
and the evaluation of the partitions obtained by the partitioning depends on the final integration of
partitions at all levels, from the basic subcircuits to the whole system. An algorithm used to find a
minimum cut at one level may sacrifice the quality of cuts for the following levels. The group migration
method is a deterministic method that is often trapped at a local optimum and cannot proceed further.
The simulated annealing=evolution algorithms [3,10,18,26] carry out the partitioning process by using

a cost function, which classifies any feasible solution, and a set of moves, which allows movement from
solution to solution. Unlike deterministic algorithms, these algorithms accept moves which may
adversely affect the solution. The algorithm starts with a random solution and as it progresses, the
proportion of adverse moves decreases. These degenerate moves act as a safeguard against entrapment in
local minima. These algorithms are computationally intensive as compared to group migration and
other methods.
Among all the partitioning algorithms, the group migration and simulated annealing=evolution have

been the most successful heuristics for partitioning problems. The group migration and simulated
annealing=evolution methods are most widely used, and extensive research has been carried out in
these two types of algorithms.

6.5.2 Kernighan–Lin Partitioning Algorithm

The Kernighan–Lin (K–L) algorithm is a bisectioning algorithm. It starts by initially partitioning the
graph G¼ (V, E) into two subsets of equal size. Vertex pairs are exchanged across the bisection if the
exchange improves the cutsize. The preceding procedure is carried out iteratively until no further
improvement can be achieved.
The basic idea of the K–L algorithm is illustrated with the help of an example before presenting the

algorithm formally. Consider the example given in Figure 6.4a. The initial partitions are

A ¼ 1,2,3,4f g
B ¼ 5,6,7,8f g

(b)(a)

1 1

2
2

3

3

44

5

5

6 6

7

7

8

8

FIGURE 6.4 Graph bisected by K–L algorithm: (a) initial bisections and (b) final bisections.
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Notice that the initial cutsize is 9. The next step of the K–L algorithm is to choose a pair of vertices whose
exchange results in the largest decrease of the cutsize or results in the smallest increase, if no decrease is
possible. The decrease of the cutsize is computed using gain values D(i) of vertices vi. The gain of a vertex
vi is defined as

D ið Þ ¼ inedge ið Þ � outedge ið Þ

where
inedge(i) is the number of edges of vertex i that do not cross the bisection boundary
outedge(i) is the number of edges that cross the boundary

The amount by which the cutsize decreases, if vertex vi changes over to the other partition, is represented
by D(i). If vi and vj are exchanged, the decrease of the cutsize is D(i)þD(j). In the example given in
Figure 6.4, a suitable vertex pair is (3, 5), which decreases the cutsize by 3. A tentative exchange of this
pair is made. These two vertices are then locked. This lock on the vertices prohibits them from taking part
in any further tentative exchanges. The preceding procedure is applied to the new partitions, which gives
a second vertex pair of (4, 6). This procedure is continued until all the vertices are locked. During this
process, a log of all tentative exchanges and the resulting cutsizes is stored. Table 6.1 shows the log of
vertex exchanges for the given example. Note that the partial sum of cutsize decrease g(i) over the
exchanges of first i vertex pairs is given in the table; e.g., g(1)¼ 3 and g(2)¼ 8. The value of k for which g
(k) gives the maximum value of all g(i) is determined from the table. In this example k¼ 2 and g(2)¼ 8 is
the maximum partial sum. The first k pairs of vertices are actually exchanged. In the example the first two
vertex pairs (3, 5) and (4, 6) are actually exchanged, resulting in the bisection shown in Figure 6.4b. This
completes an iteration and a new iteration starts. However, if no decrease of cutsize is possible during an
iteration, the algorithm stops. Figure 6.5 presents the formal description of the K–L algorithm.
The procedure INITIALIZE finds initial bisections, and initializes the parameters in the algorithm. The

procedure IMPROVE tests if any improvement has been made during the last iteration, while the
procedure UNLOCK checks if any vertex is unlocked. Each vertex has a state of either locked or unlocked.
Only those vertices whose status is unlocked are candidates for the next tentative exchanges. The
procedure TENT-EXCHGE tentatively exchanges a pair of vertices. The procedure LOCK locks the
vertex pair, while the procedure LOG stores the log table. The procedure ACTUAL-EXCHGE determines
the maximum partial sum of g(i), selects the vertex pairs to be exchanged, and fulfills the actual exchange
of these vertex pairs.
The time complexity of the K–L algorithm is O(n3). The K–L algorithm is, however, quite robust. It

can accommodate additional constraints, such as a group of vertices requiring to be in a specified
partition. This feature is very important in layout because some blocks of the circuit are to be kept
together due to the functionality. For example, it is important to keep all components of an adder
together. However, the K–L algorithm has several disadvantages. For example, the algorithm is not
applicable for hypergraphs, it cannot handle arbitrarily weighted graphs and the partition sizes must be
specified before partitioning. Finally, the complexity of the algorithm is considered too high even for
moderate-size problems.

TABLE 6.1 Log of the Vertex Exchanges

i Vertex Pair g(i)
Pi

j¼1 g(i) Cutsize

0 — — — 9

1 (3, 5) 3 3 6

2 (4, 6) 5 8 1

3 (1, 7) �6 2 7

4 (2, 8) �2 0 9
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6.6 Other Partitioning Algorithms

In order to overcome the disadvantages of the K–L algorithm, several extensions of the K–L algorithm
such as the Fiduccia–Mattheyses algorithm, the Goldberg and Burstein algorithm, the component
replication algorithm, and the ratio cut algorithm were developed. In the class of probabilistic and
iterative algorithms simulated annealing and evolution-based algorithms have been developed for
partitioning. For details on these partitioning algorithms, refer to Chapter 4 of [29].

6.7 Placement

The placement phase follows the partitioning phase of the physical design cycle. After the circuit has been
partitioned, the area occupied by each block (subcircuit) can be calculated and the number of terminals
(pins) required by each block is known. Partitioning also generates the netlist which specifies the
connections between the blocks. The layout is completed by arranging the blocks on the layout surface
and interconnecting their pins according to the netlist. The arrangement of blocks is done in the
placement phase, while interconnection is completed in the routing phase. In the placement phase,
blocks are assigned a specific shape and are positioned on a layout surface in such a fashion that no two
blocks overlap and enough space is left on the layout surface to complete the interconnections between
the blocks. The blocks are positioned so as to minimize the total area of the layout. In addition, the
locations of pins on each block are also determined.
The input to the placement phase is a set of blocks, the number of terminals for each block, and the

netlist. If the layout of the circuit within a block has been completed, then the dimensions of the block are
also known. The blocks for which the dimensions are known are called fixed blocks and the blocks for
which dimensions are yet to be determined are called flexible blocks. Thus, during the placement phase,
we need to determine an appropriate shape for each block (if shape is not known), the location of each
block on the layout surface, and determine the locations of pins on the boundary of the blocks. The

Algorithm KL

Begin
 INITIALIZE();
 while (IMPROVE (table) = TRUE) do
 (* if an improvement has been made during last iteration,
 the process is carried out again.*)
  while (UNLOCK(A) = TRUE) do
  (* if there exists any unlocked vertex in A,
  more tentative exchanges are carried out.*)
   for (each a   A) do
    if (a = unlocked ) then
     for (each b    B) do
      if (b = unlocked ) then
       if (Dmax < D(a) + D(b)) then
        Dmax = D(a) + D(b);
        amax = a;
        bmax = b;
   TENT-EXCHGE(amax, bmax);
   LOCK(amax, bmax);
   LOG(table);
   Dmax = –∞;
  ACTUAL-EXCHGE(table);
End; 

FIGURE 6.5 Algorithm K–L.
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problem of assigning locations to the fixed blocks on a layout surface is called the placement problem. If
some or all of the blocks are flexible, the problem is called the floorplanning problem. Hence, the
placement problem is a restricted version of the floorplanning problem. The terminology is slightly
confusing as floorplanning problems are placement problems as well, but these terminologies have been
widely used and accepted. It is desirable that the pin locations are identified at the same time the block
locations are fixed. However, due to the complexity of the placement problem, the problem of identifying
the pin locations for the blocks is solved after the locations of all the blocks are known. This process of
identifying pin locations is called pin assignment.
The placement phase is crucial in the overall physical design cycle because an ill-placed layout cannot

be improved by high-quality routing. In other words, the overall quality of the layout in terms of area
and performance is mainly determined in the placement phase.

6.7.1 Classification of Placement Algorithms

The placement algorithms can be classified on the basis of the input to the algorithms, the nature of
output generated by the algorithms, and the process used by the algorithms.
Depending on the input, the placement algorithms can be classified into two major groups: construct-

ive placement and iterative improvement methods. The input to the constructive placement algorithms
consists of a set of blocks along with the netlist. The algorithm finds the locations of blocks. On the other
hand, iterative improvement algorithms start with an initial placement. These algorithms modify the
initial placement in search of a better placement. These algorithms are typically used in an iterative
manner until no improvement is possible.
The nature of output produced by an algorithm is another way of classifying the placement algorithms.

Some algorithms generate the same solution when presented with the same problem, i.e., the solution
produced is repeatable. These algorithms are called deterministic placement algorithms. Algorithms that
function on the basis of fixed connectivity rules (or formulas) or determine the placement by solving
simultaneous equations are deterministic and always produce the same result for a particular placement
problem. Some algorithms, on the other hand, work by randomly examining configurations and may
produce a different result each time they are presented with the same problem. Such algorithms are called
probabilistic placement algorithms.
The classification based on the process used by the placement algorithms is perhaps the best way

of classifying these algorithms. Two important classes of algorithms come under this classification:
simulation-based algorithms and partitioning-based algorithms. Simulation-based algorithms simulate
some natural phenomenon while partitioning-based algorithms use partitioning for generating the
placement. The algorithms which use clustering and other approaches are classified under ‘‘other’’
placement algorithms.

6.7.2 Simulated Annealing Placement Algorithm

Simulated annealing is one of the most well-developed methods available [2,10–12,16,19,23,25–28].
The simulated annealing technique has been successfully used in many phases of VLSI physical design,
e.g., circuit partitioning. A detailed description of the application of this method to partitioning may be
found in Chapter 4 of [29]. Simulated annealing is used in placement as an iterative improvement
algorithm. Given a placement configuration, a change to that configuration is made by moving a
component or interchanging locations of two components. In the case of the simple pairwise interchange
algorithm, it is possible that an achieved configuration has a cost higher than that of the optimum, but no
interchange can cause a further cost reduction. In such a situation, the algorithm is trapped at a local
optimum, and cannot proceed further. Actually, this happens quite often when this algorithm is used in
real-life examples. Simulated annealing avoids getting stuck at a local optimum by occasionally accepting
moves that result in a cost increase.
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In simulated annealing, all moves that result in a decrease in cost are accepted. Moves that result in an
increase in cost are accepted with a probability that decreases over the iterations. The analogy to the
actual annealing process is heightened with the use of a parameter called temperature T. This parameter
controls the probability of accepting moves that result in an increased cost. Additional moves are
accepted at higher values of temperature than at lower values. The acceptance probability can be given
by eDC=T, where DC is the increase in cost. The algorithm starts with a very high value of temperature,
which gradually decreases so that moves that increase cost have a lower probability of being accepted.
Finally, the temperature reduces to a very low value which causes only moves that reduce cost to be
accepted. In this way the algorithm converges to an optimal or near-optimal configuration.

In each stage, the configuration is shuffled randomly to obtain a new configuration. This random
shuffling could be achieved by displacing a block to a random location, an interchange of two blocks, or
any other move that can change the wire length. After the shuffle, the change in cost is evaluated. If a
decrease in cost occurs, the configuration is accepted; otherwise, the new configuration is accepted with
a probability that depends on the temperature. The temperature is then lowered using some function
which, for example, could be exponential in nature. The process is stopped when the temperature has
dropped to a certain level. The outline of the simulated annealing algorithm is shown in Figure 6.6.
The parameters and functions used in a simulated annealing algorithm determine the quality of the

placement produced. These parameters and functions include the cooling schedule consisting of initial
temperature (init_temp), final temperature ( final_temp), and the function used for changing the tempera-
ture (SCHEDULE), inner_loop_criterion, which is the number of trials at each temperature, the process
used for shuffling a configuration (PERTURB), acceptance probability (F), and the cost function (COST).
A good choice of these parameters and functions can result in a good placement in a relatively short time.

6.7.3 Other Placement Algorithms

Several other algorithms which simulate naturally occurring processes have been developed for routing.
The simulated evolution algorithm is analogous to the natural process of mutation of species as they
evolve to better adapt to their environment. The force directed placement explores the similarity between
the placement problem and the classical mechanics problem of a system of bodies attached to springs.
The partitioning-based placement techniques include Breuer’s algorithm and the terminal propagation
algorithm. Several other algorithms, such as the cluster growth algorithm, the quadratic assignment
algorithm, the resistive network optimization algorithm, and the branch and bound algorithm, also exist.
For more details on these algorithms, refer to Chapter 5 of [29].

Algorithm Simulated Annealing

Begin
 temp = INIT-TEMP;
 place = INIT-PLACEMENT;
 while (temp > FINAL-TEMP) do
  while (inner_loop_criterion = FALSE) do
   new_ place = PERTURB (place);
   ΔC = COST(new_ place) - COST (place);
   if (ΔC < 0) then
    place = new_ place;
   else if  (RANDOM(0,1) > e  T   then
    place = new_place;
  temp = SCHEDULE(temp);
End;

Δc

FIGURE 6.6 Algorithm simulated annealing.
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6.8 Routing

The exact locations of circuit blocks and pins are determined in the placement phase. A netlist is also
generated which specifies the required interconnections. Space not occupied by the blocks can be viewed
as a collection of regions. These regions are used for routing and are called routing regions. The process
of finding the geometric layouts of all the nets is called routing. Each routing region has a capacity, which
is the maximum number of nets that can pass through that region. The capacity of a region is a function
of the design rules and dimensions of the routing regions and wires. Nets must be routed within the
routing regions and must not violate the capacity of any routing region. In addition, nets must not
short circuit; that is, nets must not intersect each other. The objective of routing is dependent on the
nature of the chip. For general-purpose chips, it is sufficient to minimize the total wire length. For high-
performance chips, total wire length may not be a major concern. Instead, we may want to minimize the
longest wire to minimize the delay in the wire and therefore maximize its performance. Usually routing
involves special treatment of such nets as clock nets, power, and ground nets. In fact, these nets are
routed separately by special routers.
Channels and switchboxes are the two types of routing regions. A switchbox is a rectangular area

bounded on all sides. A channel is a rectangular area bounded on two opposite sides by the blocks. The
capacity of a channel is a function of the number of layers (l), height (h) of the channel, wire width (w),
and wire separation (s); i.e., capacity¼ (l3 h)=(wþ s). For example, if for channel C (Figure 6.7), l¼ 2,
h¼ 18l, w¼ 3l, s¼ 3l, then the capacity is (23 18)=(3þ 3)¼ 6.
A VLSI chip may contain several million transistors. As a result, tens of thousands of nets must be

routed to complete the layout. In addition, several hundred routes are possible for each net. This makes
the routing problem computationally hard. In fact, even when the routing problem is restricted to
channels, it cannot be solved in polynomial time; i.e., the channel routing problem is NP-complete [30].
Therefore, routing traditionally is divided into two phases. The first phase is called global routing and
generates a ‘‘loose’’ route for each net. In fact, it assigns a list of routing regions to each net without
specifying the actual geometric layout of wires. The second phase, which is called detailed routing, finds
the actual geometric layout of each net within the assigned routing regions (Figure 6.8b). Unlike global
routing, which considers the entire layout, a detailed router considers just one region at a time. The exact
layout is produced for each wire segment assigned to a region, and vias are inserted to complete the
layout. Detailed routing includes channel routing and switchbox routing. Another approach to routing is
called area routing, which is a single-phase routing technique. However, this technique is computation-
ally infeasible for general VLSI circuits and is typically used for specialized problems.

Channel C

Block

Switchbox

Terminals

FIGURE 6.7 Layout of circuit blocks and pins after placement.
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6.9 Classification of Global Routing Algorithms

Two approaches solve the global routing problem: the sequential and the concurrent:

1. Sequential approach: As the name suggests, nets are routed one by one. However, once a net has
been routed it may block other nets which are yet to be routed. As a result, this approach is very
sensitive to the order in which the nets are considered for routing. Usually, the nets are sequenced
according to their criticality, perimeter of the bounding rectangle, and the number of terminals.
The criticality of a net is determined by the importance of the net.

2. Concurrent approach: This approach avoids the ordering problem by considering routing of all the
nets simultaneously. The concurrent approach is computationally hard and no efficient polynomial
algorithms are known, even for two-terminal nets. As a result, integer programming methods have
been suggested. The corresponding integer program is usually too large to be employed efficiently.
Hence, hierarchical methods that work from the top down are employed to partition the problem
into smaller subproblems, which can be solved by integer programming.

6.10 Classification of Detailed Routing Algorithms

Many ways are possible for classifying the detailed routing algorithms. The algorithms could be classified
on the basis of the routing models used. Some routing algorithms use grid-based models, while some
other algorithms use the gridless model. The gridless model is more practical as all the wires in a design
do not have the same width. Another possible classification scheme could be to classify the algorithms
based on the strategy they use. Thus, we could have greedy routers or hierarchical routers to name two.
We classify the algorithms based on the number of layers used for routing. Single-layer routing problems
frequently appear as subproblems in other routing problems which deal with more than one layer. Two-
layer routing problems have been thoroughly investigated because until recently, due to limitations of the
fabrications process, only two metal layers were allowed for routing. A third metal layer is now allowed,
thanks to improvements in the fabrication process, but it is expensive compared to the two-layer metal
process. Several multilayer routing algorithms also were developed recently, which can be used for
routing MCMs, which have up to 32 layers.

6.10.1 Lee’s Algorithm for Global Routing

This algorithm, which was developed by Lee in 1961 [20], is the most widely used algorithm for finding a
path between any two vertices on a planar rectangular grid. The key to the popularity of Lee’s maze
router is its simplicity and its guarantee of finding on optimal solution, if one exists.
The exploration phase of Lee’s algorithm is an improved version of the breadth-first search. The search

can be visualized as a wave propagating from the source. The source is labeled ‘‘0’’ and the wavefront

(a) (b)

FIGURE 6.8 (a) Global routing and (b) detailed routing.
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propagates to all the unblocked vertices adjacent to the source. Every unblocked vertex adjacent to the
source is marked with a label ‘‘1.’’ Then, every unblocked vertex adjacent to vertices with a label ‘‘1’’ is
marked with a label ‘‘2,’’ and so on. This process continues until the target vertex is reached or no further
expansion of the wave can be carried out. An example of the algorithm is shown in Figure 6.9. Due to the
breadth-first nature of the search, Lee’s maze router is guaranteed to find a path between the source and
the target, if one exists. In addition, it is guaranteed to be the shortest path between the vertices.
The input to Lee’s algorithm is an array B, the source, s, and target, t, vertex. B[v] denotes if a vertex v

is blocked or unblocked. The algorithm uses an array, L, where L[v] denotes the distance from the source
to the vertex v. This array will be used in the procedure RETRACE that retraces the vertices to form a
path, P, which is the output of Lee’s algorithm. Two linked lists, plist (propagation list) and nlist
(neighbor list), are used to keep track of the vertices on the wavefront and their neighbor vertices,
respectively. These two lists are always retrieved from tail to head. We also assume that the neighbors of a
vertex are visited in counterclockwise order, that is, top, left, bottom, and then right.
The formal description of Lee’s algorithm appears in Figure 6.10. The time and space complexity of

Lee’s algorithm is O(h3w) for a grid of dimension h3w.
Lee’s routing algorithm requires a large amount of storage space and its performance degrades rapidly

when the size of the grid increases. Numerous attempts have been made to modify the algorithm to
improve its performance and reduce its memory requirements.
Lee’s algorithm requires up to kþ 1 bits per vertex, where k bits are used to label the vertex during the

exploration phase and an additional bit is needed to indicate whether the vertex is blocked. For an h3w
grid, k¼ log2(h3w). Aker [1] noticed that in the retrace phase of Lee’s algorithm, only two types of
neighbors of a vertex need to be distinguished; vertices toward the target and vertices toward the source.
This information can be coded in a single bit for each vertex. The vertices in wavefront, L, are always
adjacent to the vertices in wavefront L� 1 and Lþ 1. Thus, during wave propagation, instead of using a
sequence 1, 2, 3, . . . , the wavefronts are labeled by a sequence such as 0, 0, 1, 1, 0, 0, . . . . The predecessor
of any wavefront is labeled differently from its successor. Thus, each scanned vertex is either labeled ‘‘0’’
or ‘‘1.’’ Besides these two states, additional states (‘‘block’’ and ‘‘unblocked’’) are needed for each vertex.
These four states of each vertex can be represented by using exactly 2 bits, regardless of the problem size.

4

3 2 3

3 2 3

4 5 6 7 8 9

93 4

4

5 4 5 6 7 8 9

3 4

5 6 7 8

2

1 s 1

1 2

2 1 2

6 7 8 9

9

9 T

8 9

5 6 7 8 9

6 7 8 9

6

7

FIGURE 6.9 Net routed by Lee’s algorithm.
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Compared with Acker’s scheme, Lee’s algorithm requires at least 12 bits per vertex for a grid size of
20003 2000.
It is important to note that Acker’s coding scheme only reduces the memory requirement per vertex. It

inherits the search space of Lee’s original routing algorithm, which is O(h3w) in the worst case.

6.10.2 Greedy Channel Router for Detailed Routing

Assigning the complete trunk of a net or a two-terminal net segment of a multiterminal net severely
restricts LEA and dogleg routers. Optimal channel routing can be obtained if for each column it can be
guaranteed that only one horizontal track per net exists. Based on this observation, one approach to
reduce channel height could be to route nets column by column trying to join split horizontal tracks (if
any) that belong to the same net as much as possible.
Based on the preceding observation and approach, Rivest and Fiduccia [24] developed the greedy

channel router. This makes fewer assumptions than LEA and dogleg routers. The algorithm starts from
the leftmost column and places all the net segments of a column before proceeding to the next right
column. In each column the router assigns net segments to tracks in a greedy manner. However, unlike
the dogleg router, the greedy router allows the doglegs in any column of the channel, not necessarily
where the terminal of the doglegged net occurs.
Given a channel routing problem with m columns, the algorithm uses several steps while routing a

column. In the first step the algorithm connects any terminal to the trunk segment of the corresponding
net. This connection is completed by using the first empty track, or the track that already contains the
net. In other words, minimum vertical segment is used to connect a trunk to a terminal. For example, net
1 in Figure 6.11a in column 3 is connected to the same net. The second step attempts to collapse any split
nets (horizontal segments of the same net present on two different tracks) using a vertical segment as
shown in Figure 6.11b. A split net will occur when two terminals of the same net are located on different

Algorithm Lee-Router (B, s, t, P)

Input: B, s, t
Output: P

Begin
 plist = s;
 nlist = φ;
 temp = 1;
 path_exists = FALSE;
 while plist ≠ φ do
  for each vertex vi in plist do
   for each vertex vj neighboring vi do
   if B[vj] = UNBLOCKED then
    L[vj] = temp;
    INSERT (vj, nlist);
    if vj =  t then
     path_exists = TRUE;
     exit while;
  temp = temp + 1;
  plist =  nlist;
  nlist = φ;
 if path_exists = TRUE then RETRACE (L, P);
 else path does not exist;
End;

FIGURE 6.10 Lee’s routing algorithm.
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sides of the channel and cannot be connected immediately
because of existing vertical constraints. This step also brings
a terminal connection to the correct track if it has stopped
on an earlier track. If two sets of split nets overlap, the
second step will only be able to collapse one of them.
In the third step, the algorithm tries to reduce the range

or the distance between two tracks of the same net. This
direction is accomplished by using a dogleg, as shown in
Figure 6.12a and b. The fourth step attempts to move
the nets closer to the boundary which contains the next
terminal of that net. If the next terminal of a net being
considered is on the top (bottom) boundary of the channel,
then the algorithm tries to move the net to the upper (lower)

track. In case no track is available, the algorithm adds extra tracks and the terminal is connected to this
new track. After all five steps have been completed, the trunks of each net are extended to the next
column and the steps are repeated. A detailed description of the greedy channel routing algorithm is
shown in Figure 6.13.
The greedy router sometimes gives solutions which contain an excessive number of vias and doglegs. It

does, however, have the capability of providing a solution even in the presence of cyclic vertical
constraints. The greedy router is more flexible in the placement of doglegs due to fewer assumptions
about the topology of the connections. An example routed by the greedy channel router is shown in
Figure 6.14.

6.10.3 Other Routing Algorithms

Soukup proposed an algorithm that basically cuts down the search time of Lee’s algorithm by exploring
in the direction toward the target, without changing the direction until it reaches the target or an obstacle.
An alternative approach to improve upon the speed was suggested by Hadlock. One class of algorithm is
called the line-probe algorithms. The basic idea of the line-probe algorithms is to reduce the memory
requirement by using line segments instead of grid notes in the search. Several algorithms based on
Steiner trees have been developed. The main advantage of these algorithms is that they can be used
for routing multiterminal nets. For further details on these global routing algorithms, refer to Chapter 6
of [29].
Extensive research has been carried out in the area of detailed routing and several algorithms exist for

channel and switchbox routing. There are LEA-based algorithms which use a reserved layer model and
do not allow any vertical constraints or doglegs. The YACR2 algorithm can handle vertical constraint
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FIGURE 6.11 (a) Split net and (b) collapsed split net.
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violations. The net merge channel router works for two-layer channel routing problems and it exploits
the graph theoretic structure of channel routing problems. Glitter is an algorithm for gridless channel
routing and can handle nets of varying widths. The hierarchical channel router divides the channel
routing problem into smaller problems, each of which is solved in order to generate the complete routing
for the nets in the channel. Several algorithms such as the extended net merge channel routing algorithm,
HVH routing from the HV solution, and the hybrid HVH–VHV channel routing algorithm exist for the
three-layer channel routing problem. For further details on these detailed routing algorithms, refer to
Chapter 7 of [29].

Algorithm Greedy-Channel-Router (N )

Input: N

Begin
  d = DENSITY (N );
 (* calculate the lower bound of channel density *)
  insert d tracks to channel;
  for i = 1 to m do
   T1 =  GET-EMPTY-TRACK;
   if T1 = 0 then
    ADD-TRACK(T1);
    ADD-TRACK(T 2);
   else
    T 2 =  GET-EMPTY-TRACK;
    if T 2 = 0 then
         ADD-TRACK(T 2);
   CONNECT(Ti,T1);
   CONNECT(Bi,T2);
   join split nets as much as possible;
   bring split nets closer by jogging;
   bring nets closer to either top or bottom boundary;
  while split nets exists do
   increase number of column by 1;
   join split nets as much as possible;
End;

FIGURE 6.13 Algorithm greedy channel router.
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6.11 Compaction

After completion of detailed routing, the layout is functionally complete. At this stage, the layout is ready
to be used to fabricate a chip. However, due to nonoptimality of placement and routing algorithms, some
vacant space is present in the layout. In order to minimize the cost, improve performance, and yield,
layouts are reduced in size by removing the vacant space without altering the functionality of the layout.
This operation of layout area minimization is called layout compaction.
The compaction problem is simplified by using symbols to represent primitive circuit features, such as

transistors and wires. The representation of layout using symbols is called a symbolic layout. Special
languages [4,21,22] and special graphic editors [13,14] are available to describe symbolic layouts. To
produce the actual masks, the symbolic layouts are translated into actual geometric features. Although a
feature can have any geometric shape, in practice only rectangular shapes are considered.
The goal of compaction is to minimize the total layout area without violating any design rules. The

area can be minimized in three ways:

1. By reducing the space between features: This can be performed by bringing the features as close to
each other as possible. However, the spacing design rules must be met while moving features closer
to each other.

2. By reducing the size of each feature: The size rule must be met while resizing the features.
3. By reshaping the features: Electrical characteristics must be preserved while reshaping the feature.

Compaction is a very complex phase in the physical design cycle. It requires understanding many details
of the fabrication process such as the design rules. Compaction is critical for full-custom layouts,
especially for high-performance designs.

6.11.1 Classification of Compaction Algorithms

Compaction algorithms can be classified in two ways. The first classification scheme is based on the
direction of movements of the components (features): one-dimensional (1-D) and two-dimensional
(2-D). In 1-D compaction components are moved only in x- or the y-direction. As a result, either the
x- or the y-coordinate of the components is changed due to the compaction. If the compaction is done
along the x-direction, then it is called x-compaction. Similarly, if the compaction is done along the
y-direction, then it is called y-compaction. In 2-D compaction the components can be moved in both
the x- and y-directions simultaneously. As a result, in 2-D compaction both x- and y-coordinates of the
components are changed at the same time in order to minimize the layout area.
The second approach to classify the compaction algorithms is based on the technique for computing

the minimum distance between features. In this approach, we have two methods: constraint graph-based
compaction and virtual grid-based compaction. In the constraint graph method, the connections and
separations rules are described using linear inequalities which can be modeled using a weighted directed
graph (constraint graph). This constraint graph is used to compute the new positions for the compon-
ents. On the other hand, the virtual grid method assumes the layout is to be drawn on a grid. Each
component is considered attached to a grid line. The compaction operation compresses the grid along
with all components placed on it, keeping the grid lines straight along the way. The minimum distance
between two adjacent grid lines depends on the components on these grid lines. The advantage of the
virtual grid method is that the algorithms are simple and can be easily implemented. However, the virtual
grid method does not produce compact layouts as does the constraint graph method.
In addition, compaction algorithms can be classified on the basis of the hierarchy of the circuit.

If compaction is applied to different levels of the layout, it is called hierarchical compaction. Any of the
above-mentioned methods can be extended to hierarchical compaction. A variety of hierarchical
compaction algorithms have been proposed for both constraint graph and virtual grid methods.
Some compaction algorithms actually ‘‘flatten the layout’’ by removing all hierarchy and then
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perform compaction. In this case it may not be possible to reconstruct the hierarchy, which may
be undesirable.

6.11.2 Shadow-Propagation Algorithm for Compaction

A widely used and one of the best known techniques for generating a constraint graph is the shadow-
propagation used in the CABBAGE system [15]. The ‘‘shadow’’ of a feature is propagated along the
direction of compaction. The shadow is caused by shining an imaginary light from behind the feature
under consideration (see Figure 6.15). Usually the shadow of the feature is extended on both sides of the
features in order to account for diagonal constraints. This leads to greater than minimal Euclidean
spacings because an enlarged rectangle is used to account for corner interactions. (See shadow of feature
in Figure 6.15.)
When the shadow is obstructed by another feature, an edge is added to the graph between the vertices

corresponding to the propagating feature and the obstructing feature. The obstructed part of the shadow
is then removed from the front and no longer propagated. The process is continued until all of the
shadow has been obstructed. This process is repeated for each feature in the layout. The algorithm
shadow-propagation, given in Figure 6.16, presents an overview of the algorithm for x-compaction of a
single feature from left to right.

The shadow-propagation routine accepts the list
of components (Comp_list), which is sorted on the
x-coordinates of the left corner of the components
and the component (component) for which the
constraints are to be generated. The procedure,
INITIALIZE-SCANLINE, computes the total length
of the interval in which the shadow is to be generated.
This length includes the design rule separation dis-
tance. The y-coordinate of the top and the bottom of
this interval are stored in the global variables, top and
bottom, respectively. The procedure, GET-NXT-
COMP, returns the next component (curr_comp)
from Comp_list. This component is then removed

A
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D

E

F

G

H

FIGURE 6.15 Example of shadow propagation.

Algorithm Shadow-Propagation (Comp_list, component)

Input: Comp_list, component

Begin
 INITIALIZE-SCANLINE (component);
   = φ;
 while ( (LENGTH-SCANLINE(    ) < (top – bottom))
   and (Comp_list ≠ φ))
  curr_comp = GET-NXT-COMP (Comp_list);
  Ii = LEFT-EDGE (curr_comp);
  if (IN-RANGE (Ii, top, bottom))
   I΄= UNION (Ii,    );
   if(I΄ ≠     )
    ADD-CONSTRAINT (component, curr_comp);
    I = UNION(Ii,     );
End; 

FIGURE 6.16 Shadow-propagation algorithm.
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from the list. Procedure LEFT-EDGE returns the vertical interval of component, curr_comp. If this
interval is within the top and bottom then curr_comp may have a constraint with component. This check
is performed by the procedure IN-RANGE. If the interval for curr_component lies within top and bottom
and if this interval is not already contained within one of the intervals in the interval set, (, then the
component lies in the shadow of component, and hence a constraint must be generated. Each interval
represents the edge at which the shadow is blocked by a component. The constraint is added to the
constraint graph by the procedure ADD-CONSTRAINT. The procedure UNION inserts the interval
corresponding to curr_comp in the interval set at the appropriate position. This process is carried out
until the interval set completely covers the interval from top to bottom or no more components are in
Comp_list. Figure 6.17a shows the layout of components. The constraint for component A with other
components is being generated. Figure 6.17b shows the intervals in the interval set as the shadow is
propagated. From Figure 6.17b it is clear that the constraints will be generated between components A
and components B, C, and D in that order. As component F lies outside the interval defined by top and
bottom it is not considered for constraint generation. The interval generated by component E lies within
one of the intervals in the interval set. Hence, no constraint is generated between components A and E.

6.11.3 Other Compaction Algorithms

Several algorithms such as constraint graph-based compaction algorithms, scanline algorithm, and grid-
based compaction algorithms exist for the 1-D compaction problem. An algorithm based on a simulation
of the zone-refining process also was developed. This compactor is considered a 112-D compactor, as the
key idea is to provide enough lateral movements to blocks during compaction to resolve interferences.
For further details on these algorithms, refer to Chapter 10 of [29].

6.12 Summary

The sheer size of the VLSI circuit, the complexity of the overall design process, the desired performance
of the circuit, and the cost of designing a chip dictate that the whole design process must be automated.
Also, the design process must be divided into different stages because of the complexity of the entire
process. Physical design is one of the steps in the VLSI design cycle. In this step each component of a
circuit is converted into a set of geometric patterns which achieves the functionality of the component.
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FIGURE 6.17 Interval generation for shadow propagation. (a) The layout of components and (b) the intervals in
the interval set.
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The physical design step can be divided further into several substeps. All the substeps of the physical
design step are interrelated. Efficient and effective algorithms are required to solve different problems in
each of the substeps. Despite significant research efforts in this field, the CAD tools still lag behind the
technological advances in fabrication. This calls for the development of efficient algorithms for physical
design automation.
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7.1 Introduction

The field of design automation technology, also commonly called computer-aided design (CAD) or
computer-aided engineering (CAE), involves developing computer programs to conduct portions of
product design and manufacturing on behalf of the designer. Competitive pressures to produce in less
time and use fewer resources, new generations of products having improved function and perform-
ance are motivating the growing importance of design automation. The increasing complexities of
microelectronic technology, shown in Figure 7.1, illustrate the importance of relegating portions
of product development to computer automation [1,3]. Advances in microelectronic technology
enable over 1 million devices to be manufactured on an integrated circuit substrate smaller in size
than a postage stamp, yet the ability to exploit this capability remains a challenge. Manual design
techniques are unable to keep pace with product design cycle demands and are being replaced by
automated design techniques [2,4].
Figure 7.2 summarizes the historical development of design automation technology and computer

programs. Design automation programs are also called ‘‘applications’’ or ‘‘tools.’’ Design automation
efforts started in the early 1960s as academic research projects and captive industrial programs, focusing
on individual tools for physical and logical design. Later developments extended logic simulation to more
detailed circuit and device simulation and more abstract functional simulation. Starting in the mid to the

* Allen M. Dewey passed away before the publication of this edition.
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late 1970s, new areas of test and synthesis emerged and commercial design automation products appeared.
Today, the electronic design automation industry is an international business with a well-established and
expanding technical base [5]. The electronic design automation technology base will be examined by
presenting an overview of the following topical areas:

. Design entry

. Conceptual design

. Synthesis

. Verification

. Testing

. Frameworks
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FIGURE 7.1 Complexity of microelectronic technology.
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7.2 Design Entry

Design entry, also called design capture, is the process of communicating with a design automation
system. Design entry involves describing a system design to a design automation system, invoking
applications to analyze and=or modify the system design, and querying the results. In short, design
entry is how an engineer ‘‘talks’’ to a design automation application and=or system.

Any sort of communication is composed of two elements: language and mechanism. Language
provides common semantics; mechanism provides a means by which to convey the common semantics.
For example, two people communicate via a language such as English, French, or German, and a
mechanism, such as a telephone, electronic mail, or facsimile transmission. For design, a digital system
can be described in many ways, involving different perspectives or abstractions. An abstraction is a model
for defining the behavior or semantics of a digital system, i.e., how the outputs respond to the inputs.
Figure 7.3 illustrates several popular levels of abstractions and the trends toward higher levels of design
entry abstraction to address greater levels of complexity [10,12].
The physical level of abstraction involves geometric information that defines electrical devices and

their interconnection. Geometric information includes the shaped objects and where objects are placed
relative to each other. For example, Figure 7.4 shows the geometric shapes defining a simple comple-
mentary metal–oxide semiconductor (CMOS) inverter. The shapes denote different materials, such as
aluminum and polysilicon, and connections, called contacts or vias.
The design entry mechanism for physical information involves textual and graphic techniques. With

textual techniques, geometric shape and placement are described via an artwork description language,
such as Caltech Intermediate Form or Electronic Design Intermediate Form. With graphical techniques,
geometric shape and placement are described by drawing the objects on a display terminal [13].
The electrical level abstracts geometric information into corresponding electrical devices, such as

capacitors, transistors, and resistors. For example, Figure 7.5 shows the electrical symbols denoting a
CMOS inverter. Electrical information includes the device behavior in terms of terminal or pin current
and voltage relationships. Device behavior also may be defined in terms of manufacturing parameters,
such as resistances or chemical compositions.
The logical level abstracts electrical information into corresponding logical elements, such as and

gates, or gates, and inverters. Logical information includes truth table and=or characteristic switching
algebra equations and active level designations. For example, Figure 7.6 shows the logical symbol for a
CMOS inverter. Notice how the amount of information decreases as the level of abstraction increases.
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FIGURE 7.3 Design automation abstractions.
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Design entry mechanisms for electrical and logical abstractions are commonly collectively called
schematic capture techniques. Schematic capture defines hierarchical structures, commonly called netlists,
of components. A designer creates instances of components supplied from a library of predefined
components and connects component pins or ports via wires [9,11].
The functional level abstracts logical elements into corresponding computational units, such as

registers, multiplexers, and arithmetic logic units (ALUs). The architectural level abstracts functional

FIGURE 7.4 Physical information.

FIGURE 7.5 Electrical information.

FIGURE 7.6 Logical information.
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information into computational algorithms or paradigms. Some examples of common computational
paradigms are

. State diagrams

. Petri nets

. Control=data flow graphs

. Function tables

. Spreadsheets

. Binary decision diagrams

These higher levels of abstraction support a more expressive ‘‘higher bandwidth’’ communication
interface between an engineer and design automation programs. An engineer can focus his or her
creative, cognitive skills on concept and behavior, rather than the complexities of detailed implementa-
tion. Associated design entry mechanisms typically use hardware description languages with a combin-
ation of textual and graphic techniques [6].
Figure 7.7 shows a simple state diagram. The state diagram defines three states, denoted by circles.

State-to-state transitions are denoted by labeled arcs; state transitions depend on the present state and the
input X. The output, Z, per state is given within each state. Because the output is dependent on only the
present state, the digital system is classified as aMoore finite state machine. If the output is dependent on
the present state and input, then the digital system is classified as a Mealy finite state machine. The state
table corresponding to the state diagram in Figure 7.7 is given in Table 7.1. A hardware description
language model written in VHDL of the Moore finite state machine is given in Figure 7.8. The VHDL
model, called a design entity, uses a ‘‘date flow’’ description style to describe the state machine [7,8]. The

Block diagram

State diagram

CLK

X Z

X = 0

X = 0,1 X = 1

X = 1

X = 0

A
Z = 0

B
Z = 0

C
Z = 1

System

FIGURE 7.7 State diagram.

TABLE 7.1 State Table

Present State

Next State

OutputX¼ 0 X¼ 1

A A B 0

B C B 0

C A A 1
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entity statement defines the interface, i.e., the ports. The ports include two input signals, X and CLK, and
an output signal, Z. The ports are of type BIT, which specifies that the signals may only carry the values
‘‘0’’ or ‘‘1.’’ The architecture statement defines the I–O transform via two concurrent signal assignment
statements. The internal signal STATE holds the finite state information and is driven by a guarded,
conditional concurrent signal assignment statement that executes when the associated block expression
(CLK¼ ‘‘1’’ and not CLK’STABLE) is true, which is only on the rising edge of the signal CLK. STABLE is
a predefined attribute of the signal CLK; CLK’STABLE is true if CLK has not changed value. Thus, if not
CLK’STABLE is true, meaning that CLK has just changed value, and CLK¼ ‘‘1’’, then a rising transition
has occurred on CLK. The output signal Z is driven by a nonguarded, selected concurrent signal
assignment statement that executes anytime STATE changes value.

7.3 Conceptual Design

Figure 7.9 shows that the conceptual design task generally follows the design entry task. Conceptual design
addresses the initial decision-making process by assisting the designer to conduct initial feasibility studies,
determine promising design alternatives, and obtain preliminary indication of estimated performance [16].
During early stages of the electronic design process, one typically makes a number of high-level

decisions that can have a significant impact on the outcome of a design. For example, consider the early
decisions usually made when designing a memory subsystem. The designer must choose a configuration
(e.g., 31, 34, 38, etc.), memory technology (e.g., static RAM, dynamic RAM, mask programmable
ROM, etc.), package style (e.g., dual-in-line, chip carrier, pin grid array, etc.), and so on. Taken
collectively, these decisions may be referred to as the design plan. The design plan then guides the
ensuing, more detailed design process, acting as a high-level road map.
In general, many different plans may result in designs that satisfy the same set of functional

specifications, but have varying trade-offs in terms of performances, such as area or power dissipation.
For example, Figure 7.10 shows relative area and speed performance trade-offs for six combinational
multiplier designs. Figure 7.10 shows the typical trend that increasing speed implies increasing area.

entity MOORE_MACHINE is
 port (X, CLK: in BIT; Z: out BIT);
end MOORE_MACINE;
architecture FSM of MOORE_MACHINE is
 type STATE_TYPE is (A, B, C);
 signal STATE: STATE_TYPE: = A;
begin
 NEXT_STATE:
 block (CLK = ‘1’ and not CLK’STABLE)
 begin
  STATE <= guarded B when (STATE = A and X = ‘1’) else
    C when (STATE = B and X = ‘0’) else
    A when (STATE = C) else
    STATE;
 end block NEXT_STATE;

 with STATE select
  Z <= ‘0’ when A,
   ‘0’ when B,
   ‘1’ when C;
end FSM;

FIGURE 7.8 VHDL model.
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More importantly, the chart indicates how various multiplier designs relate to each other and which
designs present the best area=speed trade-offs for a particular application.
Given this large set of possible design plans to consider, it is easy to imagine getting hopelessly lost in

analyzing the various design plans and keeping track of the trade-offs and decision interdependencies.
Choosing the most appropriate design plan is important because it is usually not economically feasible to
choose an alternative plan and repeat the detailed design process if the final design does not meet the
desired specifications. To aid the designer during the early stages of the design process in maximizing his
or her chances that certain high-level decisions will result in a design that meets the desired specifica-
tions, conceptual design tools assist the designer in analyzing possible ramifications of high-level design
decisions before actually undertaking the detailed design and fabrication process.
During conceptual design, the engineer has a global view of the design process in considering the key

decisions associated with each lower level of abstraction. Thus, the engineer can undertake a breadth-first
design methodology. Costly errors can be avoided by investing time at the outset in thoroughly thinking
through a particular plan, the result being a more complete and credible specification that better guides
the ensuing actions. In addition, the unnecessary use of detailed design CAD tools is minimized because
conceptual design acts as a ‘‘coarse filter’’ eliminating infeasible design plans.

Design entry

Conceptual design

FIGURE 7.9 Design process.
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7.3.1 Design Planning

To discuss conceptual design, it is convenient to introduce the following terms:

. Design issue—Pertinent aspect of a design for which a decision must be made.

. Design option—Possible choice that can be made for a design issue.

. Design decision—Particular option chosen for a design issue.

. Design plan—Set of design decisions that identifies a high-level approach for implementing the
design.

Conceptual design begins with the identification of the set of relevant design issues that must be
considered before detailed design begins. For example, for the design of an analog amplifier, the design
issues include selection of a type of amplifier (e.g., current, voltage, etc.), selection of a class of
operation (e.g., A, B, AB, etc.), selection of a biasing scheme, etc. For the design of a digital signal
processing filter, the design issues include selection of an algorithm (e.g., infinite impulse response or
finite impulse response), selection of an architecture (e.g., direct, cascade, parallel, etc.), selection of a
multiplier logic design, etc. Having identified the relevant design issues, conceptual design proceeds to
develop a design plan in the step-by-step fashion outlined in Figure 7.11. For each design issue, the
various associated options are examined, and the most appropriate option is selected. To make this
selection, the designer chooses some method of discrimination and may need expert advice about the
possible options or may desire a prediction about the effect a particular option has on performance.
Such a conceptual design approach implies several important features, which are considered in more
detail next.
Designers often structure design issues in a hierarchical fashion to control the complexity of the

conceptual design process. Complex design issues are decomposed into sets of design subissues or
subplans [22]. For example, an expanded, hierarchical listing of candidate design issues for digital signal
processing filters is given next [14,20]:

1. Selection of a filter algorithm
2. Selection of a polynominal approximation technique
3. Selection of a filter architecture

a. Selection of a filter structure
b. Selection of a pipelining strategy

4. Selection of a logic design
a. Selection of a multiplier logic design
b. Selection of an encoding technique

1.  Select design issue
2.  Present viable design options
3.  Comparatively analyze design options
  Request assistance
   a. Select discrimination factor
   b. Consider advice and/or prediction
4.  Select best design option
5.  Add design option to plan

FIGURE 7.11 Constructing a design plan.
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c. Selection of an array design
d. Selection of a final adder design
e. Selection of an adder design style

5. Selection of a fabrication technology
6. Selection of a layout design style

The selection of a multiplier logic design can be decomposed into three design subissues: selection of an
encoding technique, selection of a combinational array design, and selection of a final adder design.
Notice that many details about digital filter design are not listed because conceptual design is typically not
concerned with every design issue required to eventually fully design and fabricate the initial specifica-
tion. Hierarchical design issues provide for a more intuitive representation of the conceptual design
process, enabling the designer to better comprehend the overall magnitude and composition of the design
domain.
Each design issue has associated commonly used options or selections. For example, the possible

digital filter polynomial approximation techniques are

1. Equiripple
2. Frequency sampling
3. Windowing
4. Beta
5. Elliptic
6. Butterworth
7. Chebyshev

During conceptual design, the order in which the designer examines the various issues may not be
completely arbitrary because the options available for a design issue may depend on which options were
chosen for other design issues. Hence, a partial ordering may be imposed on addressing design issues. As
an example, equiripple, frequency sampling, windowing, and beta digital filter approximations apply only
to the finite impulse response algorithm, while elliptic, Butterworth, and Chebyshev digital filter
approximations apply only to the infinite impulse response algorithm. Hence, the polynomial approxi-
mation technique depends on the choice of the filter algorithm and thus, the choice of a filter algorithm
must precede the choice of a polynomial approximation technique. Similarly, if the designer chooses a
bipolar logic family, then the Manchester carry adder logic design is not a viable option because this
option requires pass transistor technology that exists only in MOS-related logic families. Hence, the
adder’s logic design depends on the choice of the logic family and thus, the choice of a logic family must
precede the choice of a logic design style.
Conceptual design supports such ordering of design issues via ordering constraints, enforcing that the

more pervasive design issues be addressed first [23]. In specifying the interdependencies between design
issues, as many or as few ordering constraints may be imposed as is warranted by the particular design
domain. At one extreme, a strict sequential ordering of design issues may be required. At the other
extreme, no ordering may occur, signifying that the design issues have no interdependencies and that
each issue may be examined independently of the others. Partial orderings may also occur in which some
design issues typically arise that may be examined and some design issues that may not be examined,
owing to interdependencies. Hence, ordering constraints provide a general mechanism within the
conceptual design methodology for encoding various design strategies, such as top-down, bottom-up,
or meet-in-the-middle.
In addition to interdependencies between design issues (ordering constraints), there may be interde-

pendencies between options. For the digital adder design example, in which the designer investigates the
logic design style issue, only the options that are consistent with the selected logic family option are
viable. Interdependencies between design options are supported via consistency constraints. Using
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consistency constraints, a system planner helps to determine, for a particular design issue, which options
are consistent with earlier decisions. The designer is not presented with an option (step 2 in Figure 7.11)
that is inconsistent with his or her earlier decisions. As such, the designer is prevented from developing
an incorrect or inconsistent plan.

7.3.2 Decision Assistance

It may be the situation for complex conceptual designs that the designer consults an expert on a
particular issue. The expert offers assistance in understanding the relative advantages and disadvantages
of the available options in order to select the most appropriate option(s). Two general forms of assistance,
advice and prediction, are available.
Advice describes the qualitative advantages and=or disadvantages that should be considered before

accepting or rejecting a design option. On the other hand, prediction describes the quantitative advan-
tages and=or disadvantages. Prediction is a valuable tool for reaching down through several levels of the
design hierarchy to obtain quantitative insights into the implications of high-level design decisions. Such
advice is given in lieu of the more expensive route of actually executing the detailed design process in
order to determine the effects of a decision on design performance. While the predicted performance is
only an approximation, it is often sufficient to allow the designer to choose a particular option, or at least
to rule out an option.
Different types of prediction techniques are summarized in the taxonomy presented in Figure 7.12.

Heuristic models use general guidelines or empirical studies to model the design process [15]. Analytical
models employ a more rigorous, mathematical approach to model the design process. Some such models
may be based on probability theory, e.g., wirability theory, and capture the particulars of a design activity in
a set of random variables [17,18], while other analytical models may be based on graph and information
theory, e.g., very large scale integration (VLSI) complexity theory [19,24,25]. Finally, simulation models
include the judicious partial execution of a design activity on critical portions of the design. The use of
previous designs serves to capture the experience or ‘‘corporate history’’ factor used by an expert designer
in attempting to predict the performance of a new function based on previous similar designs.
As an example, Figure 7.13 shows how performance estimates for digital filters can be obtained in a

hierarchical, incremental fashion, employing a variety of prediction models that cooperate to yield the
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FIGURE 7.12 Types of prediction techniques.
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desired results. The prediction task is performed by incrementally translating the initial specifications
into a series of complexity measures. Each succeeding complexity measure is a refinement of the
performance estimate, starting with a performance estimate in terms of the filter order and ending
with the performance estimate in terms of the physical units of area, speed, and power dissipation. Each
prediction model draws its required input information from higher-level prediction models, the initial
functional specifications, and the applicable decisions from the conceptual plan. Incrementally generating
a prediction allows the flexibility to use different types of prediction techniques as the situation warrants
to model the implications of different parts of the design plan.
The starting point in the prediction methodology is the initial functional specifications. For digital

filters, functional specifications are usually given in terms of the desired frequency response, involving the
following:

. Frequency bands of importance

. Widths of the transition bands between the desired frequency bands

. Levels of amplification or attenuation per frequency band

. Allowable tolerance or deviation from the specified levels of amplification and=or attenuation

An extensive set of prediction models has been developed for predicting the performance of linear, shift-
invariant digital filters having the general I–O behavior given by the difference equation

y(n) ¼
XN
k¼1

ak(n� k)þ
XM
k¼0

bkx(n� k) (7:1)

The variables x(n) and y(n) denote the values of signals x(t) and y(t) at time tn. As an example of an
algorithm-level prediction model, the order of a low-pass filter using the equiripple polynomial approxi-
mation technique is given by the empirical model shown in Equation 7.2 [21].

N �

(
5:309� 10�3( log10 d1)

2 þ 0:07114 log10 d1 � 0:4761
� �

log10 d2

þ [�2:66� 10�3 log10 d
2
1

� �� 0:5941 log10 d1 � 0:4278]

)

DF
� 0:51244( log10 d1 � log10 d2)þ 11:01217
� �

DF þ 1

(7:2)
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FIGURE 7.13 Hierarchical structure of filter performance prediction.
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where N is the filter order, d1 is the passband tolerance, d2 is the stopband tolerance, and DF is the width
of the transition band. As another example of an algorithm prediction model, the order of a low-pass
filter using the elliptic polynomial approximation technique is given by

N ¼
C(a)C

ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� b2

p� �

C(b)C
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� a2

p� �

a ¼ vp

vs

b ¼
ffiffiffiffiffi
d1

p ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2� d1d2

p
ffiffiffiffiffiffiffiffiffiffiffiffiffi
1� d22

q
(1� d1)

(7:3)

where vp is the cutoff frequency or the high end of the passband, vs is the start or low end of the
stopband, and C(�) denotes the complete elliptic integral of the first kind.
As an example of a logic level prediction model, filter word size can be estimated to be the maximum

of the required data word size and coefficient word size. Equation 7.4 estimates the data word size
(dataws), i.e., number of bits required to represent the filter input data samples to ensure an adequate
signal:noise ratio:

dataws ¼ SNRq � 4

6

	 

(7:4)

where [�] denotes the ‘‘smallest integer not less than’’ and SNRq denotes the root mean square signal:
quantization noise ratio in decibels. Equation 7.5 estimates the coefficient word size (coeffws), i.e., number
of bits required to represent the filter coefficients to ensure that finite precision coefficient quantization
and arithmetic round-off errors do not appreciably deteriorate filter frequency response:

coeffws ¼ log2
vs þ vp

vs � vp

� �
þ log2

1
min (d1, d2)

� �
� 1
2
log2

vS

vs � vp

� �
þ 3

	 

(7:5)

where vS denotes the sampling frequency.

7.3.3 Exploring Alternative Designs

After analyzing the viable options, the final steps in Figure 7.11 involve making the design decision.
Sometimes designers want to delay making a decision during a conceptual design session until other
aspects of the design can be explored. If more than one option for a particular design issue looks equally
viable, then the designer may elect to consider all of the viable options. For example, returning to digital
filters, the designer may wish to investigate the implications of using both the lookahead carry and block
lookahead carry logic design styles for the adder. Later in the conceptual design session, when the
competing adder design plans have been more fully developed and their relative merits more clearly
understood, the designer may have the information necessary to select one logic design style over the other.
Such an approach is often referred to as ‘‘nonlinear planning’’ or adopting a ‘‘least-commitment strategy.’’
Multiple, alternative plans support delaying design decisions. New plans are created each time more

than one option is chosen for a design issue. For example, if the designer wishes to investigate both adder
logic designs, then the planner records the decision by generating two plans. One design plan uses the
lookahead carry adder logic design, and the other plan uses the block lookahead carry logic design.
Having generated alternative plans, the designer can then further develop each plan independently by
requesting that the planner switch the focus of the conceptual design session between the competing
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plans. It should be noted that a consequence of creating alternative plans is that the conceptual design
process may not always yield one plan. Rather, the conceptual design process may yield multiple plans
that appear roughly equally promising. The conceptual design methodology is not intended to always
possess the ability to definitively differentiate between alternative plans due to the general nature of the
plans or the approximate nature of the predictions. In cases in which the conceptual design process yields
more than one candidate plan, the designer could invoke more detailed synthesis and analysis design
automation tools to further investigate and resolve the plans.
In a lengthy conceptual design session, a designer may want to reconsider and possibly change an

earlier decision; this situation is supported via backtracking. When the designer requests a reconsider-
ation of an earlier decision for a particular design issue, the planner must back up the state of the
conceptual design session and reactivate the associated viable options. The designer may then reexamine
the options and possibly select a different option. The backtracking process also involves checking the rest
of the plan to see if any of the designer’s other, earlier decisions might be affected by the new decision. If
any other design decisions depend on the decision that the designer wants to change, then these decisions
must be similarly undone. In this manner only the appropriate part of the conceptual design session is
backed up; the decisions that are not dependent on the desired change are left unaffected.

7.3.4 Applications

Conceptual design involves well-defined, algorithmic-based knowledge and ill-defined, heuristic-based
knowledge. For instance, maintaining alternative plans involves primarily algorithmic-based knowledge.
For each plan, the available design issues are determined in accordance with the ordering constraints. For
each available design issue, the viable options are determined in accordance with the decisions made thus
far and the consistency constraints. As the conceptual design session progresses, new design decisions are
recorded, or possibly, previous design decisions are changed.
In contrast, providing advice involves primarily heuristic-based knowledge. Based on the state of the

plan, the appropriate piece of advice or prediction model is identified, guidance is formulated, and the
results are supplied to the designer. Advice and predictions serve as knowledge sources working to solve
the conceptual design ‘‘problem.’’ The knowledge sources opportunistically invoke themselves to address
an applicable portion of the advice or prediction request, taking their input from the system plan(s), and
posting their results back to the system plan(s) in an attempt to refine and develop a conceptual design.
Domain-dependent information concerning design issues, options, trade-offs, and interdependencies

is typically specified as part of the knowledge acquisition process involved in initially constructing a
system planner, and is separate from domain-independent information to facilitate creating planners for
different design tasks and moving existing planners to new design tasks. If alternative plans are developed
during conceptual design, multiple versions of the domain-dependent information are correspondingly
created. Each version of the domain-dependent information, also called contexts, worlds, or belief spaces,
contains a plan’s state information, such as which design issues have been addressed, which options have
been chosen, and which advice has been given. When a designer changes the focus of the conceptual
design session between alternative plans, a context switch is performed between the associated versions of
the domain-dependent information. An analogous situation is an operating system that allows multiple
jobs. Each time the computer switches to a new job, the state of the current job must be saved, and the
state of the new job must be restored.
Clearly, for complex design domains, the amount of domain-dependent information can be sizable. To

limit the search time required to find applicable options or appropriate advice, the domain-dependent
information can be segmented or partitioned by design issue. Such an organization allows for dynam-
ically limiting the portion of information searched. For instance, in searching for appropriate advice, only
the advice that is associated with the current design issue is made accessible. Thus, any search is confined
to the advice associated with the current design issue; a search is never executed over the entire domain-
dependent information.
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Conceptual design is an emerging area of design automation that demonstrates the potential for
significantly improving our design capability. Conceptual design involves studying a design process,
modeling the process as a hierarchy of design issues, delineating the options, and identifying the associated
interdependencies and discriminating characteristics. A conceptual design plan realizes the initial specifi-
cations by delineating the important design decisions. Such a methodology emphasizes spending more time
at the initial stage of the design process in obtaining a more credible system specification. In addition to
beginning an expensive design process with a careful definition of what is required of the design, conceptual
design emphasizes the need for a general plan for how to realize the design.
Associated applications play a supporting role of managing and presenting the large and complex

amount of information typically involved in conceptual design to assist the designer in making the
decisions that constitute the conceptual design plan. Plans are developed incrementally and interactively.
In a breadth-first fashion, conceptual design guides the designer through a myriad of alternative plans,
allowing the designer to explore differences and seek optimal solutions. The advantage of conceptual
design is that expensive design resources are not wasted in trying plans that eventually prove unsatis-
factory. Applications also provide performance estimation, which can be useful in coordinating between
groups involved with a design. For example, an early estimate of chip area can be used to check with the
manufacturing group that the design will be within acceptable fabrication yield margins or will adhere to
any packaging or printed circuit board size restrictions. An early estimate of chip performance also can
be used to coordinate with marketing and management in projecting potential applications, probable
costs, and future business.

7.4 Synthesis

Figure 7.14 shows that the synthesis task generally follows the conceptual design task. The designer
describes the desired system via design entry, generates a conceptual plan of major design decisions,
and then invokes synthesis design automation programs to assist in generating the required imple-
mentation [32].
Synthesis translates or transforms a design at one level of abstraction to another, more detailed level of

abstraction. The more detailed level of abstraction may be only an intermediate step in the entire design
process or it may be the final implementation. Synthesis programs that yield a final implementation are
sometimes called ‘‘silicon compliers’’ because the programs generate sufficient detail to proceed directly
to silicon fabrication [26,29].
Similar to design abstractions, synthesis techni-

ques can be hierarchically categorized, as shown in
Figure 7.15. The higher levels of synthesis offer the
advantage of less complexity, but also the disadvan-
tage of less control over the final implementation.
Algorithmic synthesis also called ‘‘behavioral syn-

thesis,’’ addresses ‘‘multicycle’’ behavior, which means
behavior that spans more than one control step. A
control step equates to a clock cycle of a synchronous,
sequential digital system, i.e., a state in a finite state
machine controller or a microprogram step in a micro-
programmed controller. Algorithmic synthesis typically
accepts sequential design descriptions using a proced-
ural or imperative modeling style. Such descriptions
define the I–O transform, but provide little information
about the parallelism of the implementation [28,30].
Partitioning decomposes the design description into

smaller behaviors. Partitioning is an example of a

Design entry

Conceptual design

Synthesis

FIGURE 7.14 The design process.
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high-level transformation that modifies the initial sequential design description to optimize a hardware
implementation. High-level transformations include several common software programming complier
optimizations, such as loop unrolling, subprogram in-line expansion, constant propagation, and com-
mon subexpression elimination.
Resource allocation associates behaviors with hardware computational units and scheduling deter-

mines the order in which behaviors execute. Behaviors that are mutually exclusive can potentially share
computational resources. Allocation is performed using a variety of graphic clique covering or node
coloring algorithms. Allocation and scheduling are interdependent and different synthesis strategies
perform allocation and scheduling in different ways. Sometimes scheduling is performed first, followed
by allocation; sometimes allocation is performed first, followed by scheduling; and sometimes allocation
and scheduling are interleaved.
Scheduling assigns computational units to control steps, thereby determining which behaviors execute

in which clock cycles. At one extreme, all computational units can be assigned to a single control step,
exploiting maximum concurrency. At the other extreme, computational units can be assigned to
individual control steps, exploiting maximum sequentiality. Figure 7.16 illustrates two possible schedules
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of the same behavior. Pipelining schedules an operation across multiple control steps, whereas chaining
combines multiple operations within a single control step.
Several popular scheduling algorithms are

. As soon as possible (ASAP)

. As late as possible (ALAP)

. List scheduling

. Force directed scheduling

. Control step splitting=merging

ASAP and ALAP scheduling algorithms order the computational units based on data dependencies.
List scheduling is based on ASAP and ALAP scheduling, but can consider additional global con-
straints, such as a maximum number of control steps. Force-directed scheduling computes the
probabilities of computational units being assigned to control steps and attempts to evenly distribute
computation activity among all control steps. Control step splitting scheduling starts with all
computational units assigned to one control step and generates a schedule by splitting the computa-
tional units into multiple control steps. Control step merging scheduling starts with all computational
units assigned to individual control steps and generates a schedule by merging or combining units and
steps [28,31].
Register transfer synthesis takes as input the results of algorithmic behavior and addresses ‘‘per-

cycle’’ behavior, which means the behavior during one clock cycle. Register transfer synthesis selects
logic to realize the hardware computational units generated during algorithmic synthesis, such as
realizing an addition operation with a carry-save adder or realizing addition and subtraction oper-
ations with an ALU. Data that must be retained across multiple clock cycles are identified and
registers are allocated to hold these data. Finally, state machine synthesis involves classical state
minimization and state assignment techniques. State minimization seeks to eliminate redundant or
equivalent states and state assignment assigns binary encodings for states to minimize combinational
logic [27,33].

Logic synthesis optimizes the logic generated by
register transfer synthesis and maps the minimized
logic operations onto physical gates supported by the
target fabrication technology. Technology mapping
considers the foundry cell library and associated elec-
trical restrictions, such as fanin=fanout limitations.

7.5 Verification

Figure 7.17 shows that the verification task generally
follows the synthesis task. The verification task checks
the correctness of the function and performance of a
design to ensure that an intermediate or final imple-
mentation faithfully realizes the initial, desired specifi-
cation.
Several common types of verification are

. Timing analysis

. Simulation

. Emulation

. Formal verification

These types of verification are examined in more detail
in the following sections [42].
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FIGURE 7.17 Design process.
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7.5.1 Timing Analysis

As the name implies, timing analysis checks that the overall design satisfies operating speed requirements
and individual signals within design satisfy transition requirements. Common signal transition require-
ments, also called timing hazards, include rise and fall times, propagation delays, clock times, race
conditions, glitch detection, and setup and hold times. Set and hold timing checks are illustrated in Figure
7.18. For synchronous sequential digital systems, memory devices (level-sensitive latches or edge-
sensitive flip-flops) require that the data and control signals obey setup and hold timings to ensure
correct operation, i.e., that the memory device correctly and reliably stores the desired data. The control
signal is typically a clock signal and Figure 7.18 assumes that a control signal transition, rising or falling,
triggers activation of the memory device. The data signal carrying the information to be stored in the
memory device must be stable for a period equal to the setup time prior to the control signal transition to
ensure the correct value is sensed by the memory device. Also, the data signal must be stable for a period
equal to the hold time after the control signal transition to ensure the memory device has enough time to
store the sensed value.
Another class of timing transition requirements, commonly called ‘‘signal integrity checks,’’ include

reflections, cross talk, ground bounce, and electromagnetic interference. Signal integrity checks are
typically required for high-speed designs operating at clock frequencies above 75 MHz. At such high
frequencies, the transmission line behavior of wires must be analyzed. A wire must be properly
terminated, i.e., connected, to a port having an impedance matching the wire characteristic impedance
to prevent signal reflections. Signal reflections are portions of an emanating signal that ‘‘bound back’’
from the destination to the source. Signal reflections reduce the power of the emanating signal and can
damage the source. Cross talk refers to unwanted reactive coupling between physically adjacent signals,
providing a connection between signals that are supposed to be electrically isolated. Cross talk causes
information carried on a signal to interfere or corrupt information carried on a neighboring signal.
Ground bounce is another signal integrity problem. Because all conductive material has finite impedance,
a ground signal network does not in practice offer the same electrical potential throughout an entire
design. These potential differences are usually negligible because the distributive impedance of the
ground signal network is small compared to other finite component impedances. However, when
many signals switch value simultaneously, a substantial current can flow through the ground signal
network. High intermittent currents yield proportionately high intermittent potential drops, i.e., ground
bounces, which can cause unwanted circuit behavior. Finally, electromagnetic interference refers to signal
harmonics radiating from design components and interconnects. This harmonic radiation may interfere
with other electronic equipment or may exceed applicable environmental safety regulatory limits [38].
Timing analysis can be done dynamically or statically. Dynamic timing analysis exercises the design

via simulation or emulation for a period of time with a set of input stimuli and records the timing
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FIGURE 7.18 Signal transition requirements.
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behavior. Dynamic timing analysis generally requires simulating many input test vectors to extensively
exercise the design to ensure that signal paths are sufficiently identified and characterized. Static timing
analysis does not exercise the design via simulation or emulation. Rather, static analysis records timing
behavior based on the timing behavior (e.g., propagation delay) of the design components and their
interconnection. With static timing analysis, the complexity of the verification task is partitioned into
separate functional and performance checks.
Static timing analysis techniques are primarily block oriented or path oriented. Block-oriented timing

analysis generates design input, also called primary input, to design output, also called primary output,
propagation delays by analyzing the design, ‘‘stage-by-stage’’ and summing up the individual stage
delays. All devices driven by primary inputs constitute stage 1, all devices driven by the outputs of
stage 1 constitute stage 2, and so on. Starting with the first stage, all devices associated with a stage are
annotated with worst-case delays. A worst-case delay is the propagation delay of the device plus the delay
of the last input to arrive at the device, i.e., the signal path with the longest delay leading up to the device
inputs. For example, the device labeled ‘‘H’’ in stage 3 in Figure 7.19 is annotated with the worst-case
delay of 13, representing the device propagation delay of 4 and the delay of the last input to arrive
through devices ‘‘B’’ and ‘‘C’’ of 9 [39]. When the devices associated with the last stage, i.e., the devices
driving the primary outputs, are processed, the accumulated worst-case delays record the longest delay
from primary inputs to primary outputs, also called the critical paths. The critical path for each primary
output is highlighted in Figure 7.19.
Path-oriented timing analysis generates primary input to primary output propagation delays by

traversing all possible signal paths one at a time. Thus, finding the critical path via path-oriented timing
analysis is equivalent to finding the longest path through a directed acyclic graph, where devices are
graph vertices and interconnections are graph edges [41].
A limitation of static timing analysis concerns detecting false violations or false paths. False violations

are signal timing conditions that may occur due to the static structure of the design, but do not occur due
to the dynamic nature of the design’s response to actual input stimuli.
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To account for realistic variances in component timing due to manufacturing tolerances, aging, or
environmental effects, timing analysis often provides stochastic or statistical checking capabilities.
Statistical timing analysis uses random number generators based on empirically observed probabilistic
distributions to determine component timing behavior. Thus, statistical timing analysis describes design
performance and the likelihood of the design performance.

7.5.2 Simulation

Simulation exercises a design over a period of time by applying a series of input stimuli and generating
the associated output responses. The general event-driven, or schedule-driven, stimulation algorithm is
diagrammed in Figure 7.20. An event is a change in signal value. Simulation starts by initializing the
design; initial values are assigned to all signals. Initial values include starting values and pending values
which constitute future events. Simulation time is advanced to the next pending event(s), signals are
updated and sensitized models are evaluated. Sensitized models refer to models having outputs depen-
dent on the updated signals [35,40]. The process of evaluating the sensitized model yields new, potentially
different values for signals, i.e., a new set of pending events. These new events are added to the list of
pending events, time is advanced to the next pending event(s), and the simulation algorithm repeats.
Each pass through the loop of evaluating sensitized models at a particular time step is called a simulation
cycle (see Figure 7.20). Simulation ends when the design yields no further activity, i.e., no more pending
events exist to process.
Logic simulation is a computational intensive task for large, complex designs. Prior to committing to

manufacturing, processor designers often simulate bringing up or ‘‘booting’’ the operating system. Such
simulation tasks require sizable simulation computational resources. As an example, consider simulating
1s of a 200K gate, 20 MHz processor design. Assuming that on average only 10% of the total 200K gates
are active or sensitized on each processor clock cycle, Equation 7.6 shows that simulating 1 s of actual
processor time equates to 400 billion events.

400 B events ¼ (20 M clock cycles)(200K gates)(10% activity)

140 h ¼ (400 B events)
50 instructions

event

� �
50 M instruction

s

� �
(7:6)

Assuming that on average a simulation program executes 50 computer instructions per event on a
computer capable of processing 50 million instructions per second, Equation 7.6 also shows that
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FIGURE 7.20 General event-driven simulation algorithm.
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processing 400 billion events requires 140 h or just short of 6 days. This simple example demonstrates the
sizable computational properties of simulation. Figure 7.21 shows how simulation computation scales
with design complexity.
To address the growing computational demands of simulation, several simulation acceleration tech-

niques have been introduced. Schedule or event-driven simulation (explained previously) can be accel-
erated by removing layers of interpretation and running simulation as a native executable image; such an
approach is called complied, scheduled-driven simulation. Schedule-driven simulation can be accelerated
also by using more efficient event management schemes. In a conventional, central event management
scheme all events are logged into a time-ordered list. As simulation time advances, pending events
become actual events and the corresponding sensitized devices are executed to compute the response
events. One the other hand, in a dataflow event management scheme events are ‘‘self-empowered,’’ active
agents that flow through networks and trigger device evaluations without registering with a central time-
order list and dispatcher [37].
Instead of evaluating a device in a stimulus–response manner, cycle-driven simulation avoids the

overhead of event queue processing by evaluating all devices at regular intervals of time. Cycle-driven
simulation is efficient when a design exhibits a high degree of concurrency, i.e., a large percentage of the
devices are active per simulation cycle. Based on the staging of devices, the devices are ranked-ordered to
determine the order in which they are evaluated at each time step to ensure the correct causal behavior
yielding the proper ordering of events. For functional verification, logic devices are often assigned zero-
delay and memory devices are assigned unit-delay. Thus, any number of stages of logic devices may
execute between system clock periods.
Another simulation acceleration technique is message-driven simulation, also called parallel or dis-

tributed simulation. Device execution is divided among several processors, and the device simulations
communicate event activity via messages. Messages are communicated using a conservative or an
optimistic strategy. Optimistic message passing strategies, such as time warp and lazy cancellation,
make assumptions about future event activity to advance local device simulation. If the assumptions
are correct, the processors operate more independently and better exploit parallel computation. However,
if the assumptions are incorrect, then local device simulations may be forced to ‘‘roll back’’ to synchron-
ize local device simulations [34,36].
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Schedule-driven, cycle-driven, and message-driven simulation are software-based simulation acceler-
ation techniques. Simulation also can be accelerated by relegating certain simulation activities to
dedicated hardware. For example, hardware modelers can be attached to simulators to accelerate the
activity of device evaluation. As the name implies, hardware modeling uses actual hardware devices
instead of software models to obtain stimulus–response information. In a typical scenario, the hardware
modeler receives input stimuli from the software simulator. The hardware modeler then exercises the
device and sends the output response back to the software simulator. Using actual hardware devices
reduces the expense of generating and maintaining software models and provides an environment to
support application software development. However, the hardware device must exist, which means
hardware modeling has limited use in the initial stages of design in which hardware implementations
are not available. Also, it is sometimes difficult for a slave hardware modeler to preserve accurate real-
time device operating response characteristics within a master non-real-time software simulation envir-
onment. For example, some hardware devices may not be able to retain state information between
invocations, so the hardware modeler must save the history of previous inputs and reapply them to bring
the hardware device to the correct state in order to apply a new input.
Another technique for addressing the growing computational demands of simulation is via simulation

engines. A simulation engine can be viewed as an extension of the simulation acceleration techniques of
hardware modeling. With a hardware modeler, the simulation algorithm executes in software, and
component evaluation executes in dedicated hardware. With a simulation engine, the simulation
algorithm and component evaluation execute in dedicated hardware. Simulation engines are typically
two to three orders of magnitude faster than software simulation [43].

7.5.3 Emulation

Emulation, also called ‘‘computer-aided prototyping,’’ verifies a design by realizing the design in ‘‘pre-
production’’ hardware and exercising the hardware. The term preproduction hardware means nonopti-
mized hardware providing the correct functional behavior, but not necessarily the correct performance.
That is, emulation hardware may be slower, require more area, or dissipate more power than production
hardware. Presently, preproduction hardware commonly involves some form of programmable logic
devices, typically field-programmable gate arrays. Programmable logic devices provide generic combin-
ational and sequential digital system logic that can be programmed to realize a wide variety of designs
[44].
Emulation begins by partitioning the design; each design segment is realized by a programmable logic

device. The design segments are then interconnected to realize a preproduction implementation and
exercised with a series of input test vectors.
Emulation offers the advantage of providing prototype hardware early in the design cycle to check for

errors or inconsistencies in initial functional specifications. Problems can be isolated and design
modifications can be accommodated easily by reprogramming the logic devices. Emulation can support
functional verification at a computational rate much greater than conventional simulation. However,
emulation does not generally support performance verification because, as explained previously, proto-
type hardware typically does not operate at production clock rates.

7.6 Test

Figure 7.22 shows that the test task generally follows the verification task. Although the verification and
test tasks both seek to check for correct function and performance, verification focuses on a model of the
design before manufacturing, whereas test focuses on the actual hardware after manufacturing. Thus, the
primary objective of test is to detect a faulty device by applying input test stimuli and observing expected
results [47,53].
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The test task is difficult because designs are growing in complexity; more components provide more
opportunity for manufacturing defects. Test is also challenged by new microelectronic fabrication
processes having new failure modes which again provides more opportunity for manufacturing defects.
New microelectronic fabrication processes also offer higher levels of integration with fewer access points
to probe internal electrical nodes. To illustrate the growing demands of test, Table 7.2 shows the general
proportional relationship between manufacturing defects and required fault coverage, i.e., quality of
testing. Figure 7.23 shows the escalating costs of testing equipment.
Testing involves three general testing techniques or strategies: functional, parametric, and fault.

Functional testing checks that the hardware device realizes the correct I–O digital system behavior.
Parametric testing checks that the hardware device realizes the correct performance specifications, such
as speed or power dissipation, and electrical specifications, such as voltage polarities and current
sinking=sourcing limitation. Finally, fault testing checks for manufacturing defects or ‘‘faults.’’

Design entry

Conceptual design

Synthesis

VerificationTest

FIGURE 7.22 Design process.

TABLE 7.2 Fault Coverage and Defect Rate

Defect Rate

Microelectronic
Fabrication Process

70% Fault
Coverage

90% Fault
Coverage

99% Fault
Coverage

2 mm

90% yield 3% 1% 0.1%

1.5 mm

50% yield 19% 7% 0.7%

1 mm

10% yield 50% 21% 2%
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7.6.1 Fault Modeling

A fault is a manufacturing or aging defect that causes a device to operative incorrectly or to fail. A sample
listing of common integrated circuit physical faults is given next:

. Wiring faults

. Dielectric faults

. Threshold faults

. Soft faults

Wiring faults are unwanted opens and shorts. Two wires or networks that should be electrically connected
but are not constitute an open. Two wires or networks that should not be electrically connected but
are constitute a short. Wiring faults can be caused by manufacturing defects such as metallization or
etching problems, or aging defects, such as corrosion or electromigration. Dielectric faults are electrical
isolation defects that can be caused by masking defects, material impurities or imperfections, and
electrostatic discharge. Threshold faults occur when the turn-on and turn-off voltage potentials of
electrical devices exceed allowed ranges. The faulty devices cannot be properly operated, which results
in component failure. Soft faults occur when radiation exposure temporarily changes electrical charge
distributions. Such changes can alter circuit voltage potentials, which can, in turn, change logical values,
also called ‘‘dropping bits.’’ Radiation effects are called ‘‘soft’’ faults because the hardware is not
permanently damaged [54].
To simplify the task of fault testing, the physical faults described above are translated into logical faults.

Typically, a single logical fault covers several physical faults. A popular logical fault model is the single
stuck line fault model. The single stuck line fault model considers faults where any single signal line or
wire is permanently set to a logic 0, ‘‘stuck-at-0,’’ or a logic 1, ‘‘stuck-at-1.’’ These signal or interconnect
faults are assumed to be time invariant.
Building on the single stuck line fault model, the multiple stuck line fault model considers multiple

signal wire stuck-at-0=stuck-at-1 faults. The multiple stuck line fault model is more expressive and can
cover more physical faults than the single stuck line model. However, fault testing for the multiple stuck
line fault model is more difficult because of the exponential growth in the possible combinations of
multiple signal faults.
Stuck fault models do not address all physical faults because not all physical faults result in signal lines

permanently set to low or high voltages, i.e., stuck-at-0 or stuck-at-1 logic faults. Thus, other fault models
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FIGURE 7.23 Integrated circuit tester equipment cost.

Design Automation Technology 7-23



have been developed to address specific failure mechanisms. For example, the bridging fault model
addresses electrical shorts that cause unwanted coupling or spurious feedback loops. As another example,
the pattern-sensitive fault model addresses wiring and dielectric faults that yield unwanted interference
between physically adjacent signals. Pattern-sensitive faults are generally most prevalent in high-density
memories incorporating low signal:noise ratios and can be difficult to detect because they are often data-
pattern and data-rate dependent. In other words, the part fails only under certain combinations of input
stimuli and only under certain operating conditions.

7.6.2 Fault Testing

Having identified and categorized the physical faults that may cause device malfunction or failure and
determined how the physical faults relate to logical faults, the next task is to develop tests to detect these
faults. When the tests are generated by a computer program, this activity is called ‘‘automatic test
program generation.’’ Examples of fault testing techniques are listed next:

. Stuck-at techniques

. Scan techniques

. Signature techniques

. Ad hoc techniques

. Coding techniques

. Electrical monitoring techniques

The following paragraphs review these testing strategies.
Basic stuck-at techniques generate input stimuli for fault testing combinational digital systems. Three

of the most popular stuck-at fault testing techniques are the D algorithm, the path-oriented decision-
making (Podem) algorithm, and the fan algorithm. These algorithms first identify a circuit fault (e.g.,
stuck-at-0 or stuck-at-1) and then try to generate an input stimulus that detects the fault and makes the
fault visible as an output. Detecting a fault is often called ‘‘fault sensitization’’ and making a fault visible is
often called ‘‘fault propagation.’’ To illustrate this process, consider the simple combinational design in
Figure 7.24 [46,49,50]. The design is defective because a manufacturing defect has caused the output of
the and gate to be permanently tied to ground, i.e., stuck-at-0, using a positive logic convention. To
sensitize the fault, the inputs A and B should both be set to 1, which should force the and gate output to a
1 for a good circuit. To propagate the fault, the inputs C and D should both be set to 0, which will force
the xor gate output to 1, again for a good circuit. Thus, if A¼ 1, B¼ 1, C¼ 0, and D¼ 0 in Figure 7.24,
then a good circuit would yield a 1, but the defective circuit yields a 0 which detects the stuck-at-0 fault at
the and gate output.
Sequential automatic test program generation is a more difficult task than combinational automatic

test program generation because exercising or sensitizing a particular circuit path to detect the presence
of a possible manufacturing fault may require a
sequence of input test vectors. One technique for
testing sequential digital systems is called scan fault
testing. Scan fault testing is called a ‘‘design-for-
testability’’ technique because it modifies or con-
strains the design in a manner that facilitates fault
testing. Scan techniques impose a logic design dis-
cipline that all state registers be connected in one or
more chains to form ‘‘scan rings,’’ as shown in
Figure 7.25 [48]. During normal device operation,
the scan rings are disabled and the registers serve as
conventional memory (state) storage elements. Dur-
ing test operation, the scan rings are enabled and

A
B

C
D

ZStuck-at-0 fault

FIGURE 7.24 Combinational logic stuck-at fault
testing.
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stimulus test vectors are shifted into the memory elements to set the state of the digital system. The digital
system is exercised for one clock cycle and then the results are shifted out of the scan ring to record
the response.
The principal advantage of scan design-for-testability is that the scan ring decouples stages of

combinational logic, thereby transforming a sequential design into effectively a combinational design
and correspondingly a difficult sequential test task into a simpler combinational test task. However, fault
tests must still be generated for the combinational logic, and shifting in stimuli and shifting out response
requires time. Also, scan paths require additional hardware resources that can impose a performance
(speed) penalty. To address these limitations, ‘‘partial’’ scan techniques have been developed that offer a
compromise between testability and performance. Instead of connecting every register into scan chains,
Figure 7.26 shows that a partial scan selectively connects a subset of registers into scan chains. Registers
in critical performance circuit paths are typically excluded and registers providing control and observa-
baility to portions of the design are typically included. Similar to full scan test operation, stimulus test
vectors are shifted into the memory elements to set the state of the digital system. Then, a partial scan
test exercises the digital system for multiple clock cycles (two clock cycles for the partial scan shown in
Figure 7.26), and then the results are shifted out of the scan ring to record the response.

Operation mode

Test mode

Registers

Combinational
logic

Combinational
logic

Registers

Combinational
logic

Combinational
logic

FIGURE 7.25 Scan-based design-for-testability.

Test mode

Registers

Combinational
logic

Combinational
logic

FIGURE 7.26 Partial scan-based design-for-testability.
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A variation of partial scan design-for-testability, called ‘‘boundary scan,’’ has been defined for testing
integrated circuits on printed circuit boards. Printed circuit board manufacturing developments, such as
fine-lead components, surface mount assembly, and multichip modules, yield high-density boards with
fewer access points to probe individual pins. Such printed circuit boards are difficult to test. As the name
implies, boundary scan imposes a design discipline on printed circuit board components, typically
integrated circuits, such that the I–O pins on the integrated circuits can be connected into scan chains.
Figure 7.27 shows that each integrated circuit configured for boundary scan contains scan registers
between the I–O pins and the core logic to enable the printed circuit board test bus to control and observe
the behavior of individual integrated circuits [51].
Another design-for-testability technique is signature analysis, also called ‘‘built-in-self-test.’’ Signature

testing techniques use additional logic, typically linear feedback shift registers, to automatically generate
pseudorandom test vectors. The output responses are compressed into a single vector and compared to a
known good vector. If the output response vector does not exactly match the known good vector, then
the design is considered faulty. Matching the output response vector and a known good vector does not
guarantee correct hardware; however, if enough pseudorandom test vectors are exercised, then the
chances are acceptably small of obtaining a false positive result. Signature analysis is often used to test
memories [45].
Ad hoc testing techniques selectively insert test hardware and access points into a design to improve

observability and controllability. Typical candidates for additional access points include storage elements
(set and reset controls), major system communication buses, and feedback loops. Ad hoc testing
techniques, also called behavioral testing techniques, can avoid the performance penalty of more
structured, logical fault testing techniques, such as scan testing, and more closely mimics the actions of
an expert test engineer. However, the number of access points is often restricted by integrated circuit or
printed circuit board I–O pin limitations.
Coding test techniques encode signal information so that errors can be detected and possibly

corrected. Although often implemented in software, coding techniques can also be implemented in
hardware. For example, a simple coding technique called ‘‘parity checking’’ is often implemented in
hardware. Parity checking adds an extra bit to multibit data. The parity bit is set such that the total
number of logic 1’s in the multibit data and parity bit is either an even number (even parity) or an odd
number (odd parity). An error has occurred if an even parity encoded signal contains an odd number of
logic 1’s or an odd parity encoded signal contains an even number of logic 1’s. Coding techniques are
used extensively to detect and correct transmission errors on system buses and networks, storage errors
in system memory, and computational errors in processors [52].
Finally, the electrical monitoring testing technique, also called current=voltage testing, relies on the

simple observation that an out-of-range current or voltage often indicates a defective or bad part.
Possibly a short or open is present, causing a particular I–O signal to have the wrong voltage or current.

Integrated circuit Integrated circuit

Printed circuit board

Core logic Core logic

FIGURE 7.27 Boundary scan.
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Current testing (Iddq testing) is particularly useful for digital systems using CMOS integrated circuit
technology. Normally, CMOS circuits yield very low static or quiescent currents. However, physical
faults, such as gate oxide defects, can increase static current by several orders of magnitude. Such a
substantial change in static current is straightforward to detect. The principal advantages of current
testing are that the tests are simple and the fault models address detailed transistor-level defects.
However, current testing requires that enough time be allotted between input stimuli to allow the circuit
to reach a static state, which slows down testing and causes problems with circuits that cannot be tested at
scaled clock rates.

7.7 Frameworks

The previous sections discussed various types of design automation programs ranging from initial design
entry tasks to final manufacturing test tasks. As the number and sophistication of design automation
programs increases, the systems aspects of how the tools should be integrated with each other and
underlying computing platforms become increasingly important. The first commercial design automa-
tion system product offerings in the 1970s consisted primarily of design automation programs and an
associated computing platform ‘‘bundled’’ together in turnkey systems. These initial product offerings
offered little flexibility to ‘‘mix-and-match’’ design automation programs and computing products from
different source to take advantage of state-of-the-art capabilities and construct a design automation
system tailored to particular end-user requirements. In response to these limitations, vendor offerings in
the 1980s started to address open systems. Vendors ‘‘unbundled’’ software and hardware and introduced
interoperability mechanisms to enable a design automation program to execute on different vendor
systems. The interoperability mechanisms are collectively called ‘‘frameworks’’ [56].

Frameworks support design automation systems potentially involving many users, application pro-
grams, and host computing environments or platforms. Frameworks manage the complexities of a
complete design methodology by coordinating and conducting the logistics of design automation
programs and design data. Supporting the entire design cycle, also called ‘‘concurrent engineering,’’
improves productivity by globally optimizing the utilization of resources and the minimization of design
errors and associated costs.
A general definition of a framework is given next:

A CAD framework is a software infrastructure that provides a common operating environment for
CAD tools. A framework should enable users to launch and manage tools; create, organize, and
manage data; graphically view the entire design process; and perform design management tasks
such as configuration and version management. Among the key elements of a CAD framework are
platform-independent graphics and user interfaces, inter-tool communications, and design data
and process management services. (CAD Framework Initiative, CFI)*

Figure 7.28 illustrates that a framework is essentially a domain-specific (i.e., electronic systems) layer of
operating system software that facilitates ‘‘plug-compatible’’ design automation programs. Framework
services are specific to electronic systems design and are mapped into the more generic services provided
by general-purpose computing platforms [55].
User interface services provide a common and consistent ‘‘look-and-feel’’ to application programs.

User interface services include support for consistent information display styles using menus and=or
windows. These services also include support for consistent command styles using programming
function keys and=or mouse buttons. Application program services provide support for program inter-
active=batch invocation and normal=abnormal termination. Application services also provide support for

* CAD Framework Initiative is a consortium of companies established to define and promote industry standards for design
automation system interoperability.
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program-to-program communication and process management. Process management implements a
design methodology that defines application-to-application and application-to-data dependencies. Pro-
cess management describes a general sequencing of design automation programs and provisions for
iterations. In other words, process management ensures a designer is working with the right tool at the
right time with the right data.
Finally, a framework provides design data services to support access, storage, configuration, and

integrity operations. Figure 7.29 shows relationships among relational, network, and object-oriented
data management schemes. Due to the comparatively large size of design data and the length of design
operations, framework data services are evolving toward object-oriented paradigms [57–59].
Object-oriented paradigms match data structures and operations with design automation objects and

tasks, respectively. Figure 7.30 shows that hardware devices, components, and products become natural
choices for software ‘‘objects.’’
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The hierarchical relationships between hardware units become natural choices for software ‘‘inherit-
ance.’’ Finally, design automation tasks and subtask that operate on hardware units, such as display or
simulate, become natural choices for software ‘‘methods.’’

7.8 Summary

Design automation technology offers the potential of serving as a powerful fulcrum in leveraging the
skills of a designer against the growing demands of electronic system design and manufacturing. Design
automation programs help to relieve the designer of the burden of tedious, repetitive tasks that can be
labor intensive and error prone.
Design automation technology can be broken down into several topical areas, such as design entry,

conceptual design, synthesis, verification, testing, and frameworks. Each topical area has developed an
extensive body of knowledge and experience.
Design entry defines a desire specification. Conceptual design refines the specification into a design

plan. Synthesis refines the design plan into an implementation. Verification checks that the implemen-
tation faithfully realizes the desired specification. Testing checks that the manufactured part performs
functionally and parametrically correctly. Finally, frameworks enable individual design automation
programs to operate collectively and cohesively within a larger computing system environment.
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8.1 Circuit Simulation Using SPICE and SUPREM

8.1.1 Introduction

Computer-aided simulation is a powerful aid during the design or analysis of electronic circuits and
semiconductor devices. The first part of this chapter focuses on analog circuit simulation. The second
part covers simulations of semiconductor processing and devices. While the main emphasis is on analog
circuits, the same simulation techniques may, of course, be applied to digital circuits (which are, after all,
composed of analog circuits). The main limitation will be the size of these circuits because the techniques
presented here provide a very detailed analysis of the circuit in question and, therefore, would be too
costly in terms of computer resources to analyze a large digital system.
The most widely known and used circuit simulation program is SPICE (simulation program with

integrated circuit emphasis). This program was first written at the University of California at Berkeley by
Laurence Nagel in 1975. Research in the area of circuit simulation is California at many universities and
industrial sites. Commercial versions of SPICE or related programs are available on a wide variety of
computing platforms, from small personal computers to large mainframes. A list of some commercial
simulator vendors can be found in the Appendix A.
It is possible to simulate virtually any type of circuit using a program like SPICE. The programs have

built-in elements for resistors, capacitors, inductors, dependent and independent voltage and current
sources, diodes, MOSFETs, JFETs, bipolar junction transistors (BJTs), transmission lines, transformers,
and even transformers with saturating cores in some versions. Found in commercial versions are
libraries of standard components which have all necessary parameters prefitted to typical specifications.
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These libraries include items such as discrete transistors, op-amps, phase-locked loops, voltage regulators,
logic integrated circuits (ICs) and saturating transformer cores.
Computer-aided circuit simulation is now considered an essential step in the design of ICs, because

without simulation the number of ‘‘trial runs’’ necessary to produce a working IC would greatly increase
the cost of the IC. Simulation provides other advantages, however:

. Ability to measure ‘‘inaccessible’’ voltages and currents. Because a mathematical model is used all
voltages and currents are available. No loading problems are associated with placing a voltmeter or
oscilloscope in the middle of the circuit, with measuring difficult one-shot wave forms, or probing a
microscopic die.

. Mathematically ideal elements are available. Creating an ideal voltage or current source is trivial
with a simulator, but impossible in the laboratory. In addition, all component values are exact and
no parasitic elements exist.

. It is easy to change the values of components or the configuration of the circuit. Unsoldering leads
or redesigning IC masks are unnecessary.

Unfortunately, computer-aided simulation has its own problems:

. Real circuits are distributed systems, not the ‘‘lumped elements models’’ which are assumed by
simulators. Real circuits, therefore, have resistive, capacitive, and inductive parasitic elements
present besides the intended components. In high-speed circuits these parasitic elements are
often the dominant performance-limiting elements in the circuit, and must be painstakingly
modeled.

. Suitable predefined numerical modes have not yet been developed for certain types of devices or
electrical phenomena. The software user may be required, therefore, to create his or her own
models which are available in the simulator. (An example is the solid-state thyristor which may be
created from a NPN and PNP bipolar transistor.)

. Numerical methods used may place constraints on the form of the model equations used.

The following sections consider the three primary simulation modes: DC, AC, and transient analysis. In
each section an overview is given of the numerical techniques used. Some examples are then given,
followed by a brief discussion of common pitfalls.

8.1.2 DC (Steady-State) Analysis

DC analysis calculates the state of a circuit with fixed (nontime varying) inputs after an infinite period of
time. DC analysis is useful to determine the operating point (Q-point) of a circuit, power consumption,
regulation and output voltage of power supplies, transfer functions, noise margin and fan-out in logic
gates, and many other types of analysis. In addition, DC analysis is used to find the starting point for AC
and transient analysis. To perform the analysis the simulator performs the following steps:

1. All capacitors are removed from the circuit (replaced with opens).
2. All inductors are replaced with shorts.
3. Modified nodal analysis is used to construct the nonlinear circuit equations. This results in one

equation for each circuit node plus one equation for each voltage source. Modified nodal analysis is
used rather than standard nodal analysis because an ideal voltage source or inductance cannot be
represented using normal nodal analysis. To represent the voltage sources, loop equations (one for
each voltage source or inductor), are included as well as the standard node equations. The node
voltages and voltage source currents, then, represent the quantities which are solved for. These
form a vector x. The circuit equations can also be represented as a vector F(x)¼ 0.

4. Because the equations are nonlinear, Newton’s method (or a variant thereof) is used to solve the
equations. Newton’s method is given by the following equations:
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J ¼ @F
@x

����
xi

xiþ1 ¼ xi � J�1 � F(xi)

Here, if xi is an estimate of the solution, xiþ1 is a better estimate. The equations are used iteratively, and
hopefully the vector x converges to the correct solution. The square matrix J of partial derivatives is called
the Jacobian of the system. Most of the work in calculating the solution is involved in calculating J and its
inverse J�1. It may take as many a 100 iterations for the process to converge to a solution. Parameters
control this process in most simulation programs (see the .OPTIONS statement in SPICE). For example,
the maximum number of iterations allowed and error limits which must be satisfied before the process is
considered to be converged, but normally the default limits are appropriate.

Example 8.1: Simulation Voltage Regulator

We shall now consider simulation of the type 723 voltage regulator IC, shown in Figure 8.1. We wish to
simulate the IC and calculate the sensitivity of the output IV characteristic and verify that the output
current follows a ‘‘fold-back’’ type characteristic under overload conditions.
The IC itself contains a voltage reference source and operational amplifier. Simple models for these

elements are used here rather than representing them in their full form, using transistors to illustrate
model development. The use of simplified models can also greatly reduce the simulation effort. (For
example, the simple op-amp used here requires only eight nodes and ten components, yet realizes
many advanced features.)
Note in Figure 8.1 that the numbers next to the wires represent the circuit nodes. These numbers are

used to describe the circuit to the simulator. In most SPICE-type simulators the nodes are represented by
numbers, with the ground node being node zero. Referring to Figure 8.2, the 723 regulator and its
internal op-amp are represented by subcircuits. Each subcircuit has its own set of nodes and compon-
ents. Subcircuits are useful for encapsulating sections of a circuit or when a certain section needs to be
used repeatedly.
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FIGURE 8.1 Regulator circuit to be used for DC analysis, created using PSPICE.
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The following properties are modeled in the op-amp:

1. Common mode gain
2. Differential mode gain
3. Input impedance
4. Output impedance
5. Dominant pole
6. Output voltage clipping

The input terminals of the op-amp connect to a ‘‘T’’ resistance network, which sets the common and
differential mode input resistance. Therefore, the common mode resistance is RCMþ RDIF¼ 1.1E6 and
the differential mode resistance is RDIF1þ RDIF2¼ 2.0E5.

Dependent current sources are used to create the main gain elements. Because these sources force
current into a 1�V resistor, the voltage gain is Gm*R at low frequency. In the differential mode, this
gives (GDIF*R1¼ 100). In the common mode, this gives (GCM*R1*(RCM=(RDIF1þ RCM¼ 0.0909). The
two diodes D1 and D2 implement clipping by preventing the voltage at node 6 from exceeding VCC or
going below VEE. The diodes are made ‘‘ideal’’ by reducing the ideality factor n. Note that the diode
current is Id¼ Is[exp(Vd=(nVt))� 1], where Vt is the thermal voltage (0.026 V). Thus, reducing n makes the
diode turn on at a lower voltage.
A single pole is created by placing a capacitor (C1) in parallel with resistor R1. The pole frequency is

therefore given by 1.0=2 * p * R1 * C1). Finally, the output is driven by the voltage-controlled voltage
source E1 (which has a voltage gain of unity), through the output resistor R4. The output resistance of
the op-amp is therefore equal to R4.

Regulator circuit.
*Complete circuit*
*Load source*
vout 6 0
*Power input*
vpp 1 0 11
x1 1 0 4 5 6 7 8 9 10 ic723
*Series Pass transistors*
q3 1 4 11 mq3                          
q4 1 11 2 mq4                          
r1 4 11 2.2k
r2 5 2 110
r3 5 0 3k
r4 2 6 0.075
r5 6 8 510
r6 8 0 510
r7 9 10 270
*Control cards*
.op
.model mq3 npn(is = 1e–9 bf = 30
+ br = 5 ikf = 50m)
model mq4 npn(is = 1e–6 bf = 30
+ br = 5 ikf = 10)
.dc vout 1 5.5 .01
.plot dc i(vout)
.probe

.subckt ic723 1 2 4 5 6 7 8 9 10
*Type 723 voltage regulator*
x1 1 2 10 8 7 opamp
*Internal voltage reference*
vr 9 2 2.5
q1 3 7 4 mm
q2 7 5 6 mm
.model mm npn (is = 1e–12 bf = 100)
+br = 5
.ends ic723
*Ideal opamp with limiting 
.subckt opamp 1 2 3 4 5
*          vcc vee +in –in out
rdif1 3 8 le5
rdif2 4 8 le5
rcm 8 0 le6
*Common mode gain*
gcm 6 0 8 0 le–1
*Differential mode gain*
gdif 6  0 4 3 1 00
r1 6 0 1
*Single pole response*
c1 6 0 .01
d1 6 1 ideal
d2 2 6 ideal
e1 7 0 6 0 1
rout 5 7 le3
.model ideal d (is = le–6 n = .01)
.ends opamp

FIGURE 8.2 SPICE input listing of regulator circuit shown in Figure 8.1.
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To observe the output voltage as a function of resistance, the regulator is loaded with a voltage
source (VOUT) and the voltage source is swept from 0.05 to 6.0 V. A plot of output voltage vs. resistance
can then be obtained by plotting VOUT vs. VOUT=I(VOUT) (using PROBE in this case; see Figure 8.3). Note
that for this circuit, even though a current source would seem a more natural choice, a voltage source
must be used as a load rather than a current source because the output characteristic curve is multi-
valued in current. If a current source were used it would not be possible to easily simulate the entire
curve. Of course, many other interesting quantities can be plotted; for example, the power dissipated in
the pass transistor can be approximated by plotting IC(Q3)*VC(Q3).
Several restrictions exist as to what constitutes a valid circuit, and in most cases the simulators will

complain if the restrictions are violated:

1. All nodes must have a DC path to ground.
2. Voltage sources must not be connected in a loop.
3. Current sources may not be connected in series.
4. Each node must be connected to at least two elements.

For these simulations, PSPICE was used running on an IBM PC. The simulation took <1 min of CPU time.

Pitfalls. Many SPICE users forget that the first line in the input file is used as the title. Therefore, if the
first line of the file is a circuit component, the component name will be used as the title and the
component will not be included in the circuit. Convergence problems are sometimes experience if
‘‘difficult’’ bias conditions are created. An example of such a condition is if a diode is placed in the
circuit backwards, resulting in a large forward bias voltage, SPICE will have trouble resolving the current.
Another difficult case is if a current source were used instead of a voltage to bias the output in the
previous example. If the user then tried to increase the output current above 10 A, SPICE would not be
able to converge because the regulator will not allow such a large current.

8.1.3 AC Analysis

AC analysis uses phasor analysis to calculate the frequency response of a circuit. The analysis is useful
for calculating the gain, 3 dB frequency input and output impedance, and noise of a circuit as a function
of frequency, bias conditions, temperature, etc.

Power
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100 m 300 m 1.0 103.0

1 20

10

0

–10
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80 W
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0 W
 >>

vouti (vout) ic(q4)*vc(q4)21

FIGURE 8.3 Output characteristics of regulator circuit using PSPICE.
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8.1.3.1 Numerical Method

1. DC solution is performed to calculate the Q-point for the circuit.
2. Linearized circuit is constructed at the Q-point. To do this, all nonlinear elements are replaced by

their linearized equivalents. For example, a nonlinear current source I ¼ aV2
1 þ bV3

2 would be
replaced by a linear voltage controlled current source I ¼ V1(2aV1q)þ V2(3bV2

2q).
3. All inductors and capacitors are replaced by complex impedances, and conductances evaluated at

the frequency of interest.
4. Nodal analysis is now used to reduce the circuit to a linear algebraic complex matrix. The AC node

voltages may now be found by applying an excitation vector (which represents the independent
voltage and current sources) and using Gaussian elimination (with complex arithmetic) to
calculate the node voltages.

AC analysis does have limitations and the following types of nonlinear or large signal problems cannot be
modeled:

1. Distortion due to nonlinearities such as clipping, etc.
2. Slew rate-limiting effects
3. Analog mixers
4. Oscillators

Noise analysis is performed by including noise sources in the models. Typical noise sources include
thermal noise in resistors I2n ¼ 4kTD f =R, and shot I2n ¼ 2qIdDf , and flicker noise in semiconductor
devices. Here, T is temperature in Kelvin, k is Boltzmann’s constant, and Df is the bandwidth of the
circuit. These noise sources are inserted as independent current sources, Inj( f ) into the AC model. The
resulting current due to the noise source is then calculated at a user-specified summation node(s) by
multiplying by the gain function between the noise source and the summation node Ajs( f ). This
procedure is repeated for each noise source, and then the contributions at the reference node are root
mean squared (RMS) summed to give the total noise at the reference node. The equivalent input noise is
then easily calculated from the transfer function between the circuit input and the reference node Ais ( f ).
The equation describing the input noise is therefore:

Ii ¼ 1
Ais( f )

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiX
j

[Ajs( f )Inj( f )]
2

s

Example 8.2: Cascode Amplifier with Macro Models

Here, we find the gain, bandwidth, input impedance, and output noise of a cascode amplifier. The circuit
for the amplifier is shown in Figure 8.5. The circuit is assumed to be fabricated in a monolithic IC process,
so it will be necessary to consider some of the parasitics of the IC process. A cross-section of a typical IC
bipolar transistor is shown in Figure 8.4 along with some of the parasitic elements. These parasitic
elements are easily included in the amplifier by creating a ‘‘macro model’’ for each transistor. The macro
model is then implemented in SPICE form using subcircuits.
The PSPICE circuit simulator allows the user to define parameters which are passed into the

subcircuits. This capability is very useful in this case because the resistor model will vary, depending
on the value of the resistor. It if is assumed for a certain resistor type that the width w (measured
perpendicular to current flow) of the resistor is fixed, e.g., to the minimum line width of the process, then
the resistance must be proportional to the length (l) of the resistor (R / l=w). The parasitic capacitance of
the resistor, on the other hand, is proportional to the junction area of the resistor, and therefore to the
value of the resistance as well (C / lw / R). Using parameterized subcircuits these relations are easily
implemented, and one subcircuit can be used to represent many different resistors (see Figure 8.6). Here,
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we represent the capacitance using two diodes one at each end of the resistor. This was done because
the resistor junction capacitance is voltage dependent.
The input to the circuit is a voltage source (VIN), applied differentially to the amplifier. The output will

be taken differentially across the collectors of the two upper transistors at nodes 2 and 3. The input
impedance of the amplifier can be calculated as VIN=I(VIN) or because VIN¼ 1.0 just as 1=I(VIN). These
quantities are shown plotted using PROBE in Figure 8.7. It can be seen that the gain of the amplifier falls
off at high frequency as expected. The input impedance also drops because parasitic capacitances shunt
the input.
It is also requested in Figure 8.6 that noise analysis be performed at every 20th frequency point. A

portion of the noise printout is shown in Figure 8.8. It can be seen that the simulator calculates the noise
contributions of each component in the circuit at the specified frequencies and displays them. The total
noise at the specified summing node (differentially across nodes 2 and 3) in this case is also calculated as
well as the equivalent noise referenced back to the input. This example took <1 min on an IBM PC.

Pitfalls.Many novice users will forget that AC analysis is a linear analysis. They will, for example, apply a
1 V signal to an amplifier with 5 V power supplies and a gain of 1000 and be surprised when SPICE tells
them that the output voltage is 1000 V. Of course, the voltage generated in a simple amplifier must be less
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FIGURE 8.4 BJT cross-section with macro model elements.
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FIGURE 8.5 Cascode amplifier for AC analysis, created using PSPICE.
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Cascode amp with macro models.
*P type substrate is node 100
vcc 1 0 10
vsu 100 0 0
vin 7 8 ac 1
x1 1 2 100 icr PARAMS: val = 1k
x2 1 3 100 icr PARAMS: val = 1k
x3 2 6 4 100 tran
x4 3 6 5 100 tran
x5 4 7 11 100 tran
x6 5 8 11 100 tran
*cascode base bias divider*
x7 1 6 100 icr PARAMS: val = 3.3k
x8 6 0 100 icr PARAMS: val = 6.7k
*input bias dividers*
r21 1 7 6.3k
r22 7 0 3.7k
r31 1 8 6.3k
r32 8 0 3.7k
*Current Source*
x9 11 10 9 100 tran
x10 9 0 100 icr PARAMS: val = 100
x11 9 0 100 icr PARAMS: val = 100
x12 1 10 100 icr PARAMS: val = 8.3k
x13 10 0 100 icr PARAMS: val = 1.7k
.op
.noise v(2,3) vin 8
.ac dec 8 le6 le10
.probe

.subckt tran 1 2 3 4 PARAMS: val = 1
q1 5 2 3 mq{val}
rc 1 5 20/{val}
dbc 2 5 mdbc {val}
dsc 4 5 mdcs {val}
.model mq npn (is = le–15 bf = 100 br = 5
+ vaf =  30 var = 10 ikf = 5e–3 ikr =  le–4
+ re = 5 rb = 100 rc = 50 cje = .1p cjc = .05p
+ tf = 100p tr = 1n)
.model mdbc d (is = 1e–16 cjo =  .05p)
.model mdcs d (is = 1e–16 cjo =  .01p)
+ rs = 1000)
.ends tran

.subckt icr 1 2 3 PARAMS: val = 1000
rr 1 2 {val}
d1 3 1 md {val/1000}
d2 3 1 md {val/1000}
.model md d (is = le–16 cjo = 10f rs = ik)
.ends icr

FIGURE 8.6 SPICE input listing for cascode amplifier of Figure 8.5.
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FIGURE 8.7 Gain and input impedance of cascode amplifier.
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than the power supply voltage, but to examine such clipping effects, transient analysis must be used.
Likewise, selection of a proper Q-point is important. If the amplifier is biased in a saturated portion of its
response and AC analysis is performed, the gain reported will be much smaller than the actual large
signal gain.

8.1.4 Transient Analysis

Transient analysis is the most powerful analysis capability of a simulator because the transient response is
so hard to calculate analytically. Transient analysis can be used for many types of analysis, such as
switching speed, distortion, basic operation of certain circuits like switching power supplies. Transient
analysis is also the most CPU intensive and can require 100 or 1000 times the CPU time as a DC or AC
analysis.

8.1.4.1 Numerical Method

In a transient analysis time is discretized into intervals called time steps. Typically, the time steps are of
unequal length, with the smallest steps being taken during portions of the analysis when the circuit
voltages and currents are changing most rapidly. The capacitors and inductors in the circuit are then
replaced by voltage and current sources based on the following procedure.
The current in a capacitor is given by Ic¼CdVc=dt. The time derivative can be approximated by a

difference equation.

Ikc þ Ik�1
c ¼ 2C

Vk
c � Vk�1

c

tk � tk�1

****  NOISE ANALYSIS TEMPERATURE = 27.000 DEG C
 FREQUENCY = 1.000E+09 HZ

****  DIODE SQUARED NOISE VOLTAGES (SQ V/HZ)

 x1.d1 x1.d2 x2.d1 x2.d2 x3.dsc x4.dsc
RS 0.000E+00 0.000E+00 0.000E+00 0.000E+00 6.098E–21 6.098E–21
ID 0.000E+00 0.000E+00 0.000E+00 0.000E+00 2.746E–24 2.746E–24
FN 0.000E+00 0.000E+00 0.000E+00 0.000E+00 0.000E+00 0.000E+00
TOTAL 0.000E+00 0.000E+00 0.000E+00 0.000E+00 6.1000E–21 6.100E–21

****  TRANSISTOR SQUARED NOISE VOLTAGES (SQ V/HZ)

 x3.q1 x4.q1 x5.q1 x6.q1 x7.q1
RB 1.519E–19 1.519E–19 1.522E–16 1.522E–16 0.000E+00
RC 3.185E–20 3.185E–20 7.277E–20 7.277E–20 0.000E+00
RE 8.056E–21 8.056E–21 7.418E–18 7.418E–18 0.000E+00
IB 2.190E–18 2.190E–18 3.390E–18 3.390E–18 0.000E+00
IC 8.543E–17 8.543E–17 1.611E–16 1.611E–16 0.000E+00
FN 0.000E+00 0.000E+00 0.000E+00 0.000E+00 0.000E+00
TOTAL 8.782E–17 8.782E–17 3.242E–16 3.242E–19 0.000E+00

****TOTAL OUTPUT NOISE VOLTAGE  = 8.554E–16 SQ V/HZ
     = 2.925E–08 V/RT HZ
      TRANSFER FUNCTION VALUE:
                                      V(2,3)/vin    = 9.582E+00
      EQUIVALENT INPUT NOISE AT vin                    = 3.052E–09 V/RT HZ

FIGURE 8.8 Noise analysis results for cascode amplifier.
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In this equation, the superscript k represents the number of the time step. Here, k is the time step we are
presently solving for and (k� 1) is the previous time step. This equation can be solved to give the
capacitor current at the present time step.

Ikc ¼ Vk
c (2C=Dt)� Vk�1

c (2C=Dt)� Ik�1
c

Here Dt¼ tk� tk�1, or the length of the time step. As time steps are advanced, Vk�1
c ! Vk

c ; I
k�1
c ! Ikc .

Note that the second two terms on the right hand side of the above equation are dependent only on the
capacitor voltage and current from the previous time step, and are therefore fixed constants as far as
the present step is concerned. The first term is effectively a conductance (g¼ 2C=Dt) multiplied by the
capacitor voltage, and the second two terms could be represented by an independent current source.
The entire transient model for the capacitor therefore consists of a conductance in parallel with two
current sources (the numerical values of these are, of course, different at each time step). Once the
capacitors and inductors have been replaced as indicated, the normal method of DC analysis is used. One
complete DC analysis must be performed for each time point. This is the reason that transient analysis is
so CPU intensive. The method outlined here is the trapezoidal time integration method and is used as the
default in SPICE.

Example 8.3: Phase-Locked Loop Circuit

Figure 8.9 shows the phase-locked loop (PLL) circuit. The first analysis considers only the analog
multiplier portion (also called a phase detector). The second analysis demonstrates the operation of
the entire PLL. For the first analyses we wish to show that the analog multiplier does indeed multiply its
input voltages. To do this, sinusoidal signals of 0.5 V amplitude are applied to the inputs, one at 2 MHz
and the second at 3 MHz. The analysis is performed in the time domain and a Fourier analysis is used to
analyze the output. Because the circuit functions as a multiplier, the output should be

Vout ¼ AVa sin (2e6pt)Vb sin (3e6pt) ¼ AVaVb[ cos (1e6pt)� cos(5e6pt)]

The 1 and 5 MHz components are of primary interest. Feedthrough of the original signal will also
occur, which will give 2 and 3 MHz components in the output. Other forms of nonlinear distortion will
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FIGURE 8.9 Phase-locked loop circuit for transient analysis, created with PSPICE.
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give components at higher frequencies. The SPICE input deck is shown in Figure 8.10. The output of the
Fourier analysis is shown in Figure 8.11. It can be seen that the components at 1 and 5 MHz dominate
and are a factor of 3 larger than the next largest component. The phase of the 1 and 5 MHz component
is also offset by approximately 908 from the input (at 08), as expected.
Simulation of the entire PLL will now be performed. The SPICE input deck is own in Figure 8.12.

The phase detector and voltage-controlled oscillator are modeled in separate subcircuits. The phase

Analog Multiplier Circuit.

Vcc 1 0 10.0
Rbias 1 2 800k
x1 1 9 3 4 5 6 2 10 mult
rdum 9 0 1meg

rin1 4 7 10k
vbias 7 0 2
vin 3 4 sin(0.5 2meg 0 0)

rin2 5 8 10k
vbias2 8 0 5.0
vin2 5 6 sin(0.5 3meg 0 0)

.tran 5n 3u 0 5n

.four 1meg 20 v(10)

.op

.probe

.options defl = 4u defas = 200p
defad = 200p

.subckt mult         1    2      3    4     5     6      7       8
* Pwr Iout In1 In2 Pin1 Pin2 Ibias
Vout
*load resistor*
m1 1 1 8 0 nmos w = 30u 1 = 4u
*Upper diff pairs*
m2 9 5 11 0 nmos w = 60u 1= 4u
m3 8 6 11 0 nmos w = 60u 1= 4u
m4 8 5 12 0 nmos w = 60u 1= 4u
m5 9 6 12 0 nmos w = 60u 1= 4u
*Lower diff pairs*
m6 11 3 10 0 nmos w = 60u 1= 4u
m7 12 4 10 0 nmos w = 60u 1= 4u
*Drive Current Mirror*
m8 7 7 0 0 nmos w = 60u 1= 4u
m9 5 7 0 0 nmos w = 60u 1= 4u
m10 10 7 0 0 nmos w = 60u 1= 4u
m11 6 7 0 0 nmos w = 60u 1= 4u
*Output current Mirror*
m12 9 9 1 1 pmos w = 60u 1= 4u
m13 2 9 1 1 pmos w = 60u 1= 4u

.model nmos nmos (level = 2 tox = 5e–8
+ nsub = 2e 15 tpg = 1 vto = .9 uo = 450
+ ucrit = 8e4 uexp = .15 cgso = 5.2e–10
+ cgdo = 5.2e–10)
.model pmos pmos (level = 2 tox = 5e–8
+ nsub = 2e 15 tpg = –1 vto = –.9 uo = 200
+ ucrit = 8e4 uexp = .15 cgso = 5.2e–10
+ cgdo = 5.2e–10)
.ends mult

FIGURE 8.10 SPICE input file for analog multiplier portion of PLL.

FOURIER COMPONENTS OF TRANSIENT RESPONSE V(10)

DC COMPONENT = 8.125452E+00

 NO FREQ FOURIER NORMALIZED PHASE NORMALIZED
  HZ COMP. COMP. (DEG) PHASE (DEG)
 1 1.000E+06 9.230E–02 1.000E+00    8.973E+01    0.000E+00
 2 2.000E+06 6.462E–03 7.002E–02 –1.339E+01 –1.031E+02
 3 3.000E+06 3.207E–02 3.474E–01    6.515E+01 –2.458E+01
 4 4.000E+06 1.097E–02 1.189E–01 –1.604E+02 –2.501E+02
 5 5.000E+06 8.229E–02 8.916E–01 –1.074E+02 –1.971E+02
 6 6.000E+06 1.550E–02 1.680E–01 –1.683E+02 –2.580E+02
 7 7.000E+06 3.695E–02 4.004E–01    7.984E+01 –9.886E+00
 8 8.000E+06 7.943E–03 8.606E–02   1.302E+02    4.044E+00
 9 9.000E+06 1.962E–02 2.126E–01 –1.149E+02 –2.046E+02

FIGURE 8.11 Results of transient and Fourier analyses of analog multiplier.
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detector, or multiplier, subcircuit is the same as that of Figure 8.10 and is omitted from Figure 8.12 for
brevity. Examine the VCO subcircuit and note the PULSE-type current source ISTART connected across
the capacitor. The source gives a current pulse 0.3E-6 s wide at the start of the simulation to start the VCO
running. To start a transient simulation SPICE first computes a DC operating point (to find the initial
voltages Vk�1

c on the capacitors). As this DC point is a valid, although not necessarily stable, solution, an
oscillator will remain at this point indefinitely unless some perturbation is applied to start the oscillations.
Remember, this is an ideal mathematical model and no noise sources or asymmetries exist that would
start a real oscillator—it must be done manually. The capacitor C1 would have to be placed off-chip, and
bond pad capacitance (CPAD1 and CPAD2) have been included at the capacitor nodes. Including the
pad capacitances is very important if a small capacitor C1 is used for high-frequency operation.
In this example, the PLL is to be used as a FM detector circuit and the FM signal is applied to the

input using a single frequency FM voltage source. The carrier frequency is 600 kHz and the modulation
frequency is 60 kHz. Figure 8.13 shows the input voltage and the output voltage of the PLL at the VCO
output and at the phase detector output. It can be seen that after a brief starting transient, the PLL
locks onto the input signal and that the phase detector output has a strong 60 kHz component.
This example took 251 s on a Sun SPARC-2 workstation (3046 time steps, with an average of 5 N
iterations per time step).

Pitfalls. Occasionally, SPICE will fail and give the message ‘‘Timestep too small in transient analysis,’’
which means that the process of Newton iterations at certain time steps could not be made to converge.
One of the most common causes of this is the specification of a capacitor with a value that is much too
large, for example, specifying a 1 F capacitor instead of a 1 pF capacitor (an easy mistake to make by not
adding the ‘‘p’’ in the value specification). Unfortunately, we usually have no way to tell which capacitor
is at fault from the type of failure generated other than to manually search the input deck.

Phase locked loop circuit.
Vcc 1 0 10.0
Rbias 1 2 800k
rin 1 4 5 100k
vbias 5 0 2
Rfil 6 7 100k
Cfil 6 0 .03n
x1 1 6 3 4 18 19 2 10 mult
r1 8 18 70k
r2 9 19 70k
vsens 7 17 0
x2 1 8 9 17 vco
vin 3 4 sffm(0 1 600k 2 60k)
.tran .05u 60u
.probe
.options acct defl = 4u defas = 200p
+ defad = 200p

.subckt vco 1 22 33 10
*               Pwr out1 out2 Ict1

* P current mirror
m1 2 8 1 1 pmos w = 10u 1 = 4u
m2 8 8 1 1 pmos w = 10u 1 = 4u
m3 3 8 1 1 pmos w = 10u 1 = 4u

*Oscillator
m4 3 2 7 0 nmos w = 10u 1 = 4u
m5 2 3 6 0 nmos w = 10u 1 = 4u

*N current mirror
m6 6 10 0 0 nmos w = 20u 1 = 4u
m7 8 10 0 0 nmos w = 4u 1 = 4u
m8 10 10 0 0 nmos w = 20u 1 = 4u
m9 7 10 0 0 nmos w = 20u 1 = 4u

*source follower buffers
m10 13 33 0 nmos w = 80u 1 = 4u
m11 1 2 22 0 nmos w = 80u 1 = 4u

*Frequency setting capacitor*
c1 6 7 7pf
cpad6 6 0.5pf
cpad7 7 0.5pf

*Diode swing limiters*
d1 1 5 md
d2 1 4 md
d3 5 2 md
d4 4 3 md
*Pulse to start VCO*
istart 6 0 pulse (0 400u. 1us.01us
+.01us .3us 100)

FIGURE 8.12 SPICE input listing for phase-locked loop circuit.
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Other transient failures are caused by MOSFET models. Some models contain discontinuous capaci-
tances (with respect to voltage) and others do not conserve charge. These models can vary from version
to version so it is best check the user’s guide.

8.1.5 Process and Device Simulation

Process and device simulation are the steps that precede analog circuit simulation in the overall
simulation flow (see Figure 8.14). The simulators are also different in that they are not measurement
driven as are analog circuit simulators. The input to a process simulator is the sequence of process steps
performed (times, temperatures, gas concentrations) as well as the mask dimensions. The output from
the process simulator is a detailed description of the solid-state device (doping profiles, oxide thickness,
junction depths, etc.). This input to the device simulator is the detailed description generated by the
process simulator (or via measurement). The output of the device simulator is the electrical character-
istics of the device (I–V curves, capacitances, switching transient curves).

1.2 V

1.3 V

1.1 V
3.0 V

10 µs 20 µs 30 µs 40 µs 50 µs 60 µs
-3.0 V

0 s

0 V

V(17)

Time

Input signal

Oscillator output

Loop filter output

V(3, 4) - 1.2 V(8, 9)+1.2

FIGURE 8.13 Transient analysis results of PLL circuit, created using PSPICE.
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FIGURE 8.14 Data flow for complete process-device-circuit modeling.
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Process and device simulation are becoming increasingly important and widely used during the IC
design process. A number of reasons exist for this:

. As device dimensions shrink, second-order effects can become dominant. Modeling of these effects
is difficult using analytical models.

. Computers have greatly improved, allowing time-consuming calculations to be performed in a
reasonable amount of time.

. Simulation allows access to impossible to measure physical characteristics.

. Analytic models are not available for certain devices, for example, thyristors, heterojunction
devices, and IGBTS.

. Analytic models have not been developed for certain physical phenomena, for example, single
event upset, hot electron aging effects, latchup, and snap-back.

. Simulation runs can be used to replace split lot runs. As the cost of fabricate test devices increases,
this advantage becomes more important.

. Simulation can be used to help device, process, and circuit designers understand how their devices
and process work.

Clearly, process and device simulation is a topic which can be been the topic of entire texts. The following
sections attempt to provide an introduction to this type of simulation, give several examples showing
what the simulations can accomplish, and provide references to additional sources of information.

8.1.6 Process Simulation

IC processing involves a number of steps which are designed to deposit (deposition, ion implantation),
remove (etching), redistribute (diffusion), or transform (oxidation) the material of which the IC is made.
Most process simulation work has been in the areas of diffusion, oxidation, and ion implantation;
however, programs are available that can simulate the exposure and development of photo-resist, the
associated optical systems, as well as gas and liquid phase deposition and etch.
A number of programs are available (either from universities or commercial vendors) which can

model silicon processing. The best known program is SUPREM-IV, which was developed at Stanford
University (Stanford, CA). SUPREM-IV is capable of simulating oxidation, diffusion, and ion implant-
ation, and has simple models for deposition and etch. In the following section a very brief discussion of
the governing equations used in SUPREM will be given along with the results of an example simulation
showing the power of the simulator.

8.1.6.1 Diffusion

The main equation governing the movement of electrically charged impurities (acceptors in this case) in
the crystal is the diffusion equation:

@C
@t

¼ r � DrC � DqCa

kT
E

� �

Here
C is the concentration (#=cm3) of impurities
Ca is the number of electrically active impurities (#=cm3)
q is the electron charge
k is Boltzmann’s constant
T is temperature in Kelvin
D is the diffusion constant
E is the built-in electric field.
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The built-in electric field E in (V=cm) can be found from

E ¼ � kT
q

1
n
rn

In this equation, n is the electron concentration (#=cm3), which in turn can be calculated from the
number of electrically active impurities (Ca). The diffusion constant (D) is dependent on many factors.
In silicon the following expression is commonly used:

D ¼ FIV Dx þ Dþ
ni
n
þ D�

n
ni
þ D¼

n
ni

� �2
 !

The four D components represent the different possible charges states for the impurity: (x) neutral, (þ)
positive, (�) negative, (¼ ) doubly negatively charged. ni is the intrinsic carrier concentration, which
depends only on temperature. Each D component is in turn given by an expression of the type

D ¼ A exp � B
kT

� �

Here, A and B are experimentally determined constants, different for each type of impurity (x,þg,�, ¼ ).
B is the activation energy for the process. This expression derives from the Maxwellian distribution of
particle energies and will be seen many times in process simulation. It is easily seen that the diffusion
process is strongly influenced by temperature. The term FIV is an enhancement factor which is dependent
on the concentration of interstitials and vacancies within the crystal lattice (an interstitial is an extra silicon
atom which is not located on a regular lattice site; a vacancy is a missing silicon atom which results in an
empty lattice site) FIV / CIþCV. The concentration of vacancies, CV, and interstitials, CI, are in turn
determined by their own diffusion equation:

@Cv

@t
¼ þr � DV � rCV � Rþ G

In this equation, DV is another diffusion constant of the form A exp(�B=kT). R and G represent the
recombination and generation of vacancies and interstitials. Note that an interstitial and a vacancy may
recombine and in the process destroy each other, or an interstitial and a vacancy pair may be
simultaneously generated by knocking a silicon atom off its lattice site. Recombination can occur
anywhere in the device via a bulk recombination process R¼A(CVC1)exp(�b=kT). Generation occurs
where there is damage to the crystal structure, in particular at interfaces where oxide is being grown or in
regions where ion implantation has occurred, as the high-energy ions can knock silicon atoms off their
lattice sites.

8.1.6.2 Oxidation

Oxidation is a process whereby silicon reacts with oxygen (or with water) to form new silicon dioxide.
Conservation of the oxidant requires the following equation:

dy
dt

¼ F
N

Here
F is the flux of oxidant (#=cm2=s)
N is the number of oxidant atoms required to make up a cubic centimeter of oxide
dy=dt is the velocity with which the Si–SiO2, interface moves into the silicon.
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In general, the greater the concentration of oxidant (C0), the faster the growth of the oxide and the greater
the flux of oxidant needed at the Si–SiO2, interface. Thus, F¼ ksC0.

The flux of oxidant into the oxide from the gaseous environment is given by

F ¼ h(HPox � C0)

Here
H is a constant
P is the partial pressure of oxygen in the gas
C0 is the concentration of oxidant in the oxide at the surface
h is of the form A exp(�B=kT).

Finally, the moment of the oxidant within the already existing oxide is governed by diffusion: F¼D0rC
When all these equations are combined, it is found that (in the one-dimensional case) oxides grow
linearly dy=dt / t when the oxide is thin and the oxidant can move easily through the existing oxide. As
the oxide grows thicker dy=dt / ffiffi

t
p

because the movement of the oxidant through the existing oxide
becomes the rate-limiting step.
Modeling two-dimensional oxidation is a challenging task. The newly created oxide must ‘‘flow’’

away from the interface where it is being generated. This flow of oxide is similar to the flow of a very thick
or viscous liquid and can be modeled by a creeping flow equation:

r2V / rP

r � V ¼ 0

V is the velocity at which the oxide is moving and P is the hydrostatic pressure. The second equation
results from the incompressibility of the oxide. The varying pressure P within the oxide leads to
mechanical stress, and the oxidant diffusion constant D0 and the oxide growth rate constant ks are
both dependent on this stress. The oxidant flow and the oxide flow are therefore coupled because the
oxide flow depends on the rate at which oxide is generated at the interface and the rate at which the new
oxide is generated depends on the availability of oxidant, which is controlled by the mechanical stress.

8.1.6.3 Ion Implantation

Ion implantation is normally modeled in one of two ways. The first involves tables of moments of the
final distribution of the ions that are typically generated by experiment. These tables are dependent on
the energy and the type of ion being implanted. The second method involves Monte Carlo simulation
of the implantation process. In Monte Carlo simulation, the trajectories of individual ions are followed as
they interact with (bounce off) the silicon atoms in the lattice. The trajectories of the ions, and the
recoiling Si atoms (which can strike more Si atoms) are followed until all come to rest within the lattice.
Typically several thousand trajectories are simulated (each will be different due to the random probabil-
ities used in the Monte Carlo method) to build up the final distribution of implanted ions. Monte Carlo
has advantages in that the damage to the lattice can be calculated during the implant process. This
damage creates interstitials and vacancies that affect impurity diffusion, as was seen earlier. Monte Carlo
can also model channeling, which is a process whereby the trajectories of the ions align with the crystal
planes, resulting in greater penetration of the ion than in a simple amorphous target. Monte Carlo has the
disadvantage of being CPU intensive.
Process simulation is always done in the transient mode using time steps as was done with transient

circuit simulation. Because partial differential equations are involved, rather than ordinary differential
equations, spatial discretization is needed as well. To numerically solve the problem, the
differential equations are discretized on a grid. Either rectangular or triangular grids in one, two, or
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three dimensions are commonly used. This discretization process results in the conversion of the
partial differential equations into a set of nonlinear algebraic equations. The nonlinear equations are
then solved using a Newton method in a way very similar to the method used for the circuit equations
in SPICE.

Example 8.4: NMOS Transistor

In this example, the process steps used to fabricate a typical NMOS transistor will be simulated using
SUPREM-4. These steps are

1. Grow initial oxide (30 min at 1000 K).
2. Deposit nitride layer (a nitride layer will prevent oxidation of the underlying silicon).
3. Etch holes in nitride layer.
4. Implant Pþ channel stop (boron dose¼ 5e12, energy¼ 50 keV).
5. Grow the field oxide (180 min at 1000 K wet O2).
6. Remove all nitride.
7. Perform P channel implant (boron dose¼ 1e11, energy¼ 40 keV).
8. Deposit and etch polysilicon for gate.
9. Oxidize the polysilicon (30 min at 1000 K, dry O2).
10. Implant the light doped drain (arsenic dose¼ 5e13 energy¼ 50 keV).
11. Deposit sidewall space oxide.
12. Implant source and drain (arsenic, dose¼ 1e15, energy¼ 200 keV).
13. Deposit oxide layer and etch contact holes.
14. Deposit and etch metal.

The top 4 mm of the completed structure, as generated by SUPREM-4, is shown in Figure 8.15. The actual
simulation structure used is 200 mm deep to allow correct modeling of the diffusion of the vacancies
and interstitials. The gate is at the center of the device. Notice how the edges of the gate have lifted up
due to the diffusion of oxidant under the edges of the polysilicon (the polysilicon, as deposited in step 8,
is flat). The dashed contours show the concentration of dopants in both the oxide and silicon layers. The
short dashes indicate N-type material, while the longer dashes indicate P-type material. This entire
simulation requires about 30 min on a Sun SPARC-2 workstation.

Silicon Polysilicon Oxide Aluminum
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FIGURE 8.15 Complete NMOS transistor cross section generated by process simulation, created with TMA
SUPREM-4.

Computer-Aided Analysis 8-17



8.1.7 Device Simulation

Device simulation uses a different approach from that of conventional lumped circuit models to determine
the electrical device characteristics. Whereas with analytic or empirical models all characteristics are
determined by fitting a set of adjustable parameters to measured data, device simulators determine the
electrical behavior by numerically solving the underlying set of differential equations. The first of these
equations is the Poisson equation, which describes the electrostatic potential within the device.

r � e � rC ¼ q N�
a � Nþ

d � pþ n� Qf
� �

Nd and Na are the concentration of donors and acceptors, i.e., the N- and P-type dopants. Qf is the
concentration of fixed charge due, for example, to traps or interface charge. The electron and hole
concentrations are given by n and p, respectively, and C is the electrostatic potential.

A set of continuity equations describes the conservation of electrons and holes:

@n
@t

¼ 1
q
r � Jn � Rþ G

� �

@p
@t

¼ � 1
q
r � Jp � Rþ G

� �

In these equations, R and G describe the recombination and generation rates for the electrons and holes.
The recombination process is influenced by factors such as the number of electrons and holes present as
well as the doping and temperature. The generation rate is also dependent upon the carrier concentra-
tions, but is most strongly influenced by the electric field, with increasing electric fields giving larger
generation rates. Because this generation process is included, device simulators are capable of modeling
the breakdown of devices at high voltage. Jn and Jp are the electron and hole current densities (in amperes
per square centimeter). These current densities are given by another set of equations:

Jn ¼ qm �nrCþ kTn

q
rn

� �

Jp ¼ qm �prC� kTp

q
rp

� �

In this equation, k is Boltzmann’s constant, m is the carrier mobility, which is actually a complex function
of the doping, n, p, electric field, temperature, and other factors. In silicon the electron mobility will range
between 50 and 1000 and the hole mobility will normally be a factor of 2 smaller. In other semicon-
ductors such as gallium arsenide the electron mobility can be as high as 5000. Tn and Tp are the electron
and hole mean temperatures, which describe the average carrier energy. In many models these default to
the device temperature (300 K). In the first term the current is proportional to the electric field (rC),
and this term represents the drift of carriers with the electric field. In the second term the current is
proportional to the gradient of the carrier concentration (rn), so this term represents the diffusion of
carriers from regions of high concentration to those of low concentration. The model is therefore called
the drift-diffusion model.
In devices in which self-heating effects are important, a lattice heat equation can also be solved to give

the internal device temperature:

s(T)
@T
@t

¼ H þr � l(T) � rT

H ¼ �(Jn þ Jp) � rCþ HR
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where H is the heat generation term, which includes resistive (Joule) heating as well as recombination
heating, HR. The terms s(T), l(T) represent the specific heat and the thermal conductivity of the material
(both temperature dependent). Inclusion of the heat equation is essential in many power device
problems.
As with process simulation partial differential equations are involved, therefore, a spatial discretization

is required. As with circuit simulation problems, various types of analysis are available:

. Steady-state (DC), used to calculate characteristic curves of MOSFETs, BJTs diodes, etc.

. AC analysis, used to calculate capacitances, Y-parameters, small signal gains, and S-parameters

. Transient analysis, used for calculation of switching and large signal behavior, and special types of
analysis such as radiation effects

Example 8.5: NMOS IV Curves

The structure generated in the previous SUPREM-IV simulation is now passed into the device simulator
and bias voltages are applied to the gate and drain. Models were included which account for Auger and
Shockley Reed Hall recombination, doping and electric field-dependent mobility, and impact ionization.
The set of drain characteristics obtained is shown in Figure 8.16. Observe how the curves bend upward
at high Vds as the device breaks down. The Vgs¼ 1 curve has a negative slope at Id¼ 1.5e-4 A as the
device enters snap-back. It is possible to model this type of behavior because impact ionization is
included in the model.
Figure 8.17 shows the internal behavior of the device with Vgs¼ 3 V and Id¼ 3e-4 A. The filled

contours indicate impact ionization, with the highest rate being near the edge of the drain right beneath
the gate. This is to be expected because this is the region in which the electric field is largest due to the
drain depletion region. The dark lines indicate current flow from the source to the drain. Some current
also flows from the drain to the substrate. This substrate current consists of holes generated by the
impact ionization. The triangular grid used in the simulation can be seen in the source, drain, and gate
electrodes. A similar grid was used in the oxide and silicon regions.

0.0 2.0 4.0 6.0 8.0 10.0 12.0
Vds (V)

0.00

1.00

2.00

3.00

I d 
(A

/µ
)×

10
t–

4

Vgs = 3

Vgs =2

Vgs = 1

FIGURE 8.16 Id vs. Vds curves generated by device simulation, created with TMA MEDICI.
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Appendix A

A.1 Circuit Analysis Software

SPICE2, SPICE3: University of California, Berkeley, CA
PSPICE: MicroSim Corporation, Irvine, CA (used in this chapter)
HSPICE: Meta Software, Campbell, CA
IsSPICE: Intusoft, San Pedro, CA
SPECTRE: Cadence Design Systems, San Jose, CA
SABRE: Analogy, Beaverton, OR

A.2 Process and Device Simulators

SUPREM-4, PISCES: Stanford University, Palo Alto, CA
MINIMOS: Technical University, Vienna, Austria
SUPREM-4, MEDICI, DAVINCI: Technology Modeling Associates, Palo Alto, CA (used in this
chapter)
SEMICAD: Dawn Technologies, Sunnyvale, CA
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FIGURE 8.17 Internal behavior of MOSFET under bias, created with TMA MEDICI.

8-20 Computer Aided Design and Design Automation



8.2 Parameter Extraction for Analog Circuit Simulation

Peter Bendix

8.2.1 Introduction

8.2.1.1 Definition of Device Modeling

We use various terms such as device characterization, parameter extraction, optimization, and model
fitting to address an important engineering task. In all of these, we start with a mathematical model that
describes the transistor behavior. The model has a number of parameters that are varied or adjusted to
match the I–V (current–voltage) characteristics of a particular transistor or set of transistors. The act of
determining the appropriate set of model parameters is what we call device modeling. We then use the
model with the particular set of parameters that represent our transistors in a circuit simulator such as
SPICE* to simulate how circuits with our kinds of transistors will behave. Usually, the models are
supplied by the circuit simulator we chose. Occasionally, we may want to modify these models or
construct our own models. In this case we need access to the circuit simulator model subroutines as
well as the program that performs the device characterization.
Most people believe the preceding description covers device modeling. However, we feel this is a

very narrow definition. One can obtain much more information by characterizing a semiconductor
process than just providing models for circuit simulation. If the characterization is done correctly, it
can provide detailed information about the fabrication process. This type of information is useful for
process architects as an aid in developing future processes. In addition, the wealth of information from
the parameters obtained can be used by process and product engineers to monitor wafers routinely.
This provides much more information than what is usually obtained by doing a few crude electrical tests
for process monitoring. Finally, circuit designers can use device characterization as a means of optimizing
a circuit for maximum performance. Therefore, instead of just being a tool used by specialized device
physicists, device characterization is a tool for process architects, process and product engineers, and
circuit designers. It is a tool that can and should be used by most people concerned with semiconductor
manufacture and design.

8.2.1.2 Steps Involved in Device Characterization

Device characterization begins with a test chip. Without the proper test chip structures, proper device
modeling cannot be done from measured data. A good test chip for MOS technology would include
transistors of varying geometries, gate oxide capacitance structures, junction diode capacitance struc-
tures, and overlap capacitance structures. This would be a minimal test chip. Additional structures might
include ring oscillators and other circuits for checking the AC performance of the models obtained. It is
very important that the transistors be well designed and their geometries be chosen appropriate for the
technology as well as the desired device model. For bipolar technology modeling, the layout of structures
used to get S-parameter measurements is very critical. Although a complete test chip description is beyond
the scope of this book, be aware that even perfect device models cannot correct for a poor test chip.
Next, we need data that represent the behavior of a transistor or set of transistors of different sizes.

These data can come from direct measurement or they can be produced by a device simulator such as
PISCES.y Typically, one does voltage sweeps on various nodes of the transistor and measures the output
current at some or all of these nodes. For example, in an MOS transistor, one might sweep the gate
voltage and measure the resulting drain current, holding the drain and bulk voltages fixed. The
equipment used to do DC device characterization measurements is usually a DC parametric tester.

* SPICE is a circuit simulation program from the Department of Electrical Engineering and Computer Science at the
University of California, Berkeley.

y PISCES is a process simulation program from the Department of Electrical Engineering at Stanford University,
Stanford, CA.
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This equipment usually has a set of SMUs (source=measure units) that can force voltage and measure
current, or force current and measure voltage. The measuring equipment can be manually run or
controlled by a computer. In either case the measured data must be put onto a hard disk.
For oxide capacitors, junction diodes, and overlap capacitors, a capacitance or inductance, capacitance,

resistance (LCR) meter is used to do the measurements. For junction capacitance models, a junction
diode (source to bulk, for example) has a reverse bias sweep done and the capacitance is measured at each
bias point. For oxide and overlap capacitances, only a single capacitance measurement at one bias voltage
is required.
In a more automated environment, switching matrices, semiautomated probers, and temperature-

controlled chucks are added. The same equipment is used for bipolar devices. In addition, network
analyzers are often used for S-parameter characterization to obtain the related AC transit time param-
eters of bipolar transistors. A typical collection of measuring equipment might look like Figure 8.18.
It is also possible to use a device simulator like PISCES, or a combination of a process simulator like

SUPREM-IV* coupled to a device simulator, to provide the simulated results. The process recipe steps are
fed into SUPREM-IV, which produces a device structure and associated profiles of all dopants; this
information is then fed into the device simulator along with a description of voltage sweeps to be applied
to various device electrodes. The output of the device simulator is a set of IV characteristics which closely
represent what would have been measured on a real device. The benefits of using simulation over
measurement are that no expensive measurement equipment or fabricated wafers are necessary. This
can be very helpful when trying to predict the device characteristics of a new fabrication process before
any wafers have been produced.
Once the measured (or simulated) data are available, parameter extraction software is used to find the

best set of model parameter values to fit the data. This can be done by extraction, optimization, or a
combination of the two. Extraction is simpler and quicker, but not as accurate as optimization. In
extraction simplifying assumptions are made about the model equations and parameter values are
extracted using slope and intercept techniques, for example. In optimization general least-squares
curve fitting routines are employed to vary a set or subset of parameters to fit the measured data.
Extraction and optimization are covered in more detail in the following sections.

PC/Unix
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prober
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matrix
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FIGURE 8.18 Typical hardware measuring equipment for device characterization.

* SUPREM-IV is a process simulation program from the Department of Electrical Engineering at Stanford University,
Stanford, CA.
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8.2.1.3 Least-Squares Curve Fitting (Analytical)

We begin this section by showing how to do least-squares curve fitting by analytical solutions, using a
simple example to illustrate the method. We then discuss least-squares curve fitting using numerical
solutions in the next section. We can only find analytical solutions to simple problems. The more
complex ones must rely on numerical techniques.
Assume a collection of measured data, m1, . . . , mn. For simplicity, let these measured data values be

functions of a single variable, v, which was varied from v1 through vn, measuring each mi data point at
each variable value vi, i running from 1 to n. For example, the mi data points might be drain current of an
MOS transistor, and the vi might be the corresponding values of gate voltage. Assume that we have a
model for calculating simulated values of the measured data points, and let these simulated values be
denoted by s1, . . . , sn. We define the least-squares, root mean square (RMS) error as

Errorrms ¼
Pn
i¼1

{weighti(si �mi)}
2

Pn
i¼1

{weightimi}
2

2
664

3
775
1=2

(8:1)

where a weighting term is included for each data point. The goal is to have the simulated data match the
measured data as closely as possible, which means we want to minimize the RMS error. Actually, what we
have called RMS error is really the relative RMS error, but the two terms are used synonymously. There is
another way of expressing the error, called the absolute RMS error, defined as follows:

Errorrms ¼
Pn
i¼1

{weighti(si �mi)}
2

Pn
i¼1

{weighti mmin}
2

2
664

3
775
1=2

(8:2)

where we have used the term mmin in the denominator to represent some minimum value of the
measured data. The absolute RMS error is usually used when the measured values approach zero
to avoid problems with small or zero denominators in Equation 8.1. For everything that follows,
we consider only the relative RMS error. The best result is obtained by combining the relative
RMS formula with the absolute RMS formula by taking the maximum of the denominator from Equation
8.1 or 8.2.
We have a simple expression for calculating the simulated data points, si, in terms of the input variable,

v, and a number of model parameters, p1, . . . , pm. That is,

si ¼ f (vi, p1, . . . , pm) (8:3)

where f is some function. Minimizing the RMS error function is equivalent to minimizing its square.
Also, we can ignore the term in the denominator of Equation 8.1 as concerns minimizing, because it is a
normalization term. In this spirit, we can define a new error term,

Error ¼ (Errorrms)
2
Xn
i¼1

{weightimi}
2

" #
(8:4)

and claim that minimizing Error is equivalent to minimizing Errorrms. To minimize Error, we set all
partial derivatives of it with respect to each model parameter equal to zero; that is, write
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@(Error)
@pj

¼ 0 for j ¼ 1, . . . ,m (8:5)

Then, solve the preceding equations for the value of pj.

Least-squares curve fitting. Analytic example:Write a simple expression for the drain current of an MOS
transistor in the linear region in terms of a single variable, the gate voltage, Vgs, and also in terms of two
model parameters, b and Vth;

Ids ¼ b(Vgs � Vth)Vds (8:6)

We denote the measured drain current by Imeas. In terms of our previous notation, we have the following
substitutions:

s ! Ids
v ! Vgs

p1 ! b

p2 ! Vth

We have two conditions to satisfy for minimizing the error:

@(Error)
@b

¼ 0 (8:7)

@(Error)
@Vth

¼ 0 (8:8)

Equations 8.7 and 8.8 imply, respectively,

Xn
i¼1

[b(Vgsi � Vth)Vds � Imeasi ](Vgsi � Vth) ¼ 0 (8:9)

Xn
i¼1

[b(Vgsi � Vth)Vds � Imeasi ] ¼ 0 (8:10)

Solving Equations 8.9 and 8.10 is straightforward but tedious. The result is

Vth ¼ [Term1Term2 � Term3Term4]
[nTerm1 � Term2Term4]

(8:11)

b ¼ 1
Vds

� �
[nTerm1 � Term2Term4]

nTerm3 � Term2
2

� 	 (8:12)

where n is the number of data points that i is summed over, and

Term1 ¼
Xn
i¼1

Vgsi Imeasi (8:13)
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Term2 ¼
Xn
i¼1

Vgsi (8:14)

Term3 ¼
Xn
i¼1

V2
gsi

(8:15)

and

Term4 ¼
Xn
i¼1

Imeasi (8:16)

Thus, analytical solutions can become quite messy, even for the simplest model expressions. In fact, it is
usually not possible to solve the system of equations analytically for more complicated models. Then, we
must rely on numerical solutions.
One further word of caution is required. One may try comparing analytical solutions to those obtained

by numerical techniques. They almost always will not match. The reason is that the weighting functions
used to calculate Errorrms are different for the two cases. In order to compare the two techniques, one
must know the exact algorithm that the numerical least-squares curve fitting routine is using and be able
to match the weighting functions. Often weighting is implicit in the numerical least-squares curve fitting
algorithm that is not explicitly obvious.

8.2.1.4 Least-Squares Curve Fitting (Numerical)

For almost all practical applications we are forced to do least-squares curve fitting numerically,
because the analytic solutions as previously discussed are not obtainable in closed form. What we are
calling least-squares curve fitting is more generally known as nonlinear optimization. Many fine
references on this topic are available. We highlight only the main features here, and paraphrase parts
of [2] in what follows.
Basically, we want to solve the optimization problem whose goal is to minimize the function F(x)

where F is some arbitrary function of the vector x. If extra conditions exist on the components of x, we
are then solving a constrained, nonlinear optimization problem. When using least-squares fitting for
model parameter optimization, we usually constrain the range of the fitting parameters. This type of
constraint is a very simple one and is a special case of what is called nonlinear constrained optimization.
This or the unconstrained approach are the types normally used for model parameter optimization.
For simplicity, let F be a function of a single variable, x, instead of the vector, x. We state without proof

that a necessary condition for a minimum of F(x) to exist is that

F0 ¼ @F
@x

¼ 0 (8:17)

This means we solve the minimization problem if we can solve for the zeroes of F0. This is exactly what
we did when we went through the least-squares analytical method.
One numerical approach to solving for the zeroes of a function, f, is Newton’s method. This is an

iterative method in which we write

xkþ1 ¼ xk � f (xk)
f 0(xk)

(8:18)

Steepest descents method. Next consider the more general case in which F is now a function of many
variables, x; i.e., F is multivariate. We want to consider numerical techniques for finding the minimum of
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F by iteration. We also would like to take iteration steps that decrease the value of F at each step. This
imposes what is called a descent condition:

F(xkþ1) < F(xk) (8:19)

where k is the iteration number. Solving the minimization problem amounts to choosing a search
direction for the vector x such that at each iteration F decreases until some convergence criterion is
satisfied with xk as the solution. Let us write F as a Taylor series expanded around the point x, with p a
vector of unit length and h a scalar

F(x þ hp) ¼ F(x)þ hgT(x)pþ 1
2
h2pTG(x)pþ � � � (8:20)

where in Equation 8.20, g(x) is the gradient (first derivative in the p direction) of F(x) and G(x) is the
curvature (second derivative in the p direction) of F(x). The uppercase ‘‘T’’ means matrix transpose.
We want to choose a direction and step length for the next iteration in which

xkþ1 ¼ xk þ hkpk (8:21)

where in Equation 8.21, p is a unit vector in the search direction and h is the step size. In the method of
steepest descents we set

pk ¼ �g(xk) (8:22)

That is, the method of steepest descents chooses the search direction to be opposite the first derivative in
the direction xk.

Newton’s method. Themethod of steepest descents is a first derivativemethod. Newton’smethod is a second
derivative method (this is not to be confused with the simple Newton’s method discussed previously).
Referring to Equation 8.20, the Newton direction of search is defined to be the vector p, which satisfies

G(xk)pk ¼ �g(xk) (8:23)

Finding pk from the preceding equation involves calculating second derivatives to compute G.

Gauss–Newton method. We want to modify Newton’s method so that second derivative calculations are
avoided. To do this, consider the so-called least-squares problem in which F can be written as

F(x) ¼
X

[ fi(x)]
2 (8:24)

In this special case, we can write

g(x) ¼ JT(x)f (x) (8:25)

G(x) ¼ JT(x)J(x)þ Q(x) (8:26)

where J is the Jacobian of f and

Q(x) ¼
X

fi(x)Gi(x) (8:27)

where Gi is the so-called Hessian of f. Substituting Equations 8.25 and 8.26 into Equation 8.23 gives

JT(xk)J(xk)þ Qk
� 	

pk ¼ �JT(xk)f (xk) (8:28)
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If we throw away the Q term, Equation 8.28 becomes

JT(xk)J(xk)
� 	

pk ¼ �JT(xk)f (xk) (8:29)

a condition for finding the search direction, pk, which does not involve second derivatives. Solving
Equation 8.29 is tantamount to solving the linear least-squares problem of minimizing

F(x) ¼
X

[ ji(xk)pk þ fi(xk)]
2 (8:30)

When the search direction, pk, is found from Equation 8.29, we call this the Gauss–Newton method.

Levenberg–Marquardt algorithm. Both the method of steepest descents and the Gauss–Newton method
have advantages and disadvantages. Briefly stated, the method of steepest descents will move toward the
correct solution very quickly, but due to the large steps it takes, it can jump past the solution and not
converge. The Gauss–Newton method, however, moves more slowly toward the correct solution, but
because it tends to take smaller steps, it will converge better as its approaches the solution. The
Levenberg–Marquardt algorithm was designed to combine the benefits of both the steepest descents
and Gauss–Newton methods.
The Levenberg–Marquardt search direction is found by solving

JT(xk)J(xk)þ lkI
� 	

pk ¼ �JT(xk)f (xk) (8:31)

where lk is a nonnegative scalar and I is the identity matrix. Note that Equation 8.31 becomes Equation
8.29 when lk is zero, so that the Levenberg–Marquardt search direction becomes the Gauss–Newton in
this case; as lk ! 1, pk becomes parallel to �J T(xk) f(xk), which is just �g(xk), the direction of steepest
descents. Generally speaking, in the Levenberg–Marquardt algorithm the value of lk is varied continu-
ously, starting with a value near the steepest descents direction (large lk) and moving toward smaller
values of lk as the solution is approached.

8.2.1.5 Extraction (as Opposed to Optimization)

The terms ‘‘extraction’’ and ‘‘optimization’’ are, unfortunately, used interchangeably in the semicon-
ductor industry; however, strictly speaking, they are not the same. By optimization, we mean using
generalized least-squares curve fitting methods such as the Levenberg–Marquardt algorithm to find a set
of model parameters. By extraction, we mean any technique that does not use general least-squares fitting
methods. This is a somewhat loose interpretation of the term extraction, but perhaps the following
discussion will justify it.
Suppose we have measured the drain current of an MOS transistor in the linear region at zero back-

bias (the bulk node bias) and we want to find the threshold voltage by extraction (as opposed to
optimization). We could plot the drain current vs. gate voltage, draw a tangent line at the point where
the slope of Ids is a maximum, and find the Vgs axis intercept of this tangent line. This would give us a
crude value of the threshold voltage, Vth (neglecting terms such as Vds=2). This would be a graphic
extraction technique; it would not involve using least-squares optimization.
We could also apply the preceding graphic technique in an equivalent algorithmic way, without

drawing any graphs. Let us write a linear region equation for the drain current

Ids ¼ b(Vgs � Vth)Vds[1þ Ke�a(Vgs�Vth)] (8:32)

In Equation 8.32, the exponential term is the subthreshold contribution to the drain current; it becomes
negligible for Vgs >> Vth. To find the value of Vgs where the maximum slope occurs, we set the derivative
of Ids with respect to Vgs equal to zero and solve for Vgs. The solution is
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Vgs(maximum slope) ¼ Vth þ 1þ K
2aK


 �
(8:33)

where in obtaining Equation 8.33 we used the approximation

e�a(Vgs�Vth) ffi 1� a(Vgs � Vth) (8:34)

If we rewrite (8.33) for Vth in terms of Vgs (maximum slope) we have

Vth ¼ Vgs maximum slopeð Þ � 1þ K
2aK


 �
(8:35)

Therefore, the approach is to use a measurement search routine that seeks the maximum slope, DIds=DVgs,
where the D is calculated as numerical derivatives, and having found Vgs (maximum slope) through
measurement, use Equation 8.35 to calculate Vth from Vgs (maximum slope).
We could continue by including the effects of mobility degradation, modifying Equation 8.32 to

Ids ¼ b

1þ u(Vgs � Vth)


 �
(Vgs � Vth)Vds[1þ Ke�a(Vgs�Vth)] (8:36)

where we have now included the effects of mobility degradation with the u term. The extraction analysis
can be done again by including this term, with a somewhat different solution obtained using suitable
approximations.
The main point is that we write the equations we want and then solve them by whatever approxima-

tions we choose, as long as these approximations allow us to get the extracted results in closed form. This
is parameter extraction.

8.2.1.6 Extraction vs. Optimization

Extraction has the advantage of being much faster than optimization, but it is not always as accurate. It is
also much harder to supply extraction routines for models that are being developed. Each time you make
a change in the model, you must make suitable changes in the corresponding extraction routine. For
optimization, however, no changes are necessary other than the change in the model itself, because least-
squares curve fitting routines are completely general. Also, if anything goes wrong in the extraction
algorithm (and no access to the source code is available), almost nothing can be done to correct the
problem. With optimization, one can always change the range of data, weighting, upper and lower
bounds, etc. A least-squares curve fitting program can be steered toward a correct solution.

Novices at device characterization find least-squares curve fitting somewhat frustrating because a
certain amount of user intervention and intuition is necessary to obtain the correct results. These
beginners prefer extraction methods because they do not have to do anything. However, after being
burned by extraction routines that do not work, a more experienced user will usually prefer the flexibility,
control, and accuracy that optimization provides.
Commercial software is available that provides both extraction and optimization together. The idea

here is to first use extraction techniques to make reasonable initial guesses and then use these results as a
starting point for optimization, because optimization can give very poor results if poor initial guesses for
the parameters are used. Nothing is wrong with using extraction techniques to provide initial guesses
for optimization, but for an experienced user this is rarely necessary, assuming that the least-squares
curve fitting routine is robust (converges well) and the experienced user has some knowledge of
the process under characterization. Software that relies heavily on extraction may do so because of the
nonrobustness of its optimizer.
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These comments apply when an experienced user is doing optimization locally, not globally. For
global optimization (a technique we do not recommend), the previous comparisons between extraction
and optimization are not valid. The following section containsmore detail about local vs. global optimization.

8.2.1.7 Strategies: General Discussion

Themost naive way of using an optimization would be to take all the measured data for all devices, put them
into one big file, and fit to all these data with all model parameters simultaneously. Even for a very high
quality, robust optimization program the chances of this method converging are slight. Even if the program
does converge, it is almost certain that the values of the parameters will be very unphysical. This kind of
approach is an extreme case of global optimization. We call any optimization technique that tries to fit with
parameters to data outside their region of applicability a global approach. That is, if we try to fit to saturation
region data with linear region parameters such as threshold voltage, mobility, etc., we are using a global
approach. In general, we advise avoiding global approaches, although in the strategies described later,
sometimes the rules are bent a little.
Our recommended approach is to fit subsets of relevant parameters to corresponding subsets of

relevant data in a way that makes physical sense. For example, in the MOS level 3 model, VT0 is defined
as the threshold voltage of a long, wide transistor at zero back-bias. It does not make sense to use this
parameter to fit to a short channel transistor, or to fit at nonzero back-bias values, or to fit to anywhere
outside the linear region. In addition, subsets of parameters should be obtained in the proper order so
that those obtained at a later step do not affect those obtained at earlier steps. That is, we would not
obtain saturation region parameters before we have obtained linear region parameters because the values
of the linear region parameters would influence the saturation region fits; we should have to go back and
reoptimize on the saturation region parameters after obtaining the linear region parameters. Finally,
never use optimization to obtain a parameter value when the parameter can be measured directly. For
example, the MOS oxide thickness, TOX, is a model parameter, but we would never use optimization to
find it. Always measure its value directly on a large oxide capacitor provided on the test chip. The
recommended procedure for proper device characterization follows:

1. Have all the appropriate structures necessary on your test chip. Without this, the job cannot be
performed properly.

2. Always measure whatever parameters are directly measurable. Never use optimization for these.
3. Fit the subset of parameters to corresponding subsets of data, and do so in physically meaningful ways.
4. Fit the parameters in the proper order so that those obtained later do not affect those obtained

previously. If this is not possible, iteration may be necessary.

Naturally, a good strategy cannot be mounted if one is not intimately familiar with the model used. There
is no substitute for learning as much about the model as possible. Without this knowledge, one must rely
on strategies provided by software vendors, and these vary widely in quality.
Finally, no one can provide a completely general strategy applicable to all models and all process

technologies. At some point the strategy must be tailored to suit the available technology and circuit
performance requirements. This not only requires familiarity with the available device models, but also
information from the circuit designers and process architects.

8.2.2 MOS DC Models

8.2.2.1 Available MOS Models

A number of MOS models have been provided over time with the original circuit simulation program,
SPICE. In addition, some commercially available circuit simulation programs have introduced their own
proprietary models, most notably HSPICE.* This section concentrates on the standard MOS models

* HSPICE is a commercially available, SPICE-like circuit simulation from Meta Software, Campbell, CA.
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provided by UC Berkeley’s SPICE, not only because they have become the standard models used by all
circuit simulation programs, but also because the proprietary models provided by commercial vendors
are not well documented and no source code is available for these models to investigate them thoroughly.

MOS levels 1, 2, and 3. Originally, SPICE came with three MOS models known as level 1, level 2, and
level 3. The level 1 MOS model is a very crude first-order model that is rarely used. The level 2 and level 3
MOS models are extensions of the level 1 model and have been used extensively in the past and present
[11]. These two models contain about 15 DC parameters each and are usually considered useful for
digital circuit simulation down to 1 mm channel length technologies. They can fit the drain current for
wide transistors of varying length with reasonable accuracy (about 5% RMS error), but have very little
advanced fitting capability for analog application. They have only one parameter for fitting the subthres-
hold region, and no parameters for fitting the derivative of drain current with respect to drain voltage,
Gds (usually considered critical for analog applications). They also have no ability to vary the mobility
degradation with back-bias, so the fits to Ids in the saturation region at back-bias are not very good.
Finally, these models do not interpolate well over device geometry, e.g., if a fit is made to a wide-long
device and a wide-short device, and then one observes how the models track for lengths between
these two extremes, they usually do not perform well. For narrow devices, they can be quite poor as
well. Level 3 has very little practical advantage over level 2, although the level 2 model is proclaimed to be
more physically based, whereas the level 3 model is called semiempirical. If only one can be used, perhaps
levels 3 is slightly better because it runs somewhat faster and does not have quite such an annoying kink
in the transition region from linear to saturation as does level 2.

Berkeley short-channel IGFET model (BSIM). To overcome the many shortcomings of level 2 and level 3,
the BSIM and BSIM2 models were introduced. The most fundamental difference between these and the
level 2 and 3 models is that BSIM and BSIM2 use a different approach to incorporating the geometry
dependence [3,6]. In levels 2 and 3, the geometry dependence is built directly into the model equations.
In BSIM and BSIM2, each parameter (except for a very few) is written as a sum of three terms:

Parameter ¼ Par0 þ ParL
Leff

þ ParW
Weff

(8:37)

where
Par0 is the zero-order term
ParL accounts for the length dependence of the parameter
ParW accounts for the width dependence
Leff and Weff are the effective channel width and length, respectively

This approach has a large influence on the device characterization strategy, as discussed later. Because of
this tripling of the number of parameters and for other reasons as well, the BSIM model has about 54 DC
parameters and the BSIM2 model has over 100.
The original goal of the BSIM model was to fit better than the level 2 and 3 models for submicron

channel lengths, over a wider range of geometries, in the subthreshold region, and for nonzero back-bias.
Without question, BSIM can fit individual devices better than level 2 and level 3. It also fits the
subthreshold region better and it fits better for nonzero back-biases. However, its greatest shortcoming
is its inability to fit over a large geometry variation. This occurs because Equation 8.37 is a truncated
Taylor series in 1=Leff and 1=Weff terms, and in order to fit better over varying geometries, higher power
terms in 1=Leff and 1=Weff are needed. In addition, no provision was put into the BSIM model for fitting
Gds, so its usefulness for analog applications is questionable. Many of the BSIM model parameters are
unphysical, so it is very hard to understand the significance of these model parameters. This has
profound implications for generating skew models (fast and slow models to represent the process
corners) and for incorporating temperature dependence. Another flaw of the BSIM model is its wild
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behavior for certain values of the model parameters. If model parameters are not specified for level 2 or 3,
they will default to values that will at least force the model to behave well. For BSIM, not specifying
certain model parameters, setting them to zero, or various combinations of values can cause the model to
become very ill-behaved.

BSIM2. The BSIM2 model was developed to address the shortcomings of the BSIM model. This was
basically an extension of the BSIM model, removing certain parameters that had very little effect, fixing
fundamental problems such as currents varying the wrong way as a function of certain parameters,
adding more unphysical fitting parameters, and adding parameters to allow fitting Gds. BSIM2 does fit
better than BSIM, but with more than twice as many parameters as BSIM, it should. However, it does not
address the crucial problem of fitting large geometry variations. Its major strengths over BSIM are fitting
the subthreshold region better, and fitting Gds better. Most of the other shortcomings of BSIM are also
present in BSIM2, and the large number of parameters in BSIM2 makes it a real chore to use in device
characterization.

BSIM3. Realizing the shortcomings of BSIM2, UC Berkeley recently introduced the BSIM3 model. This is
an unfortunate choice of name because it implies BSIM3 is related to BSIM and BSIM2. In reality, BSIM3
is an entirely new model that in some sense is related more to levels 2 and 3 than BSIM or BSIM2. The
BSIM3 model abandons the length and width dependence approach of BSIM and BSIM2, preferring to go
back to incorporating the geometry dependence directly into the model equations, as do levels 2 and 3. In
addition, BSIM3 is a more physically based model, with about 30 fitting parameters (the model has many
more parameters, but the majority of these can be left untouched for fitting), making it more manageable,
and it has abundant parameters for fitting Gds, making it a strong candidate for analog applications.

It is an evolving model, so perhaps it is unfair to criticize it at this early stage. Its greatest shortcoming is,
again, the inability to fit well over a wide range of geometries. It is hoped that future modifications will
address this problem. In all fairness, however, it is a large order to ask a model to be physically based, have
not toomany parameters, be well behaved for all default values of the parameters, fit well over temperature,
fitGds, fit over a wide range of geometries, and still fit individual geometries as well as amodel with over 100
parameters, such as BSIM2. Some of these features were compromised in developing BSIM3.

Proprietary models. A number of other models are available from commercial circuit simulator vendors,
the literature, etc. Some circuit simulators also offer the ability to add a researcher’s own models. In
general, we caution against using proprietary models, especially those which are supplied without source
code and complete documentation. Without an intimate knowledge of the model equations, it is very
difficult to develop a good device characterization strategy. Also, incorporating such models into device
characterization software is almost impossible. To circumvent this problem, many characterization
programs have the ability to call the entire circuit simulator as a subroutine in order to exercise the
proprietary model subroutines. This can slow program execution by a factor of 20 or more, seriously
impacting the time required to characterize a technology. Also, if proprietary models are used without
source code, the circuit simulator results can never be checked against another circuit simulator.
Therefore, we want to stress the importance of using standard models. If these do not meet the individual
requirements, the next best approach is to incorporate a proprietary model whose source code one has
access to. This requires being able to add the individual model not only to circuit simulators, but also to
device characterization programs; it can become a very large task.

8.2.2.2 MOS Level 3 Extraction Strategy in Detail

The strategy discussed here is one that we consider to be a good one, in the spirit of our earlier comments.
Note, however, that this is not the only possible strategy for the level 3 model. The idea here is to illustrate
basic concepts so that this strategy can be refined to meet particular individual requirements.
In order to do a DC characterization, the minimum requirement is one each of the wide-long, wide-

short, and narrow-long devices. We list the steps of the procedure and then discuss them in more detail.
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Step 1. Fit the wide-long device in the linear region at zero back-bias, at Vgs values above the subthres-
hold region, with parameters VT0 (threshold voltage), U0 (mobility), and THETA (mobility
degradation with Vgs).

Step 2. Fit the wide-short device in the linear region at zero back-bias, atVgs values above the subthreshold
region, with parameters VT0, LD (length encroachment), and THETA. When finished with this
step, replace VT0 and THETA with the values from step 1, but keep the value of LD.

Step 3. Fit the narrow-long device in the linear region at zero back-bias, atVgs values above the subthreshold
region, with parameters VT0, DW (width encroachment), and THETA. When finished with this
step, replace VT0 and THETA with the values from step 1, but keep the value of DW.

Step 4. Fit the wide-short device in the linear region at zero back-bias, at Vgs values above the
subthreshold region, with parameters RS and RD (source and drain series resistance).

Step 5. Fit the wide-long device in the linear region at all back-biases, at Vgs values above the subthres-
hold region, with parameter NSUB (channel doping affects long channel variation of threshold
voltage back-bias).

Step 6. Fit the wide-short device in the linear region at all back-biases, at Vgs values above the
subthreshold region, with parameter XJ (erroneously called the junction depth; affects short-
channel variation of threshold voltage with back-bias).

Step 7. Fit the narrow-long device in the linear region at zero back-bias, at Vgs values above the
subthreshold region, with parameter DELTA (narrow channel correction to threshold voltage).

Step 8. Fit the wide-short device in the saturation region at zero back-bias (or all back-biases) with
parameters VMAX (velocity saturation), KAPPA (saturation region slope fitting parameter), and
ETA (Vds dependence of threshold voltage).

Step 9. Fit the wide-short device in the subthreshold region at whatever back-bias and drain voltage is
appropriate (usually zero back-bias and low Vds) with parameter NFS (subthreshold slope fitting
parameter). One may need to fit with VT0 also and then VT0 is replaced after this step with the
value of VT0 obtained from step 1.

This completes the DC characterization steps for theMOS level 3model. One would then go on to do the
junction and overlap capacitance terms (discussed later). Note that this model has no parameters for fitting
over temperature, although temperature dependence is built into the model that the user cannot control.
In Step 1, VT0, U0, and THETA are defined in the model for a wide-long device at zero back-bias.

They are zero-order fundamental parameters without any short or narrow channel corrections. We
therefore fit them to a wide-long device. It is absolutely necessary that such a device be on the test chip.
Without it, one cannot obtain these parameters properly. The subthreshold region must be avoided also
because these parameters do not control the model behavior in subthreshold.
In Step 2, we use LD to fit the slope of the linear region curve, holding U0 fixed from step 1. We also fit

with VT0 and THETA because without them the fitting will not work. However, we want only the value
of LD that fits the slope, so we throw away VT0 and THETA, replacing them with the values from step 1.
Step 3 is the same as step 2, except that we are getting the width encroachment instead of the length.
In Step 1, the value of THETA that fits the high Vgs portion of the wide-long device linear region curve

was found. Because the channel length of a long transistor is very large, the source and drain series
resistances have almost no effect here, but for a short-channel device, the series resistance will also affect
the high Vgs portion of the linear region curve. Therefore, in step 4 we fix THETA from step 1 and use RS
and RD to fit the wide-short device in the linear region, high Vgs portion of the curve.
In Step 5, we fit with NSUB to get the variation of threshold voltage with back-bias. We will get better

results if we restrict ourselves to lower values of Vgs (but still above subthreshold) because no mobility
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degradation adjustment exists with back-bias, and therefore the fit may not be very good at higher Vgs

values for the nonzero back bias curves.
Step 6 is just like step 5, except we are fitting the short-channel device. Some people think that the

value of XJ should be the true junction depth. This is not true. The parameter XJ is loosely related to the
junction depth, but XJ is really the short-channel correction to NSUB. Do not be surprised if XJ is not
equal to the true junction depth.
Step 7 uses DELTA to make the narrow channel correction to the threshold voltage. This step is quite

straightforward.
Step 8 is the only step that fits in the saturation region. The use of parameters VMAX and KAPPA is

obvious, but one may question using ETA to fit in the saturation region. The parameter ETA adjusts the
threshold voltage with respect to Vds, and as such one could argue that ETA should be used to fit
measurements of Ids sweeping Vgs and stepping Vds to high values. In doing so, one will corrupt the fit in
the saturation region, and usually we want to fit the saturation region better at the expense of the linear
region.
Step 9 uses NFS to fit the slope of the log(Ids) vs. Vgs curve. Often, the value of VT0 obtained from step 1

will prevent one from obtaining a good fit in the subthreshold region. If this happens, try fitting with VT0
and NFS, but replacing the final value of VT0 with that from step 1 at the end, keeping only NFS from
this final step.
The preceding steps illustrate the concepts of fitting relevant subsets of parameters to relevant

subsets of data to obtain physical values of the parameters, as well as fitting parameters in the proper
order so that those obtained in the later steps will affect those obtained in earlier steps minimally. Please
refer to Figures 8.19 and 8.20 for how the resulting fits typically appear (all graphs showing levels fits
are provided by the device modeling software package Aurora, from Technology Modeling Associates,
Inc., Palo Alto, CA).
An experienced person may notice that we have neglected some parameters. For example, we did not

use parameters KP and GAMMA. This means KP will be calculated from U0, and GAMMA will be
calculated from NSUB. In a sense U0 and NSUB are more fundamental parameters than KP and
GAMMA. For example, KP depends on U0 and TOX; GAMMA depends on NSUB and TOX. If one
is trying to obtain skew models, it is much more advantageous to analyze statistical distributions of
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FIGURE 8.19 Typical MOS level 3 linear region measured and simulated plots at various Vbs values for a wide-
short device.
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parameters that depend on a single effect than those that depend on multiple effects. KP will depend on
mobility and oxide thickness; U0 is therefore a more fundamental parameter. We also did not obtain
parameter PHI, so it will be calculated from NSUB. The level 3 model is very insensitive to PHI, so using
it for curve fitting is pointless. This illustrates the importance of being very familiar with the model
equations. The kind of judgments described here cannot be made without such knowledge.

Test chip warnings. The following hints will greatly assist in properly performing device characterization:

1. Include a wide-long device; without this, the results will not be physically correct.
2. All MOS transistors with the same width should be drawn with their sources and drains identical.

No difference should be seen in the number of source=drain contacts, contact spacing, source=drain
contact overlap, poly gate to contact spacing, etc. In Figure 8.21, c is the contact size, cs is the contact
space, cov is the contact overlap of diffusion, and c2p is the contact to poly spacing. All these
dimensions should be identical for devices of different L but identicalW. If not, extracting the series
resistance will become more difficult.
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FIGURE 8.20 Typical MOS level 3 saturation region measured and simulated plots at various Vgs and Vbs values for
a wide-short device.
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FIGURE 8.21 Mask layers showing dimensions that should be identical for all MOS devices of the same width.
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3. Draw devices in pairs. That is, if the wide-long device is W=L¼ 20=20, make the wide-short device
the same width as the wide-long device; e.g., make the short device 20=1, not 19=1. If the narrow-
long device is 2=20, make the narrow-short device of the same width; i.e., make it 2=1, not 3=1, and
similarly for the lengths. (Make the wide-short and the narrow-short devices have the same
length.)

4. Draw structures for measuring the junction capacitances and overlap capacitances. These are
discussed later in Section 8.2.5.

8.2.3 BSIM Extraction Strategy in Detail

All MOS model strategies have basic features in common; namely, fit the linear region at zero back-bias
to get the basic zero-order parameters, fit the linear region at nonzero back-bias, fit the saturation region
at zero back-bias, fit the saturation region at nonzero back-bias, and then fit the subthreshold region. It is
possible to extend the type of strategy we covered for level 3 to the BSIM model, but that is not the way
BSIM was intended to be used.
The triplet sets of parameters for incorporating geometry dependence into the BSIM model, Equation

8.37, allow an alternate strategy. We obtain sets of parameters without geometry dependence by fitting to
individual devices without using the ParL and ParW terms. We do this for each device size individually.
This produces sets of parameters relevant to each individual device. So, for device number 1 of width
W(1) and length L(1) we would have a value for the parameter VFB which we will call VFB(1); for device
number n of width W(n) and length L(n) we will have VFB(n). To get the Par0, ParL and ParW terms, we
fit to the parameters themselves, rather than the measured data. That is, to get VFB0, VFBL, and VFBW,
we fit to the ‘‘data points’’ VFB(1), . . . ,VFB(n) with parameters VFB0, VFBL, and VFBW using Equation
8.37, where Leff and Weff are different for each index, 1 through n.

Note that as L andW become very large, the parameters must approach Par0. This suggests that we use
the parameter values for the wide-long device as the Par0 terms and only fit the other geometry sizes to
get the ParW and ParL terms. For example, if we have obtained VFB(1) for our first device which is our
wide-long device, we would set VFB0¼VFB(1), and then fit to VFB(2), . . . ,VFB(n) with parameters
VFBL and VFBW, and similarly for all the other triplets of parameters. In order to use a general least-
squares optimization program in this way the software must be capable of specifying parameters as
targets, as well as measured data points.
We now list a basic strategy for the BSIM model:

Step 1. Fit the wide-long device in the linear region at zero back-bias, at Vgs values above the
subthreshold region, with parameters VFB (flatband voltage), MUZ (mobility), and U0 (mobil-
ity degradation), with DL (length encroachment) and DW (width encroachment) set to zero.

Step 2. Fit the wide-short device in the linear region at zero back-bias, at Vgs values above the
subthreshold region, with parameters VFB, U0, and DL.

Step 3. Fit the narrow-long device in the linear region at zero back-bias, at Vgs values above
the subthreshold region, with parameters VFB, U0, and DW.

Step 4. Refit the wide-long device in the linear region at zero back-bias, at Vgs values above the
subthreshold region, with parameters VFB, MUZ, and U0, now that DL and DW are known.

Step 5. Fit the wide-short device in the linear region at zero back-bias, at Vgs values above the
subthreshold region, with parameters VFB, RS, and RD. When finished, replace the value of
VFB with the value found in step 4.

Step 6. Fit the wide-long device in the linear region at all back-biases, at Vgs values above the subthres-
hold region, with parameters K1 (first-order body effect), K2 (second-order body effect), U0, and
X2U0 (Vbs dependence of U0).
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Step 7. Fit the wide-long device in the saturation region at zero back-bias with parameters U0, ETA
(Vds dependence of threshold voltage), MUS (mobility in saturation), U1 (Vds dependence of
mobility), and X3MS (Vds dependence cf MUS).

Step 8. Fit the wide-long device in the saturation region at all back-biases with parameter X2MS
(Vbs dependence of MUS).

Step 9. Fit the wide-long device in the subthreshold region at zero back-bias and low Vds value with
parameter N0; then fit the subthreshold region nonzero back-bias low Vds data with parameter
NB; and finally fit the subthreshold region data at higher Vds values with parameter ND. Or, fit
all the subthreshold data simultaneously with parameters N0, NB, and ND.

Repeat steps 6 through 10 for all the other geometries, with the result of sets of geometry-independent
parameters for each different size device. Then follow the procedure described previously for obtaining
the geometry-dependent terms Par0, ParL, and ParW.

In the preceding strategy, we have omitted various parameters either because they have minimal
effect or because they have the wrong effect and were modified in the BSIM2 model. Because of the
higher complexity of the BSIM model over the level 3 model, many more strategies are possible than
the one just listed. One may be able to find variations of the above strategy that suit the individual
technology better. Whatever modifications are made, the general spirit of the above strategy probably will
remain.
Some prefer to use a more global approach with BSIM, fitting to measured data with ParL and ParW

terms directly. Although this is certainly possible, it is definitely not a recommended approach. It
represents the worst form of blind curve fitting, with no regard for physical correctness or understanding.
The BSIM model was originally developed with the idea of obtaining the model parameters via extraction
as opposed to optimization. In fact, UC Berkeley provides software for obtaining BSIM parameters using
extraction algorithms, with no optimization at all. As stated previously, this has the advantage of being
relatively fast and easy. Unfortunately, it does not always work. One of the major drawbacks of the BSIM
model is that certain values of the parameters can cause the model to produce negative values of Gds in
saturation. This is highly undesirable, not only from a modeling standpoint, but also because of the
convergence problems it can cause in circuit simulators. If an extraction strategy is used that does not
guarantee nonnegative Gds, very little can be done to fix the problem when Gds becomes negative. Of
course, the extraction algorithms can be modified, but this is difficult and time consuming. With
optimization strategies, one can weight the fitting for Gds more heavily and thus force the model to
produce nonnegative Gds. We, therefore, do not favor extraction strategies for BSIM, or anything else. As
with most things in life, minimal effort provides minimal rewards.

8.2.3.1 BSIM2 Extraction Strategy

We do not cover the BSIM2 strategy in complete detail because it is very similar to the BSIM strategy,
except more parameters are involved. The major difference in the two models is the inclusion of extra
terms in BSIM2 for fitting Gds (refer to Figure 8.22, which shows how badly BSIM typically fits 1=Gds vs.
Vds). Basically, the BSIM2 strategy follows the BSIM strategy for the extraction of parameters not related
to Gds. Once these have been obtained, the last part of the strategy includes steps for fitting to Gds with
parameters that account for channel length modulation (CLM) and hot electron effects. The way this
proceeds in BSIM2 is to fit Ids first, and then parameters MU2, MU3, and MU4 are used to fit to 1=Gds vs.
Vds curves for families of Vds and Vbs. This can be a very time-consuming and frustrating experience,
because fitting to 1=Gds is quite difficult. Also, the equations describing how Gds is modeled with MU2,
MU3, and MU4 are very unphysical and the interplay between the parameters makes fitting awkward.
The reader is referred to Figure 8.23, which shows how BSIM2 typically fits 1=Gds vs. Vds. BSIM2 is
certainly better than BSIM, but it has its own problems fitting 1=Gds.
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8.2.3.2 BSIM3 Comments

The BSIM3 model is very new and will undoubtedly change in the future [5]. We will not list a BSIM3
strategy here, but focus instead on the features of the model that make it appealing for analog modeling.
BSIM3 has terms for fitting Gds that relate to CLM, drain-induced barrier lowering (DIBL), and hot

electron effects. They are incorporated completely differently from the Gds fitting parameters of BSIM2.
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FIGURE 8.22 Typical BSIM 1=Gds vs.Vds measured and simulated plots at variousVgs values for a wide-short device.
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FIGURE 8.23 Typical BSIM2 1=Gds vs. Vds measured and simulated plots at various Vgs values for a wide-short
device.
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In BSIM3, these parameters enter through a generalized Early voltage relation, with the drain current in
saturation written as

Ids ¼ Id sat 1þ (Vds � Vd sat)
VA


 �
(8:38)

where V* is a generalized early voltage made up of three terms as

1
VA

¼ 1
VACLM

þ 1
VADIBL

þ 1
VAHCE

(8:39)

with the terms in Equation 8.39 representing generalized early voltages for CLM, DIBL, and hot carrier
effects (HCE). This formulation is more physically appealing than the one used in BSIM2, making it
easier to fit 1=Gds vs. Vds. curves with BSIM2. Figures 8.24 and 8.25 show how BSIM3 typically fits Ids vs.
Vds and 1=Gds vs. Vds.

Most of the model parameters for BSIM3 have physical significance so they are obtained in the spirit of
the parameters for the level 2 and 3 models. The incorporation of temperature dependence is also easier
in BSIM3 because the parameters are more physical. All this, coupled with the fact that about 30
parameters exists for BSIM3 as compared to over 100 for BSIM2, makes BSIM3 a logical choice for
analog design. However, BSIM3 is evolving, and shortcomings to the model may still exist that may be
corrected in later revisions.

8.2.3.3 Which MOS Model to Use?

Many MOS models are available in circuit simulators, and the novice is bewildered as to which model is
appropriate. No single answer exists, but some questions must be asked before making a choice:

1. What kind of technology am I characterizing?
2. How accurate a model do I need?
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FIGURE 8.24 Typical BSIM3 saturation region measured and simulated plots at various Vgs values for a wide-short
device.
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3. Do I want to understand the technology?
4. How important are the skew model files (fast and slow parameter files)?
5. How experienced am I? Do I have the expertise to handle a more complicated model?
6. How much time can I spend doing device characterization?
7. Do I need to use this model in more than one circuit simulator?
8. Is the subthreshold region important?
9. Is fitting Gds important?

Let us approach each question with regard to the models available. If the technology is not submicron,
perhaps a simpler model such as level 3 is capable of doing everything needed. If the technology is deep
submicron, then use a more complicated model such as BSIM, BSIM2, or BSIM3. If high accuracy is
required, then the best choice is BSIM3, mainly because it is more physical than all the other models and
is capable of fitting better.
For a good physical understanding of the process being characterized, BSIM and BSIM2 are not good

choices. These are the least physically based of all the models. The level 2 and 3 models have good
physical interpretation for most of the parameters, although they are relatively simple models. BSIM3 is
also more physically based, with many more parameters than level 2 or 3, so it is probably the best choice.
If meaningful skew models need to be generated, then BSIM and BSIM2 are very difficult to use, again,

because of their unphysical parameter sets. Usually, the simplest physically based model is the best for
skew model generation. A more complicated physically based model such as BSIM3 may also be difficult
to use for skew model generation.
If the user is inexperienced, none of the BSIM models should be used until the user’s expertise

improves. Our device is to practice using simpler models before tackling the harder ones.
If time is critical, the simpler models will definitely be much faster for use in characterization. The

more complicated models require more measurements over wider ranges of voltages as well as wider
ranges of geometries. This, coupled with the larger number of parameters, means they will take some
time with which to work. The BSIM2 model will take longer than all the rest, especially if the Gds fitting
parameters are to be used.
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FIGURE 8.25 Typical BSIM3 1=Gds vs. Vds measured and simulated plots at various Vgs values for a wide-short device.
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The characterization results may need to be used in more than one circuit simulator. For example, if a
foundry must supply models to various customers, they may be using different circuit simulators. In this
case, proprietary models applicable to a single circuit simulator should not be used. Also, circuit designers
may want to check the circuit simulation results on more than one circuit simulator. It is better to use
standard Berkeley models (level 2, level 3, BSIM, BSIM2, and BSIM3) in such cases.
If the subthreshold region is important, then level 2 or level 3 cannot be used, and probably not even

BSIM. BSIM2 or BSIM3 must be used instead. These two models have enough parameters for fitting the
subthreshold region.
If fitting Gds is important, BSIM2 and BSIM3 are, again, the only choices. None of the other models

have enough parameters for fitting Gds.
Finally, if a very unusual technology is to be characterized, none of the standard models may be

appropriate. In this case commercially available specialized models or the user’s own models must be
used. This will be a large task, so the goals must justify the effort.

8.2.4 Bipolar DC Model

The standard bipolar model used by all circuit simulators is the Gummel–Poon model, often called the
BJT (bipolar junction transistor) model [4]. Most circuit simulator vendors have added various extra
parameters to this model, which we will not discuss, but they all have the basic parameters introduced by
the original UC Berkeley SPICE model.
We now list a basic strategy for the BJT model:

Step 1. Fit a Gummel plot (log(IC) and log(IB) vs. VBE) for the IC curve in the straight line portion of
the curve (low to middle VBE values) with parameters IS and NF. Note that it is best if the
Gummel plots are done with VCB¼ 0.

Step 2. Fit plots of IC vs. VCE, stepping IB, in the high VCE region of the curves with parameters VAF,
BF, and IKF.

Step 3. Fit plots of IC vs. VCE, stepping IB, in the low VCE region of the curves with parameter RC.

Step 4. Fit a Gummel plot for the IB curve for VBE values in the mid- to high-range with parameter BF.

Step 5. Fit a Gummel plot for the IB curve for low VBE values with parameters ISE and NE.

Step 6. Try to obtain parameter RE by direct measurement or by simulation using a device simulator
such as PISCES. It is also best if RB can be obtained as a function of current by measurement on
special structures, or by simulation. One may also obtain RB by S-parameter measurements
(discussed later). Failing this, RB may be obtained by fitting to the Gummel plot for the IB curve
for VBE values in the mid- to high-range with parameters RB, RBM, and IRB. This is a difficult
step to perform with an optimization program.

Step 7. Fit a Gummel plot for the IC curve for high VBE values with parameter IKF.

Step 8. At this point, all the DC parameters have been obtained for the device in the forward direction.
Next, obtain the reverse direction data by interchanging the emitter and collector to get the
reverse Gummel and IC vs. VCE data.

Repeat Step 2 on the reverse data to get VAR, BR, IKR.
Repeat Step 4 on the reverse data to get BR.
Repeat Step 5 on the reverse data to get ISC, NC.
Repeat Step 7 on the reverse data to get IKR.

Fitting the reverse direction parameters is very frustrating because the BJT model is very poor in the
reverse direction. After seeing how poor the fits can be, one may decide to obtain only a few of the reverse
parameters.
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8.2.5 MOS and Bipolar Capacitance Models

8.2.5.1 MOS Junction Capacitance Model

The MOS junction capacitance model accounts for bottom wall (area component) and sidewall (periph-
ery component) effects. The total junction capacitance is written as a sum of the two terms

CJ(total) ¼ A(CJ)

1þ [(VR=PB)]MJ þ
P(CJSW)

1þ [(VR=PB)]MJSW (8:40)

where
A is the area
P is the periphery of the junction diode capacitor
VR is the reverse bias (a positive number) across the device

The parameters of this model are CJ, CJSW, PB, MJ, and MJSW.
It is very easy to find parameter values for this model. Typically, one designs special large junction

diodes on the test chip, large enough so that the capacitances being measured are many tens of
picofarads. This means the diodes have typical dimensions of hundreds of microns. Two junction diodes
are needed—one with a large area:periphery ratio, and another with a small area:periphery ratio. This is
usually done by drawing a rectangular device for the large area:periphery ratio, and a multifingered
device for the small area:periphery ratio (see Figure 8.26).
The strategy for this model consists of a single step, fitting to all the data simultaneously with all the

parameters. Sometimes it is helpful to fix PB to some nominal value such as 0.7 or 0.8, rather than
optimize on PB, because the model is not very sensitive to PB.

8.2.5.2 BJT Junction Capacitance Model

The BJT model is identical to the MOS, except it uses only the bottom wall (area term), not the sidewall.
Three sets of BJT junction diodes need to be characterized: emitter–base, collector–base, and collector–
substrate. Each of these has three model parameters to fit. For example, for the emitter–base junction
diode, the parameters are CJE, VJE, and MJE (CJE corresponds to CJ, VJE to PB, and MJE to MJ of the
MOS model). Similarly, for the collector–base junction diode, we have CJC, VJC, and MJC. Finally, for
the collector–substrate junction diode, we have CJS, VJS, and MJS.

Well

Diffusion

Contacts

FIGURE 8.26 Mask layers showing the periphery multifingered junction diode structure.
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These parameters are all fit in a single strategy step on the relevant data. Again, it is best if large test
structures can be drawn rather than the values measured directly on transistor, because the transistor
junction diodes have such small areas that the measurements are prone to accuracy problems.

8.2.5.3 MOS Overlap Capacitance Model

In addition to the junction capacitance model, the MOS models include terms for the overlap or Miller
capacitance. This represents the capacitance associated with the poly gate overlap over the source and
drain regions. As for the junction diodes, special test chip structures are necessary for obtaining the
overlap capacitance terms CGS0, CGD0, and CGB0. These structures usually consist of large, multi-
fingered devices that look just like the junction capacitance periphery diodes, except that where the
junction diodes are diffusion over well structures, the overlap capacitors are poly over diffusion.

8.2.6 Bipolar High-Frequency Model

The SPICE BJT model has five parameters for describing the high-frequency behavior of bipolar devices.
These are parameters TF, XTF, ITF, VTF, and PTF, all of which are associated with the base transit time, or
equivalently, the cutoff frequency. Parameter TF is the forward transit time, XTF and ITF modify TF as a
function ofVBE (or IC), andVTFmodifies TF as function ofVBE (or IC), andVTFmodifies TF as a function
ofVCB. Parameter PTF represents the excess phase at the cutoff frequency. The expression used by SPICE for
the transit time is

tf ¼ TF 1þ XTF
IF

IFþ ITF

� 2
" #

e[VBC={(1:44(VTF))}] (8:41)

where

IF ¼ IS[e{(q)(Vbe)}={(NF)(k)(T)} � 1] (8:42)

SPICE uses the transit time to calculate the diffusion capacitance of the emitter–base junction in forward bias.
Obtaining the bipolar high frequency parameters is very complicated, time consuming, and difficult.

It also requires very expensive measuring equipment, including a network analyzer for measuring
S-parameters, and a quality high-frequency wafer prober with high-frequency probes. Having measured
the S-parameters, after suitable data manipulation and optimization it is possible to find the high-
frequency SPICE parameters.
It is beyond the scope of this book to cover high-frequency bipolar theory completely. We will,

however, list the basic steps involved in obtaining the high frequency bipolar transit time parameters:

Step 1. Measure the S-parameters over an appropriate frequency range to go beyond the cutoff
frequency, fT. Do these measurements over a large range of IC values and stepping over families
of VCB values as well. Be sure to include VCB¼ 0 in these data. Be sure that the network
analyzer being used is well calibrated. These measurements can be done in either common
emitter or common collector mode. Each has advantages and disadvantages.

Step 2. De-embed the S-parameter measurements by measurements dummy pad structures that dupli-
cate the layout of the bipolar transistors, including pads and interconnect, but with no devices.
The de-embedding procedure subtracts the effects of the pads and interconnects from the actual
devices. This step is very important if reliable data are desired [10].

Step 3. Calculate the current gain, b from the S-parameter data. From plots of b vs. frequency, find the
cutoff frequency, fT. Also calculate parameter PTF directly from these data.

Step 4. Calculate tf from fT by removing the effect of RE, RC, and the junction capacitances. This
produces tables of tf vs. IC, or equivalently, tf vs. VBE, over families of VCB.

Step 5. Optimize on tf vs. VBE data over families of VCB with parameters TF, XTF, ITF, and VTF.
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Note that many of the preceding steps are done automatically by some commercial device modeling
programs.
It is very important to have well-designed and appropriate test structures for measuring S-parameters.

The pad layout and spacing is very critical because of the special size and shape of the high-frequency
probes (see Figure 8.27). The test chip structures must be layed out separately for common emitter and
common collector modes if measurements are necessary for both these modes.
It is also possible to use the S-parameter measurements to obtain the base resistance as a function of

collector current. From this information one can optimize to obtain parameters RB, RBM, and IRB.
However, the base resistance obtained from S-parameters is not a true DC base resistance, and the model
is expecting DC values of base resistance.

8.2.7 Miscellaneous Topics

8.2.7.1 Skew Parameter Files

This chapter discusses obtaining model parameters for a single wafer, usually one that has been chosen to
represent a typical wafer for the technology being characterized. The parameter values obtained from this
wafer correspond to a typical case. Circuit designers also want to simulate circuits with parameter values
representing the extremes of process variation, the so-called fast and slow corners, or skew parameter
files. These represent the best and worst case of the process variation over time.
Skew parameter values are obtained usually by tracking a few key parameters, measuring many wafers

over a long period of time. The standard deviation of these key parameters is found and added to or
subtracted from the typical parameter values to obtain the skew models. This method is extremely crude
and will not normally produce a realistic skew model. It will almost always overestimate the process
spread, because the various model parameters are not independent—they are correlated.
Obtaining realistic skew parameter values, taking into account all the subtle correlations between

parameters, is more difficult. In fact, skew model generation is often more an art than a science. Many
attempts have been made to utilize techniques from a branch of statistics called multivariate analysis [1].
In this approach, principal component or factor analysis is used to find parameters that are linear
combinations of the original parameters. Only the first few of these new parameters will be kept; the
others will be discarded because they have less significance. This new set will have fewer parameters than
the original set and therefore will be more manageable in terms of finding their skews. The user
sometimes must make many choices in the way the common factors are utilized, resulting in different
users obtaining different results.
Unfortunately, a great deal of physical intuition is often required to use this approach effectively. To

date, we have only seen it applied to the simpler MOS models such as level 3. It is not known if this is a
viable approach for a much more complicated model such as BSIM2 [7].

ProbeProbe

FIGURE 8.27 Typical bipolar transistor test chip layout for measuring S-parameters with high-frequency probes.
This shows the common emitter configuration.
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8.2.7.2 Macro Modeling

Sometimes, a device is designed and manufactured that cannot be modeled by a single transistor model.
In such cases, one may try to simulate the behavior of a single device by using many basic device elements
together, representing the final device. For example, a single real bipolar device might be modeled using a
combination of several ideal bipolar devices, diodes, resistors, and capacitors. This would be a macro
model representing the real bipolar device.
Macro modeling usually uses least-squares optimization techniques. One chooses model para-

meter values to represent the ideal devices in the technology, and then optimizes on geometry size,
capacitance size, resistance size, etc., to obtain the final macro model. This is similar to the optimization
techniques used to find model parameters for a standard model, but in this case we are calling on
an entire circuit simulator rather than a model subroutine to provide the output characteristics of our
macro model.
Obviously, macro modeling can be very computation intensive. A complex macro model can take a

very long time to optimize. Also, it may be impractical to use a macro model for every real device in the
circuit. For example, if the circuit in question has 100,000 real transistors and each of these is being
represented by a macro model with 10 components, the number of circuit nodes introduced by the macro
model (>103 10,000) might be prohibitive in terms of simulation time. Nevertheless, for critical
components, macro modeling can provide tremendous insight.

8.2.7.3 Modeling in a TCAD Environment

Programs that do optimization are part of a larger set of software that is sometimes called TCAD
(technology computer-aided design). Typically, TCAD encompasses software for process simulation
(doping distributions), device simulation (electrical characteristics), device modeling, and circuit simu-
lation. Other elements of TCAD can include lithography simulation, interconnect modeling (capacitance,
resistance, and inductance), etc.
In the past, each of the software components of TCAD were used as stand-alone programs, with

very little communication between the components. The trend now is to incorporate all these pieces
into a complete environment that allows them to communicate with each other seamlessly, efficiently,
and graphically, so that the user is not burdened with keeping track of file names, data, etc. In
such a system, one can easily set up split lots and simulate from process steps up through circuit
simulation. One will also be able to close the loop, feeding circuit simulation results back to the process
steps and run optimization on an entire process to obtain optimal circuit performance characteristics
(see Figure 8.28).
The future of device modeling will surely be pushed in this direction. Device modeling tools will be

used not only separately, but within a total TCAD environment, intimately connected with process,
device, interconnect, and circuit simulation tools.

Optimizer Circuit
simulator

Device
simuator

Process
simulator

Circuit
netlist

FIGURE 8.28 Block diagram of a TCAD system.
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9.1 Introduction

Analog circuit simulation usually means simulation of analog circuits or very detailed simulation of
digital circuits. The most widely known and used circuit simulation program is SPICE (simulation
program with integrated circuit emphasis) of which it is estimated that there are over 100,000 copies in
use. SPICE was first written at the University of California at Berkeley in 1975, and was based on the
combined work of many researchers over a number of years. Research in the area of circuit simulation
continues at many universities and industrial sites. Commercial versions of SPICE or related programs
are available on a wide variety of computing platforms, from small personal computers to large
mainframes. A list of some commercial simulator vendors can be found in the Appendix. The focus of
this chapter is the simulators and the theory behind them. Examples are also given to illustrate their use.

9.2 Purpose of Simulation

Computer-aided simulation is a powerful aid for the design or analysis of VLSI circuits. Here, the main
emphasis will be on analog circuits; however, the same simulation techniques may be applied to digital
circuits, which are composed of analog circuits. The main limitation will be the size of these circuits
because the techniques presented here provide a very detailed analysis of the circuit in question and,
therefore, would be too costly in terms of computer resources to analyze a large digital system. However,
some of the techniques used to analyze digital systems (like iterated timing analysis or relaxation
methods) are closely related to the methods used in SPICE.
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It is possible to simulate almost any type of circuit SPICE. The programs have built-in elements for
resistors, capacitors, inductors, dependent and independent voltage and current sources, diodes,
MOSFETs, JFETs, BJTs, transmission lines, and transformers. Commercial versions have libraries of
standard components, which have all necessary parameters prefitted to typical specifications. These
libraries include items such as discrete transistors, op-amps, phase-locked loops, voltage regulators, logic
integrated circuits, and saturating transformer cores. Versions are also available that allow the inclusion
of digital models (mixed-mode simulation) or behavioral models that allow the easy modeling of
mathematical equations and relations.
Computer-aided circuit simulation is now considered an essential step in the design of modern

integrated circuits. Without simulation, the number of ‘‘trial runs’’ necessary to produce a working IC
would greatly increase the cost of the IC and the critical time-to-market. Simulation provides other
advantages, including

. The ability to measure ‘‘inaccessible’’ voltages and currents that are buried inside a tiny chip or
inside a single transistor.

. No loading problems are associated with placing a voltmeter or oscilloscope in the middle of the
circuit, measuring difficult one-shot waveforms or probing a microscopic die.

. Mathematically ideal elements are available. Creating an ideal voltage or current source is trivial
with a simulator, but impossible in the laboratory. In addition, all component values are exact and
no parasitic elements exist.

. It is easy to change the values of components or the configuration of the circuit.

Unfortunately, computer-aided simulation has it own set of problems, including

. Real circuits are distributed systems, not the ‘‘lumped element models’’ which are assumed by
simulators. Real circuits, therefore, have resistive, capacitive, and inductive parasitic elements present
in addition to the intended components. In high-speed circuits, these parasitic elements can be the
dominant performance-limiting elements in the circuit, and they must be painstakingly modeled.

. Suitable predefined numerical models have not yet been developed for certain types of devices or
electrical phenomena. The software user may be required, therefore, to create his or her own
models out of other models that are available in the simulator. (An example is the solid-state
thyristor, which may be created from an npn and pnp bipolar transistor.)

. The numerical methods used may place constraints on the form of the model equations used. In
addition, convergence difficulties can arise, making the simulators difficult to use.

. There are small errors associated with the solution of the equations and other errors in fitting the
nonlinear models to the transistors that make up the circuit.

9.3 Netlists

Before simulating, a circuit must be coded into a netlist. Figure 9.1 shows the circuit for a simple
differential pair. Circuit nodes are formed wherever two or more elements meet. This particular circuit
has seven nodes, which are numbered 0–6. The ground or datum node is traditionally numbered as zero.
The circuit elements (or branches) connect the nodes.
The netlist provides a description of the topography of a circuit and is simply a list of the branches

(or elements) that make up the circuit. Typically, the elements may be entered in any order and each has
a unique name, a list of nodes, and either a value or model identifier. For the differential amplifier of
Figure 9.1, the netlist is shown in Figure 9.2.
The first line gives the title of the circuit (and is required in many simulators). The next three lines define

the three voltage sources. The letter V at the beginning tells SPICE that this is a voltage source element.
The list of nodes (two in this case) is next followed by the value in volts. The syntax for the resistor is
similar to that of the voltage source; the starting letter R in the names of the resistors tells SPICE that these
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are resistors. SPICE also understands that the
abbreviation ‘‘k’’ after a value means 1000. For
the two transistors Q1 and Q2, the starting letter
Q indicates a bipolar transistor. Q1 and Q2 each
have three nodes and in SPICE, the convention
for their ordering is collector, base, and emitter.
So, for Q1, the collector is connected to node 3, the
base to node 4, and the emitter to node 2. The
final entry ‘‘m2n2222’’ is a reference to the model
for the bipolar transistor (note that both Q1 and
Q2 reference the same model). The ‘‘.model’’
statement at the end of the listing defines this
model. The model type is npn (for an npn
bipolar junction transistor), and a list of ‘‘para-
meter¼ value’’ entries follow. These entries
define the numerical values of constants in the
mathematical models which are used for the

bipolar transistor. (Models will be discussed later in more detail.) Most commercial circuit simulation
packages come with ‘‘schematic capture’’ software that allows the user to draw the circuit by placing and
connecting the elements with the mouse.

9.4 Formulation of the Circuit Equations

In SPICE, the circuits are represented by a system of ordinary differential equations. These equations are then
solved using several different numerical techniques. The equations are constructed using Kirchhoff’s voltage
and current laws (KVL andKCL). The first systemof equations pertains to the currentsflowing into each node.
One equation is written for each node in the circuit (except for the ground node), so the following equation
is really a system of N equations for the N nodes in the circuit. The subscript i denotes the node index.

0 ¼ Fi(V) ¼ Gi(V)þ @Qi(V)
@t

þWi(t) (9:1)

where
V is an N-dimensional vector that represents the voltages at the nodes
Q is another vector which represents the electrical charge (in Coulombs) at each node
The term W represents any independent current sources that may be attached to the nodes and has
units of amperes

The function G(V) represents the currents that flow into the nodes as a result of the voltages V
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1k1k
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V3
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R3R2

3
4
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FIGURE 9.1 Circuit for differential pair.

Differential pair circuit
V1 4 0 2V
V2 5 0 2V
V3 1 0 5V
R1 2 0 1k
R2 3 1 1K
R3 6 1 1K
Q1 3 4 2 m2n2222
Q2 6 5 2 mq2n2222
.model m2n2222 NPN IS = 1e-12 BF = 100 BR = 5 TF = 100pS

FIGURE 9.2 Netlist for differential pair.
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If the equations are formulated properly, a
system of N equations in N unknown results.
For example, for the circuit of Figure 9.3 which

has two nodes, we need to write two equations.
At node 1:

0 ¼ (V1 � V2)=R1 þ d(C1V1)
dt

þ I1 (9:2)

We can identify G(V) as (V1�V2)=R, the term Q
(V) is C1V1 and W(t) is simply I1. Likewise at
node 2:

0 ¼ (V2 � V1)=R1 þ V2=R2 þ gmV1 (9:3)

In this example, G and Q are simple linear terms; however, in general, they can be nonlinear functions
of the voltage vector V.

9.5 Modified Nodal Analysis

Normal nodal analysis that uses only KCL cannot be used to represent ideal voltage sources or inductors.
This is so because the branch current in these elements cannot be expressed as a function of the branch
voltage. To resolve this problem, KVL is used to write a loop equation around each inductor or voltage
source. Consider Figure 9.4 for an example of this procedure. The unknowns to be solved for are the
voltage V1 at node 1, V2 the voltage at node 2, V3 the voltage at node 3, the current flowing through
voltage source V1 which we shall call Ix, and the current flowing in the inductor L1 which we shall call I1
The system of equations is

0 ¼ V1=R1 þ Ix
0 ¼ V2=R2 � Iz þ Il
0 ¼ V3=R3 � Il
0 ¼ V1 � Vx þ V2

0 ¼ V2 þ d(L1I1)
dt

� V3

(9:4)

The use of modified nodal analysis does have the disadvantage of requiring that an additional equation be
included for each inductor or voltage source, but has the advantage that ideal voltage sources can be used.

0

C1 R2

R1

I1

gmV1

0 00

FIGURE 9.3 Example circuit for nodal analysis.

0
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+ –

R3R1

1
2 3

L1
Vx

0 0

FIGURE 9.4 Circuit for modified nodal analysis.
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The total number of equations to be solved is
therefore the number of nodes plus the number
of voltages sources and inductors.

9.6 Active Device Models

VLSI circuits contain active devices like transistors
or diodes, which act as amplifiers. These devices
are normally described by a complicated set of
nonlinear equations. We shall consider a simple
model for the bipolar transistor—the Ebers–Moll
model. This model is one of the first developed,
and while it is too simple for practical application,
it is useful for discussion.
A schematic of the Ebers–Moll model is shown

in Figure 9.5. The model contains three nonlinear
voltage-dependent current sources Ic, Ibf, and Ibr and two nonlinear capacitances Cbe and Cbc. The current
flowing in the three current sources are given by the following equations:

Ic ¼ Is(exp (Vbe=Vt))� exp (Vce=Vt) (9:5)

Ibf ¼ Is
Bf

(exp (Vbe=Vt)� 1) (9:6)

Ibr ¼ Is
Br

(exp (Vbc=Vt)� 1) (9:7)

The voltages Vbe and Vbc are the voltages between base and emitter and the base and collector,
respectively. Is, Bf, and Br are three user-defined parameters that govern the DC operation of the BJT.
Vt is the ‘‘thermal voltage’’ or kT=q, which has the numerical value of approximately 0.26 V at room
temperature. Observe that in the normal forward active mode, where Vbe> 0 and Vce< 0, Ibr and the
second term in Ic vanish and the current gain of the BJT, which is defined as Ic=Ib becomes numerically
equal to Bf. Likewise, in the reverse mode where Vce> 0 and Vbe< 0, the reverse gain (Ie=Ib) is equal to Br.

The two capacitances in Figure 9.5 contribute charge to the emitter, base, and collector, and this charge
is given by the following equations:

Qbe ¼ tf Is(expVbe=Vt � 1)þ Cje

ðVbe

0

(1� V=Vje)
�me (9:8)

Qbc ¼ trIs(expVbc=Vt � 1)þ Cjc

ðVbc

0

(1� V=Vjc)
�mc (9:9)

Qbe contributes positive charge to the base and negative charge to the emitter. Qbc contributes
positive charge to the base and negative charge to the collector. The first term in each charge expression
is due to charge injected into the base from the emitter forQbe and from the collector into the base forQbc.
Observe that the exponential terms in the charge terms are identical to the term in Ic. This is so because the
injected charge is proportional to the current flowing into the transistor. The terms tf and tr are the forward
and reverse transit times, respectively, and correspond to the amount of time it takes the electrons
(or holes) to cross the base. The second term in the charge expression (the term with the integral)

Cbe

Cbe

E

C
Ic

Ibf

B

Ibr

+

–

+

–

–+

FIGURE 9.5 Ebers–Moll model for the bipolar
transistor.

Analog Circuit Simulation 9-5



corresponds to the charge in the depletion region of the base–emitter junction for Qbe and in the base–
collector junction for Qbc. Recall that the depletion width in a pn junction is a function of the applied
voltage. The terms Vje and Vjc are the ‘‘built-in’’ potentials with units of volts for the base–emitter and
base–collector junctions. The terms mc and me are the grading coefficients for the two junctions and are
related to how rapidly the material changes from n-type to p-type across the junction.
This ‘‘simple’’ model has eleven constants Is, Bf, Br, Cje, Cjc, Me, Mc, Vje, Vjc, Tf, and Tr that must be

specified by the user. Typically, these constants would be extracted from measured I–V and C–V data
taken from real transistors using a fitting or optimization procedure (typically a nonlinear least-squares
fitting method is needed). The Ebers–Moll model has a number of shortcomings that are addressed in
newer models like Gummel–Poon, Mextram, and VBIC. The Gummel–Poon model has over 40
parameters that must be adjusted to get a good fit to data in all regions of operation.
Models for MOS devices are even more complicated than the bipolar models. Modeling the MOSFET

is more difficult than the bipolar transistor because it is often necessary to use a different equation for
each of the four regions of operation (off, subthreshold, linear, and saturation) and the drain current and
capacitance are functions of three voltages (Vds, Vbs, and Vgs) rather than just two (Vbe and Vce) as in the
case of the BJT. If a Newton–Raphson solver is to be used, the I–V characteristics and capacitances must
be continuous and it is best if their first derivatives are continuous as well. Furthermore, MOS models
contain the width (W) and length (L) of the MOSFET channel as parameters; and for the best utility the
model should remain accurate for many values of W and L. This property is referred to as ‘‘scalability.’’
Over the years, literally hundreds of different MOS models have been developed. However, for modern

VLSI devices, only three or four are commonly used today. These are the SPICE Level-3 MOS model, the
HSPICE Level-28 model (which is a proprietary model developed by Meta Software), the public domain
BSIM3 model developed at UC, Berkeley, and MOS9 developed at Phillips. These models are supported
by many of the ‘‘silicon foundries,’’ that is, parameters for the models are provided to chip designers by
the foundries. BSIM3 has been observed to provide a good fit to measured data and its I–V curves to be
smooth and continuous (thereby resulting in good simulator convergence). The main drawback of
BSIM3 is that it has over 100 parameters which are related in intricate ways, making extraction of the
parameter set a difficult process.
A process known as ‘‘binning’’ is used to provide greater accuracy. When binning is used, a different

set of model parameters is used for each range of the channel length and width (L andW). An example of
this is shown in Figure 9.6. For a given type of MOSFET, 12 complete sets of model parameters are
extracted and each is valid for a given range. For example, in Figure 9.6, the set represented by the

number ‘‘11’’ would only be valid for channel lengths
between 0.8 and 2.0 mm and for channel widths between
0.5 and 0.8 mm. Thus, for a typical BSIM3 model with
about 60 parameters, 123 60¼ 720 parameters would
need to be extracted in all and this just for one type of
device.
Many commercial simulators contain other types of

models besides the traditional R, L, C, MOS, and BJT
devices. Some simulators contain ‘‘behavioral’’ models
which are useful for systems design or integration tasks;
examples of these are integrators, multipliers, summation,
and Laplace operator blocks. Some simulators are pro-
vided with libraries of prefitted models for commercially
available operational amplifiers, logic chips, and discrete
devices. Some programs allow ‘‘mixed-mode’’ simulation,
which is a combination of logic simulation (which nor-
mally allows only a few discrete voltage states) and analog
circuit simulation.
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FIGURE 9.6 Binning of MOS parameters.
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9.7 Types of Analysis

For analog circuits, three methods of analysis are commonly used: DC, AC, and transient analysis. DC
analysis is used to examine the steady-state operation of a circuit; that is, what the circuit voltages
and currents would be if all inputs were held constant for an infinite time. AC analysis (or sinusoidal
steady state) examines circuit performance in the frequency domain using phasor analysis. Transient
analysis is performed in the time domain and is the most powerful and computationally intensive of the
three. For special applications, other methods of analysis are available such as the harmonic-balance
method, which is useful for detailed analysis of nonlinear effects in circuits excited by purely periodic
signals (like mixers and RF amplifiers).

9.7.1 DC (Steady-State) Analysis

DC analysis calculates the steady-state response of a circuit (with all inductors shorted and capacitors
removed). DC analysis is used to determine the operating point (Q-point) of a circuit, power
consumption, regulation and output voltage of power supplies, transfer functions, noise margin and
fanout in logic gates, and many other types of analysis. In addition, a DC solution must be calculated to
find the starting point for AC and transient analysis.
To calculate the DC solution, we need to solve Kirchhoff’s equations formulated earlier. Unfortunately,

since the circuit elements will be nonlinear in most cases, a system of transcendental equations will
normally result and it is impossible to solve this system analytically. The method that has met with the
most success is Newton’s method or one of its derivatives.

9.7.1.1 Newton’s Method

Newton’s method is actually quite simple. We need is to solve the system of equations F(X)¼ 0 for X,
where both F and X are vectors of dimension N. (F is the system of equations from modified nodal
analysis, and X is the vector of voltages and current that we are solving for.) Newton’s method states that
given an initial guess for Xi, we can obtain a better guess Xiþ1 from the equation:

Xiþ1 ¼ Xi � [J(Xi)]�1F(Xi) (9:10)

Note that all terms on the right side of the equation are functions only of the vector Xi. The term J(X) is a
N3N square matrix of partial derivatives of F, called the Jacobian. Each term in J is given by

Ji,j ¼ @Fi(X)
@Xj

(9:11)

We assemble the Jacobian matrix for the circuit at the same time that we assemble the circuit equations.
Analytic derivatives are used in most simulators.
The �1 in Equation 9.10 indicates that we need to invert the Jacobian matrix before multiplying by

the vector F. Of course, we do not need to actually invert J to solve the problem; we only need to solve the
linear problem F¼YJ for the vector Y and then calculate Xiþ1¼Xi�Y. A direct method such as the LU
decomposition is usually employed to solve the linear system.
For the small circuit of Figure 9.3, analyzed in steady state (without the capacitor), the Jacobian

entries are

J1,1 ¼ 1=R1 J1,2 ¼ �1=R1

J2,1 ¼ 1=R1 þ gm J2,2 ¼ 1=R1 þ 1=R2
(9:12)
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For a passive circuit (i.e., a circuit without gain), the Jacobian will be symmetric and for any row, the
diagonal entry will be greater than the sum of all the other entries.
Newton’s method converges quadratically, provided that the initial guess Xi is sufficiently close to the

true solution. Quadratically implies that if the distance between Xi and the true solution is d, then the
distance between Xiþ1 and the true solution will be d2. Of course, we are assuming that d is small to start
with. Still, programs like SPICE may require 50 or more iterations to achieve convergence. The reason for
this is that, often times, the initial guess is poor and quadratic convergence is not obtained until the last
few iterations. There are additional complications like the fact that the model equations can become
invalid for certain voltages. For example, the BJT model will ‘‘explode’’ if a junction is forward-biased by
more than 1 V or so since: exp(1=Vt)¼ 5e16. Special limiting or damping methods must be used to keep
the voltages and currents to within reasonable limits.

9.7.1.2 Example Simulation

Most circuit simulators allow the user to ramp one or more voltage sources and plot the voltage at any
node or the current in certain branches. Returning to the differential pair of Figure 9.1, we can perform a
DC analysis by simply adding a .dc statement (see Figure 9.7). A plot of the differential output voltage
(between the two collectors) and the voltage at the two emitters is shown in Figure 9.8. Observe that the
output voltage is zero when the differential pair is ‘‘balanced’’ with 2.0 V on both inputs. The output
saturates at both high and low values for V1, illustrating the nonlinear nature of the analysis. This
simulation was run using the PSPICE package from MicroSim Corporation. The simulation run is a few
seconds on a 486 type PC.

9.7.2 AC Analysis

AC analysis is performed in the frequency
domain under the assumption that all signals
are represented as a DC component Vdc plus a
small sinusoidal component Vac

V ¼ Vdc þ Vac exp ( jvt) (9:13)

where
j ¼ ffiffiffiffiffiffiffi�1

p
v is the radial frequency (2pf )
Vac is a complex number

Stead state analysis of differential pair.
V1 4 0 2V
V2 5 0 2V
V3 1 0 5V
R1 2 0 1k
R2 3 1 1K
R3 6 1 1K
Q1 3 4 2 m2n2222
Q2 6 5 2 m2n2222
.model m2n2222 NPN IS = 1e-12 BF = 100 BR = 5 TF = 100pS
.dc V1  1.0  3.0  0.01

FIGURE 9.7 Input file for DC sweep of V1.

Output

Emitters

6.0 V

1.0 V
0 V 2.0 V 4.0 V

V (6) V (2)

FIGURE 9.8 Output from DC analysis.
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Expanding Equation 9.1 about the DC bias point Vdc (also referred to as the Q point), we obtain

F(V) ¼ F(Vdc)þWdc þWac þ @G(Vdc)
@Vdc

Vac þ @

@t
@Q(Vdc)
@Vdc

� �
Vac þ aV2

acL (9:14)

The series has an infinite number of terms; however, we assume that if Vac is sufficiently small, all terms
above first order can be neglected. The first two terms on the right-hand side are the DC solution
and, when taken together, yield zero. The third term Wac is the vector of independent AC sources which
drive the circuit. The partial derivative in the fourth term is the Jacobian element, and the derivative of Q
in parentheses is the capacitance at the node. When we substitute the exponential into Equation 9.14,
each term will have an exponential term that can be canceled. The result of all these simplifications is the
familiar result:

0 ¼ Wac þ JVac þ jvCVac (9:15)

This equation contains only linear terms which are equal to the partial derivatives of the original problem
evaluated at the Q point. Therefore, before we can solve the AC problem, we must calculate the DC bias
point. Rearranging terms slightly, we obtain

Vac ¼ �( J þ jvC)�1Wac (9:16)

The solution at a given frequency can be obtained from a single matrix inversion. The matrix, however, is
complex but normally the complex terms share a sparsity pattern similar to the real terms. It is normally
possible (in FORTRAN and Cþþ) to create a suitable linear solver by taking the linear solver which is used
to calculate the DC solution and substituting ‘‘complex’’ variables for ‘‘real’’ variables. Since there is no
nonlinear iteration, there are no convergence problems and AC analysis is straightforward and foolproof.
The same type of analysis can be applied to the equations for modified nodal analysis. The unknowns

will of course be currents and the driving sources voltage sources.

Iac ¼ �(J þ jvL)�1Eac (9:17)

The only things that must be remembered with AC analysis are

1. AC solution is sensitive to the Q point, so if an amplifier is biased near its saturated DC output
level, the AC gain will be smaller than if the amplifier were biased near the center of its range.

2. This is a linear analysis and therefore ‘‘clipping’’ and slew rate effects are not modeled. For
example, if a 1 V AC signal is applied to the input of a small signal amplifier with a gain of
100 and a power supply voltage of 5 V, AC analysis will predict an output voltage of 100 V. This is
of course impossible since the output voltage cannot exceed the power supply voltage of 5 V. If you
want to include these effects, use transient analysis.

9.7.2.1 AC Analysis Example

In the following example, we will analyze the differential pair using AC analysis to determine its
frequency response. To perform this analysis in SPICE, we need to only specify which sources are the
AC-driving sources (by adding the magnitude of the AC signal at the end) and specify the frequency
range on the .AC statement (see Figure 9.9). SPICE lets the user specify the range as linear or ‘‘decade,’’
indicating that we desire a logarithmic frequency scale. The first number is the number of frequency
points per decade. The second number is the starting frequency, and the third number is the ending
frequency.
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Figure 9.10 shows the results of the analysis. The gain begins to roll off at about 30 MHz due to the
parasitic capacitances within the transistor models. The input impedance (which is plotted in kV) begins
to roll off at a much lower frequency. The reduction in input impedance is due to the increasing current
that flows in the base–emitter capacitance as the current increases. SPICE does not have a method of
calculating input impedance, so we have calculated it as Z¼Vin=I(Vin), where Vin¼ 1.0, using the
postprocessing capability of PSPICE. This analysis took about 2 s on a 486-type PC.

9.7.2.2 Noise Analysis

Noise is a problem primarily in circuits that are designed for the amplification of small signals like the RF
and IF amplifiers of a receiver. Noise is the result of random fluctuations in the currents which flow in the
circuit and is generated in every circuit element. In circuit simulation, noise analysis, is an extension of
AC analysis. During noise analysis, it is assumed that every circuit element contributes some small noise
component either as a voltage Vn in series with the element or as a current In across the element. Since
the noise sources are small in comparison to the DC signal levels, AC small signal analysis is an
applicable analysis method.
Different models have been developed for the noise sources. In a resistor, thermal noise is the most

important component. Thermal noise is due to the random motion of the electrons:

I2n ¼ 4kTDf
R

(9:18)

where
T is the temperature
k is Boltzman’s constant
Df is the bandwidth of the circuit

In a semiconductor diode, shot noise is import-
ant. Shot noise is related to the probability that
an electron will surmount the semiconductor
barrier energy and be transported across the
junction:

I2n ¼ 2qIdDf (9:19)

Other types of noise occur in diodes and
transistors; examples are flicker and popcorn
noise. Noise sources, in general, are frequency-
dependent.

AC analysis of differential pair.
V1 4 0 2V    AC 1
V2 5 0 2V
V3 1 0 5V
R1 2 0 1k
R2 3 1 1K
R3 6 1 1K
Q1 3 4 2 m2n2222
Q2 6 5 2 m2n2222
.model m2n2222 NPN IS = 1e-12 BF = 100 BR = 5 TF = 100pS
.AC DEC  10 1e3 1e9

FIGURE 9.9 Input file for AC analysis.

Input
impedence

Gain
15

0
1.0 kHz 1.0 MHz

Frequency
1.0 GHz

V (6) .001/I (v1)

FIGURE 9.10 Gain and input impedance calculated by
AC analysis.
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Noise signals will be amplified or attenuated
as they pass through different circuits. Nor-
mally, noise is referenced to some output
point called the ‘‘summing node.’’ This would
normally be the output of the amplifier
where we would actually measure the noise.
We can call the gain between the summing
node and the current flowing in an element
j in the circuit Aj( f). Here, f is the analysis
frequency since the gain will normally be
frequency dependent.
Noise signals are random and uncorrelated

to each other so their magnitudes must be
root-mean-squared summed rather than simply
summed. Summing all noise sources in a circuit
yields:

In(f ) ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiX
j

A2
j ( f )I

2
j ( f )

s
(9:20)

It is also common to reference noise back to the amplifier input and this is easily calculated by dividing
the preceding expression by the amplifier gain. Specifying noise analysis in SPICE is simple. All the user
needs to do is add a statement specifying the summing node and the input source. SPICE then calculates
the noise at each as a function of frequency

:noise v([6]) V1 (9:21)

See Figure 9.11 for example output. Many circuit simulators will also list the noise contributions of each
element as part of the output. This is particularly helpful in locating the source of noise problems.

9.7.3 Transient Analysis

Transient analysis is the most powerful analysis capability because the transient response of a circuit is
so difficult to calculate analytically. Transient analysis can be used for many types of analysis, such as
switching speed, distortion, and checking the operation of circuits such as logic gates, oscillators, phase-
locked loops, or switching power supplies. Transient analysis is also the most CPU intensive and can
require 100 or 1000 times the CPU time of DC or AC analysis.

9.7.3.1 Numerical Method

In transient analysis, time is discretized into intervals called time steps. Typically, the time steps are of
unequal length, with the smallest steps being taken during intervals where the circuit voltages and
currents are changing most rapidly. The following procedure is used to discretize the time-dependent
terms in Equation 9.1.
Time derivatives are replaced by difference operators, the simplest of which is the forward difference

operator:

dQ(tk)
dt

¼ Q(tkþ1)� Q(tk)
h

(9:22)

Output noise

Input noise

20 nV

0 V
1.0 kHz 1.0 MHz

Frequency
1.0 GHz

V(INOISE) V(ONOISE)

FIGURE 9.11 Noise referenced to output and input.
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where h is the time step given by h¼ tkþ1� tk. We can easily solve for the charge Q(tkþ1) at the next
time point:

Q(tkþ1) ¼ Q(tk)� h(Gi(V(tk))þWi(tk)) (9:23)

using only values from past time points. This means that it would be possible to solve the system
simply by plugging in the updated values for V each time. This can be done without any matrix assembly
or inversion and is very nice. (Note for simple linear capacitors, V¼Q=C at each node, so it is easy to get
V back from Q.) However, this approach is undesirable for circuit simulation for two reasons: (1) The
charge Q, which is a ‘‘state variable’’ of the system, is not a convenient choice since some nodes may
not have capacitors (or inductors) attached, in which case they will not have Q values and (2) It turns
out that forward (or explicit) time discretization methods like this one are unstable for ‘‘stiff’’ systems,
and most circuit problems result in ‘‘stiff systems.’’ The term ‘‘stiff system’’ refers to a system that has
greatly varying time constants.
To overcome the stiffness problem, we must use implicit time discretization methods which, in

essence, mean that the G and W terms in the above equations must be evaluated at tkþ1. Since G is
nonlinear, we will need to use Newton’s method once again.

The most popular implicit method is the trapezoidal method. The trapezoidal method has the
advantage of requiring information only from one past time point and, furthermore, has the smallest
error of any method requiring one past time point. The trapezoidal method states that if I is the current
in a capacitor, then

I(tkþ1) ¼ dQ
dt

¼ 2
Q(V(tkþ1))� Q(V(tk))

h
� I(tk) (9:24)

Therefore, we need to only substitute Equation 9.24 into Equation 9.1 to solve the transient problem.
Observe that we are solving for the voltages V(tkþ1), and all terms involving tk are constant and will
not be included in the Jacobian matrix. An equivalent electrical model for the capacitor is shown in
Figure 9.12. Therefore, the solution of the transient problem is in effect a series of DC solutions where the
values of some of the elements depend on voltages from the previous time points.
All modern circuit simulators feature automatic time step control. This feature selects small time steps

during intervals where changes occur rapidly and large time steps in intervals where there is little change.
The most commonly used method of time step selection is based on the local truncation error (LTE) for
each time step. For the trapezoidal rule, the LTE is given by

e ¼ h3

12
d3x
dt3

(j) (9:25)

and represents the maximum error introduced by the trap-
ezoidal method at each time step. If the error (e) is larger
than some preset value, the step size is reduced. If the error
is smaller, then the step size is increased. In addition, most
simulators select time points so that they coincide with the
edges of pulse-type waveforms.

9.7.3.2 Transient Analysis Examples

As a simple example, we return to the differential pair and
apply a sine wave differentially to the input. The amplitude
(2 V p-p) is selected to drive the amplifier into saturation.

Ic΄

2+C+Vc΄/dt

dt/(2+C)
+
–

+
–

FIGURE 9.12 Electrical model for a capaci-
tor; the two current sources are independent
sources. The prime (0) indicates values from a
preceding time point.
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In addition, we make the frequency (50 MHz) high enough to see phase shift effects. The output signal is
therefore clipped due to the nonlinearities and shifted in phase due to the capacitive elements in
the transistor models (see Figure 9.13). The first cycle shows extra distortion since it takes time for the
‘‘zero-state’’ response to die out. This simulation, using PSPICE, runs in about one second on a 486-type
computer.

9.8 Verilog-A

Verilog-A is a new language designed for simulation of analog circuits at various levels. Mathematical
equations can be entered directly as well as normal SPICE-type circuit elements.
Groups of equations and elements can be combined into reusable ‘‘modules’’ that are similar to subcircuits.

Special functions are also provided for converting analog signals into digital equivalents, and vice versa.
Systems-type elements such as Laplace operators, integrators, and differentiators are also provided. This
makes it possible to perform new types of modeling that were not possible in simulators like SPICE:

. Equations can be used to construct new models for electrical devices (for example, the Ebers–Moll
model described earlier could be easily implemented).

. Behavioral models for complex circuits like op-amps, comparators, phase detectors, etc. can be
constructed. These models can capture the key behavior of a circuit and yet be simulated in a small
fraction of the time it takes to simulate at the circuit level.

. Special interface elements make it possible to connect an analog block to a digital simulator,
making mixed-mode simulation possible. Verilog-A is related to and compatible with the popular
Verilog-D modeling language for digital circuits.

As an example, consider a phase-locked loop circuit which is designed as an 50X frequency multiplier.
A block diagram for the PLL is shown in Figure 9.14 and the Verilog-A input listing is shown in
Figures 9.15 and 9.16.

3.0 V

–2.0 V
0 s 20 ns

Time
40 ns 60 ns

V(6,3) V(4,5)

FIGURE 9.13 Transient response V(6,3) of differential amplifier to sinusoidal input at V(4,5).

Vref Vdif

Vref Vdiv

Vcnt
OUTPhase

detector
Loop
filter

Divider

VCO

FIGURE 9.14 Block diagram of phase-locked loop.
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Simulation of this system at the circuit level is very time consuming due to the extreme difference in
frequencies. The phase detector operates at a low frequency of 1.0 MHz, while the VCO operates at close
to 50 MHz. However, we need to simulate enough complete cycles at the phase detector output to verify
that the circuit correctly locks onto the reference signal.
The circuit is broken up into five blocks or modules: the ‘‘top module,’’ VCO, divider, phase detector,

and loop filter. The VCO has a simple linear dependence of frequency on the VCO input voltage and
produces a sinusoidal output voltage. The VCO frequency is calculated by the simple expression
freq¼ centerþ gain* (Vin�Vmin). Center and gain are parameters which can be passed in when the
VCO is created within the top module by the special syntax ‘‘#(.gain(2e7),.center(3e7)’’
in the top module. If the parameters are not specified when the module is created, then the default values
specified within the module are used instead. The special V() operator is used to obtain the voltage at a
node (in this case V(in) and V(Vdd)). The sinusoidal output is created using the SIN and IDT
operators. SIN calculates the sine of its argument. Idt calculates the integral of its argument with respect to
time. The amplitude of the output is taken from the Vdd input, thus making it easy to integrate the VCO
block with others. Given that Vdd¼ 5 V, gain¼ 2e7 Hz=V, center¼ 3e7 Hz, and in¼ 1.8, the final
expression for the VCO output is

Vout ¼ 2:5þ 2:5 sin 3e7þ 2e7
ð
2p(Vin � 1:8)dt

� �
(9:26)

The phase detector functions as a charge pump which drives current into or out of the loop filter,
depending on the phase difference between its two inputs. The @cross(V1,dir) function becomes

‘include “electrical.h”
‘timescale 100ns/10ns

module top; // Top level Module
 electrical Vdd, Vref, Vdif, Vcnt, Vout, Vdiv;
 pd #(.gain(15u), .rout (2e6), dir(–l)) p1(Vdif, Vdiv, Vref, Vdd);
 filter f1 (Vdif, Vcnt);
 vco #(.gain(2e7), .center(3e7)) v1 (Vout, Vcntm Vdd);
 divide #(.count(50)) d1 (Vdiv, Vout, Vdd);
 analog begin
  V(Vdd) <+ 5.0;
  V(Vref) <+ 2.5+2.5*sin(6.238*1e6*$realtime);
 end
endmodule

module pd (out, vco, ref, vdd); //Phase detector Module.
 inout out, vco, ref, vdd;
 electrical out,vco, ref, vdd;
 parameter real gain = 15u, rout = 5e6; // gain & output impedance
 parameter integer dir = 1;        // 1,–1 pos or neg edge trigger
 integer state;
 analog begin
  @ (cross((V(ref) – V(vdd)/2),dir)) state = state – 1;
  @ (cross((V(vco) – V(vdd)/2),dir)) state = state + 1;
  if (state > 1 ) state = 1;
  if (state < –1) state = –1;
  if (state ! = 0)   I(out) <+ transition (state * gain, 0, 0, 0);
           I(out) <+ V(out)/rout;
 end
endmodule

FIGURE 9.15 Part one of Verilog-A listing for PLL.
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true whenever signal V1 crosses zero in the direction specified by dir. This either increments or
decrements the variable STATE. The ‘‘transition’’ function is used to convert the STATE signal, which
is essentially digital and changes abruptly into a smoothly changing analog signal which can be applied
to the rest of the circuit. The ‘‘<þ’’ (or contribution) operator adds the current specified by the
equation on the right to the node on the left. Therefore, the phase detector block forces current into the
output node whenever the VCO signal leads the reference signal and forcing current out of the output
node whenever the reference leads the VCO signal. The phase detector also has an output resistance
which is specified by parameter ROUT.
The loop filter is a simple SPICE subcircuit composed of two resistors and one capacitor. Of course,

this subcircuit could contain other types of elements as well and can even contain other Verilog-A
modules. The divider block simply counts zero crossings and, when the count reaches the preset
divisor, the output of the divider is toggled from 0 to 1, or vice versa. The transition function is used to
ensure that a smooth, continuous analog output is generated by the divider.
This PLL was simulated using AMS from Antrim Design Systems. The results of the simulations are

shown in Figure 9.17. The top of Figure 9.17 shows the output from the loop filter (Vcnt). After a few
cycles, the PLL has locked onto the reference signal. The DC value of the loop filter output is

module divide (out, in, vdd); // Divider module....
  inout out, in;
  electrical out, in;
  parameter real count = 4; // divide by this.
 integer n, state;
  analog begin

   @(cross((V(in) – V(vdd)/2.0),1)) n = n + 1;
   if (n >= count/2) begin
    if (state == 0) state = 1;
    else state = 0;
    n = 0;
   end
   V(out) <+ transition(state*5, 0, 0, 0);
  end
endmodule

module vco (vout, vin, vdd); // VCO module
  inout vin, vout, vdd;
  electrical vin, vout, vdd;
  parameter real gain = 5e6, center = 40e6, vmin = 1.8;
  real freq, vinp;
  analog begin
   vinp = V(vin);
   if (vinp < vm) vinp = vmin;
   freq = center + gain* (vinp-vmin);
   V(vout) <+ V(vdd)/2.0*sin(6.28318531*idt(freq,0)) + V(vdd)/2.0;
  end
endmodule

‘language SPICE
.SUBCKT filter Vin Vout
Rf2 Vin Vout 100
Rfilter Vin VC2 200000
C1 VC2 0 58p
C2 Vin 0 5p
.ends
‘endlanguage

FIGURE 9.16 Part two of Verilog-A PLL listing.
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approximately 2.8 V. Referring back to the VCO model, this gives an output frequency of 2e7*
(2.8� 1.8)þ 3e7¼ 50 MHz, which is as expected. The lower portion of Figure 9.17 shows the divider
output (Vdiv) and the reference signal (Vref). It can be seen that the two signals are locked in phase.
Figure 9.18 shows the VCO output and the divider output. As expected, the VCO frequency is 50 times
the divider frequency.
The behavioral models used in this example are extremely simple ones. Typically, more complex

models must be used to accurately simulate the operation of an actual PLL. A better model might
include effects such as the nonlinear dependence of the VCO frequency on the input voltage, the
effects on signals introduced through power supply lines, delays in the divider and phase detector, and
finite signal rise and fall times. These models can be built up from measurements, or transistor-level
simulation of the underlying blocks (a process known as characterization). Of course, during the
simulation, any of the behavioral blocks could be replaced by detailed transistor-level models or
complex Verilog-D digital models.
Another Verilog-A example is shown in Figure 9.19. Here, the Ebers–Moll model developed earlier is

implemented as a module. This module can then be used in a circuit in the same way as the normal built-
in models. Verilog-A takes care of calculating all the derivatives needed to form the Jacobian matrix. The
‘‘parameter’’ entries can be used in the same way as the parameters on a SPICE.MODEL statement.
Observe the special ‘‘ddt’’ operator. This operator is used to take the time derivative of its argument.
In this case, the time derivative of the charge (a current) is calculated and summed in with the other DC
components. The ‘‘$limexp’’ operation is a special limited exponential operator designed to give better
convergence when modeling pn junctions. Of course, this module could be expanded and additional
features could be added.

–2 V
–1 V

0 V
1 V
2 V
3 V
4 V
5 V
6 V
7 V

0.0 V
0.5 V

1.0 V

1.5 V

2.0 V

2.5 V

3.0 V

0

FIGURE 9.17 Loop filter output (top) Vref and divider output (bottom) from PLL simulation.
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FIGURE 9.18 VCO output and divider output from PLL simulation.

module mybjt (C,B,E);
 inout C,B,E;
 electrical C,B,E;
 parameter real is = le–16, bf = 100, br = 10, tf = 1n, tr = l0n, cje = 1p cjc = lp,
  vje = 0.75, vjc = 0.75, mje = 0.33 mjc = 0.33;
 real ibc, ibe, qbc, qbe, vbe, vbc, cc, cb, x, y;
 analog begin
  vbe = V(B,E);
  vbc = V(B,C);
  ibe = is*($limexp(vbe/$vt)–1);
  ibc = is*($limexp(vbc/$vt)–1);
  cb = ibe/bf + ibc/br;
     cc = ibe – ibc – ibc/br
  if(vbe < 0) begin
      x = 1–vbe/vje;
   y = exp(–mje*ln(x));
   qbe = vje*cje*(1–x*y)/(l.0–mje)+tf*ibe;
  end
  else qbe = cje*(vbe*+0.5*mje*vbe*vbe/vje) + tf*ibe;
  if(vbc < 0) begin
   x = 1 –vbc/vjc;
   y = exp(–mjc*ln(x));
   qbc = vjc*cjc*(l–x*y)/(1.0–mjc) + tr*ibc;
  end
  else qbc = cjc*(vbc+0.5*mjc*vbc*vbc/vjc) + tr*ibc;
  ibe = ddt(qbe);
  ibc = ddt(qbc);
  I(C,E) <+ cc – ibc;
  I(B,E) <+ cb + ibe + ibc;
 end
endmodule

FIGURE 9.19 Verilog-A implementation of the Ebers–Moll model.
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9.9 Fast Simulation Methods

As circuits get larger, simulation times become larger. In addition, as integrated circuit feature sizes
shrink, second-order effects become more important and many circuit designers would like to be able to
simulate large digital systems at the transistor level (requiring 10,000 to 100,000 nodes). Numerical
studies in early versions of SPICE showed that the linear solution time could be reduced to 26% for
relatively small circuits with careful coding. The remainder is used during the assembly of the matrix,
primarily for model evaluation. The same studies found that the CPU time for the matrix solution was
proportional to n1.24, where n is the number of nodes. The matrix assembly time on the other hand
should increase linearly with node count. Circuits have since grown much bigger, but the models
(particularly for MOS devices) have also become more complicated.
Matrix assembly time can be reduced by a number of methods. One method is to simplify the models;

however, accuracy will be lost as well. A better way is to precompute the charge and current character-
istics for the complicated models and store them into tables. During simulation, the actual current and
charges can be found from table lookup and interpolation, which can be done quickly and efficiently.
However, there are some problems:

1. To assure convergence of Newton’s method, both the charge and current functions and their
derivatives must be continuous. This rules out most simple interpolation schemes and means that
something like a cubic spline must be used.

2. The tables can become large. A MOS device has four terminals, which means that all tables will be
functions of three independent variables. In addition, the MOSFET requires four separate tables
(Id, Qg, Qd, Qb). If we are lucky, we can account for simple parameteric variations (like channel
width) by a simple multiplying factor. However, if there are more complex dependencies as is the
case with channel length, oxide thickness, temperature, or device type, we will need one complete
set of tables for each device.

If the voltages applied to an element do not change from the past iteration to the present iteration, then
there is no need to recompute the element currents, charges, and their derivatives. This method is
referred to as taking advantage of latency and can result in large CPU time savings in logic circuits,
particularly if coupled with a method that only refractors part of the Jacobian matrix. The tricky part
is knowing when the changes in voltage can be ignored. Consider, for example, the input to a high-gain
op-amp, here ignoring a microvolt change at the input could result in a large error at the output. Use of
sophisticated latency-determining methods could also cut into the savings.
Another set of methods are the waveform relaxation techniques which increase efficiency by tempo-

rarily ignoring couplings between nodes. The simplest version of the method is as follows. Consider a
circuit with n nodes which requires m time points for its solution. The circuit can be represented by the
vector equation:

Fi(V(t))þ dQi(V(t))
dt

¼ 0 (9:27)

Using trapezoidal time integration gives a new function:

Wi(V(k)) ¼ Fi(V(k))þ Fi(V(k� 1))þ 2[Qi(V(k))� Qi(V(k� 1))]=dt ¼ 0 (9:28)

We need to find the V(k) that makes W zero for all k time points at all i nodes. The normal method
solves for all n nodes simultaneously at each time point before advancing k. Waveform relaxation solves
for all m time points at a single node (calculates the waveform at that node) before advancing to the
next node. An outer loop is used to assure that all the individual nodal waveforms are consistent with
each other.
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Waveform relaxation is extremely efficient as long as the number of outer loops is small. The number
of iterations will be small if the equations are solved in the correct order; that is, starting on nodes which
are signal sources and following the direction of signal propagation through the circuit. This way, the
waveform at node iþ 1 will depend strongly on the waveform at node i, but the waveform at node i will
depend weakly on the signal at node iþ 1. The method is particularly effective if signal propagation is
unidirectional, as is sometimes the case in logic circuits. During practical implementation, the total
simulation interval is divided into several subintervals and the subintervals are solved sequentially. This
reduces the total number of time points which must be stored. Variants of the method solve small
numbers of tightly coupled nodes as a group; such a group might include all the nodes in a TTL gate or in
a small feedback loop. Large feedback loops can be handled by making the simulation time for each
subinterval less than the time required for a signal to propagate around the loop.
The efficiency of this method can be further improved using different time steps at different nodes,

yielding a multirate method. This way, during a given interval, small time steps are used at active nodes
while large steps are used at inactive nodes (taking advantage of latency).

9.10 Commercially Available Simulators

The simulations in this chapter were performed with the evaluation version of PSPICE from Microsim
and AMS from Antrim design systems. The following vendors market circuit simulation software. The
different programs have strengths in different areas and most vendors allow you to try their software
in-house for an ‘‘evaluation period’’ before you buy.
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10.1 Introduction

As the complexity of VLSI systems continues to increase, the microelectronic industry must possess an
ability to reconfigure design and manufacturing resources and integrate design activities so that it can
quickly adapt to the market changes and new technology. Gaining this ability imposes a twofold
challenge: (1) to coordinate design activities that are geographically separated and (2) to represent an
immense amount of knowledge from various disciplines in a unified format. The Internet can provide the
catalyst by abridging many design activities with the resources around the world not only to exchange
information but also to communicate ideas and methodologies.
In this chapter, we present a collaborative engineering framework that coordinates distributed design

activities through the Internet. Engineers can represent, exchange, and access the design knowledge and
carry out design activities. The crux of the framework is the formal representation of process flow using
the process grammar, which provides the theoretical foundation for representation, abstraction, manipu-
lation, and execution of design processes. The abstraction of process representation provides mechanisms
to represent hierarchical decomposition and alternative methods, which enable designers to manipulate
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the process flow diagram and select the best method. In the framework, the process information is
layered into separate specification and execution levels so that designers can capture processes and
execute them dynamically. As the framework is being executed, a designer can be informed of the current
status of design such as updating and tracing design changes and be able to handling exception. The
framework can improve design productivity by accessing, reusing, and revising the previous process for a
similar. The cockpit of our framework interfaces with engineers to perform design tasks and to negotiate
design trade-off. The framework has the capability to launch whiteboards that enable the engineers in a
distributed environment to view the common process flows and data and to concurrently execute
dynamic activities such as process refinement, selection of alternative process, and design reviews. The
proposed framework has a provision for various browsers where the tasks and data used in one activity
can be organized and retrieved later for other activities.
One of the predominant challenges for microelectronic design is to handle the increased complexity of

VLSI systems. At the turn of the century, it is expected that there will be 100 million transistors in a single
chip with 0.1 mm features, which will require an even shorter design time (Spiller and Newton, 1997).
This increase of chip complexity has given impetus to trends such as system on a chip, embedded system,
and hardware=software codesign. To cope with this challenge, industry uses custom-off-the-shelf (COTS)
components, relies on design reuse, and practices outsourcing design. In addition, design is highly
modularized and carried out by many specialized teams in a geographically distributed environment.
Multifacets of design and manufacturing, such as manufacturability and low power, should be considered
at the early stage of design. It is a major challenge to coordinate these design activities (Fairbairn, 1994).
The difficulties are caused by due to the interdependencies among the activities, the delay in obtaining
distant information, the inability to respond to errors and changes quickly, and general lack of commu-
nications. At the same time, the industry must contend with decreased expenditures on manufacturing
facilities while maintaining rapid responses to market and technology changes.
To meet this challenge, the U.S. government has launched several programs. The Rapid Prototyping of

Application Specific Signal Processor (RASSP)Programwas initiated by theDepartment ofDefense to bring
about the timely design and manufacturing of signal processors. One of the main goals of the RASSP
program was to provide an effective design environment to achieve a four-time improvement in the
development cycle of digital systems (Chung et al., 1996). DARPA also initiated a program to develop
and demonstrate key software elements for Integrated Product and Process Development (IPPD) and agile
manufacturing applications.One of the foci of the earlier programwas the development of infrastructure for
distributed design and manufacturing. Recently, the program is continued to Rapid Design Exploration &
Optimization (RaDEO) to support research, development, and demonstration of enabling technologies,
tools, and infrastructure for the next generation of design environments for complex electromechanical
systems. The design environment of RaDEO is planned to provide cognitive support to engineers by vastly
improving their ability to explore, generate, track, store, and analyze design alternatives (Lyons, 1997).
The new information technologies, such as the Internet and mobile computing, are changing the way

we communicate and conduct business. More and more design centers use PCs, and link them on the
Internet=intranet. The web-based communication allows people to collaborate across space and time,
between humans, humans and computers, and computers in a shared virtual world (Berners-Lee et al.,
1994). This emerging technology holds the key to enhance design and manufacturing activities. The
Internet can be used as the medium of a virtual environment where concepts and methodologies can be
discussed, accessed, and improved by the participating engineers. Through the medium, resources and
activities can be reorganized, reconfigured, and integrated by the participating organizations. This new
paradigm certainly impacts the traditional means for designing and manufacturing a complex product.
Using Java, programs can be implemented in a platform-independent way so that they can be executed in
any machine with a Web browser. Common Object Request Broker Architecture (CORBA) (Yang and
Duddy, 1996) provides distributed services for tools to communicate through the Internet (Vogel and
Duddy). Designers may be able to execute remote tools through the Internet and see the visualization of
design data (Erkes et al., 1996; Chan et al., 1998; Chung and Kwon, 1998).
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Even though the potential impact of this technology will be great on computer aided design, Electronic
Design Automation (EDA) industry has been slow in adapting this new technology (Spiller and Newton,
1997). Until recently, EDA frameworks used to be a collection of point tools. These complete suites of
tools are integrated tightly by the framework using their proprietary technology. These frameworks have
been suitable enough to carry out a routine task where the process of design is fixed. However, new tools
appear constantly. To mix and match various tools outside of a particular framework is very difficult.
Moreover, tools, expertise, and materials for design and manufacturing of a single system are dispersed
geographically. Now we have reached the stage where a single tool or framework is not sufficient enough
to handle the increasing complexity of a chip and emerging new technology. A new framework is
necessary which is open and scalable. It must support collaborative design activities so that designers
can add new tools to the framework, and interface them with other CAD systems. There are two key
functions of the framework: (1) managing the process and (2) maintaining the relationship among many
design representations. For design data management, refer to Katz et al. (1987). In this chapter, we will
focus on the process management aspect.
To cope with the complex process of VLSI system design, we need a higher level of viewing of a

complete process, i.e., the abstraction of process by hiding all details that need not to be considered for
the purpose at hand. As pointed out in National Institute of Standards and Technology reports (Schlenoff
et al., 1996; Knutilla et al., 1998), a ‘‘unified process specification language’’ should have the following
major requirements: abstraction, alternative task, complex groups of tasks, and complex sequences.
In this chapter, we first review the functional requirements of the process management in VLSI system

design. We then present the Internet-based Microelectronic Design Automation (IMEDA) System.
IMEDA is a web-based collaborative engineering framework where engineers can represent, exchange,
and access design knowledge and perform the design activities through the Internet. The crux of the
framework is a formal representation of process flow using process grammar. Similar to the language
grammar, production rules of the process grammar map tasks into admissible process flows (Baldwin and
Chung, 1995a). The production rules allow a complex activity to be represented more concisely with a
small number of high-level tasks. The process grammar provides the theoretical foundation for repre-
sentation, abstraction, manipulation, and execution of design and manufacturing processes. It facilitates
the communication at an appropriate level of complexity. The abstraction mechanism provides a natural
way of browsing the process repository and facilitates process reuse and improvement. The strong
theoretical foundation of our approach allows users to analyze and predict the behavior of a particular
process. The cockpit of our framework interfaces with engineers to perform design tasks and to negotiate
design trade-off. The framework guides the designer in selecting tools and design methodologies, and it
generates process configurations that provide optimal solutions with a given set of constraints. The just-
in-time binding and the location transparency of tools maximize the utilization of company resources.
The framework is equipped with whiteboards so that engineers in a distributed environment can view the
common process flows and data and concurrently execute dynamic activities such as process refinement,
selection of alternative processes, and design reviews. With the grammar, the framework gracefully
handles exceptions and alternative productions. A layered approach is used to separate the specification
of design process and execution parameters. One of the main advantages of this separation is freeing
designers from the overspecification and graceful exception handling. The framework, implemented
using Java, is open and extensible. New process, tools, and user-defined process knowledge and
constraints can be added easily.

10.2 Functional Requirements of Framework

Design methodology is defined as a collection of principles and procedures employed in the design
of engineering systems. Baldwin and Chung (1995a) define design methodology management as selecting
and executing methodologies so that the input specifications are transformed into desired output
specifications. Kleinfeldth et al. (1994) state that ‘‘design methodology management provides for the
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definition, presentation, execution, and control of designmethodology in a flexible, configuredway.’’Given
a methodology, we can select a process or processes for that particular methodology.
Each design activity, whether big or small, can be treated as a task. A complex design task is

hierarchically decomposed into simpler subtasks, and each subtask in turn may be further decomposed.
Each task can be considered as a transformation from input specification to output specification. The
term workflow is used to represent the details of a process including its structure in terms of all the
required tasks and their interdependencies. Some process may be ill-structured, and capturing it as a
workflow may not be easy. Exceptions, conditional executions, and human involvement during the
process make it difficult to model the process as a workflow.
There can be many different tools or alternative processes to accomplish a task. Thus, a design process

requires design decisions such as selecting tools and processes as well as selecting appropriate design
parameters. At a very high level of design, the input specifications and constraints are very general and
may even be ill-structured. As we continue to decompose and perform the tasks based on design
decisions, the output specifications are refined and the constraints on each task become more restrictive.
When the output of a task does not meet certain requirements or constraints, a new process, tools, or
parameters must be selected. Therefore, the design process is typically iterative and based on previous
design experience. Design process is also a collaborative process, involving many different engineering
activities and requiring the coordination among engineers, their activities, and the design results.
Until recently, it was the designer’s responsibility to determine which tools to use and in what order to

use them. However, managing the design process itself has become difficult, since each tool has its own
capabilities and limitations. Moreover, new tools are developed and new processes are introduced
continually. The situation is further aggravated because of incompatible assumptions and data formats
between tools. To manage the process, we need a framework to monitor the process, carry out design
tasks, support cooperative teamwork, and maintain the relationship among many design representations
(Katz et al., 1987; Chiueh and Katz, 1990). The framework must support concurrent engineering
activities by integrating various CAD tools and process and component libraries into a seamless
environment. Figure 10.1 shows the RASSP enterprise system architecture (Welsh et al., 1995). It
integrates tools, tool frameworks, and data management functions into an enterprise environment. The
key functionality of the RASSP system is managing the RASSP design methodology by ‘‘process
automation’’, that is, controlling CAD program execution through workflow.

10.2.1 Building Blocks of Process

The lowest level of a building block of a design process is a tool. A tool is an unbreakable unit of a CAD
program. It usually performs a specific task by transforming given input specifications into output
specifications. A task is defined as design activities that include information about what tools to use and
how to use them. It can be decomposed into smaller subtasks. The simplest form of the task, called an
atomic task, is the one that cannot be decomposed into subtasks. In essence, an atomic task is defined as an
encapsulated tool. A task is called logical if it is not atomic. A workflow of a logical task describes the details
of how the task is decomposed into subtasks, and the data and control dependencies such as the
relationship between design data used in the subtasks. For a given task, there can be several workflows,
each of which denotes a possible way of accomplishing the task. Amethodology is a collection of workflow
supported together with information on which workflow should be selected in a particular instance.

10.2.2 Functional Requirements of Workflow Management

To be effective, a framework must integrate many design automation tools and allow the designer to
specify acceptable methodologies and tools together with information such as when and how they may be
used. Such a framework must not only guide the designer in selecting tools and design methodologies,
but also aid the designer in constructing a workflow that is suitable to complete the design under given
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constraints. The constructed workflow should guarantee that required steps are not skipped; built-in
design checks are incorporated into the workflow. The framework must also keep the relationships
between various design representations, maintain the consistency between designs and support coopera-
tive teamwork, and allow the designer to interact with the system to adjust design parameters or to
modify the previous design process. The framework must be extendible to accommodate rapidly
changing technologies and emerging new tools. Such a framework can facilitate developing new hardware
systems as well as redesigning a system from a previous design.
During a design process, a particular methodology or workflow selected by a designer must be based

on available tools, resources (computing and human), and design data. For example, a company may
impose a rule that if input is a VHDL behavioral description, then designers should use Model
Technology’s VHDL simulator, but if the input is Verlig, they must use ViewLogic simulator. Or, if a
component uses Xilinx, then all other components must also use Xilinx. Methodology must be driven by
local expertise and individual preference, which in turn, are based on the designer’s experience.

The process management should not constrain the designer. Instead, it must free designers from
routine tasks, and guide the execution of workflow. User interaction and a designer’s freedom are
especially important when exceptions are encountered during the execution of flows, or when designers
are going to modify the workflow locally. The system must support such activities through ‘‘controlled
interactions’’ with designers.

Process management can be divided into two parts:

. Formal specification of supported methodologies and tools that must show the tasks and data
involved in a workflow and their relationships

. Execution environment that helps designers to construct workflow and execute them
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10.2.3 Process Specification

Methodology management must provide facilities to specify design processes. Specification of processes
involves tasks and their structures (i.e., workflow). The task involved and the flow of process, that is the
way the process can be accomplished in terms of its subtasks, must be defined. Processes must be
encapsulated and presented to designers in a usable way. Designers want an environment to guide them
in building a workflow and to help them execute it during the design process. Designers must be able to
browse related processes, and compare, analyze, and modify them.

10.2.3.1 Tasks

Designers should be able to define the tasks that can be logical or atomic, organize the defined tasks,
and retrieve them. Task abstraction refers to using and viewing a task for specific purposes and
ignoring the irrelevant aspects of the task. In general, object-oriented approaches are used for this
purpose. Abstraction of the task may be accomplished by defining tasks in terms of ‘‘the operations the
task is performing’’ without detailing the operations themselves. Abstraction of tasks allows users to
clearly see the behavior of them and use them without knowing the details of their internal imple-
mentations. Using the generalization–specialization (GS) hierarchy (Chung and Kim, 1990), similar
tasks can be grouped together. In the hierarchy, a node in the lower level inherits its attributes from its
predecessors. By inheriting the behavior of a task, the program can be shared, and by inheriting the
representation of a task (in terms of its flow), the structure (workflow) can be shared. The Process
Handbook (Malone et al., in press) embodies concepts of specialization and decomposition to represent
processes.
There are various approaches associated with binding a specific tool to an atomic task. A tool can be

bound to a task statically at the compile time, or dynamically at the run time based on available resources
and constraints. When a new tool is installed, designers should be able to modify the existing bindings.
The simplest approach is to modify the source code or write a script file and recompile the system. The
ideal case is plug and play, meaning that CAD vendors address the need of tool interoperability, e.g., the
Tool Encapsulation Specification (TES) proposed by CFI (1995).

10.2.3.2 Workflow

To define a workflow, we must specify the tasks involved in the workflow, data, and their relationship.
A set of workflows defined by methodology developers enforces the user to follow the flows imposed by
the company or group. Flows may also serve to guide users in developing their own flows. Designers
would retrieve the cataloged flows, modify them, and use them for their own purposes based on the
guidelines imposed by the developer. It is necessary to generate legal flows. A blackboard approach was
used in (Lander et al., 1996) to generate a particular flow suitable for a given task. In Nelsis (ten Bosch
et al., 1991), branches of a flow are explicitly represented using ‘‘or’’ nodes and ‘‘merge’’ nodes. A task
can be accomplished in various ways. It is necessary to represent alternative methodologies for the task
succinctly so that designers can access alternative methodologies and select the best one based on what-if
analysis. IDEF3.X (IDEF) is used to graphically model workflow in RASSP environment. Figure 10.2
shows an example of workflow using IDEF3.X. A node denotes a task. It has inputs, outputs, mecha-
nisms, and conditions. IDEF definition has been around for 20 years mainly to capture flat modeling such
as a shop floor process. IDEF specification, however, requires complete information such as control
mechanisms and scheduling at the specification time, making the captured process difficult to under-
stand. In IDEF, ‘‘or’’ nodes are used to represent the alternative paths. It does not have an explicit
mechanism to represent alternative workflow. IDEF is ideal only for documenting the current practice
and not suitable for executing iterative process which is determined during the execution of the process.
Perhaps, the most important aspect missing from most process management systems is the abstraction
mechanism (Schlenoff et al., 1996).
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10.2.4 Execution Environment

The execution environment provides dynamic execution of tasks and tools and binds data to tools, either
manually or automatically. Few frameworks separate the execution environment from the specification of
design process. There are several modes in which a task can be executed (Kleinfeldth et al., 1994): manual
mode, manual execution of flow, automatic flow execution, and automatic flow generation. In manual
flow execution, the environment executes a task in the context of a flow. In an automatic flow execution
environment, tasks are executed based on the order specified on the flow graph. In automatic flow
generation, the framework generates workflow dynamically and executes them without the guidance of
designers. Many frameworks use blackboard or knowledge-based approaches to generate workflow.
However, it is important for designers to be able to analyze the workflow created and share it with
others. That is, repeatability and predictability are important factors if frameworks support dynamic
creation of workflow.
Each task may be associated with pre and postconditions. Before a task is executed, the precondition of

the task is evaluated. If the condition is not satisfied, the framework either waits until the condition is
met, or aborts the task and selects another alternative. After the task is executed, its postcondition is
evaluated to determine if the result meets the exit criteria. If the evaluation is unsatisfactory, another
alternative should be tried.
When a task is complex involving many subtasks and each subtask in turn has many alternatives,

generating a workflow for the task that would successfully accomplish the task is not easy. If the first try
of an alternative is not successful, another alternative should be tried. In some cases, backtrack occurs
which nullifies all the executions of previous workflow.

10.2.5 Literature Surveys

Many systems have been proposed to generate design process (Knapp and Parker, 1991) and manage
workflow (Dellen et al., 1997; Lavana et al., 1997; Schurmann and Altmeyer, 1997; Sutton and Director,
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1998). Many of them use the Web technology to coordinate various activities in business (Andreoli,
1998), manufacturing (Berners-Lee et al., 1994; Cutkosy et al., 1996; Erkes et al., 1996), and microelec-
tronic design (Rastogi et al., 1993; Chan et al., 1998). WELD (Chan et al., 1998) is a network infrastruc-
ture for a distributed design system that offers users the ability to create a customizable and adaptable
virtual design system that can couple tools, libraries, design, and validation services. It provides support
not only for designing but also for manufacturing, consulting, component acquisition, and product
distribution, encompassing the developments of companies, universities, and individuals throughout the
world. Lavana et al. (1997) proposed an Internet-based collaborative design. They use Petri nets as a
modeling tool for describing and executing workflow. User teams, at different sites, control the workflow
execution by selection of its path. Minerva II (Sutton and Director, 1998) is a software tool that provides
design process management capabilities serving multiple designers working with multiple CAD frame-
works. The proposed system generates design plan and realizes unified design process management
across multiple CAD frameworks and potentially across multiple design disciplines. ExPro (Rastogi et al.,
1993) is an expert-system-based process management system for the semiconductor design process.
There are several systems that automatically determine what tools to execute. OASIS (1992) uses

Unix make file style to describe a set of rules for controlling individual design steps. The Design
Planning Engine of the ADAM system (Knapp and Parker, 1986, 1991) produces a plan graph using a
forward chaining approach. Acceptable methodologies are specified by listing preconditions and post-
conditions for each tool in a lisp-like language. Estimation programs are used to guide the chaining.
Ulysses (Bushnell and Director, 1986) and Cadweld (Daniel and Director, 1991) are blackboard systems
used to control design processes. A knowledge source, which encapsulates each tool, views the informa-
tion on the blackboard and determines when the tool would be appropriate. The task management is
integrated into the CAD framework and Task Model is interpreted by a blackboard architecture instead
of a fixed inference mechanism. Minerva (Jacome and Director, 1992) and the OCT task manager
(Chiueh and Katz, 1990) use hierarchical strategies for planning the design process. Hierarchical
planning strategies take advantage of knowledge about how to perform abstract tasks which involve
several subtasks.
To represent design process and workflow, many languages and schema have been proposed. NELSIS

(ten Bosch et al., 1991) framework is based on a central, object-oriented database and on a flow
management. It uses a dataflow graph as Flow Model and provides the hierarchical definition and
execution of design flow. PLAYOUT (Schurmann and Altmeyer, 1997) framework is based on separate
Task and Flow Models which are highly interrelated among themselves and the Product Model. In
Barthelmann (1996), graph grammar is proposed in defining the task of software process management.
Westfechtel (1996) proposed ‘‘process-net’’ to generate the process flow dynamically. However, in many
of these systems, the relationship between task and data is not explicitly represented. Therefore,
representing the case in which a task generates more than one datum and each of them goes to a
different task is not easy. In Schurmann and Altmeyer (1997), Task Model (describing the I=O behavior
of design tools) is used as a link between the Product Model and the Flow Model. The proposed system
integrates data and process management to provide traceability. Many systems use IDEF to represent a
process (Chung et al., 1996; Stavas et al.; IDEF). IDEF specification, however, requires complete
information such as control mechanisms and scheduling at the specification time, making the captured
process difficult to understand.
Although there are many other systems that address the problem of managing process, most proposed

system use either a rule-based approach or a hard-coded process flow. They frequently require source
code modification for any change in process. Moreover, they do not have mathematical formalism.
Without the formalism, it is difficult to handle the iterative nature of the engineering process and to
simulate the causal effects of any changes in parameters and resources. Consequently, coordinating
the dynamic nature of processes is not well supported in most systems. It is difficult to analyze the
rationale how an output is generated and where a failure has occurred. They also lack a systematic way
of generating all permissible process flows at any level of abstraction while providing means to hide
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the details of the flow when they are not needed. Most systems have the tendency to overspecify the
flow information, requiring complete details of a process flow before executing the process. In most
real situations, the complete flow information may not be known after the process has been executed:
they are limited in their ability to address the underlying problem of process flexibility. They are rather
rigid and not centered on users, and do not handle exceptions gracefully. Thus, the major functions
for the collaborative framework such as adding new tools and sharing and improving the process
flow cannot be realized. Most of them are weak in at least one of the following criteria suggested
by NIST (Schlenoff et al., 1996): process abstraction, alternative tasks, complex groups of tasks, and
complex sequences.

10.3 IMEDA System

The Internet-based Microelectronic Design Automation (IMEDA) System is a general management
framework for performing various tasks in design and manufacturing of complex microelectronic
systems. It provides a means to integrate many specialized tools such as CAD and analysis packages,
and allows the designer to specify acceptable methodologies and tools together with information such as
when and how they may be used. IMEDA is a collaborative engineering framework that coordinates
design activities distributed geographically. The framework facilitates the flow of multimedia data sets
representing design process, production, and management information among the organizational units
of a virtual enterprise. IMEDA uses process grammar (Baldwin and Chung, 1995a) to represent the
dynamic behavior of the design and manufacturing process. In a sense, IMEDA is similar to agent-based
approach such as Redux (Petrie, 1996). Redux, however, does not provide process abstraction mechanism
or facility to display the process flow explicitly.
The major functionality of the framework includes

. Formal representation of the design process using the process grammar that captures a complex
sequence of activities of microelectronic design

. Execution environment that selects a process, elaborates the process, invokes tools, pre- and
postevaluates the productions if the results meet the criterion, and notifies designers

. User interface that allows designers to interact with the framework, guides the design process, and
edits the process and productions

. Tool integration and communication mechanism using Internet Socket and HTTP

. Access control that provides a mechanism to secure the activity and notification and approval that
provide the mechanisms to disperse design changes to, and responses from, subscribers

IMEDA is a distributed framework design knowledge, including process information, manager
programs, etc., are maintained in a distributed fashion by local servers. Figure 10.3 illustrates how
IMEDA links tools and sites for distributed design activities. The main components of IMEDA are

. System Cockpit: It controls all interactions between the user and the system and between the
system components. The cockpit will be implemented as a Java applet and may be executable on
any platform for which a Java-enabled browser is available. It keeps track of the current design
status and informs the user of possible actions. It allows users to collaboratively create and edit
process flows, production libraries, and design data.

. Manager Programs: These encapsulate design knowledge. Using preevaluation functions, man-
agers estimate the possibility of success for each alternative. They invoke tools and call postevalua-
tion functions to determine if a tool’s output meets the specified requirements. The interface
servers allow cockpits and other Java-coded programs to view and manipulate production, task and
design data libraries. Manager programs must be maintained by tool integrators to reflect site-
specific information such as company design practices and different ways of installing tools.
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. Browsers: The task browser organizes the tasks in a GS hierarchy and contains all the productions
available for each task. The data-specification browser organizes the data-specifications in a GS
hierarchy and contains all the children.

. External Tools: These programs are the objects invoked by the framework during DM activities.
Each atomic task in a process flow is bound to an external tool. External tools are written typically
by the domain experts.

. Site Proxy Server: Any physical site that will host external tools must have a site proxy server
running. These servers provide an interface between the cockpit and the external tools. The site
server receives requests from system cockpits, and invokes the appropriate tool. Following the tool
completion, the site server notifies the requesting cockpit, returning results, etc.

. CGI Servers and Java Servlets: The system cockpit may also access modules and services provided
by CGI servers or the more recently introduced Java servlets. Currently, the system integrates
modules of this type as direct components of the system (as opposed to external tools that may vary
with the flow).

. Database Servers: Access to component data is a very important function. Using an API called
JDBC, the framework can directly access virtually any commercially available database server
remotely.

. Whiteboard: The shared cockpit or ‘‘whiteboard’’ is a communication medium to share infor-
mation among users in a distributed environment. It allows designers to interact with the system
and guides the design process collaboratively. Designers will be able to examine design results
and current process flows, post messages, and carry out design activities both concurrently and
collaboratively. Three types of whiteboards are the process board, the chat board, and the
freeform drawing board. Their functionality includes (1) process board to the common process
flow graph indicating the current task being executed and the intermediate results arrived at
before the current task; (2) drawing board to load visual design data, and to design and simulate
process; and (3) chat board to allow participants to communicate with each other via text-based
dialog box.

IMEDA uses a methodology specification based on a process flow graphs and process grammars
(Baldwin and Chung, 1995). Process grammars are the means for transforming high-level process flow
graphs into progressively more detailed graphs by applying a set of substitution rules, called productions,
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to nodes that represent logical tasks. It provides not only the process aspect of design activities but also a
mechanism to coordinate them. The formalism in process grammar facilitates abstraction mechanisms to
represent hierarchical decomposition and alternative methods, which enable designers to manipulate the
process flow diagram and select the best method. The formalism provides the theoretical foundations for
the development of IMEDA.
IMEDA contains the database of admissible flows, called process specifications. With the initial task,

constraints, and execution environment parameters, including personal profile, IMEDA guides designers
in constructing process flow graphs in a top-down manner by applying productions. It also provides
designers with the ability to discover process configurations that provide optimal solutions. It maintains
consistency among designs and allows the designer to interact with the system and adjust design
parameters, or modify the previous design process. As the framework is being executed, a designer can
be informed of the current status of design such as updating and tracing design changes and be able to
handling exception.
Real-world processes are typically very complex by their very nature; IMEDA provides designers the

ability to analyze, organize, and optimize processes in a way never before possible. More importantly, the
framework can improve design productivity by accessing, reusing, and revising the previous process for a
similar design.
The unique features of our framework include

Process Abstraction=Modeling: Process grammars provide abstraction mechanism for modeling admis-
sible process flows. The abstraction mechanism allows a complex activity to be represented more concisely
with a small number of higher-level tasks, providing a natural way of browsing the process repository. The
strong theoretical foundation of our approach allows users to analyze and predict the behavior of a
particular process. With the grammar, the process flow gracefully handles exceptions and alternative
productions. When a task has alternative productions, backtracking occurs to select other productions.

Separation of Process Specification and Execution Environment: Execution environment information
such as complex control parameters and constraints is hidden from the process specification. The
information of these two layers is merely linked together to show the current task being executed on a
process flow. The represented process flow can be executed in both automatic and manual modes. In the
automatic mode, the framework executes all possible combinations to find a solution. In the manual
mode, users can explore design space.

Communication and Collaboration: To promote real-time collaboration among participants, the
framework is equipped with the whiteboard, a communication medium to share information. Users
can browse related processes, compare them with other processes, analyze, and simulate them. Locally
managed process flows and productions can be integrated by the framework in the central server. The
framework manages the production rules governing the higher level tasks, while lower level tasks and
their productions are managed by local servers. This permits the framework to be effective in orches-
trating a large-scale activity.

Efficient Search of Design Process and Solution: IMEDA is able to select the best process and generate a
process plan, or select a production dynamically and create a process flow. The process grammar easily
captures design alternatives. The execution environment selects and executes the best one. If the selected
process does not meet the requirement, then the framework backtracks and selects another alternative.
This backtrack occurs recursively until a solution is found. If you allow a designer to select the best
solution among many feasible ones, the framework may generate many multiple versions of the solution.

Process Simulation: The quality of a product depends on the tools (maturity, speed, and special strength
of the tool), process (or workflow selected), and design data (selected from the reuse library). Our
framework predicts the quality of results (product) and assesses the risk and reliability. This information
can be used to select the best process=workflow suitable for a project.
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Parallel Execution of Several Processes and Multiple Versions: To reduce the design time and risk, it is
necessary to execute independent tasks in parallel whenever they are available. Sometimes, it is necessary
to investigate several alternatives simultaneously to reduce the design time and risk. Or the designer may
want to execute multiple versions with different design parameters. The key issue in this case is
scheduling the tasks to optimize the resource requirements.

Life Cycle Support of Process Management: The process can be regarded as a product. A process (such
as airplane designing or shipbuilding) may last many years. During this time, it may be necessary for the
process itself to be modified because of new tools and technologies. Life cycle support includes updating
the process dynamically, and testing=validating the design process, version history and configuration
management of the design process. Tests and validations of the design processes, the simulation of
processes, and impact analysis are necessary tools.

10.4 Formal Representation of Design Process*

IMEDA uses a methodology specification based on a process flow graphs and process grammars
(Baldwin and Chung, 1995). The grammar is an extension of graph grammar originally proposed by
Ehrig (1979) and has been applied to interconnection network (Derk and DeBrunner, 1998) and software
engineering (Heiman et al., 1997).

10.4.1 Process Flow Graph

A process flow graph depicts tasks, data, and the relationships among them, describing the sequence of
tasks for an activity. Three basic symbols are used to represent a process flow graph. Oval nodes represent
logical tasks, two-concentric oval nodes represent atomic tasks, rectangular nodes represent data
specifications and diamond nodes represent selectors. A task that can be decomposed into subtasks is
called logical. Logical task nodes represent abstract tasks that could be done with several different tools or
tool combinations. A task that cannot be decomposed is atomic. An atomic task node, commonly called a
tool invocation, represents a run of an application program.
A selector is a task node that selects data or parameter. Data specifications are design data, where the

output specification produced by a task can be consumed by another task as an input specification. Each
data specification node, identified by a rectangle, is labeled with a data specification type. Using the
graphical elements of the flow graph, engineers can create a process flow in a top-down fashion. These
elements can be combined into a process flow graph using directed arcs. The result is a bipartite acyclic
directed graph that identifies clearly the task and data flow relationships among the tasks in a design
activity. The set of edges indicates those data specifications used and produced by each task. Each
specification must have at most one incoming edge. Data specifications with no incoming edges are
inputs of the design exercise. T(G), S(G), and E(G) are the sets of task nodes, specification nodes, and
edges of graph G, respectively. Figure 10.4 shows a process flow graph that describes a possible rapid
prototyping design process, in which a state diagram is transformed into a field-programmable gate array
(FPGA) configuration file.
The various specification types form a class hierarchy where each child is a specialization of the parent.

There may be several incompatible children. For example, VHDL and Verilog descriptions are both
children of simulation models. We utilize these specification types to avoid data format incompatibilities
between tools (Figure 10.5a). Process flow graphs can describe design processes to varying levels of detail.
A graph containing many logical nodes abstractly describes what should be done without describing how

* Materials in this section are excerpted from Baldwin, R. and Chung, M.J., IEEE Comput., February, 54, 1995a. With
permission.
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it should be done (i.e., specifying which tools to use). Conversely, a graph in which all task nodes are
atomic completely describes a methodology.
In our prototype, we use the following definitions: In(N) is the set of input nodes of node N: In

(N)¼ {M j (M,N) 2 E}. Out(N) is the set of output nodes of node N: Out(N)¼ {M j (N,M) 2 E}. I(G) is
the set of input specifications of graph G: {N 2 S(G) j In(N)¼Ø}.

10.4.2 Process Grammars

The designer specifies the overall objectives with the initial graph that lists available input specifications,
desired output specifications, and the logical tasks to be performed. By means of process grammars,
logical task nodes are replaced by the flows of detailed subtasks and intermediate specifications. The
output specification nodes are also replaced by nodes that may have a child specification type.
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The productions in a graph grammar permit the replacement of one subgraph by another. A
production in a design process grammar can be expressed formally as a tuple P¼ (GLHS, GRHS, sin,
sout), where GLHS and GRHS are process flow graphs for the left side and the right side of the production,
respectively, such that (1) GLHS has one logical task node representing the task to be replaced, (2) sin is a
mapping from the input specifications I(GLHS) to I(GRHS), indicating the relationship between two input
specifications (each input specification of I(GRHS) is a subtype of I(GLHS)), and (3) sout is a mapping from
the output specifications of GLHS to output specifications of GRHS indicating the correspondence between
them (each output specification must be mapped to a specification with the same type or a subtype).
Figure 10.5 illustrates productions for two tasks, simulate and FPGA partitioning. The mappings are
indicated by the numbers beside the specification nodes. Alternative productions may be necessary to
handle different input specification types (as in Figure 10.5a), or because they represent different
processes—separated by the word ‘‘or’’—for performing the abstract task (as in Figure 10.5b).

Let A be the logical task node in GLHS and A0 be a logical task node in the original process flow graph G
such that A has the same task label as A0. The production rule P can be applied to A0, which means that A0

can be replaced with GRHS only if each input and output specifications of A0 matches to input and output
specifications of GLHS, respectively. If there are several production rules with the same left side flow
graph, it implies that there are alternative production rules for the logical task. Formally, the production
matches A0 if
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1. A0 has the same task label as A.
2. There is a mapping rin, from In(A) to In(A0), indicating how the inputs should be mapped. For all

nodes N 2 In(A), rin(N) should have the same type as N or a subtype.
3. There is a mapping, rout, from Out(A0) to Out(A), indicating how the outputs should be mapped.

For all nodes N 2 Out(A0), rout(N) should have the same type as N or a subtype.

The mappings are used to determine how edges that connected the replaced subgraph to the remainder
should be redirected to nodes in the new subgraph. Once a match is found in graph G, the production is
applied as follows:

1. Insert GRHS� I(GRHS) into G. The inputs of the replaced tasks are not replaced.
2. For every N in I(GRHS) and edge (N,M) in GRHS, add edge (rin[sin(N)],M) to G. That is to connect

the inputs of A0 to the new task nodes that will use them.
3. For every N in Out(A0) and edge (N,M) in G, replace edge (N,M) with edge (sout[rout(N)],M). That

is to connect the new output nodes to the tasks that will use them.
4. Remove A0 and Out(A0) from G, along with all edges incident on them.

Figure 10.6 illustrates a derivation in which the FPGA partitioning task is planned, using a production
from Figure 10.5b.
The process grammar provides mechanism of specifying alternative methods for a logical task. A high-

level flow graph can then be decomposed into detailed flow graphs by applying production rules to a
logical task. A production rule is a substitution that permits the replacement of a logical task node with a
flow graph that represents a possible way of performing the task. The concept of applying productions to
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logical tasks is somewhat analogous to the idea of productions in traditional (i.e., nongraph) grammars.
In this sense, logical tasks correspond to logical symbols in grammar, and atomic tasks correspond to
terminal symbols.

10.5 Execution Environment of the Framework

Figure 10.7 illustrates the architecture of our proposed system, which applies the theory developed in the
previous section. Decisions to select or invoke tools are split between the designers and a set of manager
programs, where manager programs are making the routine decisions and the designers make decisions
that requires higher-level thinking. A program called Cockpit coordinates the interaction among
manager programs and the designers. Tool sets and methodology preferences will differ among sites
and over time. Therefore, our assumption is that each unit designates a person (or group) to act as system
integrator, who writes and maintains the tool-dependent code in the system. We provide the tool-
independent code and template to simplify the task of writing tool-dependent code.

10.5.1 Cockpit Program

The designer interacts with Cockpit, a program which keeps track of the current process flow graph and
informs the designer of possible actions such as productions that could be applied or tasks that could be
executed. Cockpit contains no task-specific knowledge; its information about the design process comes
entirely from a file of graph productions. When new tools are acquired or new design processes are
developed, the system integrator modifies this file by adding, deleting, and editing productions.
To assist the designer in choosing an appropriate action, Cockpit interacts with several manager

programs which encapsulate design knowledge. There are two types of manager programs: task managers
and production managers. Task managers invoke tools and determine which productions to execute for
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FIGURE 10.7 Proposed system based on Cockpit.
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logical task nodes. Production managers provide ratings for the productions and schedule the execution
of tasks on the right-hand side of the production. Managers communicate with each other using
messages issued by Cockpit.
Our prototype system operates as follows. Cockpit reads the initial process flow graph from an

input file generated by using a text editor. Cockpit then iteratively identifies when productions can
be applied to logical task nodes and requests that the production managers assign the ratings to
indicate how appropriate the productions are for those tasks. The process flow graph and the ratings
of possible production applications are displayed for the designer, who directs Cockpit through a
graphical user interface to apply a production or execute a task at any time. When asked to execute
a task, Cockpit sends a message to a task manager. For an atomic task node, the task manager simply
invokes the corresponding tool. For a logical task, the task manager must choose one or more produc-
tions, as identified by a Cockpit. The Cockpit applies the production and requests that the production
manager executes it.

10.5.2 Manager Programs

Manager programs must be maintained by system integrators to reflect site-specific information, such as
company design practices and tool installation methods. Typically, a manager program has its own
thread. A Cockpit may have several manager programs, and therefore multithreads. We define a
communication protocol between Cockpit and manager programs and provide templates for manager
programs. The manager programs provide five operations: preevaluation, tool invocation, logical task
execution, production execution, and query handling. Each operation described below corresponds to a
Cþþ or Java function in the templates, which system integrators can customize as needed.

Preevaluation: Production managers assign ratings to help designers and task managers select the most
appropriate productions. The rating indicates the likelihood of success from applying this production.
The strategies used by the system integrator provide most of the code to handle the rating. In some cases,
it may be sufficient to assign ratings statically, based on the success of past productions. These static
ratings can be adjusted downward when the production has already been tried unsuccessfully on this task
node (which could be determined using the query mechanism). Alternatively, the ratings may be an
arbitrarily complex function of parameters obtained through the query mechanism or by examining the
input files. Sophisticated manager programs may continuously gather and analyze process metrics that
indicate those conditions leading to success, adjust adjusting ratings accordingly.

Tool Invocation: Atomic task mangers must invoke the corresponding software tool when requested by
Cockpit, then determine whether the tool completed successfully. In many cases, information may be
predetermined and entered in a standard template, which uses the tool’s result status to determine
success. In other cases, the manager must determine tool parameters using task-specific knowledge or
determine success by checking task-specific constraints. Either situation would require further customi-
zation of the manager program.

Logical Task Execution: Logical task managers for logical tasks must select productions to execute the
logical task. Cockpit informs the task manager of available productions and their ratings. The task
manager can either direct Cockpit to apply and execute one or more productions, or it can decide that
none of the productions is worthwhile and report failure. The task manager can also request that the
productions be reevaluated when new information has been generated that might influence the ratings,
such as a production’s failure. If a production succeeds, the task manager checks any constraints; if they
are satisfied, it reports success.

Production Execution: Production managers execute each task on the right-hand side of the production
at the appropriate time and possibly check constraints. If one of the tasks fails or a constraint is violated,
backtracking can occur. The production manager can use task-specific knowledge to determine which
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tasks to repeat. If the production manager cannot handle the failure itself, it reports the failure to Cockpit,
and the managers of higher level tasks and productions attempt to handle it.

Query Handling: Both production and task managers participate in the query mechanism. A production
manager can send queries to its parent (the task manager for the logical task being performed) or to one
of its children (a task manager of a subtask). Similarly, a task manager can send a query to its parent
production manager or to one of its children (a production manager of the production it executed).
The manager templates define C functions, which take string arguments, for sending these queries.
System integrators call these functions but do not need to modify them. The manager templates also
contain functions which are modified by system integrators for responding to queries. Common queries
can be handled by template code; for example, a production manager can frequently ask its parent
whether the production has already been attempted for that task and whether it succeeded. The
manager template handles any unrecognized query from a child manager by forwarding it to the parent
manager. Code must be added to handle queries for task-specific information such as the estimated
circuit area or latency.

10.5.3 Execution Example

Now we describe a synthesis scenario that illustrates our prototype architecture in use. In this scenario,
the objective is to design a controller from a state diagram, which will ultimately be done following the
process flow graph in Figure 10.4. There are performance and cost constraints on the design, and the
requirement to produce a prototype quickly. The productions used are intended to be representative but
not unique. For simplicity, we assume that a single designer is performing the design with, therefore, only
one Cockpit.
The start graph for this scenario contains only the primary task, chip synthesis, and specification nodes

for its inputs and outputs (like the graph in the left in Figure 10.8). Cockpit tells us that the production of
Figure 10.8 can be applied. We ask Cockpit to apply it. The chip synthesis node is then replaced by nodes
for state encoding, logic synthesis, and physical synthesis, along with intermediate specification nodes.
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FIGURE 10.8 Productions for chip synthesis.
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Next, we want to plan the physical synthesis task. Tasks can be planned in an order other than they are to
be performed. Cockpit determines that any of the productions shown in Figure 10.9 may be applied, then
queries each production’s task manager program asking it to rate the production’s appropriateness in the
current situation. Based on the need to implement the design quickly, the productions for standard cell
synthesis and full custom synthesis are rated low while the production for FPGA synthesis is rated high.
Ratings are displayed to help us decide.
When we plan the state encoding task, Cockpit finds two productions: one to use the tool Minbits

encoder and the other to use the tool One-hot encoder. One-hot encoder works well for FPGAs, while
Minbits encoder works better for other technologies. To assign proper ratings to these productions, their
production managers must find out which implementation technology will be used. First, they send a
query to their parent manager, the state encoding task manager. This manager forwards the message to
its parent, the chip synthesis production manager. In turn, this manager forwards the query to the
physical synthesis task manager for an answer. All messages are routed by Cockpit, which is aware of the
entire task hierarchy. This sequence of actions is illustrated in Figure 10.10.
After further planning and tool invocations, a netlist is produced for our controller. The next step is

the FPGA synthesis task. We apply the production in Figure 10.11 and proceed to the FPGA partitioning
task. The knowledge to automate this task has already been encoded into the requisite manager
programs, so we direct Cockpit to execute the FPGA partitioning task. It finds the two productions
illustrated in Figure 10.5b and requests their ratings, Next, Cockpit sends an execute message, along with
the ratings, to the FPGA partitioning task manager. This manager’s strategy is to always execute the
highest-rated production, which in this case is production Partition 1. (Other task managers might have
asked that both productions be executed or, if neither were promising, immediately reported failure.)
This sequence of actions is shown in Figure 10.12.
Because the Partition 1 manager used an as-soon-as-possible task scheduling strategy, it asks Cockpit

to execute XNFMAP immediately. The other subtask, MAP2LCA, is executed when XNFMAP complete
successfully. After both tasks complete successfully, Cockpit reports success to the FPGA partitioning
task manager. This action sequence is illustrated in Figure 10.13.

10.5.4 Scheduling

In this section, we describe a detailed description and discussion of auto-mode scheduling, including the
implementation of the linear scheduler. The ability to search through the configuration space of a design
process for a design configuration that meets user-specified constraints is important. For example,
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assume that a user has defined a process for designing a digital filter with several different alternative
ways of performing logical tasks such as ‘‘FPGA Partitioning’’ and ‘‘Select the Filter Architecture.’’ One
constraint that an engineer may wish to place on the design might be: ‘‘Find a process configuration that
produces a filter that has maximum delay at most 10 ns.’’ Given such a constraint, the framework must
search through the configuration space of the filter design process, looking for a sequence of valid atomic
tasks that produces a filter with ‘‘maximum delay at most 10 ns.’’We call the framework component that

Cockpit One-hot encoder manager

Chip synthesis manager

1

2

3

4

5

6

7

8

Partition 1 (production manager)

1. Cockpit sends
 preevaluation message.

3. Cockpit routes query
 to chip synthesis manager.

5. Cockpit routes query to
 physical synthesis
 manager.
6. Physical synthesis
 manager replies.

7. Cockpit routes reply
 to original requestor.

8. Manager returns
 rating.

4. Chip synthesis manager
 forward query to manager
 of physical synthesis task.

2. Manager sends queries
 about implementation
 technology.

FIGURE 10.10 Sequence of actions for query handling.

Netlist
1

1

2

FPGA
partitioning

FPGA
place and route

FPGA
synthesis

FPGA
configuration

file
Place and route

report
Place and route

logic cell definitions

Configuration file
generation

FPGA
configuration

file

2

Netlist Place and route
constraints

Logic cell
definition

Cross-reference
file

FIGURE 10.11 Production for field-programmable gate array.

10-20 Computer Aided Design and Design Automation



Cockpit
1

FPGA partitioning (task manager)

Partition 1 (production manager)

1. Designer asks that FPGA
 partitioning be done in automatic
 mode.

2. Cockpit determines what
 alternative will work and gets rating 
 for each (message sequence not 
 shown), then sends execute message
 to task manger.

3. Task manger chooses one and then
 sends message to Cockpit, requesting 
 that production be applied and executed.

4. Cockpit applies production and sends
 execution message to production’s
 manager program.

5. Manager reports production success.

6. Cockpit reports production success.

7. Manager reports task success.

8. Cockpit reports task success.

2

3

4

5

6

7

8

FIGURE 10.12 Sequence of action during automatic task execution.

MAP2LCA (tool)

MAP2LCA (task manager)

XNFMAP (task manager)

Partition 1 (production manager)
Cockpit

1
2
3
4
5
6
7
8
9

10
11
12

A

B

BA XNFMAP (tool)

1. Cockpit applies production and 
 sends execution message to 
 production’s manager program.

4. Task manager executes XNFMAP tool
 and checks results.

  8. Cockpit sends execute message.

  9. Task manger executes MAP2LCA
 tool and checks result.

10. Manager reports success.

11. Cockpit reports subtask success.

12. Manager reports production success.

2. Manager requests execution of 
     first subtask.

5. Manager reports success.

6. Cockpit repots subtask success.

7. Manager requests execution of second
 subtask.

3. Cockpit sends execute message.

FIGURE 10.13 Sequence of actions during automatic production execution.

Internet-Based Microelectronic Design Automation Framework 10-21



performs this search a scheduler. There are, of course, many different ways of searching through the
design process configuration space. In general, a successful scheduler will provide the following func-
tionality:

. Completeness (Identification of Successful Configurations): Given a particular configuration of a
process, the correct scheduler will be able to conclusively determine whether the configuration
meets user-specified constraints. The scheduler must guarantee that before reporting failure, all
possible process configurations have been considered, and if there is a successful configuration, the
algorithm must find it.

. Reasonable Performance: The configuration space of a process grows exponentially (in the
number of tasks). Ideally, a scheduler will be able to search the configuration space using an
algorithm that requires less than exponential time.

The Linear Scheduling Algorithm is very simple yet complete and meets most of the above criteria.
In this algorithm, for each process flow graph (corresponding to an initial process flow graph or a
production), it has a scheduler. Each scheduler is a separate thread with a Task Schedule List (TSL)
representing the order in which tasks are to be executed. The tasks in a scheduler’s TSL are called its
children tasks. A scheduler also has a task pointer to indicate the child task being executed in the TSL.
The algorithm is recursive such that with each new instantiation of a production of a given task, a new
scheduler is created to manage the flow graph representing the production selected. A liner scheduler
creates a TSL by performing a topological sort of the initial process flow graph and executes its children
tasks in order. If a child task is atomic, the scheduler executes the task without creating a new scheduler;
otherwise, it selects a new alternative, creates a new child scheduler to manage the selected alternative,
and waits for a signal from the child scheduler indicating success or failure. When a child task execution
is successful, the scheduler increments the task pointer in its TSL and proceeds to execute the next task.
If a scheduler reaches the end of its TSL, it signals success to its own parent, and awaits signals from
its parent if it should terminate itself (all successful) or rollback (try another to find new configurations).
If a child task fails, the scheduler tries another alternative for the task. If there is no alternatives left, it
rolls back (by decrementing the task pointer) until it finds a logical task that has another alternative to
try. If a scheduler rolls back to the beginning of the TSL and cannot find an alternative, then its flow has
failed. In this case, it signals a failure to its parent and terminates itself.
In the linear scheduling algorithm, each scheduler can send or receive any of five signals: PROCEED,

ROLLBACK, CHILD-SUCCESS, CHILD-FAILURE, and DIE. These signals comprise scheduler-to-
scheduler communication, including self-signaling. Each of the five signals is discussed below.

. PROCEED: This signal tells the scheduler to execute the next task in the TSL. It can be self-sent or
received from a parent scheduler. For example, a scheduler increments its task pointer and sends
itself a PROCEED signal when a child task succeeds, whereas it sends a PROCEED signal to its
children to start its execution.

. ROLLBACK: This is signaled when a task execution has failed. This signal may be self-sent or
received from a parent scheduler. Scheduler self-signals ROLLBACK whenever a child task fails. A
Rollback can result in either trying the next alternative of a logical task, or decrementing the task
pointer and trying the previous task in the TSL. If rollback results in decrementing the task pointer
to point to a child task node which has received a success-signal, the parent scheduler will send a
rollback signal to that child task scheduler.

. CHILD-SUCCESS: A child scheduler sends a CHILD-SUCCESS to its parent scheduler if it has
successfully completed the execution of all of the tasks in its TSL. After sending the child-success
signal, the scheduler remains active, listening for possible rollback signals from the parent. After
receiving a child-success signal, parent schedulers self-send a proceed signal.

. CHILD-FAILURE: A child-failure signal is sent from a child scheduler to its parent in
the event that the child’s managed flow fails. After sending a child-failure signal, children
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schedulers terminate. Upon receiving child-failure signals, parent scheduler self-send a rollback
signal.

. DIE: This signal may be either self-sent, or sent from parent schedulers to their children
schedulers.

10.6 Implementation

In this section, a high level description of the major components of IMEDA and their organization and
functionality will be presented. Detailed explanations of the key concepts involved in the architecture of
the Process Management Framework will also be discussed, including external tool integration, the tool
invocation process, the Java File System, and state properties.

10.6.1 System Cockpit

The System Cockpit, as its name suggests, is shown in Figure 10.14 where nearly all user interaction with
the framework takes place. It is here that users create, modify, save, load, and simulate process flow
graphs representing design processes. This system component has been implemented as a Java applet.
As such, it is possible to run the cockpit in any Java-enabled Web browser such as Netscape’s Navigator

FIGURE 10.14 System Cockpit window.
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or Microsoft’s Internet Explorer. It is also possible to run the cockpit in some Java-enabled operating
systems such as IBM’s OS=2.

Each cockpit component also has the following components:

. Root Flow: Every cockpit has a Root Flow. The Root Flow is the flow currently being edited in the
Cockpit’s Flow Edit Panel. Notice that the Root Flow may change as a result of applying a
production to a flow graph, in which case the Root Flow becomes a derivation of itself.

. Flow Edit Panel: The Flow Edit Panel is the interactive Graphical User Interface for creating and
editing process flow graphs. This component also acts as a display for animating process simula-
tions performed by various schedulers such as the manual or auto-mode linear scheduler.

. Class Directory: The Cockpit has two Class Directories: Task Directory and the Specification
Directory. These directories provide the ‘‘browser’’ capabilities of the framework, allowing users to
create reusable general-to-specific hierarchies of task classes. Class Directories are implemented
using a tree structure.

. Production Database: The Production Database acts as a warehouse for logical task productions.
These productions document the alternative methods available for completing a logical task. Each
Production Database has a list of Productions. The Production Database is implemented as a tree-
like structure, with Productions being on the root trunk, and Alternatives being leaves.

. Browser: Browsers provide the tree-like graphical user interface for users to edit both Class
Directories and Databases. There are three Browsers: Database Browser for accessing the Produc-
tion Database, Directory Browser for accessing the Task Directory, and Directory Browser for
accessing the Spec Browser. Both Database Browsers and Directory Browsers inherit properties
from object Browser, and offer the user nearly identical editing environments and visual repre-
sentations. This deliberate consolidation of Browser interfaces allowed us to provide designers with
an interface that was consistent and easier to learn.

. Menu: A user typically performs and accesses most of the system’s key function from the Cockpit’s
Menu.

. Scheduler: The Cockpit has one or more schedulers. Schedulers are responsible for searching the
configuration space of a design process for configurations that meet user specified design con-
straints. The Scheduler animates its process simulations by displaying them in the Flow Edit Panel
of the Cockpit.

10.6.2 External Tools

External Tools are the concrete entities to which atomic tasks from a production flow are bound. When a
flow task object is expanded in the Cockpit Applet (during process simulation), the corresponding
external tool is invoked. The external tool uses a series of inputs and produces a series of outputs
(contained in files). These inputs and outputs are similarly bound to specifications in a production flow.
Outputs from one tool are typically used as inputs for another. IMEDA can handle the transfer of input
and output files between remote sites. The site proxy servers, in conjunction with a remote file server
(also running at each site) automatically handle the transfer of files from one system to another. External
tools may be implemented using any language, and on any platform that has the capability of running a
site server. While performing benchmark tests of IMEDA, we used external tools written in C, Fortran,
Perl, csh (a Unix shell script), Java applications, and Mathematica scripts.

10.6.2.1 External Tool Integration

One of the primary functionality of IMEDA is the integration of user-defined external tools into an
abstract process flow. IMEDA then uses these tools both in simulating the process flow to find a flow
configuration that meets specific constraints, and in managing selected flow configurations during actual
design execution.
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There are two steps to integrating tools with a process flow defined in IMEDA: association and
execution. Association involves ‘‘linking’’ or ‘‘binding’’ an abstract flow item (e.g., an atomic task) to
an external tool. Execution describes the various steps that IMEDA takes to actually invoke the external
tool and process the results.

10.6.2.2 Binding Tools

External tools may be bound to three types of flow objects: atomic tasks, selectors, and multiple version
selectors. Binding an external tool to a flow object is a simple and straightforward job, involving simply
defining certain properties in the flow object.
The following properties must be defined in an object that is to be bound to an external tool:

. SITE: Due to the fact that IMEDA can execute tools on remote systems, it is necessary to specify
the site where the tool is located on. Typically, a default SITE will be specified in the system
defaults, and making it unnecessary to define the site property unless the default is to be overriden.
Note that the actual site ID specified by the SITE property must refer to a site that is running a site
proxy server listening on that ID. See the ‘‘Executing External Tools’’ section below for more
details.

. CMDLINE: The CMDLINE property specifies the command to be executed at the specified remote
site. The CMDLINE property should include any switches or arguments that will always be sent to
the external tool. Basically, the CMDLINE argument should be in the same format that would be
used if the command were executed from a shell=DOS prompt.

. WORKDIR: The working directory of the tool is specified by the WORKDIR property. This is the
directory in which IMEDA will actually execute the external tool, create temporary files, etc. This
property is also quite often defined in the global system defaults, and thus may not necessarily have
to be defined for every tool.

. WRAPPERPATH: The JDK 1.0.2 does not allow Java applications to execute a tool in an arbitrary
directory. To handle remote tool execution, a wrapper is provided. It is a ‘‘go-between’’ program
that would simply change directories and then execute the external tool. This program can be as
simple as a DOS=NT batch file, a shell script, or a perl program. The external tool is wrapped in this
simple script, and executed. Since IMEDA can execute tools at remote and heterogeneous sites, it
was very difficult to create a single wrapper that would work on all platforms (WIN32, Unix, etc.).
Therefor, the wrapper program may be specified for each tool, defined as global default, or a
combination of the two.

Once the properties above have been defined for a flow object, the object is said to be ‘‘bound’’ to an
external tool. If no site, directory, or filename is specified for the outputs of the flow object, IMEDA
automatically creates unique file names, and stores the files in the working directory of the tool on the site
that the tool was run. If a tool uses as inputs data items that are not specified by any other task, then the
data items must be bound to static files on some site.

10.6.2.3 Executing External Tools

Once flow objects have been bound to the appropriate external tools, IMEDA can be used to perform
process simulation or process management. IMEDA actually has several ‘‘layers’’ that lie between the
Cockpit (a Java applet) and the external tool that is bound to a flow being viewed by a user in the Cockpit.
A description of each of IMEDA components for tool invocations is listed below:

. Tool Proxy: The tool proxy component acts as a liaison between flow objects defined in Cockpits
and the site proxy server. All communication is done transparently through the communication
server utilizing TCP=IP sockets. The tool proxy ‘‘packages’’ information from Cockpit objects
(atomic tasks, selectors, etc.) into string messages that the proxy server will recognize. It also listens
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for and processes messages from the proxy server (through the communications server) and relays
the information back to the Cockpit object that instantiated the tool proxy originally.

. Communications Server: Due to various security restrictions in the 1.0.2 version of Sun Micro-
system’s Java Development Kit (JDK), it is impossible to create TCP=IP socket connections
between a Java applet and any IP address other than the address from which the applet was
loaded. Therefore, it was necessary to create a ‘‘relay server’’ in order to allow cockpit applets to
communicate with remote site proxy servers. The sole purpose of the communications server is to
receive messages from one source and then to rebroadcast them to all parties that are connected
and listening on the same channel.

. Site Proxy Server: Site proxy servers are responsible for receiving and processing invocation
requests from tool proxies. When an invocation request is received, the site proxy server checks
to see that the request is formatted correctly, starts a tool monitor to manage the external tool
invocation, and returns the exit status of the external tool after it has completed.

. Tool Monitors: When the site proxy server receives an invocation request and invokes an external
tool, it may take a significant amount of time for the tool to complete. If the proxy server had to
delay the handling of other requests while waiting for each external tool to complete, IMEDA
would become very inefficient. For this reason, the proxy server spawns a tool monitor for each
external tool that is to be executed. The tool monitor runs as a separate thread, waiting on the tool,
storing its stdout and stderr, and moving any input or output files that need moving to their
appropriate site locations, and notifying the calling site proxy server when the tool has completed.
This allows the site proxy server to continue receiving and processing invocation requests in a
timely manner.

. Tool Wrapper: Tool wrapper changes directories into the specified WORKDIR, and then executes
the CMDLINE.

. External Tool: External tools are the actual executable programs that run during a tool invocation.
There is very little restriction on the nature of the external tools.

10.6.3 Communications Model

The Communications Model of IMEDA is perhaps the most complex portion of the system in some
respects. This is where truly distributed communications come into play. One system component is
communicating with another via network messages rather than function calls.
The heart of the communications model is the Communications Server. This server is implemented as

a broadcast server. All incoming messages to the server are simply broadcast to all other connected
parties. FlowObjects communicate with the Communications Server via ToolProxys. A ToolProxy allows
a FlowObject to abstract all network communications and focus on the functionality of invoking tasks. A
ToolProxy takes care of constructing a network message to invoke an external tool. That message is then
sent to the Communications Server via a Communications Client. The Communication Client takes care
of the low-level socket based communication complexities. Finally, the Communications Client sends the
message to the Communications Server, which broadcasts the message to all connected clients. The client
for which the message was intended (typically a site proxy server) decodes the message and, depending
on its type, creates either a ToolMonitor (for an Invocation Message) or an External Redraw Monitor (for
a Redraw Request).
The site proxy server creates these monitors to track the execution of external programs, rather than

monitoring them itself. In this way, the proxy server can focus on its primary job—receiving and
decoding network messages. When the monitors invoke an external tool, they must do so within a
wrapper. Once the monitors have observed the termination of an external program, they gather any
output on stdout or stderr and return these along with the exit code of the program to the site proxy
server. The proxy server returns the results to the Communications Server, then the Communications
Client, then the ToolProxy, and finally to the original calling FlowObject.
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10.6.4 User Interface

The Cockpit provides both the user interface and core functionality of IMEDA. While multiple users may
use different instances of the Cockpit simultaneously, there is currently no provision for direct collab-
oration between multiple users. Developing efficient means of real-time interaction between IMEDA
users is one of the major thrusts of the next development cycle.
Currently the GUI of the Cockpit provides the following functionalities:

. Flow Editing: Users may create and edit process flows using the flow editor module of the Cockpit.
The flow editor provides the user with a simple graphical interface that allows the use of a template
of tools for ‘‘drawing’’ a flow. Flows can be optimally organized via services provided by a remote
Layout Server written in Perl.

. Production Library Maintenance: The Cockpit provides functionality for user maintenance of
collections of logical task productions, called libraries. Users may organize productions, modify
input=output sets, or create=edit individual productions using flow editors.

. Class Library Maintenance: Users are provided with libraries of task and specification classes that
are organized into a GS hierarchy. Users can instantiate a class into an actual task, specification,
selector, or database when creating a flow by simply dragging the appropriate class from a class
browser and dropping it onto a flow editor’s canvas. The Cockpit provides the user with a simple
tree structure interface to facilitate the creation and maintenance of class libraries.

. Process Simulation: Processes may be simulated using the Cockpit. The Cockpit provides the user
with several scheduler modules that determine how the process configuration space will be
explored. The schedulers control the execution of external tools (through the appropriate site
proxy servers) and simulation display (flow animation for user monitoring of simulation progress).
There are multiple schedulers for the user to choose from when simulating a process, including the
manual scheduler, comprehensive linear scheduler, etc.

. Process Archival: The Cockpit allows processes to be archived on a remote server using the Java
File System (JFS). The Cockpit is enabled by a JFS client interface to connect to a remote JFS
server where process files are saved and loaded. While the JFS has its clear advantages, it
is also awkward to not allow users to save process files, libraries, etc. on their local systems.
Until version 1.1 of the Java Development Kit, local storage by a Java applet was simply not
an option—the browser JVM definition did not allow access to most local resources. With
version 1.1 of the JDK, however, comes the ability to electronically sign an applet. Once this has
been done, users can grant privileged resource access to specific applets after a signature has
been verified.

10.6.4.1 Design Flow Graph Properties

Initially, a flow graph created by a user using GUI is not associated with any system-specific information.
For example, when a designer creates an atomic task node in a flow graph, there is initially no association
with any external tool. The framework must provide a mechanism for users to bind flow graph entities to
the external tools or activities that they represent.
We have used the concept of properties to allow users to bind flow graph objects to external entities. In

an attempt to maintain flexibility, properties have been implemented in a very generic fashion. Users can
define any number of properties for flow object. There are a number of key properties that the framework
recognizes for each type of flow object. The user defines these properties to communicate needed
configuration data to the framework.

A property consists of a property label and property contents. The label identifies the property, and
consists of an alphanumeric string with no white space. The content of a property is any string. Currently
users define properties using a freeform text input dialog, with each line defining a property. The first word
on a line represents the property label, and the remainder of the line constitutes the property contents.
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10.6.4.2 Property Inheritance

To further extend the flexibility of flow object properties, the framework requires that each flow object be
associated with a flow object class. Classes allow designers to define properties that are common to all flow
objects that inherit from that flow object class. Furthermore, classes are organized into a general-to-
specific hierarchy, with children classes inheriting properties from parent classes.

Therefore, the properties of a particular class consist of any properties defined locally for that object, in
addition to properties defined in the object’s inherited class hierarchy. If a property is defined in both the
flow object and one of its parent classes, the property definition in the flow object takes precedence. If a
property is defined in more than one class in a class hierarchy, the ‘‘youngest’’ class (e.g., the child in a
parent–child relationship) takes precedence.
Classes are defined in the Class Browsers of IMEDA. Designers that have identified a clear general-to-

specific hierarchy of flow object classes can quickly create design flow graphs by dragging and dropping
from class browsers onto flow design canvases. The user would then need only to overload those
properties in the flow objects that are different from their respective parent classes (Figure 10.15).
For example, consider a class hierarchy of classes that all invoke the same external sort tool, but pass

different flags to the tool, based on the context. It is likely that all of these tools will have properties in
common, such as a common working directory and tool site. By defining these common properties in a
common ancestor of all of the classes, such as Search, it is unnecessary to redefine the properties in the
children classes.
Of course, children classes can define new properties that are not contained in the parent classes,

and may also overload property definitions provided by ancestors. Following these rules, class Insertion
would have the following properties defined: WORKDIR, SITE, WRAPPERPATH, and CMDLINE
(Figure 10.16).

10.6.4.3 Macro Substitution

While performing benchmarks on IMEDA, one cumbersome aspect of the framework that users often
pointed out was the need to reenter properties for tasks or specifications if, for example, a tool name or
working directory changed. Finding every property that needed to be changed was a tedious job, and
prone to errors.
In an attempt to deal with this problem, we came up with the idea of property macros. That is, a

property macro is any macro that is not a key system macro. A macro is a textual substitution rule that

FIGURE 10.15 Task browser.
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can be created by users. By using macros in the property databases of flow objects, design flows can be
made more flexible and more amiable to future changes.
As an example, consider a design flow that contains many atomic tasks bound to an external tool. Our

previous example using searches is one possible scenario. On one system, the path to the external tool
may be ‘‘=opt=bin=sort,’’ while on another system the path is ‘‘=user=keyesdav=public=bin=sort.’’ Making
the flow object properties flexible is easy if a property macro named SORTPATH is defined in an
ancestor of all affected flow objects (Figure 10.17). Children flow objects can then use that macro in place
of a static path when specifying the flow object properties. As a further example, consider a modification
to the previous ‘‘Search task hierarchy’’ where we define a macro SORTPATH in the Search class, and
then use that macro in subsequent children classes, such as the Insertion class.
In the highlighted portion of the Property Database text area, a macro called ‘‘SORTPATH’’ is defined.

In subsequent class’ Property Databases, this macro can be used in place of a static path. This makes it
easy to change the path for all tools that use the SORTPATH property macro—just the property database
dialog where SORTPATH is originally defined needs to be modified (Figure 10.18).

10.6.4.4 Key Framework Properties

In our current implementation of IMEDA, there are a number of key properties defined. These properties
allow users to communicate needed information to the framework in a flexible fashion. Most importantly,

FIGURE 10.16 Property window and property inheritance.

FIGURE 10.17 Macro definition.
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it allows system architects to define or modify system properties quickly. This is an important benefit when
working with evolving software such as IMEDA.

10.7 Conclusion

Managing the design process is the key factor to improve the productivity in the microelectronic
industry. We have presented an Internet-based Microelectronic Design Automation (IMEDA) frame-
work to manage the design process. IMEDA uses a powerful formalism, called design process grammars,
for representing design processes. We have also proposed an execution environment that utilizes this
formalism to assist designers in selecting and executing appropriate design processes. The proposed
approach is applicable not only in rapid prototyping but also in any environment where a design is
carried out hierarchically and many alternative processes are possible.
The primary advantages of our system are

. Formalism: A strong theoretical foundation enables us to analyze how our system will operate with
different methodologies.

. Parallelism: In addition to performing independent tasks within a methodology in parallel, our
system also allows multiple methodologies to be executed in parallel.

. Extensibility: New tools can be integrated easily by adding productions and manager programs.

. Flexibility:Many different control strategies can be used. They can even be mixed within the same
design exercise.

The prototype of IMEDA is implemented using Java. We are currently integrating more tools into our
prototype system and developing manager program templates that implement more sophisticated
algorithms for preevaluation, logical task execution, and query handling. Our system will become more
useful as CAD vendors to adapt open software systems and allow greater tool interoperability.
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11.1 Introduction

A system is a collection of interdependent operational components that together accomplish a complex
task. Examples of systems range from cellular phones to camcorders to satellites. Projections point to a
continuous increase in the complexity of systems in the coming years.
The term system, when used in the digital design domain, connotesmany different entities. A system can

consist of a processor, memory, and input=output, all on a single integrated circuit (IC), or can consist of
a network of processors, geographically distributed, all performing a specific application. There can be a
single clock, with modules communicating synchronously and multiple clocks with asynchronous com-
munication or entirely asynchronous operation. The design can be general purpose, or specific to a given
application, i.e., application-specific. The above variations together constitute the system style. System style
selection is determined to a great extent by the physical technologies used, the environment in which the
system operates, designer experience, and corporate culture, and is not automated to any great extent.
System-level design covers a wide range of design activities and design situations. It includes the more

specific activity system engineering, which involves the requirements, development, test planning,
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subsystem interfacing, and end-to-end analysis of systems. System-level design is sometimes called
system architecting, a term used widely in the aerospace industry.
General-purpose system-level design involves the design of programmable digital systems including the

basic modules containing storage, processors, input=output, and system controllers. At the system level,
the design activities include determining the following:

. Power budget (the amount of power allocated to each module in the system)

. Cost and performance budget allocated to each module in the system

. Interconnection strategy

. Selection of commercial off-the-shelf (COTS) modules

. Packaging of each module

. Overall packaging strategy

. Number of processors, storage units, and input=output interfaces required

. Overall characteristics of each processor, storage unit, and I=O interface

For example, memory system design focuses on the number of memory modules required, how they are
organized, and the capacity of each module. A specific system-level decision in this domain can be how to
partition the memory between the processor chip and the off-chip memory. At a higher level, a similar
decision might involve configuration of the complete storage hierarchy, including memory, disk drives,
and archival storage.
For each general-purpose system designed, many more systems are designed to perform specific

applications. Application-specific system design involves the same activities as described above, but can
involve many more decisions, since there are usually more custom logic modules involved. Specifications
for application-specific systems contain not only requirements on general capabilities, but also contain
the functionality required in terms of specific tasks to be executed. Major application-specific system-
level design activities include not only the above general-purpose system design activities, but also the
following activities:

. Partitioning an application into multiple functional modules

. Scheduling the application tasks on shared functional modules

. Allocating functional modules to perform the application tasks

. Allocating and scheduling storage modules to contain blocks of data as they are processed

. Determining the implementation styles of functional modules

. Determining the word lengths of data necessary to achieve a given accuracy of computation

. Predicting resulting system characteristics once the system design is complete

Each of the system design tasks given in the two lists above will be described in detail below. Since the
majority of system design activities are application-specific, this section will focus on system-level design
of application-specific systems. Related activities, hardware–software codesign, verification, and simula-
tion are covered in other sections.

11.1.1 Design Philosophies and System-Level Design

Many design tools have been constructed with a top-down design philosophy. Top-down design repre-
sents a design process whereby the design becomes increasingly detailed until final implementation is
complete. Considerable prediction of resulting system characteristics is required to make the higher-level
decisions with some degree of success.
Bottom-up design, on the other hand, relies on designing a set of primitive elements, and then forming

more complex modules from those elements. Ultimately, the modules are assembled into a system. At
each stage of the design process, there is complete knowledge of the parameters of the lower-level
elements. However, the lower-level elements may be inappropriate for the tasks at hand.
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System designers in industry describe the design process as being much less organized and con-
siderably more complex than the top-down and bottom-up philosophies suggest. There is a mixture of
top-down and bottom-up activities with major bottlenecks of the system receiving detailed design
consideration while other parts of the system still exist only as abstract specifications. For this reason,
the system-level design activities we present in detail here support such a complex design situation.
Modules, elements, and components used to design at the system level might exist, or might only exist as
abstract estimates along with requirements. The system can be designed after all modules have been
designed and manufactured, prior to any detailed design, or with a mixture of existing and new modules.

11.1.2 System Design Space

System design, like data path design, is quite straightforward as long as the constraints are not too severe.
However, most designs must solve harder problems than problems solved by existing systems. Designers
must race to produce working systems faster than competitors, systems that are also less expensive. More
variations in design are possible than ever before and such variations require a large design space to be
explored. The dimensions of the design space (its axes) are system properties such as cost, power, design
time, and performance. The design space contains a population of designs, each of which possesses
different values of these system properties. There are literally millions of system designs for a given
specification, each of which exhibits different cost, performance, power consumption, and design
time. Straightforward solutions that do not attempt to optimize system properties are easy to obtain,
but may be inferior to designs that are produced by system-level design tools and have undergone many
iterations of design. The complexity of system design is not because system design is an inherently
difficult activity, but because so many variations in design are possible and time does not permit
exploration of all of them.

11.2 System Specification

Complete system specifications contain a wide range of information, including

. Constraints on the system power, performance, cost, weight, size, and delivery time

. Required functionality of the system components

. Any required information about the system structure

. Required communication between system components

. Flow of data between components

. Flow of control in the system

. Specification of input precision and desired output precision

Most systems specifications that are reasonably complete exist first in a natural language. However,
natural language interfaces are not currently available with commercial system-level design tools.
More conventional system specification methods used to drive system-level design tools include formal

languages, graphs, and a mixture of the two. Each of the formal system specification methods described
here contains some of the information found in a complete specification, i.e., most specification methods
are incomplete. The designer can provide the remaining information necessary for full system design
interactively, can be entered later in the design process, or can be provided in other forms at the same
time the specification is processed. The required design activities determine the specification method
used for a given system design task.
There are no widely adopted formal languages for system-level hardware design although System-Level

Design Language (SLDL) was developed by an industry group. Hardware descriptive languages such as
VHSIC Verilog Hardware Descriptive Language (VHDL) [1] and Verilog [2] are used to describe the
functionality of modules in an application-specific system. High-level synthesis tools can then synthesize

System-Level Design 11-3



such descriptions to produce register-transfer designs. Extensions of VHDL and Verilog have been
proposed to encompass more system-level design properties. Apart from system constraints, VHDL
specifications can form complete system descriptions. However, the level of detail required in VHDL and
to some extent in Verilog requires the designer to make some implementation decisions. In addition,
some information that is explicit in more abstract specifications such as the flow of control between tasks
is implicit in HDLs.
Graphical tools have been used for a number of years to describe system behavior and structure. Block

diagrams are often used to describe system structure. Block diagrams assume that tasks have already been
assigned to basic blocks and their configuration in the system has been specified. Block diagrams
generally cannot represent the flow of data or control, or design constraints. The processor memory
switch (PMS) notation invented by Bell and Newell was an early attempt to formalize the use of block
diagrams for system specification [3].

Petri nets have been used for many years to describe system behavior using a token-flow model. A
token-flow model represents the flow of control with tokens, which flow from one activity of the system
to another. Many tokens can be active in a given model concurrently, representing asynchronous activity
and parallelism, important in many system designs. Timed Petri nets have been used to model system
performance, but Petri nets cannot easily be used to model other system constraints, system behavior, or
any structural information.
State diagrams and graphical tools such as State charts [4] provide alternative methods for describing

systems. Such tools provide mechanisms to describe the flow of control, but do not describe system
constraints, system structure, data flow, or functionality.

Task-flow graphs, an outgrowth from the control=data-flow graphs (CDFG) used in high-level syn-
thesis are often used for system specification. These graphs describe the flow of control and data between
tasks. When used in a hierarchical fashion, task nodes in the task-flow graph can contain detailed
functional information about each task, often in the form of a CDFG. Task-flow graphs contain no
mechanisms for describing system constraints or system structure.
Spec charts [5] incorporate VHDL descriptions into state-chart-like notation, overcoming the lack of

functional information found in state charts.
Figure 11.1 illustrates the use of block diagrams, Petri nets, task-flow graphs, and spec charts.

Processor Memory

Input/output

(a) (b)

Token Transition

Place

Main

BusyGo

Image data Reset System_off

System_on
Quantize

(c) (d)

Ready

Error codeCompress

FIGURE 11.1 Use of (a) block diagrams, (b) Petri nets, (c) task-flow graphs, and (d) spec charts, shown in
simplified form.
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11.3 System Partitioning

Most systems are too large to fit on a single substrate. If the complexity of the system tasks and the
capacities of the system modules are of the same order, then partitioning is not required. All other
systems must be partitioned so that they fit into the allowed dies, packages, boards, multichip modules
(MCMs), and cases. Partitioning determines the functions, tasks, or operations in each partition of a
system. Each partition can represent a substrate, package, MCM, or larger component. Partitioning is
performed with respect to a number of goals, including minimizing cost, design time or power, or
maximizing performance. Any of these goals can be reformulated as specific constraints such as meeting
given power requirements.
When systems are partitioned, resulting communication delays must be taken into account, affecting

performance. Limitations on interconnection size must be taken into account, affecting performance as
well. Pin and interconnection limitations force the multiplexing of inputs and outputs, reducing
performance and sometimes affecting cost. Power consumption must also be taken into account.
Power balancing between partitions and total power consumption might both be considerations. To
meet market windows, system partitions can facilitate the use of COTS, programmable components, or
easily fabricated components such as gate arrays. To meet cost constraints, functions that are found in the
same partition might share partition resources. Such functions or tasks cannot execute concurrently,
affecting performance.
Partitioning is widely used at the logic level as well as on physical designs. In these cases, much more

information is known about the design properties and the interconnection structure has been deter-
mined. System partitioning is performed when information about properties of the specific components
might be uncertain, and the interconnection structure undetermined. For these reasons, techniques used
at lower levels must be modified to include predictions of design properties not yet known and prediction
of the possible interconnection structure as a result of the partitioning.
The exact partitioning method used depends on the type of specification available. If detailed CDFG or

HDL specifications are used, the partitioning method might be concerned with which register-transfer
functions (e.g., add, multiply, and shift) are found in each partition. If the specification primitives are
tasks, as in a task-flow graph specification, then the tasks must be assigned to partitions. Generally, the
more detailed the specification, the larger the size of the partitioning problem. Powerful partitioning
methods can be applied to problems of small size (n< 100). Weaker methods such as incremental
improvement must be used when the problem size is larger.
Partitioning methods can be based on constructive partitioning or iterative improvement. Constructive

partitioning involves taking an unpartitioned design and assigning operations or tasks to partitions. Basic
constructive partitioning methods include bin packing using a first-fit decreasing heuristic, clustering
operations into partitions by assigning nearest neighbors to the same partition until the partition is full,
random placement into partitions, and integer programming approaches.

11.3.1 Constructive Partitioning Techniques

Bin packing involves creating a number of bins equal in number to the number of partitions desired and
equal in size to the size of partitions desired. One common approach involves the following steps: the
tasks or operations are sorted by size. The largest task in the list is placed in the first bin, and then the
next largest is placed in the first bin, if it will fit, or else into the second bin. Each task is placed into
the first bin in which it will fit, until all tasks have been placed in bins. More bins are added if necessary.
This simple heuristic is useful to create an initial set of partitions to be improved iteratively later.
Clustering is a more powerful method to create partitions. Here is a simple clustering heuristic. Each

task is ranked by the extent of ‘‘connections’’ to other tasks either owing to control flow, data flow, or
physical position limitations. The most connected task is placed in the first partition and then the tasks
connected to it are placed in the same partition, in the order of the strength of their connections to the
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first task. Once the partition is full, the task with the most total connections remaining outside a partition
is placed in a new partition, and other tasks are placed there in the order of their connections to the first
task. This heuristic continues until all tasks are placed.
Random partitioning places tasks into partitions in a greedy fashion until the partitions are full. Some

randomization of the choice of tasks is useful in producing a family of systems, each member of which is
partitioned randomly. This family of systems can be used successfully in iterative improvement tech-
niques for partitioning, as described later in this section.
The most powerful technique for constructive partitioning is mathematical programming. Integer and

mixed integer-linear programming (MILP) techniques have been used frequently in the past for
partitioning. Such powerful techniques are computationally very expensive and are successful only
when the number of objects to be partitioned is small. The basic idea behind integer programming
used for partitioning is the following: an integer, TP(i, j), is used to represent the assignment of tasks
to partitions. When TP¼ 1, task i is assigned to partition j. For each task in this problem, there would be
an equation

XPartition total

j¼1

TP(i, j) ¼ 1 (11:1)

This equation states that each task must be assigned to one and only one partition. There would be many
constraints of this type in the integer program, some of which were inequalities. There would be one
function representing cost, performance, or other design property to be optimized. The simultaneous
solution of all constraints, given some minimization or maximization goal, would yield the optimal
partitioning.
Apart from the computational complexity of this technique, the formulation of the mathematical

programming constraints is tedious and error prone if performed manually. The most important
advantage of mathematical programming formulations is the discipline it imposes on the CAD pro-
grammer in formulating an exact definition of the CAD problem to be solved. Such problem formula-
tions can prove useful when applied in a more practical environment, as described in Section 11.3.2.

11.3.2 Iterative Partitioning Techniques

Of the many iterative partitioning techniques available, two have been applied most successfully at the
system level. These are min-cut partitioning, first proposed by Kernigan and Lin, and genetic algorithms.
Min-cut partitioning involves exchanging tasks or operations between partitions to minimize the total

amount of ‘‘interconnections’’ cut. The interconnections can be computed as the sum of data flowing
between partitions, or as the sum of an estimate of the actual interconnections that will be required in the
system. The advantage of summing the data flowing is that it provides a quick computation, since the
numbers are contained in the task-flow graph. Better partitions can be obtained if the required physical
interconnections are taken into account since they are related more directly to cost and performance than
is the amount of data flowing. If a partial structure exists for the design, predicting the unknown
interconnections allows partitioning to be performed on a mixed design, one that contains existing
parts as well as parts under design.
Genetic algorithms, highly popular for many engineering optimization problems, are especially suited

to the partitioning problem. The problem formulation is similar in some ways to mathematical pro-
gramming formulations. A simple genetic algorithm for partitioning is described here. In this example, a
chromosome represents each partitioned system design, and each chromosome contains genes, repre-
senting information about the system. A particular gene TP(i, j) might represent the fact that task i is
contained in partition j when it is equal to 1, and is set to 0 otherwise. A family of designs created by
some constructive partitioning technique then undergoes mutation and crossover as new designs evolve.
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A fitness function is used to check the quality of the design and the evolution is halted when the design is
considered fit or when no improvement has occurred after some time. In the case of partitioning, the
fitness function might include the estimated volume of interconnections, the predicted cost or perform-
ance of the system, or other system properties.
The reader might note some similarity between the mathematical programming formulation of the

partitioning problem presented here and the genetic algorithm formulation. This similarity allows the
CAD developer to create a mathematical programming model of the problem to be solved, find optimal
solutions to small problems, and then create a genetic algorithm version. The genetic algorithm version
can be checked against the optimal solutions found by the mathematical program. However, genetic
algorithms can take into account many more details than can mathematical program formulations, can
handle nonlinear relationships better, and can even handle stochastic parameters.*
Partitioning is most valuable when there is a mismatch between the sizes of system tasks and the

capacities of system modules. When the system tasks and system modules are more closely matched, then
the system design can proceed directly to scheduling and allocating tasks to processing modules.

11.4 Scheduling and Allocating Tasks to Processing Modules

Scheduling and allocating tasks to processing modules involves the determination of how many process-
ing modules are required, which modules execute which tasks, and the order in which the tasks are
processed by the system. In the special case where only a single task is processed by each module, the
scheduling becomes trivial. Otherwise, if the tasks share modules, the order in which the tasks are
processed by the modules can affect system performance or cost. If the tasks are ordered inappropriately,
some tasks might wait too long for input data, and performance might be affected. Alternatively, to meet
performance constraints, additional modules must be added to perform more tasks in parallel, increasing
system cost.
A variety of modules might be available to carry out each task, with differing cost and performance

parameters. As each task is allocated to a module, that module is selected from a set of modules available
to execute the task. This is analogous to the task module selection, which occurs as part of high-level
synthesis. For the system design problem considered here, the modules can be general-purpose proces-
sors, special-purpose processors (e.g., signal-processing processors), or special-purpose hardware. If all
(or most) modules used are general purpose, the systems synthesized are known as heterogeneous
application-specific multiprocessors.

A variety of techniques can be used for scheduling and allocation of system tasks to modules. Just as
with partitioning, these techniques can be constructive or iterative. Constructive scheduling techniques
for system tasks include greedy techniques such as ASAP (as soon as possible) and ALAP (as late as
possible). In ASAP scheduling, the tasks are scheduled as early as possible on a free processing module.
The tasks scheduled first are the ones with the longest paths from their outputs to final system outputs or
system completion. Such techniques, with variations, can be used to provide starting populations of
system designs to be further improved iteratively. The use of such greedy techniques for system synthesis
differs from the conventional use in high-level synthesis, where the system is assumed to be synchronous,
with tasks scheduled into time steps. System task scheduling assumes no central clock, and tasks take a
wide range of time to complete. Some tasks could even complete stochastically, with completion time
being a random variable. Other tasks could complete basic calculations in a set time, but could perform a
finer grain (more accurate) of computations if more time were available. A simple task-flow graph is
shown in Figure 11.2, along with a Gantt chart illustrating the ASAP scheduling of tasks onto two
processors. Note that two lengthy tasks are performed in parallel with three shorter tasks and that no two
tasks take the same amount of time.

* Stochastic parameters represent values that are uncertain. There is a finite probability of a parameter taking a specific value
that varies with time, but that probability is less than 1, in general.
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Similar to partitioning, scheduling, allocation, and module selection, can be performed using math-
ematical programming. In this case, since the scheduling is asynchronous, time becomes a linear rather
than integer quantity. Therefore, MILP is employed to model system-level scheduling and allocation.
A typical MILP timing constraint is the following:

TOA(i)þ Cdelay � TIR( j) (11:2)

where
TOA(i) is the time the output is available from task i
Cdelay is the communication delay
TIR( j) is the time the input is required by task j

Unfortunately, the actual constraints used in scheduling and allocation are mostly more complex than
this, because the design choices have yet to be made. Here is another example:

TOA(i) � TIR(i)þ
X
k

Pdelay(k) * M(i, k)
� �

(11:3)

This constraint states that the time an output from task i is available is greater than or equal to the time
necessary inputs are received by task i, and a processing delay Pdelay has occurred. M(i, k) indicates that
task i is allocated to module k. Pdelay can take on a range of values, depending on which of the k modules
is being used to implement task i. The summation is actually a linearized select function that picks the
value of Pdelay to use depending on which value of M(i, k) is set to 1.
As with partitioning, mathematical programming for scheduling and allocation is computationally

intensive, and impractical for all but the smallest designs, but it does provide a baseline model of design
that can be incorporated into other tools.
The most frequent technique used for iterative improvement in scheduling and allocation at the system

level is a genetic algorithm. The genes can be used to represent task allocation and scheduling.
To represent asynchronous scheduling accurately, time is generally represented as a linear quantity in
such genes rather than an integer quantity.

11.5 Allocating and Scheduling Storage Modules

In digital systems, all data require some form of temporary or permanent storage. If the storage is shared
by several data sets, the use of the storage by each data set must be scheduled. The importance of this task
in system design has been overlooked in the past, but has now become an important system-level task.
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FIGURE 11.2 Example of task-flow graph and schedule.
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Modern digital systems usually contain some multimedia tasks and data. The storage requirements for
multimedia tasks sometimes result in systems where processing costs are dwarfed by storage costs,
particularly caching costs. For such systems, storage must be scheduled and allocated either during or
after task scheduling and allocation. If storage is scheduled and allocated concurrently with task
scheduling and allocation, the total system costs are easier to determine and functional module sharing
can be increased if necessary to control total costs. Alternatively, if storage allocation and scheduling are
performed after task scheduling and allocation, then both programs are simpler, but the result may not be
as close to optimal.
Techniques similar to those used for task scheduling and allocation can be used for storage scheduling

and allocation.

11.6 Selecting Implementation and Packaging
Styles for System Modules

Packaging styles can range from single-chip dual-in-line packages (DIPs) to MCMs, boards, racks, and
cases. Implementation styles include general-purpose processor, special-purpose programmable proces-
sor (e.g., signal processor), COTS modules, field programmable gate arrays (FPGAs), gate array, standard
cell, and custom ICs. System cost, performance, power, and design time constraints determine selection
of implementation and packaging styles for many system designs. Tight performance constraints favor
custom ICs, packaged in MCMs. Tight cost constraints favor off-the-shelf processors and gate array
implementations, with small substrates and inexpensive packaging. Tight power constraints favor custom
circuits. Tight design time constraints favor COTS modules and FPGAs. If a single design property has
high priority, the designer can select the appropriate implementation style and packaging technology. If,
however, design time is crucial, but the system to be designed must process video signals in real time,
then trade-offs in packaging and implementation style must be made. The optimality of system cost and
power consumption might be sacrificed: the entire design might be built with FPGAs, with much parallel
processing and at great cost and large size. Because time-to-market is so important, early market entry
systems may sacrifice the optimality of many system parameters initially, and then improve them in the
next version of the product.
Selection of implementation styles and packaging can be accomplished by adding some design

parameters to the scheduling and allocation program, if that program is not already computationally
intensive. The parameters added would include a variable indicating that a particular

. Functional module was assigned a certain implementation style

. Storage module was assigned a certain implementation style

. Functional module was assigned a certain packaging style

. Storage module was assigned a certain packaging style

Some economy of processing could be obtained if certain implementation styles precluded certain
packaging styles.

11.7 Interconnection Strategy

Modules in a digital system are usually interconnected in some carefully architected, consistent manner.
If point-to-point interconnections are used, they are used throughout the system, or in a subsystem. In
the same manner, buses are not broken arbitrarily to insert point-to-point connections or rings. For this
reason, digital system design programs usually assume an interconnection style and determine the system
performance relative to that style. The most common interconnection styles are bus, point-to-point,
and ring.
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11.8 Word-Length Determination

Functional specifications for system tasks are frequently detailed enough to contain the algorithm to be
implemented. To determine the implementation costs of each system task, knowledge of the word widths
to be used is important as system cost varies almost quadratically with word width.
Tools to automatically select task word width are currently experimental, but the potential for future

commercial tools exists.
In typical hardware implementations of an arithmetic-intensive algorithm, designers must determine

the word lengths of resources such as adders, multipliers, and registers. Wadekar and Parker [6] in a
recent publication, present algorithm-level optimization techniques to select distinct word lengths for
each computation. These techniques meet the desired accuracy and minimize the design cost for the
given performance constraints. The cost reduction is possible by avoiding unnecessary bit-level compu-
tations that do not contribute significantly to the accuracy of the final results. At the algorithm level,
determining the necessary and sufficient precision of an individual computation is a difficult task since
the precision of various predecessor=successor operations can be traded off to achieve the same desired
precision in the final result. This is achieved using a mathematical model [7] and a genetic selection
mechanism [6]. There is a distinct advantage to word-length optimization at the algorithmic level. The
optimized operation word lengths can be used to guide high-level synthesis or designers to achieve an
efficient utilization of resources of distinct word lengths and costs. Specifically, only a few resources of
larger word lengths and high cost may be needed for operations requiring high precision to meet the final
accuracy requirement. Other relatively low-precision operations may be executed by resources of smaller
word lengths. If there is no timing conflict, a large word-length resource can also execute a small word-
length operation, thus improving the overall resource utilization further. These high-level design
decisions cannot be made without the knowledge of word lengths prior to synthesis.

11.9 Predicting System Characteristics

In system-level design, early prediction gives designers the freedom to make numerous high-level choices
(such as die size, package type, and latency of the pipeline) with confidence that the final implementation
will meet power and energy as well as cost and performance constraints. These predictions can guide
power budgeting and subsequent synthesis of various system components, which is critical in synthe-
sizing systems that have low power dissipation, or long battery life. The use by synthesis programs of
performance and cost lower bounds allows smaller solution spaces to be searched, which leads to faster
computation of the optimal solution.
System cost, performance, power consumption, and design time can be computed if the properties

of each system module are known. System design using existing modules requires little prediction.
If system design is performed prior to design of any of the contained system modules, however,
their properties must be predicted or estimated. Owing to the complexities of prediction techniques,
describing these techniques is a subject worthy of an entire chapter. A brief survey of related readings is
found in Section 11.10.
The register-transfer and subsequent lower-level power prediction techniques such as gate- and

transistor-level techniques are essential for validation before fabricating the circuit. However, these
techniques are less efficient for system-level design as a design must be generated before prediction
can be done.

11.10 Survey of Research in System Design

Many researchers have investigated the problem of system design, dating back to the early 1970s.
This section highlights work that is distinctive, along with tutorial articles covering relevant topics.
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Much good research is not referenced here, and the reader is reminded that the field is dynamic, with
new techniques and tools appearing almost daily.
Issues in top-down versus bottom-up design approaches were highlighted in the design experiment

reported by Gupta et al. [8].

11.10.1 System Specification

System specification has received little attention historically except in the specific area of software
specifications. Several researchers have proposed natural language interfaces capable of processing system
specifications and creating internal representations of the systems that are considerably more structured.
Of note is the work by Granacki [9] and Cyre [10]. One noteworthy approach is the design specification
language (DSL), found in the design analysis and synthesis environment [11]. One of the few books on
the subject concerns the design of embedded systems—systems with hardware and software designed for
a particular application set [12]. In one particular effort, Petri nets were used to specify the interface
requirements in a system of communicating modules, which were then synthesized [13]. The SIERA
system designed by Srivastava, Richards, and Broderson [14] supports specification, simulation, and
interactive design of systems.
The Rugby model [15] represents hardware=software systems and the design process, using four

dimensions to represent designs: time, computation, communication, and data. da Silva [16] describes
the system data structure (SDS), used for internal representation of systems. da Silva also presents an
external language for system descriptions called OSCAR. SDS is general and comprehensive, covering
behavior and structure. OSCAR is a visual interface to SDS with a formal semantics and syntax based on
a visual coordination language paradigm. It is used to capture the behavior and the coordination aspects
of concurrent and communicating processes.
SystemC [17] provides hardware-oriented constructs as a class library implemented in standard Cþþ.

Although the use of SystemC is claimed to span design and verification from concept to implementation
in hardware and software, the constructs provided are somewhat of lower level than most of the system
design activities described in this chapter. Extensions to VHDL and Verilog also support some system
design activities at the lower levels of system design.

11.10.2 Partitioning

Partitioning research covers a wide range of system design situations. Many early partitioning techniques
dealt with assigning register-level operations to partitions. APARTY, a partitioner designed by Lagnese
and Thomas, partitions CDFG designs for single-chip implementation to obtain efficient layouts [18].
Vahid [19] performed a detailed survey of techniques for assigning operations to partitions. CHOP
assigns CDFG operations to partitions for multichip design of synchronous, common clocked systems
[20]. Vahid and Gajski developed an early partitioner, SpecPart, which assigns processes to partitions
[21]. Chen and Parker reported on a process-to-partition technique called ProPart [22].

11.10.3 Nonpipelined Design

Although research on system design spans more than two decades, most of the earlier works focus on
single aspects of design-like task assignment, and not on the entire design problem. We cite some
representative works here. These include graph theoretical approaches to task assignment [23,24],
analytical modeling approaches for task assignment [25], and probabilistic modeling approaches for
task partitioning [26,27], scheduling [28], and synthesis [29]. Two publications of note cover application
of heuristics to system design [30,31].
Other publications of note include mathematical programming formulations for task partitioning [32]

and communication channel assignment [33]. Early efforts include those done by soviet researchers since
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the beginning of the 1970s such as Linsky and Kornev [34] and others, where each model only included a
subset of the entire synthesis problem. Chu et al. [35] published one of the first MILP models for
a subproblem of system-level design, scheduling. The program Synthesis of Systems (SOS) including a
compiler for MILP models [36,37] was developed, based on a comprehensive MILP model for system
synthesis. SOS takes a description of a system described using a task-flow graph, a processor library, and
some cost and performance constraints, and generates an MILP model to be optimized by an MILP
solver. The SOS tool generates MILP models for the design of nonperiodic (nonpipelined) heterogeneous
multiprocessors. The models share a common structure, which is an extension of the previous work by
Hafer and Parker for high-level synthesis of digital systems [38].
Performance bounds of solutions found by algorithms or heuristics for system-level design are

proposed in many papers, including the landmark papers by Fernandez and Bussel [39], Garey and
Graham [40], and more recent publications [41].
The work of Gupta et al. [8] reported the successful use of system-level design tools in the development

of an application-specific heterogeneous multiprocessor (ASHM) for image processing. Gupta and
Zorian [42] describe the design of systems using cores, silicon cells with at least 5000 gates. The same
issue of IEEE Design and Test of Computers contains a number of useful articles on the design of
embedded core-based systems. Li and Wolf [43] report on a model of hierarchical memory and a
multiprocessor synthesis algorithm, which takes into account the hierarchical memory structure.
A major project, RASSP, is a rapid-prototyping approach whose development is funded by the US

Department of Defense [44]. RASSP addresses the integrated design of hardware and software for signal-
processing applications.
An early work on board-level design, MICON, is of particular interest [45]. Other research results

solving similar problems with more degrees of design freedom include the research by Chen [46] and
Heo [47]. GARDEN, written by Heo, finds the design with the shortest estimated time-to-market that
meets cost and performance constraints.
All the MILP synthesis works cited up to this point address only the nonperiodic case.
Synthesis of ASHMs is a major activity in the general area of system synthesis. One of the most

significant system-level design efforts is Lee’s Ptolemy project at the University of California, Berkeley.
Representative publications include papers by Lee and Bier describing a simulation environment for
signal processing [48] and the paper by Kalavede et al. in 1995 [49]. Another prominent effort is the
SpecSyn project of Gajski et al. [50] which is a system-level design methodology and framework.

11.10.4 Macropipelined Design

Macropipelined (periodic) multiprocessors execute tasks in a pipelined fashion, with tasks executing
concurrently on different sets of data. Most research work on design of macropipelined multiprocessors
has been restricted to homogeneous multiprocessors having negligible communication costs. This survey
divides the previous contributions according to the execution mode: preemptive or nonpreemptive.

11.10.4.1 Nonpreemptive Mode

The nonpreemptive mode of execution assumes that each task is executed without interruption. It is used
quite often in low-cost implementations. Much research has been performed on system scheduling for
the nonpreemptive mode. A method to compute the minimum possible value for the initiation interval
for a task-flow graph given an unlimited number of processors and no communication costs was found
by Renfors and Neuvo [51].
Wang and Hu [52] use heuristics for the allocation and full static scheduling (meaning that each task

is executed on the same processor for all iterations) of generalized perfect-rate task-flow graphs
on homogeneous multiprocessors. Wang and Hu apply planning, an artificial intelligence method,
to the task scheduling problem. The processor allocation problem is solved using a conflict-graph
approach.
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Gelabert and Barnwell [53] developed an optimal method to design macropipelined homogeneous
multiprocessors using cyclic-static scheduling, where the task-to-processor mapping is not time-invariant
as in the full static case, but is periodic, i.e., the tasks are successively executed by all processors. Gelabert
and Barnwell assume that the delays for intraprocessor and interprocessor communications are the same,
which is an idealistic scenario. Their approach is able to find an optimal implementation (minimal
iteration interval) in exponential time in the worst case.
Tirat-Gefen [54], in his doctoral thesis, extended the SOS MILP model to solve for optimal macro-

pipelined ASHMs. He also proposed an ILP model allowing simultaneous optimal retiming and
processor=module selection in high- and system-level synthesis [55].
Verhauger [56] addresses the problem of periodic multidimensional scheduling. His thesis uses an ILP

model to handle the design of homogeneous multiprocessors without communication costs implement-
ing data-flow programs with nested loops. His work evaluates the complexity of the scheduling and
allocation problems for the multidimensional case, which were both found to be NP-complete. Verhau-
ger proposes a set of heuristics to handle both problems.
Passos et al. [57] evaluate the use of multidimensional retiming for synchronous data-flow graphs.

However, their formalism can only be applied to homogeneous multiprocessors without communication
costs.

11.10.4.2 Preemptive Mode of Execution

Peng and Shin [58] address the optimal static allocation of periodic tasks with precedence constraints and
preemption on a homogeneous multiprocessor. Their approach has an exponential time complexity.
Ramamritham [59] developed a heuristic method that has a more reasonable computational cost. Rate-
monotonic scheduling (RMS) is a commonly used method for allocating periodic real-time tasks in
distributed systems [60]. The same method can be used in homogeneous multiprocessors.

11.10.5 Genetic Algorithms

Genetic algorithms are becoming an important tool for solving the highly nonlinear problems related to
system-level synthesis. The use of genetic algorithms in optimization is well discussed by Michalewicz
[61] where formulations for problems such as bin packing, processor scheduling, traveling salesman, and
system partitioning are outlined.
Research works involving the use of genetic algorithms to system-level synthesis problems are starting

to be published, as for example, the results of

. Hou et al. [62]—scheduling of tasks in a homogeneous multiprocessor without communication
costs

. Wang et al. [63]—scheduling of tasks in heterogeneous multiprocessors with communication costs,
but not allowing cost versus performance trade-off, i.e., all processors have the same cost

. Ravikumar and Gupta [64]—mapping of tasks into a reconfigurable homogeneous array processor
without communication costs

. Tirat-Gefen and Parker [65]—a genetic algorithm for design of ASHMs with nonnegligible
communications costs specified by a nonperiodic task-flow graph representing both control and
data flow

. Tirat-Gefen [54]—introduced a full-set of genetic algorithms for system-level design of ASHMs
incorporating new design features such as imprecise computation and probabilistic design

11.10.6 Imprecise Computation

The main results in imprecise computation theory are due to Liu et al. [66] who developed polynomial
time algorithms for optimal scheduling of preemptive tasks on homogeneous multiprocessors without
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communications costs. Ho et al. [67] proposed an approach to minimize the total error, where the error
of a task being imprecisely executed is proportional to the amount of time that its optional part was not
allowed to execute, i.e., the time still needed for its full completion. Polynomial time-optimal algorithms
were derived for some instances of the problem [66].
Tirat-Gefen et al. [68] presented in 1997 a new approach for ASHM design that allows trade-offs

between cost, performance, and data-quality through incorporation of imprecise computation into the
system-level design cycle.

11.10.7 Probabilistic Models and Stochastic Simulation

Many probabilistic models for solving different subproblems in digital design have been proposed
recently. The problem of task and data-transfer scheduling on a multiprocessor when some tasks (data
transfers) have nondeterministic execution times (communication times) can be modeled by PERT
networks, which were introduced by Malcolm et al. [69] along with the critical path method (CPM)
analysis methodology.
A survey on PERT networks and their generalization to conditional PERT networks is done by

Elmaghraby [70]. In system-level design, the completion time of a PERT network corresponds to the
system latency, whose cumulative distribution function (cdf) is a nonlinear function of the probability
density distributions of the computation times of the tasks and the communication times of the data
transfers in the task-flow graph.
The exact computation of the cdf of the completion time is computationally expensive for large PERT

networks, therefore it is important to find approaches that approximate the value of the expected time of
the completion time and its cdf. One of the first of these approaches was due to Fulkerson [71], who
derived an algorithm in 1962 to find a tight estimate (lower bound) of the expected value of the
completion time. Robillard and Trahan [72] proposed a different method using the characteristic
function of the completion time in approximating the cdf of the completion time.
Mehrotra et al. [73] proposed a heuristic for estimating the moments of the probabilistic distribution

of the system latency tc. Kulkarni and Adlakha [74] developed an approach based on Markov processes
for the same problem. Hagstrom [75] introduced an exact solution for the problem when the random
variables modeling the computation and communication times are finite discrete random variables.
Kamburowski [76] developed a tight upper bound on the expected completion time of a PERT network.
An approach using random graphs to model distributed computations was introduced by Indurkhya

et al. [26], whose theoretical results were improved by Nicol [27]. Purushotaman and Subrahmanyam
[77] proposed formal methods applied to concurrent systems with a probabilistic behavior. An example
of modeling using queueing networks instead of PERT networks is given by Thomasian and Bay [78].
Estimating errors owing to the use of PERT assumptions in scheduling problems is discussed by
Lukaszewicz [79].
Tirat-Gefen developed a set of genetic algorithms using stratified stochastic sampling allowing

simultaneous probabilistic optimization of the scheduling and allocation of tasks and communications
on ASHM with nonnegligible communication costs [54].

11.10.8 Performance Bounds Theory and Prediction

Sastry [80] developed a stochastic approach for estimation of wireability (routability) for gate arrays.
Kurdahi [81] created a discrete probabilistic model for area estimation of VLSI chips designed according
to a standard cell methodology. Küçükçakar [82] introduced a method for partitioning of behavioral
specifications onto multiple VLSI chips using probabilistic area=performance predictors integrated into a
package called BEST (behavioral estimation). BEST provides a range of prediction techniques that can be
applied at the algorithm level and includes references to prior research. These predictors provide
information required by Tirat-Gefen’s system-level probabilistic optimization methods [54].
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Lower bounds on the performance and execution time of task-flow graphs mapped to a set of available
processors and communication links were developed by Liu and Liu [83] for the case of heterogeneous
processors, but no communication costs and by Hwang et al. [84] for homogeneous processors with
communication costs. Tight lower bounds on the number of processors and execution time for the case
of homogeneous processors in the presence of communication costs were developed by Al-Mouhamed
[85]. Yen and Wolf [86] provide a technique for performance estimation for real-time distributed
systems.
At the system and register-transfer level, estimating power consumption by the interconnect is

important [87]. Wadekar et al. [88] reported ‘‘Freedom,’’ a tool to estimate system energy and power
that accounts for functional-resource, register, multiplexer, memory, input=output pads, and intercon-
nect power. This tool employs a statistical estimation technique to associate low-level, technology-
dependent, physical, and electrical parameters with expected circuit resources and interconnect. At the
system level, Freedom generates predictions with high accuracy by deriving an accurate model of the load
capacitance for the given target technology—a task reported as critical in high-level power prediction by
Brand and Visweswariah [89]. Methods to estimate power consumption prior to high-level synthesis
were also investigated by Mehra and Rabaey [90]. Liu and Svensson [91] reported a technique to estimate
power consumption in CMOS VLSI chips. The reader is referred to an example of a publication that
reports power prediction and optimization techniques at the register-transfer level [92].

11.10.9 Word-Length Selection

Many researchers studied word-length optimization techniques at the register-transfer level. A few
example publications are cited here. These techniques can be classified as statistical techniques applied
to digital filters [93], simulated annealing-based optimization of filters [94], and simulation-based
optimization of filters, digital communication, and signal-processing systems [95]. Sung and Kum
reported a simulation-based word-length optimization technique for fixed-point digital signal-processing
systems [96]. The objective of these particular architecture-level techniques is to minimize the number of
bits in the design that is related to, but not the same as the overall hardware cost.

11.10.10 Embedded Systems

Embedded systems are becoming ubiquitous. The main factor differentiating embedded systems from
other electronic systems is the focus of attention on the application rather than on the system as a
computing engine. Typically, the I=O in an embedded system is to end users, sensors, and actuators.
Sensors provide information on environmental conditions, for example, and actuators control the
mechanical portion of the system. In an autonomous vehicle, an embedded system inputs the vehicle’s
GPS location via a sensor, and outputs control information to actuators that control the acceleration,
braking, and steering. Embedded systems are typically real-time systems, falling into the classes hard real-
time systems, where failure is catastrophic, and soft real-time systems, where failure is not catastrophic.
In an embedded system, there is typically at least one general-purpose processor or microcontroller,

and one or more coprocessors that are COTS chips, DSPs, FPGAs, or custom VLSI chips. The main tasks
to be performed for embedded systems are partitioning into hardware=software tasks, assigning tasks to
processors, scheduling the tasks, and simulation.

11.10.11 System on Chip and Network on Chip

The level of integration of microelectronics has allowed entire systems to be fabricated on a single IC. The
physical design of on-chip processing elements called cores can be obtained from vendors. Thus, along
with the traditional system design issues, there are issues of intellectual property (IP) for such cores.
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System on Chip (SoC) tend to be used for embedded systems, where hardware=software codesign is a
major activity.
Researchers and organizations are also examining the connection of large quantities of cores on a

single chip, and proposing to interconnect the cores with various types of interconnection networks.
Benini and DeMicheli [97] proposed the use of packet switched on-chip networks, and there has been
much publication activity in this area since. Raghavan proposed a hierarchical, heterogeneous approach,
and described an alternative network architecture with torus topology and token ring protocol [98].
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12.1 Introduction

It has been noted by the digital design community that the greatest potential for additional cost and
iteration cycle time savings is through improvements in tools and techniques that support the early stages
of the design process [1]. As shown in Figure 12.1, decisions made during the initial phases of a product’s
development cycle determine up to 80% of its total cost. The result is that accurate, fast analysis tools
must be available to the designer at the early stages of the design process to help make these decisions.
Design alternatives must be effectively evaluated at this level with respect to multiple metrics, such as
performance, dependability, and testability. This analysis capability will allow a larger portion of the
design space to be explored yielding higher quality as well as lower cost designs.
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In 1979, Hill and vanCleemput [2] of the SABLE environment identified three or four stages or phases
of design, and noted that each traditionally uses their own simulator. While the languages used have
changed and some of the phases can be simulated together these phases still exist in most industry design
flows: first an initial high-level simulation, then an intermediate level roughly at the instruction set
simulation level, and then a gate-level phase. The authors add a potential fourth stage to deal with custom
integrated circuit (IC) simulation. While acknowledging the potential for more efficient simulation at a
given level due to potential optimization, they point out five key disadvantages to having different
simulators and languages for the various levels. They are

1. Design effort is multiplied by the necessity of learning several simulator systems and recoding a
design in each.

2. Possibility of error is increased as more human manipulation enters the system.
3. Each simulator operates at just one level of abstraction. Because it is impossible to simulate an

entire computer at a low level of abstraction, only small fragments can be simulated at any one
time.

4. Each fragment needs to be driven by a supply of realistic data and its output needs to be
interpreted. Often, writing the software to serve these needs is more effortful than developing
the design itself.

5. As the design becomes increasingly fragmented to simulate, it becomes difficult for any designer to
see how his own particular piece fits into the overall function of the system.

While SABLE was developed almost three decades ago, it is worth noting that today designers are still
struggling to address the same basic issues expressed above. Much of the industry has at least two or three
design phases requiring separate models and simulators, which still results in a multiplication of design
effort. This multiplication of design effort still increases the possibility of error due to inherently fallible
human manipulation. While it may not be impossible to simulate an entire computer at one low level of
abstraction, it is still impractical and inefficient. Thus, designs are often still fragmented for development
and simulation, these fragments still need realistic data, and generating it is still time-consuming.
Designers working on a fragment often have difficulty seeing how his or her piece fits into overall
function, and this often leads to differing assumptions between fragments and expensive design revision.
There are a number of current tools and techniques that support analysis of these metrics at the system

level to varying degrees. A major problem with these tools is that they are not integrated into the
engineering design environment in which the system will ultimately be implemented. This problem leads
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to a major disconnect in the design process. Once the system-level model is developed and analyzed, the
resulting high-level design is specified on paper and thrown ‘‘over the wall’’ for implementation by
the engineering design team, as illustrated in Figure 12.2. As a result, the engineering design team has to
often interpret this specification to implement the system, which often leads to design errors. It also has
to develop their own initial ‘‘high-level’’ model from which to begin the design process in a top-down
manner. Additionally, there is no automated mechanism by which feedback on design assumptions and
estimations can be provided to the system design team by the engineering design team.
For systems that contain significant portions of both application-specific hardware and software

executing on embedded processors, design alternatives for competing system architectures and hard-
ware=software (HW=SW) partitioning strategies must be effectively and efficiently evaluated using high-
level performance models. Additionally, the selected hardware and software system architecture must
be refined in an integrated manner from the high-level models to an actual implementation to
avoid implementation mistakes and the associated high redesign costs. Unfortunately, most existing
design environments lack the ability to model and design a system’s hardware and software in the same
environment. A similar wall to that between the system design environment and the engineering
design environment exists between the hardware and the software design environments. This results
in a design path as shown in Figure 12.3, where the hardware and software design process begins with
a common system requirement and specification, but proceeds through a separate and isolated design
process until final system integration. At this point, assumptions on both sides may prove to be
drastically wrong resulting in incorrect system function and poor system performance.
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FIGURE 12.2 Disconnect between system-level design environments and engineering design environments.
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FIGURE 12.3 Current hardware=software system development methodology.
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A unified, cooperative approach in which the hardware and software options can be considered
together is required to increase the quality and decrease the design time for complex HW=SW systems.
This approach is called hardware=software codesign, or simply codesign [3–5]. Codesign leads to more
efficient implementations and improves overall system performance, reliability, and cost-effectiveness
[5]. Also, because decisions regarding the implementation of functionality in software can impact
hardware design (and vice versa), problems can be detected and changes made earlier in the development
process [6].
Codesign can especially benefit the design of embedded systems [7], which contain hardware and

software tailored for a particular application. As the complexity of these systems increases, the issue of
providing design approaches that scale up to more complicated systems becomes of greater concern.
A detailed description of a system can approach the complexity of the system itself [8], and the amount of
detail present can make analysis intractable. Therefore, decomposition techniques and abstractions are
necessary to manage this complexity.
What is needed is a design environment in which the capability for performance modeling of HW=SW

systems at a high level of abstraction is fully integrated into the engineering design environment.
To completely eliminate the ‘‘over the wall’’ problem and the resulting model discontinuity, this
environment must support the incremental refinement of the abstract system-level performance model
into an implementation-level model. Using this environment, a design methodology based on incremen-
tal refinement can be developed.
The design methodology illustrated in Figure 12.4 was proposed by Lockheed Martin Advanced

Technology Laboratory as a new way to design systems [9]. This methodology uses the level of the
risk of not meeting the design specifications as the metric for driving the design process. In this spiral-
based design methodology, there are two iteration cycles. The major cycles (or spirals), denoted as
Cycle 1, Cycle 2, . . . , Cycle N in the figure, correspond to the design iterations where major architectural
changes are made in response to some specification metrics and the system as a whole is refined and
more design detail is added to the model. Consistent with the new paradigm of system design, these
iterations will actually produce virtual or simulation-based prototypes. A virtual prototype is simply a
simulatable model of the system with stimuli described at a given level of design detail or design
abstraction that describes the system’s operation. Novel to this approach are the mini spirals. The
mini spiral cycles, denoted by the levels on the figure labeled Systems, Architecture, and Detailed
design, correspond to the refinement of only those portions of the design that are deemed to be
‘‘high risk.’’ High risk is obviously defined by the designer but is most often the situation where if one

FIGURE 12.4 RDEIM.
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or more of these components fail to meet their individual specifications, the system will fail to meet its
specifications. The way to minimize the risk is to refine these components to possibly make an
implementation so that the actual performance is known. Unlike the major cycles where the entire
design is refined, the key to the mini spirals is the fact that only the critical portions of design are refined.
For obvious reasons, the resulting models have been denoted as ‘‘Risk Driven Expanding Information
Models’’ (RDEIMs).

The key to being able to implement this design approach is to be able to evaluate the overall design
with portions of the system having been refined to a detailed level, while the rest of the system model
remains at the abstract level. For example, in the first major cycle of Figure 12.4 the element with the
highest relative risk is fully implemented (detailed design level) while the other elements are described at
more abstract levels (system level or architectural level). If the simulation of the model shown in the first
major cycle detects that the overall system will not meet its performance requirements, then the ‘‘high
risk’’ processing element could be replaced by two similar elements operating in parallel. This result is
shown in the second major cycle and at this point, another element of the system may become the new
‘‘bottleneck,’’ i.e., the highest relative risk, and it will be refined in a similar manner.

Implied in the RDEIM approach is a solution to the ‘‘over the wall’’ problem including hardware=
software codesign. The proposed solution is to fully integrate performance modeling into the design
process.
Obviously, one of the major capabilities necessary to implement a top-down design methodology such

as the RDEIM is the ability to cosimulate system models which contain some components that are
modeled at an abstract performance level (uninterpreted models) and some that are modeled at a detailed
behavioral level (interpreted models). This capability to model and cosimulate uninterpreted models and
interpreted models is called mixed-level modeling (sometimes referred to as hybrid modeling). Mixed-
level modeling requires the development of interfaces that can resolve the differences between uninter-
preted models that, by design, do not contain a representation of all of the data or timing information of
the final implementation, and interpreted models which require most, or possibly all, data values and
timing relationships to be specified. Techniques for systematic development of these mixed-level mod-
eling interfaces and resolution of these differences in abstraction is the focus of some of the latest work in
mixed-level modeling.
In addition to the problem of mixed-level modeling interfaces, another issue that may have to be

solved is that of different modeling languages being used at different levels of design abstraction. While
VHDL, and to some extent various extensions to Verilog, can be used to model at the system level, many
designers constructing these types of models prefer to use a language with a more programming
language-like syntax. As a result of this and other factors, the SystemC language [10] was developed.
SystemC is a library extension to Cþþ that builds key concepts from existing hardware description
languages (HDLs)—primarily a timing model that allows simulation of concurrent events—into an
intrinsically object oriented HDL. Its use of objects, pointers, and other standard Cþþ items makes it
a versatile language. Particularly the ability to describe and use complex data types, and the concepts of
interfaces and channels make it much more intuitive for describing abstract behaviors than existing
HDLs such as VHDL or Verilog. Since SystemC is Cþþ, existing C or Cþþ code that models behavior
can be imported with little or no modification.

12.1.1 Multilevel Modeling

The need for multilevel modeling was recognized almost three decades ago. Multilevel modeling implies
that representations at different levels of detail coexist within a model [8,11,12]. Until the early 1990s, the
term multilevel modeling was used for integrating behavioral or functional models with lower level
models. The objective was to provide a continuous design path from functional models down to
implementation. This objective was achieved and the VLSI industry utilizes it today. An example is the
tool called Droid, developed by Texas Instruments [13].
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The mixed-level modeling approach, as described in this chapter, is a specific type of multilevel
modeling which integrates performance and behavioral models. Thus, only related research on multilevel
modeling systems that spans both the performance and the functional=behavioral domains will be
described.
Although behavioral or functional modeling is typically well understood by the design community,

performance modeling is a foreign topic to most designers. Performance modeling, also called uninter-
preted modeling, is utilized in the very early stages of the design process in evaluating such metrics as
throughput and utilization. Performance models are also used to identify bottlenecks within a system and
are often associated with the job of a system engineer. The term ‘‘uninterpreted modeling’’ reflects the
view that performance models lack value-oriented data and functional (input=output) transformations.
However, in some instances, this information is necessary to allow adequate analysis to be performed.
A variety of techniques have been employed for performance modeling. The most common techniques

are Petri nets [14–16] and queuing models [17,18]. A combination of these techniques, such as a mixture
of Petri nets and queuing models [19], has been utilized to provide more powerful modeling capabilities.
All of these models have mathematical foundations. However, models of complex systems constructed
using these approaches can quickly become unwieldy and difficult to analyze.
Examples of a Petri net and a queuing model are shown in Figure 12.5. A queuing model consists of

queues and servers. Jobs (or customers) arrive at a specific arrival rate and are placed in a queue for
service. These jobs are removed from the queue to be processed by a server at a particular service rate.
Typically, the arrival and service rates are expressed using probability distributions. There is a queuing
discipline, such as first-come-first-serve, which determines the order in which jobs are to be serviced.
Once they are serviced, the jobs depart and arrive at another queue or simply leave the system. The
number of jobs in the queues represents the model’s state. Queueing models have been used successfully
for modeling many complex systems. However, one of the major disadvantages of queuing models is
their inability to model synchronization between processes.
As a system modeling paradigm, Petri nets overcome this disadvantage of queuing models. Petri nets

consist of places, transitions, arcs, and a marking. The places are equivalent to conditions and hold
tokens, which represent information. Thus, the presence of a token in the place of a Petri net corresponds
to a particular condition being true. Transitions are associated with events, and the ‘‘firing’’ of a
transition indicates that some event has occurred. A marking consists of a particular placement of tokens
within the places of a Petri net and represents the state of the net. When a transition fires, tokens are
removed from the input places and are added to the output places, changing the marking (the state) of
the net and allowing the dynamic behavior of a Petri net to be modeled.
Petri nets can be used for performance analysis by associating a time with the transitions. Timed and

stochastic Petri nets contain deterministic and probabilistic delays, respectively. Normally, these Petri
nets are uninterpreted, since no interpretation (values or value transformations) are associated with the
tokens or transitions. However, values or value transformations can be associated with the various
elements of Petri net models as described below.
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FIGURE 12.5 (a) Petri net and (b) queuing model.

12-6 Computer Aided Design and Design Automation



Petri nets that have values associated with tokens are known as colored Petri nets (CPNs). In the
colored Petri nets, each token has an attached ‘‘color,’’ indicating the identity of the token. The net is
similar to the basic definition of the Petri net except that a functional dependency is specified between the
color of the token and the transition firing action. In addition, the color of the token produced by a
transition may be different from the color of the tokens on the input places. Colored Petri nets have an
increased ability to efficiently model real systems with small nets which are equivalent to much larger
plain Petri nets due to their increased descriptive powers.
Numerous multilevel modeling systems exist based on these two performance modeling techniques.

Architecture Design and Assessment System (ADAS) is a set of tools specifically targeted for high-
level design [20]. ADAS models both hardware and software using directed graphs based on timed
Petri nets. The flow of information is quantified by identifying discrete units of information called
tokens. ADAS supports two levels of modeling. The more abstract level is a dataflow description and
is used for performance estimation. The less abstract level is defined as a behavioral level but still
uses tokens which carry data structures with them. The functionality is embedded into the models
using C or Ada programs. The capability of generating high-level VHDL models from the C or Ada
models is provided. These high-level VHDL models can be further refined and developed in a VHDL
environment but the refined models cannot be integrated back into the ADAS performance model. The
flow of information in these high-level VHDL models is still represented by tokens. Therefore,
implementation-level components cannot be integrated into an ADAS performance model. Another
limitation is that all input values to the behavioral node must be contained within the token data
structure.
Scientific and engineering software (SES)=Workbench is a design specification modeling and simula-

tion tool [21]. It is used to construct and evaluate proposed system designs and to analyze their
performance. A graphical interface is used to create a structural model which is then converted into a
specific simulatable description (SES=sim). SES=Workbench enables the transition across domains of
interpretation by using a user node, in which C-language and SES=sim statements can be executed.
Therefore, SES=Workbench has similar limitations to ADAS; the inability to simulate a multilevel model
when input values of behavioral nodes are not fully specified and the inadequacy of simulating
components described as implementation-level HDLs (the capability of integrating VHDL models has
been introduced later in the next paragraph). In addition, multiple simulation languages (both SES=sim
and C) are required for multilevel models.
The Reveal interactor is a tool developed by Redwood Design Automation [22]. A model constructed

in Reveal is aimed at the functional verification of RTL VHDL and Verilog descriptions and, therefore,
does not include a separate transaction-based performance modeling capability. However, Reveal can
work in conjunction with SES=Workbench. By mixing models created in Reveal and SES=Workbench, a
multilevel modeling capability exists. Again, these multilevel models are very limited due to the fact that
all the required information at the lower level part of the model must be available within the higher level
model.
Integrated Design Automation System (IDAS) is a multilevel design environment which allows for

rapid prototyping of systems [23]. Although the behavioral specifications need to be expressed as Ada, C,
or FORTRAN programs, IDAS provides the capability of automatically translating VHDL description to
Ada. However, the user cannot create abstract models in which certain behavior is unspecified. Also, it
does not support classical performance models (such as queuing models and Petri nets) and forces the
user to specify a behavioral description very early in the design process.
Transcend claims to integrate multilevel descriptions into a single environment [24,25]. In the more

abstract level, T-flow models are used, in which tokens are used to represent flow of data. The capability
of integrating VHDL submodels into a T-flow model is provided. However, interfacing between the
two models requires a ‘‘Cþþ like’’ language, which map variables to=from VHDL signals, resulting in
a heterogeneous simulation environment. Although their approach is geared toward the same objective
as mixed-level modeling, the T-flow model must also include all the necessary data to activate the
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VHDL submodels. Therefore, the upper-level model cannot be ‘‘too abstract’’ and must include lower
level details.
Methodology for integrated design and simulation (MIDAS) supports the design of distributed

systems via iterative refinement of partially implemented performance specification (PIPS) models
[26]. A PIPS model is a partially implemented design where some components exist as simulation
models and others as operational subsystems (i.e., implemented components). Although they use the
term ‘‘hybrid model’’ in this context it refers to a different type of modeling. MIDAS is an ‘‘integrated
approach to software design’’ [26]. It supports the performance evaluation of software being executed on
a given machine. It does not allow the integration of components expressed in an HDL into the model.
The Ptolemy project is an academic research effort being conducted at the University of California at

Berkeley [27,28]. Ptolemy, a comprehensive system prototyping tool, is actually constructed of multiple
domains. Most domains are geared toward functional verification and have no notion of time. Each
domain is used for modeling a different type of system. They also vary in the modeling level (level of
abstraction). Ptolemy provides limited capability of mixing domains within one design. The execution of
a transition across domains is accomplished with a ‘‘wormhole.’’ A wormhole is the mechanism for
supporting the simulation of heterogeneous models. Thus, a multilevel modeling and analysis capability
is provided. There are two major limitations to this approach compared with the mixed-level modeling
approach being described. The first one is the heterogeneity—several description languages. Therefore,
translation between simulators is required. The second one is that the interface between domains only
translates data. Therefore, all the information required by the receiving domain must be generated by the
transmitting domain.
Honeywell Technology Center (HTC) conducted a research effort that specifically addressed the

mixed-level modeling problem [29]. This research had its basis in the UVa mixed-level modeling effort.
The investigators at HTC developed a performance modeling library (PML) [30,31] and added a partial
mixed-level modeling capability to this environment. The PML is used for performance models at a
relatively low level of abstraction. Therefore, it assumes that all the information required by the
interpreted element is provided by the performance model. In addition, their interface between uninter-
preted and interpreted domains allows for bidirectional data flow.
Transaction-level modeling is a model paradigm that combines key concepts from interface-based

design [32] with the system-level modeling to develop a refineable model of the system as a whole.
Essentially, the system as a whole is represented with the model of computation done in components
separated as much as possible from the model of communication between components.
As explained by Cai and Gajski [33],

In a transaction-level model (TLM), the details of communication among computation compon-
ents are separated from the details of computational components. Communication is modeled by
channels, while transaction requests take place by calling interface functions of these channel
models. Unnecessary details of communication and computation are hidden in a TLM and may be
added later. TLMs speed up simulation and allow exploring and validating design alternatives at
the higher level of abstraction.

There are a number of advantages to such an approach. Of course you get the advantages of a system-
level model, but the separation of the modeling of the communication from the modeling of the
computation also has a number of advantages. The primary advantage is that it allows the designer to
focus on one aspect of the design at a time. The separation limits the complexity that the designer must
contend with just as encapsulation and abstraction of component behaviors do. This also allows the
designer to develop or refine the communication model of the system in the same way that they would do
for the computation model.
To summarize, numerous multilevel modeling efforts exist. However, they are being developed, not

addressing the issue of lack of information at the transition between levels of abstraction. The solution of
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this problem is essential for true stepwise refinement of the performance models to behavioral models. In
addition, integration of performance modeling level and behavioral modeling level was mostly performed
by mixing different simulation environments, which results in heterogeneous modeling approach.

12.2 ADEPT Design Environment

A unified end-to-end design environment based solely on VHDL that allows designers to model systems
from the abstract level to the gate level as described above has been developed. This environment
supports the development of system-level models of digital systems that can be analyzed for multiple
metrics like performance and dependability, and can then be used as a starting point for the actual
implementation. A tool called Advanced design environment prototype tool (ADEPT) has been devel-
oped to implement this environment. ADEPT actually supports both system-level performance and
dependability analysis in a common design environment using a collection of predefined library
elements. ADEPT also includes the capability to simulate both system- and implementation-level
(behavioral) models in a common simulation environment. This capability allows the stepwise refine-
ment of system-level models into implementation-level models.
Two approaches to creating a unified design environment are possible. An evolutionary solution is to

provide an environment that ‘‘translates’’ data from different models at various points in the design
process and creates interfaces for the noncommunicating software tools used to develop these models.
With this approach, users must be familiar with several modeling languages and tools. Also, analysis of
design alternatives is difficult and is likely to be limited by design time constraints.
A revolutionary approach, the one being developed in ADEPT, is to use a single modeling language

and mathematical foundation. This approach uses a common modeling language and simulation
environment which decreases the need for translators and multiple models, reducing inconsistencies
and the probability of errors in translation. Finally, the existence of a mathematical foundation provides
an environment for complex system analysis using analytical approaches.
Simulators for hardware description languages accurately and conveniently represent the physical

implementation of digital systems at the circuit, logic, register-transfer, and algorithmic levels. By adding
a system-level modeling capability based on extended Petri nets and queuing models to the hardware
description language, a single design environment can be used from concept to implementation. The
environment would also allow for the mixed simulation of both uninterpreted (performance) models and
interpreted (behavioral) models because of the use of a common modeling language. Although it would
be possible to develop the high-level performance model and the detailed behavioral model in two
different modeling languages and then develop some sort of ‘‘translator’’ or foreign language interface to
hook them together, a better approach is to use a single modeling language for both models. A single
modeling language that spans numerous design phases is much easier to use, encouraging more design
analysis and consequently better designs.
ADEPT implements an end-to-end unified design environment based upon the use of the VHSIC

hardware description language (VHDL), IEEE Std. 1076 [34]. VHDL is a natural choice for this single
modeling language in that it has high-level language constructs, but unlike other programming lan-
guages, it has a built-in timing and concurrency model. VHDL does have some disadvantages in terms of
simulation execution time, but techniques have been developed to help address this problem [35].
ADEPT supports the integrated performance and dependability analysis of system-level models and

includes the capability to simulate both uninterpreted and interpreted models through mixed-level
modeling. ADEPT also has a mathematical basis in Petri nets thus providing the capability for analysis
through simulation or analytical approaches [36].
In the ADEPT environment, a systemmodel is constructed by interconnecting a collection of predefined

elements called ADEPT modules. The modules model the information flow, both data and control,
through a system. Each ADEPT module has a VHDL behavioral description and a corresponding
mathematical description in the form of a CPN based on Jensen’s CPN model [37]. The modules
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communicate by exchanging tokens, which represent the presence of information, using a fully interlocked,
four-state handshaking protocol [38]. The basic ADEPT modules are intended to be building blocks from
which useful modeling functionality can be constructed. In addition, custommodules can be developed by
the user if required and incorporated into a system model as long as the handshaking protocol is adhered
to. Finally, some libraries of application-specific, high-level modeling modules such as Multiprocessor
Communications Network Modeling Library [39] have been developed and included in ADEPT.
The following sections discuss the VHDL implementation of the token data type and transfer

mechanism used in ADEPT, and the modules provided in the standard ADEPT modeling library.

12.2.1 Token Implementation

The modules defined in this chapter have been implemented in VHDL, and use a modified version of
the token passing mechanism defined by Hady [38]. Signals used to transport tokens must be of the type
token, which has been defined as a record with two fields. The first field, labeled STATUS, is used to
implement the token passing mechanism. The second field, labeled COLOR, is an array of integers that is
used to hold user-defined color information in the model. The ADEPT allow the user to select from a
predefined number of color field options. The tools then automatically link in the proper VHDL design
library so that the VHDL descriptions of the primitive modules operate on the defined color field. The
default structure of the data-type token used in the examples discussed in this document is shown in
Figure 12.6.
There are two types of outputs and two types of inputs in the basic ADEPT modules. Independent

outputs are connected to control inputs, and the resulting connection is referred to as a control-type
signal. Dependent outputs are connected to data inputs, and the resulting connection is referred to as a
data-type signal. To make the descriptions more intuitive, outputs are often referred to as the ‘‘source
side’’ of a signal, and inputs are referred to as the ‘‘sink side’’ of a signal.

type handshake is (removed, acked, released, present);

type token_fields is (status,

tag1, tag2, tag3, tag4, tag5,

tag6, tag7, tag8, tag9, tag10,

tag11, tag12, tag13, tag14, tag15,

boole1, boole2, boole3,

fault, module_info,

index, act_time, color);

type color_type is array (token_fields range tag1 to act_time) of integer;

type token is

record

status    : handshake;

color     : color_type;

end record;

type op_fields is (add, sub, mul, div);

type cmp_fields is (lt, le, gt, ge, eq, ne);

type tkf_array is array (1 to 25) of token_fields;-- used in file_read

type token_vector is array (integer range <>) of token;

--  resolution function for token

function protocol (input : token_vector) return token;

subtype token_res is protocol token;

FIGURE 12.6 Token type definition.
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Tokens on independent outputs may be written over by the next token, so the ‘‘writing’’ process is
independent of the previous value on the signal. In contrast, new tokens may not be placed on dependent
outputs until the previous token has been removed, so the ‘‘writing’’ process is dependent on the previous
value on the signal. Data-type signals use the four-step handshaking process to ensure that tokens do not
get overwritten, but no handshaking occurs on control-type signals.

The STATUS field of a token signal can take on four values. Signals connecting independent outputs to
control inputs (control-type signals) make use of only two of the four values. Independent outputs place a
value PRESENT on the status field to indicate that a token is present. Since control inputs only copy the
token but do not remove it, the independent output only needs to change the value of the status field to
RELEASED to indicate that the token is no longer present on the signal, and the control input can no
longer consider the signal to contain valid information. The signals connecting dependent outputs to data
inputs (data-type signals) need all four values (representing a fully interlocked handshaking scheme) to
ensure that a dependent output does not overwrite a token before the data input to which it is connected
has read and removed it. This distinction is important since a token on control-type signals represents
the presence or absence of a condition in the network while tokens on data-type signals, in contrast,
represent information or data that cannot be lost or overwritten. In addition, fanout is not permitted on
dependent outputs and is permitted on independent outputs.
The signals used in the implementation are of type token. The token passing mechanism for data-

type signals is implemented by defining a VHDL bus resolution function. This function is called each
time a signal associated with a dependent output and a data input changes value. The function
essentially looks at the value of the STATUS field at the ports associated with the signal and decides
the final value of the signal. At the beginning of simulation the STATUS field is initialized to
REMOVED. This value on a signal corresponds to an idle link in the nets defined by Dennis [40].
This state of a signal indicates that a signal is free and a request token may be placed on it. Upon seeing
the REMOVED value, the requesting module may set the value of the signal to PRESENT. This
operation corresponds to the ready signal in Dennis’ definition. The requested module acknowledges
a ready signal (PRESENT) by setting the signal value to ACKED, after the requested operation has been
completed. Upon sensing the value of ACKED on the signal, the requesting module sets the value of
the signal to RELEASED, which in turn causes the requested module to place the value of REMOVED
on the signal. This action concludes one request=acknowledge cycle, and the next request=acknowledge
cycle may begin.
In terms of Petri Nets, the models described here can be described as one-safe Petri nets since, at any

given time, no place in the net can contain more than one token. The correspondence between the signal
values and transitions in a Petri net may be defined, in general, in the following manner:

1. PRESENT. A token arrives at the input place of a transition.
2. ACKED. The output place of a transition is empty.
3. RELEASED. The transition has fired.
4. REMOVED. The token has been transferred from the input place to the output place.

The modules to be described in this chapter may be defined in terms of Petri nets. As an example, a Petri
net description of the Wye module is shown in Figure 12.7.
The function of the Wye module is to copy the input token to both outputs. The input token is not

acknowledged until both output tokens have been acknowledged. In the Petri net of Figure 12.7, the ‘‘r’’
and ‘‘a’’ labels correspond to ‘‘ready’’ and ‘‘acknowledge,’’ respectively. When a token arrives at the place
labeled ‘‘0r,’’ the top transition is enabled and a token is placed in the ‘‘1r,’’ ‘‘2r,’’ and center places.
The first two places correspond to a token being placed on the module outputs. Once the output tokens
are acknowledged (corresponding to tokens arriving at the ‘‘1a’’ and ‘‘2a’’ places), the lower transition is
enabled and a token is placed in ‘‘0a,’’ corresponding to the input token being acknowledged.
The module is then ready for the next input token. Note that since this module does not manipulate
the color fields, no color notation appears on the net.
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The specific CPN description used is based on the work of Jensen [37]. The complete CPN descriptions
of each of the ADEPT building blocks can be found in Ref. [41].

12.2.2 ADEPT Handshaking and Token Passing Mechanism

Recall that the ADEPT standard token has a status field which can take on four values: PRESENT,
ACKED, RELEASED, and REMOVED. These values reflect which stage of the token passing protocol is
currently in progress. Several examples will now be presented to show how the handshaking and token
passing occurs between ADEPT modules. Figure 12.8 illustrates the handshaking process between a
Source module connected to a Sink module.
Figure 12.8a describes the ‘‘simplified’’ event sequence. Here, we can think of the four-step handshak-

ing as consisting of simply a forward propagation of the token and a backward propagation of the token
acknowledgment. Thinking of the handshaking in this simplified manner, Table A in Figure 12.8 shows
the simplified event sequence and times. At time 0 ns, the Source module places a token on A,
corresponding to Event 1. The token is immediately acknowledged by the Sink module, corresponding

library uvalib;

XXX
out_2 2

1WYE2

in_1

out_1

use uvalib.uva.all;
use uvalib.rng.all;

entity wye2 is
port  (in_1  : inout token;

  out_1  : inout token;
  out_2  : inout token);

end wye2;

architecture ar_wye2 of wye2 is
begin
pr_wye2 : process (in_1, out_1, out_2)
begin

if token_present (in_1)
and token_removed (out_1)
and token_removed (out_2) then
out_1 <= in_1;
out_2 <= in_1;

end if;

if token_acked (out_1) and token_acked (out_2) then
ack_token (in_1);
release_token (out_1);
release_token (out_2);

end if;

if token_released (in_1) then
remove_token (in_1);

end if;
end process pr_wye2;

end ar_wye2;

in_1_r

out_1_a out_2_a

out_1_r out_2_r

in_1_a

t1

p

t2

FIGURE 12.7 Wye module ADEPT symbol, its behavioral VHDL description, and its CPN representation.
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to Event 2. Since the Source module has a step generic of 5 ns, and there is no other delay along the path
to the Sink, the next token will be output by the Source module at time 5 ns.
Figure 12.8b details the entire handshaking process. Table B in Figure 12.8 lists the detailed event

sequence for this example. Since handshaking occurs in zero simulation time, the events are listed by
delta cycles within each simulation time. The function of delta cycles in VHDL is to provide a means for
ordering and synchronizing events (such as handshaking) which occur in zero time. The actual event
sequence for this example consists of four steps, as shown in Figure 12.8b. Event 1 is repeated at time
5 ns, which starts the handshaking process over again.

Source

Step: 5 ns
mod_type: 1

SOA

Sink

SIA

A

1

2

Time between new tokens on A = step + path delay = 5 ns
(a)

TABLE A Simplified Event Sequence

Event Time (ns) Description

1 0 Source module places token on signal A
2 0 Sink module acknowledges token on A
1 5 Source module places next token on signal A

Source

Step: 5 ns
mod_type: 1

SOA

(b)

Sink

SIA

A

3

2

1

4

TABLE B Detailed Event Sequence

Event Time (ns) Delta Description Resolved Signal A

1 0 1 Source module places token on A PRESENT
2 0 2 Sink module acknowledges token on A ACKED
3 0 3 Source module release token on A RELEASED
4 0 4 Sink module removes token on A REMOVED
1 5 1 Source module places token on A PRESENT

FIGURE 12.8 Two module handshaking examples.
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12.2.2.1 Three-Module Example

To illustrate how tokens are passed through intermediate modules, a three-module example will now be
examined. Consider the case where a Fixed Delay module is placed between a Source and Sink. This
situation is illustrated in Figure 12.9.
Figure 12.9a shows the simplified event sequence, where we can think of the four-step handshaking as

consisting of simply a forward propagation of the token and a backward propagation of the token
acknowledgment. Table A in Figure 12.9 lists this simplified event sequence. Notice that since now there
is a path delay from the Source to the Sink, the time between new tokens from the Source is stepþ
path_delay¼ 5þ 5¼ 10 ns. At time 0 ns, the Source module places the first token on Signal A (Event 1).
This token is read by the Delay module and placed on Signal B after a delay of 5 ns (Event 2). The Sink
module then immediately acknowledges the token on Signal B (Event 3). The Delay module then passes

(a)

Source

Step: 5 ns
mod_type: 1

SOA

Sink

SIA

Fixed_delay

Delay: 5 ns

XXX

A B

1 2

34

TABLE A Simplified Event Sequence

Event
Time
(ns) Description

1 0 Source module places token on signal A
2 5 Delay module places token on signal B
3 5 Sink module acknowledges token on signal B
4 5 Delay module acknowledges token on signal A
1 10 Source module places next token on signal A

Source

Step: 5 ns
mod_type: 1

SOA

Sink

SIA

Fixed_delay

Delay: 5 ns

XXX

A B

7

1

4

2

3

6

5

8
(b)

TABLE B Detailed Event Sequence

Event
Time
(ns) Delta Description

Resolved
Signal A

Resolved
Signal B

1 0 1 Source module places token on A PRESENT REMOVED
2 5 1 Delay module places token on B — PRESENT
3 5 2 Sink module acknowledges token on B — ACKED
4 5 3 Delay module releases token on B — RELEASED
5 Delay module acknowledges token on A ACKED —
6 5 4 Sink module removes token on B — REMOVED
7 Source module relases token on A RELEASED —
8 5 5 Delay module removes token on A REMOVED —
1 10 1 Source module places token on A PRESENT —

FIGURE 12.9 Three-module handshaking examples.
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this acknowledgment back through to Signal A (Event 4). At time 10 ns, the Source module places the
next token on Signal A, starting the process over again.
Figure 12.9b shows the detailed event sequence for this example. Since there are two signals, there are

a total of eight detailed events. Table B in Figure 12.9 lists the detailed event sequence for this example.
Again since the handshaking occurs in zero simulation time, the events are listed by delta cycles within
each simulation time. Table B lists the resolved values on both Signal A and Signal B, where a value of ‘‘—’’

indicates no change in value. Notice that the sequence of events on each signal proceeds in this order:
place the token (PRESENT) by the ‘‘source side,’’ acknowledge the token (ACKED) by the ‘‘sink side,’’
release the token (RELEASED) by the ‘‘source side,’’ and finally remove the token (REMOVED) by the
‘‘sink side.’’ The important concept to note in this example is the ordering of events. Notice that the Delay
module releases the token on its output (Event 4) before it acknowledges the token on its input (Event 5),
even though the two events occur in the same simulation time. These actions trigger the Sink module to
then remove the token on Signal B (Event 6) and the Source module to release the token on Signal A (Event
7), both in the next delta cycle. Thus Signal B is ready for another token (removed) a full delta cycle before
Signal A is ready.

12.2.2.2 Token Passing Example

To illustrate how tokens propagate in a larger system, consider the model shown in Figure 12.10. This
figure shows the simplified event sequence, where again we can think of the four-step handshaking as
consisting of simply a forward propagation of the token and a backward propagation of the token
acknowledgment. In this system, the Source module provides tokens to the Sequence A (SA) module
(Event 1), who first passes them to the Sequence B (SB) module (Event 2). The SB module first passes the
token to the Fixed Delay A (FDA) module (Event 3), who passes it to the Sink A (SIA) module after a
delay of 5 ns (Event 4). The SIA module then immediately acknowledges the token (Event 5), which
causes the FDA module to pass the acknowledgment back to the SB module (Event 6). At this point
the SB module places a copy of the token on its second output (Event 7), where it is passed through the

Source

Step: 1 ns

SOA

Sequence2

SB

Sink

Sib

Union

UA
RC
Release?: true

RCA

Terminator

Stop_after : 10

TA

Sequence2

SA

Fixed_delay

Delay : 1 ns

FDA

1

20
19

14

2 13 12
7

3

6

4

5

9, 16

10, 17

8, 15

11, 18

SIA

Sink

A
F

B E

C D

HG

I

FIGURE 12.10 Token passing example showing simplified event sequence.

Performance Modeling and Analysis Using VHDL and SystemC 12-15



Union A and onto its output (Event 8). The Read Color A module then places the token on its out_1
output (Event 9) and simultaneously places the token on its independent output. The Sink B module then
acknowledges the token on Signal H (Event 10). Upon seeing this acknowledgment, the Read Color A
module releases the token on its independent output since the Read Color module has no ‘‘memory’’ (the
release? generic equals true). The acknowledgment is then propagated back to the SB module (Events 11
and 12). At this point, the SB module acknowledges its input token (Event 13), freeing the SA module to
place a token on its second output (Event 14). This token is then passed through the Union A, Read
Color A, and Sink module (Events 15 and 16) and the acknowledgment is returned (Events 17–19). The
SA module can then acknowledge the token on its input (Event 20), allowing the Source module to
generate the next token 5 ns (step) later.

If we examine the activity on Signal I (the independent output of the Read Color A module), we see
that it goes present after Event 8, released after Event 10, present after Event 15, and released again after
Event 17. Consider the operation of the Terminator module attached to this signal. Since the Terminator
module halts simulation after the number of active events specified by the stop_after generic, if we were to
simulate this example, the simulation would halt after Event 15 (the second active event).

12.2.3 Module Categories

The ADEPT primitive modules may be divided into six categories: control modules, color modules, delay
modules, fault modules, miscellaneous parts modules, and mixed-level modules.
As the name implies, the control modules are used to control the flow of tokens through the model. As

such, the control modules form the major portion of the performance model. The control modules
operate only on the STATUS field of a signal and do not alter the color of a token on a signal. Further, no
elapsed simulation time results from the activation of the control modules since they do not have any
delay associated with them. There are several control modules whose names end in a numeral, such as
‘‘union2.’’ These modules are part of a family of modules that have the same function, but differ in the
number of inputs or outputs that they possess. For example, there are eight ‘‘union’’ modules, ‘‘union2,’’
‘‘union3,’’ ‘‘union4,’’ . . . , ‘‘union8.’’ With the exception of the Switch, Queue, and logical modules, the
control modules have been adapted from those proposed by Dennis [40].
The control modules described above process colored tokens but do not alter the color fields of the

tokens passing through them. Manipulation of the color field of a token is reserved to the color modules.
These color modules permit various operations on the color fields such as allowing the user to read and
write the color fields of the tokens. The color modules also permit the user to compare the color
information carried by the tokens and to control the flow of the tokens based on the result of the
comparisons. The use of these color modules enables high-level modeling of systems at different levels of
detail. These modules permit the designer to add more detail or information to the model by placing and
manipulating information placed on the color fields of tokens flowing through the model. The color fields
of these tokens can be set and read by these modules to represent such things as destination or source
node addresses, data length, data type (e.g., ‘‘digital’’ or ‘‘analog’’), or any type of such information that
the designer feels is important to the design.
The delay modules facilitate the description of data path delays at the conceptual or block level of a

design. As an example, the Fixed Delay module, or the FD module, may be used in conjunction with the
control modules to model the delay in the control structure of a design which is independent on the type
or size of an operation being performed. In contrast, the Data-Dependent Delay module may be used to
model processes in which the time to complete a particular operation is dependent on the amount or type
of data being processed. The input to the Data-Dependent Delay module is contained on one of the color
fields of the incoming token.
The fault modules are used to represent the presence of faults and errors in a system model. The

modules allow the user to model fault injection, fault=error detection, and error correction processes.
The miscellaneous parts category contains modules that perform ‘‘convenience’’ functions in ADEPT.
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Examples include the Collector, Terminator, and Monitor modules. The Collector module is used to
write input activation times to a file, and the Terminator module is used to halt simulation after a
specified number of events have occurred. The Monitor module is a data-collection device that can be
connected across other modules to gather statistical information during a VHDL simulation.
The mixed-level modules support mixed-level modeling in the ADEPT environment by defining the

interfaces around the interpreted and uninterpreted components in a system model. The functions of
these modules and their use in creating mixed-level models are described in more detail in Sections 12.4.2
and 12.4.3.
The complete functionality of each primitive module is defined and the generics associated with each

of the modules are described in the ADEPT Library Reference Manual [42]. The standard ADEPT
module symbol convention is also explained in more detail in the ADEPT Library Reference Manual.
In addition to the primitive modules, there are libraries of more complex modules included in ADEPT.

In general, these libraries contain modules for modeling systems in a specific applications area. These
libraries are also discussed in more detail in the ADEPT Library Reference Manual.

12.2.4 ADEPTs

The ADEPT system is currently available on Sun platforms using Mentor Graphics’ Design Architect as
the front end schematic capture system, or on Windows PCs using OrCAD’s Capture as the front end
schematic capture system. The overall architecture of the ADEPT system is shown in Figure 12.11.
The schematic front end is used to graphically construct the system model from a library of ADEPT

module symbols. Once the schematic of the model has been constructed, the schematic capture system’s
netlist generation capability is used to generate an electronic design interchange format (EDIF) 2.0.0
netlist of the model. Once the EDIF netlist of the model is generated, the ADEPT software is used to
translate the model into a structural VHDL description consisting of interconnections of ADEPT

AM: ADEPT module
PN: Petri net
CPN: Colored Petri net

Schematic
capture

AM
symbol
library

Translator from
EDIF to VHDL

Translator from
EDIF to Petri net

VHDL
simulator

Simulation-based performance and
dependability evaluation 

AM–CPN
description

AM–VHDL
library

PN reduction and
translation to

Markov models

Analytical dependability
evaluation

Markov model
solver

Markov
model

Mentor Graphics’ Design Architect
or
OrCAD’s Capture

Text-based and
graphical 

postprocessing tools

EDIF 2.0.0

EDIF netlister

Structural VHDL

FIGURE 12.11 ADEPT design flow.
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modules. The user can then simulate the structural VHDL that is generated using the compiled VHDL
behavioral descriptions of the ADEPT modules to obtain performance and dependability measures.
In addition to VHDL simulation, a path exists that allows the CPN description of the system model to

be constructed from the CPN descriptions of the ADEPT modules. This CPN description can then be
translated into a Markov model using well-known techniques and then solved using commercial tools to
obtain reliability, availability, and safety information.

12.3 Simple Example of an ADEPT Performance Model

This section presents a simple example of the usage of the primitive building blocks for performance
modeling. The example is a three-computer system wherein the three-computers share a common bus.
The example also presents simulation results and system performance evaluations.

12.3.1 Three-Computer System

This section discusses a simple example to illustrate how the modules discussed previously may be
interconnected to model and evaluate the performance of a complete system. The system to be modeled
consists of three computers communicating over a common bus, as shown in Figure 12.12. Each block
representing a computer can be thought to contain its own processor, memory, and peripheral devices.
The actual ADEPT schematic for the three-computer system is shown in Figure 12.13.
Computer C1 contains some sensors and preprocessing capabilities. It collects data from the

environment, converts it into a more compact form and then sends it to computer C2 via the bus.
The computer C2 further processes the data and passes it to computer C3 where the data are
appropriately utilized. It is assumed that data are transferred in packets and each packet of data is of
varying length. In the example described here, computers C1 and C2 receive packets whose sizes are
uniformly distributed between 0 and 100. The packet size of computer C3 is uniformly distributed
between 0 and 500. The external environment in this example is modeled by a Source module in C1
and a Sink module in C3.
C1 has an output queue, C2 has both an input queue and an output queue, while C3 has one input

queue. All queues in this example are assumed to be of length 8. If the input queues of C2 or C3 are full
the corresponding Q_free signal is released (value¼RELEASED). This interconnection prevents the

Computer 1 Computer 2 Computer 3

Processor Processor Processor

Bus

Q1 Q2 Q3 Q4
Q2_free Q4_free

to_C2 from_C1 to_C3 from_C2

FIGURE 12.12 Three-computer system.
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computer writing into the corresponding queue from placing data on the bus when the queue is full. This
technique not only prevents the bus from being unnecessarily held up but also eliminates the possibility
of a deadlock.
The ADEPT model of Computer 1 (C1) is shown in Figure 12.14. The Source A (SOA) module along

with the Sequence A (SA), Set_Color A (SCA) and Random A (RA) modules generate tokens whose
tag1 field is set according to a distribution which is representative of the varying data sizes that C1
receives. The Data-Dependent Delay A (DDA) models the processing time of C1 which is directly
proportional to the packet size. The unit_step delay for the DDA module is passed down as a generic
d1*1 ns. As soon as a token, representing one packet of data, appears at the output of the DDA module,
the Sequence B (SB), Set_Color B (SCB), and Random B (RB) modules together set the tag1 field of the
token to represent the packet size after processing. The Constant A (COA) and Set_Color C (SCC)
modules set the tag2 field of the token to 2. This coloring indicates to the bus arbitration unit that the
token is to be transferred to C2. The token is then placed in the output Queue (Q1) of C1 and the
token is acknowledged. This acknowledge signal is passed back to the Source A module which then
produces the next token. The Fixed Delay (FDA and FDB) modules represent the read and write times
associated with the Queue. The Switch A (SWA) element is controlled by the Q_free signal from C2
and prevents a token from the output queue of C1 from being placed on the bus if the incoming Q_free
signal is inactive.
Figure 12.15 shows the ADEPT model of Computer 2 (C2). When a token arrives at the data input of

C2 the token is placed at the input of the Queue (Q2). The control output of the Queue becomes the
Q2_Free output of C2. The remaining modules perform the same function as in C1 except that the tag2
field of the tokens output by C2 is set to 3 which indicates to the bus arbitration unit that the token is to
be sent to C3. The DDA module represents the relative processing speed of Computer C2. The unit_step
delay for the DDA module is passed down as a generic d2*1 ns.
The modules defining Computer 3 (C3) are shown in Figure 12.16. A token arriving at the input is

placed in the queue. The DDA element reads one token at a time and provides the delay associated with

Three computer system model

Computer  1 Computer  2 Computer  3

Q2_out_c2 Q4_out_c3C1
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during simulation
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      J
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     J
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FIGURE 12.13 Three-computer system ADEPT schematic.
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the processing time of C3 before the Sink A (SIA) module removes the token. The unit_step delay for the
DDA module is passed down as a generic d3*1 ns.
The bus is shown in Figure 12.17. Arbitration is provided to ensure that both C1 and C2 do not write

onto the bus at the same time. The Arbiter A (AA) element provides the required arbitration. Since
the output of C2 is connected to the IN_1(1) input of the AA element, it has a higher priority over C1.
The Union A (UA) element passes a token present at either of its inputs to its output. The output of the
UA element is connected to the Data-Dependent Delay A (DDA) element, which models the packet
transfer delay associated with moving packets over the bus. The delay through the bus is dependent on
the size of the packet of information being transferred (size stored on the tag1 field). Note that in this
analysis, the bus delay was set to 0. The independent output of the Read_Color A(RCA) element is
connected to the control input of the Decider A (DA) module. The base of the DA element is set to 2.
Since the tag2 field of the token is set to 2 or 3 depending on whether it originated from C1 or C2, the first
output of the Decider A module is connected to C2 and the second output is connected to C3. This
technique ensures that the tokens are passed on to the correct destination, C2 or C3.
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12.3.2 Simulation Results

This section presents simulation results that illustrate the queuing model capabilities of the ADEPT
system. The model enables the study of the overall speed of the system in terms of the number of packets
of information transferred in a given time. It also allows the study of the average number of tokens
present in each queue during simulation, and the effect of varying system parameters on the number of
items in the queues and overall throughput of the system. The generic unit_step delay of the DD elements
(d1, d2, and d3) associated with the three computers is representative of the processing speed of the
computers. The optimal relative speeds of the computers may also be deduced by simulation of this
model. Figure 12.18 shows graphs of the number of items in each queue versus simulation time. These
graphs were generated using the BAARS postsimulation analysis tool. The upper graph shows the queue
lengths when d1, d2, and d3 was set to 5, 5, and 2 ns. The lower graph shows the queue lengths when d1,
d2, and d3 was set to 5, 4, and 1 ns. In the first case, because the processing time of Computer 3 was so
much longer than Computer 1 or 2, the queue in Computer 3 became full at�4000 ns of simulation time.
The filling of the queue in Computer 3 delayed items coming out of Computers 1 and 2 thus causing their
queues to also become full. In the second case, the processing time ratios were such that Computer 3
could keep up with the incoming tokens and the queues never got completely full.
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Table 12.1 summarizes the effect of relative speeds of the computers on the number of packets
transferred. Since the size of the packets received by C3 is uniformly distributed between 0 and 500
while the size of the packets received by C1 and C2 is uniformly distributed between 0 and 100, it is
intuitively obvious that the overall throughput of the system is largely determined by the speed of
Computer C3. The results do indicate this behavior. For example, when the relative instruction execution
times for C1, C2, and C3 are 5, 5, and 2, respectively, a total of 197 packets are transferred. By increasing
the instruction execution time of C2 by one time unit and decreasing the instruction execution time of C3
by one time unit, it is seen that a total of 321 packets are transferred, an increase of slightly over 60%.
This example has illustrated the use of the various ADEPT modules to model a complete system. Note

how the interconnections between modules describing a component of the system are similar to a
flow chart describing the behavior of the component. This example also demonstrated that complex
systems at varying levels of abstraction and interpretation can easily be modeled using the VHDL-based
ADEPTs.
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12.4 Mixed-Level Modeling

As described earlier, performance (uninterpreted) modeling has been previously used primarily by
systems engineers when performing design analysis at the early stages of the design process. Although
most of the design detail is not included in these models since this detail does not yet exist, techniques
such as token coloring can be used to include that design detail that is necessary for an accurate model.
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FIGURE 12.18 Queue lengths versus simulation time for various processing delay times.

TABLE 12.1 System Throughput versus Computer Delay Times

C1
Delay (ns)

C2
Delay (ns)

C3
Delay (ns)

Packets per 100,000
Time Units (ns)

8 8 3 131

9 10 2 194

5 5 2 197

3 5 2 197

2 2 2 197

5 6 1 321

5 4 1 322

4 3 1 384

3 2 1 385

2 2 1 386
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However, most of the detail, especially very low-level information such as word widths and bit encoding,
are not present. In fact, many additional design decisions must be made before an actual implementation
could ever be constructed. In performance models constructed in ADEPT, abstract tokens are used to
represent this information (data and control) and its flow in the system. An illustration of such a
performance model with its analysis was given the three-computer system described in Section 12.3.1. In
contrast, behavioral (interpreted) models can be thought of as including much more design detail often to
the point that an implementation could be constructed. Therefore, data values and system timing are
available and variables typically take on integer, real, or bit values. For example, a synthesizable model of
a carry-lookahead adder would be one extreme of a behavioral model.
It should be obvious that the two examples described above are extremes of the two types of models.

Extensive design detail can be housed in the tokens of a performance model and information in a
behavioral model can be encapsulated in a very abstract type. However, there is always a difference in the
abstraction level of the two modeling types. Therefore, to develop a model that can include both
performance and behavioral models, interfaces between the different levels of design abstraction, called
mixed-level interfaces, must be included in the overall model to resolve differences between these two
modeling domains.
The mixed-level interface is divided into two primary parts which function together; the part that

handles the transition from the uninterpreted domain to the interpreted domain (U=I) and the part
that handles the transition from the interpreted domain to the uninterpreted domain (I=U). The general
structure of a mixed-level model is shown in Figure 12.19.
In addition to the tokens-to-values (U=I) and values-to-tokens (I=U) conversion processes, the mixed-

level interface must resolve the differences in design detail that naturally exist at the interface between
uninterpreted and interpreted elements. These differences in detail appear as differences in data
and timing abstraction across the interface. The differences in timing abstraction across the interface
arise because the components at different levels model timing events at different granularities. For
example, the passing of a token that represents a packet of data being transferred across a network in
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FIGURE 12.19 General structure of a mixed-level model.
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a performance model may correspond to hundreds or thousands of bus cycles for a model at the
behavioral level.
The differences in data abstraction across the interface are due to the fact that typically, performance

models do not include full functional details whereas behavioral models require full functional data
(in terms of values on their inputs) to be present before they will execute correctly. For example, a
performance level modeling token arriving at the inputs to the mixed-level interface for a behavioral
floating point coprocessor model may contain information about the operation the token represents, but
may not contain the data upon which the operation is to take place. In this case, the mixed-level interface
must generate the data required by the behavioral model and do it in a way that a meaningful
performance metric, such as best- or worst-case delays, is obtained.

12.4.1 Mixed-Level Modeling Taxonomy

The functions that the mixed-level interface must perform and the most efficient structure of the
interface are affected by several attributes of the system being modeled and the model itself. To partition
the mixed-level modeling space and better define the specific solutions, a taxonomy of mixed-level model
classes has been developed [43]. The classes of mixed-level modeling are defined by those model
attributes which fundamentally alter the development and the implementation of the mixed-level
interface. The mixed-level modeling space is partitioned according to three major characteristics:

1. Evaluation objective of the mixed-level model
2. Timing mechanism of the uninterpreted model
3. Nature of the interpreted element

For a given mixed-level model, these three characteristics can be viewed as attributes of the mixed-level
model and the analysis effort. Figure 12.20 summarizes the taxonomy of mixed-level models.

Mixed-level modeling objectives. The structure and the functionality of the mixed-level interface are
strongly influenced by the objective that the analysis of the mixed-level model will be targeted toward.
For the purposes of this work, these objectives were broken down into two major categories:

1. Performance analysis and timing verification. To analyze the performance of the system (as defined
previously) and verify that the specific components under consideration meet system timing
constraints. Note that other metrics, such as power consumption, could be analyzed using
mixed-level models, but these were outside the scope of this classification.

2. Functional verification. To verify that the function (input-to-output value transformation) of the
interpreted component is correct within the context of the system model.
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FIGURE 12.20 Mixed-level modeling categories.
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Timing mechanisms. Typically, performance (uninterpreted) models are asynchronous in nature and the
flow of tokens depends on the handshaking protocol. However, in modeling a system that is globally
synchronous (all elements are synchronized to a global clock) a mechanism to synchronize the flow of
tokens across the model can be introduced. This synchronization of the performance model will require
different mixed-level modeling approaches. Thus the two types of system models that affect the mixed-
level interface are

1. Asynchronous models. Tokens on independent signal paths within the system model move
asynchronously with respect to each other and arrive at the interface at different times.

2. Synchronous models. The flow of tokens in the system model is synchronized by some global
mechanism and they arrive at the interface at the same time, according to that mechanism.

Interpreted component. The mixed-level modeling technique strongly depends upon the type of
the interpreted component that is introduced into the performance model. It is natural to partition
interpreted models into those that model combinational elements and sequential elements. Techniques
for constructing mixed-level interfaces for models of combinational interpreted elements have
been developed previously [44]. In the combinational element case, the techniques for resolving the
timing across the interface were more straightforward because of the asynchronous nature of the
combinational elements, and the data-abstraction problem was solved using a methodology similar to
the one presented here. However, using sequential interpreted elements in mixed-level models requires
more complex interfaces to solve the synchronization problem and different specific techniques for
solving the data-abstraction problem. Further research into the problem of mixed-level modeling with
sequential elements suggested that interpreted components be broken down into three classifications as
described below:

1. Combinational elements. Unclocked (with no states) elements
2. Sequential control elements (SCEs). Clocked elements (with states) that are used for controlling

data flow, e.g., a control unit or a controller
3. Sequential data flow elements (SDEs). Elements that include datapath elements and clocked

elements that control the data flow, e.g., control unit and datapath

The major reason for partitioning the sequential elements into SDEs and SCEs is based on the timing
attributes of these elements. In a SCE control input values are read every cycle and control output values
(that control a datapath) are generated every cycle. In contrast, SDEs have data inputs and may have
some control inputs but the output data are usually generated several clock cycles later. This difference in
the timing attributes will dictate a different technique for mixed-level modeling. Because the solution
for the timing and data-abstraction problem for SDEs is more complex, and the solution for SCEs can be
derived from the solution for SDEs, developing a solution for SDEs was the focus of this work.

12.4.2 Interface for Mixed-Level Modeling with FSMD Components

This section describes the interface structure and operation for sequential interpreted elements that can
be described as finite state machines with datapaths (FSMDs) [45]. They consist of a finite state machine
(FSM) used as a control unit, and a datapath, as shown in Figure 12.21. System models are quite often
naturally partitioned to blocks which adhere to the FSMD structure. Each of these FSMDs processes the
data and have some processing delays associated with them. These FSMDs indicate the completion of a
processing task to the rest of the system either by asserting a set of control outputs or by the appearance
of valid data on their outputs. This characteristic of being able to determine when the data-processing
task of the FSMD is completed is a key property in the methodology of constructing mixed-level models
with FSMD interpreted components.
The functions performed by the U=I operator include placing the proper values on the inputs to the

FSMD interpreted model, and generating a clock signal for the FSMD interpreted model. The required
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values to be placed on the inputs to the FSMD interpreted model are either contained on the incoming
token’s information, or ‘‘color’’ fields, are supplied by the modeler via some outside source, or are derived
using the techniques described in Section 12.4.2.1. The clock signal is either generated locally if the
system-level model is globally asynchronous, or converted from the global clock into the proper format if
the system-level model is globally synchronous. The functions performed by the I=U operator include
releasing the tokens back into the performance model at the appropriate time and, if required, coloring
them with new values according to the output signals of the interpreted element. The structure of these
two parts of the mixed-level interface is shown in Figure 12.22. The U=I operator is composed of the
following blocks: a Driver, an Activator, and a Clock_Generator. The I=U operator is composed of
an Output_Condition_Detector, a Colorer, and a Sequential_Releaser.
In the U=I operator, the Activator is used to detect the arrival of a new token (packet of data) to the

interpreted element, inform the Driver of a new token arrival, and to drive control input=s of the
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interpreted element. The Activator’s output is also connected to the I=U operator for use in gathering
information on the delay through the interpreted element. The Driver reads information from the token’s
color fields and drives the proper input signals to the interpreted element according to predefined
assignment properties. The Clock_Generator generates the clock signal according to the overall type of
system-level model, either synchronous or asynchronous.
In the I=U operator, the Output_Condition_Detector detects the completion of the interpreted element

data-processing operation, as discussed earlier, by comparing the element’s outputs to predefined
properties. The Colorer samples the datapath outputs and maps them to color fields according to
predefined binding properties. The Sequential_Releaser, which ‘‘holds’’ the original token, releases it
back to the uninterpreted model upon receiving the signal from the Output_Condition_Detector. The
information carried by the token is then updated by the Colorer and the token flows back to the
uninterpreted part of the model.
Given this structure, the operation of the mixed-level model can be described using the general

example in Figure 12.22. Upon arrival of a new token to the mixed-level interface (U=I operator), the
Read_Color module triggers the Activator component and passes the token to the Sequential_Releaser,
where it is stored until the interpreted component is finished with its operation. Once triggered by the
Read_Color module, the Activator notifies the Driver to start the data-conversion operation on a
new packet of data. In the case of a globally asynchronous system-level model, the Activator will
notify the Clock_Generator to start generating a clock signal. Since the interpreted element is a
sequential machine, the Driver may need to drive sequences of values onto the inputs of the interpreted
element. This sequence of values is supplied to the interpreted element, while the original token is
held by the Sequential_Releaser. This token is released back to the uninterpreted model only when
the Output_Condition_Detector indicates the completion of the interpreted element operation. The
Output_Condition_Detector is parameterized to recognize the completion of data processing by the
particular FSMD interpreted component. Once the Output_Condition_Detector recognizes the comple-
tion of data processing, it signals the Sequential_Releaser to release the token into the performance
model. Once the token is released, it passes through the Colorer which maps the output data of the
interpreted element onto color fields of the token. The new color information on the token may be used
by the uninterpreted model for such things as delays through other parts of the model or for routing
decisions.

12.4.2.1 Finding Values for the ‘‘Unknown Inputs’’ in an FSMD-Based
Mixed-Level Model

As described previously, because of the abstract nature of a performance model, it may not be possible to
derive values for all of the inputs to the interpreted component from the data present in the performance
model. Typically, the more abstract the performance model (i.e., the earlier in the design cycle), the
higher the percentage of input values that will be unknown. In some cases, particularly during the very
early stages of the design process, it is possible that the abstract performance model will not provide
any information to the interpreted element, other than the fact that new data has arrived. In this case, the
data-abstraction gap will be large. This section describes an analytical technique developed to determine
values for these ‘‘unknown inputs’’ such that a meaningful performance metric—best- or worst-case
delay—can be derived from the mixed-level model.
If some (or all) inputs are not known from the performance model, some criteria for deriving the

values on the unknown inputs must be made. Choosing a criterion is based on the objective of the mixed-
level model. For the objective of timing verification, delays (number of clock cycles) through the
interpreted element are of interest. The most common criterion in such cases is the worst-case processing
delay. In some cases, best-case delay may be desired. If the number of unknown inputs is small, an
exhaustive search for worst=best case may be practical. Therefore, it is desirable to minimize the number
of unknown inputs which can affect the delay through the interpreted element. The methods for
achieving this objective are described conceptually in Section 12.4.2.1.1. By utilizing these methods,
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the number of unknown inputs is likely to be reduced but unknown inputs will not be eliminated
completely. In this case, the performance metrics of best- and worst-case delay can be provided by a
‘‘traversal’’ of the state graph of the SDE component. Section 12.4.2.1.2 describes the traversal method
developed for determining the delays through a sequential element.
Note that in the algorithms described below, the function of the SDE component is represented by the

state transition graph (STG) or state table. These two representations are essentially equivalent and are
easily generated from a behavioral VHDL description of the SDE, either by hand, or using some of the
automated techniques that have been developed for formal verification.

12.4.2.1.1 Reducing the Number of Unknown Inputs

Although it is not essential, reducing the number of unknown inputs can simplify the simulation of a
mixed-level model significantly. Since the FSMD elements being considered have output signals that can
be monitored to determine the completion of data processing as discussed previously, other outputs may
not be significant for performance analysis. Therefore, the ‘‘nonsignificant’’ (insignificant) outputs can be
considered as ‘‘don’t cares.’’ By determining which inputs do not affect the values on the significant
outputs, it is possible to minimize the number of unknown delay affecting inputs (DAIs).
The major steps in the DAI detection algorithm are as follows:

Step 1. Select the ‘‘insignificant’’ outputs (in terms of temporal performance).
Step 2. In the state transition graph (STG) of the machine, replace all values for these outputs with

a ‘‘don’t-care’’ to generate the modified state machine.
Step 3. Minimize the modified state machine and generate the corresponding state table.
Step 4. Find the inputs which do not alter the flow in the modified state machine by detecting

identical columns in the state table, and combining them by implicit input enumeration.

This method is best illustrated by an example. Consider the state machine which is represented by the
STG shown in Figure 12.23. This simple example is a state machine with two inputs, X1 and X2, and two
outputs, Y1 and Y2. This machine cannot be reduced, i.e., it is a minimal state machine. Assume that this
machine is the control unit of an FSMD block and that the control output Y1 is the output which
indicates the completion of the ‘‘data processing’’ when its value is 1. Thus, output Y2 is an ‘‘insignificant
output’’ in terms of delay in accordance with Step 1. Therefore, a ‘‘don’t-care’’ value is assigned to Y2 as
per Step 2. The modified STG is shown in Figure 12.24. As per Step 3, the modified STG is then reduced.
In this example, states A, C, and E are equivalent (can be replaced by a single state, K) and the minimal
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FIGURE 12.23 STG of a two-inputs two-outputs state machine.
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machine consists of three states, K, B, and D. This minimal machine is described by the state table
shown in Table 12.2.
All possible input combinations appear explicitly in Table 12.2. However, it can be seen that the first

two columns of the table are identical (i.e., the same next state and output value for all possible present
states). Similarly, the last two columns of the table are identical. Therefore, in accordance with Step 4,
these columns can be combined yielding the reduced state table shown in Table 12.3.
The reduced state table reveals that the minimal machine does not depend on the value of input X2.

Therefore, the conclusion is that input X2 is not a DAI. This result implies that by knowing only the value
of input X1, the number of clock cycles (transitions in the original STG) required to reach the condition
that output Y1¼ 1 can be determined regardless of the values of X2. This is the case for any given initial
state. It is important to emphasize that the paths in the original STG and their lengths are those which
must be considered during the traversal process and that the modified state machine is used only for the
purpose of detecting non-DAIs. The machine which is actually being traversed during the mixed-level
simulation is the original state machine with all its functionality.
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FIGURE 12.24 STG with ‘‘significant’’ output values only.

TABLE 12.2 Next State and Output Y1 of the Minimal
Machine

PS\X1X2 00 01 10 11

K¼ (ACE) K, 0 K, 0 B, 0 B, 0

B K, 0 K, 0 D, 0 D, 0

D K, 1 K, 1 D, 0 D, 0

TABLE 12.3 Minimal Machine with Implicit Input
Enumeration

PS\X1X2 0� 1�
K¼ (ACE) K, 0 B, 0

B K, 0 D, 0

D K, 1 D, 0
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To demonstrate the meaning of an input which is not a DAI, consider the original state machine
represented by the graph in Figure 12.23 and assume that the initial state is A. Consider, for example, one
possible sequence of values on input X1 to be 0, 1, 0, 0, 1, 1, 0. By applying this input sequence, the
sequence of values on output Y1 is 0, 0, 0, 0, 0, 0, 1, regardless of the values applied to input X2. Therefore,
two input sequences which differ only in the values of the non-DAI input X2 will produce the same
sequence of values on the ‘‘significant’’ output Y1. For example, the sequence X1X2¼ 00, 10, 00, 01, 10,
10, 01 will drive the machine from state A to E, B, C, E, B, D, and back to A, and the sequence of values
on output Y1 will be as above. Another input sequence, X1X2¼ 01, 11, 01, 00, 11, 11, 00, in which the
values of X1 are identical to the previous sequence, will drive the machine from state A to C, B, E, C, B, D,
and back to A, while the sequence of values on output Y1 is identical to the previous case. Therefore, the
two input sequences will drive the machine via different states but will produce an identical sequence
of values on the ‘‘significant’’ output (which also implies that the two paths in the STG have an
equal length).

12.4.2.1.2 Traversing the STG for Best and Worst Delays

After extracting all possibilities for minimizing the number of unknown inputs, a method for determin-
ing values for those unknown inputs which are DAIs is required. The method developed for mixed-level
modeling is based on the traversal of the original STG of the sequential interpreted element. As explained
earlier, some combination of output values may signify the completion of processing the data. The search
algorithm will look for a minimum or maximum number of state transitions (clock cycles) between the
starting state of the machine and the state (Moore machine) or transition (state and input combination—
Mealy machine), which generates the output values which signify the completion of data processing.
Once this path is found, the input values for the unknown DAIs that will cause the SDE to follow this
state transition path will be read from the STG and applied to the interpreted component in the
simulation to generate the required best- or worst-case delay. Since the state machine is represented by
the STG, this search is equivalent to finding the longest or shortest path between two nodes in a directed
graph (digraph).
The search for the shortest path utilizes a well-known algorithm. Search algorithms exist for both

single-source shortest path and all-pairs shortest path. One of the first and most commonly used
algorithms is Dijkstra’s algorithm [46], which finds the shortest path from a specified node to any
other node in the graph. The search for all-pairs shortest path is also a well-investigated problem. One
such algorithm by Floyd [47] is based on work by Warshall [48]. Its computation complexity is O(n3)
when n is the number of nodes in the graph, which makes it quite practical for moderate-sized graphs.
The implementation of this algorithm is based on Boolean matrix multiplication and the actual
realization of all-pairs shortest paths can be stored in an n3 n matrix. Utilizing this algorithm required
some enhancements to make it applicable to mixed-level modeling. For example, if some of the inputs to
the interpreted element are known (from the performance model), then the path should include
transitions that include these known input values.
In contrast, the search for the longest path is a more complex task. It is an NP-complete problem that

has not attracted significant attention. Since most digraphs contain cycles, the cycles need to be handled
during the search to prevent a path from containing an infinite number of cycles. One possible restriction
that makes sense for many state machines that might be used in mixed-level modeling is to construct a
path that will not include a node more than once. Given a digraph G(V, E) that consists of a set of vertices
(or nodes) V¼ {v1, v2, . . . } and a set of edges (or arcs) E¼ {e1, e2, . . . }, a simple path between two vertices
vinit and vfin is a sequence of alternating vertices and edges P¼ vinit, en, vm, enþ1, vmþ1, enþ2, . . . , vfin in
which each vertex does not appear more than once. Although an arbitrary choice was made to implement
the search allowing each vertex to appear in the path only once, the same algorithm could be easily
modified to allow the appearance of each vertex a maximum of N times.
Given an initial node and a final node, the search algorithm developed for this application starts from

the initial node and adds nodes to the path in a depth-first-search (DFS) fashion, until the final node is
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reached. At this point, the algorithm backtracks and continues looking for a longer path. However, since
the digraph may be cyclic, the algorithm must avoid the possibility of increasing the path due to a
repeated cycle, which may produce an infinite path.
The underlying approach for avoiding repeated cycles in the algorithm dynamically eliminates the

cycles while searching for the longest simple path. Let u be the node that the algorithm just added to
the path. All the in-arcs to node u can be eliminated from the digraph at this stage of the path
construction. The justification for this dynamic modification of the graph is that, while continuing in
this path, the simple path cannot include u again. While searching forward, more nodes are being added
to the path and more arcs can be removed temporarily from the graph. At this stage, two things may
happen (1) either the last node being added to the path is the final node or (2) the last node has no out-
arcs in the dynamically modified graph. These two cases are treated in the same way except that in the
first case the new path is checked to see if it is longer than the longest one found so far. If it is, the longest
path is updated. However, in both cases the algorithm needs to backtrack.
Backtracking is performed by removing the last node from the path, hence decreasing the path length

by one. During the process of backtracking, the in-arcs to a node being removed from the path must be
returned to the current set of arcs. This process will enable the algorithm to add this node when
constructing a new path. At the same time, whenever a node is removed from the path, the arc that
was used to reach that node is marked in the dynamic graph. This process will eliminate the possibility
that the algorithm repeats a path that was already traversed. Therefore, by dynamically eliminating and
returning arcs from=to the graph, a cyclic digraph can be treated as if it does not contain cycles. The
process of reconnecting nodes, i.e., arcs being returned to the dynamic graph, requires that the original
graph be maintained. A more detailed description of this search algorithm can be found in Ref. [49].
The restriction that a longest path does not include any node in the graph more than once may not be

appropriate for all cases. In some mixed-level modeling cases, a more realistic restriction might be that
the longest path does not include any transition (arc) more than once. A longest-path with no repeated
arcs may include a node multiple times as long as it is reached via different arcs. In the case of more than
one transition that meets the condition on the output combination, a search for the longest path should
check all paths between the initial state and all of these transitions. However, such a path should include
any of these transitions only once, and it should be the last one in the path.
Performing a search with the restriction that no arc is contained in the path more than once requires

maintaining information on arcs being added or removed from the path. Maintaining this information
during the search makes the algorithm and its implementation much more complicated relative to the
search for the longest path with no repeated nodes. Therefore, a novel approach to this problem was
developed. The approach used is to map the problem to the problem of searching for the longest path
with no repeated nodes. This mapping can be accomplished by transforming the digraph to a new
digraph, to be referred to as the transformed digraph (or Tdigraph). Given a digraph, G(V, E), which
consists of a set of nodes V¼ {v1, v2, . . . , vk} and a set of arcs E¼ {e1, e2, . . . , el} the transformation tmaps
G(V, E) into a Tdigraph TG(N, A), where N is its set of nodes and A its set of arcs. The transformation is
defined as t(G(V, E))¼TG(N, A), and contains the following steps:

Step 1. 8(ei 2 E) generate a node ni 2 N.
Step 2. 8(v 2 V) and 8 ep 2 dvin,eq 2 dvout

� �
generate an arc a 2 A such that a: np ! nq.

The first step is used to create a node in the Tdigraph for each arc in the original digraph. This one-to-
one mapping defines the set of nodes in the Tdigraph to be N¼ {n1, n2, . . . , nl}, which has the same
number of elements found in the set E.
The second step creates the set of arcs, A¼ {a1, a2, . . . , au}, in the Tdigraph. For each node in the

original digraph and for each combination of in-arcs and out-arcs to=from this node, an arc in
the Tdigraph is created. For example, given a node v with one in-arc ei and one out-arc ej, ei is mapped
to a node ni, ej is mapped to a node nj, and an arc from ni to nj is created. In Step 2 of the transformation
process, it is guaranteed that all possible connections in the original digraph are preserved as transitions
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between nodes in the Tdigraph. As a result of this transformation, the restriction on not visiting an arc
more than once in the original digraph is equivalent to not visiting a node more than once in the
Tdigraph. Therefore, by using this transformation, the problem of searching for the longest path with no
repeated arcs in the original digraph is mapped to a search for the longest path with no repeated nodes in
the Tdigraph. The algorithm described above can then be used to search the Tdigraph.
This transformation is best illustrated by a simple example. Consider the digraph shown in Figure

12.25a. The arcs in this digraph are labeled by numbers 0–6. The first step of the transformation is to
create a node for each arc in the original digraph. Therefore, there will be seven nodes, labeled 0–6, in the
Tdigraph as shown in Figure 12.25b. The next step is to create the arcs in the Tdigraph. As an illustration
of this step, consider node C in the original digraph. Arc ‘‘2’’ is an in-arc to node C while arcs ‘‘3’’ and
‘‘4’’ are out-arcs from node C. Applying Step 2 results in an arc from node ‘‘2’’ to node ‘‘3’’ and a second
arc from node ‘‘2’’ to node ‘‘4’’ in the Tdigraph. Considering node B in the original digraph, the Tdigraph
will include an arc from node ‘‘1’’ to node ‘‘2’’ and an arc from node ‘‘5’’ to node ‘‘2.’’ This process is
repeated for all the nodes in the original digraph until the Tdigraph, as shown in Figure 12.25b, is formed.
A search algorithm can now be executed to find the longest path with no repeated nodes.
A mixed-level modeling methodology, which is composed of all the methods described above, has been

integrated into the ADEPT environment. The steps for minimizing the unknown inputs can be
performed prior to simulating the mixed-level model. On the other hand, the search for longest=shortest
possible delay must be performed during the simulation itself. This requirement arises because each
token may carry different information which may alter the known input values and, therefore, alter the
search of the STG. The STG traversal process has been integrated into the ADEPT modeling environ-
ment using the following steps: (1) when a token arrives to the mixed-level interface, the simulation is
halted and the search for minimum=maximum number of transitions is performed and (2) upon
completion of the search, the simulation continues while applying the sequence of inputs found in the
search operation. The transfer of information between the VHDL simulator and the search program,
which is implemented in C is done by using the simulator’s VHDL=C interface. A component called the
Stream_Generator has been created that implements the STG search process via this interface.
Since mixed-level models are part of the design process and are constructed by refining a performance

model, it is likely that many tokens will carry identical relevant information. This information may be
used for selective application of the STG search algorithm, hence increasing the efficiency of the mixed-
level model simulation. For example, if several tokens carry exactly the same information (and assuming
the same initial state of the FSM), the search is performed only once, and the results can be used for the
following identical tokens.
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FIGURE 12.25 Transformation of a digraph.
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12.4.2.2 Example of Mixed-Level Modeling with an FSMD Component

This section presents an example of the construction of a mixed-level model with an FSMD interpreted
component. The example is based on the performance model of an execution unit of a particular
processor. This execution unit is composed of an integer unit (IU), a floating-point unit (FPU), and a
load-store unit (LSU). These units operate independently although they receive instructions from the
same queue (buffer of instructions). If the FPU is busy processing one instruction and the following
instruction requires the FPU, it is buffered, waiting for the FPU to be free again. Meanwhile, instructions
which require the IU can be consumed and processed by IU at an independent rate. Both the FPU and
the IU have the capability of buffering only one instruction. Therefore, if two or more consecutive
instructions are waiting for the same unit, the other units cannot receive new instructions (since the
second instruction is held in the main queue). One practical performance metric that can be obtained
from this model is the time required for the execution unit to process a given sequence of instructions.
Because the FPU was identified as the most complex and time critical portion of the design, a

behavioral description of a potential implementation of it was developed. At this point, a mixed-level
model, in which the behavioral description of the FPU is introduced into the performance model, was
constructed using the interface described above. The mixed-level model is shown in Figure 12.26. The
mixed-level interface is constructed around the interpreted block which is the behavioral description of
the FPU. This FPU is an FSMD type of element, and the interpreted model consists of a clock cycle-
accurate VHDL behavioral description of this component. The inputs to the FPU include the operation
to be performed (Add, Sub, Comp, Mul, MulAdd, and Div), the precision of the operation (single or
double), and some additional control information. The number of clock cycles required to complete any
instruction depends on these inputs.
Figure 12.27 shows the execution unit performance derived from the mixed-level model for three

different instruction traces. In this case, only 40% of the inputs have values that are supplied by the
abstract performance model, the remainder of the values for the inputs are derived using the techniques
described in Section 12.4.2.1. The performance value is normalized by defining unity to be the amount of
time required to process a trace according to the initial uninterpreted performance model. In this
example, the benefit of the simulation results of the mixed-level model is clear. It provides performance
bounds in terms of best- and worst-case delays, for the given implementation of the FPU.

12.4.3 Interface for Mixed-Level Modeling with Complex
Sequential Components

A methodology and components for constructing a mixed-level interface involving general sequential
interpreted components that can be described as FSMDs was detailed in the previous section. However,
many useful mixed-level models can be constructed that include sequential interpreted components that
are too complex to be represented as FSMDs, such as microprocessors, complex coprocessors, network
interfaces, etc. In these cases, a more ‘‘programmable’’ mixed-level interface that is able to deal with the
additional complexity in the timing abstraction problem was needed. This section describes the ‘‘watch-
and-react’’ interface that was created to be a generalized, flexible interface between these complex
sequential interpreted components and performance models.
The two main elements in the watch-and-react interface are the Trigger and the Driver. Figure 12.28

illustrates how the Trigger and Driver are used in a mixed-level interface. Both elements have ports that
can connect to signals in the interpreted components of a model. Collectively, these ports are referred to
as the probe. The primary job of the Trigger is to detect events on the signals attached to its probe, while
the primary job of the Driver is to force values onto the signals attached to its probe. The Driver decodes
information carried in tokens to determine what values to force onto signals in the interpreted model
(the U=I interface) and the Trigger encodes information about events in the interpreted model onto
tokens in the performance model (the I=U interface).
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The Trigger and Driver were designed to be as generic as possible. A command language was designed
that specifies how the Trigger and Driver should behave to allow users to easily customize the behavior of
the Trigger and Driver elements without having to modify their VHDL implementation. This command
language is interpreted by the Trigger and Driver during simulation. Because the language is interpreted,
changes can be made to the Trigger and Driver programs without having to recompile the model, thus
minimizing the time required to make changes to the mixed-level model.
The schematic symbol for the Trigger is shown in Figure 12.29. The primary job of the Trigger is

to detect events in the interpreted model. The probe on the Trigger is a bus of std_logic signals
probe_size bits wide, where probe_size is a generic on the symbol. There is one token output
called out_event_token and one token output called out_color_token. Tokens generated by
the Trigger when events are detected are placed on the out_event_token port. The condition
number (an integer) of the event that caused the token to be generated is placed on the condition
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FIGURE 12.27 Performance comparison of the execution unit for three instruction traces.
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FIGURE 12.28 Watch-and-react mixed-level interface.
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tag field, which is specified as a generic on the symbol. Also, each time a signal changes on the probe,
the color of the token on the out_color_token port changes appropriately regardless of whether
an event was detected or not. The probe value is placed on the probe_value tag field of the
out_color_token port. The sync port is used to synchronize the actions of the Trigger element
with the Driver element as explained below.
The name of the file containing the Trigger’s program is specified by the filename generic on the

symbol. The delay_unit generic on the symbol is a multiple that is used to resolve the actual length of
an arbitrary number of delay units specified by some of the interface language statements.
The schematic symbol for the Driver element is shown in Figure 12.30. The primary job of the

Driver is to create events in the interpreted model by driving values on its probe. These values come from
either the command program, or from the values of tag fields on the input tokens to the Driver. The
probe on the Driver is a bus of std_logic signals probe_size bits wide, where the probe_size is a
generic on the symbol. There is one token input called in_event_token, one token input called
in_color_token, and a special input for a std_logic type clock signal called clk. The clk input
allows Driver to synchronize its actions with an external interpreted clock source. The sync port is used
to synchronize the actions of the Driver element with the Trigger element. The filename and
delay_unit generic on the symbol function the same as for the Trigger.

I$ IN

IN

OUT

OUT

sync

Trigger
out_event_token

condition : tag 1

probe_value  : tag 1

probe (probe_size-1:0)

out_colour_token

file name : no name

probe_size : 4

delay_unit : 1 ns

FIGURE 12.29 Schematic symbol for the Trigger.

OUT

sync

Driver

I$

IN
clk

IN
in_event_token

condition : tag1

probe_value : tag1

probe(probe_size–1:0)
in_event_token

file name : no name
probe_size : 4
delay_unit : 1 ns

IN OUT

FIGURE 12.30 Schematic symbol for the Driver.

Performance Modeling and Analysis Using VHDL and SystemC 12-37



As discussed previously, a command language was developed to allow the user to program the actions
of the Trigger and Driver. This command language is read by the Trigger and Driver at the beginning of
the simulation. Constructs are available within the command language to allow waiting on events
of various signals and driving values or series of values on various signals, either asynchronously,
or synchronous with a specified clock signal. In addition, several looping and go-to constructs are
available to implement complex behaviors more easily. A summary of the syntax of the command
language constructs is shown in Table 12.4.

12.4.3.1 Example of Mixed-Level Modeling with a Complex Sequential Element

This section presents an example which demonstrates how the Trigger and Driver elements can be used
to interface an interpreted model of a complex sequential component with an uninterpreted model.
In this example, the interpreted model is a microprocessor-based controller and the uninterpreted model
is that of a motor control system including a motor controller and a motor. The motor controller
periodically asserts the microcontroller’s interrupt line. The microcontroller reacts by reading the
motor’s current speed from a sensor register on the motor controller, calculating the new control
information, and writing the control information to the motor controller.
The microcontroller system consists of interpreted models of eight-bit, RISC-like microprocessor,

RAM, memory controller, I=O controller, and clock. The memory controller handles read and write
requests issued by the processor to the RAM, while the I=O controller handles read and write request
issued by the processor to an I=O device. In the system model, the I=O device is the uninterpreted model
of a motor controller. A schematic of the model is shown in Figure 12.31.
Three Triggers and two Drivers are used to construct the mixed-level interface for the control system

model. One of the Triggers is used to detect when the I=O controller is doing a read or write. The other
two Triggers are used to collect auxiliary information about the operation, such as the address on the
address bus and data on the data bus. One of the Drivers is used to create a microcontroller interrupt and
the other Driver is used to force data onto the data bus when the processor reads from the speed sensor
register on the motor controller.
The interrupt Driver’s program is listed in Figure 12.32. The program begins by forcing the interrupt

line to ‘‘Z’’ and then waiting for a token from the uninterpreted model of the motor controller to arrive.
Once a token arrives, the program forces the interrupt line high for 10 clock cycles. This condition is
accomplished by using a for-next statement with a wait_on_rclk as the loop body. After 10 clock
cycles, the program jumps to line 10 where the cycle begins again.
The data Driver’s program is listed in Figure 12.33. The program begins by also waiting for a token

from the uninterpreted model of the motor controller to arrive. If the value on the condition tag field of
the token is 1, then ‘‘ZZZZZZZZ’’ is forced onto the data bus. If the condition tag field value is 3, then the
value on the probe_value tag field of the in_color_token input is forced on the data bus. This
process is repeated for every token that arrives.
The I=O Trigger’s program is listed in Figure 12.34. This Trigger waits until there is a change on the

probe. Once there is a change, the program checks to see if the I=O device is being unselected, written
to, or read from. If one of the when statements matches the probe value, then its corresponding output
statement is executed. An output of 1 corresponds to the I=O device not being selected. An output
of 2 corresponds to the processor writing control information to the motor controller. An output of
3 corresponds to the processor reading the motor’s speed from the sensor register on the motor
controller.
Figure 12.35 shows the results from the mixed-level model as a plot of the sensor output and the

processor’s control response. Some random error was introduced to the sensor’s output to reflect
variations in the motor’s load as well as sensor noise. The target speed for the system was 63 ticks
per sample time (a measure of the motor’s RPM). The system oscillates slightly around the target value
because of the randomness introduced into the system.
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TABLE 12.4 Trigger and Driver Command Programming Language Constructs

Command Element Meaning

–<comment> Both Comment—no action

alert_user Both Print message in simulation window

delay_for<T> Both Delay for<T> time units where the time unit is
specified as a generic on the module’s symbol

end Both End the command program

for<N> Both Iterate N times over the sequence of statement in the
loop body

<loop body>

next

goto<L> Both Go to line<L> in the command program

output_sync Both Generate a token on the sync output of the module

wait_on_sync Both Wait for an occurrence of a token on the sync port of
the module

case_probe_is Trigger Conditionally execute some sequence of statements
depending on the STD_LOGIC value of the probe
signal

when<STD_LOGIC_VAL>

<sequence of statements>

when . . .

end_case

output<INTEGER_VAL> after<T> Trigger Generate a token on the Trigger’s output with the
value of<INTEGER_VAL> on the tag field
specified by the generic on the symbol
after<T> time units

trigger Trigger Must appear as the first statement in the Trigger’s
command program

wait_on<STD_LOGIC_VAL> Trigger Wait until the probe signal takes on the specified
STD_LOGIC value

wait_on_probe Trigger Wait until there is ANY event on the probe signal

case_token_is Driver Conditionally execute some sequence of statements
depending on the integer value of the input token’s
tag field specified by the generic on the symbol

when<INTEGER_VAL>

<sequence of statements>

when . . .

end_case

driver Driver Must appear as the first statement in the Driver’s
command program

dynamic_output_after<T> Driver Force the value from the specified tag field of the
input token onto the probe after<T> time units

output<STD_LOGIC_VAL> after<T> Driver Force the specified STD_LOGIC value onto the
probe signal after<T> time units

wait_on<INTEGER_VAL> Driver Wait until a token with the given integer value on the
tag field specified by the generic on the symbol
arrives on the in_event_token signal

wait_on_fclk Driver Wait until the falling edge of the clock occurs

wait_on_rclk Driver Wait until the rising edge of the clock occurs

wait_on_token Driver Wait until a token arrives on the in_event_token
signal
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driver
10 output Z after 0
20 wait_on_token
30 output 1 after 0
40 for 10
50 wait_on_rclk
60 next
70 goto 10
80 end

FIGURE 12.32 Interrupt Driver’s pro-
gram for the control system.

driver
10 wait_on_token
20 case_token_is
30     when 1
40        -- sensor not selected
50        output ZZZZZZZZ after 0
60     when 3
70        -- sensor selected for reading
80        dynamic_output_after 0
90 end_case
100 goto 10
110 end

FIGURE 12.33 Data Driver’s program for the control
system.

trigger
10 wait_on_probe
20 case_probe_is
30     when 111
40        -- sensor not selected
50        output 1 after 0
60     when 001
70        -- sensor selected for writing
80        output 2 after 0
90     when 010
100       -- sensor selected for reading
110       output 3 after 0
120 end_case
130 goto 10
140 end

FIGURE 12.34 I=O Trigger’s program for the control system.
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FIGURE 12.35 Sensor and processor outputs for the control system.
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12.5 Performance and Mixed-Level Modeling Using SystemC

This section describes a performance-modeling environment capable of mixed-level modeling that is
based on the SystemC language [50]. The environment is intended to model the system at the Processor
Memory Switch level much like the Honeywell PML environment described earlier. The goal of this work
was to show how SystemC could be used to construct a mixed-level modeling capability.
In the SystemC-based PBMT (Performance-Based Modeling Tool), the user begins by describing the

functions executed by the system as a task graph. A task graph is a representation of the flow of execution
through an application. The nodes in a task graph represent computational tasks, and the edges in a task
graph represent the flow of control, or the actual transfer of data, between tasks. An example of a
task graph for a simple application is shown in Figure 12.36. Note that the topology shown in the figure,
the example application has the opportunity for some tasks, such as Task 2, Task 3, and Task 4, to be
executed in parallel if the system architecture upon which the application is to be executed, allows for it.
Once the task graph model is constructed, the user then selects a system architecture on which

the application will execute. The system architecture is specified by the number of processors in the
architecture, and an interconnect topology used to provide communications between them. The available
interconnect topologies include a bus (a single shared communications resource), a crossbar switch
(a partially shared communications resource), or fully connected (a completely nonshared communica-
tion resource). Note that in this high-level architecture model, what actually constitutes a processor in the
system is not specified. That is, a processor is simply modeled as a computational resource and may in
implementation be a general-purpose processor (of any clock speed), a special purpose processor like a
DSP, or custom hardware for a specific task.
Once the system architecture is specified, all that remains is for the user to specify upon which

processor each of the tasks is to execute and what the total execution time for that task on the specific
processor will be. This delay value may be either fixed, or dependent on the amount of data that is passed
into the task by the previous task in the graph. Once this task-to-processor mapping and delay
specification is done, the complete SystemC model is constructed and simulated using either the
reference simulator, included as part of the SystemC distribution available in Ref. [10], or the commercial
Mentor Graphics ModelSim simulator which includes the capability to cosimulate SystemC models along
with Verilog or VHDL models.
Figure 12.37 shows the results of executing the task graph of Figure 12.36 on three different system

architectures. All of the architectures utilize a single shared bus for communications. The first result is
for an architecture with only a single processor. In this case, the obvious result is that all of the tasks
execute in sequence on the single processor and the run time is simply the sum of the individual task
execution times. The second result is for a three-processor architecture. In this case, after Task 1

Task 2

Task 3

Task 4

Task 1

Task 7

Task 5

Task 6 Task 8

FIGURE 12.36 Example task graph.

12-42 Computer Aided Design and Design Automation



completes, some latency can be seen before Tasks 3 and 4 begin execution. This accounts for the
communication time required to send data from the processor that executed Task 1 to the processors
that are executing Tasks 3 and 4. In addition, the graph shows that Task 4 begins execution after Task 3
because of the contention for the single shared bus communications resource. Likewise, the latency
between the end of execution for Tasks 5–7, and the start of execution for Task 8 accounts for the time
required to communicate Tasks 6 and 7’s results back to the single processor that is schedule to execute
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FIGURE 12.37 Parallel example shared bus timelines.
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Task 8. The overall run time for this configuration is much less than the first example because the
inherent parallelism in the application is being exploited by the selected architecture. Finally, the third
result is for a four-processor architecture. In this simulation, Tasks 1 and 8 are allocated to the fourth
processor, separate from the other Tasks 2–7. This results in additional communications time being
required using the single bus to transfer all of the data from, and back to, that extra processor. Thus, as
can be seen from the graph this architecture actually takes longer than the three processor architecture to
execute the application.

12.5.1 SystemC Background

This section describes some of the basic concepts of SystemC and how it is used to model systems at a
high level. SystemC is a library extension to Cþþ. Essentially, SystemC uses a set of classes and
predefined functions to build a new ‘‘language’’ on top of Cþþ. The basic unit of a SystemC model is
the SC_MODULE class. The SC_MODULE is roughly equivalent to an entity in VHDL. It can have input,
output, and bidirectional ports. However, it is a Cþþ class and as such it can, and does, have member
functions. Any member function that is declared as public can be accessed just like the member function
of any other class. Every SC_MODULE must have at least one public member function, its constructor. In
the constructor the module is given a SystemC name, and declares if it has any processes, and does
anything else necessary to get the model ready for simulation. There are two types of processes in
SystemC, the SC_THREAD and the SC_METHOD. The behavior of a process must first be declared as a
member function, then that member function can be declared to be either an SC_THREAD or an
SC_METHOD in the constructor. The primary differences are how they behave when they reach the
end of their definition, and when the scheduler activates them.
An SC_THREAD will terminate, and never be activated again, if it reaches the end of its description.

Typically SC_THREADs are infinite loops with one or more wait statements to break the execution, and
wait on some signal change or other event. An SC_METHOD will be activated any time something it is
sensitive to changes, and will run once through to the end of its description. If something an
SC_METHOD is sensitive to changes again, it will run again. SC_THREADs do have the ability to use a
form of the wait command that is not available to SC_METHODs. They may use a wait command with no
parameters which will cause them to be reactivated and continue execution with the line after the wait
statement when something in their sensitivity list has an event.
As indicated by the discussion of processes, SystemC uses an event-driven simulationmethodology. The

library provides basic signal classes that have a notify-update sequence much like VHDL. As mentioned in
the Transaction Level Modeling discussion above, SystemC has a concept of channels. A channel is
generally some means of moving information. The basic signal classes provided are base channels. A
designer could potentially design some new base channel type that has the same interfaces as the existing
base channels. However, building a new base channel is rather involved since its implementation must
interact directly with the scheduler to implement the notify=update semantics of a signal. Additionally,
such a user-designed base channel would still only have a basic interface, and could not have any internal
processes, thus would not provide significant abstraction leveraging for the amount of time required
to design it. Instead designers should use what is called a hierarchical channel for most modeling needs.
A hierarchical channel is a channel that is made up of a number of elements of base classes. A hierarchical
channel can have any number of ports, or methods. The methods that a module could use to access the
channel, and convey information through it, are called interface methods. For a module to be able to access
an interface method the channel needs to have a defined interface that it inherits. The sc_interface
class is used as a base class to define such an interface. The file in Figure 12.40 shows one such interface
class. Once an interface class has been defined and inherited by the channel, then anymodule with a port of
that type can be bound to the channel’s interface. In addition to the base channel classes, the SystemC
library provides an event object that can be waited upon using the same syntax as a wait for a signal change
event. For more details on the syntax, classes, and functions of SystemC the reader may refer to Ref. [10].

12-44 Computer Aided Design and Design Automation



At the time of this writing, there are several options for simulating SystemC models. The two most
robust SystemC simulators are the reference simulator, available with the SystemC distribution, and the
ModelSim simulator as mentioned above. Because of some internal implementation details which
differ between the two simulators, there are minor code differences required in the performance models
between the two simulators. The differences and the techniques for enabling the models to be compiled
and run in either simulators are described in the sections below.

12.5.2 SystemC Performance Models

The performance models described herein take advantage of the Cþþ foundations of SystemC to
provide a highly parameterizable simulation environment that loads most of the parameters at run
time. Figure 12.38 shows the class definition for the top level of the simulation model, and the relevant
comments. The top-level entity makes use of a pointer to an object of type SIM, declared in the header
file generic.h, to allow the constructor arguments to be read in from the top_config.txt file rather than
statically specified in the source code. When the simulation is loaded the SystemC constructor
(SC_CTOR in the code) will be called. The constructor will create a streambuf object, a number of
processors variable, a connection type variable, as well as a pointer variable to point to an object of type
SIM. It will then open the top_config.txt file and associate it with the streambuf variable. Then it will
read an unsigned value into the number of processors variable, then read an unsigned value into the
connection type variable. Once those values are read in then the constructor uses the ‘‘new’’ command to
instantiate a new object of type SIM. The ‘‘new’’ command allows passing variable constructor argu-
ments to the objects constructor, so the new SIM object’s constructor builds the object with the value
of num_processors processors, and the value of connect_type interconnect number. If the
number of processors or interconnect type was specified via a template argument, or a fixed constructor

#ifndef MY_MAIN
#define MY_MAIN

#include <systemc.h>
#include "generic.h"

SC_MODULE(main_sim)
{

SIM *simulation;

SC_CTOR(main_sim)
{

ifstream topFile;
unsigned num_processors; 
//1 to 9, could be to 10^13 or memory constraints except for modelsim 

namebinding
unsigned connect_type;   //1,2,3 are valid
topFile.open("top_config.txt");//this doesn't do error check!
topFile>>num_processors;
//get info from file & set num_processors,connect_type
topFile>>connect_type;// read in the interconnect type to use
simulation = new SIM("simulation",num_processors,connect_type); 
// systemC name,number of processor ,connection class

};

};
#endif

FIGURE 12.38 Top-level class definition.
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value (e.g., ‘‘simulation¼new SIM(‘‘it,9,1);’’) in the source code then the simulation would
have to be recompiled every time something was changed.
Notice that all the implementation details of the SystemCmodules are declared in header files. This is the

recommended way of describing models to compile the SystemC code for the ModelSim simulator. The
included guards are also a must for any SC_MODULE definitions to ensure they are not included multiple
times by the ModelSim SystemC compiler, SCCOM. The actual Cþþ file that is compiled to generate the
simulation models is shown in Figure 12.39. The SC_MODULE_EXPORT(module_class_name) is
the function used to create the ModelSim model for the specified entity. The MTI_SYSTEMC compiler
definition is defined specifically for compilation using SCCOM, and allows having a single set of code for
both the ModelSim and reference simulator. Any ModelSim specific code can be placed inside a #ifdef
MTI_SYSTEMC compiler directive statement so that the compiler only uses it when compiling for
ModelSim. The #else statement prevents the ModelSim compiler from trying to compile the reference
simulator-specific portions, and the #endif closes out the if-else statement.

The generic.h header file defines the class SIM. It makes use of the shared base class my_basic_rw_
port to declare a pointer that will allow assignment of an instantiation of any of the three channel
types developed for the environment. The my_basic_rw_port base class definition is shown in
Figure 12.40. Notice the use of the keyword virtual. Since the method is declared as virtual, all

#include <systemc.h>
#include "generic_main.h"
#ifdef MTI_SYSTEMC
SC_MODULE_EXPORT(main_sim);
#else
//for OSCI reference simulator
int sc_main(int ac, char *av[] )
{
    main_sim my_sim("my_sim");
    sc_start(500, SC_NS);
    sc_close_vcd_trace_file(main_trace);
    return 0;
};
#endif

FIGURE 12.39 Top-level Cþþ file.

#ifndef INTERFACE_TYPE
#define INTERFACE_TYPE
include <systemc.h>
/* this header describes the interface type...*/

class my_basic_rw_port
  : public virtual sc_interface
{
public:
  // basic read/write interface
  //virtual bool read(int address, int data) = 0; //not used anymore!
  virtual bool read(int address, int source_address, int data, 

    int dest_task) = 0;
  virtual bool write(const int source, int address, int data, 

     int dest_task) = 0;
  virtual bool non_blk_write(const int dest_address, int source, 

             int data, int dest_task)=0;
}; // end class
#endif

FIGURE 12.40 ‘‘interface_type.h.’’
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classes that inherit from this class must either provide, or inherit, an implementation for the read,
write, and non_blk_write methods. This common interface is also what allows the type compati-
bility for pointer assignment used in the generic.h file. This is described in more detail in Section 12.5.4.

12.5.3 Processor Model

The processor model has a fairly simple structure. There are three methods in this model, the con-
structor, and two member functions. The first member function describes the performance only behavior
of the processor, the second describes the mixed-level behavior. The mixed-level functionality will be
described in detail in Section 12.5.9.
In addition to those methods, the processor model has a number of objects that are members of the

class. It has three integer variables for passing command arguments to the interface methods, a pointer
for a command_in object that opens the command file and parses the model execution commands for
the processor model, a command_type object that is used to return the commands from the com-
mand_in object, a signal of enumerated type action_type to display the current action, an unsigned
signal to display the current task number, and a pointer for a refined computation model. Figure 12.41
graphically shows the objects in the processor model. On the far right is the IO port. It is mapped to the
interconnect interface. Next on the right are the three integer variables used to pass information to
the interconnect calls. Below the variables are boxes representing the two signals that allow the state of
the processor to be viewed in the ModelSim waveform window. Then to the left there are the perform-
ance and mixed-level descriptions. One of these member functions will be turned into an SC_THREAD
and will control the model’s behavior during simulation. On the top labeled as refined model, is an
outlined box representing the pointer to a refined model object. Below is a storage location (labeled
command) that the command_in object will return values in. In the bottom left is a dashed box
representing a pointer to a command_in object. In the top left is a box representing the constructor. The
IO port and constructor are both on the edge of the processor model because they are the only ones that
interact with other objects in the simulation.
The constructor receives a processor number, and creates a command_in object with the appropriate

processor number for the processor the current instance represents. The command_in object creates a
string with the proper processor number in the middle, and uses it to open the processor’s command file.
It is called by the active behavior to read in the next command once the previous one has executed. Its
primary function is to remove command parsing from the processor model. Having it as a separate object
makes changing how the commands for the processor are read in or generated a simple matter of
including a different implementation of the object. Once the command_in object is created and
initialized, the processor model constructor then instantiates either the performance only or mixed-
level implementation, and opens its log file. It does this by registering the proper member function with

int
cmd_in

Refined model

IO port

Performance

Mixed level

Command

Constructor

Signals

FIGURE 12.41 Graphical representation of processor model.
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the simulation kernel as an SC_THREAD. During simulation the processor model essentially reads in a
command from a file, then uses a case statement to perform whatever command was read in and repeats
until it reaches a done command, an end of file, or some command it does not recognize. Figure 12.42
shows the framework of the main processor loop.
Notice in the source code that the processor has a port of the same type as the base type for the

interconnect channels my_basic_rw_ port. This port is bound to the interface of the channel object.
If the command read in from the command file is a send or receive command, then the processor uses the
port as a pointer to the interface to the channel object and accesses the appropriate interface method to
perform the send or receive operation. In the models here the thread in the processor model actually
executes all the code in the blocking send and receive methods, so the processor model is incapable of
doing anything else until the blocking io function returns.

12.5.4 Channels

The channels used in these models are considered hierarchical channels. They are not any of the
predefined SystemC primitive channel types, they are composed of multiple objects, and they contain
a number of threads. To allow for a variable number of processors to connect via the channels they have
only an interface and no ports. In SystemC, all ports must be bound to something, be it another port, an
interface, or a signal. Interfaces however may exist even if nothing is bound to them. So for maximum

void tlm_behav()
{

int temp2;
double temp_time;
while(1)
{

cmd_input->get_command(&this_command);
switch (this_command.command)
{
case 1://ie send

{...
break;}

case 2: //ie receive
{...

break;};
case 0: //ie compute

{...
break;};

case 3: //non_blocking_send
{...

break;};
case 4: //io done

{...
break;};

case 5: //loop/branch
{...

break;};
default: //idle the processor

{...
break;};

};//end of switch
wait(SC_ZERO_TIME); //to break things up in the text output...
};//end of infinite while loop

};

FIGURE 12.42 Main processor loop.
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flexibility, channels should provide an interface, and any connected modules should have a port of the
type of the interface and have that port bound to the interface on the channel.
Since multiple ports can be bound to a single interface, the channel object can have any number of

processors bound to it. However, the crossbar and fully connected channels’ behavior is determined in
part by the number of processors present, so all channels are passed a constructor argument that tells
them how many processors are present in the simulation. The channel models are the most extensive
models since their behavior is an abstract representation of all of the characteristics of an interconnect
topology. They model the arbitration, data transfer, and blocking=nonblocking characteristics of the
interconnect without restricting the designer to a particular implementation. Since nonblocking sends are
allowed they also implicitly model a sending queue.
All the channel models are based on the comm_medium class. The comm_medium class provides a

logical connection between processors, with signals for the source processor number, the destination
processor number, and transaction type, as well as blocking and nonblocking read and write methods,
and an arbitration thread. In addition, the comm_medium class provides two threads to allow for
nonblocking reads and writes. Figure 12.43 shows the members of the comm_medium class. The four
signals shown in the top left are signals to show the current state of the logical connection in the
waveform window. To the right are the two wait queues, one for write request, and one for read request.
New transaction requests received via the interface methods are placed into these queues. The Boolean
no_match variable maintains whether there is currently a match between read operations and received
data, the integers below it are used to store the values of the current processor for the sender and receiver,
and to store the location in the queue of the current send request being executed, and the current receive
request being executed. Below the integers is a dummy variable whose sole purpose is to fix an existing
bug in the implementation of the SystemC simulator. In the bottom left of the figure are the member
functions of the object. The functions all the way to the left are the functions intended to be accessed by
other objects, the remaining four are intended for internal use only, though they are declared as public
and thus visible to other objects. The functions with a star after them are registered with the simulation
scheduler as SC_THREADs. The top two events in the bottom right of the figure are used by the read and
write methods to notify the arbitrator process that there may be new pairs of requests that could be
activated to communicate. The event in the very bottom is used to coordinate the execution of two
threads when they communicate. In the top right of the figure are two transaction pointers. These

Signals Wait queues

Writers

Readers

Dummy variable

Events

Event  pointers

Transaction pointers

Write_side

Read_side

Integers

Boolean no_match

read
write
   arbitrator*
   check_for_read_write_pairs
non_blocking_read
non_blocking_write
   write_thread*
   read_thread*
SC_CTOR

New reader

New writer

Start threads

Connection

Shared medium

FIGURE 12.43 Graphical representation of ‘‘comm_medium’’ class.
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pointers are used by the arbitrator to keep track of which two transactions it is dealing with. The event
pointers in the bottom center of the figure are also used by the arbitrator. When the arbitrator has
selected two transaction requests to communicate it does not actually handle the communication. There
is a write thread, and read thread that execute the transact() code in each of the two transaction
objects. For any blocking transaction objects the calling processor’s thread is suspended in the interface
call waiting on the transaction to notify it that the transaction is complete. Any nonblocking transaction
objects have already had their calling thread return to the processor model code. The arbitrator has no
need to check for any potential request pairs until after the two threads have completed their transaction.
These two pointers are set to allow the arbitrator to suspend until both threads have completed, rather
than wasting simulation resources polling to see if they are done.
While support exists in the comm_medium object for nonblocking reads, the channels do not have

methods to give access to that functionality to the processor models. This was done on purpose to
avoid having to check data dependencies before beginning a computation. This also keeps the
simulation simple, and more efficient in terms of simulation time. The functionality was built into the
comm_medium object because it was easy to do and makes adding nonblocking reads at some future
point much easier. The arbitration scheme provided is a longest waiting first scheme. As soon as at least
one transaction pair, a matching send and receive, is present the pair with the largest sum of positions in
the wait queues is selected to transact next. The crossbar channel uses a variant of the comm_medium
class. In the crossbar variant there are pointers to the transaction wait queues which allow a single set of
queues to be used by all of the logical channels.
The comm_medium class also makes use of the class transaction_wait_queue, which is a

specialized linked list to allow for a large number of waiting transactions without allocating a fixed large
amount of memory. The elements of the linked list are of the class transaction_element, which contains
all the essential information about a transaction request. The only item of importance from the linked list
is the class that actually holds the transaction information. This transaction_element class
contains all of the information about the transaction request. Figure 12.44 graphically depicts the key
elements of the transaction_element class.

The integers in the bottom center contain the source processor number, the destination processor
number, the destination task’s id number, and the size, in nanoseconds, associated with the transaction.
The Boolean variables in the top right tell whether the transaction element is a write or read,
and whether it is blocking or not. The handshakes object in the upper middle is a set of four events
that are used by the transact method to logically ‘‘perform’’ the transaction. The complement pointer
below the handshakes is a pointer to a transaction_element object. To communicate two
transaction_element objects must be paired up the channel’s arbitrator process. It does this
pairing by setting a read and a write’s compliment pointer to each other. The activate_me event in
the top left is used by the arbitrator to activate the thread executing the element’s side of a transaction.

activate_me

im_done

Handshakes write_n_r
Blocking

Integers

sc_events Bool

Complement

Source
Destination
dest_task
Size

transact()
set_compliment(*)
blocking_write()
blocking_read()
non_blocking_write()
non_blocking_read()

Constructor
(three parameter

versions)

FIGURE 12.44 Graphical representation of ‘‘transaction_element’’ class.
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While the im_done event is used to notify the arbitrator, and in the case of a blocking transaction
the requesting processor’s thread, that the transaction is complete. The constructor for this object
depicted in the bottom left has three different implementations with different parameter lists, the
first constructor implementation that sets all of the transaction values is the one used in the current
version of the models. The others were left to maintain backward compatibility with previous versions,
and may be useful for future versions. The purpose of the methods displayed in the bottom left of the
figure are self-explanatory. The transact method is what controls the actual behavior of a transac-
tion pair once it has been scheduled. The nondebugging parts are repeated below in Figure 12.45. The
blocking and nonblocking versions of the read and write routines are the same in this version of
the models.
The nondebugging versions of the blocking read and write methods are shown in Figure 12.46. These

methods show how the four-way handshaking is implemented. The use of a full four-way handshaking in
the channel model is somewhat arbitrary, but it makes incremental refinement of the channel easier.

void transact() //method for creating thread to call (blocking read 
or write)

{
wait(activate_me); //wait for arbitration process to activate me
if (blocking)
{

if (write_n_r) //then it's a blocking write
blocking_write(); //call the blocking write routine

else //it's a blocking read
blocking_read();  //call the blocking read routine

}
else
{

if (write_n_r) //then it's a non-blocking write
non_blocking_write(); //call the non-blocking write routine

else //it's a non-blocking read
non_blocking_read();  //call the non-blocking read routine

};
im_done.notify(SC_ZERO_TIME);
return;

};

FIGURE 12.45 Transaction_element transact() method.

void blocking_write()
{

compliment->handshakes.start_write.notify(SC_ZERO_TIME);
wait(handshakes.start_ack);
compliment->handshakes.write_done.notify(SC_ZERO_TIME);
wait(handshakes.done_ack);

};

void blocking_read()
{

wait(handshakes.start_write);

compliment->handshakes.start_ack.notify(size,SC_NS);//SC_ZERO_TIME);
wait(handshakes.write_done);
compliment->handshakes.done_ack.notify(SC_ZERO_TIME);

};

FIGURE 12.46 Transaction_element write and read methods.
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However, with the abstract behavior described here a single line for the write method and two for the
read method would be sufficient. Figure 12.47 shows how the methods could be implemented in this way.
All of the channel models also read in parameter information from the channel_param.txt file located

in the directory that the simulation is running in. This file contains two lines. The first line is the bus
speed in megabytes per second. The second line is the fixed communication overhead per communica-
tion transaction. In the top-level channel models the data size parameter passed to read interface method
is run through a data_to_delay function that return the delay in nanoseconds that the communi-
cation should take based on the specified bandwidth and communication overhead.

12.5.5 Shared Bus Model

The shared bus architecture consists of a single logical communication medium, which is an object of
class comm_medium. The behavior is encapsulated in the shared_bus_io class. This class
inherits the virtual interface functions from the my_basic_rw_port class, and must provide an
implementation for them. The implementation for these functions is shown in Figure 12.48. The

void blocking_write()
{

wait(handshakes.start_ack);
};

void blocking_read()
{

compliment->handshakes.start_ack.notify(size,SC_NS);//SC_ZERO_TIME);
wait (size,SC_NS)

};

FIGURE 12.47 Alternative write and read methods.

inline bool read(int dest_address, int source_address, int data_size, int 
dest_task)

//blocking read function with writer's address
//read function takes data to be size of data transmission

{
int temp_size;
temp_size = data_to_delay(data_size);
shared_bus.read(dest_address, source_address, temp_size, dest_task);
return 1;

};
inline bool write(const int dest_address, int source, int data, 

                     int dest_task)
//blocking write function here

{
shared_bus.write(dest_address, source, data, dest_task);
return 1;

};
inline bool non_blk_write(const int dest_address, int source, int data, 

                             int dest_task)
//non-blocking write function here
{

shared_bus.non_blocking_write(dest_address,source,data,dest_task);
return 1;

};

FIGURE 12.48 Implementation of inherited virtual interface functions.
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functions essentially map the interface functions to the methods of the comm_medium object.
The data_to_delay function takes the data_size passed to the read method, and calculates the
required transaction time in nanoseconds based on the bandwidth, and then adds the fixed communi-
cation overhead that the channel’s constructor reads in from the channel parameter file.

12.5.6 Fully Connected Model

The fully connected architecture is built around the same comm_medium object as the Shared Bus
model. The fully connected architecture creates a comm_array object which contains all the logical
connections, and copies the addresses of the comm_medium objects into a two-dimensional array that it
uses to map a processor’s request to the overall communication architecture to the appropriate logical
connection. The fully connected architecture passes the number of processors to the comm_array
object which then instantiates the number of comm_medium objects needed to provide a dedicated
shared bus between each pair of processors in the simulation.

12.5.7 Crossbar Model

The crossbar architecture is similar to the fully connected architecture except that it only requires four
cross_comm_medium objects since with nine processors only four concurrent connections are
allowed. As mentioned earlier, it uses its own version of the basic comm_medium object. This is
necessary because the logical connections in the crossbar are not associated with any particular processor,
and the communication requests are not associated with any of the logical connections. Just to clarify in
the fully connected architecture there is a logical connection between every processor modeled by a
comm_medium object. The fully connected architecture model simple directed the requests it received to
the correct logical connection. In the fully connected architecture there is only one connection that all
requests are intended for, but in the crossbar the number of logical connections is equal to the number of
processors divided by two, and every request could potentially communicate over any of them.

12.5.8 SystemC Performance Modeling Examples

This section contains a number of examples of performance models constructed using the SystemC
modeling modules described above. The examples are presented as a demonstration that the models
execute correctly and also that they demonstrate performance of the system they are intended to model.
The first example is a trivial example with a set of four tasks all executing on one processor. Since data
communication inside a processor is assumed to take no time, the description should take simulation
time equal to the sum of the computation time of all the tasks. The second example is the same four tasks
allocated to two processors such that each task must send the data over the communication channel to
the next task. This second example should take longer, with three 100 byte sends being sent over the
communication channel. The third example is the same task graph description with varying bus
parameters. The fourth and fifth examples have bus contention, to show that contention is handled
properly. Each example lists the simulated latency, and a timeline showing the simulation results.

12.5.8.1 Single Processor

Figure 12.49 shows the simple sequential task graph for the first example. Here all the tasks are allocated
to Processor 0. Each task has a compute value of 10 ms, and each edge has a data value of 100 bytes. Since
communication within a processor is assumed to take no time, the latency for this description should be
the sum of the compute times, which is 40 ms.

In addition to the processing timeline shown previously, the models generate a text output stream that
describes the actions each module is taking at a given simulation time. The text output for this simulation
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is shown below. Note that the final task is completed at 40 ms of simulation time
which is exactly as expected.

shared bus architecture
0 s proc#0 Task number 1 Computing for 10000 ns
0 ms proc#0 Task number 2 Computing for 10000 ns
20 ms proc#0 Task number 3 Computing for 10000 ns
30 ms proc#0 Task number 4 Computing for 10000 ns
40 ms proc#0 done!
sim done!?

12.5.8.2 Dual Processor

The task graph for the second example is shown in Figure 12.50. The graph also
shows the allocation of the tasks to two processors. Notice that the sequential
tasks are on different processors so the data must be transferred across the
communication channels before the computations can begin. Here the commu-
nication channel’s bandwidth determines how long a communication transac-

tion should take to complete. The length of time is the data size in bytes divided by the bandwidth in
megabytes per second. The communication channel can also take into account communication overhead,
in nanoseconds, if it is specified. The channel bandwidth and communication overhead are read in from
a file. If this file is not present or an item is missing it will take on its default value. The value specified for
this example is 100 Mbyte=s for bandwidth and 5 ns for channel overhead.
Since all the communication is of the same size, the expected latency for this example can be

determined using the following equation:

Computation timeþ numtrans *
Data size (byte)

Bandwidth (Mbyte=s)
þ Communication overhead (ns)

� �

which, for this example, evaluates as follows:

40 msþ 3 *
100 byte

10 Mbyte=s
þ 5 ns

� �
¼ 40 msþ 300

100 * 106
sþ 15 ns ¼ 40 msþ 300

100
msþ 15 ns

Thus the expected latency is 40 ms for computation plus 3 ms for the
actual data transmission, plus 15 ns for communication overhead. That
gives a total latency of 43,015 ns. The timeline output for this simulation
is shown in Figure 12.51. Note that the final task, Task 4, completes at
43 ms on the graph.

12.5.8.3 Parallel Communications Example

The next example shows the effect of various communications topologies
on an application with requirements for simultaneous communications.
The task graph for this example is shown in Figure 12.52. Each task
(called nodes in this graph) computes for a fixed period of time and then
sends data to a second task causing it to begin execution. The tasks are
allocated to processors such that after completion of the first set of tasks,
all processors attempt to send data to another processor. Because the first
tasks all have the same execution time, all the communications become
ready to begin at the same time. Thus, if an architecture has parallel

Task 1

Task 2

Task 3

Task 4

FIGURE 12.49 Single
processor example task
graph.

Task 1 PE0

Task 2 PE1

Task 3 PE0

Task 4 PE1

FIGURE 12.50 Dual proces-
sor example task graph.
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communication paths, this will result in a decrease in the total application run time. The four start tasks
(nodes) in this example all compute for 10 ms, then attempt to do a nonblocking send of size 100 byte to a
task allocated to another processor. They then move on to start the read required to begin their next task.
For all of the results discussed below, the channel parameters are set to a bus bandwidth of 1 Mbyte=s

and a communication overhead of 0 ns.

12.5.8.3.1 Shared Bus Simulation Results

The first set of results is for a system with a single shared bus. On this system Tasks 0–3 all execute
in parallel on the four processors. At this point there will be four-way contention for the single system bus.
The communications operations will be assigned priority on a first-come-first-serve basis. In the current
implementation of SystemC, the task that will get first priority to communicate its data cannot be
determined ahead of time, however the tasks will all run in the same order every time the simulation is run.
With a shared bus architecture, the latency is 100 ms for all processors to compute in parallel plus

4*(data size=bandwidth)*1000 (ns), or 400 ms, for each of the four sends to occur in series, plus 100 ms for
the last receiver to compute after completing their receive. Thus the overall latency should be 600 ms.
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FIGURE 12.51 Dual processor example timeline.

PE0 PE1 PE2 PE3

Node 0 Node 1 Node 2 Node 3

Node 4 Node 5 Node 6 Node 7

FIGURE 12.52 Bus contention example task graph.
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The timeline for this example is shown in Figure 12.53. The timeline shows all the tasks beginning
their blocking read then having to wait for the arbitrator to select them to communicate across the bus.
Once the individual communications have taken place, the destination task, Tasks 4–7, execute. The
timeline correctly shows the last task completing execution at 600 ms.

12.5.8.3.2 Fully Connected Simulation Results

In the fully connected architecture there is a dedicated communications channel between each pair of
processors. However, in this architecture, it was decided to model a system where a processor cannot
both send and receive a message from the same processor at the same time. Because of the connectivity of
the task graph for this application, after the first set of tasks execute in parallel, each processor needs to
send and receive a message before it can execute the next task. For example, Processor 0 cannot send to
Processor 3 and receive from Processor 3 at the same time. Rather it must do one, then the other. Thus,
for this example, each channel in the fully connected architecture is effectively a half duplex connection.
During execution the run time is 100 ms for all processors to compute the first four tasks in parallel

plus 100 ms for the first set of sends, plus 100 ms for the second set of sends—during which the tasks
started by the first set of sends also execute, then finally 100 ms for the last two tasks to compute in
parallel. Thus the overall latency for the fully connected architecture should be 400 ms. The timeline for
this example is shown in Figure 12.54.

12.5.8.3.3 Crossbar Simulation Results

As mentioned above, the crossbar architecture behaves like a fully connected architecture where the
maximum number of connections is limited to the number of processors divided by two. Thus for this
four processor example, the crossbar architecture will only allow two communications at a time. This
characteristic means that for this example, the crossbar architecture will have the same latency as the fully
connected architecture for this example. This result is shown in Figure 12.55.

12.5.8.4 Second Contention Example

This second example expands on the previous example by showing a slightly different set of contention
conditions. In the first example, the communication requirements specified by the task graph required
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FIGURE 12.53 Shared bus contention example timeline.
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the processors to send and receive data from the same processor. This effectively allowed for only
two active communication transactions on the fully connected architecture. In this example, as
shown in Figure 12.56, the processors will be sending and receiving data from different processors
during the communications portion of the application. This set of communication requirements will
allow all of the available communication channels to be used concurrently with the fully connected
architecture.
Figure 12.57 shows the results for this example for the shared bus, fully connected, and crossbar

architectures. Note that in this example, in the fully connected architecture, all of the communication
operations occur in parallel which allows the entire application to execute in 300 ms.
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FIGURE 12.54 Fully connected contention example timeline.
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FIGURE 12.55 Crossbar contention example timeline.
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12.5.9 Mixed-Level Processor Model

Although simplistic in nature, the above examples show that the SystemC-based performance modeling
methodology can be used to model the execution of different applications on various system architec-
tures. In addition to this capability, as mentioned earlier, the SystemC module for the processor has the
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Node 4 Node 5 Node 6 Node 7

FIGURE 12.56 Second contention example task graph.
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FIGURE 12.57 Second contention example timelines: (a) shared bus, (b) fully connected, and (c) crossbar.
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ability to replace the performance only computation delay with a refined computation model that is
described in VHDL or Verilog. This mixed-level modeling capability allows the model to be refined to a
lower level in a step-wise fashion.
The replacement of an abstract processor model with a refined (RTL or gate-level model) is accomplished

by using theModelSim SC_FORIEGN_MODULE syntax. The SC_FORIEGN_MODULE provided byModel-
Sim allows a non-SystemC model that has been compiled for ModelSim to be instantiated by a SystemC
model. Incidentally, it also allows an already compiled SystemC module to be loaded in the same manner.
The processor model opens its processor command file and looks at the first line during the execution

of its constructor. If the first line is ‘‘mixed’’ then the processor model knows that it should run as a
mixed-level model with a refined computation model. If the model is to be a mixed-level one, the
constructor of the processor model will then look for a mixed_processor.txt text file that specifies
the ModelSim path for the refined computation model to use. The relevant part of the constructor that
instantiates the refined model is shown in Figure 12.58.
The refined_computation object is the one that opens the mixed_processorX.txt file, where X is

the processor number. Once this file is opened, the constructor uses the path contained within it to open
the refined model object. In this example, it instantiates an object of class rng_comp_tb that is shown
in Figure 12.59.
This class is essentially a wrapper for the actual precompiled model VHDL or Verilog model. This

class=module definition would map to a VHDL entity definition like the one shown in Figure 12.60. Note
that this entity corresponds to what is effectively a test bench for the refined model.

cmd_input = new command_in(proc_num);
string_temp.assign(cmd_input->get_proc_type());
if(/*1st_line*/string_temp=="mixed")
{

SC_THREAD(mixed_behav); 
//only make the relevant behavior a thread!
hardware_compute=new 

refined_computation("name",proc_num); 
//may need to add an argument this class...

}

FIGURE 12.58 Refined computation part of processor model constructor.

class rng_comp_tb : public sc_foreign_module
{
public:
    sc_in<sc_logic> start;
    sc_out<sc_logic> done;

    rng_comp_tb(sc_module_name nm, const char* hdl_name)
     : sc_foreign_module(nm, hdl_name),
       start("start"),
       done("done")

{
   //cout<<"Building hardware model\n";
};

     ~rng_comp_tb()
     {}

};

FIGURE 12.59 Code for ‘‘rng_comp_tb’’ class.
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The intent for this interface is for it to be easy to integrate into
an existing test bench for the refined model of computation. The
start and done signals are active high. So when the start goes high
to a logical ‘‘1,’’ the refined model should start a ‘‘computation.’’
This computation is effectively the test bench applying a set of
predefined stimulus waveforms to the refined model. As
described below, these stimulus waveforms can be derived for
the specific refined model in a number of different ways depend-
ing on the objectives for the mixed-level model.

When the refined model has finished its ‘‘computation’’ it should raise the done signal. Both signals
should be low at the start of the simulation. When the processor model puts the start signal high, the
refined model begins its computation. The presumption is that the refined model is something like a test
bench, with a model of the actual hardware, or some other more detailed model, instantiated inside of it.
The refined model presents any required data to the detailed model, and watches for whatever condition
indicates that it has completed the computation. Once the computation is completed, it raises the done
signal telling the abstract processor model it is done. The processor model will then lower the start signal,
and the refined model will respond by lowering the done signal. Figure 12.61 shows the basic timing
diagram for the interface.
Figure 12.62 shows the portion of the processor model that raises and lowers the start signal and waits

for the done signal. This code is located in the refined_computation object. The refined_
computation object is instantiated by the processor model’s constructor when it reads in from the
command file and determines that it should be a mixed-level model.

ENTITY rng_comp_tb IS
port(
  start : in std_logic;
  done : out std_logic
  );

END rng_comp_tb;

FIGURE 12.60 Sample VHDL refined
computation entity declaration.

Start

Done

1

2

3

4

1 at least 1 delta cycle, preferably not more
2, 3, 4 not specified, preferably 1 delta cycle

FIGURE 12.61 Refined computation model interface-timing diagram.

bool start_compute()
{/* basic algorithm is:

send start signal
wait for done signal
return
*/

#ifdef MTI_SYSTEMC
temp= true; //'1';
start = temp;
while (done != temp)  //ie while done != 1

wait(done.value_changed_event());//wait until event and 
loop..

temp = false;
start = temp;

#endif
return 0;

};

FIGURE 12.62 SystemC start=done interface code.
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Figure 12.63 shows a portion of sample VHDL test bench that implements the refined computation
model’s side of the start=done interface. The start signal from the start=done interface activates the
process. The process uses the go signal to cause the test bench to perform a computation, and the test
bench raises the tb_done signal when it is finished with a single computation.

12.5.10 Mixed-Level Examples

The following examples are mixed-level examples where the computation part of the processor is
modeled in more detail. Since the rest of the simulation is at a more abstract level and does not have
all of the stimuli needed for the refined model, the stimuli need to be created in some way. The following
examples focus mainly on different ways of generating the data that the various refined models need to
function.

12.5.10.1 Fixed Cycle Length

The first example is one where an abstract processor is replaced with a random number generator. The
model for the random number generator is an RTL discrete digital model of a random number generator
described in Ref. [51]. The model attempts to describe a number of elements that are extremely sensitive
to initial conditions, and thus in reality exhibit more random behavior than can be modeled with a solely
digital model. As it is, the model always generates the same nonrepeating sequence of values. For this
example, the existing test bench was modified to put the generator through its reset cycle, then through a
single random number generation. The only inputs to the refined model are a set of control signals and a
clock. When the processor, that it is the refined computation model for, gets a compute command; it will
send the start signal to the test bench, which will then go through the reset and generate phases, and
signal back with the done signal once a number has been generated. In this particular example the
internal signals continue to oscillate between compute commands. Since this model takes a fixed number
of cycles using the refined model, and the values generated are not passed elsewhere, this example is less
efficient and no more accurate than putting in the actual compute time for the abstract compute
command.

12.5.10.2 Variable Cycle Length

The rest of the mixed-level examples presented use an RTL booth multiplier model. The booth multiplier
takes a variable number of cycles to complete the binary multiplication. The number of cycles required
depends on the numbers being multiplied. The inputs to the model are the two numbers to be multiplied,
and a clock, the outputs are the result and a control signal indicating that the multiplication is complete.

---------------------------------------------------------------------
-- Process to respond to start and create go and done. JA
---------------------------------------------------------------------

CompBench: PROCESS (start, tb_done)
Begin

if (start='1') then
if ((tb_done'event) AND (tb_done='1')) then

go   <= '0';
done <= '1';

ELSE
go   <= '1';
done <= '0';

end if;
end if;

End process CompBench;

FIGURE 12.63 Sample VHDL start=done interface code.
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There is a slight propagation delay for the result to appear on the output after the done signal appears. If
the input clock continues to cycle after the multiplication is complete, then the result will become invalid
after a clock cycle. Thus the test bench allows a half cycle to elapse before considering the computation
done. Note that the effect of this refined model is that the computational delay is dependent on the data
being applied to it for the computation. This delay mechanism is a more accurate representation of how a
refined model would be used in, and add additional accuracy to, a system-level performance model.
However, as discussed in the section above on VHDL-based mixed-level modeling, the important
question is how to generate the data that is input to the refined model in such a way as to accurately
represent the performance of the refined component in the real system. Typically, this can be done by
either presenting the refined model with random data to develop a statistical representation of average
system performance, or presenting the refined model with predefined data. This data can be generated by
the designer to represent typical system performance, or to exercise the best-, or worst-case delay
scenarios.

12.5.11 Random Data Generation

In this example, the booth multiplier is presented with two random numbers generated by two other
entities instantiated in the test bench. Since random number generation is not present in standard VHDL
library, ModelSim’s mixed language ability is utilized to allow a SystemC random number generator
module to be used. The SystemC module uses the Cþþ rand() function to generate a pseudo random
number, which is passed back to the VHDL test bench. Since the VHDL test bench is instantiated by the
SystemC performance simulation, this is in fact a SystemC–VHDL–SystemC hierarchy. ModelSim’s
mixed language interface allows the designer to use whatever language is best suited for the task at hand.
Here the random number must be passed back to the VHDL test bench as an sc_logic vector, which is
automatically translated into a VHDL std_logic_vector by the simulator. Since both numbers are
pseudorandom, the computer will take a variable amount of time to complete. Although it is possible that
the use of the rand() function will result in repeating sequence of numbers, most simulations will not
run long enough for this to be noticeable. If a more random distribution, or a particular type of
distribution is desired, a specialized random number generator package can be used in the model.
Since most of the computations at the system level, will consist of multiple operations, to make this
example more typical, a means of generating a set multiple numbers to be multiplied was needed. While
it is possible to generate a fixed size data set this example goes just a little farther and generates a
pseudorandom size data set of pseudorandom numbers. The generation of the random size of the data set
is done using the same SystemC module that generates the random data itself. A few changes to the test
bench needed to be made so that it did not send the done signal back until all of the multiplications were
completed. Figure 12.64 shows two waveforms from two different mixed-level simulations, each with two
different size sets of random numbers multiplied together.

12.5.11.1 Data Set from File

As described above, when a sample set of data that exercises a specific scenario for the refined model is
available, it can be advantageous to use it rather than generating a new set that may or may not be close to
the actual data. Using this predefined sample data set ensures accurate performance for that data set, and
removes any guesswork as to what a realistic data set might be. Since VHDL has standard file access
capabilities that are easy to use, the test bench for this example reads the values directly from the input
file, and does not send the done signal until it reaches the end of file. Unfortunately, the current
implementation ModelSim used for this example did not allow passing generic information across the
language boundary, thus specification of the file to use had to be done in the VHDL code. An extension
to this approach would be to read the filename to use from a configuration file similar to what is done to
specify the refined model to use in the SystemC performance code. Figure 12.65 shows the waveform of
the mixed-level model simulation where the data for the refined component were read in from a file.

12-62 Computer Aided Design and Design Automation



12.5.12 Mixed-Level Example Summary

Mixed-level modeling techniques in SystemC-based performance models have been demonstrated. These
examples utilized simple pseudorandom data generation, variable size pseudorandom data set generation,
reading a data set from single file, and reading multiple data sets from multiple files. Multiple variations
and combinations of the above approaches can be used to generate stimuli for a wide variety of refined
computation models. Anything from randomly selecting a file from which to read a data set, to using
a file to parameterize random data generation is possible depending on whether realistic data are
available and on the simulation objective. It is clear to see, in any case, that including refined behavioral

FIGURE 12.64 First- and second-random data set waveforms.

FIGURE 12.65 Data from file example waveform.
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RTL or gate-level components in a performance model in SystemC is fairly easily done and can
increase the overall accuracy of the performance model, just as was possible in the VHDL-based
performance model.

12.6 Conclusions

Integration of performance modeling into the design process such that it can actually drive the
refinement of the design into an implementation has clear advantages in terms of design time and
quality. The capability to cosimulate detailed behavioral models and abstract system-level models is vital
to the development of a design environment that fully integrates performance modeling into the design
process. One methodology and implementation for cosimulating behavioral models of individual com-
ponents with an abstract performance model of the entire system was presented. This environment
results in models that can provide estimates of the performance bounds of a system that converge as the
refinement of the overall model increases.
This chapter has only scratched the surface on the possible improvements that performance- or

system-level modeling can have on the rapid design of complex VLSI systems. As more and more
functionality can be incorporated into the embedded VLSI systems and these systems find their way into
safety-critical applications, measures of dependability such as reliability and safety at the system-level are
becoming of great interest. Tools and techniques are being developed that can use the performance model
from which to derive the desired dependability measures. In addition, behavioral fault simulation and
testability analysis are finding their way into the early phases of the design process. In summary, the more
attributes of the final implementation that can be determined from the early and often incomplete model,
the better the resulting design and shorter the design cycle.
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13.1 Introduction

This chapter describes embedded computing systems that make use of microprocessors to implement
part of the system’s function. It also describes hardware=software codesign, which is the process of
designing embedded systems while simultaneously considering the design of its hardware and software
elements.

13.2 Uses of Microprocessors

An embedded computing system (or more simply an embedded system) is any system which uses a
programmable processor but itself is not a general-purpose computer. Thus, a personal computer is not
an embedded computing system (though PCs are often used as platforms for building embedded
systems), but a telephone or automobile which includes a CPU is an embedded system. Embedded
systems may offer some amount of user programmability—3Com’s PalmPilot, for example, allows users
to write and download programs even though it is not a general-purpose computer—but embedded
systems generally run limited sets of programs. The fact that we know the software that we will run on the
hardware allows us to optimize both the software and hardware in ways that are not possible in general-
purpose computing systems.
Microprocessors are generally categorized by their word size, since word size is associated both with

maximum program size and data resolution. Commercial microprocessors come in many sizes; the term
microcontroller is used to denote a microprocessor which comes with some basic on-chip peripheral
devices, such as serial input=output (I=O) ports. Four-bit microcontrollers are extremely simple but
capable of some basic functions. Eight-bit microcontrollers are workhorse low-end microprocessors.
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Sixteen- and 32-bit microprocessors provide significantly more functionality. A 16=32-bit microprocessor
may be in the same architectural family as the CPUs used in computer workstations, but microprocessors
destined for embedded computing often do not provide memory management hardware. A digital signal
processor (DSP) is a microprocessor tuned for signal processing applications. DSPs are often Harvard
architectures, meaning that they provide separate data and program memories; Harvard architectures
provide higher performance for DSP applications. DSPs may provide integer or floating-point arithmetic.
Microprocessors are used in an incredible variety of products. Furthermore, many products contain

multiple microprocessors. Four- and eight-bit microprocessors are often used in appliances: for example,
a thermostat may use a microcontroller to provide timed control of room temperature. Automatic
cameras often use several eight-bit microprocessors, each responsible for a different aspect of the
camera’s functionality: exposure, shutter control, etc. High-end microprocessors are used in laser and
ink-jet printers to control the rendering of the page. Many printers use two or three microprocessors to
handle generation of pixels, control of the print engine, and so forth. Modern automobiles may use close
to 100 microprocessors, and even inexpensive automobiles generally contain several. High-end micro-
processors are used to control the engine’s ignition system—automobiles use sophisticated control
algorithms to simultaneously achieve low emissions, high fuel economy, and good performance. Low-
end microcontrollers are used in a number of places in the automobile to increase functionality: for
example, four-bit microcontrollers are often used to sense whether seat belts are fastened and turn on the
seat belt light when necessary.
Microprocessors may replace analog components to provide similar functions, or they may add totally

new functionality to a system. They are used in several different ways in embedded systems. One broad
application category is signal conditioning, in which the microprocessor or DSP performs some filtering
or control function on a digitized input. The conditioned signal may be sent to some other micropro-
cessor for final use. Signal conditioning allows systems to use less-expensive sensors with the application
of a relatively inexpensive microprocessor. Beyond signal conditioning, microprocessors may be used for
more sophisticated control applications. For example, microprocessors are often used in telephone
systems to control signaling functions, such as determining what action to take based on the reception
of dial tones, etc. Microprocessors may implement user interfaces; this requires sensing when buttons,
knobs, etc. are used, taking appropriate actions, and updating displays. Finally, microprocessors may
perform data processing, such as managing the calendar in a personal digital assistant.
There are several reasons why microprocessors make good design components in such a wide variety

of application areas. First, digital systems often provide more complex functionality than can be created
using analog components. A good example is the user interface of a home audio=video system, which
provides more information and is easier use than older, non-microprocessor-controlled systems. Micro-
processors also allow related products much more cost-effectively. An entire product family, including
models at various price and feature points, can be built around a single microprocessor-based platform.
The platform includes both hardware components common to all the family members and software
running on the microprocessor to provide functionality. Software elements can easily be turned on or off
in various family members. Economies of scale often mean that it is cheaper to put the same hardware in
both expensive and cheap models and to turn off features in the inexpensive models rather than to try to
optimize the hardware and software configurations of each model separately. Microprocessors also allow
design changes to be made much more quickly. Many changes may be possible simply by reprogram-
ming; other features may be made possible by adding memory or other simple hardware changes along
with some additional programming. Finally, microprocessors aid in concurrent engineering. After some
initial design decisions have been made, hardware and software can be designed in parallel, reducing total
design time.
While embedded computing systems traditionally have been fabricated at the board level out of

multiple chips, embedded computing systems will play an increasing role in integrated circuit design
as well. As VLSI technology moves toward the ability to fabricate chips with billions of transistors,
integrated circuits will increasingly incorporate one or several microprocessors executing embedded
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software. Using microprocessors as components in integrated circuits increases design productivity, since
CPUs can be used as large components which implement a significant part of the system functionality.
Single-chip embedded systems can provide much higher performance than board-level equivalents, since
chip-to-chip delays are eliminated.

13.3 Embedded System Architectures

Although embedded computing spans a wide range of application areas, from automotive to medical,
there are some common principles of design for embedded systems. The application-specific embed-
ded software runs on a hardware platform. An example hardware platform is shown in Figure 13.1.
It contains a microprocessor, memory, and I=O devices. When designing on a general-purpose
system such as a PC, the hardware platform would be predetermined, but in hardware=software
codesign the software and hardware can be designed together to better meet cost and performance
requirements.
Depending on the application, various combinations of criteria may be important goals for the system

design. Two typical criteria are speed and manufacturing cost. The speed at which computations are made
often contributes to the general usability of the system, just as in general-purpose computing. However,
performance is also often associated with the satisfaction of deadlines—times at which computations must
be completed to ensure the proper operation of the system. If failure to meet a deadline causes a major
error, it is termed a hard deadline. And missed deadlines, which result in tolerable but unsatisfactory
degradations, are called soft deadlines. Hard deadlines are often (though not always) associated with safety-
critical systems. Designing for deadlines is one of the most challenging tasks in embedded system design.
Manufacturing cost is often an important criteria for embedded systems. Although the hardware com-
ponents ultimately determinemanufacturing cost, software plays an important role as well. First, the size of
the program determines the amount of memory required, and memory is often a significant component of
the total component cost. Furthermore, the improper design of software can cause one to require higher-
performance, more-expensive hardware components than are really necessary. Efficient utilization of
hardware resources requires careful software design. Power consumption is becoming an increasingly
important design metric. Power is certainly important in battery-operated devices, but it can be important
in wall socket-powered systems as well—lower power consumption means smaller, less-expensive power
supplies and cooling and may result in environmental
ratings that are advantageous in the marketplace. Once
again, power consumption is ultimately determined by the
hardware, but software plays a significant role in power
characteristics. For example, more efficient use of on-chip
caches can reduce the need for off-chip memory access,
which consumes much more power than on-chip cache
references.
Figure 13.1 shows the hardware architecture of a basic

microprocessor system. The system includes the CPU,
memory, and some I=O devices, all connected by a bus.
This system may consist of multiple chips for high-
end microprocessors or a single-chip microcontroller.
Typical I=O devices include analog=digital (ADC) and
digital=analog (DAC) converters, serial and parallel
communication devices, network and bus interfaces,
buttons and switches, and various types of display devices.
This configuration is a complete, basic, embedded
computing hardware platform on which application soft-
ware can execute.
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FIGURE 13.1 Hardware structure of a micro-
processor system.
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The embedded application software includes components for managing I=O devices and for perform-
ing the core computational tasks. The basic software techniques for communicating with I=O devices are
polling and interrupt-driven. In a polled system, the program checks each device’s status register to
determine if it is ready to perform I=O. Polling allows the CPU to determine the order in which I=O
operations are completed, which may be important for ensuring that certain device requests are satisfied
at the proper rate. However, polling also means that a device may not be serviced in time if the CPU’s
program does not check it frequently enough. Interrupt-driven I=O allows a device to change the flow of
control on the CPU and call a device driver to handle the pending I=O operation. An interrupt system
may provide both prioritized interrupts to allow some devices to take precedence over others and
vectored interrupts to allow devices to specify which driver should handle their request.
Device drivers, whether polled or interrupt-driven, will typically perform basic device-specific func-

tions and hand-off data to the core routines for processing. Those routines may perform relatively simple
tasks, such as transducing data from one device to another, or may perform more sophisticated
algorithms such as control. Those core routines often will initiate output operations based on their
computations on the input operations.
Input and output may occur either periodically or aperiodically. Sampled data is a common example of

periodic I=O, while user interfaces provide a common source of aperiodic I=O events. The nature of the
I=O transactions affects both the device drivers and the core computational code. Code which operates on
periodic data is generally driven by a timer which initiates the code at the start of the period. Periodic
operations are often characterized by their periods and the deadline for each period. Aperiodic I=O may
be detected either by an interrupt or by polling the devices. Aperiodic operations may have deadlines,
which are generally measured from the initiating I=O event. Periodic operations can often be thought of
as being executed within an infinite loop. Aperiodic operations tend to use more event-driven code, in
which various sections of the program are exercised by different aperiodic events, since there is often
more than one aperiodic event which can occur.
Embedded computing systems exhibit a great deal of parallelism which can be used to speed up

computation. As a result, they often use multiple microprocessors which communicate with each other to
perform the required function. In addition to microprocessors, application-specific ICs (ASICs) may be
added to accelerate certain critical functions. CPUs and ASICs in general are called processing elements
(PEs). An example multiprocessor system built from several PEs along with I=O devices and memory is
shown in Figure 13.2.
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CPU 1 CPU 2
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FIGURE 13.2 Heterogeneous embedded multiprocessor.
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The choice of several small microprocessors or ASICs rather than one large CPU is primarily
determined by cost. Microprocessor cost is a nonlinear function of performance, even within a micro-
processor family. Vendors generally supply several versions of a microprocessor which run at different
clock rates; chips which run at varying speeds are a natural consequence of the variations in the VLSI
manufacturing process. The slowest microprocessors are significantly less expensive than the fastest ones,
and the cost increment is larger at the high end of the speed range than at the low end. As a result, it is
often cheaper to use several smaller microprocessors to implement a function.
When several microprocessors work together in a system, they may communicate with each other in

several different ways. If slow data rates are sufficient, serial data links are commonly used for their low
hardware cost. The I2C bus is a well-known example of a serial bus used to build multi-microprocessor
embedded systems; the CAN bus is widely used in automobiles. High-speed serial links can achieve
moderately high performance and are often used to link multiple DSPs in high-speed signal processing
systems. Parallel data links provide the highest performance thanks to their sheer data width. High-speed
busses such as PCI can be used to link several processors.
The software for an embedded multiprocessing system is often built around processes. A process, as in

a general-purpose computing system, is an instantiation of a program with its own state. Since problems
complex enough to require multiprocessors often run sophisticated algorithms and I=O systems, dividing
the system into processes helps manage design complexity. A real-time operating system (RTOS) is an
operating system specifically designed for embedded, and specifically real-time applications. The RTOS
manages the processes and device drivers in the system, determining when each executes on the CPU.
This function is termed scheduling. The partitioning of the software between application code which
executes core algorithms and an RTOS which schedules the times to which those core algorithms are
executed is a fundamental design principle in computing systems in general and is especially important
for real-time operation.
There are a number of techniques which can be used to schedule processes in an embedded system—

that is, to determine which process runs next on a particular CPU. Most RTOSs use process priorities in
some form to determine the schedule. A process may be in any one of three states: currently executing
(there can obviously be only one executing process on each CPU), ready to execute, or waiting. A process
may not be able to execute until, for example, its data has arrived. Once its data arrives, it moves from
waiting to ready. The scheduler chooses among the ready processes to determine which process runs
next. In general, the RTOS’s scheduler chooses the highest-priority ready process to run next; variations
between scheduling methods depend in large part on the ways in which priorities are determined. Unlike
general-purpose operating systems, RTOSs generally allow a process to run until it is preempted by a
higher-priority process. General-purpose operating systems often perform time-slicing operations to
maintain fair access of all the users on the system, but time-slicing does not allow the control required for
meeting deadlines.
A fundamental result in real-time scheduling is known as rate-monotonic scheduling. This technique

schedules a set of processes which run independently on a single CPU. Each process has its own period,
with the deadline happening at the end of each period. There can be arbitrary relationships between the
periods of the processes. It is assumed that data does not in general arrive at the beginning of the period,
so there are no assumptions about when a process goes from waiting to ready within a period. This
scheduling policy uses static priorities—the priorities for the processes are assigned before execution
begins and do not change. It can be shown that the optimal priority assignment is based on period—the
shorter the period, the higher the priority. This priority assignment ensures that all processes will meet
their deadlines on every period. It can also be shown that at most, 69% of the CPU is used by this
scheduling policy. The remaining cycles are spent waiting for activities to happen—since data arrival
times are not known, it is not possible to utilize 100% of the CPU cycles.
Another well-known, real-time scheduling technique is earliest deadline first (EDF). This is a

dynamic priority scheme—process priorities change during execution. EDF sets priorities based on the
impending deadlines, with the process whose deadline is closest in the future having the highest priority.
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Clearly, the rate of change of process priorities
depends on the periods and deadlines. EDF can be
shown to be able to utilize 100% of the CPU, but it
does not guarantee that all deadlines will be met.
Since priorities are dynamic, it is not possible in gen-
eral to analyze whether the system will be overloaded
at some point.
Processes may be specified with data dependencies,

as shown in Figure 13.3, to create a task graph. An arc
in the data dependency graph specifies that one
process feeds data to another. The sink process cannot
become ready until all the source processes have deliv-
ered their data. Processes which have no data depend-
ency path between them are in separate tasks. Each
task can run at its own rate. Data dependencies allow

schedulers to make more efficient use of CPU resources. Since the source and sink processes of a data
dependency cannot execute simultaneously, we can use that information to eliminate some combinations
of processes which may want to run at the same time. Narrowing the scope of process conflicts allows us
to more accurately predict how the CPU will be used.
A real-time operating system is often designed to have a small memory footprint, since embedded

systems are more cost-sensitive than general-purpose computers. RTOSs are also designed to be more
responsive in two different ways. First, they allow greater control over the order of execution of processes,
which is critical for ensuring that deadlines are met. Second, they are designed to have lower context-
switching overhead, since that overhead eats into the time available for meeting deadlines. The kernel
of an RTOS is the basic set of functions that is always resident in memory. A basic RTOS may have an
extremely small kernel of only a few hundred instructions. Such microkernels often provide only basic
context-switching and scheduling facilities. More complex RTOSs may provide high-end operating
system functions such as file systems and network support; many high-end RTOSs are POSIX (a Unix
standard) compliant. While running such a high-end operating system requires more hardware
resources, the extra features are useful in a number of situations. For example, a controller for a machine
on a manufacturing line may use a network interface to talk to other machines on the factory floor or
the factory coordination unit; it may also use the file system to access a database for the manufacturing
process.

13.4 Hardware=Software Codesign

Hardware=software codesign refers to any methodology which takes into account both hardware and
software during the design of an embedded computing system. When the hardware and software are
designed together, the designer has more opportunities to optimize the system by making trade-offs
between the hardware and software components. Good system designers intuitively perform codesign,
but codesign methods are increasingly being embodied in computer-aided design (CAD) tools. We will
discuss several aspects of codesign and codesign tools, including models of the design, cosimulation,
performance analysis, and various methods for architectural cosynthesis. We will conclude with a look at
design methodologies that make use of these phases of codesign.

13.4.1 Models

In designing embedded computing systems, we make use of several different types of models at different
points in the design process. We need to model basic functionality. We must also capture nonfunctional
requirements: speed, weight, power consumption, manufacturing cost, etc.

P1

P2

P3

P4 P5

Task 1 Task 2

FIGURE 13.3 Task graph with two tasks and data
dependencies between processes.
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In the earliest stages of design, the task graph is an important modeling tool. The task graph does not
capture all aspects of functionality, but it does describe the various rates at which computations must be
performed and the expected degrees of parallelism available. This level of detail is often enough to make
some important architectural decisions. A useful adjunct to the task graph are the technology description
tables, which describe how processes can be implemented on the available components. One of the
technology description tables describes basic properties of the processing elements, such as cost and basic
power dissipation. A separate table describes how the processes may be implemented on the components,
giving execution time (and perhaps other function-specific parameters like precise power consumption)
on a processing element of that type. The technology description is more complex when ASICs can be
used as processing elements, since many different ASICs at differing price=performance points can be
designed for a given functionality, but the basic data still applies.
A more detailed description is given by either high-level language code (C, etc.) for software or

hardware description language code (VHDL, Verilog, etc.) for software components. These should not be
viewed as specifications—they are, in fact, quite detailed implementations. However, they do provide a
level of abstraction above assembly language and gates and so can be valuable for analyzing performance,
size, etc. The control-data flow graph (CDFG) is a typical representation of a high-level language: a
flowchart-like structure describes the program’s control, while data flow graphs describe the behavior
within expressions and basic blocks.

13.4.2 Cosimulation

Simulation is an important tool for design verification. The simulation of a complete embedded system
entails modeling both the underlying hardware platform and the software executing on the CPUs. Some
of the hardware must be simulated at a very fine level of detail—for example, busses and I=O devices may
require gate-level simulation. On the other hand, the software can and should be executed at a higher
level of abstraction. While it would be possible to simulate software execution by running a gate-level
simulation of the CPU and modeling the program as residing in the memory of the simulated CPU, this
would be unacceptably slow.
We can gain significant performance advantages by running different parts of the simulation at

different levels of detail: elements of the hardware can be simulated in great detail, while software
execution can be modeled much more directly. Basic functionality aspects of a high-level language
program can be simulated by compiling the software on the computer on which the simulation executes,
allowing those parts of the program to run at the native computer speed. Aspects of the program which
deal with the hardware platform must interface to the section of the simulator which deals with the
hardware. Those sections of the program are replaced by stubs which interface to the simulator. This style
of simulation is a multirate simulation system, since the hardware and software simulation sections run at
different rates: a single instruction in the software simulation will correspond to several clock cycles in the
hardware simulation. The main jobs of the simulator are to keep the various sections of the simulation
synchronized and to manage communication between the hardware and software components of the
simulation.

13.4.3 Performance Analysis

Since performance is an important design goal in most embedded systems, both for overall throughput
and for meeting deadlines, the analysis of the system to determine its speed of operation is an important
element of any codesign methodology. System performance—the time it takes to execute a particular
aspect of the system’s functionality—clearly depends both on the software being executed and the
underlying hardware platform. While simulation is an important tool for performance analysis, it is
not sufficient, since simulation does not determine the worst-case delays. Since the execution times of
most programs are data-dependent, it is necessary to give the simulation of the program the proper set
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of inputs to observe worst-case delay. The number of possible input combinations makes it unlikely
that one will find those worst-case inputs without the sort of analysis that is at the heart of performance
analysis.
In general, performance analysis must be done at several different levels of abstraction. Given a single

program, one can place an upper bound on the worst-case execution time of the program. However, since
many embedded systems consist of multiple processes and device drivers, it is necessary to analyze how
these programs interact with each other, a phase which makes use of the results of single-program
performance analysis.
Determining the worst-case execution time of a single program can be broken into two subproblems:

determining the longest execution path through the program and determining the execution time of that
program. Since there is at least a rough correlation between the number of operations and the actual
execution time, we can determine the longest execution path without detailed knowledge of the
instructions being executed—the longest path depends primarily on the structure of conditionals and
loops. One way to find the longest path through the program is to model the program as a control-flow
graph and use network flow algorithms to solve the resulting system.
Once the longest path has been found, we need to look at the instructions executed along that path to

determine the actual execution time. A simple model of the processor would assume that each instruction
has a fixed execution time, independent of other factors such as the data values being operated on,
surrounding instructions, or the path of execution. In fact, such simple models do not give adequate
results for modern high-speed microprocessors. One problem is that in pipelined processors, the
execution time of an instruction may depend on the sequence of instructions executed before it. An
even greater cause of performance variations is caching, since the same instruction sequence can have
variable execution times, depending on whether the code is in the cache. Since cache miss penalties are
often 5X or 10X, the cost of mischaracterizing cache performance is significant. Assuming that the cache
is never present gives a conservative estimate of worst-case execution time, but one that is so over-
conservative that it distorts the entire design. Since the performance penalty for ignoring the cache is so
large, it results in using a much faster, more expensive processor than is really necessary. The effects of
caching can be taken into account during the path analysis of the program—path analysis can determine
bound how often an instruction present in the cache.
There are two major effects which must be taken into account when analyzing multiple-process

systems. The first is the effect of scheduling multiple processes and device drivers on a single CPU.
This analysis is performed by a scheduling algorithm, which determines bounds on when programs can
execute. Ratemonotonic analysis is the simplest form of scheduling analysis—the utilization factor given
by ratemonotonic analysis tells one an upper limit on the amount of active CPU time. However, if data
dependencies between processes are known, or some knowledge of the arrival times of data is known,
then a more accurate performance estimate can be computed. If the system includes multiple processing
elements, more sophisticated scheduling algorithms must be used, since the data arrival time for a
process on one processing element may be determined by the time at which that datum is computed on
another processing element.
The second effect which must be taken into account is interactions between processes in the cache.

When several programs on a CPU share a cache, or when several processing elements share a second-
level cache, the cache state depends on the behavior of all the programs. For example, when one process is
suspended by the operating system and another process starts running, that process may knock the first
program out of the cache. When the first process resumes execution, it will initially run more slowly, an
effect which cannot be taken into account by analyzing the programs independently. This analysis clearly
depends in part on the system schedule, since the interactions between processes depends on the order in
which the processes execute. But the system scheduling analysis must also keep track of the cache state—
which parts of which programs are in the cache at the start of execution of each process. Good accuracy
can be obtained with a simple model which assumes that a program is either in the cache or out of it,
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without considering individual instructions; higher accuracy comes from breaking a process into several
subprocesses for analysis, each of which can have its own cache state.

13.4.4 Hardware=Software Cosynthesis

Hardware=software cosynthesis tries to simultaneously design the hardware and software for an embed-
ded computing system, given design requirements such as performance as well as a description of the
functionality. Cosynthesis generally concentrates on architectural design rather than detailed component
design—it concentrates on determining such major factors as the number and types of processing
elements required and the ways in which software processes interact.
Themost basic style of cosynthesis is known as hardware=software partitioning. As shown in Figure 13.4,

this algorithm maps the given functionality onto a template architecture consisting of a CPU and one or
more ASICs communicating via the microprocessor bus. The functionality is usually specified as a single
program. The partitioning algorithm breaks that program into pieces and allocates pieces either to the
CPU or ASICs for execution. Hardware=software partitioning assumes that total system performance is
dominated by a relatively small part of the application, so that implementing a small fraction of
the application in the ASIC leads to large performance gains. Less performance-critical sections of the
application are relegated to the CPU.
The first problem to be solved is how to break the application program into pieces; common

techniques include determining where I=O operations occur and concentrating on the basic blocks of
inner loops. Once the application code is partitioned, various allocations of those components must be
evaluated. Given an allocation of program components to the CPU or ASICs, performance analysis
techniques can be used to determine the total system performance; performance analysis should take into
account the time required to transfer necessary data into the ASIC and to extract the results of the
computation from the ASIC. Since the total number of allocations is large, heuristics must be used to
search the design space. In addition, the cost of the implementation must be determined. Since
the CPU’s cost is known in advance, that cost is determined by the ASIC cost, which varies as to the
amount of hardware required to implement the desired
function. High-level synthesis can be used to estimate
both the performance and hardware cost of an ASIC
which will be synthesized from a portion of the appli-
cation program.
Basic, cosynthesis heuristics start from extreme

initial solutions: We can either put all program com-
ponents into the CPU, creating an implementation
which is minimal cost but probably does not meet
performance requirements, or put all program elem-
ents in the ASIC, which gives a maximal-perform-
ance, maximal-expense implementation. Given this
initial solution, heuristics select which program com-
ponent to move to the other side of the partition to
either reduce hardware cost or increase performance,
as desired. More sophisticated heuristics try to con-
struct a solution by estimating how critical a com-
ponent will be to overall system performance and
choosing a CPU or ASIC implementation accord-
ingly. Iterative improvement strategies may move
components across the partition boundary to improve
the design.
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FIGURE 13.4 Hardware=software partitioning.
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However, many embedded systems do not strictly follow the one CPU, one bus, n ASIC architectural
template. These more general architectures are known as distributed embedded systems. Techniques for
designing distributed embedded systems rest on the foundations of hardware=software partitioning, but
they are generally more complicated, since there are more free variables. For example, since the number
and types of CPUs is not known in advance, the cosynthesis algorithm must select them. If the number of
busses or other communication links is not known in advance, those must be selected as well. Unfor-
tunately, these decisions are all closely related. For example, the number of CPUs and ASICs required
depends on the system schedule. The system schedule, in turn, depends on the execution time of each of
the components on the available hardware elements. But those execution times depend on the processing
elements available, which is what we are trying to determine in the first place. Cosynthesis algorithms
generally try to fix several designs and vary only one or a few, then check the results of a design decision
on the other parameters. For example, the algorithm may fix the hardware architecture and try to move
processes to other processing elements to make more efficient use of the available hardware. Given that
new configuration of processes, it may then try to reduce the cost of the hardware by eliminating unused
processing elements or replacing a faster, more expensive processing element with a slower, cheaper one.
Since the memory hierarchy is a significant contributor to overall system performance, the design of

the caching system is an important aspect of distributed system cosynthesis. In a board-level system with
existing microprocessors, the sizes of second-level caches is under designer control, even if the first-level
cache is incorporated on the microprocessor and therefore fixed in size. In a single-chip embedded
system, the designer has control over the sizes of all the caches. Cosynthesis can determine hardware
elements such as the placement of caches in the hardware architecture and the size of each cache. It can
also determine software attributes such as the placement of each program in the cache. The placement of
a program in the cache is determined by the addresses used by the program—by relocating the program,
the cache behavior of the program can be changed. Memory system design requires calculating the cache
state when constructing the system schedule and using the cache state as one of the factors to determine
how to modify the design.

13.4.5 Design Methodologies

A codesign methodology tries to take into account aspects of hardware and software during all phases of
design. At some point in the design process, the hardware and software components are well-specified
and can be designed relatively independently. But it is important to consider the characteristics of both
the hardware and software components early in design. It is also important to properly test the system
once the hardware and software components are assembled into a complete system.
Cosynthesis can be used as a design planning tool, even if it is not used to generate a complete system

architectural design. Because cosynthesis can evaluate a large number of designs very quickly, it can
determine the feasibility of a proposed system much faster than a human designer. This allows the
designer to experiment with what-if scenarios, such as adding new features or speculating on the effects
of lower component costs in the future. Many cosynthesis algorithms can be applied without having a
complete program to use as a specification. If the system can be specified to the level of processes with
some estimate of the computation time required for each process, then useful information about
architectural feasibility can be generated by cosynthesis.
Cosimulation plays a major role once subsystem designs are available. It does not have to wait until all

components are complete, since stubs may be created to provide minimal functionality for incomplete
components. The ability to simulate the software before completing the hardware is a major boon to
software development and can substantially reduce development time.
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14.1 Introduction

No invention in the modern age has been as pervasive as the semiconductor and nothing has been more
important to its technological advancement than has electronic design automation (EDA). EDA began in
the 1960s both for the design of electronic computers and because of them. It was the advent of the
computer that made possible the development of specialized programs that perform the complex
management, design, and analysis operations associated with electronics and electronic systems. At the
same time, it was the design, management, and manufacture of the thousands (now tens of millions) of
devices that make up a single electronic assembly that made EDA an absolute requirement to fuel the
semiconductor progression. Today, EDA programs are used in electronic packages for all business
markets from computers to games, telephones to aerospace guidance systems, and toasters to auto-
mobiles. Across these markets, EDA supports many different package types such as integrated circuit
(IC) chips, multichip modules (MCMs), printed circuit boards (PCBs), and entire electronic system
assemblies.
No electronic circuit package is as challenging to EDA as the IC. The growth in complexity of ICs has

placed tremendous demands on EDA. Mainstream EDA applications such as simulation, layout, and test
generation have had to improve their speed and capacity characteristics with this ever-increasing growth
in the number of circuits to be processed. New types of design and analysis applications, new methodo-
logies, and new design rules have been necessary to keep pace. Yet, even with the technological
breakthroughs that have been made in EDA across the past four decades, it is still having difficulty
keeping up with the breakthroughs being made in the semiconductor technology progression that it fuels.
Decrease in size and spacing of features on the chip is causing the number of design elements per chip to
increase at a tremendous rate. The decrease in feature size and spacing coupled with the increase in
operating frequency is causing additional levels of complexity to be approximated in the models used by
design and analysis programs.
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In the period from 1970 to the present semiconductor advances such as the following have had a
great impact on EDA technology (Figure 14.1):

. IC integration has grown from tens of transistors on a chip, to beyond tens of millions.

. Feature size on production ICs has shrunk from 10 mm to 90 nm and smaller.

. On-chip clock frequency has increased from a few megahertz to many gigahertz.

Playing an essential part in the advancement of EDA have been advances in computer architectures
that run the EDA applications. These advances have included the following:
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. Computer CPU speed: from less than a million instructions per second (MIPS) of shared main-
frame to hundreds of MIPS on a dedicated workstation

. Computer memory: from <32 KB to >500 GB

. Data archive: from voluminous reels of (rather) slow-speed tape to virtually limitless amounts of
high-speed electronic storage

However, these major improvements in computing power alone would not have been sufficient to
meet the EDA needs of semiconductor advancement. Major advances have also been made to funda-
mental EDA algorithms, and entirely new design techniques and design paradigms have been invented
and developed to support semiconductor advancement. This chapter will trace the more notable
advancements made in EDA across its history for electronics design and discuss important semicon-
ductor technology trends predicted across the next decade along and the impact they will have on EDA
for the future. It is important to understand these trends and projections, because if the EDA systems
cannot keep pace with the semiconductor projections, then these projections cannot be realized.
Although it may be possible to build foundries that can manufacture ultradeep submicron wafers and
even to acquire the billions of dollars of capital required for each, without the necessary EDA support
these factories will never be fully utilized. SEMATECH reports that chip design productivity has
increased at a compounded rate somewhere between 21% and 30%, while Moore’s Law predicts the
number of transistors on a chip to increase at a compound rate of 56%. This means that at some time,
bringing online new foundries that can produce smaller, denser chips may reach a point of diminishing
returns, because the ability to design and yield chips with that many transistors may not be possible.

14.2 Design Automation: Historical Perspective

14.2.1 The 1960s: The Beginnings of Design Automation

Early entries into design automation were made in the areas of design (description) records, PCB wiring,
and manufacturing test generation. A commercial EDA industry did not exist and developments were
made within companies with the need, such as IBM [1] and Bell Labs, on mainframe computers such as
the IBM 7090. The 7090 had addressable 36-bit words and a limit of 32,000 words of main storage
(magnetic cores). This was far less than the typical 256þ MB of RAM on the average notebook PC, and
certainly no match for a high-function workstation with gigabytes of main store. Though computer
limitations continue to be an on-going challenge for EDA development, the limitation of the computers
of the 1960s was particularly acute.
In retrospect, the limitation of computers in the 1960s was a blessing for the development of design

automation. Because of these limitations, design automation developers were forced to invent highly
creative algorithms that operated on very compact data structures. Many of the fundamental concepts
developed during this period are still in use within commercial EDA systems today. Some notable
advances during this period were

. Fundamental ‘‘stuck-at’’ model for manufacturing test and a formal algebra for the generation of
tests and diagnosis of faults

. Parallel fault simulation, which provided simulation of many fault conditions in parallel with the
good-machine (nonfaulty circuit) to reduce fault-simulation run times

. Three-valued algebra for simulation which yields accurate results using simple delay models, even
in the presence of race conditions within the design.

. Development of fundamental algorithms for the placement and wiring of components

. Checking of designs against prescribed electrical design requirements (rules)

Also, there was development of fundamental heuristics for placement and wire routing, and for divide-
and-conquer concepts supporting both. One such concept was the hierarchical division of a wiring image
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into cells, globally routing between cells, and then performing detailed routing within cells, possibly
subdividing them further. Many of these fundamental concepts are still applied today, although the
complexities of physical design (PD) of today’s large-scale integration (LSI) are vastly more complex.
The 1960s represented the awakening of design automation and provided the proof of its value and

need for electronics design. It would not be until the end of this decade when the explosion of the number
of circuits designed on a chip would occur and the term LSI would be coined. EDA development in the
1960s was primarily focused on printed circuit assemblies, but the fundamental concepts developed for
design entry, test generation, and PD provided the basics for EDA in the LSI era.

14.2.1.1 Design Entry

Before the use of computers in electronics design, the design schematic was a hard-copy drawing. This
drawing was a draftsman’s rendering of the notes and sketches provided by the circuit designer. The
drawings provided the basis for manufacturing and repair operations in the field. As automation
developed, it became desirable to store these drawings on storage media usable by computers so that
the creation of input to the automated processes could, itself, be automated. So, the need to record the
design of electronic products and assemblies in computers was recognized in the late 1950s and early
1960s. In the early days of design automation, the electronics designer would develop the design using
paper and pencil and then transcribe it to a form suitable for keyed entry to a computer. Once keyed into
the computer, the design could be rendered in a number of different formats to support the manufac-
turing and field operations. It was soon recognized that these computerized representations of the circuit
design drawing could also drive design processes such as the routing of printed circuit traces or the
generation of manufacturing test patterns. Finally, from there, it was but a short step to the use of
computers to generate data in the form required to drive automated manufacturing and test equipment.
Early design entry methods involved the keying of the design description onto punch cards that were

read into the computer and saved on a persistent storage device. This became known as the design’s
database, and is the start of the design automation system. From the database, schematic diagrams and
logic diagrams were rendered for use in engineering, manufacturing, and field support. This was typically
a two-step process, whereby the designer drew the schematic by hand and then submitted it to another
for conversion to the transcription records, keypunch, and entry to the computer. Once in the computer,
the formal automated drawings were generated, printed, and returned to the designer. Although this
process seems archaic by today’s standards, it did result in a permanent record of the design in computer
readable format. This could be used for many forms of records management, engineering change history,
and as input to design, analysis, and manufacturing automation that would soon follow.
With the introduction of the alphanumeric terminal, the keypunch was replaced as the window into

the computer. With this, new design description languages were developed, and the role of the tran-
scription operator began to move back to the designer. Although these description languages still
represented the design at the device or gate level, they were free format and keyword oriented and
design engineers were willing to use them. The design engineer now had the tools to enter design
descriptions directly into the computer thus eliminating the inherent inefficiencies of the ‘‘middleman.’’
Thus, a paradigm shift began to evolve in the method by which design was entered to the EDA system.
Introduction of the direct access storage devices (disks) in the late 1960s also improved the entry process
as well as the entire design system by providing online, high-speed direct access to the entire design or
any portion of it. This was also important to the acceptance of design entry by the designer as the task
was still viewed as a necessary overhead rather than a natural part of the design task. It was necessary to
get access to the other evolving design automation tools, but typically, the real design thought process
took place with pencil and paper techniques. Therefore, any change that made the entry process faster
and easier was eagerly accepted.
The next shift occurred in the later part of the 1970s with the introduction of graphics terminals. With

these, the designer could enter design into the database in schematic form. This form of design entry was
a novelty at first, but not a clear performance improvement. In fact, until the introduction of the
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workstation with dedicated graphics support, graphic entry was detrimental to design productivity in
many cases. Negative effects such as less than effective transaction speed, time lost in making the
schematic esthetically pleasing and the low level of detail all added to less than obvious advances. In
contrast, use of the graphics display to view the design and make design changes proved extremely
effective and was a great improvement over the red-lined hard-copy prints. For this reason, use of
computer graphics represented a major advance and this style of design entry took off with the
introduction of the workstation in the 1980s. In fact, the graphic editor’s glitz and capability was often
a major selling point in the decision to use one EDA system over another. Further, to be considered a
commercially viable system, graphics entry was required. Nevertheless, as the density of ICs grew,
graphics entry of schematics would begin to yield to the productivity advantages of (alphanumeric)
description languages. As EDA design and analysis tool technology advanced, entry of design at the
register-transfer level (RTL) would become commonplace and today the design engineer is able to
represent his design ideas at many levels of abstraction and throughout the design process. System-
level and RTL design languages have been introduced and the designer is able to verify design intent
much earlier in the design cycle.
By the 1990s and after the introduction of synthesis automation, design entry using RTL descriptions

was the generally accepted approach for entry of design, although schematic entry remained the accepted
method for PCB design and many elements of custom ICs. There is no doubt that the introduction of
graphics into the design automation system represents a major advance and a major paradigm shift. The
use of graphics to visualize design details, wiring congestion, and timing diagrams is of major import-
ance. The use of graphics to perform edit functions is standard operating procedure.
Large system design, often, entails control circuitry, dataflow, and functional modules. Classically,

these systems span across several chips and boards and employ several styles of entry for the different
physical packages. These may include

. Schematics—graphic

. RTL and behavioral level languages—alphanumeric

. Timing diagrams—graphic

. State diagrams—alphanumeric

. Flowcharts—graphic

Today, these entry techniques can be found in different EDA tools and each is particularly effective for
different types of design problems. Schematics are effective for the design of ‘‘glue’’ logic that intercon-
nects functional design elements such as modules on a PCB and for custom IC circuitry. Behavioral
languages are useful for system-level design, and particularly effective for dataflow behavior. Timing
diagrams lend themselves well to describe the functional operations of ‘‘black-box’’ components at their
I=Os without needing to describe their internal circuitry. State diagrams are a convenient way to express
the logical operation of combinational circuits. Flowcharts are effective for describing the operations of
control logic, much like use of flowcharts for specification of software program flow. With technology
advances, the IC is engulfing more and more of the entire system and all of these forms of design
description may be prevalent on a single chip. It is even expected that the design of ‘‘black-box’’ functions
will be available from multiple sources to be embedded onto the chip similar to the use of modules on a
PCB. Thus, it is likely that future EDA systems will support a mixture of design description forms to
allow the designer to represent sections of the design in a manner most effective to each. After all, design
is described in many forms by the designer outside the design system.

14.2.1.2 Test Generation

Testing of manufactured electronic subassemblies entails the use of special test hardware that can provide
stimulus (test signals) to selected (input) pins of the part under test and measure for specified responses
on selected (output) pins. If the measured response matches the specified response, then the part under
test has passed that test successfully. If some other response is measured, then the part has failed that test
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and the presence of a defect is indicated. Manufacturing test is the successive application test patterns
that cause somemeasurable point on the part under test to be sensitized to the presence of a manufacturing
defect. That is, some measurable point on the part under test will result in a certain value if the fault
is present and a different one if no fault were present. The collection of test patterns causes all (or almost all)
possible manufacturing failures to render a different output response than would the nondefective part.
For static DC testers, each stimulus is applied and after the part under test settles to a steady state, the
specified outputs are measured and compared with the expected results for a nondefective part.

To bound the test generation problem, a model was developed to represent possible defects at the
abstract gate level. This model characterizes the effects of defects as stuck-at values. This model is
fundamental to most of the development in test generation and is still in use today. It characterizes
defects as causing either a stuck-at-one or a stuck-at-zero condition at pins on a logic gate. It assumes
hard faults (i.e., if present, a fault remains throughout the test) and that only one fault occurs at a time.
Thus, this model became known as the single stuck-at fault model. Stuck-at fault testing assumes that the
symptom of any manufacturing defect can be characterized by the presence of a stuck-at fault some place
within the circuit and that it can be observed at some point on the unit under test. By testing for the
presence of all possible stuck-at faults that can occur, all possible manufacturing hard-defects in the logic
devices can thus be tested.
The stuck-at fault models for NAND and NOR gates are shown in Figure 14.2. For the NAND gate, the

presence of an input stuck-at-one defect can be sensitized (made detectable) at the gate’s output pin by
setting the good-machine state for that input to 0, and setting the other input values to 1. If a zero is
observed at the gate’s output node, then a fault (stuck-at-one) on the input pin set to 0 is detected.
A stuck-at-zero condition on any specific input to the NAND gate is not distinguishable from a stuck-
at-zero on any other input to the gate, thus is not part of the model. However, a stuck-at-one is modeled
for the gate’s output to account for such a fault or a stuck-at-one fault on the gate’s output circuitry.
Similarly, a stuck-at-zero is modeled on the gate’s output.
The fault model for the NOR gate is similar except that here input faults are modeled as stuck-at-zero,

as the stuck-at-one defect cannot be isolated to a particular input.
Later in time, additional development would attack defects not detectable with this stuck-at fault

model; for example, bridging faults where nodes are shorted together, and delay faults where the output
response does not occur within the required time. The stuck-at fault model cannot detect these fault types
and they became important as the development of CMOS progressed. Significant work was performed in
both these areas beginning in the 1970s, but it did not have the impact on test generation development
that the stuck-at fault model did.

The creation of the fault model was very important to
test generation as it established a realistic set of objectives
to be met by automated test set generation that could be
achieved in a realistic amount of computational time. A
formal algebra was developed by Roth [2] called the
D-ALG that formalized an approach to test generation
and fault diagnosis.
The test generation program could choose a fault based

on the instances of gates within the design and the fault
models for the gates. It could then trace back from that
fault to the input pins of the design and, using the D-ALG
calculus, it could find a set of input states that would
sensitize the fault. Then, it could trace forward from that
fault to the design’s output pins, sensitizing the path (caus-
ing the good-machine value to be the opposite of the stuck-
at fault value along that path) to at least one observable
pin (Figure 14.3).
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FIGURE 14.2 Stuck-at fault models.
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The use of functional patterns as the test patterns in lieu of heuristic stuck-at test generation was
another approach for manufacturing test. However, this required an extreme number of tests to be
applied and provided no measurable objective to be met (i.e., 100% of all possible stuck-at faults) thus,
depended on the experience and skill of the designer to create quality tests. The use of fault models and
automatic test generation produced a minimum set of tests and greatly reduced intensive manual labor.
The exhaustive method to assure coverage of all the possible detectable defects would be to apply all

possible input states to the design under test and compare the measured output states with the simulated
good-machine states. For a design with n input pins, however, this may theoretically require the
simulation of 2n input patterns for combinatorial logic and at least 2nþm for sequential logic (where m
is the number of independent storage elements). For even a relatively small number of input pins, this
amount of simulation would not be possible even on today’s computers, and the time to apply this
number of patterns at the tester would be grossly prohibitive.
The amount of time that a part resides on the tester is critical in the semiconductor business, as it

impacts a number of parts that can be produced in a given amount of time and the capital cost for testers.
Thus, the number of test patterns that need to be applied at the tester should be kept to a minimum. Early
work in test generation attacked this problem in two ways. First, when a test pattern was generated for a
specific fault, it was simulated against all possible faults one at a time. In many cases, the application of a
test pattern that is targeted for one specific fault will also detect several other faults at the same time. The
presence of a specific fault may be detectable on one output pin, for example, but at the same time
additional faults may be observable at the other output pins. The use of fault simulation (discussed in
Section 14.2.1.3) detected these cases and provided a mechanism to mark as tested those faults that were
‘‘accidentally’’ covered. This meant that the test generation algorithm did not have to generate a specific
test for those faults. Second, schemes were developed to merge test patterns together into a smaller test
pattern set to minimize the number of patterns required for detection of all faults. This is possible when
two adjacent test patterns require the application of specific values on different input pins, each allowing
all the other input pins to be at a do not-care state. In these cases, the multiple test patterns can be merged
into one. With successive analysis in this way, all pairs of test patterns (pattern n with nþ 1, or the
merger of m and mþ 1 with pattern mþ 2) are analyzed and merged into a reduced set of patterns.
Sequential design elements severely complicate test generation, as they require the analysis of previous

states and the application of sequences of patterns. Early work in test generation broke feedback nets,
inserted a lumped delay on them, and analyzed the design as a combinatorial problem using a Huffman
model. Later work attempted to identify the sequential elements within the design using sophisticated
topological analysis and then used a Huffman model to analyze each unique element. State tables for each

D

0
1NAND

1
DNAND

D

0
1NAND

D
1NAND

D

D
NAND

D = 1 (good machine)/0 (faulty machine)
D = 0 (good machine)/1 (faulty machine)–

Where:

D

1
NAND

DNAND
D–

D– D–

D–

D–

–

–

D

FIGURE 14.3 D-ALG calculus.

Design Automation Technology Roadmap 14-7



unique sequential element were generated and saved for later use as lookup tables in the test generation
process. The use of three-value simulation within the analysis reduced the analysis time as well as
guaranteed that the results were always accurate. Huffman analysis required 2x simulations (where x is
the number of feedback nets) to determine if critical hazards existed in the sequential elements. Using
three-valued simulation [3] (all value transitions go through an X state), this was reduced to a maximum
of 2x simulations.
This lumped delay model did not account for the distribution of delays in the actual design, thus it

often caused pessimistic results. Often simulated results yielded do not-know (X-state) conditions when a
more accurate model could yield a known state. This made it difficult to generate patterns that would
detect all faults in the model. As the level of integration increased, the problems associated with
automatic test generation for arbitrary sequential circuits became unwieldy. This necessitated that the
designer be called back into the problem of test generation most often to develop tests that would detect
those that were missed by the test generation program. New approaches that ranged from random
pattern generation to advanced algorithms and heuristics, which use a combination of different
approaches, were developed. However, by the mid-1970s the need to design-for-test was becoming
evident to many companies.
During the mid-1970s the concept of scan design such as IBM’s Level Sensitive Scan Design (LSSD),

was developed [4]. Scan design provides the ability to externally control and observe internal state
variables of the design. This is accomplished by the use of special scan latches into the design at the points
to be controlled and observed. These latches are controllable and can accept one of the two different data
inputs depending on an external control setting. One of these data inputs is the node within the IC to be
controlled=observed and the other is used as the test input. These latches are connected into a shift
register chain that has its stage-0 test input and stage-n output connected to externally accessible pins on
the IC. Under normal conditions, signals from within the design are passed through individual latches via
the data input=output. Under test conditions, test vectors can be scanned, under clock control, onto the
scan register’s externally accessible input pin and into the scan latches via their test data input. Once
scanned into the register, the test vector is applied to the internal nodes. Similarly, internal state values
within the design are captured in individual scan latches and scanned through the register out to its
observable output pin.
The development of scan design was important for two reasons. First, LSSD allowed for external

control and observability of all sequential elements within the design. With specific design-for-test rules,
this reduced the problem of test generation to one of a set of combinatorial circuits. Rigid design rules
such as the following assure this, and checking programs and scan chain generation algorithms were
implemented to assure that they were adhered to before entering test generation:

. All internal storage elements implemented in hazard-free polarity-hold latches

. Absence of any global feedback loops

. Latches may not be controlled by the same clock that controls the latches feeding them

. Externally accessible clocks control all shift register latches

Second, scan design allowed for external control and observability at otherwise nonprobable points
between modules on an MCM or PCB. During the 1980s an industry standard was developed, called
Boundary Scan (IEEE 1149.1 Joint Test Action Group) [5], which uses scan design techniques to provide
control and observability for all chip or module I=Os from pins of their next level package (MCM or
PCD, respectively).
Scan design requires additional real estate in the IC design and has a level of performance overhead.

However, with the achievable transistor density levels on today’s ICs and the test and diagnosis benefits
accrued, these penalties are easily justified in all but the most performance critical designs (Figure 14.4).
During the 1980s, IC density allowed for the design of built-in self-test (BIST) circuitry on the chip

itself. Operating at hardware speed, it became feasible to generate complete exhaustive tests and large
numbers of random tests never possible with software and stored program testers. BISTs are generated
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on the tester by the device under test, reducing the management of data transfer from design to
manufacturing. A binary counter is used or linear feedback shift registers (LFSR) are used to generate
the patterns for exhaustive or random tests, respectively. In the latter case, a pseudorandom bit sequence
is formed by the exclusive-OR of the bits on the LFSR and this result is then fed back into the LFSR input.
Thus, a pseudorandom bit sequence whose sequence length is based on the number of LFSR stages and
the initial LFSR state can be generated. The design can be simulated to determine the good-machine state
conditions for the generated test patterns, and these simulated results are compared with the actual
device-under-test results observed at the tester.
BIST techniques have become common for the test of on-chip RAM and ROS. BIST is also used for

logic sections of chips either with fault-simulated weighted random test patterns or good machine-
simulated exhaustive patterns. In the latter case, logic is partitioned into electrically isolated regions with
a smaller number of inputs to reduce the number of test patterns. Partitioning of the design reduces the
number of exhaustive tests from 2n (where n is the total number of inputs) to

Xm
i¼1

2n
i

where
m is the number of partitions
ni (ni< n) is the number of inputs on each logic partition

Since the use of BIST implies an extremely large number of tests, the simulated data transfer and test
measurement time is reduced greatly by the use of a compressed signature to represent the expected and
actual test results. Thus, only a comparison of the simulated signatures for each BIST region needs to be
made with the signatures derived by the on-chip hardware, rather than the results of each individual test
pattern. This is accomplished by feeding the output bit sequence to a single input serial input LFSR after
exclusive-OR with the pseudorandom pattern generated by that LFSR. In this way, a unique pattern can
be observed for a sequence of test results, which is a function of the good-machine response and a
pseudorandom number (Figure 14.5).
Today, testing of ICs typically consists of combinations of different test strategies. These may include

stored program stuck-at fault tests, BIST, delay (or at-speed) test (testing for signal arrival times in
addition to state), and IDDQ tests (direct drain quiescent current testing checks for CMOS defects that
cause excessive current leakage). The latter two test techniques are used to detect defect conditions not
identified by stuck-at fault tests such as shorts (bridging faults) between signal nets or gate oxide defects
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that cause incorrect device operation and parametric variability resulting from process variations in the
wafer foundry. However, the stuck-at fault model and scan techniques have been and will continue to be
fundamental ingredients for the manufacturing test recipe.

14.2.1.3 Fault Simulation

Fault simulation is used to predict the state of a design at observable points when in the presence of a
defect. This is used for manufacturing test and for field diagnostic pattern generation. Early work in fault
simulation relied on the stuck-at fault model and performed successive simulations of the design with
each single fault independent of any other fault; thus, a single stuck-at fault model was assumed. Because
even these early designs consisted of thousands of faults, it was too time consuming to simulate each fault
serially and it was necessary to create high-speed fault simulation algorithms.
For manufacturing test, fault simulation took advantage of three-valued zero-delay simulation. The

simulation model of the design was levelized and compiled into an executable program. Levelization
assured that driver gates were simulated before the gates receiving the signals; thus, allowing a state
resolution in a single simulation pass. Feedback loops were cut and the X-transition of three-valued
simulation resolved race conditions. The inherent instruction set of the host computer (e.g., AND, OR,
and XOR.) allowed the use of a minimum set of instructions to simulate a gate’s function.

The parallel-fault simulation algorithm that allowed many faults to be simulated in parallel was
developed during the 1960s. Using the 32-bit word length of the IBM 7090 computer architecture, for
example, simulation of 31 faults in a single pass (using the last bit for the good-machine) was possible.
For each gate in the design, two host machine words were assigned to represent its good-machine state
and the state for 31 single stuck-at faults. The first bit position of the first word was set to 1 or 0
representing the good-machine state for the node, and each of the successive bit position was set to the
1=0 state that would occur if the simulated faults were present (each bit-position representing a
single fault). The corresponding bit position in the second word was set to 0 if it was a known state
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and one if it was an X-state. The entire fault list was divided into n partitions of 31 faults and each
partition was then simulated against all input patterns. In this way, the run time for simulation is a
function of

Xn¼F=31
i¼1

Patterns

where F is the total number of single stuck-at faults in the design.
Specific faults are injected within the word representing their location within the design by the

insertion of a mask that is AND’d or OR’d at the appropriate word. For stuck-at-one conditions
the mask contains a 1-bit in the position representing the fault (and 0-bit at the others) and it is OR’d
to the gate’s memory location. For stuck-at-zero faults the mask contains a 0-bit at the positions
representing the fault (and 1-bit at the others) and it is AND’d with the gate’s memory location.

As the level of integration increased, so did the number of faults. The simulation speed improvement
realized from parallel-fault simulation was limited to the number of faults simulated in parallel and
because of the algorithm overhead, it did not scale with the increase in faults.
Deductive-fault simulation was developed early in the 1970s and required only one simulation pass per

test pattern. This is accomplished by simulating only the good-machine behavior and using deductive
techniques to determine each fault that is detectable along the simulated paths. Note here that fault
detection became the principal goal and fault isolation (for repair purposes) was ignored, as by now
the challenge was to isolate from a wafer bad chips that were not repairable. Because lists of faults
detectable at every point along the simulated path need to be kept, this algorithm requires extensive
memory, far more than the parallel-fault simulation one. However, with increasing memory on host
computers and the inherent increase in fault simulation speed, this technique won the favor of many
fault simulators.
Concurrent-fault simulation refined the deductive algorithm by recognizing the fact that paths in the

design quickly become insensitive to the presence of most faults, particularly after some initial set of test
patterns is simulated (an observation made in the 1970s was that a high percentage of faults is detected in
a low percentage of the initial test patterns, even if these patterns are randomly generated). The
concurrent-fault simulation algorithm simulates the good machine and concurrently simulates a number
of faulty machines. Once it is determined that a particular faulty machine state is the same as the good-
machine one, simulation for that fault ceases. Since on logic paths most faults will become insensitive
rather close to the point where the fault is located, the amount of simulation for these faulty machines
was kept small. This algorithm required even more memory, particularly for the early test patterns;
however, host machine architectures of the late 1970s were supporting, what then appeared as, massive
amounts of addressable memory.
With the introduction of scan design in which all sequential elements are controllable from the tester,

the simulated problem is reduced to that of a combinatorial circuit whose state is deterministic based on
any single test pattern, and is not dependent on previous patterns or states. Parallel-pattern fault
simulation was developed in the late 1970s to take advantage of this, by simulating multiple test patterns
in parallel against a single fault. A performance advantage is achieved because compiled simulation could
again be utilized as opposed to the more costly event-based approach. In addition, because faults not
detected by the initial test patterns are typically only detectable by a few patterns and for these a
sensitized path often disappears within a close proximity to the fault’s location, simulation of many
patterns does not require a complete pass across the design.
Because of the increasing number of devices on chips, the test generation and fault simulation problem

continued to face severe challenges. With the evolution of BIST however, the use of fault simulation was
relaxed. With BIST, only the good-machine behavior needs to be simulated and compared with the actual
results at the tester.
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14.2.1.4 Physical Design

As with test generation, PD has evolved from early work on PCBs. PD automation programs place
devices and generate the physical interconnect routing for the nets that connect them into logic paths
assuring that electrical and physical constraints are met. The challenge for PD has become ever greater
since its early development for PCBs where the goal was simply to place components and route nets
typically looking for the shortest path. Any nets that could not be auto-routed were routed (embedded)
manually, or as a last resort with nonprinted (yellow) wires. As the problem moved on to the ICs, the
ability to use nonprinted wires to finish routing was no more. Now, all interconnects had to be printed
circuits and anything less than a 100% solution is unacceptable. Further, as the IC densities increased, so
did the number of nets which necessitated the invention of smarter wiring programs and heuristics. Even
a small number of incomplete (overflow) routes became too complex of a task for manual solutions.
As IC device sizes shrank and the gate delays decreased, the delay caused by interconnect wiring also

became an important factor for a valid solution. No longer was any wiring solution a correct solution.
Complexity increased by the need to find wiring solutions that fall within acceptable timing limits. Thus,
the wiring lengths and thickness needed to be considered. As IC features become packed closer together
cross-coupled capacitance (cross talk) effects between them is also an important consideration and for
the future, wiring considerations will expand into a three-dimensional space. PD solutions must consider
these complex factors and still achieve a 100% solution that meets the designer-specified timing for IC
designs that contain hundreds of millions of nets.
Because of these increasing demands on the PD, major paradigm changes have taken place in the

design methodology. In the early days, there was a clear separation of logic design and PD. The logic
designer was responsible for creating a netlist that correctly represented the logic behavior desired.
Timing was a function of the drive capability of the driving circuit and the number of receivers. Different
power levels for drivers could be chosen by the logic designer to match the timing requirements based on
the driven circuits. The delay imposed by the time-of-flight along interconnects and owing to the
parasitics on the interconnect was insignificant. Therefore, the logic designer could hand off the PD to
another, more adept at using the PD programs and manually embedding overflow wires. As the
semiconductor technology progressed, however, there needed to be more interactions between the
logic designer and the physical designer, as the interconnect delays became a more dominant factor
across signal paths. The logic designer had to give certain timing constraints to the physical designer and
if these could not be met, the design was often passed back to the logic designer. The logic designer, in
turn, then had to choose different driver gates or a different logical architecture to meet his design
specification. In many cases, the pair had to become a team or there was a merger of the two previously
distinct operations into one ‘‘IC designer.’’
This same progression of merging logic design and PD into one operational responsibility has also

begun at the EDA system architecture level. In the 1960s and 1970s, front-end (design) programs were
separate from back-end (physical) programs. Most often they were developed by different EDA devel-
opment teams and designs were transferred between them by means of data files. Beginning in the 1980s,
the data transferred between the front-end programs and the back-end ones included specific design
constraints that must be met by the PD programs—the most common being a specific amount of allowed
delay across an interconnect or signal path. Moreover, as the number of constraints that must be met by
the PD programs increases so does the challenge to achieve a 100% solution. Nonetheless, many of the
fundamental wiring heuristics and algorithms used by PD today spawned from work done in the
1960s for PCBs.
Early placement algorithms were developed to minimize the total length of the interconnect wiring

using Steiner trees and Manhattan wiring graphs. In addition, during these early years, algorithms were
developed to analyze wiring congestion that would occur as a result of placement choices and minimize it
to give routing a chance to succeed. Later work in the 1960s led to algorithms that performed a
hierarchical division of the wiring image and performed global wiring between these subdivisions
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(then called cells) before routing within the cells [6]. This divide-and-conquer approach simplified the
problem and led to quicker and more complete results. Min-cut placement algorithms often used today
are a derivative of this divide-and-conquer approach. The image is divided into partitions and the
placements of these partitions are swapped to minimize interconnect length between them and possible
wiring congestion. Once a global solution for the cells is found, placement is performed within them
using the same objectives. Many current placement algorithms are based on these early techniques,
although they now need to consider more physical and electrical constraints.
Development of new and more efficient routing algorithms progressed. The Lee algorithm [7] finds a

solution by emitting a ‘‘wave’’ from both the source and target points to be wired. This wave is actually an
ordered identification of available channel positions—where the available positions adjacent to the source
or destination are numbered 1, and the available positions adjacent to them are numbered 2, etc.
Successive moves and sequential identification is made (out in all directions as would a wave) until
the source and destination moves meet (the waves collide). Then a backtrace is performed from the
intersecting position in reverse sequential order along the numbered track positions back to the source
and destination. At points where a choice is available (i.e., there are two adjacent points with the same
order number), the one which does not require a change in direction is chosen.
The Hightower line-probe technique [8], also developed during this period and speeded up routing, by

use of emanating lines rather than waves. This algorithm emanated a line from both the source and
destination points, toward each other. When either line encounters an obstacle, then another line is
emanated from a point just missing the edge of the obstacle on the original line at a right angle to the
original line, and toward the target or source. Thus, the process is much like walking blindly in an
orthogonal line toward the target and changing direction only after bumping into a wall. This process
continues until the lines intersect at which time the path is complete.
In today’s ICs, the challenge of completed wiring that meets all constraints is of crucial importance.

Unlike test generation, which can be considered successful when a very high percentage of the faults are
detected by the test patterns, 100% complete is the only acceptable answer for PD. Further, all of the
interconnects must fall within the required electrical and physical constraints. Nothing <100% is
acceptable! Today these constraints include timing, power consumption, noise, and yield and this list
will become more complex as IC feature sizes and spacing are reduced further.

14.2.2 The 1970s: The Awaking of Verification

Before the introduction of large-scale integrated (LSI) circuits in the 1970s, it was common practice to
build prototype hardware to verify the design correctness. PCB packages containing discrete components,
single gates, and small-scale integrated modules facilitated engineering rework of real hardware within
the verification cycle. Prototype PCBs were built and engineering used test stimulus drivers and
oscilloscopes to determine whether the correct output conditions resulted from input stimuli. As design
errors were detected, they were repaired on the PCB prototype, validated, and recorded for later
engineering into the production version of the design. Use of the wrong logic function within the
design could easily be repaired by replacing components in error with the correct ones. Incorrect
connections could easily be repaired by cutting a printed circuit and replacing it with a discrete wire.
Thus, design verification (DV) was a sort of trial-and-error process using real hardware.

The introduction of LSI circuits drastically changed the DV paradigm. Although the use of software
simulation to verify system design correctness began during the 1960s, it was not until the advent of the
LSI circuits that this concept became widely accepted. With large-scale integration, it became impossible
to use prototype hardware or to repair a faulty design after it was manufactured. The 1970s are best
represented by a quantum leap into verification before manufacture through the use of software
modeling (simulation). This represented a major paradigm shift in electronics design and was a difficult
change for some to accept. DV on hardware prototypes resulted in a tangible result that could be touched
and held. It was a convenient tangible, which could be shown by management to represent real progress.
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Completed DV against a software model did not produce the same level of touch and feel. Further, since
the use of computer models was a relatively new concept, it met with the distrust of many. However, the
introduction of LSI circuits demanded this change and today, software DV is a commonplace practice
used in all levels of electronic components, subassemblies, and systems.
Early simulators simulated gate-level models of the design with two-valued (1 and 0) simulation. Since

gates had nearly equal delays and the interconnect delay was insignificant by comparison, the use of a
unit of delay for each gate with no delay assigned to interconnects was common. Later simulators
exploited the use of three-valued simulation (1, 0, and unknown) to resolve race conditions and identify
oscillations within the design more quickly. With the emergence of LSI circuits, however, these simple
models had to become more complex and, additionally, simulators had to become more flexible and
faster—much faster. In the first half of the 1970s, important advances were made to DV simulators
that included

. Use of abstract (with respect to the gate-level) models to improve simulation performance and
enable verification throughout the design cycle (not just at the end)

. More accurate representations of gate and interconnect delays to enhance the simulated accuracy

In the latter half of the decade, significant contributions were made to facilitate separation of function
verification from timing verification and formal approaches for verification. However, simulation
remains a fundamental DV tool and the challenge to make simulators faster and more flexible continues
even today.

14.2.2.1 Simulation

Though widely used for DV, simulation has a couple of inherent problems. First, unlike test generation or
PD, there is no precise measure of completeness. Test generation has the stuck-at fault model and PD has
a finite list of nets that must be routed. However, there is no equivalent metric to determine when
verification of the design is complete, or when enough simulation is done. During the 1970s research
began to develop a metric for verification completeness, but to this day none has been generally accepted.
Use is made of minimum criteria such as all nets must switch in both directions, and statistical models
using random patterns. Recent work in formal verification is applying algorithmic approaches to validate
coverage of paths and branches within the model. However, the generally accepted goal is to ‘‘do more.’’
Second, it is a hard and time-consuming task to create effective simulation vectors to verify a complex

design. DV simulators typically support a rich high-level language for the stimulus generation, but still
require the thought, experience, and ingenuity of the DV engineer to develop and debug these programs.
Therefore, it is desirable to simulate the portion of the design being verified in as much of the total system
environment as possible and have the simulation create functional stimulus for the portion to be verified.
Finally, it is tedious to validate the simulated results for correctness, making it desirable to simulate the

full system environment where it is easier to validate results. Ideally, the owner of an application-specific
integrated circuit (ASIC) chip being designed for a computer could simulate that chip within a model of
all of the computer’s hardware, the microcode, the operating system, and use example software programs
as the ultimate simulation experiment. To even approach this goal, however, simulator technology must
continuously strive for rapid and more rapid techniques.
Early DV simulators often used compiled models (where the design is represented directly as a

computer program), but this technique gave way to interpretative event-driven simulation. Compiled
simulators have the advantage of higher speeds because host machine instructions are compiled in-line to
represent the design to be verified and are directly executed with minimum simulator overhead. Event-
based simulators require additional overhead to manage the simulation operations, but provide a level of
flexibility and generality not possible with the compiled model. This flexibility was necessary to provide
for simulation of timing characteristics as well as function, and to handle general sequential designs.
Therefore, this approach was generally adopted for DV simulators.
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14.2.2.1.1 Event-Based Simulation

There are four main concepts to an event-based simulator:

. Netlist, which provides the list of blocks (gates at first, but any complex function later), connections
between blocks, and delay characteristics of the blocks.

. Event time queues, which are lists of events that need to be executed (blocks that need to be
simulated) at specific points in (simulation) time. Event queues contain two types of events—
update and calculate. Update-events change the specified node to the specified value, then schedule
calculate-events for the blocks driven from that node. Calculate-events call the simulation behavior
for the specified block and, on return from the behavior routine, schedule update-events to change
the states on the output nodes to the new values at the appropriate (simulation) time

. Block Simulation Behavior (the instructions that will compute that block’s output(s) states when
there is a change to its input(s) state—possibly also scheduling some portion of the block’s behavior
to be simulated at a later time).

. Value list—the current state of each node in the design.

Simulation begins by scheduling update-events in appropriate time queues for the pattern sequence to
be simulated. After the update-events are stored, the first-time event queue is traversed and, one-by-one,
each update-event in the queue is executed. Update-events update the node in the value list and, if the
value new value is different from the current value (originally set to unknown), schedule calculate-events
for blocks driven from the updated node. These calculate-events are saved back in time queues based on
delay specifications for later execution—which will be discussed later. After all update-events are
executed and removed from the queue, the simulator selects calculate-events in the queue sequentially,
interprets its function, and passes control to the appropriate block simulation behavior for calculation.
The execution of a calculate-event causes simulation of a block to take place. This is accomplished by

passing control to the simulation behavior of the block with pointers to the current state-values on its
inputs (in the value list). When complete, the simulation routine of the block will pass control back to
the simulator with the new state condition for its output(s). The simulator then schedules the block
output(s) value update by placing an update-event for it in the appropriate time queue. The decision
of which time queue the update-events are scheduled within is based on what the delay value is for
the block.
Once all calculate-events are executed and removed from the queue, the cycle begins again at the next

time queue and the process of executing update-events followed by calculate-events for the current time
queue repeats. This cycle repeats until there are no more events or until some specified maximum
simulation time. To keep update-events separated from calculate-events within the linked-list queues, it is
common to add update-events at the top of the linked-list and calculate-events at the bottom, updating
the chain-links accordingly.
Because it is not possible to predetermine how many events will reside in a queue at any time, it is

common to create these as linked lists of dynamically allocated memory. Additionally, time queues are
linked since the required number of time queues cannot be determined in advance and similar to events,
new time queues can be inserted into that chained list as required (Figure 14.6).
A number of techniques have been developed to make queue management fast and efficient as they are

the heart of the simulator. Because of its generality, the event-based algorithm was the clear choice for
DV. One advantage of event-based simulation over the compiled approach is that it easily supports the
simulation of delay. Delays can be simulated for blocks and nets and even early simulators typically
supported a very complete delay model, even before sophisticated delay calculators were available to take
advantage of it.
Treatment of delay has had to evolve and expand since the beginnings of software DV. Unit delay was

the first model used—where each gate in the design is assigned one unit of delay and interconnect delays
are zero. This was a crude approximation, but allowed for high-speed simulations because of the
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simplifying assumptions and it worked reasonably well. As the IC evolved, however, the unit delay model
was replaced by a lumped delay model in which, each gate could be assigned a unique value for delay—
actually, a rise-delay and a fall-delay. This was assigned by the technologist based on some average load
assumption. At this time, also, the beginnings of development of delay calculators began. These early
calculators used simple equations, adding the number of gates driven by the gate being calculated, and
then adding the additional delay to the intrinsic delay values of that gate. As interconnect wiring became
a factor in the timing of the circuit the pin-to-pin delay came into use. Though delay values used for
simulation in the 1970s was crude by today’s norm, the delay model Figure 14.7 was rich and supported
specification and simulation for

. Intrinsic block delay (Tblock)—the time required for the block output to change state relative to the
time that a controlling input to that block changed state

. Interconnect delay (Tint)—the time required for a specific receiver pin in a net to change state
relative to the time that the driver pin changed state

. Input–output delay (Tio)—the time required for a specific block output to change state relative to
the time the state changed on a specific input to that block

Today’s ICs, however, require delay calculation based on very accurate distributed RC models for
interconnects, as these delays have become more significant with respect to gate delays. Future ICs will
require even more precise modeling for delays, as will be discussed later in this chapter, and consider
inductance (L) in addition to the RC parasitics. Additionally, transmission line models will be necessary
for the analysis of certain critical global interconnects. However, the delay model defined in the
early years of DV and the capabilities of the event-based simulation algorithm stand ready to meet this
challenge.
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Another significant advantage of the event-based simulation is that it easily supports simulation of
blocks in the netlist at different levels of abstraction. Recall that one of the fundamental components of
event simulation is the block simulation behavior. A calculation-event for a block passes control to the
subroutine that simulates the behavior using the block’s input states. For gate-level simulation, these
behavior subroutines are quite simple—AND, OR, NAND, and NOR. However, since the behavior is
actually a software program, it can be arbitrarily complex as well. Realizing this, early work took place to
develop description languages that could be coded by designers and compiled into block simulation
behaviors to represent arbitrary sections of a design as a single (netlist) block. For example, a block
simulation behavior might look like the following:

FUNCTION (CNOR);
=* Complimentary output NOR function with 3 inputs. Input delay¼2,

intrinsic delay for true output¼10, intrinsic delay for complement
output¼12*=

INPUT (a,b,c); =*Declare for inputs a,b,c*=
OUTPUT (x,y);
DECLARE input1, input2, input3; =*Declare storage for inputs*=
DECLARE out, cout; =*Declare storage for outputs*=

GET a,input1, b,input2, c,input3;

DELAY 2, Entry1;
Entry1: out¼input1jinput2jinput3;
cout¼:out;
DELAY 10, (x¼out); =*Schedule this update-event for 10 time units

later *=
DELAY 12 (y¼cout); =*Schedule this update-event for 12 time units

later *=
END Entry1;

ENDCNOR;

The sophisticated use of these behavioral commands supported the direct representation not only for
simple gates, but also for complex functions such as registers, MUXs, RAM, and ROS. In doing so,
simulation performance was improved because what was treated before as a complex interconnection of
gates could now be simulated as a single block.
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Tint1
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Tio1

Tio2

FIGURE 14.7 Simulation delay types.
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By generalizing the simulator system, block simulation routines could be loaded from a library at
simulation run time only when required (by the use of a block with that function in the netlist),
and dynamically linked with the simulator control program. This meant that the block simulation
behaviors could be developed by anyone, compiled independently from the simulator, stored in a library
of simulation behavioral models, and used as needed by a simulation program. This is common
practice in DV simulators today, but this concept in the early 1970s represented a significant break-
through and supported a major paradigm shift in design—namely, the concept of top-down design
and verification.

With top-down design, the designer no longer had to design the gate-level netlist before verification
could take place. High-level (abstract) models could be written to represent the behavior of sections of the
design not yet complete in detail, and they could be used in conjunction with gate-level descriptions of
the completed parts to perform full system verification. Now, simulation performance could be improved
by use of abstracted high-speed behavior models in place of detailed gate-level descriptions for portions
of the overall design. Now, concurrent design and verification could take place across design teams. Now,
there was a formal method to support design reuse of system elements without the need to expose
internal design details for reusable elements. In the extreme case, the system designer could write a single
functional model for the entire system and verify it with simulation. The design could then be partitioned
into subsystem elements and each could be described with an abstract behavioral model before being
handed off for detailed design. During the detailed design phase, individual designers could verify their
subsystem in the full system context even before the other subsystems were completed. Also, the
behavioral model concept was particularly valuable for generation of the functional patterns to be
simulated as they could now be generated by the simulation of the other system components. Thus,
verification of the design no longer had to wait until the end, it could now be a continuous process
throughout the design.
Throughout the period, improvements were made to DV simulators to improve performance and in

the formulation and capability of behavioral description languages. In addition, designers found increas-
ingly novel ways to use behavioral models to describe full systems containing nondigital system elements
and peripherals such as I=O devices. Late in the 1970s and during the 1980s two important formal
languages for describing system behavior were developed:

. VHDL [9] (very high-speed integrated circuit [VHSIC] high-level description language), sponsored
by DARPA

. Verilog [10], a commercially developed RTL description language

These two languages are now accepted industry-standard design description languages.

14.2.2.1.2 Compiled Simulation

Synchronous design such as that used for scan-based design which emerged in the 1970s provides for a
clean separation of timing verification and functional verification of combinatorial circuits. Because of
this, the use of compiled simulation returned for high-speed verification for designs meeting constraints.
A simulation technique called cycle simulation that was developed yielded a major performance
advantage over event-based simulation. Cycle-simulation treats the combinational sections of a scan-
based design as compiled zero-delay models moving data between them at clock-cycle boundaries. The
simulator executes each combinatorial section at each simulated cycle by passing control to the compiled
routine for it along with its input states. The resulting state values at the outputs of these sections are
assumed to be correctly captured in their respective latch positions. That is, the clock circuitry and path
delays are assumed correct, and are not simulated during this phase of verification. The (latched) output
values are used as the input states to the combinatorial sections they drive at the next cycle, and the
process repeats for each simulated cycle. Each simulation pass across the compiled models represents one
cycle of the design’s system clock, starting with an input state and resulting in an output state. To assure
that only one pass is required, the gates or RTL statements for the combinational sections are levelized
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before compilation into the host-machine instructions. This assures that value updates occur before
calculations and only one pass across a section of the model is required to achieve the correct state
response at the outputs.
Simulation performance was greatly improved with cycle simulation because of the compiled model

and because the clock circuitry did not have to be simulated repeatably with each simulated-machine
cycle. Cycle simulation did not replace event simulation even for constrained synchronous designs as the
clock circuitry needs to be verified; however, it proved to be effective for many large systems and these
early developments provided the foundations for modern compiled simulators used today.

14.2.2.1.3 Hardware Simulators

During the 1980s, research and development took place on custom hardware simulators and accelerators.
Special-purpose hardware-simulators use massively parallel instruction processors with much custom-
ized instruction sets to simulate gates. These provide simulation speeds that are orders of magnitude
faster than the software simulation on general-purpose computers. However, they are expensive to build,
lack the flexibility of software simulators, and the hardware technology they are built in soon becomes
outdated (although general parallel architectures may allow the incremental addition of additional
processors). Hardware accelerators use custom hardware to simulate portions of design in conjunction
with the software simulator. These are more flexible, but still have the inherent problems that their big
brothers have. Nonetheless, use of custom hardware to tackle the simulation performance demands has
gained acceptance in many companies and they are commercially available today using both gate-level
and hardware description language (HDL) design descriptions.

14.2.2.2 Timing Analysis

The practice of divide and conquer in DV started in the 1970s with the introduction of the behavioral
model. Another divide-and-conquer style born in the 1970s, which achieved wide popularity in the
1990s, is to separate verification of the design’s function from its timing. With the invention of scan
design, it became possible to verify logic as a combinational circuit using high-speed compiled cycle
simulators. Development of path tracing algorithms to verify timing resulted in a technique to verify
timing without simulation; thus providing a complete solution which is not dependent on completeness
of any input stimulus as required by simulation. For this reason alone, this technique coined static timing
analysis (STA) was a major contribution to EDA—one that became key to the notion of ‘‘signoff’’ to the
wafer foundry.
STA is used to analyze projected versus required timing along signal paths from primary inputs to

latches, latches to latches, latches to primary outputs, and primary inputs to primary outputs. This is
done without the use of simulation, but by summing the min–max delays along each path. At each gate,
the STA program computes the min–max time in which that gate will change in state based on the min–
max arrival times of its input signals. STA tools do not simulate the gate function, they only add its
contribution to the path delay, although the choice of using rise or fall times for the gate is based on
whether it has a complementary output, or not. Because the circuitry between the latches is combin-
ational, only one pass needs to be made across the design. The addition can be based on the minimum
rise or fall delay for gates or both, providing a min–max analysis. The designer specifies the required
arrival times for paths at the latches or primary outputs, and the STA program compares these with the
actual arrival times. The difference between the required arrival and the actual arrival is defined as slack.
The STA tool computes the slack at the termination of each path, sorts them numerically, and provides a
report. The designer then verifies the design correctness by analysis of all negative slacks.
Engineering judgment is applied during the analysis, including the elimination of false-path conditions.

A false-path is a signal transition that will never occur in the real operation of the design. Since the STA
tool does not simulate the behavior of the circuit, it cannot automatically eliminate all false-paths.
Through knowledge of the signal polarity, STA can eliminate false-paths caused by the fan-out and
reconvergence of certain signals. However, other forms of false-paths are only identifiable by the designer.
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14.2.2.3 Formal Verification

Development of formal methods to verify the equivalence of two different representations of a design
began during the 1970s. Boolean verification analyzes a circuit against a known good reference and
provides a mathematical proof of equivalence. An RTL model, for example, of the reference circuit is
verified using standard simulation techniques. The Boolean verification program then compiles the
known-good reference design into a canonical NAND–NOR equivalent circuit. This equivalent circuit
is compared with the gate-level hardware design using sophisticated theorem provers to determine
equivalence. To reduce processing times, formal verification tools may preprocess the two circuits to
create an overlapping set of smaller logic cones to be analyzed. These cones are simply the set of logic
traversed by backtracing across the circuit from an output node (latch positions or primary outputs) to
the controlling input nodes (latch positions or primary inputs). User controls specify the nodes that are
supposed to be logically equivalent between the two circuits.
Early work in this field explored the use of test generation algorithms to prove equivalence. Two

cones to be compared can be represented as Fcone1¼ f(a, b, c, X, Y, Z, . . . ) and Fcone2¼ f(d, e, f, . . . , X0,Y0,
Z0, . . . ). Fcone1 and Fcone2 are user defined output nodes to be compared for equivalence. The terms a, b, c
and d, e, f represent the set of input nodes for the function and X, Y, Z are the computational subfunctions.
User inputs define the equivalence between a, b, c and d, e, f. If Fcone1 and Fcone2 are functionally equivalent,
then the value ofGmust be 0 for all possible input states. If the two cones are equivalent then, use of D-ALG
test generation techniques for G¼ Fcone1 XOR Fcone2 will be unable to derive a test for the stuck-at-zero
fault on the output of G. Similarly, the use of random pattern generation and simulation can be applied to
prove equivalence between cones by observing the value of G for all input states.
Research during the 1980s provided improvements in Boolean equivalence checking techniques and

models (such as binary decision diagrams), and modern Boolean equivalence checking programs may
employ a number of mathematical and simulation algorithms to optimize the overall processing.
However, Boolean equivalence checking methods require the existence of a reference design against
which equivalence is proved. This implies there must be a complete validation of the reference design
against the design specification. Validating the reference design has typically been a job for simulation
and, thus, is vulnerable to the problems of assuring coverage and completeness of the simulation
experiment. Consequently, formal methods to validate the correctness of functional-level models have
become an important topic in EDA research. Modern design validation tools use a combination of
techniques to validate the correctness of a design model. These typically include techniques used in
software development to measure completeness of simulation test cases such as

. Checking for coverage of all instructions (in the model)

. Checking to assure that all possible branch conditions (in the model) were exercised

They may also provide more formal approaches to validation such as

. Checking (the model) against designer-asserted conditions (or constraints) that must be met

. Techniques that construct a proof that the intended functions are realized by the design

These concepts and techniques continue to be the subject of research and will gain more importance as
the size of IC designs stretches the limits of simulation-based techniques.

14.2.2.4 Verification Methodologies

With the use of structured design techniques, the design to be verified (Figure 14.8) can be treated as a set
of combinational designs. With the arsenal of verification concepts that began to emerge during this
period, the user had many verification advantages not previously available. Without structured design,
delay simulation of the entire design was required. Use of functional models intermixed with gate-level
descriptions of subsections of the design provided major improvements, but was still very costly and time
consuming. Further, to be safe, the practical designer would always attempt to delay simulate the entire
design at the gate level.
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With structured design techniques, the designer could do the massive simulations at the RTL focusing
of the logic function only, regardless of the timing. Cycle simulation improved the simulation perform-
ance by 1 to 2 orders of magnitude by eliminating repetitive simulations of the clock circuitry and use of
compiled (or table lookup) simulation. For some, the use of massively parallel hardware simulators
offered even greater simulation speeds—the equivalent of hundreds of millions events per second.
Verification of the logic function of the gate-level design could be accomplished by formally proving
its equivalence with the simulated RTL model. STA provided the basis to verify the timing of all data
paths in a rigorous and methodical manner. Functional and timing verification of the clock circuitry
could be accomplished with the standard delay-simulation techniques using event simulation. Collect-
ively, these tools and techniques provided major design productivity improvements. However, the IC
area and performance overhead required for these structured design approaches limited the number of
designs taking advantage of them. During the 1980s as the commercial EDA business developed, these
new verification tools and techniques remained as in-house tools in a few companies. Commercial
availability did not emerge until the 1990s when the densities and complexities of ICs began to demand
the change.

14.2.3 The 1980s: Birth of the Industry

Up to the 1980s design automation was, for the most part, developed in-house by a small number of large
companies for their own proprietary use. Almost all EDA tools operated against large mainframe
computers using company-specific interfaces. High-level description languages were unique and most
often proprietary, technology rule formats were proprietary, and user interfaces were unique. As
semiconductor foundries made their manufacturing lines available for customer-specific chip designs;
however, the need for access to EDA tools grew. With the expansion of the ASIC, the need for
commercially available EDA tools exploded. Suddenly, a number of commercial EDA companies
began to emerge and electronics design companies had the choice of developing tools in-house or
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purchasing them from a variety of vendors. The EDA challenge now often became that of integrating
tools from multiple suppliers into a homogeneous system. Therefore, one major paradigm shift of the
1980s was the beginnings of EDA standards to provide the means to transfer designs from one EDA
design system to another or from a design system to manufacturing. VHDL and Verilog matured to
become IEEE industry-standard HDLs. Electronic data interchange format (EDIF) [11] was developed as
an industry standard for the exchange of netlist and GDSII (developed in the 1970s at Calma) became a
standard interface for transferring mask pattern data. (In 2003, SEMI introduced a new mask pattern
exchange standard, OASIS, that compacts mask pattern data to one-tenth or less of the bytes used
by GDSII.)
A second paradigm shift of the 1980s was the introduction of the interactive workstation as the

platform for EDA tools and systems. Although some may view it as a step backward, the ‘‘arcade’’
graphics capabilities of this new hardware and its scalability caught the attention of design managers and
made it a clear choice over the mainframe wherever possible. For a time, it appeared that many of the
advances made in alphanumeric HDLs were about to yield to the pizzazz of graphical schematic editors.
Nevertheless, although the graphics pizzazz may have dictated the purchase of one solution over another,
the dedicated processing, and the ability to incrementally add compute power made the move from the
mainframe to the workstation inevitable. Early commercial EDA entries such as from Daisy (Logician)
and Valid (SCALD) were developed on custom hardware using commercial microprocessors from Intel
and Motorola. This soon gave way, however, to commercially available workstations using RISC-based
microprocessors, and UNIX became the de facto operating system standard. During the period, there
was a rush of redevelopment of many of the fundamental algorithms for EDA onto the workstation.
However, with the development of commercial products and with the new power of high-function
graphics, these applications were vastly improved along the way. Experience and new learning stream-
lined many of the fundamental algorithms. The high-function graphic display provided the basis
for enhanced user interfaces to the applications and high-performance high-memory workstations
allowed application speeds to compete with the mainframe. The commercial ASIC business provided
focus on the need for technology libraries from multiple manufacturers. Finally, there was significant
exploration into custom EDA hardware such as hardware simulators and accelerators and parallel
processing techniques.
From an IC design perspective however, the major paradigm shift of the 1980s was synthesis. With the

introduction of synthesis, automation could be used to reduce an HDL description of the design to
the final hardware representation. This provided major productivity improvements for ASIC design, as
chip designers could work at the HDL level and use automation to create the details. Also, there was
a much higher probability that the synthesis-generated design would be correct than for manually
created schematics. The transgression from the early days of IC design to the 1980s is similar to what
occurred earlier in software. Early computer programming was done at the machine language level.
This could provide optimum program performance and efficiency, but at the maximum labor cost.
Programming in machine instructions proved too inefficient for the vast majority of software programs,
thus the advent of assembly languages. Assembly language programming offers a productivity advantage
over machine instructions because the assembler abstracts up several of the complexities of machine
language. Thus, the software designer works with less complexity, using the assembler to add the
necessary details and build the final machine instructions. The introduction of functional-level
program languages (such as FORTRAN then, and Cþþ now) provided even more productivity
improvements by providing a set of programming statements for functions that would otherwise
require many machine or assembler instructions to implement. Thus, the level at which the
programmer could now work was even higher, allowing him=her to construct programs with far
fewer statements. The analog in IC design is the progression of transistor-level design (machine
level), to gate-level design (assembler level), to HDL-based design. Synthesis provided the basis
for HDL-based design and its inherent productivity improvements, and major changes to IC
design methodologies.
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14.2.3.1 Synthesis

Fundamentally, synthesis is a three-step process:

. Compile an HDL description of a design into an equivalent NAND–NOR description

. Optimize the NAND–NOR description based on design targets

. Map the resulting NAND–NOR description to the technology building blocks (cells) supported for
the wafer foundry (process) to be used

Although work on synthesis techniques has occurred on and off since the beginnings of design
automation and back to Transistor–Transistor Logic (TTL)-based designs, it was not until gate array
style ICs reached a significant density threshold that it found production use. In the late 1970s and 1980s,
considerable research and development in industry and universities took place on the high-speed
algorithms and heuristics for synthesis. In the early 1980s, IBM exploited the use of synthesis on the
ICs used in the 3090 and AS400 computers. These computers used chips that were designed from
qualified sets of predesigned functions interconnected by personalized wiring. These functions (now
called cells) represented the basic building blocks for each specific IC family. The computers used a high
number of uniquely personalized chip designs so it was advantageous to design at the HDL level and use
automation to compile to the equivalent cell-level detail. The result was significant improvements to the
overall design productivity.
Today, synthesis is a fundamental cornerstone of the design methodology (Figure 14.9) for ASICs

supporting both VHDL and Verilog as the standard input. As the complexities of IC design have
increased, so have the challenges for synthesis. Early synthesis had relatively few constraints to be
observed in its optimization phase. Based on user controls, the design was optimized for minimum
area, minimum fan-out (minimum power), or maximum fan-out (maximum performance). This was
accomplished by applying a series of logic reduction algorithms (transforms) that provide different types
of reduction and refinement [12]. Cell behavior could also be represented in primitive-logic equivalent
form and a topological analysis could find matches between the design gate patterns and equivalent cells.
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The mapping phase would then select the appropriate cells based on function and simple electrical and
physical parameters for each cell in the library such as drive strength and area. Previously, synthesis was
not overly concerned with signal delays in the generated design nor for other electrical constraints that
the design may be required to meet. As IC feature sizes decreased, however, these constraints became
critical in synthesis and automation became required to consider them in its solution.
The design input to modern synthesis tools is not the functional HDL design alone, but now includes

constraints such as the maximum allowed delay along a path between two points in the design. This
complicates the synthesis decision process as it must now generate a solution that meets the required
function with a set of cells and interconnections that will fall within the required timing constraints.
Therefore, additional trade-offs must be made between the optimization and mapping phases, and the
effects of interconnection penalty need to be considered. Additionally, synthesis must now have tech-
nology characteristics available to it such as delay for cells and wiring. To determine this delay it is
necessary to understand the total load seen by a driver cell as a result of the input capacitance of the cells
it drives and the RC parasitics on the interconnect wiring. However, the actual wiring of the completed
IC is not yet available (since routing has not taken place) and estimates for interconnect parasitics must
be made. These are often based on wire load models that are created from empirical analysis of other chip
designs in the technology. These wire load models are tables that provide an estimate of interconnect
length and parasitic values based on the fan-out and net density.
As interconnect delay became a more dominant portion of path delay it became necessary to refine the

wire load estimations based on more than total net count for the chip. More and more passes through the
synthesis-layout design loop became necessary to find a final solution that achieved the required path
delays. The need for a new design tool in the flow became apparent as this estimation of interconnect
delay was too coarse. The reason is that different regions on a typical chip have different levels of real
estate (block and net) congestion. This means that wire load estimates differ across different regions on
the chip because the average amount of wiring length for a net with a given pin count differs with the
region. Conversely, the actual placement of cells on the chip effect the congestion and therefore, the
resulting wire load models. Consequently, a new tool, called floor planning, was inserted in the flow
between synthesis and layout.

14.2.3.2 Floor Planning

The purpose of floor planning is to provide a high-level plan for the placement of functions on the chip,
which is used to both refine the synthesis delay estimations and direct the final layout. In effect, it inserts
the designer into the synthesis-layout loop by providing a number of automation and analysis functions
used to effectively partition and place functional elements on the chip. As time progressed, the number of
analysis and checking functions integrated into the floor planner grew to a point where today, it is more
generally thought of as design planning [13]. The initial purpose of the floor planner was to provide the
ability to partition the chip design functions and develop a placement of these partitions that optimized
the wiring between them. Optimization of the partitioning and placement may be based on factors such
as minimum wiring or minimum timing across a signal path. A typical scenario for the use of a design
planner is as follows:

. Run synthesis on the RTL description and map to the cell level.

. Run the design planner against the cell-level design with constraints such as path delays and net
priorities.
. Partition and floor plan the design, either automatically or manually, with the design planner.
. Create wire load models based on the congestion within the physical partitions and empirical

data.
. Rerun synthesis to optimize the design at the cell level using the partitioning, global route, and wire

load model data.
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User-directed graphics and autoplacement-wiring software algorithms are used to place the partitions
and route the interpartition (global) nets. One key to the planner is the tight coupling of partitioning and
routing capability with electrical analysis tools such as power analysis, delay calculation, and timing
analysis. Checking of the validity of a design change (such as placement) can be made immediately on
that portion of the design that changed. Another key is that it needs to be reasonably tightly connected to
synthesis, as it is typical to pass through the synthesis-planner-synthesis loop a number of times before
reaching a successful plan for the final layout tools.
After a pass in the floor planner, more knowledge is available to synthesis. With this new knowledge,

the optimization and mapping phases can be rerun against the previous results to produce a refined
solution. The important piece of knowledge now available is the gate density within different functions in
the design (or regions on the chip). With this, the synthesis tool can be selective about which wire load
table to use and develop a more accurate estimate of the delay resulting from a specific solution choice.
Floor planning has been a significant enhancement to the design process. In addition to floor planning,

modern design planners include support for clock tree, design power, bus design, I=O assignment, and a
wealth of electrical analysis tools. As will be discussed later, semiconductor technology trends will place
even more importance on the design planner and dictate an ever-tightening integration between it with
both synthesis and PD. Today, synthesis, design planning, and layout are three discrete steps in the
typical design flow. Communication between these steps is accomplished by file-based interchange of the
design data and constraints. As designs become more dense and with the growing complexities of
electrical analysis required, it will become necessary to integrate these three steps into one tight process
as are the functions within the modern design planners.

14.2.4 The 1990s: The Age of Integration

Before EDA tools were commercially available, software architecture standards could be established to
assure smooth integration of the tools into complex EDA systems supporting the entire design flow.
Choice of languages, database and file exchange formats, host hardware and operating systems, and user
interface conventions could be made solely by the developing company. Moreover, the need for
comprehensive EDA systems supporting the entire flow through design and manufacturing release in a
managed process is of paramount importance. Design of ICs with hundreds of thousands of gates
(growing to hundreds of millions) across a design team requires gigabytes of data contained within
thousands of files. All these data must be managed and controlled to assure its correctness and
consistency with other design components. Design steps must be carried out and completed in a
methodical manner to assure correctness of the design before release to manufacturing. The EDA system
that encompasses all of this must be efficient, effective, and manageable. This was always a challenge for
EDA system integrators, but the use of EDA tools from multiple external vendors compounded the
problem. EDA vendors may develop their tools to different user interfaces, database and file formats,
computer hardware, and operating systems. In turn, it is the EDA system integrator who must find a way
to connect them in a homogeneous flow that is manageable, yet provides the necessary design efficiency
across the tools. By the late 1980s it was said that the cost to integrate an EDA tool into the in-house
environment was often over twice that of the tool itself. Consequently, the CAD Framework Initiative
(CFI) was formed whose charter was to establish software standards for critical interfaces necessary for
EDA tool integration. Thus began the era of the EDA Framework.
The EDA Framework [14] is a layer of software function between the EDA tool and the

operating system, database, or user. For this software layer CFI defined a set of functional elements,
each of which had a standard interface and provided a unique function in support of communication
between different tools. The goal was to provide EDA system integrators with the ability to choose
EDA tools from different vendors and be able to plug them into a homogeneous system to provide
an effective system operation across the entire design flow. The framework components included
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. Design information access—a formal description of design elements and a standard set of software
functions to access each, called an application program interface (API)

. Design data management—a model and API to provide applications the means to manage
concurrent access and configuration of design data

. Intertool communication (ITC)—an API to communicate control information between applica-
tions and a standard set of controls (called messages)

. Tool encapsulation specification (TES)—a standard for specifying the necessary information
elements required to integrate a tool into a system such as input files and output files

. Extension language (EL)—specification of a high-level language that can be used external to the
EDA tools to access information about the design and perform operations on it

. Session management—a standard interface used by EDA tools to initiate and terminate their
operation and report errata

. Methodology management—APIs used by tools so that they could be integrated into software
systems to aid the design methodology management

. User interface—a set of APIs to provide consistency in the graphical user interface (GUI)
across tools

Each of these functional areas needs to be considered for integration of EDA tools and to provide
interoperability between them. In its first release, CFI published specifications for design representation
(DR) and access, ITC, TES, and EL. Additionally, the use of MOTIF and X-Windows as specified as the
GUI toolkit. However, for many practical, business, and human nature reasons, these standards did not
achieve widespread adoption across the commercial EDA industry and the ‘‘plug-and-play’’motto of CFI
was not realized. However, the early work at CFI did serve to formalize the science of integration and
communication, and a number of the information models developed for the necessary components are
used today, but often, slightly modified and within a proprietary interface.
As learned, it was not only expensive to change EDA tools to use a different internal interface or data

structures, but it was also not considered good business to allow tools to be integrated into commercial
system offerings from competitors. For a period, several framework offerings became available, but these
quickly became the product end in themselves rather than a means to an end. These products were
marketed as a means to bring outside EDA tools into the environment, but few vendors modified their
tools to support this by adopting the CFI specifications. Instead, to meet the need for tool integration, the
commercial industry focused on data flow only and chose an approach that provides communication
between tools by standard data file formats and sequential data translation. Consequently, EDA flows of
the 1990s were typically a disparate set of heterogeneous tools stitched together by the industry-standard
data files. These files are created from one tool and translated by another tool (within the design flow) to
its internal data structures. Many of these formats evolved from proprietary formats developed within
commercial companies that were later transferred or licensed for use across the industry. Common EDA
file formats that evolved were

. Electronic data interchange format (EDIF)—netlist exchange (EIA ! IEC)

. Physical data exchange format (PDEF)—floor plan exchange (Synopsys ! IEEE)

. Standard delay file (SDF)—delay data exchange (Cadence Design Systems ! IEEE)

. Standard parasitic exchange file (SPEF)—parasitic data exchange (Cadence Design Systems !
IEEE)

. Library exchange file (LEF)—physical characteristics information for a circuit family (Cadence!
OpenEDA)

. Data exchange format (DEF)—physical data exchange (Cadence ! OpenEDA)

. Library data format (.lib)—ASIC cell characterization (Synopsys)

. ASIC library format (ALF)—ASIC cell characterization (Open Verilog International)

. VISIC high-level design language (VHDL)—behavioral design description language (IEEE)

. Verilog—RTL design description language (Cadence Design Systems ! IEEE)
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These ‘‘standard’’ formats have provided the desired engineering and business autonomy necessary to
get adoption and their use across the industry has improved the ability to integrate tools into systems
drastically compared with the 1980s. It has proved to be an effective method for the design of today’s
commodity ICs above 0.25 mm. However, the inherent ambiguities, translation requirements, rapidly
increasing file sizes (owing to increasing IC density), and the fundamental nonincremental sequential
nature of design flows based on them will soon give way to IC technology advances.

14.3 The Future

It may be said that the semiconductor industry is the most predictable industry on earth. Whether it was
an astute prediction or the cause, the prediction of Gordon Moore (now known as Moore’s Law) has held
steadily over the past two decades. Every 18 months, the number of transistors or bits on an IC doubles.
To accomplish this, feature sizes are shrinking, spacing between features is shrinking, and chip die sizes
are increasing. In addition, the fundamental physics that govern the electrical properties of these devices
and between them has been documented in electrical engineering textbooks for some time. However,
there are points within this progression where paradigm shifts occur in the elemental assumptions and
models required to characterize these circuits, and where fundamental EDA design and analysis must
change. Earlier, we discussed paradigm shifts in DV because of the inability to repair. We also discussed
shifts resulting from the number of elements in a design versus the necessary tool performance and
designer productivity. Through the past three decades, we have seen shifts in test, verification, design
abstraction, and design methodologies. When the 0.25 mm node was passed, another paradigm shift
was required. Feature packing, decreased rise times, increased clock frequencies, increased die sizes,
and the explosion of the number of switching transistors are all interacting to place new demands of
models, tools, and EDA systems. After that and including the present, new challenges came about in
design tools, rules, systems, and schools for problematic areas of delay, signal integrity, power, test,
and manufacturability.

14.3.1 International Technology Roadmap for Semiconductors

SEMATECH periodically publishes a report called the International Technology Roadmap for Semi-
conductors [15] (ITRS). This report is jointly sponsored by the European Semiconductor Industry
Association, Japan Electronics and Information Technology Industries Association, Korea Semi-
conductor Industry Association, Taiwan Semiconductor Industry Association, and the Semiconductor
Industry Association. The objective of the ITRS ‘‘is to ensure advancements in the performance of
integrated circuits.’’ Thus ITRS characterizes planned semiconductor directions and advances across
the next decade and the necessary technology advancements in areas including

. Design and test

. Process integration devices and structures

. Front-end (manufacturing) processes

. Lithography

. Interconnect

. Factory integration

. Assembly and packaging

. Environment, safety, and health

. Defect reduction

. Metrology

. Modeling and simulation

ITRS provides a wealth of information on the semiconductor future as well as the problematic areas
that will arise and areas where inventive new technology will be required. Some relevant ITRS-projected
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semiconductor advancements for MPU=ASIC ICs are shown in Table 14.1 and compared with previous
ITRS numbers for year 2001. The reader is encouraged to study the technology characteristics in the
ITRS, as the following is just a summary of certain points for the purpose of illustration.
To understand some of the implications of the ITRS data, it is convenient to review the effects of

scaling on a number of electrical parameters [16]. Gate delay is a function of the gate capacitance and
transistor resistance. The gate capacitance (C¼ k«oA=Tgox) is a function of the gate area (A), and
the gate-oxide thickness (Tgox). Assuming ideal scaling (all features scale down in direct proportion to
the change in transistor size), gate capacitance scales in direct proportion to transistor-size scaling
(DSize) since

DCgate / DWgateDLgate
� �

=DTgox

therefore

DCgate / DSize

The transistor resistance (Rtr) is proportional to supply voltage and inversely proportional to current
both of which scale down proportionally, so the Rtr is constant. Thus, the gate delay (Dgate) decreases in
direct proportion to DSize since

Dgate ¼ RtrCgate,

therefore

DDgate / 1*DSize ¼ DSize

Thus, gate delays scale down in proportion to feature size. However, the effects of interconnect delay
must be considered to understand the impact of scaling on timing. For Rint<Rtr interconnect effects have
little affect on signal path timing. As Rint increases, however, delay analysis must also take into account
the interconnect parasitics.
Interconnect delay is a function of the RC-time constant, which is a result of resistance and distributed

capacitance of the interconnect. Assuming ideal scaling, the interconnects’ cross-sectional area scales in
direct proportion to DSize.
Interconnect resistance is proportional to the length and inversely proportional to the cross-sectional

area of the interconnect. Since

Rint / Lint= WintHintð Þ,

TABLE 14.1 2004 ITRS Microprocessor Roadmap

Characteristic 2001 2004 2007 2010 2013 2016

Transistor gate length (nm) 90 53 35 25 18 13

Chip size (mm2) 310 310 310 310 310 310

Million transistors=mm2 0.89 1.78 3.57 7.14 14.27 28.54

Million transistors=chip 276 553 1106 2212 4424 8848

Wire pitch (nm), metal 350 210 152 104 76 54

Clock frequency (GHz) (on-chip) 1.684 4.171 9.285 15.079 22.980 39.683

Supply voltage (V) (low power) 1.1 0.9 0.8 0.7 0.6 0.5

Maximum power (W) (high-performance) 130 158 189 198 198 198
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therefore

DRint / Lint=DSize
2

where, Lint, Hint, and Wint are the length, height, and width of the interconnect, respectively.
The self-capacitance (Cself¼ k«oA=t) of the interconnect is proportional to its plate area (A¼Wint Lint)

and inversely proportional to dielectric layer thickness (t). Assuming ideal scaling for t,

DCself / DLintDSize=DSize

therefore

DCself / DLint

The resulting interconnect RC constant, therefore, scales as

DRintDCself / DLint=DSize
2

� �
DLintð Þ ¼ DL2int=DSize

2

For local nets the interconnect length (Lint) scales with DSize thus, the RC constant remains relatively
constant

D RintCselfð Þlocal/ DL2int=DSize
2 ¼ DSize2=DSize2 ¼ 1

Local interconnect delay does not scale down in proportion to gate delay on successive technology
generations. Therefore, its relative impact on the overall timing across a signal path is increasing in
importance.
For global nets, the interconnect length does not scale down with the feature size. Here, the die size

(Sdie) is the more predominant determinant. Therefore, the RC constant for global nets scales as

D RintCselfð Þgobal/ DL2int=DSize
2 ¼ 1=DSize2

Global interconnect delay increases in indirect proportion to gate delay for successive technology
generations. Thus, global interconnect routing and delay analysis has become a critically important
area for EDA.
For complete analysis on interconnect delay, the cross-coupling effect of closely spaced features on the

chip must also be considered. Capacitance results whenever two conducting bodies are charged to
different electric potentials and may be viewed as the reluctance of voltage to build or decay quickly in
response to injected power. The self-capacitance between the interconnect surfaces and ground is only
a part of the overall capacitance to be considered. Another important consideration is the mutual
capacitance between interconnects in close proximity. To get an accurate measure of the total capacitance
along any interconnect it is necessary to consider all conducting bodies within a sufficiently close
proximity. This includes not only the ground plane, but also adjacent interconnects as there is a
mutual capacitance between these. This mutual capacitance is a function of interconnect sidewall area,
the distance between it and adjacent interconnects, and the dielectric constant of the dielectric
separating them.
Figure 14.10 depicts three equally spaced adjacent interconnect wires on a signal plane. An approxi-

mate formula for the capacitance [17] of the center wire is

C ¼ self -capacitanceþmutual capacitance ¼ Cint-ground þ 2Cm
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The mutual capacitance is a function of the plate area along the sides of the interconnects and the spacing
between them and may be simply approximated as

Cm ¼ keoLintHint=Sint

where Sint is the distance between the interconnects.
Therefore (for a constant k-value), the change in mutual capacitance as a function of ideal scaling

is given by

DCm(Local) / DSize2=DSize ¼ DSize and DCm(Global) / DSize=DSize ¼ 1

Thus, mutual capacitance for local interconnects scales with feature size, while for global interconnects, it
does not. Because of increased frequencies, electrical cross talk effects between interconnects must be
considered. Further, mutual capacitance between only adjacent interconnects may not be complete. Full
analysis may require consideration of all interconnects within a sphere around the interconnect being
analyzed or even on wiring layers above or below.
Noise is the introduction of unwanted voltage onto a signal line, and is proportional to mutual

capacitance between them and inversely proportional to the rate at which the voltage potential between
them changes. Therefore, because the full effect of mutual capacitance is also a function of the voltage
potential between interconnects (Miller effect) analysis of the simultaneous signal transitions on each
becomes an important consideration for delay. Mutual capacitance injects current into adjacent (victim)
signal lines proportional to the rate of change in voltage on the exciting (aggressor) signal line. The
amount of induced current can be approximated by the following equation [18]:

ImC ¼ Cm dVaggressor=dt
� �

The amount of noise induced onto the victim net is proportional to the resistance on the victim net and
the mutual capacitance, and inversely proportional to the rise time (tr) of the aggressor waveform:

VmC ¼ ImZvictim ¼ Cm DVaggressor=tr
� �

Rvictim

Noise can increase or even decrease [19] the signal delay on the victim net. Voltage glitches induced
can also give rise to faulty operation in the design (e.g., if the glitch is of sufficient amplitude and duration
to cause a latch to go to an unwanted logic state.

Cint-ground

tox

Hint

sint

Cm

sint

Wint

Cm

Lint

FIGURE 14.10 Mutual capacitance.
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Inductance can also cause noise when large current changes occur in very short times according
to the following relationship:

VL ¼ L(dl=dt)

Sudden changes in large amounts of current can be seen on the power grid resulting from a large number
of circuits switching at the same time. The inductance in the power grid and this large current draw over
short periods of time (di=dt) results in a self-induced electromagnetic force whose voltage is equal to
Ldi=dt. This induced voltage causes the power supply level to drop, resulting in a voltage glitch that is
proportional to the switching speed, the number of switching circuits, and the effective inductance in the
power grid.

14.3.2 EDA Impact

Scaling effects have impact on EDA beyond delay and timing, and the list of DFx (design-for-x) topics is
increasing beyond design-for-test and design-for-timing (closure). Scaling down Vdd decreases power for
a transistor, but the massive scaling up of total transistors on the IC dictates extensive analysis of high
currents and leakage (design for power). Lithographic limitations (discussed later) now require consid-
eration of diffraction physics (design for manufacturability [DFM]). Further, while the design complex-
ities owing to electrical effects such as these are increasing, the number of circuits on the IC continues to
increase. The fundamental challenge for EDA is more analysis on many more circuit elements with no
negative effect on design cycle times.

14.3.2.1 EDA System Integration

It is now necessary to use EDA applications with increased accuracy and scope for electrical analysis to
assure that designs will meet intended specifications and to integrate EDA design flows in ways that
contain design cycle times. EDA systems must now take a data-centric view of the design process as
opposed to the tool-centric view of the past. Data must be organized and presented in ways that allow
EDA to exploit: abstraction and hierarchy, shared access by design tools, incremental processes (whereby
only portions of a design that have changes need be reanalyzed), and concurrent execution of design and
analysis tools within the design flow.
EDA systems have evolved or are evolving toward integration and database technology that meets the

above requirements to one degree or another. EDA systems have evolved from vendor-specific sets of
design and analysis applications supporting data exchange between custom, often proprietary, file
formats to systems that support interchange between vendors through industry-standard files. Over
the past decade they have moved toward systems of applications communicating through vendor-specific
integrated database technology supporting intersystem exchange via the same industry-standard files.
Because of the increasing need for new and additional EDA applications companies performing IC
design continue to require the ability to use EDA applications from many vendors and develop flows that
provide efficient and complete intervendor integration. With increasing feature counts and complexities
for successive technology generations, this dictates the need to reduce the overhead and possible data loss
caused by file-based interchange (Figure 14.11). In 2000, a multicompany effort under Si2 was initiated
to develop an industry-open data model that could be used by commercial EDA companies and for
university research and (EDA customer) proprietary EDA development. This effort resulted in the
publication of an EDA data model specification, which includes an application program software
interface, and development of a production-quality reference database that is compliant with that
specification. Collectively, this specification and database is called OpenAccess (see www.si2.org) and
was made available to the industry in 2003 on a royalty-free basis. OpenAccess has an excellent chance
of being the foundation on which the next point of EDA systems’ evolution will be founded. At that
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point, highly efficient EDA flows will be built using EDA tools from multiple sources and integrated
around a single database meeting the fundamental requirements mentioned above.

14.3.2.2 Delay

Simplifying assumptions and models for delay have provided the foundation for high-speed event-driven
delay simulation since its initial use in the 1970s. More accurate waveform simulation such as that
provided by SPICE implementations has played a crucial role in the characterization of IC devices during
over three decades and continues to do so. SPICE-level simulations are important for characterization
and qualification of ASIC cells and custom macros of all levels of complexity. However, the run times
required for this level of device modeling are too large to support its use across the entire ICs. SPICE is
often used to analyze the most critical signal paths, but SPICE-level simulation on circuits with hundreds
of millions of transistors is not practical today. Consequently, simulation and STA at the abstracted gate-
level, or higher, is essential for IC timing analysis. However, simplifying models used to characterize delay
for discrete-event simulation and STA have become more complex as feature sizes on ICs have shrunk,
and the importance of interconnect resistance and cross talk increased. In the future, these models will
need to improve even more (Figure 14.12).
When ICs were considerably >1 mm, gate delay was the predominant factor in determination of

timing. Very early simulation of TTL used a simple model which assigned a fixed unit of delay to each
gate and assumed no delay across the interconnects. Timing was based only on the number of gates
through which a signal traversed along its path. As LSI advanced delay was based on a foundry-specified
gate delay value (actually a rise delay and a fall delay) that was adjusted based on the capacitive load of
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the gates it fanned out to (receiver gates). At integration levels above 1 mm, the load seen by a gate was
dominated by the capacitance of its receivers, so this delay model was sufficiently accurate. As feature
sizes crossed below 1 mm, however, the parasitic resistance and capacitance along the interconnects
became a significant factor. More precise modeling of the total load effect on gate delay and interconnect
delay had to be taken into account. By 0.5 mm the delay attributed to global nets almost equaled that of
gates, and by 0.35 mm the delay attributed to short nets equaled the gate delay.
Today, a number of models are used to represent the distributed parasitics along interconnects using

lumped-form equations. The well-known p-model, for example, is a popular method to model these
distributed RCs. Different degrees of accuracy can be obtained by adding more sections to the equivalent-
lumped RC model for interconnect.
As the importance of timing-driven design tools grows, integration of multiply sourced design tools

into an EDA flow becomes problematic. As more EDA vendors use custom built-in models for
computation of gate and interconnect delays, the calculated values may differ across different design
tools. This results in difficult and time-consuming analysis on the designers’ part to correlate the different
results. In mid-1994, an industry effort began to develop an open architecture supporting common delay-
calculation engines [20]. The goal of this effort was to provide a standard language usable by ASIC
suppliers to specify the delay calculation models and equations (or table lookups) for their technology
families. In this way, the complexities of deciding appropriate models to be used to characterize circuit
delay and the resulting calculation expressions could be placed in the hands of the semiconductor
supplier rather than across the EDA vendors. These models could then be compiled into a form that
could be directly used by any EDA application requiring delay calculation and in a way that would
protect the intellectual property contained within them. By allowing the semiconductor supplier to
provide a single software engine for the calculation of delay, all applications in the design flow could
provide consistency in the computed results. The Delay Calculation Language (DCL) technology,
originally developed by IBM Corporation, was contributed to industry as the basis for this. Today,
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DCL has been extended to cover power calculation in addition to delay and it has been ratified by the
IEEE as an open industry standard (Delay and Power Calculation System [DPCS], IEEE 1481–1999). For
a number of technical and business reasons, adoption of this standard has failed to take hold. Although
release and adoption of the Synopsys.lib format, used to provide technology parameters used by delay
calculation in a standard form, greatly improved this situation, problems with accuracy and consistency
of delay calculation remain. To that end, a renewed interest in developing an industry-wide solution
came about in 2005 and the Open Modelling Coalition (OMC) has been formed under Si2 to readdress
the challenge with industry partners.
At 0.25 mm, cross talk noise resulting from mutual capacitance between signal lines begins to have a

significant effect on delay. At this technology generation, it became necessary to consider effects of
mutual capacitance between interconnects. Today, sophisticated extraction tools must analyze the
proximity of features (including wires, vias, and pads) and properties of dielectrics between them. In
addition, EDA design and analysis applications must account for mutual parasitics and cross talk. This is
an important element of layout, parasitic extraction, delay calculation, and timing analysis. Further, the
development of wafer fabrication techniques such as dielectric air gaps to reduce effective k-values will
bring further challenges to EDA.
With future technology generations, more sophisticated models that consider inductance may also

become necessary. Distributed RC models used to characterize delay are very accurate approximations so
long as the rise time (tr) of the signals is much larger than the time-of-flight (tof) across the interconnect
wire. As the transistor size scales down, so do the signal rise times. As tr approaches tof, transmission line
analysis may be necessary to accurately model timing. Between these points is a gray area where
transmission line analysis may be necessary depending on the criticality of the timing across a particular
path. Published papers [21,22] address the question of where this level of analysis is important and the
design rules to be considered for time-critical global lines. For future EDA systems, this means more
complexities in the design and analysis of circuits. Extraction tools will then need to derive inductance of
interconnects so that the effects of the magnetic fields surrounding these lines can be factored into the
delay calculations. Effects of mutual inductance also becomes important, particularly along the power
lines which will drive large amounts of current in very short times (e¼ L di=dt). Design planners and
routers will need to be aware of these effects when designing global nets and power bus structures.

14.3.2.3 Test

Manufacturing test of ICs today is becoming a heuristic process involving a number of different strategies
in combination to assure coverage and maximize generation costs and throughput at the tester. Today, IC
test employs the use of one or more of the following approaches:

. Static stuck-at fault test using stored program testers: The test patterns may be derived algorith-
mically or from random patterns and the test is based on final steady-state conditions independent
of arrival times. The goal of stuck-at fault test is to achieve 100% detection of all stuck-at faults
(except for redundancies and certain untestable design situations that can result from the design).
Algorithmic test generation for all faults in general sequential circuits is often not possible, but test
generation for combinational circuits is. Therefore the use of design-for-test strategies (such as scan
design) is becoming more accepted.

. Delay (at-speed) test: Patterns for delay testing may be algorithmically generated or functional
patterns derived from DV. The tester measures output pins for the logic state at the specified time
after the test pattern is applied.

. BIST: BISTs are generated at the tester by the device under test and output values are captured in
scan latches for comparison with simulated good-machine responses. BISTs tests may be exhaust-
ive or random patterns and the expected responses are determined by simulation. BIST requires
special circuitry on the device-under-test (LFSR and scan latches) for pattern generation and result
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capture. To improve tester times, output responses are typically compressed into a signature
and comparison of captured results and simulated results is made only at the end of sequences
of tests.

. Quiescent current test (IDDQ): IDDQ measures quiescent current draw (current required to keep
transistors at their present state) on the power bus. This form of testing can detect faults not
observable by stuck-at fault tests (such as bridging faults) that may cause incorrect system
operation.

Complicated semiconductor trends that will affect manufacturing test in the future are the speed at
which these future chips operate and the quiescent current required for the large density of transistors on
the IC. To perform delay test, for example, the tester must operate at speeds of the device-under-test.
That is, if a signal is to be measured at a time n after the application of the test pattern, then the tester
must be able to cycle in n units of time. It is possible that the hardware costs required to build testers that
operate at frequencies above future IC trends will be prohibitive. IDDQ tests are a very effective means to
quickly identify faulty chips as only a small number of patterns are required. Further, these tests find
faults not otherwise detected by stuck-at fault test. Electric current measurement techniques are far more
precise than voltage measurements. However, the amount of quiescent current draw required for the
millions of transistors in future ICs may make it impossible to detect the small amount of excess current
resulting from small numbers of faulty transistors. New inventions and techniques may be introduced
into the test menu. However, at present it appears that in the future manufacturing test must rely on
static stuck-at fault tests and BIST. Therefore, it is expected that more and more application of scan
design will be prevalent in future ICs.

14.3.2.4 Design Productivity

The ITRS points out that future ICs will contain hundreds of millions of transistors. Even with the
application of the aforementioned architectural features and new and enhanced EDA tools, it is unclear
that design productivity (number of good circuits designed per person year) will be able to keep pace with
semiconductor technology capability. Designing and managing anything containing over 100,000,000
subelements is almost unthinkable. Doing it right and within the typical 18-month product cycles of
today seems impossible. Yet, if this is not accomplished, semiconductor foundries may run at less than
full production, and the possibility of obtaining returns against the exorbitant capital expenditures
required for new foundries will be low. Ultimately, this could negate the predictions in the ITRS.
Over the history of IC design, a number of paradigm shifts enhanced designer productivity, the most

notable being high-level design languages and synthesis. Use of design rules such as LSSD to constrain
the problem has also represented productivity advances. Algorithm advances and faster processing
computers will necessarily play a crucial role, as the design cycle time is a function of computer resources
required. Many of the EDA application algorithms, however, are not linear with respect to design size
and processing times can increase as an exponential function of transistors. Therefore exploitation of
hierarchy, abstraction, shared, incremental, and concurrent EDA system architectures will play an
important role to overall productivity. Even with all of this, there is a major concern that industry will
not be able to design a sufficient number of good circuits fast enough. Consequently, there is a major
push in the semiconductor industry toward design reuse. There is a major activity in the EDA industry
(Virtual Sockets Interface Alliance [VSIA] www.vsia.org) to define the necessary standards, formats, and
test rules to make design reuse a reality with ICs.
Design reuse is not new to electronic design or EDA. Early TTL modules were an example of reuse, as

are standard cell ASICs and PCB-level MSI modules. With each, the design of the component is done
once, then qualified, then reused repeatedly in application-specific designs. Reuse is also common where
portions of a previous design are carried forward to a new system or technology node, and where a
common logical function used multiple times across the system. However, the ability to embed
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semiconductor designs qualified for one process into chips manufactured on another, or for which the
logical design was developed by one company to be used by another one results in new and unique
challenges. This is the challenge that the VSIA is addressing.
The VSIA has defined the following three different types of reusable property for ICs:

1. Hard macros: These functions have been designed and verified, and have a completed layout. They
are characterized by being a technology-fixed design and a mapping of manufacturing processes is
required to retarget them to another fabrication line. The most likely business model for hard
macros is that they will be available from the semiconductor vendor for use in application-specific
designs being committed to that supplier’s fabrication line. In other words, hard macros will most
likely not be generally portable across foundries except in cases where special business partnerships
are established. The complexities of plugging a mask-level design for one process into another
process line are a gating factor for further exploitation at present.

2. Firm macros: These can be characterized as reusable parts that have designed down to the cell level
through partitioning and floor planning. These are more flexible than hard macros since they are
not process dependent and can be retargeted to other technology families for manufacture.

3. Soft macros: These are truly portable design descriptions, but are only completed down through
the logical design level. No technology mapping or PD is available.

To achieve reuse at the IC level, it will be necessary to define or otherwise establish a number of
standard interfaces for design data. The reason for this is that it will be necessary to integrate design data
from other sources into the design and EDA system being used to develop the IC. VSIA was established
to determine where standard interfaces or data formats are necessary and choose the right standard. For
soft macros these interfaces will need to include behavioral descriptions, simulation models, and timing
models. For firm macros the scope will additionally include cell libraries, floor plan information, and
global wiring information. For hard macros GDSII may be supplied.
To reuse designs that were developed elsewhere (hereafter called intellectual property [IP] blocks), the

first essential requirement is that the functional and electrical characteristics of the available IP blocks be
available. Since internal construction of firm and hard IP may be highly sensitive and proprietary, it will
become more important to describe the functional and timing characteristics at the I=Os. This will drive
the need for high-level description methods such as use of VHDL behavioral models, DCL, I=O Buffer
Information Specification (IBIS) models, and dynamic timing diagrams. Further, the need to test these
embedded IP blocks will mandate more use of scan-based test techniques such as Joint Test Action
Group (JTAG) boundary scan. Standard methods such as these for encapsulating IP blocks will be of
paramount importance for broad use across many designs and design systems.
There are risks, however, and reuse of IP will not cover all design needs. Grand schemes for reusable

software yielded less than desired results. Extra effort to generalize the IP block design points for broad
use, and describe its characteristics in standard formats is compounded by the ability to identify an IP
block that fits a particular design need. The design and characterization of reusable IP will need to be
robust in timing, power, reliability, and noise in addition to function and cost. Further, the broad
distribution of IP information may conflict with business objectives. Moreover, even if broadly successful,
use of reusable IP will not negate the fundamental need for major EDA advances in the areas described.
First, tools are needed to design the IP. Second, tools are needed to design the millions of circuits that will
interconnect IP. Finally, tools and systems will require major advances to accurately design and analyze
the electrical interactions between, over, and under IP and application-specific design elements on the IC.
Standards are essential, but they are not by themselves sufficient for success. Tools, rules, and systems will
be the foundation for future IC design as they have been over the past. Nevertheless, the potential rewards
are substantial and there is an absence of any other clear EDA paradigm shift. Consequently, new
standards will emerge for design and design systems, and new methods for characterization, distribution,
and lookup of IP will become necessary.
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14.3.2.5 DFM

14.3.2.5.1 Lithography

Because of the physical properties of diffraction, as printed features shrink, the ability to print them with
the required degree of fidelity becomes a challenge for mask making. The scaling effects for lithographic
resolution can be generally viewed using the Rayleigh equation for a point light source:

Smallest resolvable feature ¼ K(l=NA)

Here
Value of K is a function of the photoresist process used
l is the wavelength of the coherent light source used for the exposure
NA is the numerical aperture of the lens system

As feature shrink continues, the ITRS projects that designwafer foundry lithographic systemswill keep pace
by moving to light sources of smaller wavelength, photoresist systems with lower values for K, and
immersion lithography. (Immersion lithography increases the maximum achievable numerical aperture
(NA¼ I sin a) beyond that in air (in air, the refractive index (I)¼ 1, thus NAmax¼ 1), because of higher
refractive indices for water and other fluids). However, the physics of light diffraction is now affecting the
design of photomasks, and thiswill dramatically increase in importancewith future technology generations.
Without attempting to discuss the physics behind them, two complications need to be accounted for in

the design of a mask. First, the intensity of the light source passing through the mask and onto the
photoresist is nonlinear. That is, the intensity at the edges of small features is less than that in the center.
Thus, edges of small features do not print with fidelity. To compensate for this, for example on the
corners of lines (which will expose as rounded edges) and line ends (which will be rounded and short), a
series of reticle (mask) enhancement techniques are used. These techniques add subresolution features to
the pattern data. Some examples are the addition of serifs on corners and hammerheads on line ends to
extend as well as square them.
The second complication is the interference of diffracted light between adjacent features. That is, the

light used to expose densely packed features may interfere with the exposure of other features in close
proximity. This may be corrected for by phase-shift mask techniques or be accounted for by adjusting
feature placement (spreading densely packed areas and using scatter bars to fill sparsely packed areas)
and biasing feature widths to adjust for the interference.
Though these corrections are necessary for two distinct physical properties, they are generally collect-

ively performed by optical proximity correction (OPC) programs. OPC in today’s design systems is
generally performed a step after the design is complete and ready for tape-out. The desired design pattern
data is topographically analyzed by OPC against a set of rules or models that determine if and what
corrections need to be made in the mask pattern to assure wafer fidelity. These corrections result in the
incorporation of additional features to be cut into the mask such as serifs, hammerheads, and scatter bars.
With successive technology generations, the number of OPCs for a mask set will increase and cause

mask pattern data to increase beyond that of Moore’s Law for features. This, in turn, causes increased
time (and resulting costs) in capital-intensive mask manufacturing. Therefore, future design systems will
need to consider lithography limitations early in the design process (synthesis and PD) rather than at the
end, and new OPC methods to optimize the mask pattern volume will be required.

14.3.2.5.2 Yield

Traditionally, wafer yield has been viewed as the responsibility of the wafer foundry alone. Hard defects
caused by random particles or incorrect process settings are under control of the foundry manager and
defects in feature parametrics were sufficiently bounded by design rules to be insignificant. As features
shrink, small variations in print fidelity or process parameters have an increasingly important impact on
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feature parasitics and this can be a significant factor in the yield of properly operating chips. Tradition-
ally, parasitic extraction performed on the PD-generated geometry was sufficient to analyze a parasitic
effect on, for example, timing. In future, because of lithography limitations, the analysis of parasitics may
require extraction based on the simulated geometries that are projected to print on the wafer. Tradition-
ally, EDA design applications can operate within the specific bounds of the design rules to yield good
design. Future design applications may require that statistical analysis of their decisions be performed to
account for intrachip parametric variations and to provide a design known to be good within a certain
degree of probability. The topic of yield will become an important aspect of the next EDA paradigm shift.
Future design system flows will require a closer linkage between the classical EDA flow and Techno-

logy Computer Aided Design (TCAD) systems and mask making. In addition, the need for rich models
that can be used to accurately predict the impacts of design choices on the results of foundry and mask
manufacturing processes will become important. New design tools such as Statistical Static Timing
Analysis (SSTA) have become available and are a topic of much discussion. How to incorporate the
effects of variability on yield in, for example PD and synthesis will be a topic for future research. High-
speed lithographic simulation, capable of full chip analysis, will be an important field for EDA R&D.
Finally, database and integration technology to support this increased level of collaboration between IC
designers, mask manufacturers, and the fabricating engineers will be critical.

14.4 Summary

Over the past four decades, EDA has become a critical science for electronics design. Where it may have
begun as a productivity enhancement, it is now a fundamental requirement for the design and manu-
facture of electronic components and products. The criticality of EDA for semiconductors is the focus of
much attention because of the expanding semiconductor advancements. Fundamental approaches in test,
simulation, and PD are being constantly emphasized by these semiconductor advancements. New EDA
disciplines are opening up. Fundamental electrical models are becoming more important and at the same
time, more complex. New problems in design and IC failure modes will surely surface.
The next decade of EDA will prove to be as challenging and exciting as its past!
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behavioral and performance
models, 12-6

functional models, 12-5
heterogeneous, 12-8–12-9
interpretation, 12-6
Petri nets, 12-6–12-7
Ptolemy project, 12-8
SystemC language

background, 12-44–12-45
Cþþ foundations,

12-45–12-47
channels, 12-48–12-52
crossbar contention,

12-56–12-58
crossbar model, 12-53
dual processor, 12-54
fixed cycle length,

12-61
fully connected architecture,

12-53
mixed-level processor model,

12-58–12-61
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12-54–12-56
performance-based modeling
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performance model,

12-63–12-64
processor model,

12-47–12-48
random data generation,
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shared bus architecture,
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single processor,
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system architecture,
12-42–12-43

task graph model,
12-42–12-44

variable cycle length,
12-61–12-62

transaction-level model
(TLM), 12-8

VHDL models, 12-7–12-8

O

OPC, see Optical proximity
correction

Operational amplifiers (op-amps)
characteristics, 2-14
compacted MNA matrix

(CMNAM), 2-14–2-15
components

norator, 2-13
nullator, 2-12–2-13
nullor, 2-13

definition, 2-12
gyrator circuit, 2-15

Optical proximity correction (OPC)
programs, 14-37
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direction method, 4-6
Lagrange multiplier, 4-5
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others, 4-8
penalty function method,
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Vaidya’s convex

programming, 4-6–4-8
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convex function,

4-3–4-4
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problem, 4-4
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multicriterion
design, 4-9
formulation, 4-8
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Pareto critical point,

4-8–4-9
weighted sum function,
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PCBs, see Printed circuit boards
(PCBs)

PD, see Physical design
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passing mechanism,
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module categories,
12-16–12-17

revolutionary approach, 12-9
token implementation,
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design methodology, 12-4
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hardware=software system,
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interfaces, 12-5
mixed-level modeling
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interpreted and
uninterpreted models,
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structure, 12-24
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multi-level modeling approach
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assessment system
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heterogeneous, 12-8–12-9
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Petri nets, 12-6–12-7
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transaction-level model
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product’s development cycle,
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Cþþ foundations,
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crossbar contention,
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crossbar model, 12-53
dual processor, 12-54
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mixed-level processor model,
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single processor,
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standard deterministic
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System-level design

characteristics, 11-10
design space, 11-3
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processing modules, 11-7–11-8
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